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Abstract. In this paper, we propose a model of game situations where we intro-
duce an explicit third party agent who has the role of providing incentives for the
agents so that they behave in a socially efficient way. In particular, we show how
these incentives can be modelled as obligations which enter the decision process
of an agent participating in a game.

1 Introduction

Interactions between autonomous agents, which can be modelled as 2x2 matrixes in
game-theoretic terms, offer example situations where the conflicts among self inter-
ested agents lead to socially inefficient solutions. These situations can be effectively
solved by imposing obligations on the participating agents. Consider for instance the
following situation: in electronic marketplace the buyer has no direct acquaintance with
the product he is going to buy; analogously, the seller has no warranty on the actual
payment made by the seller.
In fact, the most socially efficient outcome (a real good is exchanged with real money)
is in conflict with the individual interests of the (possibly fraudulent) agents who could
prefer to exchange fake goods with real money, etc., for the sake of their human own-
ers. In an open environment, such as an electronic marketplace, agents can be heteroge-
neous, individually designed, without any warranty that they work towards a common
goal in a cooperative way, unless they are somehow obliged to.

Given that e-market cannot be build as a centralized institution who ensures that
each participant sticks to the rules, a solution is needed to resolve conflicts between
individual interests. To this aim, some online marketplaces provide an escrow service,
a specialized agent instance which the participants can resort to if they want: once they
have reached an agreement, the buyer sends his (electronic) payment (and the seller his
product) to the escrow agent. She checks the product: only if it respects the specifica-
tions (e.g., a downloadable software respects its electronic signature), she forwards it to
the buyer; analogously she checks the reliability of the payment (e.g., she contacts the
e-bank) before sending the check to the seller. If the product doesn’t respect the speci-
fications provided by the seller or the payment by the buyer is not reliable, the escrow
agent sends the check back to the buyer and the product to the seller, and the transaction
does not take place.
In this way, the conflict determined by the opposite interests of the buyer and the seller



is resolved by the interposition of the third party who obliges them to stick to the agreed
upon behavior.

Moreover, for the role of the third party to be effective at the time the players enter
the game, she must be trusted by both players: otherwise, they may enter the game with-
out actually believing that the incentives will be enforced. In fact, as [Gambetta, 1988]
puts it, “trust is the subjective probability by which an individual, A, expects that an-
other individual, B, performs a given action on which its welfare depends”. The pres-
ence of the escrow makes the fairness of the other player irrelevant for both the buyer
and the seller, but makes the payoffs of both players depend on the third party’s behav-
ior.

For the role of the third party to be effective, the players must reason about her be-
havior, who obliges them to stick to their commitments by putting into action positive
(or negative) rewards.
In [Boella and Lesmo, 2002], we proposed a model of the decision process which agents
undergo when they have to reason about the behavior of another agent who is able to in-
fluence their welfare. In these settings, agents are in a strategic situation
[Castelfranchi and Falcone, 2002]: ”x believes that there is an interference and that
her rewards, the results of her projects, depend on the actions of another agent y”. In
[Boella and Lesmo, 2002], this reasoning is used to explain the role of obligations and
norms in regulating a society of agents: norms are usually enforced by sanctions; and
(positive and negative) sanctions presuppose, in turn, the existence of an agent who has
the role of watching the respect of obligations and to enforce norm-abiding behaviors
by means of sanctions or rewards. Sanctions, thus, are not automatic events, but the
result of the autonomous decision of the agent who is in charge of overseeing norms.

Here, we propose to adapt our model of normative reasoning to integrate 2x2 games
with an agent who plays the role of the third party: in fact, the role played by the third
party is especially to oblige the agents to play the move they have committed to by
sanctioning them if they abandon the commitment.

With respect the standard game-theoretic model of the seller-buyer exchange, the
action of the third party affects the payoff matrix of the game by modifying it at a later
time as an effect of the enforcement of the incentives, which change the payoffs of
the players in favor of cooperation: the outcome the agent agreed upon to commit to
becomes the most preferred one.

2 The Agent Model

In this Section, we introduce the definition of agent, i.e., the components of an agent
which are relevant in our discussion.
The agents involved in the interaction are Row (R), Column (C) and the third party (T ).
An agent R is a 6-tuple � B � CG � f � L � KP� CI � Π � where:

– B are the agent beliefs; in particular, besides including beliefs about the current
state of the world.

– CG is the set of current goals of R: actions to be performed or states to be achieved;



– f is the utility function of R (a function from states to real numbers); it is used
to evaluate the outcomes of R’s actions. f applies to states expressed as sets of
attributes;1

– L is a set of tuples representing the obligations known by R of which he is the
bearer (they will be described in the next Section);

– KP is the set of actions which R knows (action recipes);
– CI is the Current Intention to execute a plan (a newly planned plan or the remain-

ing part of the plan R is currently executing). CI is selected within the set CP of
candidate plans produced by the planner Π.

– Π is the planning strategy of the agent. As we will see below, this reasoning strategy
exploits the agent’s utility function f and starts from the beliefs B about the world
and the goals and intentions of the agent: CG and CI.

Since the planning framework inspired to the DRIPS planner
[Haddawy and Hanks, 1998], and the reactive architecture has been described elsewhere
([Boella et al., 2000], [Boella and Damiano, 2002]), in this paper we focus on the cri-
teria which determine the action to execute among the ones which may be executed in
the current situation.

The set CP is produced by the planner Π starting from the initial state S, and in-
specting the KP to find all the action recipes which have among their effects a goal in
CG and the recipes which refer to (expand) an action in CG. Then, on the basis of the
utility function f , the possible alternatives are examined and the best one (P) is chosen:
it becomes the current intention of the agent.
In case of probabilistic effects and uncertain states, Pi � S � is a set of pairs � Si � j � pi � j � ,
where pi � j is the probability that Si � j is reached after the execution of Pi. In this case,
the best plan is the one which maximizes the expected utility, as it is usual in Decision
Theory:

P 	 argmax 
 Pi � CP � ∑  Si � j � pi � j ��� Pi  S � pi � j � f � Si � j �
In the following sections, we will adapt this decision model to cope with situations

involving obligations and games.

3 Obligations and Games

In [Boella and Lesmo, 2002] an obligation (in the widest sense of the term) is defined
in the following way: ”an obligation holds when there is an agent A, the normative
agent, who has a goal that another (or more than one) agent B, the bearer agent, satisfy
a goal G and who, in case he knows that the agent B has not adopted the goal G, can
decide to perform an action Act which (negatively) affects some aspect of the world
which (presumably) interests B. Both agents know these facts.”

Note that this definition refers directly to the cognitive states of the agents. An obli-
gation defined in this way is a mentalist concept and not only a state of facts: obligations
do not exist without (at least) two agents endowed with beliefs, goals and intentions. It
is important that the bearer believes that the other agent wants to delegate him a goal

1 f is based on the theory of multi-attribute utility functions developed by
[Keeney and Raiffa, 1976].



and provides him with the right motivations (the sanctions). Physically forcing an agent
is another way of delegating goals but is not an obligation.

More formally, in the L component of an agent, an obligation Ω is represented as a
5-tuple � B � A � O � S � M � where:

– B is an agent who is called the bearer of the obligation,
– A is an agent called the normative agent, who watches on the norm,
– O is the content of the obligation, i.e., the state or action goal which A wants to be

adopted and satisfied by B,
– S is an action (called sanction) which A will presumably bring about in case she

detects a violation of the obligation.
– M is the triggering condition of the obligation: if it becomes true then the condi-

tional obligation is set.

M is the triggering condition: if some event or agent makes it true, the obligation
holds: only at this point the normative agent begins to play his role. For example, a
car crash enables the obligation for the insurance to pay for the damage created by
the driver. In the case of games, the triggering condition is used for specifying the
agreement necessary by the agents. Since all the issues concerning obligations have
been addressed in [Boella and Lesmo, 2002], we will not enter here in further details.

A game is defined as a pair of agent-goals 3-tuples Γ = ((R, GR
1 , GR

2 ), (C, GC
1 , GC

2 )).
This means that the CGs components of R and C contain respectively GR

1 and GR
2 , and

GC
1 and GC

2 . The goals can be state � goals or action � goals as discussed above. In our
example we use the symbols Top and Bottom for GR

1 and GR
2 and Le f t and Right for

GC
1 and GC

2 .
A game including a third party T is a pair consisting of a game and a set of obli-

gations ω whose normative agent is the third party T : (Γ, ω). The obligations in ω will
have as content O the action the bearer of the obligation is committed to. For example
the unconditional obligation Ω = � R � T � Top � S � /0 � , expresses the obligation of R to
commit to Top, where S is some sanction which incentives R; S is an action performed
by T in case the commitment is not maintained. ω can contain one or two obligations
depending on whether the commitment is unilateral or bilateral.

Differently from the classification of 2x2 game proposed by
[Buskens and Royakkers, 2002], the payoff matrix is not given; instead, it emerges from
the result of the actions of the two agents, hence a cardinal and not ordinal utility func-
tion is used. In fact, as discussed above, the utility of the outcomes of the game is
computed by means of a multi-attribute utility function which is applied to the state re-
sulting after R’s and then C’s actions. Then, if the effects of the two actions are disjoint
and the second player cannot access the result of the first player’s action, the asyn-
chronous game is equivalent to the synchronous one for the purposes of our discussion.

Up to this point we did not discuss the issue of the agreement necessary to create
the commitment of the agents. We model the agreement as the triggering condition of
an obligation: if an agreement is reached the condition of an obligation is triggered and
the third party enters into the game.
The triggering condition may require the agreement of both parties or not in order for
the obligation to become effective. In this way, both bilateral and unilateral agreements



can be expressed. However, as stated above, some obligations can be unconditional and
they are an incentive to the commitment of the agents regardless of their commitment.
These obligations derive from general norms regulating the society, like laws. For ex-
ample, murders are prosecuted even without a report by a private citizen.

4 Anticipatory coordination

[Boella et al., 2000] propose that, in cooperative situations, the evaluation of a certain
course of action should be based not on the state it directly determines Pi � S � , but on the
states achievable from the partners starting from Pi � S � (a kind of one-level lookahead
in the spirit of min-max search).

This mechanism works not only in cooperative settings, but also in every strategic
situation, where an agent delegates a goal to another one and the latter knows that
his welfare depends on the behavior of the former. Hence, this form of reasoning is
necessary also for obligations and games.

So, if R coordinates with agent C, using a ΠC strategy, he will select the plan P in
the set of candidate plans CP such that:

P � argmax � Pi � CP � f � PbestC
Pi � Pi � S �����

where PbestC
Pi

is the plan that (according to R’s beliefs) will be selected by C after R
executes Pi in state S2 using a strategy Π. Different results are produced according to
the fact that C reasons using a Π or rather a ΠT strategy.
In this latter case, C is coordinating in an anticipatory way with T ’s behavior.

In addition, R has also to coordinate his behavior with the third party’s behavior,
using a Π � C � T � strategy. His decision will be based on the following formula:

P � argmax � Pi � CP � f � PbestT
Pi � PbestC

Pi

� PbestC
Pi � Pi � S �������

where PbestT
Pi � PbestC

Pi

is the best action of T under the light of what R and C have done (re-

spectively, Pi and PbestC
Pi

). Note that what (R thinks that) T chooses can be different from

what C believes T did, so that PbestC
Pi

could be chosen on a wrong basis even using ΠT .
How do obligations enter in the picture depicted so far? An obligation

Ω =  R ! T ! O ! S ! M " (in general, but also obligations which are part of a game) pro-
vides a goal O (Top) to be adopted by the agent R. Moreover, it provides R with some
knowledge about T , and, in particular with the motivation that she have the goal S if R
does not respect the obligation. This knowledge is used in the strategic planning ΠT .
Second, also a game Γ = ((R, GR

1 , GR
2 ), (C, GC

1 , GC
2 )) provides R with knowledge about

an agent C: that he has the goals GC
1 , GC

2 and that C knows that R has the goals GR
1 , GR

2
(and possibly he knows also the obligations holding on the agents). All this knowledge
will be used by R in order to coordinate his behavior with C and then R using a strategy
Π � C � T � . If the game and the obligation are connected in (Γ,  Ω " ), then the agent R is
provided with a further motivation for choosing one of the moves.

2 Note that C can be aware only of part of the state resulting from the execution of Pi in state S.
In fact we do not assume that an agent is automatically acquainted with what happens in the
world.



However, notice that in the e-transaction example we introduced in the Section 1, only
the third party may know the effects of the seller’s and the buyer’s moves before she
plans her behavior, while neither the seller nor the buyer know anything about which
action (cheating or not cheating) the partner chose. So, the seller and the buyer make a
tentative prediction of the third party’s reaction at a later stage, at which she has some
information about the effects of their respective actions.

5 The third party

In figure 1, we present the seller-buyer game Γ = ((R, fake-product, real-product), (C,
fake-money, money)): both players have the alternatives of playing fair or not; i.e. send-
ing an uncovered check (fake-money) or a product which does not respect the specifica-
tions (fake-product).
The state of the world is represented by means of two predicates: money(X,Y) repre-
senting the amount Y of (real) money owned by X ; and has(Y,X) representing who (X)
has the real product Y . Hence, only the fair moves affect on these predicates. In the
initial state the seller R has no money but owns a product to sell, while the buyer R has
a certain amount of money. The return action executed by T restores the initial state
from whatever outcome.

Each agents mostly prefers having both money and products, so that the preferred
state for both of them is not only the most socially inefficient outcome (C has the real
product and R the money), but also the mostly dispreferred for the partner.
Hence, this 2x2 game takes the form of the prisoner’s dilemma: it is more fruitful not
to cooperate with the other player if he is not cooperating; without any obligation the
preferred outcome would be not playing fair. But the game is played with a given com-
mitment strategy ω = # Ω1 , Ω2 $ : that both agents should play the game correctly; where
Ω1 = # R, T, real-product, return, M1 $ and Ω2 = # C, T, money, return, M2 $ , M1 and
M2 are true (i.e., the agents accepted the commitments); note that the sanction S is the
same in both obligations, since it is at the same time a positive incentive for cooperative
agents and a negative sanction for cheaters. T ’s options are added with the alternative
of doing nothing besides the goal S.
In this simple example, we assume that all agents are immediately acquainted with all
the effects of the interactants’ actions (in particular, C and T are aware of what hap-
pened before their move).

According to the model outlined above, the players should predict the possible re-
actions of T . Although it is possible that T sanctions him, R should take into account
that T has to balance this possibility against other alternatives. So, R must reason about
the motivations of T for executing the sanction.

Since T is an autonomous agent as well (i.e., a tuple # BT % CGT % f T % LT % KPT % CIT $ ),
her model includes a utility function. So, if the values of the attributes appearing in the
effects of the sanction give the greatest utility value for T , compared to doing nothing
or achieving some other goal, then she will select the sanction as her preferred action:
this means that T gains an advantage if the violation of the behavior is sanctioned.

In this paper we assume that third parties are trusted so that it is actually in their
power and it is actually useful for them behaving correctly, whatever their motivations.



Fig. 1. Representation of the seller-buyer game with a third-party agent; both agents are commit-
ted, and the third party does not perform any action only if they both stick to their commitment
(rightmost column, below)

However, in general, it is also possible that the executing the sanction does not provide
T with any direct personal utility. For instance, there is no immediate utility for a po-
liceman to sanction the breaking of a norm. In this case, the execution of the sanction
S by T may be due to the existence of another norm, where the policeman acts as the
bearer and the local administration acts as the normative agent.

In contrast, the two agents do not trust each other, even if they both trust the third
parties, so that incentives are needed. The action of the third party can be a positive in-
centive (a reward offered when the commitment is respected) or negative (a punishment
for a behavior in contrast with the commitment). In analogy with the case of obligation,
we will call the positive or negative incentive sanction [Giddens, 1989]. That is, the
effect of the sanction can be to affect the world in a way that increases or decreases
the utility of one of the players, depending on whether the player respects or violates
the commitment. But a sanction can also have side effects which affect the third party’s
utility, since they are actions to be executed. These effects can be negative (the con-
sumption of resources, but also worsening the social relationship with the violator) as
well as positive.

The third party cannot be assumed to become immediately acquainted with the (pos-
sible) violation of the obligation on the part of the bearer of an obligation (either R or
C). According to R’s knowledge (and respectively the same holds for C), there is some
probability that this happens: in fact, R is assumed to know that T has to perform some
actions available to check the fulfillment of O, that these actions may fail, and that just
in case of their success, C will consider (not necessarily decide) to apply the sanction.

As we have seen, a negative/positive incentive is provided only in case the third
agent believes that there is a violation/conformance: in order to establish whether a



violation occurred, the third party agent has to perform a monitoring action. For this
reason, in [Boella and Lesmo, 2002], the sanction S is represented by a complex action
consisting of the monitoring action followed by the very action of affecting the world
in a way that is relevant (in one way or the other) for the committed agents. For what
concerns the monitoring action, observe that in formal contexts, say contracts and laws,
not all ways for knowing that a violation occurred are acceptable

Finally, any agent knows that actions may fail; also the action of applying the sanc-
tion may fail. So, even if the violation has been detected, and T has decided to apply
the sanction (which he would not do, in case the cost of applying it is greater than the
gained utility), the sanctioning action may fail. R and C must (or, at least, we claim
that rational agents do) consider all these possibilities when he chooses the best way of
acting.

6 Conclusions

In this paper, we explored the possibility of introducing a third-party authority in 2-
player games in order to impose a commitment strategy on the players in a game where
their interests conflict. The model we propose relies on the third party posing obligations
on the players, thus indirectly enforcing their adoption of a socially efficient behavior.
Based on [Buskens and Royakkers, 2002]’s classification of commitment strategies in
this kind of games, we presented a model in which the third party acts as an authority
who is in charge of enforcing the respect of the commitment strategy the players have
agreed upon, by effectively constraining them to the respect of the commitment strategy.

The model relies on a decision-theoretic characterization of the behavior of the
agents involved in the game, including the normative authority. Based on a previous
formalization of norms, the commitments of the players in a game are defined as obli-
gations that the third party is in charge of enforcing by providing negative or positive
incentives. Taking inspiration from real situations, like online auctions, we integrate the
decision process of an agent with the reasoning about commitment strategies in games,
and show how the variability of game situations can be effectively modelled by the
characterization of mediated commitment strategies we propose.
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