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Abstract 
Configuration was one of the first tasks successfully approached via AI techniques. However, solving configuration 
problems can be computationally expensive. 
In this work, we show that the decomposition of a configuration problem into a set of simpler and mutually independent 
subproblems can decrease the computational cost of solving it. In particular, we describe a  decomposition technique 
exploiting the compositional structure of complex objects (i.e. objects composed by other objects) and we show 
experimentally that such a decomposition can improve the efficiency of configurators. 
The master’s thesis [Anselma 02] this work is based on has been awarded with a Honourable Mention for the AI*IA 
Prize for recent university graduates. 
 
1. Introduction 
 
Recent development in Web technologies has opened important opportunities for developing new interactive services. 
Among others, the possibility for a customer to access a wide variety of information about products or services has 
paved the way for systems which embed an intelligent component for supporting the customer in such activity. In most 
of these systems there is the implicit assumption that the product or the service cannot be modified to match the user 
requirements: it is plain that – while this approach is adequate for some relevant domains – in complex domains it may 
not be adequate, and it may be important to exploit the experience gained in the last two decades in developing 
knowledge-based systems. 
Each time we are given a set of components and we need to put (a subset of) them together in order to build an artefact 
meeting a set of requirements, we actually have to solve a configuration problem. Configuration problems can concern 
different domains. For instance, we might want to configure a PC, given different kinds of CPUs, memory modules, and 
so on; or a car, given different kinds of engines, gears, etc. Or we might also want to configure abstract entities in non-
technical domains, such as students' curricula, given a set of courses. 
In early eighties, configuration was one of the first tasks successfully approached via AI techniques, in particular 
because of the success of R1/XCON [McDermott 82]. Since then, various approaches have been proposed for 
automatically solving configuration problems. In the last decade, instead of heuristic methods, research efforts were 
devoted to single out formalisms able to capture the system models and to develop reasoning mechanisms for 
configuration. In particular, configuration paradigms based on Constraint Satisfaction Problems (CSP) and its 
extensions [Mittal and Falkenhainer 90, Sabin and Freuder 96, Fleischanderl et al. 98, Veron and Aldanondo 00] or on 
logics [McGuinness and Wright 98, Friedrich and Stumptner 99, Soininen et al. 01] have emerged. 
In the rich representation formalisms able to capture the complex constraints needed in modelling technical domains,  
not only the configuration problem is theoretically intractable (at least NP-hard, in the worst case [Mackworth 77, 
Soininen et al. 99, Soininen et al. 01]), but in some cases the intractability does appear also in practice, and solving 
some configuration problems can require a huge amount of CPU time. These ones are rather problematic situations in 
those tasks in which low response time is required, such as interactive configuration and on-line configuration on the 
Web. 
There are several ways that can be explored to control computational complexity in practice: among them, making use 
of off-line knowledge compilation techniques [Sinz 02]; providing the configurator with a set of domain-specific 
heuristics, with general focusing mechanisms [Magro and Torasso 01] or with the capability of re-using past solutions 
[Geneste and Ruet 02]; defining techniques for automatically decomposing a problem into a set of simpler subproblems 
[Magro et al. 02, Magro and Torasso 03]. These approaches are not in alternative and configurators can make use of 
different combinations of them. However it makes sense to investigate to what extent each one of them can contribute 
to the improvement of the efficiency of configurators. In the present work, we focus on automatic problem 
decomposition. 
In [Magro and Torasso 01a] a structured logical approach to configuration is presented. Here we commit to the same 
framework as that described there and we present a problem decomposition mechanism that exploits the knowledge on 
the compositional structure (i.e. the knowledge relevant to parts and subparts) of the complex entities that are 
configured. We also report some experimental results showing its effectiveness. 



Section 2 contains an overview of the conceptual language, while Section 3 defines configuration problems and their 
solutions. In Section 4 a formal definition of the bound relation, which problem decomposition is based on, is given; 
moreover, in that same section, a configuration algorithm making use of decomposition is reported and illustrated by 
means of an example. Section 5 reports the experimental results, while Section 6 contains some conclusions and a brief 
discussion. 
 
2. Conceptual Language 
 
In the present paper the FPC (Frames, Parts and Constraints) [Magro and Torasso 03] language is adopted to describe 
the conceptual model, which models the configuration domains. Basically, FPC is a frame-based KL-One like 
formalism augmented with a constraint language. We illustrate FPC by means of an example; for a formal description, 
refer to [Magro and Torasso 03]. In fig. 1 a portion of a simplified conceptual model relevant to PC configuration is 
represented. 
In FPC, there is a basic distinction between atomic and complex components. Atomic components (e.g. MPCB, CPU, 
...) are the basic building blocks of configurations and they are described by means of properties, while complex 
components (e.g. PC, MB, ...) are structured entities whose characterization is given in terms of subparts which can be 
complex components in their turn or atomic ones. FPC offers the possibility of organizing classes of (both atomic and 
complex) components in taxonomies (e.g. a hard disk can be either the EIDE or the SCSI type) as well as the facility of 
building partonomies that (recursively) express the whole-part relations between each complex component and its 
(sub)components. For instance, the PC class has the partonomic role has_mb, with minimum and maximum 
cardinalities 1, meaning that each PC has exactly one motherboard; partonomic role has_app, whose minimum and 
maximum cardinalities are 0 and 8, respectively, expresses the fact that each PC can optionally have up to 8 application 
software, and so on. It is worth noting that the motherboard MB is a complex component in its turn and it has 1 to 2 
CPUs (see the has_cpu partonomic role) that can be either Intel or AMD, one main printed circuit board (via the 
has_mpcb role), etc. 
The value and number restrictions present in the taxopartonomy are not sufficient to capture the complex inter-
component constraints needed in order to model the real world domains. For this reason, FPC provides a constraint 
language. A set of constraints restricts the set of valid combinations of components and subcomponents in 
configurations. These constraints can be either specific to the modelled domain or derived from the user's requirements.  
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Figure 1. A fragment of a simplified PC conceptual model (CMPC) 
 
Each constraint is associated with a class of complex components and is composed by FPC predicates combined by 
means of the boolean connectives ∧, ∨, ¬, →. A predicate can refer to cardinalities, types or property values of 
(sub)components. The reference to (sub)components is either direct through partonomic roles or indirect through chains 
of partonomic roles. For example, in fig. 1 the constraint [cpu1] is associated with the MB class and it states that, if the 
motherboard has two CPUs and at least one AMD CPU, then has_cpu role must take values in AMD (i.e. all CPUs must 
be AMD). An example of a chain of partonomic roles can be found in [scsi]: its consequent (associated with the PC 
class) states that the role chain <has_mb, has_sc> has cardinality 1, i.e. the PC component has one Motherboard with 
one SCSI Controller. 
 
3. Configuration Problems 
 
A configuration problem is a tuple CP = <CM, T, c, C, V>, where CM is a conceptual model, T is a partial description 
of the complex object to be configured (the target object), c is a complex component occurring in T (either the target 
CONSTRAINTS: 
Associated with PC: 
  If a PC has an application software running under a certain operating system, it must have that operating system 
  [app1] <has_app> in Windows (1;8)  <has_os> in Windows (1;4) 
  [app2] <has_app> in Unix (1;8)  <has_os> in Unix (1;4) 
 
  If a PC has a SCSI hard disk, it must have a SCSI controller 
  [scsi] <has_hd> in SCSI (1;7)  <has_mb, has_sc) (1;1) 
 
Associated with MB: 
  If the motherboard has more than one CPU, all CPUs must be equal 
  [cpu1] <has_cpu> (2;2) ∧ <has_cpu> in AMD (1;2)   <has_cpu> in AMD 
  [cpu2] <has cpu> (2;2) ∧ <has cpu> in Intel (1;2)   <has cpu> in Intel
object itself or one of its complex (sub)components) whose type is C (which is a class of complex objects in CM) and V 
is a set of constraints involving component c. In particular, V can contain the user's requirements that component c must 
fulfil. 
Given a configuration problem CP, the task of the configurator is to refine the description T by providing a complete 
description of the component  c satisfying both the conceptual description of C in CM and the constraints V, or to detect 
that the problem does not admit any solution. 
We assume that the configurator is given a main configuration problem CP0=<CM, (c), c, C, REQS>, where c 
represents the target object, whose initial partial description T ≡ (c) contains only the component c; REQS is the set of 
requirements  for c (expressed in the same language as the constraints in CM1). Therefore, the goal of the configurator is 
to provide a complete description of the target object (i.e. of an individual of the class C) satisfying the model CM and 
fulfilling the requirements REQS (such a description is a solution of the configuration problem) or to detect that the 
problem does not admit any solution (i.e. that such an individual does not exist). Since CM is assumed to be consistent, 
this last case happens only when the requirements REQS are inconsistent w.r.t. CM. A sample description of an 
individual PC satisfying the conceptual model CMPC in fig. 1 and fulfilling the requirements listed in fig. 2 is reported 
in fig. 4.e. 
The configuration is accomplished by means of a search process that progressively refines the description of c. At each 
step the configuration process selects a complex component in T (starting from the target object), it refines the 
description T by inserting a set of direct components of the selected component (by choosing both the number of these 
components and their type) and then it configures all the direct complex components possibly introduced in the previous 
step. If, after a choice, any constraint (either in CM or in REQS) is violated, the process backtracks. The process stops as 
soon as a solution has been found or when the backtracking mechanism can’t find any open choice. In the last case, CP 
does not admit any solution. 

Fig. 2. User's requirements for a PC (REQSPC)  

The user desires a Unix operating system, a SCSI hard disk and an Intel CPU 
[req_os] <has_os> in Unix (1;1) 
[req_hd] <has_hd> in SCSI (1;1) 
[req_cpu] <has_mb, has_cpu> in Intel (1;1) 

 
It is worth pointing out that, if a conceptual model has no constraint, the configuration can be easily computed making a 
set of local choices (in the example in fig. 1, the process can fix the number of application software and the type of each 
                                                 
1 It is worth pointing out that the user actually specifies her requirements in a higher level language (through a graphic interface) and 
the system performs an automatic translation into the representation language. 



one, then it can fix independently the number and the type of the operating systems, and so on). It is because of the 
constraints that link together different components and subcomponents that the configuration task in most cases is 
performed by a search process: when a choice made for a component prevents another component to be configured, the 
process (if possible) backtracks, revises a past choice, and explores a different path in the search space. For example, in 
fig. 1 the constraints [app1] and [app2] link together the Operating system and the Application software components, 
stating that, if the configuration has a Unix or a Windows software, then it must also have the related operating system: 
thus the choice of the operating system cannot be a local choice. 
In many cases, the search space is huge and many paths in it do not lead to any solution, thus it appears important to 
understand how the components interact with each other in order to restrict the search space. 
 
4. Decomposing Configuration Problems 
 
The decomposition capability is based on a bound relation among constraints. We assume that, in any configuration, 
each individual component cannot be a direct part of two different (complex) components, neither a direct part of a 
same component through two different whole-part relations (exclusiveness assumption on parts). 
Let CP = <CM, T, c, C, V> and CONSTRS(C) be a configuration problem and the set of constraints associated with C 
in CM, respectively and let u,v,w ∈ V ∪ CONSTRS(C). The bound relation Bc is defined as follows: if Pu and Pv are two 
predicates occurring in u and in v, respectively, that mention both a same partonomic role p of C then u Bc v (i.e. if u 
and v refer, through their predicates, to a same part of c, then they are directly bound in c); if u Bc v and v Bc w then u 
Bc w (i.e. u and w are bound in c by transitivity). 
 
Property 1. The bound relation Bc is an equivalence relation. 
 
To solve CP=<CM, T, c, C, V>, the configurator must refine the description of c by specifying the set COMPS(c) of its 
components and subcomponents. In particular, it specifies the type of each element in COMPS(c) and, for each 
partonomic role occurring in the conceptual description of type C (the type of component c) in CM, it specifies which 
elements in COMPS(c) play that partonomic role. 
 
Property 2. The equivalence classes of constraints induced by the bound relation Bc represent mutually independent 
configuration problems. 
Proof (sketch). Let S1 and S2 be two different equivalence classes of constraints induced by the relation Bc and 
COMPSS1(c) and COMPSS2(c) be the sets of components in COMPS(c) referred to by constraints in S1 and in S2, 
respectively. We want to show that COMPSS1(c) and COMPSS2(c) are disjoint sets: in fact in this case we can configure 
separately the parts of the component c relevant to an equivalence class of constraints knowing that it can’t interact 
with the other classes. If the sets were not disjoint, then there must exist some constraints that mention (whether directly 
or indirectly) a same component through distinct partonomic roles, but, for the exclusiveness assumption on parts, this 
is not possible.  
 
Exploiting this result, whenever we apply the bound relation to a set of constraints associated with a component and we 
find that there exist more than one equivalence class, we know how we can decompose the problem: it suffices to (i) 
identify the mutually independent subproblems using the bound relation; (ii) solve independently the (sub)problems 
related to each class of constraints, and, then, (iii) “assemble” the (sub)solutions to form the solution of the original 
problem. Thanks to Property 2, we know that the first and the last step are rather easy to perform, since the equivalence 
classes of constraints identify distinct sets of subcomponents. 
 
In fig. 3 a configuration algorithm making use of decomposition is sketched (please note that, for the sake of simplicity, 
the backtracking mechanism is not shown here). 
 

(1) configure(CM,T,c,C,V) { 
(2)  SUBPROBLEMS = decompose(CM, T, c, C, V); 
(3)  while (SUBPROBLEMS ≠ <>) { 
(4)   currentSP = extract(SUBPROBLEMS); 
(5)   T = insertDirectComponents(CM, T, c, C, currentSP) ; 
(6)   for each inserted complex direct component (let d be the component and D its type) 
(7)    - let V’ ⊆ currentSP be the constraints in currentSP mentioning some components of d 
(8)    T = configure(CM, T, d, D, V’) ; 
(9)  }//while 
(10)  – complete T by inserting all the components and subcomponents of c not involved in the constraints in V ∪ 

CONSTRS(C) 
(11)  return T; 
(12) }//configure 

 



Fig. 3. A configuration algorithm making use of decomposition mechanisms. 
 
In step 2 the configurator attempts to decompose V ∪ CONSTRS(C) (i.e. the constraints associated with c, the 
component to be configured) applying the relation Bc to V  ∪ CONSTRS(C). The equivalence classes in the quotient set 
(V ∪ CONSTRS(C))/Bc are used to single out mutually independent subproblems that (in steps 3-9) are solved 
individually. For each subproblem, the direct components of c relevant to the constraints in currentSP are inserted (step 
5) by choosing both their number and their type. The configure procedure is then called recursively on each inserted 
complex component (steps 6-8). In step 10 the configuration of c is completed by inserting all the components and 
subcomponents that could not be inserted since they were not involved in any constraint. It is worth noting that it is 
necessary to check whether the constraints associated with a component c are violated by a choice made during the 
configuration of c: every time we modify the tentative configuration T in the insertDirectComponents procedure in step 
5, we evaluate the constraints associated with the component; if any constraint is violated, we have to backtrack to a 
past choice. Thanks to the decomposition step, we can safely ignore the open choices belonging to subproblems 
independent from the current one. 
 

T5 = (pc1   <has_os (unix_os1)> 
<has_app (unix_app1)> 
<has_hd (scsi_hd1)> 
<has_mb (mb1 <has_cpu (intel_cpu1)> 

<has_sc (scsi_controller1)>
<has_mpcb (mpcb1)>)>) 

SUBPROBLEMS = <> 

T4 = (pc1   <has_os (unix_os1)> 
<has_app (unix_app1)> 
<has_hd (scsi_hd1)> 
<has_mb (mb1)>) 

SUBPROBLEMS = <S21 = [cpu1, cpu2, req_cpu],   
S22 = [scsi]> 

e) d) 
T3 = (pc1   <has_os (unix_os1)> 

<has_app (unix_app1)> 
<has_hd (scsi_hd1)> 
<has_mb (mb1)>) 

SUBPROBLEMS = < > 

c) 

T2 = (pc1  <has_os (unix_os1)> 
<has_app (unix_app1)>) 

SUBPROBLEMS = <S2 = [scsi, req_hd, req_cpu]> 

b) 
T1 = (pc1) 
SUBPROBLEMS = <S1 = [req_os, app1, app2],  

S2 = [scsi, req_hd, req_cpu]> 

a) 

Fig. 4. A configuration example. 
 
In the following we briefly describe the behaviour of the algorithm by means of an example in which, for the sake of 
brevity, we highlight only the decomposition steps. Let us suppose that we want to configure a PC (as described in the 
PC conceptual model CMPC in fig. 1) meeting the requirements REQSPC in fig. 2. The configure procedure in step 2 
decomposes the constraints associated to PC plus the constraints in REQSPC (fig. 4.a) by applying the bound relation 
Bpc1 to the set of constraints REQSPC ∪ CONSTRS(PC): it is easy to see that the constraints req_os, app1 and app2 are 
bound because they mention the same roles (namely has_os and has_app), but they are not bound to the constraints scsi, 
req_hd and req_cpu since they do not mention any common role. Each equivalence class of constraints entails a 
configuration subproblem, the first one solved in fig. 4.b. In order to entirely solve the second one the procedure calls 
itself recursively to configure the complex component mb1. The constraints associated with mb1 are decomposed in 
their turn in two subproblems (fig. 4.d). The solution of the configuration problem is shown in fig. 4.e. 
 
5. Experimental Results 
 
The algorithm described in the previous section has been implemented in a configuration system written in Java 
(JDK 1.3). In this section we report some results from tests conducted with a configuration domain of a computer 
system. The experiments are aimed at testing the performance of the configuration algorithm described in this paper and 
at comparing it (w.r.t. the computational effort) with a configuration strategy without decomposition. All experiments 
were performed on a 700 MHz AMD Duron PC with 128 MB RAM and Windows 2000. 
Using the computer system model, we generated a test set of 153 configuration problems; for each of them we specified 
the type of the target object (e.g. a PC for graphical applications) and some requirements that must be satisfied (e.g. it 
must have a CD writer of a certain kind, it must be fast enough and so on). In 61 problems we intentionally imposed a 
set of requirements inconsistent with the conceptual model (in average, these problems are quite hard). A problem is 
considered solved iff the configurator, within the time threshold of 360 seconds, provides a solution or it detects that the 
problem does not admit any solution. For each problem, the required CPU times have been measured and also the 
number of constraints that were evaluated (see the step 5 in fig. 3). The number of evaluated constraints allows to have 
a measure of the computational effort not so heavily influenced by a particular implementation as the CPU time. 
 



 No decomposition With decomposition 
CPU time (in seconds) 7.7 ± 5.2 2.3 ± 0.7 
# of evaluated constraints 31861 ± 17516 9611 ± 3551 
 
Tab. 1. Summary of experimental results. 95% confidence intervals for CPU time and number of evaluated constraints 
are reported. 
 
The strategy without decomposition solves only 150 problems, whereas the strategy with decomposition solves all the 
problems. For the 150 problems solved by both strategies, the decomposition proves to be effective in reducing both the 
CPU times and the number of evaluated constraints. Tab. 5 reports a summary of the results: the mean CPU time 
reduces of the 70% and also the standard deviation is lower (from 32.8 s to 4.6 s, -86%). It is worth noting that in an 
interactive feature a low standard deviation is important since it is closely related to predictable response times. As 
regards the number of evaluated constraints, they follow a similar trend: -70% for the mean and –80% for the standard 
deviation. 
 
6. Discussion and Conclusion 
 
The present paper addresses the problem of partitioning a configuration problem into simpler and mutually independent 
subproblems by exploiting as much as possible the implicit decomposition provided by the partonomic relations of 
complex components. The adoption of a structured approach based on a logical formalism plays a major role since the 
criterion for singling out “unbound” constraints is based on an analysis of the partonomic slots mentioned in the 
constraints. Moreover, the constraints are associated with each complex component. The configuration algorithm tries 
to recursively decompose the configuration problem each time it is invoked to configure a component or a 
subcomponent.  
Some experimental results conducted in a configuration domain modelling computer systems are reported which show 
the effectiveness of the decomposition technique presented in this paper, even if several problems in the test set still 
require a huge amount of CPU time. 
It is worth noting that the technique presented here had been subject to further improvements; in particular we have 
investigated the possibility of further decomposing the configuration problem by considering the constraints as dynamic 
entities instead as static ones. Since it may happen that the configuration process “instantiates” all the roles nominated 
in a constraint (or in a predicate in a constraint), it would be possible to “simplify” the constraint (predicate) replacing it 
with its truth value: in this way, it could happen that constraints directly or indirectly bound by the replaced constraint 
(predicate) are not bound anymore, allowing to further decompose the problem. Results in such a direction can be found 
in [Anselma et al. 03]. 
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