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Chapter 1  
Introduction 

1.1 Temporal reasoning 

Time seems to be a deep-rooted concept in the way human beings perceive reality. In fact, time 

appears to be a primitive entity to which objects in the world are related. In particular, notions such 

as action, causality and change seem to be strictly related to time. In fact, events occur in a specific 

state of the world and they change such a state; therefore, only in a static world the notion of time 

could be missing. 

Time plays a fundamental role in modelling reality, and reasoning about time is essential in most 

intelligent activities. For instance, dealing with time is important in many different areas of 

Computer Science in general – such as simulation, databases, workflow management – and 

Artificial Intelligence (henceforth: AI) in particular – such as planning, scheduling, diagnosis, 

expert systems, natural language processing and knowledge representation. 

Many AI approaches focus their attention on the definition of suitable formalisms to represent time-

related phenomena and to reason with them. Roughly speaking, one could distinguish between two 

different mainstreams in the research about time carried on within the AI community (see, e.g., 

[Terenziani, 03b]).  

 The approaches in the first mainstream mainly focus on the definition of a formalism general 

enough to represent a wide range of temporal phenomena. Such approaches aim at dealing with the 

dynamic aspects of the world, describing the internal structure of actions and events, and modelling 

how the world changes in response to such actions. Although very different formalisms have been 

devised for such a purpose, most of these approaches propose first order (e.g., the situation calculus 

[McCarthy and Hayes, 69]) or modal (see, e.g., the survey in [Emerson, 90]) logical formalisms. 

 On the other hand, the approaches in the second mainstream (henceforth, we will call them 

“constraint-based” approaches) – such as the one we are going to describe in this dissertation – 

mainly focus on the definition of representation formalisms and reasoning techniques specifically 

devised to deal with temporal constraints between temporal entities per se, regardless of events and 
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states which such entities possibly involve. For instance, given three time intervals I1, I2 and I3, if 

I1 is before I2 and I2 is before I3, then one can infer that I1 is before I3, regardless of the events 

that occurred in I1, I2 and I3. By focusing on a more specific problem, one can obtain more 

efficient algorithms compared to those devised in general-purpose approaches. For instance, 

through a careful definition of the temporal constraint language, one can define specialised 

reasoning techniques allowing to make inferences which are much more efficient compared to those 

one could obtain through, e.g., a standard theorem prover for the first-order logic. As a 

consequence, a central issue within the constraint-based mainstream of research is represented by 

the analysis of the trade-off between the expressiveness of the constraint language and the 

computational complexity of the inference techniques operating on them (see, e.g., [Allen, 91; Vila, 

94; Vilain et al., 90]). Dealing with temporal constraints is a fundamental task in many AI 

applications, including planning, scheduling, natural language processing, protocol and guideline 

management and, in general, knowledge representation. As a consequence, a wide range of AI 

approaches aim at building application-independent and domain-independent temporal constraints 

management systems (see, e.g., the special issue [IJIS, 91] and the comparison of different systems 

in [Allen and Yampratoom, 93]). Such management systems are intended to be specialised 

knowledge servers that represent and reason with temporal constraints, and that co-operate with 

other software modules in order to solve problems in different applications (see, e.g., [Allen, 91a; 

Console and Terenziani, 99]). For instance, in planning problems, a temporal management system 

could co-operate with a planner, in order to incrementally check the temporal consistency of the 

plan which is being built. In general, adopting a specialised temporal management system provides 

significant benefits from the computational point of view, and allows programmers to focus on 

domain-specific and application-specific problems and to design modular architectures for their 

systems. 

 In AI constraint-based approaches, special attention was devoted to the treatment of 

qualitative temporal constraints (such as, e.g., “before” or “during”; consider, e.g., [Allen, 83] and 

the survey in [Vilain et al., 90]), quantitative constraints such as dates, durations and delays 

(consider, e.g., Dechter et al.’s STP and TCSP [Dechter et al., 91]) and, more recently, to the 

integration of both types of constraints (see, e.g., [Brusoni et al., 97; Meiri, 91] and the surveys in 

[Allen, 91a; Vila, 94]). 
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1.2 An approach dealing with temporal constraints about classes and instances 

of (possibly periodic) events 

In literature, all constraint-based approaches deal with temporal constraints between time points 

and/or time intervals (or durations). In most applications, such points (intervals) represent the 

temporal extension of specific instances of events only (e.g., “yesterday the reservation of patient X 

was performed 3 hours before the laboratory test”); on the other hand, in other applications (see, 

e.g., [Allen, 91b]), points (intervals) represent “classes” of events such as those in protocols, 

guidelines, schedules, workflows (e.g., “reservation must be performed at least 2 hours before 

laboratory tests”). However, notice that in no case both temporal constraints on classes and 

temporal constraints on instances are treated at the same time by these temporal approaches. Such 

an integrated treatment of temporal constraints of classes plus instances would be very useful in 

many areas, such as planning, workflow management, protocol/guideline management and so on. 

For instance, an event (or action) in a general plan (or workflow, or protocol, or guideline) 

represents a class (set) of instances of events, in the sense that it has specific instantiations for 

specific executions of the plan itself. On the other hand, while executing (instantiating) a general 

plan, one has to deal with specific instances of the classes of events in the plan. Such instances take 

place at times that can be specified in a more or less accurate and precise way (depending on the 

accuracy of the observation of their time of occurrence) via a set of temporal constraints. 

Obviously, the instances must respect (i.e., be consistent with) the constraints they inherit from their 

super-classes. However, such a consistency can only be checked through an integrated treatment of 

both constraints on classes and constraints on instances in the same reasoning process. Such a 

treatment involves the analysis of different issues, including the underlying semantics of temporal 

constraints on classes, temporal constraint inheritance, and the predictive role of constraints on 

classes (see Section 1.3).  

Moreover, in many domains (e.g., clinical therapies) events require to be repeated at regular times 

(i.e., periodically), thus repetition and periodicity are an essential part of the description. Instances 

must also respect the (possibly periodic) pattern of repetitions which is specified at the level of 

classes (e.g., at the level of classes, one could state that a given therapy T must be repeated once a 

day for ten days, and each instantiation of T must respect such a pattern). 

Since issues such as those illustrated above are very common in many AI tasks and applications, we 

believe that they deserve specific attention, and that it is worth to define an approach dealing with 

them, and to build a tractable task-independent and domain-independent knowledge server in order 

to isolate and solve such temporal reasoning problems once and for all. This would allow software 
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developers to focus on the specific problems related to their application, and demand all possible 

temporal constraint reasoning problems to the knowledge server)1. However, to the best of our 

knowledge, no constraint-based approach in the literature is able to cope with the issues mentioned 

above. One of the goals of the work in this dissertation is to lay the foundations of the design and 

development of such an approach. 

Therefore, besides providing an analysis of the temporal phenomena we deal with, the work in this 

dissertation includes: 

(1) the definition of suitable representation formalisms; 

(2) the definition of algorithms to reason on a set of constraints expressed using such formalism, 

and the analysis of their complexity and properties (e.g., correctness, completeness); 

(3) the implementation of such an approach, to demonstrate its practical feasibility and to obtain 

a practical evaluation; 

(4) the application of our general approach to a specific area (namely, the treatment of temporal 

constraints in clinical guidelines), to make the practical impact of our approach more clear. 

It is worth noticing that – although independently stated – the above issues have been jointly 

considered. In particular, issues (1) and (2) are closely related, since, in order to devise a tractable 

approach, we have carefully taken into account the trade-off between the expressiveness of the 

representation formalism and the complexity of correct and complete temporal reasoning algorithms 

operating on it. Finally, both for the sake of clarity and modularity, and for reflecting the 

incremental way in which the results have been obtained within the Ph.D. work, in the dissertation 

we show an incremental presentation of our approach. 

The dissertation is organized as follows:  

The rest of this chapter introduces the issues we addressed  and summarizes our contributions. 

Chapter 2 sketches some relevant background in temporal reasoning with constraint propagation.  

Chapters 3, 4, 5 and 6 present the new contributions of this dissertation (see Section 1.4 for a more 

in-depth discussion of the original contributions in this thesis). 

To be more specific, Chapter 3 presents our approach for dealing with classes and instances of 

events. Chapter 4 extends the approach to deal also with periodic events, while Chapter 5 represents 

a further enhancement of the approach allowing to cover more complex periodicities (i.e., recursive 
                                                 
1 This approach was first introduced in KL-ONE [Brachman and Schmolze, 85] and KL-ONE-like hybrid knowledge 

representation systems (see, e.g., the survey in [Nebel, 90]) and their descendants (e.g., Description Logics [Calvanese 

et al., 98]), which provide task and domain independent knowledge server systems. This showed to be very 

advantageous both from the conceptual and from the engineering point of view: Instead of having to deal from scratch 

with the problems of classes, instances and inheritance, programmers and knowledge engineers could use such systems 

to this purpose, and focus on the task/application domain dependent problems. 
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representation of periodicity and conditioned repetitions). In each chapter we describe the 

representation formalism and the algorithms required to reason with classes of events and with 

classes and instances of events. 

Chapter 6 presents an application of the approach in the domain of clinical guidelines. 

Finally, in Chapter 7 we draw some conclusions, discuss the related work and present possible 

future developments. 

1.3 Overview of the main issues 

1.3.1 Classes and Instances of Events 

The distinction between classes of events and instances of events (henceforth, we use event as a 

cover term for both agentive and not-agentive actions) is only a specific case of the well-known 

distinction between classes and instances. For example, in a general guideline or plan (e.g., in the 

clinical field), one may represent the event (action) of “performing a laboratory test”. Such an event 

stands for a class (of events), in the sense that it represents a set of individual occurrences of 

“performing a laboratory test”, taking place at definite intervals of time. A specific person may 

execute, at a given time, a specific laboratory test. This is, of course, an instance event (i.e., a 

specific occurrence) of the above class of events. 

1.3.2 Integrated temporal reasoning 

In this dissertation, as well as in most AI temporal reasoning approaches, we are interested in 

checking the consistency of temporal constraints2. Temporal consistency can be checked on classes 

alone, on instances alone, or on the merge of the constraints on classes and the constraints on 

instances (i.e., considering inheritance). However, many researchers noticed that “data explicitly 

stored in a temporal database are often associated with certain semantic assumptions” [Bettini et 

al., 98, page 277] (the same observation trivially extends to knowledge bases). Thus, the reasoning 

steps to be performed in order to check temporal consistency may vary depending on the temporal 

assumptions that underlie the semantics of  temporal constraints. In particular, at least two 

orthogonal assumptions underlie the implicit meaning of temporal constraints over classes/instances 

of events: (i) the assumption that all instances of events started before “now” (i.e., that no instance 

                                                 
2 In the temporal case, some approaches are also interested in finding realizations of consistent sets of temporal 

constraints, but this problem is usually studied independently of consistency checking (see, e.g., [Gerevini and Cristani, 

97; Van Beek, 92]) 
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is in the future) and (ii) the assumption that all instances that occur in the given domain are actually 

observed (i.e., there is full and complete observability of instances of events).  

1.3.2.1 Events in the future 

The knowledge base could also contain instances that will occur in the future. This is usual in many 

Temporal Database approaches, where “pro-active” updates are taken into account (e.g., the 

database may contain a future event instance such as “John will have a 5K salary starting from next 

October”). The impact of this assumption on the temporal reasoner is the following: if an instance i 

is asserted (i.e., inserted in the Knowledge Base), but no information is given on its temporal 

location, the only temporal assumption is that i starts and ends between -∞ and  +∞. On the other 

hand, if no instance in the future is allowed, then, whenever an instance is asserted, its starting point 

cannot possibly be after “now”. 

1.3.2.2 Complete observability of instances 

A plan (or protocol, or guideline) is “predictive”, in the sense that, if one has observed a given 

action E1 which is an instance of a class of events E in a plan, and the class E' follows E in the 

general plan, one expects to observe an instance of E' in a time consistent with the temporal 

constraints between the classes of events E and E' in the plan. In domains where one is certain to 

have a full and complete observability of instances of events, the consistency check of the temporal 

constraints must take into account “prediction”, since not having observed a given instance of event 

in a given range of time may indicate an inconsistency. On the other hand, in the case of possibly 

incomplete observations, the fact that an expected instance has not been observed within its 

expected time range does not imply an inconsistency, since the predicted instance could have 

occurred without being observed. In such a case, prediction needs not to be considered to check 

consistency. 

1.3.2.3 Orthogonality 

The two above assumptions are (in principle) orthogonal. Depending on the specific application, the 

knowledge base KB containing (the description of) the instances of events may be such that: 

1. KB contains instances of events in the future and the observation of events is incomplete. In 

many applications, the knowledge base consists of instances of events observed in the past 

(although not all instances that occurred have necessarily been observed) plus, possibly, 

some instance of event that will certainly take place in the future; e.g., future promotions 

may be included in KB; 
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2. KB contains no instance of events in the future and the observation of events is incomplete. 

This is probably the most common case, since it involves all applications where KB only 

contains the observed instances of events while not all the instances that actually occurred 

have been observed (e.g., in general medical applications patient records are not complete; 

obviously, they only contain data observed until “now”); 

3. KB contains instances of events in the future and the observation of events is complete. This 

case corresponds to “omniscience” in the given domain, i.e., to “deterministic” applications 

in which all future instances of events can be captured; however, specific applications that 

only concern a specific frame of time – e.g., the current year; consider annual salaries of 

employees, annual scheduling of courses in a school – may fit these assumptions; 

4. KB contains no instance of events in the future and the observation of events is complete. 

This case may occur, e.g., in monitoring tasks, in which the knowledge base contains all the 

instances of events observed until now; e.g., in medical monitoring applications patient 

records may be assumed to be complete; in fact they necessarily only contain data observed 

until “now”. 

1.3.3 Periodic events 

In several application domains such as plan, guideline or protocol management application 

domains, it is useful to model the domain considering not only atomic events, but also composite 

and/or periodic events. 

In fact, composite events support top-down refinement in the description of the domain, and (from a 

temporal point of view) dealing with them is not difficult (see Chapter 4). 

Repeated events are often periodic, since they occur at regular (i.e., periodic) times (consider, e.g., 

clinical therapies). Thus, in a broad sense, periodic events are special kinds of classes of events, i.e., 

classes whose instances must respect a given periodic temporal pattern. In a very general sense, 

constraints on the periodicity of repetitions are basically constraints that must be “inherited” by 

instances. However, this is a “non-classical” form of inheritance. In fact, while constraints about 

durations, delays and precedences regard single instances (durations) or pairs of instances (delays, 

precedences), periodicity constraints concern sets of instances, imposing constraints on their 

cardinalities and on the temporal patterns they have to respect. 

Finally, notice that the interplay between part-of relations and periodic events might be complex to 

represent and manage. In fact, in the case of a composite periodic event, the temporal pattern 

regards the components, which may, recursively, be composite and/or periodic events. Consider, for 



Chapter 1 – Introduction 8 

instance, the following example, concerning the clinical guideline about the treatment of multiple 

mieloma: 

 

(Ex. 1.1) The therapy for multiple mieloma consists of six cycles of 5 days treatment, each one 

followed by a delay of 23 days (for a total time of 24 weeks). Within each cycle of 5 days, 2 inner 

cycles can be distinguished: the Alkeran treatment, to be provided twice a day for each of the 5 

days, and the Deltacorten treatment, to be provided once a day, for each of the 5 days. These two 

treatments must be performed in parallel. 

 

In Ex. 1.1, e.g., the instances of the Alkeran treatment must respect the temporal pattern “twice a 

day for 5 days”, but such a pattern must be repeated for  six cycles, each one followed by a delay of 

23 days, since the Alkeran treatment is part of the general therapy for multiple mieloma. 

1.3.4 Our goal: a classes+instances temporal manager 

To summarize, the goal of the work described in this dissertation is to propose a constraint-based 

approach which offers a support for: 

- representing temporal constraints between classes and instances of events, including: 

o qualitative constraints; 

o quantitative constraints; 

o periodicity constraints; 

- reasoning about inheritance of temporal constraints and performing consistency checking 

taking into account the semantic assumptions mentioned above. 

Our approach takes into account the trade-off between the expressiveness of the formalism and the 

temporal complexity of the algorithms operating on it, aiming at retaining tractability. 

For the sake of efficiency and maintainability, we aim at dealing intensionally with periodicities as 

far as possible (i.e., at class level; instances are intrinsically extensional). 

On the other hand, in this dissertation we do not deal with the representation of the internal 

description of events (which are considered as “primitive” entities; see also the discussions on 

future works in the concluding chapter). 

1.3.5 Our methodology: a two-layer approach 

Before describing the technical aspects of our work, we think it is worth mentioning the main 

strategy we chose to follow in our approach. We believe that the interaction between temporal 

constraints between classes of events and temporal constraints between the instances of these events 
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is a complex and interesting problem per se. Therefore, in our current work, we chose to rely on and 

exploit a well-known “standard” temporal reasoning approach whenever possible, and to focus on 

integration issues. In particular, we chose to adopt the STP framework [Dechter et al., 91], which 

has been used as the basis for many approaches to temporal reasoning (see, e.g., [Brusoni et al., 97; 

Meiri, 91] and the survey [Vila, 94]). Unfortunately, the gap between what can be done in STP and 

what we wish to obtain is quite large. Thus, we chose to adopt a two-layer approach, where the 

lower level is STP, and the upper layer is a high-level language we designed in order to deal with 

temporal constraints on classes and on instances. Obviously, much of our work was done in order to 

“fill the gap” between the two layers, since “mapping” from the high-level language to the STP 

“assembly language” means devising suitable algorithms coping with all the above issues 

(correlation, inheritance, prediction, and so on). In a sense, drawing an intuitive parallel with 

programming languages, the goal of our work is that to provide users with a new high-level 

language. In designing such a language, we chose to rely on a “standard” assembly language, and 

we focused on the design of a suitable compiler (or – better – interpreter) of the high-level 

language. 

1.4 Overview of the contributions 

In Chapter 3 we propose a constraint-based approach dealing with classes and instances of events. 

Such approach supports the task of checking whether the temporal constraints in a general plan 

(protocol, guideline, workflow) are respected by the instantiation of the plan (protocol, guideline, 

workflow). We describe a representation formalism comprising: 

- a language for expressing temporal constraints between classes (CTL); and  

- a language for expressing temporal constraints between instances and the relation between 

instances and classes (ITL). 

In designing the language, in order to retain the tractability of the approach, we have carefully taken 

into account the trade-off between the expressive power of the language and the efficiency of the 

related algorithms. The temporal constraints expressed in CTL and ITL map to STP, hence we can 

use the standard constraint propagation algorithm to check the consistency of classes and instances 

separately. 

We present several temporal reasoning algorithms for checking the consistency of knowledge bases 

of classes and instances of events in an integrated way (e.g., the Integrated_Reasoning_* 

algorithms). The approach is parametric as regards the completeness of observations and the 

treatment of future events (see Subsection 1.3.2). We prove that the proposed algorithms are correct, 

complete and tractable (in fact, their time complexity is cubic in the number of events). Moreover, 
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we describe their implementation as a general-purpose temporal knowledge server system and we 

provide some experimental results. 

The approach described in this chapter is innovative and has been published in [Terenziani and 

Anselma, 04]. 

However, the approach suffers from a main limitation: namely, it does not cope with periodicity (i.e., 

with events that repeat at regular times). 

Thus, in Chapter 4, we extend the approach to deal also with periodic events. In order to support 

periodic events in a general (non ad hoc) way, we face the following two related issues: 

(i) we devise  an expressive and domain–independent language to represent temporal constraints 

between repeated events, holding at given periodicities (e.g., “action A must be repeated 

twice a week”), and suitable reasoning techniques operating on such language (e.g., to check 

the consistency of a set of constraints); 

(ii) we analyze the integration of  temporal constraints on instances and temporal constraints on 

classes when also periodic events are considered. 

Therefore, we extend the language about classes to support also periodic temporal constraints 

(CTLP). In order to check the consistency of the classes of events only, we cannot rely anymore on 

standard algorithms from the literature, thus we present a temporal reasoning algorithm 

(STP_tree_consistencyP) for checking the consistency of a knowledge base of classes. With regard to 

integrated consistency checking, we propose an algorithm (integratedConsistencyP). Such algorithm 

is parametric only on future events: in fact, in this case, in order to retain tractability, we have to 

assume the complete observability of the events (see the discussion in Chapter 4). We analyze the 

algorithms in terms of correctness, completeness and temporal complexity. Finally, we describe their 

implementation and provide some experimental results. 

The approach described in this chapter is innovative and has been published as a preliminary version 

in [Terenziani and Anselma, 03] and as an extended version in [Terenziani and Anselma, 06]. 

In Chapter 5, we further extend our approach to include a wider class of periodic events, supporting 

a recursive description of the periodicity and conditioned repetitions (e.g., repetitions that must stop 

when a certain condition becomes true or false). As a consequence, we accordingly extend the 

representation languages (CTLRP and ITLRP). Then, we analyze the expressiveness of our language 

about periodicity considering as a reference the classification criteria provided in two works in 

literature (i.e., [Egidi and Terenziani, 04a] and in [Bettini and De Sibi, 99]). 

Finally, we define the related algorithms for consistency checking (STP_tree_consistencyRP and 

integratedConsistency_FRP). In this case, we only show the version of the algorithm of integrated 
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consistency considering future events as not observable; however, it is also possible to provide a 

version where future events are observable as we did in [Anselma, 04] for a similar approach. 

The approach described in this chapter is innovative. A preliminary version of the work has been 

published in [Anselma, 04] and a longer version will be published in [Anselma et al., 06]. 

We summarize the various versions of the algorithms in Chapters 3 to 5 in Tab. 1.1. 

 

 Consistency checking 
on classes 

Integrated consistency 
checking 

Support for 
periodic 
events 

Assumed 
observability 

Supported 
events 

Chapter 
3 

standard all-pairs 
shortest path algorithm Integrated_Reasoning_* No complete /  

not complete 
past events 
/ all events

Chapter 
4 STP_tree_consistencyP Integrated_Reasoning_*P

yes 
(not 
recursive) 

complete past events 
/ all events

Chapter 
5 STP_tree_consistencyRP Integrated_Reasoning_FRP

yes 
(recursive and 
conditioned 
repetitions) 

complete 
past events 
(/all 
events) 

Table 1.1. Summary of the representation formalisms and reasoning algorithms proposed in the 

dissertation. 

 

It is worth noticing that we have devised the formalisms in order to ensure that all reasoning 

algorithms are tractable. As discussed in Chapter 7, for the common cases (i.e., complete 

observability and no future events) the complexities of the algorithms for consistency checking are 

asymptotically equal. Obviously, this result is possible because of stricter assumptions imposed on 

the more expressive approaches (in fact, in Chapter 4 we impose that the instances are totally 

ordered, while in Chapter 5 we require that the specific repetition to which an instance belongs is 

known). To summarize, the approaches in Chapters 3, 4 and 5 are increasingly expressive, but, in 

order to retain tractability, we impose increasingly stricter assumptions. The choice of an approach 

suitable for a specific application domain depends on the trade-off between the expressive power 

required to represent such domain and the price one is willing to pay in terms of assumptions that 

are reasonable in the application domain. 

In Chapter 6, we illustrate an application of the work presented in the dissertation – specifically,  

of the version described in Chapter 5 – in the domain of clinical guidelines. Clinical guidelines 

describe general procedures (i.e., procedures about classes of events), and are structured via part-of 

relations. Many actions in the guidelines (especially in the therapeutic part of guidelines) must be 

repeated periodically. Temporal constraints (e.g., delays) are used in order to constrain the 

execution of actions in the guidelines. Moreover, clinical guidelines are executed on specific 
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patients, so that one has to represent and store the execution times. We describe the integration of 

the temporal server with a clinical guideline system, and we identify possible strategies in order to 

provide a large range of facilities through the temporal reasoning mechanisms we propose, 

concerning consistency checking, query answering and temporal simulation. 

The work described in this chapter is innovative. Short versions have been published in [Terenziani 

et al., 03, 03b] and an extended version will be published in [Anselma et al., 06]. 

 

 



Chapter 2  
Constraint-Based Temporal Reasoning 

2.1 Introduction 

In this dissertation, we propose a constraint-based approach to deal with classes and instances of 

possibly periodic events. In this chapter we describe some relevant works in the literature. Since – 

to the best of our knowledge – only few constraint-based approaches cope with classes and 

instances, we focus our attention on two mainstreams. 

First, we describe some relevant background on Constraint Satisfaction Problems and we illustrate 

some main results about constraint-based temporal reasoning approaches considering qualitative 

constraints, quantitative constraints and hybrid qualitative and quantitative constraints. 

Then, we describe some relevant approaches for representing periodicities and reasoning with them, 

both in the areas of temporal databases – considering user-defined periodicities – and in AI – 

considering constraint-based approaches. 

In Section 7.2 in Chapter 7, we discuss some related approaches and we draw some comparisons. 

2.2 Constraint Satisfaction Problem background 

A binary Constraint Satisfaction Problem (henceforth, CSP) [Mackworth, 77] consists of a finite set 

of variables {x1, …, xn}, a domain Di of possible values for each variable xi, and a set of (binary) 

constraints. A binary constraint Cij between the variables xi and xj is a set of ordered pairs (vi, vj), 

where vi ∈ Di and vj∈Dj, i.e., Cij ⊆ Di × Dj. 

A binary CSP can be represented as a labelled constraint graph G(V, E), where each vertex in V 

represents a variable xi and is labelled by the domain of the variable, Di, and each edge eij in E 

between the (vertices representing the) variables xi and xj represents the constraints Cij and is 

labelled by the pairs specified in Cij. (If Cij = Di × Dj, then the edge is omitted). 

A solution of a CSP is a n-tuple (v1, …, vn) representing an assignment of vi ∈ Di for each variable 

xi, such that the constraints hold, i.e., ∀i,j (vi, vj) ∈ Cij. A CSP is consistent if and only if it has at 

least one solution. 
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Two CSPs are equivalent if and only if they have the same set of solutions. A value vi ∈ Di is 

feasible if and only if there exists at least one solution in which xi = vi. A pair (vi, vj) ∈ Cij is 

feasible if and only if there exists at least one solution in which xi = vi and xj = vj. 

The minimal domain Di
min contains only feasible values, and the minimal constraint Cij

min contains 

only feasible pairs. A CSP is minimal if and only if all its constraints are minimal and, given a CSP, 

it is always possible to find an equivalent and minimal CSP. 

One of the most common techniques to process CSPs (e.g., for deciding consistency) is local 

consistency, i.e., eliminating as many as values as possible. Some frequently used local consistency 

conditions are the following: 

A CSP is 2-consistent (or arc-consistent) if and only if for every pair of variables xi, xj, for every 

value vi ∈ Di there exists a value vj ∈ Dj such that (vi, vj) ∈ Cij. 

Another useful level of consistency is 3-consistency, which is defined below. For enforcing  

3-consistency, two operations are required: specifically, the intersection ∩ and the composition @ 

between constraints. Given two constraints Cij and C’ij, the intersection determines the most 

constraining relation between xi and xj (i.e., the set of ordered pairs of values appearing in both 

constraints). Given two constraints Cij and Cjk, the composition gives the resulting relation between 

xi and xk (i.e., the set of pairs Cik = {(vi, vk) | ∃vj (vi, vj)∈Cij ∧ (vj, vk)∈Cjk). 

A CSP is 3-consistent if and only if ∀i, j, k Cik ⊆ Cij @ Cjk. 

A CSP is path-consistent if and only if Ci1 ik ⊆ Ci1 i2 @ Ci2 i3 @ … @ Cim-1 im along any path  

xi1, …, xim. 

Since a CSP is path-consistent if and only if it is 3-consistent [Macworth, 77], path-consistency can 

be enforced applying for every constraint Cik and every variable xj the operation  

Cik  Cik ∩ (Cij @ Cjk) until a fixed point is reached (i.e., until no changes are made). Abstracting 

from many optimizations, such an algorithm can be sketched as in Fig. 2.1. 

 
procedure path-consistency 

1. Until no change is made 
2.  forall triples of variables xi, xj, xk 
3.   Cik  Cik ∩ (Cij @ Cjk) 

Figure 2.1. The basic algorithm for enforcing path-consistency. 

2.3 Temporal-related CSPs 

A temporal-related CSP is a particular type of CSP in which the variables represent the times when 

events occur and the constraints represent the temporal relations allowed between them [Schwalb 
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and Vila, 98]1. There are several differences between CSPs and temporal-related CSPs, as we 

describe below. 

A temporal constraint Cij is composed of the possible relations between the variables xi and xj and is 

of the form: 

(xi R1 xj) ∨ … ∨ (xi Rk xj) 

where R1, …, Rk belong to a set of Basic Temporal Relations (BTR). A common representation is 

also xi {R1, …, Rk} xj. 

The constraint is satisfied if at least one of the relations holds between xi and xj. 

Following [Schwalb and Vila, 98], we describe some important constraint-based approaches in 

terms of type of the variables (e.g., temporal points, temporal intervals or durations) and the 

allowed BTR (e.g., qualitative relations, quantitative relations). The elements in BTR are mutually 

exclusive and their union is the universal constraint. 

A solution of a temporal-related CSP is not a variable instantiation, in fact, it is a constraint 

“instantiation”, i.e., a consistent labelling in which each pair of variables xi, xj is labelled with one 

relation R∈Cij. The consistency is defined in the various approaches according to the semantics of 

the constraints. As in CSP, a temporal-related CSP is consistent if and only if it has at least one 

solution; two temporal-related CSPs are equivalent if and only if they have the same set of 

solutions. 

A relation R∈Cij is feasible if and only there exists a solution in which the variables xi and xj are 

labelled by the relation R. 

The constraint Cij is minimal if and only if it contains only feasible relations. As in CSP, a temporal-

related CSP is minimal if and only if all of its constraints are minimal and it is always possible to 

find an equivalent and minimal temporal-related CSP. 

The operations of intersection and composition are computed considering the relations in BTR. The 

intersection of Cij and C’ij is the set intersection of the relations in Cij and C’ij. The composition of 

Cij and Cjk is the disjunction of the individual compositions of the relations in Cij and Cjk, i.e., 

Cij @ Cjk = {Rij1, …, Rijp} @ {Rjk1, …, Rjkq} = {Rij1 @ Rjk1, Rij1 @ Rjk1, …, Rijp @ Rjkq}. For each 

approach, the specific intersection and composition operations between two basic relations are 

defined. 

2.3.1 Qualitative constraints 

Qualitative temporal constraints concern the relative position of time points or time intervals. 
                                                 
1 We call “temporal-related CSP” what is called “temporal CSP” or TCSP in [Schwalb and Vila, 98] to avoid confusion 

with the TCSPs introduced by Dechter et al. [91], that are a particular case of temporal-related CSPs. 
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I1 before I2 (I2 after I1) 
I1

I1 meets I2 (I2 met_by I1) 
I1

I1 overlaps I2 (I2 overlapped_by I1) 
I1

I1 starts I2 (I2 started_by I1) 
I1

I2

I2

I2

I2

I1 contains I2 (I2 during I1) 
I1
I2

I1 finishes I2 (I2 finished_by I1) 
I1

I2

I1 equals I2 
I1

I2

Figure 2.2. The 13 basic qualitative relations between intervals in Allen’s Interval Algebra. 

Allen proposed a very influential approach in [Allen, 83]; that is, the Allen’s Interval Algebra. Such 

approach deals with qualitative interval constraints. The variables represent time intervals and BTR 

is composed by the 13 possible basic relations between two (convex) intervals represented in Fig. 

2.2, i.e.,  

BTR = {before, after, meets, met_by, overlaps, overlapped_by, contains, during, finishes, 

finished_by, equals}. 

The intersection between two basic relations is empty if they are different. The composition is 

defined on a case-by-case base and it is given by a 13x13 table in [Allen, 83]. For example, 

consider Ex. 2.1, Ex. 2.2 and Ex. 2.3: 

Ex. 2.1. I1 {before} I2. 

Ex. 2.2. I2 {before, contains, overlaps} I3. 

Ex. 2.3. I2 {before, meets, overlaps} I3. 

The intersection of Ex. 2.2 and Ex. 2.3 is Ex. 2.4, and the composition of Ex. 2.1 and Ex. 2.2  

is Ex. 2.5. 

Ex. 2.4. I2 {before, overlaps} I3. 

Ex. 2.5. I1 {before} I3. 
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Allen proposes a polynomial-time path consistency algorithm for checking the consistency of a set 

of constraints, but this algorithm is correct but not complete. Afterwards, Vilain et al. show that 

deciding the consistency of a set of constraints is NP-hard [Vilain et al., 90]. 

In order to achieve efficiency, Vilain et al. [Vilain et al., 90] proposed a less expressive formalism, 

the Pointisible Algebra, in which the elements are points and the intervals are represented as pairs 

of points. Only a subset of the original relations is expressible. 

In the Pointisible Algebra, the variables represent time points and BTR = {<, =, >}. The supported 

constraints are ∅, <, ≤, =, ≥, >, ?, where ? denotes the universal constraint. The consistency can be 

determined by the Floyd-Wharshall’s all-pairs shortest paths algorithm, which, in this case, is 

equivalent to the path-consistency algorithm. 

2.3.2 Quantitative constraints 

Quantitative temporal constraints involve metric time and include dates (e.g., “Alice arrived on 

2/10/2005 at 10:10”), durations (e.g., “Alice ran for 1 hour”) and delays (e.g., “Alice leaved 10 

minutes before John’s arrival”). 

In quantitative constraint approaches [TCSP, Dechter et al., 91], the elements are points and BTR is 

composed by intervals of integers or rational numbers. Therefore, a constraint is of the form 

Cij={[l1,u1], …, [ln,un]}, where the intervals are pairwise disjoint. The constraint can be interpreted 

as a disjunction of bounds on differences: (l1 ≤ xj – xi ≤ u1) ∨ …  ∨ (ln ≤ xj – xi ≤ un). 

The intersection of two constraints Cij and C’ij is composed by the values admitted by both 

constraints. The composition of two constraints Cij and Cjk is composed by the intervals that are the 

sum of the intervals in Cij and Cjk. The solution of a TCSP is a selection of an interval for each 

constraint. Deciding the consistency of a TCSP is NP-hard. 

A tractable subclass of TCSP is the Simple Temporal Problem (STP). In an STP we have only one 

interval for each constraint. An STP can be represented in terms of a weighted directed graph called 

temporal constraint network. The variables of the STP correspond to the nodes and an edge with 

weight w from xi to xj represent the constraint xj – xi ≤ w. An STP is consistent if and only if it does 

not contain negative cycles. The minimal STP can be determined by computing the minimum 

distances between each pair of nodes in the graph, e.g., using the Floyd-Wharshall’s all-pairs 

shortest paths algorithm, which operates in a time cubic in the number of variables (nodes in the 

graph) and is correct and complete for STP constraints. The resulting graph is called the minimal 

network [Dechter et al., 91]. Checking consistency can be performed by the same algorithm, which 

also detects negative cycles. Consistency may also be checked by specialised algorithms, such as, 

e.g., DPC [Dechter et al., 91]. Finally, conjunctions of STP constraints support efficient query 
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answering [Brusoni et al., 95] and incremental insertion of new constraints 

[Console and Terenziani, 99]. 

2.3.3 Qualitative and quantitative constraints 

The two types of constraints illustrated above can be combined in order to support both qualitative 

and quantitative constraints. 

Qualitative point constraints can be described using quantitative point constraints [Ligozat, 91; 

Kautz and Ladkin, 91; Meiri, 96]. Also the inverse is possible, with loss of information [Kautz and 

Ladkin, 91]. In particular, in STP, it is possible to express the constraints of Pointisible Algebra. 

Kautz and Ladkin [Kautz and Ladkin, 91] proposed to combine a standard specialized manager 

dealing only with qualitative interval temporal constraints with a manager dealing with quantitative 

temporal constraints. The reasoning tasks are based on solving each component independently and 

then circulating information between them to converge to a global solution. Unfortunately, there is 

no formal proof regarding the fact that such information exchange ever terminates. 

On the other hand, Meiri [Meiri, 96] defines general temporal networks that integrate both types of 

constraints. The variables represent either time points or time intervals, and a new kind of constraint 

is allowed between a point and an interval with new BTR as before, starts, during, finishes and 

after, and their inverses. Deciding consistency of the algebra is NP-hard. Meiri copes with the 

untractability of the problem by decomposing it into STPs and applying a backtracking algorithm or 

a path consistency algorithm to obtain an approximate minimal network. 

2.4 Periodicity 

The treatment of periodicity has attracted attention in both the Temporal Databases (TDB) 

community and the AI community. In the TDB community, most work has stressed the importance 

of dealing with user-defined calendars and periodicity such as “the first Monday of each month”. 

On the other hand, in the AI community, most work focused on the treatment of qualitative 

constraints between repeated and periodic events. 

2.4.1 User-defined periodicities 

Especially in the area of TDB, the research focused on the treatment of periodic events (e.g., days, 

weeks – see, e.g., the survey in [Tuzhilin and Clifford, 95]). Many approaches stress the importance 

of dealing with user-defined periods since the use of a calendar depends on the cultural, legal and 

business orientation of the user, and they provide facilities towards such a goal. However, these 

approaches deal only with periodicities and not with temporal constraints between periodic events. 
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In the following, we describe some of the main symbolic approaches to user-defined periodicities 

from the AI and TDB literature. The languages by Leban et al. [Leban et al., 86] and by Niezette 

and Stevenne [Niezette and Stevenne, 92] constitute a landmark in the AI and TDB literature 

respectively and have been applied in many domains; the languages by Cukierman and Delgrande 

[Cukierman and Delgrande, 98], by Bettini and De Sibi [Bettini and De Sibi, 99] and by Terenziani 

[Terenziani, 03c] are three recent evolutions of Leban et al.’s approach. 

 

Leban et al. [Leban et al., 86] introduced a high-level symbolic language to define order-n 

collections. Order-n collections are sets (of sets) (e.g., “days grouped by weeks” is an order-2 

collection). Calendars are a periodic partition of the timeline and they are used as the basis of the 

construction. A new calendar C’ is defined from an existing one C via union of intervals as 

C’ = <<C; s0, … , sn−1>>. Intuitively, s0, … , sn−1 define cyclically the number of intervals of C 

whose unions yield intervals of C’.  

Two classes of operators, dicing and slicing, are defined in order to operate on collections. 

The dicing operators provide means to further divide each interval in a collection within another 

collection. For example, Weeks : overlaps : Months breaks up months into the collection of weeks 

they intersect (“cutting” the weeks spanning over two months). In Leban et al.’s approach, dicing 

operators are also generalised in order to apply to order-n collections, with arbitrary n. 

Slicing operators provide a way of selecting intervals from collections. The slicing operator f/C 

works on subcollections C’ of order 1 of an order n collection C and replaces each one of them with 

an interval. f can be n (to select the n-th element of C’), -n (to select the n-th last interval), the (to 

select the only interval in C’ or ε if there is more than one), or a set of numbers n1, …, nk. If f is put 

into brackets, [f]/C replaces each order 1 subcollection of C with a subcollection of order 1 (i.e., the 

structure of the input collection is preserved). 

For example, 1\Week:overlaps:Month returns the order −1 collection of the first weeks overlapping 

months (i.e., of the weeks containing the first day of each month). 

Collection expressions can be arbitrarily built by using a combination of these operators. 

 

In Niezette and Stevenne’s framework [Niezette and Stevenne, 92], the basic units are calendars, 

built over a finite set of basic calendars, as in Leban’s approach, with the only exception that an 

explicit synchronization point is added to the definition (to state the point where the cyclic 

generation of intervals have to start). 
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On the set of calendars a lattice is defined, with regards to the subcalendar relation: a calendar X is 

a subcalendar of Y if each interval of Y can be exactly covered by intervals of X. 

From calendars, slices can be built as follows. A slice is defined as S = P ◊ D, where P is a set of 

starting points of intervals and D is their common duration. 

The set of starting points is defined recursively as follows: 

- O.C is a set of starting points, where O is an integer, a set of integers or O = all; and C is 

a calendar; 

Then P = O.C is a set with the same granularity as C and containing the 

starting points of intervals of C specified by O; if O = all then P contains all 

starting points of intervals in C. 

- If R is a set of starting points, O and C are as above, then S = R + O.C is a slice. 

C specifies the granularity g of the new slice, and O the starting point(s) of intervals 

starting at points in R sliced in g-sized granules, that will become part of P. 

The relation that holds between the intervals of S and those of R is during. 

A duration is defined as D = N.Cd, specifying the number N of successive intervals of the calendar 

Cd that form the duration. If P = R + O.C, or P = O.C, Cd is restricted to be a subcalendar of C. For 

example, given the definitions of months, days and hours, “from 3 am to 6 am each 3rd day of each 

month” can be defined by S = all months + 3.days + 4.hours ◊ 3hours. 

 

Cukierman and Delgrande [Cukierman and Delgrande, 98] have pointed out some of the basic 

elements and relations underlying the definitions of user-defined calendars/periodicity. Moreover, 

they have also introduced a very expressive high-level language to model calendars. In particular, 

the semantics of Cukierman and Delgrande’s pair-lists resemble Niezette and Stevenne’s 

formalism; for instance [(year, 1995), (month, X), (day, 3)] represents the third days of each month 

in 1995 in Cuckierman’s formalism. Moreover, Cukierman and Delgrande also introduced 

intersection, union and difference and universal and existential quantification. 

 

Bettini and De Sibi [Bettini and De Sibi, 99] extended Leban’s approach to deal also with non-

convex (gap) intervals, modifying the primitive for defining calendars in order to indicate the units 

(basic granules) constituting each non-convex interval.  

For example, Generate(5,Days, 7, <[1, 1], [3, 3], [6, 6]>) defines the periodicity consisting of a 

sequence of gap intervals each made of a Monday, a Wednesday and a Saturday: Each interval is 

obtained from the periodicity Days (second argument) combining every 7 days (third argument) day 

1, day 3 and day 6 (as specified by the sequence which is the fourth argument); the first argument 

 



Chapter 2 – Constraint-Based Temporal Reasoning 21

(5) defines explicitly a synchronization point (in this example, a Thursday is taken as day one). 

Moreover, [Bettini and De Sibi, 99] redefined dicing operators in order to consider non-convex 

intervals, and they showed that both Leban et al.’s and Niezette and Stevenne’s formalisms deal 

with no-gap intervals and with infinite periodic no-gap intervals.  

 

Terenziani [Terenziani, 03c] proposed a language which is basically a revision of Leban et al.’s one 

in order to generate only order-1 collections (this makes the language more suitable for representing 

the validity times of tuples in temporal relational databases). In Terenziani’s approach, periodicities 

are generated starting from calendars, and applying the Select-Periods operator, which is basically a 

combination of Leban’s slicing and dicing operators. For instance, Select-

Periods(2,Days,during,Weeks) denotes the collection of Mondays (American calendar 

interpretation). Moreover, also the set-theoretic operators of union, intersection, difference and 

complement are introduced, as well as an explicit operator to introduce (upper and/or lower) 

bounds. 

 

Egidi and Terenziani in [Egidi and Terenziani, 04a] defined the basic class of calendars (e.g., 

minutes) as elementary partitions of the timeline, and, on the basis of the expressiveness of many 

approaches in the literature, they identified five additional orthogonal properties of periodicities (no 

one of which holds on calendars): 

- Non-Adjacency, i.e., intuitively, the fact that there are gaps between the denoted time 

intervals (e.g., Mondays); 

- Gap, i.e. the fact that there are gaps within the denoted time intervals (e.g., Mondays work 

shifts; for example, from 9 to 12 and from 14 to 18, considered as a unique interval with a 

gap in it); 

- Overlaps, i.e., the fact that the denoted time interval may overlap in time (e.g., the union of 

Tom’s and Mary’s working shifts – supposing they overlap in time); 

- Eventually-periodicity, i.e., the fact that the repetition cannot be represented as a purely 

periodic pattern, but also contains an aperiodic part (e.g., Monday Jan 3, 2005, plus 

Wednesday Jan 5, 2005, plus Mondays work shifts); 

- Structure, i.e., the fact that the intervals can be grouped into periodic structures (e.g., work-

shifts grouped by months and years). 

In [Egidi and Terenziani, 04b] a formal account, in terms of Presburger Arithmetics, of the 

expressiveness of calendars and of each property has also been provided. 
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Based on the properties, they defined a lattice of classes of periodicities and used it in order to 

classify different symbolic approaches in literature. 

Moreover, for each property they introduced a language operator, thus proposing a family of 

symbolic languages, one for each subset of operators. Furthermore, they proposed a new language 

which supports all the properties. 

2.4.2 Constraint-based approaches to periodic/repeated events 

Especially in the AI community, much attention has been paid to the treatment of qualitative 

temporal constraints between periodic events (see, e.g., [Ligozat, 91; Morris et al., 93, 95, 96; 

Loganantharaj and Giambrone, 95; Wetprasit et al., 96; Loganantharaj and Kurkovsky, 97; 

Terenziani, 97]. More recently, also the treatment of quantitative constraints has been approached 

[Morris and Khatib, 00; Terenziani et al., 05]. 

Following Allen’s seminal approach [Allen, 83], many of these works are algebraic approaches, 

proposing specialized high-level formalisms to represent temporal constraints between periodic 

events and specialized and efficient temporal reasoning techniques to check the consistency of a 

knowledge base of temporal constraints and to infer new temporal constraints from it. In many 

approaches, temporal reasoning is performed by path-consistency algorithms applying the 

intersection and composition operators (see, e.g., [Morris et al., 93, 96]). 

We refer to Related Works (Section 7.2 in Chapter 7) for an in-depth discussion about most of these 

approaches and comparisons between them and the work in this thesis. 

 

 



Chapter 3  
Classes+Instances 

In this chapter, we introduce our basic approach that deals with the problems described in Section 1.3 
in Chapter 1: representing and reasoning with classes and instances of events. 
We describe a high-level language for representing instances of events, a high-level language for 
representing classes of events and how they can be mapped to a low-level language based on the STP 
framework. Then, we introduce four algorithms that check the consistency of a knowledge base of 
classes and instances in an integrated way. Each algorithm corresponds to a combination of the two 
orthogonal assumptions described in the previous chapter: observability of the future events and 
complete observability of the events. 

3.1 An introduction to the problem 

3.1.1 Temporal constraint inheritance 

The problem of dealing with classes and instances is not a new problem in AI. Starting from the 
eighties, several approaches have been proposed to deal with the description of classes and instances 
of entities, and with the automatic classification of entities according to their description. 
KL-ONE [Brachman and Schmolze, 85] and KL-ONE-like hybrid knowledge representation systems 
(see, e.g., the survey in [Nebel, 90]) and their descendants (consider, e.g., Description Logics 
[Calvanese et al., 98]) are probably the most popular examples of task independent and domain 
independent knowledge server systems, providing users and other systems with facilities for storing 
and reasoning with classes (in the so-called T-Box), instances (in the A-Box) and inheritance 
[Levesque and Brachman, 87]. More recently, Description Logics have been extended to deal with 
time (see, e.g., the survey in [Artale and Franconi, 01]). 
The knowledge server systems allowed to solve the problem of classes, instances and inheritance 
once and for all. In fact, programmers and knowledge engineers could use such systems to this 
purpose, and focus on the specific problems of their task/application domain (see, e.g., [Schmolze 
and Mark, 91] for a survey of applications). 
However, to the best of our knowledge, no constraint-based approach has been proposed to deal with 
temporal constraints between classes and instances of events. 
Usually, general plans (guidelines, protocols, workflows) contain temporal constraints between 
(classes of) events. For example, in the CLASSES part of Fig. 3.1, we graphically represent in a 
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simplified way part of a guideline for the management of laboratory tests in a hospital. The general 
guideline represents the fact that the reservation (RS) of each test must be done between 1 and 7 days 
before the lab-test (LT), and that the results of the tests are reported (RP) within 1 and 48 hours after 
the end of the test. Of course, these are temporal constraints between classes of events, which might 
be instantiated many times, for different instantiations of the classes of events (see the INSTANCES 
part of Fig. 3.1). The binary temporal constraints at the class level are “relational” constraints, in the 
sense that they have to be inherited only by “corresponding” pairs of instances of the related classes. 
For example, in Fig. 3.1, the constraint between RS and LT states that each instance of Reservation 
must be 1-7 days before the corresponding instance of Lab-Test (and not before all LT instances!). In 
general, a temporal constraint R between two classes C1 and C2 of events involves an underlying 
relation pairing instances of the two classes. This pairing relation has been recognised, e.g., by 
[Morris et al., 93; Terenziani, 97]. As in [Morris et al., 93], we call this relation correlation.  
In the example in Fig. 3.1, we suppose that RSi is correlated to LTi which, in turn, is correlated to 
RPi, 1≤i≤k. 
 
 

INSTANCES

CLASSES

time-line 

RS1 RS2 RSk 

RP1 RP2 RPk 

before   Reservation Lab_Test Report 
(RS) (LT) (RP) 

1-7 days 1-48 hours 
before

LT1 LT2 
LTk 

Instance_of 

Correlation: 
{<Corr1,RS1,LT1>,<Corr2,RS2,LT2>,.., 
<Corrk,RSk,LTk>, <Corr1,LT1,RP1>, 
<Corr2,LT2,RP2>, ..., <Corrk,LTk,RPk>}

temp. constraints

 
Figure 3.1. Temporal constraints between classes of events and between instances. 
 

3.1.2 Correlation 

Although correlation is at the core of the meaning of temporal constraints between classes of events, 
it has not a clear characterization in the literature. For instance, Morris [Morris et al., 93] (who 
studied it in the context of qualitative temporal constraints about periodic events) pointed out that 
correlation is symmetric and transitive, and simply stated that “correlation is an equivalence relation 
between pairs of convex parts of recurring events that holds as a result of binary relations holding 
between them” ([Morris et al., 93, p. 656]). This difficulty is certainly due to the fact that the nature 
of correlation depends on the problem and the context. Even in our simple clinical example, 
correlation may depend on the level of detail used to describe events, and on assumptions on the 
specific application. E.g., an instance R of Reservation may be correlated to an instance L of 
Lab_Test if: 

(1) Both L and R refer to the same patient code and to the same type of test. However, this rule 
holds only in case a patient cannot have multiple tests of the same type; 

(2) Both L and R refer to the same patient and to the same type of test in the same period. This 
rule can be used only if a patient cannot have two tests of the same type exactly at the same 
period of time; 
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(3) Both L and R refer to the same “unique code”. This rule can be used in the extreme case: 
the correspondence is given by a code, unique for each execution of a lab test. 

Correlation can be represented by a (symmetric and transitive) predicate COR(x,y,z) representing the 
fact that y and z are correlated by the correlation x, where y and z are instances of events. E.g., in the 
hypothesis 1 above, COR(CP1-T1, RS1, LT1), COR(CP1-T1, LT1, RP1) may represent the fact that RS1, 
LT1 and RP1 are pairwise correlated by correlation CP1-T1 (regarding patient P1 and the type of test 
T1). Different correlation constants can be used to model, e.g., the fact that patient P1 also had to 
make test T2 (i.e., COR(CP1-T2, RS2, LT2), COR(CP1-T2, LT2, RP2)) and that also patient P2 had to 
make test T2 (i.e., COR(CP2-T2, RS3, LT3), COR(CP2-T2, LT3, RP3)). In general, the rules to infer 
which instances are correlated are domain and context dependent, and cannot be specified once and 
for all in a temporal knowledge server. Modelling such rules is outside the goals of this dissertation, 
where we suppose to have correlations in input, and use them in order to perform temporal reasoning  
(further discussions on correlation are in [Morris et al., 93; Terenziani, 97; Terenziani, 00]).  

 

3.2 Representing classes and instances of events 

In this section, we describe the languages we propose to represent temporal constraints between 
instances (Subsection 3.2.1) and classes (Subsection 3.2.2). 
We propose high-level formalisms that allow one to express both qualitative (e.g., before, after, 
during) and quantitative (e.g., dates, delays, durations) temporal constraints supporting also 
imprecision. The proposed primitives map to STP constraints, and we describe their semantics by 
means of first-order formulae and STP constraints. Moreover, we introduce the instanceOf primitive 
to describe the relation between classes and instances. 

3.2.1 Language for temporal constraints between instances of events (ITL) 

Time points are the basic notion in our approach. A time interval I is a convex set of points between a 
starting (Start(I)) and an ending (End(I)) point. Different types of temporal constraints can involve 
instances of events. 
 

3.2.1.1 Temporal constraint language for instances 

Although several approaches directly adopt STP constraints to represent temporal constraints 
between events, we feel that a temporal knowledge server should propose a higher level interface 
language to users and applications. In particular, in order to make the interaction with users more 
friendly, we believe that the temporal manager system should provide commonsense temporal 
notions such as qualitative relations (e.g., precedence), dates and durations. However, it is important 
to notice that our high-level constraint language over instances has been designed in such a way that 
all high-level constructs map onto conjunctions of STP constraints. 
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Dates locate instances of events in time and can be precise (see Ex. 3.1) or imprecise (Ex. 3.2, 
Ex. 3.3). 
 
(Ex. 3.1) RS1 started on 10/1/00 at 10:00 and ended on 10/1/00 at 10:05. 
(Ex. 3.2) RS2 started on 10/1/00 between 10:10 and 10:15 and ended on 10/1/00 at 10:20. 
(Ex. 3.3) LT1 started on 15/1/00 at 9:00-9:40 and ended on 15/1/00 at 10:00. 
 
In our language for temporal constraints between instances of events (called ITL), dates can be 
expressed using the high-level predicate date(E,L1,U1,L2,U2),  stating that the starting point of E is 
a time point temporally located between L1 and U1 (L1≤U1) and its ending point is a time point 
between L2 and U2 (L2≤U2). Exact dates (as in Ex. 3.1) can be simply modeled using L1=U1 and 
L2=U2; unknown extremes can be represented as -∞ and +∞. Also durations can be precise or not 
(see Ex. 3.4). 
 
(Ex. 3.4)  LT2 lasted at least 1 hour. 
 
Durations are represented in ITL by the predicate duration(E,L1,U1), stating that L1 and U1 are the 
minimum and maximum durations of E respectively (L1≤U1). Delays (Ex. 3.5) represent the 
temporal distances between pairs of instances. 
 
(Ex. 3.5) RS2 started 4-5 minutes after the end of RS1. 
 
Delays are represented in ITL by the predicate delay(P1,P2,L1,U1), stating that L1 and U1 are the 
minimum and maximum delay between P1 and P2 (L1≤U1), where P1 and P2 are time points (i.e., 
starting/ending points of events). On the other hand, qualitative temporal constraints do not 
involve any metric of time, allowing one to deal with the relative position of two instances of events 
(Ex. 3.6). Currently, ITL considers all and only the qualitative constraints that can be mapped onto 
conjunctions of STP constraints (this subset proved to be very important in many practical 
applications [Brusoni et al., 97; Console and Terenziani, 99; VanBeek, 92]). 
 
(Ex. 3.6) LT1 was before LT2. 

Example. The constraints in (Ex. 3.1-3.6) can be represented in ITL as shown by (ITL1). 

  (ITL1) date(RS1,10/1/00 at 10:00,10/1/00 at 10:00,10/1/00 at 10:05,10/1/00 at 10:05),  

  date(RS2,10/1/00 at 10:10,10/1/00 at 10:15,10/1/00 at 10:20,10/1/00 at 10:20), 

  date(LT1,15/1/00 at 9:00,15/1/00 at 9:40,15/1/00 at 10:00,15/1/00 at 10:00),  

    duration(LT2,1 hour,+∞), delay(End(RS1),Start(RS2),4 min,5 min), before(LT1,LT2). 
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All the constraints in ITL above can be easily mapped onto conjunctions of distances between time 

points, or, better, into conjunctions of STP constraints.  

The semantics of ITL constraints is specified in terms of STP constraints as follows: 

date(E,L1,U1,L2,U2) ⇔ (L1 ≤ Start(E) - X0 ≤ U1) ∧ (L2 ≤ End(E) - X0 ≤ U2) 

duration(E,L1,U1) ⇔ L1 ≤ End(E) - Start(E) ≤ U1 

delay(P1,P2,L1,U1) ⇔ L1 ≤ P2 - P1 ≤ U1 

Notice that dates are represented by distances from a reference time point X0 for the whole 

knowledge base. As examples of qualitative relations, let us consider before and during between two 

time intervals E1 and E2: 

before(E1,E2) ⇔ 0 < Start(E2) - End(E1)  

during(E1,E2)  ⇔ (0 < Start(E1) - Start(E2)) ∧ (0 < End(E2) - End(E1)) 

Additionally, also the constraint that the starting point of an interval precedes the ending point of that 

interval must be explicitly represented. 

Example. Using the (semantic) definitions above, the temporal constraints in (ITL1) can be easily 

translated into the corresponding set (ITL1’) of  STP constraints (in ITL1’ and in the following 

examples, we represent by SI and EI the STP variables corresponding to the starting point Start(I) and 

the ending point End(I) of a time interval I, and we assume that the reference time X0 is 10/1/00 at 

0:00, and that the granularity is 1 minute). 

(ITL1’) 600 ≤ SRS1 - X0 ≤ 600 ∧ 605 ≤ ERS1 - X0 ≤ 605 ∧ 0 ≤ ERS1 - SRS1 ∧ 

  610 ≤ SRS2 - X0 ≤ 615 ∧ 620 ≤ ERS2 - X0 ≤ 620 ∧ 0 ≤ ERS2 - SRS2 ∧ 

  6300 ≤ SLT1 - X0 ≤ 6340 ∧ 6360 ≤ ELT1 - X0 ≤ 6360 ∧ 0 ≤ ELT1 – SLT1 ∧ 

  60 ≤ ELT2 - SLT2  ∧ 4 ≤ SRS2 – ERS1≤ 5 ∧  0 < SLT2 – ELT1 . 

 

3.2.1.2 Other constructs of ITL 

The temporal constraint language above is very similar to the ones of many temporal managers in the 

AI literature (see, e.g., [Brusoni et al., 97; Dechter et al., 91; Meiri, 91; Vila, 94]). In order to be able 

to integrate temporal constraints between classes and between instances, we must extend ITL. Thus, 

we introduce the primitive instanceOf(E1,C1) to state that E1 is a specific instance of the class of 

events C1.  
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Example.  In the following, we suppose to have the classes in Fig. 3.1, and to have observed only the 

instances RS1 and RS2 (of Reservation), and LT1 and LT2 (of Lab_Tests). The class/instance 

relations can be represented in ITL as shown by (ITL2): 

 (ITL2) instanceOf(RS1, Reservation),  instanceOf(RS2, Reservation), 

  instanceOf(LT1, Lab_Tests),  instanceOf(LT2, Lab_Tests). 

 

The primitive COR is introduced to represent correlations between instances of events.  

Example. In our example, we assume (as in Fig. 3.1) that LT1 is correlated to RS1 (via the 

correlation relation C1) and LT2 is correlated to RS2 (via the correlation relation C2). This can be 

expressed in ITL by (ITL3):  

 (ITL3) COR(C1,RS1,LT1), COR(C2,RS2,LT2). 

 

Finally, it is useful to indicate explicitly the set IKB_Elements of all the instances e.g., as shown in 

(ITL4): 

 (ITL4) {RS1,RS2,LT1,LT2}. 

 

3.2.1.3 Knowledge base of instances 

In ITL, a Knowledge Base about instances of events (IKB for short) is a quadruple <IKB_Elements, 

IKB_instanceOf, IKB_COR, IKB_Constraints>, where IKB_Elements is a set of instances of events, 

IKB_instanceOf is a set of instanceOf assertions, IKB_COR a set of correlations and 

IKB_Constraints a set of  (i.e., a conjunction of) temporal constraints on instances of events. In our 

example, we have IKB = <ITL4,ITL2,ITL3,ITL1>. 

 

3.2.2 Language for temporal constraints between classes of events (CTL) 

3.2.2.1 Temporal constraint language for classes  

In general, all the types of temporal constraints discussed above can also be expressed between 

classes of events. For instance, considering again the example in Fig. 3.1, one could assert the 

following temporal constraints: 

Example. 

(Ex. 3.7) Laboratory tests are started between 1 and 7 days after the reservation. 
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(Ex. 3.8) Laboratory tests last between 30 minutes and 48 hours. 

(Ex. 3.9) Results are reported between 1 and 48 hours after the end of the tests. 

(Ex. 3.10) Results are reported after the tests. 

 

Thus, we used the same constraint language as above to express them into our temporal language for 

classes of events (CTL for short). Ex. 3.7-3.10 are represented in CTL as follows: 

 (CTL1)  Cdelay(End(Reservation),Start(Lab_Tests), 1d, 7d), Cduration(Lab_Tests, 30m, 48h),  

  Cdelay(End(Lab_Tests),Start(Report), 1h, 48h), Cafter(Report,Lab_Tests). 

The temporal constraints on classes are basically the same as for instances (we put the prefix C to 

distinguish them). However, the semantics of temporal constraints on classes is different. In fact, 

when applied to classes, dates, durations, delays (here we consider just the delays between the 

starting points of two classes; the other cases are analogous) and qualitative relations have a different 

meaning. This meaning can be expressed, for instance, as shown below. Notice that, as in many AI 

approaches in the literature (see, e.g., [Nebel, 90]), we specify the semantics of classes in an 

extensional way, i.e., considering classes as set of instances. 

 
Cdate(C,L1,U1,L2,U2) ⇔ ∀C' (instanceOf(C',C) ⇒ ((L1 ≤ Start(C') – X0 ≤ U1) ∧ (L2 ≤ End(C') – X0 ≤ U2)) 

Cduration(C,L1,U1) ⇔ ∀C' (instanceOf(C',C) ⇒ L1 ≤ End(C')- Start(C') ≤ U1) 

Cdelay(Start(C1),Start(C2),L1,U1) ⇔ (∀ C1',C2',Cor (instanceOf(C1',C1) ∧ instanceOf(C2',C2) ∧   

 COR(Cor,C1',C2')) ⇒  (L1 ≤ Start(C2') - Start(C1') ≤ U1)) ∧  

 (∀ C1' instanceOf(C1',C1) ⇒  (∃ C2’,Cor  instanceOf(C2',C2) ∧ COR(Cor,C1',C2')))) 

 

As an example of qualitative relations, let us consider the relation “before”: 
Cbefore(C1,C2) ⇔ (∀ C1',C2',Cor (instanceOf(C1',C1) ∧ instanceOf(C2',C2) ∧ COR(Cor,C1',C2')) ⇒   

     (0 < Start(C2') - End(C1')) ∧ (∀ C1' instanceOf(C1',C1) ⇒  (∃ C2’,Cor instanceOf(C2',C2) ∧  

 COR(Cor, C1',C2'))))  

 

While durations are simply inherited by all instances, qualitative relations and delays are only 

inherited by correlated pairs of instances (see Subsection 3.1.2). The second conjuncts in the 

definition of Cdelay and Cbefore formalize the “predictive” character of delays and qualitative 

relations between classes of events. For example, given the constraint between classes 

Cbefore(C1,C2), the observation of an instance of C1 implies the subsequent occurrence of a 

correlated instance of C2.  

In order to make our approach to temporal constraints more user-friendly, a (possibly graphical) 

interface could be used to acquire and represent temporal constraints concerning dates, durations, 
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delays and qualitative relations events [Combi et al., 99; Chittaro, 01; Kosara & Miksch, 01, 02]. 

The same point will also hold for the repetition/periodicity constraints we will describe in Chapters 

4 and 5. 

3.2.2.2 Other constructs of CTL and knowledge base of classes 

The primitive EventClass is introduced in CTL in order to declare the classes of events being 

considered. Thus, in the example in Fig. 3.1, we would have (CTL2) below: 

 (CTL2) EventClass(Reservation), EventClass(Lab_Tests), EventClass(Report). 

 

Thus, in our language CTL, a KB of temporal constraints between classes of events (CKB for short) 

can be defined as a pair <CKB_Elements,  CKB_Constraints> (<CTL2,CTL1> in our example). 

Notice that, in this representation, we assume that the temporal constraints in CKB_Constraints 

implicitly represent the possible presence of a correlation relation between the corresponding 

instances. In other words, given two instances E1 and E2 of two concepts C1 and C2 respectively, E1 

and E2 may be correlated only in case C1 and C2 are related via some temporal relation in the CKB 

(notice that the relation  C1 ALL C2 can be used in order to relate C1 and C2 stating that any 

temporal constraint can hold between them, i.e., that  

-∞  ≤ SC1 – SC2 ≤+ ∞ ∧ -∞  ≤ SC1 – EC2 ≤+ ∞ ∧  -∞  ≤ EC1 – SC2 ≤+ ∞ ∧  -∞  ≤ EC1 – EC2 ≤+ ∞).  

In other words, we assume (Ax3): 

 (Ax3) ∀c1∈CKB_Elements, ∀c2∈CKB_Elements  NOT (Connected(CKB,c1,c2) ⇒ (∀e1,e2 

instanceOf(e1,c1) ∧ instanceOf(e2,c2) ⇒ NOT ∃ Cori (COR(Cori,e1,e2)))), 

where Connected(c1,c2) informally represents the fact that the classes of events c1 and c2 are 

connected vertices in the graph formed by the constraints in CKB_Constraints. 

 

3.3 Reasoning with temporal constraints about classes and instances 

Usually, temporal constraint languages have been applied to describe temporal constraints on 

instances of events only [Vila, 94]. Obviously, whenever one considers instances only, there is no 

need of classes+instances temporal reasoning, and a standard approach such as the one in Subsection 

3.3.1 is sufficient. 

Also in the cases where one has only constraints between classes, the fact that they are classes is 

irrelevant from the point of view of temporal reasoning; they can be interpreted as primitive 

(individual) events and standard temporal reasoning can be performed on them (see, e.g., [Allen, 

91b] as regards temporal constraints in general plans) (see Subsection 3.3.2).  
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On the other hand, in our approach classes+instances temporal reasoning takes in input both a KB of 

temporal constraints between classes and a KB of temporal constraints between instances, and gives 

as output the upper and lower bounds on the distance between each pair of starting and ending points 

of instances (i.e., the minimal network) considering both the instance constraints and the constraints 

inherited from classes or an inconsistency. 

It is worth noting that the algorithms we propose in this dissertation take advantage of a 

conversion table mapping each granularity provided to the user (currently, we provide a fixed menu 

of granularities, not admitting user-defined granularities [Bettini et al. 2002, Combi et al. 2004]) 

into the basic granularity adopted by the reasoning processes. 

 

3.3.1 Reasoning about instances only 

While the semantics of temporal constraints in our language has been simply expressed in terms of 

STP constraints, the implicit temporal meaning of having a given instance i in the IKB_Elements 

component of IKB depends on the assumptions one makes regarding the possibility of dealing with 

future instances of events in IKB and on whether IKB is complete or not. In the following, we 

introduce such issues mainly through first order formulae, which thus can be seen as a  declarative 

specification of  some of the inferences that the classes+instances temporal reasoning algorithms 

have to perform. As in Allen’s seminal approach [Allen, 83, 84; Allen and Hayes, 85], we use logical 

formulae to specify formally the intended meaning of our constraint language, and we define 

specialised temporal reasoning techniques to operate on temporal constraints in an efficient way, 

respecting the logical semantics of the constraints. In fact, specialised reasoners are usually more 

efficient than a general purpose theorem prover for a logic [Allen, 83, 84; Allen and Hayes, 85]. 

(1) (Ax1) covers the cases in which the IKB is a representation of the instances of events which 

have been observed until NOW (where NOW is the system time when a call to the temporal 

manager is done; i.e., future instances of events cannot be inserted in IKB_Elements): 

 (Ax1) ∀x x∈IKB_Elements ⇒ Start(x) - NOW ≤ 0 

(Ax1) states that if an instance x of event has been observed (i.e., x∈IKB_Elements), then it has been 

observed to start before (or at the same time than) NOW (otherwise, if also future instances are taken 

into account in IKB, the fact that x∈IKB_Elements does not provide any implicit indication on the 

temporal location of x). 

(2) In case we assume that observations are complete, the fact that an instance x of event has not 

been observed (i.e., x∉ IKB_Elements) has different temporal implications, depending on 
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whether the system takes into account future events or not. With complete observations and 

no future events, each instance that does not belong to IKB_Elements has not occurred yet 

(i.e., did not start before now; this can be formalized as in Ax2). 

 (Ax2) ∀x x∉IKB_Elements ⇒ NOT(Start(x) - NOW ≤ 0) 

On the other hand, with complete observations and future events, the fact that an event instance does 

not belong to IKB_Elements implies that it never occurs in the past, present and future. 

Temporal reasoning (via Floyd-Warshall’s all-to-all shortest path algorithm) on (ITL1’) finds the 

minimal and maximal distance between each pair of points (e.g., it infers that RS2 started at 10:10 

and LT2 started after 15/1/00 at 10:00), as shown in Tab. 3.1. 
 
 X0 SRS1 ERS1 SLT1 ELT1 SRS2 ERS2 SLT2 ELT2

X0 0 600 605 6340 6360 610 620 inf inf 
SRS1 -600 0 5 5740 5760 10 20 inf inf 
ERS1 -605 -5 0 5735 5755 5 15 inf inf 
SLT1 -6300 -5700 -5695 0 60 -5690 -5680 inf inf 
ELT1 -6360 -5760 -5755 -20 0 -5750 -5740 inf inf 
SRS2 -610 -10 -5 5730 5750 0 10 inf inf 
ERS2 -620 -20 -15 5720 5740 -10 0 inf inf 
SLT2 -6360 -5760 -5755 -20 0 -5750 -5740 0 inf 
ELT2 -6420 -5820 -5815 -80 -60 -5810 -5800 -60 0 

Table 3.1. Minimal network for the (consistent) set of constraints (ITL1’). “inf” stands for “infinite”. 

Notice that, in the table, T[i,j]=b and T[j,i]=-a  conjunctively represent the bound on difference  

a≤j-i≤b. 

 

3.3.2 Reasoning about classes only 

Temporal reasoning about classes only is performed using an all-pairs shortest path algorithm such as 

the Floyd-Warshall’s algorithm in a similar way as we did for instances only (see Subsection 3.3.1). 

 

3.3.3 Classes+instances consistency checking with incomplete observations and future 
events  

The procedure Integrated_Reasoning_IF (“I” stands for Incomplete observations, “F” stands for 

Future instances of events) in Fig. 3.2 considers a CKB and a IKB expressed using the language in 

Section 3.2 and deals with the case where observations are incomplete (i.e., instances of events can 
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occur and not be observed – see Chapter 1) and the IKB may also contain future instances of events. 

From the algorithmic point of view, this is the easiest case. In Subsection 3.3.4, we will then extend 

Integrated_Reasoning_IF to deal with the cases where we assume that the observability is complete 

and we cannot observe future instances (see Chapter 1). We do not show the steps that perform the 

translation from the temporal constraints in the high-level language to the temporal constraints in the 

low-level language. This can be easily done on the bases of the definitions given in Section 3.2. 

 First of all, Integrated_Reasoning_IF pre-computes all pairs of classes in CKB which are 

connected via the temporal constraints in CKB_Constraints (in our approach, only the instances of 

connected classes can be correlated; see Subsection 0). This step (step 1) can be easily computed by 

performing a transitive closure on the graph of constraints. Then, the propagation of temporal 

constraints is performed independently on the STP constraints on instances alone (see step 2), and on 

the STP constraints on classes alone (see step 3) to check whether each one of them is independently 

consistent and to infer the implied temporal constraints in each of them separately (let 

STP_IKB_Con' and STP_CKB_Con' the resulting sets of constraints). The propagations of STP 

temporal constraints at step 2 and 3 can be performed using Floyd-Warshall’s all-to-all shortest paths 

algorithm on STP constraints, as discussed in the previous chapter and exemplified in Subsection 

3.3.1 as regards instances and in Subsection 3.3.2 as regards classes. In case an inconsistency is 

detected (i.e., in the case the temporal constraints between instances and/or between classes, taken in 

isolation, are already inconsistent), it is reported and the algorithm stops. Otherwise, symmetric and 

transitive closure is performed on correlation relations between instances (step 4).  For the sake of 

efficiency, we also suppose that closure pre-computes, for each node, the list of its connected nodes. 

The rest of the procedure deals with the integration of the two levels of constraints. The basic idea is 

that of inheriting (accordingly with the semantics specified is Subsection 3.2.2.1) the temporal 

constraints between classes on the instances of events, and then performing temporal reasoning on 

instances (applying again the all-to-all-shortest-paths algorithm) on the union of the inherited plus the 

instance constraints. Step 5 simply checks that, for each pair i1,i2 of correlated instances, if C1 and 

C2 are their corresponding classes, then Connected(CKB,C1,C2) holds (see Ax3 in Subsection 

3.2.2.2). Step 6 computes the inheritance of temporal constraints, adding the constraints on event 

classes on the corresponding instances (see below). Finally, step 7 performs integrated reasoning at 

the level of instances, considering also inherited constraints. The procedure stops reporting an 

inconsistency if a call to FloydWarshall (steps 2, 3 and 7) or the checks in step 5 find it. 
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 Temporal_Constraint_Inheritance operates as follows. Step 1 implements the inheritance of 

durations and dates of events. For example, regarding durations, all distances between the ending 

point and the starting point of an event class E (t ≤ End(E) - Start(E) ≤ u) must be inherited by all the 

instances of the class. Thus, they are added to the constraints in STP_IKB_Con'. Step 2 deals with 

the inheritance of qualitative relations and delays. Step 2 is implemented by (i) looking at correlated 

pairs <i1,i2> of instances; (ii) considering the corresponding pair <C1,C2> of classes; (iii) 

considering the STP constraints between SC1, SC2, EC1, EC2, and (iv) asserting them onto Si1, Si2, Ei1, 

Ei2. 

 
function Integrated_Reasoning_IF(CKB = <CKB_Elements,  STP_CKB_Con>,   
   IKB = <IKB_Elements,IKB_instanceOf, IKB_COR, STP_IKB_Con>) : STP 

1. pre-compute the pairs of connected nodes in CKB 
2. STP_IKB_Con'  FloydWarshall(STP_IKB_Con) 
3. STP_CKB_Con'  FloydWarshall(STP_CKB_Con) 
4. IKB_COR  Closure(IKB_COR) 
5. check consistency of correlations 
6. Temporal_Constraint_Inheritance(<CKB_Elements,STP_CKB_Con'>, <IKB_Elements, IKB_instanceOf, 

IKB_COR, STP_IKB_Con'>) 
7. Minimal_Network  FloydWarshall(STP_IKB_Con') 
8. return Minimal_Network 

 
procedure Temporal_Constraint_Inheritance(CKB = <CKB_Elements,STP_CKB_Con'>, IKB = <IKB_Elements, 
IKB_instanceOf, IKB_COR, STP_IKB_Con'>) 

1. forall E ∈ IKB_Elements do 
   let C ∈ CKB_Elements the corresponding class /* i.e., instanceOf(E,C) holds  */ 
  let t ≤ End(C) - Start(C) ≤ u ∈ STP_CKB_Con' the constraint on the duration of C (if any) 
  STP_IKB_Con'  STP_IKB_Con' ∪ {t ≤ End(E) - Start(E) ≤ u} 
  let t1 ≤ Start(C) – X0 ≤ u1 ∈ STP_CKB_Con' and t2 ≤ End(C) – X0 ≤ u2 ∈ STP_CKB_Con' the constraints 

on the date of C (if any) 
  STP_IKB_Con'  STP_IKB_Con' ∪ {t1 ≤ Start(E) – X0 ≤ u1, t2 ≤ End(E) – X0 ≤ u2};  od 
2. forall E1,E2 ∈ IKB_Elements, E1≠E2\ Exists Cor COR(Cor,E1,E2) do 
   let C1∈ CKB_Elements and C2∈ CKB_Elements the corresponding classes /* i.e., instanceOf(E1,C1) and 

instanceOf(E2,C2) hold  */ 
   instantiate on E1 and E2 the constraints in CKB_Constraints between C1 and C2;  od 

 
Figure 3.2. Procedure Integrated_Reasoning_IF. 

 

Complexity. In the analysis of the computational complexity of this algorithm and of the following 

ones, we assume a suitable implementation of  the data contained in CKB and IKB. In particular, we 

assume that (i) each class is associated with a pointer to the list of its instances, and with a pointer to 

the list of  the other classes connected with it via an input temporal constraint (i.e., to correlated 

classes of events), (ii) each instance is associated with a pointer to its class, and with a pointer to each 

list of the other instances that are correlated to it via a correlation relation, (iii) that the access to each 

instance or class can be achieved in constant time. 
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Integrated_Reasoning_IF operates in a time O(max{C3,I3,C*I2}), where C is the number of classes in 

CKB and I is the number of instances in IKB. In fact, steps 1 and 6 perform transitive closures (cubic 

time on the number of nodes), and build, for each node, the list of connected (for classes) or 

correlated (for instances) nodes. Steps 4, 5 and 9 apply Floyd-Warshall’s algorithm (cubic time on 

the number of nodes), steps 2 and 3 can be performed in linear time on the number of constraints 

[Console and Terenziani, 99]. Given the pre-computation in step 1, and since, for each class in CKB, 

there are at most C connected classes, step 7 is performed in time O(C*I2), where I2 is (in the worst 

case) the number of correlated pairs of instances. As regards temporal constraints inheritance, step 1 

requires linear time on the number of instances (which are at most I); step 2 computes inheritance of 

qualitative constraints and delays. For each correlated pair <i1,i2> of instances (at most: O(I2)) it 

inherits the constraints (if any) from their classes (i.e., it takes the constraints on the four endpoints of 

the classes and asserts them in IKB on the corresponding endpoints of i1 and i2)1. 

Example. For example, let us apply Integrated_Reasoning_IF to <CTL2,CTL1> and 

<ITL4,ITL2,ITL3,ITL1> described above, supposing that NOW=18/1/00 at 18:00. The translation of 

ITL1 into STP constraints is ITL1’ (see Subsection 3.2.1.1), while the translation of CTL1 is the set 

CTL1’ (where explicit bounds on differences have been added in order to model the fact that the 

starting point of an interval precedes its ending point): 

(CTL1’)     

 1440 ≤ SLT – ERS ≤ 10080 ∧ 30 ≤ ELT – SLT ≤ 2880 ∧  

       60 ≤ SRP – ELT≤ 2880 ∧ 0 < SRP – ELT ∧  

       0 < ERS – SRS ∧ 0 < ELT – SLT ∧ 0 < ERP – SRP. 

The application of the Floyd-Warshall’s algorithm to ITL1’ does not discover any inconsistency, and 

gives as result the minimal network in Table 3.1 (see Subsection 3.3.1). Analogously, the application 

of the Floyd-Warshall’s algorithm to CTL1’ does not discover any inconsistency, and gives as result 

the minimal network in Tab. 3.2 below. 
 

                                                 
1 For the sake of efficiency, in many applications some of the steps of procedure Integrated_Reasoning_IF (e.g. steps 1 

and 3) can be pre-computed a priori. 
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 SRS ERS SLT ELT SRP ERP

SRS 0 inf inf Inf inf inf 
ERS 0 0 10080 12960 15780 15720 
SLT -1440 -1440 0 2880 5700 5640 
ELT -1470 -1470 -30 0 2820 2760 
SRP -1590 -1590 -150 -120 -60 -120 
ERP -1590 -1590 -150 -120 -60 -120 

Table 3.2. Minimal network for the (consistent) set of constraints (CTL1’). 

 

Step 1 of Temporal_Constraint_Inheritance inherits the constraints on the duration of LT1 and LT2 

(which must last between 30 minutes and 48 hours). Step 2 of Temporal_Constraint_Inheritance 

inherits the delay of 1-7 days between correlated pairs of instances of Reservation and Lab_Tests. In 

the example, and taking minutes as the basic granularity, this corresponds to adding the constraints 

30 ≤ ELT1 - SLT1 ≤ 2880, 30≤ELT2-SLT2 ≤ 2880, 1440 ≤ SLT1 - ERS1 ≤ 10080, 1440 ≤ SLT2 - ERS2 ≤ 10080 

into the temporal constraints between instances of events. Analogously, in step 2 also the delay 

between Lab_Tests and Reports is inherited. The final application of FloydWarshall (step 7) does not 

detect any inconsistency and provides, among the others, the constraints that:  

LT1 starts on 15/1/00 at 9-9:30; LT2 starts between 15/1/00 at 10:00 and 17/1/00 at 10:20 and ends 

between 15/1/00 at 11:00 and 19/1/00 at 10:20.  

3.3.3.1 Properties 

More generally, the following property holds: 

Property 3.1 The procedure Integrated_Reasoning_IF is correct with respect to the semantics of the 

temporal language we introduced in Section 3.2. 

Proof (Sketch) The proof is based on the fact that all and only the temporal constraints specified by 

the semantics of the constructs in CTL (Cdate, Cduration, Cdelay etc.) are inherited at the level of 

instances of events (step 6), and then correct and complete temporal reasoning is performed at the 

level of instances of events via the all-to-all shortest path algorithm (step 7). 

 Integrated_Reasoning_IF is complete as regards consistency checking on the classes in CKB 

plus the instances in IKB: As a matter of fact, Integrated_Reasoning_IF does not consider the 

“predictive” part in the logical semantics of delays and qualitative relations between classes, since it 

does not add the predicted (correlated) instances into the IKB. However, since now we are 

considering the case of incomplete observations (i.e., the formula Ax2 does not hold), prediction has 
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no impact on consistency checking. In fact, even if the predicted events should have occurred in the 

past (i.e., before NOW), not having them in the IKB does not imply an inconsistency: Maybe they 

occurred and were not observed (inserted in the IKB). Moreover, since future events are considered, 

the fact that an instance is contained into IKB_Elements does not imply anything on its location in 

time (e.g., Ax2 does not apply to this case). Thus, Property 3.2 holds: 

Property 3.2. In the case of incomplete observations and future events, the procedure 

Integrated_Reasoning_IF checks consistency in a correct and complete way with respect to the 

semantics of the temporal language. 

 

3.3.4 Extensions of the classes+instances consistency checking algorithm 

3.3.4.1 Incomplete observations with no future events 

The extension to deal with the fact that no future instance of event can be present in IKB_Elements 

(i.e., to cover case 2 in Subsection 1.3.2.3 in Chapter 1) is quite trivial. In fact, we only need to 

augment the algorithm Integrated_Reasoning_IF with an additional step (to be performed between 

step 3 and step 4) stating that each instance in IKB_Elements should not have started after now (i.e., 

the additional step is the procedural implementation of axiom Ax1 in Subsection 3.3.1). We call 

Integrated_Reasoning_IP (“P” stands for Past or present) the resulting algorithm. 

Example. In our example, we have observed (the beginning of) LT2, but there is only the constraint 

before(LT1,LT2) concerning LT2 in IKB. Thus, in the mapping on STP constraints, we have 

SLT2 - X0 < ∞, and the effect of  the additional step is to change this constraint into SLT2 - X0 ≤ NOW. 

 

3.3.4.2 Complete observations with future events 

In applications where one can hypothesize that observations are complete (i.e., the formula Ax2 

holds), “prediction” must be used to detect inconsistency. In fact, in such a case, the absence of the 

observation of an instance of an event which, according to the constraints among classes, should  

happen (and thus be present in IKB), gives an inconsistency. This can be coped with as in procedure 

Integrated_Reasoning_CF in Fig. 3.3. 

The procedure first calls Integrated_Reasoning_IF (step 1) and then considers “predictions”. In the 

procedure, we denote by CKB_Connected(C) the set of all classes C’ in CKB that can be reached 

(directly or indirectly) from the class C via some temporal constraint (a delay or a qualitative 

 



Chapter 3 – Classes+Instances 38 

relation), i.e., such that Connected(CKB,C,C’) holds. Step (2) implements the “prediction” of new 

instances. For each instance E in IKB, it considers all the classes in CKB_Connected(CE)  which are 

connected to the class CE of which E is an instance. For each one of these classes (say C’), it looks 

whether there is an instance E’ of C which is correlated to E in IKB. If there is not, an inconsistency 

is reported, and the algorithm stops. In fact, the hypothesis of full observability, together with the fact 

that IKB also contains future events, implies that all instances that occurred, are occurring or will 

occur are described in IKB. Thus, if  there is no E’ correlated to E in IKB, this means that such E’ 

does not exist, and this is inconsistent with the “predictive” part of the semantics of delays and 

qualitative constraints between classes (that predicts the existence of a correlated instance).  

 
function Integrated_Reasoning_CF (<CKB_Elements,  CKB_Constraints>,  <IKB_Elements,IKB_instanceOf, 

IKB_COR, IKB_Constraints>) : STP 
1. Minimal_Network  Integrated_Reasoning_IF (CKB,IKB) 
2. forall E ∈ IKB_Elements do 
 let CE ∈ CKB_Elements the class such that instanceOf(E,CE) ∈ IKB_instanceOf 
 let CKB_Connected(CE)  the set of all classes in CKB_Elements connected to CE via temporal constraints 
 forall C ∈ CKB_Connected(CE) do 

 if NOT (Exist E',Cor’  such that instanceOf(E',C) ∈ IKB_instanceOf ∧ COR(Cor’,E',E) ∈ IKB_COR) 
then  return INCONSISTENT;  od; od 

3. return Minimal_Network 

Figure 3.3. Procedure Integrated_Reasoning_CF. 

 

Complexity. The complexity of  Integrated_Reasoning_CF is O(max{C3,I3,C*I2}). In fact, supposing 

that, for each instance, we pre-compute the lists of its correlated instances (which are, at most, I), the 

additional step 2 requires at most O(C*I2) operations. 

Example. The CKB “predicts” the existence of two instances of RP, one correlated to LT1 and one 

correlated to LT2. Since such instances are not present in IKB, step 2 above reports an inconsistency.  

 

3.3.4.3 Complete observations with no future events 

Also in applications where one can hypothesize that observations are complete, but IKB only 

concerns instances until “NOW” (i.e., the formula Ax2 holds), “prediction” must be used to detect 

inconsistency. However, in such a case, the check is more complex than in the case we discussed in 

Subsection 3.3.4.2. In fact, let us suppose that the CKB predicts the occurrence of an instance i of  

event, and that i is not present in IKB. This fact is inconsistent only in case the temporal constraints 

in IKB and CKB are such that they impose that i must have been observed before (or at the same 
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time than) NOW. Otherwise, no inconsistency arises, since i might be observed (and inserted in the 

IKB) in the future. This case can be coped with as in Procedure Integrated_Reasoning_CP in Fig. 3.4. 

hypothesizedInstances is a (initially empty) set containing the “predicted” instances (which are not 

yet present in IKB). First, the procedure calls Integrated_Reasoning_IP. Then, it checks for 

inconsistencies with predictions. The idea is very simple. Whenever a predicted instance is detected 

(and is not yet present in IKB), the procedure “hypothesizes” the occurrence of such an instance, 

which is provisionally inserted in IKB (and in hypothesizedInstances). Then constraint inheritance is 

applied to both “real” and “hypothesized” instances, and the propagation of temporal constraints in 

IKB is performed on both types of instances. Finally, Integrated_Reasoning_CP checks whether the 

resulting temporal constraints are such that a “hypothesized” instance should necessarily have 

occurred before NOW. Only in such a case, an inconsistency is reported. In step 4 

Add_Instance(C, IKB_Elements, IKB_instanceOf, IKB_COR, E) returns a new instance I’ of C and 

provisionally inserts it into IKB_Elements, augmenting IKB_instanceOf and IKB_COR accordingly; 

this amounts to creating a new instance I’ of C correlated to E, according to the “predictive” part of 

the semantics of the constraints between classes. Finally, step 9 checks, for each one of the new 

instances I introduced into the IKB (the instances in hypothesizedInstances), whether the resulting 

constraints in the IKB imply that I should have started necessarily before NOW 

(NECESSARY(KB, test) holds if test is necessarily true given the constraints in KB – i.e., if test is 

logically implied by KB). 
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function Integrated_Reasoning_CP (<CKB_Elements,  CKB_Constraints>,   
      <IKB_Elements,IKB_instanceOf, IKB_COR, IKB_Constraints>) : STP 

0. hypothesizedInstances  ∅ 
1.  Integrated_Reasoning_IP(CKB,IKB) 
2. forall E ∈ IKB_Elements do 
    let CE ∈ CKB_Elements the class such that instanceOf(E,CE) ∈ IKB_instanceOf 
    let CKB_Connected(CE)  the set of all classes in CKB_Elements connected to CE via temporal   
    constraints 
3.   forall C ∈ CKB_Connected(CE) do 
     if NOT(Exists E’ such that instanceOf(E’,C) ∈ IKB_instanceOf ∧ COR(Cor’,E’,E) ∈ IKB_COR) then  
4.     I’  Add_Instance(C, IKB_Elements, IKB_instanceOf, IKB_COR, E) 
5.     hypothesizedInstances  hypothesizedInstances ∪ {I’} 
  od; od 
6. IKB_COR  Closure(IKB_COR) 
7. Temporal_Constraint_Inheritance(CKB,STP_CKB_Con’,IKB,STP_IKB_Con’) 
8. Minimal_Network  FloydWarshall(IKB_Constraints) 
9.  checkFuture(Minimal_Network, NOW, hypothesizedInstances) 
10.  return Minimal_Network 

 
procedure checkFuture(Minimal_Network, NOW, hypothesizedInstances) 

1. forall I ∈ hypothesizedInstances do 
   if NECESSARY(Minimal_Network, Start(I) before NOW) then return INCONSISTENT 

Figure 3.4. Procedure Integrated_Reasoning_CP. 

 

Complexity. The overall complexity of  Integrated_Reasoning_CP also depends on the number H of 

“hypothesized” instances (see step 5). The cost of  Integrated_Reasoning_IP in step 1 is 

O(max{C3,I3,C*I2}). The cost of steps 2-5, which “hypothesizes” the predicted instances, is O(C*I2). 

After step 5, IKB has been modified in order to contain also the new (“hypothesized”) instances (say 

H new instances). Later steps in the algorithm take into account also such instances. Thus, step 6 

requires O((I+H)3), step 7 requires O((I+H)2) and step 8 requires O((I+H)3). Finally, let us consider 

the complexity of step 9. One possibility (as suggested in [Van Beek, 91] regarding a language 

considering qualitative constraints only) is to perform each test “NECESSARY(Minimal-Network, 

Start(I) before NOW)”) in two steps: (1) provisionally adding the constraint “Start(I) after NOW” to 

the Minimal Network, and (2) performing temporal reasoning to check consistency. Adopting such a 

strategy, the cost of step 9 would be O(H*(I+H)3). However, exploiting the locality properties of STP 

constraints that Brusoni et al. proved in [Brusoni et al., 95] (and given the fact that step 8 computes a 

minimal network), step 9 can be done in a time linear in the time points in hypothesizedInstances, 

i.e., in time O(H). Thus, the overall complexity is O(max{C3, (I+H)3, C*I2}). If the CKB forms a C-

length chain of –correlated– classes related by temporal constraints, and each one of the I instances 

corresponds to a different instantiation of such a chain – i.e., no instance in IKB is correlated with 

any other – we have H=C*I; if all instances are correlated with any other, we have H=I.  
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Example. Let us consider again our example. The procedure above inserts two instances RP1 and 

RP2 of Report into the IKB. RP1 is correlated to RS1 and LT1, and RP2 to RS2 and LT2. 

Considering the inherited temporal constraints, we infer that RP1 should start between 1 and 48 hours 

after the end of LT1, i.e., between 15/1/00 at 11:00 and 17/1/00 at 10:00, and RP2 should start 

between 15/1/00 at 12:00 and 21/1/00 at 10:20. In particular, the starting point of RP1 must be 

between 15/1/00 at 11:00 and 17/1/00 at 10:00 and thus it is necessarily before NOW (18/1/00 at 

18:00 in our example). Thus, an inconsistency is detected. 

 

3.3.4.4 Properties 

Property 3.3 holds: 

Property 3.3. The procedures Integrated_Reasoning_IP, Integrated_Reasoning_CF, and 

Integrated_Reasoning_CP  check  consistency in a correct and complete way with respect to the 

semantics of the temporal language we introduced in Section 3.2. 

Proof (Sketch) Let us consider, e.g., procedure Integrated_Reasoning_CP (the other cases are 

easier). The proof is based on the fact that Integrated_Reasoning_IP is correct, and its incompleteness 

is only due to the fact that it does not consider the “predictive” part of the semantics of constraints 

between classes, which is dealt with by steps 2-5 of Integrated_Reasoning_CP. Then, the transitive 

closure of the COR relation is performed to explicit all possible correlations. Correlations are then 

used in step 7, which performs temporal constraint inheritance in a complete and correct way 

(accordingly with the constraint semantics discussed in Subsection 3.2.2.1). Then, correct and 

complete temporal reasoning is performed at the level of instances of events via the all-to-all shortest 

paths algorithm (step 8). Finally, step 9 is needed to force the fact that observations are complete (see 

Ax2), checking whether some predicted instance should have been observed necessarily before now.  

 

3.4 Experimental results 

The results in Tab. 3.3 can be interpreted as follows. “Classes (points)” indicates the (approximate) 

number of starting/ending points of classes we took into account in CKB (the number of classes can 

be simply obtained dividing the number in the “Classes (points)” column by two). “Instances 

(points)” indicates the approximate number of points (starting and ending points of instances) in IKB. 

We have drawn different experiments with increasing number of instances. “Time_IP (seconds)” 

represents the time (expressed in seconds) to deal with these data, in case we could assume that 

observations are not complete (i.e., we apply “Integrated_Reasoning_IP”). We completed our 
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experiments to deal with the case of complete observations. The column “Hypotheses (points)” 

indicates the number of starting/ending points of new instances being hypothesized by the reasoning 

process (in the case of complete knowledge and no future events), and “Time_CP (seconds)” 

represents the time (expressed in seconds) to deal with these data, assuming that observations are 

complete (and there is no future event in IKB). All experiments have been run on a 233 Mhz Pentium 

II PC, under Windows 98. 

 

Classes 
(points) 

Instances
(points) 

Time_IP
(seconds)

Hypotheses
(points) 

Time_CP 
(seconds) 

100 120 3 40 4 
100 240 15 80 21 
100 360 54 120 75 
100 480 128 160 178 
100 600 271 200 378 
300 120 20 40 21 
300 240 33 80 38 
300 360 76 120 87 
300 480 145 160 197 
300 600 288 200 395 

 

Table 3.3. Experimental results. Times are expressed in seconds, while the sizes of CKB and IKB are 

expressed in terms of time points. 

 

3.5 Discussion 

In this chapter, we have introduced an approach that deals with classes and instances of events. We 

have proposed both representation formalisms for representing classes and instances and temporal 

reasoning algorithms for checking the consistency of knowledge bases of classes and instances in an 

integrated way. Regarding the algorithms, we introduced a consistency checking algorithm for the 

classes and four different integrated consistency checking algorithms, one for each combination of 

the assumptions of complete/not complete observability and observability in the future/not 

observability in the future as discussed in Subsection 1.3.2 in Chapter 1. 

Experiments have shown the feasibility of the approach. In Chapter 6 we discuss a real-world 

application that includes also the extensions described in Chapters 4 and 5. 

 



Chapter 4  
Instances and Classes of Periodic Events 

4.1 An introduction to the problem 

In this chapter, we extend the approach in Chapter 3 to deal with additional temporal phenomena 

which are relevant in several application areas, including workflows, guidelines and protocol 

management. 

In order to introduce the range of temporal phenomena we aim to deal with, let us start from a 

practical example, concerning a clinical guideline about the treatment of multiple mieloma, Ex. 1.1, 

reported here for the sake of convenience as Ex. 4.1: 

(Ex. 4.1) The therapy for multiple mieloma is made by six cycles of five days treatment, each one 

followed by a delay of 23 days (for a total time of 24 weeks). Within each cycle of five days, two 

inner cycles can be distinguished: the melphalan treatment, to be provided twice a day, for each of 

the five days, and the prednisone treatment, to be provided once a day, for each of the five days. 

These two treatments must be performed in parallel. 

 

Of course, such a therapy might have been executed (or being in execution) on different patients 

at different times, such as in Ex. 4.1’: 

(Ex. 4.1’) Melphalan was given to John on Jan 13, 2004, between 12:00 and 12:15 and then from 

18:00-18:10 to 18:20. Prednisone was given to John on Jan 13, 2004, between the two 

administrations of melphalan… 

 

In order to deal with the temporal constraints in Ex. 4.1 and Ex. 4.1’, one has to consider, 

besides qualitative and quantitative temporal constraints between actions and classes and instances 

of actions, also:  

(i) periodic actions (i.e., actions to be repeated at periodic times; e.g., administering 

melphalan) and temporal constraints between them;  

(ii) composite actions (e.g., the treatment of multiple mieloma). 
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The development of a temporal reasoning approach dealing in an integrated way with all such 

issues requires the analysis of different problems that we sketch in the following. 

  

4.1.1 Periodic events 

As illustrated in Subsection 1.3.3 in Chapter 1, repeated and periodic events are useful in many 

application domains, and they are a special kind of classes, since their instances must respect a 

given periodic temporal pattern. When we “inherit” periodic constraints, we must not consider 

single instances or pairs of instances, as in the other temporal constraints, but sets of instances. 

In such a context, determining the correct association [Morris et al., 93] between (instances of) 

events and periodicities is a critical issue. Consider, for instance, the constraint (class level) in 

Ex. 4.2, and the situation shown in Fig. 4.1, where dotted intervals represent imprecision about the 

temporal location of the instances of the event A (melphalan treatment). 

Ex. 4.2 Melphalan treatment must be done twice each day before prednisone. 

 

 
 
 
 
 

 
 

 

In such a situation, the problem is that of determining an association between melphalan 

treatment’s instances and days, so that the pattern in Ex. 4.2 (i.e., two events each day) is respected 

(e.g., M1 and M2 in D1, M3 and M4 in D2, and M5 and M6 in D3 is a possible solution). Only after 

a correct association is found, the precedence constraints between melphalan and prednisone can be 

inherited. 

 

M2 

M3 M4 

M5 

M6 

M1 

D3 D2 D1 

Figure 4.1. Association of actions with days. 

4.1.2 Composite events 

In general, plan/guideline/protocol formalisms consider the notion of composite events, to 

support top-down refinement in the description of the domain. This is a critical feature in most real-

world applications, where the domain description consists of hundreds of events. However, the 

treatment of composite events has several temporal implications. 
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The first, obvious, one is the temporal constraint that the temporal extent of a composite action is 

the minimal convex time interval covering the temporal extent of its components (we do not deal 

with non-convex intervals in this work).  

A less obvious side-effect arises in combination with the treatment of classes and instances of 

composite actions. In fact, composite actions are “abstractions” which are used in the description of 

the domain (e.g., of a plan, or of a guideline). On the other hand, in most cases, no instances of 

composite actions are observed (i.e., inserted in the knowledge base). For instance, given the (part 

of) guideline in Ex. 4.1 and its execution on John (Ex. 4.1’), we will not find any instance of 

“mieloma treatment” in the clinical record of John, but just instances of the atomic actions 

“administering melphalan” and “administering prednisone”. Nevertheless, temporal constraints 

between composite actions must be taken into account by the temporal reasoner (consider, e.g., 

Ex. 4.3). 

 

Ex. 4.3. A follow-up therapy must be done after the mieloma treatment. 

 

This means that the temporal reasoner must be able to properly map the temporal constraints 

about composite events onto their composing atomic events.  

 Finally, notice that the interplay between composite and periodic events might be complex to 

represent and manage. In fact, in the case of a composite periodic event, the temporal pattern 

regards the components, which may, recursively, be composite and/or periodic events. For instance, 

consider again Ex. 4.1. In Ex. 4.1, the instances of the melphalan treatment must respect the 

temporal pattern “twice a day, for five days”, but such a pattern must be repeated for  six cycles, 

each one followed by a delay of 23 days, since the melphalan treatment is part of the general 

therapy for multiple mieloma. 

 

4.2 Representing classes and instances of events of possibly periodic events 

In this section, we introduce the high-level (in Subsection 4.2.1) and the low-level (in Subsection 

4.2.2) representation formalisms we propose for representing temporal constraints between classes. 

In the high-level formalism, we describe the primitives partOf and repetition to represent 

composite events and repetition/periodicity constraints on events, respectively. Regarding 

periodicity, we allow the user to specify some parameters in order to determine the pattern of 

periodicity according to which an event must be repeated. Then, we specify the semantics of the 

primitive by means of a first-order logical specification. 
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In the low-level formalism, we point out that, an extensional representation of the periodicities by 

means of STP constraints – although possible – is not convenient. In fact, an intensional 

representation is fitter for efficient reasoning mechanisms, as we see in Section 4.3. Therefore, we 

introduce STP-trees, an extension to the STP framework that allows to intensionally represent 

repeated/periodic events. 

Regarding instances, we adopt the language ITL describe in the previous chapter. 

4.2.1 Language for temporal constraints between classes of events (CTLP) 

4.2.1.1 Temporal constraint language for classes  

Regarding non-periodic temporal constraints, we propose the language CTLP, resulting from the 

augmentation of the language CTL described in the previous chapter with temporal constraints 

about composite and periodic events as described below.  

CTLP copes with temporal constraints on the repetition of events and on their periodicity. In our 

approach (which is also based on the results of the linguistic analysis by Van Eynde [Van Eynde, 

87]), we deal with different components in the definitions of repeated actions, in order to deal also 

with complex cases such as Ex. 4.1 and Ex. 4.4: 

 

Ex. 4.4.  For six months, perform action A twice each five days for twenty days and then suspend 

for ten days (and so on). 

 

Thus we can deal with frame times (“the interval which contain all the instances of the event” 

[Van Eynde, 87], e.g., “for six months” in Ex. 4.4 – henceforth called FT for short). The description 

of repeated periodic events splits frame times into a sequence of intervals when actions are 

performed (called action-times – AT for short; e.g. “twenty days” in Ex. 4.4) and “pause” intervals 

(delay time – DT for short – e.g., “ten days” in Ex. 4.4). In turn, action times are split into I-times 

(IT for short; e.g., “five days” in Ex. 4.4) where actions are performed (if DT is null, AT coincides 

with IT). Finally, we call the number of actions in each I-time “frequency” (freq for short; e.g., 

“twice” in Ex. 4.4). The above terms are illustrated in Fig. 4.2. 
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Figure 4.2. Representation of periodicity for Ex. 4.4. A’s represent instances of the action A. 

 

Thus, we introduce in our constraint language the primitive  

repetition(FT, AT, DT, IT, freq, C) 

to state the constraints on the repetition of the (class of) event C. Please note that, the predicate 

repetition regards classes only, since the instances are observed separately and independently of 

each others at execution-time. 

Notice that, since we aim at designing tractable algorithms to deal with correct and complete 

consistency checking, we have to impose the constraint that FT, AT, DT, IT and freq must be 

specified in an exact way.  

The logical semantics of the predicate repetition is quite straightforward and it is shown in the 

following. 

For the sake of clarity, in the formula we denote by FT, AT+DTi, ATi, DTi, ITi,j the specific time 

intervals characterizing the repetition constraints, whose durations are FT, AT+DT, AT, DT, IT, 

respectively. 

Let us denote with CNSduring, Cstarts and Cmeets the qualitative relations between classes of non-

strict during, start and meet; let nATDT be the number of intervals AT+DT in the FT, i.e., nATDT = 

⎥⎦
⎥

⎢⎣
⎢

+ DTAT
FT , and nIT the number of ITs in an AT, i.e., nIT = ⎥⎦

⎥
⎢⎣
⎢

IT
AT , then: 
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repetition(FT, AT, DT, IT, freq, C) ⇔  
∀ C’ (Instance_of(C’, C) ⇒ (∃ FT, AT+DT1, …, AT+DTnATDT, AT1, …, ATnATDT, DT1, …, DTnATDT, IT1,1, …, 

ITnATDT,nIT, freq1,1,1, …, freqnATDT,nIT,freq, C1,1,1, …, CnATDT,nIT,freq  ( 
% durations % 

Cduration(FT, FT, FT) ∧  
∀ i=1, …, nATDT (Cduration(AT+DTi, AT+DT, AT+DT) ∧ Cduration(ATi, AT, AT) ∧ Cduration(DTi, DT, DT) 
∧ ∀ j=1, …, nIT (Cduration(ITi,j, IT, IT))) ∧ 

% containment % 
∀ i=1, …, nATDT (CNSduring(AT+DTi, FT) ∧ CNSduring(ATi, AT+DTi) ∧ CNSduring(DTi, AT+DTi) ∧  
∀ j=1, …, nIT (CNSduring(ITi,j, ATi) ∧ 
∀ k=1, …, freq (CNSduring(freqi,j,k, ITi,j) ∧ CNSduring(Ci,j,k, freqi,j,k)))) ∧ 

% anchor to the start % 
Cstarts(AT+DT1, FT) ∧ 
∀ i=1, …, nATDT (Cstarts(ATi, AT+DTi) ∧  Cstarts(ITi,1, ATi) ∧ 
∀ j=1, …, nIT (Cstarts(freqi,j,1, ITi,j))) ∧ 

% ordering and covering % 
∀ i=1, …, nATDT-1 (Cmeets(AT+DTi, AT+DTi+1) ∧  Cmeets(ATi, DTi) ∧  
∀ j=1, …, nIT-1 (Cmeets(ITi,j, ITi,j+1) ∧ 
∀ k=1, …, freq-1 (Cmeets(freqi,j,k, freqi,j,k+1)))) ∧ 

% instances % 
∀ i=1, …, nATDT, j=1, …, nIT, k=1, …, freq (Instance_of(C’, Ci,j,k)) 

))) 
 

Finally, in our language, we use the primitive 

partOf(C1, C) 

to state that a class C1 is part of a class C. We will see in the rest of the chapter how we cope with 

the temporal constraints between the composite and the component classes of events induced by the 

partOf relation.  

Thus, in our language, a knowledge base CKB of classes is a triple <CKB_Elements, 

CKB_partOf, CKB_Constraints>. 

 

4.2.2 Internal representation for temporal constraints about classes: the STP-tree 

As seen in the previous chapter, the high-level constraint language about instances has been 

deliberately designed in such a way that all constraints can be easily mapped onto bounds on 

differences and, thus, internally represented as a “standard” STP framework [Dechter et al., 91]. 

The same point also holds for dates, delays, durations and qualitative temporal constraints between 

classes of events. 

However, such a basic approach must be now extended to cope with (the temporal constraints 

involved by) part-of relations and with the temporal constraints about repeated events. In fact – as 

discussed in more details below – we aim at describe periodic events in an intensional way and, to 

this aim, we propose a new formalism, the STP-tree. 

Regarding part-of relations, we represent the temporal constraints they involve as constraints 

between the starting/ending points of the composite event and the endpoints of its (direct) 
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subactions. In particular, the start of a composite event is temporally equal to the start of its first 

sub-event, while its end is equal to the end of its last sub-event1. Therefore, the constraints 

involving classes of events (which are not repeated) can be homogeneously represented in a unique 

STP framework, containing a starting and an ending point for each composite and atomic event.  

Alternative solution. Alternatively, we could have chosen to partition the constraints about classes into a 

set of STP frameworks, one for each composite event. Such a clustering technique would save space and, 

apparently, make the reasoning process more efficient. However, the temporal constraints between the 

composite events and their components make the constraints in different STPs dependent on each other. 

Thus, to determine the global consistency of such a set of STPs one would need to perform a potentially 

never-ending iteration of the reasoning process, until a state of quiescence is reached. 

However, such a homogeneous approach does not work in the case of repeated/periodic events. 

In fact, in many real-world application domains (e.g., medical therapies), actions can be repeated a 

relevant number of times, so that an explicit representation of all repetitions could cause an 

unnecessary explosion of the number of points in the STP2. Such an explosion can be avoided via 

an “intensional” representation, in which a single entity (e.g., a time interval, possibly represented 

via its endpoints) is used to represent the set of all repetitions of a given event. However, such an 

intensional approach cannot be directly implemented in “classical” temporal constraint propagation 

approaches (such as, e.g., STP), which need an explicit (i.e., “extensional”) representation of all the 

temporal entities (time points and/or time intervals). For instance, the temporal constraint that the 

end of a repeated event E1 is 1 hour before the starting point of a repeated event E2, is actually a 

constraint between the end of the last repetition of E1 and the first repetition of E2. Furthermore, the 

components of the specification of the periodicity of repeated events (e.g., AT, DT, IT) are actually 

constraints on the single repetitions (rather than on the repeated event as a whole). But, in the 

intensional approach, one does not want an explicit representation of each single repetition… 

Thus, we chose to model repeated events as composite events and to represent the constraints 

regarding repeated actions into separate STPs, one for each repeated event.  Thus, in our approach, 

the overall set of constraints between classes of events is represented by a tree of STPs (STP-tree 

henceforth). The root of the tree is the STP which represents the constraints between all the actions 

                                                 
1 Unfortunately, if the temporal constraints between the sub-events are such that one cannot find its first and last sub-

events, the above constraint involves a disjunction, and cannot be modelled in the STP framework (for instance, an 

approach such as [Galipienso and Barber Sanchís, 02] would be needed). On the other hand, in the STP framework, one 

can represent the weaker constraint that all sub-events start after or at the same time than the start of the event they 

compose, and end before or at the same time of its end. 
2 Such a representation of each repetition would also make the problem of maintaining the coherence of data very 

expensive, in the case of updates of the knowledge base of constraints. 
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in the guideline, except the components of repeated actions. For example, in Fig. 4.3, we show the 

STP-tree representing temporal constraints involved by Ex. 4.1 in Section 4.1. In the figure, the root 

of the STP-tree, N1, contains the event representing the entire guideline (i.e., the treatment of 

multiple mieloma). 

Each node in the tree is an STP, and has as many children as the number of repeated actions it 

contains. Each edge in the tree connects a pair of endpoints in an STP (the starting and ending point 

of a repeated action) to the STP containing the constraints between its subactions, and is labeled by 

the list of properties describing the temporal constraints on the repetitions (i.e., RSpec). In Fig. 4.3, 

for example, the repeated events composing the guideline (i.e., the events composing ch, mc and pc) 

are represented in separated STPs, the children nodes N2, N3 and N4 of the events ch, mc and pc. 

Each edge in the tree connects a pair of endpoints in an STP (the starting and ending point of a 

repeated event) to the STP containing the constraints between its subactions and is labelled by a list 

of properties describing the temporal constraints on the repetitions (i.e., FT, AT, DT, IT, freq). 

Figure 4.3. A naïve graphical representation of the STP-tree for the multiple mieloma 
chemotherapy guideline. Thin lines and edges between nodes in an STP represent bound on 
differences constraints. Thick edges from a pair of nodes to a child STP represent repetitions. The 
overall therapy (node N1) is composed of 6 cycles of 5 days plus a delay of 23 days (for a global 
frame time of 24 weeks). In each cycle (node N2), two therapies are executed in parallel: 
melphalan (node N3: Sm and Em are the starting and ending nodes), to be repeated twice a day, and 
prednisone (node N4: Sp and Ep are the starting and ending nodes), to be repeated once a day. 
Edges between any two nodes X and Y in an STP (say N2) of the STP-tree are labeled by a pair 
[n, m] representing the minimal and maximal distance between X and Y. 

          
Sch Ech 

Smc 

Emc 

[168d, 168d]

[5d, 5d] 

Spc 

Epc 

[5d, 5d]

[0d, 0d]

[0d, 0d]
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N1 

FT=24wk, AT=IT=5d, DT=23d, freq=1 
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FT=5d, AT=IT=1d, DT=0, freq=2 FT=5d, AT=IT=1d, DT=0, freq=1N3 N4 

 



Chapter 4 – Instances and Classes of Periodic Events 51

 

4.2.2.1 Mapping high-level temporal constraints onto an STP-tree 

The low-level representation as an STP-tree can be automatically constructed from the high-level 

description as knowledge base of classes (expressed using the language in Subection 4.2.1) by 

executing an algorithm such as the one sketched in Fig. 4.4. 
procedure generateSTPTree(K : CKB) : STP-tree 

1. T  generateRoot(K) 
2. for each repeated class C 
3.  generateRepetition(T, C, K) 
4. return T 

 
procedure generateRoot(K : CKB) : STP-tree 

1. generate an empty STP-tree T 
2. generate N, the root STP-node of T 
3. put in N all the atomic and composite classes and, transitively, all their components except the components 

of repeated classes 
4. put in N the temporal constraints between the classes it contains 
5. put in N the temporal constraints relative to part-of relations 
6. return T 

 
procedure generateRepetition(T : STP-tree, C : Class, K : CKB) 

1. generate N’, STP-node child of C 
2. put on the edge from C to N’ the parameters FT, AT, DT, IT and freq from the repetition constraint 

repetition(FT, AT, DT, IT, freq, C) 
3. put in N’ all the atomic classes and the composite classes A such that partOf(A’, A) and, transitively, all 

their parts except the components of repeated classes 
4. put in N’ the temporal constraints between the classes it contains 
5. put in N’ the temporal constraints relative to partOf relations 
6. for each repeated class C’ 
7.  generateRepetition(T, C’, K) 

Figure 4.4. Algorithm for generating the STP-tree of temporal constraints in a CKB. 
 

Because of the reasons we have illustrated (see Subsection 4.2.2), all the classes, also the composite 

and component ones can be represented with an STP, but we cannot represent with an STP the 

components of repeated classes. In fact, we need a separate STP to deal with them. The algorithm 

implements such a rule in a recursive way, constructing the STP-tree from the root down to the 

leaves. 

 

4.3 Reasoning about classes and instances of possibly periodic events 

In this section, we introduce the algorithm for checking the consistency a knowledge base about 

classes only (Subsection 4.3.1), and the algorithms for checking the consistency of a knowledge 

base of classes and instances in an integrated way (Subsections 4.3.2 and 4.3.3). 
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Regarding the classes only, our goal is to provide an algorithm that, exploiting the internal 

representation as an STP-tree (see Subsection 4.2.2), checks its consistency in an intensional way, 

i.e., without “exploding” the repetitions. 

Regarding classes plus instances, we describe two temporal reasoning algorithms to check the 

consistency of a knowledge base of temporal constraints regarding both classes and instances of 

events. For the sake of clarity, we adopt an incremental presentation: first, we describe our basic 

algorithm (Subsection 4.3.2), which assumes full observability of instances even in the future.  Next 

(Subsection 4.3.3), we extend such an algorithm in order to work in domains where there is no 

observability in the future. 

It is worth noting that instances are intrinsically extensional, because the instances of a repeated 

event are observed individually; therefore, the algorithms for classes plus instances operate in an 

extensional way: they generate placeholders to represent the single repetitions and the composite 

events and provisionally insert them among the instances. In such a way, we obtain an STP which 

contains the original instances and an extensional (unfolded) version of the temporal constraints 

between the classes. Finally, on such an STP we apply the Floyd-Warshall’s all-pairs shortest paths 

algorithm to check its consistency. 

In the two algorithms about classes plus instances, we deal with the problem of the association 

between the instances and the proper repetition (see Subsection 4.1.1) by assuming total ordering 

between instances of events and complete observability. The problem of relaxing such assumptions 

is briefly investigated in Section 4.5. In Chapter 5, we describe an approach where we drop the 

assumption of total ordering. 

4.3.1 Temporal reasoning on classes only 

As described above, each node of the STP-tree contains an STP, and the edges linking the 

nodes carry information about the repetition/periodicity. Thus, in order to check the consistency of 

the STP-tree, it is  not sufficient to check the consistency of each node separately by means of the 

well-known all-pairs shortest paths algorithms that solve the problem for STPs [Dechter et al., 91]. 

In this case, in fact, we would neglect the repetition/periodicity information. Therefore, temporal 

consistency checking proceeds in a top-down fashion, starting from the root of the STP-tree. 

Basically, the root contains a “standard” STP, so that the Floyd-Warshall’s algorithm can be applied 

to check its consistency. Thereafter, we proceed top down towards the leaves of the tree. For each 

node X in the STP-tree (except the root), we progress as shown in the algorithm 

STP_tree_consistencyP in Fig. 4.5. 
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function STP_tree_consistencyP(X: STP, FT: duration, AT: duration, DT: duration, IT: duration, freq: integer) : STP 
1. if not((AT + DT) ⊆ FT) or not(IT ⊆ AT) then return INCONSISTENT  
2. Y  FloydWarshall(X) 
3. if Y=INCONSISTENT then return INCONSISTENT 
4. let min the maximum between the minimum distances between all the points in Y 
5. Max  IT – (freq – 1) * min 
6. for each pair of points pi and pj (i≠j) in Y do 
7.  impose (in Y) that the maximum distance between pi and pj is the minimum between the current maximum 

distance in X and Max 
 od 
8. Y  FloydWarshall(Y) 
9. if Y=INCONSISTENT then return INCONSISTENT else return Y 

 
Figure 4.5. Algorithm for checking consistency of an STP-node. 

 

I

I

STP_tree_consistencyP accepts as an input the STP-node that must be checked and the 

constraint about the repetition (i.e., the constraint in the arc of the STP-tree entering node X; 

namely, the duration of the FT, of the AT, of the IT, of the DT and a frequency), and gives as an 

output an inconsistency, or, in case of consistency, the local minimal network of the constraints in X 

plus those about the repetition. 

n step 1 we check whether the repetition constraint is “well-formed”, i.e. if it is consistent 

when it is taken in isolation (i.e., if AT+DT is contained in FT, and IT is contained in AT). 

n step 2 we propagate the constraints in X in order to obtain the minimal network Y, which is 

useful for having the minimum and maximum distances between the points in the STP. In steps 4-9 

we make sure that all the specified (freq) repetitions in an IT can be performed. In particular, in 

steps 4-5 we compute the maximum distance between any points in the STP that still allows to 

perform all the required repetitions. This is obtained by considering the distance (step 5) that allows 

to perform a repetition assuming that all the other repetitions in the same IT have the minimum 

possible duration. In steps 6-7 the constraints are added to the STP and, finally, in step 8 we check 

their consistency. 

4.3.1.1 Properties 

Complexity. The complexity of the algorithm is dominated by steps 2 and 8, that are O(C3), where 

C is the number of classes in the CKB. 

 

Property 4.1. The top-down visit of the STP-tree is complete as regards consistency checking of 

the constraints in the STP-tree. 

Proof (sketch). The all-pairs-shortest-paths algorithm is complete for the STP framework.  The only 

constraints relating actions (or, better, time points) in different STPs in the tree are located on the 

edges of the tree, and, by definition, the STP-tree does not allow loops between STPs. Since FT, 
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AT, IT, DT and freq (if any) must be provided in a precise (exact) way, they cannot be further 

“restricted” by constraint propagation. Thus, there is no need to propagate back and forth the 

constraints along the tree, and a top-down visit of the tree is sufficient. Notice, however, that the 

above reasoning mechanism does not provide the minimal network between all the actions. 
 

4.3.2 Integrated classes+instances temporal reasoning with complete knowledge 

The algorithm in Fig. 4.6 works in three steps.  The procedure integratedConsistencyP: 

- calls the procedure visitSTPTreeP in order to make explicit the constraints intensionally 

implied by the periodicity/repetition constraints;  

- inherits the constraints onto the instances;  

- propagates the constraints about the instances. 

The arguments of procedure integratedConsistencyP are the high-level description of the classes 

and the high-level description of the instances (respectively expressed by the knowledge bases of 

classes (CKB) and instances (IKB), see Section 4.2). 

Unlike the integrated temporal reasoning algorithms in the previous chapter, in this case we have 

to deal with periodic constraints. Thus, before the inheriting process, we perform the steps in 

procedure visitSTPTreeP to make explicit the semantics of the constraints, as explained in detail 

below. 

For the sake of brevity, we assume that all the input classes and instances are correlated. It should 

be pointed out that this is not restrictive: In fact, since the correlation relation partitions actions (and 

their constraints) into independent sets (see Subsection 3.1.2 in Chapter 3), the algorithms can be 

iterated on each set.  
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function visitSTPTreeP(T : CKB) : STP 
1. initialize S to an empty STP 
2. add to S the placeholder class CT 
3. visitSTPNode(root(T), CT, S) 
4. S’  FloydWarshall(S) 
5. return S’ 
 
procedure visitSTPNode(/*input*/ X : STPNode, CX : Class, /*input&output*/ S : STP) 
1. forall Ca | Ca is not a repeated class in X do 
2.   copy the class Ca in S 
3.  add to S the constraints that Ca ⊆ CX 
  od 
4  forall Cr | Cr is a repeated class in X do 
5.   add to S the placeholder class FTCr
6.  /* let FT, AT, DT, IT and freq the periodicity parameters for class Cr */ 
7.   inheritPeriodicityConstraintsP(X, Cr, FT, AT, DT, IT, freq, FTCr, S) 
8.  add to S the constraints that FTCr ⊆ CX
  od 
9. for each non-periodic constraint in X do 
   add to S the constraint wrt the corresponding classes in S 
 
procedure inheritPeriodicityConstraintsP(/*input*/ X : STPNode, C : Class, FT: duration, AT: duration, DT: duration, 

IT: duration, freq: integer, FTC : Class, /*input&output*/ S : STP) 
1. forall (AT+DT)is that fit in FTC /* i.e. for ⎣FT/(AT+DT)⎦ times */ do 
2.  add to S the placeholder class (AT+DT)i
3.  add to S the placeholder classes ATi and DTi

4.  forall ITijs that fit in ATi /* i.e. for ⎣AT/IT⎦ times */ do 
5.   add to S the placeholder class ITij 
6.   forall freqijks that fit in ITij /* i.e. for freq times */ do 
7.     add to S the placeholder class freqijk
8.      visitSTPNode(Child(C,X), freqijk, S) 
  od; od; od 
9.  add to S the constraints that the durations of FTC, (AT+DT)i, ATi, DTi and ITij are FT, (AT+DT), AT, DT and IT, 

respectively 
10. add to S the constraints that (AT+DT)i, ATi and DTi, ITij and freqijk are contained in FTC, (AT+DT)i, ATi and ITij, 

respectively 
11. add to S the constraints that (AT+DT)1 starts FTC, ATi starts (AT+DT)i, ITi1 starts ATi, and freqij1 starts ITij
12. add to S the constraints that (AT+DT)i meets (AT+DT)i+1, ATi meets DTi, ITij meets ITij+1,  and freqijk meets freqijk+1 

 
function integratedConsistencyP(T : CKB, I : IKB) : STP 
1. S  visitSTPTreeP(T) 
2. add to I the placeholder instances corresponding to the placeholder classes in S 
3. add to I the placeholder instances corresponding to the non-atomic, non-repeated classes in S 
4. I’  FloydWarshall(I) 
5. if I’=INCONSISTENT then return INCONSISTENT  
6. for each class C in S in temporal order do 
7.   let i be the first instance of C in I’ not yet taken in consideration 
8.    if i does not exist then return INCONSISTENT 
  od 
9. if there exists an instance in I’ not yet considered then return INCONSISTENT 
10. Temporal_Constraint_Inheritance(T, I’) 
11. I”  FloydWarshall(I’) 
12. if I”=INCONSISTENT then return INCONSISTENT else return I’’ 
 
Figure 4.6. Algorithm for checking consistency of classes+instances. 
 

The procedures visitSTPTreeP, visitSTPNode and inheritPeriodicityConstraintsP in Fig. 4.6 are 

meant to fill the gap between the high-level intensional representation language and the low-level 
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extensional internal representation as an STP ([Dechter et al., 91]), making explicit the semantic 

assumptions carried by the intensional high-level language. At the end of step 3 of the procedure 

visitSTPTreeP, S is a “flat” STP which is semantically equivalent to the STP-tree T. 

This task is accomplished by: 

• visiting recursively the STP-tree (task performed by the procedure visitSTPNode); 

• “unfolding” (i.e., making explicit) the repetitions (task performed by the procedure 

inheritPeriodicityConstraintsP). 

Before each recursive call (i.e., in step 2 of visitSTPTreeP, step 5 of visitSTPNode and step 7 of 

inheritPeriodicityConstraintsP), a “placeholder” is inserted into the STP. The placeholder is useful 

in order to represent the abstract classes that stand for the entire set of repetitions that will be 

unfolded. Note that the placeholder class CT added in visitSTPTreeP and representing the root node 

of the STP-tree – actually not necessary – is added for the sake of uniformity. 

The procedure visitSTPNode is recursively called on each STP-node X in the STP-tree. It copies 

in S all the atomic, non repeated classes (step 2), imposing the constraint that they are contained in 

the placeholder CX (step 3). 

For each repeated class (steps 4-8), it calls the procedure inheritPeriodicityConstraintsP in order 

to “unfold” the repetitions. Finally, in step 9 the non-periodic temporal constraints in X are copied 

to S, relating them to the corresponding copied classes. It should be pointed out that, while for 

atomic classes the algorithm simply copies the constraints from X to the copied atomic classes in S, 

for non-atomic classes the algorithm copies the constraints to the related placeholder classes added 

to S (i.e., on the FTCr placeholder classes). 

In the procedure inheritPeriodicityConstraintsP, the three nested for loops in steps 1, 4 and 6 

accomplish the task of “unfolding” the repetitions, i.e., the actions must be executed as many times 

as the class C is repeated. Before each for loop (steps 2, 3, 5, 7), a placeholder is inserted into the 

STP in order to represent the entire set of repetitions. In step 8 the procedure visitSTPNode is called 

in order to continue the unfolding on the STP-node child of X in the STP-tree. 

Finally, procedure inheritPeriodicityConstraintsP adds to the STP (steps 9-12) the constraints 

corresponding to the logical semantics of the repetition constraint on C (see Subsection 2.1.1): they 

have a fixed duration (step 9), they are mutually contained (i.e., freqijk ⊆ ITij ⊆ ATi ⊆ (AT+DT)i ⊆ 

FTC and DTi ⊆ (AT+DT)i) (step 10), each placeholder in the above containment chain starts the 

containing placeholder (e.g., freqij1 starts ITij; step 11) and the placeholders meet (step 12).  

Regarding procedure integratedConsistencyP, as above-stated, after the call to visitSTPTreeP, it 

has in S an STP semantically equivalent to the CKB T. The rest of the procedure is devoted to: 
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- finding a one-to-one correspondence among the temporal points in S that describe the starting 

and ending points of the “unfolded” classes, and the temporal points in I, that describe the 

starting and ending points of the instances of events (steps 2-9); 

- inheriting the temporal constraints from classes onto the instances (step 10); 

- checking the consistency of the instances (steps 11-12). 

As observed in Subsection 4.1.2, the knowledge base of instances usually does not contain the 

instances of composite events, that are therefore added to the instances (steps 2 and 3) in order to 

make it easier to relate classes to the corresponding instances. In particular, steps 1 and 2 make 

explicit the repetitions by: 

(i) generating and instantiating the placeholders for the periodic pattern (i.e., FTs, ATis, 

DTis, ITis, freqis); and  

(ii) generating –in sequence– a class for each repetition of a repeated action, locating it 

properly within the periodic pattern.  

In such a context, the problem of associating instances to periodic patterns (see Subsection 4.1.1) 

can be solved by finding a correspondence between the instances in IKB and the unfolded classes 

obtained in (ii). In the procedure integratedConsistencyP we rely on the assumption that instances 

are ordered in order to find such a correspondence (see the discussion in Section 4.5). More 

specifically, step 4 propagates the constraints in order to infer a possibly implicit temporal ordering 

between instances, and the for loop in step 6 takes into account one class at a time considering the 

lexicographic order given by the pair (starting time, ending time) of the class. Then, step 7 finds the 

corresponding instance, considering both the instance-of and the temporal ordering information. If 

an instance is missing (step 8) or if there are more instances than unfolded classes (step 9), we 

report an error because there is a mismatch between the number of actions specified at the class 

level and the number of instances. Notice that, since here we assume full observability also in the 

future and we consider only correlated classes and instances, each class must have exactly one 

instance, and vice versa. 

Finally, after inheriting the temporal constraints (step 10) (the procedure Temporal_Constraints_ 

Inheritance has been introduced in Chapter 3), the augmented STP is checked for consistency of the 

whole set of constraints (steps 11-12). 

 

Optimization 4.1. The algorithms in Fig. 4.6 perform the “unfolding” of repeated actions in a quite 

“naïve” way, in the sense that all the possible repetitions of classes are made explicit. However, the 

unfolding of classes is actually performed as a first step in the process of inheriting constraints from 

classes to instances (of course, instances are naturally “unfolded”). This means that there is no need 

 



Chapter 4 – Instances and Classes of Periodic Events 58 

to unfold the repetitions of classes which have no related instances. Thus, the algorithms can be 

optimized by stopping the unfolding and (in the case of full observability even in the future) 

reporting an inconsistency as soon as a class has not a corresponding instance.  

4.3.2.1 Properties 

Complexity. In order to compute the complexity of the algorithms, it is useful to observe that 

visitSTPTreeP, visitSTPNode and inheritPeriodicityConstraintsP procedures, thanks to their 

recursive structures and to the nested for loops, basically traverse the STP-tree, visiting each STP-

node as many times as the number of times it must be repeated. Therefore, it is handful to express 

the complexity of the algorithm in terms of the number U of the unfolded classes, rather than the 

number of input classes in the CKB (if we denote with C the number of the input CKB classes, and 

with R the maximum number of times that any class is repeated in the STP-tree, we can estimate U 

as O(R * C)). As regards the procedure inheritPeriodicityConstraintsP, the three nested for 

statements (steps 1, 4 and 6), together with the inner mutually recursive call in step 8, simply 

“unfold” all the repetitions of classes, and the overall complexity is thus linear in U. Therefore, the 

complexity of procedure inheritPeriodicityConstraintsP is dominated by steps 9-11 (adding 

constraints on the repetitions), which are linear in the number of unfolded classes. Analogously, the 

complexity of procedure visitSTPNode is dominated by step 9 (adding the binary constraints), 

which is quadratic in the number of unfolded classes, and, finally, procedure visitSTPTreeP is 

dominated by step 4 (performing constraint propagation), which is cubic on the number of the 

unfolded classes. 

Therefore, step 1 of procedure integratedConsistecyP is O(U3). Thanks to a possible 

precompilation (performable in O(I), where I is the number of instances) that associates with each 

class its instances, and thanks to the total ordering of the instances, step 7 can be performed in 

constant time and the entire for loop in steps 6-8 is linear in the number of classes. As regards the 

inheritance of the constraints in step 10, its complexity is dominated by the inheritance of binary 

constraints, which is quadratic in the number of classes. 

Therefore, in the procedure integratedConsistencyP, steps 1, 4 and 11 dominate, and the overall 

complexity is O(max{U3, I3}). Notice that, in case Optimization 4.1 is adopted, U ≤ I. Thus, in such 

a context, the overall complexity is O(I3), which is the complexity of applying Floyd-Warshall to 

the STP of instances. Therefore, the unfolding and the inheritance parts of the algorithm do not 

affect the asymptotical complexity. 
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Property 4.2. It can also be shown that the temporal reasoning algorithms in Fig. 4.6 are correct 

and complete. In fact, the unfolding procedure makes all the repetitions of classes explicit, and 

inheritance procedures add on the proper instances all the bounds-on-differences mappings of the 

temporal constraints between classes. The bounds-on-differences mappings respect the logical 

semantics we specified in Subsection 4.2.1 (regarding repetition constraints) and in the previous 

chapter (regarding the other temporal constraints). Finally, complete temporal reasoning on 

instances is performed via Floyd-Warshall’s algorithm (which is complete for STP problems 

[Dechter et al., 91]). 

 

4.3.3 Integrated temporal reasoning with no future events 

In this section we relax the assumption of full observability and we assume that we have no 

instances of events in the future. In this case, we have to take into account that IKB only contains 

instances occurred until NOW and that the possible missing instances may start in the future.  
 
function integratedConsistency_FP(T : CKB, I : IKB, NOW) : STP 
1.  S  visitSTPTreeP(T) 
1a.  for each instance i in I do 
1b.   add the constraint the i starts before NOW 
1c. hypothesizedInstances  ∅ 
2.  add to I the placeholder instances corresponding to the placeholder classes in S 
3.  I’  FloydWarshall(I) 
4. if I’=INCONSISTENT then return INCONSISTENT  
5.  for each class C in S with start times in ascending order do 
6.   let i be the first instance of C in I’ not yet taken in consideration 
7.   if i does not exist then 
7a.  add to I a new instance i’ of C 
7b.  hypothesizedInstances  hypothesizedInstances ∪ {i’} 
  od 
8.  if there exists an instance in I’ not yet considered then return INCONSISTENT 
9.  Temporal_Constraint_Inheritance(T, I’) 
10. I”  FloydWarshall(I’) 
11. if I”=INCONSISTENT then return INCONSISTENT 
12. checkFuture(I’’, NOW, hypothesizedInstances) 
13.  return I’’ 
 
Figure 4.7. Algorithm for checking consistency of classes+instances with no observability in the 
future. 

 

The procedure integratedConsistency_FP in Fig. 4.7 extends the procedure 

integratedConsistencyP presented in the previous section along such a direction. The steps added or 

changed wrt the procedure integratedConsistencyP are the ones in bold and underlined type. The 

other parts of the algorithm do not change. 

integratedConsistency_FP accepts the additional parameter NOW, corresponding to the time of 
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the present. In steps 1a-1b we explicit the assumption that it is not possible to observe future events: 

all observed instances must start before NOW (see Ax1 in the previous chapter). 

However, the main differences between the procedures integratedConsistency_FP and 

integratedConsistencyP lie in steps 7-7b and 12: When we do not find an instance that a class 

predicts to be in the IKB, we no longer report an inconsistency, because that instance may start in 

the future. Thus, there is an inconsistency only in the case that the temporal constraints in IKB and 

CKB impose that the instance must be observed before NOW (see Ax2 in the previous chapter). 

Therefore, we collect all the missing instances in the set hypothesizedInstances (steps 7 and 7a) and 

we provisionally insert them in IKB (step 7b). Then, we perform the inheritance and the 

propagation of the constraints on input+hypothesized instances, and (step 12) we test whether any 

hypothesized instance necessarily starts before NOW, by means of the procedure checkFuture 

introduced in Subsection 3.3.4.3 in Chapter 3. In this case we report the inconsistency, because we 

should have been able to observe it before NOW, but we could not. 

 

Optimization 4.2. It is worth noting that, in the case that the missing instances belong to a repeated 

class, it is not necessary to hypothesize all the repetitions, but only the first missing one; in fact, if 

this instance may start in the future, also the subsequent ones will, and it is not necessary to 

hypothesize them; on the other hand, if this instance must start before NOW, we may report the 

inconsistency even without hypothesizing the others. Similarly, it is not necessary to unfold all the 

classes, but only the ones that correspond to instances actually present in the IKB (see Optimization 

4.1). 

4.3.3.1 Properties 

Complexity. In the procedure integratedConsistency_FP, steps 1a-1c are linear in the number of 

instances, and steps 7-7b are linear on the number of classes. It is worth noting that for step 12 we 

may exploit the locality properties of STP constraints proved in [Brusoni et al., 95] and perform it 

in a time linear in the number of instances in hypothesizedInstances. The cardinality of 

hypothesizedInstances is at most U, so that the overall complexity is O((U+I)3). Notice, however 

that, in case Optimization 4.2 is adopted, we at most hypothesize one instance for each input (i.e., 

not unfolded) class. As above, let C be the number of such classes. Thus, the overall complexity 

becomes O((C+I)3) = O(max{C3, I3}).   

 

Property 4.3. It can be shown that the temporal reasoning algorithms in Fig. 4.7 are correct and 

complete. In fact, we extend our basic algorithms (Subsection 4.3.2) adding the bounds-on-
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differences stating that all observed instances occurred before NOW, and we check whether it is 

possible that the missing instances occur after NOW. 

4.4 Experimental results 

The theoretical approach described in this chapter has been implemented in a prototype of 

domain-independent temporal reasoner developed in Java (JDK 1.4). The experiments were run on 

a PC with a Pentium IV CPU at 2 GHz with 1 GB RAM and Windows 2000 operating system. 

 

# of (unfolded) classes Time (ms) 

10 10 
50 63 
100 656 
200 3937 
500 72 885 
1000 49 2821 

 

Table 4.1. Number of unfolded classes U and CPU times. 

 

The prototype was provided with six different pairs of class and instance knowledge bases, with 

increasing number of actions. In Tab. 4.1 the number of unfolded classes of the knowledge bases 

and the relative CPU times for consistency checking are reported. The experiments regard the 

algorithms in Fig. 4.6, i.e., the cases where full observability and future events are considered. In 

such cases, (in the case of consistency) the number of instances is equal to the number of unfolded 

classes. Notice that, since in the STP encoding each class/instance is represented by its starting and 

its ending point, the actual number of entities on which the propagation algorithms operate is twice 

the number of classes specified in the table. 

4.5 Discussion 

In this chapter, we have extended the approach introduced in the previous chapter to consider also 

composite events and periodic events. Although the approach in this chapter supports a more 

expressive representation formalism, the reasoning mechanisms are still tractable. 

The tractability of the approach strongly relies on the assumptions that instances are totally ordered 

and of “full observability” (i.e., if an instance is not explicitly present in the knowledge base, it did 

not occur). Actually, total ordering is only required considering correlated instances of the same 

class. We also suppose that two such instances cannot occur exactly at the same time. Notice that 
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our current approach covers also the case where ordering emerges from the initial propagation of 

the instances’ constraints – without considering classes’ constraints. 

Although both assumptions are generally reasonable in many application domains (such as the 

clinical guideline domain – see Chapter 6),  it could be useful to develop a domain-independent 

approach covering also domains where such assumptions do not hold.  

Roughly speaking, the lack of total ordering between instances and the lack of complete 

observability have basically the same effect on the reasoning mechanism: Associating instances 

with the corresponding repetitions becomes a combinatorial problem. For example, as an extreme 

case, given a specific observed instance I of a repeated event E, if we have no temporal information 

about the time when I occurred, we have no means to understand if I is the first, the second, etc. 

repetition of E, and we have to cope with all possible cases. Analogously, if E must be repeated x 

times, and we have just x-1 (or, even worst, x-i) instances of E (not ordered in time), and we do not 

have full observability, we have to cover all possible alternatives (i.e., the missing instance may 

correspond to the first repetition, to the second, etc.). 

In this perspective, we look at our current approach as the “core” of a generalized approach in 

which extensive backtracking (or backjumping) techniques are used to cope with the combinatorial 

explosion, and, as a future work, we could investigate how and when temporal constraints in the 

knowledge base can be used in order to bound the explosion (e.g., with an early pruning of 

temporally inconsistent alternatives) and/or to optimize the backtracking algorithm. 

 

 



Chapter 5  
Dealing with more complex periodicities and with conditioned 

repetitions 

5.1 An introduction to the problem 

Despite the formalism described in the previous chapters can represent many examples from real-

world cases, still there are some examples deriving from applicative domains that cannot be 

represented. For instance, it is possible to have to represent more complex periodicities such as the 

one sketched in Ex. 5.1, an excerpt from a clinical guideline for the treatment of Childhood Acute 

Lymphoblastic Leukaemia: 

(Ex. 5.1)  The therapy lasts 88 weeks and it is repeated twice in four years. In the therapy, 

cotrimoxazole must be given twice daily on two consecutive days every week. 

This case presents not only  

(i) multiple nested time intervals (four years, 88 weeks, a week, a day),  

but also  

(ii) temporal constraints between repetitions – the two days must be consecutive –, and  

(iii) imprecision – it is not specified when the two consecutive days must occur in the week. 

Furthermore, is not uncommon to have  

(iv) conditioned repetitions, e.g., repetitions that must stop when a certain condition becomes 

true or false, 

as in the following examples: 

(Ex. 5.2) Give acetaminophen twice a day until the fever has gone for a maximum of 15 days. 

(Ex. 5.3) Give acetylsalicylic acid twice a day for 15 days, only if there is migraine. 

 

In this chapter, we propose an approach that extends the approach described in the previous chapter 

in order to deal also with the issues (i)-(iv). 

In particular, to deal with issue (i) we propose a recursive specification of periodicity, in such a way 

that one can specify an arbitrary (but finite) number of nested time intervals. In this way, it is 
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possible to have a compact representation, since we represent simple cases with fewer recursive 

levels and more complex cases with more recursive levels. 

Furthermore, to cope with issues (ii) and (iii), the formalism for periodicity constraints must allow 

to specify “STP-like” (i.e., bounds on differences) temporal constraints also between single 

repetitions. 

Regarding issue (iv), it must be noticed that, in Ex. 5.2 and Ex. 5.3, the conditioned repetitions have 

different meanings: in fact, on the one hand, in Ex. 5.2 the condition (i.e., “the fever has gone”) 

imposes when the repetition must stop, and, on the other hand, in Ex. 5.3 the condition (i.e., “there 

is migraine”) imposes whether each single repetition must be performed. In the approach described 

in this chapter, we propose an approach that allows both to represent and reason also with 

conditioned repetitions. Since the approach deals only with temporal entities and temporal relations, 

in our consistency checking algorithms we do not consider the actual truth values of conditions, but 

we deal exclusively with temporal information, and we check whether they can be consistent with 

the conditioned repetitions. 

 

We introduce an example which includes – besides the main features seen in the previous chapter 

(e.g., periodic events) – other interesting features such as the ones emerging from the clinical 

domain (e.g., “conditioned” repetitions). We use Ex. 5.4 as the leading example in this chapter, to 

exemplify the expressiveness of our approach and its reasoning capabilities. 

 

(Ex. 5.4) The guideline G is composed by two repeated actions, a and b, where b must start at least 

ten days after the end of a. Action a is repeated once every week for two weeks, until 

condition cw does not hold anymore. Action b is repeated twice a week and each repetition 

must be at most one day after the previous one. 

In turn, a is composed by the repeated action a1 and the atomic action a2. a1 is repeated 

once a day for three days and each repetition is performed if the condition ci holds. Action 

a2 lasts exactly two days and must start after the end of the repeated action a1 but no 

more than one day after. 

Finally,  a1 is composed by two atomic actions, a11 and a12 that must be performed in 

parallel (at the same time). 

 

As an example of execution, let us suppose that the (temporal constraints involved by an) execution 

of the guideline in Ex. 5.4 is described in Ex. 5.4’. 
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(Ex. 5.4’) Since condition cw held only for the first week, action a has been repeated only once.  The 

subaction a1 of a has been attempted on the second, third and fourth day of the first 

week; however, since ci only held on the second and fourth day, the second execution of 

a1 has been skipped. These facts led to the observation of the following instances of 

atomic actions:  

- a111 (which is an instance of a11, and, precisely, of the first execution of the first 

repetition of a1 composing the first repetition of a), executed between 8 and 9 am of the 

second day; 

- a121  at the same time of a111; 

- a113  executed during the fourth day; 

- a123  at the same time of a113; 

- a21  starting between 3 and 4 hours after the end of a123; 

- b11  starting 20 days after the end of a21. 

 

Before starting the technical part of the chapter, it is worth noticing that the use of “conditioned 

repetitions” gives a further motivation for intensionally represent repeated events. In fact, an 

extensional representation is not practically feasible, if one wants to model also “conditioned 

repetitions” (such as in the case of a and a1 in Ex. 5.4), where the number of repetitions cannot be 

known at the time the constraints about classes are asserted (a case which is, realistically, quite 

common in many application domains). We thus aim at devising, as far as possible, an 

“intensional” approach, in which repetitions are not “expanded” unless needed. 

5.2 Representing temporal constraints 

In this section, we describe the representation formalism we propose to deal with the issues 

introduced above. We extend both the ITL language about instances from Chapter 3 and the CTLP 

language about classes from Chapter 4.  

Regarding ITLRP (Subsection 5.2.1), we add to the instanceOf primitive the parameter stating which 

repetition of the class has been instantiated. This modification allows us to treat the conditioned 

repetitions with tractable algorithms. 

Regarding CTLRP (Subsection 5.2.2), we modify the repetitionRP primitive to support a recursive 

description of the periodicities, temporal constraints between repetitions and conditioned 

repetitions. Because of the more complex structure of repetitionRP, we describe in more detail both 

its syntax and semantics. In fact, we provide the BNF of the primitive and a description of its 

extensional semantics. 
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Finally, in Subsection 5.2.3, we show that the primitive repetitionRP subsumes the primitive 

repetition introduced in the previous chapter, and we study its expressiveness with regards to the 

classification criteria proposed in two works in literature. 

5.2.1 Language for temporal constraints between instances of events (ITLRP) 

In order to describe the relation between instances and classes, we need to augment the predicate 

instanceOf with a further parameter: instanceOf(I, A, p) represents the fact that the instance of 

action I is an instance of the class of actions A. If A is a repeated action, then p represents the fact 

that I is an instance of the pth repetition of A (if A is not a repeated action, p=0). From Ex. 5.4’, we 

have instanceOf(a111, a11, 1), instanceOf(a121, a12, 1), instanceOf(a113, a113, 3), 

instanceOf(a123, a123, 3), instanceOf(a21, a21, 1), instanceOf(b11, b11, 1). For a discussion of the 

relation between the parameter p and the tractability of the approach, see Section 5.4. 

 

5.2.2 Language for temporal constraints between classes of events (CTLRP) 

For representing periodic events, we provide the predicate repetitionRP(A, RSpec), to state that the 

(possibly composite) class A is repeated according to the parameter RSpec. 

Syntax 

The BNF of predicate repetitionRP is reported in Fig. 5.1. 
 

Rep ::= repetitionRP(A, RSpec) 
A ::= class 
RSpec ::= [Nrep, ITime, {RConstr}, {Cond}] | [Nrep, ITime, {RConstr}, {Cond}], 
RSpec 
Nrep ::= natural number 
ITime ::= exact duration 
RConstr ::= {fromStart(m,m)} {Bet} {toEnd(m,m)} 
Bet ::= inBetweenAll(m,m) | inBetween(m,m) 
m ::= duration 
Cond ::= {while(C)} | {onlyIf(C)} 
C ::= boolean expression 
 

Figure 5.1. Syntax in BNF of the repetitionRP primitive. Curly brackets represent optionality. 
 

RSpec is a recursive structure of arbitrary (finite) depth, where each level Ri states that the events 

described in the next level (i.e., Ri+1, or – by convention – A, if i=n) must be repeated a certain 

number of times in a certain time span. To be more specific, any basic element Ri consists of a 

quadruple [Nrep, ITime, {RConstr}, {Cond}], where the first term represents the number of times 

that Ri+1 must be repeated, the second one represents the time span in which the repetitions must be 
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included, the third one (which is optional) may impose a pattern that the repetitions must follow, 

and the last one (which is optional) allows to express conditions that must hold so that the repetition 

can take place. Informally, we can roughly describe the semantics of a quadruple Ri as the natural 

language sentence “repeat Ri+1 Nrep times in exactly ITime, if Cond holds”. 

RConstr is a (possibly empty) set of pattern constraints, representing possibly imprecise repetition 

patterns. Pattern constraints may be of type: 

- fromStart(min, max), representing a (possibly imprecise) delay between the start of the 

ITime and the beginning of the first repetition; 

- toEnd(min, max), representing a (possibly imprecise) delay between the end of the last 

repetition and the end of the ITime; 

- inBetweenAll(min, max) representing the (possibly imprecise) delay between the end of each 

repetition and the start of the subsequent one; 

- inBetween((min1, max1), …, (minnRepetitionsi-1, maxnRepetitionsi-1)), representing the (possibly 

imprecise) delays between each repetition and the subsequent one. Note that any couple (minj, 

maxj) may be missing, to indicate that we do not give any temporal constraint between the jth 

repetition and the (j+1)th one. 

Cond is a (possibly empty) set of conditions that influence the repetitions. The conditions may be 

of type: 

- while(C), where C is a Boolean predicate. It states that, when C becomes false, the repetition 

ends; 

- onlyIf(C), where C is a Boolean predicate. It states that, if C is true, the repetition may be 

performed and, if C is false, the repetition must not be performed and we can pass to the next 

repetition. This construct allows to skip single repetitions. 

 

Before describing the semantics of the above primitives, we show how the periodicity constraints in 

Ex. 5.4 can be expressed by using the repetitionRP construct. Action b (“Action b is repeated twice a 

week and each repetition must be at most one day after the previous one”) exemplifies the RConstr 

component: repetitionRP(b, [2, 7d,, inBetweenAll(0d,1d)]). 

For representing action a (“Action a is repeated once every week for two weeks, until condition cw 

does not hold anymore”), we can use a two-level specification: one level for representing the “once 

every week” part and one for representing the “for two weeks” part; furthermore, the “until condition 

cw does not hold anymore” part can be represented by a while condition as follows: 

repetitionRP(a, [2, 14d, , while(cw)], [1, 7d, ,]). 
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The repetition of action a1 (“a1 is repeated once a day for three days and each repetition is 

performed if the condition ci holds”) can be represented by the following constraint: repetitionRP(a1, 

[3, 3d, , onlyIf(ci)], [1, 1d, ,]). 

Semantics 

In the following, we describe the extensional semantics of the repetitionRP construct by introducing 

progressively the various components of the construct. 

For each component, a figure is given to intuitively describe its extensional semantics. 

 

- repetitionRP(A, [Nrep, ITime,,]) 

(1) there exists a temporal interval (placeholder) PA lasting ITime; there exist Nrep temporal 

intervals (placeholders) PA
1, …, PA

Nrep such that they are not overlapping and they are (not-

strictly) during PA; 

(2) for each PA
i there exists an instance of the action A (more precisely, for each PA

i before 

NOW). 

 

10d

PA

PA PA PA PA
placeholders 

observed instances A A 
 
Figure 5.2. Extensional semantics for repetitionRP(A, [4, 10d,,]). Diamond-shaped arrows represent 

placeholders and circle-shaped arrows represent instances. 

 

Here and in the following, in case action A is not atomic, all the instances of its atomic components 

must be considered (from the algorithmic point of view, we manage the possible nesting of 

composite/repeated actions through the generation of placeholders; see Fig. 5.12). 

 

- repetitionRP(A, [Nrep, ITime, RConstr,]) 

(1) (same as above); 

(2) (same as above); 

(3)  

a. if fromStart(m, M) ∈ RConstr, then the delay between the start of PA and the start of 

PP

A
1 must be between m and M; 

A A 
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b. if toEnd(m, M) ∈ RConstr, then the delay between the end of PA
Nrep and the end of 

PP

A must be between m and M; 

c. if inBetween((m1, M1), …, (mNrep-1, MNrep-1)) ∈ RConstr, then the delay between the 

end of PA
i and the start of PA

i+1 must be between mi and Mi, i=1, …, Nrep-1; 

d. if inBetweenAll(m, M) ∈ RConstr, then the delay between the end of  PA
i and the 

start of PA
i must be between m and M, i=1, …, Nrep-1. 

 PP

A

 
10d  placeholders (0,1d)  

 
 
 
 
 
Figure 5.3. Extensional semantics for repetitionRP(A, [4, 10d, fromStart(0, 1d) inBetweenAll(2d, 

2d) toEnd(1d, 5d), ]). 

 

 

- repetitionRP(A, [Nrep, ITime,, Cond = while C]) 

(1) (same as above); 

(2) let j be the maximum value such that ∀k, 1≤ k ≤ j ≤ Nrep C(k) holds. For each Pi, 1 ≤ i ≤ j, 

there exists an instance of action A (where we indicate by C(i) the fact that condition C 

holds at time Pi). 
 
 
 
 
 
 
 
 
 
 
 

(2d,2d) 
(1d,5d) 

(2d,2d) (2d,2d)
PP

A PP

A PP

A PP

A

observed instances A A A A 
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10d
PA

PA PA PA PA
placeholders 

observed instances A 

Figure 5.4. Extensional semantics for repetitionRP(A, [4, 10d,, while C]). A cross indicates a 

missing (and not observed) instance. 

 

Here, placeholders are used to represent the frequency of the checks of conditions; e.g., in Fig. 5.4, 

we introduce the placeholders to state that the condition C has to be checked at most 4 times in 10 

days. In general, we assume that the temporal location of placeholders is always specified (both for 

while and onlyIf) in the given and in the next level of the repetition specification. For example, with 

“repetitionRP(A, [4, 10d, [fromStart(1d, 1d), toEnd(2d, 2d)], while C] [1, 2d, ,])” we state that the 

while condition must be checked before each repetition, that is every 2 days for 10 days, i.e., on 

days 2, 4, 6 and 8. 

Notice also that we require – as part of the intended semantics of our “while” construct – that the 

temporal constraints in the repetition must allow that – potentially (i.e., in the case the condition 

always holds) – all the Nrep repetitions must be executable (see also the Note on page 71). In some 

sense, placeholders can be seen as a technical device we had to introduce in the semantics (and in 

the reasoning algorithms; see Subsection 5.3.2) in order to enforce such an intended semantics. 

 

- repetitionRP(A, [Nrep, ITime,, Cond = onlyIf C]) 

(1) (same as above); 

(2) ∀i, 1≤ i ≤ Nrep if C(i) holds, then there exists an instance of action A. 

 
 
 
 
 
 
 
 
 
 
 
 
Figure 5.5. Extensional semantics for repetitionRP(A, [4, 10d,, onlyIf C]). 

 

10d
PP

A PP

A PP

A PP

A

PP

A

C(1)=true C(2)=true C(3)=false 

A (A) (A)

placeholders 

A 
observed instances 

C(4)=true 

(A)

C(3)=false 

A A 

C(2)=true C(1)=true 
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The semantics of the construct that has both the RConstr component and the Cond component can 

be compositionally obtained by combining the semantics of RConstr and Cond. 

 

On the other hand, the semantics of an (n+1)-level repetition (n ≥ 1) of the form  

repetitionRP(A,  RSpecn … RSpec1) can be provided on the basis of the semantics of its nested n-

level repetition as follows. 

 

- repetitionRP(A,  RSpecn … RSpec1)  

(1) at level n+1, there exist a temporal interval (placeholder) PA at level n+1 lasting ITimen+1 

and Nrepn+1 temporal intervals (placeholders) PA
1, …, PA

Nrepn+1 such that they are not 

overlapping and they are (not strictly) during PA; 

(2) the placeholders PA at level n coincide with the placeholders PA
i at level n+1; 

(3) if the (n+1)th level contains an onlyIf or while condition, its semantics is the same as above, 

apart of the fact that only “legal” placeholders at levels from n to 1 are used, i.e. those 

placeholders that have not been excluded by conditions at the previous (from n down to 1) 

levels, if any; 

(4) the instances have to be placed in the “legal” placeholders at level n+1 corresponding to the 

“legal” placeholders at level n. 

Notice that placeholders are of use for assuring that, even with conditioned repetitions, the temporal 

constraints allow to execute all the repetitions.  

Note: For example, the periodicity constraint repetitionRP(A, [10, 30d, , while(C)] [1, 100d, ,]), 

where the higher level lasts 30 days and lower nesting level lasts 100 days, is not allowed. In fact, 

even if it would be possible that it has a consistent execution (e.g., if the condition C is false before 

the first iteration), it is more intuitive for the user that we signal this constraint as inconsistent, 

because it is not possible to execute all the 30 repetitions. 

 

As an example, in Fig. 5.6 we show the extensional semantics of the constraints in Ex. 5.4. The 

figure shows all the details, including the “≡” symbol to denote the identity of placeholders at 

different nesting levels (see the semantics of repetitionRP(A,  RSpecn … RSpec1) at point (2)). To 

make the example concrete, we suppose that, as in Ex. 5.4’, the condition of while (i.e., Cw) holds in 

the first iteration of a and does not hold in the second iteration; furthermore, we suppose that the 

condition of onlyIf (i.e., Ci) does not hold in the second iteration of a1. Moreover, we also suppose 

that NOW occurs after the first repetition of b. 
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a b 
14d 7d 

Figure 5.6. Extensional semantics for Ex. 5.4 (given the assumptions in Ex. 5.4’). The second 

iteration of b1 has not been yet observed because it will possibly occur in the future (i.e., after 

NOW). 

 

5.2.2.1 Internal representation of temporal constraints 

Regarding instances of events, they can be internally represented in the ‘standard’ STP framework 

(see Chapter 3).  

Regarding classes of events, we adopt – as we did in the previous chapter – STP-trees. We label the 

arcs of the STP-tree with the list of the properties describing the temporal constraints on repetitions 

(i.e., RSpec – see Subsection 5.2.2). The algorithm for mapping the high-level constraints about 

classes to STP-tree is the same as the one shown in Subsection 4.2.2.1 in Chapter 4. In Fig. 5.7 – for 

example – we show the STP-tree representing the temporal constraints involved by Ex. 5.4 in 

Section 5.1. 
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Figure 5.7. STP-tree for Ex. 5.4. Sx and Ex stand for the starting and ending points of action x 

respectively. 

5.2.3 Expressiveness  

Property 5.1. The representation language about classes, CTLRP, described above subsumes the 

languages CTL and CTLP described in the previous chapters. 

In fact, CTLRP subsumes CTL trivially since CTLRP has the same primitives of CTL except the 

repetition/periodicity primitive. Regarding CTLP, we can represent the primitive 

repetition(FT,AT,DT,IT,freq,C) as  

repetitionRP(C, [⎣FT/(AT+DT)⎦, FT, {fromStart(0,0), inbetweenAll(DT,DT), toEnd(DT,DT)},] 

[⎣AT/IT⎦, AT,,] [freq, IT,,]) 

 

Therefore, in this subsection we analyse the expressiveness of the more general language about 

repetitions in the dissertation, i.e., the one described in this chapter. 

We consider as a reference the classification criteria provided in [Egidi and Terenziani, 04a] and in 

[Bettini and De Sibi, 99]. Before starting the analysis, it is worth remembering that both the above 

approaches were devoted to deal mainly with infinite periodical events (called periodicities in 

[Egidi and Terenziani, 04a] and periodical granularities in [Bettini and De Sibi, 99]), while in our 

approach we deal with repeated events that are always finite. In the following, we thus classify our 
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formalism considering the “patterns of repetitions” it can model, and ignoring the fact that such 

patterns are finite. 

In the following, we refer to the five orthogonal properties of periodicities defined in [Egidi and 

Terenziani, 04a] and summarized in Subsection 2.4.1 in Chapter 2. For the sake of convenience, we 

report the properties below: 

- Non-Adjacency, i.e., intuitively, the fact that there are gaps between the denoted time 

intervals (e.g., Mondays); 

- Gap, i.e. the fact that there are gaps within the denoted time intervals (e.g., Mondays work 

shifts; for example, from 9 to 12 and from 14 to 18, considered as a unique interval with a 

gap in it); 

- Overlaps, i.e., the fact that the denoted time interval may overlap in time (e.g., the union of 

Tom’s and Mary’s working shifts – supposing they overlap in time); 

- Eventually-periodicity, i.e., the fact that the repetition cannot be represented as a purely 

periodic pattern, but also contains an aperiodic part (e.g., Monday Jan 3, 2005, plus 

Wednesday Jan 5, 2005, plus Mondays work shifts); 

- Structure, i.e., the fact that the intervals can be grouped into periodic structures (e.g., work-

shifts grouped by months and years). 

 

Our language can express calendars (or, more precisely, finite portions of calendars), and, more 

generally, repetition patterns for which  the following properties hold: 

- Non-Adjacency; in particular, we can also state explicit metric constraints about the distance 

between different repetitions; 

- Structure; in particular, we admit nested repetitions (i.e., repeated patterns that are subpart of 

higher-level periodic patterns). 

On the other hand, the property of admitting Eventually-periodic pattern is not applicable to our 

approach (since our patterns are always finite) and we provide no construct to deal with patterns 

having “Gaps”. As concerns “Overlaps”, we admit that different actions in the same repetition 

pattern overlap in time, but we do not provide any construct to define a single (possibly nested) 

repeating pattern with overlaps. 

 

Recently, Bettini [Bettini et al., 98b; Bettini and De Sibi, 99] proposed a mathematical 

characterisation of granularity, aiming at providing a standard reference in the area of Temporal 

Databases. Since Bettini’s granularities are a proper superset of periodic granularities, they 

constitute a natural reference to evaluate the expressiveness of our language. Bettini et al. [Bettini et 
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al., 98b] defined granularities as mappings from integers to subsets of the time domains. They 

defined periodical granularities (which are those granularities which are periodical with respect to 

the basic granularity) and classified them on the basis of two main parameters: boundedness of the 

extensions and the “Gap” property [Bettini and De Sibi, 99]. As discussed above, our formalism 

does not deal with intervals with gaps, and can only cope with finite (bounded) extensions. 

 

5.3 Reasoning about classes and instances of possibly periodic events 

In this section, we introduce the consistency checking algorithms that deal with the representation 

formalism presented above.  

Regarding consistency checking on classes (Subsection 5.3.1), we exploit the recursive 

representation by recursively checking the consistency of each level of the periodicity constraints, 

down to each node of the STP-tree. 

Regarding consistency checking on instances (Subsection 5.3.2), as we did in the previous chapters, 

we inherit the temporal constraints from classes to instances and we check whether they are 

consistent. In this case (as in the Chapter 4),  inheriting periodicity constraints means making 

explicit on the instances their semantics; we accomplish this step by recursively visiting the STP-

tree. Furthermore, we check whether there is any missing instance, taking also into account the 

possible conditioned repetitions. Constraint propagation – as in Chapters 3 and 4 – is performed by 

means of Floyd-Warshall’s all-pairs shortest paths algorithm. 

Since the algorithms are more complex than the versions introduced so far, we describe them in 

more detail and we show a step-by-step example of execution on Ex. 5.4. 

Roughly speaking, the main differences between the temporal reasoning algorithm on classes in this 

chapter and the one in the previous chapter consist in dealing with the recursive structure of 

periodicity constraints. Thus, for each level of the periodicity specification, we check the 

consistency of the parameters also considering the pattern constraints (RConstr). Notice that, in this 

phase, we do not consider the conditions (Cond), since we require that the classes are consistent 

independently from them (see the discussion about issue (iv) in Section 5.1 and the Note on page  

71). 

Regarding classes+instances integrated reasoning, the main differences with regards to the previous 

chapter consist in exploiting the recursive structure of periodicity constraints in order to make their 

semantics explicit (procedure inheritPeriodicityConstraintsRP). Furthermore, we have to check the 

consistency of instances taking into account also conditioned periodicities (see procedure 

checkCond). 
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5.3.1 Temporal reasoning on classes only 

Given an STP-tree, we check its consistency in an intensional way proceeding top-down, starting 

from the root of the STP-tree towards its leaves. Basically, the root contains a “standard” STP, so 

that the Floyd-Warshall’s algorithm can be applied to check its consistency. Thereafter, for each 

node X in the STP-tree (except the root), we proceed as shown in the algorithm 

STP_tree_consistencyRP in Fig. 5.8. 

The algorithm for checking the consistency of an STP-tree as the one shown in Fig. 5.8 is similar to 

the one provided in the previous chapter, but in this case we have to deal with the more expressive 

formalism (i.e., the nesting levels of repetitions). 

 
function STP_tree_consistencyRP(X: STP-node, RSpec) : STP 

1. if tail(RSpec) = NULL then 
2.  return checkSTPContainment(X, head(RSpec)) 
3. else 
4.  checkLevelContainment(head(RSpec), tail(RSpec)) 
5.  return STP_tree_consistencyRP(X, tail(RSpec)) 

 
procedure checkLevelContainment(currR = [Nrep, ITime, RConstr, Cond], tailRSpec) 

1. nextR = [nextNrep, nextITime, nextRConstr, nextcond]  head(tailRSpec) 
2. minLevelDuration  NRep * nextITime + RConstr.fromStart.min + Σj RConstr.inBetween[j].min + 

RConstr.toEnd.min 
3. if ITime < minLevelDuration then return INCONSISTENT 

 
function checkSTPContainment(X: STPNode, currR = <Nrep, ITime, RConstr, Cond>) : STP 

1. X  FloydWarshall(X) 
2. if X = INCONSISTENT then return INCONSISTENT 
3. let minDurationSingleRepetition the maximum among the minimum distances between all pairs of temporal 

points in X 
4. maxDurationSingleRepetition  ITime – ((NRep – 1) * minDurationSingleRepetition + 

RConstr.fromStart.min + Σj RConstr.inBetween[j].min + RConstr.toEnd.min) 
5. impose in X that the maximum distance between each pair of points is the minimum between the current 

maximum distance and maxDurationSingleRepetition 
6. X  FloydWarshall(X) 
7. if X = INCONSISTENT then return INCONSISTENT else return X 

 
Figure 5.8. Algorithm for checking the consistency of a guideline (represented as an STP-tree). 

 

STP_tree_consistencyRP takes as an input the STP-node that must be checked (i.e. X) and the 

repetition/periodicity specification (i.e., the label of the arc of the STP-tree entering STP-node X), 

and gives as an output an inconsistency or, in the case of consistency, the local minimal network of 

the constraints in X considering also the repetition/periodicity constraint. The procedure recursively 

calls itself (step 5) on each level of the repetition specification. In the algorithm, we represent a 

recursive n-level specification RSpec as a list of n elements and head and tail operators select the 

first element (i.e., the outmost level) and the rest of the elements, respectively. For each level, it 

checks whether the next level can be contained in the current one (step 4 and procedure 
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CheckLevelContainment) until it reaches the last level (step 1), where it checks whether the STP-

node can be repeated as many times as imposed by the constraint itself (step 2 and procedure 

checkSTPContainment). 

In procedure CheckLevelContainment, we compute the minimum possible duration of all the 

repetitions (steps 1-2) and we check whether it is consistent with the ITime of the level (step 3). 

Please note that, since we impose that ITimes are exact durations, they cannot change and we do not 

need to propagate new information to higher level and to parent STP-nodes (see Property 5.2 

below). To compute the minimum duration of the repetitions, we have to take into account that the 

ITime of the next level will be repeated the number of times indicated in the level (i.e., NRep times). 

In procedure CheckSTPContainment, we compute (steps 1-4) the maximum distance between any 

pair of points that still allows to perform NRep repetitions. In order to do so, we consider that NRep-

1 repetitions will have the minimum possible duration and that all the remaining time (with respect 

to the ITime in the specification) will be assigned to the remaining repetition. Therefore, in step 1 

we propagate the STP constraints to obtain the minimal network and the minimum (and maximum) 

distances between the points in the STP. In step 3 we consider the minimum duration of the STP 

(i.e., the maximum among the minimum distances among any pairs of points in the STP) and in step 

4 we compute the maximum duration of a repetition. Then, in step 5, we add to the STP X the new 

constraint that the STP can last at most maxDurationSingleRepetition, and we propagate the 

constraints (step 6). 

 

Example. The execution of the algorithm on the node N2 of the STP-tree in Fig. 5.7 results in the 

call of the procedure STP_tree_consistencyRP(N2, [2, 14d, , while(cw)], [1, 7d, ,]).  

In the first step of recursion on RSpec (the second parameter), procedure 

CheckLevelContainment([2, 14d, , while(cw)], [1, 7d, ,]) is invoked. minLevelDuration is 2 * 7d, 

that is 14 days which is not less than 14d, the ITime of the first level. 

In the second and last step of recursion, checkSTPContainmentRP(N2, [1, 7d, ,]) is invoked. After 

the propagation of the constraints in N2, we have, among the other constraints, that Sa1 is from 5 to 

6 days after Ea2. Since “5 days” is the maximum among the minimum distances between the points 

in N2, minDurationSingleRepetition is 5 days. maxDurationSingleRepetition is 7d – (1-1) * 5d = 7 

days. Adding the additional constraint that the maximum distance between any two points of N2 

must not exceed 7 days, does not alter N2, because the constraints already existing are stricter. 

Therefore, in this case, no new constraint is inferred by the propagation in step 6. 
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5.3.1.1 Properties 

Complexity. Let L be the maximum number of nesting levels in a periodicity constraint and C the 

number of classes in the STP-tree (i.e., the number of actions in the CKB). Since the complexity of 

the Floyd-Warshall’s algorithm (in steps 1 and 6 of procedure checkSTPContainment) is cubic on 

the number of the points, the complexity of procedure STP_tree_consistencyRP is O(max{L, C3}). 

Considering that usually the number of nesting levels is less than the number of classes, we have 

that the complexity of the procedure is O(C3). 

 

Property 5.2. The top-down visit of the STP-tree is correct and complete as regards consistency 

checking of the constraints in the STP-tree. 

Proof (sketch). The correctness of our algorithm comes from the fact that there are only two types 

of constraints that are inferred by the algorithms: 

(i) the constraints explicitly added to STP in step 5 of checkSTPContainment; 

(ii) the constraints inferred through constraint propagation via the Floyd-Warshall’s 

algorithm. 

The former are trivially correct, since they simply re-state in terms of bounds on differences the fact 

that the maximum duration of each single repetition cannot exceed maxDurationSingleRepetition, 

i.e., the maximum duration as derived from the labelled arc. 

As regards the latter, Floyd-Warshall’s algorithm has been proved to be correct (and complete) on 

bounds on differences. 

Also the proof of completeness relies of the properties of Floyd-Warshall’s algorithm (namely, the 

fact that it is complete on bounds on differences). Therefore, completeness can be proved by 

showing that  

(i) there is no need to propagate back and forth constraints along the STP-tree, but it is 

enough to operate locally on each pair <constraints on the labelled input arc – 

constraints in the STP>; 

(ii) all the “intensional” constraints on the labelled arc are mapped onto STP constraints and 

added into the STP-node before the application of Floyd-Warshall’s algorithm. 

In turn, the proof of issue (i) can be split into two parts. 

First of all, one has to show that the constraints into an STP cannot modify the constraints on the 

corresponding arc. The syntax of constraints on repetition has been deliberately limited in such a 

way that such a condition always holds. In fact, constraint propagation in an STP could potentially 

modify the global duration of a repetition, thus interacting with the constraint (about the global 

duration) on the arc. However, this is excluded by the fact that we only admit exact values for such 
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duration on the arc (the ITime component of the specification is just an exact number); thus, the 

duration, as inferred from the STP, may be either consistent or inconsistent with it, but can never 

modify it (e.g., restrict it, as in the common case of propagation on bounds on differences).  

Second, we have to prove that there is no propagation (back and forth) on constraints about the 

duration of ITimes between different levels in the (recursive) specification of repetition on an arc of 

the STP-tree. This is trivially true, since ITimes at each level are exact. 

Therefore, since durations on arcs cannot be modified, each STP-node can be treated independently 

of the others.  

Moreover, notice that the algorithm is complete in checking possible inconsistencies between the 

different levels: steps 2 and 3 in checkLevelContainment achieve such a goal, by evaluating the 

minimal duration of a level of specification, and check that it can be contained into the ITime of the 

upper level. 

As regards point (ii), it should be noticed that the constraints on the arc impact those in the STP just 

as regards the maximum duration of each repetition (remember that the STP-node “intensionally” 

represents the “prototype” of each repetition). Step 5 in checkSTPContainment adds such a 

constraint (notice that, since, in general, the starting and ending actions represented in an STP might 

be unknown, the algorithm simply adds the maximum duration constraint on each pair of actions). 

5.3.2 Integrated classes+instances temporal reasoning 

In Figg. 5.9, 5.10, 5.12 and 5.14 we report an algorithm for checking the consistency of classes and 

instances in an integrated way. Also in this case (as we did in the previous chapter), we assume that 

one has full observability of instances (i.e., all the instances of actions which have been executed 

have been observed and inserted into the knowledge base), and that, for each instance, one knows 

the corresponding class of actions and/or repetition in the guidelines. For a discussion of the relation 

between the assumptions and the tractability of our approach, see Section 5.4. 

Unlike the previous chapter, we “go straight” to the version that assumes that future events cannot 

be observed, since the simpler version that assumes full observability also in the future can be 

obtained in a similar way as we did in the previous chapter. 

The procedure integratedConsistency_FRP (see Fig. 5.9) accepts three parameters: T – the 

knowledge base of classes (CKB) –, I – the knowledge base of instances (IKB) –, and NOW – that 

corresponds to the time of the present. The basic idea is to: 

a.  visit the STP-tree and place the placeholders representing the repetitions (see the semantics 

of periodicity constraints in Subsection 5.2.2) (step 1); 
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b.  place the instances in the proper placeholders and check whether the observed instances 

correspond with the expected instances (according to the STP-tree) (step 2). At this point, 

expected but not observed instances are hypothesized to occur in the future. Please note that 

steps 1 and 2 jointly inherit the periodicity constraints; 

c.  inherit the non-periodic temporal constraints from classes to instances (step 3); 

d.  propagate the constraints and check whether they are consistent (step 4); 

e.  check whether the missing instances may actually have not been observed because they will 

start in the future (step 5). 
 

function integratedConsistency_FRP(T : CKB, I : IKB, NOW) : STP 
1. visitSTPTreeRP(root(T), I, NULL) 
2. hypothesizedInstances  placeAndCheckInstances(T, I, NOW) 
3. Temporal_Constraint_Inheritance(T, I) 
4. I’  propagate(I) 
5. checkFuture(I’, NOW, hypothesizedInstances) 
6. return I’ 

Figure 5.9 Algorithm for checking the consistency of an execution of a guideline. 

 

Let us go into details of each point. 

1. Visit the STP-tree. Procedures visitSTPTreeRP, inheritPeriodicityConstraintsRP and 

inheritRConstr (see Fig. 5.10) jointly visit the STP-tree and make the periodicity constraints explicit 

by adding the placeholders representing the repetitions (as stated in the semantics of periodicity 

constraints – see Subsection 5.2.2). 
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// Inherit the periodicity/repetition constraints by visiting the STP-tree 
procedure visitSTPTreeRP(X: STP-node, I : IKB, Parent : placeholder) 

1. let p the number of times that the STP-node X is repeated 
2. for each repeated action A in X do 
3.  add provisionally to I the placeholders PParent

1(A), …, PParent
p(A) representing the repetitions of action A 

4.  for each PParent
i do 

5.   add to I the constraints that PParent
i is (non-strictly) during Parent (only if Parent ≠ NULL) 

6.   let RSpec the repetition specification of A in T 
7.   inheritPeriodicityConstraintsRP(I, RSpec, PParent

i) 
8.   visitSTPTreeRP(child(X, A), I, PParent

i); od; od 
 
// Recursively inherit the constraints relative to each level of the periodicity/repetition constraint 
procedure inheritPeriodicityConstraintsRP(I : IKB, RSpec, Parent: placeholder) 

1. if RSpec ≠ NULL then 
2.  R = [Nrep, ITime, RConstr, Cond]   head(RSpec) 
3.  add to I the constraint that Parent lasts exactly ITime 
4.  add provisionally to I the placeholders PParent

1, …, PParent
Nrep 

5.  for each PParent
k do 

6.   inheritPeriodicityConstraintsRP(I, tail(RSpec), PParent
k) 

7.   add to I the constraints that PParent
k is (non-strictly) during Parent 

8.   add to I the constraint that PParent
k is after the previous repetition PParent

k-1 ; od 
9.  inheritRConstr(I, RConstr, Parent, <PParent

1, …, PParent
Nrep>) 

 
// Add the constraints related with RConstr 
procedure inheritRConstr(I : IKB, RConstr, Parent, <PParent

1, …, PParent
Nrep>) 

1. if fromStart(m, M) ∈ RConstr then  
2.  add to I the constraint that the delay between the start of Parent and PParent

1 is between m and M 
3. if toEnd(m, M) ∈ RConstr then  
4.  add to I the constraint that the delay between the end of PParent

Nrep and Parent is between m and M 
5. if inBetweenAll(m, M) ∈ RConstr then  
6.  add to I the constraints that the delay between the end of PParent

k and the start of PParent
k+1 is between m and M 

7. if inBetween((m1, M1), …, (mNrep-1, MNrep-1)) ∈ RConstr then  
8.  add to I the constraints that the delay between the end of PParent

k and the start of PParent
k+1 is between mk and Mk 

Figure 5.10. Algorithm for visiting the STP-tree and for generating the placeholders. 

 

Procedure visitSTPTreeRP accepts as parameters an STP-node (X), the STP of the instances (I) and 

the placeholder that represents the possible repetition which contains X (Parent) (if X is the root, 

Parent is NULL). In step 1 it computes the number of times that the STP-node is repeated (given the 

repetition specification labelling its entering arc). Then, for each repeated action A in X (step 2), it 

adds the placeholders representing the actions (step 3), the constraints of containment in the parent 

placeholder (step 5), then it invokes the procedure inheritPeriodicityConstraint, which adds to I the 

placeholders required by the periodicity constraint on the arc entering A (step 7). Finally, step 7 

performs the recursive call on the child STP-node. Procedure inheritPeriodicityConstraintsRP 

accepts as parameters I, the STP that contains the instances, RSpec, the repetition specification of a 

repeated action, and Parent, the placeholder that contains the entire repetition. It recursively adds 

the proper placeholders of each level of RSpec (see the description of the periodicity constraints in 

Subsection 5.2.2). More specifically, in step 1 we check whether we have not reached the base case; 

in this case, we extract from RSpec the top level (i.e., the quadruple [Nrep, ITime, Rconstr, Cond]). 
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In step 3 we add the temporal constraint that Parent must last exactly ITime (see point (1) of the 

semantics of periodicity constraints in Subsection 5.2.2), in step 4 we add the Nrep placeholders 

(see, again, point (1)) in the semantics and, for each one (step 5), we call recursively the procedure 

on the remaining levels (step 6). Then, we add the constraints that the Nrep placeholders are 

contained in Parent (step 7) and that they must not overlap (step 8) (see, again, point (1) in the 

semantics). Finally, we call procedure inheritRConstr that adds the temporal constraints implied by 

RConstr on the placeholders (see point (3) in the semantics of “repetitionRP(A, [Nrep, ITime, 

Rconstr,])” in Subsection 5.2.2). 

If we execute step 1 of procedure integratedConsistency_FRP on Ex. 5.4, we obtain the placeholders 

represented in the higher part of Fig. 5.6 (reported again here in Fig. 5.11 for the sake of clarity) and 

the related temporal constraints. 

a b 
14d 7d 

 

Figure 5.11. Placeholders obtained after step 1 of procedure integratedConsistency_FRP on Ex. 5.4. 

 

2. Place and check instances. At this point, we have added to the STP containing the instances of 

the actions all the placeholders implied by the semantics of the periodicity constraints. The 

following step is procedure placeAndCheckInstances. 
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// Place the instances in the proper placeholder and check whether the observed instances in I correspond to the 
expected instances (according to T) 
function placeAndCheckInstances(T : CKB, I : IKB, NOW) : SetOfHypothesizedInstances 

1. forall instances i ∈ I such that instanceOf(i, A, n) holds do 
2.  add to I the constraint that i is contained in the placeholder corresponding to the nth repetition of action A 
3.  let PParent

j(i) such a placeholder (if n=0, i does not belong to a repeated action and PParent
j(i) = NULL) ; od 

4. hypothesizedInstances  ∅ 
5. for each instance i expected according to T but missing from I do 
6.  if checkCond(T, I, PParent

j(i)) = FAIL then 
7.   hypothesize i by provisionally inserting it in I 
8.   hypothesizedInstances  hypothesizedInstances ∪ {i} ; od 
9. forall instances i ∈ I – hypothesizedInstances do 
10.  add to I the constraint that i starts before NOW 
11. return hypothesizedInstances 

 
// Check whether a missing instance of a repeated action is consistent with regards to the conditions in the repetition 
specifications 
procedure checkCond(T : CKB, I : IKB, PParent

i : placeholder) 
1. if PP

Parent
i = NULL then return FAIL 

2. let R = <Nrep, ITime, RConstr, Cond> the level of the repetition specification relative to PParent
i 

3. if Cond = onlyIf(C) then 
4.  if there are no instances in I belonging to PParent

i then return SUCCESS 
5. if Cond = while(C) then 
6.  if there is no instance in I belonging to PParent

i and there is no instance in I belonging to a following 
repetition PParent

j, j>i then return SUCCESS 
7. return checkCond(T, I, Parent) 

Figure 5.12. Algorithm for placing the instances in the placeholders and for checking whether the 

missing instances are consistent with the conditioned repetitions. 

 

In procedure placeAndCheckInstances (see Fig. 5.12), for each instance of a repeated action, we add 

the constraint that the instance is contained in the proper placeholder (located by using the 

instanceOf relation). Then (steps 4-11), we check whether all the instances that the CKB provides to 

exist have actually been observed. To perform this task, for each missing instance (step 5), we 

check whether its absence is justified by some conditioned repetition (step 6). If it is not the case, 

we hypothesize the missing instance by provisionally inserting it in the STP about instances and in 

the set hypothesizedInstances; afterwards (in procedure checkFuture), we will check if the instance 

is missing because it might occur in the future. In steps 9 and 10, we add the constraints that all the 

observed instances have been started before NOW.  

Let us go into details of step 5. This check is performed by procedure checkCond. It accepts as 

parameters the CKB, the IKB and the placeholder PParent
i that has no corresponding instance, and 

returns SUCCESS if the absence of the instance if justifiable by a conditioned repetition, FAIL 

otherwise. The procedure basically goes back up on the levels of the repetition specifications and on 

the STP-nodes of the STP-tree until it reaches the root (see the recursive call on Parent in step 7 

and the base case in step 1). More specifically, in the algorithm we suppose that each placeholder is 

labelled by the quadruple [Nrep, ITime, RConstr, Cond] from the level of the repetition 
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specification corresponding to the placeholder (see the level R in step 2 of procedure 

inheritPeriodicityConstraintsRP and the placeholders generated in step 4 of the same procedure). 

(We have chosen to not explicitly label the placeholders with the quadruple in order to avoid a 

cumbersome notation.) If in the Cond parameter of the quadruple there is an onlyIf(C) condition 

(step 3), then we check (step 4) that there are no instances belonging to the same placeholder. In 

fact, if the condition C is false, then there cannot be any instance belonging to the repetition (see the 

semantics of onlyIf in Subsection 5.2.2). On the other hand, if in the Cond parameter there is a 

while(C) condition (step 5), then we check (step 6) that there are no instances belonging to the same 

placeholder and, moreover, no instance belonging to a following repetition (see the semantics of 

while in Subsection 5.2.2). 

If we execute step 2 of procedure integratedConsistency_FRP on Ex. 5.4, we obtain the STP 

represented in Fig. 5.13. Regarding the missing instances, we detect that: The first missing 

occurrence of a11 and of a12 is compatible with the onlyIf condition in the periodicity constraint of 

a1, in fact both components of a1 are missing; the following missing occurrences of a11, a12 and 

a2 are compatible with the while condition in the periodicity constraint of a, in fact all the 

components of a are missing from the second repetition and there are no following repetitions; 

finally, the missing occurrence of b1 is not justifiable by any condition in the periodicity constraint 

of b, so we add b1 to hypothesizedInstances. 

a b 
14d 7d 

 

Figure 5.13. Placeholders obtained after step 2 of procedure integratedConsistency_FRP on Ex. 5.4. 

Note that, for the sake of clarity, not all temporal constraints are shown. 
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3. Inherit non-periodic constraints.  

The inheritance of non-periodic constraints is performed by procedure 

Temporal_Constraint_Inheritance in Chapter 3.  

For instance, in the example, the constraint that a21 can last at most 2 days (deriving from the class 

a2) is added to the instance. 

 

4. Propagate constraints.  
// Propagate the constraints 
function propagate(I : IKB) : STP 

1. I’  FloydWarshall(I) 
2. if I’ = INCONSISTENT then return INCONSISTENT else return I’ 

Figure 5.14. Algorithm for propagating the temporal constraints. 

 

In procedure propagate (see Fig. 5.14), we propagate the temporal constraints by using the well-

known all-pairs shortest paths algorithm by Floyd and Warshall. 

 

5. Check future instances.  

In procedure checkFuture, after the propagation of the constraints, we check whether the missing 

instances that were hypothesized in step 8 of procedure placeAndCheckInstances must necessarily 

start before NOW. In fact, in this case, we report an inconsistency because we have not observed a 

required instance. The procedure has been introduced in Subsection 3.3.4.3 in Chapter 3. 

In the example, we can detect that, if NOW has a value included within the end of the placeholder 

PP

b
1 and the end of the placeholder representing the action b (as in Fig. 5.6), then the second 

occurrence of b1 can consistently start in the future. 

 

Optimizations. It is not necessary to hypothesize all the missing instances, or to add all the 

placeholders of a repeated action. In fact, in a similar way as described in the previous chapter, it is 

possible to exploit two optimizations:  

(a) we generate the placeholders of the repetitions only as far as there is a related instance; 

when we reach the last instance in a repetition, we may stop generating placeholders – this 

optimization corresponds to Optimization 3.1 in the previous chapter; and  

(b) we hypothesize only the first missing repetition of an action (hypothesizing the following 

ones does not affect the consistency of the IKB [Anselma, 04]) – this optimization 

corresponds to Optimization 3.2 in the previous chapter. 
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For the sake of clarity and brevity, such optimizations are not explicitly shown in the algorithm. 

5.3.2.1 Properties 

Complexity. Let us denote with C the number of classes in the CKB, with I the number of instances 

in the IKB, with R the maximum number of times that an action is repeated and with L the 

maximum number of levels in periodicity specification.  

Since procedure visitSTPTreeRP in Fig. 5.10 visits the tree and generates the placeholders by 

“unfolding” the repetitions, step 1 of procedure integratedConsistency_FRP in Fig. 5.9 is 

performable in a time O(max{R*C, I}). Exploiting optimization (a), we can reduce the time to 

O(max{C, I}), because we have at most one repetition for each class without a corresponding 

instance. After this step, the IKB will include also O(C) hypothesized instances and O(I) 

placeholders, that is O(I+C)=O(max{I, C}) instances all together. 

Regarding step 2, steps 1-3 of procedure placeAndCheckInstances in Fig. 5.12 can be performed in 

a time O(max{I, C}). Steps 5-8 are iterated O(R*C) times, but, exploiting optimization (b), we may 

reduce to O(C) times. The call of checkCond takes O(max{L, C}); therefore, steps 5-8 take 

O(max{L*C, C2}). Steps 9-11 of placeAndCheckInstances take O(I) time, so that the entire 

procedure is performed in O(max{I, L*C, C2}). Considering that usually the number of nesting 

levels is less than the number of classes, we have that the complexity of the procedure is O(max{I, 

C2}). 

Step 3 of procedure integratedConsistency_FRP can be performed in a time O(max{I2,C2}), because 

it iterates for each pair of instances (that are O(I+C)) and, then, for each pair of placeholders (that 

are O(I)). 

Step 4 of procedure integratedConsistency_FRP, since Floyd-Warshall’s algorithm is cubic on the 

number of points, can be performed in a time O(max{I3,C3}). 

Finally, step 5 of procedure integratedConsistency_FRP, exploiting the locality properties of STP 

constraints proved in [Brusoni et al., 95], can be done in a time O(C), since there are O(C) instances 

in hypothesizedInstances and each check requires constant time. 

Thus, the complexity of integratedConsistency_FRP procedure is O(max{C, I} + max{I, C2} + 

max{I2,C2} +  max{I3,C3} + C) = O(max{C3, I3}). 

 

Property 5.3. The integratedConsistency_FRP procedure is correct and complete as regards 

consistency checking of the constraints in the IKB and in the CKB. 

Proof (sketch). The proof is based on the fact that all and only the temporal constraints specified in 

the CKB are inherited on the instances, that the semantics of the temporal constraints (including the 
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repetition/periodicity constraints) is met, and that correct and complete temporal constraint 

propagation is performed via the all-pairs shortest paths algorithm. 

 

5.4 Discussion 

In this chapter, we have introduced an approach that further extends the framework presented in 

Chapter 4, by supporting a larger range of periodicities and conditioned repetitions. We have 

described both the new representation formalisms and the consistency checking algorithms. We have 

also shown that the formalism in this chapter subsumes the approaches in the previous chapters. It is 

worth noting that, despite we allow more expressiveness, the algorithm still retains the same time 

complexity as the other approaches. Of course, this result is possible thanks to the new assumptions 

we have imposed. 

In fact, the tractability of the approach described in this chapter relies on the assumption that for each 

instance we know which repetition it belongs to. It is a stronger assumption than the assumption of 

total ordering among instances that we required for the language described in the previous chapter, 

and it is strictly related with the feature of conditioned repetition. In fact, in a similar way as 

described in Section 4.5 in the previous chapter, if this information is missing, the problem of 

associating instances with the corresponding repetitions would become a combinatorial problem. It is 

possible to define an intermediate approach, that allows to recursively represent periodicities, but 

without conditioned repetitions. In this case we would not have to require to explicitly state which 

repetition the instance belongs to. We described such an alternative approach, lacking the 

conditioned repetitions feature, in [Anselma, 04]. 

In the algorithm, we assumed that we cannot observe future events. It is possible to define a version 

of the algorithms that allows for observability of future events, still retaining tractability. We 

described such a version for a similar approach in [Anselma, 04], and, as a future work, we could 

define it in the approach described in this chapter. Currently, we are planning to implement our 

approach for performing experiments. Moreover, it would be interesting to follow the lines described 

in Section 4.5 in Chapter 4 and releasing the limiting assumptions to define a more expressive (and 

not tractable) approach that uses the one described in this chapter as the “core” of a more general 

backtracking system. 

 



 

 

 



 

Chapter 6  
Applications 

6.1 Introduction 

The requirement of coping with the temporal constraints rising from so many different aspects of 

reality (ranging from part-of and instance-of relations to standard qualitative and quantitative 

temporal constraints and to periodicity) emerges from different application domains such as 

temporal databases, workflow management and planning, and, in particular, from our work in 

clinical guideline management (a possible application to . We work in a joint project with Azienda 

Ospedaliera S. Giovanni Battista of Turin (one of the main hospitals in Italy) for the design and the 

development of GLARE (GuideLine Acquisition, Representation and Execution) ([Terenziani et al., 

01, 02, 03]), a system which acquires and represents clinical guidelines, and then executes them (in 

a semi-automatic way) on specific patients.  

Clinical guidelines are a means for specifying the “best” clinical procedures and for standardizing 

them. In recent years, the medical community has started to recognize that computer-based systems 

dealing with clinical guidelines provide relevant advantages, since, e.g., they can be used  to support  

physicians in the diagnosis and treatment of diseases, or for education, critical review and 

evaluation aims [Gordon and Christensen, 95]. 

In such an application, all the expressiveness of our approach is needed. In fact, clinical guidelines 

describe general procedures (i.e., procedures about classes of events), and are structured via part-of 

relations. Many actions in the guidelines (especially in the therapeutic part of guidelines) must be 

repeated periodically. Temporal constraints (e.g., delays) are used in order to constrain the 

execution of actions in the guidelines. Moreover, clinical guidelines are executed on specific 

patients, so that one has to represent and store the execution times. In particular, notice that full 

observability in the past and total ordering on correlated instances are reasonable assumptions 

considering the execution of clinical guidelines on hospitalized patients. Specifically, in our 

application domain, instances are exactly located in time. 
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Regarding the computational properties of our approach are desirable. In fact, bounding the time 

complexity of our algorithms is important to allow an on-line and interactive use of the clinical 

guideline system, especially when the system is used for educational and simulation purposes (see 

point (c) below). 

Our temporal server can be loosely coupled with a clinical guideline system in order to operate as a 

temporal-constraint manager, dealing with the problem of representing and reasoning with temporal 

constraints in the guidelines. Specifically, the temporal reasoning facilities provided by the temporal 

server may be exploited in different ways in a clinical guideline system such as GLARE, providing 

crucial advantages both in the acquisition and in the execution phase [Terenziani et al., 03]. 

During acquisition, expert physicians (usually with the help of a knowledge engineer) have to 

represent in a computer-based formalism a clinical guideline, including the temporal constraints it 

contains. Checking the consistency of such constraints is a fundamental task, which cannot be 

performed directly by expert physicians (and/or knowledge engineers). Thus, an automated 

consistency-checking facility is very important in this phase, to alleviate the physicians’ work and 

to grant the (temporal) consistency of the guideline in a principled way. In passing, notice that the 

temporal reasoning facility can be advocated at any stage during the acquisition of a clinical 

guideline, so that incremental consistency checking is also possible (e.g., at the end of each working 

session, or whenever a “significant” portion of guideline has been added). 

Clinical guideline systems allow users to execute acquired guidelines on specific patients, 

automatically gathering the patients’ data from the patient database. Also during execution, 

temporal reasoning facilities can provide important advantages. 

First of all, a guideline describes a set of alternative procedures to deal with a given disease. By its 

own nature, it describes “general” procedures, to be instantiated on specific patients. This is 

particularly true as concerns the temporal constraints in a guideline: They provide general 

“temporal patterns” which must be “respected” by each specific execution (instantiation) of the 

guideline. Thus, (a) temporal reasoning can be advocated “a priori” during execution, to provide 

information regarding the temporal frame in which the next action has to be performed, given the 

constraints in the whole guideline and given the time when the last action in the guideline has been 

executed. From the point of view of quality evaluation/assessment, also an “a posteriori” use can 

provide significant advantages: (b) Temporal reasoning can be activated after the execution of (part 

of) a guideline, in order to check whether the temporal constraints in the guideline have been 

respected (until now) or not.  
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Second, one of the main goals of guideline computer-based systems is to support decision-making. 

In general, current computer-based approaches to clinical guidelines provide to the user-physician 

only the pieces of information which constitute the description of the decision at hand. In some 

cases, however, additional information, gathered from the paths in the guideline that follow the 

decision at hand, can be important in order to achieve a well-informed decision. In such a context, 

the temporal reasoning facilities provided by our approach are exploited in order to provide 

additional temporal information. In fact, (c) the temporal server is used by  the “simulation” 

computer-based facility provided by a clinical guideline system such as GLARE [Terenziani et al., 

02]. When facing a decision, the user-physician might use such a “simulation” facility in order to 

see the consequences of choosing the different alternative paths. The relevant pieces of information 

(e.g., resources, costs, time) can be gathered by the simulation facility from the alternative paths, 

and provided to the physician who can use them in order to compare the different alternatives. In 

particular, temporal reasoning can be useful in this context, in order to propagate the temporal 

constraints gathered from each path (e.g., in order to infer the maximal and minimal temporal 

duration of each path). 

Last, but not least, temporal reasoning is used (during execution) (d) in order to help physicians to 

schedule the execution of clinical actions on the given patient.  For example, the physician can 

exploit the temporal server in order to see what are the temporal consequences of performing a 

given action at a given time. In other terms, given a pattern A1, …, An of actions in a guideline, 

temporal reasoning can be used in order to answer queries such as “If I perform action A1 today at 

12 o’clock, when will I have to perform A2, …, An?”, or “Is it OK if I perform A1 today at 12, A2 

at 18 and A3 at 20, and, if yes, when will I have to perform A4?”. 

The possible application of our approach to the area of temporal databases is discussed in Chapter 

7. 

 

6.1.1 State of the art in clinical guidelines systems 

In recent years many different approaches and projects have been developed to create domain-

independent computer-assisted tools for managing clinical guidelines (see e.g., Asbru [Shahar et al., 

98], DILEMMA and PRESTIGE [Gordon et al., 96], EON [Musen et al., 96], GEM [Shiffman et 

al., 00], GLIF [Ohno-Machado et al., 98; Peleg et al., 00], GUIDE [Quaglini et al., 98, 00], 

ONCOCIN [Tu et al., 89], PROforma [Fox et al., 98], T-HELPER [Musen et al., 92], and also 

[Gordon and Christensen, 95; JAMIA, 98; Tu et al., 99; JAMIA, 01]). Most of these approaches 
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distinguish between an acquisition phase, in which expert-physicians (usually in cooperation with 

knowledge engineers) introduce clinical guidelines into the computer-based system, and an 

execution phase, when user-physicians execute a given guideline on a specific patient (i.e., on the 

basis of the patient’s data). Moreover, recently, several approaches have started to focus also on the 

treatment of temporal aspects [Keravnou, 96; Shahar and Musen, 96; Shahar, 98; Duftschmid et al., 

02]. As a matter of fact, in most therapies, actions have to be performed according to a set of 

temporal constraints concerning their relative order, their duration, and the delays between them. 

Additionally, in many cases, actions must be repeated at regular (i.e., periodic) times. Furthermore, 

a structured representation of complex events (in terms of part-of relations) is always employed, to 

support top-down refinement and a structured description of the guideline. 

In the area of clinical guidelines several interesting approaches have been devised to represent 

temporal constraints. For instance, GLIF [Ohno-Machado et al., 98; Peleg et al., 00]  deals both 

with temporal constraints on patient data elements and with duration constraints on actions and 

decisions. In PROforma [Fox et al., 98], guidelines are modelled as plans, and each plan may define 

constraints on the accomplishment of tasks, as well as task duration and delays between tasks. 

Moreover, temporal constructs can also be used in order to specify the preconditions of actions. 

DILEMMA and PRESTIGE [Gordon et al., 96] model temporal constraints within conditions. EON 

[Musen et al., 96] uses temporal expressions to allow the scheduling of guideline steps, and deals 

with duration constraints about activities. Moreover, by incorporating the RESUME system, it 

provides a powerful approach to cope with temporal abstraction. In EON, the Arden Syntax allows 

the representation of delays between the triggering event and the activation of a Medical Logic 

Module (MDL), and between MDLs [Sherman et al., 95]. 

A rich ontology to deal with temporal information in clinical trial protocols has been proposed in 

[Weng et al., 02], considering also relative and indeterminate temporal information and cyclical 

event patterns. 

Despite the large amount of work devoted to the representation of temporal constraints, and the very 

rich and expressive formalisms being identified, little attention has been paid to temporal reasoning. 

Notable exceptions are represented by the approaches by Shahar [Shahar, 98] and by Duftschmid et 

al.  [Duftschmid et al., 02]. 

In Shahar’s approach, the goal of temporal reasoning is not to deal with temporal constraints (e.g., 

to check their consistency), but to find out proper temporal abstractions to data and properties. 

Therefore, temporal reasoning is not based on constraint propagation techniques, in fact, e.g., 

interpolation-based techniques and knowledge-based reasoning are used. 
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Miksch et al. have proposed a comprehensive approach based on the notion of temporal constraint 

propagation [Shahar et al., 98; Duftschmid et al., 02]. In particular, in Miksch et al.’s approach, 

different types of temporal constraints – deriving from the scheduling constraints in the guideline, 

from the hierarchical decomposition of actions into their components and from the control-flow of 

actions in the guideline – are mapped onto an STP framework [Dechter et al., 91]. Temporal 

constraint propagation is used in order to (1) detect inconsistencies, and to (2) provide the minimal 

constraints between actions. In [Duftschmid et al., 02], there is also the claim that (3) such a method 

can be used by the guideline interpreter in order to assemble feasible time intervals for the 

execution of each guideline activity. Moreover, advanced visualization techniques are used in order 

to show users the results of temporal reasoning [Kosara and Miksch, 01]. 

 

6.2 Exploiting temporal reasoning within Clinical Guidelines systems 

In the previous chapter, we proposed an approach that provides support for: qualitative and 

quantitative temporal constraints and repetition/periodicity constraints; composite actions; classes 

and instances of actions considering also the inheritance of constraints and the predictive role of the 

classes. The adoption of our approach can provide computer-based guideline systems with crucial 

advances. In the following, we discuss several facilities that can be designed on the basis of our 

representation formalism and constraint propagation algorithms, both during guideline acquisition 

and execution. Although the approach we propose is system-independent, in some cases we will 

exemplify it by sketching how can be implemented it in GLARE. 

 

6.2.1 Temporal facilities 

On the basis of above approach, the following facilities can be provided by a computer-based 

manager of clinical guidelines: 

1. the consistency-checking-guideline facility: This facility can be used in order to check the 

temporal consistency of the guideline in a principled way. Such a facility can be provided 

through an invocation to the algorithm STP_tree_consistencyRP (see previous chapter), which 

can be advocated at any stage during the acquisition of a clinical guideline, so that incremental 

consistency checking is also possible. By default, consistency checking can also be executed at 

the end of each acquisition working session; 

2. the consistency-checking-instance facility: This facility can be used in order to check whether 

the temporal constraints in the guideline have been respected or not by the instances of actions 
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that have been executed on the specific patients (considering also partial - i.e., ongoing 

executions). Such a facility is directly provided by our algorithm integratedConsistency_FRP in 

the previous chapter; 

3. the query facilities: During the execution of a given guideline (e.g. the guideline for multiple 

mieloma), the query facilities provide the user-physicians with a tool to obtain temporal 

information. This temporal information have often a crucial role when the user-physicians must 

take a decision. The set of the query facilities is: 

3.1. the next-action facility: For scheduling purposes, it is important to provide a facility to 

assess when the next actions have to be performed, given the constraints in the whole 

guideline and given the time when the last actions in the guideline have been executed. The 

execution time of the next action(s) can be obtained through the algorithm in Fig. 6.1. 

 
procedure Next_Action() 

1. retrieve the set of candidate next actions through a navigation of the control-flow relations in the guideline 
2. apply integratedConsistency_FRP to obtain the minimal network of temporal constraints 
3. retrieve the actions’ possible execution-times from the minimal network (in the form of distances from the last-

executed action, or from the origin of time) 

Figure 6.1. Next-action facility. 

 

3.2. the yes/no query facility: Given the set KB of temporal constraints in the guideline (and 

possibly the constraints KB’ on the instances of actions), one may ask whether a given set 

Q of temporal constraints is possible given KB (i.e., if it is consistent with KB). For 

instance, one may ask whether, given the constraints in Ex. 5.4 in the previous chapter, the 

first repetition of action b can be performed 16 days after the first repetition of a11. 

Moreover, one may ask the same question given the constraints in Ex. 5.4 plus those 

(regarding the specific instances of actions) in Ex. 5.4’. If the query Q only involves 

constraints in the guideline, the algorithm STP_tree_consistencyRP can be used, along the 

lines shown in Fig. 6.2. 

 
procedure ask_GL() 

1. provisionally add the constraints in Q to the set of constraints in the guideline 
2. check consistency (via STP_tree_consistencyRP) 

Figure 6.2. Yes/no query facility (only constraints about classes). 

 

On the other hand, in case the query Q also involves constraints on the instances of actions, the 

algorithm integratedConsistency_FRP must be used to check consistence (see Fig. 6.3). 
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procedure Ask_instance() 

1. provisionally add the constraints in Q to the set of constraints in the guideline 
2. check consistency (via integratedConsistency_FRP) 

Figure 6.3. Yes/no query facility (constraints about classes and instances). 

 

3.3. the extract facility: This facility outputs the temporal constraints between a given set of 

actions. Such a facility can be efficiently implemented on the basis of the minimal network 

provided by our algorithm integratedConsistency_FRP (along the lines discussed in 

[Brusoni et al., 97], and using the locality properties proven in [Brusoni et al., 95] to 

enhance efficiency), e.g., to have in output the minimal and maximal distance between the 

pairs of actions; 

3.4. the hypothetical query facility: In order to enhance the decision-making facilities, 

hypothetical temporal queries can be provided, to ask queries in the hypothesis that a new 

set TC of temporal constraints is assumed (in addition to the constraints in the guideline and 

those about instances). Hypothetical queries can be expresses in the abstract form 

Q? If TC 

where Q is any type of query in our approach (i.e., a next-action, yes/no, or extract query). 

For example, given a pattern A1, …, An of actions in a guideline, temporal reasoning can be 

used in order to answer queries such as “If I perform action A1 today at 12 o’clock, when 

will I have to perform A2, …,An?”, or “Is it OK if I perform A1 today at 12, A2 at 18 and A3 at 

20, and, if so, when will I have to perform A4?”; 

Hypothetical queries can be answered in two steps (see Fig. 6.4): 

 
procedure Hypothesize() 

1. provisionally add the constraints in TC to the set of constraints  
2. answer the query Q (in the new set of constraints) 

Figure 6.4. Hypothetical queries. 

 

4. the temporal-simulation facility: Still considering decision making, temporal reasoning can be 

profitably coupled with “simulation” computer-based facilities to see the temporal consequences 

of choosing among different alternative paths in a guideline. In particular, GLARE provides the 

“what if?” facility allowing physicians to discriminate among different alternatives of a decision 

by simulating the consequences of each choice, i.e., by visiting the paths in the guideline 

stemming from each of the alternatives (see, e.g., [Terenziani et al., 02]).  Taking advantage of 

the algorithm integratedConsistency_FRP, such a facility can be extended in order to provide 
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physicians with a way of comparing paths from the temporal point of view (i.e., in order to find 

the maximal and minimal temporal duration of each path). This facility can be provided as 

follows: 

 
procedure Temporal_Simulation() 

1. for each path Pi to be compared: 
2.  hypothesize the existence of an instance of each action in Pi which has not been executed yet 
3.  apply integratedConsistency_FRP to the (executed and hypothesized) actions in Pi, to determine the minimal 

network MNi   
4. retrieve the minimal and maximal duration of Pi from MNi 

Figure 6.5. Temporal simulation. 

It is worth noting that such a facility takes into account only the temporal aspects of clinical 

guidelines, disregarding other aspects, such as resources and costs. In order to take into account 

also non-temporal aspects, it would be interesting to investigate the case where our temporal 

reasoner is coupled with a planning system, which delegates temporal reasoning to our server. 

6.2.2 A modular architecture 

In our opinion, in order to enhance the generality of the temporal reasoning approach, such facilities 

can be better provided by a modular approach, in which a layered Temporal Server (TS) is loosely 

coupled with a guideline system (see Fig. 6.6). The TS can be seen as an object (e.g. a Java object) 

that interacts with the Guideline System using a Graphical User Interface (GUI) and that provides a 

set of methods implementing the facilities described above. The clinical guideline system delegates 

temporal-related problems to the TS module. The core of TS is the temporal reasoner (TR), that 

consists of the implementation of the two temporal reasoning algorithms STP_tree_consistencyRP 

and integratedConsistency_FRP, and of the related data structures. The facilities layer uses the two 

consistency-checking algorithms in order to provide the facilities 1.-4. along the lines described 

above. Moreover, for acquiring and representing temporal information the interface layer may make 

use of advanced visualization techniques such as the ones described in [Combi et al., 99; Chittaro, 

01; Kosara and Miksch, 01, 02]. 
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Figure 6.6. A modular architecture for our temporal knowledge server. 

 

6.3 Evaluation of the approach in the clinical guideline domain 

In the domain of clinical guidelines, both the assumption of complete observability of instances and 

the assumption that the future events cannot be observed are reasonable. Moreover, it is reasonable 

also to assume that it is possible to infer a total ordering among instances and which repetition an 

instance belong to. Therefore, in this application domain, it is possible to adopt any of the 

approaches we have described in this dissertation. Since the ability to represent periodic events and 

to deal with conditioned repetitions is crucial, we have adopted the framework described in Chapter 

5. 

 



Chapter 6 – Applications  98 

Finally, it is worth mentioning that we have identified and tested our formalism considering also, 

besides the examples from the literature, two sets of temporal constraints arising from clinical 

protocols and guidelines, provided us by Prof. John Fox, Advanced Computation Laboratory, 

Cancer Research UK, London, UK and by Prof. Gianpaolo Molino, Azienda Ospedaliera San 

Giovanni Battista, Turin, Italy. We have a coverage of most of the temporal constraints contained 

in such sets. However, having to mediate between the expressiveness of the representation 

formalism and the goal of providing computationally tractable complete forms of temporal 

reasoning, we had to leave out some forms of disjunctive constraints, the most frequent of which is 

the “non-overlapping” constraint, stating that two actions A and B can be performed in any order, 

but at different times (i.e., A {before, after} B, in the terms of Allen’s Algebra [Allen, 83]); as well 

known, such kind of constraints makes complete temporal reasoning intractable). 

The approach by Miksch et al. [Duftschmid et al., 02] is the closest one to ours in the literature. 

With respect to such an approach, we propose an extended language to deal with repetitions (e.g., 

we cope with conditioned repetitions, through the ‘while’ and ‘onlyIf’ constructs). Moreover, in 

order to grant the completeness of the constraint-based temporal reasoning process, we had to 

extend the basic STP framework, via the definition of the STP-tree and of the related constraint 

propagation algorithms. Finally, from the point of view of end-users, we also provide, besides the 

facilities in Miksch’s approach (except temporal constraint visualization), the 2. – 4. facilities 

discussed in Subsection 6.2.1. In particular, the treatment of the “a-posteriori” consistency between 

the temporal constraints in the guideline and of the execution times (i.e., facility 2.) requires several 

extensions both from the representation point of view (since a separate STP needs to be used) and 

from the algorithmic point of view (since new constraint-propagation-based temporal reasoning 

algorithms have to be devised). 

Temporal reasoning and query answering facilities considering only qualitative constraints about 

atomic and not repeated actions in the medical domain have been also provided in [Van Beek, 91]. 

Among related approaches in other areas, it is worth mentioning also the work in [Bettini et al., 

02a], dealing with facility 1. (and other facilities) in the closely-related field of Workflow 

management, and considering also multiple granularities and disjunctive temporal problems. 

 

 



 

Chapter 7  
Conclusions 

7.1 Summary and Conclusions 

In this dissertation, we have described a temporal reasoning approach coping in an integrated way 

with different temporal aspects involved in real-world temporal applications. In particular, we have 

proposed three increasingly expressive constraint-based approaches dealing with classes and 

instances of events. For each approach, we have defined a representation formalism and the 

reasoning mechanisms supporting the task of checking the consistency of knowledge bases of 

classes of events as well as of knowledge bases of classes and instances of events. In designing the 

languages, we aimed at retaining the tractability of the reasoning mechanisms, carefully taking into 

account the trade-off between expressiveness of the formalisms and efficiency of the related 

algorithms. In particular: 

In Chapter 3, we have described our basic approach, proposing a language for expressing temporal 

constraints between classes (CTL) and a language for expressing temporal constraints between 

instances and the relation between instances and classes (ITL). We have introduced four integrated 

consistency checking algorithms, according to the four possible semantic assumptions about the 

completeness of observations and the treatment of future events (see Subsection 1.3.2 in Chapter 1). 

Moreover, we have shown that the proposed algorithms are correct, complete and that they are 

tractable (i.e., they are cubic in the number of the events). Finally, we have described their 

implementation as a general-purpose temporal knowledge server system and we have provided 

some experimental results. 

The results described in Chapter 3 have been published in [Terenziani and Anselma, 04]. 

In Chapter 4, we have extended the approach of Chapter 3 to cope also with periodic events and 

composite events. We have defined the language about classes CTLP, which includes also a primitive 

for expressing periodicity constraints and a primitive for expressing partonomic relations between 

events. Then, we have introduced an algorithm for checking the consistency of a knowledge base of 

classes of events, and two integrated consistency checking algorithms, taking into account the 
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assumption of observing events in the future. We have pointed out the problem of associating the 

instances to the proper repetitions of a periodic event, and we have discussed the related assumption 

of total ordering among instances. Moreover, we have discussed the fact that the lack of complete 

observability would make the approach intractable. Finally, we have analyzed the algorithms in terms 

of their correctness, completeness and temporal complexity, and we have described their 

implementation and provided some experimental results. 

The results described in this chapter have been published as a preliminary version in [Terenziani and 

Anselma, 03] and as an extended version in [Terenziani and Anselma, 06]. 

In Chapter 5, we have pointed out the limitations of the approach described in Chapter 4, and we 

have extended it to be able to express and reason with periodic events characterised by multiple 

nested time intervals, possibly imprecise temporal constraints between repetitions, and conditioned 

repetitions. Thus, we have defined the representation languages CTLRP and ITLRP, extensions of the 

languages described in the previous chapters. We have shown that the new primitive for expressing 

periodicity constraints subsumes the primitive introduced in Chapter 4, and we have analyzed the 

expressiveness of the primitive considering as a reference the classification criteria provided by two 

works in literature. Finally, we have proposed the related consistency checking algorithms. This 

chapter describes only an algorithm of integrated consistency checking where we have assumed that 

future events are not observable, however, it is also possible to define an algorithm in which we 

assume that future events are observable, as we did in [Anselma, 04] for a similar approach. 

The results presented in this chapter have been published as a preliminary version in [Anselma, 04] 

and as an extended version in [Anselma et al., 06]. 

In Chapter 6, we have described an application presented in the approach of Chapter 5 in the 

domain of clinical guidelines. We have illustrated the architecture of a temporal server loosely 

coupled with clinical guideline systems, and we have discussed the facilities of consistency 

checking, query answering and temporal simulation that our approach can provide to a clinical 

guideline system. 

The results described in this chapter have already been published as short versions in [Terenziani et 

al., 03, 03b] and as a long version in [Anselma et al., 06]. 

 

Despite the increased expressiveness, all three temporal reasoning approaches are tractable. 

Considering the common cases (i.e., the assumptions dealt with by all the approaches: namely, 

complete observability and no future events) the resulting asymptotical complexity is equal to the 

complexity of  performing consistency checking (e.g., via the Floyd-Warshall’s algorithm) on an 

STP of instances only, as summarized in Tab. 7.1. 
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Of course, the increased expressiveness is possible thanks to stricter assumptions. In fact, in order to 

retain tractability in the approach in case periodicity is supported (Chapter 4), we require that the 

instances are totally ordered. In case conditioned repetitions are supported (Chapter 5), we require 

that for each instance it is known which repetition it belongs to. It is easy to show that this second 

assumption subsumes the first one. 

 

 Support for 
periodic events 

Complexity of 
consistency checking on 

classes 

Complexity of 
integrated consistency 

checking 
Hypotheses

Chapter 
3 no O(C3) O(max{C3, I3})1 none 

Chapter 
4 

yes 
(not recursive) O(C3) O(max{C3, I3}) total 

ordering 

Chapter 
5 

yes 
(recursive and 
conditioned 
repetitions) 

O(C3) O(max{C3, I3}) belonging 

 
Table 7.1. Recapitulation of the approaches presented in the dissertation and of the asymptotical 

time complexities of the proposed algorithms. C stands for the number of classes of events in the 

knowledge base about classes (CKB) and I stands for the number of instances of events in the 

knowledge base about instances (IKB).  

 

If we consider that in Chapter 5 we have shown that the formalism in Chapter 5 subsumes the 

formalisms in Chapters 4 and 3, the trade-off between expressiveness and computational efficiency 

becomes evident:  

- regarding expressiveness, the formalism in Chapter 5 subsumes the one Chapter 4, and the 

formalism in Chapter 4 subsumes the one in Chapter 3; 

- regarding assumptions, the approach in Chapter 3 subsumes the one in Chapter 4, and the 

approach in Chapter 4 subsumes the one Chapter 5. 

In fact, the approach in Chapter 3 is the least constrained but the least expressive, while the 

approach in Chapter 5 is the most constrained but the most expressive. When a user has to choose 

an approach suitable for his/her application domain, he/she has to consider the most powerful 

formalism, considering the price he/she can pay in terms of assumptions reasonable in the 

application domain. 

                                                 
1 Notice that, since, as for the approaches described in Chapters 4 and 5, we have considered also for the approach 

described in Chapter 3 that all instances are correlated (see Subsection 4.3.2 in Chapter 4). 
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We believe that our approaches are significantly more expressive than related approaches in 

literature. Although they finally rely on a low-level implementation based on standard STP, they 

build on it a high-level language for temporal constraints which is considerably more expressive 

compared to STP (which only copes with distances between points). Such a feature is extremely 

valuable whenever a Temporal Reasoner  has to be paired with more general systems coping with 

classes and instances of (possibly periodically repeated) events (e.g., clinical guideline systems, 

workflow managers, protocol/guideline managers). 

 

7.2 Related works 

As we have discussed in Chapter 2, many constraint-based approaches have been devised to deal 

with temporal reasoning. Most of these approaches deal with time points or time intervals. They 

support qualitative temporal constraints, quantitative temporal constraints or 

qualitative+quantitative temporal constraints. Analogously, many approaches – especially in the 

area of Temporal Databases – have proposed formalisms to cope with (user-defined) periodic 

events (see Chapter 2). However – to the best of our knowledge – there is no other general purpose 

constraint-propagation-based approach which offers explicit support in order to deal with the 

temporal constraints raising from all the different issues we considered in this paper. In the 

following, we mention some of the constraint-based temporal reasoning approaches facing some of 

such issues which seem to us more closely related to our work. 

 

Morris et al.’s [Morris et al., 93, 96] define a recurrence algebra that deals with “classes” of 

recurring events, considering those whose description in natural language involves the application 

of an adverbial modifier to a qualitative relation, such as in “faculty meetings sometimes precede 

seminars”. They do not deal with instances of events. 

Morris et al. follow the influential proposal by Ladkin [Ladkin, 86] of non convex time intervals to 

represent repetitive (recurring) events, in fact they define n-intervals – i.e., ordered sets of non-

overlapping convex subintervals – in which recurring events occur. Furthermore, they: 

- define a class of qualitative binary relations between pairs of n-intervals; 

- construct an algebra for reasoning about n-interval relations; 

- apply path consistency to detect inconsistency of n-interval relations. 

They single out the relations of: 

- association, an equivalence relation between events that holds if they occur in the same 

subintervals composing an n-interval; 
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- correlation, an equivalence relation between pairs of subintervals of two n-intervals that 

holds as a result of a binary relation. 

Regarding the binary relations, they adopt Allen’s Interval Algebra [Allen, 83], and extend it with 

quantifiers corresponding to the adverbal modifiers always, only, always and only and sometimes. 

They annotate n-intervals with indices to indicate correlated n-intervals. 

Furthermore, they extend the operations of inverse, intersection and composition of Allen’s Interval 

Algebra to deal also with n-intervals and quantifiers. They show that it is possible to apply path 

consistency to a network representing a set of binary relations and that the complexity of the 

algorithm is O(k3 m3), where k is the number of distinct values of the indices and m is the number of 

n-intervals, in contrast with a complexity of O(m3) for the path consistency for convex interval 

networks [Van Beek, 90]. Of course, since path consistency is not complete for Allen’s Interval 

Algebra (in fact, determining the satisfiability of a set of assertions in the Allen’s algebra is NP-

hard [Vilain et al., 90]), also Morris et al.’s path consistency algorithm is not complete. 

Regarding instances of events, Morris et al. [Morris et al., 95] extend the work in [Morris et al., 93, 

96] to introduce the notion of consistent scenario and used it in a “predictive” perspective, 

sketching an algorithm for generating a consistent scenario of instances which are consistent with a 

knowledge base of temporal constraints between recurring events. 

In comparison with the work in this dissertations, Morris et al.: 

- deal only with qualitative constraints: We support both quantitative constraints and the 

subset of Allen’s Interval Algebra called Pointisable Algebra (see Chapter 2); 

- do not cope with repetition patterns: We provide a framework to deal with both periodic and 

composite events. In Chapter 4 we have provided a formalism that supports different 

components in the definitions of repeated actions (frame time, action-time, delay time, I-

time, frequency). In Chapter 5 we have extended such an approach to deal also with a 

recursive specification of periodicity, with temporal constraints between repetitions and with 

conditioned repetitions; 

- generate consistent scenarios of instances: We cope with the problem of checking the 

consistency of temporal constraints between instances with regards to the temporal 

constraints between their super-classes. 

 

In [Loganantharaj and Giambrone, 95], the authors define a framework to represent and reason with 

repetitive events using probabilistic theory. In particular, they consider periodic events and 

stochastic repetitive events, dealing with uncertainty in stochastic events by means of probabilistic 

information.  
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They represent periodic and stochastic events by means of one “propotypical” repetition, and cope 

with the uncertainty in the separate actual repetitions by means of probabilities associated with 

qualitative temporal relations. 

In [Loganantharaj and Kurkovsky, 97], the authors deal with fuzzy quantitative point-based 

constraints. They associate possibilistic distributions to the metric bounds of the STP framework 

[Dechter et al., 91], in order to represent cases such as “John reaches his office within 28 to 32 

minutes after leaving home, while there is a possibility of reaching the office as early as 21 and as 

late as 39”. 

They define propagation of constraints my means of composition of primitive and complex 

possibilistic distributions and they enrich their framework proposing first order temporal constraints 

in the form of temporal transition rules from a current state to a next state. In such a way, they 

support period-dependent durations. 

Temporal reasoning is used for projecting the constraints on the durations in the future using the 

current domain information. 

In comparison with our work, Loganantharaj deals with (periodic-dependent constraints between) 

classes in a “predictive” way, generating future temporal constraints between instances by means of 

projections. On the other hand, our approach deal with integrated consistency of temporal 

constraints between classes and instances, also considering the predictive aspects (see Subsection 

1.3.2.2 in Chapter 1). 

 

Terenziani in [Terenziani, 97] extends approaches such as [Ladkin, 86; Ligozat, 91; Loganantharaj 

and Giambrone, 95; Morris et al., 93; Morris et al., 95] to deal also with user-defined calendar 

dates. In fact, he describes a framework which deals with both: 

(1) quantitative information concerning the frame of time (e.g., between 1990 and 1993) and the 

user-defined calendar-dates (e.g., on the first Monday of each month) in which periodic 

events are located; and  

(2) the qualitative relations between periodic events (e.g., Sam visits the branch office XO1 

before going to his office). 

The framework supports also period-dependent temporal constraints, i.e., temporal constraints 

holding in a “context” described by the periodicity. For example, he supports constraints such as 

“between 10/1/94 and 30/6/94 the activity A always precedes B on Mondays”, where the qualitative 

relation between periodic events is not “absolute”, but relative to the context of Mondays. This 

example allows us to point out the different components of a constraint in Terenziani’s approach: 

the frame time (“between 10/1/94 and 30/6/94”), the periodic events (activities A and B), a 
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qualitative relation (“precedes”) and I-Times (“Mondays”, i.e., the periodic time interval over 

which periodic events take place). 

For defining user-defined periodicities, Terenziani basically adopts the formalism by Leban et al. 

[Leban et al., 86] (see Section 2.4.1 in Chapter 2 for a description of the formalism); regarding 

qualitative relations, he adopts the Allen’s Interval Algebra [Allen, 83]. 

To perform temporal reasoning, Terenziani defines the operations of inversion, intersection and 

composition, considering the different parts of a constraint, i.e., frame times, I-times and qualitative 

relations. 

Regarding qualitative relations, he imports the operations of Allen’s Interval Algebra. 

For defining the operations on frame times and I-times, he singles out six disjoint relations between 

I-times: temporally equal (e.g., Months and Months), more specific than (e.g., Mondays and 

Weeks), is a restriction of (e.g., Mondays and Days), is an inclusion restriction of (e.g., Christmas 

and Months), more frequent than (e.g., Days and Weeks), and temporally incomparable (e.g., 

Mondays and First Day of April). Then, he defines the operations of intersection and composition 

on the base of the relations holding between the I-times. 

For propagating the constraints, Terenziani adapts the path consistency algorithm to iteratively 

apply the operations on periodicity-based constraints. Obviously, since the path consistency 

algorithm is not complete for Allen’s Interval Algebra, also this algorithm is not complete. 

In [Terenziani, 00], the author extends the former approach and defines the notion of generating a 

concretization, i.e. a scenario of a knowledge base of qualitative constraints between periodic 

classes expressed by means of the formalism in [Terenziani, 97]. He represents temporal constraints 

between classes by means of λ-formulae, and defines the concretization as the application (in the 

functional sense) of the λ-formulae describing the generic concretization to different instances of 

the I-Times and to instances of events.  

Therefore, Terenziani’s approach deals with temporal constraints between classes and between 

instances of events, and supports consistency checking of classes with regards to the instances. He 

supports periodic events with a language for defining periodic events similar to the one we have 

proposed in Chapter 6. However, Terenziani’s approach only covers cases in which the instances of 

events are exactly located in time, i.e., there is complete observability of instances, and the starting 

time and the ending time of each instance is known. 
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7.3 Future work 

In the work described in this dissertation, we have proposed to ourselves the aim of retaining 

tractability. Therefore, in order to augment the expressiveness in the various approaches described, 

we have required some assumptions that are reasonable in many real application domains (including 

the clinical guideline one – see Chapter 6). In fact, the tractability of the approaches in Chapters 4 

and 5 strongly relies on the assumptions of complete observability. Moreover, in Chapter 4, we 

have assumed that instances are totally ordered; in Chapter 5, we have assumed that for each 

instance it is known which repetition it belongs to. 

Although the assumptions are generally reasonable, it would be interesting to develop a domain-

independent approach covering also domains where such assumptions do not hold. Therefore, we 

could investigate the use of our approaches as the “core” of more expressive approaches which use 

backtracking techniques to cope with the computational costs. The temporal constraints may be of 

use to guide the backtracking (or backjumping, or conflict-directed backjumping) techniques to 

bound in practice the combinatorial explosion. 

Moreover, we are beginning to investigate the application of our approaches to the field of 

databases, in particular to the conceptual database design. Conceptual database design is widely 

recognized as an important step in the development of database applications [Batini et al., 92; 

Silberschatz et al., 97]. Conceptual models (e.g., the Entity-Relationship model) provide a notation 

and formalism that can be used to construct a high-level description of the real world. Temporal 

databases are a well-established and mature research area [Snodgrass and Ahn, 86] and they have 

aroused some interest in commercially available database management systems, such as Informix 

and Oracle’s ones. More recently, some approaches have been proposed that integrate conceptual 

modeling and temporal concepts, such as ST USM [Khatri et al., 04] and MADS [Parent et al., 99]. 

However, in these frameworks no form of reasoning is performed. It would be interesting to study 

the application of our approaches to temporal conceptual models, in order to augment them with 

reasoning mechanisms able to check the consistency of temporal information (to ensure that it is 

actually possible to design a database that respects the conceptual model) and the consistency of the 

data with regards to the conceptual model itself (to ensure that data respect the conceptual model). 

Since, in the database area, performance issues are crucial, it would be necessary to exploit 

clustering techniques to empirically drop time costs of the algorithms and to devise less expressive 

formalisms about instances to lower the time complexity of integrated reasoning. 
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