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Abstract—Recent trends in Software Engineering have intro-
duced the importance of reconsidering the traditional idea of
software design as a socio-tecnical problem, where human agents
are integral part of the system along with hardware and software
components. Design and runtime support for Socio-Technical
Systems (STSs) requires appropriate modeling techniques and
non-traditional infrastructures. Agent-oriented software method-
ologies are natural solutions to the development of STSs, both
humans and technical components are conceptualized and an-
alyzed as part of the same system. In this paper, we illustrate
a number of Tropos features that we believe fundamental to
support the development and runtime reconfiguration of STSs.
Particularly, we focus on two critical design issues: risk analysis
and location variability. We show how they are integrated and
used into a planning-based approach to support the designer in
evaluating and choosing the best design alternative. Finally, we
present a generic framework to develop self-reconfigurable STSs.

I. INTRODUCTION

Socio-technical systems, introduced by Emery and Trist [1],
[2], identify a particular class of systems characterized by an
interplay between their social and technical components; in
other words, a socio-technical system is composed not only
of hardware and software, but also of human agents. STSs
present specific properties, among which [3]:

o emergent properties arising from the system as a whole,
rather than from the individual components;

o non-determinism, since humans do not always react in
the same way;

« dynamic organizational objectives, because objectives can
have different (subjective) interpretations and may vary
over time.

A particularly relevant and promising application area for
socio-technical systems is Ambient Intelligence (Aml). Fig-
ure 1 presents an Aml scenario concerning crisis management,
which we will use further in the paper as a motivating case
study. A camera detects a possible fire in a building and,
in order to avoid false alerts, it asks another camera for
confirmation (1). A sound alert cannot be activated, because
the (in-place) alarm ring is out of order (2). The system should
therefore self-reconfigure: the alternative is to call the firemen
(3), check the current traffic status to support the rescue teams
(4), and alert the fire warden (6). The socio-technical nature of
this scenario becomes clear during this reconfiguration step:
calling firemen and alerting the fire warden involves human

activities, whose outcome is unpredictable, whereas checking
the traffic status involves humans only in a further step, when
traffic should be re-routed (5). Even in such a simplified sce-
nario, the interplay between humans and technical subsystems
is manifest, and shows the complex nature of designing and
supporting STS at runtime.

Fig. 1.  An Ambient Intelligence crisis management scenario for Socio-
Technical Systems.

The use of agents, with sociality, autonomy, and proactivity
as key characteristics, can be beneficial for socio-technical
systems (and, consequently, Aml systems) design and runtime
support. Indeed, in an STS the social interaction among the
computational units is essential in pursuing the system goals.
System components (both technical and social) need autonomy
to take decisions locally, to choose when and how they need
to achieve their objectives.

Tropos [4] is an agent-oriented software engineering
methodology, which bases on the Belief-Desire-Intention
(BDI) paradigm [5], [6]. Tropos models the system as a set of
interacting agents'. Each agent has a set of goals to fulfill, and
a number of tasks that describe how to achieve goals. An agent
can provide or require resources to execute tasks. Soft-goals
represent those goals, such as software qualities, for which
fulfillment there is no clear-cut criteria. Goal-to-goal connec-
tions can be set through (a) and-decomposition to split a goal
into a number of concurrent sub-goals; (b) or-decomposition

' An agent can be a human or an artificial agent.



to represent a number of alternative sub-goals. Goals are
connected to tasks through means-end decomposition: the task
is a means to achieve an end (the goal). Contribution relations
link goals, tasks, and resources to soft-goals; a contribution
from an element = to a soft-goal s represents how well x
contributes to the satisfaction of s. Finally, agents depend on
each other — via dependencies — for goal achievement, task
execution, and resource provision.

These aspects of Tropos appear useful for the development
of socio-technical systems, where hardware/software agents
coexist with human actors. However, the original [4] Tropos
modeling framework alone is not sufficient to capture all
aspects of STSs, and in this paper, we illustrate a collection
of Tropos extensions that can be used to better address both
the development and the support of STSs at runtime. The
first design-time extension concerns the modeling of location
variability; the location where an agent is situated can requires
specific strategies to be used at runtime. The second extensions
we introduce is a framework to handle uncertainty in the
development of STSs: the Goal-Risk (GR) framework is a
modeling technique, accompanied by analysis tools, whose
objective is the minimization of risk. These extensions to the
original Tropos framework can be integrated in a planning-
based framework that can support a designer in exploring the
design-time space of alternatives. The framework allows the
designer to look at all possible designs and on the base of
a number of criteria decide on such alternatives. Finally, we
introduce two approaches to support self-reconfigurable STSs.
Essentially, we propose two approaches to use the Tropos goal
diagrams to monitor the execution of a system. The former
adopts a centralized reconfiguration engine, while the latter a
decentralized reconfiguration enacted by each agent.

The paper is organized as follows: Section II discusses
two concerns which are relevant in the design of STSs in an
Aml setting: location variability and risk; Section III shows
how Al planning techniques can be used to automate design-
time analysis; Section IV analyzes autonomic STSs and the
property of runtime self-reconfiguration. Finally, Section V
presents final remarks and future work.

II. MODELING STS IN AMI SETTINGS

We present two different techniques to support the design of
socio-technical systems. The rationale behind these proposals
comes from two important aspects in STSs, and whose impor-
tance gets even wider when considering Ambient Intelligence
settings; these concerns are location-based variability and risk.

A. Modeling Location-based Variability

The rationale of an agent often contains behavioral variabil-
ity, where the agent can choose among alternative strategies
(tasks) to fulfill the same objective (goal). A proper variability
modeling should include means to represent how the selection
between these alternatives is performed, specifying when and
where a certain alternative is applicable. STSs are charac-
terized by a dynamic location, in which both technical and
social components vary over time. We claim that location is

an important criteria that can constrain and guide the selection
of the most suitable alternative.

Figure 2a shows a partial goal model for a software agent
working on behalf of a victim of a crisis (e.g., a fire). To ensure
victim safety, the software has to be aware of the crisis, which
can be done through an explicit request from the victim by a
voice or typed command or through the continuous automated
analysis of the signal that comes from some sensing system.
To ensure safety, the victim might need to wear special dress
(e.g. anti-fire coat). Then, the victim has to be guided to a safe
place through an automatic tracing and directing, or through
the help of a fireman.

The original Tropos goal model supports modeling alterna-
tives for satisfying goals, but lacks tools for specifying the
locations where specific alternatives are applicable. (see the
model in Figure 2a). In our previous work [7], [8], [9], we
extended Tropos goal model to represent the relation between
goal satisfaction alternatives and location. Our modeling en-
ables an agent to answer several important questions such as:
what are the possible, impossible, or recommended alternatives
to satisfy a goal in a specified location. In our approach, (i)
a location property is a boolean predicate evaluated against
the current location; (ii) a location-based variation point is an
element in the goal model to which a location property (Li on
Figure 2b) can be associated. We defined five location-based
variation points:

1) Location-based Or-decomposition: Or-decomposition is
the basic variability construct; the choice of a specific
Or-alternative might be based on a location properties
that inhibits, allows, or recommends some alternatives.
E.g. having crisis awareness through communicating
with a sensing system requires both that a sensing
system exists and the user’s PDA has the ability to
connect to it (L1).

2) Location-based contribution to softgoals: the value of the
contributions to the softgoals can vary from one location
to another. We need to specify the relation between the
location and the value of the contribution. E.g. receiving
the user request through voice recognition contributes
positively to the softgoal “Preciseness” when the level
of noise is low and the system is trained enough for
recognizing that user voice (LZ2), while it contributes
negatively in the opposite case (L3).

3) Location-based dependency: in some locations, an actor
might be unable to satisfy a goal using its own alterna-
tives. In such case, the actor might delegate this goal to
another actor that is able to satisfy it. E.g. guiding the
person in crisis by a fireman is an alternative that needs
a free and skilled fireman that is close to and can reach
that person (L4).

4) Location-based goal / task activation: an actor, and de-
pending on the location settings, might find necessary or
possible triggering (or stopping) the desire of satisfying
a goal / the execution of a task. E.g. notifying a person
about crisis has to be triggered when the analysis of
the signal that comes from the sensing system addresses
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Fig. 2. Partial goal model for the crisis management scenario.

some potential danger (L5).

5) Location-based And-decomposition: a sub-goal might
(or might not) be needed in a certain location, that is
some sub-goals are not always mandatory to fulfil the
top-level goal in And-decomposition. E.g. the need of a
person in crisis to wear special equipments depends on
the category of the crises, and the skills the person in
danger has (L6).

The analysis of the location properties will lead to the
definition of the location model that can be modeled using
class diagram as we did in [8]. In [9], we described a
process to derive a location model — describing the location
in terms of its entities and the links between them — from
the location properties in a goal model. The location model
can be instantiated to represent a certain location and enable
automated reasoning. The evaluation of the location properties
will enable an agent to derive the possible alternatives for
satisfying its goals. The proposed extension of Tropos goals
modeling constructs are colored in gray in the metamodel of
Figure 3.

By formalizing the goal model, the location model, and the
location preperties, it becomes possible performing several
kinds of analysis. We outline now three types of automated
analysis:

1) Location-based goal satisfiability (LGS): it verifies
whether a goal is achievable by choosing a certain
alternative in a specific location.

2) Location properties satisfiability (LPS): this analysis
checks if the current location structure is compliant with
a set of goals. This techniques can be used to identify
what is missing in a particular location where some top-
level goals have been identified as unsatisfiable by LGS.

3) Preferences analysis (PA): this type of analysis requires
the specification of preferences over alternatives. Pref-
erences can be modeled using soft-goals as in [10]. We
need this analysis in two cases:

a) when there are several alternatives to satisfy a goal:
the selection will be based on the contributions to
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Actor Has Profile
>
Z> q\ Involves
Involves
Location Actor Mobile Actor
/ Is_Assigned Loc Property Environment
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Loc-based SW Actor
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Contains

Loc-based Goal Model Variability Point
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Fig. 3. Metamodel showing the extension of Tropos with location.

preferred soft-goals.

b) when there is no applicable alternative: in this
case, LPS might provide several proposals about
the needed location modifications.

The adopted modifications are those leading to better
satisfaction of the preferences expressed over soft-goals.

B. Modeling Uncertainty through Risk Analysis

STSs are exposed to a wide range of uncertainty during their
development, runtime, and maintenance. Some uncertainties
can result into system failures, and can even put human lives
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in danger. There is no such systems that are free of failure: if
something can go wrong then it will go wrong [11]. Therefore,
designers should consider uncertainties that could lead to
failures that harm the system and treat them.

In [12], we proposed the Goal-Risk (GR) modeling frame-
work, that extends Tropos by providing modeling constructs
to represent uncertain events that may affect the organization
negatively (called risks) or positively (called opportunities).
Indeed, it is hardly possible to nullify the risks that threaten a
system since the system can fail as well in case of normal op-
erations (e.g., operator errors, bad maintenance) or malicious
intentions (e.g., attacks, frauds).

Fire Fighter |

Stop the fire
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\ Department / 9 location
% Go to Estingush
ASSET Order to Warehouse i the fire
Logistic Go with
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TREATMENT Spread FF Coordinate
unit around with Police
Layer the city

Fig. 4. The Goal-Risk Framework

Conceptually, a Goal-Risk (GR) model (see Figure 4) is
composed by three-layers: asset to capture the goals of the
stakeholders (e.g., firefighter intends to stop a fire), and tasks
and resources required to achieve the goals (e.g., “Go to
warehouse to obtain the logistic™), event (pentagons) to model
uncertainty events (e.g., risks, opportunities) that affect the as-
set layer (e.g., having a traffic jam), and treatment, depicted as
tasks, to capture additional measures that are required to treat
the risks (e.g., spread firefighter units around the city). This
framework is equipped with two basic reasoning mechanisms
to help designers in making decisions. First, forward reasoning
aims at calculating the risk level of an organization for a
given setting (e.g., value of goals, adopted treatments) and
inputs (e.g., likelihood-severity of event). Second, backward
reasoning aims at eliciting the possible solutions (e.g., strategy
to achieve the goals and necessary treatments to mitigate the
risks) for a given set of constraints (e.g., tolerable risk level).

A socio-technical system is composed by several agents,
each having its own goals, tasks, resources, and, moreover,

each exposed to different risks. An agent often cannot fulfill
all its goals, and needs to depend on others to satisfy some
subgoals, execute some tasks, or provide resources. Thus, a
system can be viewed as a network of agent dependencies. In
secure and dependable systems, this phenomena emerges as
one of the critical points because a vulnerable agent can put
the entire system at risk.

In [13], we extend the GR framework to the case of a
multi-agents setting and illustrate how risks are propagated
from an agent across the organization. In certain cases, agents
should depend on other agents that they do not trust due to
some reasons (e.g., there are not other choices, the regulation
orders to do it). In such a setting, the agents often perceives
a higher level of risk as if they depend on the ones they
trust. Essentially, we can infer how much risks that an agent
perceives is based on its trust relations [14] and evaluate
whether adopted treatments are perceived to be effective by
agents in mitigating the risks.

Finally, considering risks is critical to ensure the socio-
technical systems being dependable and operating securely.
Risk analysis is a continuous process, and therefore risks must
be monitored during runtime and be reviewed regularly as long
as the system is still in use.

III. AUTOMATING THE DESIGN: A PLANNING-BASED
APPROACH

The planning-based extension of Tropos [15] has been
proposed to support a designer in exploring the space of
alternative designs of a socio-technical system. Indeed, the
fulfillment of each of the system goals is related to a number of
choices of how the goal is decomposed and which are the ac-
tors the goal (or its subgoals) are delegated to. The idea behind
planning-based framework is that the task of constructing a
requirements model for a socio-technical system, i.e. a network
of delegations among actors for goals, can be framed as a
planning problem where selecting a suitable social structure
corresponds to selecting a plan that satisfies the stakeholders
goals.

This work adopts Al (Artificial Intelligence) planning [16]
techniques to the domain of requirements engineering. Al
planning is about automatically determining a course of ac-
tions (i.e., a plan) needed to achieve a certain goal where
an action is a transition rule from one state of the world to
another. To define a planning problem, one should specify (i)
the initial state of the world, (ii) the desired state of the world,
and (iii) the actions. In our planning-based framework, goal
decomposition, delegation and fulfillment are seen as actions
that the designer ascribes to the actors of the system-to-be and
of its organizational environment. We use PDDL (Planning
Domain Definition Language) 2.2 [17] to formally specify the
initial organizational setting and actions of the domain. An
off-the-shelf planning tool, LPG-td [18], is adopted for the
implementation of the planning domain.

In [15] we have presented the basic set of first-order
predicates used to formalize the organizational setting in terms
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of actors and goals, their properties (e.g. actor capabilities),
and social dependencies among actors.

The flexibility of the PDDL specification language makes
it possible to accommodate various criteria into the planning
problem definition. In the following, we list the extensions
of our framework related to three different aspect of socio-
technical system development and deployment.

An application of our planning-based framework to the
domain of secure system design presented in [19] supports
trust and permission concepts of Secure Tropos [20]. The plan-
ning domain is defined so that it guarantees that the resulting
socio-technical model satisfied the trust and permission related
constraints imposed on it (e.g., no goal is delegated along an
untrusted link). In the crisis management scenario, presented
in Section I, the examples of such security constraints can be
related to the permission to activate the alarm, which only a
limited set of actors possess, or to trust relations between the
firemen and the fire warden of the building.

Yet another extension of our framework [21] uses risk-based
evaluation metrics for selecting a suitable design alternative,
and aims at agent-based safety critical applications. In this
work, the risk-based criteria (e.g. related to the criticality of a
goal satisfaction or minimum acceptable level of trust between
agents) and the respective framework discussed in Section I1-B
of the present paper, are incorporated into the planning-based
procedure which supports a socio-system design (as well as
a system redesign at runtime). This work aims at proposing
a design that maintain the risk level within the acceptable
limits. In the crisis management scenario, the examples of
risk constraints are the ones related to the way to alert the
workers about the danger (the most reliable one should be
chosen among the available alternatives), or to the level of
trust between the firemen and the fire warden of the building
and, accordingly, the goals that can be delegated between these
actors.

Location can be used as a metrics for evaluating alternatives,
as well. As we showed in Section II-A, location properties
associated to variation points can be used to (a) limit the
range of alternatives an agent can choose among; (b) ex-
press location-dependent contribution to soft-goals. In such
a way, the planning-based approach we suggest here can be
customized to discard unavailable options and to exploit soft-
goal satisfaction for ranking available alternatives.

IV. AUTONOMIC SOCIO-TECHNICAL SYSTEMS: RUNTIME
SELEF-RECONFIGURATION

The previous sections focused on various facets of the
design of STSs, proposing both modeling languages and
analysis/reasoning techniques. The design of an STS is a
fundamental activity, which helps preventing the development
of a system that violates its requirements (both functional and
non-functional) at runtime.

Nevertheless, design-time support is not sufficient to provide
a comprehensive support for socio-technical systems. Runtime
violation of requirements [22] is recognized as an open
problem and has been explored since several years. Feather

et al. [23] propose an approach to reconcile requirements with
runtime behavior, where both the design- and run-time phases
are covered: (a) anticipate as many violations as possible at
specification time, and (b) detect and resolve the remaining vi-
olations at runtime. Though Feather’s work is not targeted for
socio-technical systems, it points out problems and proposes
solutions which apply also in the context of STSs.

There is hence a clear need for a runtime framework which
complements the design-time techniques we have presented.
An STS exhibits particular properties that set specific require-
ments for the execution infrastructure:

o humans play an active role and should interact with the
technical sub-systems at runtime;

« the location (both the physical and the social aspects of
location) is in continuous evolution;

« the system should self-reconfigure adapting to the chang-
ing environment where it operates;

o failures should be compensated and an alternative plan
should replace the failed plan.

Multi-agent system infrastructures represent a good candi-
date to support socio-technical systems at runtime. In particu-
lar, those based on the BDI paradigm are particularly suitable,
since Tropos is founded on BDI. However, STSs exhibit
some features which are not considered in the classical BDI
paradigm, such as the interplay between software and human
agents. Therefore, existing infrastructures need customization
to result an effective solution for STSs.

The approach we have taken in our research is to link
Tropos to BDI-based software architectures. This solution
enables us to combine different state-of-the-art techniques
extending the capabilities of BDI. Agents represent the core
concept at runtime; each agent has a goal-based specification,
executes plans to achieve its active goals, and depends on
other agent for plan execution, goal achievement, and resource
provision. Two different but complementary approaches can
drive the self-reconfiguration process, with distinct properties
and application scenarios:

« centralized self-configuration: some types of STS, such
as a scientific institution, can work properly only if a
centralized knowledge of the various agents is available,
and self-reconfiguration is therefore controlled centrally.
We explored this first type of self-reconfiguration in [24].

o decentralized self-configuration: this approach presents
self-configuration from the local perspective of an in-
dividual agent. Each agent commits to achieve its own
goals at best, without having a complete knowledge of
the STS. This solution cannot achieve the same level
of optimality a centralized approach guarantees, but is
the only available solution whenever the internals of the
agents cannot be disclosed to a centralized supervisor. An
example of this situation is two software systems that in-
teract but belong to different companies: the interfaces are
available, but the companies will not disclose the internal
reasoning. We proposed an initial approach supporting
this vision in [25].
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In [24] we have presented an approach to dynamic recon-
figuration of a socio-technical system structure in response to
internal or external changes. The paper suggests a centralized
reconfiguration mechanism, which aims at making a socio-
technical system self-configuring, and proposes a multi-agent
architecture for its implementation.

The proposed reconfiguration mechanism

« collects and manages the information about the system;

o evaluates both the system state (e.g. the overall work-
load), and the local utilities of each agent to decide
whether the system needs to be redesigned in response
to external or internal changes;

o and, if the above evaluation shows that the reconfigu-
ration is needed, replans the system structure in order
to optimize it with respect to the evaluation criteria of
interest.

The notification about the change is obtained either from the
inside of the system or from the environment. Each system
agent is obliged to communicate to some central point if it
committed to, or achieved a goal. Four types of triggering
events are supported, namely, the situations when a new agent
enters the system, or the existing one leaves, when a new
system goal is introduced, or one of the old ones is satisfied.
However, due to the flexibility of the PDDL representation, it
is possible to extend the formalization to support the changes
in the agents’ capabilities and commitments, failures when
achieving goals, etc.

This framework can be applied to the organization of
firemen rescue teams, where different alternatives are available
(truck type, fire fighting approach, firemen equipment) and
several agents are involved. In this scenario, finding the
optimal solution is fundamental, and the centralized planning-
base approach is the best choice.

Talos [25] is an architectural approach to self-
reconfiguration based on a decentralized reconfiguration
mechanism, where self-reconfiguration is seen from the
perspective of each agent/component. Three different sub-
systems are the core of the self-reconfiguration process each
agent performs:

e Monitor: the agent should continuously monitor both
its internal state and the location where it is running
(similarly to what happens for the centralized approach).
The internal state is evaluated verifying the status of
the agent’s goals, detecting new goals, failures, and
fulfillments. A mailbox is exploited to figure out the
incoming requests from other agents, who want to in-
teract to achieve their own goals. The external context is
monitored receiving events from the set of artifacts which
can be seen or are used by the agent.

o Diagnose: monitored events are linked to the goal model
by traceability links, triggering new top-level goals and
notifying failures or achievements. Diagnosis provides
different levels of detail depending on the chosen goal
monitoring granularity; in Talos we exploit a variant of
Wang’s goal monitoring switches [26]: the closer the

monitoring switches are to the plans, the more detailed
diagnosis we can obtain. A particular kind of diagno-
sis is related to the enactment of dependencies, where
other agents provide information concerning dependency
requests (e.g., refuse, contract, accept).

o Compensate: after detecting and diagnosing a failure, the
following step consists of taking a countermeasure to this
failure. We propose the execution of two sub-tasks to
properly carry out this activity:

— A compensation plan should be executed to “undo”
the effects of the failed plan. An important informa-
tion from diagnosis is to understand which action of
the plan failed, or if the plan failed to achieve the
goal though it terminated correctly.

— A self-reconfiguration process is enacted to choose
another strategy to achieve the goal of which a failure
event was generated. A variant of goal analysis is
used to perform this step.

The decentralized solution is suitable in the fire fighting
scenario, as well. In the scene described in Figure 1 the
out-of-order bell inhibits the best overall alerting strategy
(playing a sound alarm), and this failure requires a prompt
local reconfiguration (e.g., alerting the fire warden). Involving
a central control unit would produce delays and could result in
a failure, especially if the fire damaged the physical network
enabling the communication with the central unit.

V. CONCLUSION AND FUTURE WORK

In this paper, we have presented and analyzed a number
of extensions to the Tropos methodology to support the
development and the runtime operation of a complex class of
modern systems, namely socio-technical systems. The design
and runtime emergent properties of these systems present a
lot of challenges for developers and there is a clear need for
innovative engineering tools and techniques.

We have presented two design-time modeling and reasoning
techniques, focused on location properties of an STS and risk
analysis, respectively. Also, the problem of runtime reconfigu-
ration of a socio-technical structure was addresses in the paper
with two approaches, centralized and decentralized, suitable
each for different application areas.

As future work, we believe it will be important to further
elaborate and better integrate the techniques presented in this
paper. Particularly, we would like to work on the implementa-
tion of an integrated CASE tool for the development of STSs.
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Abstract—Building ad-hoc design processes and methodologies
has become a key challenge in Software Engineering, and several
efforts are being made for developing appropriate meta-models
both for methodologies and development processes. The Software
Process Engineering Meta-model (SPEM) - an OMG object-
oriented standard — is a natural candidate for representing,
comparing and reusing design processes in a uniform way.

In this paper we apply SPEM 2.0 to Agent-Oriented Software
Engineering methodologies, so as to assess its strengths and
limitations. To this end, we take the SODA methodology as a
significant case study, and compare the meta-model of its process
obtained from SPEM 2.0 with the former meta-model obtained
from SPEM 1.0.

I. INTRODUCTION

In the Software Engineering (SE) research field, several
efforts are underway for developing appropriate meta-models
for SE methodologies and processes. According to Cernuzzi et
al. [1], a Development Process is an ordered set of steps that
involve all the activities, constraints and resources required
to produce a specific output which satisfies a set of input
requirements. Typically, a process is composed of different
stages/phases in relation with each other: each stage/phase
identifies a portion of the work to be done, the resources to be
exploited and the constraints to be obeyed for that purpose.

The relation between methodologies and processes is well
studied in the literature: as pointed out in [1], methodologies
focus more explicitly on how an activity or task should be
performed in specific stages of the process, while processes
may also cover more general management aspects about who,
when, how much, etc.

Software development processes and methodologies have
always been described in suitable terms for developers [2]: in
fact, they talk about what tasks and techniques should be used,
what sort of lifecycle is appropriate, and how these process
elements should be organised in time and assigned to people.
These aspects are often described in a manual or book that the
project manager and his/her team of developers closely follow
[2]. However, such manuals are not suitable for the automatic

tools that typically support the designer’s work, such as CASE
tools that need specific rules for supporting methodologies and
processes—rules stating, for instance, that it is a nonsense to
put in a sequence two activities, three techniques and four
roles: these rules are usually captured by a meta-model.

Although it is possible to describe a methodology / process
without an explicit meta-model, formalising their underpinning
ideas is valuable for checking consistency, or when planning
extensions or modifications: there, meta-models can be ex-
ploited to check both the software development process and
the completeness and expressiveness of methodologies. More
generally, the relevance of meta-model becomes clear when
studying the completeness and the expressiveness of a method-
ology / process, and when comparing or integrating different
methodologies / processes together. For these reasons, research
efforts are being made to define unified meta-models, aimed
at representing the existing methodologies and processes in a
uniform way, so as to promote their mutual comparison, their
composition and reuse—this area is sometimes referred to as
Method Engineering (3], [4].

SPEM (Software Process Engineering Meta-model, [5]) is
one of the key references for this purpose: as it could be
expected, SPEM is conceived for an object-oriented context,
since most current methodologies adopt this paradigm as their
reference.

SPEM seems a natural candidate for representing the meta-
models of Software Engineering methodologies, both because
it is an OMG standard, and because it is based on formal
descriptions that can lead to consistent, comparable models:
s0, an interesting challenge is to test its applicability to other,
non object-oriented Software Engineering domains. Despite
its origin in the object-oriented context, SPEM can be ap-
plied to the agent-oriented process quite naturally, since the
process of software development is mostly independent of the
computational paradigm adopted, and has essentially the same
phases in any methodology. However, AOSE methodologies
introduce a richer set of abstractions and mechanisms, which
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naturally lead to a more articulated definition of the software
development process.

In a previous work [6] we explored the applicability of
SPEM to the Agent-Oriented Software Engineering (AOSE)
domain, whose abstractions and mechanisms are particularly
suited to the design and development of complex software
systems. There, we highlighted several limitations (briefly
recalled in Section IV), exploiting the SODA methodology
as a significant case study for stressing SPEM 1.0’s strengths
and weaknesses because of its focus on modelling the social
issues and the application environment, and its mechanisms
for capturing the layered structure of complex systems. Other
AOSE methodologies modelled by SPEM [7] apparently do
not suffer from such limitations (mainly because they do not
include some mechanisms, like the SODA layering which
is discussed below), so it seems quite difficult to determine
general metrics and criteria for assessing the SPEM meta-
modelling power.

So, in this paper we explore SPEM 2.0 by modelling the
SODA methodology process and comparing the results with
the previous ones—in particular, aiming to discover whether
and how the previous limitations have been addressed: in a
sense, to check whether the extension of the SPEM object-
oriented standard has gone farther in addressing the many
issues of agent-oriented methods and techniques.

Accordingly, the paper is structured as follows. Section II
briefly presents SPEM 2.0 and some considerations about the
adoption of SPEM in the AOSE field (Subsection II-A), while
Section III presents the corresponding SODA process. Then,
Section IV compares the meta-modelling power of SPEM 1.0
and SPEM 2.0, by taking the SODA process as its running
example. Conclusions are reported in Section V.

II. SPEM

SPEM is an OMG standard meta-model for formally defin-
ing software and systems development processes [5]. The
goal of SPEM 2.0 is not only to support the representation
of one specific development process ore the maintenance of
several unrelated processes, but to provide process engineers
with mechanisms to consistently and effectively manage whole
families of related processes promoting process reusability
[5]. To this end, its meta-model introduces a clear separa-
tion between reusable methods content and its application in
processes: the first item provides step-by-step explanations of
how the development goals are achieved, independently of the
placement of these steps within a development lifecycle; then,
processes take these methods content elements and relate them
into partially-ordered sequences that are customized to specific
types of projects.

More in detail, SPEM 2.0 is structured into seven packages:
Core, Process Structure, Process Behaviour, Manage Content,
Method Content, Process With Method, and Method Plugin.

The Core package defines the base classes and abstractions
for all other meta-model packages, while Process Structure
provides the base for creating flexible process models —
in particular, defining a process model as a breakdown or

decomposition of nested Activities, with the related Roles and
input / output Work Products. In addition, this package enables
process reuse by providing mechanisms such as dynamic
binding of process patterns (or capability patterns), which are
reusable best practices for quickly creating new development
processes.

The Process Behavior package supports the extension of the
static breakdown structure of a process by externally-defined
behaviour models. Manage Content, then, introduces the con-
cepts to document and manage development processes through
natural language description—indeed, practice of processes
techniques and methods often cannot be formalised, but can
only be expressed in natural language. In its turn, Method
Content makes it possible to build a reusable development
knowledge base which is independent of any specific devel-
opment process: in particular, this package comprises textual
step-by-step explanations, describing how specific fine-grain
development goals are achieved by which roles, with which
resources and results, independently of the placement of these
steps within a specific development lifecycle. Process With
Method provides what is needed to integrate processes with
instances of Method Content concepts. Finally, the Method
Plugin package introduces concepts for ‘designing’ and man-
aging maintainable, large scale, reusable, and configurable
libraries or repositories of method content and processes. In
the next Subsection we outline some of the main issues in the
use of SPEM in the AOSE context.

A. SPEM&AOSE

As introduced above, AOSE methodologies introduce a
richer set of abstractions and mechanisms then OO systems, so
the software development process is more articulated; in turn,
the wide range of peculiarities of each methodology makes it
difficult to define some general metrics and criteria for SPEM
testing and evaluation.

Yet, some points can be put in evidence. First, each process
and subprocess resulting from methodology representation
should be reasonably clear and easy to understand, since
failing to do so would make the SPEM representation itself
little useful. SPEM’s separation between Method Contents
and Processes is a natural candidate to support this aspect,
although the limited set of symbols offered by SPEM might
lead to difficulties in representing elements or state changes.
Second, since most methodologies exploit some iterative /
incremental processes, the SPEM representation should be
able to support such aspect. Third, since methodologies for
complex systems typically include conceptual mechanisms
for complexity management (such as some form of in/out
zooming, the ability to view the system by levels at different
abstraction levels, etc), some support should be provided by
SPEM in order to capture such aspects in a satisfactory way.

In the following section we will try to exploit SODA as a
testbed for evaluating SPEM 2.0’s expressiveness with respect
to such issues.
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III. THE SODA PROCESS

SODA (Societies in Open and Distributed Agent spaces)
[8], [9] is an agent-oriented methodology for the analysis and
design of agent-based systems, which adopts the Agents &
Artifacts meta-model (A&A) [10], and introduces a layering
principle as an effective tool for scaling with the system com-
plexity, applied throughout the analysis and design process.

SODA abstractions are logically divided into three cate-
gories: i) the abstractions for modelling/designing the system’s
active part (task, role, agent, etc.); ii) those for the reactive part
(function, resource, artifact, etc.); and iii) those for interaction
and organisational rules (relation, dependency, interaction,
rule, etc.). In its turn, the SODA process is organised in
two phases (Figure 1), each structured in two sub-phases:
the Analysis phase, which includes the Requirements Analysis
and the Analysis steps, and the Design phase, including the
Architectural Design and the Detailed Design steps. Each sub-
phase models (designs) the system exploiting a subset of the
SODA abstractions: in particular, each subset always includes
at least one abstraction for each of the above categories—that
is, at least one abstraction for the system’s active part, one for
the reactive part, and another for interaction and organisational
rules.

In order to represent the whole SODA process in a simple
yet effective way, we exploited SPEM’s separation between
Method Contents and Processes (Section II): first, we modelled
each sub-phase as a separate and independent Method Content,
then we defined a specific process for each sub-phase — see
Figures 3, 4, 5 and 6 for details — and re-used these processes
to create the whole SODA process presented in Figure 1. In
this way the whole process is reasonably easy to understand,
since each sub-phase in the Activity Diagram is depicted as a
simple activity, hiding the internal complexity of that process
portion.

In addition, since the SODA process (Figure 1) is iterative
and incremental, each step can be repeated several times, by
suitably exploiting the layering principle: so, for instance,
if, during the Analysis step, the System Analyst — one of
the roles involved in the SODA process — recognises some
omissions or lacks in the requirements’ definition, he/she can
restart the Requirements Analysis step adding a new layer
in the system or selecting a specific layer and then refining
it. Analogous considerations could be made for both the
Architectural Design step — where the Analysis step can be
restarted from the layering — and the Detailed Design step—
which leads to restart the Architectural Design step.

The layering in Figure 1 is represented as a simply Activity
of the process: actually, it is a capability pattern (Section II),
i.e., a reusable portion of the process, as shown in Figure
2 where the layering process is detailed. In particular, the
layering presents two different functionalities: (i) the selection
of a specific layer for refining / completing the abstractions
models in the methodology process, and (ii) the creation of
a new layer in the system by in-zooming (i.e., increasing
the system detail) or out-zooming (i.e., increasing the system
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no
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Architectural Design

Is the system well|specified?

no Layering
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yes i w
=5
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Are there problems in\l/he system?

"

no

Fig. 1. Activity Diagrams of the whole SODA process.

abstraction) activities. In latter case, the layering process
terminates with the projection activity needed to project the
abstractions from one layer to another “as they are”, so as to
maintain the consistency in each layer.

The layering pattern is also used within sub-phases—except
in the Detailed Design, where the layering principle is, by
definition, not applicable. For instance, Figures 3, 4 and
5 report the sub-process of the Requirements Analysis, of
Analysis and of Architectural Design steps, respectively: the
layering activity is applied multiple times, both as a refinement
or layer selecting technique in the single models (activities)
— e.g., task layering, role layering, resource layering, space
layering interaction layering, etc... — and as a way for re-
starting the stage if some problems arise in the models or just
for triggerring a new iteration of the stage. In the following,
each sub-phase is presented in short.

a) Requirements Analysis.: Several abstract entities and
models are introduced for this purpose. Each model is repre-
sented in Figure 3 as an activity, related to the corresponding
Task in the Requirements Analysis Method Content. The latter
specifies the steps to be completed to achieve the task, as well
as the Workproducts to be produced—i.e., the SODA tables
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describing the abstract entities of the Requirements Analy-
sis. During the Requirements modelling activity (Figure 3),
requirement and actor are used for modelling the customers’
requirements and the requirement sources, respectively, while
the external-environment notion is used as a container of
the legacy-systems that represent the legacy resources of
the environment in the Environment modelling activity. The
relationships between requirements and legacy systems are
modelled in the Relation modelling activity in terms of a

suitable relation.
start
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b) Analysis.: The first activity in the Analysis step is
Moving from Requirements (Figure 4), where the abstractions
identified in the previous step are mapped onto the abstractions
adopted in this stage to generate the initial version of the
Analysis models. In particular, the Analysis step expresses the
requirement representation in terms of more concrete entities
such as fasks and functions. Tasks are activities requiring
one or more competences and are analysed in the Task
analysis activity, while functions are reactive activities aimed
at supporting tasks analysed in the Function analysis activity.
The structure of the environment, analysed in the Topology
analysis activity, is also modelled in terms of topologies—
i.e., topological constraints over the environment. The relations
highlighted in the previous step are here the starting point for
the definition of dependencies among such abstract entities in
the Dependency analysis activity.

new iteration

@60%0

Moving from requirements

ﬁ

other layer? E{_‘ﬁ
———>Layering
o l
2
E)J E)J =5
Task analysis Function analysls Topology analysis
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=]
E5
Dependency analysis
another layer?
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Dependency layering
Are the models|well specified?
@ yes no

Fig. 4. Activity Diagram of the Analysis step.

c) Architectural Design.: This stage (Figure 5) is one of
the more complex sub-phases in SODA. The first activity is
Transition (Figure 5), where the abstractions identified in the
previous step are mapped onto the abstractions adopted in this
stage so as to generate the initial version of the Architectural
Design models. The main goal is to assign responsibilities
for achieving tasks to roles — Role design activity — and for
providing functions to resources—Resource design activity.
In order to attain one or more tasks, a role should be able
to perform actions — Role design activity —; analogously, the

5

Layering



resource should be able to execute operations providing one
or more functions—Resource design activity. The topology
constraints lead to the definition of spaces, i.e., conceptual
places structuring the environment in the Space design activity.
Finally, the dependencies identified in the previous phase
become here interactions and rules. Interactions represent
the acts of the interaction among roles, among resources
and between roles and resources, and are designed in the
Interaction design activity; rules, instead, enable and bound the
entities’ behaviour and are designed in the Constraint design
activity.

new iteration
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other layer? .
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I’\D$ yes Layering

Rme o design Resource e design B
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= A —
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\L\
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areall the mode\s\t«el\ specified?
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Fig. 5. Activity Diagram of the Architectural Design step.

d) Detailed Design.: The Detailed Design step (Figure 6)
is the only stage where the layering principle is not applicable,
since its goal is to choose the most adequate representation
level for each architectural entity, thus leading to depict
one (detailed) design from the several potential alternatives
architectures outlined in the previous step. So, as shown in
Figure 6, the first activity of this sub-process is Carving, which
represents a sort of boundary between the Architectural Design
and the Detailed Design, where the chosen system architecture
is “carved out” from all the possible architectures. We also
provide some SPEM’s Guidelines for performing the carving
activity properly. The next activity is Mapping (Figure 6),
where the carved abstractions are mapped onto the abstractions
adopted in this stage, thus generating the initial version of the
Detailed Design models. These models are expressed in terms
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Activity Diagram of the Detailed Design step.

of agents, agent societies, composition, artifacts, aggregates
and workspaces for the abstract entities, while the interactions
are expressed by means of uses, manifests, speaks to and
links to concepts. More precisely, agents are intended here
as autonomous entities able to play several roles, while a
society can be seen as a group of interacting agents and
artifacts whose overall behaviour is essentially autonomous
and proactive: they are designed during the Agent design
activity. The resources identified in the previous step are here
mapped onto suitable artifacts, while aggregates are defined as
a group of interacting agents and artifacts whose overall be-
haviour is essentially functional and reactive: they are designed
during the Environment design activity. Workspaces take the
form of an open set of artifacts and agents: artifacts can be
dynamically added to or removed from workspaces, and agents
can dynamically enter (join) or exit workspaces. Workspaces
are designed in the Workspace design activity. Finally, the uses,
manifests, speaks to and links to concepts are designed during
the Interactions design activity.

IV. DISCUSSION

In [6], the SPEM 1.0 meta-modelling power was put to test
in the context of AOSE methodologies. There, SODA was
taken as a case study to assess the strengths and limitations
of SPEM, given its peculiar focus on the modelling and
engineering (i) social issues, (ii) application environments, and
(iii) complexity management—essential aspects for complex
software systems. In order to simplify the comparison among
the two versions of SPEM, Figure 7 reports the Activity
Diagram of the Architectural Design stage as it was modelled
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in SPEM 1.0. Three major problems were put in evidence at
that time:

1) Activity Diagrams and abstractions did not easily cap-
ture the SODA layering principle: this is quite clear
in Figure 7, where layering is represented as a simply
activity and there is no way to detail the layering sub-
process without reporting in the Activity Diagram all the
layering sub-activities;

2) WorkProduct elements are characterised by a unique
symbol, which makes it difficult to model the state
changes of a WorkProduct during the process evolution
(Figure 7);

3) UML Diagrams often become unreadable due to the
too many elements required to represent a process: for
instance, Figure 7 shows how Activities, Roles, Inputs
and Workproducts are depicted in the same diagram.

o

Dependencies
4 pTabIes Zooming Tables
Arch|t§ctural . , (if exists) -
Designer RN e Responsibilities
Topologies ~~>. | .7 -7~ Tables
Tables il
Transitions
Identyfication
inainf Transition
[layering influences Tables
only these three 7 )
activity] -~ _______Zooming Tables

(if exists)

Zooming Tables Topologies
(if exists) Entities |Definition Definition and
T ,/"and Déscription Description

Layerin
v \g\ Entities Tables

Topological
Tables

N

ooming Tables [exist the

(updated)  glements of /
Interaction] /)
= /
@Dé - ~“Interactions /
~ Description /
Interaction _ /)
Tables - /
[layering] [new iteration]
Fig. 7. Activity Diagram of the Architectural Design step (SPEM 1.0).

These limits depend on the fact that SPEM 1.0 does not offer
sufficient abstractions for effectively managing the representa-
tion complexity of articulated processes like those underpinned
by SODA. From this viewpoint, SPEM 2.0 seems to overcome
the limits of the previous version. In fact, the first issue is
now addressed by providing the capability pattern mechanism

(Section II) that makes it possible to represent a process
pattern as a single activity, hiding its internal structure. As
seen in Section III, such a pattern is suitable for modelling
the layering principle, and allows engineers to realise more
understandable and readable diagrams by hiding the process
complexity behind the Activity abstraction. So, the different
activities composing the Layering can now be detailed without
reporting them in the Activity Diagrams each time, leading to
a great simplification (compare Figures 5 and 7).

The second issue is addressed in SPEM 2.0 by extending
both the UML Activity Diagrams so as to represent the input
and output parameters of an Activity, and the UML State
Diagrams so as to annotate the State elements [5]. Such
extensions enable UML State Diagrams to model the lifecycle
of each WorkProduct, and relate each State element to the
corresponding Activity that causes the state change.! This
makes it unnecessary to represent the Workproducts inside the
Activities Diagrams as it was in SPEM 1.0.

The last issue is already partially addressed by the solution
adopted for the first issue, since capability patterns simplify
the Diagrams structure; in addition, as seen in Section II,
SPEM 2.0 introduces the concept of process reusability and
allows Method Contents to be defined independently of their
application in the development lifecycle. So, Method Contents
can be re-used by relating their elements into a process that is
customised for the specific type of project. As a result, each
UML Diagram is now more readable, as it can focus only on
a given portion of the Method Content / Process, and does not
contain all the “unusable” entities which are not related to the
considered portion of the meta-model.

In Section III, for instance, we defined a Method Content
for each SODA stage, relating them to the corresponding
processes. The Method Content defines the involved Roles,
the Tasks to be performed with the corresponding steps, the
Inputs and Workproducts, and the relation between the Inputs
/ Workproducts and Tasks; processes, in their turn, specify the
Activities responsible for the tasks achievement and their order
inside processes. The resulting Activities Diagrams in SPEM
1.0 and SPEM 2.0 for the Architectural Design stage are
shown in Figure 7 and 5, respectively: the latter appears more
readable, as it does not contain the Roles and Workproducts
that are not necessary in this Diagram.

Summing up, SPEM 2.0 seems to overcome the major
limits of its previous version, providing the right abstractions
and mechanisms to model articulated process like SODA’s,
perhaps finding its way in the AOSE context.

V. CONCLUSIONS AND FUTURE WORK

In this paper we took the SODA methodology as a case
study for testing the applicability of SPEM 2.0 to AOSE
methodologies. Moving from a previous work [6] where the
SODA process was modelled in SPEM 1.0, we explored here
whether SPEM 2.0 addressed the weaknesses and limits of ex-
pressiveness that had clearly emerged—mainly, the readability

'Example concerning WorkProduct elements are not reported here for
obvious limitations in space.
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of UML diagrams, both for the intrinsic complexity of Agent-
Oriented methodologies, and for the lack of suitable ad-hoc
entities.

Our experience indicates that SPEM 2.0 addresses such lim-
its, by introducing a clear separation between Method Contents
and Processes, adding capability patterns, and making it possi-
ble to express the ties between the Workproducts’states and the
Activities that produce the changes in the Workproducts’states.
Our next plans include testing SPEM in other contexts such
as modelling the processes underpinned by MAS infrastruc-
tures, with the purpose of integrating AOSE methodologies
and MAS infrastructures according to the Situational Method
Engineering technique [11].
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Abstract—Many different methodologies have been proposed
in Agent Oriented Software Engineering (AOSE) literature, and
the concepts they rely on are different from those adopted when
implementing the system. This conceptual gap often creates
inconsistencies between specifications and implementation. We
propose a metamodel-based approach that aims to bridge this
gap, resulting in an integrated meta-model that merges the best
aspects of four relevant AOSE methodologies (GAIA, Tropos,
SODA and PASSI). The meta-model assembly followed a well-
defined process: for each methodology to be integrated in the
meta-model, we elicited the requirements, identified a set of
process fragments, thoroughly compared the concepts belonging
to the various fragments, and finally composed the meta-model.

I. INTRODUCTION

The trend towards agent-oriented software engineering
(AOSE) is motivated by the need for a new engineering
paradigm to face the increasing complexity and openness of
computational systems. Object-oriented software engineering
is adequate for the development of a variety of systems, but it
falls short when applied to the development of open complex
systems. This class of systems introduces the need for a
new computing paradigm based on distributed intelligent units
— agents —, whose characteristics are intrinsically different
from objects [1]. This paradigmatic shift involves both the
conceptual and the technical levels of the development cycle,
ranging from the requirements analysis to the implementa-
tion and the deployment over an infrastructure. The work
we present here is in the context of the “Methodologies
for the Engineering of complex Software systems: Agent-
based approach” (MEnSA) project!, which aims at filling the

Uhttp://www.mensa-project.org

conceptual gap between AOSE methodologies and multi-agent
systems (MAS) infrastructures.

This gap is well known: Molesini et al. [2] examined this
problem and proposed a case study concerning the SODA
methodology [3]. Integrating an AOSE methodology with
a MAS infrastructure requires to compare and relate the
concepts, to provide a set of methodological guidelines, and
to introduce a set of new concepts acting as a glue to make
the integration successful. This task is not trivial, and one of
the main reasons that make it complex is the difference in
perspectives of methodologies and infrastructures developers.
AOSE methodologies follow a top-down approach starting
from a real world problem and moving towards a solution
(the architecture of a MAS); thus, the concepts and techniques
developed are mainly suitable for the use at analysis and design
phases. On the other hand, the developers of MAS infras-
tructures follow a bottom-up approach starting from already
existing programming paradigms, often an object-oriented one,
and build upon it to form higher level programming constructs
that make the development of the agent-based software easier.

MEnSA’s “filling the gap” objective requires a complex
process, made up of several sub-tasks, whose common element
is the usage of a meta-model approach, and will ultimately
produce an integrated methodology. This paper is focused on
the work we have done concerning the integration of a number
of AOSE methodologies; the integration of infrastructures is
ongoing, and it will be presented in future publications. The
AOSE methodologies taken into consideration by MEnSA are
GAIA [4], Tropos [5], SODA [2], and PASSI [6]: they mainly
differ in the typical scenarios they are designed to support, and
in the phases they better cover. For instance, Tropos exploits
a well established technique for requirements analysis (goal
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modeling), SODA provides an exhaustive characterization of
the environment, PASSI has an extensive coverage of the im-
plementation phase, and GAIA is well suited for the modeling
of organizational aspects.

Our approach is founded on the work done by Cossentino
et al. [7], [8] and starts from the definition of a set of require-
ments for the meta-model we want to assembly. Then, we
elicit a set of fragments fulfilling the identified requirements,
define a semantic conceptual map to precisely relate concepts
belonging to various methodologies, and finally compose the
fragments into an integrated meta-model.

This paper is structured as follows: Section II discusses
the requirements we identified to lead the assembly of the
meta-model; Section III describes the selected fragments and
presents the conceptual map to compare the methodologies;
Section IV focuses on the meta-model, describing the current
version of meta-model; Section V terminates the paper by
proposing conclusions and future work.

II. REQUIREMENTS AND PRINCIPLES FOR ASSEMBLING
THE META-MODEL

In order to obtain a good meta-model — and a good
methodology — we followed a path similar to that adopted
in the engineering of a (software) system and proposed in [7],
[9]. After defining the requirements for our product (the meta-
model), we identified the fragments that better contribute to
the satisfaction of the requirements.

In this section we illustrate how the integrated meta-model
was conceived (Section II-A), and describe the requirements
that led to a new methodology (Section II-B).

A. Assembling a meta-model

A meta-model describes the structure of all the elements that
should be designed when following a specific methodology.
Relationships between elements have specific meanings, and
they should reflect the phases in the methodology. Different
methodologies are built according to specific design philoso-
phies, and comparing their meta-models is not a trivial task:
often, the described concepts and relationships share the name
but have different semantics.

Previous experiences in meta-models creation (e.g., [8], [9])
made it clear that this activity is much more than the mere
selection and composition of concepts from the existing meta-
models. Different composition patterns can be encountered:

1) selected elements from existing meta-models present
the same name but have different meanings. This is
the most common and difficult situation to be faced; a
deep analysis of the collected elements has to be done,
possibly some new elements have to be introduced, some
others have to be modified in order to fill the presented
differences;

2) selected elements have the same meaning but different
names (the opposite of the previous case): renaming
some elements is necessary;

3) all the selected elements present totally disjoint names
and definitions, requiring just a simple composition; this

is the best situation we could encounter, though the most
unusual.

Given the consistency and coherence problems enumerated
above, an integrated meta-model normally needs to be com-
pleted by concepts and relations acting as glue, introduced to
ensure the important features of the original methodologies are
not lost. After a sufficient refinement of the meta-model, it is
possible to start the new methodology definition by assembling
a set of selected process fragments according to the chosen
life-cycle. If the selected fragments do not completely cover
all the life-cycle phases and the requirements, new fragments
will be selected, modified (if needed) and added.

B. The methodology requirements

The definition of a new methodology has to start by speci-
fying the requirements to be satisfied. For the construction of
a new integrated methodology, we decided to start from the
requirements, choose the more suitable fragments belonging
to existing methodologies, and assemble them in a proper
way. The evaluation of the resulting integrated methodology
is the verification of the extent to which the requirements are
satisfied.

Now we list and describe the requirements and sub-
requirements for our integrated AOSE methodology:

1) Fill the gap between design and implementation:

a) Transformational approach from requirements elic-
itation to design and implementation, which refines
high-level abstractions into low-level more con-
crete entities.

b) Support for traceability: the path from each re-
quirement to the corresponding source code should
be clear and easy to identify.

c) Powerful abstractions during the design phase are
needed to provide an appropriate design of the
system; they should be close to the infrastructure-
level abstractions, but attention should be paid to
avoid too fine-grained designs.

2) Good requirements elicitation and analysis:

a) Support for both functional and non-functional
requirements.

b) Support for both goal-oriented and functional-
oriented analysis.

3) Different abstractions in the different phases should
make the comprehension of the design process easier.

4) Enabling an easy transition towards the new method-
ology for designers who are expert with one or more of
the input methodologies.

5) Precise and compact modeling constructs for the
concept of agency:

i Agent: the definition of what an agent is and what
it is supposed to do during its lifetime.

ii Agent’s rationale: the rationale an agent follows to
achieve its objectives, that is the general reasoning
principles leading the agent’s behavior.
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iii Situated agents: the environment where agents live
requires an explicit representation throughout the
whole methodology.

iv Social agents: agent-to-agent and agent-to-
environment interactions are essential to engineer
a multi-agent system.

Considering these requirements we started the analysis
of the four selected methodologies (Tropos, Gaia, SODA,
and PASSI), and we discovered more specific and detailed
requirements. These requirements are listed below:

1y

2)

3)

4)

5)

6)

Transformational process: this need comes from re-
quirements 1 and 3. The model-driven engineering
paradigm [10] will be therefore adopted. Transforma-
tions between the elements of different domains should
be clearly defined. For example, the notion of agent
exists in different development phases and methodolo-
gies with (slightly) different meanings. Following a
transformational approach, we can define several types
of agent (requirements agent, design agent, ...), and
define the way a certain agent transforms (or refines)
into another one.

Layering: the management of different abstraction lev-
els simplifies the design (requirements 1 and 3). SODA
supports layering by means of the zooming and projec-
tion mechanisms. Zooming makes it possible to pass
from an abstract layer to another, while projection
projects the entities of a layer into another [3].
Goal-oriented analysis should be performed before
functional-oriented analysis. The latter should start
from results of the former. The goal-oriented analysis
stands as a basis for Tropos, where agents are defined
in terms of the functional and non-functional goals they
want to achieve. Functional-oriented analysis is then
used by eliciting the tasks to be executed to achieve
the goals.

Interaction:

a) Agent interactions should support semantic com-
munications for removing or minimizing the am-
biguity of messages contents.

b) An ontology should be used to model agent knowl-
edge in order to provide a conceptual background
to all the agents belonging to a MAS.

¢) Compliance with FIPA ACL (Agent Communica-
tion Language) [11] specifications at the commu-
nication level is necessary.

d) Agent interactions with the environment should be
explicitly modeled.

e) Indirect interactions (e.g., blackboard-based)
should be supported.

Organizational rules proved to be a useful approach
for modeling some social aspects. Gaia and SODA are
examples of methodologies based on (organizational)
rules to constrain and direct the agents behaviors.

Environment and topology modeling can be done
by adopting abstractions like SODA’s artifacts and

workspaces in order to explicitly distinguish between
active entities (agents) and passive entities (artifacts),
and for organizing the conceptual places — workspaces
— structuring the environment.

7) Non-functional requirements should be explicitly
modeled (requirement 2). Tropos is the first AOSE
methodology supporting explicit modeling of non-
functional requirements, through the concept of soft-
goals.

8) Agent plans should be modeled but they should not
constrain the agent architecture to a specific kind of
agent. In other words, the methodology should provide
an abstract representation of plans, which can be realized
into several implementations.

III. SELECTED FRAGMENTS AND CONCEPTUAL MAP

The starting point for the meta-model creation is the re-
quirements we described in the previous section. Given this,
the approach we used to devise a meta-model is the following.

« Firstly, we have derived a set of fragments (Section III-A)
satisfying the requirements identified in Section II. These
fragments represent the core of the meta-model, which
should be analyzed and refined in order to provide a better
integration of the fragments.

o Secondly, we built a glossary of terms relevant to the
fragments identified in Section III-A. For space reasons
the dictionary is not reported here and it can be found
in [12].

e Then, based on the glossary, in Section III-B we defined
a conceptual map of terms, identifying synonyms and
similar terms, and pointing out existing conflicts.

« Finally, on the basis of all the previous work, we defined
the first version of the meta-model in Section IV.

A. Selected fragments

Each of the studied methodologies has some strong points,
and should give a significant contribution to formulate the
final MEnSA methodology. Here we list the coarse-grained
fragments we have initially chosen from each methodology,
which we extracted from the FIPA TC repository of fragments
[13]:

1) Tropos

a) Early requirements phase:
i) Organization description.
ii) Analysis.

b) Late requirements phase:

i) System identification.
ii) Environment description.

2) Gaia
a) Analysis phase:
i) System roles identification.
ii) Role model elaboration.
b) Design phase:
i) Service model development.
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3) SODA
a) Architectural Design:
i) MAS Organisational model.
b) Detailed Design:
i) MAS Interaction model.
¢) Environment model.
4) PASSI
a) Agent Society:
i) Domain Ontology design.
ii) Communication Ontology description.
b) Agent Implementation:
i) Multi-agent system design.
¢) System Requirement:
i) Agent Identification.

B. Linking methodologies: a conceptual map

In order to propose an integrated meta-model, we built a
conceptual map for eliciting synonyms (or, at least, similar
concepts), and inter-level relations between concepts used at
different abstraction levels. The conceptual map has been built
on the basis of the MEnSA glossary [12], which has provided a
complete and accurate semantic matching schema connecting
the fragments’ abstractions.

The conceptual map is shown in Figure 1; we used different
colors to depict concepts belonging to fragments coming from
distinct meta-models. The concepts are tied by two types of
graphical links that represent two different relationships:

« non-directed links represent horizontal relations, which
relate two concepts that are “synonyms”. Identifying con-
cepts sharing the same definition is very unlikely, and the
resulting integration would be loose and nearly useless.
Therefore we decided to extend the equivalence relation
to include those concepts having a similar definition and
whose usage in practice is equivalent. Horizontal relations
(h) are not transitive: h(cl, c2) A h(cl,c3) - h(c2,¢3) .

o directed links point out vertical relations, which create
“inter-level” links (top-down) between concepts belong-
ing to different abstraction levels. We define abstraction
as the development phase a concept belong to. Since
we use h-relations to express similarity (and not only
sameness), h(cl, c2) A v(cl, c3) = v(c2,c3).

In order to explain the conceptual map, in Figure 1 we have
organized the different relations among concepts in various
labeled sets. So, the first diagram chunk (a) concerns non-
agentive concepts, which are typically in the system-to-be
together with the agents. The Tropos concept Resource is hori-
zontally linked to Function and Legacy System in SODA: more
precisely, the former SODA concept is almost equivalent to
Tropos resource, whereas the latter is linked because a legacy
system defines a set of resources that should be modeled.

Aggregation of agents is examined in (b): Gaia Organization
is a very high-level view of a set of agents (analysis phase),
which is vertically linked to the lower-level concept Society
of SODA (detailed design). These concepts are useful to
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Fig. 1. Conceptual map linking concepts of different methodologies.

support the multi-level definition of the MEnSA meta-model,
providing two related abstractions at different levels.

Requirements are considered in (c): Tropos Goal and Soft-
goal are horizontally linked to PASSI Requirement, the latter
representing either a functional or a non-functional require-
ment.

Sociality of agents is represented in chunk (d). In this
particular case, we have been able to point out a well
defined hierarchical structure connecting the four examined
methodologies. Tropos Dependency is used to depict linked
actors justifying the reason why they depend on each other
(for a goal, a task, or a resource); dependencies are defined
during requirements analysis, and in our map they are verti-
cally connected to PASSI Communication, which is a design-
time concept defining an abstract interaction between two
agents. We achieve a lower level of abstraction by linking
communication to the Gaia Protocol, which defines the way
in which roles interact with each other. Protocol is linked to
an even lower level to the SODA Speaks To, which refers to
the act of interaction between agents. It is worth noting that
these concepts refer to different types of entity: a dependency
involves actors, a communication is between agents, a protocol
involves roles, a speaks-to is an atomic interaction act between
agents. The meta-model and the derived methodology will
handle this heterogeneity by defining exactly where these
concepts apply.

Another interesting topic is that related to tasks and services
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(e). Tropos Task is vertically connected to PASSI Implemen-
tation Platform Task, the latter being an implementation-level
realization of the former (which stands at requirements level).
Tropos Task is horizontally linked to PASSI Task. PASSI Ser-
vice has a definition which is very similar to Gaia Service, and
hence these two concepts are horizontally linked, providing an
abstraction during the design phase. PASSI Task is vertically
linked to Gaia Service. Gaia Activity is horizontally linked
both to Tropos and PASSI Task. From these relations, we can
derive a top-down relationship between task (or activity) and
service, the former being higher level than the latter.

A crucial part of the conceptual map is the one related
to agents, actors, and roles (f), because these are the active
entities that glue all the other concepts together. Tropos Agent
is horizontally linked to PASSI Agent, for they are both repre-
sentations of the same concept. Another horizontal relation is
between Tropos and PASSI Actor. Moreover, Tropos Actor is
horizontally linked to PASSI Agent. These four concepts are
not synonymous, but they are at the same level of abstraction.
A third couple of horizontally linked concepts is Gaia and
Tropos Role, with a further horizontal relation between Tropos
Agent and Gaia Role. There is a vertical relation between
Tropos agent and PASSI Implementation Platform Agent.
This diagram chunk is not very precise: many relations have
been identified, but during the meta-model and methodology
definition we will have to make some choices and define the
selected concepts in a more precise way.

Constraints are an important aspect in multi-agents systems,
and our conceptual map contains some related entities and
relations in (g). SODA Rule is a general design-time concept
for regulating agents and their interaction with the environment
they live in. Gaia Permission and Organizational Rule are
analysis-level concepts which define the organization in terms
of rules and permissions, and are linked vertically to SODA
Rule.

The last part of the diagram (h) mainly involves the usage of
entities by agents. SODA Uses is intended to depict a kind of
interaction between an agent and an artifact, whereas Tropos
Means-end is a higher-level abstraction of this behavior, where
there is an intentional relation between a goal (or task)
and a resource: the latter is the means to achieve the end
(the goal or the task). PASSI Action is vertically linked to
Use, whereas PASSI Concept is horizontally linked to SODA
Topology, since a topology is defined in terms of the concepts
constituting and regulating it.

IV. MENSA META-MODEL: A PRELIMINARY VERSION

Starting from the MEnSA glossary and the conceptual map
linking concepts of different methodologies, we have created
a first version of the MEnSA meta-model. This initial effort
is restricted to the phases of requirements and design; the
layering is coarse grained, and implementation-level concepts
are just sketched. The meta-model we present here slightly
refines the initial version described in MEnSA deliverable
1.2 [12].

The key notions around which all the other elements are
placed, are role and agent, which are building blocks for
several AOSE methodologies. The meta-model is presented
in Figure 2, and we describe it in the next two sub-sections,
which refer to (1) requirements phase, and (2) design and
implementation phases of the meta-model. The term “phase” is
here used in order to represent the logical connection between
the three main software process engineering phases and the
meta-model elements a designer instantiates while developing
each phase.

A. Requirements phase

The requirements phase is mainly based on the fragments
of Tropos and Gaia, with some concepts coming from SODA
(environment-related), and ontological aspects extracted from
PASSI. The meaning of the presented concepts and relations
derives from the corresponding methodologies, unless we
specified otherwise in the description.

The main notion in the requirements phase in MEnSA meta-
model is that of Requirements Agent, which is defined in terms
of the concepts it connects to (through association links). A
requirements agent plays one or more Roles, and knows an
Ontology. The concept of Role is defined as Tropos’ role plus
Gaia’s rules and permissions, whereas Ontology comes from
PASSI. An Organization (Gaia) is composed of a set of agents
(made_of relation between Organization and Requirements
Agent), and has a set of Organizational rules (Gaia) which
define the regulations of the Organization. Every Role adheres
to the Organizational rules of the Organization where the agent
playing that Role lives.

The element Ontology is specified in a slightly different
way from PASSI’s definition, because we support here a
refinement process of the ontology in different development
phases. At requirements time, the Ontology is made of a set of
Requirements Concepts, which can be hierarchically organized
(self-transition). This is a coarse-grained representation of an
ontology, which will be refined at design-time.

Each Role is responsible for one or more Requirements
(equivalent to Tropos’ abstract goal), and each Requirement
can belong to more than one Role. Requirement is specialized
(concretized) into Goal (hard-goal in Tropos) and NFR (Non-
Functional Requirement) (soft-goal in Tropos). A Goal can be
and/or-decomposed into a set of sub-goals, contribute to Non-
Functional Requirements, and can be means-end decomposed.
The means to achieve a Goal can be either a Resource (in the
Tropos sense, which corresponds to SODA Function) or an
Activity (in Gaia glossary, but we showed this it is horizontally
linked to Tropos and PASSI task). Activities, like Goals,
contribute to the satisfaction of Non-Functional Requirements,
and can be refined through and/or decomposition. Resources
can be viewed as means to carry out an Activity, in the same
manner they are used to achieve Goals.

Another important concept in the requirements phase is that
of Dependency: this notion is taken from Tropos, and connects
a depender role to a dependee role for a certain Dependum
(the object of the dependency). A Dependum can be either a
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Goal (the depender wants the dependee to fulfill that Goal),
an Activity (the depender wants the dependee to execute an
activity), or a Resource (the depender wants the dependee to
provide a Resource).

A Role is defined also by expressing which Permissions
it has on certain Resources. This enables the definition of
constraints on the usage of/access to resources.

A Requirement has a relation map_to with SODA Topology,
because the achievement of that requirement depends on the
topology definition. The concept of Legacy System (SODA)
map_to a topology, as well.

B. Design and implementation phases

In these phases an additional modeling construct is used to
define elements, that is the realization links between concepts
at different abstraction layers, which define the inter-layer
relationships that ensure connections between the various
phases.

The concept Design Agent realizes the Requirements Agent,
and is defined in terms of the associations with other design-
time entities. In the context of communication, it has a set
of Communications active at a certain time (zero or more);
every Communication follows a Protocol, that is the set of

rules that govern the interaction between agents. The Protocol
is in turn composed_by a number of Speaks To elements,
which are the elementary (atomic) communication actions,
involving two different Design Agents through the association
participates. A Communication is a top-down realization of
Dependency, implementing in the meta-model the vertical link
of the conceptual map of Figure 1. Moreover, communication
is connected to the abstract class Ontology Element, which
is made concrete by Action, Predicate, and Design concept.
Action and Predicate are connected to Design Concept, as
prescribed by PASSI. The difference between PASSI’s repre-
sentation of Ontologies and our specification is in the realiza-
tion of the requirements concept into a design concept, which
enables a refinement of the Ontology during the development
cycle. Ontology concept has an incoming association from
Design Agent labeled knows, which represents the ontological
knowledge of an agent.

The Design Agent provides a number of Services, which are
design-time realizations of the requirement-level concept Ac-
tivity. The second realization of Activity is the concept of Plan,
which is a common design-time construct to define the behav-
ior of an agent. An Agent also perceives a Workspace, which
realizes Topology, and can be connected to other Topology
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entities. A Workspace can be connected to other workspaces.
Design Agents use a set of Artifacts, which in turn expose
their interface (manifests relation between Artifact and Design
Agent). Artifacts are the realization of the requirements-time
concept Resource. The relation between agents and Artifacts
comes from SODA, and it is very important to connect active
entities to passive entities in the system. Following SODA
meta-model, an Artifact provides one or more Operations, can
links to other Artifacts, and is allocated to a Workspace.

Composition is another concept derived from SODA: here
it is intended as a design-time realization of Organization.
Composition is made_of Design Agents and Artifacts, and
is specialized by Society (a collection of agents and artifacts
exhibiting proactive behavior) and Aggregate (which exhibits
a functional behavior).

The concept of Rule is quite important at design-time,
for it allows constraining a number of other entities. It is
a realization of both Organizational rule, Permission, and
Topology; this way it enables control over disparate concerns
in the multi-agent system. The concept of Rule is linked, via
the association constrains, to many other concepts: it governs
the Communication between agents, puts constraints on the
Design Agent behavior, is encoded into Artifacts to define how
they can be used and accessed, constrains both the Services
provided and the Plans executed by the agents, and regulates
the Workspace where Artifacts are located.

We did not put emphasis to the implementation phase
here, because we believe that the definition of this meta-
model part will be much easier when infrastructures come into
place, providing the suitable abstractions to model this phase.
From the methodologies we introduce just two realization:
Design Agent into the Implementation Agent, and Service into
Implementation Task, both coming from PASSI.

V. CONCLUSION AND FUTURE WORK

In this paper, we have presented an initial version of an
integrated agent-oriented meta-model which aims at being the
basis for the creation of a new agent-oriented methodology
integrated with MAS infrastructures through a well interrelated
set of phases from requirements to implementation. The basis
of the meta-model are the fragments selected from the four
AOSE methodologies: Gaia, PASSI, SODA and Tropos.

The process we followed for defining the meta-model starts
from the identification of the requirements for the target
methodology. These requirements helped in the selection of
a list of fragments from the four considered methodologies.
The next two steps were the construction of a glossary, and the
definition of a conceptual map of methodologies abstractions.
This map was built to reflect the relations of similarity (at
the same level of abstraction, that is at the same development
phase) and realization (in the form of “requirements concept
X is realized by design concept Y”’) among the abstractions
adopted by each considered methodology.

The most immediate work direction is the definition of the
meta-model’s implementation phase, extracted from a set of
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MAS infrastructures. This will likely be done by adopting the
process presented in Section II.

In addition, the meta-model will certainly be refined as
a result of the work on the methodological aspects and the
validation phase over a case study.

Another aspect to be considered for refining the presented
meta-model concerns the meta-model structure: in the current
version we have only two development phases that seem too
coarse-grained. We will refine the meta-model splitting the two
phases into different and more detailed sub-phases, e.g., the
requirements analysis phase could be split into early and late
requirements.

All these directions will lead to the creation of the MEnSA
methodology, which will be based on the meta-model intro-
duced here. In addition, during the definition of the methodol-
ogy there will be bidirectional feedbacks between the method-
ology and the meta-model in order to refine again the meta-
model.
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Using multi-coordination for the design of
mobile agent interactions

Giancarlo Fortino, Alfredo Garro, Samuele Mascillaro, and Wilma Russo

Abstract— This paper proposes a multi-coordination approach
for the design of mobile agent interactions. The approach is
founded on the multi-coordination concept, which is a synergic
exploitation of multiple coordination models which best fit
interaction requirements. In particular, the proposed approach is
based on two steps: (i) candidate design solutions are defined
through a procedure which allows to identify the most effective
coordination models for a given mobile agent interaction
scenario; (ii) the defined candidate design solutions are
quantitatively evaluated through a discrete-event simulation
framework which allows for an easy evaluation of mobile agent
interaction scenarios in terms of ad-hoc defined performance
indices.

Index Terms— Agent Interaction Design, Mobile Agents, Multi-

Coordination, Performance Evaluation.
C ode mobility paradigms have been introduced to support
the design and the implementation of flexible, dynamic
and reconfigurable distributed applications in terms of
software components which are not confined in a single run-
time context for their entire lifecycle but can migrate
autonomously or on-demand across different contexts [1].
Among them, the most fascinating paradigm is represented by
the mobile agents, executing software components capable of
autonomous migration by retaining code, data and execution
state. Although it is advocated that the exploitation of mobile
agents can provide many benefits [2], they have introduced
specific and not yet fully addressed issues that actually limit
their advertised wide-spread use [3]. An interesting issue
concerning with the design of mobile agent interactions
regards how to clearly identify which agents will be
interacting and how their interactions can be modeled. To deal
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with mobile agent interactions, communication paradigms and
mechanisms as well as coordination models and architectures
for non mobile software components have been enhanced to
be  mobility-aware  (message-passing,  tuple  space,
publish/subscribe, etc) and new ones have been purposely
defined for logical and physical mobility (meeting,
blackboard, shared transiently tuple spaces, reactive tuples) [4,
5, 6, 7, 8, 9]. Although some mobile agent frameworks
already offer several mechanisms based on the
aforementioned communication/coordination paradigms and
architectures, in the current practice mobile agent interactions
are designed on the basis of a single paradigm which is mainly
based on message passing or, in some application domains, on
tuple  spaces [4]. As  single model based
communication/coordination might not be effective for
satisfying all needs of mobile agent interactions in all possible
application  scenarios, the exploitation of multiple
communication/coordination  paradigms, namely  Multi-
Coordination, can enhance design effectiveness, improve
efficiency, and enable adaptability in dynamic and
heterogeneous computing environments [10]. In particular,
Multi-Coordination allows agents to choose among a variety
of different communication/coordination paradigms which
best fit mobile agent interaction needs. Moreover, although
several design patterns have been proposed for driving the
design of mobile agent interactions [11, 12] and
programmable coordination models and related frameworks
(e.g. TUCSON [13]) are now available, systematic methods for
supporting the development of mobile agent interactions
which specifically take into account an integrated exploitation
of multiple coordination models are surprisingly still lacking.
To overcome this lack, this paper proposes a multi-
coordination approach for the design and evaluation of
mobile agent interactions.

The design is based on a procedure which uses suitable
agent interaction patterns to fulfill agent coordination
requirements. In particular, interaction patterns are first
characterized by appositely defined parameters and associated
to specific coordination models according to such parameters;
then, the most appropriate coordination model is selected for
implementing a given interaction pattern so providing a design
solution for the related coordination requirement.

The evaluation is based on a discrete-event simulation
framework which allows to evaluate the designed solutions in



terms of performance indices with reference to given
application scenarios. In particular, the simulation framework
provides effective abstractions for easily programming mobile
agent interaction scenarios and flexibly supporting
configuration, execution and evaluation of such scenarios.

The proposed multi-coordination approach makes it
possible the definition of alternative design solutions and their
evaluation and comparison from qualitative (i.e. according to
design effectiveness criteria) and quantitative (i.e. according
to performance indices) points of view.

To show a concrete application of the proposed approach, a
significant case study related to mobile agent-based
distributed information retrieval is presented. In particular,
some design solutions, which use different coordination
models  (message-passing,  Linda-like  tuple  space,
publish/subscribe), are defined on the basis of specific agent
coordination requirements. Among the designed solutions,
multi-coordination-based and message-passing-based
solutions have been evaluated against significant performance
indices. The evaluation shows that the multi-coordination-
based solution has the best overall performance.

The remainder of this paper is organized as follows. Section
Il provides some background concepts about mobile agent
coordination and discusses related work. By using a case
study Section 1l exemplifies the design of alternative
solutions through a three-step procedure. Section 1V briefly
proposes a comparison of the results of the performance
evaluation of two alternative solutions based on multi-
coordination and message-passing. Finally conclusions are
drawn and on-going work is briefly elucidated.

Coordination basically implies the definition of a
coordination model and related coordination architecture or
related coordination language. In particular, in the context of
Agents, an agent coordination model [14] is a conceptual
framework which should cover the issues of creation and
destruction of agents, communications among agents, and
spatial distribution of agents, as well as synchronization and
distribution of their actions over time. In this framework, the
coordinables are the coordinated entities (or agents) whose
mutual interaction is ruled by the model, the coordination
media are the abstractions enabling the interaction among the
agents, and the coordination laws are the rules governing the
interaction among agents through the coordination media as
well as the behavior of the coordination media itself. To date,
agent coordination models have been classified by using
several taxonomies [4, 15]; for example they can be classified
in control-driven and data-driven according to the taxonomy
proposed in [15]. However, in this paper the reference
taxonomy is that proposed in [4] as the focus is on agents
strongly characterized by mobility. It is worth noting that,
although mobility can be an enabling feature for improving
efficiency and effectiveness in distributed systems, mobility
poses further issues on agent coordination as mobile entities
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demand for more complex coordination frameworks. The
reference taxonomy [4] for Internet-based mobile agent
coordination takes these issues into consideration and, in
particular, classifies coordination models on the basis of the
degrees of spatial and temporal coupling induced by the
coordination models themselves. Spatial coupling requires
that the entities to be coordinated share a common name space
or, at least, know the identity of their interaction partners;
conversely, spatial decoupling allows for anonymous
interaction, i.e. there is no need for an acquaintance
relationship. Temporal coupling implies synchronization of
the interacting entities whereas temporal decoupling allows
for asynchronous interactions [4].

On the basis of the reference taxonomy the following
coordination models have been classified: Direct, Meeting-
oriented, Blackboard-based and Linda-like.

In Direct coordination models, agents usually coordinate
using RPC-like primitives or asynchronous message passing.
The former coordination method implies temporal and spatial
coupling whereas the latter implies only spatial coupling as
temporal decoupling can be obtained by adopting message
reception queues [16]. The majority of the Java-based mobile
agent systems [17], particularly the most famous ones, namely
Aglets, Voyager, Ajanta and Grasshoppers, rely on this model.

In Meeting-oriented models, agents coordinate using
implicit or known meeting points which allow for partial
spatial decoupling.

In Blackboard-based models, agents coordinate via shared
data spaces to store and retrieve information under the form of
messages so providing only temporal decoupling.

In Linda-like models, agents coordinate through tuple
spaces which allow for insertion and retrieval of tuples by
using associative pattern-matching; this enables both spatial
and temporal decoupling.

Recently new coordination models which can be classified
as spatially and temporally decoupled have emerged in the
context of Internet applications: the reactive tuple space
models which enable programmable coordination spaces [18,
19], transiently shared tuple space models which handle
interactions in the presence of active mobile entities [20], and
the publish/subscribe event-based models [6, 21, 22].

The reactive tuple space model extends the simple tuple
space model by introducing computational capability inside
the coordination media under the form of programmable
reactions, triggered by operations on the tuple space or by
other reactions, which can influence the behavior of agents.
This model also allows for the separation of concerns between
agent computation and coordination issues.

The transiently shared tuple space [20] is another Linda-
like coordination model. As Linda offers a static, persistent
and globally accessible tuple space, which is scarcely usable
in presence of (physical or logical) mobility, the transiently
shared tuple space model attempts to deal with these issues. In
particular, each mobile agent owns a personal tuple space,
named ITS (Interface Tuple Space). Whenever a mobile agent
migrates, its ITS is carried with it and merged to the other co-



located agent’s ITS making a transiently shared tuple space.
Shared means that co-located agents can interact through the
merged tuple space and transient means that its contents
changes according to agent migrations.

In the Publish/Subscribe event-based model, agents
coordinate through asynchronous publication and notification
of events so enabling temporal and spatial decoupling [6]. In
particular, to be notified about a published event an agent has
to previously subscribe to the topic/type/context of the
published event.

Each of the aforementioned coordination models has some
features which make them suitable in given interaction
patterns but poorly efficient or not usable at all in other
patterns [15]. In [23] the authors proposed the use of multi-
paradigm to design heterogeneous applications through
different programming paradigms. On the basis of the multi-
paradigm approach, a multi-coordination model [10] for the
design and implementation of coordination among mobile
agents executing in heterogeneous and dynamic distributed
systems has been proposed.

This section proposes a simple yet effective case study which
motivates the exploitation of multi-coordination for improving
design effectiveness and, notably, system performances. The
defined case study concerns with a distributed information
retrieval task in a distributed computing system which is
carried out through a coordinated set (or task force) of mobile
agents. In particular, a user can search for specific information
over a network of federated information locations by creating
and launching a task force of mobile agents (called searcher
agents) onto different locations. As soon as the task force
finds the desired information, the user is notified with the
found information. The proposed solution for the coordination
of the task force during its information retrieval task implies
that the following coordination requirements (CRs) are to be
fulfilled:

CRy: every time a searcher agent visits a location not yet
searched by other agents of the same task force, it notifies
the other agents that such location has already been
searched so avoiding unnecessary and resource-
consuming duplicate searches.

CR,: as soon as a searcher agent finds the desired
information on a given location, it reports the found
information to the user.

CR3: when a searcher agent finds the desired information
on a given location, it signals such event to all the other
searcher agents to stop them.

These coordination requirements (CR;, CR,, CR3) can be
respectively designed by the following commonly used mobile
agent interaction patterns (LBN, R20, GBN) [4, 11, 12]:
Location-based notification (LBN), which involves
agents passing through a given location to be notified
about events occurring/occurred in such location.

Report to owner (R20), which involves a child agent
reporting to its owner agent when its task is completed.

A MOTIVATING EXAMPLE FOR THE MULTI-COORDINATION
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Group-based notification (GBN), which involves an
agent notifying all its peer agents when a given event
occurs.
These interaction patterns must be effectively implemented
by exploiting the most appropriate coordination model/s
which can be identified through the following subsequent

steps:

1. Characterization of the interaction patterns according
to appositely defined parameters by taking into
account some application-level constraints;

2. Matching of the characteristics of the interaction
patterns with the intrinsic features of the considered
coordination models.

3. Selection of the most appropriate coordination model

according to specific criteria using the results of the
Matching step.
The defined parameters for the Characterization step of
mobile agent interactions are:
Number of participants (PN), which can assume values in
the range [2..N].
Participant identity (PI), which concerns with the mutual
knowledge among interacting agents. Pl can therefore
assume the values known or unknown.
Locus (L), which indicates remote or local interactions
among agents. L can assume the values local or remote.
Temporality (T), which refers to the type of temporal
coupling among interacting agents. T can assume two
values: async for time decoupling and sync for time
coupling.
The characterization of the considered interaction patterns
is reported in Table 1 in which the PI characteristic of the
LBN and GBN cannot be fixed as the agents of a task force
may or may not know the identity of each other

TABLE 1. CHARACTERIZATION OF THE INTERACTION PATTERNS

INTERACTION DIMENSIONS
PATTERN PN Pl L T
LBN 2.N UNKNOWN / LOCAL ASYNC
KNOW
R20 2 KNOWN REMOTE ASYNC
GBN 2.N UNKNOWN / REMOTE ASYNC
KNOW

To carry out the Matching step, it is needed to characterize
the considered coordination models with respect to the
characteristics of the interaction patterns to identify what
characteristics they are able to intrinsically support. In
particular the considered coordination models are the
following:

Queue-based unicast asynchronous message passing
(QUAMP), which supports a variable number of
participants, allows for both local and remote
interactions and does not require temporal coupling
between participants.

Local Linda-like tuple space (LTS), which supports a
high number of participants, allows temporal
decoupling but only local interaction is supported.
Topic-based publish/subscribe (TPS), which supports a
high number of participants, allows for both local and



remote interactions and does not require temporal
coupling between participants.

The Matching step intersects the characteristics of the
defined interaction patterns with the characteristics supported
by the considered coordination models to identify which
coordination model is more suitable to implement a given
interaction pattern. As the Pl characteristic of the LBN and
GBN depends on mutual knowledge among agents (the
considered application-level constraint), the Matching step
produces two possible matchings, reported in Tables 2 and 3,
which are respectively related to the value assumed by the PI
characteristic (unknown or known).

TABLE 2. CHARACTERISTICS OF INTERACTION PATTERNS WHICH CAN BE

DIRECTLY SUPPORTED BY A CORDINATION MODEL
(PI=UNKNOWN FOR LBN AND GBN)

IP C™m Characteristics

PN | PI [ L T

LTS X X X X

LBN TPS X X X
QUAMP X X

LTS X X

R20 TPS X X | X
QUAMP [ X X X X

LTS X X X

GBN TPS X X X X
QUAMP X X

TABLE 3. CHARACTERISTICS OF INTERACTION PATTERNS WHICH CAN BE
DIRECTLY SUPPORTED BY A CORDINATION MODEL
(P1I=KNOWN FOR LBN AND GBN)

P CM Characteristics

PN | PI T

LTS X X X X

LBN TPS X | X X
QUAMP | X X X X

LTS X X

R20 TPS X X X
QUAMP | X X X X

LTS X X X

GBN TPS X [x [x [X
QUAMP | X X X X

The Selection step, which allows to choose the coordination
model which best supports the characteristics of an interaction
pattern, is based on the following selection criterion: the
coordination models supporting all the characteristics of an
interaction pattern will be the candidate models to implement
such interaction pattern.

TABLE 4. DESIGN SPACE FOR PI=UNKNOWN

1P CM Implementation description

LBN LTS When a searcher agent searches in a location which has not been already searched
by another agent of its task force, it inserts (by using the out primitive) a signaling
tuple into the LTS to signal that this location has been searched. As soon as an
agent visits a location and reads the signaling tuple (by using the non-blocking rd

primitive), it avoids searching.

R20 QUAMP When a searcher agent finds the desired information, it sends a message

containing the found information (by using the send primitive) to its owner.

GBN TPS When a searcher agent finds the desired information, it publishes an event of a
specific topic related to its task force (by using the publish primitive) which
signals the stop of the retrieval task. All the other agents of the task force will be
thus asynchronously notified since they subscribed to the specific topic at creation

time.

According to such criterion the only possible solution if
PlI=Unknown (see Table 2) is represented by the following
coordination models: LTS for LBN, QUAMP for R20 and
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TPS for GBN. An implementation of such solution is reported
in Table 4 which constitutes the related design space.
Conversely, if PI=Known (see Table 3), the coordination
models which can be selected are LTS and QUAMP for LBN,
QUAMP for R20, and QUAMP and PS for GBN. The related
design space which contains the implementations of the
interaction patterns through the selected coordination models
is reported in Table 5.

TABLE 5. DESIGN SPACE FOR PI=KNOWN

c™m
LTS

Implementation description

LBN *see table 4*

QUAMP A searcher agent to notify that it has searched a given location sends a
message containing the location identifier (by using the send primitive) to
all the other searcher agents of the task force.

R20 QUAMP *see table 4*
GBN TPS *see table 4*
QUAMP A searcher agent which has found the desired information sends a

notification message (by using the send primitive) to all the other searcher
agents of the task force to stop them.

The choice of a specific solution among alternative solutions
(if any) can depend on different criteria bounded to the values
which can be assumed by specific characteristics of the
interaction patterns. In particular, this choice can be driven by
qualitative considerations or by performance evaluation of the
alternative design solutions.

With reference to Table 5, the following qualitative
considerations based on the values of the Pl characteristics
can be considered:

if the number of participants is very large (PI>>2), the
GBN interaction pattern could be better supported by TPS
as an agent to notify all the others through TPS always
needs to send just one notification whereas the same
notification based on QUAMP needs the generation of as
many messages as the number of the participants. Thus
the use of QUAMP leads to a bottleneck at the agent
location both for the agent execution and network
performances.

if the number of participants is small, QUAMP could be a
more effective choice as TPS requires a distributed
middleware-level infrastructure more complex than that
required by QUAMP.

The abovementioned considerations also hold for the LBN
interaction pattern.

An example of performance evaluation for driving the choice
among alternative design solutions is shown in the next
section in which the evaluation and comparison of two
possible design solutions based on multi-coordination and
message-passing is presented.

IV. A PERFORMANCE EVALUATION OF THE DESIGNED
SOLUTIONS: MULTI-COORDINATION VS. MESSAGE-PASSING

The proposed multi-coordination approach uses a discrete-
event simulation framework for the evaluation of the designed
solutions. The simulation framework provides effective multi-
coordination-based programming abstractions [24] for the
implementation of agent-based systems. In particular, the
simulation framework is an enhancement of MASSIMO [25,
26] to support multiple coordination spaces through which
agents can interact and currently includes an implementation



of the following coordination spaces:

- The asynchronous Message-based coordination space
which is based on proxies [16]. In particular, a message is
delivered at the agent home location and, from here,
forwarded to the actual agent location by following the chain
of proxies left during agent migration.

- The Publish/Subscribe coordination space which behaves
like a state-full ELVIN event notification system [6]. In
particular, before agent migration the system removes all
existing subscription of the migrating agent and re-subscribes
the agent to the same notifications after the agent arrives at the
new location. Moreover the weight of a notification is less
than the weight of a message as no source field of the
notification is included.

- The Tuple coordination space which is based on
TuCSoN [13]. In particular, each location has its own local
tuple space, an instance of a TUCSoN tuple space which relies
on text-based tuples.

According to the simulation framework two alternative
solutions designed in section Il (see Table 5), <LTS,
QUAMP, TPS> (or multi-coordination-based solution) and
<QUAMP, QUAMP, QUAMP> (or message-passing-based
solution), have been implemented and simulated to calculate
the ad-hoc defined performance indices reported in Table 6.

TABLE 6. EVALUATION PERFORMANCE INDICES

Name Definition

Trc Task completion time: the temporal gap between the
spawning of the first created Searcher Agent and the first
report message received from the User Agent.

Notification time: the temporal gap between the
information finding and the notification to the last
Searcher Agent.

Number of visits after finding the information: the total
number of locations visited by the Searcher Agents after
the information finding.

Number of searches after finding the information: the total
number of the locations searched by the Searcher Agents
after the information finding.

Number of coordination messages: the number of
coordination messages transmitted through the network.

Tn

Ny

Ns

N

The simulation tests rely on the simulation parameters (the
number of locations and the number of searcher agents) and
on the following settings of the simulation topology at
network and information level:

locations are connected through a fully connected logical

network composed of FIFO channels. In particular,

channels are characterized by the same delay and
bandwidth parameters modeled as uniform random
variables.

the information to be found is contained exactly at one

location and the locations keep references (randomly

generated) to other locations at information level to be all
reachable.
Simulations were carried out with the number of locations
equals to 100 and the number of searcher agents in the range
[10..90, step=10]. Moreover, for each simulation run, the
multi-coordination-based and message-passing-based
solutions were executed on the same network and information
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topologies. In Figures 1-5 the simulation results are reported;
the obtained values of the performance indices were averaged
over 100 simulation runs.

The T1¢ performance index, which measures the speed with
which the information search task is carried out, decreases as
the number of searcher agents increases (see Figure 1). In fact,
the use of more searcher agents augments the degree of
parallelism which, consequently, increases the probability to
find the searched information with a smaller number of
migrations which are time-consuming. The performances of
the message-passing-based and multi-coordination-based
solutions are almost the same.

10000 —e— MP-based

8000 - —=— MC-based

6000 -

Trc [ms]

4000 4

2000 -

0 T T T T T T T T 1
10 20 30 40 50 60 70 80 90
n° Searcher Agents

Figure 1: Task completion time

The Ty performance index measures how fast all the
searcher agents are notified after finding the information. The
shorter Ty, the fewer are the resources consumed throughout
the networked agent platform. The multi-coordination-based
solution performs better than the message-based-solution
when the number of searcher agents is less than 80 (see Figure
2) due to (i) the exploitation of the TPS coordination space
which provides faster notifications than the message-based
coordination space and (ii) the network load which is lighter
than the one obtained in the message-passing-based solution
(see discussion about the Ny, parameter). However, when the
number of agents is greater than 80 the message-passing-
based solution performs better as it avoids the occurrence of
many migrations which could slow down the stop notification
of agents. In fact, when the LBN interaction pattern is carried
out through LTS, agents should migrate to a location to
understand if such location has been searched. Conversely,
when the LBN interaction pattern is carried out through
QUAMP, agents send messages to notify a searched location
to the others so limiting the number of migrations per agent as
the agents are notified without having to migrate to new
locations.

1000000
—e— MP-based

100000 1 —=— MC-based

Tn[ms]

10000 -

1000 T T T T T T T T 1
10 20 30 40 50 60 70 80 90

n° Searcher Agents

Figure 2: The notification time.



The Ny and Ns parameters are measures of the consumption
of resources after the information is found. The values of such
parameters should be kept as low as possible. As shown in
Figures 3 and 4, the multi-coordination-based solution
outperforms the message-passing-based solution when the
number of searcher agents is less than or equal to 40.

—e— MP-based

;<,Mwm

.
10 20 30 40 50 60 70 80 90
n° Searcher Agents

Nv

Figure 3: Number of visits after finding information
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Figure 4: Number of searches after finding information

Finally the Ny parameter (see Figure 5), which measures
the network load, is significantly better in the multi-
coordination-based solution thus saving network resources
with respect to the message-passing-based solution.

1000000 —e— MP-based
100000 - /’—‘\‘\\\‘_—.:Mc-based
10000 -

1000 -
100 _/-/‘/*’"k/.kg—a
10 —

10 20 30 40 50 60

n° Searcher Agents

70 80 90

Figure 5: Number of coordination messages

Finally, it is worth noting that a network of locations cannot
be flooded by a lot of agents per searching task which would
cause an over usage of network resources, even though a
numerous task force of agents would significantly decrease
the T+1¢ as shown in Figure 1. So a trade-off should be reached
in terms of the number of agents constituting the task force
which should be appositely set to a percentage of the number
of available locations to minimize the resource usage and
obtain low task completion times. According to the obtained
results (see Figures 1-5) this percentage can be set to 40% for
the multi-coordination-based solution which is a good trade-
off and implies that a task force of 40 agents is created and
launched for each information retrieval task.
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V. CONCLUSION

This paper has proposed a multi-coordination approach for
the design and evaluation of mobile agent interactions which
is based on two subsequent phases: (i) the defined
coordination requirements among agents are designed through
well-known agent interaction patterns which are then
implemented by using specific coordination models according
to a three-step procedure which provides alternative design
solutions; (ii) these alternative design solutions are evaluated
and compared through an agent-oriented discrete-event
simulation framework according to ad-hoc defined
parameters.

The proposed approach has been applied to a simple yet
effective case study which has highlighted its actual
applicability and that the exploitation of multi-coordination
could be both more effective and more efficient than the use
of a message-based coordination model.

On the basis of the obtained results work is underway for:
(i) testing the proposed three step technique with a wide
variety of coordination requirements, agent interaction
patterns and coordination models; (ii) relaxing the selection
criterion proposed in section Il to also consider other
solutions which can be implemented by mixing a coordination
model with mobility and third-party agent components (e.g.
reflectors, mediator, facilitator, etc); (iii) enhancing the
simulation framework to include other coordination spaces.

REFERENCES

A. Fuggetta, G.P. Picco, and G. Vigna, “Understanding Code Mobility”,
IEEE Trans. on Software Engineering, 24(5), pp. 342-361, 1998.

[2] D.B. Lange and M. Oshima, “Seven good reasons for Mobile Agents”,

Communications of the ACM, 42, 3, pp 88-89, 1999.

[3] G. Vigna, “Mobile Agents: Ten Reasons For Failure”, Proceedings of
the 2004 IEEE International Conference on Mobile Data Management
(MDM’04), Berkeley, CA, USA, 19-22 January 2004,

G. Cabri, L. Leonardi and F. Zambonelli, “Mobile-agent coordination
models for internet applications”, IEEE Computer, 33, 2, pp 82-89,

(1]

(4]

(5]

(6]

(7]

(8]

(9]
[10]

[11]

[12]

2000.

A. Murphy, G. P. Picco, and G. Roman, “LIME: A Middleware for
Logical and Physical Mobility”, Proceeding of 21th International
Conference on Distributed Computing Systems”, IEEE CS, 2001.

A. Padovitz, “Agent communication using Publish-Subscribe genre:
Architecture, Mobility, Scalability and Applications”, Annals of
Mathematics, Computing and Teleinformatics, 1, 3, pp 35-50, 2004.

J. Baumann, F. Hohl, N. Radouniklis, K. Rothermel and M. Strasser,
“Communication concepts for Mobile Agent Systems”, Proceeding of
the 1st International Workshop on Mobile Agents (MA’97), Berlin,
Germany, LNCS 1219, pp. 123-135, April 1997.

S. Choi, H. Kim, E. Byun, C. Hwang, and M. Baik, "Reliable
Asynchronous Message Delivery for Mobile Agents", In IEEE Internet
Computing, vol. 10, no. 6, pp. 16-25, 2006.

J. Cao, X. Feng and S.K. Das, "Mailbox-Based Scheme for Mobile
Agent Communications"”, Computer 35(9), pp. 54-60, 2002.

G. Fortino and W. Russo, “Multi-coordination of Mobile Agents: a
Model and a Component-based Architecture”, Proceedings of 20th
Annual ACM Symposium on Applied Computing (SAC’05), Special
Track on Coordination Models, Languages and Applications, Santa Fe,
NM, USA, Mar. 13-17, 2005.

Y. Aridor, D.B. Lange, “Agent Design Patterns: Elements of Agent
Application Design”, Proceedings of Autonomous Agent 98,
Minneapolis, Minnesota, US, 1998.

D. Deugo, M. Weiss, and E. Kendall, “Reusable Patterns for Agent
Coordination” published as Chapter 14 in the book: Omicini, A.,



[13]

[14]

[15]

[16]

[17]

[18]

[19]

Zambonelli, F., Klusch, M., and Tolksdorf, R. (eds.), Coordination of
Internet Agents: Models, Technologies, and Applications, Springer,
2001.

A.Omicini and F. Zambonelli, “Coordination of Mobile Agents for
Information Systems: the TuCSoN Model”, Proceeding of 6"AI*IA
Convention, 1998.

P. Ciancarini, “Coordination models and languages as software
integrators”, ACM Computing Surveys, 28, 2, pp 300-302, Jun 1996.
G.A. Papadoupolos, F. Arbab, “Coordination models and languages”, In
Advances in Computers 46, Academic Press, 1998.

X.Y. Zhou, N. Arnason and S.A. Ehikioya, “A proxy-based
communication protocol for mobile agents: protocols and performance”,
IEEE Conference on Cybernetics and Intelligent Systems, volume 1, pp
53-58, 1-3, Dec. 2004.

A.R. Silva, A. Romao, D. Deugo and M. Mira da Silva, “Towards a
reference model for surveying mobile agent systems”, Autonomous
Agent and Multi-Agent Systems, 4 (3), pp 187-231, 2001.

G. Cabri, L. Leonardi and F. Zambonelli, “Engineering Mobile Agent
Applications via Context-dependent Coordination”, IEEE Transactions
on Software Engineering, 28, 11, pp 1040-1056, Nov. 2002.

A. Omicini, and F. Zambonelli, “Tuple centres for the coordination of
internet agents”, Proceedings of ACM Symp. on Applied Computing
(SAC’99), Special track on Coordination Models, Languages and
Applications, San Antonio, TX, USA, Feb 28-Mar 2, 1999.

128

[20]

[21]

[22]

[23]

[24]

[25]

[26]

G. P. Picco, A. L. Murphy and G. C. Roman, “LIME: Linda meets
mobility”, 1999

G. Cugola, E. Di Nitto and A. Fuggetta, “The Jedi event-based
infrastructure and its application to the development of the OPSS
WEFMS”, IEEE Transactions on Software Engineering, 27, 9, pp 827-
850, 2001.

A. Carzaniga, D.S. Rosenblum and A. Wolf, “Design and evaluation of a
wide-area event notification service”, ACM Transactions on Computer
Systems, 19, 3, pp 332-383, 2001.

P. Zave, “A compositional approach to MultiParadigm Programming”,
|EEE Software 6(5), pp 15-25, 1989.

G.Fortino, A. Garro, S. Mascillaro and W. Russo, “Modeling Multi-
Agent Systems through Event-driven Lightweight DSC-based Agents”,
Proceedings of 6th International Workshop From Agent Theory to Agent
Implementation (AT2AI1’06), May 13, 2008, AAMAS 2008, Estoril,
Portugal, EU.

M. Cossentino, G. Fortino, A. Garro, S. Mascillaro, and W. Russo,
“PASSIM: a simulation-based process for the development of multi-
agent systems”, International. Journal on Agent-Oriented Software
Engineering 2(2), 132-170, 2008.

G. Fortino, A. Garro, and W. Russo, “A Discrete-Event Simulation
Framework for the Validation of Agent-based and Multi-Agent
Systems”, Proceedings. of the Workshop on Objects and Agents
(WOA’05), Camerino, Italy, Nov 14-16, 2005.



Author Index

Ali, Railan ........... ... ... 101
Arecco, Gabriele .................. 11
Asnar, Yudistira ................. 101
Baldoni, Matteo ............... 28, 84
Bandini, Stefania .................. 93
Baroglio, Cristina ................. 28
Bergenti, Federico .................. 1
Boccalatte, Antonio ............... 19
Boella, Guido ..................... 84
Bonomi, Andrea .................. 93
Bonura, Susanna .................. 37
Briola, Daniela ................ 11, 68
Bryl, Volha ............. ... ... 101
Caccia, Riccardo .................. 11
Cammarata, Giuseppe ............ 37
Ciuro, Antonino ................... 54
Coccoli, Mauro .................... 19
Cossentino, Massimo .............. 54
Dalpiaz, Fabiano ............ 101, 115
Denti, Enrico ............ ... ... 108
Dorni, Mauro ..................... 84
Fontana, Giuseppe ................ 54
Fortino, Giancarlo ............... 122
Francaviglia, Giuseppe ............ 37
Gaglio, Salvatore .................. 54
Garro, Alfredo ................... 122
Giorgini, Paolo ................... 101
Grenna, Roberto .................. 84
Grosso, Alberto ................... 19
Locoro, Angela, .................... 68
Marguglio, Angelo ................ 37
Martelli, Maurizio ................. 11
Mascardi, Viviana ............. 11, 68
Mascillaro, Samuele .............. 122
Milani, Carlo ...................... 11
Molesini, Ambra ............ 108, 115
Mordacci, Paola .................... 5

Morreale, Vito .................... 37
Mugnaini, Andrea ................. 84
Nardini, Elena, ................... 108
Oliva, Enrico ...................... 46
Omicini, Andrea ............. 46, 108
Passadore, Andrea ................ 19
Patti, Viviana ............. .. ..., 28
Piunti, Michele .................... 76
Poggi, Agostino .................. 1,5
Puccio, Michele ................... 37
Puviani, Mariachiara ............. 115
Ricci, Alessandro .................. 76
Rizzo, Riccardo ................... 54
Russo, Wilma .................... 122
Schifanella, Claudio ............... 28
Seidita, Valeria .................. 115
Tiso, Carmelo Giovanni ............ 5
Turci, Paola ........................ 5
Viroli, Mirko ...................... 46
Vitali, Monica ..................... 54
Vizzari, Giuseppe ................. 93
Zambonelli, Franco ................ 61





