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Preface

“Declarative Agent Languages and Technologies”, in its third edition this year,
is a well-established venue for researchers interested in sharing their experiences
in the areas of declarative and formal aspects of agents and multi-agent sys-
tems, and in engineering and technology. Today it is still a challenge to develop
technologies that can satisfy the requirements of complex agent systems. The
design and development of multi-agent systems still calls for models and tech-
nologies that ensure predictability, enable feature discovery, allow the verification
of properties, and guarantee flexibility. Declarative approaches are potentially a
valuable means for satisfying the needs of multi-agent system developers and for
specifying multi-agent systems.

DALT is a forum of discussion aimed both at supporting the transfer of
declarative paradigms and techniques into the broader community of agent re-
searchers and practitioners, and at bringing the issues of designing real-world
and complex agent system to the attention of researchers working on declarative
programming and technologies.

This volume is organized in four parts corresponding to the main topics of the
presented works: agent programming and beliefs, architectures and logic program-
ming, knowledge representation and reasoning, and coordination and constraints.
Each paper was reviewed by at least three members of the Programme Com-
mittee in order to supply the authors with a rich feedback that could stimulate
the research as well as foster the discussion. This volume contains twelve pa-
pers, which have been selected among the twenty submissions received by the
organisers.

In the previous editions of DALT the authors of some of the presented papers
were invited to submit an extended version for publication in the Lecture Notes
in Artificial Intelligence series of Springer-Verlag. The postproceedings of DALT
2003 have been appeared as volume LNAI 2990 and the postproceedings of DALT
2004 as volume LNAI 3476.
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Beliefs in Agent Implementation

Laurens Winkelhagen, Mehdi Dastani and Jan Broersen

{lwinkelh,mehdi,broersen}@cs.uu.nl
Institute of Information and Computing Sciences

Utrecht University,
P.O. Box 80.089, 3508 TB Utrecht, The Netherlands

Abstract. This paper extends a programming language for implement-
ing cognitive agents with the capability to explicitly represent beliefs and
reason about them. In this programming language, the beliefs of agents
are implemented by modal logic programs, where beliefs are represented
by explicit modal operators. A distinction is made between a belief base
language that can be used to represent an agent’s beliefs, and a belief
query language that can be used to express queries to the agent’s belief
base. We adopt and modify a proof procedure that decides if a belief
query formula is derivable from the belief base of an agent. We show
that the presented proof procedure is sound.

1 Introduction

This paper presents an extension of the agent programming language 3APL [1].
This programming language provides data structures such as beliefs, goals, plans
and reasoning rules, as well as programming constructs to manipulate these data
structures. Examples of such constructs are updating the beliefs, planning a goal
and executing a plan. In multi-agent settings, agents are assumed to have the
ability to communicate. Several specifications have been proposed to facilitate
agent communication, amongst these, the FIPA1 standards are important to
3APL. According to FIPA, agents can communicate by sending each other mes-
sages that contain, amongst other things, a communicative act and the message
content. The communicative acts specified by FIPA [2] require that a message
with a certain performative can only be sent if certain belief formulae, the precon-
ditions of the act, hold. This necessitates capabilities in the agent programming
language to implement agents that can reason with beliefs. These beliefs can
be about the beliefs of the agent that wants to send the message, or about the
beliefs of the receiver of the message. For example, the INFORM act specifies
that the sender believes that receiver has no beliefs about the message content.

The programming language 3APL implements agent belief in terms of a set
of Horn clause formulae and uses a Prolog-engine to verify if the agent has a
certain belief. However, 3APL lacks (1) the possibility to represent beliefs of
agents about their own beliefs and the beliefs of other agents. It also lacks (2)
the possibility to reason with these beliefs.
1 the Foundation for Intelligent Physical Agents: http://www.fipa.org/
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In this paper we show how we can extend the language of 3APL and the
underlying Prolog mechanism in order to implement these two features. We take
existing work [3, 4] on adding modal reasoning capabilities to logic programming,
and investigate how to use this in combination with 3APL. We extend the pro-
gramming language with an explicit modal operator of belief and provide a proof
method that allows 3APL agents to function correctly with this modal operator.
We show that this proof method is sound.

In sections 2 and 3 we give a quick introduction to 3APL and modal logic
programming respectively. The bulk of the paper is section 4 in which we com-
bine one approach to modal logic programming with the 3APL programming
language, first discussing the syntactical changes, then the semantical interpre-
tations and finally giving a soundness proof for these semantics. Section 5 is the
conclusion, in which we will also point out some areas for further research.

2 3APL

Like other agent programming languages, 3APL provides data structures and
programming constructs to manipulate them. Since 3APL is designed to imple-
ment cognitive agents, its data structures represent cognitive concepts such as
beliefs, goals, plans, and reasoning rules. These data structures can be modified
by programming constructs, also called deliberation operations, such as select-
ing a goal, applying a planning rule to it, or executing a plan. These operations
constitute the deliberation process of individual agents which can be viewed as
the agent interpreter. The formal syntax and semantics of 3APL are given in
[1]. In this section, we will explain the ingredients of this programming language
and give the formal definition of only those ingredients that are relevant for the
research problem of this paper, i.e. the belief of 3APL agents.

The beliefs and goals are logical formulae representing the current and de-
sirable state of the world, respectively. The goals of the agents are represented
as logical formulae which are conjunction of atomic ground2 formulae. The be-
liefs of 3APL agents can be specified by formulae in the following belief base
language:

Definition 1. (base language and belief base language) Let Var, Func and Pred
be the sets of domain variables, functions and predicates, respectively. Let Term
be the set of terms constructed from variables and functions in usual way. The
base language L is defined as the set of atomic formulae built on terms Term
and predicates Pred in the usual way. Let ψ ∈ L be ground (atomic) formulae
of the base language and let φ, φ1, . . . , φn ∈ L. The belief base language LBB,
which represent the beliefs of agents, is defined as follows.

ψ, ∀x1,...,xn
(φ1 ∧ . . . ∧ φn → φ) ∈ LBB

where ∀x1,...,xn(ϕ) denotes the universal closure of the formula ϕ for every vari-
able x1, . . . , xn occurring in ϕ.
2 Throughout this paper we will use such standard terminology. In case of doubt, we

will use the same terminology as used in [1].
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In order to reach the goals, a 3APL agent adopts plans. A plan is built
from basic elements that can be composed by sequence operator, if-then-else
construct, and while-do loops. The basic elements can be basic actions, test
actions, or abstract plans. A test action checks whether a certain formula is
derivable from the belief base. An abstract plan is an abstract representation
of a plan which can be instantiated with a plan during execution. Thus, an
abstract plan cannot be executed directly and should be rewritten into another
plan, possibly (and even probably) containing executable basic actions, through
application of reasoning rules (see below).

There are three types of basic actions. The first type of basic action is the
mental action. This action modifies the beliefs of the agents and is specified in
terms of pre- and post-conditions in the form of belief formulae. A mental ac-
tion can be performed if the pre-condition is derivable from the agent beliefs
after which the post-condition must be derivable. The external actions can be
performed in the environment of the agents. The effect of these actions is deter-
mined by the environment and can be perceived by the agent through sensing.
The communication actions pass messages to another agent. A message contains
the name of the receiver of the message, the speech act or performative (e.g. in-
form, request, etc.) of the message, and the content. The content of the message
is a belief formula.

In order to reason with goals and plans, 3APL has two types of reasoning
rules: goal planning rules and plan revision rules. A goal planning rule, which is
a tuple consisting of a goal formula, a belief formula and a plan, indicates that
the state represented by the goal formula can be reached by the plan if the belief
formula holds. Such a rule is applicable when the agent has a goal unifiable with
the goal formula of the rule and when the belief formula of the rule is derivable
from the belief base. Application of such a rule will add the plan to the set of
plans of the agent.

A plan revision rule, which is a tuple consisting of a belief formula and two
plans, indicates that the first plan can be replaced by the second plan if the belief
formula holds. Such a rule is applicable when the agent has a plan unifiable with
the first plan of the rule and when the belief formula of the rule is derivable from
the belief base. The application of the rule will replace the unifiable plan of the
agent with the second plan. The plan revision rules are powerful way to handle
failed or blocked plans as well as adapting and removing plans of the agent.

A 3APL agent starts its deliberation with a number of goals to achieve.
Planning rules are then applied to generate plans for the goals after which the
plans are executed to achieve the goals. Plans may start with mental actions
for which the pre-conditions are not true. In this case, the plan revision rules
are applied to generate alternative plans. During the execution of 3APL agents,
there are four cases where it is checked if a certain formula is derivable from the
agent belief. These cases are related to the execution of test actions and mental
actions, and to the application of the goal planning rules and plan revision rules.
In fact, the content of test actions, the pre-condition of mental actions, and the
guard of the rules are logical formulae which should be derivable before they
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can be executed or applied. We define the language of these formulae, the belief
query language (LB).

Definition 2. (belief query language) Let L be the base language. Then, the
belief query language LB with typical formula β is defined as follows:

– if φ ∈ L, then B(φ),¬B(φ) ∈ Disjunction,
– > ∈ Disjunction,
– if δ, δ′ ∈ Disjunction, then δ ∨ δ′ ∈ Disjunction,
– if δ ∈ Disjunction, then δ ∈ LB,
– if β, β′ ∈ LB, then β ∧ β′ ∈ LB.

The bold ‘B’ is not a modal operator, but is used to represent a query expres-
sion. For example Bϕ represents the query whether ϕ is derivable from the belief
base. We use ¬Bϕ to represent the query whether ϕ is not derivable from the
belief base. This interpretation of ¬ corresponds with the interpretation of nega-
tion as failure in logic programming. The B operator prevents the distribution
of this negation over the belief query.

The 3APL semantics is based on an operational semantics which is defined
in terms of a transition system. A transition system is a set of derivation rules
for deriving transitions. A transition is a transformation of one configuration (or
state) into another and it corresponds to a single computation step. In the case
of the operational semantics for 3APL agents, the configurations are the mental
states of the 3APL agents defined in terms of the belief base, goal base, plan
base, and a substitution which assigns terms to variables.

Definition 3. (configuration) Let LGB be the goal language and LP be the plan
language3. A configuration of an individual 3APL agent is a tuple 〈ι, σ, γ, Π, θ〉,
where ι is an agent identifier, σ ⊆ LBB is the belief base of the agent, γ ⊆ LGB

is the goal base of the agent, Π ⊆ LP is the plan base of the agent, θ is a ground
substitution that binds domain variables to domain terms.

In order to check whether an agent in a certain state has a certain belief
or not, one must check if the corresponding belief query formula is derivable
from the agent configuration that represents the state of the agent. In the 3APL
transition semantics, this is formally expressed through an entailment relation
|=τ

4. In particular, to check if agent ι believes β ∈ LB (a belief query formula)
in state 〈ι, σ, γ, Π, θ〉 is specified as 〈ι, σ, γ,Π, θ〉 |=τ β.

The entailment relation |=τ is defined recursively for the compound formulae.
At the level of atomic formulae the satisfaction relation is defined in terms of
propositional satisfaction relation. In particular, if β is of the form Bφ, the
satisfaction relation is defined as follows:

〈ι, σ, γ, Π, θ〉 |=τ β ⇔ σ |= φτ

3 Since the focus of this paper is the beliefs of the 3APL agents, the goal and plan
language are not presented. For a detailed specification of these languages, see [1]

4 The subscript τ is a substitution under which a formula is derivable from the state.
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The details of this semantics are explained in [1].
In the current implementation of 3APL, we use the Prolog engine for the

propositional satisfaction relation |= in order to check the derivability of a belief
query formula from the agent belief. In this paper, we will extend the beliefs of
agents with modal (belief) formula by adding the modal belief operator to the
belief language and belief query language, and use a reasoning engine to check
the derivability of belief query formulae from the agent beliefs.

3 PROLOG-based Approaches to Modal Reasoning

If one wants to use modal logic in logic programming there are generally two
approaches. One can translate the modal operators to a non-modal logic and
apply the theory of classical logic programming (the translational approach,
exemplified by Nonnengart [5]). Alternatively one can maintain the modal syntax
and adapt the logic programming theory to the modal extension (the direct
approach [4]). It makes sense to take a closer look at the latter approach, as it
allows for an explicit introduction of modal operators in 3APL.

In this section, we will take a closer look at MProlog (by Linh Anh Nguyen [6,
4]) and NemoLOG (by Matteo Baldoni [3, 7, 8]), two existing systems for modal-
logic programming that use the direct approach. These systems are generic in the
sense that they can be used to model a variety of multi-modal logics. They allow
for different modal operators as well as for different axiom systems. Both MPro-
log and NemoLOG ultimately operate in a similar manner, using goal-resolution,
which is very much like Prolog and which can be illustrated by considering a
simple example in KD45 modal logic.

Example 1. A simple modal logic programming example. Let us examine how
MProlog and NemoLOG solve a modal logic program consisting of the following
goal, rule and fact.
1. (goal) ¤ϕ
2. (rule) ¤(¤ψ → ¤ϕ)
3. (fact) ¤ψ

Both systems will prove the goal (1) from the fact (3) using the rule (2), after
they have determined that the modalities in the goal, the rule and the fact are in
correspondence with each other. In the terminology of MProlog and NemoLOG,
this correspondence is called ‘direct consequence’ and ‘derivation’ respectively.
Also, the methods used by MProlog and NemoLOG differ slightly in various
ways. For example while MProlog allows both universal and existential modal
operators, NemoLOG disallows existential modal operators [8]. They also differ
in the way they define their semantics. In the case of MProlog, an SLD-resolution
method is defined that allows the use of specific rules to modify the modalities in
goal-clauses, in order to be able to apply a rule to the goal-clause. On the other
hand, NemoLOG introduces a goal-directed proof procedure which utilizes an
external derivation mechanism for modalities. We will discuss this mechanism
shortly.
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Finally, there is a difference in the implementation. MProlog is developed as
an interpreter while, for reasons of efficiency, NemoLOG is specifically designed
not to be an interpreter. As a result, programs in MProlog need to have every
rule and fact designated as such beforehand, while programs in NemoLOG look
just like normal Prolog programs, except for the fact that each rule makes a call
to a derivation-rule to check if the modal operators allow execution of the rule.

NemoLOG’s separation of the logic governing modalities and the logic con-
cerning program-clauses seems to make modal logic programming more clear,
more intuitive and more easily adaptable to our purposes. In this paper we aim
to give 3APL the instruments for accommodating a logic of belief. We will do
so by blending in some of the ideas of NemoLOG. Specifically, we look at the
goal-directed proof procedure.

A key part of this proof procedure is the external derivation mechanism for
modalities. Modalities are stripped from the goal-clause and remembered in the
so-called Modal Context. A modal context is an environment in which goals can
be proven. To prove a goal in a given modal context we may use formulae that
are valid in specific other modal contexts. These modal contexts are determined
by a so called ‘matching relation’. In this manner, the matching relation defines
which modal logical framework we use. Syntactically modal contexts form a data
structure used by the recursive goal-resolution procedure to prove modal goals.
Semantically, they resemble the possible worlds well-known from Kripke seman-
tics and the matching relation defines the properties of the modal accessibility
relation [9].

When applying a rule to a goal-clause, the goal-directed proof procedure
checks whether the modalities in the rule can be derived from the modal context.
Consecutively the rule is applied to the goal and the modalities in the modal
context are adjusted to represent the new environment.

Our approach to modal logic programming, based NemoLOG, will be ex-
plained in detail in section 4.3.

4 Integrating Modal Belief Properties in 3APL

In the previous sections we have taken a look at 3APL and have investigated
modal logic programming, now we are ready to integrate both. It should be
clear that this integration focusses on the belief base and belief query language
in 3APL as well as on the (Prolog) inference mechanism 3APL uses.

4.1 The addition of modal operators in 3APL

In this paper we are primarily interested in installing a notion of belief into 3APL
agents, so therefore we will only add one type of modal operator to the base
language: modal operators of belief. These modal operators follow the axioms of
a widely accepted system for belief, namely KD45. Later, in the section 4.2, we
give an interpretation for this belief operator.
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Even as in the original 3APL, we refrain form introducing direct negation
to the base language. The belief base of an agent in 3APL is a Prolog program
which is based on the closed world assumption. Negation in a belief base is
modelled as negation-as-failure, meaning that formulae are negated by merely
not being in the belief base.

The addition of a modal operator for belief does not change this very much,
though it does present us with some new possibilities regarding negation. For one,
there is an intuitive difference between not believing that something is the case
and believing that something is not the case. If we want to be able to distinguish
these, we should add the possibility of using classical negation within the scope
of a belief modality to 3APL. We leave this possibility for further research.

Because 3APL is a programming language for implementing Multi Agent Sys-
tems, it makes sense to introduce multiple modal operators of belief. Therefore
we will introduce for each agent i ∈ Agents a modal operator Bi.

Definition 4. (extended base language) Let L be the basic langauge as defined
in 1. Let Bi be a modal operator for an agent i ∈ Agents. The base language L
is extended with the modal belief operator by adding the following clause:
if φ ∈ L, then Biφ ∈ L.

The revised belief base language is defined in terms of the expressions of
the extended base language. The belief base of an agent contains only a finite
number of expressions from the respective language, possibly none. Note that,
in the base language, we can have BiBjBiφ where i, j ∈ Agents.

Definition 5. (extended belief base language) Let L be the extended base lan-
gauge. Let ψ, ψ1, ..., ψm ∈ L be ground (atomic) formulae, let φ, φ1, . . . , φm ∈ L
and let i ∈ Agents. The belief base language, LBB is a set of formulae defined
on the extended base language as follows:

– Biψ ∈ LBB

– ∀x1 , ...,xn Bi(φ1 ∧ . . . ∧ φm → φ) ∈ LBB

where ∀x1 , ...,xn (ϕ) denotes the universal closure of the formula ϕ for every
variable x1, ..., xn occurring in ϕ.

According to the above definition, formulae in the belief base language can
have two forms: Biψ and ∀x1 , ...,xn Bi(φ1 ∧ ... ∧ φm → φ). We will call the first
form the fact-form and the second the rule-form. Note that every formula in the
belief base language LBB is preceded by a modality Bi. i.e. every expression in
the belief base language is explicitly believed.

As one can see, the above definition for LBB is very similar to the one used
to define the corresponding 3APL language. However, there are some notable
differences. We have imposed the restriction that everything in the belief base of
an agent (i) should be preceded by a belief modality (Bi) to make explicit that
the agent (i) believes whatever is in its belief base5. This as opposed to 3APL
5 Note that the argument of Bi is a belief formula that can contain modal operators

Bi or Bj for other agents j.
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where no modal operator is allowed (i.e. in 3APL everything in the belief base
is implicitly believed). The explicit instead of implicit use of the belief modality
will turn out to be especially useful when we come to the semantics of the belief
base language.

Now we will redefine the belief query language. In the following it is important
to note the difference between B and Bi. The latter is used as a modal operator
to indicate a belief of an agent i and can be applied to modal belief formulae in
which Bi can occur again, while the former is used to indicate that a formula is a
belief formula and cannot be applied to a formula that contains the B operator.
Note that another use of the bold ‘B’ is to prevent the distribution of negation
over its argument, as explained in our section on 3APL.

Definition 6. (extended belief query language) Let L be the extended base lan-
guage and let ψ be of the form Biϕ where ϕ ∈ L and i ∈ Agents. We shall call
ψ a formula in the inner belief query language (LI) The extended belief query
language, LB, with typical formula β is defined as follows:

– B(ψ), ¬B(ψ) ∈ Disjunction,
– > ∈ Disjunction,
– if δ, δ′ ∈ Disjunction then δ∨δ′ ∈ Disjunction,
– if δ ∈ Disjunction, then δ ∈ LB,
– if β, β′ ∈ LB, then β∧β′ ∈ LB.

Note this definition is almost exactly the same as definition 2. The only
difference lies in the arguments of the basic queries, which are of the form B(ϕ).

4.2 The semantics of modal operators in 3APL

In section 2, we have explained that during the execution of 3APL agents, there
are four cases where it should be tested if a belief query formula is derivable
from the agent belief, i.e. for the execution of test actions and mental actions
and for the application of goal planning rules and plan revision rules. In the
original 3APL, the agent typically uses a belief query for this purpose, and this
has not changed with the addition of modal operators and the extra restrictions
on both the belief base and belief query language. One thing that has changed is
that the reasoning mechanism must now take modal operators into account. This
expands our belief base language (LBB) to a Horn clause fragment of first order
modal logic and enriches our belief query language (LB) with modal operators.

In order to define the derivability of queries from a belief base we will intro-
duce a superset language Ls. Relying on the belief base language or the belief
query language alone does not suffice, because the languages differ from each
other. We embed both the belief base language and the inner belief query lan-
guage as subsets of the superset language to study the derivation relation in
a standard modal logic setting. This embedding is illustrated in figure 1. This
situation allows us to extend both the belief base and belief query language to
form a larger fragment of the superset language if we so desire. An example of
such an extension could be the inclusion of negation.
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Fig. 1. The relation between the languages.

The alphabet of the superset language consists of the same sets Vars, Func
and Pred as the base language (definition 1) combined with the classical logi-
cal connectives and quantifiers ¬,∨,∧,→, ∀ and ∃. The syntax of the superset
language is defined as usual in first-order modal logic.

As usual in first-order modal logic, we will use Kripke interpretations to
define the semantics of this superset language. These interpretations make use
of possible worlds. Each possible world has a first-order domain of quantification.
For the sake of simplicity we will assume constant domains (i.e. the domains do
not vary between possible worlds) and rigid designators (i.e. constants refer to
the same domain element, regardless of the possible world it is in). The semantics
of the superset language are defined in terms of Kripke interpretations as follows:

Definition 7. (Kripke interpretations) Let M be a Kripke interpretation M =
〈W,R, D, π〉 where:

– W is a nonempty set of worlds
– R = {Ra1 , ..., Ran} for a1, ..., an ∈ Agents where each Ri ∈ R is a binary

relation on W which is serial, transitive and Euclidean (the accessibility
relation associated with Bi)

– D is a (nonempty) set of domain elements
– π is an interpretation of constant symbols function symbols and predicate

symbols such that
• for each n-ary function symbol f of Ls (including constants of Ls), π(f)

is a function from Dn to D

• for each n-ary predicate symbol p and each world w ∈ W , π(p, w) is an
n-ary relation on D

A variable assignment V w.r.t. a Kripke interpretation M is a function that
maps each variable to an element of the domain D of M . Interpretation for
terms in the domain is defined as usual from the interpretation of constants and
function symbols.

Definition 8. (Kripke semantics) Let ² be a relation between w ∈ W and closed
formulae of Ls satisfying, for all w ∈ W , the following conditions:
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- M, V,w ² >
- M, V,w ² p(t1, ..., tn) iff 〈(V (t1), ..., V (tn))〉 ∈ π(p, w)
- M, V,w ² ¬φ iff M,V, w 2 φ
- M, V,w ² φ ∧ ψ iff M, V, w ² φ and M, V, w ² ψ
- M, V,w ² φ → ψ iff M,V,w 2 φ or M,V, w ² ψ
- M, V,w ² ∀xφ iff for each c ∈ D, M, V,w, ² φ{x/c}
- M, V,w ² ∃xφ iff for some c ∈ D, M,V, w,² φ{x/c}
- M, V,w ² Biφ iff for all w′ ∈ W such that (w, w′) ∈ Ri,M, V, w′ ² φ

A closed formula (i.e. a formula where all variables are bound by a quantifier)
φ of the language Ls is satisfiable if there is a Kripke model M = 〈W,R, D, π〉
and a world w ∈ W for some variable assignment V , such that M,V, w ² φ. φ
is a valid formula (² φ) if ¬φ is not satisfiable.

We will lift the above definition for satisfiability to groups of formulae: M, V,w ²
Φ iff M, w ² φ for all φ ∈ Φ. We will define modal logical entailment between
groups of formulae Φ ²Ls Ψ as M, V, w ² Φ implies M, V, w ² Ψ .

We can use this definition of entailment to establish whether a set of formulae
in Ls follows from a second set of formulae in Ls. This of course also holds for
formulae in clausal fragments of Ls such as the belief base language.

We can now give a definition of the semantics of belief queries based on [1].
We will do so by defining what it means for belief queries to be satisfied by
an agent configuration. It is important to stress that this entailment (denoted
by ²τ ) relation is an entirely different relation than the one defining modal
logical entailment (denoted by ²) from definition 8. In particular, we will use the
entailment relation defined for modal logic (²) to define the entailment relation
for belief queries (²τ ).

Definition 9. (semantics of belief queries) Let 〈ι, σ, γ, Π, θ〉 be the agent config-
uration of agent ι, δ, δ′ ∈ Disjunction and Bφ, β, β′ ∈ LB. Let τ, τ1, τ2 be ground
substitutions. The semantics of belief queries is defined as follows:
〈ι, σ, γ, Π, θ〉 ²∅ >
〈ι, σ, γ, Π, θ〉 ²τ Bφ ⇔ σ ² φτ where Varf (φ) ⊆ dom(τ)
〈ι, σ, γ, Π, θ〉 ²∅ ¬Bφ ⇔ ¬∃τ : 〈ι, σ, γ, Π, θ〉 ²τ Bφ
〈ι, σ, γ, Π, θ〉 ²τ δ∨δ′ ⇔ 〈ι, σ, γ,Π, θ〉 ²τ δ or

(∀τ ′ : 〈ι, σ, γ,Π, θ〉 2τ ′ δ and 〈ι, σ, γ, Π, θ〉 ²τ δ′)
〈ι, σ, γ, Π, θ〉 ²τ β∧β′ ⇔ 〈ι, σ, γ,Π, θ〉 ²τ β and 〈ι, σ, γ, Π, θ〉 ²τ β′τ
Here the entailment relation ² on the righthand side of the second clause is
defined in definition 8.

Again, except for the use of an entailment function for first order modal logic,
this is quite like the semantics specified in the original 3APL [1].

4.3 A goal-directed proof procedure

In this section we will give a goal-directed proof procedure. This procedure will
allow us to compute whether a belief query is entailed by a belief base. The
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procedure is based on NemoLOG [3] proposed by Baldoni, which is adapted to
the needs and specifications of 3APL. We will first introduce the concept of a
modal context, which will form the basis of our matching6 relation ( ∗⇒) and thus
for the whole of the proof procedure.

Definition 10. (Modal Context) Let M1, ..., Mn ∈ {B1, ..., Bm} where 1, ...,m ∈
Agents. We will then define a modal context MC as a finite sequence of modal
operators denoted by M1...Mn. We will denote an empty modal context with ε.
A modal context records the modalities in front of goals during the execution of
our goal-directed proof procedure. We will denote the set of all possible modal
contexts by MC∗.

Intuitively, a modal context can be seen as a name for a set of possible
worlds. We say that we evaluate a formula in a certain modal context MC when
we evaluate it in each possible world named by that modal context instead of
in the actual world. In our goal-directed proof procedure, we will use the modal
context to be able to recognize syntactically if a Program Clause is applicable to
the Goal or not. From this viewpoint, the modal context denotes in which worlds
we are evaluating the Goal. The proof procedure itself will, when appropriate,
update the modal context to reflect the correct worlds.

To avoid problems with variable renaming and substitutions we will denote
by [P ] the set containing the set of all ground instances of clauses from a belief
base P . Also, each formula F ∈ L which is in [P ] will be transformed into a
formula of the form > → F . We do this to make all semantical information in
[P ] available in a uniform way, i.c. in the form of implications, the rule-form.
This will be useful when we get to the inductive definition of the goal-directed
proof procedure described in definition 13.

Definition 11. (Program Clauses) Let P be a set of clauses ∈ LBB and Γ ∈
MC∗. Define [P ] (the Program Clauses) to be the set of formulae obtained by
transforming all clauses in P using the following rules:
a) if C ′ ∈ P and C ′ ∈ L then > → C ′ ∈ [P ].
b) if ∀x1, ..., xnΓC ′ ∈ P and ∀x1, ..., xnΓC ′ /∈ L then ΓC ′{t/x} ∈ [P ]

for each x ∈ x1, ..., xn for all ground terms t relevant for P 7.

Let G, which we shall call a Goal, be either > or of the form φ1 ∧ ... ∧ φn,
where φ1, ..., φn ∈ L. We will call [P ], where P is the contents of the belief
base, the Program. By definition 8 it can easily be seen that in [P ] every bit of
semantical information in the belief base P is present in clauses of the general
form Γb(G → ΓhA), where Γb is ε or a single belief modality, Γh is an arbitrary,
possibly empty, sequence of belief modalities and A ∈ L. This is important
because the inference rules of our goal-directed proof procedure can only make
use of Program Clauses written in this general form.

In the following, we will give a proof procedure that applies formulae in the
program [P ] to prove a goal G in a modal context MC. The applicability of a

6 As mentioned in the previous chapter, Baldoni often uses the word derivation.
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formula F ∈ [P ] depends on the modalities in F and on the modal context. The
sequences of modalities in F must match the sequence of modal operators that
is MC. We will now give the definition of this matching relation.

Definition 12. (matching relation) For 1, ..., n ∈ Agents, let M be the set of
modal operators {B1, ..., Bn}. We define two auxiliary relations. Let the relation
⇒ be defined as ⇒= {(Mi,MiMi) |Mi ∈M}. Let the relation ⇒′ be defined as
⇒′ = {(Γ1ΓΓ2, Γ1Γ

′Γ2) | Γ, Γ ′, Γ1, Γ2 ∈ MC∗ & Γ ⇒ Γ ′}8. Now we can define
our matching relation ( ∗⇒) as the equivalency closure of ⇒′ over the space MC∗.

Now we will give a set of inference rules. These rules constitute our goal-
directed proof procedure.

Definition 13. (goal-directed proof procedure) Let M be a single modal opera-
tor. Let A ∈ L be without modal operators. We define the procedure to find a
proof for a closed Goal G from a modal context MC = Γ and a program [P ] by
induction on the structure of G as follows:
1. [P ], Γ ` >;
2. [P ], Γ ` A if there is a clause Γb(G → ΓhA) ∈ P and

a modal context Γ ′b such that
(1) [P ], Γ ′b ` G, (2) Γb

∗⇒ Γ ′b, and (3) Γ ′bΓh
∗⇒ Γ .

3. [P ], Γ ` G1 ∧G2 if
[P ], Γ ` G1 and
[P ], Γ ` G2;

4. [P ], Γ ` ∃xG if for some ground term t
[P ], Γ ` {x/t}G;

5. [P ], Γ ` MG if
[P ], ΓM ` G.

Given a program [P ] and a closed goal G, we say that G is provable from [P ] if
[P ], ε ` G can be derived by applying the above rules 1. - 5.

Using Goal-Resolution and Backwards chaining, this proof procedure is able
to prove modal goals in the same way Prolog is able to prove non-modal goals.
Implementation of the proof procedure builds on the current 3APL implementa-
tion and is a matter of writing a simple Prolog module to handle the modalities.

The above definitions (11-13) can together be seen as a proof method for the
KD45n quantified modal logic that we want our agents to use. The working of
the proof procedure is very simple: The rules 1, 3, and 4 deal with query formulae
that are always true, conjunctions or existentially qualified, respectively. If a goal
is prefixed by a modality, then rule 5 takes the modality away from the goal while
updating the modal context. Using definition 11 we ensure that goals cannot be
of a form other than the ones dealt with above, so this suffices. Finally, rule 2
allows for the application of a Program Clause (rule) and specifies the resulting
Goal and modal context. Rule 2 makes use of the special matching relation
∗⇒ as defined in definition 12. The matching relation is intended as a means to
8 We denote by Γ1Γ2 the concatenation of the modal contexts Γ1 and Γ2.
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establish if a certain sequence of modal operators can be used to access a formula
involving (or if you will; guarded by) another sequence of modal operators.

Our matching relation is a specialized version of the derivation relation de-
fined by Baldoni [3], which is based on inclusion axioms9. That derivation re-
lation ∗⇒ is defined as the transitive and reflexive closure of ΓΓ1Γ

′ ⇒ ΓΓ2Γ
′

for each inclusion axiom Γ1 → Γ2. Here Γ, Γ1, Γ2 and Γ ′ are all sequences of
modalities.

An example of an inclusion axiom is ¤i → ¤i¤i, describing transitivity. A
derivation relation based on this axiom makes ¤2¤1¤2

∗⇒ ¤2¤1¤1¤2 valid.
Other inclusion axiom will introduce other properties. Our own derivation re-
lation (definition 12) gives our programs transitivity, seriality and euclidicity.
However this can easily be adapted to other logic systems following [3].

4.4 Soundness of the proof-procedure

The proof-procedure given in the previous section allows us to derive a belief
query from an agent configuration. We first transform the belief base of the
agent configuration into Program Clauses and the belief query into a query
usable by the goal-directed proof procedure defined in definition 13. Given this
goal-directed proof procedure and given the Kripke semantics for the superset
language Ls (given in definition 8) we show that the proof procedure is sound.

In order to prove soundness, we must prove that every belief query proven by
our procedure (definition 13)is valid using the semantics the superset language
(Ls, definition 8). Formally: [P ] ` β ⇒ P ²Ls β.

With our soundness proof we deviate from the approach of Baldoni, who
gives a correctness proof based on fixpoint semantics relating to both the op-
erational semantics and the Kripke semantics [3]. We instead attempt to give
a soundness proof by directly relating the goal directed proof procedure to the
Kripke semantics of our superset language.

The matching relation ∗⇒ plays an important role in the proof procedure,
therefore it makes sense to establish some important properties for this relation.
First, because the matching relation determines the properties of the modal
logic of the system, we will prove that these properties are the desired ones. As
a consequence we prove that the validity of modal logical formulae is preserved
within matching modal contexts. This allows us to prove the soundness of our
proof procedure.

The matching relation imposes certain restrictions on the relations between
modal contexts, and thus on Bi. We will prove that these restrictions corre-
spond to those described in definition 8 (seriality, transitivity and euclidicity)
by constructing a Kripke frame over MC∗ (the set of all modal contexts) and
the relation Ri. We will then apply the restrictions imposed by the matching
relation and prove that the frame is a KD45n-frame, which means that seriality,
transitivity and euclidicity apply.
9 inclusion axioms can be used to describe modal logic properties. For example ¤i →

¤i¤i describes transitivity.
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A KD45n-frame is a non-empty set of worlds with accessibility relations
between those worlds that are serial, transitive and euclidean, with respect to
multiple agents [10]. Our Kripke interpretation of definition 7 is based on a
KD45n-Kripke frame (the worlds W and relations R of the interpretation).
What we prove is that, if one imposes restrictions on the relations in accordance
with the matching relation, then the desired transitivity, seriality and euclidicity
properties of the relations Ri ∈ R hold.

Lemma 1. (Semantics of the matching relation) The matching relation ∗⇒ over
MC∗ defines a KD45n-frame.

Proof. Let F ′ be a frame 〈W,R〉 where W is an infinite set of worlds such that
W = {wΓ |Γ ∈MC∗} and R is a set of relations {R1, ..., Rn} for 1, ..., n ∈ Agents
where the relation Ri is defined as (wΓ , wΓ ′) where Γ ′ = ΓMi. Here ΓMi is the
modal context obtained by the concatenation of Γ and the single modality Mi.
Let F be F ′ modulo ∗⇒, i.e. if Γ

∗⇒ Γ ′ then wΓ ∈ W and wΓ ′ ∈ W are equivalent.
We will prove that the accessibility relations Ri ∈ R are all serial, transitive and
euclidean and that therefore F is a KD45n-frame.

seriality Every Γ ∈ MC∗ corresponds to a world wΓ ∈ W . Furthermore if
Γ ∈ MC∗ then, by the infinite nature of MC∗, ΓMi ∈ MC∗. Therefore there
always is a world wΓ ′ ∈ W that corresponds with ΓMi. Since Ri is defined as
(wΓ , wΓ ′) we have that for every wΓ ∈ W (wΓ , wΓ ′) ∈ Ri.

transitivity Let wΓ , wΓ ′ and wΓ ′′ correspond to the modal contexts Γ , ΓMi

and ΓMiMi respectively. Since ΓMi
∗⇒ ΓMiMi and because F isF ′ modulo ∗⇒,

we have wΓ ′ = wΓ ′′ . Moreover, since (wΓ , wΓ ′) ∈ Ri we also have (wΓ , wΓ ′′) ∈
Ri.

euclidicity If (wΓ , wΓ ′) ∈ Ri and (wΓ , wΓ ′′) ∈ Ri then if wΓ corresponds
with the modal context Γ then wΓ ′ and wΓ ′′ corresponds with the modal
context ΓMi. Because the relation Ri is also serial there must be a relation
(wΓ ′ , wΓ ′′′) ∈ Ri such that wΓ ′′′ corresponds with the modal context ΓMiMi.
Because ΓMiMi

∗⇒ ΓMi, we have wΓ ′′′ = wΓ ′′ and thus (wΓ ′ , wΓ ′′) ∈ Ri. a
Lemma 2. If Γϕ is valid (in the logic of the superset language (definition 8)),
and Γ

∗⇒ Γ ′, then Γ ′ϕ is also valid.

Proof. This is a direct consequence of the previous lemma (1) saying that the
matching relation ∗⇒ defines a KD45n-frame over modal contexts. a
Theorem 1. (soundness: [P ] ` β ⇒ P ²Ls β) Every belief query made true
by the goal-directed proof procedure (`) is also valid in the Kripke semantics (²).

Proof. We have to prove that [P ] ` β ⇒ P ²Ls β. If the goal directed
proof procedure stops, the result is a proof tree, where any node is of the form
[P ], Γ ` β, the root is of the form [P ], ε ` G, and all leaves have the form
[P ], Γ ` >. With every node [P ], Γ ` β of the tree, we define an associated Ls

formula of the form P → Γβ. Then we prove that validity of the associated
formulas P → Γβ is preserved when going up (or ‘down’, depending on whether
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you really want to picture the tree as a tree) from the leaves of the tree to the
root. The associated formulas for the leaves are all of the form P → Γ>, which
are trivially valid in the superset logic (Definition 8). Then by induction over the
proof tree structure, we get that P → β is valid (ε is the empty modal context),
which (for all standard notions of entailment) results in P ²Ls β.

To complete the proof, we now prove the preservation property for each
individual rule in the goal-directed proof procedure.

Rule 1: Trivial.
Rule 2: We have to prove that under the conditions (1) Γb(G → ΓhA) ∈ P ,

(2) Γ ′bΓh
∗⇒ Γ , and (3) Γb

∗⇒ Γ ′b, validity of P → Γ ′bG implies validity of
P → ΓA. If Γb(G → ΓhA) is not valid, the implication holds trivially, so we
only have to consider the case where Γb(G → ΓhA) is valid. Thus, we have to
prove that under conditions 2 and 3, the validity of P → Γ ′bG and Γb(G → ΓhA)
implies the validity of P → ΓA. For this we make use of the previous lemma (2).
With this lemma together with condition 2, we conclude that from the validity
of Γb(G → ΓhA) we may conclude the validity of Γ ′b(G → ΓhA). From the fact
that we deal with normal modal reasoning, we may conclude to the validity
of Γ ′bG → Γ ′bΓhA (applying the K-property of normal modal logic). From this,
together with the validity of P → Γ ′bG, we may conclude to the validity of
P → Γ ′bΓhA. Applying the previous lemma (2) one more time gives us the
desired P → ΓA.

Rule 3: We have to prove that if P → ΓG1 and P → ΓG1 are valid, also
P → Γ (G1 ∧G2) is valid. This follows directly from the fact that we deal with
normal modal logic (i.e. Kripke structures), for which ¤ϕ ∧¤ψ → ¤(ϕ ∧ ψ).

Rule 4: This rule replaces a ground term by an existentially quantified vari-
able. From the semantics of existential quantification, it immediately follows that
this preserves validity.

Rule 5: Trivial. a

5 Conclusion and Further Research

We have extended the agent programming language 3APL, giving agents a means
to explicitly reason about the beliefs of themselves and the beliefs of other agents.
We have done so by adding modal operators of belief to the syntax of the belief
base and belief query languages of 3APL. The corresponding semantics have been
adjusted to correspond with a KD45n-type modal logic, often used to represent
beliefs, governing the behavior of these modal operators. In the final section we
have given a method for checking the derivability of a belief query from a belief
base, providing the functionality we sought. This method is proven to be sound.

The next step will be to implement a working version of this method, and
to test it with communication. This implementation can be build upon the ex-
isting 3APL implementation. This would only require programming a Prolog
interpreter that can work with the modalities involved.

Another interesting possibility is the addition of negation to the belief base
and belief query languages. This may dramatically increase the expressional
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power of 3APL. With the right restrictions, we belief that negation can be intro-
duced problem-free, however this is left for further research. Finally, we plan to
show that our proof method is complete with respect to possible belief queries
and belief base content. This can be done by induction on the form of the belief
queries.
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Abstract. Existing cognitive agent programming languages that are
based on the BDI model employ logical representation and reasoning for
implementing the beliefs of agents. In these programming languages, the
beliefs are assumed to be certain, i.e. an implemented agent can believe
a proposition or not. These programming languages fail to capture the
underlying uncertainty of the agent’s beliefs which is essential for many
real world agent applications. We introduce Dempster-Shafer theory as
a convenient method to model uncertainty in agent’s beliefs. We show
that, using simple support functions as a representation for the agent’s
beliefs, the computational complexity of Dempster’s Rule of Combina-
tion can be controlled. In particular, the certainty value of a proposition
can be deduced from the beliefs of agents, without having to calculate
the combination of Dempster-Shafer mass functions.

1 Introduction

In multi-agent systems, individual agents are assumed to be situated in some
environment and are capable of autonomous actions in the environment in order
to achieve their objectives [20]. An autonomous agent interacts with its envi-
ronment, using information and objectives, both of which are updated with the
information acquired through interaction. In order to develop multi-agent sys-
tems, many programming languages have been proposed to implement individual
agents, their environments, and interactions [4, 9, 11, 3, 2]. These languages pro-
vide programming constructs to enable the implementation of agents that can
reason about their information and objectives and update them according to
their interactions.

Unfortunately, although Rao and Georgeff [12] already uses beliefs - rather
than knowledge operators - due to the agent’s lack of knowledge about the state
of the world, many of the proposed programming languages assume that the
information and objectives of agents are certain, which is obviously an unrealistic
assumption for many real world applications. In such applications, either the
environment of the agents involves uncertainty or the uncertainty is introduced
to agents through imperfect sensory information. Past research dealing with the
application of existing programming languages such as 3APL for robot control
[17] showed, that sensory input is not always accurate, and that external actions
have unpredictable outcomes: the environment in which the agent operates is
both inaccessible and indeterministic. This seriously devalues the practical use
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of such agent programming languages for real applications like mobile robot
control. Therefore, we believe that individual agents need to be able to reason
and update their states with uncertain information, and that agent-oriented
programming languages should facilitate these functionalities.

In this paper, we focus on cognitive agents which can be described and imple-
mented in terms of cognitive concepts such as beliefs and goals. We consider pro-
gramming languages that provide programming constructs to implement agent’s
beliefs, to reason about beliefs, and update beliefs. In order to allow the imple-
mentation of cognitive agents that can work with uncertain beliefs, we investigate
the possible use of Dempster-Shafer theory to incorporate uncertainty in BDI
type agent programming languages. We discuss how uncertain beliefs can be
represented and reasoned with, and how they can be updated with uncertain
information.

The structure of this paper is as follows. First we will introduce the most
important relevant concepts in Dempster-Shafer theory. In the next section we
propose a mapping between this theory, and agent beliefs. In section four, we
deal with implementational issues, and show that computational complexity can
be controlled given certain restrictions on the belief representation. In section
five we show how the agent’s belief base can be updated and queried. Finally, in
section six we conclude our paper.

2 Dempster-Shafer theory

The concept uncertainty is closely related to probability theory. We differentiate
between the notion of chance and probability : a chance represents an objective,
statistical likeliness of an event (such as throwing a six with a dice), probabil-
ity the likeliness of an event given certain subjective knowledge (for example,
the probability of six, given that we know the number is even). Probabilistic
reasoning deals with the question how evidence influences our belief in a cer-
tain hypothesis H. We define the probability of H, denoted as P (H), as a real
number between 0 and 1, with P (H) = 0 meaning H is definitely false, and
P (H) = 1 meaning H is definitely true. A value between 0 and 1 is a measure
for the probability of H.

The theory of Dempster and Shafer [14] can be seen as a generalisation of
probability theory. In this theory, a frame of discernment Ω is defined as the
set of all hypotheses in a certain domain. On the power set 2Ω , a mass function
m(X) is defined for every X ⊆ Ω, with m(X) ≥ 0 and

∑
X⊆Ω

m(X) = 1. If there

is no information available with respect to Ω, m(Ω) = 1, and m(X) = 0 for
every subset of Ω.

For example, in a murder case Ω is a list of suspects, {Peter, John, Paul,
Mary, Cindy}. If the investigator has no further information, the mass function
associated with Ω will assign 1 to Ω and 0 to all subsets of Ω. If there is evi-
dence found regarding certain subsets of Ω, for example a (slightly unreliable)
witness claims the killer was probably a male, we assign a mass value to this
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particular subset of Ω (say 0.6) and - since we have no further information and∑
X⊆Ω

m(X) = 1 by definition - we assign a mass value of 0.4 to Ω. The mass

function in this case would be:

m1(X) =

0.6 if X ={Peter, John, Paul}
0.4 if X = Ω
0.0 otherwise

Note that no value whatsoever is assigned to subsets of {Peter, John, Paul}.
If we receive further evidence, for example that the killer was most likely (say
with a probability of 0.9) left-handed, and both John and Mary are left-handed,
then we might have another mass function like:

m2(X) =

0.9 if X ={John, Mary}
0.1 if X = Ω
0.0 otherwise

Dempster’s Rule of Combination is a method to combine both pieces of
evidence into one combined mass function. This function for the combination
of m1 ⊕m2 is defined as:

Definition 1. (Dempsters Rule of Combination [14]). Let X,Y, Z ⊆ Ω. Then
the following holds:

m1 ⊕m2(X) =

∑
Y∩Z=X

m1(Y )·m2(Z)∑
Y∩Z 6=∅

m1(Y )·m2(Z)
and

m1 ⊕m2(∅) = 0

Dempster’s Rule of Combination is commutative and associative, as shown
in [13]. In our example, combining both pieces of evidence would lead to the
following mass function:

m1 ⊕m2(X) =


0.06 if X ={Peter, John, Paul}
0.36 if X ={John, Mary}
0.54 if X ={John}
0.04 if X = Ω
0.00 otherwise

A simple support function is a special case of a mass function, where the
evidence only supports A, and no non-zero mass value is assigned to any subset
of Ω other than A:

Definition 2. (simple support function [14]). Let X ⊆ Ω and A be an evidence
with probability s. Then, the simple support function related to A is specified as
follows:
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m(X) =

 s if X = A
1-s if X = Ω
0 otherwise

On a mass function, two other functions are defined, namely a belief function
Bel(X) and a plausibility function Pl(X).

Definition 3. (belief and plausibility function [14]). Let X,Y ⊆ Ω, then the
belief and plausibility functions can be defined in terms of the mass function as
follows:

Bel(X) =
∑
Y⊆X

m(Y ) and Pl(X) =
∑

X∩Y 6=0

m(Y )

Informally, the belief and plausibility functions can be seen as a lower re-
spectively upper limit on the probability of the set of hypotheses X. Note, that
Pl(X) = 1 − Bel(Ω\X). The difference between Bel(X) and Pl(X) can be
regarded as the ignorance with respect to X.

3 Mapping agent beliefs to Dempster-Shafer sets

Can the theory of Dempster and Shafer be applied to the beliefs of an agent,
if they are represented by logical formulae in an agent programming language?
To investigate this question, suppose we have an agent-based program that op-
erates in the context of a n-by-m grid-world where bombs can appear in certain
positions in the grid and an agent can partially perceive the environment and
move around. The agent tries to sense the bombs surrounding him, thus locating
all bombs and safe squares in his environment. Assume that, at a given moment
during the execution of the program, the agent has the following belief base in
a 2-by-2 grid-world:

BB1 : safe(1)

This indicates, that the agent believes that square 1 is a safe location. How
can we relate this belief in terms of the Dempster-Shafer theory? The frame of
discernment Ω can be understood as denoting the set of all models of the grid-
world, as shown in table 1. In a 2-by-2 grid-world there are 16 models, ranging
from ‘all squares are safe’ to ‘all squares contain bombs’. We can relate the
agent’s current beliefs to a subset of hypotheses from Ω, where each hypothesis
is considered as a model of that belief.

For example, if we define the hypotheses as in table 1 then the belief formula
safe(1) is a representation of the set {H1,H2,H3,H4,H5,H6,H7,H8} of hy-
potheses, which is exactly the set of all models of the belief base BB1. If we
define a mass-function msafe(1) according to this belief base, we would assign 1
to this set, and 0 to Ω (and to all other subsets of Ω). In fact, each belief base
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Hyp. 1 2 3 4 Hyp. 1 2 3 4

1 Safe Safe Safe Safe 9 Bomb Safe Safe Safe

2 Safe Safe Safe Bomb 10 Bomb Safe Safe Bomb

3 Safe Safe Bomb Safe 11 Bomb Safe Bomb Safe

4 Safe Safe Bomb Bomb 12 Bomb Safe Bomb Bomb

5 Safe Bomb Safe Safe 13 Bomb Bomb Safe Safe

6 Safe Bomb Safe Bomb 14 Bomb Bomb Safe Bomb

7 Safe Bomb Bomb Safe 15 Bomb Bomb Bomb Safe

8 Safe Bomb Bomb Bomb 16 Bomb Bomb Bomb Bomb

Table 1. Bomb location and associated hypothesis

can be represented by a mass function. Such a mass function would assign 1 to
the subset of Ω which contains all hypotheses that are true with respect to the
belief base. In general, if a belief base is a certain belief formula ϕ, then it could
be represented by a mass function mϕ(X), where

mϕ(X) =
{

1.0 if X⊆Ω & models(X,ϕ) & ∀Y ⊆Ω (models(Y, ϕ) ⇒ Y ⊆X)
0.0 otherwise

In this definition, the relation models(X,ϕ) is defined as ∀M ∈ X M |= ϕ,
where M is a model and |= is the propositional satisfaction relation. The con-
dition of the if-clause indicates that X is the maximum set of hypotheses that
are models of ϕ. In the sequel, we use X |=Ω ϕ as a shorthand for the complex
condition X ⊆Ω & models(X,ϕ) & ∀Y ⊆Ω (models(Y, ϕ) ⇒ Y ⊆X). Using
this shorthand notation, the mass function that represents the belief base ϕ can
be rewritten as:

mϕ(X) =
{

1.0 if X |=Ω ϕ
0.0 otherwise

The belief base BB1 can then be represented by :

msafe(1)(X) =
{

1.0 if X |=Ω safe(1)
0.0 otherwise

3.1 Adding beliefs

If we add another belief formula to the belief base, the resulting belief base can
be represented by the combination of the mass function of both belief formulae.
Suppose we add safe(2) to the belief base, with the following mass function:

msafe(2)(X) =
{

1.0 if X |=Ω safe(2)
0.0 otherwise

We can combine both pieces of evidence using Dempster’s rule of combina-
tion. Since the only non-empty intersection of sets defined by either msafe(1)

or msafe(2) is the subset {X |X |=Ω safe(1) ∧ safe(2)}, the resulting mass func-
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tion m1 = msafe(1) ⊕msafe(2) is defined as follows1:

m1(X) =
{

1.0 if X |=Ω safe(1) ∧ safe(2)
0.0 otherwise

Note that X corresponds to the subset {H1,H2,H3,H4} of hypotheses.

Apart from these beliefs, which can be either true or false, we could imagine
a situation where a belief is uncertain. We might conclude, on the basis of certain
evidence, that a location probably contains a bomb, so that the belief formula
bomb(3), with a probability value of 0.7, is added to the belief base. In order
to incorporate such cases, we introduce the concept of a basic belief formula to
represent uncertain belief formulae, and define it as follows:

Definition 4. (Basic belief formula). Let ϕ be a belief formula and p ∈ [0..1].
Then the pair ϕ : p, which indicates that ϕ holds with probability p, will be called
a basic belief formula. 2

With these basic belief formulae, the above mentioned belief base can be
represented as { safe(1): 1.0, safe(2): 1.0, bomb(3): 0.7 }. Of course, we could
represent bomb(3): 0.7 as a mass function, as we did with beliefs safe(1) and
safe(2). This mass function would assign a probability value of 0.7 to the set of
hypotheses, all having a bomb on location 3, and (because we have no further
information) a probability value of 0.3 tot Ω:

mbomb(3)(X) =

0.7 if X |=Ω bomb(3)
0.3 if X = Ω
0.0 otherwise

If we would combine m1 and mbomb(3) using Dempster’s rule of combination, we
would get the following mass function:

m2 = m1 ⊕mbomb(3)(X) =

0.7 if X |=Ω safe(1) ∧ safe(2) ∧ bomb(3)
0.3 if X |=Ω safe(1) ∧ safe(2)
0.0 otherwise

The mass function m2 represents our updated belief base. Note that X |=Ω

safe(1) ∧ safe(2) is exactly the set { H1,H2,H3,H4 }, and X |=Ω safe(1) ∧
safe(2) ∧ bomb(3) is the set { H3,H4 }.

3.2 Deleting beliefs

We can also delete belief formulae from our belief base. For example, we could
conclude ¬bomb(3) during the execution of our program. We will model deletion
of a formula as the addition of its negation. This corresponds to the maximal
1 We will use simple indices for the combined mass functions to improve readability.
2 The term basic belief formula should not be confused with an atomic belief formula.

Note, that the probability assigned to a basic belief formula cannot be (further)
distributed to the atomic formulae that constitute the basic belief formula.

22



set of hypotheses according to which there is no bomb on location 3:

m¬bomb(3)(X) =
{

1.0 if X |=Ω ¬bomb(3)
0.0 otherwise

Combining m2 and m¬bomb(3) leads to the following mass function:

m3 = m2 ⊕m¬bomb(3)(X) =
{

1.0 if X |=Ω save(1) ∧¬bomb(3)
0.0 otherwise

Of course, we could also conclude that a certain belief becomes less probable
instead of impossible. In that case, the negation of the formula under considera-
tion will be added with a certainty value, for example ¬bomb(3): 0.3. We would
represent this formula as:

m¬bomb(3)(X) =

0.3 if |=Ω ¬bomb(3)
0.7 if X = Ω
0.0 otherwise

Combining this alternative mass function m¬bomb(3) and m2 leads to the follow-
ing mass function:

m4 = m2 ⊕m¬bomb(3)(X) =

0.59 if X |=Ω save(1) ∧¬bomb(3)
0.41 if X |=Ω save(1) ∧ bomb(3)
0.00 otherwise

3.3 Composite beliefs

Until now we have only used atomic formula in our examples. However, we can
also model disjunctions, conjunctions and negation of beliefs as sets of hypothe-
ses by mapping disjunction, conjunction and negation of beliefs, to respectively
unions, intersections, and complements of sets of hypotheses. This is illustrated
in table 2. We can illustrate composite beliefs with an example. Consider the
following two formulae in the already mentioned grid-world:

1. safe(2) ∧ (safe(3) ∨ safe(4))
2. safe(1) ∨ (¬safe(2) ∧ safe(3))

These formulae correspond to the the following sets, respectively:

1. the set {1, 2, 3, 9, 10, 11}
2. the set {1, 2, 3, 4, 5, 6, 7, 8, 13, 14}

If formula 1 has a probability of p, and formula 2 has a probability of q, then
these formula could be represented by basic belief formulae as follows:
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belief formula Dempster-Shafer

safe(X) set of possible worlds (hypotheses) in which safe(X) is true

safe(X) ∨ safe(Y ) union of the set of possible worlds (hypotheses) in which
safe(X) is true and the set in which safe(Y ) is true

safe(X) ∧ safe(Y ) intersection of the set of possible worlds (hypotheses) in
which safe(X) is true and the set in which safe(Y ) is true

¬safe(X) complement of the set of possible worlds (hypotheses) in
which safe(X) is true

Table 2. Logical connectives and Dempster-Shafer sets of hypotheses

m1(X) =
{
p if |=Ωsafe(2) ∧ (safe(3) ∨ safe(4))
1− p otherwise and

m2(X) =
{
q if |=Ωsafe(1) ∨ (¬safe(2) ∧ safe(3))
1− q otherwise

Obviously, the conjunction of these two statements is:

safe(1) ∧ safe(2) ∧ (safe(3) ∨ safe(4))

And from the table follows, that this result corresponds to the set {1, 2, 3}, which
is the intersection of {1, 2, 3, 9, 10, 11} and {1, 2, 3, 4, 5, 6, 7, 8, 13, 14}. There-
fore, using Dempster’s Rule of Combination leads to the following mass function:

m1⊕m2(X) =


p · q if X |=Ω safe(1) ∧ safe(2) ∧ (safe(3) ∨ safe(4))
p · (1− q) if X |=Ω safe(2) ∧ (safe(3) ∨ safe(4))
(1− p) · q if X |=Ω safe(1) ∨ (¬safe(2) ∧ safe(3))
(1− p) · (1− q) if X = Ω
0.00 otherwise

3.4 Inconsistency problem

The issue of inconsistency in Dempster’s rule of combination deserves further
attention. In the original rule, as defined in definition 1, combinations that lead
to an empty set have a mass probability of zero, and the other combinations are
scaled to make sure all mass probabilities add to one. This leads to unexpected
results when two mass functions with a high degree of conflict are combined.
This can be demonstrated with an often-used example (e.g. in [8]):

In a murder case there are three suspects: Peter, Paul and Mary. There are
two witnesses, who both give highly inconsistent testimonies, which can be rep-
resented with the following mass functions:

m1(X) =

0.99 if X = ’killer is Peter’
0.01 if X = ’killer is Paul’
0.00 otherwise
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m2(X) =

0.99 if X = ’killer is Mary’
0.01 if X = ’killer is Paul’
0.00 otherwise

Combining these two mass functions leads to a certain belief that Paul is the
killer, although there is hardly any support in either of the witnesses’ testimonies.

m1 ⊕m2(X)
{

1.00 if X = ’killer is Paul’
0.00 otherwise

Sentz [13] describes a number of alternatives for this rule of combination. The
most prominent (according to Sentz) is Yager’s modified Dempster’s rule[21]. Ul-
timately, this rule attributes the probability of combinations, which lead to the
empty set, to Ω 3. A similar approach is demonstrated by Smets [15], which
states that in the case of inconsistent mass functions, the closed world assump-
tion (the assumption that one of the three suspects is the murderer) is not valid.
The probability of empty sets should be attributed to ∅, as a sort of ‘unknown
third’. This would lead to a mass function of:

m1 ⊕m2(X)

0.0001 if X = ’killer is Paul’
0.9999 if X = Ω
0.0000 otherwise

(Yager), respectively

m1 ⊕m2(X)

0.0001 if X = ’killer is Paul’
0.9999 if X = ∅
0.0000 otherwise

(Smets)

Jøsang [8] poses an alternative, namely the consensus operator, which attributes
the means of the probabilities of two inconsistent beliefs to the combination,
rather than their multiplication:

m1 ⊕m2(X)


0.495 X = ’killer is Peter’
0.495 X = ’killer is Mary’
0.010 X = ’killer is Paul’
0.000 X = ∅

We can summarize these approaches (Dempster, Yager/Smets and Jøsang) using
the ‘murder case’ example, as shown in table 3:

Notice, that the issue of inconsistency directly relates to the choice of the
frame of discernment Ω. In this example, we restrict our frame of discernment to
be the set of three mutually exclusive hypotheses, namely {Paul, Peter, Mary}.

3 To be more exact, Yager differentiates between ground probabilities q(X) and basic
probabilities m(X). The empty set can have a q(∅) ≥ 0. When combining, these
ground probabilities are used and the mass is attributed after the combination,
where m(X) = q(X) for X 6= ∅, and m(Ω) = q(Ω) + q(∅).
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Suspect W1 W2 Dempster Yager/Smets Jøsang

Peter 0.99 0.00 0.00 0.00 0.495

Paul 0.01 0.01 1.00 0.0001 0.01

Mary 0.00 0.99 0.00 0.00 0.495

∅/Ω 0.00 0.00 0.00 0.9999 0.00

Table 3. Attribution of mass to inconsistent combinations

If, on the other hand, our frame would be Ω = {Paul, Peter, Mary, Peter or
Mary}, and we would map the phrase ’killer is Peter’ to the subset {Peter, Peter
or Mary} and the phrase ’killer is Mary’ to the subset {Mary, Peter or Mary},
then there would be no inconsistency at all. We deal with the choice of our frame
of discernment in the next section.

3.5 The frame of discernment

Until now, we have mapped agent beliefs to a given set of 16 hypotheses in our
2-by-2 grid-world. Unfortunately, the frame of discernment that corresponds to
a given agent program is unknown, and, just as important, there is no unique
frame of discernment in such a program. We might just as well add a totally
irrelevant hypothesis H17, stating ’All squares contain apples’. We do not know
if a certain hypothesis, say H16, can become true during the execution of the
program. This implies that the relation between frame of discernment and beliefs
is a many-to-many mapping.

This problem can, however, be solved. According to some agent programming
languages such as 3APL [4], the number of beliefs an agent can hold during exe-
cution of the program is finite. For example, in the programming language 3APL
only basic actions can update the belief base. The update corresponding to a
basic action is specified as the post-condition of the basic action which is de-
termined by the programmer before running the program. Therefore, in a given
3APL program all possible beliefs are given either by the initial belief base or
by the specification of the basic actions. For this type of agent programs we can
construct a theoretical frame of discernment that includes a set of hypotheses
such that each belief that the agent can hold during its execution can be mapped
to a subset of the frame of discernment. Shafer states [14, p.281], that in general
the frame of discernment cannot be determined beforehand (i.e. without know-
ing which evidence might be relevant), and that we tend to enlarge it as more
evidence becomes available. But, on the other side, if Ω is too large, holding too
much irrelevant hypotheses, the probability of any hypothesis is unreasonably
small. By stating that the frame of discernment should be large enough to hold
all relevant hypotheses with respect to the program under consideration, Ω will
be neither too small nor too large.

In this paper, we demand that Ω should be such that for each belief that
an agent can hold during its execution (i.e. each combination of the basic belief
formulae) there must be at least one nonempty subset of hypotheses in Ω. In

26



other words, each conjunction of basic belief formulae has a nonempty subset of
hypotheses from Ω that are models of the conjunction of basic belief formulae.

4 Mass calculation

As we have seen, any given belief base can be represented with a mass function.
Generally, a belief formula biwith probability pi divides the set of all hypotheses
Ω into:

mbi
(X) =

pi if X |=Ω bi
1− pi if X = Ω
0 otherwise

The combination of belief formulae b1 . . . bn can thus be represented with
a mass function mk = m1 ⊕ . . . ⊕ mn, related to beliefs b1, . . . , bn, where the
number of subsets of Ω that are used to define mk and have a mass value > 0
is equal to 2n. When a belief formula mn is combined with an already existing
combination m1⊕. . .⊕mn−1, the resulting mass function m1⊕. . .⊕mn is defined
by the non-empty intersections of all subsets of Ω in mn, with all subsets of Ω in
m1⊕ . . .⊕mn−1. Since we use simple support functions to represent our beliefs,
the number of resulting subsets is doubled with each added belief formula.

Because n belief formulae lead to a mass function of 2n combinations, keeping
a mass function in memory and updating it when the belief base changes will
lead to a combinatorial explosion in both processing time and memory require-
ments. As Orponen [10] showed, Dempers’s Rule of Combination is #p-complete.
Wilson [19] has provided a number of algorithms to overcome this problem, and
Barnett [1] has shown, that the calculation of the combination is linear if only
singleton subsets are used (which effectively reduces the Dempster-Shafer the-
ory to standard probability calculation). But, as we will see, there is no need to
update - or, for that matter, even calculate - the entire mass function, because
we only need to combine simple support functions as presented in definition 2.

Of course, an empty belief base has a trivial mass function of:

m(X) =
{

1 if X = Ω
0 otherwise

If we add one basic belief formula b1 : p1, we compute the following mass func-
tion:

mb1(X) =

p1 if X |=Ω b1
1− p1 if X = Ω
0 otherwise

Adding b2 : p2 leads to:
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mb1 ⊕mb2(X) = m(X) =


p1 · (1− p2) if X |=Ω b1
p2 · (1− p1) if X |=Ω b2
p1 · p2 if X |=Ω b1 ∧ b2
(1− p1) · (1− p2) if X = Ω
0 otherwise

Note that these consecutive mass combinations can be generalized to a sit-
uation with n basic belief formulae, and that the combined mass function will
grow exponentially. Fortunately, there is no need to calculate the entire mass
function. If we need the mass value for a certain subset X of Ω, we can calculate
it using the probabilities in the belief base without the need to calculate the
entire mass function. Before formulating and proving this theorem, we will first
show that we can simplify Dempster’s Rule of Combination if we use simple sup-
port functions to represent basic belief formulae, and if we define Ω to be such
that each conjunction of basic belief formulae that the agent can hold during
its execution maps to a nonempty subset of Ω, as we discussed in section 3.5.
The two demands are intuitive: the first demand states, that the evidence that
is represented by each basic belief formula only supports one subset of Ω, and
the second guarantees that the conjunction of basic belief formulae has a model.

To facilitate further considerations, we define pϕ as the probability assigned
to a certain belief formula ϕ, and define mϕ to be a simple support function
associated with ϕ. Let the domain D(mϕ) of a simple support function mϕ be
defined as the set {X | X |=Ω ϕ or X = Ω}. This domain consists of the only
two subsets of the frame of discernment that have a non-zero probability. We
introduce the concept M-completeness to denote the mentioned condition on Ω,
and define it as follows:

Definition 5. (M-complete). Let M be a set of mass functions and Ω be a set of
hypotheses, then Ω will be called M-complete if and only if ∀mφ,mψ ∈MΩ({X |
X |=Ω φ}∈D(mφ) & {X |X |=Ω ψ}∈D(mψ) ⇒ {X |X |=Ω φ ∧ ψ}∈Ω)

Theorem 1. Let SΩ be the set of all basic belief formulae, and M be the set
of all mass functions associated with basic belief formulae from SΩ. Let Ω be
M-complete, and let φ and ψ be two non-equivalent basic belief formulae (i.e.
¬(φ ≡ ψ)). Then

∑
Y ∩Z 6=∅

mφ(Y ) ·mψ(Z) = 1, and for each X ⊆ Ω there are at

most one Y ⊆ Ω and one Z ⊆ Ω relevant for the Dempster’s combination rule
such that this rule can be simplified to mφ ⊕ mψ(X) = mφ(Y ) · mψ(Z) where
Y ∩ Z = X.

Proof. Since φ and ψ are two basic belief formulae, the only Y,Z ⊆ Ω for which
mφ(Y ) 6= 0 and mψ(Z) 6= 0 are from the domain of mφ and mψ, i.e. D(mφ) =
{MY , Ω} where MY |=Ω φ and D(mψ) = {MZ , Ω} where MZ |=Ω ψ. In other
words, Y ranges over D(mφ) and Z ranges over D(mψ). For all other subsets Y
and Z fromΩ, we havemφ(Y ) = 0 andmψ(Z) = 0 such thatmφ(Y ) ·mψ(Z) = 0
which does not influence the summation

∑
Y ∩Z=X

mφ(Y ) ·mψ(Z) in the numerator
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of the Dempster’s combination rule. Given that Y and Z range over D(mφ) and
D(mψ) respectively, it is clear that for each X ⊆ Ω we can have at most one
Y ∈ D(mφ) for which mφ(Y ) 6= 0 and at most one Z ∈ D(mψ) for which
mψ(Z) 6= 0 such that Y ∩Z = X. More specifically, for any X ⊆ Ω, the subsets
Y and Z can be determined as follows:

If X = Ω then Y = Ω and Z = Ω.
If X |=Ω φ, then Y = X and Z = Ω.
If X |=Ω ψ, then Y = Ω and Z = X.
If X |=Ω ψ ∧ ψ, then Y |=Ω φ and Z |=Ω ψ.

For all other X ⊆ Ω, there are no Y and Z. From our definition of Ω follows, that
for these Y and Z we have Y ∩Z 6= ∅, and since we use simple support structures∑
Y ∩Z 6=∅

mφ(Y ) ·mψ(Z) = 1. This proves that the denominator does not influence

the result of the combination rule. Therefore, Dempster’s Rule of Combination
can be simplyfied to mφ ⊕mψ(X) = mφ(Y ) ·mψ(Z) where Y ∩ Z = X. ut

From the associativity of Dempster’s Rule of Combination[13] follows, that
Y1, . . . , Yn in the formula Y1 ∩ . . . ∩ Yn = X can be determined in a similar way.
For example, in a belief base consisting of three basic belief formulae φ, ψ, and
χ, then where X |=Ω ψ ∧ ψ, Yφ |=Ω φ, Yψ |=Ω ψ and Yχ = Ω. In the second
theorem we formulate a straightforward method to calculate the mass of any
combination of basic belief formula, and prove that this calculation leads to the
same result as the simplified Rule of Combination.

Theorem 2. Let SΩ be the set of all basic belief formulae, and M be the set
of all mass functions associated with basic belief formulae from SΩ. Let Ω be
M-complete. For each subset X ⊆ Ω, there exists an unique bi-partition of the
set of basic belief formulae SΩ, say S+

X and S−X , such that the general case of
Dempster’s combination rule can be simplified as follows:⊕

i=1...n

mi(X) =
∏
ϕ∈S+

X

pϕ ·
∏
ϕ∈S−

X

(1− pϕ)

Proof. Let Y and Z be subsets of Ω. Based on theorem 1, Dempster’s Rule
of Combination can be reduced to m1 ⊕ m2(X) = m1(Y ) ·m2(Z), where
Y ∩ Z = X. The mass function that is formed by n consecutive combinations,
is then equal to

∀X,Y1, . . . , Yn ⊆ Ω :
⊕
i=1...n

mi(X) =
∏

i=1...n

mi(Yi), where
⋂

i=1...n

Yi = X (1)

Given the mass functionsmφ1 , . . . ,mφn
∈MΩ and for anyX ⊆ Ω and 1 ≤ i ≤ n,

there exists at most one Yi ⊆ Ω ranging over the domain D(mφi
) such that

Y1 ∩ . . . ∩ Yn = X and mφi(Yi) 6= 0 (for the same reason as in theorem 1).
According to the definition of the simple support function, mφi(Yi) can be either
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pφi
or 1 − pφi

for 1 ≤ i ≤ n. Let then S+
X = {φ | Yi |=Ω φ & φ ∈ SΩ} which

is the set of all basic belief formula for which the corresponding mass function
assigns pφi to the subset Yi (rather than 1 − pφi). Using S−X = SΩ\S+

X proves
the theorem. ut

5 Updating and querying the belief base

In order to incorporate new information (e.g. by observation or communication)
in their beliefs, agents need to update their belief base. Since both an existing be-
lief base (consisting of basic belief formulae) and a new basic belief formulae can
both be represented by mass functions, we can add this new basic belief formula
to the belief base which in its turn can be represented by a mass function. This
would yield the same result as combining each single support function associated
with the basic belief formulae, as we proved in theorem 2. However, if the belief
base already contains this belief formula, we can update it using the associative
nature of Dempster’s Rule of Combination. For example, suppose a belief base,
which consists of two basic belief formulae b1 : p1 and b2 : p2, is updated with
the basic belief formula b1 : p3. The new probability of b1 can be calculated
since mb1 ⊕mb2 ⊕m′

b1
= mb1 ⊕m′

b1
⊕mb2 = (mb1 ⊕m′

b1
)⊕mb2 . From Demp-

ster’s rule of combination follows, that the new probability of b1 is p1+p3−p1 ·p3.

Furthermore, we can test (query) if a proposition ϕ can be derived from a
belief base Γ . In section 2, we discussed the belief and plausibility functions
(defined in terms of a certain mass function) that return the total mass assigned
to models of ϕ and the total mass that is not assigned to models of the negation
of ϕ. Using this functions, we can test if ϕ can be derived from Γ within a certain
probability interval [L,U ] (denoted as Γ |=[L,U ] ϕ). This can be done as follows.
As discussed in section 3, the belief base Γ can be represented by a mass function
mΓ that assigns a mass value to each subset of the frame of discernment. As
the belief formula ϕ can be represented as a subset of the frame of discernment,
we can consider the above test as computing the lower and upper limits on the
probability that the mass function mΓ assigns to the subset of Ω that represents
the belief formula ϕ, i.e. we can compute the probability that mΓ assigns to
X ⊆ Ω where X |=Ω ϕ. Since Bel(X) =

∑
Y⊆X

m(Y ) and we have defined the

shorthand X |=Ω ϕ as (X ⊆Ω & models (X,ϕ) & ∀Y ⊆Ω (models(Y, ϕ) ⇒
Y ⊆ X)), we can define Bel(X | X |=Ω ϕ) as the sum of all m(Y ), where
(Y ⊆ Ω & models(Y, ϕ)). Likewise, Pl(X | X |=Ω ϕ) can be defined as the
sum of all m(Y ), where (Y ⊆ Ω & ¬models(Y,¬ϕ)) 4. As an example, let’s
consider the belief base {b1 : 0.7, b2 : 0.3, b3 : 0.6}, and test whether b1∨ (b2∧ b3)
can be deducted based on a Closed World Assumption (i.e. Bel(X) = Pl(X)):
4 If the deduction of beliefs is based on the Closed World Assumption, Γ |=CW A ϕ ⇔

Γ 6|=CW A ¬ϕ, and therefore Bel(X |X |=Ω ϕ) = Pl(X |X |=Ω ϕ). Consequently,
the calculated probability of a certain proposition is a single value, rather than an
interval.
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To calculate Bel(X | X |=Ω b1 ∨ (b2 ∧ b3)) we must add all m(X) that
satisfy (X ⊆ Ω & models(X,ϕ)), and the only non-zero m(X) that satisfy
this condition are {X |X |=Ω b1}, {X |X |=Ω b1 ∧ b2}, {X |X |=Ω b1 ∧ b3},
{X |X |=Ω b1∧b2∧b3}, and {X |X |=Ω b2∧b3}. We calculate these mass elements
using the formula presented earlier. Note that we only need to calculate five mass
elements, instead of the entire mass function, which has eight elements:

m(X |X |=Ω b1) = 0.196
m(X |X |=Ω b1 ∧ b2) = 0.084
m(X |X |=Ω b1 ∧ b3) = 0.294
m(X |X |=Ω b1 ∧ b2 ∧ b3) = 0.126
m(X |X |=Ω b2 ∧ b3) = 0.054

Bel(X |X |=Ω b1∨ (b2∧b3)) equals 0.196+0.084+0.294+0.126+0.054 = 0.754.
This means the probability of the proposition b1 ∨ (b2 ∧ b3) can be derived from
our belief base with a certainty value 0.754.

6 Conclusion and further work

A lot of research has been conducted on the topic of reasoning with uncertainty.
Many approaches are based on extending epistemic logic with probability. For
example, [6] proposed the system AXMEAS , [7] introduced the PFD system, and
[16] further refined this system to PFKD45. Some of these logics are suggested to
be a good candidate to be used as an underlying system for agent programming
(see for example [5]). However, next to the epistemic logic approach, alterna-
tive notions of uncertainty are suggested, like the Certainty Factor model used
in MYCIN, Bayesian (or causal) networks, and the Dempster-Shafer theory of
evidence.

Particulary appealing in the latter is the ability to model ignorance, as well
as uncertainty. Nevertheless, the combinatorial explosion of the combination
rule, the issue of inconsistency, and the logical validity of the combination rule
(see for example [18]) are serious disadvantages of this theory for the practical
application of this theory to agent programming.

We have investigated a possible mapping of Dempster-Shafer sets to belief
formulae, which are represented by logical formulae, in agent programming lan-
guages. We have shown that, with restrictions on the mass functions and on
the frame of discernment, Dempster-Shafer theory is a convenient way to model
uncertainty in agent beliefs. Because we do not need to keep a combined mass
function of n beliefs in memory and update it with each belief update (but com-
pute the mass value of a particular subset of Ω based on the beliefs in the belief
base) there is no combinational explosion.

Currently, we are working on an implementation of uncertain beliefs in the
agent programming language 3APL. Further research will be conducted on the
consequences of uncertain beliefs to agent deliberation.
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Abstract. An agent who bases his actions upon explicit logical formulae has at
any given point in time a finite set of formulae he has computed. Closure or con-
sistency conditions on this set cannot in general be assumed – reasoning takes
time and real agents frequently have contradictory beliefs. This paper discusses
a formal model of knowledge as explicitly computed sets of formulae. It is as-
sumed that agents represent their knowledge syntactically, and that they can only
know finitely many formulae at a given time. Existing syntactic characterizations
of knowledge seem to be too general to have any interesting properties, but we
extend the meta language to include an operator expressing that an agent knows
at mosta particular finite set of formulae. The specific problem we consider is
the axiomatization of this logic. A sound system is presented. Strong complete-
ness is impossible, so instead we characterize the theories for which we can get
completeness. Proving that a theory actually fits this characterization, including
proving weak completeness of the system, turns out to be non-trivial. One of the
main results is a collection of algebraic conditions on sets of epistemic states
described by a theory, which are sufficient for completeness. The paper is a con-
tribution to a general abstract theory of resource bounded agents. Interesting re-
sults, e.g. complex algebraic conditions for completeness, are obtained from very
simple assumptions, i.e. epistemic states as arbitrary finite sets and operators for
knowing at least and at most.

1 Introduction

Traditional epistemic logics [9, 14], based on modal logic, are logics about knowledge
closed under logical consequence – they describe agents who know all the infinitely
many consequences of their knowledge. Such logics are very useful for many purposes,
including modelling the information implicitly held by the agents or modelling the spe-
cial case of extremely powerful reasoners. These logics fail, however, to model the ex-
plicit knowledge of real reasoners. Models of explicit knowledge are needed e.g. if we
want to model agents who base their actions upon their knowledge. An example is when
an agent is required to answer questions about whether he knows a certain formula or
not. The agent must then decide whether this exact formula is true from his perspective
— when he, e.g., is asked whether he knowsq ∧ p and he has already computed that
p ∧ q is true but not (yet) thatq ∧ p is true, then he cannot answer positively before he
has performed a (trivial) act of reasoning. Real agents do not have unrestricted memory
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or unbounded time available for reasoning. In reality, an agent who bases his actions
on explicit logical formulae has at any given time a finite set of formulae he has com-
puted. In the general case, we cannot assume any closure conditions on this set — we
cannot assume that the agent has had time to deduce something yet — nor consistency
or other connections to reality — real agents often hold contradictory or other false be-
liefs. The topic of this paper is formal models of knowledge as explicitly computed sets
of formulae.

We present an agent simply as a finite set of formulae, called a finite epistemic state.
Modal epistemic logic can be seen not only as a description of knowledge but also as
a very particular model ofreasoningwhich is not valid for resource bounded agents.
With a syntactic approach, we can get a theory of knowledge without any unrealistic
assumptions about the reasoning abilities of the agents. The logic we present here is a
logic about knowledge in a system of resource bounded agentsat a point in time. We
are not concerned withhow the agents obtain their knowledge, but in reasoning about
their static states of knowledge. Properties of reasoning can be modelled in an abstract
way by considering only the set of epistemic states which a reasoning mechanism could
actually produce. For example, we could choose to consider only epistemic states which
do not contain both a formula and its negation. The question is, of course, whether any-
thing interesting can be said about static properties of such general states. That depends
on the available language.

Syntactic characterizations of states of knowledge are of course nothing new [5, 15,
10, 9]. The general idea is that the truth value of a formula such asKiφ, representing
the fact that agenti knows the formulaφ, need not depend on the truth value of any
other formula of the formKiψ. Of course, syntactic characterization is an extremely
general approach which can be used for several different models of knowledge – also
including closure under logical consequence. It is, however, with the classical epistemic
meta language too general to have any interesting logical properties.

The formulaKiφ denotes that fact thati knowsat leastφ – he knowsφ but he may
know more. We can generalize this to finite setsX of formulae:

4iX ≡
∧
{Kiφ : φ ∈ X}

representing the fact thati knows at leastX. In this paper we also use a dual operator,
introduced in [2], to denote the fact thati knowsat mostX: 5iX denotes the fact that
every formula an agent knows is included inX, but he may not know all the formulae
in X. We call the language the agents represent their knowledge inthe object language
(OL). In the case thatOL is finite, the operator5i can like4i be defined in terms of
Ki:

5iX =
∧
{¬Kiφ : φ ∈ OL \X}

But in the general case whenOL is infinite, e.g. ifOL is closed under propositional
connectives,5i is not definable byKi. We also use a third, derived, epistemic operator:
♦iX ≡ 4iX ∧5iX meaning that the agent knows exactlyX.

The second difference from the traditional syntactic treatments of knowledge, in
addition to the new operator, is that we restrict the set of formulae an agent can know
at a given time to be finite. The problem we consider in this paper is axiomatizing
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the resulting logic. We present a sound axiomatization, and show that it is impossible
to obtain strong completeness. The main results are proof-theoretical and semantical
characterizations of the sets of premises for which the systemis complete; these sets
include the empty set so the system is weakly complete. Proving completeness (for this
class of premises) turns out to be quite difficult, but this can be seen as a price paid for
the treatment of the inherently difficult issue of finiteness.

In the next section, the language and semantics for the logic are presented. In Sec-
tion 3 it is shown that strong completeness is impossible, and a sound axiomatization
presented. The rest of the paper is concerned with finding the sets of premises for which
the systemis complete. Section 5 gives a proof-theoretic account of these premise sets,
while a semantic one consisting of complex algebraic conditions on possible epistemic
states is given in Section 6. These results build on previous results for a more general
logic, presented in Section 4. In Section 7 some actual completeness results, including
weak completeness, are shown, and Section 8 concludes.

2 Language and Semantics

The logic is parameterized by an object languageOL. The object language is the lan-
guage in which the agents reason, e.g. propositional logic or first order logic. No as-
sumptions about the structure ofOL is made, and the results in this paper are valid for
arbitrary object languages, but the interesting case is the usual one whereOL is infinite.
An example, which is used in this paper, is whenOL is closed under the usual proposi-
tional connectives. Another possible property of an object language is that it is a subset
of the meta language, allowing e.g. the expression of theknowledge axiomin the meta
language:4i{α} → α.

℘fin(OL) is the set of all finite epistemic states, and a stateT ∈ ℘fin(OL) is used
as a term in an expression such as4iT . In addition, we allow set-building operators
t,u on terms in order to be able to express things like(4iT ∧ 4iU) → 4iT t U in
the meta language.TL is the language of all terms:

Definition 1 (TL(OL)) TL(OL), or justTL, is the least set such that

– ℘fin(OL) ⊆ TL
– If T,U ∈ TL(OL) then(T t U), (T u U) ∈ TL(OL)

The interpretation[T ] ∈ ℘fin(OL) of a termT ∈ TL is defined as expected:[X] = X
whenX ∈ ℘fin(OL), [T t U ] = [T ] ∪ [U ], [T u U ] = [T ] ∩ [U ]. 2

An expression like4iT relates the current epistemic state of an agent to the state
described by the termT . In addition, we allow reasoning about the relationship between
the two states denoted by termsT andU in the meta language by introducing formulae
of the formT

.= U , meaning that[T ] = [U ].
The meta languageEL, and the semantic structures, are parameterized by the num-

ber of agentsn and a set of primitive propositionsΘ, in addition to the object language.
The primitive propositionsΘ play a very minor role in the rest of this paper; they are
only used to model an arbitrary propositional language which is then extended with
epistemic (and term) formulae. Particularly, no relation betweenOL andΘ is assumed.
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Definition 2 (EL(n, Θ, OL)) Given a number of agentsn, a set of primitive formulae
Θ, and an object languageOL, the epistemic languageEL(n,Θ,OL), or justEL, is the
least set such that:

– Θ ⊆ EL
– If T ∈ TL(OL) andi ∈ [1, n] then4iT,5iT ∈ EL
– If T,U ∈ TL(OL) then(T .= U) ∈ EL
– If φ, ψ ∈ EL then¬φ, (φ ∧ ψ) ∈ EL 2

The usual derived propositional connectives are used, in addition toT � U for T t
U

.= U and♦iφ for (4iφ ∧ 5iφ). The operators4i,5i and♦i are called epistemic
operators. A boolean combination of formulae of the formT

.= U is called aterm
formula. Members ofOL will be denotedα, β, . . ., of EL φ, ψ, . . ., and ofTL T,U, . . ..

The semantics ofEL is defined as follows. Again,Θ and its interpretation does not
play an important role in this paper.

Definition 3 (Knowledge Set Structure) A Knowledge Set Structure (KSS) forn agents,
primitive propositionsΘ and object languageOL is ann+ 1-tuple

M = (s1, . . . , sn, π) wheresi ∈ ℘fin(OL)

andπ : Θ → {true, false} is a truth assignment.si is the epistemic state of agenti,
and the set of all epistemic states isSf = ℘fin(OL). The set of all KSSs is denoted
Mfin . The set of all truth assignments is denotedΠ. 2

Truth of anEL formulaφ in a KSSM , writtenM |=f φ, is defined as follows (the
subscriptf means “finite” and the reason for it will become clear soon).

Definition 4 (Satisfaction) Satisfaction of aEL-formulaφ in a KSSM = (s1, . . . , sn, π)
∈Mfin , writtenM |=f φ (M is a model ofφ), is defined as follows:

M |=f p ⇔ π(p) = true

M |=f ¬φ ⇔ M 6|=f φ

M |=f (φ ∧ ψ) ⇔ M |=f φ andM |=f ψ

M |=f 4iT ⇔ [T ] ⊆ si

M |=f 5iT ⇔ si ⊆ [T ]
M |=f T

.= U ⇔ [T ] = [U ] 2

As usual, ifΓ is a set of formulae then we writeM |=f Γ iff M is a model of all
formulae inΓ andΓ |=f φ (φ is a logical consequence ofΓ ) iff every model ofΓ is
also a model ofφ. If ∅ |=f φ, written |=f φ, thenφ is valid. The set of all models ofΓ
is denotedmod f (Γ ).

The logic consisting of the languageEL, the set of structuresMfin and the relation
|=f describes the current epistemic states of agents and how epistemic states are related
to each other — without any restrictions on the possible epistemic states. For example,
the epistemic states are neither required to be consistent – an agent can know both a
formula and its negation – nor closed under any form of logical consequence – an agent
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can knowα ∧ β without knowingβ ∧ α. Both consequence conditions and closure
conditions can be modelled by a set of structuresM′ ⊂ Mfin where only epistemic
states not violating the conditions are allowed. For example, we can construct a set of
structures allowing only epistemic states not including both a formulaα and¬α at the
same time, or includingβ ∧ α wheneverα ∧ β is included. If we restrict the class of
models considered under logical consequence toM′, we get a new variant of the logic.
We say that “Γ |=f φ with respect toM′” if every model ofΓ in M′ is a model ofφ.

The question of how to completely axiomatize these logics, the general logic de-
scribed byMfin and the more special logics described by removing “illegal” epistemic
states, is the main problem considered in this paper and is introduced in the next section.

3 Axiomatizations

The usual terminology and notation for Hilbert-style proof systems are used. A proof
system issoundwith respect toM′ ⊆ Mfin iff Γ ` φ implies thatΓ |=f φ wrt. M′,
weakly completewrt. M′ iff |=f φ wrt. M′ implies that` φ, andstrongly complete
wrt.M′ iff Γ |=f φ wrt.M′ implies thatΓ ` φ.

When it comes to completeness, it is easy to see that it is impossible to achieve
full completeness with respect toMfin with a sound axiomatization without rules with
infinitely many antecedents, because the logic is not semantically compact. LetΓ1 be
the following theory:

Γ1 = {41{p},41{41{p}},41{41{41{p}}}, . . .}

Clearly, this theory is not satisfiable, intuitively since it describes an agent with an
infinite epistemic state. However, a proof of its inconsistency would necessarily include
infinitely many formulae from the theory and be of infinite length. Another illustrating
example is the following theory:

Γ2 = {41{α, β} → 41{α ∧ β} : α, β ∈ OL}

Unlike Γ1, Γ2 is satisfiable, but only in a structure in which agent 1’s epistemic state
is the empty set. Thus,Γ2 |=f 51∅. But again, a proof of51∅ from Γ2 would be
infinitely long (because if would necessarily use infinitely many instances of the schema
Γ2), and an axiomatization without an infinite deduction rule would thus be (strongly)
incomplete since thenΓ2 6` 51∅.

3.1 The Basic System

Since we cannot get strong completeness, the natural question is whether we can con-
struct a weakly complete system for the logic described byMfin . The answer is pos-
itive. The following systemEC is sound and weakly complete with respect toMfin .
Although it is not too hard to prove weak completeness directly, we will prove a more
general completeness result from which weak completeness follows as a special case –
as discussed in Section 3.2 below.
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Definition 5 (EC ) The epistemic calculusEC is the logical system for the epistemic
languageEL consisting of the following axiom schemata:

All substitution instances of tautologies of propositional calculus Prop

A sound and complete axiomatization of term formulae TC

4i ∅ E1

(4iT ∧4iU) →4i(T t U) E2

(5iT ∧5iU) →5i(T u U) E3

(4iT ∧5iU) → T � U E4

(5i(U t {α}) ∧ ¬4i {α}) →5iU E5

4i T ∧ U � T →4iU KS

5i T ∧ T � U →5iU KG

and the following transformation rule

Γ ` φ, Γ ` φ→ ψ

Γ ` ψ
MP

2

A sound and complete term calculus can be found in [2]. The main axioms ofEC
are self-explaining.KS andKG stand for “knowledge specialization” and “knowledge
generalization”, respectively. It is easy to see that the deduction theorem (DT) holds for
EC .

Theorem 6 (Soundness)If Γ ` φ thenΓ |=f φ 2

3.2 Extensions

In Section 2 we mentioned that a logic with closure conditions or consistency conditions
on the epistemic states can be modelled by a classM′ ⊆ Mfin by restricting the set
of possible epistemic states. Such subclasses can often be described by axioms. For
example, the axiomD = 4i{α} → ¬4i {¬α}describes agents who never will believe
both a formula and its negation.

The next question is whether if we add an axiom toEC the resulting system will
be complete with respect to the class of models of the axiom; e.g. ifEC extended with
D will be complete with respect to the class of all models with epistemic states without
both a formula and its negation.

Weak completeness ofEC does, of course, entail (weak) completeness ofEC ex-
tended with afinite set of axioms (DT). An axiom schema such asD, however, repre-
sents aninfinite set of axioms, so completeness ofEC extended with such an axiom
schema (with respect to the models of the schema) does not necessarily follow. The
completeness proof, which is constituted by most of the remainder of the paper, is ac-
tually more than a proof of weak completeness ofEC : it is a characterization of those
sets of premises for whichEC is complete, calledfinitary theories, and gives a method
for deciding whether a given theory is finitary. Thus, if we extendEC with a finitary
theory, the resulting logic is weakly complete with respect to the corresponding models.
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Examples If we assume thatOL is closed under the usual propositional connectives,
some common axioms can be written inEL as follows:

4i {(α→ β)} → (4i{α} → 4i{β}) Distribution K

4i {α} → ¬4i {¬α} Consistency D

4i {α} → 4i{4i{α}} Positive Introspection 4

¬4i {α} → 4i{¬ 4i {α}} Negative Introspection 5

The systemEC extended with axiomΦ will be denotedECΦ; e.g. the axioms above
give the systemsECK,ECD,EC4,EC5.

4 More General Epistemic States

The results in the two next sections, build upon an existing completeness result for a
related logic. In this section we briefly describe the logic and quote the result. Details
can be found in [1]1.

The logic is actually a generalization of the logic in this paper, in which more epis-
temic states, henceforth calledgeneralepistemic states, are allowed:

S = ℘(OL) ∪ ℘fin(OL ∪ {∗})

where∗ is a fixed formula which is not a member ofOL. In addition to the finite
epistemic statesSf , general epistemic states include statess where:

1. s is an infinite subset ofOL: the agent knows infinitely many formulae
2. s = s′ ∪ {∗}, wheres′ ∈ ℘fin(OL): the agent knows finitely many formulae but

one of them is the special formula∗

There is not space here to discuss what a state containing∗ really represents, and it is
not necessary since we will only use general epistemic states for technical intermediate
results in this paper. Meta language and satisfiability are as in Section 2. It is assumed
that an epistemic state can contain a the special formula∗ 6∈ OL, and sinceEL is defined
overOL, e.g.4i{∗} is not a well formed formula. It turns out that this crucial point
makes our logical systemEC (Def. 5) strongly complete with respect to this semantics.
General Knowledge Set Structures (GKSSs)are like KSSs, but with general epistemic
states instead of just finite epistemic states.M is set of all GKSSs. To discern between
the two logics we use the symbol|= for GKSSs and|=f for KSSs. The set of all GKSS
models ofΓ is denotedmod(Γ ).

Theorem 7 (Soundn. and Compl.)For everyΓ ⊆ EL, φ ∈ EL: Γ |= φ⇔ Γ ` φ 2

5 Finitary Theories and Completeness

SinceEC is not strongly complete with respect toMfin , it is of interest to characterize
exactly the theories for whichEC is complete, i.e. for whichΓsΓ |=f φ⇒ Γ ` φ for

1 And in a forthcoming paper.
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everyφ ∈ EL. In this section we provide a characterization of such theories. We define
the concept of afinitary theory, and show that the set of finitary theories is exactly the
set of theories for whichEC is complete. The proof builds upon the completeness result
for the more general logic described in the previous section.

Definition 8 (Finitary Theory) A theoryΓ is finitary iff it is consistent and for allφ,

Γ ` (51T1 ∧ · · · ∧ 5nTn) → φ for all termsT1, . . . , Tn ∈ TL
⇓

Γ ` φ 2

Informally speaking, a theory is finitary if provability of a formula under arbitrary upper
bounds on epistemic states implies provability of the formula itself.

We use the intermediate definition of a finitarily open theory, and its relation to that
of a finitary theory, in order to prove completeness.

Definition 9 (Finitarily Open Theory) A theory Γ is finitarily open iff there exist
termsT1, . . . , Tn such that

Γ 6` ¬(51T1 ∧ · · · ∧ 5nTn) 2

Informally speaking, a theory is finitarily open if it can be consistently extended with
some upper bound on the epistemic state of each agent.

Lemma 10

1. A finitary theory is finitarily open.
2. If Γ is a finitary theory andΓ 6` φ, thenΓ ∪ {¬φ} is finitarily open. 2

PROOF

1. LetΓ be a finitary theory. IfΓ is not finitarily open,Γ ` ¬(51T1∧· · ·∧5nTn) for
all termsT1, . . . , Tn. Then, for an arbitraryφ, Γ ` (51T1 ∧ · · · ∧ 5iTn) → φ for
all T1, . . . , Tn and thusΓ ` φ sinceΓ is finitary. By the same argumentΓ ` ¬φ,
contradicting the fact thatΓ is consistent.

2. LetΓ be a finitary theory, and letΓ 6` φ. Then there must exist termsTφ1 , . . . , T
φ
n

such thatΓ 6` (51T
φ
1 ∧· · ·∧5nT

φ
n ) → φ. By Prop we must have thatΓ 6` ¬φ→

¬(51T
φ
1 ∧· · ·∧5nT

φ
n ) and thus thatΓ ∪{¬φ} 6` ¬(51T

φ
1 ∧· · ·∧5nT

φ
n ), which

shows thatΓ ∪ {¬φ} is finitarily open.

It is difficult in practice to show whether a given theory satisfies a proof theoretic
condition such as those for finitary or finitarily open theories, but we have a tool to
convert the problem to a semantic one: the completeness result for GKSSs in the pre-
vious section (Theorem 7). For example, to show thatΓ ` φ, it suffices to show that
Γ |= φ (with respect to GKSSs). This result can be used to see that the claims of
non-finitarynessin the following example hold.

Example 11 The following are examples of non-finitary theories (letn = 2 andp ∈
Θ):
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1. Γ1 = {41{p},41{41{p}},41{41{41{p}}}, . . .}.Γ1 is not finitarily open, and
describes an agent with an infinite epistemic state.

2. Γ2 = {¬ 51 T : T ∈ TL}. Γ2 is not finitarily open, and describes an agent which
cannot be at any finite point.

3. Γ3 = {51T → ¬52 T
′ : T, T ′ ∈ TL}. Γ3 is not finitarily open, and describes a

situation where agents 1 and 2 cannotsimultaneouslybe at finite points.
4. Γ4 = {51T → p : T ∈ TL}. Γ4 is finitarily open, but not finitary. To see the

former, observe that ifΓ4 ` ¬(51T1 ∧ 52T2) for arbitrary T1, T2 thenΓ4 |=f

¬(51T1 ∧ 52T2) by soundness (Theorem 6) – but it is easy to see thatΓ4 has
models which are not models of¬(51T1 ∧ 52T2) (take e.g.s1 = [T1], s2 = [T2]
andπ(p) = true). To see the latter, observe thatΓ4 6` p (if Γ4 ` p,∆ ` p for some
finite∆ ⊂ Γ4, which again contradicts soundness) butΓ4 ` (51T1 ∧52T2) → p
for all T1, T2. 2

Theorem 12 A theoryΓ is finitarily open if and only if it is satisfiable inMfin . 2

PROOF Γ is finitarily open iff there existTi (1 ≤ i ≤ n) such thatΓ 6` ¬(5iT1∧ · · ·∧
5nTn); iff, by Theorem 7, there existTi such thatΓ 6|= ¬(5iT1 ∧ · · · ∧ 5nTn); iff
there existTi and a GKSSM ∈ M such thatM |= Γ andM |= 51T1 ∧ · · · ∧ 5nTn;
iff there existTi andM = (s1, . . . , sn, π) ∈ M such thatsi ⊆ [Ti] (1 ≤ i ≤ n) and
M |= Γ ; iff there existsi ∈ ℘fin(OL) (1 ≤ i ≤ n) such that(s1, . . . , sn, π) |= Γ ; iff
Γ is satisfiable inMfin .

Theorem 13 Let Γ ⊆ EL. Γ |=f φ⇒ Γ ` φ for all φ iff Γ is finitary. 2

PROOF LetΓ be a finitary theory and letΓ |=f φ. By Lemma 10.1Γ is finitarily open
and thus satisfiable by Theorem 12.Γ ∪ {¬φ} is unsatisfiable inMfin , and thus not
finitarily open, and it follows from Lemma 10.2 thatΓ ` φ.

For the other direction, letΓ |=f φ ⇒ Γ ` φ for all φ, and assume thatΓ 6` φ.
Then,Γ 6|=f φ, that is, there is aM = (s1, . . . , sn, π) ∈ mod f (Γ ) such thatM 6|=f φ.
Let Ti (1 ≤ i ≤ n) be terms such that[Ti] = si.M |=f 5iT1 ∧ · · · ∧ 5nTn, and thus
M 6|=f (51T1 ∧ · · · ∧ 5nTn) → φ. By soundness (Theorem 6)Γ 6` (51T1 ∧ · · · ∧
5nTn) → φ, showing thatΓ is finitary.

Lemma 14 Let Γ ⊆ EL. The following statements are equivalent:

1. Γ is finitary.
2. Γ |=f φ⇒ Γ ` φ, for anyφ
3. Γ |=f φ⇒ Γ |= φ, for anyφ
4. (∃M∈mod(Γ )M |= φ) ⇒ (∃M∈mod f (Γ )M |=f φ), for anyφ
5. Γ 6` φ⇒ Γ ∪ {¬φ} is finitarily open, for anyφ. 2

Lemma 14.4 is a finite model property, with respect to the models ofΓ .
We have now given a proof-theoretic definition of all theories for whichEC is com-

plete: the finitary theories. We have also shown some examples of non-finitary theories.
We have not, however, given any examples offinitary theories. Although the problem of
proving thatEC is complete for a theoryΓ has been reduced to proving that the theory
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is finitary according to Definition 8, the next problem is how to show that a given theory
in fact is finitary. For example, is the empty theory finitary? If it is, thenEC is weakly
complete. We have not been able to find a trivial or easy way to prove finitaryness in
general. In the next section, we present results which can be used to prove finitaryness.
The results are semantic conditions for finitaryness, but can only be used for theories
of a certain class and we are only able to show that they aresufficientand not that they
also are necessary.

6 Semantic Finitaryness Conditions

Epistemic axiomsare axioms which describe legal epistemic states, like “an agent can-
not know both a formula and its negation”. In Section 4 we presented the notion of a
generalepistemic state, and epistemic axioms can be seen as describing sets of legal
general epistemic states as well as sets of legal finite epistemic states. Although we are
ultimately interested in the latter, in this section we will be mainly interested in the for-
mer – we will present conditions on the algebraic structure of sets of general epistemic
states inmod(Φ) which are sufficient for the axiomsΦ to be finitary.

First, epistemic axioms and their correspondence with sets of legal general epis-
temic states are defined. Then, conditions on these sets are defined, and it is shown that
the GKSSs of a given set of epistemic axioms – being (essentially) the Cartesian prod-
uct of the corresponding sets of legal general states – exhibit the finite model property
if the sets of legal general states fulfil the conditions. The set of axioms is then finitary
by Lemma 14.4.

6.1 Epistemic Axioms

Not all formulae inEL should be considered as candidates for describing epistemic
properties. One example isp → 4i{p}. This formula does not solely describe the
agent– it describes a relationship between the agent and the world. Another example
is ♦i{p} → ♦j{q}, which describes a constraint on one agent’s belief set contingent
on another agent’s belief set. Neither of these two formulae describe purelyepistemic
properties of an agent. In the following definition,EF is the set of epistemic formulae
andAx is the set of candidate epistemic axioms.

Definition 15 (EF , EF i, Ax )

– EF ⊆ EL is the least set such that

If T ∈ TL then 4iT,5iT ∈ EF (1 ≤ i ≤ n)
If φ, ψ ∈ EF then ¬φ, (φ ∧ ψ) ∈ EF

– EF i = {φ ∈ EF : Every epistemic operator inφ is ani-op.} (1 ≤ i ≤ n)
– Ax =

⋃
1≤i≤n EF i 2

An example of an epistemic axiom schema is, if we assume thatOL is closed under
conjunction,

4i{α ∧ β} → 4i{α} ∧ 4i{β} (1)

Recall the setS of all general epistemic states, defined in Section 4.

42



Definition 16 (Mφ, Sφ
i , MΦ, SΦ

i ) For each epistemic formulaφ ∈ EF i,

Mφ = Sφ1 × · · · × Sφn ×Π

whereSφj = S for j 6= i andSφi is constructed by structural induction overφ as follows:

S4iT
i = {X ∈ S : [T ] ⊆ X} S5iT

i = {X ∈ S : X ⊆ [T ]}
S¬ψi = S\Sψi Sψ1∧ψ2

i = Sψ1
i ∩ Sψ2

i

If Φ ⊆ Ax then

SΦi = (
⋂

φ∈Φ∩EF i

Sφi ) ∩ S MΦ = SΦ1 × · · · × SΦn ×Π

2

In the construction ofMφ we remove the impossible (general) epistemic states by
restricting the set of epistemic states toSφi . The epistemic states which are not removed
are the possible states — an agent can be placed in any of these states and will satisfy
the epistemic axiomφ. ThatMΦ indeed is the class of models ofΦ can easily be shown.

Lemma 17 If Φ ⊆ Ax ,MΦ = mod(Φ) 2

Note that∅ is trivially a set of epistemic axioms, and thatS∅i = S andM∅ = M.
Thus, the model class for epistemic axioms is constructed by removing certain states

from the set of legal epistemic states. For example, (1) corresponds to removing epis-
temic states where the agent knows a conjunction without knowing the conjuncts.

6.2 Finitaryness of Epistemic Axioms

Lemmas 14.1 and 14.4 say thatΓ is finitary iff mod(Γ ) has the finite model prop-
erty. We make the following intermediate definition, and the following Lemma is an
immediate consequence.

Definition 18 (Finitary set of GKSSs) A class of GKSSsM′ ⊆ M is finitary iff, for
all φ:

∃M∈M′M |= φ⇒ ∃Mf∈M′fMf |= φ

whereM′f = M′ ∩Mfin . 2

Lemma 19 Let Γ ⊆ EL. Γ is finitary iff mod(Γ ) is finitary. 2

In the definition of the conditions on sets of general epistemic states, the following
two general algebraic conditions will be used.

Directed Set A setA with a reflexive and transitive relation≤ is directediff for every
finite subsetB of A, there is an elementa ∈ A such thatb ≤ a for everyb ∈ B. In
the following directedness of a set of sets is implicitly taken to be with respect to
subset inclusion.

Cover A family of subsets of a setA whose union includesA is acoverof A.
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The main result is that the following conditions on sets of general epistemic states
are sufficient for the corresponding GKSSs to be finitary (Def. 18), and furthermore, if
the sets are induced by epistemic axioms, that the axioms are finitary. The conditions
are quite complicated, but simpler ones are given below.

Definition 20 (Finitary Set of Epistemic States) If S ⊆ S is a set of epistemic states
ands ∈ ℘(OL), then the set of finite subsets of s included inS is denoted

S|fs = S ∩ ℘fin(s)

S is finitary iff both:

1. For every infinites ∈ S:
(a) S|fs is directed
(b) S|fs is a cover ofs

2. ∀s∪{∗}∈S∀s′∈℘fin(OL)∃α6∈s′ :
(a) ∃sf∈S∩℘(s∪{α})s

′ ∩ s ⊆ sf

(b) ∃sf∈S∩℘(s∪{α})s
f 6⊆ s′

(c) S ∩ ℘(s ∪ {α}) is directed 2

The definition specifies conditions for each infinite set inS (condition 1) and each
finite set inS containing∗ (condition 2). Condition 2 is similar to condition 1, but is
complicated by the fact that, informally speaking, the existence of a proper formulaα
to “replace”∗ is needed. In practice, the simplified (and stronger) conditions presented
in Corollary 23 below can often be used.

The following Lemma is the main technical result in this section. The proof is quite
long and complicated, and must be left out due to space restrictions. It can be found in
[1]2.

Lemma 21 If S1, . . . , Sn are finitary sets of epistemic states (Def. 20), then

S1 × · · · × Sn ×Π

is a finitary set of GKSSs (Def. 18). 2

Recall that a setΦ of epistemic axioms induces sets of legal epistemic statesSΦi
(Def. 16).

Theorem 22 If Φ is a set of epistemic axioms such thatSΦ1 , . . . , S
Φ
n are finitary sets of

epistemic states, thenΦ is finitary. 2

PROOF SinceΦ are epistemic axioms,MΦ = SΦ1 × · · · × SΦn × Π. Since allSΦi are
finitary, by Lemma 21MΦ is a finitary set of GKSSs. SinceMΦ = mod(Φ) (Lemma
17),Φ is finitary by Lemma 19.

Theorem 22 shows that the conditions in Def. 20 on the set of legal epistemic states
induced by epistemic axioms are sufficient to conclude that the axioms are finitary. In
the following Corollary, we present several alternative sufficient conditions which are
stronger. It can easily be shown that these conditions imply Def. 20.

2 Or by contacting the authors.
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Corollary 23 A set of epistemic statesS ⊆ S is finitary if either one of the following
three conditions hold:

1. For everys ⊆ OL:
(a) S|fs is directed
(b) S|fs is a cover ofs

2. (a) S|fs is directed for everys ⊆ OL
(b) {α} ∈ S for everyα ∈ OL

3. (a) S|fs is directed for every infinites ∈ S
(b) {α} ∈ S for everyα ∈ OL
(c) ∀s∪{∗}∈S∀s′∈℘fin(OL)∃α6∈s′s ∪ {α} ∈ S 2

7 Some Completeness Results

For a given axiom schemaΦ, the results from Sections 4, 5 and 6 can be used to test
whether the systemECΦ is weakly complete, henceforth in this section called only
“complete”, with respect tomod f (Φ) ⊆ Mfin . First, check thatΦ is an epistemic
axiom (Def. 15). Second, construct the GKSS ( see Sec. 4) models ofΦ,MΦ = SΦ1 ×
· · ·SΦn × Π = mod(Φ) (Def. 16, Lemma 17). Third, check that eachSΦi is finitary
(Def. 20) – it suffices that they each satisfy one of the simpler conditions in Corollary
23. If these tests are positive,ECΦ is complete with respect toMΦ

fin = mod f (Φ), the
KSSs included inMΦ, by Theorems 22 and 12. The converse does not hold;MΦ

fin

is not necessarilyincompletewith respect to the corresponding models if the tests are
negative. Many of the properties discussed in Section 5 can, however, be used to show
incompleteness.

These techniques are used in Theorem 24 below to prove the assertion from Section
3 about weak completeness ofEC , in addition to results about completeness of the
systemsECK, ECD, EC4 and EC5 from Section 3.2. For the latter results it is
assumed thatOL is closed under the usual propositional connectives.

Theorem 24 (Completeness Results)

1. EC is sound and complete with respect toMfin

2. ECK is sound and complete with respect toMK
fin

3. ECD is sound and complete with respect toMD
fin

4. EC4 is not complete with respect toM4
fin

5. EC5 is not complete with respect toM5
fin 2

PROOF Soundness, in the first three pars of the theorem, follows immediately from
Theorem 6 and the fact thatK andD are valid inMK

fin andMD
fin , respectively. The

strategy for the completeness proofs, for the first three parts of the theorem, is as out-
lined above. (Weak) completeness ofEC can be considered by “extending”EC by the
empty set, and show that the empty set is a finitary theory. The empty set is trivially a
set of epistemic axioms, and the axiom schemasK andD also both represent sets of
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epistemic axioms, with GKSS models constructed from the following sets of general
epistemic states respectively:

S∅i = S
SK
i = S \ {X ∈ S : ∃α,β∈OLα→ β, α ∈ X;β 6∈ X)}
SD
i = S \ {X ∈ S : ∃α∈OLα,¬α ∈ X}

We show that these sets all are finitary sets of epistemic states by using Corollary 23. It
follows by Theorem 22 that the theories∅, K andD are finitary theories, and thus that
EC , ECK andECD are (weakly) complete by Theorem 13. For the two last parts of
the theorem, we show that4 and5 are not finitary theories; it follows by Theorem 13
thatEC4 andEC5 are incomplete.

1. Corollary 23.1 holds forS∅i = S: Let s ⊆ OL. S|fs = S ∩ ℘fin(s) = ℘fin(s).
℘fin(s) is directed, because for every finite subsetB ⊂ ℘fin(s), ∪s′∈Bs′ ∈
℘fin(s). ℘fin(s) is a cover ofs, becauses ⊆

⋃
℘fin(s).

2. Corollary 23.3 holds forSK
i :

Corollary 23.3.(a): Let s′, s′′ ∈ SK
i ∩ ℘fin(s), and let:

s0 = s′ ∪ s′′
sj = sj−1 ∪ {β : α→ β, α ∈ sj−1} 0 < j
sf =

⋃
j sj

It is easy to show thatsf ∈ SK
i , eachsj is a finite subset ofs, andsf is finite.

Corollary 23.3.(b): Clearly,{α} ∈ SK
i for everyα ∈ OL.

Corollary 23.3.(c): Let s ∪ {∗} ∈ SK
i ands′ ∈ ℘fin(OL). Letα ∈ OL be s. t.:

– α→ β 6∈ s for anyβ ∈ OL
– α 6∈ s′
– The main connective inα is not implication

It is easy to see that there exist infinitely manyα satisfying these three condi-
tions and it can easily be shown thats ∪ {α} ∈ SK

i .
3. Corollary 23.3 holds forSD

i :
Corollary 23.3.(a): Let s′, s′′ ∈ SD

i ∩ ℘fin(s), and letsf = s′ ∪ s′′. It can easily
be shown thatsf ∈ SD

i , andsf ∈ ℘fin(s) trivially.
Corollary 23.3.(b): Clearly,{α} ∈ SD

i for everyα ∈ OL.
Corollary 23.3.(c): Let s ∪ {∗} ∈ SD

i ands′ ∈ ℘fin(OL). Letα ∈ OL be s. t.:
– ¬α 6∈ s
– α 6∈ s′
– α does not start with negation

It is easy to see that there exist infinitely manyα satisfying these three condi-
tions and it can easily be shown thats ∪ {α} ∈ SD

i .
4. Let1 ≤ i ≤ n, and letM = (s1, . . . , sn, π) ∈ Mfin such thatM |=f 4. Clearly,
si must be the empty set – otherwise it would not be finite. Thus,4 |=f 5i∅. 4
does, however, haveinfinite models, so4 6|= 5i∅. Lemma 14 gives that4 is not
finitary.

5. It is easy to see that5 is not satisfiable inMfin (i.e. that a model for5 must be
infinite). By Theorem 12 and Lemma 10,5 is not finitary.

Although the results in Theorem 24 are hardly surprising, they are surprisingly hard
to prove.
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8 Discussion and Conclusions

This paper presents a general and very abstract theory of resource bounded agents. We
assumed that agents’ epistemic states are arbitrary finite sets of formulae. The addition
of the “knowing at most” operator5i gives a more expressive language for a theory
of knowledge without any unrealistic assumptions about the reasoning abilities of the
agents. Properties of reasoning can be modelled in an abstract way by considering only
the set of epistemic states which a reasoning mechanism could actually produce. If
a more detailed model of reasoning is needed, the framework can be extended with
a model describing transitions between finite epistemic states. This is exactly what is
done in [3].

The main results in this paper are an axiomatization of the logic, and two character-
izations of the theories for which the logic is complete. The first, the notion of finitary
theories, is a proof-theoretic account of all such theories. The second, algebraic con-
ditions on certain sets of epistemic states, is a semantic one, but is only a sufficient
condition for finitaryness. The latter was used to show finitaryness of the empty theory
and thus weak completeness of the system. It follows from these results that the logic
EC is decidable. The characterizations were also used to show (in)completeness of sev-
eral extensions ofEC . The results give a general completeness proof, of which weak
completeness is a special case, and the complexity of the proof is due to this generality.

Interesting results have been obtained from very weak assumptions: finite memory
and a “knowing at most” operator in the meta language give complex algebraic condi-
tions for axiomatizability.

Related works include the many approaches to the logical omniscience problem
(LOP) [11]; see e.g. [16, 17, 9] for surveys. Particularly, the work in this paper is a de-
velopment of syntactic treatment of knowledge as mentioned in Section 1. [9] presents
this approach in the form ofstandard syntactic assignments. It is easy to see that KSSs
are equivalent to standard syntactic assignments restricted to assigning finite knowledge
to each agent. The5i operator is new in the context of syntactic models. It is, however,
similar to Levesque’sonly knowingoperatorO [13]. Oα means that the agent does not
know more thanα, but knowledge in this context means knowledge closed under logi-
cal consequence and “only knowingα” is thus quite different from “knowing at most”
a finite set of formulae syntactically. Another well-known approach to the LOP isthe
logic of general awareness[8], combining a syntactic and a semantic model of knowl-
edge. This logic can be seen as syntactic assignments restricted to assigning truth only
to formulae which actually follow, a special case of standard syntactic assignments.
Application of the results in this paper to the logic of general awareness, i.e. adding an
“at most” operator and restricting the set of formulae an agent can be aware of (and
thus his explicit knowledge) to be finite, might be an interesting possibility for future
work. Models of reasoning as transition between syntactic states, as mentioned above,
includeKonolige’s deduction model[12], active logics[6] and timed reasoning logics
(TRL) [4].

Possibilities for future work include further development of the identification of
finitary theories. For the case of epistemic axioms, the presented algebraic conditions
are sufficient but not necessary and tighter conditions would be interesting. Deciding
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finitaryness of general, not necessarily epistemic, axioms should also be investigated,
and particularly interesting is the knowledge axiom (mentioned on p. 3).
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Abstract. This paper is concerned with designing architectures for ra-
tional agents. In the proposed architecture, agents have belief bases that
are theories in a multi-modal, higher-order logic. Belief bases can be
modified by a belief acquisition algorithm that includes both symbolic,
on-line learning and conventional knowledge base update as special cases.
A method of partitioning the state space of the agent in two different
ways leads to a Bayesian network and associated influence diagram for
selecting actions. The resulting agent architecture exhibits a tight inte-
gration between logic, probability, and learning. This approach to agent
architecture is illustrated by a user agent that is able to personalise its
behaviour according to the user’s interests and preferences.

1 Introduction

Our starting point is the conventional view that an agent is a system that takes
percept sequences as input and outputs actions [9, p.33]. Naturally enough, on its
own, this barely constrains the agent architectures that would be feasible. Thus
we add a further constraint that agents should act rationally, where a rational
agent is defined as follows [9, p.36]:

“For each possible percept sequence, a rational agent should select an
action that is expected to maximise its performance measure, given the
evidence provided by the percept sequence and whatever built-in knowl-
edge the agent has”.

Various specific rationality principles could be used; we adopt the well-known
principle of maximum expected utility [9, p.585] (namely, a rational agent should
choose an action that maximises the agent’s expected utility). This implies that,
for the intended applications, it is possible for the agent designer to specify util-
ities for all states (or, at least, the agent has some means of acquiring these
utilities). The proposed architecture includes a decision-theoretic component in-
volving utilities and Bayesian networks that implements the principle of maxi-
mum expected utility.

Another major component of the architecture is a model of the environment
(or, at least, a model of enough of the environment in order to be able to ef-
fectively select actions). This model has two parts: state and beliefs. The state
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records some information that helps the agent mitigate the well-known problems
that arise from partial observability. The beliefs are random variables defined on
the state; evidence variables assist in the selection of actions and result vari-
ables assist in the evaluation of the utility of states. Beliefs are expressed in a
multi-modal, higher-order logic.

Implicit in the concept of rationality is the notion that agents should make
every effort to acquire whatever information is needed for action selection. This
implies that agents should have a learning component that allows them to im-
prove their performance (which includes adapting to changing environments).
The proposed architecture incorporates a learning component for exactly this
purpose.

The resulting agent architecture exhibits a tight integration between logic,
probability, and learning. In the terminology of [9, p.51], agents employing this
architecture are model-based, utility-based, learning agents.

An outline of this paper is as follows. The next section provides a brief
introduction to beliefs and their acquisition. Section 3 describes the approach to
agent architecture. Section 4 describes an application of the agent architecture
to a user agent that is able to personalise its behaviour according to the user’s
interests and preferences.

2 Beliefs

This section contains a brief introduction to belief bases and the logic in which
these are expressed. We employ the logic from [5] which is a multi-modal version
of the higher-order logic in [4] (but leaving out polymorphism); much more detail
about the logic is contained in these two works.

Definition 1. An alphabet consists of three sets:

1. A set T of type constructors.
2. A set C of constants.
3. A set V of variables.

Each type constructor in T has an arity. The set T always includes the type
constructors 1 andΩ both of arity 0. 1 is the type of some distinguished singleton
set and Ω is the type of the booleans. Each constant in C has a signature.
The set V is denumerable. Variables are typically denoted by x, y, z, . . . . For
any particular application, the alphabet is assumed fixed and all definitions are
relative to the alphabet.

Types are built up from the set of type constructors, using the symbols →
and ×.

Definition 2. A type is defined inductively as follows.

1. If T is a type constructor of arity k and α1, . . . , αk are types, then T α1 . . . αk
is a type. (For k = 0, this reduces to a type constructor of arity 0 being a
type.)
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2. If α and β are types, then α→ β is a type.
3. If α1, . . . , αn are types, then α1×· · ·×αn is a type. (For n = 0, this reduces

to 1 being a type.)

The set C always includes the following constants.

1. (), having signature 1 .
2. =α, having signature α→ α→ Ω, for each type α.
3. > and ⊥, having signature Ω.
4. ¬, having signature Ω → Ω.
5. ∧, ∨, −→, ←−, and ←→, having signature Ω → Ω → Ω.
6. Σα and Πα, having signature (α→ Ω)→ Ω, for each type α.

The intended meaning of =α is identity (that is, =α x y is > iff x and y are
identical), the intended meaning of > is true, the intended meaning of ⊥ is false,
and the intended meanings of the connectives ¬, ∧, ∨, −→,←−, and←→ are as
usual. The intended meanings of Σα and Πα are that Σα maps a predicate to
> iff the predicate maps at least one element to > and Πα maps a predicate to
> iff the predicate maps all elements to >.

Definition 3. A term, together with its type, is defined inductively as follows.

1. A variable in V of type α is a term of type α.
2. A constant in C having signature α is a term of type α.
3. If t is a term of type β and x a variable of type α, then λx.t is a term of

type α→ β.
4. If s is a term of type α→ β and t a term of type α, then (s t) is a term of

type β.
5. If t1, . . . , tn are terms of type α1, . . . , αn, respectively, then (t1, . . . , tn) is a

term of type α1 × · · · × αn (for n ≥ 0).
6. If t is a term of type Ω and i ∈ {1, . . . ,m}, then �i t is a term of type Ω.

Terms of the form (Σα λx.t) are written as ∃αx.t and terms of the form
(Πα λx.t) are written as ∀αx.t (in accord with the intended meaning of Σα and
Πα). A formula of the form �iϕ is interpreted as ‘agent i believes ϕ’.

An important feature of higher-order logic is that it admits functions that
can take other functions as arguments and thus has greater expressive power for
knowledge representation than first-order logic. This fact is exploited throughout
the architecture, in the use of predicates to represent sets and in the predicate
rewrite systems used for learning, for example.

In applications there are typically many individuals that need to be repre-
sented. For example, with agent applications, the state is one such individual.
With logic as the representation language, (closed) terms represent individuals.
In [4], a class of terms, called basic terms, is identified for this purpose. The
inductive definition of basic terms comes in three parts. The first part uses data
constructors to represent numbers, lists, and so on. The second part uses ab-
stractions to represent sets, multisets, and so on. The third part uses tuples
to represent vectors. The class of basic terms provides a rich class of terms for
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representing a variety of structured individuals. We use basic terms to represent
individuals in the following.

As shown in [4], and also [5], a functional logic programming computational
model can be used to evaluate functions that have equational definitions in the
logic. Furthermore, [5] provides a tableau theorem-proving system for the multi-
modal, higher-order logic.

In [6], a method of belief acquisition is introduced for belief bases that are
theories in the logic. The belief acquisition algorithm includes both symbolic,
on-line learning and conventional knowledge base update as special cases. The
key idea of the algorithm is to introduce two languages, the training language
and the hypothesis language. By carefully controlling these lanaguges it is pos-
sible to have belief acquisition that at one extreme directly incorporates new
beliefs into the belief bases (as for a conventional knowledge base update algo-
rithm) and at the other extreme is a conventional learning algorithm that learns
definitions of functions that generalise to new individuals. The algorithm itself
is a (somewhat generalised) decision-list learning algorithm, as introduced in [8].
Thus definitions of functions in belief bases are (logical forms of) decision lists.

The basic idea for the use of the logic is that each agent in a multi-agent
system has its own belief base that consists of formulas of the form �iϕ (for agent
i). Also agents can have access to the belief bases of other agents by means of
interaction axioms which are schemas of the form

�iϕ −→ �jϕ,

whose intuitive meaning is that ‘if agent i believes ϕ, then agent j believes ϕ’.
In addition, while not illustrated in this paper, standard modal axioms such as
T , D, B, 4, and 5 can be used for any modality �i , depending on the precise
nature of the beliefs in the belief base of agent i. The tableau theorem-proving
system in [5] can prove theorems that involve these standard modal axioms and
interaction axioms.

Finally, note that while one could use the logic for specification of agents (as in
[10], for example), this is not what is proposed here. Instead, we use the logic for
expressing actual belief bases of agents, and theorem proving and computation
involving these belief bases is an essential component of the implementation of
agents.

3 Agent Architecture

In this section, we describe the agent architecture.
We consider an agent situated in some environment that can receive percepts

from the environment and can apply actions to the environment. Thus the agent
can be considered to be a function from percepts to actions; an agent architecture
provides the definition of this function.

Let S denote the set of states of the agent. Included in a state may be
information about the environment or something that is internal to the agent.
It is also likely to include the agent’s current intention or goal, that is, what it
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is currently trying to achieve. The state may be updated as a result of receiving
a percept. For example, a user agent may change its intention due to a request
from the user.

As well as some state, the agent’s model includes its belief base, which can
also be updated. In the proposed architecture, belief bases have a particular
form that we introduce below motivated by the desire to make action selection
as effective as possible.

Let A denote the set of actions of the agent. Each action changes the current
state to a new state (possibly non-deterministically). The agent selects an action
that maximises the expected utility. Executing the action involves applying the
action to the environment and/or moving to a new state.

Summarising the description so far, here is a high-level view of the main loop
of the agent algorithm.

loop forever

get percept
update model
select action
put action.

We now concentrate on the action selection part of this loop. In practical ap-
plications, the set of states may be very large; in this case, it may be impractical
to try to select the action by explicitly dealing with all these states. An obvious
idea is to partition the state space so that the behaviour of an action is somehow
consistent over all the states in an equivalence class [1]. We exploit this idea in
what follows.

For that we will need some random variables. It will be helpful to be quite
precise about their definition. Random variables are functions; this fact and the
probability space that they are defined on will be important in the description of
the agent architecture. For simplicity and because it is the case of most interest
in applications, we confine the discussion to random variables that are discrete.

Definition 4. A random variable is a measurable function X : Ω → Ξ, where
(Ω,A, p) is a probability space and (Ξ,B) is a measurable space. The probability
measure X−1 ◦ p on B is called the distribution (or law) of X.

The probability space of interest here is the product space S×A×S which is
assumed to have some suitable σ-algebra and probability measure p(·, ·, ·) defined
on it. Intuitively, p(s, a, s′) is the probability that applying action a will result in
a transition from state s to state s′. By conditioning on states and actions, for
each state s ∈ S and action a ∈ A, a transition probability distribution p(· | s, a)
is obtained.

There are three projections defined on S×A×S. The first projection initial :
S ×A× S → S is defined by

initial(s, a, s′) = s,
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the second projection action : S ×A× S → A is defined by

action(s, a, s′) = a,

and the third projection final : S ×A× S → S is defined by

final(s, a, s′) = s′,

for each (s, a, s′) ∈ S×A×S. Each projection induces a probability measure on
their respective codomains that makes the codomains into probability spaces.

We will be interested in two different sets of random variables on S. These
are the evidence variables Ei : S → Vi (i = 1, . . . , n) and the result variables
Rj : S → Wj (j = 1, . . . ,m). Two sets of random variables can now be defined
on the probability space S × A × S, as follows. For each evidence variable Ei,
consider the random variable initial ◦Ei : S × A × S → Vi. Similarly, for each
result variable Rj , consider the random variable final ◦Rj : S × A × S → Wj .
Let X denote (initial ◦E1, . . . , initial ◦En, action,final ◦R1, . . . ,final ◦Rm). All
this can now be put together to obtain the random variable

X : S ×A× S → V1 × · · · × Vn ×A×W1 × · · · ×Wm,

which is illustrated in Figure 1. The distribution of X is given by X−1 ◦ p, where
p is the probability measure on S ×A× S.

S ×A× S

initial

����
��

��
��

��
��

�

action

��

final

��:
::

::
::

::
::

::

S

E1

����
��
��
��
��

En

��(
((

((
((

((
( S

R1



��
��
��
��
��

Rn

��)
))

))
))

))
)

V1 · · · Vn A W1 · · · Wm

Fig. 1. Evidence and result variables

In the following, we will refer to an element of V1 × · · · × Vn as an evidence
tuple and an element of W1 × · · · ×Wm as a result tuple.

The distribution of X is illustrated in the influence diagram in Figure 2. Here
the Bayesian network given by the evidence and result variables is extended into
an influence diagram by adding the random variable action for the action selected
and a utility node to indicate that it is the result variables that contribute to
the utility. Each node in the Bayesian network has an associated (conditional)
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probability table (that is not shown in Figure 2). Note that, in general, it is
possible for there to be dependencies amongst the initial ◦Ei and amongst the
final ◦Rj .
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Fig. 2. Influence diagram

The evidence and result variables play an important role in action selection.
One can think of these as features of the states. However, each class of features
serves a different purpose. The evidence variables are chosen so as to assist
the selection of a good action, whereas the result variables are chosen so as to
provide a good evaluation of the resulting state. It will be convenient to insist
that included amongst the evidence variables are boolean random variables that
describe the pre-condition (if any) of each action.

These random variables will be functions with definitions in the belief base.
We can now be more precise about the definition of belief bases.

Definition 5. A belief base is a theory consisting of the definitions of the evi-
dence variables and (some of) the result variables.

The implication of this definition is that the belief base should contain the
definitions of the evidence variables, (some of) the result variables, and any
subsidiary functions used to define these, and that is all it need contain – there
is no other use for functions in the belief base. This fact provides strong guidance
during the design of the agent. Observations of the result variables will be needed
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but it will not be essential for the agent to know their (full) definitions. An
application for which the definition of a result variable is not known but for
which the variable can be adequately observed is given below.

At this point in the development we have entered the realm of graphical
probabilistic models. Over the last 20 years or so there has been a huge effort
to find efficient algorithms for doing all kinds of tasks such as marginalising,
conditioning, and learning in graphical probabilistic models with large numbers
of random variables. (See, for example, [3] and [7].) All of this work is directly
relevant to the agent context and we hope to exploit it in future. For the moment,
we are primarily interested in decision making which does not require the full
graphical model and the applications of current interest have small graphical
models anyway, so we simply make a few remarks below about this context. On
the other hand, a new problem is raised by the agent applications in that the
definitions of the random variables are generally changing and this leads to some
complications, as noted below, that deserve a deeper investigation.

By conditioning on the evidence variables and action variable in Figure 2, the
table in Figure 3 is obtained. There is a row in this table for every combination
of an evidence tuple together with an action, except that rows for which the
precondition (if any) of the action has value ⊥ are deleted. There is a column
under final ◦ (R1, . . . , Rm) for every result tuple. For each combination of evi-
dence tuple and action, there is an associated transition probability distribution
that gives, for each possible result tuple, the probability of reaching that result
tuple. The last row records the utilities for each result tuple. To compute the
expected utility EU(e, a) of action a applied to evidence tuple e, we proceed as
follows. Suppose that e and a appear together in the ith row of the table. Then
the expected utility is

EU(e, a) =
l1···lm∑
j=1

pi,j × uj .

final ◦ (R1, . . . , Rm)

initial ◦ (E1, . . . , En) action (w1,1, . . . , wm,1) (w1,2, . . . , wm,1) . . . (w1,l1 , . . . , wm,lm)

(v1,1, . . . v1,n) a1 p1,1 p1,2 . . . p1,l1···lm
(v2,1, . . . v2,n) a2 p2,1 p2,2 . . . p2,l1···lm

. . . . . . . . . . . . . . . . . .

(vk,1, . . . vk,n) ak pk,1 pk,2 . . . pk,l1···lm

u1 u2 . . . ul1···lm

Fig. 3. Influence diagram conditioned on the evidence and action variables

A policy for an agent is a mapping policy : S → A. The policy is extracted
from the conditioned influence diagram in the usual way. Given a state s, the
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action a selected by policy is the one for which EU((E1(s), . . . , En(s)), a) is a
maximum. The case when the state s is not known exactly but is given by a
distribution (the ‘belief state’ case [9]) is handled by the obvious generalisation
of this. This policy thus implements the principle of maximum expected utility.

The agent architecture exhibits a tight integration between logic and prob-
ability, since the random variables in the network have definitions given by the
logic. Furthermore, for agents in dynamic situations, the definitions of evidence
variables will need to be modified from time to time. In the first illustration of
the next section, we discuss a personalisation application for which there are
three evidence variables, one of which is learned and the other two are subject
to updating. In effect, the evidence variables are tailored to the interests and
preferences of the user and this will be seen to be essential for selecting good
actions.

The approach taken here to agent architecture assumes that it is possible to
specify the utilities. Generally, assigning utilities to a very large number of states
in advance is a difficult task. However, with the right choice of result variables,
the task can become much easier; this is illustrated with the application in the
next section. The modelling challenge for the agent designer is to find result
variables so that all states that map to the same result tuple really do have the
same (or very similar) utility. Thus, in essence, the task is to find a good piecewise
constant approximation of the utility function. While not every application will
succumb to this approach, it seems that there is a sufficiently large subset of
agent applications which does and therefore the approach is useful.

Having settled on the actions, and evidence and result variables, and having
specified the utilities, the only other information needed to obtain a policy is
the collection of transition probability distributions p(. | e, a) in Figure 3. How
are these obtained? Essentially all that needs to be done is to observe triples
of the form (e, a, r), where e is an evidence tuple, a is an action, and r is the
corresponding result tuple. The observation of each such triple increments a
count kept at the corresponding entry in the table of transition probabilities.
More generally, r is not uniquely determined by e and a but is given by a
probability distribution. In this case, the increment is proportioned over the
result tuples according to this distribution. These counts can then be normalised
over each row to obtain a probability distribution.

Typically, the evidence values in an observation (e, a, r) are obtained from
some state using the definitions of the evidence variables Ei and the result values
are obtained either from some state using the definitions of result variables Rj
or from an oracle (the user, for example). Provided these definitions and/or the
oracle remain unchanged, the approach to obtaining the transition probability
distributions when the observations start from states or involves an oracle works
fine. However, in the general case, this assumption does not hold and it will be
necessary to do some recalculation of earlier observations. Later we give an appli-
cation where all the evidence variables change from time to time. Furthermore,
one of the result variables represents the user who may very well give different

57



values for the result variable (simply because their interests and preferences have
changed). We consider each of these cases in turn.

Consider first the case that the definition of an evidence variable Ei changes.
This is handled by the belief acquisition algorithm. The aspect of this algo-
rithm that is relevant to the discussion here is that the definitions of acquired
functions are decision lists. When the function definition changes, there is some
distinguished decision node in the decision list above which the definition is
unchanged and below which it is changed. Each decision node of the decision
list contains the states that satisfy all the conditions down to that point in the
decision list. Thus when the definition of Ei changes, this distinguished node is
identified and all states that occur there have their Ei value recomputed. If the
new value is the same as the old, nothing needs to be done. If the new value
is different to the old, then the effect is to move (proportions of) an increment
from one or more positions in one row of the table of transition probabilities to
the corresponding positions in another row. Clearly it is easy to do the same for
several Ei’s that are changing at the same time.

Consider next the case when the definition of a result variable Rj changes. If
the definition of Rj is known to the agent then we can proceed similarly to the
preceding paragraph except that (proportions of) an increment are now moved
in the same row from some positions to others. The other case is when the value
of Rj is obtained from an oracle but its definition is unknown to the agent.
In this case, the agent must at least know the relevant state. Then it is only
necessary to check whether this state had been considered previously and, if so,
whether its Rj value is the same. If it is the same, nothing need be done. If it
is different, then an increment has to be moved appropriately along a row from
one position to another. It is easy enough to handle the case of several evidence
and result variables all changing at the same time.

4 Illustration

We now consider an illustration of the agent architecture. This is concerned
with applying machine learning techniques to building user agents that facili-
tate interaction between a user and the Internet. It concentrates on the topic
of personalisation in which the agent adapts its behaviour according to the in-
terests and preferences of the user. There are many practical applications of
personalisation that could exploit this technology.

This illustration is set in the context of an infotainment agent, which is a
multi-agent system that contains a number of agents with functionalities for
recommending movies, TV programs, music and the like, as well as information
agents with functionalities for searching for information on the Internet. Here we
concentrate on the TV recommender as a typical such agent. More detail (but
not the decision-theoretic discussion that follows) is given in [2].

A detailed description of the most pertinent aspects of the design of the
TV recommender is now given. The knowledge representation aspects of the
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TV recommender are presented first; these mainly concern the states, actions,
evidence variables, and result variables.

First we introduce the types that will be needed and the data constructors
corresponding to these types. We will need several standard types: Ω (the type of
the booleans), Nat (the type of natural numbers), Int (the type of integers), and
String (the type of strings). Also List denotes the (unary) list type constructor.
Thus, if α is a type, then List α is the type of lists whose elements have type α.

We introduce the following type synonyms.

State = Occurrence × Status
Occurrence = Date × Time × Channel
Date = Day ×Month ×Year
Time = Hour ×Minute
Title = String
Subtitle = String
Duration = Minute
Synopsis = String
Program = Title × Subtitle ×Duration × (List Genre)× Classification × Synopsis
Year = Nat
Month = Nat
Day = Nat
Hour = Nat
Minute = Nat
Text = List String .

The data constructors for the type Status are as follows.

Unknown,Yes,No : Status.

The meaning of Unknown is that a recommendation (about a program having
a particular occurrence) hasn’t yet been made, Yes means that it has a positive
recommendation, and No means that it has a negative recommendation.

Here are the data constructors for the types Channel , Genre, and Classification.

ABC ,Adventure 1 ,Animal Planet ,Arena,Biography ,BBC World ,
...

TCM ,Tech TV ,Travel ,TV1 ,UK TV ,W ,World Movies : Channel

ActionAdventureGroup,Adult ,Animals,Animated ,Art ,ArtsMusicLiving ,
...

War ,Watersports,Weather ,Western,WesternGroup,Wrestling : Genre

Y7 ,Y ,G ,MA,M14 ,M ,NA : Classification.
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There are 49 channels, 115 genres and 7 classifications.
There is a type Action with data constructors given by

RecommendYes,RecommendNo : Action.

The action RecommendYes is a positive recommendation, while RecommendNo is
a negative recommendation. The action RecommendYes takes a state (o,Unknown),
where o is some occurrence, and produces the new state (o,Yes). Similarly, the
action RecommendNo takes a state (o,Unknown) and produces the new state
(o,No).

In the following, the definitions of various functions will appear. These are
(mainly) in the belief base of the TV agent. To indicate that they are beliefs of
the TV agent, the necessity modality �t is used. Thus, if ϕ is a formula, then
the meaning of �tϕ is that ‘ϕ is a belief of the TV agent’. Other agents in the
multi-agent system have their own necessity modality; for example, the modality
for the diary agent is �d . There is also a base of common beliefs accessible to
all the agents for which the necessity modality is �. Interaction axioms allow
one agent to access the beliefs of another agent [5]. So, for example, there are
interaction axioms that allow the TV agent to access the beliefs of the diary
agent and also the common beliefs.

There are three projections on State ×Action ×State. The first projection is

initial : State ×Action × State → State
�t ∀States. ∀Actiona. ∀States

′.

((initial (s, a, s′)) =State s).

The second projection is

action : State ×Action × State → Action
�t ∀States. ∀Actiona. ∀States

′.

((action (s, a, s′)) =Action a).

The third projection is

final : State ×Action × State → State
�t ∀States. ∀Actiona. ∀States

′.

((final (s, a, s′)) =State s
′).

Now we turn to the evidence variables. To define these, a number of subsidiary
functions are needed and so we start there.

The agent has access via the Internet to a TV guide (for the next week or
so) for all channels. This database is represented by a function tv guide having
signature

tv guide : Occurrence → Program.
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Here the date, time and channel information uniquely identifies the program
and the value of the function is (information about) the program itself. The TV
guide consists of (thousands of) facts like the following one.

�t ((tv guide ((20, 7, 2004), (20, 30),ABC )) =Program

(“The Bill”, “”, 50, [Drama],M ,

“Sun Hill continues to work at breaking the people smuggling operation”)).

This fact states that the program on 20 July 2004 at 8.30pm on channel ABC has
title “The Bill”, no subtitle, a duration of 50 minutes, genre drama, a classifica-
tion for mature audiences, and synopsis “Sun Hill continues to work at breaking
the people smuggling operation”.

There are a number of simple subsidiary functions that are defined as follows.
Note that the definition of the function add is in the base of common beliefs and
hence uses the modality �.

proj Occurrence : State → Occurrence
�t ∀Occurrenceo. ∀Statuss.

((proj Occurrence (o, s)) =Occurrence o).

period : Occurrence → Date × Time × Time
�t ∀Dated. ∀Timet. ∀Channelc.

((period (d, t, c)) =Date×Time×Time

(d, t, (add (t, (proj Duration (tv guide (d, t, c))))))).

add : Time ×Duration → Time
� ∀Hourh. ∀Minutem. ∀Durationd.

((add ((h,m), d)) =Time

((60× h+m+ d) div 60, (60× h+m+ d) mod 60)).

proj Duration : Program → Duration
�t ∀Titlet. ∀Subtitlet

′. ∀Durationd. ∀(List Genre)g. ∀Classificationc. ∀Synopsiss.

((proj Duration (t, t′, d, g, c, s)) =Duration d).

The belief base of the TV recommender includes the function
user tv time acceptable which has a definition that is obtained by belief ac-
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quisition and would look something like the following.

user tv time acceptable : Date × Time × Time → Ω

�t ∀Dated. ∀Timet. ∀Timet
′.

((user tv time acceptable (d, t, t′)) =Ω

if (weekday d) ∧ ((proj Hour t) ≥ 20) ∧ ((proj Hour t
′) ≤ 23) then >

else if ¬(weekday d) ∧ ((proj Hour t) ≥ 12) ∧ ((proj Hour t
′) ≤ 25) then >

else ⊥).

This definition states that the user is willing to watch programs that start be-
tween 8pm and 11pm on weekdays and between midday and 1am on weekends.
This information is obtained rather directly from the user by the belief acquisi-
tion algorithm.

The belief base of the TV recommender also includes the function
user likes tv program which has a definition that is obtained by belief acqui-
sition (in this case, machine learning since the function learned generalises) and
would look something like the following.

user likes tv program : Program → Ω

�t ∀Programx.

((user likes tv program x) =Ω

if (proj Title ◦ (=Title “NFL Football”) x) then >
else if (proj (List Genre) ◦ (listExists1 genre ◦ (< 0)) x) then ⊥
else if (proj Title ◦StringToText ◦ (listExists1 (=String “sport”)) x) then >
else if (proj (List Genre) ◦ (listExists1 (=Genre Current Affairs)) x) then ⊥
else if (proj Title ◦ (=Title “2004 ICC Championship Trophy”) x) then >
else if (proj Synopsis ◦StringToText ◦ (listExists1 (=String “american”)) x) then >

...
else ⊥).

Much more detail on how this function is learned is contained in [2].
Another subsidiary function needed is user diary free that has signature

user diary free : Date × Time × Time → Ω.

The definition of this function is in the belief base of the diary agent. The TV
agent has access to this definition because of an interaction axiom that makes
the belief base of the diary agent accessible to the TV agent.

We can now define the evidence variables.
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The first evidence variable is

ultp : State → Ω

�t ∀Statex.

((ultp x) =Ω

(proj Occurrence ◦ tv guide ◦ user likes tv program x)).

This evidence variable is intended to indicate whether or not the user likes a
program (irrespective of whether or not the user would be able to watch it).

The second evidence variable is

udiary : State → Ω

�t ∀Statex.

((udiary x) =Ω

(proj Occurrence ◦ period ◦ user diary free x)).

This evidence variable is intended to indicate whether or not the user’s diary is
free during the time that the program is on.

The third evidence variable is

uaccept : State → Ω

�t ∀Statex.

((uaccept x) =Ω

(proj Occurrence ◦ period ◦ user tv time acceptable x)).

This evidence variable is intended to indicate whether or not the user is willing
to watch television at the time the program is on.

The intuition is that the three evidence variables are features that together
can reasonably be used by the TV agent to make recommendations for the user.

Next we turn to the result variables.
The first result variable is the function

user : State → Ω

which models the user as an oracle about occurrences of programs. Given a
state, user returns > if the user intends to watch the program whose occurrence
is in the first component of the state; otherwise, user returns ⊥. Of course, the
definition of user is not available to the agent. But it can observe values for this
function by asking the user.

The second result variable is

recomm : State → Status
�t ∀Occurrenceo. ∀Statuss.

((recomm (o, s)) =Status s).
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Fig. 4. Evidence and result variables for the TV recommender
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The function recomm simply projects onto the status component of the state.
Figure 4 illustrates the evidence and result variables for the TV recommender.

The corresponding influence diagram is given in Figure 5.
Given in Figure 6 is a set of transition probability distributions and utilities

that could reasonably arise in practice. (The utilities are given by the user.) The
last column contains the expected utility of the action given the evidence for
each row. In Figure 6 it is the case that the definition acquired by the agent
for uaccept is actually not all that accurate and the user is willing to watch
programs outside the periods given in the definition of this function. Secondly,
it is assumed that the user is reasonably happy with states in which the agent
recommends programs that they do not actually want to watch and therefore
gives this state the utility value of 0.4. The policy corresponding to the situation
is given in Figure 7 and its definition in the logic is as follows.

policy : State → Action
�t ∀States.

((policy s) =Action

if (((ultp s) =Ω >) ∧ ((udiary s) =Ω >)) then RecommendYes
else RecommendNo).

final ◦ (user , recomm)
initial ◦ (ultp, udiary , uaccept) action (>,Yes) (>,No) (⊥,Yes) (⊥,No)

(>,>,>) RecommendYes 0.8 0.0 0.2 0.0 0.88

(>,>,>) RecommendNo 0.0 0.8 0.0 0.2 0.20

(>,>,⊥) RecommendYes 0.4 0.0 0.6 0.0 0.64

(>,>,⊥) RecommendNo 0.0 0.4 0.0 0.6 0.60

(>,⊥,>) RecommendYes 0.0 0.0 1.0 0.0 0.40

(>,⊥,>) RecommendNo 0.0 0.0 0.0 1.0 1.00

(>,⊥,⊥) RecommendYes 0.0 0.0 1.0 0.0 0.40

(>,⊥,⊥) RecommendNo 0.0 0.0 0.0 1.0 1.00

(⊥,>,>) RecommendYes 0.1 0.0 0.9 0.0 0.46

(⊥,>,>) RecommendNo 0.0 0.1 0.0 0.9 0.90

(⊥,>,⊥) RecommendYes 0.0 0.0 1.0 0.0 0.40

(⊥,>,⊥) RecommendNo 0.0 0.0 0.0 1.0 1.00

(⊥,⊥,>) RecommendYes 0.0 0.0 1.0 0.0 0.40

(⊥,⊥,>) RecommendNo 0.0 0.0 0.0 1.0 1.00

(⊥,⊥,⊥) RecommendYes 0.0 0.0 1.0 0.0 0.40

(⊥,⊥,⊥) RecommendNo 0.0 0.0 0.0 1.0 1.00

1 0 0.4 1

Fig. 6. Influence diagram conditioned on the evidence and action variables for the TV
recommender
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initial ◦ (ultp, udiary , uaccept) action

(>,>,>) RecommendYes

(>,>,⊥) RecommendYes

(>,⊥,>) RecommendNo

(>,⊥,⊥) RecommendNo

(⊥,>,>) RecommendNo

(⊥,>,⊥) RecommendNo

(⊥,⊥,>) RecommendNo

(⊥,⊥,⊥) RecommendNo

Fig. 7. Policy for the TV recommender corresponding to Figure 6

5 Conclusions

While the outlines of the architecture are now clear, much work remains to be
done. For example, the belief acquisition algorithm is not yet fully implemented
and investigated; the issue of how changing evidence and result variables affect
the conditional probability tables in the Bayesian network needs further investi-
gation; and further challenging applications for this approach to designing and
building agents are needed.
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Abstract. Multi-agent systems (MAS) can take many forms depending on the
characteristics of the agents populating them. Amongst the more demanding prop-
erties with respect to the design and implementation is how these agents may indi-
vidually reason and communicate about their knowledge and beliefs, with a view
to cooperation and collaboration. In this paper we present a deductive reasoning
multi-agent platform using an extension of answer set programming (ASP). We
show that it is capable of dealing with the specification and implementation of
the system’s architecture, communication and the individual reasoning capacities
of the agents. Agents are represented as Ordered Choice Logic Programs (OCLP)
for modelling their knowledge and reasoning capacities, with communication be-
tween the agents regulated by uni-directional channels transporting information
based on their answer sets. For the implementation of our system we combine the
extensibility of the JADE framework with the efficiency of the OCT front-end to
the Smodels answer set solver. The power of this approach is demonstrated by
a multi-agent system reasoning about equilibria of extensive games with perfect
information.

1 Introduction

The emergence of deductive reasoning agents over traditional symbolic AI has led to
the development of theorem proving within an agent framework. The principal idea is to
use logic formalisms to encode a theory stating the best action to perform in any given
situation. Unfortunately, the problems of translating and representing the real world in
an accurate and adequate symbolic description are still largely unsolved (although there
has been some encouraging work in the area, for example, the OpenCyc project[1].

Answer set programming (ASP) [2] is a formal, logical language designed for
declarative problem solving, knowledge representation and real world reasoning. It rep-
resents a modern approach to logic programming based on analysis of which constructs
are needed in reasoning applications rather than implementing subsets of classical or
other abstract logical systems.

? This work was partially supported by the European Fifth Framework Programme under the
grant IST-2001-37004 (WASP).
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In this paper, we present a formalism for multi-agent systems in which the agent use
answer set programming for representing their reasoning capabilities. Such systems are
useful for modelling decision-problems; not just the solutions of the problem at hand
but also the evolution of the beliefs of and the interactions between the agents can be
characterised.

A system of logic programming agents consists of a set of agents connected by
means of uni-directional communication channels. To model a single agent’s reason-
ing, we use Ordered Choice Logic Programs [3], an extension of answer set program-
ming that provides for explicit representation of preferences between rules and dynamic
choice between alternatives in a decision. Agents use information received from other
agents as a guidance for the reasoning. As long as the information received does not
conflict with the decision(s) the agent has to make (i.e. its goal(s)) this new knowledge
will be accepted. If conflict arises, the agent will always prefer its own alternatives over
the ones presented by other agents. In this sense, one could say that our agents act strate-
gically and rational in the game theoretic sense ([4]). The knowledge an agent possesses
is captured by its answer set semantics. Part of this knowledge is shared with agents lis-
tening on the outgoing channels. This is regulated by filters that for each connecting
agent decide what sort of information this agent is allowed to receive. The semantics of
the whole system corresponds to a stable situation where no agent, with stable input,
needs to change its output.

Our implementation uses the JADE platform[5] to provide basic communications
and agent services, an ontology developed in Protégé[6] and OCT [3, 7] to model, main-
tain and reason about the agent’s beliefs and knowledge.

The rest of the paper is organised as follows: Section 2 explains the advantages
of using logic programming for modelling agent behaviour and details why we believe
ASP is better suited for this than Prolog, the traditional choice for logic programming. A
brief overview of OCLP is provided in Section 3. Sections 4 and 5 present the theoretical
multi-agent framework, LAIMAS, and its implementation, JOF. Game theory, one of
the possible application areas of LAIMAS/JOF is detailed in Section 6. This paper
ends with a discussion of future developments in ASP that are beneficial to the agent
community and the future work on the presented system.

2 Why Answer Set Programming?

A consistent theme in agent research is the desire to have agents behave in an ‘intelli-
gent’ manner. One component of this is the ability to reason: perform logical inference,
handle combinatorial constraints and being able to handle complex, logical queries over
a large search domain. These actions are simple to express and implement in declara-
tive logic programming formalisms. By using these tools, the developer of an agent
system can focus on the reasoning and ‘thought’ processes of the agent rather than be-
ing bogged down in how to implement them. Using existing logical formalisms rather
than an ad-hoc systems also brings a greater degree of robustness and certainty to the
agent’s reasoning, i.e. because it is possible or easier to prove and verify the behaviour
of participating agents. Finally, the availability of a number of powerful and mature
implementations contributes to reduced development time.
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One common question asked of researchers working on non-monotonic logic pro-
gramming systems such as ASP is: “Prolog has been around for many years and is a
mature technology, why not just use that?”. We argue that Prolog has a number of limi-
tations at the conceptual and design levels that make it unsuitable for many knowledge
representation and ‘real world’ reasoning tasks.

Negation tends to create problems in logic programming languages and Prolog is
no exception. A variety of different mechanisms for computing when the negation of a
predicate is true and a variety of different intuitions of what this means have been pro-
posed[8]. The most common approach is to compute negation as failure, i.e. not(p) is
true if p cannot be proved using the current program, and to characterise this as classical
negation, i.e. every proposition is either true or false and cannot be both. This combi-
nation creates a problem when using Prolog to model real world reasoning, which is
referred to as the “closed world assumption”. By equating negation as failure with clas-
sical negation anything that cannot be proved to be true is known to be false, essentially
assuming that everything that is known about the world is contained in the program.

In some tasks this is acceptable, as the program contains all complete informa-
tion about the situation in models, whilst in the context of agents, requiring perfect
information is an unreasonable and unnecessarily restrictive constraint. For example an
agent participating in an auction needs to be able to differentiate between not knowing
whether to bid and knowing not to bid!

In contrast, the semantics of ASP naturally gives rise to two different methods of
calculating negation, negation as failure and constraint based negation. Negation as
failure, (i.e. we cannot prove p to be true) is characterised as epistemic negation1 (i.e.
we do not know p to be true). Constraint-based negation introduces constraints that
prevent certain combinations of atoms from being simultaneously true in any answer
set. This is characterised as classical negation as it is possible to prevent a and ¬a both
being simultaneously true, a requisite condition for capturing classical negation. This is
a significant advantage in some reasoning tasks as it allows reasoning about incomplete
information. More importantly, the closed world assumption is not present in ASP, as
negation as failure is not associated with classical negation.

In the extension of ASP that we propose to use for modelling agents, we only al-
low implicit negation coming from the modelling decisions (i.e. you have decide upon
exactly one alternative when forced to make a choice). However, as described in [9],
it is perfectly possible to embed any form of negation (classical negation or negation
as failure) using the order mechanism. In other words, the ordering or rules replaces
use of negation, making OCLP a suitable tool to model the exact type of negation one
wishes to use. In terms of complexity, having both concepts (negations and order) is no
different to having just one.

One key difference between Prolog and ASP is that the semantics of ASP clearly
give rise to multiple possible world views2 in which the program is consistent. The
number and composition of these varies with the program. Attempting to model the
same ideas in Prolog can lead to confusion as the multiple possible views may manifest
themselves differently, depending on the query asked. In ASP terms, Prolog would an-

1 For a full discussion of such issues, see [2].
2 The exact formal declarative meaning of answer sets is still under debate[8].
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swer a query on a as true if there is at least one answer set in which a is true. However,
there is no notion of ‘in which answer set is this true’. Thus, a subsequent query on b

might also return true, but without another query it would not be possible to infer if a

and b could be simultaneously true.

3 Ordered Choice Logic Programming

OCLP ([3]) was developed as an extension of ASP to reason about decisions and prefer-
ences. This formalism allows programmers to explicitly express decisions (in the form
of exclusive choices between multiple alternatives) and situation dependent preferences.
We explain the basics3 of OCLP by means of a simplified grid-computing situation:

Example 1. Suppose a grid-computing agent capable of performing two tasks which
are mutually exclusive because of available resources. Your agent has permissions to
use three clusters (cluster1,cluster2, cluster3). Because of prices, computing power
and reachability, the agent prefers cluster 3 over cluster2 and cluster2 over cluster1.
However, in order to perform task two, she needs access to both a database and a main-
frame. The former can only be provided by cluster 1, while the latter is only available
from cluster2. The above information leads to two correct behaviours of our agent:

– performing task one, the agent uses cluster 3

– executing task two, the agent requires access to clusters 1 and 2 in order to use the
required database and mainframe.

To model such behaviour, we represent the agent as an answer set program capable of
representing preference-based choices between various alternatives. The preference is
established between components, groups of rules. Components are linked to each other
by means of strict order denoting the preference relation between them. Information
flows from less specific components to the more preferred ones until a conflict among
alternatives arises, in which case the most specific one will be favoured. Alternatives
are modelled by means of choice rules (rules that imply exclusive disjunction). In other
words, an OCLP P is a pair 〈C,≺〉 where C is a collection components, containing a
finite number of (choice) rules, and strict order relation≺ on C. We will use 4 to denote
the reflexive closure of≺. For the examples, we represent an OCLP as a directed acyclic
graph (DAG), in which the nodes are the components and the arcs represent the relation
“≺”. For two components C1 and C2, C1≺C2 is represented by an arrow from going
from C1 to C2, indicating that information from C1 takes precedence over C2.

Example 2. The agent mentioned in Example 1 can be easily modelled using an OCLP,
as shown in Figure 1. The rules in components P1, P2 and P3 express the preferences
between the clusters when only computing power is required. The rules in P4 indicate
the grid computing problem and the required choice between the possible alternatives.
In component P5, the first rule states the goals of the agent in terms of the tasks. The
third and the fourth rules specify the resources, apart from computing power, needed
for a certain tasks. The last two rules express the availability of the extra resources in a
cluster.

3 Full details can be found in [3].
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P5

P2

P3

P4

P1 cluster1 ←

cluster2 ←

cluster3 ←

cluster1 ← database

database ← task2

task1 ⊕ task2 ←

mainframe ← task2

cluster2 ← mainframe

grid ←
cluster1 ⊕ cluster2 ⊕ cluster3 ← grid

Fig. 1. The GridComputing Agent from Example 2

The semantics of an OCLP is determined by means of interpretations, i.e. sets of atoms
that are assumed to be true (with atoms not in the interpretation being unknown).

Given an interpretation, we call a rule A ← B applicable when the precondition
B, the body, is true (all the elements in the body are part of the interpretation). A rule
is applied when it is applicable and when the consequence A, called the head, contains
exactly one true atom. The latter condition is reasonable as rules with more than one
element in their head represent decisions where only one alternative may be chosen.

Using interpretations we can reason about the different alternatives. Two atoms are
considered to be alternatives with respect to an interpretation if and only if a choice
between them is forced, i.e. there exists a more specific and applicable choice rule with
a head containing (at least) the two atoms. So given an atom a in a component C, we
can define the alternatives of a in that component C with respect to an interpretation
I , written as ΩI

C(a), as those atoms that appear together with a in the head of a more
specific applicable choice rule.

Example 3. Reconsider Example 2. Let I and J be the following interpretations:
– I = {cluster2,task1} and J = {grid ,cluster1,task1}.

The alternatives for cluster 2 in P2 w.r.t. J are ΩJ
P2

(cluster2) = {cluster1, cluster2}.
W.r.t. I , we obtain ΩI

P2
(cluster2) = ∅, since the choice rule in P4 is not applicable.

When we take P5 instead of P2, we obtain w.r.t. J : ΩJ
P5

(cluster2) = ∅, since the
applicable choice rule is in a less preferred component which makes it irrelevant to the
decision process in the current component.

Unfortunately, interpretations are too general to convey the intended meaning of a pro-
gram, as they do not take the information in the rules into account. Therefore, models
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are introduced. The model semantics for choice logic programs, the language used in the
components [10], and for ASP is fairly simple: an interpretation is a model if and only if
every rule is either not applicable (i.e. the body is false) or applied (i.e. the body is true
and the head contains exactly one head atom). For OCLP, taking individual rules into
account is not sufficient: the semantics must also consider the preference relation. In
cases where two or more alternatives of a decision are triggered, the semantics requires
a mechanism to deal with it. When the considered alternatives are all more specific than
the decision itself, the decision should be ignored. When this is not the case, the most
specific one should be decided upon. If this is impossible, because they are unrelated or
equally specific, an arbitrary choice is justified. This selection mechanism is referred to
as defeating.

Example 4. Reconsider Example 2. The rule cluster 1 ← is defeated w.r.t. interpreta-
tion I = {cluster2,grid} because of the applicable rule cluster 2 ← .
W.r.t. interpretation J = {cluster 1,cluster2, grid ,database,mainframe} we have that
the rule cluster1 ⊕ cluster2 ⊕ cluster3 ← grid is defeated by the combination of the
rules cluster1 ← database and cluster2 ← mainframe .

So we can define a model for an OCLP as an interpretation that leaves every rule either
not applicable, applied or defeated. Unfortunately, in order to obtain the true meaning
of a program, the model semantics tends to be too crude.

For traditional ASP, the Gelfond-Lifschitz transformation or reduct [11] was intro-
duced to remove models containing unsupported assumptions. Interpretations that are
the minimal model of their Geldond-Lifschitz transformation are called answer sets,
as they represent the true meaning of the program or alternatively the answer to the
problem encoded by the program. Therefore, algorithms and their implementations for
obtaining the answer sets of a program are often referred to as answer set solvers.

For OCLP, a reduct transformation to obtain the answer sets of our programs is
also required. The transformed logic program can be obtained by adding together all
components of the OCLP. Then, all defeated rules are taken away, together with all
false head atoms of real choice rule (i.e. more than one head atom). The remaining
rules with multiple head atoms are transformed into constraints, assuring that only one
of them can become true whenever the body is satisfied4.

Example 5. Reconsider the OCLP from Example 2. This program has two answer sets:
– M1 = {grid , cluster1, task2 database,mainframe, cluster 2} and
– M2 = {cluster3, grid ,task1},

which matches our agent’s intended behaviour.

In [3] it was shown that a bi-directional polynomial mapping exists between ordered
choice logic programs and extended logic programs with respect to their answer set se-
mantics. The mapping from OCLPs to normal logic programs is possible by introducing
two new atoms for each rule in order to indicate that a rule is applied and defeated. For
each rule in the OCLP, we generate a set of rules (the number of rules is equal to the

4 The relation between those two definitions of reduct clearly convey that order and negation are
interchangeable and explains why negation can be easily embedded in OCLP [9].

72



number of head atoms) in the logic program that become applicable when the original
rule is made applied. A rule is also created for each possible situation in which the
original rule could become defeated. Finally add one rule that should be fired if the rule
is applied and not defeated. Constraints to make sure that the head elements cannot be
true at the same time is are not necessary.

The reverse mapping is established by creating an OCLP with three components
placed in a linear formation. The least preferred one establishes negation as failure. The
middle component contains all the rules from the original program. The most preferred
makes sure that for each pair a,not a only one can be true at any time, without given a

a chance to be true without reason in the middle component
These polynomial mappings demonstrate that the complexity of both systems is

identical (more information on the complexity aspects can be found in [2]). Having a
polynomial mapping to a traditional logic program makes it possible implement a front
end to one of the existing answer set solvers like Smodels ([12]) or DLV ([13]). OCT[3]
is such a front-end. We will in our agents to compute the knowledge of individual agents
and the beliefs they hold about the knowledge of the others.

4 The LAIMAS Framework

In this section we consider systems of communicating agents, where each agent is rep-
resented by an OCLP that contains knowledge and beliefs about itself, its goals, the
environment and other agents and the mechanism to reason about this.

We assume that agents are fully aware of the agents they can communicate with,
i.e. the communication structure is fixed, and that they can communicate by means of
passing sets of atoms over uni-directional channels.

A LAIMA system is a triple 〈A, C, F 〉 containing a set of A of agents, a set S of
atoms representing the language of the system and a relation C as a subset of A×A×S

representing the communication channels between the agents and the filter they use
when passing information. The filter tells the listening agent which sort of information
they can expect, if any. Since this is public information, we have opted for mentioning
the information that could be passed in favour of the information that is kept secret.
Furthermore, with each agent a we associate an OCLP Fa.

In examples we use the more intuitive representation of a graph. The set S is formed
by all the atoms appearing in the OCLP associated with the agents. The filter is shown
next to the arrow when leaving the transmitting agent. In order not to clutter the image,
we assume that if no filter is present the agent could potentially transmit every atom of
S.

Example 6. The system in Figure 2 displays a multi-agent system where seven agents
“cooperate” to solve a murder case. Two witnesses, agents Witness1 and Witness2

provide information to the Inspector agent is called to a scene to establish a murder
took place. Both witnesses will only pass on information relevant to the crime scene.
Information from the witnesses is passed to the Officer agent for further processing.
Depending on information provided she can decide to question the three suspect agents.
If questioned and when no alibi can be provided, the Officer can accuse the suspect. Of
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Officer

{quest(c),{quest(b),

noalibi(b)}{alibi(b),

{quest(a),

noalibi(a)}
{alibi(a),

accuse(a)} accuse(b)}

noalibi(c)}
{alibi(a),

accuse(c)}

Witness2

male ←
tall ←

SuspectB

noalibi(b)← quest(b)

alibi(a)← quest(a)

SuspectA

accuse(X ) ← noalibi(X )

quest(a) ← tall ,male
quest(b) ← tall ,male, blond
quest(c) ← tall , female, blond

murder ←Inspector

blond ←

Witness1

tall ←
hatepolice ←

{mathittall, blond} {tall ,male}

noalibi(c)← quest(c)

SuspectC

Fig. 2. The Murder LAIMAS of Example 6

course, the Officer will only pass on selective information about the case to the Suspects.
The suspects from the side have no intention to tell more than if they have an alibi or
not.

For OCLP we defined the notion of interpretation to give a meaning to all the atoms
in our program. For our LAIMAS systems we have a number of agents that can hold
sets of beliefs which do not necessarily have to be the same. It is perfectly acceptable
for two agents (e.g. humans) to agree to disagree. To allow this in our system we need
interpretations to be functions taking an agent as input and an interpretation of the
agent’s updated version as output.

Example 7. Consider the Murder LAIMAS of Example 6. Then, the function I with:
– I(Witness1 ) = {hatepolice, blond , tall},
– I(Witness2 ) = {male, tall},
– I(Inspector) = {murder ,male, blond , tall},
– I(Officer) = {murder ,blond ,tall , male,quest(a),quest(b),accuse(b),

alibi(a),noalibi(b)}
– I(SuspectA) = {quest(a), alibi(a)}
– I(SuspectB) = {quest(b),noalibi(b)}
– I(SuspectC ) = {}
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workHard ← pass

workHard ← badLuck

pass ⊕ badLuck ← attend ,workHard

attend ← badLuck

teacher

student

attend ← pass

Fig. 3. The Exam LAIMAS of Example 9

is an interpretation for this system.

In the current setting, an agent’s output is not only depend on the agent’s current beliefs,
defined by an interpretation, but also on the recipient of this information. The informa-
tion sent is determined by the intersection of the agent’s belief and the filter used for
communication the agent he is sending information to, i.e. Out b

I(a) = I(a) ∩ F with
(a, b, F ) ∈ C, On the other hand, an agent receives as input the output of all agents
connected to its incoming channels, i.e. InI(b) = cons(∪(a,b)∈COutb

I(a)).
An agent reasons on the basis of positive information received from other agents

(its input) and its own program that may be used to draw further conclusions, possibly
contradicting incoming information. In this framework we made the decision that an
agent will attach a higher preference to their own rules rather than to suggestions com-
ing from outside. This can be conveniently modelled by extending an agent’s ordered
program with an extra “top” component containing the information gathered from its
colleagues. This new OCLP is referred to as the updated version of the agent. This way,
the OCLP semantics will automatically allow for defeat of incoming information that
does not fit an agent’s own program, i.e. contradicting the agent’s goals.
When modelling rational agents, we assume that agents would only forward information
of which they can be absolutely sure. Therefore, it is only sensible to request from
agents being modelled as OCLP, to communicate in terms of answer sets.

When an interpretation produces an answer set for each agent’s updated version, we
call it a model for the LAIMAS system. Given that one agent can create multiple answer
sets of its updated version, LAIMAS generates an extra source of non-determinism.

Example 8. Consider the Murder LAIMAS of Example 6 and the interpretation I from
Example 7. Then I is a model for this LAIMAS and corresponds with the intuition of
the problem.

The model semantics provides an intuitive semantics for systems without cycles. Hav-
ing cycles allow assumptions made by one agent to be enforced by another agent.

Example 9. Consider the LAIMAS in Figure 3 where a student and a teacher discuss
issues about the relationship between attending the lecture, working hard, passing the
unit or having bad luck. This systems has three models:

– M(teacher) = M(student) = ∅
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– N(teacher) = N(student) = {attend ,workHard , pass}
– S(teacher) = S(student) = {attend ,workHard , badLuck}

Nothing in the OCLP program suggest that an exam has taken place or that the
agents are not just hypothesising. Therefore, the only sensible situation is represented
by interpretation M .

To avoid such self-sustaining propagation of assumptions, we require that the se-
mantics is the result of a fixpoint procedure which mimics the evolution of the belief
set of the agents over time. Initially, all agents start off with empty input from the other
agents (agents do not have any dynamic beliefs regarding the other agents). At any stage
agents receive the input generated by the previous cycle to update their current belief
set. This evolution stops when a fixpoint (i.e. no agent changes the beliefs they had from
the previous cycle) is reached. This final interpretation is then called an answer set.

More formally, a sequence I0, . . . , In of interpretations is an evolution of a LAIMAS
F if for all agents a and i > 0 we have that Ii+1(a) is an answer set of the updated
program of a with the input of the current interpretation, i.e. InIi

(a).
An interpretation I is an evolutionary fixpoint of F w.r.t. an interpretation I0 iff there
exists an evolution I0, . . . and an integer i ∈ N such that Ij = Ii = I for all j > i.
An answer set of F is an evolutionary fixpoint of F w.r.t. the empty interpretation I∅
(which associates the empty set with each agent).

Thus, in an evolution, the agents evolve as more information becomes available:
at each phase of the evolution, an agent updates its program to reflect input from the
last phase and computes a new set of beliefs. An evolution thus corresponds to the
way decision-makers try to get a feeling about the other participants. The process of
reaching a fixpoint boils down to trying to get an answer to the question “if I do this,
how would the other agents react”, while trying to establish a stable compromise. Note
that the notion of evolution is nondeterministic since an agent may have several local
models. For a fixpoint, it suffices that each agent can maintain the same set of beliefs as
in the previous stage.

Example 10. The LAIMAS of Example 9 has exactly one answer set, namely M , just
as we hoped. At iteration 1, both agents will receive no input resulting in producing
both empty answer sets as output. This makes that the input in iteration 2 is also empty
for both, obviously resulting the same output. Since both iterations are exactly the same,
we have reached a fixpoint.

The LAIMAS of Example 6 has also one answer set: the model mentioned in Exam-
ple 7. The evolution producing this answer set is slightly more interesting. We leave it
to reader to construct the evolution in detail. In the first iteration, the witnesses produce
their facts which are received by the inspector in the second iteration. In second iteration
both witnesses and inspector complete their belief set which is reported to the Officer
for use in the third iteration. In this iteration, the Officer will decide which suspects to
question. This is done in the fourth iteration. In the fifth iteration, the Officer will solve
the crime. SuspectB will be notified of being accused during the sixth iteration.
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5 JOF: The LAIMAS Implementation

The theoretical multi-agent architecture LAIMAS described in the previous section has
been implemented as the JADE OCLP Framework (JOF). We have opted for using
JADE for the MAS architecture, Protégé [6] for the ontology and OCT [3] as the answer
set solver.

The choice of working within the JADE framework[5] and the use of the relevant
FIPA[14] specifications allows for an architecture based on behaviours. The agents can
be implemented at a high-level by defining their behaviours and reactions to events.

An ontology is required for the grounding of the concepts and relationships within
JOF and to smooth out the communication between the various agents in the system
and to allow easy expansion to different types agents.

JOF is based on a simple client-server model, using fat clients. The implementation
has two main agents or roles: the Queen and JOF agents. Using the GAIA method-
ology of defining roles by four attributes (responsibilities, permissions, activities and
protocols), we have defined the collection of behaviours for our two main agents. The
Queen contains the graphical user interface for the application and is designed to be the
interface between the human user and the MAS. When initialised, the Queen agent will
simply start up the user interface, awaiting user input. The Queen is capable of ordering
agents to perform a cycle, update and retrieve their information. It also a maintains list
of agents that can be edited by the user, along with other administrative actions. The
JOF agents are designed to also run autonomously. This distinction is important, as it
allows the option of running JOF without the need for a human supervisor. Agents are
then able to subscribe to the Queen or to each other, and receive periodic information
(i.e. the answer sets).

It is possible to run JOF in two different modes: retained and runtime. Retained
mode allows the user to add, remove or modify any of the agents in the JOF environ-
ment. All agents running in retained mode are controlled by the Queen agent. Runtime
mode provides the autonomous functionality and events to fire upon relevant stages in
the OCLP agent life-cycle but also gives means for a developer to alter all of the relevant
information of the local agents.

The JOF ontology gives a basis for the representation of different objects and func-
tionality in the JOF environment. For example, the ontology provides for the fundamen-
tal of notions like ‘rule’ or ‘OCLP program’. There are three main sections that we can
identify in the ontology: OCLP programs, message passing and the knowledge base.
The ontology itself is declared hierarchically using the BeanGenerator within Protégé
and also encapsulates a number of message classes, such as the answer set broadcast
and the Queen’s information request and retrieval messages.

One of the key implementation details is the interaction with OCT to provide the
answer sets. In order to interact correctly with OCT, JOF is required to produce valid
OCT input, parse OCT result output and deal with the OCT error messages when they
occur. Therefore, valid input would be an OCLP program as a string, satisfying OCT
syntax. Output would be an answer set broadcast. It is possible to either synchronously
run OCT and wait for its output, or as a thread which fires an event when finished.

JOF agents need a way of knowing when it is time to process their inputs, which
is the motivation for the Call For Answer Sets (CFAS) protocol. This controls the life-
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Fig. 4. The Cluster use Game of Example 11.

cycle of the JOF agents and is sent with a given deadline, after which the agents that not
receive input will carry on using the empty set as input. Once all responses have been
received, the solution to the updated OCLP is computed immediately.

JOF is not only implemented with LAIMA systems in mind, but is not limited to
it. JOF can be seen as an open society where agents come and go and communication
is established as necessary. The architecture also allows for different types of agents to
join provided they communicate using the ontology developed.

6 Playing Games

In this section, we demonstrate that LAIMAS and its implementation JOF are an elegant
and intuitive mechanism for reasoning about games and their equilibria. Due to page
limitations, we limit the scope to extensive games with perfect information [4] and their
Nash equilibria.

An extensive game is a detailed description of a sequential structure representing
the decision problems encountered by agents (players) in strategic decision making
(agents are capable of reasoning about their actions in a rational manner). The agents in
the game are perfectly informed of all events that have previously occurred. Thus, they
can decide upon their action(s) using information about the actions which have already
taken place. This is done by means of passing histories of previous actions to the decid-
ing agents. Terminal histories are obtained when all the agents/players have made their
decision(s). Players have a preference for certain outcomes over others. Often, prefer-
ences are indirectly modelled using the concept of payoff where players are assumed to
prefer outcomes where they receive a higher payoff. Therefore, an extensive game with
perfect information is 4-tuple, denoted 〈N,H,P, (<i)i∈N 〉, containing the players N

of the game, the histories H , a player function P telling who’s turn it is after a certain
history and a preference relation ≤i for each player i over the set of terminal histories.

For examples, we use a more convenient representation: a tree. The small circle at
the top represents the initial history. Each path starting at the top represents a history.
The terminal histories are the paths ending in the leafs. The numbers next to nodes rep-
resent the players while the labels of the arcs represent an action. The number below the
terminal histories are payoffs representing the players’ preferences (The first number is
the payoff of the first player, the second number is the payoff of the second player, etc).
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Example 11. An agent responsible for the large chunks of data processing contemplates
using of an existing cluster (and paying rent for it) or buying a new cluster. The cluster
supplier has the option to offer his client the full power of the cluster or not. Given
full power, the agent can decide to use this service just once or many times. The game
depicted in Figure 4 models an individual’s predicament.

A strategy of a player in an extensive game is a plan that specifies the actions chosen by
the player for every history after which it is her turn to move. A strategy profile contains
a strategy for each player.

The first solution concept for an extensive game with perfect information ignores
the sequential structure of the game; it treats the strategies as choices that are made
once and for all before the actual game starts. A strategy profile is a Nash equilibrium if
no player can unilaterally improve upon his choice. Put in another way, given the other
players’ strategies, the strategy stated for the player is the best this player can do.

Example 12. The game of Example 11 has two equilibria:
– {{rent ,many}, {full}}, and
– {{rent , once}, {reduced}}

Given an extensive game with perfect information, a polynomial mapping to a LAIMAS
exists such that the Nash equilibria of the former can be retrieved as the answer sets of
the latter. The evolution leading to those answer sets models exactly how players in a
game reason to find the answer sets. So LAIMAS are not only useful for calculation
the equilibria but they also provide a mechanism to monitor the change of the players’
beliefs.

An agent is created for each player in the game. The OCLP of such an agents con-
tains as many component as the represented player has payoffs (step 1). The order
among the components follows the expected payoff, higher payoffs correspond to more
specific components (step 2). The various actions a player can choose from a certain
stage of the game are turned into a choice rule which is placed in the most specific
component of the agent modelling the player making the decision (step 3). Since Nash
equilibria do not take into account the sequential structure of the game, players have
to decide upon their strategy before starting the game, leaving them, for each decision,
to reason about both past and future. This is reflected in the rules (step 4): each non-
choice rule is made out of a terminal history (path from top to bottom in the tree) where
the head represents the action taken by the player/agent, when considering the past and
future created by the other players according to this history. The component of the rule
corresponds to the payoff the deciding player would receive in case the history was
actually followed.

Example 13. If we apply this technique to the game in Example 11 we obtain the multi-
agent system depicted in Figure 5. The two answer sets of the system match the two
Nash equilibria (Example 12) perfectly.

7 Conclusions and Directions for Future Research

The deductive multi-agent architecture described in this paper uses OCLP to represent
the knowledge and reasoning capacities of the agents involved. However, the architec-
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ture and its behaviour are designed to be able to deal with any extension of traditional
answer set programs. [2] gives an overview of some the language extensions currently
available.

There is an emerging view [9, 15–18] that ASP, with or without preferences or other
language constructs, is a very promising technology for building MAS. It satisfies the
perspective that agent programming should be about describing what the goals are, not
how they should be achieved— i.e. “post-declarative” programming [19]. Furthermore,
having the same language for specification and implementation, makes verification triv-
ial. Thanks to its formal grounding of all its language constructs, it becomes easy to
verify the soundness and completeness of your language and implementation.

The Dali project [20] is a complete multi-agent platform entirely writen in Prolog.
The EU-funded research project SOCS ([21, 22]) has constructed a multi-agent archi-
tecture based solely on logic programming components, each responsible for a part of
the reasoning of the agent. Using ASP, it would be possible to use the same language
for all components, avoiding duplication of domain description and knowledge. This
technique is used in [16] for diagnosis and planning for the propulsion system of the
NASA Space Shuttle.
Another multi-agent system is the Minerva architecture [18]. They build their agents
out of subagents that work on a common knowledge base written as a MDLP (Multi-
dimentional Logic Program) which is an extension of Dynamic Logic Programming.
It can be shown that MDLP can easily be translated into OCLP such that their stable
models match our answer sets. The advantage of using OCLP is that you have a far
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more flexible defeating structure. One is not restricted to decision comprising only two
alternatives. Furthermore, decision are dynamic in our system. On the other hand, the
Minerva does not restrict itself to modelling the beliefs of agents, but allows for full
BDI-agents that can plan towards a certain goal. It would be interesting to see what re-
sults we obtain when OCLP approach was incorporated into Minerva and what results
we would obtain by incorporating Minerva into LAIMAS.

The flexibility on the specification side of ASP is counter-balanced by the tech-
nology of current (grounding) answer set solvers, which mean that a major part of the
solution space is instantiated and analysed before the any computation of a solution
begins. The advantage of this is that the computation is staged [23] into a relatively ex-
pensive part that can be done off-line and a relatively cheap part that is executed on-line
in response to queries. For example, [16] reports that the space shuttle engine control
program is 21 pages, of which 18 are declarations and 3 are rules describing the actual
reasoning. Grounding takes about 80% of the time, while the 20% is used for the actual
computation of the answer set and answering queries. There is a parallel between the
way answer set solvers compute the whole solution space and model-checking.

In our framework, an agent is given an initial set of beliefs and a set of reasoning ca-
pacities. Each time the agent receives information from the outside world, it will update
its knowledge/beliefs base and computes the answer sets that go with it. This means
that for even the smallest change the whole program has to be recomputed (including
the expensive grounding process). To provide some additional flexibility, a recent de-
velopment [24] describes a technique for incremental answer set solving. With an incre-
mental solver that permits the assertion of new rules at run-time we are in a position to
move from purely reactive agents to deliberative agents that can support belief-desire-
intention style models of mentality. We aim to replace the fixed solver (OCT) we have
built into JADE and described here with the incremental one (IDEAS) shortly.

The current implementation of grounding in ASP limits its use to finite domains.
Clearly, a fixed solution space is quite limiting in some domains, but reassuring in oth-
ers. OCLP significantly simplifies the development of such systems by constructing a
finite domain. To go beyond the grounding solver is currently one of the key challenges,
together with the more practical aspects of ASP like updates, methodology, and debug-
ging.

The advantage of an ungrounded solver is that the initialisation overheads are sig-
nificantly reduced, compared to a grounding solver, since the only task is the grounding
and removal of redundant rules. However, the disadvantage is that the finite space for
checking (discussed above) is lost: the price of flexibility is a loss in verifiability. We are
currently working on a lazy grounding solver, as a result of which we believe we will
be in a position to offer a very high-level programming language for the construction
of practical reasoning agents. Thus, not only will it be possible to extend the knowl-
edge base of the agent dynamically, but it will also enable the solution of problems over
infinite domains, like time (discreet or continuous), numbers.

It seems likely that the next few years will see significant developments in answer
set solver technology, deploying both incremental and ungrounded solvers. We foresee
future improvements on the framework itself. Currently, all our agents take input only
from other agents. At present, agents communicate positive information, but it would
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very beneficial if they could communicate negative information too. Unfortunately, this
may lead to contradictions, but various strategies to deal with it come to mind, such
as removing conflicting information, introducing trust between agents or allowing an-
other sort of non-determinism by attempting to initiate a cycle for both possibilities.
Furthermore, the LAIMAS agents are very generous in updating the other agents about
their knowledge and beliefs. In reality, it would be most likely better for the agents to
only share part of their knowledge, to make sure that the others cannot take advantage
of it. With the current implementation, all these changes can easily be made by simply
adding an agent or changing the JADE wrapper around OCT.

The LAIMA system and its answer set semantics was developed using OCLP as
a way to model the agents. However, the system could also be used for other agent
characterisations. In the paper, we assumed that agents will always prefer their own
beliefs over the information passed on by other. This does not need to be the case,
neither would all agents react in the same way. An extension we currently looking at,
is the used of trust levels to allow agents to distinguish between various sources and
deal with it appropriately. In this system we assumed that the environment would be
represented as an agent. Normally information passed from the environment should
be considered more accurate than an agent’s current beliefs. Using these trust levels
and OCLP, it would be easy to model this behaviour: each input is assigned its own
component with an ordering depending on the trust level of the supplier.

Another problem for the moment is feeding back failure into the system. When an
agent fails to produce an answer set for its updated version, communication will stop
at this agent, without warning the others. From both a theoretical and implementation
point of view this raises interesting possibilities
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Abstract. We introduce a distributed architecture to endow multi-agent
systems with a social layer in which norms are explicitly represented and
managed via rules. We propose a class of rules (called institutional rules)
that operate on a database of facts (called institutional states) represent-
ing the state of affairs of a multi-agent system. We define the syntax and
semantics of the institutional rules and describe a means to implement
them as a logic program. We show how the institutional rules and states
come together in a distributed architecture in which a team of adminis-
trative agents employ a tuple space (i.e., a kind of blackboard system)
to guide the execution of a multi-agent system.

1 Introduction

Norms (i.e., obligations, permissions and prohibitions) are an important aspect
in the design of heterogeneous multi-agent systems – they constrain and influence
the behaviour of individual agents [1–3] as they interact in pursuit of their goals.
In this paper we propose a distributed architecture built around an explicit model
of the norms associated with a society of agents. We propose:

– an information model which stores the norms associated with individuals of
a multi-agent system;

– a declarative (rule-based) representation of how norms stored in the infor-
mation model are updated during the execution of a multi-agent system;

– a distributed architecture with a team of administrative agents to ensure
norms are followed and updated accordingly.

We show in Fig. 1 our proposal and how its components fit together. Our ar-
chitecture provides a social layer for multi-agent
systems specified via electronic institutions (EI,
for short) [4]. EIs specify the kinds and order of
interactions among software agents with a view to
achieving global and individual goals – although
our study here concentrates on EIs we believe our
ideas can be adapted to alternative frameworks.
In our diagram we show a tuple space in which in-
formation models M0,M1, . . . are stored – these
models are called institutional states (explained
in Section 3) and contain all norms and other in-

. . .M0 M1

IAg

GAg GAg

EAg EAg

Governor Agents

. . .

Institutional Agent

External Agents

Electronic Institution

Tuple Space

. . .

Fig. 1: Proposed Architecture
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formation that hold in specific points of time of the EI enactment.
Ours is a declarative approach: we describe the way norms should be updated

via institutional rules (described in Section 4). These are constructs of the form
LHS  RHS where LHS describes a condition on the current norms stored in the
information model and RHS depicts how norms should be updated, giving rise
to the next information model. Our architecture is built around a shared tuple
space [5] – a kind of blackboard system that can be accessed asynchronously
by different administrative agents. In our diagram our administrative agents
are shown in grey: the institutional agent updates the institutional state using
the institutional rules; the governor agents work as “escorts” or “chaperons” to
the external, heterogeneous software agents, writing onto the tuple space the
messages to be exchanged.

In the next Section we introduce electronic institutions. In Section 3 we in-
troduce our information model: the institutional state. In Section 4 we present
the syntax and semantics of our institutional rules and how these can be im-
plemented as a logic program. We provide more details of our architecture in
Section 5. In Section 6 we contrast our proposal with other work and in Section 7
we draw some conclusions, discuss our proposal, and comment on future work.

1.1 Preliminary Definitions

We initially define some basic concepts. We start with terms:

Def. 1. A term, denoted as Term, is

– Any variable x, y, z (with or without subscripts);
– Any construct fn(Term1, . . . ,Termn), where fn is an n-ary function symbol

and Term1, . . . ,Termn are terms.

Terms f0 stand for constants and will be denoted as a, b, c (with or without sub-
scripts). We shall also make use of numbers and arithmetic functions to build our
terms; arithmetic functions may appear infix, following their usual conventions.
We adopt Prolog’s convention [6] using strings starting with a capital letter to
represent variables and strings starting with a small letter to represent constants.
Some examples of terms are Price (a variable) and Balance + (Price ÷ 10) (an
arithmetic expression). We also need to define atomic formulae:

Def. 2. An atomic formula, denoted as Atf , is any construct pn−1(Term0, . . . ,
Termn−1), where pn−1 is an n− 1-ary predicate symbol.

When the context makes it clear what n − 1 is we can drop it. Atf ’s p0 stand
for prepositions. We shall employ arithmetic relations (e.g., =, 6=, and so on)
as predicate symbols, and these will appear in their usual infix notation. We
employ atomic formulae built with arithmetic relations to represent constraints
on variables – these atomic formulae have a special status, as we explain below.
We give a definition of our constraints, a specific subset of our atomic formulae:

Def. 3. A constraint, denoted as Constr, is any construct Term Op Term,
where Op is either =, 6=, >,≥, <, or ≤.

We need to differentiate ordinary atomic formula from constraints. We shall use
Atf ′ to denote atomic formulae that are not constraints.
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2 Electronic Institutions

A defining property of a multi-agent system (or MAS, for short) is the com-
munication among its components: a MAS can be understood in terms of the
kinds and order of messages its agents exchange [7]. We adopt the view that the
design of MASs should thus start with the study of the exchange of messages,
that is, the protocols among the agents, as explained in [8]. Such protocols are
global because they depict all possible interactions among the MAS components.

Our global protocols are represented using electronic institutions (EIs) [4].
Due to space restrictions we cannot provide here a complete introduction to
electronic institutions – we refer readers to [4] for a comprehensive description.
However, to make this work self-contained we have to explain concepts we make
use of later on. Although our discussion is focused on EIs we believe it can be
generalised to various other formalisms that share some basic features.

There are two major features in our global protocols – these are the states
in a protocol and illocutions (i.e., messages) uttered (i.e., sent) by those agents
taking part in the protocol. The states are connected via edges labelled with
the illocutions that ought to be sent at that particular point in the protocol.
Another important feature in EIs are the agents’ roles: these are labels that
allow agents with the same role to be treated collectively thus helping engineers
abstract away from individuals. We define below the class of illocutions we aim
at – these are a special kind of atomic formulae:

Def. 4. Illocutions ı̄ are ground atomic formulae p(ag , r , ag ′, r ′,Term, t) where

– p is an element of a set of illocutionary particles ( e.g., inform, request, etc.).
– ag , ag ′ are agent identifiers.
– r, r′ are role labels.
– Term, an arbitraty ground term, is the actual content of the message, built

from a shared content language.
– t ∈ IN is a time stamp.

The intuitive meaning of p(ag , r, ag ′, r′,Term, t) is that agent ag playing role
r sent message Term to agent ag ′ playing role r′ at time t. An example of
an illocution is inform(ag4, seller , ag3, buyer , offer(car , 1200), 10)). Sometimes
it is useful to refer to illocutions that are not fully ground, that is, they may
have uninstantiated (free) variables within themselves – in the description of a
protocol, for instance, the precise values of the message exchanged can be left
unspecified. During the enactment of the protocol agents will produce the actual
values which will give rise to a (ground) illocution. We can thus define illocution
schemes:

Def. 5. An illocution scheme i is any atomic formula p(ag , r, ag ′, r′,Term, t)
whose terms are either variables or may contain variables.

An example of an illocution scheme is inform(ag4, seller ,Ag , buyer , offer(car ,
Price),Time)) – the variables (strings starting with capital letters) are place
holders to which agents will assign values during the protocol enactment.

Another important concept in EIs we employ here is that of a scene. Scenes
are self-contained sub-protocols with an initial state where the interaction starts
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and a final state where all interaction ceases. Scenes offer means to break down
larger protocols into smaller ones with specific purposes. For instance, we can
have a registration scene where agents arrive and register themselves with an ad-
ministrative agent; an agora scene depicts the interactions among agents wanting
to buy and sell goods; a payment scene depicts how those agents who bought
something in the agora scene ought to pay those agents they bought from. We
can uniquely refer to the point of the protocol where an illocution i was uttered
by the pair (s, w) where s is a scene name and w is the state from which an edge
labelled with i leads to another state. Different formalisms and approaches to
protocol specification can be accommodated in our proposal, provided protocols
can be broken down into uniquely defined states connected by edges; the edges
are labelled with messages agents must send for the protocol to progress.

An EI is specified as a set of scenes connected by transitions; these are points
where agents may synchronise their movements between scenes [4]. In [9] we
propose a declarative means to represent EIs whereby we can carry out automatic
checks for desirable properties (e.g., there is at least one path in every scene
connecting its initial and final states). An EI specification can also be used to
synthesise agents that conform to the specification [9]. We show on the left-
hand side of Fig. 2 a fragment of a scene with three states connected by edges

?>=<89:;wk

?>=<89:;wi

ι(Ag1,r1,Ag2,r2,p1)
77ooooooooo

ι(Ag1,r1,Ag3,r3,p2)
''OOOOOOOOO

?>=<89:;wj

p([Ag1, sc, wi, r1])←
send(ι(Ag1, r1, Ag2, r2, p1)), p([Ag1, sc, wk, r1])

p([Ag2, sc, wi, r2])←
receive(ι(Ag1, r1, Ag2, r2, p1)), p([Ag2, sc, wk, r2])

p([Ag1, sc, wi, r1])←
send(ι(Ag1, r1, Ag3, r3, p2)), p([Ag1, sc, wj , r1])

p([Ag3, sc, wi, r3])←
receive(ι(Ag1, r1, Ag3, r3, p2)), p([Ag3, sc, wj , r3])

Fig. 2. Fragment of Scene and Synthesised Clauses

labelled with illocution schemes. We also show on the right-hand side of Fig. 2

four clauses whose SLDNF-resolution [6] capture the behaviour those agents
following the protocol should have. The flow of execution moves from the head
goal onto the body; it either sends or receives a message (depending on the
agent’s role); a recursive call is then made with the new state (wj or wk) in the
same scene.

Predicate p/1 uses a list of arguments [Ag ,Sc,W,R] containing the identifi-
cation Ag of the agent, the name Sc of the scene, the state W of the scene the
agent is at, and the role R the agent adopted. Depending on whether the agent’s
role is a sender or an addressee of an illocution, then either send or receive goals
are employed. The synthesised agents follow the edges of scenes, making sure
messages are sent and received.

The synthesised agents are called governor agents: although correct (that is,
we guarantee they will follow the protocol since we provide their definition), they
cannot make decisions on which messages to send (if there are different choices)
nor on which values any unspecified variable ought to have. These choices should
be made by external agents – these are heterogeneous agents that connect to a
dedicated governor agent. The governor agent ensures the protocol is followed,
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whereas the external agent makes decisions as to which message to send (if there
is a choice of messages) and any particular values illocutions ought to have.

Our architecture adds a social layer to the governor agents/external agents
pairing. Although all illocutions of a protocol are permitted some of them may
be deemed inappropriate in certain circumstances. For instance, although the
protocol contemplates agents leaving the payment scene, it may be inappropriate
to do so if the agent has not yet paid what it owes. Our norms further restrict
the expected behaviour of agents, prohibiting them from uttering an illocution
or adding constraints on the values of variables of illocutions. Norms can be
triggered off by events involving any number of agents and their effects must
persist until they are fulfilled or retracted by a rule.

3 Institutional States

Our goal is to precisely define the semantics of the enactments of an EI, also
providing engineers with a means to restrict such enactments. We employ a
variation of production systems [10, 11], thus benefiting from their lightweight
computational machinery: a rule, capturing a normative/social requirement, is
triggered when its left-hand side matches the current state of affairs.

We represent a global state of affairs as the institutional state. Intuitively, an
institutional state stores all utterances during the enactment of an institution,
also keeping a record of all obligations, permissions and prohibitions associated
with the agents; these records are stored as a set of atomic formulae:

Def. 6. An institutional state M = {Atf 0, . . . ,Atf n} is a a finite and possibly
empty set of atomic formulae Atf i, 0 ≤ i ≤ n.

We differentiate three kinds of atomic formulae in our institutional states, with
the following intuitive meanings:

1. ground formulae utt(s, w, ı̄) – ı̄ was uttered at state w of scene s.
2. obl(s, w, i) – i is obliged to be uttered at state w of scene s.
3. per(s, w, i) – i is permitted to be uttered at state w of scene s.
4. prh(s, w, i) – i is prohibited from being uttered at state w of scene s.

We shall use formulae 2–4 above to represent normative aspects of agent so-
cieties. We only allow fully ground illocutions (case 1 above) to be uttered;
however, in formulae 2-4 s and w may be variables and i may contain variables.
As illocutions are of the form p(ag , r, ag ′, r′,Term, t) we associate utterances,
permissions, obligations and prohibitions with agent ag incorporating role r. We
show in Fig. 3 a sample institutional state. The utterances show a portion of the

M =

8

>

>

>

>

>

<

>

>

>

>

>

:

utt(agora, w2, inform(ag4, seller , ag3, buyer , offer(car , 1200), 10)),
utt(agora, w3, inform(ag3, buyer , ag4, seller , buy(car , 1200), 13)),
obl(payment, w4, inform(ag3, payer , ag4, payee, pay(Price), T1)),
prh(payment, w2, ask(ag3, payer , X , adm, leave, T2))
oav(ag3, credit, 3000), oav(car , price, 1200),
1200 ≤ Price, Price ≤ 1200, 13 < T1

9

>

>

>

>

>

=

>

>

>

>

>

;

Fig. 3. Sample Institutional State

dialogue between a buyer agent and a seller agent – the seller agent ag4 offers
to sell a car for 1200 to buyer agent ag3 who accepts the offer. The order among
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utterances is represented via time stamps (10 and 13 in the constructs above).
In our example, agent ag3 has agreed to buy the car so it is assigned an obliga-
tion to pay 1200 to agent ag4 when the agents move to scene payment; agent
ag3 is prohibited from asking the scene administrator adm to leave the payment
scene. We employ a predicate oav (standing for object-attribute-value) to store
attributes of our state: these concern the credit of agent ag3 and the price of the
car. The constraints restrict the values for Price, that is, the minimum value for
the payment, and the earliest time T1 ag3 is obliged to pay.

4 Institutional Rules

Institutional rules are constructs of the form LHS ; RHS . LHS contains a
representation of parts of the current institutional state which, if they hold, will
cause the rule to be triggered. RHS depicts how the next institutional state of
the enactment must be built. Institutional rules are defined below.

Def. 7. An institutional rule, denoted as Rule, is defined as:
Rule ::= LHS  RHS
LHS ::= Atfs ′ ∧ Constrs |Atfs ′

RHS ::= Update ∧ RHS |Update
Atfs ′ ::= Atf ′ ∧Atfs ′ |Atf ′ | ¬Atf ′

Constrs ::= Constr ∧ Constrs |Constr | ¬Constr
Update ::= ⊕Atf ′ | 	Atf ′ | ⊕ Constr

The meaning of our institutional rules is given below. Intuitively, the left-hand
side LHS depicts the conditions the current institutional state ought to have for
the rule to apply. The right-hand side RHS depicts the updates to the current
institutional state, yielding the next state of affairs. The Updates add and re-
move Atf ′s but constraints Constr can only be added – our semantics works by
refining an institutional state, always adding constraints. Recall that Atf ′ are
those atomic formulae which do not conform to the syntax of a constraint. We
show in Fig. 4 an example of an institutional rule. Its intended meaning is that

0

@

utt(agora, w2, inform(Ag1, seller , Ag2, buyer , offer(Item, Price), T1)) ∧
utt(agora, w3, inform(Ag2, buyer , Ag1, seller , buy(Item, Price), T2)) ∧
T2 > T1

1

A 

„

⊕obl(payment, w4, inform(Ag2, payer , Ag1, payee, pay(Price), T3))∧
⊕(T3 > T2)

«

Fig. 4. Sample Institutional Rule

if the utterances on the left-hand side occur in the institutional state, and the
constraint between the time stamps holds, then the right-hand side obligation
(and corresponding constraint) will be inserted in the next institutional state of
the enactment. Variables are existentially quantified: at least one value for each
variable must be found for the rule to apply.

4.1 Semantics of Institutional Rules

We now define the semantics of our institutional rules as relationships between
institutional states. However, constraints have a special status both when they
appear in rules and in institutional states. We start our definitions with a means
to extract the constraints of an institutional state:
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Def. 8. Given an institutional state M , relationship constrs(M,C) holds iff for
every Constr ∈ M then Constr ∈ C.

That is, C = {Constr0, . . . ,Constrn} is the set of all constraints in M . We also
need to define how constraints are checked for their satisfiability – we do so via
relationship satisfy , defined below. In the definition below C,C′∈ {<,≤} are
generic means to refer to constraint operators. For simplicity in dealing with all
different cases, we assume our constraints to be in a preferred format: x > Term
and x ≥ Term are changed to, respectively, Term < x and Term ≤ x; likewise,
Term > x and Term ≥ x are changed to, respectively, x < Term and x ≤ Term.

Def. 9. Relationship satisfy(C,C ′′) holds, for two sets of constraints C,C ′, iff
C can be satisfied and C ′ is the minimal set obtained from C as follows:

– if both (Term ′ C′ x), (x C Term) ∈ C then (Term ′ C′ x C Term) ∈ C ′.
– if (x C Term) ∈ C then (−∞ < x C Term) ∈ C ′.
– if (Term C x) ∈ C then (Term C x < ∞) ∈ C ′.

Set C ′ is a syntactic variation of the elements in C in which the constraints of
each variable are expanded to be within an interval – two limits, −∞,∞, rep-
resent the lowest and highest value any variable may have. Our work builds on
standard technologies for constraint solving – in particular, we have been exper-
imenting with SICStus Prolog [12] constraint satisfaction libraries [13, 14]. We
can define satisfy/2 via SICStus Prolog built-in call residue/2:

satisfy({Constr1, . . . ,Constrn}, C)← call residue((Constr 1, . . . ,Constrn), C)

Predicate call residue/2 takes as its first parameter a sequence of constraints
and, if the constraints are satisfiable, returns in its second parameter a list of
partially solved constraints. For instance, using SICStus Prolog prefix “#” to
operate the finite domain constraint solver, we query and obtain the following:
?- call residue((X + 50 #< Y,Y #< Z + 20,Y #> Z+5,Z #=< 100,Z #> 30),C).

C = [[X]-(X in inf..68),[Y]-(Y in 37..119),[Z]-(Z in 31..100)]

The representation LimInf..LimSup is a syntactic variation of our expanded con-
straints. We can thus translate C above as {−∞ < X < 68, 37 < Y < 119, 31 <
Z < 100}. Our proposal hinges on the existence of the satisfy relationship that
can be implemented differently: it is only important that it returns a set of par-
tially solved expanded constraints. The importance of the expanded constraints
is that they allow us to precisely define when the constraints on the LHS of the
rule hold in the current institutional state – as captured by v:

Def. 10. C v D holds for two sets of constraints C,D iff satisfy(C,C ′) and
satisfy(D,D′) hold and for every constraint (⊥ C x C >) in C ′, there is a
constraint (⊥′ C x C >′) in D′, such that max (⊥,⊥′) ≥ ⊥ and min(⊥,⊥′) ≤ ⊥.

That is, all variables in C must be in D (with possibly other variables not in
C) and i) the maximum value for these variables in C,D must be greater than
or equal to the maximum value of that variable in C; ii) the minimum value
for these variables in C,D must be less than or equal to the minimum value
of that variable in C. This means that constraints on the left-hand side hold
in the current institutional state if they further limit the values of the existing
constrained variables.
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We now proceed to define the semantics of an institutional rule. In the defi-
nitions below we rely on the concept of substitution, that is, the set of values for
variables in a computation [6, 15]:

Def. 11. A substitution σ = {x0/Term0, . . . , xn/Termn} is a finite and possibly
empty set of pairs xi/Termi, 0 ≤ i ≤ n.

The application of a substitution to Atf ’s follows its usual definition [15]:

1. c · σ = c for a constant c.
2. x · σ = Term · σ if x/Term ∈ σ; if x/Term 6∈ σ then x · σ = x.
3. pn(Term0, . . . ,Termn) · σ = pn(Term0 · σ, . . . ,Termn · σ).

We now state when the left-hand side of an institutional rule matches an insti-
tutional state. We employ relationship sl(M,LHS , σ) defined below.

Def. 12. sl(M,LHS , σ) holds between institutional state M , the left-hand side
of a rule LHS and a substitution σ depending on the format of LHS:

1. sl(M,Atfs ′∧Constrs, σ) holds iff sl(M,Atfs ′, σ) and sl(M,Constrs, σ) hold.
2. sl(M,Atf ′ ∧ Atfs ′, σ) holds iff sl(M,Atf ′, σ′) and sl(M,Atfs ′, σ′′) hold and

σ = σ′ ∪ σ′′.
3. sl(M,¬Atf ′, σ) holds iff sl(M,Atf ′, σ) does not hold.
4. sl(M,Atf ′, σ) holds iff Atf ′ · σ ∈ M .
5. sl(M, (Constr1 ∧ · · · ∧ Constrn), σ) holds iff constrs(M,C) and {Constr 1 ·

σ, . . . ,Constrn · σ} v C.

Case 1 breaks the left-hand side of a rule into its atomic formulae and constraints
and defines how their semantics are combined via σ. Cases 2-4 depict the seman-
tics of atomic formulae and how their individual substitutions are combined to
provide the semantics for a conjunction. Case 5 formalises the semantics of our
constraints when they appear on the left-hand side of a rule: we apply the substi-
tution σ to them (thus reflecting any values of variables given by the matchings
of atomic formula), then compare constraints using v.

We want our institutional rules to be exhaustively applied on the institutional
state. We thus need relationship s∗l (M,LHS , Σ) which uses sl above to obtain
in Σ = {σ0, . . . , σn} all possible matches of the left-hand side of a rule:

Def. 13. s∗l (M,LHS , Σ) holds, iff Σ = {σ1, . . . , σn} is the largest non-empty
set such that sl(M,LHS , σi), 1 ≤ i ≤ n, holds.

We can define the application of a set of a substitutions Σ = {σ1, . . . , σn} to
a term Term: this results in a set of substituted terms, Term · {σ1, . . . , σn} =
{Term · σ1, . . . ,Term · σn}. We now define the semantics of the RHS of a rule:

Def. 14. Relation sr(M,RHS ,M ′) mapping an institutional state M , the right-
hand side of a rule RHS and another institutional state M ′ is defined as:

1. sr(M, (Update∧RHS ),M ′) holds iff both sr(M,Update,M1) and sr(M,RHS ,
M2) hold and M ′ = M1 ∪M2.

2. sr(M,⊕Atf ′,M ′) holds iff M ′ = M ∪ {Atf ′}.
3. sr(M,	Atf ′,M ′) holds iff M ′ = M \ {Atf ′}.
4. sr(M,⊕Constr ,M ′) = true iff constrs(M,C) and satisfy(C∪{Constr}, C ′)

hold and M ′ = M ∪ Constr.
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Case 1 decomposes a conjunction and builds the new state by merging the partial
states of each update. Cases 2 and 3 cater for the insertion and removal of atomic
formulae Atf ′ which do not conform to the syntax of constraints. Case 4 defines
how a constraint is added to an institutional state M : the new constraint is
checked for its satisfaction with constraints C ⊆ M and then added to M ′.
We assume the new constraint is merged into M : if there is another constraint
that subsumes it, then the new constraint is discarded. For instance, if X > 20
belongs to M , then attempting to add X > 15 will yield the same M .

In the usual semantics of rules of production systems, the values assigned to
those variables in the left-hand side must be passed on to the right-hand side. We
capture this by associating the right-hand side with a substitution σ obtained
when matching the left-hand side against M via relation sl. In the definition 14
above, we have actually sr(M,RHS · σ,M ′) – that is, we have a version of the
right-hand side with ground variables whose values originate from the matching
of the left-hand side to M . We now define how an institutional rule maps two
institutional states:

Def. 15. s∗(M,LHS  RHS ,M ′) holds iff s∗l (M,LHS , {σ1, . . . , σn}) and sr(M,
RHS · σi,M

′), 1 ≤ i ≤ n, hold.

That is, two institutional states M and M ′ are related by a rule LHS  RHS
if, and only if, we obtain all different substitutions {σ1, . . . , σn} that make the
left-hand side match M and apply these substitutions to RHS in order to build
M ′. The substitutions provide a bridge between the matches of the left-hand side
of a rule and its right-hand side in order to build the next institutional state.
Finally we need to extend s∗ to handle sets of rules, that is, s∗(M, {Rule1, . . . ,
Rulen,M ′) holds if, and only if, s∗(M,Rulei,M

′), 1 ≤ i ≤ n.

4.2 Implementing Institutional Rules

The semantics above provide a straightforward implementation of an interpreter
for institutional rules. We show one such interpreter in Fig. 5 as a logic program,
interspersed with built-in Prolog predicates; for easy referencing, we show each
clause with a number on its left. Clause 1 contains the top-most definition:

1. s
∗(M, Rules, M ′)←
findall(〈RHS , Σ〉, (member((LHS  RHS), Rules), s∗l (M, LHS , Σ)), RHSs),
s
′

r(M, RHSs, M ′)

2. s
∗

l (M, LHS , Σ)← findall(σ, sl(M, LHS , σ), Σ)
3. sl(M, (Atfs ∧ Constrs), σ)← sl(M, Atfs, σ), sl(M, Constrs, σ)
4. sl(M, (Atf ∧ Atfs), σ)← sl(M, Atf , σ′), sl(M, Atfs, σ′′), union(σ′, σ′′, σ)
5. sl(M,¬Atf , σ)← ¬sl(M, Atf , σ)
6. sl(M, Atf , σ)← member(Atf · σ, M)
7. sl(M, Constrs, σ)← constrs(M, C), Constrs · σ v C

8. s
′

r(M, RHSs, M ′)←
findall(M ′′, (member(〈RHS , Σ〉, RHSs), member(σ, Σ), sr(M, RHS · σ, M ′′)), Ms),
merge(Ms, M ′)

9. sr(M, (Update ∧ RHS), M ′)← sr(M, Update, M1), sr(M, RHS , M2), union(M1, M2, M ′)
10. sr(M,⊕Atf ′, M ′)← append(M, [Atf ′], M ′)
11. sr(M,	Atf ′, M ′)← delete(M, Atf , M ′)
12. sr(M,⊕Constr , M ′)← constrs(M, C), satisfy((C, Constr), C′), append(M, [Constr ], M ′)

Fig. 5. An Interpreter for Institutional Rules
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given an existing institutional state M and a set of institutional rules Rules, it
shows how we can obtain the next state M ′ by finding (via the built-in findall

predicate1) all those rules in Rules (picked by the member built-in) whose LHS
holds in M (checked via the auxiliary definition s∗l ). This clause then uses the
RHS of those rules with their respective sets of substitutions Σ as the arguments
of s′r to finally obtain M ′.

Clause 2 implements s∗l : it finds all the different ways (represented as individ-
ual substitutions σ) that the left-hand side LHS of a rule can be matched in an
institutional state M – the individual σ’s are stored in sets Σ of substitutions, as
a result of the findall/3 execution. Clauses 3-7 are straightforward adaptations
of Def. 12 and depict how the different cases of constructs on the left-hand side
of an institutional rule are dealt with.

Clause 8 shows how s′r computes the new institutional state from a list RHSs
of pairs 〈RHS , Σ〉 (obtained in the second body goal of clause 1): it picks out
(via predicate member/2) each individual substitution σ ∈ Σ and uses it in RHS
to compute via sr a partial new institutional state M ′′ which is stored in Ms.
Ms contains a set of partial new institutional states and these are combined
together via the merge/2 predicate – it joins all the partial states, removing any
replicated components. A garbage collection mechanism can be also added to
the functionalities of merge/2 whereby constraints whose variables are not re-
ferred by anything else in M should be deleted. Clauses 9-12 are straightforward
adaptations of the cases depicted in Def. 14 – we use the delete/3 built-in to
deal with “	” updates. Predicate delete/3 removes from its first argument the
occurrences of the second argument (if there are any) and stores the result as a
list in the third argument. We employ the append/3 built-in to define the effects
of the “⊕” update operator: it adds to its first argument the second argument
and stores the result in the third argument.

Our interpreter above provides an initial implementation for our definitions.
Further design commitments should be in place to make the interpreter fully
operational – to simplify our exposition here we equate lists with sets. Our
combination of Prolog built-ins (e.g., findall/3 and append/3) and abstract
definitions is meant to give a precise account of the complexity involved in the
computation, yet we tried to keep the implementation as close as possible to
the definitions. It is worth mentioning that in an actual Prolog programming
scenario, substitutions σ appear implicitly as values of variables in terms – the
logic program above will look neater (albeit farther away from the definitions)
when we incorporate this.

5 An Architecture for Norm-Aware Agent Societies

We now elaborate on the distributed architecture which fully defines our nor-
mative (or social) layer to EIs. We refer back to Fig 1, the initial diagram de-
scribing our proposal. We show in the centre of the diagram a tuple space [5] –
this is a blackboard system with accompanying operations to manage its entries.

1 ISO Prolog built-in findall/3 obtains all answers to a query (2nd argument), record-
ing the values of the 1st argument as a list stored in the 3rd argument.
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Our agents, depicted as a rectangle (labelled IAg), circles (labelled GAg) and
hexagons (labelled EAg) interact (directly or indirectly) with the tuple space,
reading and deleting entries from it as well as well as writing entries onto it.
We explain the functionalities of each of our agents below. The institutional
states M0,M1, . . . are recorded in the tuple space – we propose a means to rep-
resent institutional states with a view to maximise asynchronous aspects (i.e.,
agents should be allowed to access the tuple space asynchronously) and minimise
housekeeping (i.e., not having to move information around).

The top-most rectangle in Fig. 1 depicts our institutional agent IAg, re-
sponsible for updating the institutional state, applying s∗. The circles below the
tuple space represent the governor agents GAgs, responsible for following the
EI “chaperoning” the external agents EAgs. The external agents are arbitrary
heterogeneous software or human agents that actually enact an EI – to ensure
that they conform to the required behaviour, each external agent is provided
with a governor agent with which it communicates to take part in the EI. Gov-
ernor agents ensure that external agents fulfil all their social duties during the
enactment of an EI. In our diagram, we show the access to the tuple space as
black block arrows; communication among agents are the white block arrows.

We want to make the remaining discussion as concrete as possible so as to
enable others to assess, reuse and/or adapt our proposal. We shall make use of
SICStus Prolog [12] Linda Tuple Spaces [5] library in our discussion. A Linda
tuple space is basically a shared knowledge base in which terms (also called
tuples or entries) can be asserted and retracted asynchronously by a number of
distributed processes. The Linda library offers basic operations to read a tuple
from the space (predicates rd/1 and its non-blocking version rd noblock/1),
to remove a tuple from the space (predicates in/1 and its non-blocking version
in noblock/1), and to write a tuple onto the space (predicate out/1). Messages
are exchanged among the governor agents by writing them onto and reading
them from the tuple space – governor agents and their external agents, however,
communicate via exclusive point-to-point communication channels.

In our proposal some synchronisation is necessary: the utterances utt(s, w, ı̄)
will be written by the governor agents – the external agents must provide the ac-
tual values for the variables of the messages. However, governor agents must stop
writing illocutions onto the space so that the institutional agent can update the
institutional state. We have implemented this via the term current state(N)

(N being an integer) that works as a flag: if this term is present on the tuple
space then governor agents may write their utterances onto the space; if it is not
there, then they have to wait until the term appears. The institutional agent is
responsible for removing the flag and writing it back, at appropriate times.

We show in Fig. 6 a Prolog implementation for the institutional agent IAg.
It bootstraps the architecture by creating an initial value 0 for the current state
(lines 2-3); the initial institutional state is empty. In line 3 the institutional agent
obtains via time step/1 a value T, an attribute of the EI enactment setting up
the frequency new institutional states should be computed.

The IAg agent then enters a loop (lines 5-14) where it initially (line 6) sleeps
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for T milliseconds – this guarantees that the frequency of the updates will be
respected. IAg then checks via no one updating/0 (line 7) that there are no
governor agents currently updating the institutional state with their utterances
– no one updating/0 succeeds if there are no tuples updating/2 in the space.
Such tuples are written by the governor agents to in-
form the institutional agent it has to wait until their
utterances are written onto the space.

When agent IAg is sure there are no more gover-
nor agents updating the tuple space then it removes
the current state/1 tuple (line 8) thus preventing
any governor agent from trying to update the tuple
space (the governor agent checks in line 7 of Fig. 7

if such entry exists – if it does not, then the flow of
execution is blocked on that line). Agent IAg then ob-
tains via predicate get state/2 all those tuples per-
taining to the current institutional state N and stores
them in M; the institutional rules are obtained in line

IAg

1 main:-
2 out(current state(0)),
3 time step(T),
4 loop(T).

5 loop(T):-
6 sleep(T),
7 no one updating,
8 in(current state(N)),
9 get state(N,M),

10 inst rules(Rules),
11 s

∗(M,Rules,NewM),
12 write onto space(NewM),
13 NewN is N + 1,
14 out(current state(N)),
15 loop(T).

Fig. 6: Institutional Agent

10 – they are also stored in the tuple space so that any of the agents can examine
them. In line 11 M and Rules are used to obtain the next institutional state NewM
via predicate s∗/2 defined above. In line 12 the new institutional state NewM is
written onto the tuple space, then the tuple recording the identification of the
current state is written onto the space (line 14) for the next update. Finally, in
line 15 the agent recursively calls the loop predicate2.

Different threads will execute the same code for the governor agents GAg
shown in Fig. 7. Each of them will connect to an external agent via predi-
cate connect ext ag/1 and obtain its
identification Ag, then find out (line 3)
about the EI’s root scene (where all
agents must initially report to [4]) and
that scene’s initial state (line 4) – we
adopt here the representation for EIs
proposed in [9]. In line 5 the governor
agent makes the initial call to loop/1:
the Role variable is not yet instantiated
at that point, as a role is assigned to the
agent when it joins the EI. The gover-
nor agents then will loop through lines
6-15, initially checking in line 7 if they

GAg

1 main:-
2 connect ext ag(Ag),
3 root scene(Sc),
4 initial state(Sc,St),
5 loop([Ag,Sc,St,Role]).

6 loop(Ctl):-
7 rd(current state(N)),
8 Ctl = [Ag| ],
9 out(updating(Ag,N)),

10 get state(N,M),
11 findall([A,NC],(p(Ctl):-A,p(NC)),ANCs),
12 social analysis(ANCs,M,Act,NewCtl),
13 perform(Act),
14 in(updating(Id,N)),
15 loop(NewCtl).

Fig. 7: Governor Agent

are allowed to update the current institutional state, adding their utterances.
Only if the current state/1 tuple is on the space then does the flow of execu-
tion of the governor agent move to line 8, where it obtains the identifier Ag from
the control list Ctr; in line 9 a tuple updating/2 is written out onto the space.

2 For simplicity we did not show the termination conditions for the loops of the insti-
tutional and governor agents. These conditions are prescribed by the EI specification
and should appear as a clause preceding the loop clauses of Figs. 6 and 7.
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This tuple informs the institutional agent that there are governors updating the
space and hence it should wait to update the institutional state. In line 10 the
governor agent reads all those tuples pertaining to the current institutional state.
In line 11 the governor agent collects all those actions send/1 and receive/1
associated with its current control [Ag,Sc,St,Role] (cf. synthesised clauses in
Fig. 2). In line 12, the governor agent interacts with the external agent and,
taking into account all constraints associated with Ag, obtains an action Act that
is performed in line 14 (i.e., a message is sent or received). In line 14 the agent
removes the updating/2 tuple and in line 15 the agent starts another loop.

Although we represented the institutional state as boxes in Fig 1 they are not
stored as one single tuple containing all the elements of the set M . If this were the
case, then the governors would have to take turns to update the institutional
state. We have used instead a representation for the institutional state that
allows the governors to update the space asynchronously. Each element of M is
represented by a tuple of the form t(N,Type,Elem) where N is the identification
of the institutional state, Type is the description of the component (i.e., either
a rule, an atf, or a constr) and Elem the actual element. Governor agents can
simply write their tuples t(N,atf,U) where N is the identification of the current
institutional state and U is an utterance.

Using this representation, we can easily obtain all those tuples in the space
that belong to the current institutional state. Predicate get state/2 is thus:

get state(N,M):- bagof rd noblock(t(N,T,E),t(N,T,E),M).

That is, the Linda built-in [12] bagof rd noblock/3 (it works like the findall/3
predicate) finds all those tuples matching the template in its second argument
(N is instantiated to the identification of the current institutional state when
get state/2 is invoked) and collects all the values the template in the first
argument has obtained and stores them in the third argument M, a list.

5.1 Norm-Aware Governor Agents

We can claim our resulting society of agents is endowed with norm-awareness
because their behaviour is regulated by the governor agents depicted above. The
social awareness of the governor agent, on its turn, stems from two features: i) its
access to the institutional state where obligations, prohibitions and permissions
are recorded (as well as constraints on the values of their variables); ii) its access
to the set of possible actions prescribed in the protocol. With this information,
we can define various alternative ways in which governor agents, in collaboration
with their respective external agents, can decide on which action to carry out.

We can define predicate social analysis(ANCs,M,Act,NewCtr) in line 12
of Fig. 7 in different ways – this predicate should ensure that an action Act

(sending or receiving a message) with its respective next control state NewCtr

(i.e., the list [Ag,Sc,NewSt,Role]) is chosen from the list of options ANCs, taking
into account the current institutional state M. This predicate must also capture
the interactions between governor and external agents as, together, they choose
and customise a message to be sent.

We show in Fig. 8 a definition for predicate social analysis/4. Its first
subgoal removes from the list ANCs all those utterances that are prohibited
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from being sent, obtaining the list ANCsWOPrhs. The second subgoal ensures
that obligations are given adequate prior-
ity: the list ANCsWOPrhs is further refined
to get the obligations among the actions
and store them in list ANCsObls – if there
are no obligations, then ANCsWOPrhs is the

social analysis(ANCs,M,Act,NewCtr):-
remove prhs(ANCs,M,ANCsWOPrhs),
select obls(ANCsWOPrhs,M,ANCsObls),
choose customise(ANCsObls,M,Act,NewCtr).

Fig. 8: Definition of Social Analysis

same as ANCsObls. Finally, in the third subgoal, an action is chosen from one
of the elements in ANCsObls and customised in collaboration with the external
agent.

The way we represent the elements of the institutional state allows for useful
additional forms of interactions among governor and external agents – these in-
teractions can enrich the definition of predicate choose customise/4 above. We
use a mostly “flat” structure, stored as a list, to represent utterances, obligations,
permissions, prohibitions, constraints and any other predicates. For instance,

utt(agora, w2, inform(ag4, seller , ag3, buyer , offer(car , 1200), 10))
is represented as
t(N,atf,[utt,agora,w2,[inform,ag4,seller,ag3,buyer,offer(car,1200),10]])

With such a convention in place, governor agents when in possession of an insti-
tutional state (stored as a list of terms in the form above) may answer queries
posed by their external agents such as “what have I said so far?” – this can be
encoded in Prolog as:

findall([S,W,[I,Id|R]],member(t(N,atf,[utt,S,W,[I,Id|R]]),M),MyUtts)

where M, Id and N are instantiated to, respectively, a list with all tuples of the
current institutional state, the identification of the governor agent and the iden-
tification of the current institutional state. Another query governor agents are
able to answer is “what are my obligations at this point?”, encoded as:

findall([S,W,[I,Id|R]],member(t(N,atf,[obl,S,W,[I,Id|R]]),M),MyObls)

6 Related Work

Apart from classical studies on law, research on norms and agents has been ad-
dressed by two different disciplines: sociology and philosophy. On the one hand,
socially oriented contributions highlight the importance of norms in agent be-
haviour (e.g., [16–18]) or analyse the emergence of norms in multi-agent systems
(e.g., [19, 20]). On the other hand, logic-oriented contributions focus on the de-
ontic logics required to model normative modalities along with their paradoxes
(e.g., [21–23]). The last few years, however, have seen significant work on norms
in multi-agent systems, and norm formalisation has emerged as an important
research topic in the literature [1, 24–26].

Vázquez-Salceda et al. [25, 27] propose the use of a deontic logic with dead-
line operators. These operators specify the time or the event after (or before)
which a norm is valid. This deontic logic includes obligations, permissions and
prohibitions, possibly conditional, over agents’ actions or predicates. In their
model, they distinguish norm conditions from violation conditions. This is not
necessary in our approach since both types of conditions can be represented in
the LHS of our rules. Their model of norm also separates sanctions and repairs
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(i.e., actions to be done to restore the system to a valid state) – these can be
expressed in the RHS of our rules without having to differentiate them from
other normative aspects of our states. Our approach has two advantages over
[25, 27]: one is that we provide an implementation for our rules and the other is
that we offer a more expressive language with constraints over norms (e.g., an
agent can be obliged to pay an amount greater than some fixed value).

Fornara et al. [26] propose the use of norms partially written in OCL, the
Object Constraint Language which is part of UML (Unified Modelling Language)
[28]. Their commitments are used to represent all normative modalities – of
special interest is how they deal with permissions: they stand for the absence of
commitments. This feature may jeopardise the safety of the system since it is
less risky to only permit a set of safe actions thus forbidding other actions by
default. Although this feature can reduce the amount of permitted actions, it
allows that new or unexpected, risky actions to be carried out. Their within, on

and if clauses can be encoded into the LHS of our rules as they can all be seen
as conditions when dealing with norms. Similarly, foreach in and do clauses can
be encoded in the RHS of our rules since they are the actions to be applied to
a set of agents.

López y López et al. [29] present a model of normative multi-agent system
specified in the Z language. Their proposal is quite general since the normative
goals of a norm do not have a limiting syntax as the rules of Fornara et al.
[26]. However, their model assumes that all participating agents have a homo-
geneous, predetermined architecture. No agent architecture is imposed on the
participating agents in our approach, thus allowing for heterogeneity.

Artikis et al. [30] propose the use of event calculus for the specification of
protocols. Obligations, permissions, empowerments, capabilities and sanctions
are formalised by means of fluents – these are predicates that change with time.
Prohibitions are not formalised in [30] as a fluent since they assume that every
action not permitted is forbidden by default. Although event calculus models
time, their deontic fluents are not enough to inform an agent about all types of
duties. For instance, to inform an agent that it is obliged to perform an action
before a deadline, it is necessary to show the agent the obligation fluent and the
part of the theory that models the violation of the deadline. In [31] (previous
to the work of Artikis et al. [30]), Stratulat et al. also used event calculus to
model obligations, permissions, prohibitions and violations. Similar to the work
of Artikis et al., this proposal lacks a representation of time which is easy to be
processed by agents.

Michael et al. [32] propose a formal scripting language to model the essen-
tial semantics, namely, rights and obligations, of market mechanisms. They also
formalise a theory to create, destroy and modify objects that either belong to
someone or can be shared by others. Their proposal is suitable to model and im-
plement market mechanisms, however, it is not as expressive as other proposals
– for instance, it can not model obligations with a deadline.

Finally, Garcia-Camino et al. [33] propose the translation of the norms intro-
duced in [27] into Jess rules [34] to monitor and enforce norms. They implement
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permissions, prohibitions and obligations with temporal restrictions, e.g., dead-
lines or precedence between actions.

7 Conclusions, Discussion and Future Work

We have proposed a distributed architecture to provide MASs with a social layer,
that is, norms that its agents ought to abide by. Our norms are represented as
atomic formulae and, together with other information, they define an institu-
tional state, that is, a global state of affairs of the MAS. We also provide means
to update institutional states via institutional rules: obligations, prohibitions
and permissions can be added and removed, reflecting the dynamics of a society
of agents. The institutional states are stored in a tuple space, allowing for its
distributed management; we also define a team of administrative agents that
enforce the norms during an enactment of a MAS.

Our approach is a kind of production system [10, 11] whose rules are exhaus-
tively applied to a database of facts. Our institutional rules differ from rewrite
rules (also called term rewriting systems) [35] in that they do not automatically
remove the elements that triggered the rule (i.e., those elements that matched
the left-hand side of the rule); instead, we offer the operator 	 to explicitly
remove elements. Our institutional rules give rise to a rule-based programming
language [36] to support the management of a distributed information model,
our institutional states.

Our proposed architecture allows various useful functionalities to be added.
The explicit representation of institutional states in the tuple space ensures that
the history of an EI enactment is available – the elements of the institutional
states t(N,Type,Elem) are preserved in the tuple space and can be examined
during or after the enactment. The institutional states can be used, for instance,
for the profiling of agents as well as the input of a reputation model. The insti-
tutional states can also be used for auditing purposes, since all the activities of
the agents (that is, which messages they have sent) are explicitly recorded. We
can offer an interactive system whereby external agents may enquire about their
performance, posing questions such as “why was I obliged to say x at t?” and
“why was I prohibited from saying y at s?”, and so on.

Our explicit normative environment provides information for a richer kind
of interaction among governor and external agents. In addition to the queries
presented above, external agents may pose questions of the kind “what if?” as
in “what if I do not carry out the payment on state wi of scene s?” or “what if
I do not fulfil this obligation?”. The governor agent and its external agent may
engage in sophisticated dialogues in which negotiations and argumentations will
take place, parallel to the EI enactment.
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Universitat Politècnica de Catalunya (UPC) (2003) IIIA monography Vol. 19.

5. Carriero, N., Gelernter, D.: Linda in Context. Comm. of the ACM 32 (1989)
444–458

6. Apt, K.R.: From Logic Programming to Prolog. Prentice-Hall, U.K. (1997)

7. Wooldridge, M.: An Introduction to Multiagent Systems. John Wiley & Sons,
Chichester, UK (2002)

8. Vasconcelos, W.W., Robertson, D., Agust́ı, J., Sierra, C., Wooldridge, M., Parsons,
S., Walton, C., Sabater, J.: A Lifecycle for Models of Large Multi-Agent Systems.
In: Proc. 2nd Int’l Workshop on Agent-Oriented Soft. Eng. (AOSE-2001). Volume
2222 of LNCS. Springer-Verlag (2002)

9. Vasconcelos, W.W., Robertson, D., Sierra, C., Esteva, M., Sabater, J., Wooldridge,
M.: Rapid Prototyping of Large Multi-Agent Systems through Logic Programming.
Annals of Mathematics and Artificial Intelligence 41 (2004) 135–169

10. Kramer, B., Mylopoulos, J.: Knowledge Representation. In Shapiro, S.C., ed.:
Encyclopedia of Artificial Intelligence. Volume 1. John Wiley & Sons (1992)

11. Russell, S.J., Norvig, P.: Artificial Intelligence: A Modern Approach. 2 edn. Pren-
tice Hall, Inc., U.S.A. (2003)

12. Swedish Institute of Computer Science: SICStus Prolog. (2005) http://www.sics.
se/isl/sicstuswww/site/index.html, viewed on 10 Feb 2005 at 18.16 GMT.

13. Jaffar, J., Maher, M.J., Marriott, K., Stuckey, P.J.: The Semantics of Constraint
Logic Programs. Journal of Logic Programming 37 (1998) 1–46
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Specifying, validating and generating an agent

behaviour using a Goal Decomposition Tree

Gaële Simon, Bruno Mermet, Dominique Fournier, Marianne Flouret

Université of Le Havre

Abstract. This paper deals with a goal-oriented agent model called
Goal Decomposition Tree (GDT) allowing both to specify and validate
the behaviour of an agent. This work takes place in a global framework
whose goal is to define a process allowing to start from a problem spec-
ification to obtain a validated implementation of a corresponding MAS.
The GDT model has been used to specify a prey-predator system which
has been verified this way.

1 Introduction

Our research deals with methods and models, in order to help multiagent systems
designers to manage the complexity of MAS. We do not aim at developing yet
another agent model: there are already numerous ones. We aim at helping to
develop multiagent systems whose behaviour can be verified. As a consequence,
our approach consists of four steps:

1. an agentification method that helps to determine the set of agents which
must be used to solve a given problem;

2. an agent design model to help to design an agent behaviour that can be
verified;

3. a proof system to prove that the agent model satisfies the main goal of
the agent;

4. an implementation model that can be automatically generated from the
agent design model.

Our aim is to provide a complete MAS design process starting from the
problem specification and ending by a MAS implementation. Our agentification
method and our implementation model have already been presented in other
articles [10, 7]. This paper is focused on the agent model called GDT.

In order to be able to implement and validate an agent, its behaviour must
be clearly and formally specified. In our proposal, this specification is based on
a Goal Decomposition Tree (GDT) which helps to describe how an agent can
manage its goals. It is used

– as a support for agent behaviour validation and proof;
– to guide the implementation of the agent behaviour induced by the tree using

an automaton as in our implementation model called SPACE [7].
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The main contribution of this model is that it can be proven that the specified
agent behaviour is correct according to the main goal of this agent. That’s why
the aim of this model is to provide a declarative description of goals. Several
works have already pointed out the advantage to have a declarative description of
goals [14], [2], [12]. Many multiagent models or systems are essentially focused on
procedural aspects of goals which is important in order to obtain an executable
agent. But the declarative aspect of goals is also very important. Indeed, as it
is said in [14], “by omitting the declarative aspect of goals, the ability to reason
about goals is lost. Without knowing what a goal is trying to achieve, one can not
check whether the goal has been achieved, check whether the goal is impossible”.
In [12], the authors say that declarative goals “provide for the possibility to
decouple plan execution and goal achievement”. A GDT is a partial answer to
these requirements: as it will be shown in next sections, both procedural and
declarative aspects of goals management can be described by a GDT.

Another important aspect of a GDT is that it is intended to be used to
directly generate the behaviour of the agent to which it is associated. Indeed,
as explained in [12], “the biggest role of goals in agents is thus not the ability
to reason about them but their motivational power of generating behaviour”.
Moreover, “A certain plan or behaviour is generated because of a goal”. It is
exactly what a GDT allows to express. Nodes of a GDT correspond to goals the
agent has to solve. As in [14], goals are considered as states of the world the
agent has to reach.

Inside the tree, a goal is decomposed into subgoals using decomposition oper-
ators. The notion of subgoal used here is similar to the one described in [12]: “a
goal can be viewed as a subgoal if its achievement brings the agent closer to its
top goal”. The notion of “closeness” used by van Riemsdjik et al. is specified dif-
ferently by each decomposition operator. In the same paper, authors distinguish
“subgoals as being the parts of which a top goal is composed” and “subgoals
as landmarks or states that should be achieved on the road to achieving a top
goal”. In a GDT, these two kinds of subgoals exist. The fact that a subgoal is
of a particular kind is a direct consequence of the decomposition operator which
has been used to introduce the subgoal. All works on agent goals management
do not use the same notion of subgoal. In [14] or [2], a subgoal is considered as a
logical consequence of a goal. So, in these works, subgoals can be considered as
necessary conditions for the satisfaction of the parent goal. In our vision, sub-
goals are on the contrary sufficient conditions for the satisfaction of the parent
goal. The method TAEMS [13] does not use goals buts tasks. However subtasks
used in TAEMS can be directly compared to subgoals used in our work.

A decomposition operator encapsulates a set of mechanisms corresponding to
a typical goals management behaviour ([2], [12], [14]). Each operator is specified
by different kinds of semantics:

– a goal decomposition semantics describing how a goal can be decomposed
into subgoals with this operator;

– a semantics describing how to deduce the “type” of the parent goal knowing
the types of its subgoals;
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– a semantics associating an automata composition pattern to each operator.
These patterns are used incrementally to build the complete automaton de-
scribing the agent behaviour;

– a semantics associating a local proof schema. This schema is used to ver-
ify the agent behaviour (ie. to prove that its goals management behaviour
satisfies its main goal). This semantics is described in [4].

The section 2 defines the notion of goal as it is used in this work and describes
the typology of goals which has been used. The section 3 describes the set of
operators which can be used to decompose a goal into subgoals inside the GDT.
For each operator, the two first semantics described before are given. The sec-
tion 4 defines more precisely a Goal Decomposition Tree and shows how a GDT
can be built using the tools described in the two previous sections. Last but not
least, the section 5 presents a synthetic comparison of the proposed model with
well-known goal-oriented models.

2 Goals and typology of goals

In the context of a Goal Decomposition Tree, every goal is at least defined by a
name and a satisfaction condition. The name is used to make the work of the de-
signer easier. According to the type of each goal, additional information are also
used to completely specify the goal. Satisfaction conditions are used to specify
goals formally with respect to the declarative requirement for goals described in
the previous section. A goal is considered to be achieved if its satisfaction con-
dition is logically true. Satisfaction conditions are expressed using a temporal
logic formalism which is a subset of TLA [6]. More precisely, primed variables
have been used. For example, if x is a variable, the notation x in a satisfaction
condition corresponds the value of x before the resolution of the goal to which
the condition is associated. On the contrary, the notation x′ corresponds to the
value of x after the resolution of the goal. Let notice that more complex tempo-
ral logic formula are also used to specify decomposition operators described in
section 3. These logical formula are then used during the proof process.

These variables are supposed to be attributes maintained by the agent. Thus,
specifying goals of an agent helps also to define the set of variables defining the
view of the agent on its environment. For example, in [9], the authors describe
a case study where two robots are collecting garbage on Mars. One of the two
robots, named R1, must move in order to discover pieces of garbage which must
be picked up. As a consequence, for R1, to be in a location where there is a
piece of garbage corresponds to a goal. The satisfaction condition of this goal
can be defined by: garbage = true where garbage is supposed to be an internal
variable of the agent which describes its perception of its current location. This
variable is supposed to be updated each time the agent moves i.e. each time its
coordinates (x,y) (which are also internal variables of the agent) are modified.

A typology of goals has been defined in order to distinguish more precisely
different ways to manage goals decomposition. The type of a goal has conse-
quences on the solving process of this goal, on the design of its corresponding
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behaviour automaton and on the proof process of the behaviour implied by its
resolution by the agent.

The first criterion to distinguish goals corresponds to the situation of the goal
in the tree. This leads naturally to distinguish two first kinds of goals: elementary
and intermediate goals.

Elementary goals: they correspond to the leaves of the tree that’s why they
are not decomposed into subgoals. Furthermore, they are not only defined by a
name and a satisfaction condition but also by a set of actions. The execution
of these actions are supposed to achieve the goal ie to make its satisfaction
condition true. Notice that these actions are related to the capabilities of the
agent as described in [2]. They correspond to the procedural aspect of goals
described in the previous section. As satisfaction conditions, they are based on
variables of the agents. The aim of an action is to modify these variables. For
example, for the robot R1 described in section 2, moving one step right can
be an elementary goal. Its satisfaction condition is: x′ = x + 1 ∧ y′ = y. The
corresponding actions are: x := x + 1; garbage := containsGarbage(x, y). It
is supposed that containsGarbage is a function associated to the environment
allowing the agent to know if there is a piece of garbage at its current location.

Intermediate goals: They correspond to the nodes of the tree which are not leaf
ones. They are specified by a name, a satisfaction condition and also a Local
Decomposition Tree (LDT). A LDT contains a root node corresponding to the
intermediate goal and a decomposition operator which creates as many branches
(and subgoals) as needed by the operator. It describes how the intermediate goal
can be decomposed into subgoals, and sometimes in which context, in order to
be achieved. The number and the order of subgoals to be achieved in order to
solve the parent goal depends on the chosen operator (see next section for more
details).

The second criterion used to define goals is related to the goals satisfiabil-
ity. Using this criterion, two kinds of goals are again distinguished: Necessarily
Satisfiable goals (NS) and Not Necessarily Satisfiable goals (NNS).

Necessarily Satisfiable goals (NS): This kind of goals ensures that, once all what
must be done to solve the goal has been executed, the satisfaction condition of
the goal is always true (the goal is achieved).

Not Necessarily Satisfiable goals (NNS): this set of goals is complementary to
the previous one. It is the more prevalent case. For this kind of goal, one can not
be sure that the goal will be achieved after its actions or its decomposition (and
the subgoals associated to this decomposition) have been executed or satisfied.
This kind takes into account that some actions or some decompositions can only
be used in certain execution contexts. If these contexts are not set when the goal
is to be solved, these actions or decompositions become useless.

Information about the satisfiability of a goal is essential not only for the agent
to manage its goals but also for the automaton design and the proof process.
However, this criterion is not involved in the solving process of a goal. Moreover,
using this criterion may help to simplify the tree . Indeed, as it will be shown
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in the next section, all the operators do not accept all kinds of goals from this
criterion point of view.

The third and last criterion used to distinguish goals is related to the evalu-
ation of the satisfaction condition. Using this criterion, two other kinds of goals
can be defined: Lazy goals (L) and Not Lazy goals (NL).

Lazy goals (L): when a goal is considered to be a lazy one, its satisfaction
condition is evaluated before considering its actions (for an elementary goal) or
its decomposition (for an intermediate one). If the satisfaction condition is true,
the goal is considered to be achieved which implies that the set of actions or the
decomposition associated to the goal are not used. If the satisfaction condition
is false, the set of actions or the decomposition are executed. As a consequence,
primed variables can not be used in the satisfaction condition associated to a
lazy goal.

Not Lazy goals (NL): this set of goals is complementary to the previous one. For
a not lazy goal, the associated set of actions or decomposition is always executed
even if the satisfaction condition is already true. This condition is not evaluated
at the beginning of the process, unlike lazy goals.

This criterion can be compared to the requirement for goals management
described in [14]: “...given a goal to achieve condition s using a set of proce-
dures (or recipes or plans) P , if s holds, then P should not be executed”. This
requirement corresponds to the solving process of a lazy goal whose satisfaction
condition is already satisfied at the beginning of the process.

As a conclusion, in the context of a GDT, each goal can be characterised by
three criteria which can be combined independently. Figure 1 summarizes the
graphical notations introduced for the two last criteria. Each criterion has two
possible values which implies that eight effective kinds of goals can be used in
the tree.

L

Lazy goal

NL

Not Lazy goal Not Necessarily Satisfiable goal Necessarily Satisfiable goal

Fig. 1. NS, NNS, L and NL goals

Formally, a goal is described by a 6-tuple < name, sc, el, ns, lazy, LDT or

actions > with:

– name: string,
– sc (satisfaction condition): temporal logic formula,
– el (elementary): boolean,
– ns (necessarily satisfiable): boolean,
– lazy: boolean,
– set of actions (actions) or Local Decomposition Tree (LDT).
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From this definition, the process of goal solving in the GDT can be described
by the algorithm given in figure 2. The solve function used in this algorithm
describes how the tree must be walked during the solving process.

boolean solve(G) :

if (G.lazy)

then

if (G.sc)

then return(true);

endif

endif

if (G.el)

then execute(G.actions);

else satisfy(G.LDT);

endif

return(G.sc);

Fig. 2. Algorithm for solving a goal in a GDT

The execute function consists in executing sequentially the set of actions
associated to the goal. The satisfy function is a recursive one and uses itself the
solve function which just has been defined. The satisfy function is detailed in the
next section which also describes each operator which can be used in a GDT.

3 Decomposition operators

In this section, available decomposition operators are described. For each opera-
tor, the two first semantics are given that is to say the decomposition semantics
and the goals types composition semantics. The goals types composition seman-
tics is based only on one criterion defining goals types: their satisfiability mode
(NS or NNS). Indeed, the other criteria have not a direct influence on decompo-
sition operators.

Before describing each operator, let precise what means a goal decomposition.
Let A be the goal to be decomposed and Op the decomposition operator to be
used. As almost all available operators are binary, Op is also supposed to be
binary (but it does not modify the semantics of the decomposition). Let B and
C be the subgoals introduced by the use of Op to decompose A. As described
in the previous section, Op(B,C) corresponds to the Local Decomposition Tree
associated to A. The semantics of this decomposition is that the satisfaction of
Op(B,C) (i.e. the LDT) implies the satisfaction of A. But what does mean the
satisfaction of Op(B,C)? It corresponds exactly to the decomposition semantics
of each operator. Indeed this semantics describes how many subgoals must be
achieved and in which order to be able to satisfy the parent goal. In other words,
the satisfy function used in the solving algorithm given previously is different
for each operator. So in the sequel, for each operator, the satisfy function is
instantiated. Let us notice that, for all operators, this function uses the solve
function in order to evaluate the satisfaction of subgoals.
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3.1 And operator

This operator corresponds to the well-known logical operator adapted to a tem-
poral context. Its decomposition semantics states that if a goal A can be de-
composed in And(B,C), then A can be satisfied (its satisfaction condition is
true) if B and C can be satisfied. This two subgoals can be solved in any order.
If at least one of these two goals can not be achievedd, the parent goal A is
considered to be not achieved. Figure 3 gives the satisfy function corresponding
to this behaviour.

boolean satisfy(And(B,C)) :

goal chosenGoal, remainingGoal;

chosenGoal,remainingGoal := choose(B,C);

if (solve(chosenGoal))

then return(solve(remainingGoal));

else return false;

endif

Fig. 3. And satisfaction algorithm

The choose operator chooses randomly one of the two subgoals which is
returned as first result. The other goal is returned as the second result of the
function.

Figure 4 shows the semantics of this operator as far as goals types com-
position is concerned. This figure shows that the two subgoals can be either
necessarily satisfiable either not necessarily satisfiable. According to the And

operator decomposition semantics, if at least one of the subgoals is not neces-
sarily satisfiable, the parent goal is automatically not necessarily satisfiable. It
is necessarily satisfiable otherwise.

and and andand

Fig. 4. And composition semantics

3.2 Or operator

This operator corresponds to the standard logical operator (in the same way as
AND before).

Figure 5 shows the semantics of this operator as far as goals types composition
is concerned. This figure shows that the two subgoals can be either necessarily
satisfiable either not necessarily satisfiable. In summary, if at least one of the
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subgoals is necessarily satisfiable, the parent goal is automatically necessarily
satisfiable. It is not necessarily satisfiable otherwise.

or or or or

Fig. 5. Or composition semantics

3.3 SeqAnd operator
This operator corresponds to a ”sequential And” operator. Indeed, the main
difference with the And operator is that the two subgoals must be solved in the
order specified by the operator. The figure 6 gives the satisfy function corre-
sponding to this behaviour. The composition semantics is the same as the And

operator’s one.

boolean satisfy(SeqAnd(B,C)) :

if (solve(B))

then return (solve(C));

else return(false);

endif

Fig. 6. SeqAnd satisfaction algorithm

3.4 SeqOr operator
The difference between SeqOr and Or is the same as the one between SeqAnd

and And described in the previous section. The figure 7 gives the satisfy function
associated to SeqOr. Its composition semantics is the same as the Or operator’s
one.

boolean satisfy(SeqOr(B,C)) :

if (solve(B))

then return (true);

else return(solve(C));

endif

Fig. 7. SeqOr satisfaction algorithm

3.5 SyncSeqAnd operator
This operator is a synchronized version of the SeqAnd operator. Unlike SeqAnd,
this operator ensures that the two subgoals (if they are both solved) are solved
without any interruption by another agent. This operator must not be used too
much. The agentification method we have proposed [3] is designed to limit cases
where this kind of operators must be used by reducing shared variables. Its de-
composition semantics, goals types composition semantics and the corresponding
satisfaction algorithm are the same as the SeqAnd operator’s ones.
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3.6 SyncSeqOr operator

The difference between SyncSeqOr and SeqOr is the same as the one between
SyncSeqAnd and SeqAnd described in the previous section. This operator is a
synchronized version of the SeqOr operator.

3.7 Case operator

This operator decomposes a goal into subgoals according to conditions defined
by logical expressions. These logical expressions use the same variables as satis-
faction conditions. The decomposition semantics of this operator states that the
disjunction of the logical expressions corresponding to the two conditions must
be true when the parent goal is decomposed. The principle is that if a condi-
tion is true, the corresponding subgoal must be solved. The satisfaction of the
parent goal depends on the satisfaction of the chosen subgoal. This semantics is
summarised by the associated satisfy function given in figure 8.

boolean satisfy(Case(A,B,conda)):

if (conda)

then return(solve(A))

else return(solve(B))

Fig. 8. Case satisfaction algorithm

As far as the composition semantics of the operator is concerned, there are
four possible trees as shown in figure 9. If subgoals are both necessarily satis-
fiable, the parent goal is necessarily satisfiable. If at least one of the subgoals
is not necessarily satisfiable, the parent goal is not necessarily satisfiable. It is
very important to notice that the property of being ”necessarily satisfiable” is
a little bit different in the context of the case operator. Indeed, here, a subgoal
is necessarily satisfiable only if its associated condition is true. For the other
operators, when a goal is declared to be necessarily satisfiable, it is true in any
context. This characteristic is particularly useful for the proof process.

B1 B2
case case

B1 B2
casecase

B2

A

B1

A
condB2 condB2condB1 condB1

A
condB2condB1

B1 B2

A
condB2condB1

Fig. 9. Case operator composition semantics

3.8 Iter operator

This operator is an unary one. The main difference between this operator and the
others is that its behaviour depends on the satisfaction condition of the parent
goal. The decomposition semantics of this operator states that the parent goal
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will be satisfied after several satisfaction steps of the subgoal. In other words,
the satisfaction condition of the subgoal must be true several times in order the
satisfaction condition of the parent goal to become true.

This operator is very important because it takes into account a progress
notion inside a goal solving process. For example, let suppose that the satisfaction
condition of the parent goal A is ”to be in (x, y) location”. Let suppose that the
agent can only move one step at a time. As a consequence, the solving of A

must be decomposed into n solving of the subgoal ”move one step”, n being the
number of steps between the current location of the agent and the desired final
location.

This operator can only be used when the satisfaction of the subgoal implies
a progress in the satisfaction of the parent goal. In other words, each time the
subgoal is satisfied, the satisfaction of the parent must be closer. However, some-
times it is possible that the subgoal can not be satisfied (because the context
of the agent has changed for example). In this case, the satisfaction degree of
the parent goal stays at the same level and the subgoal must be solved again.
The important characteristic of this operator is that the satisfaction level of the
parent goal can not regress after a satisfaction step of the subgoal, even if this
step has failed. If it is the case, it means that the Iter operator should not have
been used. The proof schema associated to the Iter operator helps to verify this
property.

The overall behaviour of the operator described in the previous paragraph is
summarised by the associated satisfy function given in figure 10.

boolean satisfy(Iter(sc,B)) :

boolean satisfied;

repeat

repeat

satisfied = solve(B);

until (satisfied or sc)

until (sc)

return true;

Fig. 10. Iter satisfaction algorithm

The goals types composition semantics of this operator is summarised in
figure 11. It shows that the subgoal can be either necessarily satisfiable either not.
However, the parent goal is always necessarily satisfiable. Indeed, the behaviour
of the operator implies that the solving process of the subgoal stops when the
satisfaction condition of the parent goal is true which implies that this one is
necessarily satisfiable.

3.9 Comparison with other works

Other works on goals management of an agent propose mechanisms to express
relations between goals or subgoals. In this paragraph, two of them are detailed
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iter

A

B

iter

A

B

Fig. 11. Iter composition semantics

in order to be precisely compared with GDT. In GOAL [2], the authors propose
a global logical framework in order to formalise the goal management behaviour
of an agent. In this framework, the state of an agent is defined by a mental state
< B,G > which consists of the beliefs and goals of the agent. Beliefs and goals
are modelled by logical formula: B(F ) is a belief and G(F ) is a goal, F being a
logical formula.

In this framework, a goal cannot be deduced from the set of beliefs. When
a goal is achieved, it (and all of its logical consequences) is removed from the
goals base. Then it is added to the set of beliefs.

The behaviour of the agent is specified by a set of conditional actions. A
conditional action is a pair φ → do(a) where φ is a condition (a logical formula)
and a is an action. There are three kinds of actions:

– beliefs management actions: theses actions allow to manage the set of beliefs:
• ins(φ) adds B(φ) to the set of beliefs,
• del(φ) deletes B(φ) from the set of beliefs;

– goal management actions: these actions allow to explicitly manage goals:
• adopt(φ) adds G(φ) to the set of goals,
• drop(φ) deletes G(φ) from the set of goals;

– basic actions: these actions are described by a semantic functionτ , a partial
function that modifies the set of beliefs of the agent.

For instance, here is how our SeqAnd operator could be translated in Goal.
Let suppose that A is a goal that is decomposed in SeqAnd(X,Y), That is to say
SeqAnd(X,Y) ⇒ A.

The behaviour of the agent corresponding to the resolution of the goal A can
then be described by the following conditional actions:

– G(A) ∧ ¬B(X) → do(adopt(X)) (if A must be solved and X is not yet
believed, then X becomes a goal of the agent);

– G(A) ∧ B(X) ∧ ¬B(Y ) → do(adopt(Y )) (if A must be solved and X has
already been achieved (and is thus a belief), then Y becomes a goal of the
agent);

– G(A)∧B(X)∧B(Y ) → do(ins(A)) (if A must be solved and X and Y have
been achieved, then A is achieved and can be added to the set of beliefs of
the agent. It will also be removed from the set of goals of the agent because
Goal agents implement the blind commitment strategy).

Of course, it is assumed that there are also rules to solve goals X and Y which
are not detailed here. However, with our model, X and Y are removed from the
set of goals remaining to solve by the agent after the resolution of A. This can
not be expressed in GOAL because conditional actions can not be combined, for
instance to be sequentialised. More generally, the hierarchical structure of our
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model allows a progressive specification of the agent behaviour which is more
difficult with Goal. Last but not least, more elements can be proven with our
model than with GOAL. For example, relations between goals like ”ITER” can
not be proven with GOAL. Last but not least, our model allows to perform
proofs using first order logic which is not the case with GOAL.

Our decomposition operators can also be compared to the Quality Accumu-
lation Functions (QAF) proposed in TAEMS [13]. TAEMS is a modelling lan-
guage allowing to describe activities of agents operating in environments where
responses by specific deadlines may be required. That’s why TAEMS represents
agent activities in terms of task structures at multiple levels of abstraction, each
with a deadline. A task is described by a name, an arrival time, an earliest start
time and a deadline. A task structure is a graph where tasks can be decomposed
into subtasks using QAFs. A QAF specifies how the quality of a task can be
computed using qualities of its substasks. The quality of a task evaluates the
level of completion of the task. Let notice that an important difference between
QAF and decomposition operators is that QAF are used in a bottom-up process
whereas decomposition operators are used in a top-down process. Indeed, sub-
tasks must have been completed (even with a 0 quality) before the QAF can be
used to compute the quality of the supertask. On the contrary, a decomposition
operator is used to choose and order the subgoals to be solved in order to satisfy
the parent goal.

4 The GDT design process

A Goal Decomposition Tree (GDT) specifies how each goal can be solved by an
agent. More precisely, the root node of the tree is associated to the main goal of
the agent, i.e. the one which is assigned to the agent by the used agentification
method ([10] [15]). If this goal is achieved by the agent, the agent is considered
to be satisfied from the multiagent system point of view. The tree describes how
this goal can be decomposed in order to be achieved using a solution which must
be the most adapted to the agent context as possible. Notice that the overall
tree can be seen as a collection of local plans allowing to solve each goal. A
local plan corresponds to a Local Decomposition Tree associated to a subgoal.
The main difference with plans used in [1] is that, in a GDT, they are organised
hierarchically. A GDT is very close to the tasks graph used in TAEMS [13].
This graph describes relationships between tasks an agent may have to achieve.
Nevertheless, tasks are not goals because their satisfaction is not evaluated by a
satisfaction condition (or a predicate) but by a quality measure. In TAEMS, a
graph, instead of a tree, is needed because relations between goals, different from
decomposition ones, can be expressed. For example, one can specify that solving
one goal can prevent from solving another one. This kind of relation can not be
directly specified in a GDT but they are not really needed. Indeed, unlike the
tasks graph proposed by TAEMS, a GDT is not used by the agent to perform
planning tasks but to specify a behaviour which can for example be the result
of such planning tasks.

The building process of the GDT consists of four steps. In a first step, a
tree must be built by the designer, starting from the main goal of the agent
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using a top-down process. This first step allows to introduce subgoals with their
satisfaction condition, elementary goals with their associated actions and also
decomposition operators. The designer must also decide for each goal if it is
lazy or not. During this step, the designer must also define invariants associated
to the tree. These invariants specify properties of the problem to be solved by
the MAS which must always be true during the life of agents of the system. For
example, in a prey/predator problem, an invariant specifies that “only one agent
can be located in a given cell of the grid”. These invariants are used during the
proof process.

In order to make the building process of the tree easier, we are currently
defining what can be seen as design patterns i.e. rules which can be used to
choose the right operator in particular contexts. For example a rule is focused
on the problem of interdependency between goals. When this property exists
between two goals A and B, it means that the satisfaction of A has an influence
on the satisfaction of B. When detected, this property can help to guide the
choice of the decomposition operator. For example, let suppose that a goal G

can be satisfied if two subgoals B and C are satisfied. The And operator may
be used to model this hypothesis. But if another hypothesis indicates that the
satisfaction of B can prevent from the satisfaction of C, the And operator can
not be used anymore, but must be replaced by the SeqAnd operator.

In the second step of the GDT design process, the designer must decide for
each elementary goal if it is necessarily satisfiable or not. In a third step, the
type of each intermediate goal, as far as satisfiability is concerned, is computed
using the goals types composition semantics of each used decomposition opera-
tor. Unlike the first step, this step is a down-top process. During this process,
inconsistencies or potential simplifications can be detected. In that case, the first
step must be executed again in order to modify the tree. Figure 12 shows such
a simplification for the SeqOr operator which can be detected during this step.
The first tree can be replaced by the second tree because if the first subgoal of
a SeqOr is a necessarily satisfiable one, the second subgoal will never be solved
(see the definition of the decomposition semantics of this operator in section 3.4).

A

A subtree

A

A subtree

seqand

R

L

L subtree

seqand

R

L

L subtree

G

B

B substree

seqor

Fig. 12. Tree simplification with SeqOr
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Once the three first steps have been achieved, a proof of the tree can be built
in a fourth step. The process used to achieve this proof is described in [4] . Again,
this step can lead to detect inconsistencies in the tree based on proof failures. In
a last step, the validated tree is used to build the behaviour automaton of the
agent which can then be implemented. This process is also described in [11].

As explained before, the building of the tree leads also to the definition of
variables and actions of the agent which are essential parts of an agent model.
As a consequence, the GDT and the associated design process can be seen as a
design tool for a validated agent model in the context of a MAS design.

5 Comparison with other goal-oriented models

Model Goal
Expression

Goal
management
hypotheses

Action
kinds

Plan
language
(operators)

Winikoff satisfaction
failure

DS, DI, CG,
PG, KG

GA, BI,
BD, BAN

sequencing,
parallelism,
conditional
selection

AgentSpeak none none GA, GD,
BI, BD,
BAN

and, condi-
tional selection
(context)

Goal satisfaction DS GA, GD,
BI, BD,
BAS

only atomic
conditional
actions

GDT satisfaction DS GA, GD,
BI, BD
derived
from the
GDT,
BAS

many

Table 1. Goal management comparison

The table 1 compares our agent model with a few other ones with a goal
oriented point of view: Winikoff et al’s model [14], AgentSpeak [9] and GOAL
[2]. In the Goal expression column, it is specified whether a formal satisfaction
condition and a formal failure condition is expressed for each goal in the model.
For the models having only a procedural point of view, like AgentSpeak, there
is no formal expression of goals. Only the Winikoff’s model explicitly gives a
formal failure condition, making a distinction between a plan failure and a goal
failure.

Among the Goal management hypotheses, we distinguish the five characteris-
tics described in [14, 8]. The Drop Successful attitude (DS) consists in dropping
a goal that is satisfied. The Drop Impossible attitude (DI) consists in dropping
a goal that becomes impossible to satisfy. Goals are persistent (PG) if a goal is
dropped only if it has been achieved or if it becomes impossible to solve. The
other characteristics correspond to constraints on the goal management process.
The Consistent Goals property (CG) is satisfied if the set of goals the agent has
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to solve must be consistent (if a is a goal, not(a) cannot be a goal). Finally, the
Known Goals (KG) property specifies that the agent must know the set of all
its goals. The model we propose does not need CG, KG and PG constraints to
be verified.

In the Action kinds column, we precise what kind of actions the language
provides. These actions can be divided into 3 types: actions concerning goals
management (goal dropping GD, goal adoption GA), actions concerning beliefs
management (belief insertion BI, belief deletion BD) and all other actions that
we call Basic Actions. These actions may be Specified in the language (BAS) or
only Named (BAN). BAS are essential to allow a proof process.

Finally, in the last column, we tried to enumerate the Goal decomposition
operators provided by the language. For the model described in this paper, see
section 3. The plan language of Goal is rather a rule language. But for each rule,
only one action may be executed: there is, for instance, no sequence operator. In
a GDT, plans rely on goal decompositions, and as a consequence, the expressivity
of our plan language is also the expressivity of our goal decomposition language.

6 Conclusion
In this article, we presented a goal-oriented behaviour model of an agent relying
on a Goal Decomposition Tree. The goal notion is central in the development of
an agent. This appears for instance in the desires concept of the BDI model, or
is the basis of other methods such as Goal or Moise ([2], [5]). Using a decompo-
sition tree, the user can progressively specify the behaviour of an agent. Thus,
goals and plans are closely linked: the decomposition tree of a goal is the plan
associated to this goal. A part of goal decomposition operators involves undeter-
minism, which is necessary for autonomous agents. Of course, using our model,
an agent designer must specify each goal by a satisfaction condition. This may
seem difficult, but the experience shows that rapidly, unexperimented designers
can write the right satisfaction condition. Moreover, this model can be verified
using our proof method. The model can then be automatically translated into a
behaviour automaton which is, as a consequence, validated also. This automaton
can then be implemented inside agents which can be developped using any MAS
development platform. However, the design and the proof process are strongly
disconnected. So, the designer can develop the GDT without taking care of the
proof process. This model has been used to specify prey agents behaviour inside
a prey/predator system [11]. The resulting GDT contains sixteen nodes. This
system have been also verified using the produced GDT. As shown before, this
model can be seen as a tool for agents design. That’s why we are going to de-
velop an interpreter which can directly simulate the behaviour of agents from
their GDT. The idea is to obtain, as in TAEMS, a method for fast prototyping
with validation in parallel.
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Abstract. Agents need to be able to change their beliefs; in particular, they
should be able to contract or remove a certain belief in order to restore con-
sistency to their set of beliefs, and revise their beliefs by incorporating a new
belief which may be inconsistent with their previous beliefs. An influential the-
ory of belief change proposed by Alchourron, Gärdenfors and Makinson (AGM)
[1] describes postulates which a rational belief revision and contraction opera-
tions should satisfy. The AGM postulates have been perceived as characterising
idealised rational reasoners, and the corresponding belief change operations are
considered unsuitable for implementable agents due to their high computational
cost [3]. The main result of this paper is showing that an efficient (linear time) be-
lief contraction operation nevertheless satisfies all but one of the AGM postulates
for contraction. This contraction operation is defined for a realistic rule-based
agent which can be seen as a reasoner in a very weak logic; although the agent’s
beliefs are deductively closed with respect to this logic, checking consistency and
tracing dependencies between beliefs is not computationally expensive. Finally,
we give a non-standard definition of belief revision in terms of contraction for
our agent.

1 Introduction

Two main approaches to belief revision have been proposed in the literature: AGM
(Alchourron, Gärdenfors and Makinson) style belief revision as characterised by the
AGM postulates [1] and reason-maintenance style belief revision [2]. AGM style belief
revision is based on the ideas of coherence and informational economy. It requires that
the changes to the agent’s belief state caused by a revision be as small as possible. In
particular, if the agent has to give up a belief in A, it does not have to give up believing
in things for which A was the sole justification, so long as they are consistent with the
remaining beliefs. Classical AGM style belief revision describes an idealised reasoner,
with a potentially infinite set of beliefs closed under logical consequence.

Reason-maintenance style belief revision, on the other hand, is concerned with
tracking dependencies between beliefs. Each belief has a set of justifications, and the
reasons for holding a belief can be traced back through these justifications to a set of
foundational beliefs. When a belief must be given up, sufficient foundational beliefs
have to be withdrawn to render the belief underivable. Moreover, if all the justifications
for a belief are withdrawn, then that belief itself should no longer be held. Most im-
plementations of reason-maintenance style belief revision are incomplete in the logical
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sense, but tractable. A more detailed comparison of the two approaches can be found
in, for example, [3].

In this paper, we present an approach to belief revision and contraction for resource-
bounded agents which is a synthesis of AGM and reason-maintenance style belief re-
vision. We consider a simple agent consisting of a (finite) state and a (finite) agent
program which executes in at most polynomial time. The agent’s state contains literals
representing the beliefs of the agent, and the agent’s program consists of rules which
are used to derive new beliefs from its existing beliefs. When the agent discovers an
inconsistency in its beliefs, it removes sufficient beliefs (literals) to restore consistency.
Our algorithm for belief contraction is similar to algorithms used for propagating de-
pendencies in reason-maintenance systems, but we show that our approach satisfies all
but one of the basic AGM postulates (the recovery postulate is not satisfied). The be-
lief revision and contraction operations which we define compare in space and time
complexity to the usual overhead of computing the conflict set and firing rules in a
rule-based system. The basic contraction algorithm runs in time O(kr + n), where n
is the number of literals in the working memory, r is the number of rules and k is the
maximal number of premises in a rule. We show how out algorithms can be adapted to
remove the agent’s least entrenched beliefs when restoring consistency. Recomputing
entrenchment order of beliefs also has sub-quadratic complexity. Finally, we discuss
definition of belief revision in terms of contraction for our agent, and show that using
the Levi identity does not lead to the best result. We propose an alternative definition,
and show that the resulting operation satisfies all but one of the basic AGM postulates
for revision.

The paper is organised as follows. In Section 2, we introduce the AGM belief revi-
sion. In Section 3, we describe the rule-based resource-bounded reasoners. In Section 4,
contraction algorithms for those reasoners is defined, and shown to run in linear time.
The main result of the paper is in Section 5, where we define the logic under which the
beliefs of our reasoners are closed, and show that the basic postulates for contraction,
apart from recovery, hold for the contraction operations we defined. In Section 6, we
show how to extend the algorithm to contract by a least preferred set of beliefs, using
a preference order on the set of beliefs. In Section 8, we discuss related work, and in
Section 9, we conclude.

2 AGM belief revision

The theory of belief revision as developed by Alchourron, Gärdenfors and Makinson
in [4, 1, 5] models belief change of a idealised rational reasoner. The reasoner’s beliefs
are represented by a potentially infinite set of beliefs closed under logical consequence.
When new information becomes available, the reasoner must modify its belief set to
incorporate it. The AGM theory defines three operators on belief sets: expansion, con-
traction and revision. Expansion, denoted K + A, simply adds a new belief A to K and
the resulting set is closed under logical consequence. Contraction, denoted by K

.− A,
removes a belief A from from the belief set and modifies K so that it no longer entails
A. Revision, denoted K

.
+ A, is the same as expansion if A is consistent with the cur-
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rent belief set, otherwise it minimally modifies K to make it consistent with A, before
adding A.

Contraction and revision cannot be defined uniquely, since in general there is no
unique maximal set K ′ ⊂ K which does not imply A. Instead, the set of ‘rational’
contraction and revision operators is characterised by the AGM postulates [1]. Below
Cn(K) denotes closure of K under logical consequence.

The basic AGM postulates for contraction are:

(K .−1) K
.− A = Cn(K .− A) (closure)

(K .−2) K
.− A ⊆ K (inclusion)

(K .−3) If A /∈ K , then K
.− A = K (vacuity)

(K .−4) If not � A, then A /∈ K
.− A (success)

(K .−5) If A ∈ K , then K ⊆ (K .− A) + A (recovery)
(K .−6) If Cn(A) = Cn(B), then K

.− A = K
.− B (equivalence)

The basic postulates for revision are:

(K
.
+1) K

.
+ A = Cn(K

.
+ A)

(K
.
+2) A ∈ K

.
+ A

(K
.
+3) K

.
+ A ⊆ K + A

(K
.
+4) If {A} ∪K is consistent, then K + A = K

.
+ A1

(K
.
+5) K

.
+ A is inconsistent if, and only if, A is inconsistent.

(K
.
+6) If Cn(A) = Cn(B), then K

.
+ A = K

.
+ B

The AGM theory elegantly characterises rational belief revision for an ideal rea-
soner. However it has been argued that the definition of the expansion, contraction and
revision operators on belief sets and the resulting assumption of logical omniscience,
means that it cannot be applied to resource-bounded reasoners. For example, Doyle [3]
states: ‘. . . to obtain a practical approach to belief revision, we must give up both log-
ical closure and the consistency and dependency requirements of the AGM approach’
(p.42).

In the next section, we present a reasoner which has bounded memory and im-
plements a polynomial (sub-quadratic) algorithm for belief contraction. In subsequent
sections we show that it nevertheless satisfies the AGM postulates for rational belief
contraction apart from (K .− 5). We achieve this by weakening the language and the
logic of the reasoner. However, the reasoner is still realistic enough in that it corresponds
to a typical rule-based agent.

3 Resource-bounded agents

We consider a simple resource-bounded agent consisting of a finite state and a finite
agent program. The agent’s state or working memory (WM ) contains literals (propo-
sitional variables or their negations) representing the beliefs of the agent. The agent’s
program consists of a set of rules of the form:

A1, . . . , An → B
1 We replaced ‘¬A �∈ K’ with ‘{A} ∪ K is consistent’ here, since the two formulations are

classically equivalent.
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where A1, . . . , An, B are literals. The agent repeatedly executes a sense-think-act cycle.
At each cycle, the agent adds any observations (including communications from other
agents) to its existing beliefs in WM and then fires its rules on the contents of WM .

We distinguish two models of rule application by the agent. In the simplest case,
which we call the quiescent setting for belief revision, the agent fires all rules that match
until no new rule instances can be generated (note that this takes at most polynomial
time). In the quiescent setting, WM is closed under the agent’s rules: all literals which
can be obtained by the repeated application of rules to literals in the WM , are in WM .
An example of a rule-based system which fires rules to quiescence is SOAR [6]. An-
other model of rule application, which is perhaps more interesting, is the non-quiescent
case, which we call the non-quiescent setting for belief revision. In the non-quiescent
setting, we look at revising the agent’s beliefs after the application of one or more rules
but before all the rule instances have been fired. This setting is natural when considering
many rule-based systems, such as CLIPS [7], which fire one rule instance at a time.

Periodically, e.g., at the end of each cycle, or after each rule firing, the agent checks
to see if its beliefs are consistent. If A is a literal, we denote by A− the literal of the
opposite sign, that is, if A is an atom p, then A− is ¬p, and if A is a negated atom ¬p,
then A− is p. We say that WM is inconsistent iff for some literal A, both A and A− are
in WM . For each pair {A, A−} ⊆ WM , the agent restores consistency by contracting
by one element of each pair. Note that we only consider contraction by literals—rules
are part of the agent’s program and are not revised.

In the next section, we assume that the choice of whether to contract by A or A− is
arbitrary, as is the choice of literals to remove during contraction. Later we show how to
incorporate preference orderings over the beliefs in WM to contract by a least preferred
set of literals.

4 Contraction

We define resource-bounded contraction by a literal A as the removal of A and sufficient
literals from WM so that A is no longer derivable using the rules which constitute the
agent’s program. In this section, we present a simple algorithm for resource-bounded
contraction and show that it runs in time linear in kr + n, where r is the number of
rules in the agent’s program, k is the maximal number of premises in a rule, and n is
the number of literals in the working memory.

We assume that WM consists of a list of cells. Each cell holds a literal and its
associated dependency information in form of two lists, a dependencies list and a jus-
tifications list.2 Both lists contain pointers to justifications, which correspond to fired
rule instances; each justification records the derived literal, the premises of the rule, and
(for efficiency’s sake) back-pointers to the dependencies and justifications lists which
reference them. We will denote a justification as (A, [B C]) or (A, s) where A is the
derived literal and [B C] or s is the list of premises of the rule (or support list). Each
s has a distinguished position w which contains the ‘weakest’ member of s. Later we

2 In the interests of brevity, we will refer to the cell containing the literal A as simply A when
there is no possibility of confusion.
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will show how to give a concrete interpretation to the notion of ‘weakness’ in terms of
preferences; for now, we assume that w is the first position in s, or is chosen randomly.

The dependencies list of A contains the justifications for A. For example, the depen-
dencies list [(A, [B C]) (A, [D])] means that A can be derived from B and C (together)
and from D (on its own). In the quiescent setting, the dependencies list of A corre-
sponds to all rules which have A in the consequent and where premises are actually in
working memory. In the non-quiescent setting, the dependencies list corresponds only
to the rules which have been fired so far. If A is an observation, or was present in WM
when the agent started, its dependencies list contains a justification (A, [ ]) with an
empty support. The justifications list of A contains all the justifications where A is a
member of a support. For example, if the dependencies list of C contains a justification
(C, [A B]), then A’s justifications list contains the justification (C, [A B]).

The dependencies and justifications lists are updated whenever a rule is fired. For
example, when firing the rule E, F → B, we check to see if B is in working memory,
and, if not, add a new cell to WM containing the literal B. We also add the justification
(B, [E F ]) to the dependencies list for B and to the justifications lists of E and F .

The algorithm for contraction is very simple:

Algorithm: contraction by A

Loop 1: for each justification (C, s) in A’s justifications list,
remove (C, s) from C’s dependencies list and from the
justifications list of each literal in s.

Loop 2: for each justification (A, s) in A’s dependencies list,
if s is empty:

remove (A, s);
else:

contract by the literal s[w];

Finally, delete the cell containing A.

The contraction algorithm consists of two main loops. Loop 1 traverses the justifi-
cations list, and for every justification in it, removes all references to the justification.
We assume that removing a reference to a justification is a constant time operation, due
to the use of back-pointers. If a justification corresponds to a rule with k premises, there
are k + 1 pointers to it: one from the dependencies list of the derived literal, and k from
the justifications lists of the premises. Loop 2 traverses the dependencies list, and for
each justification there, either removes it (if it has an empty support), or recurses to
contract by the weakest member of the support list, w. The total number of steps the al-
gorithm performs in the two loops is proportional to the total length of all dependencies
and justifications lists involved. The maximal number of justification objects with non-
empty supports is r, where r is the number of rules. The number of references to each
justification object with a non-empty support is k + 1, where k is the maximal number
of premises in a rule. So the maximal number of steps is r × (k + 1) for justifications
with non-empty supports (assuming that each support can be updated in constant time),
plus at most n for the justifications with empty supports, where n is the number of lit-
erals in WM . The last step in the contraction algorithm (removing a cell) is executed at
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most n times, and we assume that access to a cell given its contents takes constant time.
The total running time is therefore O(kr + n).

4.1 Reason-maintenance type contraction

The algorithm above can be modified to perform reason-maintenance type contraction.
Reason-maintenance contraction by A involves removing not just those justifications
whose supports contain A, but also all beliefs which have no justifications whose sup-
ports do not contain A. In this case, in addition to removing the justifications in A’s
justifications list from other literals’ dependencies lists, we check if this leaves the de-
pendencies list of the justified literal empty. If so, we remove the justified literal and
recurse forwards, following links in its justifications list. This adds another traversal of
the dependencies graph, but the overall complexity remains O(kr + n).

5 The agent’s logic and AGM postulates

In this section, we present a weak logic W and show that our rule-based agent can be
seen as a fully omniscient reasoner in W : namely, its belief set is closed with respect to
derivability in W .

Consider a propositional language LW where well-formed formulas are either (1)
literals, or (2) formulas of the form A1 ∧ . . . ∧ An → B, where A1, . . . , An, B are lit-
erals. Note that there is a clear correspondence between an agent’s rules and the second
kind of formula. We will refer to the implication corresponding to a rule R as R, where
it cannot cause confusion.

A logic W in the language LW contains a single inference rule, generalised modus
ponens:

A1, . . . , An, A1 ∧ . . . ∧An → B
B

The notion of derivability in the logic is standard. We denote derivability in this logic
by �W and the corresponding consequence operator by CW .

W is obviously much weaker than classical logic. In particular, the principle of
excluded middle does not hold, so A → B and A− → B do not imply B. For any
finite set Γ of implications and literals, CW (Γ ) is finite. It contains exactly the same
implications and literals as Γ , plus possibly some additional literals derived by the
inference rule. All such additional literals occur as consequents of the implications in
Γ .

Let WM be the set of literals in working memory, andR the set of the agent’s rules.

Proposition 1. For any literal A, WM ∪ R �W A iff A ∈ WM after running R to
quiescence.

The proposition above means that the set comprising the agent’s beliefs is closed
under consequence if the agent runs all its rules to quiescence: WM ∪R = CW (WM ∪
R) after running R to quiescence.
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Somewhat surprisingly, an agent which does not run its rules to quiescence can also
be seen as a totally rational and omniscient reasoner in W — provided we only include
the rules which actually have been fired in its beliefs.

Assume that a subset R′ of the agent’s rules R are fired.

Proposition 2. Let R′ ⊆ R; then for any literal A, WM ∪ R′ �W A iff A ∈ WM
after firing the rules R′.

In other words, in the non-quiescent setting, WM ∪ R′ = CW (WM ∪ R′) where
R′ is the set of rules fired.

By the belief state K of the agent we will mean the set of literals in its working
memory and the set of rules which have been fired.

K
df
= CW (WM ∪R′) (1)

By K
.− A we will denote the result of applying our contraction by A algorithm to K .

Now we can show that AGM belief postulates are satisfied for our agent.

Proposition 3. .− satisfies (K .−1)–(K .−4) and (K .−6).

Proof: Given that K is closed under consequence, and contraction removes literals
and recursively destroys rule instances used to derive them, no new rule instances can
be generated after the algorithm completes. So K

.− A is still closed under consequence
and K .−1 holds. K .−2 holds because .− deletes literals from the working memory without
adding any, K .−3 is satisfied for the same reason. K .−4 states that after a contraction by
A, A is no longer in the working memory. Since the contraction algorithm removes A
as its last step, A is indeed not in the working memory after the algorithm is executed.
K .−6 is trivially valid, since for any literal A, CW (A) = {A}. �

Proposition 4. .− does not satisfy K
.−5.

Proof: Suppose we have a single rule R = A → B and WM = {A, B}. After
contraction by B, WM is empty. When we expand by B, WM contains only B. �

The recovery postulate is the most controversial of the AGM postulates [8], and
many contraction operations defined in the literature do not satisfy it. We can satisfy
K .−5 in our setting, if we are prepared to re-define the expansion operator. We simply
save the current state of working memory before a contraction, and restore the previous
state of WM if we have a contraction followed by an expansion by the same literal.
More precisely, to expand by a literal A, we first check if the previous operation was
contraction by A, and if so we restore the previous state of working memory. Otherwise
we add A to the contents of WM and run (a subset of) the agent’s rules. This requires
O(n) additional space, where n is the size of the working memory.

6 Preferred contractions

So far we have assumed that the choice of literals to be removed during contraction
is arbitrary. However, in general, an agent will prefer some contractions to others. For
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example, an agent may prefer to remove the smallest set of beliefs necessary to restore
consistency, or to remove those beliefs which are least strongly believed. The prob-
lem of computing a minimal set of beliefs which, if deleted, would restore consistency
is exponential in the size of working memory, and approaches based on this type of
‘minimal’ contraction and revision do not sit comfortably within our resource-bounded
framework. In this section we focus instead on contractions based on preference orders
over individual beliefs, e.g., degree of belief or commitment to beliefs. We show that
computing the most preferred contraction can be performed in time linear in kr + n.

We distinguish independent beliefs, beliefs which have at least one non-inferential
justification (i.e., a justification with an empty support), such as observations and the
literals in working memory when the agent starts. We assume that an agent associates
an a priori quality with each non-inferential justification for its independent beliefs.
For example, communicated information may be assigned a degree of reliability by its
recipient which depends on the degree of reliability of the speaker; percepts may be
assumed to be more reliable than communicated information and so on. For simplicity,
we assume that quality of a justification is represented by non-negative integers in the
range 0, . . . , m, where m is the maximum size of working memory. A value of 0 means
lowest quality and m means highest quality. We take the preference of a literal A, p(A),
to be that of its highest quality justification:

p(A) = max{qual(j0), . . . , qual(jn)},

where j0, . . . , jn are all the justifications for A, and define the quality of an inferential
justification to be that of the least preferred belief in its support:3

qual(j) = min{p(A) : A ∈ support of j}.

This is similar to ideas in argumentation theory: an argument is only as good as its weak-
est link, yet a conclusion is at least as good as the best argument for it. This approach
is also related to Williams ‘partial entrenchment ranking’ [9] which assumes that the
entrenchment of any sentence is the maximal quality of a set of sentences implying it,
where the quality of a set is equal to the minimal entrenchment of its members. While
this approach is intuitively appealing, nothing hangs on it, and any preference order
over literals is consistent with the postulates. For example, the preference of a derived
literal could be a property of the rule or given by some function of the preferences of
its antecedents.

To perform a preferred contraction, we preface the contraction algorithm given
above with a step which computes the preference of each literal in WM and for each
justification, finds the position of a least preferred member of support. We conduct this
process in stages, starting with the most preferred independent beliefs. Note that unless
WM is empty, it always contains at least one literal with a justification whose support
is empty (otherwise nothing could be used to derive other literals) and at least one of
those independent literals is going to have the maximal preference value of literals in

3 For simplicity, in what follows we assume reason-maintenance style contraction. To compute
preferences for coherence-style contraction we can assume that literals with no supports (as
opposed to an empty support) are viewed as having an empty support of lowest quality.
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WM even when all other preferences are computed (since a derived literal cannot have
a higher preference than all of the literals in justifications for it). Assume we have a
list ind of justifications with an empty support (A,[],q), where q is the quality
of the empty support. We associate a counter c(j) with every justification j = (A,
s). Initially c(j) is set to be the length of s. When c(j) is 0, the preferences of all
literals in s have been set.

Algorithm: preference computation

Order ind in descending order by q.

While there is j=(A,[],q) in ind with A unmarked, repeat:

take first unmarked j=(A,[],q) in ind
mark A; p(A) = q; propagate(A,q)

Procedure: propagate(A, q)

for each j =(B,s) in A’s justifications list, decrement c(j);

if c(j) = 0:
qual(j) = q;
w(s) = A’s position in s;

if B is unmarked:
mark B,
p(B) = q;
propagate(B,q)

We then simply run the contraction algorithm, to recursively delete the weakest member
of each support in the dependencies graph of A.

We define the worth of a set of literals as worth(Γ ) = max{p(A) : A ∈ Γ}. We
can prove that our contraction algorithm removes the set of literals with the least worth.

Proposition 5. If WM was contracted by A and this resulted in removal of the set of
literals Γ , then for any other set of literals Γ ′ such that WM − Γ ′ does not imply A,
worth(Γ ) ≤ worth(Γ ′).

Proof: if A 	∈ WM , the statement is immediate since Γ = ∅. Assume that A ∈
WM . In this case, A ∈ Γ and A ∈ Γ ′ (otherwise WM − Γ and WM − Γ ′ would
still derive A). It is also easy to see that A is the maximal element of Γ , because a
literal B is in Γ if either (1) B = qual(ji) for some justification ji for A, and since
p(A) = max(qual(j0), ..., qual(jn)), p(B) ≤ p(A); or (2) B is a least preferred
element of a support set for some literal A depends on, in which case its preference is
less or equal to the preference of the literal it is justification for, which in turn is less
or equal to p(A). So, since A is an element of both Γ and Γ ′, and A has the maximal
preference in Γ , then worth(Γ ) ≤ worth(Γ ′). �

Computing preferred contractions involves only modest computational overhead.
The ordering of ind takes O(n log n) steps; ind is traversed once, which is O(n);
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propagate traverses each justifications list once, which is O(kr) (setting the w in-
dex in each support can be done in constant time, assuming that the justifications list of
each literal A actually contains pairs, consisting of a justification and the index of A’s
position in the support list of the justification). The total cost of computing the prefer-
ence of all literals in WM is therefore O(n log n + kr). As the contraction algorithm is
unchanged, this is also the additional cost of computing a preferred contraction.

7 Revision

In the previous sections we described how to contract by a belief. Now let us consider
revision, which is adding a new belief in a manner which does not result in an incon-
sistent set of beliefs. For simplicity, we will consider revision in a quiescent setting
only.

If the agent is a reasoner in classical logic, revision is definable in terms of contrac-
tion and vice versa. Given a contraction operator .− which satisfies postulates (K .−1)–

(K .−4) and (K .−6), a revision operator
.
+ defined as K

.
+ A

df
= (K .− ¬A) + A (Levi

identity) satisfies postulates (K
.
+1)–(K

.
+6). Conversely, if a revision operator satisfies

(K
.
+1)–(K

.
+6), then contraction defined as K

.− A
df
= (K

.
+ ¬A) ∩K (Harper identity)

satisfies postulates (K .−1)–(K .−6) (see [5]).
However, revision and contraction are not inter-definable in this way for an agent

which is not a classical reasoner, in particular, a reasoner in a logic for which it does
not hold that K + A is consistent if, and only if, K 	� A−. If we apply the Levi identity
to the contraction operation defined earlier, we will get a revision operation which does
not satisfy the revision postulates. One of the reasons for this is that contracting the
agent’s belief set by A− does not make this set consistent with A, so (K .− A−) + A
may be inconsistent.

Let us instead define revision by A as (K+A) .− ⊥ (add A, close under consequence
and eliminate all contradictions)

Algorithm: revision by A

Add A to WM;
Run rules to quiescence;

while there is a pair (B, B-) in WM:
contract by the least preferred member of the pair

However, even for this definition of revision, not all basic AGM postulates are sat-
isfied.

Proposition 6. The revision operation defined above satisfies (K
.
+1) and (K

.
+3) – (K

.
+6).

Proof. (K
.
+1) is satisfied because when we do

.
+, we run the rules to quiescence. (K

.
+3)

is satisfied because the construction of K
.
+ A starts with A being added to WM which

is then closed under consequence (which is K + A), and after that literals can only be
removed from WM . (K

.
+4) holds because, if adding A does not cause an inconsistency,
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then K
.
+ A = K+A by the definition of

.
+. (K

.
+5) holds trivially because A and K

.
+ A

are never inconsistent. Finally, recall that in the agent’s logic, Cn(A) = Cn(B) only if
A = B, so (K

.
+6) holds trivially.

The reason why (K
.
+2), or the property that A ∈ K

.
+ A, does not hold, is simple.

Suppose we add A to K and derive some literal B, but B− is already in WM and has
a high preference value (higher than B). Then we contract by B, which may well result
in contraction by A.

One could question whether (K
.
+2) is a desirable property; it has been argued in

[10] that an agent which performs autonomous belief revision would not satisfy this
postulate in any case. However, if we do want to define a belief revision operation
which satisfies this postulate, we need to make sure that A has a higher preference value
than anything else in working memory, and that A on its own cannot be responsible for
an inconsistency. One way to satisfy the first requirement is to use a preference order
based on timestamps: more recent information is more preferred. To satisfy the second
requirement, we may postulate that the agent’s rules are not perverse. We call a set of
rulesR perverse if there is a literal A such that runningR to quiescence on WM = {A}
results in deriving a contradiction {B, B−} (including the possibility of deriving A−).
This is equivalent to saying that no singleton set of literals is exceptional in the sense of
[11].

8 Related work

AGM belief revision is generally considered to apply only to idealised agents, because
of the assumption that the set of beliefs is closed under logical consequence. To model
Artificial Intelligence agents, an approach called belief base revision has been pro-
posed (see for example [12–15]). A belief base is a finite representation of a belief
set. Revision and contraction operations can be defined on belief bases instead of on
logically closed belief sets. However the complexity of these operations ranges from
NP-complete (full meet revision) to low in the polynomial hierarchy (computable using
a polynomial number of calls to an NP oracle which checks satisfiability of a set of
formulas) [16]. This complexity would not generally be considered appropriate for op-
erations implemented by a resource-bounded agent. The reason for the high complexity
is the need to check for classical consistency while performing the operations. One way
around this is to weaken the language and the logic of the agent so that the consistency
check is no longer an expensive operation (as suggested in [17]). This is the approach
taken in this paper.

Our contraction algorithm is similar to the algorithm proposed by McAllester in
[18] for boolean constraint propagation. McAllester also uses a notion of ‘certainty’ of
a node, which is similar to our definition of preference.

Our approach to defining the preference order on beliefs is similar to the approach
developed in [19, 20, 9] by Williams, Dixon and Wobcke. However, since they work
with full classical logic, and calculating entrenchment of a sentence involves consid-
ering all possible derivations of this sentence, the complexity of their contraction and
revision operations is at least exponential.
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The motivation of our work is very similar to Wasserman’s in [21], but Wasserman’s
solution to the computational cost of classical belief revision is to consider only small
(relevant) subsets of belief base and do classical belief revision on them. Chopra et
al [22], defined a contraction operation which approximates a classical AGM contrac-
tion operation; its complexity is O(|K| · |A| · 2S), where K is the knowledge base, A
the formula to be contracted, and S is a set of ‘relevant’ atoms. As S gets larger, the
contraction operation becomes a closer approximation of the classical contraction.

Perhaps the work most similar to our is that of Bezzazi et al [11], where belief re-
vision and update operators for forward chaining reasoners were defined and analysed
from the point of view of satisfying rationality postulates. The operators are applied to
programs, which are finite sets of rules and literals, and are presented as ‘syntactic’ op-
erators, which do not satisfy the closure under consequence and equivalence postulates.
Rather, the authors were interested in preserving the ‘minimal change’ spirit of revision
operators, which resulted in algorithms with high (exponential) complexity. Only one
of the operators they proposed, ranked revision, has polynomial complexity. To perform
a ranked revision of a program P by a program P ′, a base 〈P0, . . . , Pn = ∅〉 of P is
computed, where P0 = P and each Pi+1 is a subset of Pi containing the ‘exceptional’
rules of Pi. The base of a program can be computed in polynomial time in the size of
the program; this involves adding the premises of each rule to the program, running
rules to quiescence and checking for consistency. If the resulting set is inconsistent, the
rule is exceptional. Ranked revision of P by P ′ is defined as Pi ∪ P ′, where Pi is the
largest member of the base of P which is consistent with P . Consistency can also be
checked in polynomial time by running the program to quiescence. For programs with-
out exceptional rules, the result of ranked revision is either the union of P and P ′, if
they are consistent, or P ′ alone, which is essentially full meet contraction. Even for the
full classical logic, this is computable in NP time.

9 Conclusions and further work

In this paper, we have presented a realisable resource-bounded agent which does AGM
style belief revision. The agent is rule-based, and can be seen as a fully rational and
omniscient reasoner in a very weak logic. The rules of the agent’s program are fixed,
and only literal beliefs are revised. We define an efficient algorithm for contraction,
similar to McAllester’s algorithm for boolean constraint propagation, and show that the
corresponding contraction operation satisfies all the basic AGM postulates apart from
the recovery postulate. We show how to use a preference order on beliefs similar to
entrenchment ranking introduced in [9] to contract with the minimally preferred set of
beliefs. The additional cost of computing the preference order is small: the resulting
algorithm is still sub-quadratic in the size of the agent’s program. We then define a
belief revision operator in terms of contraction, and show that it also satisfies all but
one of the basic AGM postulates. The complexity of belief revision is polynomial in
the size of the agent’s program and the number of literals in the working memory. To
the best of our knowledge, no one has previously pointed out that reason-maintenance
style belief revision satisfies the AGM rationality postulates, provided that we assume
that the logic which the agent uses is weaker than full classical logic.
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In future work, we plan to look at efficient revision operations on the agent’s pro-
grams, and extend the syntax of the agent’s programs.

References

1. Alchourrón, C.E., Gärdenfors, P., Makinson, D.: On the logic of theory change: Partial meet
functions for contraction and revision. Journal of Symbolic Logic 50 (1985) 510–530

2. Doyle, J.: Truth maintenance systems for problem solving. In: Proceedings of the Fifth
International Joint Conference on Artificial Intelligence, IJCAI 77. (1977) 247

3. Doyle, J.: Reason maintenance and belief revision. Foundations vs coherence theories. In
Gärdenfors, P., ed.: Belief Revision. Volume 29. Cambridge University Press, Cambridge,
UK (1992) 29–51

4. Gärdenfors, P.: Conditionals and changes of belief. In Niiniluoto, I., Tuomela, R., eds.: The
Logic and Epistemology of Scientific Change. North Holland (1978) 381–404

5. Gärdenfors, P.: Knowledge in Flux: Modelling the Dynamics of Epistemic States. The MIT
Press, Cambridge, Mass. (1988)

6. Laird, J.E., Newell, A., Rosenbloom, P.S.: SOAR: An architecture for general intelligence.
Artificial Intelligence 33 (1987) 1–64

7. Software Technology Branch, Lyndon B. Johnson Space Center Houston: CLIPS Reference
Manual: Version 6.21. (2003)

8. Makinson, D.: On the status of the postulate of recovery in the logic of theory change.
Journal of Philosophical Logic 16 (1987) 383–394

9. Williams, M.A.: Iterated theory base change: A computational model. In: Proceedings of
Fourteenth International Joint Conference on Artificial Intelligence (IJCAI-95), San Mateo,
Morgan Kaufmann (1995) 1541–1549

10. Galliers, J.R.: Autonomous belief revision and communication. In Gärdenfors, P., ed.: Belief
Revision. Cambridge Tracts in Theoretical Computer Science 29. Cambridge University
Press (1992) 220–246
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Abstract. Developing applications that make use of machine-readable knowl-
edge sources as promised by the Semantic Web vision is attracting much of cur-
rent research interest; this vision is also affecting important trends in Computer
Science such as Grid and Mobile computing. In this paper we propose a version
of the BDI agent-oriented programming language AgentSpeak that is based on
Description Logic (DL). In this approach, the belief base of an agent contains the
definition of complex concepts, besides specific factual knowledge. The advan-
tages of combining AgentSpeak with DL are: (i) queries to the belief base are
more expressive as their results do not rely only on explicit knowledge but can
be inferred from the ontology; (ii) the notion of belief update is refined since the
(ontological) consistency of a belief addition can be checked; (iii) the search for
a plan for handling an event is more flexible as it is not based solely on unifica-
tion but on the subsumption relation between concepts; and (iv) agents may share
knowledge by using ontology languages such as the Ontology Web Language
(OWL). Extending agent programming languages with DL can have a significant
impact on the development of multi-agent systems for the Semantic Web.

1 Introduction

Developing applications that make full use of machine-readable knowledge sources as
promised by the Semantic Web vision is attracting much of current research interest.
More than that, Semantic Web technology is also being used as the basis for other
important trends in Computer Science such as Grid Computing [12] and Ubiquitous
Computing [8].

Among the key components of the Semantic Web aredomain ontologies[24]. They
are responsible for the specification of the domain knowledge, and as they can be ex-
pressed logically, they can be the basis for sound reasoning in the specified domain.
Several ontologies are being proposed for the development of specific applications [9,
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18, 11, 25]. Another key component of the Semantic Web technology is the work on
intelligent agents which are responsible for making use of the available knowledge,
autonomously interacting with other agents, so as to act on the user’s best interest.

In this work we bring these two key Semantic Web components together by propos-
ing an extension to the BDI agent programming language AgentSpeak [22]; there has
been much work on extending this language so that it becomes a fully-fledged program-
ming language for multi-agent systems [19, 1, 5]. The AgentSpeak extension proposed
here is based on Description Logic (DL) [2] rather than classical (predicate) logic; we
shall call them AgentSpeak-DL and predicate-logic AgentSpeak (for emphasis), re-
spectively. With DL, the belief base of an AgentSpeak agent consists of the definition
of complex concepts and relationships among them, as well as specific factual knowl-
edge (or beliefs, in this case) — in DL terminology, these are called TBox and ABox
respectively. To the best of our knowledge, this is the first work to address ontologi-
cal reasoning as an underlying mechanism within an agent-oriented programming lan-
guage.

Description logics are at the core of widely known ontology languages, such as the
Ontology Web Language (OWL) [17]. An extension of AgentSpeak with underlying au-
tomatic reasoning over ontologies expressed in such languages can have a major impact
on the development of agents and multi-agent systems that can operate in a Semantic
Web context. Although applications for the Semantic Web are already being developed,
often based on the Agents paradigm, most such development is being done on a com-
pletely ad hocfashion as far as agent-oriented programming is concerned. This work
contributes to the development of multi-agent systems for Semantic Web applications
in a principled way; also, the ontological reasoning being embedded in the agent pro-
gramming language itself facilitates the tasks involved in using such languages.

On the other hand, agent-oriented programming languages, granting that consider-
able improvement has been achieved since the paradigm was first thought out [23], are
still in early stages of development and have clear shortfalls as far as their use in the
software industry is concerned, as pointed out by Kinny in [16]. One such shortfalls has
precisely to do with the unrealistic simplicity of the way in which belief bases often are
implemented in these languages. Industrial-strength applications often require massive
use of data, thus a belief base that is simply an unstructured collection of ground pred-
icates is just not good enough. This work contributes to extending agent programming
languages with belief bases that have a more sophisticated underlying structure. It is
also promising that the particular structure proposed here follows the work on ontolo-
gies which is having a huge impact in many areas of computer science, and of course
this extension is particularly desired in these days of Semantic Web fervour.

The remainder of this paper is organised as follows. In Section 2, we describe the
syntax of the AgentSpeak language based on Description Logic and we also explain
briefly the main characteristics of the subset of Description logic used for defining
ontologies in the context of this paper. Section 3 presents the modifications that are
necessary, in the formal semantics of predicate-logic AgentSpeak, as a consequence of
introducing ontological description and reasoning. Each modification in the semantics is
followed by a small example giving the intuition supporting it and illustrating the prac-

133



tical benefits of incorporating ontological description and reasoning into AgentSpeak.
In the final section we draw some conclusions and discuss future work.

2 The AgentSpeak-DL Language

The syntax of AgentSpeak-DL is essentially the same as the syntax of predicate-logic
AgentSpeak [7], the only difference being that in predicate-logic AgentSpeak the belief
base of an agent consists solely of ground atoms, whereas in AgentSpeak-DL the be-
lief base contains the definition of complex concepts and relationships, besides factual
knowledge. An AgentSpeak-DL agent specificationag is thus given by an ontologyOnt
and a setpsof plans, as defined by the grammar in Figure 1.

ag ::= Ont ps

Ont ::= TBox ABox
TBox ::= C1 ≡ D1 . . .Cn ≡ Dn (n≥ 0)

| C1 v D1 . . .Cn v Dn (n≥ 0)
| R1 ≡ S1 . . .Rn ≡ Sn (n≥ 0)
| R1 v S1 . . .Rn v Rn (n≥ 0)

C,D ::= A | ¬C | Cu D | Ct D | ∀R.C | ∃R.C
R,S ::= P | Ru S | Rt S
ABox ::= at1 . . . atn (n≥ 0)
at ::= C(t) | R(t1, t2)

ps ::= p1 . . . pn (n≥ 1)
p ::= te : ct← h
te ::= +at | −at | +g | −g
ct ::= at | ¬at | ct ∧ ct | T
h ::= h1; T | T
h1 ::= a | g | u | h1; h1

g ::= !at |?at
u ::= +at | −at

Fig. 1. AgentSpeak-DL Syntax.

As seen in the grammar above, an ontology consists of a TBox and an ABox. A
TBox is a set of class and property descriptions, and axioms establishing equivalence
and subsumption relationships between classes (unary predicates) and properties (bi-
nary predicates). In the grammar, the metavariablesC andD represent classes;C ≡ D
asserts that both classes are equivalent; andC v D asserts that classC is subsumed by
classD. Similarly for when ‘≡’ and ‘v’ are applied to propertiesRandS.

The definition of classes and properties assumes the existence of identifiers for prim-
itive (i.e., not defined) classes and properties (A andP respectively). The metavariable
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A stands for names of primitive classes (i.e., predefined classes) as well as names cho-
sen to identify constructed classes defined in the TBox; the metavariableP stands for
primitive properties and for names given to constructed properties. New classes and
properties can be constructed by using certain constructors, such ast andu, for in-
stance (u andt represent the intersection and the union of two concepts, respectively).

An ABox describes the state of an application domain by asserting that certain in-
dividuals are instances of certain classes and that certain individuals are related by a
property. In this paper, we assume that the class and property constructors are those
available for theALC description logic [3].

A complete definition of all the class and property constructors of Description
Logic [2] is out of the scope of this paper. Therefore, in order to keep the formal treat-
ment and examples simple, from now on we will consider TBoxes with classes only,
and ABoxes with instances of those classes; that is, we assume a simplified language
with no properties.

A plan is formed by atriggering event— denoting the events for which that plan
should be consideredrelevant— followed by a conjunction of belief literals represent-
ing acontext. The context must be a logical consequence of that agent’s current beliefs
for the plan to beapplicable. The remainder of the plan is a sequence of basic actions or
(sub)goals that the agent has to achieve (or test) when the plan, if applicable, is chosen
for execution.

AgentSpeak distinguishes two types of goals:achievement goalsand test goals.
Achievement and test goals are predicates (as for beliefs) prefixed with operators ‘! ’
and ‘?’ respectively. Achievement goals state that the agent wants to achieve a state of
the world where the associated predicate is true. (In practice, these initiate the execution
of subplans.) A test goalcorresponds to a query to the agent’s belief base.

Events, which initiate the execution of plans, can be internal, when a subgoal needs
to be achieved, or external, when generated from belief updates as a result of perceiving
the environment. There are two types of triggering events that can be used in plans:
those related to theaddition (‘+’) and deletion (‘ - ’) of mental attitudes (beliefs or
goals). Plans also refer to thebasic actions(represented by the metavariablea in the
grammar above) that an agent is able to perform in its environment.

Throughout the paper, we illustrate the practical impact of ontological reasoning
with simple examples related to the well-known scenario of smart meeting-room appli-
cations [8]. In Figure 2, we give examples of AgentSpeak-DL plans that were written
to deal with the event resulting from the arrival of a presenter/speaker in the room.

The first plan in Figure 2 says that if a presenter of a paper is late he is resched-
uled to the end of the session (and the session goes on). If an invited speaker is late,
apologies are given to the audience and the speaker is announced. The third plan just
announces any presenter (presenter being a concept that is the union of paperPresenter
and invitedSpeaker) if he is not late.

An example of TBox components using the language above is as follows:

presenter≡ invitedSpeakert paperPresenter
attendee≡ personu registeredu ¬presenter. . .

This TBox asserts that the conceptpresenteris equivalent to the conceptinvited
speaker or paper presenterand the conceptattendeeis equivalent to the conceptregis-
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+paperPresenter(P)
: late(P)
← !reschedule(P).

+invitedSpeaker(P)
: late(P)
← !apologise;

!announce(P).

+presenter(P)
: ¬late(P)
← !announce(P).

Fig. 2. Examples of AgentSpeak plans.

tered person which is not a presenter. Examples of elements of an ABox defined with
respect to the TBox above are:

invitedSpeaker(john)
paperPresenter(mary)

We now proceed to discuss the implications of incorporating ontologies in
AgentSpeak to its formal semantics.

3 Semantics of AgentSpeak-DL

The reasoning cycle of an AgentSpeak agent follows a set of steps. The graph in Fig-
ure 3 shows all possible transitions between the various steps in an agent’s reasoning
cycle (the labels in the nodes name each step in the cycle). The set of labels used is
{SelEv,RelPl,ApplPl, SelAppl,AddIM, SelInt,ExecInt,ClrInt}; they stand for: select-
ing an event from the set of events, retrieving all relevant plans, checking which of those
are applicable, selecting one particular applicable plan (the intended means), adding the
new intended means to the set of intentions, selecting an intention, executing the select
intention, and clearing an intention or intended means that may have finished in the
previous step.

In this section we present an operational semantics for AgentSpeak-DL that for-
malises some of the possible transitions depicted in the reasoning cycle of Figure 3.
Operational semantics is a widely used method for giving semantics to programming
languages and studying their properties [21].

The semantic rules for the steps in the reasoning cycle are essentially the same in
AgentSpeak-DL as for predicate-logic AgentSpeak, with the exception of the following
aspects that are affected by the introduction of ontological reasoning:
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Fig. 3. Transitions between Reasoning Cycle Steps.

– plan search: performed in the steps responsible for collecting relevant and appli-
cable plans, and selecting one plan among the set of applicable plans (stepsRelPl,
ApplPl, andSelAppl of Figure 3, respectively);

– querying the belief base: performed in stepExecInt of Figure 3); and
– belief updating: also performed in stepExecInt of Figure 3).

A complete version of an operational semantic for AgentSpeak is given in [7]. For
this reason, in this work, we give only the semantic rules of AgentSpeak-DL that are
different from their counterparts in the operational semantics of AgentSpeak.

3.1 Configuration of the Transition System

The operational semantics is given by a set of rules that define a transition relation
between configurations〈ag,C,T, s〉 where:

– An agent programag is, as defined above, a set of beliefs and a set of plans.
Note that in predicate-logic AgentSpeak, the set of beliefs is simply a collection
of ground atoms. In AgentSpeak-DL the belief base is an ontology.

– An agent’s circumstanceC is a tuple〈I ,E,A〉 where:
• I is a set ofintentions{i, i′, . . .}. Each intentioni is a stack of partially instan-

tiated plans.
• E is a set ofevents{(te, i), (te′, i′), . . .}. Each event is a pair(te, i), wherete is

a triggering event andi is an intention (a stack of plans in case of an internal
event or> representing an external event).
• A is a set ofactionsto be performed in the environment.

– It helps in giving the semantics to use a structureT which keeps track of temporary
information that is required in subsequent stages but only within a single reasoning
cycle.T is the tuple〈R,Ap, ι, ε, ρ〉 with such temporary information; it has as com-
ponents (i)R for the set ofrelevant plans(for the event being handled); (ii)Ap for
the set ofapplicable plans(the relevant plans whose context are true), and (iii)ι, ε,
andρ keep record of a particular intention, event and applicable plan (respectively)
being considered along the execution of an agent.
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– The current steps within an agent’s reasoning cycle is symbolically annotated by
s∈ {SelEv,RelPl,ApplPl, SelAppl,AddIM, SelInt,ExecInt,
ClrInt} (as seen in Figure 3).

In the general case, an agent’s initial configuration is〈ag,C,T, SelEv〉, whereag is
as given by the agent program, and all components ofC andT are empty.

In order to keep the semantic rules elegant, we adopt the following notations:

– If C is an AgentSpeak agent circumstance, we writeCE to make reference to the
componentE of C. Similarly for all the other components of a configuration.

– We write i[p] to denote an intentioni that has planp on its top.

3.2 Plan Search in AgentSpeak-DL

The reasoning cycle of an agent can be better understood by assuming that it starts with
the selection of an event from the set of events (this step assumes the existence of a
selection functionSE). The next step in the reasoning cycle is the search for relevant
plans for dealing with the selected event. In the semantics this is formalised by the
following rules.

Rule Rel1 below initialises theR component ofT with the set of relevant plans
determined by the auxiliary functionRelPlans, and sets the reasoning cycle to the step
responsible for determining the applicable plans among those in theRcomponent.

Tε = 〈te, i〉 RelPlans(agps, te) 6= {}
〈ag,C,T,RelPl〉 −→ 〈ag,C,T′,ApplPl〉

where: T′R = RelPlans(agps, te)

(Rel1)

Tε = 〈te, i〉 RelPlans(agps, te) = {}
〈ag,C,T,RelPl〉 −→ 〈ag,C,T, SelEv〉 (Rel2)

If there are no relevant plans for an event, it is simply discarded and, with it, the
associated intention. In this case the cycle starts again with the selection of other event
from the set of events (ruleRel2). If there is no event to handle, the cycle skips to the
intention execution.

In predicate-logic AgentSpeak, a plan is considered relevant in relation to a trigger-
ing event if it has been written to deal specifically with that event. In practice, that is
checked in predicate-logic AgentSpeak by trying to unify the triggering event part of
the plan with the triggering event that has been selected from the setE of events for
begin handled during this reasoning cycle.

The auxiliary functionRelPlans for predicate-logic AgentSpeak is then defined as
follows (below, ifp is a plan of the formte : ct← h, we defineTrEv(p) = te).

Definition 1 Given the plans ps of an agent and a triggering evente, the set
RelPlans(ps, e) of relevant plans is given as follows:

RelPlans(ps, e) = {(p, θ) | p ∈ ps and

θ is a mgu s.t.eθ = TrEv(p)θ}.
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It is important to remark that, in predicate-logic AgentSpeak, the key mechanism
used for searching relevant plans in the agent’s plan library is unification. This means
that the programmer has to write plans specifically for each possible type of event. The
only degree of generality is obtained by the use of variables in the triggering event of
plans.

When ontological reasoning is used (instead of unification only), a plan is consid-
ered relevant in relation to an event not only if it has been written specifically to deal
with that event, but also if its triggering event has a more general relevance, in the
sense that it subsumes the actual event. In practice, that is checked by: (i) finding a plan
whose triggering event name is related (in the ontology) by the subsumption relation to
the event name that has been selected for handling; and (ii) unifying the terms that are
arguments for the event and the plan’s triggering event.

In the formal semantics of AgentSpeak-DL, rulesRel1 andRel2 still apply, but the
auxiliary functionRelPlans for AgentSpeak-DL has to be redefined as follows (recall
thatC is a metavariable for classes of an ontology):

Definition 2 Given the plans ps and the ontology Ont of an agent, and a triggering
event op C(t) where op∈ {+,−,+!,+?,−!,−?}, the setRelPlans(Ont,ps,op C(t))
is a set of pairs(p, θ) such that p∈ ps, withTrEv(p) = op′ D(t′), such that

– op = op′,
– θ = mgu(t, t′), and
– Ont |= C v D

As an example let us consider the case of checking for plans that are rel-
evant for a particular event in the smart meeting-room scenario again. Suppose
that a sensor in a smart meeting-room has somehow detected in the environ-
ment the arrival of the invited speakerjohn. This causes the addition of the ex-
ternal event〈+invitedSpeaker(john),>〉 to the set of events. Suppose also that
invitedSpeakerv presentercan be inferred from the ontology. Under these circum-
stances, a plan with triggering event+presenter(X) is also considered relevant for
dealing with the event. Observe that using subsumption instead of unification alone as
the mechanism for selecting relevant plans potentially results in a larger set of plans
than in predicate-logic AgentSpeak.

A plan is applicable if it is relevant and its context is a logical consequence of the
agent’s beliefs. RulesAppl1 andAppl2 formalise the step of the reasoning cycle that
determines the applicable plans from the set of relevant plans.

AppPlans(agbs,TR) 6= {}
〈ag,C,T,ApplPl〉 −→ 〈ag,C,T′,SelAppl〉

where: T′Ap = AppPlans(agbs,TR)

(Appl1)

AppPlans(agbs,TR) = {}
〈ag,C,T,ApplPl〉 −→ 〈ag,C,T, SelInt〉 (Appl2)
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The ruleAppl1 initialises theTAp component with the set of applicable plans;Appl2
is the rule for the case where there are no applicable plans (to avoid discussing details of
a possible plan failure handling mechanism, we assume the event is simply discarded).
Both rules depends on the auxiliary functionApplPlans, which is defined as follows in
predicate-logic AgentSpeak:

Definition 3 Given a set of relevant plans R and the beliefs bs of an agent, the set of
applicable plansAppPlans(bs,R) is defined as follows:

AppPlans(bs,R) = {(p, θ′ ◦ θ) | (p, θ) ∈ R and

θ′ is s.t. bs|= Ctxt(p)θθ′}.

Observe that the context of a plan is a conjunction of literals and, as the belief base
is made only of a set of ground atomic predicates, the problem of checking if the plan’s
context is a logical consequence of the belief base reduces to the problem of checking
membership of context literals to the set of beliefs.

In AgentSpeak-DL, a plan is applicable if it is relevant and its context can be in-
ferred from the whole ontology forming the belief base. A plan’s context is a conjunc-
tion of literals1 (l is eitherC(t) or ¬C(t)). We can say thatOnt |= l1 ∧ . . . ∧ ln if, and
only if, Ont |= l i for i = 1 . . . n. The auxiliary function for checking, from a set of
relevant plans, which are the applicable ones is then formalised as follows.

Definition 4 Given a set of relevant plans R and ontology Ont of an agent, the set of
applicable plansAppPlans(Ont,R) is defined as follows:

AppPlans(bs,R) = {(p, θ′ ◦ θ) | (p, θ) ∈ R and

θ′ is s.t. Ont|= Ctxt(p)θθ′}.

Again, due to the fact that the belief base is structured and that reasoning is based
on subsumption as well as instantiation, the resulting set of applicable plans might be
larger than in predicate-logic AgentSpeak.

More than one plan can be considered applicable for dealing with an event at a
given moment in time. The ruleSelAppl in the formal semantics of predicate-logic
AgentSpeak assumes the existence of a (given, application-specific) selection function
SAp that selects a plan from a set of applicable plansTAp. The plan selected is then
assigned to theTρ component of the configuration indicating, for the next steps in the
reasoning cycle, that this plan has to be added to the agent’s intentions.

SAp(TAp) = (p, θ)
〈ag,C,T,SelAppl〉 −→ 〈ag,C,T′,AddIM〉

where: T′ρ = (p, θ)

(SelAppl)

1 Note that in the context of the Semantic Web, open world is often assumed, so negation here,
in contrast to as originally defined for predicate-logic AgentSpeak, is “strong negation”, in the
usual sense in logic programming.
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In predicate-logic AgentSpeak, users define the applicable plan selection function
(SAp) in a way that suits that particular application. For example, if in a certain domain
there are known probabilities of the chance of success or resulting quality of achieved
tasks associated with various plans, this can be easily used to specify such function.
However, note that, in predicate-logic AgentSpeak, the predicate in the triggering event
of all the plans in the set of applicable plans are exactly the same.

On the contrary, in AgentSpeak-DL, because of the way the relevant and applicable
plans are determined it is possible that plans with triggering events+presenter(X) and
+invitedSpeaker(X) were both considered relevant and applicable for handling an
event〈+invitedSpeaker(john),>〉. The functionSAp in ruleSelAppl, could be used
to select, for example, thethe least generalplan among those in the set of applicable
plans. To allow this to happen, the semantic rule has to be slightly modified so as to
include as argument toSAp the event that has triggered the search for a plan. Here, the
selected plan should be the one with triggering event+invitedSpeaker as probably
this plan has been written to deal more particularly with the case of invited speakers
arriving in the room, rather than the more general plan which can be used for other
types of presenters as well. On the other hand, if the particular plan for invited speaker
is not applicable (e.g., because it involves alerting the session chair of the arrival of
the celebrity speaker but the chair is not present), instead of the agent not acting at all
for lack of applicable plans, the more general plan for speakers can then be tried, the
relevance being determined by the underlying ontology instead.

Tε = 〈te, i〉 SAp(TAp, te) = (p, θ)
〈ag,C,T,SelAppl〉 −→ 〈ag,C,T′,AddIM〉

where: T′ρ = (p, θ)

(SelApplOnt)

3.3 Querying the Belief Base

Events can be classified as external or internal (depending on whether they were gener-
ated from the agent’s perception of the environment, or whether they were generated by
goal additions during the execution of other plans, respectively). If the event is external,
a new intention is created and its single plan is the planp annotated in theρ component
in the previous step of the reasoning cycle. If the event is internal, ruleIntEv says that
the plan inρ should be put on the top of the intention associated with the event.

This step uses an agent-specific function (SI ) that selects the intention (i.e., a stack
of plans) to be executed next. When the set of intentions is empty the reasoning cycle
is simply restarted. The plan to be executed is always the one at the top of the intention
that has been selected. Agents can execute actions, achievement goals, test goals, or
belief base updates.

Both the execution of actions and the execution of achievement goals are not af-
fected by the introduction of ontological reasoning, so their semantics are exactly the
same as their counterparts in predicate-logic AgentSpeak: the execution of actions
means that the AgentSpeak interpreter tells other architectural components to per-
form the respective action on the environment, hence changing it; and the execution
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of achievement goals puts a new internal event in the set of events. This event will be
then eventually selected at a later reasoning cycle.

The evaluation of a test goal?at, however, is more expressive in AgentSpeak-DL
than in predicate-logic AgentSpeak. In predicate-logic AgentSpeak, the execution of a
test goal consists in testing ifat is a logical consequence of the agent’s beliefs. The
function defined below returns a set of most general unifiers all of which make the the
formulaat a logical consequence of a set of formulæbs:

Definition 5 Given a set of formulæ bs and a formula at, the set of substitutions
Test(bs, at) produced by testing at against bs is defined as follows:

Test(bs,at) = {θ | bs |= atθ}.

This auxiliary function is then used in the formal semantics by the rulesTest1 and
Test2 below. If the test goal succeeds (ruleTest1), the substitution is applied to the
whole intended means, and the reasoning cycle can carry on. If that is not the case,
it may be that the test goal is used as a triggering event of a plan, which is used by
programmers to formulate more sophisticated queries2. RuleTest2 is used in such case:
it generates an internal event, which may eventually trigger the execution of a plan
(explicitly created to carry out a complex query).

Tι = i[head←?at; h] Test(agbs, at) 6= {}
〈ag,C,T,ExecInt〉 −→ 〈ag,C,T,ClrInt〉

where: C′I = (CI \ {Tι}) ∪ {(i[head← h])θ}
θ ∈ Test(agbs, at)

(Test1)

Tι = i[head←?at; h] Test(agbs, at) = {}
〈ag,C,T,ExecInt〉 −→ 〈ag,C,T,ClrInt〉

where: C′E = CE ∪ {〈+?at, i[head← h]〉}
C′I = CI \ {Tι}

(Test2)

In AgentSpeak-DL the semantic rules for the evaluation of a test goal?C(t) are
exactly as the rulesTest1 andTest2 above. However, the functionTest checks whether
the formulaC(t) is a logical consequence of the (more structured) agent’s belief base,
now based on an ontology. The auxiliary functionTest is redefined as follows:

Definition 6 Given a set of formulæ Ont and a formula?at, the set of substitutions
Test(Ont,at) is given by

Test(Ont,at) = {θ | Ont |= atθ}.
2 Note that this was not clear in the original definition of AgentSpeak(L). In our work on exten-

sions of AgentSpeak we have given its semantics in this way as it allows a complex plan to be
used for determining the values to be part of the substitution resulting from a test goal (rather
than just retrieving specific values previously stored in the belief base).
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Observe that this definition is similar to the definition of the auxiliary functionTest
given for predicate-logic AgentSpeak. The crucial difference is that now the reasoning
capabilities of DL allows agents to infer knowledge that is implicit in the ontology. As
an example, suppose that the agent belief base does not refer to instances ofattendee,
but has instead the factsinvitedSpeaker(john) andpaperPresenter(mary). A test goal
such as?attendee(A) succeeds in this case producing substitutions that mapA to john
andmary.

3.4 Belief Updating

In predicate-logic AgentSpeak, the addition of a belief to the belief base has no further
implications (apart from a possible new event that is added the set of eventsE to deal
with any change in the belief base). The ruleAddBel below formalises belief addition in
predicate-logic AgentSpeak: the formula+b is removed from the body of the plan and
the set of intentions is updated properly. There is a similar rule for deletion of beliefs
(−b). In practice, this mechanism for adding and removing beliefs is useful for the agent
to have “mental notes”, which can be quite useful at times (in practical programming).
These beliefs should not normally be confused with beliefs acquired from perception
of the environment.

In the rules below,bs′ = bs+ b means thatbs′ is asbsexcept thatbs′ |= b.

Tι = i[head← +b; h]
〈ag,C,T,ExecInt〉 −→ 〈ag′,C′,T,ClrInt〉

where: ag′bs = agbs+ b
C′E = CE ∪ {〈+b,T〉}
C′I = (CI \ {Tι}) ∪ {i[head← h]}

(AddBel)

In AgentSpeak-DL, an ABox contains class assertionsC(t) and property assertions
R(t1, . . . , tn). The representation of such information should, of course, be consistent
with the TBox. Suppose for instance that the TBox is such that can be inferred from
it that the conceptschair andbestPaperWinnerare disjoint. Clearly, if the ABox as-
serts thatchair(mary), the assertionbestPaperWinner(mary) is not to be added to it,
otherwise the belief base would become inconsistent.

Observe that in predicate-logic AgentSpeak the belief base consists solely of ground
atomic formulas so consistency is not a major problem. In AgentSpeak-DL, the addi-
tion of assertions to the agent ABox is only allowed if the result is consistent with the
ontology. Approaches for checking consistency of an ABox with respect to a TBox are
discussed in detail in [3]. The semantic ruleAddBel has to be modified accordingly:

Tι = i[head← +b; h] agOnt ∪ {b} is consistent

〈ag,C,T,ExecInt〉 −→ 〈ag′,C′,T,ClrInt〉
where: ag′Ont = agOnt ∪ {b}

C′E = CE ∪ {〈+b,T〉}
C′I = (CI \ {Tι}) ∪ {i[head← h]}

(AddBelOnt)
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There is a similar rule for belief deletions, but it is trivially defined based on the one
above, so we do not include it explicitly here.

Clearly, if a belief addition fails due to inconsistency with the underlying ontology,
we cannot simply ignore that event. In practice, a plan failure mechanism must be acti-
vated in that case. However, we avoid formalising this here as such mechanism is quite
involved and would not help us in describing the main issues associated with ontologies,
which is the focus of this paper.

The rule above is specific to addition of beliefs that arise from the execution of
plans. Recall that these are used as mental notes that the agent uses for its own process-
ing. What is formalised above in ruleAddBelOnt should also apply for belief revision:
when the ABox is changed as a consequence of perception of the environment, similar
care must be taken to avoid the ABox becoming inconsistent with the TBox. As this is
assumed to be part of the general agent architecture rather than part of the AgentSpeak
interpreter itself, no formalisation is provided for this here, but it is important to em-
phasise that ontological consistency must be ensured during that belief revision process
as much as during belief additions (and deletions) as formalised above.

The reasoning cycle finishes by removing from the set of intentions an intended
means or a whole intention that have been fully executed.

4 Conclusions and Future Work

This paper has formalised the changes in the semantics of AgentSpeak that were re-
quired for agent-oriented programming with underlying ontological reasoning. The
main improvements to AgentSpeak resulting from the extension based on a descrip-
tion logic are: (i) the search for a plan (in the agent’s plan library) that is relevant for
dealing with a particular event is more flexible as this is not based solely on unifica-
tion, but also on the subsumption relation between concepts; (ii) queries to the belief
base are more expressive as their result do not depend only on explicit knowledge but
can be inferred from the ontology; (iii) the notion of belief update is refined so that a
property about an individual can only be added if the resulting belief base is consistent
with the concept description; and (iv) agents may share knowledge by using web on-
tology languages such as OWL. The advantages of the more specialised reasoning that
is possible using ontologies also represent an increase in computational cost of agent
programs. However, this trade-off between increased expressivity and possible decrease
in computational efficiency in the context of this work has not been considered as yet.

With this paper, we expect to contribute towards showing that extending an agent
programming language with the descriptive and reasoning power of description logics
can have a significant impact on the way agent-oriented programming works in general,
and in particular for the development of Semantic Web applications using the agent-
oriented paradigm. In fact, this extension makes agent-oriented programming more di-
rectly suitable for other application areas that are currently very important such as Grid
and Ubiquitous computing. It also creates perspectives for elaborate forms of agent
migration, where plans carefully written to use ontological descriptions can ease the
process of agent adaptation to different societies [10].
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In future work, we aim at in integrating what is proposed here with other ongoing
activities related to agent-oriented programming and semantic web technology. To start
with, we plan to improve the semantics of AgentSpeak-DL, to move from the simple
ALC used here to more expressive DLs such as those of OWL Lite and OWL DL [15].
The idea is to allow AgentSpeak-DL agents to use ontologies written in OWL, so that
applications written in AgentSpeak-DL can be deployed on the Web and interoperate
with other semantic web applications based on the OWL W3C standard (http://
www.w3.org/2004/OWL/ ).

An interpreter for predicate-logic AgentSpeak has been implemented and is avail-
able open source; it is called Jason ([6], http://jason.sourceforge.net ).
An AgentSpeak-DL interpreter is currently being implemented, based on the formali-
sation presented here.Jason is in fact an implementation of a much extended version
of AgentSpeak. It has various available features which are relevant for developing an
AgentSpeak-DL interpreter; particularly, it implements the operational semantics of
AgentSpeak as defined in [7], thus the semantic changes formalised in Section 3 can be
directly transferred to theJasoncode. However,Jason’s inference engine needs to be
extended to incorporate ontological reasoning, which can already be done by existing
software such as [13, 20, 14]. We are currently considering the use of RACER [13] in
particular for extendingJasonso that belief bases can be written in OWL.

One of our planned future work is the integration of this work with the AgentSpeak
extension presented in [19] that gives semantics to speech-act-based communication
between AgentSpeak agents. In such integrated approach, agents in a society can refer
to specific TBox components when exchanging messages. One of the features provided
by Jasonis that predicates have a (generic) list of “annotations”; in the context of this
work, we can use that mechanism to specify the particular ontology to which each
predicate belongs to. For example, the fact that an agenta has informed another agent
about a factf as defined in a given ontologyont can be expressed in that agent’s belief
base asf[source(a),ontology("http://.../ont")] .

An interesting issue associated with ontologies is that of how different ontologies
for the same domain can be integrated. Recent work [4] has proposed the use of type
theory in order to both detect discrepancies among ontologies as well as align them. We
plan to investigate the use of type-theoretic approaches to provide our ontology-based
agent-oriented programming framework with techniques for coping with ontological
mismatch. The trade-off between added expressivity and computational costs of the
extension of AgentSpeak proposed here should also be investigated.

Although the usefulness of combining ontological reasoning within an agent-
oriented programming language seems quite clear (e.g., from the discussions presented
in this paper), the implementation of practical applications are essential to fully support
such claims. This also is planned as part of our future work.
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Abstract. We explore the suitability ofIntensional Programming Paradigmfor
providing a programming model for coordinated problem solving in a multi-agent
systems. We extend our previous work on Lucx, an Intensional Programming
Language extended with context as first class object, to support coordination ac-
tivities in a distributed network of agents. We study coordination constructs which
can be applied to sequential programs and distributed transactions. We give for-
mal syntax and semantics for coordination constructs. The semantics for trans-
action expressions is given on top of the existing operational semantics in Lucx.
The extended Lucx can be used for internet-based agent applications.
Keywords: Multi-agent systems, coordinated transactions, Intensional Program-
ming Language, coordination constructs.

1 Introduction

Our goal is to provide a programming model for a network of distributed coordinating
agents in problem solving. We suggest anIntensional Programming Language, with
contextas first class objects and a minimal set of coordination constructs, to express the
coordinated communication and computing patterns in agent-based systems. We give a
formal syntax and semantics for the language and illustratethe power of the language
with a realistic example.

Intensional Programming Paradigm Intensional logic is a branch of mathematical
logic which is used to describe precisely context-dependent entities. According to Car-
nap, the real meaning of a natural language expression whosetruth-value depends on
the context in which it is uttered is itsintension. Theextensionof that expression is its
actual truth-value in the different possible contexts of utterance [8]. For an instance, the
statement“The capital of China is Beijing” is intensional because its valuation depends
on the context (here is the time) in which it is uttered. If this statement is uttered before
1949, the extensions of this statement areFalse(at that time, the capital was Nanjing).
However, if it is uttered after 1949, the extensions of this statement areTrue. In Inten-
sional Programming(IP) paradigm, which has its foundations in Intensional Logic, the
⋆ This work is supported by grants from Natural Sciences and Engineering Research Council,

Canada
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real meaning of an expression is a function from contexts to values, and the value of
the intension at any particular context is obtained by applying context operators to the
intension. Basically, intensional programming provides intension on the representation
level, and extensions on the evaluation level. Hence, intensional programming allows
more declarative way of programming without loss of accuracy.

Lucid was a dataflow language and evolved into a Multidimensional Intensional
Programming Language [1]. The only data type in Lucid isstream. Because of its
dataflow nature, Lucid provides a set of temporal operators on streams. Example 1
illustrates the definitions of these operators (nil indicates an undefined value).

Example 1 :

A = 1 2 3 4 5 . . .

B = 0 0 1 0 1 . . .

first A = 1 1 1 1 1 . . .

next A = 2 3 4 5 . . .

prev A = nil 1 2 3 4 5 . . .

A fby B = 1 0 0 1 0 1 . . .

A wvr B = 3 5 . . .

A asa B = 3 3 3 . . .

A upon B= 1 1 1 3 3 5 . . .

The following program computes the stream〈1, 1, 2, 3, 5, . . .〉 of all Fibonacci
numbers:

result = fib

fib = 1 fby (fib + g)
g = 0 fby fib

Lucid allows the notion of context only implicitly. This restricts the ability of Lu-
cid to express many requirements and constraints that arisein programming a complex
software system. So we have extended Lucid by adding the capability to explicitly ma-
nipulate contexts. This is achieved by extending Lucid conservatively withcontextas a
first class object. We call the resulting languageLucx (Lucid extended withcontexts).
Lucx has provided more power of representing problems in different application do-
mains and given more flexibility of programming. We discuss Lucx, context calculus
which is its semantic base, and multi-agent coordination constructs introduced in Lucx
in Section 3.

Multiple-Agent Paradigm By agent we mean software agents which can be person-
alized, continuously running and semi-autonomous, drivenby a set of beliefs, desires,
and intentions (BDI). We require a software agent to have theproperties: (1) an agent
is a software component designed to achieve certaingoals; (2) an agent is either au-
tonomous or always responds to a stimulus from its environment, which is a collection
of agents; (3) an agent has sufficient computational power,resources, andknowledgeto
complete thetasksassigned to it and deliver results within specified time bounds; (4) an
agent communicates with other agents in its environment through messages at itsports,
where a port is an abstraction of an access point for a bidirectional communication; (5)
an agent can dynamically change its behaviour whenever the context changes.
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Instead of describing each agent in isolation, following [3] we consider agenttypes.
An agent type is characterised by a set of services. All agents of an agent type have the
same set of services. Agents are instances of agent types. Anagent with this charac-
terisation is a black-box with interfaces to service its clients. It behaves according to
the context and feedback from its environment. Two agents interact either directly or
through intermediaries, who are themselves agents. An atomic interaction between two
agents is aquery initiated by an agent and received by the other agent at the interface
which can service the query. An interaction among several agents is a collection of se-
quences of atomic interactions. Several methods are known to characterize such behav-
ior. Our goal is to explore intensional programming for expressing different interaction
types, not in characterizing the whole collection of interactions.

In order to understand interaction patterns let us considera typical business trans-
actions launched by an agent. The agent acquires data from one or more remote agents,
analyses the data and computes some result, and based on the computed result invokes
services from other agents. The agents may be invoked eitherconcurrently or in se-
quence. In the latter case, the result of an agent’s computation may be given as input to
the next agent in the sequence. In the former case, it is possible that an agent splits a
problem into subproblems and assigns each subproblem to an agent which has the ex-
pertise to solve it. We discuss the syntax and semantics for such coordination constructs
in Lucx, under the assumption that an infrastructure existsto carry out the basic tasks
expressed in the language.

A configurationis a collection of interacting agents, where each agent is aninstance
of an agent type. A configuration is simple if it has only one agent. An agent interacts
with itself when it is engaged in some internal activity. More generally, the agents in
a configuration communicate by exchanging messages throughbidirectional communi-
cation channels. A channel is an abstract binding which whenimplemented will satisfy
the specifications of the interfaces, the two ends of the channel. Thus, a configuration is
a finite collection of agents and channels. The interfaces ofa configuration are exactly
those interfaces of the agents that are not bound by channelsincluded in the config-
uration. In a distributed network of agents, each network node is either an agent or a
configuration. Within a configuration, the pattern of computation is deterministic but
need not be sequential.

There are three major language components in the design of distributed multi-agent
systems:

1. (ACL) agent communication language
2. (CCL) constraint choice language, and
3. (COL) coordination language.

These three languages have different design criteria. An ACL must supportinterop-
erability in agent community while providing the freedom for the agentto hide or reveal
its internal details to other agents. A CCL must be designed to support agent problem
solving by providing explicit representation of choices and choice problems. A COL
must support transaction specification and task coordination among the agents. The two
existing ACLs areKnowledge Query and Manipulation Language(KQML) and the
FIPA agent communication language [6]. The FIPA language includes the basic con-
cepts of KQML, yet they have slightly different semantics. Agents require a content

150



language to express information on constraints, which is encapsulated as a field within
performativesof ACL. FIPA Constraint Choice Language(CCL) is one such content
languages [4], designed to support agent problem solving byproviding explicit repre-
sentations of choices and choice problems.

In our previous works [2] [10], we have shown the suitabilityof Lucx, anInten-
sional Programming Language(IP), for agent communication as well for choice repre-
sentation. In this paper we extend Lucx with a small number ofconstructs to express
task coordination. We are motivated by the following meritsof Lucx.

1. Lucx allows the evaluation of expression atcontextswhich are definable as first
class objects in the language. Context calculus in Lucx provides the basis for ex-
pressing dynamically changing situations.

2. Performatives, expressible as context expressions, canbe dynamically introduced,
computed, and modified. A dialogue between agents is expressible as astreamof
performatives, and consequently using stream functions such asfirst, next, andfby,
a new dialogue can be composed, decomposed, and analyzed based on the existing
dialogues.

3. Lucx allows a cleaner and more declarative way of expressing the computational
logic and task propagation of a program without loss of accuracy of interpreting the
meaning of the program;

4. Lucx deals withinfinite entitieswhich can be any simple or composite data values.

2 Basics of Agent Coordination

An agent type is determined by the roles and responsibilities assigned to it. They in turn
determine the services and the coordination of tasks in a multi-agent system. A generic
classification of agent types, as given in [3], isinterface agent(IA), middle agent(MA),
task agent(TA), andsecurity agent(SA). We informally review their coordination pat-
terns below.

Interface agents assist the user in performing requests andcompile a user profile,
deduce the user’s information needs by direct communication and observation, trans-
late the requests of the user and select the task agent(s) whohave the expertise to solve
the problems of the user, present and store the retrieved data, take corrective actions on
behalf of the user, and adapt to the changes in the environment so that it can improve
its assistance to the user. In contrast, middle agents support the flow of information in
multi-agent Systems, assist in locating and connecting theultimate information provider
with the ultimate information requester, provide basic mediation services, coordinating
services according to given protocols, conventions, and policies. The MA type can be
specialised intoarbitrator agent, match-maker agent, andbroker agent. They play dif-
ferent roles, yet share the basic role of MA. A task agent willperform a specific task for
which an interface agent has given authorization. It also helps users formulate problem-
solving plans and carry out these plans by coordinating and exchanging information
with other software agents. Security agents are task agentsthat remember events, draw
inferences, and plan actions to achieve security goals. They are autonomous, evolve
through learning, and have the ability to make predictions based on logical inference.
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Observe that roles and responsibilities determine thecollaboration environmentof an
agent type.

2.1 Abstract Coordination Expressions

A coordination expression,Corde, in its simplest form is a message/function call from
one agent to another agent. A generalCorde is a message/function from one configu-
ration to another configuration. We introduce an abstract agent coordination expression
S.a(C) whereS is a configuration expression,a is the message (function call) atS, and
C is a context expression (discussed in Section 3). The context C is combined with the
local context. If the context parameter is omitted it is interpreted as the current context.
If the message is omitted, it is interpreted as a call to default method invocation atS.
The evaluation of aCorde returns a result(x, C′), wherex is the result andC′ is the
context in whichx is valid. In principle,x may be a single item or a stream.

As an example, letB be a broker agent. The expressionB.sell(dd) is a call to the
broker tosell stocks as specified in the context expressiondd, which may include the
stock symbol, the number of shares to be sold, and the constraints on the transaction
such as date and time or minimum share price. The evaluation of the expression in-
volves contacting agentB with sellandddas parameters. The agentB computes a result
(x, dd′), and returns to the agentA who invoked its services, for which the expression
is A.receive(C′), where contextC′ includesx anddd′. In this example,dd′ may include
constraints on when the amountx can be deposited inA’s bank account.

Composition Constructs We introduce composition constructs for abstract coordi-
nation expressions and illustrate with examples. A coordination in a multi-agent sys-
tem requires the composition of configuration expressions.As an example, consider an
agent-based system for flight ticket booking. Such a system should function with min-
imal human intervention. An interface agent, representinga client, asks a broker agent
to book a flight ticket whose quoted price is no more than $300.The broker agent may
simultaneously contact two task agents, each representingan airline company, for price
quotes. The broker agent will choose the cheaper ticket if both of the quoted price are
less than $300 and make a commitment to the corresponding task agent, then informs
the interface agent about the flight information. If both prices are above $300, the bro-
ker agent will convey the information to the interface agent. The integrated activities of
those agents to obtain the solution for the user is regarded as a transaction. Typically, the
result from the interaction between two agents is used in some subsequent interaction,
and results from simultaneously initiated interactions are compared to decide the next
action. To meet these requirements, we provide many composition constructs,including
sequential composition, parallel composition, and aggregation constructs. We infor-
mally explain the sequential and parallel composition constructs below.

The expressionE = S1.a1(C1) > (x, C′) > S2.a2(C2) is a sequentialcom-
position of the two configuration expressionsS1.a1(C1), andS2.a2(C2). The expres-
sion E is evaluated by first evaluatingS1.a1(C1), and then callingS2 with each value
(x, C′) returned byS1.a1(C1). The contextsC′ is substituted forC2 in the evaluation of
S2.a2(C2).
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The expressionS1.a1(C1) ‖ S2.a2(C2) is aparallel composition of the two config-
uration expressionsS1.a1(C1), andS2.a2(C2). The evaluation of the two expressions
are invoked simultaneously, and the result is the stream of values(x, C′) returned by the
configurations ordered by their time of delivery (availablein C′).

Example 2 Let A(Alice) and B(Bob) be two interface agents, and M be a mediator
agent. The mediator’s service is to mediate a dispute between agents in the system. It
receives the information from users and delivers a solutionto them. In the expression

((B.notifies> m1) ‖ (A.notifies> m2)) > M.receives(C′)
> (m3, C′′) > (B.receives‖ A.receives)

the mediator computes a compromise (default function) m3 for each pair of values
(m1, m2) and delivers to Bob and Alice. Context C′ includes(m1, m2 and the local
context in M. Context C′′ is a constraint on the validity of the mediated solution m3.

The other constructs that we introduce areAnd, Or, andXor constructs to enforce
certain order on expression evaluations. TheAnd (◦) construct is to enforce evaluation
of more than one expressions although the order is not important. TheOr (≀) construct
is to choose one of the evaluations nondeterministically. TheXor (⋄) construct defines
one of the expressions to be evaluated with priority. In addition, we introduceCommit
construct (com) to enable permanent state changes in the system after viewing the effect
of a transaction. The syntax and semantics of these constructs in Lucx are given in
Section 4. We can combine thewhere construct in Lucx with the above constructs to
define parameterized expressions. Once defined, such expressions may be called from
another expression.

3 Intensional Programming Model for Distributed Network of
Agents

Lucx [2] is a conservative extension of Lucid [1], an Intensional Programming Lan-
guage. We have been exploring Lucx for a wide variety of programming applications. In
[9] we have studied real-time reactive programming models in Lucx. Recently [10] we
have given constraint program models in Lucx. In this section we review these works
for agent communication and content description.

3.1 An Overview of Intensional Programming Language : Lucx

Syntax and Semantic Rules of LucxThe syntax of Lucx [2], shown in Figure 1, is suf-
ficient for programming agent communication and content representation. The syntactic
extensions to Lucid are shown in bold. The symbols@ and# are context navigation and
query operators. The non-terminalsE andQ respectively refer toexpressionsanddefini-
tions. The abstract semantics of evaluation in Lucx isD,P ′ ⊢ E : v, which means that in
the definition environmentD, and in the evaluation contextP ′ , expressionE evaluates
to v. The definition environmentD retains the definitions of all of the identifiers that ap-
pear in a Lucid program. Formally,D is a partial functionD : Id → IdEntry , whereId
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is the set of all possible identifiers andIdEntry has five possible kinds of value such as:
Dimensions, Constants, Data Operators, Variables, andFunctions[8]. The evaluation
contextP ′, is the result ofP † c, whereP is the initial evaluating context,c is the de-
fined context expression, and the symbol†denotes the overriding function. A complete
operational semantics for Lucx is defined in [2].

E ::= id
| E(E1, . . . , En)
| if E then E′ else E′′

| #
| E @ E′

| [E1 : E′

1, . . . , En : E′

n]
| E where Q

Q ::= dimension id
| id = E
| id(id1, . . . , idn) = E
| Q Q

Fig. 1.Abstract syntax for Lucx

The implementation technique of evaluation for Lucx programs is an interpreted
mode callededuction[8]. Eduction can be described astagged-token demand-driven
dataflow, in which data elements (tokens) are computed on demand following a dataflow
network defined in Lucid. Data elements flow in the normal flow direction (from pro-
ducer to consumer) anddemandsflow in the reverse order, both beingtaggedwith their
current context of evaluation.

Context Calculus Informally, A context is a reference to a multidimensional stream,
making an explicit reference to the dimensions and thetags(indexes) along each dimen-
sion. The formal definition is given in [2]. The syntax for context is[d1 : x1, . . . , dn : xn],
whered1, . . . , dn are dimension names, andxi is the tag for dimensiondi . Given an ex-
pressionE and a contextc, the Lucid expressionE @ c directs the eduction engine to
evaluateE in the contextc. According to the semantics,E @ c gives the stream value at
the coordinates referenced byc.

In our previous papers [2, 9], we have introduced the following context operators:
theoverride⊕ is similar to function override;difference⊖, comparison=, conjunction
⊓ , anddisjunction⊔ are similar to set operators;projection↓ andhiding ↑ are se-
lection operators;constructor[ : ] is used to construct an atomic context;substitution
/ is used to substitute values for selected tags in a context;choice| accepts a finite
number of contexts and nondeterministically returns one ofthem.undirected range⇋
anddirected range⇀ produce a set of contexts. The formal definitions of these oper-
ators can be found in [10]. The precedence rules for the context operators are given in
the right column (from the highest precedence to the lowest)and the formal syntax of
context expressions is shown in the left column of the table below. Parentheses will be
used to override this precedence when needed. Operators having equal precedence will
be applied from left to right. Rules for evaluating context expressions are given in [10].
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Example 3 The evaluation steps of the well-formed context expressionc3 ↑ D⊕c1 | c2,
where c1 = [x : 3, y : 4, z : 5], c2 = [y : 5], and c3 = [x : 5, y : 6, w : 5], D = {w}, are
as follows:

[Step1]. c3 ↑ D = [x : 5, y : 6] [↑ Definition]
[Step2]. c1 | c2 = c1 or c2 [| Definition]
[Step3].Suppose in Step2,c1 is chosen,
c3 ↑ D ⊕ c1 = [x : 3, y : 4, z : 5] [⊕ Definition ]
else ifc2 is chosen,
c3 ↑ D ⊕ c2 = [x : 5, y : 5] [⊕ Definition]

syntax precedence

C ::= c | C = C
| C ⊇ C | C ⊆ C
| C | C | C/C
| C⊕ C | C⊖ C
| C⊓ C | C⊔ C
| C ⇋ C | C ⇀ C
| C ↓ D | C ↑ D

1. ↓, ↑, /
2. |
3.⊓, ⊔
4.⊕,⊖
5. ⇋, ⇀
6. =,⊆,⊇

A context which is not a micro context or a simple context is called a non-simple
context. In general, a non-simple context is equivalent to aset of simple contexts [2]. In
several applications we deal with contexts that have the same dimension set∆ ⊆ DIM
and the tags satisfy a constraintp. The short hand notation for such a set is the syntax
Box[∆ | p].

Definition 1 Let ∆ = {d1, . . . , dk}, where di ∈ DIM i = 1, . . . , k, and p is a k-ary
predicate defined on the tuples of the relationΠd ∈∆ fdimtotag(d). The syntax

Box[∆ | p] = {s | s = [di1 : xi1 , . . . , dik : xik]},

where the tuple(x1, . . . , xk), xi ∈ fdimtotag(di), i = 1, . . . k satisfy the predicate p,
introduces a set S of contexts of degree k. For each context s∈ S the values in tag(s)
satisfy the predicate p.

Many of the context operators introduced above can be naturally lifted to sets of
contexts, in particular forBoxes. We have defined three operators exclusively forBoxes.
These are (⊠, ⊞, and⊡). They have equal precedence and have semantics analogous to
relational algebra operators. In the table below a box expressionB is formally defined,
with D denoting a dimension set.

syntax precedence

B ::= b | B | B
| B ⊡ B | B ⊠ B
| B ⊞ B | B ↓ D
| B ↑ D

1. ↓, ↑
2. |
3. ⊡, ⊞, ⊠
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An Example of a Lucx Program Consider the problem of finding the solution in
positive integers that satisfy the following constraints:

x3 + y3 + z3 + u3 = 100

x < u

x + y = z

The Lucx program is given below:
Eval.B1, B2, B3 (x′, y′, z′, u′) = N

where

N = merge ( merge( merge(x, y), z), u)
@ B1 ⊠ B2 ⊠ B3;

where

merge(x, y) = if (x <= y) then x else y;
B1 = Box [ X, Y, Z, U | x3 + y3 + z3 + u3 = 100,

x ∈ X, y ∈ Y , z ∈ Z , u ∈ U ];
B2 = Box [ X, U | x < u, x ∈ X , u ∈ U ];
B3 = Box [ X, Y, Z | x + y = z, x ∈ X ,

y ∈ Y , z ∈ Z ];
end

end

3.2 Agent Communication

Lucx can be used as anAgent Communication Language(ACL) [2]. Due to the static na-
ture of the predefinedcommunicative acts(CAs) in FIPA and performatives in KQML,
it is not possible to express the dynamic aspects in agent’s states and requirements.
Thus, interoperability is not fully achieved. In using Lucxas ACL this problem is reme-
died. The performatives are expressed as context expressions, and context isfirst class
objectin Lucx, hence we are able to dynamically manipulate performatives. The name
of a performative is considered as an expression, and the rest of the performative con-
stitute acontextwhich can be understood as acommunication context, with each field
except the name in the message being amicro context. The communication context will
be evaluated by the receiver, by evaluating the expression at the context obtained by
combining the micro contexts. In some cases, the receiver may combine the communi-
cation context with itslocal contextto generate a new context.

The syntax of a message in Lucx from agentA is of the form〈EA, E′

A〉, whereEA is
the message name andE′

A is a context expression. In an implementationEA corresponds
to a function. The contextE′

A includes all the information that agentA wants to convey
in an interaction to another agent. A response from agentB to agentA will be of the form
〈EB, E′′

B〉, whereE′′

B will include the reference to the query for which this is a response
in addition to the contexts in which the response should be understood. A conversa-
tion between two agentsA andB is of the form〈αA; βB〉, whereαA = 〈EA, E′

A〉, and
βB = 〈EB, E′′

B〉. The four dimensionsB(Belief), K(Know), W(Want), andI (Intention)
are predefined in the language. The tags along these dimensions are natural numbers.
The domainDB attached to dimensionB is a set of predicates, and the domainsDK ,
DW, andDI attached to the dimensionsK, W, andI respectively are sets of expressions.
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Each performative is bound to a contextc = [B : i1, K : i2, W : i3, I : i4] over the
dimensionsB, K, W, I . The contextc is suggested as the precondition to act upon the
performative. If a dimension is not specified inc then it is equivalent to a “don’t care”
condition. The semantics of a conversation is given in [2]. Adialoguebetween two
agentsA, andB is a stream of conversations.

The operational semantics of Lucx is the basis for query evaluation. Consider queries
that demand some form of response. The query from agentA 〈EA, E′

A〉 to agentB is eval-
uated as follows:

1. agentB obtains the contextFB = E′

A ⊕ LB, whereLB is the local context forB.
2. agentB evaluatesEA@FB.
3. agentB constructs the new contextE′′

B that includes the evaluated result and
information suggesting the context in which it should be interpreted by agentA, and

4. sends the response〈EB, E′′

B〉 to agentA.
The above semantics should be changed for evaluating queries that do not necessarily
demand some form of response. The query from agentA may be evaluated at any local
context ofB, and the result of evaluation may trigger an appropriate action in B. For
instance, letB is a publisher agent which receives a material for publication in the form
of a query of this type from a mobile agentA. A mobile agent roams around the web,
collects information and delivers to his clients. AgentB may decide to process and pub-
lish the information delivered byA periodically or at a time that it “knows” to be most
appropriate. Thus, steps 3 and 4 in the above semantics should be modified as follows:
3’. agentB “determines” the contextE′′

B for processing the information (evaluated in
step 2), and

4’. processes the information at the contextE′′

B.
The semantics involves knowledge, belief, intention system of agentB.

Example 4 A query from agentPTAc about the Hotel information which was en-
coded as “ask-one” performative represented in Lucx as the expression E@ E′, E′ =
E1 ⊕ E2 ⊕ E3 ⊕ E4 ⊕ E5.

E@[E1⊕ E2⊕ E3⊕ E4⊕ E5]
where

E = ”ask− one”; E1 = [sender : PTAc]; E2 = [content : (InforHotel)];
E3 = [receiver : HBA]; E4 = [reply− with : Infor− Hotel];
E5 = [language : LPROLOG];

end

3.3 Lucx as a Content Choice Language

CCL is designed to support agent problem solving by providing explicit representations
of choices and choice problems. According to the requirements stated in [10], it should
be possible in CCL to represent the sets of choices to be made,define operations that can
be performed on the choices, declaratively state the relationships among choices, and
introduce simple propositional statements. Lucx can be used for agent-based problem
solving in the following four aspects that are normally attributed to a CCL [10].

1. Modelling: Choice Problem is modelled as CSP(Constraint Solving Problem) in
Lucx, say by an agent A;
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2. Information Gathering: Agent A either sends the whole CSP to several other agents
or has the knowledge to decompose the CSP into several sub-CSPs, where each
sub-CSP is solvable by an agent; after decomposition it sends to those agents and
gets their feedback; Lucx, as ACL, can be used here;

3. Information Fusion: Agent A incorporates the feedbacks from other agents using
context calculus andBoxoperations.

4. Problem Solving: Agent A may run simple problem solving algorithm such as the
General CSP solver, or send the CSP components to problem solving agents, get
their solutions, and unify it.

Example 5 illustrates the first stepModellingusing Lucx as a CCL. That is, agent
PTAc asks agentHBA whether those hotels (Marriott, Hilton, Sheraton) are available:

Example 5 E@[E1⊕ E2⊕ E3⊕ E4⊕ E5]
where

E = ”ask− one”; E1 = [sender : PTAc]; E2 = [content : B′

1]];
where B′

1 = [Hc | h ∈ {Marriott, Hilton, Sheraton}]; end

E3 = [receiver : HBA]; E4 = [reply− with : Infor− Hotel];
E5 = [language : Lucx];

end

Example 6 illustrates the second stepInformation Gatheringusing Lucx as a CCL.
That is, as a reply, agentHBA tells agentPTAc that Marriott and Hilton are available:

Example 6 E′′

T = E′

1 ⊕ E′

2 ⊕ E′

3 ⊕ E′

4 ⊕ E′

5

E′@[E′
1
⊕ E′

2
⊕ E′

3
⊕ E′

4
⊕ E′

5

where

E′ = ”tell”; E′
1

= [sender : HBA]; E′

2 = [content : B′′

1 ];
where B′′

1
= [Hc | h ∈ {Marriott, Hilton}]; end

E′
3

= [receiver : PTAc]; E′

4 = [in − reply − to : Hotel − Infor];
E′
5

= [language : Lucx]; E′
6

= [ontology : NYSE− TICKS];
end

An example ofInformation Fusionis the expressionE7 that appears in Example 8,
Section 5. The expressionE8 in the same example illustratesProblem Solving. T

4 Introducing Coordination Constructs in Lucx

In this section we conservatively extend Lucx with coordination constructs and give
their formal syntax and semantics.

A CordeexpressionS.m(C) arises when an agentA invokesS through methodm
in a contextC. Using the Lucx notation introduced in Section 3.2 and the query in
Example 5 it is easy to map this expression to a query〈EA, E′

A〉, whereEA represents
m as the (ACL) performative name, andS, andC are respectively encapsulated as a
context expressionE′

A. That is, the representation ofS.m(C) is a Lucx performative.
The result of evaluation of aCordeexpression is also represented as a performative. We
take a performative as a primitive service for a distributedagent system.
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A transactionis a dialogue between several agents. It is a distributed computation in
a distributed agent systems, consisting of many steps of primitive services. Yet a trans-
action need not to be successful. We smoothly integrate primitive services to represent
a transaction. Agent coordination is the set of transactions in the system.

4.1 Coordination Constructs in Lucx

The coordination constructs are n-ary constructs whose operands are performatives. We
introduce a unary construct for “committing” the state changes in the evaluation of an
expression.

Sequential Composition Construct≫ The expressiona ≫ b defines the sequential
composition of performativesa andb. The content field of each performative is actually
used to pass value/results between two agents, so the passedresult is not shown in the
syntax, however the value passing is implicitly supported in the semantics. Given two
performativesa, b, the sequential compositiona ≫ b is evaluated by first evaluating
the performative a and using the result of its evaluation, which is encapsulated in the
content field of the response performative ofa, in evaluating the performativeb. In
general, the expressiona1 ≫ a2 . . . ≫ ak denotes the execution of performativeai+1

with the result of execution ofai as an input, fori = 1, . . . , k− 1.

Parallel Composition Construct ‖ The expressiona ‖ b defines a parallel composi-
tion of performativesa andb. Given two performativesa, b, the parallel composition
a ‖ b is evaluated by simultaneous execution of performativesa andb. In general, the
evaluation of the expressiona1 ‖ a2 ‖ . . . ‖ ak will createk threads of computation,
one for each performative. The result of evaluation is the merging of the results in time
order.

Composition with no order ◦ The and ◦ defines the evaluation of more than one
expressions although their order is not important. Given two performativesa, b, the
expressiona ◦ b defines that performativesa andb should be evaluated by the receiver
agent, however the order of evaluation is not important. Theresult of evaluation is
the set of results produced by the evaluation of performativesa andb. In general, the
expressiona1 ◦ a2 ◦ . . . ◦ ak defines that all the performativesai , i = 1, k should be
evaluated by the receiver agent.

Nondeterministic Choice Construct≀ Given two performativesa, b, the expression
a ≀ b defines that one of the performatives be evaluated nondeterministically. In general,
a1 ≀ . . . ≀ ak denotes the evaluation of a nondeterministically chosen performative from
thek operands. If the performativeai is the nondeterministic choice, the result from the
evaluation of the performativeai is the result of evaluating the expressiona1 ≀ . . . ≀ ak.
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Priority Construct ⋄ Given two performativesa andb, the expressiona ⋄ b defines
that performativea should be evaluated first, and if it succeeds, the performative b is
to be discarded; otherwise, performativeb should be evaluated by the receiver agent. In
general, the expression requires that the performatives beevaluated deterministically in
the order specified until the first successful evaluation of aperformative. The result of
evaluating the expressiona1 ⋄ . . . ⋄ ak is that of the first successful evaluation.

Commit Construct com This is a unary construct whose operand is a coordination ex-
pression. The result of evaluatingcom(e) is that the state changes that happened during
the evaluation of the coordination expressione are made permanent. The expression
a ≫ (b ‖ c) will produce a result, however the state changes that happened due to
the modifications of contexts will be ignored. The expression com(a ≫ (b ‖ c)) will
produce the result of evaluating the expressiona ≫ (b ‖ c), as well as make the state
changes permanent.

Construct Binding All the constructs have the same precedence, and hence the ex-
pression is evaluated from left to right. To enforce a particular order of evaluations,
parenthesis may be used.

Properties and ExamplesFrom the operational definitions for composition constructs
we can derive the following properties:

1. The expressione≫ e refers to two invocations of the performativee. The context
may change after the first evaluation ofe. The result of evaluating the expression is
the result produced by the second invocation ofe.

2. The construct≫ is not commutative, but left associative.
3. The construct‖ is both commutative and associative.
4. The evaluation of the expressione ‖ e makes two copies ofe and simultaneously

evaluates them. Hence, the invocation of expressionse, e≫ e, ande ‖ have differ-
ent effects.

5. With our semantics the evaluated result of the expressione ‖ f consists of all
possible outputs from invocations toeandf . If it is necessary to have them ordered
according to their times of arrival at the host agent, the Lucx functions such as
beforecan be used. Other Lucx functions can be used to gather (1) only the first
value, (2) a tuple combining the first one from each, (3) the first value that satisfies
a predicate, and (4) a tuple(x, y), wherex is a result from an invocation toe, y is a
result from an invocation tof such that the pairx, y satisfies a constraint.

6. The sequential construct does not distribute over the parallel construct. That is,
e≫ (f ‖ g) 6= e≫ f ‖ e≫ g. In the evaluation ofe≫ (f ‖ g), the performative
e is evaluated once, and the evaluation of expressionf ‖ g starts after that. In
evaluating the expressione ≫ f ‖ e ≫ g, there are two parallel invocations to
e, and the performativesf , g are invoked only after the corresponding results are
received.

7. The parallel construct does not distribute over the sequential construct. That is,
(e ‖ f ) ≫ g 6= e≫ g ‖ f ≫ g

160



8. The commit construct distributes over other constructs.For an instance,com(a ≫
(b ‖ c)) = com(a) ≫ (com(b) ‖ com(c))

Example 7 Let us consider a small example: a mediator agent M receives the diaries
of a number of agents A1, . . . , An and fixes a conflict-free meeting time for them. Let ei

denote the performative from Ai to M, and e′i be the response performative from M to
Ai . We give three different solutions:

1. The expression,(e1 ‖ . . . ‖ en) ≫ (e′1 ‖ . . . ‖ e′n), when evaluated will give all
possible conflict-free meeting times, assuming that agent Mhas the skill to compute
it.

2. The expression,(e1 ◦ . . . ◦ en) ≫ (e′1 ‖ . . . ‖ e′n), when evaluated may give an
optimal conflict-free meeting time, assuming that agent M has the resources to save
the constraints in the performative, formulates it to a CSP,and solves it. That is,
the mediator must be a CSP solver.

3. The expression(e1 ⋄ . . . ⋄ en) ≫ (e′1 ‖ . . . ‖ e′n), when evaluated will give the
earliest conflict-free meeting time.

4.2 Formal Syntax and Semantics of the extended Lucx

M ::= M ≫ M ′

| M ‖ M ′

| M ◦M ′

| M ≀M ′

| M ⋄M ′

| com M
| E

E ::= id
| E(E1, . . . , En)
| if E then E′ else E′′

| #
| E @ E′

| [E1 : E′

1, . . . , En : E′

n]
| E where Q

Q ::= dimension id
| id = E
| id(id1, . . . , idn) = E
| Q Q

Fig. 2. Abstract syntax for the extended Lucx

The new syntactic rules are shown in bold in Figure 2. The new semantic rules are
shown in Figure 3. The semantic ruleM sequential is valid whether or not the result of
executingM is required for executingM′. Moreover, the semantic rule suggests that the
performativeM′ must be evaluated only after the evaluation ofM even whenM andM′

do not share data. The semantic rulesMparallel andM choice are easy to understand. The
semantic ruleM composition suggests thatM andM′ can be evaluated in any order with-
out affecting the outcome. In the semantic ruleMpriority , we usefalse to suggest that
the evaluation fails. Notice that partial evaluation in eduction procedure is not failure.
Because of the distributive property, we can write the commit expressioncom M, where
M is a coordination expression, as an expression in which eachatomic component is
com E, whereE is a performative. Since we have already given the semanticsfor eval-
uating performatives, we contend that no separate semantics forcom M is necessary.
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M sequential :
D,P ⊢ M : v D,P†[M 7→ v] ⊢ M′ : v′

D,P ⊢ M ≫ M′ : v′

Mparallel :
D,P ⊢ M : v D,P ⊢ M′ : v′

D,P ⊢ M ‖ M′ : v † v′

M composition :
D,P ⊢ M : v D,P†[M 7→ v] ⊢ M′ : v′ or D,P ⊢ M′ : v D,P†[M′ 7→ v] ⊢ M : v′

D,P ⊢ M ◦M′ : v′

M choice :
D,P ⊢ M : v or D,P ⊢ M′ : v

D,P ⊢ M ≀M′ : v

Mpriority :
D,P ⊢ M : v or D,P ⊢ M : false D,P†[M 7→ false] ⊢ M′ : v

D,P ⊢ M ⋄M′ : v

Fig. 3.New Semantic rules for the Extended Lucx

5 Example

A general, but incomplete, description of the travel planning problem [10] is as follows:
Caroline would like to meet Liz in London for one of exhibition preview receptions at
the Tate Gallery. These will be held at the beginning of October. Both Liz and Caroline
have other appointments around that time, and will need to travel to London from their
homes in Paris and New York.

We suppose that there is an agent-based system making choices on when Liz and
Caroline meet. Several agents assist each participant: a Personal Travel Assistant Agent
(PTA) will communicate with Hotel Broker Agent(HBA), Air Travel Agent (ATA),
and Diary Agent(DA). That is, thePTA for Caroline (PTAc) will get the hotel infor-
mation fromHBA, flight information fromATA, and meeting time fromDA. After
collecting and combining the information, it sends the information to Problem Solv-
ing Agent(PSA). ThePSA will also receive the collected information fromPTA for
Liz(PTAl). ThePSA computes the final solution and sends the solution toPTAs.PTAc
communicates withHBA, ATA, andDA to make commitments. Once all these com-
mitments are acknowledged,PTAc informs Caroline of the exact meeting time. As we
remarked, the agents themselves are not important, only their usage of Lucx is impor-
tant. According to the above descriptions, the Lucx programfor the transaction is:

Example 8 (m1 ≫ m2) ‖ (m3 ≫ m4) ‖ (m5 ≫ m6) ≫ m7 ≫ m8 ≫ m9 ‖ m10 ‖ m11
where

m1 = E1@[E11 ⊕ E12 ⊕ E13 ⊕ E14 ⊕ E15];
where

E1 = ”ask− one”; E11 = [sender : PTAc]; E12 = [content : B1];
where B1 = [Hc | h ∈ {Marriott, Hilton, Sheraton}]; end

E13 = [receiver : HBA]; E14 = [reply− with : Hotel− Infor];
E15 = [language : Lucx];

end
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m2 = E2@[E′

11 ⊕ E′

12 ⊕ E′

13 ⊕ E′

14 ⊕ E′

15];
where

E2 = ”tell”; E21 = [sender : HBA]; E22 = [content : B′′

1 ];
where B′

1 = [Hc | h ∈ {Marriott, Hilton}]; end

E23 = [receiver : PTAc]; E24 = [in− reply− to : Hotel− Infor];
E25 = [language : Lucx];

end

. . .
m7 = E7@[E′

71 ⊕ E′

72 ⊕ E′

73 ⊕ E′

74 ⊕ E′

75];
where

E7 = ”ask− one”; E71 = [sender : PTAc]; E72 = [content : B′

1 ⊠ B′

2 ⊠ B′

3];
where B′

1 = [Hc | h ∈ {Marriott, Hilton}];
B′

2 = [Ffromc | ffromc ∈ {[Tfl : 10am, Tfa : 13pm, Fn : AC32], [Tfl : 16pm, Tfa : 19pm, Fn : AC38]};
B′

3 = [T3c | t3c ∈ {Oct.3− 10am, Oct.6− 14pm}]; end

E73 = [receiver : PSA]; E74 = [reply− with : Meeting− Time];
E75 = [language : Lucx];

end

m8 = E8@[E81 ⊕ E82 ⊕ E83 ⊕ E84 ⊕ E85];
where

E8 = ”tell”; E81 = [sender : PSA]; E82 = [content : B′′

1 ⊠ B′′

2 ⊠ B′′

3 ];
where B′′

1 = [Hc | h ∈ {Marriott}];
B′′

2 = [Ffromc | ffromc ∈ {[Tfl : 10am, Tfa : 13pm, Fn : AC32]};
B′′

3 = [T3c | t3c ∈ {Oct.3− 10am}]; end

E83 = [receiver : PTAc]; E84 = [in− reply− to : Meeting− Time];
E85 = [language : Lucx];

end

m9 = E9@[E91 ⊕ E92 ⊕ E93 ⊕ E94 ⊕ E95];
where

E9 = ”commit”; E91 = [sender : PTAc]; E92 = [content : B′′

1 ];
where B′′

1 = [Hc | h ∈ {Marriott}]; end

E93 = [receiver : HBA]; E94 = [in− reply− to : Hotel− Reserve];
E95 = [language : Lucx];

end

. . .

end

6 Conclusion

We have been exploring Intensional Programming Paradigm asa viable programming
medium for different application domains. In this paper we have discussed our recent
research results in enriching Lucx [2], an Intensional Programming Language, with
coordination constructs for programming multi-agent coordination in a distributed net-
work of agents. We have given the formal syntax and operational semantics for the
coordination constructs in Lucx. The language, thus extended, preserves the original
syntax and semantics of Lucx which itself is a conservative extension of Lucid [2].

There is a huge amount of literature on network models for distributed computing
and most of them can be applied to multi-agent coordination.We are motivated by the
need to simplify the semantics of agent coordination. So we have designed a small
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number of coordination constructs, for which formal operational semantics could be
given. We permit arbitrary sequential and parallel compositions ofCordeexpressions.
This enables us to express complex transaction activities among agents as well-formed
Lucx expressions. Using the semantics it seems possible to determine the equivalence
of arbitrary coordination expressions.

In introducing the coordination constructs in Lucx, we are motivated by the recent
work of Misra [7]. Yet, there are deep semantic differences in the two approaches. In
our work an atomicCordeis a performative which is a context expression in Lucx. It in-
cludes the service requirements, in addition to a request for service. This contrasts with
the termsite[7], which is a general term for aservice, including function names. There
is a need to investigate the full set of semantic differencesbetween Lucx constructs and
theOrc expressions of Misra, and the suitability of Lucx for wide area computing.
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Abstract

Distributed constraint optimization (DCOP) has emerged as a key technique
for multiagent coordination. Unfortunately, while previous work in DCOP focuses
on optimizing a single team objective, domains often require satisfying additional
criteria. This paper provides a novel multi-criteria DCOP algorithm, based on two
key ideas: (i) transforming multi-criteria problems via virtual variables to harness
single-criterion DCOP algorithms; (ii) revealing bounds on criteria to neighbors.
These ideas result in interleaved multi-criteria searches, illustrated by modifying
Adopt, one of the most efficient DCOP algorithms. Our Multi-Criteria Adopt al-
gorithm (MCA) tailors its performance to whether individual constraints are to be
kept private or exploited for efficiency.

1 Introduction

Distributed Constraint Optimization (DCOP)[1, 2, 3, 4, 5, 6] is a useful technique
for multiagent coordination with current and potential applicationssuch as distributed
meeting scheduling, distributed factory & staff scheduling, and sensor nets [7, 8, 9, 10].
In a DCOP, distributed agents, each in control of a set of variables, assign values to
these variables, so as to optimize a single global objective function expressed as an
aggregation of utility functions over combinations of assigned values.
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While the recent advances in efficient DCOP algorithms are encouraging [1, 2, 11],
these algorithms focus on single-criteria optimization, and fail to capture the complex-
ity in many domains, where individual agents’ resource constraints necessitate multi-
criteria optimization. For instance, in distributed meeting scheduling[8], agents must
collectively optimize users’ time and, in addition, must adhere to each user’s limited
travel budget. While in some domains agent must not share the additional individ-
ual criteria (e.g., individual user’s budgets), in other domains, such as staff allocation
for distributed software development, costs of satellite transmission between software-
centers are shareable (non-private) criteria.

Thus, there is a need for multi-criteria DCOP algorithms. However, there are two
key challenges in designing such algorithms. First, harnessing state-of-the-art DCOP
algorithms is crucial for efficiency. This is challenging because the additional criteria
are local, they have different domains and they may be private, making it difficult to
automatically employ single-criteria algorithms. Furthermore, it is difficult to mod-
ify existing algorithms to generate a ranked series of solutions from which to select
one that meets all the criteria. Second, while we wish to maintain the privacy of the
additional criteria at an agent where specified, the algorithm must exploit sharing the
criteria to gain efficiency where not specified.

This paper presents a novel algorithm for multi-criteria DCOP, that allows dis-
tributed optimization of a global utility function as well as satisfaction of additional
local criteria (e.g. budget) at each agent. To address the first challenge, we modify
the original DCOP by adding a virtual variablev′ for the additional criteria at each
variablev. Variablev′ is owned by the same agent asv and has a new utility function
that provides high negative utility if the neighbors’ values violate a criterion tested by
v′. These additional virtual variables create a larger DCOP, but enable single-criterion
DCOP algorithms to be exploited for multi-criteria reasoning while maintaining pri-
vacy. To address the second challenge, an agent reveals to its neighbors an upper-bound
on any non-private criteria. Thus, when optimizing the global objectives, the neighbors
only pre-select values that abide by the bounds, significantly improving algorithmic
efficiency. In locally acyclic DCOP graphs, these bounds are tightened without sacri-
ficing algorithmic correctness leading to further efficiency improvements — however
we show that these tighter bounds can not be applied in general DCOP problems. We
also formally define the concept of T-nodes, which are variables whose local graph
acyclicity allows for the use of tightened bounds.

While we illustrate these ideas by building on top of Adopt, one of the most efficient
DCOP algorithms [1], our techniques could be applied to other DCOP algorithms, e.g.
OptAPO and SynchBB [2, 3]. We present a multi-criteria Adopt algorithm that tailors
its performance to three separate cases: 1) when a constraint must be kept private, 2)
when a constraint is sharable but the variable is not a T-node, and 3) when a constraint
is sharable and the variable is a T-node. We exploit sharability of constraints and local
acyclicity in the graph structure to improve efficiency. These different cases can be
applied simultaneously to different criteria or different nodes in the same problem. We
experimentally compare these techniques and illustrate the tradeoffs in efficiency and
privacy. These experiments reveal regions of the space where agents may gain the
most efficiency by sharing criteria, and where agents lose no efficiency by maintaining
privacy.
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2 Background: DCOP and Adopt

DCOP: A DCOP consists of n variables,{x1, x2, . . . , xn}, assigned to a set of agents
who control the values they take on. Variablexi can take on any value from the discrete
finite domainDi. The goal is to choose values for the variables such that the sum
over a set of constraints and associated cost functions,fij : Di × Dj → N ∪ ∞, is
minimized. More formally, find an assignment, A, s.t. F(A) is minimized:F (A) =∑

xi,xj∈V fij(di, dj), wherexi ← di, xj ← dj ∈ A
Taking as an example the constraint graph in Figure 1 wherex1, x2, x3, and

x4 are variables each with domain{0,1} and the f cost function shown (ignoring
g), F ((x1, 0), (x2, 0), (x3, 0), (x4, 0)) = 4 and in this example the optimal would be
(x1, 1), (x2, 1), (x3, 1), (x4, 1).

Adopt: Adopt[1] is a complete DCOP algorithm, guaranteed to find the optimal
solution to the problem. It starts by organizing agents into a Depth-First Search (DFS)
tree in which constraints are allowed between a variable and any of its ancestors or
descendants, but not between variables in separate sub-trees. Note that the constraint
graph in Figure 1 is organized as a DFS tree. x2 is a child of x1 in this tree, and x3
is a descendant (but not a child) of x1. While for expository purposes it is useful to
consider each variable as belonging to a separate agent, our algorithm does not require
a single variable per agent.

x1

x2

x3 x4

di    dj     f(di,dj)

0     0         1
0     1         2
1     0         2
1     1         0

g-constraint on x1: g <= 4

   d1     d2     d3    g(d1,d2,d3)

    0       0       0              4
    0       0       1              8
    0       1       0              8
    0       1       1             12
    1       0       0              1
    1       0       1              1
    1       1       0              1
    1       1       1              8

Figure 1: Multi-Criteria constraint graph

Adopt uses three basic messages: VALUE, THRESHOLD and COST. Assignments
of values to variables are conveyed in VALUE messages that are sent to neighbor nodes,
i.e. nodes sharing a constraint with the sender, lower in the DFS tree. When the algo-
rithm starts, nodes take on a random value and send out appropriate VALUE messages
to get the flow of computation started. A COST message is sent from children to par-
ents indicating the cost of the sub-tree rooted at the child. A THRESHOLD message
is sent from parents to children and contains a backtrack threshold, initially set to zero.
A sub-tree explores a line of search until the lower bound on cost accumulated, i.e. the
lower bound cost of its child sub-trees plus the cost of its constraints with its ances-
tors, surpasses its backtrack threshold. When this occurs, it will attempt to change its
value to one that has a lower bound cost still under the threshold (unexplored assign-
ments have a lower bound of zero). If it can’t then a variable raises its threshold and
notifies its parent, who then rebalances the thresholds of its other children. The root’s
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upper and lower bounds represent the upper and lower bounds on the global problem,
so when they meet the optimal solution has been found and the algorithm terminates.
Since communication is asynchronous messages have a context, i.e. a list of the vari-
able assignments in existence at the time of sending, attached to them to help determine
information relevance. The pseudo-code for these procedures is shown in the lines not
marked with an ’m’ in Figure 2.

3 Problem Definition

We define Multi-Criteria DCOP by addingk additional cost functions at each nodexi,
g1

i . . . gk
i , that are to be held belowT 1

i . . . T k
i respectively. Figure 1 shows an example

g function and constraint onx1. In the example, ifx1, x2, x3 each take on the value of
1 (the single criterion optimal) then the g-cost is 8, which violates the g-constraint of
4 atx1. Multiple g-functions may be defined on each variable. Since these g functions
cannot be merged with the original f functions, each value must be selected based on
multiple criteria, and hence this is a multi-criteria DCOP.

We define g-constraints on variables and the constraints can either be kept private
or shared. If the constraint is private then it can be an arbitrary function on the values
of xi and its neighbors. If, however, the constraint is shared then it must be a sum of the
g-functions of the links impinging uponxi. Given the g-functions, we now modify the
DCOP objective to be: find A s.t. F(A) is minimized:F (A) =

∑
xi,xj∈V fij(di, dj),

wherexi ← di, xj ← dj ∈ A
and∀xa ∈ V

gc
a(da, {db|xb ∈ neighbors(xa)}) ≤ T c

a , 1 ≤ c ≤ k

4 Multi-Criteria Adopt

4.1 Basic Ideas

This section is organized as follows: Section 4.1 describes our algorithm, Section 4.2
provides correctness results and Section 4.3 provides complexity analysis.

Problem TransformationTo harness the efficiency of single-criterion DCOP algo-
rithms while maintaining privacy of the additional criteria, we add virtual variables
enforcing n-ary constraints, e.g. for the problem described in Figure 1, we addx′1 that
has an n-ary constraint withx1, x2, x3. These virtual variables (e.g.x′1) are under the
control of the agent controlling the original variable (e.g.x1), and enforce the extra
criteria by sending infinite costs when a constraint is violated to the nodes involved.
Virtual variables are employed when the constraint is private or the local subgraph is
not acyclic. Since typical DCOP algorithms such Adopt are based on binary cost func-
tions, n-ary constraints require additional mechanisms within such algorithms. This
problem transformation could be applied to other algorithms such as SynchBB and
OptAPO [2, 3].

Mutually Constrained SearchWhen privacy is not essential, we want to mutually
constrain the searches to gain efficiency. This is difficult because improvement in one
criterion does not necessarily correspond with improvement in the others. We tackle
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Preprocessing
(1m) forall xi, if Tnodei = false or ∃gc

i s.t.privatec
i = true

(2m) x′
i is a new virtual variable

(3m) Neighbors(x′
i)← Neighbors(xi) ∪ xi

(4m) Neighbors(xi)← Neighbors(xi) ∪ x′
i

(5m) forall xj ∈ Children(xi)
(6m) xj must be neighbor of at least onexk ∈ Children(xi)
(7m) buildTree( x1 . . . xn)
(8m) forall x′

i

(9m) parent(x′
i)← lowest priority Neighbor ofx′

i

Initialize
(10) threshold← 0; CurrentContext← {}
(11) forall d ∈ Di, xl ∈ Children
(12) lb(d, xl)← 0; t(d, xl)← 0
(13) ub(d, xl)← Inf ; context(d, xl)← {};
(14m) forall g-constraintsgc

i if privatec
i = false andTnodei = true

(15m) forall xl ∈ Children
(16m) gThreshc

i (xl)← 0; gContextc
i (xl)← {}

(17) di ← d that minimizesLB(d)
(18) backTrack

when received (THRESHOLD , t, context)
(19) if context compatible withCurrentContext:
(20) threshold← t

when received (VALUE , xj , dj , gThresh1...k
j )

(21) add (xj ,dj) to CurrentContext
(22m) forall constraintsgc

j if privatec
j = false andTnodec

j = true
(23m) add (xj ,dj ,gThreshc

j) to CurrentContext
(24) forall d ∈ Di, xl ∈ Children
(25) if context(d, xl) incompatible withCurrentContext:
(26) lb(d, xl)← 0; t(d, xl)← 0
(27) ub(d, xl)← Inf ; context(d, xl)← {}
(28m) forall constraintsgc

i if privatec
i = false andTnodei = true

(29m) forall xl ∈ Children
(30m) if gContextc(xl) incompatible withCurrentContext:
(31m) gThreshc(xl)← 0; gContextc(xl)← {}
(32) backTrack ;

when received (COST, xk, context, lb, ub)
(33) d← value ofxi in context
(34) remove (xi,d) from context
(35) forall (xj ,dj) ∈ context s.t.xj /∈ Neighbors(xi)
(36) add (xj ,dj) to CurrentContext;
(37) forall d′ ∈ Di, xl ∈ Children
(38) if context(d′, xl) incompatible withCurrentContext:
(39) lb(d′, xl)← 0; t(d′, xl)← 0
(40) ub(d′, xl)← Inf ; context(d′, xl)← {};
(41) if context compatible withCurrentContext:
(42) lb(d, xk)← lb; ub(d, xk)← ub
(43) context(d, xk)← context
(44) backTrack
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procedure backTrack
(45m) if xi not a virtual variable
(46) if threshold == UB:
(47) di ← d that minimizesUB(d)
(48) else ifLB(di) > threshold:
(49m) di ← d that minimizesLB(d) and

satisfiesgThreshc
j for all gc

j wherexj ∈ Ancestors(xi) andprivatec
j = false

(50m) SEND (VALUE , (xi, di, gThresh1...m(xk))) to each lower priority neighborxk

(51m) omitgThreshc(xk) if privatec
i = true

(52) if threshold == UB:
(53) if TERMINATE received from parent orxi is root:
(54) SEND TERMINATE to each child
(55) Terminate execution;
(56) SEND (COST, xi, CurrentContext, LB, UB)

to parent
(57m) else
(58m) if gc(di, {dj |xj ∈ Neighbors(xi)}) > gConstraintc(xi)

1 ≤ c ≤ k
(59m) SEND (COST, xi, CurrentContext,∞,∞)
(60m) else
(61m) SEND (COST, xi, CurrentContext, 0, 0)

Figure 2: Multi-Criteria Adopt Pseudo-code

this by requiring descendant nodes to only consider assignments that will not violate the
g-constraints of their ancestors. This is done by passing them each a bound specifying
how large a g-cost they can pass up. This bound can represent an exact bound when
the local graph is acyclic and an upper bound otherwise. If a suitable division of g
cannot be found then the algorithm will not try to optimize f. It also doesn’t attempt to
satisfy g-constraints for assignments that are highly suboptimal in f. Thus, the searches
mutually constrain each other, leading to performance improvements.

Local Acyclicity (T-nodes)The notion of locally acyclic graph structure is cap-
tured more formally via our definition of T-nodes given below. Variablexi is a T-
node if∀xk, xl ∈ Children(xi) there does not exist a path of links with constraints
lk,1, l1,2, . . . , ll−1,l passing through intermediary nodesx1, . . . xl−1 andx1, . . . , xl−1

are all lower priority thanxi. Note that another way to describe a T-node is as a
variablexi whereChildren(xi) = Successors(xi) where successors are all lower
priority neighbors and children are those successors whose parent isxi. In our original
DCOP example in figure 1,x1 is not a T-node because there is a link between two of
its descendants (x2 andx3), butx2, x3 andx4 are.

Figure 2 presents pseudo-code for the MCA algorithm; recall that lines marked with
m are our modifications to the basic ADOPT algorithm, and that we have eliminated
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some details (such as termination detection) that do not change from the basic ADOPT
algorithm. We will discuss each of our techniques separately, for clarity, and then
indicate how they interact with each other in the unified algorithm. For simplicity, each
technique will be assigned a name: Multi-Criteria Adopt Private (MCAP) is the case
where a constraint may not be revealed to its neighbors, Multi-Criteria Adopt Shared
(MCAS) is the case where a constraint is sharable but the variable is not a T-node, and
Multi-Criteria Adopt Shared and Acyclic (MCASA) is the case where a constraint is
sharable and the variable is a T-node.

We will first discuss MCAP. An example snapshot of its execution on the problem
from Figure 1 is shown in Figure 3a. MCAP searches for an optimal solution for f and
when an assignment violates any g-constraints, a negative feedback signal (of very high
negative cost) is sent to the cluster of nodes involved. The feedback is sent by a virtual
variable (x′1) which is responsible for enforcing the g-constraints of a single variable
(x1). The feedback is initially sent to the lowest priority of the variables involved in the
broken constraint (x3) . Using the single criterion optimization mechanisms of Adopt,
the feedback will be propagated to the other node(s) that must change their values to
find the optimal satisfying solution.

Since feedback must be able to be sent to all the nodes in a constraint, Adopt’s
DFS tree must be structured to keep all the variables in the same subtree. MCA pre-
processing (lines 1-6 in figure 2) creates the virtual variables which are owned by the
owner of the variable they represent. The virtual variables need to be placed as leaves
lower in the DFS tree than the variables in the g-constraints it enforces (lines 5-6). The
virtual variables will only receive VALUE messages and will then determine whether
the current assignment violates any of the g-constraints it represents. If so, an infinite
cost is passed up, forcing the variables to try a different assignment, otherwise a cost
of 0 is passed up (lines 57-61).

While feedback signals have the advantage of maintaining the privacy of the g-
functions and the variables involved in constraints, it has a drawback: its partial search
of unsatisfying assignments slows the algorithm. When a criterion – the specific g-
function and the constraint on it – are non-private, we can reveal the g-function of a
link to those vertices connected to it, which is the same privacy loss tolerated for the
f-function. With this information we can implement MCAS and MCASA. Snapshots
of MCAS and MCASA are shown in Figures 3b and 3c respectively.

In MCAS and MCASA we exploit the sharing of the g-functions by using a mecha-
nism similar to the THRESHOLD message in Adopt. In addition to the THRESHOLD
message associated with f, parents send their descendants g-thresholds in the VALUE
messages (lines 21-23) indicating that the child may take on no value with g greater
than the g-threshold. In the snapshots from Figures 3b and 3c we can see the g-
thresholds being passed down from nodex1 to nodesx2 andx3. (Note that as discussed
earlier, in case a g-function can be shared, we assume an additive g-function, enabling
distinct g-thresholds to be sent to each node.) If the variable is not a T-node (in MCAS),
the g-thresholds represent an upper bound, constituting the total g-constraint minus the
minimum g usable on each link. In the example in Figure 3b, the total g-threshold on
x1 is 4, and the minimum usable on each link is 1, and hence the messages set the
g-threshold upper-bound of 3 for each child. Given this upper-bound, a node can prune
out certain values from its domain as violating the g-constraint (e.g., 0 is pruned from
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the domain ofx3) leading to speedups over MCAP. For T-nodes it is possible to calcu-
late an exact bound (MCASA)— in Figure 3c, the exact bound is 0 for nodex3 and 4
for nodex2 – enabling more values to be pruned out, further speeding up the search.
Note that Figure 3c is slightly modified from the original example to show T-nodes.

Until now we’ve discussed each technique separately for clarity. However, they can
be applied simultaneously to different criteria within the same problem. If there arec
separate criteria then thec different criteria can be enforced independently because
they are independent functions. This is even true when a single variablexi has one
g-criterion that is MCASA and another that is either MCAP. It can perform the tree
transformation for the MCAP constraint without losing the T-node property for the
MCASA constraint because the new links have no constraint functions on them. Thus
the main challenge lies in how to enforce a single criteriongc that employs MCAP,
MCAS and MCASA at different nodes in the network. Since the g-criteria are all
local criteria we only need worry about situations where a parent and a child are using
different techniques:

– Parent = MCAS/MCASA, Child = MCAP: The child can restrict its choice of
domain values based upon the g-threshold of its parent. The parent will automat-
ically change its value if the child’s virtual variable passes up an infinite feedback
cost.

– Parent = MCAP, Child = MCAS/MCASA: The child will automatically adjust
its value if the parent’s virtual variable passes up an infinite feedback cost. From
the parent’s perspective it makes no difference what technique the child is using.
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Figure 3: a) MCAP b) MCAS c) MCASA

4.2 Correctness of Multi-Criteria Adopt

In this section we will again separate out the proofs for each technique for the sake of
clarity.
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Proposition 1 For each nodexi, MCAP finds the assignment whose f-cost, local cost
(δ) plus the sum ofxi’s children’s costs, is minimized while satisfying the g-constraint:

OPT (xi, context)
def
=

mind∈Di [δ(d) +
∑

xl
OPT (xl, context ∪ (xi, d))]

whereδ(d)
def
=

∑
xj∈ancestors fij(di, dj)

if gc
i (di, {dj |xj ∈ Neighbors(xi)}) ≤ T c, 1 ≤ c ≤ k

∞ otherwise

Proof: To show this we start from the correctness of the original Adopt algorithm
which was proven in [1]. Single-criterion Adopt will find at every nodexi:

OPT ′(xi, context)
def
=

mind∈Di
[δ′(d) +

∑
xl

OPT ′(xl, context ∪ (xi, d))]

whereδ′(d)
def
=

∑
xj∈ancestors fij(di, dj)

To show that MCAP findsOPT (xi, context) we show that 1) it never returns an
assignment containing a violated g-constraint, unless the problem is unsatisfiable and
2) it finds the minimum f-cost solution.

The proof of part 1) starts with the fact that the virtual variables introduce an infi-
nite f-cost into the subtree containing the violated constraint below any variable in the
constraint. Since any assignment that does not violate the constraint will have a finite
f-cost, it follows from the correctness of Adopt that by choosing the assignment that
minimizes f, MCAP will never take on an assignment that violates a g-constraint unless
the g-constraint is unsatisfiable. Part 2) follows directly from the correctness of Adopt
because the virtual nodes report a zero cost if all constraints are satisfied, which means
that by Adopt’s normal mechanisms it will find the minimum f-cost solution.�

Proving that MCAS is correct requires adding to the MCAP proofs that if the g-
constraints for each nodexi are

∑
xj∈Neighbors(xi)

gc
ij(di, dj) < T c

i , then no satisfy-
ing solution can contain on linklil a g greater thanT c

i −
∑

xj∈Neighbors(xi) 6=xl
min

gc
ij(di, dj) 1 ≤ c ≤ k. This requirement easily follows from the fact that each link con-

sumes a certain minimum g-cost, and we are only subtracting the sum of the absolute
minimum costs on all links.

We next turn to MCASA and discuss the exact bounds communicated to children
of T-nodes in MCASA. We first show that when a node is not a T-node, i.e. its set of
successors includes more nodes than its children, then exact bounds do not apply.

Proposition 2 Given only the g-functions of links impinging on a variablexi, it is not
guaranteed to be able to calculate an exact bound on g for each successor ifxi is not
a T-node.

Proof: If xi is not a T-node then there must exist at least one successorxk who is
not a child ofxi. There must exist a set of variablesx1 . . . xk−1 wherext+1 is a child of
xt that connectsxi to xk. Whenxi attempts to calculate the optimal split of g between
x1 andxk, it will know only the g-functions on the linksli,1 and li,k. However, the
optimal g for each link is a function of the g-functions on all of the linkslt,t+1 andli,k.
�
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Proposition 3 If a nodexi is a T-node, then given its childrenx1 throughxk, xi is
guaranteed to be able to calculate an exact bound on for each of its children.

Proof: Sincex1 throughxk are all children ofxi, there are no linkslt,t+1 such
thatxt is in the subtree rooted at one child andxt+1 is in the subtree rooted at another.
Thus the f reported by eachxl inChildren(xi) will be independent of the g-threshold
imposed upon anyxm ∈ Children(xi) 6= xl. Thus by knowing the relationship of
g to f for each linklit where1 ≤ t ≤ k, xi can calculate the split of g between its
children that will minimize the total f that will be reported toxi. �

Termination of Adopt is demonstrable because theCurrentContext of each node
eventually stabilizes, starting at the root which has{} as itsCurrentContext. This is
unchanged in the MCA family of algorithms.

4.3 Complexity

The original DCOP problem is NP-hard, and by illustrating a solution to the multi-
criteria problem which only adds linear number of additional nodes (in the number of
criteria) we show that the complexity class has not worsened.

With respect to space, a key feature of Adopt is that its space complexity is linear
in the number of nodes,n, specifically|Di|n. In MCAP and MCAS, the space used
at each regular node is the same, but we add up ton virtual variables, so the space
complexity for MCAP and MCAS is(|Di| + 1)n. In MCASA there are no virtual
variables, but each node stores g information for each of its neighbors. If there arek g
constraints on each node, the space complexity is(k + 1) |Di|n.

In terms of messaging, MCAP and MCAS cause no increase in message size, but
the virtual variables require sending up ton2 extra VALUE messages andn COST
messages. In contrast, MCASA sends no additional messages and due to the reduction
in search space may send fewer messages than Adopt. However, the size of VALUE
messages increases by a constant to incorporatek integer fields for the g-thresholds.

5 Experimental Results

This section presents results on four separate domain settings. Setting 1 focused on 20
node (agent) problems, each with 3 values per node, with a general graph (not acyclic),
with average link density of 2.2 and maximum link density of 4. In this setting, both
the f and g cost were randomly chosen from a uniform distribution varying from cost
of 0 to 40. The g-cost was assumed to be an additive function (see Section 3). Setting
2 is similar to setting 1, except that we focused on 10 node problems. Settings 3 and 4
are essentially settings 1 and 2 respectively, but with acyclic graphs to emphasize the
speedups due to MCASA. In each of the graphs below, each data-point is an average of
15 problem instances, i.e. we created 15 problem instances of each of our four domain
settings and ran it for each experimental setup described.

To really highlight the tradeoff between efficiency and privacy, we first show the
performance of each technique when applied to all the nodes in a problem i.e. we
either apply MCAP to all the nodes or MCAS to all the nodes or MCASA to all the
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Figure 4: g-threshold vs. run-time for a) acyclic problems b) cyclic problems

nodes. Figure 4a shows the results of experiments measuring and comparing run-times
of the MCA algorithms on 2-criteria problems. Each data point on the graph shows
an average over the 15 instances from either setting 3 or setting 4. The x-axis shows
the g-constraint applied to all variables and ranges from 0, which is unsatisfiable, to
40, which is effectively a single criterion optimization. The y-axis shows runtime —
as with other DCOP systems, run-time is measured in cycles of execution where one
cycle consists of all agents receiving incoming messages, performing local processing
and sending outgoing messages[1]. The y-axis is logarithmically scaled.

The graphs show that the run-times of all the techniques are lowest when the search
is either unconstrained due to high g or so constrained due to low g that little search
space needs to be explored. Due to the privacy requirement, MCAP has the poorest
performance. The upper bounds calculated by sharing information in MCAS improve
performance, while the exact bounds and lack of tree-restructuring in MCASA give it
the best performance. Figure 4b demonstrates similar results for cyclic problems (set-
tings 1 and 2). There is a significant increase in runtime switching from acyclic to cyclic
problem (note the y-axes are not identical). Interestingly, for tighter g-constraints, the
MCAS algorithm outperforms MCAP, however, for looser constraints, there is very
little difference in performance — the reason is that when g-constraints are not tight,
MCAS upper-bounds provide very little pruning. In other words, if g-constraints are
loose, there is no gain to sharing them with other agents, and agents may then at least
retain their privacy.

In order to demonstrate the benefits of the per-criteria, per-node application of the
MCAP and MCAS techniques, we took the 10-node examples from Figure 4a and b and
randomly assigned first 25% and then 50% of the nodes to have private g-constraints
while the remaining were assumed to be non-private. We then compared their perfor-
mance to that of MCAP (100% private) and MCAS (0% private). The results are shown
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Figure 5: g-threshold vs. runtime for differing percentages of private constraints on a)
acyclic problems and b) cyclic problems

in Figure 5a and b. The x-axis again shows the g-threshold applied and the y-axis mea-
sures the runtime in cycles on a logarithmic scale. Each bar in the graph shows an
average over the 15 instances and we can see that as the percentage of nodes whose
additional criterion is private increases, the runtime increases for smaller g-thresholds.
However, as was found when comparing MCAS against MCAP in the previous figure,
when the g-threshold on each variable is loose enough the runtimes converge because
no pruning takes place as a result.

Figure 6: g-constraint violation by Adopt

While we developed MCA, one key question was whether single-criteria algorithms
could automatically satisfy multiple criteria simply by loosening the tolerances on op-
timal solutions. It is possible to imagine specifying a tolerance on f and then running
a single criterion DCOP algorithm on the problem ignoring g. We measure the degree
to which a second g-criterion is violated by Adopt when ignoring g but specifying a
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tolerance on f. Figure 6 shows the results with each data point representing an aver-
age over 5 randomly generated runs. The x-axis gives the g-constraint applied to each
variable and again varies from 0 to 40. The y-axis is the percentage of nodes whose
g-constraint was not met by the solution obtained by Adopt. The tolerance is a percent-
age of the difference between the optimal and maximum cost solutions. The looser the
g-constraint, the easier it is to meet without reasoning about f. Interestingly, a larger
tolerance does not necessarily lead to improved g satisfaction, because since f and g
are independent, increases in f do not necessarily correlate with decreases in g.

6 Conclusion and Related Work

DCOP has emerged as a key technology for multiagent coordination as it enables ne-
gotiation while protecting privacy. Previous work in DCOP focuses on optimizing a
single global objective. This paper provides a novel multi-criteria DCOP algorithm,
based on two key ideas: (i) transforming multi-criteria problems via extra virtual vari-
ables to harness single-criterion DCOP algorithms; (ii) revealing bounds on criteria
to neighbors. These ideas result in interleaved multi-criteria searches and were real-
ized in the context of Adopt, one of the most efficient current DCOP algorithms. The
Multi-Criteria Adopt (MCA) algorithm modulates its performance based on the privacy
requirements of individual constraints and the local network structure.

In terms of related work, there is significant continued progress in single criteria
DCOP algorithms [1, 3, 4, 5, 6], e.g. OptAPO is shown to compare favorably with
Adopt in some domains and vice versa[2]. Our work is complementary to these ad-
vances, and techniques developed here, such as extra virtual variables would enable
algorithms such as OptAPO to tackle multi-criteria optimization. Previous work in
multi-criteria collaboration [12, 13, 9, 10, 14] has focused on applications such as dis-
tributed planning, but it did not benefit from recent research that formalized DCOP and
developed efficient algorithms for it. We build on these efficient algorithms leading
to more efficient MCA algorithms. Approaches to multi-criteria constraint satisfaction
and optimization problems have either tackled the problem using centralized methods
[15] or have used distributed methods to solve a single agent problem [16]. Our ap-
proach tackles a distributed problem using a distributed method.
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Abstract. In multi-agent systems where sets of joint actions (JAs) are generated,
tools are needed to evaluate these sets and efficiently allocate resources for the
many JAs. To address evaluation, we introducek-optimality as a metric that cap-
tures desirable properties of diversity and relative quality. Our main contribution
is a method to utilize local interaction structure to obtain bounds on cardinalities
of k-optimal JA sets. Bounds help choose the appropriate level ofk-optimality for
settings with fixed resources and help determine appropriate resource allocation
for settings where a fixed level ofk-optimality is desired. In addition, our bounds
for 1-optimal JA sets also apply to the number of pure-strategy Nash equilibria in
a graphical game of noncooperative agents.

1 Introduction

We consider a multi-agent system that generates a set of joint actions (JAs). The out-
come for a single joint action (JA), a combination of individual actions, can be captured
by a DCOP [1] or cost network [2] in cooperative domains and by graphical games [3] in
noncooperative domains. These models decompose the system into a fixed interaction
and reward structure. While we focus on the team setting where each JA in a set con-
sumes resources, we also establish connections to settings with self-interested agents.
Motivating cooperative domains include a team of troops that generate many sorties
which consume supplies, a team of rescue units that generate many potential plans (for
a disaster rescue commander) which consume human decision time, or a team of UAVs
that generate many trajectories (for surveying or imaging) which consume film or fuel.
JA sets can be (i) a sequence of JAs to execute or (ii) a set of choices, but in either case,
they consume resources as a function of set size.

Most work in DCOPs and similar methods generates a single JA with high absolute
reward, but reward alone is a poor metric for domains with JA sets, as it often yields
clustered solutions. Clustering is undesirable, as diversity (the difference among JAs) is
a key property for evaluating JA sets [4], e.g., commanders want varied options. How-
ever, diversity alone is undesirable, as we want to ensure a level of relative quality (each
JA is best among a group of similar JAs and cannot be improved by simple changes).
We define a metric,k-optimality, that naturally captures diversity and relative quality: a
k-optimal JA has the highest reward within a neighborhood of JAs differing from it by
at mostk individual actions;k-optimality quantifies the neighborhood in which a local
optimum is optimal. Ak-optimal JA set (a collection ofk-optimal JAs) then guarantees
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Fig. 1.A depiction of the advantages of tighter bounds

a level of relative quality (each JA is better than all JAs in a neighborhood of radiusk)
and diversity (JAs in the set must be separated by at leastk individual actions).

Because each JA consumes resources, and the number of generated JAs may not
be knowna priori, resource allocation is a critical problem. Unfortunately, we cannot
predict this number because the exact rewards in our domains are not known in advance.
For example, supplies need to be allocated to troops executing multiple sorties before
exact numbers and locations of adversaries are known. However, reward-independent
bounds can be obtained on the size ofk-optimal JA sets (i.e. to safely allocate enough
supplies). First, we identify a mapping to coding theory yielding bounds independent of
both reward and team interaction structure. We then provide, as our main contribution,
a method to use the interaction structure (e.g., DCOP graph of arbitrary arity) to obtain
significantly tighter bounds. We establish a connection to noncooperative settings by
proving that our bounds for 1-optimal JAs also apply to the number of pure-strategy
Nash equilibria in a graphical game.

Finding tighter bounds is useful in two ways: (i) If a particular level ofk-optimality
is desired, bounds indicate the maximum resource requirement for anyk-optimal JA
set. Thus, tighter bounds provide savings by allowing fewer resources to be allocateda
priori while ensuring enough for allk-optimal JAs. Figure 1(a) shows, via a hypothetical
example, how the tighter boundβ2 indicates thatr2 is sufficient for all k̂-optimal JAs,
yielding resource savings ofr1 − r2 over usingβ1. (ii) If resource availability is fixed,
tighter bounds help us choose an appropriate level ofk-optimality. If k is too low, we
may exhaust our resources on bad solutions (similar JAs with poor relative quality).
In contrast, (because fewerk-optimal JAs can exist ask increases), ifk is too high,
resources that could be spent on additional JAs are guaranteed to go unused. Tighter
bounds provide a more accurate measure of guaranteed waste and thus, allow a more
appropriatek to be chosen. In Figure 1(b), under hypothetical resource level ˆr, the looser
boundβ1 hides the resource waste guaranteed whenk1 is used. This waste is revealed
by β2, indicating thatk2 reduces guaranteed resource waste.

2 k-optimality

We introduce the notion of ak-optimal joint actionas a metric that captures both relative
quality and diversity when selecting JA sets. The fitness ofk-optimality for evaluating
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JA sets is illustrated in Figure 2, which shows a deployment of troops where each unit
can advance or hold. Decision-support agents (assigned to each unit) coordinate to gen-
erate multiple sortie plans to be executed. Using reward alone as a metric to generate
a JA set leads to a cluster of near-identical solutions (essentially, all troops hold). Us-
ing diversity alone (ensuring all JAs differ by more than two actions) leads to a JA set
where many JAs can be improved with deviations of only two agents (shown by the
arrows). Withk-optimality (k=2), we generate a set of diverse JAs (all troops hold;
front advances, rear holds; front holds, rear advances; all advance) where no JA can be
improved with a two-agent deviation.

We begin with our model of the multi-agent team problem. For a set of agents
I := {1, . . . , I }, the ith agent takes actionai ∈ Ai . We denote the joint action of a
subgroup of agentsS ⊂ I by aS := ×i∈Sai ∈ AS whereAS :=

�
i∈SAi and the joint

actions (JAs) of the entire multi-agent team bya = [a1 · · · aI ] ∈ AwhereA :=
�

i∈IAi .
The team reward for taking a particular JA,a, is an aggregation of the rewards obtained
by subgroups in the team:

R(a) =
∑
S∈S

RS(a) =
∑
S∈S

RS(aS)

whereS is a minimal subgroup that generates a reward (or incurs a cost) in an n-ary
DCOP or cost network (i.e. a constraint),S is the collection of all such minimal sub-
groups for a given problem andRS(·) denotes a function that mapsAS to�. By mini-
mality, we mean that the reward componentRS cannot be decomposed further:∀S ∈ S,
RS(aS) , RS1(aS1) +RS2(aS2) for anyRS1(·) : AS1 → �, RS2(·) : AS2 → �, S1,S2 ⊂ I

s.t. S1 ∪ S2 = S, S1,S2 , ∅. It is important to express the team reward in minimal
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form to accurately represent the dependencies and independencies among agents. Thus,
S ⊆ P(I) (whereP(·) denotes the power set) captures these local interactions.

To evaluate JA sets, specifically JAs with respect to each other, we need notions of
neighborhood and distance among JAs. For two JAs,a andã, we define the following
terms. Thedeviating groupis

D(a, ã) := {i ∈ I : ai , ãi},

the set of agents whose individual actions differ. Thedistanceis

d(a, ã) := |D(a, ã)|

where| · | denotes the cardinality of the set. Therelative rewardis

∆(a, ã) := R(a) − R(ã) =
∑

S∈S:S∩D(a,ã),∅

[R(aS) − R(ãS)] .

We assume every subgroupG has a unique optimal (subgroup) joint actiona∗G for any
contextaGC (if G ⊂ I whereG , ∅ andG , I, then∃ a∗G ∈ AG s.t. R(a∗G; aGC) >
R(aG; aGC) for all aG , a∗G; GC denotes the complement of setG). This assumption is
natural for any domain where rewards come from precise measurements, and is com-
mon in related work on bounds and estimates for numbers of local optima [5] and Nash
equilibria [6, 7]. Given the above, we can now classifya as ak-optimal joint actionif

∆(a, ã) > 0 ∀ã s.t d(a, ã) ≤ k.

Every JA can be given ak, identifying the size of the neighborhood where it is locally
optimal. A collection ofk-optimal JAs will be mutually separated by a distance greater
than k as they each have the highest reward within a radius ofk. Thus, a higherk-
optimality of a collection implies a greater level of relative reward and diversity. Let
Ak = {a ∈ A : ∆(a, ã) > 0 ∀ã s.t d(a, ã) ≤ k} be the set of allk-optimal JAs. It is
straightforward to showAk+1 ⊆ Ak.

Example 1.Figure 3 is a binary DCOP in which agents choose actions from{0,1}, with
rewards shown for the two constraints (minimal subgroups)S = {{1,2}, {2,3}}. The JA
a = [1 1 1] is 1-optimal because any single agent who deviates reduces the team reward.
However, [1 1 1] is not 2-optimal because if the group{2,3} deviated, making the JA
ã = [1 0 0], team reward would increase from 16 to 20. The optimal JA,a∗ = [0 0 0] is
k-optimal for allk ∈ {0,1,2,3}.�

3 Bounds onk-optimal joint actions

Bounds on|Ak| can yield resource savings in domains where a particular level ofk-
optimality is desired, and can help determine the appropriate level ofk-optimality to
prevent guaranteed resource waste in fixed-resource settings. To find upper bounds on
the number ofk-optimal JAs, we discovered a correspondence to coding theory [8].
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Finding the maximum possible number ofk-optimal JAs can be mapped to finding the
maximum number of codewords in a space ofqI words where the minimum distance
between any two codewords isd = k + 1. We can map words to JAs and codewords to
k-optimal JAs as follows: A joint actiona taken byI agents each with an action space of
cardinalityq is analogous to a word of lengthI from an alphabet of cardinalityq. The
distanced(a, ã) can then be interpreted as a Hamming distance between two words.
Then, if a is k-optimal, andd(a, ã) ≤ k, thenã cannot also bek-optimal because that
implies the subgroupD(a, ã) has two optimal (subgroup) joint actions to the context
D(a, ã)C, violating our assumption. Thus, any twok-optimal JAs must be separated by
distance greater thank.

Three well-known bounds on codewords are Hamming1:

βH = qI/

bk/2c∑
n=0

(
I
n

)
(q− 1)n

 ,
Singleton:

βS = qI−k,

and Plotkin:

βP =
⌊ k+ 1
k+ 1− (1− q−1)I

⌋
[8]. Thus, |Ak|, the number ofk-optimal JAs for a givenI andq, can be bounded by
βHS P := min{βH , βS, βP}. For example, to find a reward-independent bound on the num-
ber of 1-optimal JAs for three agents withq = 2, (e.g., the system in Figure 3), we
obtainβHS P= 4, without knowingR12 andR23 explicitly.

4 Graph-based exclusivity for multi-agent teams

The βHS P bound is the same for a given (I , k,q), regardless of how the team reward
is decomposed among subgroups of agents (i.e., the bound is the same for allS). For

1 For evenk. For oddk, with q = 2,βH(I , k,q) = βH(I −1,q, k−1) can be used to obtain a tighter
bound. [8]
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instance, the bound on 1-optimal JAs for Example 1 (βHS P = 4 from the previous
section) ignored that agent 1 does not interact directly with agent 3 and yields the same
result independent of graph structure. However, taking local interactions (as captured
by S) into account can significantly tighten the bounds on{|Ak|}

I
k=1. In the previous

analysis, pairs of JAs were mutually exclusive ask-optimal (only one of two could be
k-optimal) if they were separated by a distance ofk or less. We now show how some
JAs separated by a distance of greater thank must be mutually exclusive ask-optimal.

We defineDG(a, ã) := {i ∈ G : ai , ãi} andV(G) := ∪S∈S:G∩S,∅S. Intuitively,
DG(a, ã) is the set of agents within the subgroupG who have chosen different actions
betweena andã, andV(G) is the set of agents (including those inG) who are a member
of some minimal subgroupS ∈ S that contains a member ofG (e.g.,G and the agents
who share a constraint with some member ofG). Then,V(G)C is the set of all agents
whose contribution to the team reward is independent of the actions ofG.

Proposition 1. Let a∗ ∈ Ak and ã ∈ A be an assignment for which d(a∗, ã) > k. If
∃G ⊂ I, G , ∅ for which |G| ≤ k and DV(G)(a∗, ã) = G, thenã < Ak.

Proof. Givena∗, ã, andG with the properties stated above, we have that∀a : d(a∗,a) ≤
k, ∆(a∗,a) > 0. If a is defined such thatai = ãi for i ∈ V(G) andai = a∗i for i < V(G),
thenD(a∗,a) = G andd(a∗,a) ≤ k which implies∆(a∗,a) =∑

S∈S:S∩D(a∗,a),∅

RS(a∗S) − RS(aS) =
∑

S∈S:S∩G,∅

RS(a∗S) − RS(aS) =∑
S∈S:S∩G,∅

RS(a∗S) − RS(ãS) > 0.

If â is defined such that ˆai = a∗i for i ∈ V(G) andai = ãi for i < V(G), thenD(ã, â) = G
andd(ã, â) ≤ k, and∆(ã, â) =∑

S∈S:S∩D(ã,â),∅

RS(ãS) − RS(âS) =
∑

S∈S:S∩G

RS(ãS) − RS(âS) =∑
S∈S:S∩G

RS(ãS) − RS(a∗S) < 0,

thus,ã < Ak. �
Intuitively, if a JAa∗ is k-optimal, then every subgroup of agents of sizek or less has

picked the best subgroup joint action for their context, so any other JA within a distance
k of a∗ contains a suboptimal subgroup joint action for their context. Since agents are
typically not fully connected to all other agents, therelevant contexta subgroup faces
is not the entire set of other agents. Thus, the subgroup and its relevant context form
a view (captured byV(G)) that is not the entire team. We consider the case where a
JA ã hasd(a∗, ã) > k. We also have groupG of sizek within whose viewV(G), G are
the only deviators betweena∗ andã (although agents outside the view must also have
deviated). We then show that ˜a contains a suboptimal subgroup joint action for a group
G of sizek or less and thus, cannot bek-optimal, i.e. if the group chosea∗G instead of
ãG under its relevant contextV(G) \G for ã, then team reward would increase.
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Fig. 4. Exclusivity graphs for 1-optimal JAs for Example 1, with sample maximum independent
sets shaded.

To explain the significance of Proposition 1 to bounds, we introduce the notion of
an exclusivity relation E⊂ I which captures the restriction that if deviating group
D(a, ã) = E, then at most one ofa and ã can bek-optimal. An exclusivity relation
set for k-optimality, Ek ⊂ P(I), is a collection of such relations that limits|Ak|, the
number of JAs that can bek-optimal in a reward-independent setting (otherwise every
JA could bek-optimal). The setEk defines anexclusivity graph Hk where each node
corresponds uniquely to one of allqI JAs. Edges are defined between pairs of JAs,a
and ã, if D(a, ã) ∈ Ek. The size of the maximum independent set (MIS) ofHk, the
largest subset of nodes such that no pair defines an edge, gives an upper bound on|Ak|.
Naturally, an expandedEk would imply a more connected exclusivity graph and thus a
tighter bound on|Ak|.

Without introducing graph-based analysis,βHS P for eachk provides a bound on the
MIS of Hk whenEk =

⋃
E⊂I:1≤|E|≤k E. This setEk captures only the restriction that

no two JAs within a distance ofk can both bek-optimal. The significance of Propo-
sition 1 is that it provides additional exclusivity relations for JAs separated by dis-
tance greater thank, which arise only because we considered interaction structure (e.g.,
DCOP graph). This graph-based exclusivity relation set is

Ẽk =
⋃

E⊂I:1≤|E|≤k

⋃
F∈P(V(E)C)

[E ∪ F]

which is a superset ofEk. Additional relations exist because multiple exclusivity rela-
tions (

⋃
F∈P(V(E)C)[E ∪ F]) appear the same to the subgroupE because of its reduced

view V(E).
Consider Example 1, but with unknown rewards on the links. Here, the exclusiv-

ity relation set for 1-optimal JAs without considering interaction structure isE1 =

{{1}, {2}, {3}} which leads to the exclusivity graph in Figure 4(a) whose MIS implies a
bound of 4. The exclusivity relation set for 1-optimal JAs when considering interaction
structure is̃E1 = {{1}{2}, {3}, {1,3}} which leads to the exclusivity graph in Figure 4(b)
whose MIS implies a bound of 2. The setẼ1 includes{1,3} due to the realization that
agents 1 and 3 are not connected.
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5 Graph-based exclusivity for Nash equilibria

Our graph-based bounds can be extended beyond agent teams to noncooperative set-
tings. It is possible to employ the same exclusivity relations for 1-optimal JAs to bound
the number of pure-strategy Nash equilibria in a graphical game using any of our bounds
for |A1|. Bounds on Nash equilibria [6] are useful both for design and analysis of mech-
anisms as they predict the maximum number of outcomes of a game.

We begin with a set of noncooperative agentsI = {1, . . . I }, where theith agent’s
utility is

U i(ai ; a{I\i}) =
∑
Si∈Si

U i
Si

(ai ; a{Si\i})

which is a decomposition into an aggregation of component utilities generated from
minimal subgroups (only those agents affecting a particular component utility are in
the respective setSi). The notationai anda{G\i} refers to theith agent’s action and the
actions of the groupG with i removed, respectively. We refer toa as a joint action (JA),
with the understanding that it is composed of actions motivated by individual utilities.
Let the view of the ith agent in a noncooperative setting to beV(i) = ∪Si∈Si Si . The
deviating group with respect toG is: DG(a, ã) := {i ∈ G : ai , ãi}. Assuming every
player has a unique optimal response to its context, then ifa∗ is a pure-strategy Nash
equilibrium, andd(a∗,a) = 1, i = D(a∗,a), we know that

U i(a∗i ; a∗
{I\i}) > U i(ai ; a∗

{I\i})

anda is not a pure-strategy Nash equilibrium. However, applying the local interaction
of the game, captured by the sets{Si}, we get exclusivity relations between JAs with
distance greater than 1 as follows.

Proposition 2. If a∗ is a pure-strategy Nash equilibrium,ã ∈ A such that d(a∗, ã) > 1,
and∃i ∈ I such that DV(i)(a∗, ã) = i, thenã is not a pure-strategy Nash equilibrium.

Proof. We have

U i(ãi ; ã{I\i}) =
∑
Si∈Si

U i
Si

(ãi ; ã{Si\i}) =
∑
Si∈Si

U i
Si

(ãi ; a∗{Si\i}
)

<
∑
Si∈Si

U i
Si

(a∗i ; a∗{Si\i}
) =

∑
Si∈Si

U i
Si

(a∗i ; ã{Si\i}) = U i(a∗i ; ã{I\i}).

The first and last equalities are by definition. The second and third equalities are because
DV(i)(a∗, ã) = i. The inequality is becausea∗ is a pure-strategy Nash equilibrium. The
result is that ˜ai is not an optimal response to ˜a{I\i} and thus cannot be a pure-strategy
Nash equilibrium.�

Proposition 2 states thata∗ andã cannot both be Nash equilibria if∃i, DV(i)(a∗, ã) =
i, which is identical to the condition that prevents two JAs (in a team setting) from being
1-optimal. The commonality is that in both the cooperative and noncooperative settings,
agents have optimal actions for any given context, and in both settings there is a notion
of relevant context,V(i) \ i, which can be a subset of other agents{I \ i}. The difference
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Algorithm 1 for Symmetric Region Packing (SRP) bound

1: Ẽk =
⋃

E⊂I:1≤|E|≤k
⋃

F∈P(V(E)C)[E ∪ F]
2: a= [0 0 0]
3: |Ak| = 1
4: B(a) = ∪E∈Ẽk

f (a,E)
5: for all b ∈ B(a) do
6: B(b) = (∪E∈Ẽk

f (b,E)) \ (a∪ B(a))

7: Hk(b).addNodes(B(b))
8: for all b1,b2 ∈ B(b) do
9: if D(b1,b2) ∈ Ẽk then

10: Hk(b).addEdge(b1,b2)
11: end if
12: end for
13: Mb = |cliquePartition(Hk(b))|
14: |Ak| = |Ak| + 1/(1+ Mb)
15: end for
16: βS RP= (qI )/|Ak|

is that the views are generated in different manners:V(i) = ∪S∈S:i∩S,∅S in a cooperative
setting, whileV(i) = ∪Si∈Si Si in a noncooperative setting. Given the views, we can
generate the exclusivity relation set in the same manner,E1 =

⋃
i∈I

⋃
F∈P(V(i)C)[i∪F]. If a

noncooperative graphical game yields a particular exclusivity relation set, it defines the
same exclusivity graph as a cooperative multi-agent domain with the same exclusivity
relation set. Thus, the bound for the number of Nash equilibria for a noncooperative
graphical game is identical to the bound for 1-optimal JAs for a cooperative multi-agent
domain, if both share the same exclusivity relation setE1.

6 Algorithms for graph-based bounds

As seen earlier, the local interaction structure in both cooperative and noncooperative
settings expands the exclusivity relation set fork-optimality. This set defines an ex-
clusivity graphHk whose maximum independent set (MIS) provides a bound for the
number of JAs which arek-optimal (or alternatively, Nash equilibria). Finding the size
of the MIS is NP-complete in the general case [9], so we investigated other techniques
to obtain an upper bound on|Ak|. We observe that any fully-connected subset (clique) of
Hk can contain at most onek-optimal JA. Therefore, the number of cliques in any clique
partitioning ofHk also provides an upper bound on|Ak|. We used the polynomial-time
FCLIQUE algorithm, shown [10] to outperform several other clique-partitioning algo-
rithms, to find clique partitionings with fewest cliques.

Another method that we developed (Algorithm 1) was the symmetric region packing
bound,βS RP, using a method analogous to sphere packing (the idea used to compute
the Hamming bound [8]), where eachk-optimal JA claims a region of the space of all
JAs (the nodes ofHk). Because these regions are constructed to be disjoint and have
identical volumes, dividing the space of all JAs by this volume yields a bound. Figure 5
showsβS RP computed for 1-optimal JAs for Example 1. We choose an arbitrary JA
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B([0 0 0]) = { [1 0 0], [0 1 0], [0 0 1], [1 0 1]
{1}, {2}, {3}, {1,3}

B([1 0 0]) B([0 0 1])B([0 1 0]) B([1 0 1])
[0 0 0]
[1 1 0]
[1 0 1]
[0 0 1]

[0 1 1]
[1 1 1] [1 0 0]
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1/2 1/21/21/2

Fig. 5.Computation ofβS RPfor Example 1

a ∈ A which we assume to bek-optimal (a = [0 0 0] in Figure 5), around which we
will construct a region claimed bya. Applying the exclusivity relations from̃Ek, we
can generate a setB(a) = ∪E∈Ẽk

f (a,E) where f (a,E) yields the JA that is excluded

from beingk-optimal bya andE. The first two rows of Figure 5 show̃E1 and the set
B([0 0 0]). Applying the exclusivity relations again for eachb ∈ B(a), and discarding
JAs already included ina or B(a), we can generate a setB(b) = ∪E∈Ẽk

f (b,E) which
contains all JAs that may also excludeb from beingk-optimal. In Figure 5, we apply
E1 to obtainB(b) for all b ∈ B(a) = {[1 0 0], [0 1 0], [0 0 1], [1 0 1]} where the grayed
out JAs are those discarded for being in{a} ∪ B(a). To ensure that the region thata
claims is disjoint from the regions claimed by otherk-optimal JAs,a should only claim
a fraction of eachb ∈ B(a). This can be achieved ifa shares eachb equally with all
otherk-optimal JAs that might excludeb. These additionalk-optimal JAs are contained
within B(b). However, not allb ∈ B(b) can actually bek-optimal as they might exclude
each other. If we construct a graphHk(b) with nodes for allb ∈ B(b) and edges formed
using Ẽk, and we findMb, the size of the MIS, thena can safely claim 1/(1 + Mb)
of b. We again use clique partitioning to safely estimateMb. In Figure 5,B([0 1 0])
leads to a three-node, three-edge exclusivity graph. By adding the values of 1/(1+Mb)
for all b ∈ B(a) (plus one for itself), we obtaina can safely claim a region of size 3,
which impliesβS RP= b23/3c = 2. Algorithm 1’s runtime is polynomial in the number
of possible JAs, which is a comparatively small cost for a bound that applies to every
possible instantiation of rewards to actions.
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7 Experimental results

To investigate the impact of graph-based analysis, we generated interaction graphs of
varying size and density. We started with complete graphs (all pairs of agents are con-
nected) where each node (agent) had a unique ID. Edges were removed one by one
by choosing the lowest-ID node and removing the edge between it and its lowest-ID
neighbor. Figure 6(a) shows theβHS P andβS RPbounds on they-axis fork-optimal JAs
for k ∈ {1,2,3,4} and I ∈ {7,8,9,10}. The x-axis plots the number of links removed,
δ, which identifies the interaction graph, givenI . While βHS P < βS RP for very dense
graphs,βS RPprovides significant gains for the vast majority of cases.

We now provide a concrete demonstration of the gains due to tighter bounds, de-
picted in Figure 1. Each plot in Figure 6(a) is marked with a bar that indicates the
resource savings from improved bounds for four interaction graphs with

(I , δ) = {(7,12), (8,15), (9,20), (10,24)}.

For example, consider a troops/sorties problem similar to that in Figure 2, but where the
interaction structure is defined by (I , δ) = (10,24). For a fixedk = 1, βHS P implies that
we must equip the troops with 512 supplies in order to ensure that all supplies are not
exhausted before all 1-optimal actions are executed. However,βS RP indicates a 15-fold
reduction to 34 supplies will suffice, yielding a savings of 478 supplies due to the use
of graph structure when computing bounds.

For each of the four interaction graphs (I , δ), Figure 6(b) showsβHS P and βS RP

(on a logarithmic scale) as a function ofk. Each plot is marked with a bar displaying
the guaranteed resource waste that is hidden byβHS P, which indicates thatk1 should
be chosen for a fixed resource level ˆr. Here,βS RP shows that choosingk2 will reduce
the number of supplies guaranteed to be wasted when the supply level is fixed at ˆr,
compared tok1, experimentally validating our motivation in Figure 1. For instance,
with interaction structure (I , δ) = (10,24), with supply level fixed at 18,βHS P suggests
that choosingk1 = 4 will avoid a guaranteed waste, because it believes that up to 18
sorties may be executed. However,βS RPstates that no more than 7 sortie plans can exist
for k1 = 4 revealing a guaranteed waste of at least 11 supplies ifk1 is chosen. It also
suggests thatk2 = 2 will reduce this guaranteed waste, while at the same time safely
ensuring that all supplies are not exhausted before all 2-optimal JAs (which include all
4-optimal JAs) are executed.

In Figure 7, we comparedβHS PandβS RPto the bound obtained by applying FCLIQUE,
βFCLIQUE. WhileβFCLIQUE is marginally better fork = 1,βS RPhas clear gains fork = 4.
Identifying the relative effectiveness of various algorithms that exploit our exclusivity
relation sets is clearly an area for future work.

8 Related work and conclusion

Our research on boundingk-optimal joint action sets in multi-agent domains is related
to estimating numbers of local optima in centralized local search and evolutionary com-
puting [5, 11]. The key difference is in the exploitation of constraint graph structure, not
harnessed in previous work, to bound the number of optima.

189



k1k2

(a)

(b)

7 agents
 12 links removed

8 agents
15 links removed

9 agents
20 links removed

10 agents
24 links removed

guaranteed resource waste

r̂

βHSPβSRP

resource savingsβHSPβSRP

k2 k1

r̂ r̂

k1k2

r̂

k1k2

Fig. 6.Comparisons ofβS RPvs.βHS P
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Fig. 7.Comparisons ofβS RP, βHS P andβFCLIQUE

Given that counting the number of Nash equilibria in a game with known payoffs
is #P-hard [12], bounds have been investigated for particular types of games [13, 6].
Graph structure is utilized in algorithms to expedite finding Nash equilibria for a given
graphical game with known payoffs [14, 3]. However, finding tight bounds on Nash
equilibria over all possible games on a given graph (i.e., reward-independent bounds)
remained an open problem.

Finally, despite the seeming similarity ofk-optimality tok-consistency [15] in cen-
tralized constraint satisfaction, the two concepts are entirely different, ask-consistency
refers to reducing the domains of subsets of variables to maintain internal consistency
in a satisfaction framework whilek-optimality refers to comparing fixed joint actions
where subsets of agents optimize with respect to an external context.

In this paper, (1) we have introducedk-optimality as a metric that captures the prop-
erties of diversity and relative quality which are desirable for evaluating JA sets. Finding
bounds onk-optimal JA sets is useful for resource allocation problems associated with
executing JA sets in sequence or presenting JA sets as options. (2) We discover a cor-
respondence to coding theory that yields a bound (βHS P) independent of reward and
graph structure. Our main contribution is (3) a method to exploit interaction structure to
obtain graph-based exclusivity relation sets which tighten reward-independent bounds.
(4) We also show that our method extends to noncooperative settings, as exclusivity re-
lation sets for 1-optimal JA sets can be used to find a reward-independent bound on the
number of pure-strategy Nash equilibria in a graphical game. Finally, (5) we develop
techniques for computing bounds (βS RP, βFCLIQUE) using the graph-based exclusivity
relation sets and (6) illustrate their utility on a diverse collection of interaction struc-
tures.
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