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Abstract. On one hand commitment protocols are well known in the
field of interaction protocol specifications because they are particularly
suitable for ruling the interaction of the agents in open systems. The great
advantage of this specification is that the only rule that they impose to
agents is that sooner or later the agents must satisfy the commitments
they have taken.
On the other hand the A&A meta-model is a well known abstraction in
the context of Agent-Oriented Software Engineering (AOSE). It is used
for the environment programming and for designing and programming
functionalities of the environment, that will be exploited by agents at
run-time.
This survey shows how commitment protocol and the A&A meta-model
can be combined together in one unifying framework.

1 Introduction

Can the environment abstraction be useful to design and implement a commit-
ment middleware for multiagent systems? Can proper environment abstractions,
such as proper “artifacts” as defined by A&A (Agent and Artifact), be useful
to encapsulate notions such as “the commitment store” and “communication
constraints”?

This survey tries to answer to these questions by showing how environment
technologies with the support of the artifact abstraction, can be useful in order
to provide an architecture suitable for monitoring agents interactions ruled by
commitment-based protocols.

Section 2 defines what are interaction protocols, focusing on commitment pro-
tocols. In Section 3 an introduction on environment as first-class abstraction and
of the A&A abstraction is given (Weyns, Omicini & Odell 2007, Omicini, Ricci
& Viroli 2008, Ricci, Piunti & Viroli 2010). The architecture that integrates the
A&A meta-model and commitment protocol specification is given in Section 4.
Conclusions follow and end the survey.
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2 Commitment-based interaction protocols

Open systems are systems made of heterogeneously designed and pre-existing
parties that are assembled with some aim, none of them can pursue alone. In
order to allow for a fruitful cooperation, the interaction that each agent carries on
with the others, in the context of the assembled system, must respect some rules.
The term “interaction protocol” refers to a pattern of behavior that allows a set
of agents to become a multiagent system, engaging the expected cooperations
with one another.

One of the advantages of using interaction protocols is that they allow the
verifications of some properties before any interaction takes place (Baldoni,
Baroglio, Chopra, Desai, Patti & Singh 2009). For example, it is possible to
check the interoperability among a set of agents, simply checking “off-line” the
conformance of each agent to the corresponding role specification, or by giving
a set of predefined sequences of actions by which agents can cooperate and in-
teract by choosing one of them and executing it. However, interoperability is an
essential property of interaction protocols, but it is not the final aim of adopting
it. Indeed, a protocol is designed in order to reach some state of affair either
from the point of view of the whole system, or from a single agent point of view.

Besides the goal that must be reached by engaging a certain cooperation, the
specification of the interaction protocols must take into account that agents are
autonomous and thus it is not possible to oblige them to perform a certain action.
For instance, specify a sequence of actions that must be performed deprive agents
of the possibility to decide by their own which action to perform (the proactive
component of intelligent agents (Wooldridge 2002)). Some representations, like
proposals based on Petri nets, finite state machines or on Pi calculus have an
algorithmic (procedural) nature that is suitable to capture the desired interaction
flows. Singh and colleagues criticize the use of this kind of specification as being
too rigid (Chopra & Singh 2003, Singh 2000, Yolum & Singh 2001b, Yolum &
Singh 2001a): agents cannot, for instance, take advantage of opportunities that
arise along the interaction and that are not explicitly included in their procedure.

To overcome the rigidity of such proposals, they have introduced commitment-
based protocols.

Commitment Protocols. Introduced by Singh (Singh 2000, Yolum & Singh
2001a), Commitment protocols are interaction patterns given in terms of com-
mitments (Singh 1999), involving a set of predefined roles. Commitments are
directed from a debtor to a creditor. The notation C(x, y, r, p) denotes that the
agent playing the role x commits to an agent playing the role y to bring about
the condition p when the condition r holds. Agents share a social state that
contains commitments and other literals that are relevant to their interaction.
Every agent can affect the social state by executing actions, whose definition
is given in terms of updates to the social state (e.g. add a new commitment,
release another agent from some commitment, satisfy a commitment). Thus a
commitment protocol is made of a set of actions, involving the foreseen roles
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and whose semantics is agreed upon by all of the participants. A state of the
interaction can be considered a final state only if no commitment still holds. The
effect of this rule on agents behavior is that they must behave in accordance to
the commitments they have taken.

Given that a commitment can be taken only by the debtor, which means that
a creditor cannot impose a commitment to another agent, commitment protocols
are respectful of agents autonomy. In particular agents are free to decide which
action to perform and how they want to carry out their tasks. For these reasons
they are able, for instance, to take advantages of opportunities, to simplify the
interaction by skipping some steps in the protocol because the situation allows
to do so or to modify the interactions to handle unexpected behavior of the
other agents (Yolum & Singh 2001a). Moreover, they suit well in multiagent
systems because they do not compromise the heterogeneity of agents. Indeed,
multiagent systems are open, i.e. agent are not co-designed to share a common
goal, and have been possibly developed by different people to achieve different
objectives. Furthermore, the composition of the system can dynamically vary as
agents enter and leave the system. Protocol specification cannot be unaware of
these characteristics of the system, thus must be as general and independent of
agents specification as possible.

Commitment protocols are particularly interesting not only because they
comply with agents autonomy and with the openness and heterogeneity of the
system, but also because they allow performing reasoning mechanisms that, be-
cause they are based on an observational semantics, are easier than those per-
formed on mental states of agents. In other words, an observational semantics
allows working on actual knowledge on what happened (or what is likely to
happen), rather than on beliefs about each others’ mental state. This aspect
simplify the verification of properties of the interaction (Baldoni, Baroglio &
Marengo 2010b) and allows agent to be quite confident on the behavior of the
others. For example, after a message has been sent all the agents involved in
the interaction can infer that a commitment has been taken by the sender to
someone, or can state that a certain fact holds in the social state. This is due
to the fact that messages/actions semantics is agreeded by all the participants
and is given in terms of “social effects”. Moreover, commitments have a nor-
mative nature, thus the interaction can be thought of as being monitored by a
judge that can detect when a certain agent is not behaving in accordance to the
commitments it has taken.

2.1 Constitutive and regulative specification of commitment-based
interaction protocols: a decoupled approach.

Commitment protocol allows for the specification of rules in such a way that
agents that decide to stick to the protocol still preserve a lot of freedom in
deciding which action to perform. Actually, the only rule commitment protocols
impose is that agents must discharge all the commitments they have taken. Some
authors criticize this view stating that in some situations interaction protocols
designer may need to specify legal patterns of execution (Baldoni, Baroglio &
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Marengo 2010a, Baldoni, Baroglio & Marengo 2010c). Commitment protocols
do not allow this kind of specification and, for this reason, they do not yet suit
well those situations in which the evolution of the interaction is constrained by
laws, preferences, habits and suchlike.

In (Baldoni, Baroglio & Marengo 2010a), the authors propose a new model of
commitment-based interaction protocol. The main characteristic of this model is
a decoupled representation of the constitutive and the regulative specifications
of the protocol, which are both based on commitments. While the constitutive
specification defines the meaning of actions based on their effects on the social
state, the regulative specification reinforce the regulative nature of commitment
by adding a set of behavioral rules, given in terms of constraints among com-
mitments (and literals). This constraints define schemes on how commitments
must be satisfied, regulating the evolution of the social state independently from
the executed actions. In other words, the constitutive specification defines which
engagement an agent has to satisfy in view of a certain action it has performed,
while the regulative specification defines how it must do it. A sketch of the
proposal is given in Figure 1.

Fig. 1. Interaction protocol specification and properties that can be checked on it

3 The environment

In MAS agents are conceived as entity situated in a computational or physical
place known as environment. In this view, the environment is, usually, perceived
as an element that the agents may need to interact with in order, for instance, to
acquire some kind of information or to reach a personal goal. Interactions with
the environment occur via some sorts of sensors and effectors (i.e., mechanisms
enabling agents to perceive and act upon some part of the environment). The
environment architecture in situated MAS includes: functionality for perception
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management, message delivering, action handling, and maintenance processes
that manage state in the environment independently of agents.

Responsibilities of the environment. According to (Weyns et al. 2007)
there are additional responsibilities which can be assigned to the environment.
For example, the environment may be required to structure the multiagent
system. This is what happens in the context of the organizations, where a social
structure, defined in terms of roles, groups and societies, is needed. Consequence
of adopting a role is that an agent earn some powers (usually in terms of actions
it can perform).

The environment embeds resources and services. In this case the role
of the environment is to shield low-level details of resources and services to the
agents. It is also required to maintain dynamics, thus besides the activity
of the agents, the environment can have processes of its own, independent of
agents. A typical example of dynamics in the environment is a self-managing
field in a network. When the topology of the physical network changes, the
environment maintains the consistency of its field. The environment may also
provide support for maintaining agent-related state, for example, the normative
state of an electronic institution or tags for reputation mechanisms.

The environment is locally observable to agents. Indeed, agents should
be able to inspect the different structures of the environment, as well as the re-
sources, services, and possibly external state of other agents. In general, agents
should be able to inspect the environment according to their current tasks. More-
over, the environment must be locally accessible to agents in the sense that
agents must be able to access the different structures of the environment, as
well as its resources, services, and possibly external state of other agents. Ac-
cess to communication infrastructure refers to support for direct communication
(message transfer), support for indirect communication (marks, fields, etc.), or
support for implicit communication (over-hearing, over-sensing, etc.). In general,
resources can be perceived, modified, generated, or consumed by agents. Services
on the other hand provide functionality to the agents on their request.

Finally, an important aspect also for what concerns interaction protocols, the
environment can define rules for the multiagent system. The environment
can define different types of rules on all entities in the MAS. Rules may refer to
constraints imposed by the domain at hand (e.g., mobility in a network), or to
laws imposed by the designer (like the rules imposed by an interaction protocol).
By imposing rules on an agent’s activity, the environment acts as an arbitrator
that attempts to preserve the agent system in a consistent state according to
the properties and requirements of the application domain.

Environment as a first-class abstraction. In order to accomplish the re-
quirements listed above, the definition of the environment given in (Weyns
et al. 2007) is the following:
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The environment is a first-class abstraction that provides the surround-
ing conditions for agents to exist and that mediates both the interaction
among agents and the access to resources.

The advantages are manifold. First of all, begin conceived as a first-class ab-
straction, the environment is an independent building block in the MAS that
encapsulates its own clear-cut responsibilities, irrespective of the agents. Sec-
ond, it provides the surrounding conditions for agents to exist. This implies that
the environment is an essential part of every MAS. The environment is the part
of the world with which the agents interact, in which the effects of the agents will
be observed and evaluated. To build a useful system out of individual agents,
agents must be able to interact. The environment provides the glue that connects
agents into a working system. Third, the environment mediates both the interac-
tion among agents and the access to resources. This states that the environment
can be an active entity with specific responsibilities in the MAS. The environ-
ment provides a medium for sharing information and mediating coordination
among agents. As a mediator, the environment not only enables interaction, it
also constrains it. So, for instance, the environment is able to guarantee that the
interaction between agents is legal w.r.t. the rules imposed by a given interaction
protocol.

This vision of the environment is quite different to those in which the environ-
ment is simply conceived as an “infrastructure” for agents. Indeed, an infras-
tructure typically accounts for a specific set of responsibilities in the system (for
instance, they only provide communication functionalities ignoring other issues
like access to resources) with the drawback that all responsibilities that are not
managed by the infrastructure remain to be addressed by the agents, or are dealt
in an ad hoc manner.

The A&A meta-model. A powerful way to conceive the environment is as a
part of the system that can be designed and programmed to encapsulate func-
tionalities that will be exploited by agents at run-time. In particular, artifact-
based environment (Ricci et al. 2010) serve the purpose because they allows for
shaping the environment in terms of a dynamic set of computational entities
called artifacts, collected in workspaces.

In the the A&A (Agents and Artifacts) meta-model (Omicini et al. 2008)
the definition of agent follows the well known meaning given in the context of
AI. In particular, an A&A agent is an autonomous (meaning that it is self-
driven) computational entity. Notice that agents in the A&A meta-model may
but are not required to be intelligent or rational. An A&A artifact, instead,
is a computational entity aimed at the use by the agents. The main difference
with agents is that artifacts are not autonomous, they behave in response to
agent use, and their behavior just needs to emerge when they are used by an
agent. Every artifacts has a function, which means that at design time, they
are designed to serve some purpose. An artifact exhibits its interface, as the
collection of the operations they made available to agents for use, and a set of
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observable properties, i.e. state variables whose value can be perceived by agents.
Thus, instead of autonomy, the desired features for artifact are transparency and
predictability.

Artifacts are dynamic computational entities, which are meant to be cre-
ated, discovered and possibly disposed by agents at runtime. This is a basic
way in which the model supports dynamic extensibility (besides modularity) of
the environment. The A&A meta-model has been implemented in the CArtAgO
framework (Ricci et al. 2010), where three basic kinds of action are provided to
this purpose: makeArtifact, disposeArtifact and lookupArtifact.

4 How to integrate commitment protocol and the A&A
abstraction?

Interactions ruled by protocols show the advantage of giving guarantee to the
interacting parties on how the other agents will behave. However, the main
characteristic of agents is that of being autonomous. This means that they are
not forced, but are required, to follow the rules imposed by the protocol. This
requirement derives from social expectations and engagements taken with other
agents (Castelfranchi 1997, Norman, Carbogim, Krabbe & Walton 2004). Of
course, if they do not conform to such rules their violation will be somehow
managed by the system. Indeed, in some context of application, like for instance
e-institutions or normative MAS, to each violation corresponds a sanction. In
other situations some kind of violations may be tolerated, and in some other the
interaction is interrupted. In any case, a mechanism able to detect that a certain
violation has been occurred is needed.

One of the duty usually assigned to the environment is that of mediator of
the communication (Weyns et al. 2007, Omicini et al. 2008). As briefly discussed
in the previous section, the environment may also have the important role of
arbitrator, which means that it is not only required to supply the functionalities
needed for the communication to take place, but also it has to check that the
interaction is evolving in obedience to the rules.

On one hand, as claimed by many authors, the better way to specify in-
teraction protocols while preserving the characteristics of the agents of being
autonomous and of the MAS of allowing flexible behaviours, is by means of
commitment protocols. The way they may be enriched in order to specify le-
gal patterns of execution without compromising the above listed requirements
is explained in Section 2.1 and in (Baldoni, Baroglio & Marengo 2010a). On the
other hand, the proposal of (Omicini et al. 2008, Ricci et al. 2010) to conceive the
environment in terms of the A&A abstraction is very powerful. Indeed, artifacts
may be programmed and used at will, in order to meet different requirements,
like, for example, monitoring the interaction.

The proposal named MERCURIO (Baldoni, Baroglio, Bergenti, Boccalatte,
Marengo, Martelli, Mascardi, Padovani, Patti, Ricci, Rossi & Santi 2010) de-
scribes how commitment propotocols and the A&A meta-model can be com-
bined. The idea is to give the specification of interaction protocols in terms of
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commitment protocols with the possibility of specifying legal patterns of execu-
tion by means of constraints among commitments. These constraints belong to
the regulative specification, as explained in Section 2.1 and depicted in Figure
1. On the other hand, the environment is modelled in the sense introduced by
the A&A meta-model, thus by defining the artifacts which are needed in order
to implement the protocol and to verify that it will be respected by the inter-
acting parties. In this way it will be possible to, for instance, monitoring the
interaction or to give an explicit representation of the social state (i.e. the state
which contains all the commitments and facts known of being true by all the
interacting agents) and its functionalities.

Fig. 2. The MERCURIO architecture.

Figure 2 shows the overall architecture. As depicted, the social state is rep-
resented by means of an artifact which contains the commitment store (Chopra
& Singh 2009) and the desired interaction patterns. This model can support:
interaction protocols based on commitments; the definition of rules on the inter-
action; forms of direct and mediated communication and coordination between
agents. They must also enable forms of a priori and run-time verification of the
interaction.

Which are the advantages of this architecture? One of the advantage of
adopting this architecture is that it allows agents not only to communicate by
means of direct forms of communication (for instance by using an artifact as the
channel of the communication) but also to capture indirect form of communica-
tion. This characteristic is closed to how it works in the real thing, where people
communicate also by means of gestures. Think, for instance, to rise a hand for
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voting, for asking the floor or to attract the attention of someone. Thinking to
the environment in the sense introduced by the A&A meta-model, allows to pro-
gram artifacts able to capture such indirect form of communication. Moreover,
it is also possible to define artifacts able to observe the interaction and check
its conformance w.r.t. a set of constraint. In such a way, artifacts become the
means by which violations of the interaction rules can be detected.

Another advantage, of such a versatility of the environment is that it can be
programmed at will, depending on which aspect has to be captured. Consider, for
instance, the difference between organizations and institutions. While the former
is focused on the structure of a certain reality, in terms of roles and groups, the
latter is focused on concepts like norms, violations of such norms and sanctions
to violations. Thus, keeping the protocol representation, i.e. the way rules are
specified, unchanged what changes is the structure of the environment. Lets now
clarify this point by means of an example, taking a look on how organizations
and institutions can be represented.

In general, an artifact provides a set of operations, a set of observable prop-
erties and links. Using an artifact for agents involve two aspects: (1) being able
to execute operations listed in the artifact usage interface and (2) being able to
perceive artifact observable information, in terms of observable properties and
events. From an agent viewpoint, artifact operations represent actions provided
by the environment. Moreover, artifacts can be linked together so as to enable
one artifact to trigger the execution of operations over another linked artifact.

Organizations. Figure 3 sketched how an organization may be viewed in terms of
agents and artifacts. In particular the social state is represented by means of an
artifact which is linked with the artifacts that represent the different roles which
are defined in the organization. In this way, each artifact defines the set of actions
that an agent can perform by playing a certain role (powers). By executing an
action the social state is updated (adding or removing facts or commitments)
according to action effects and constraint are checked by means of an operation
supplied by the regulative artifact. This artifact contains constraints that explain
which evolutions of the social state are allowed and which are not. An example
of a constraint is that after the motion has been discussed, the chair must ask for
votes. The operation checkConstraints checks if a certain role has the permission
to execute a certain action and if constraints are respected. If this is not the case,
a violation can be detected. This can be done, for instance, by giving constraints
in terms of LTL formula and then generating the corresponding automaton. The
role of the regulative artifact is to check that the interaction conforms to at
least once of the possible evolutions described by the automaton. Notice that
once a violation is detected, the effects of the action are not removed from the
social state. Indeed, there are no links between the regulative and the social
state artifact. This choice is only one among other solutions. Another solution
could be to remove from the social state the effects of the action which were
not allowed. However, it must be taken into account that in some cases actions
cannot be undo (a withdrawal can be undo but a deletion of a file cannot).
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Fig. 3. Organization representation by means of agents and artifacts.

Institutions. In Figure 4, instead, is sketched the representation for an institu-
tion. The social state artifact is represented in the same way as for organizations.
The constitutive artifact is added and it contains the set of actions that can be
performed by agents and the semantics they have in terms of effects on the so-
cial state. It must be observable by the agents, and the execution of an action
trigger the updating of the social state. The regulative artifact contains the set
of constraints on the evolution of the social state. For example, a constraint may
be that in order for a person to get married he/she must not be already married,
otherwise he/she cannot get married again. The way violations can be detected
are at least two. The first one involves the use of an arbiter agent which observ-
ing the constraints and the social state is able to detect violations. However this
solution seems not to be the most appropriate (Fornara, Viganò, Verdicchio &
Colombetti 2008) because an agent is autonomous and thus it is free to sanction
a violation or not. In some cases, instead, a mechanism in which violations are
always revealed is preferred. To this aim, the purple arrow in the Figure 4 can be
used to substitute the two red arrows and the arbiter agent. In this case, every
update of the social state triggers a check of the constraints of the regulative
specification.

This two examples show how easily is to adapt the environment in order to
capture different aspects of interactions that are ruled by commitment protocols
and, in particular, whose specification is given in terms of constitutive and reg-
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Fig. 4. Institution representation by means of agents and artifacts.
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ulative specification (Baldoni, Baroglio & Marengo 2010a). This modularity is
reached thanks to the A&A abstraction which allows to program the environ-
ment adding the needed functionalities and artifacts.

5 Conclusions

The aim of this survey was to show how the environment abstraction can be
useful to design and implement a commitment middleware for multiagent sys-
tems and, in particular, how proper environment abstractions, such as proper
“artifacts” as defined by A&A, can be useful to encapsulate notions such as “the
commitment store” and “communication constraints”.

The formal model provided by commitment protocols enriched with the reg-
ulative specification, as briefly described in the beginning of this survey and in
(Baldoni, Baroglio & Marengo 2010a), conjugate the flexibility and openness fea-
tures that are typical of MAS with the needs of modularity and compositionality
that are typical of design and development methodologies. The adoption of com-
mitment protocols makes it easier and more natural to represent (inter)actions
that are not limited to communicative acts but that include interactions medi-
ated by the environment, namely actions upon the environment and the detec-
tion of variations of the environment ruled by “contracts”. For what concerns
the coordination infrastructure the definition of environments based on the A&A
meta-model and on the CArtAgO computational framework, can implement the
formal models and the interaction protocols mentioned above. A large number
of the environments, described in the literature supporting communication and
coordination, indeed, have been stated considering purely reactive architectures.

The content of the survey mainly derives from the author experience on com-
mitment protocol specification and on the proposal described in the position
paper (Baldoni, Baroglio, Bergenti, Boccalatte, Marengo, Martelli, Mascardi,
Padovani, Patti, Ricci, Rossi & Santi 2010). In Section 4 there are also some
proposal of a concrete implementation in contexts like organizations and insti-
tutions.
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