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Abstract. We are interested in finding algorithms which will allow an
agent roaming between different electronic auction institutions to au-
tomatically verify the game-theoretic properties of a previously unseen
auction protocol. A property may be that the protocol is robust to col-
lusion or deception or that a given strategy is optimal. Model checking
provides an automatic way of carrying out such proofs. However it may
suffer from state space explosion for large models. To improve the per-
formance of model checking, abstractions were used along with the Spin

model checker. We considered two case studies: the Vickrey auction and
a tractable combinatorial auction. Numerical results showed the limits of
relying solely on Spin. To reduce the state space required by Spin, two
property-preserving abstraction methods were applied: the first is the
classical program slicing technique, which removes irrelevant variables
with respect to the property; the second replaces large data, possibly
infinite values of variables with smaller abstract values. This enabled us
to model check the strategy-proofness property of the Vickrey auction
for unbounded bid range and number of agents.

1 Introduction

Trust is a major concern in agent-mediated eCommerce systems. To tackle this,
much research has been carried out to develop game theory mechanisms which
guarantee desirable properties for the system, even in the face of agents who are
willing to lie or cheat; for example, there are mechanisms which can guarantee
that a system is robust to agents bidding falsely or colluding. These mechanisms
work perfectly well in a closed Multi-Agent System (MAS) when designers can
program agents in full knowledge of the favourable properties of the mechanism.
However, it is not clear how such mechanisms could be used in open systems
where agents might have to interoperate between different institutions. A roam-
ing agent arriving at an institution where a new, previously unseen, protocol is
in use, will need to understand the rules of engagement in much the same way
human agents can.

In this paper we assume that there is some standard language in which the
rules of the auction can be written and published. A roaming agent who arrives
at a foreign institution can download a protocol and analyse it in order to make
a decision about whether or not to participate, and what strategy to use. The



challenge now is for the roaming agent, with bounded computing resources, to
be able to automatically check some of the game-theoretic properties of the
protocol. We focus on dominant strategy equilibrium, which means the game
has the property of strategy-proofness; this gives agents an incentive to bid their
true valuations. Game theoretic properties such as strategy-proofness rely on
very strong assumptions; it is required that the property be common knowledge
among the players. If the common knowledge of the equilibrium is not achieved,
then agents cannot expect it to be played [1].

Model checking provides an automatic way of carrying out the verification of
game-theoretic properties of a given auction mechanism. However it may suffer
from state space explosion for large models [2, 3]. This work extends that of [3]
from model-checking single item auctions to combinatorial ones. In here, we have
considered two case studies: the Vickrey auction and a tractable combinatorial
auction termed Quantity-Restrained Multi-Object Auctions (QRMOA) in [4]
and then checked their strategy-proofness using the Spin model checker [5].
Numerical results showed the limits of relying solely on Spin. To reduce the
state space required by Spin, two property-preserving abstraction methods were
applied: the first is the classical program slicing technique [6], which removes
irrelevant variables with respect to the property; the second replaces large data,
possibly infinite values of variables with smaller abstract values. This enabled
us to model check the strategy-proofness property of the Vickrey auction for an
unbounded bid range and number of agents.

The remainder of this paper is organized as follows. In Section 2, we present
some preliminaries with respect to mechanism design and combinatorial auc-
tions. In Section 3, we use the Vickrey auction and the QRMOA to demonstrate
the limits of relying solely on a model checker to verify for example the strategy-
proofness property. In Section 4, we present two sound abstractions for improv-
ing the performance of model checking and illustrate their benefits in checking
strategy-proofness for the Vickrey auction. In Section 5, we discuss the related
work. Finally, Section 6 concludes and opens up with future work.

2 Preliminaries

Mechanism Design: Game theory mechanism design [7, Chap. 1 & 2], consists
in finding decision procedures that determine the outcome for the game mech-
anism according to some desired objective. In open multi-agent systems where
auctions take place, an objective that is of interest is achieving incentive compat-
ibility (no bidder can benefit from lying provided all other agents are truthful)
or strategy-proofness (truth-telling is a dominant strategy). A Nash equilibrium
can be used to implement an incentive compatible mechanism. A dominant strat-
egy equilibrium can implement strategy-proofness, this is a stronger notion than
Nash equilibrium; i.e. every dominant strategy equilibrium is a Nash equilib-
rium, but the converse is not true. A well known class of auction mechanisms
that is efficient and strategy-proof is the Vickrey-Clarke-Groves (VCG), see for
example [8, 7, 9]. The VCG mechanism is performed by finding (i) the allocation



that maximises the social welfare and (ii) a pricing rule allowing each winner
to benefit from a discount according to his contribution to the overall value for
the auction. To formalise the VCG mechanism, let us introduce the following
notations:

– X is the set of possible valid allocations
– vi(x) is the true valuation of x ∈ X for bidder i

– bi(x) is the bidding value of x ∈ X for bidder i

– x∗ ∈ argmaxx∈X

∑n

i=1
bi(x) is the optimal allocation for the submitted bids.

– x∗
−i ∈ argmaxx∈X

∑n
j 6=i bj(x) is the optimal allocation if agent i were not to

bid.
– ui is the utility function for bidder i.

The VCG payment pi for bidder i is defined as

pi(bi, b−i) = bi(x
∗)−

(∑n

j=1
bj(x

∗)−
∑n

j=1, j 6=i bj(x
∗
−i)

)

=
∑n

j=1, j 6=i bj(x
∗
−i)−

∑n
j=1, j 6=i bj(x

∗).
(1)

In this equation, the quantity
∑n

j=1, j 6=i bj(x
∗
−i) is called the Clarke tax. The

utility ui for agent i is simply its valuation on the received bundle minus the
price it has paid. The price paid is a function of its own bid, and the bids of
opponents. Therefore we can define the utility ui as a quasi-linear function of
three variables: agent i’s valuation vi for the received bundle and its own bid bi,
and the bids of the opponents b−i.

ui(vi, bi, b−i) = vi − pi(bi, b−i). (2)

The mechanism is strategy-proof if and only if the following property holds:

∀i, ∀vi, ∀bi, ∀b−i, ui(vi, vi, b−i) ≥ ui(vi, bi, b−i). (3)

This is a stronger property than Nash equilibrium. Nash equilibrium states
that for some given strategy profile b∗

∀i, ∀vi, ∀bi, ui(vi, b
∗
i , b

∗
−i) ≥ ui(vi, bi, b

∗
−i) (4)

Any strategy-proof mechanism has a Nash equilibrium with b∗i = vi for all i.

Combinatorial Auctions: In a combinatorial auction, there is a set M of
m items to be sold to a set N of n potential buyers. A bid is formulated as
a pair (B(x), b(x)) in which B(x) ⊆ M is a bundle of items and b(x) ∈ R+

is the price offer for the items in B. We are interested in the XOR formula-
tion of the combinatorial auction problem (CAP). This means that each bid-
der submits a set of bids, and a maximum of one bid can be accepted from
each bidder. Formally each bidder k ∈ N submits a set Bk of lk bids, Bk =
{(B(x1), b(x1)), (B(x2), b(x2)), . . . , (B(xlk), b(xlk))}. The auctioneer’s problem is
to find a set X0 ⊂

⋃
k∈N Bk of bids such that

∑
x∈X0

b(x) is maximal, subject
to the constraints that



1. For all xi, xj ∈ X0 : B(xi) ∩B(xj) = ∅ meaning that an item can be found
in at most one accepted bid.

2. For all xi, xj ∈ X0, k ∈ N : {xi, xj} * Bk meaning that there are never two
bids accepted from the same bidder (i.e. one is the maximum).

We assume that items may remain unallocated at the end of the auction. The
CAP is NP-complete [10]. In here, we focus on a very simple type of combina-
torial auction: the Quantity-Restricted Multi-Object Auction (QRMOA), which
we describe in Section 3.2. The QRMOA is tractable [4] and therefore can be
solved efficiently using graph matching algorithms [11]. This means the incentive
compatibility or strategy-proofness of the QRMOA should be ensured since we
have an exact winner determination algorithm instead of using approximations
for the general CAP.

3 Verifying Properties by Model Checking

In previous work [12], we have detailed the use of the Alloy [13] model checker
based on first-order relational logic to verify strategy-proofness for auctions. The
game mechanism and the property are expressed as first-order logic formula and
the property is checked for a finite scope. This approach is elegant but does not
scale up very well. In this work, we used Spin [5] on the premiss that it can be
combined with powerful abstractions in order to check large-scale models. We
have considered a simple Vickrey auction, and a tractable instance of the CAP
(the QRMOA) to which we applied the VCG mechanism. We formally specified
the auctions using the Promela process modeling language [5]; this required us to
code both the optimal WDA (winner determination algorithm) and the pricing
rule according to a VCG implementation. We then verified some game-theoretic
properties of both auctions using the Spin model checker. These properties are
expressed as Promela assertions in a model parameterized by the range of the
bids, the number of agents and the number of items. In other words, we consider
a finite set A of actions (bidding values) that can be used by each agent, two
numbers n of agents and m of items for sale; all these parameters can be varied
in order to check small as well as large models.

We have carried out the checking from the viewpoint of the participants. For
a given agent i, we evaluate its utility u∗

i when bidding its true valuation and
its utility ui otherwise; and check the assertion u∗

i ≥ ui in all the possible game
configurations specified by the property. For the strategy-proofness property
in equation (3), the number of possible configurations represents all possible
strategy profiles of the participants. This is exponential in the number of agents
and items. Consequently, the checking for the strategy-proofness property is
computationally expensive. If the assertion u∗

i ≥ ui is not violated, then the
property holds for the specified model. Notice that this does not imply the
property holds independently from the bid range or the numbers of agents and
items. Moreover, if the property does not hold, then Spin will display a counter-
example.



Tables 1 and 2 show runtime statistics for the checking of the strategy-
proofness property. These results were obtained by compiling and running the
models produced by Spin on a PC Pentium Dual Processor 2.99 GHz with 2GB
RAM, running Windows XP. We used the options -DBITSTATE -DVETORSZ=m

where m is the size of the state vector chosen according to the size of the model
at hand. As explained in [5, p. 206], the option -DBITSTATE triggers the use of
an algorithm allowing the checker to visit every reachable state of the transition
system at most once. For efficiency reasons, the states are stored in a hashtable.
This turns a rather exponential search into a linear one, thus enhancing the
performance of the checking procedure.

3.1 The Vickrey Auction Example

In a Vickrey auction, n agents bid for a single item. Each agent has a private
valuation v of the item. The highest bidder wins the item but pays the second
highest bid p, getting the utility u = v − p. A losing bidder pays nothing and
has a zero utility. Table 1 shows the results obtained by fixing the bid range
and varying the number of agents. We observe that beyond a certain number of
agents, the amount of the memory required by Spin explodes provoking a ‘ran
out of memory’ error. However, this mechanism is simple enough to carry out a
full space checking for up to 600 agents.

Table 1. Statistics for the strategy-proofness property in a Vickrey Auction (bids from
0 to 1000).

Number of players
100 300 500 600 700

Memory(Mb) 146.72 795.92 904.20 1083.30 –
CPU Time(s) 1.20 6.44 7.20 8.29 –

3.2 The QRMOA Example

The combinatorial auction termed as QRMOA in [4] can be described as follows.
Bidders place individual price offers for a number m of items, but will only accept
a restricted quantity q < m. A buyer will pay nothing for any item assigned to
him beyond the quantity q. This restricted type of combinatorial auction allows
a concise representation for bids. In this setting, a bid is a tuple of the form
(i1, p1, i2, p2, . . . , im, pm, q) where each pj is a price offer for object ij and q is
the maximum number of objects to be assigned to this bid.

This CAP is tractable in the following sense. An instance of the QRMOA
can be transformed to an instance of the assignment problem, and solved using
the Hungarian algorithm [14]. This is a 1-matching algorithm, which works for a
square matrix. To solve the QRMOA problem using the assignment algorithm,
we duplicate q times a given bid with a constraint q. Given n bids and m items
for sale, we construct a cost matrix C with m columns and n rows. The entry
Cij is the value which the ith bid places for the jth item. Fictitious bids or



items may be added to render the matrix C square. If all q values are 1 then we
can immediately solve for the optimal allocation via the assignment algorithm.
If any row corresponds to a bid with a q-value greater than one then we simply
duplicate that row so that it occurs q times. Now it can be assigned up to q items.
After applying this procedure for all such bids, we have a matrix with k ≥ n

rows; k is the sum of all constraints q in the submitted bids. The assignment
algorithm computes an optimal allocation in O(k3) time complexity. Different
matching algorithms can be used to solve this problem, see [11] for an exam-
ple with ‘better’ time complexity. In here, we rather focus on model-checking
combinatorial auctions that have exact solutions and the QRMOA solved by the
tractable assignment algorithm is a good case study.

For the pricing rule, we used the VCG mechanism. This implies using the
above exact WDA to determine the prices and resulting utilities for the agents.
The Promela implementation of the entire mechanism consists of over six hun-
dred lines of code. The timing results obtained by Spin are presented in Table 2.
The results show the checking can be completed for very limited models of the
QRMOA. For example, model-checking strategy-proofness of a QRMOA com-
posed of four agents and two items failed to complete because of explosion of
memory requirement.

Table 2. Statistics for the strategy-proofness property in a QRMOA with two items
and two items: Influence of the bid range (left) and number of players (right).

Bid range
0..5 0..10 0..15 0..16

Memory (Mb) 48.10 158.90 1164.60 –
CPU Time (s) 40.60 42.70 67.40 –

Number of players
2 3 4

Memory (Mb) 39.10 1157.10 –
CPU Time (s) 36.27 40.75 –

Moreover, we observe that increasing the number of items has the same effect
as increasing the number of players since the strategy space in the QRMOA is
Anm wherein n,m are the numbers of players and items respectively and A, the
set of actions (bid range) for each player. These results show that the size of the
model must be controlled in order to avoid an explosion of memory requirement.
To this end, we use abstraction techniques to build a less complex model in which
the property to be proved is preserved. We assume that in the combinatorial
auction, the number of items is fixed but the number of players is unbounded.
Then, we focus on building up an abstraction of the exponential data domain An

since this will allow us to completely model check at least single item auctions
such as the Vickrey auction.

4 Abstract Model Checking

In this section, we present a way of combining model checking with abstract
interpretation, enabling us to reduce the complexity of model checking by using
an appropriate choice of abstraction for our auctions.

The Spin model checker allows us to show that for a given model a game-
theoretic property holds. Unfortunately, the computational costs of this exercise



grow exponentially, thus prohibiting us from giving a definite answer for large
models as it is not possible to explore the entire search space. In such scenar-
ios, model checking will never produce false negatives but it may produce false
positives.

In order to reduce the costs involved in our checks, we propose to use abstract
interpretation to simplify the problem. Abstract interpretation [15, 16] provides
a general theory for approximating the semantics of computer programs allow-
ing the analysis of possible/potential computations without actually executing
programs. We shall use abstract interpretation to find a property-preserving
approximation of the concrete domain, our effort consisting of the following:

1. Defining a suitable abstraction that maps the concrete domain (data objects
and associated operations) and properties onto their abstract counterparts,

2. Performing the checking using the abstract model, and
3. Deciding if the property holds in the concrete model.

It is worth noting that abstract interpretation never produces false positives but
may raise false negatives due to the use of approximations.

4.1 Definitions

An abstraction provides a mapping of the original (concrete) domain (and as-
sociated search space) onto a less complex (abstract) domain, enabling us to
eliminate irrelevant details. Since we represent games as computer programs,
our search space is the state domain, that is, the execution state of the program
containing the values of all its variables and the current point of the execution
flow.

Definition 1. A finite game is a transition system Σ = 〈N,A, S, θ, ρ, u〉 where

– N,A, S are non-empty sets of agents, strategies, and states respectively;
– θ : S → Boolean is true for at least one element of S (called initial state);
– ρ : S × S → Boolean is a transition relation, and
– η : S → Boolean is true for at least one element of S (called final state)

For each final state we associate a utility to each agent. A reachable state of Σ

is a state that can be reached following a finite sequence of transitions from an
initial state. A reachable transition is a transition from a reachable state.

We introduce the abstract version of the previous concept:

Definition 2. An abstract finite game Σ̂ = 〈N̂ , Â, Ŝ, θ̂, ρ̂, η̂〉 is an abstraction

of Σ=〈N,A, S, θ, ρ, η〉 if there exists a mapping α : S → Ŝ such that

– ∀s ∈ S, θ(s)→ θ̂(α(s))
– ∀s, s′, ρ(s, s′)→ ρ̂(α(s), α(s′))



The mapping α is called an abstraction map. Its inverse γ, associating an abstract
state ŝ ∈ Ŝ and transition ρ̂ to its corresponding concrete state s ∈ S and
transition ρ is called a concretization map.

Abstraction maps usually rely on over-approximations to produce, for every
point of the program, an abstract state ŝ such that γ(ŝ) contains all the concrete
reachable states at that location. Traditionally, these approximations are defined
over lattices.

Definition 3. A lattice (L,⊔,⊓,⊥,⊑) is a complete partial order on set L by
⊑ in which any two elements x, y ∈ L have a greatest lower bound (x ⊓ y) ∈ L

and a least upper bound (x ⊔ y) ∈ L.

A lattice is complete if any two elements x, y ∈ L have a greatest element (x⊔y)
and a least element (x ⊓ y). An example of complete lattice is the power set
domain with the usual set operators.

The game-theoretic properties we are interested in are first-order logic for-
mulae (denoted as ϕ) that can be expressed in Σ and their abstract counterparts

ϕ̂ in Σ̂. It is important to ensure that whenever a property ϕ is violated in the
concrete domain Σ, its abstraction ϕ̂ is also violated in the abstract domain Σ̂.

Definition 4. An abstraction α : (Σ,ϕ)→ (Σ̂, ϕ̂) is sound if whenever ϕ̂ holds

in Σ̂, then ϕ holds in Σ. An abstraction α : (Σ,ϕ) → (Σ̂, ϕ̂) is complete if

whenever ϕ holds in Σ, then ϕ̂ holds in Σ̂.

4.2 Building Abstractions for Auctions

Finding an abstraction map is not an easy task and depends on the property to
be checked. In our work, abstraction is a way of minimising the explosion on the
number of states of the concrete model as illustrated in Section 3. Bearing in
mind that an abstraction map must be at least sound, we propose the following
two abstractions.

Removal of Irrelevant Constructs This abstraction amounts to the program
slicing technique used to remove portions of code in program analysis which are
not relevant to a given criterion [6]. A typical criterion is a line of the program
– the slice contains those commands which affect the variables in that line. An-
other criterion is a set of variables – the slice contains those commands affecting
these variables. Our slicing criterion is the property ϕ to be checked – the slice
contains those portions which influence the variables that are being checked in
the property.

The analysis of which programming constructs to include in (or exclude from)
a slice is based on the semantics of the programming language. This is used to
capture dependency relationships among variables: v1 ≺ v2, for variables v1, v2,
holds if the computation of v1 depends on the value of v2. For instance, the
command x := y + (z/2) of a C-like language assigning to x the result of
an expression which uses y and z, forges the relationships x ≺ y and x ≺ z. This



relationship between variables is transitive and its transitive closure is denoted
by ≺∗.

To perform program slicing, we first perform a dependency analysis on the
mechanism description to determine the set of variables that influence the for-
mula ϕ of the property to be checked. We then remove those constructs of the
mechanism which do not make use of any of these variables. This is carried out
as a backward analysis (from the program outputs to the program inputs) as
follows:

1. Let V be the set of variables in ϕ;
2. For each variable vi ∈ V , compute the set of variables Vi on which vi depends

and merge it with V , that is, V ← V ∪ Vi – this step should compute the
transitive closure of variable dependency, that is, it must include all variables
in the dependency paths from the inputs to the calculation of vi.

3. Remove all constructs using only those variables that do not belong to V .

We regard a slice as an abstraction of the original program: a slice partially
computes what the original program does. All those constructs making use of
variables unrelated to the property are removed. Such slices do not alter the
property ϕ to be checked but can reduce the size of the state space to be model
checked, see for example [2]. Program slicing naturally provides a sound and
complete abstraction map.

To illustrate this abstraction, let us consider the Vickrey auction example for
two agents shown on the left-hand side of Figure 1. Let us suppose we want to

if
:: (x1 >= x2) ->

u1 = v1 - x2;
u2 = 0;

:: else ->
u2 = v2 - x1;
u1 = 0;

fi;

if
:: (x1 >= x2) ->

u1 = v1 - x2;

:: else ->

u1 = 0;
fi;

Fig. 1. Vickrey Auction (left) and its Slice (right)

check the assertion u1t ≥ u1 where u1t and u1 are, respectively, the utilities of
agent 1 when it bids its valuation and any other number. The variable depen-
dencies of the auction are x1 ≺ x2, x2 ≺ x1, u1 ≺ v1, u1 ≺ x2, u2 ≺ v2, u2 ≺ x1;
they describe the flow of data among the variables and (in the case of the if
test) how variables depend on one another to define the flow of execution. We
can obtain a slice of the original auction in which commands not referring to any
of the variables y, u1 ≺∗ y. We show on the right-hand side of Figure 1 a slice of
the Vickrey auction, in which all commands referring to u2 have been removed.

Redefining Strategy Space via Abstract Values The principal cause of
the explosion in the number of states observed in Section 3 is the exponential in-
put data required by the strategy-proofness property. This input data describes
all the strategy profiles for n players and m items in the combinatorial auction.
This detailed search space can be replaced by a less complex one by transforming



the concrete program into an abstract one. The variables in the abstract ver-
sion of the program store abstract values, thus we need to redefine all concrete
operations so as to manipulate the newly created values.

Th ∨ Te ∨ Tl

Tl ∨ Te

qqqqqqqqqq

Te ∨ Th Th ∨ Tl

MMMMMMMMMM

Tl

hhhhhhhhhhhhhhhhhhhhhhh
Te

MMMMMMMMMMM

Th

MMMMMMMMMMM

∅

MMMMMMMMMMMMM

qqqqqqqqqqqq

Fig. 2. Lattice of Abstract Values

Given the valuation vi of an agent i for a given single item, we can distinguish
the following three strategies its opponents may adopt: (i) bid higher than vi,
(ii) bid exactly vi, and (iii) bid lower than vi. We define the following types for
agents competing with agent i, corresponding to the strategies above:

Th = {x ∈ R | x > vi ≥ 0}

Te = {x ∈ R | x = vi}

Tl = {x ∈ R | 0 ≤ x < vi}

All the configurations of the game involving agent i with respect to its opponents
can be described by agent i’s bid against the bids of the typed agents in the set
T = {Th, Te, Tl}. Consider the following three mappings with signature An−1 →
T and projecting each component of a vector x−i ∈ An−1 to a type t ∈ T :

projh(x−i) = {xj ∈ Th | j 6= i}

proje(x−i) = {xj ∈ Te | j 6= i}

projl(x−i) = {xj ∈ Tl | j 6= i}

The mapping projh projects all components of the vector x−i that are greater
than vi to the data type Th. Similarly proje and projl are projections on Te and
Tl respectively. Let us consider f : An−1 → 2T mapping an element x−i ∈ An−1

to an element x̂−i = f(x−i) of the powerset 2T as follows:

x̂−i =





Th if proje(x−i) = projl(x−i) = ∅
Te if projh(x−i) = projl(x−i) = ∅
Tl if proje(x−i) = projh(x−i) = ∅
Th ∨ Te if projl(x−i) = ∅
Th ∨ Tl if proje(x−i) = ∅
Tl ∨ Te if projh(x−i) = ∅
Th ∨ Te ∨ Tl otherwise



By construction, f maps every vector of An−1 to its equivalent type in the
complete lattice L = (2T ,∨,∧, ∅,⊑). The mapping f induces an equivalence
relation whose equivalence classes represent state variables; these state variables
correspond to elements of the powerset 2T . In Figure 2 we show the lattice of
abstract values. It is isomorphic to the complete lattice L = (2T ,∨,∧, ∅,⊑).

Let xh, xe, xl be the equivalent classes associated to the types Th, Te, Tl re-
spectively. xh, xe, xl are abstract variables that will be used in the transformed
(abstract) program. Concrete arithmetic operations, e.g., +, -, *, <, and >, must
also be transformed so as to manipulate the abstract variables xh, xe, xl. More-
over, the variables xh, xe, xl cover real values that are greater than or equal to
zero. However, the arithmetic operation “-” forces us to consider negative values
as well, which we denote by xn. We can therefore partition the set R into the sub-
sets represented by the equivalence classes xn, xl, xe, and xh. The abstract vari-
ables xn, xl, xe, and xh represent the real-valued intervals (−∞, 0), [0, vi), [vi, vi],
and (vi,∞) respectively.

Table 3. Signature of Abstract Subtraction −abs

−abs xn xl xe xh

xn {xn, xl, xe, xh} xn xn xn

xl {xl, xe, xh} {xn, xl} xn xn

xe xh xl xl xn

xh xh {xl, xe, xh} {xl, xe, xh} {xn, xl, xe, xh}

Table 3 shows the signature of the abstract operation −abs – it is the abstract
counterpart of the subtraction operation. The first column of the table shows
the values of the first parameter of the operation −abs; the top row contains the
values of the second parameter; the various outcomes of the operation are the
table cells. If the result of the abstract operation belongs to a set of equivalence
classes (as opposed to a single equivalence class) then this indicates a lack of
knowledge about the abstract variables since they over-approximate concrete
values in the original program. This inaccuracy is modelled by the model checker
Spin as a non-deterministic choice over the set of values in the set.

It follows that the mapping f : Σ → Σ̂ enables us to transform concrete
data and operations from the original program into corresponding abstract data
and operations in the transformed program. The states and transitions in the
abstract program are defined to be those induced by the states and transitions
in the abstract program. An important issue is whether the abstraction f is
sound for the game-theoretic property to be checked. For that purpose, we need
to express the property in the resulting abstract domain.

4.3 Abstracting Properties

For a given valuation vi of an agent i, the strategy-proofness property ϕ is defined
in equation (3). In the resulting abstract model, the valuations vi, bids bi ∈ Ai,
b−i ∈ A−i, payments pi and utilities ui of the agents become abstract variables

v̂i, b̂i ∈ Âi, b̂−i ∈ Â−i, p̂i and ûi respectively. All original operations are also



transformed into abstract operations manipulating the defined abstract types.
The strategy-proofness property ϕ in equation (3) becomes ϕ̂ as follows:

∀i, ∀v̂i, ∀b̂i, ∀b̂−i, ûi(v̂i, v̂i, b̂−i) ≥abs ûi(v̂i, b̂i, b̂−i). (5)

Using our abstraction f , we have Âi = {xh, xe, xl}, which is a partition of Ai

and Â−i is isomorphic to 2T (which we denote by Â−i ≡ 2T ). We now need to
prove that our abstraction f is sound. This is established by the following:

Lemma 1. The abstraction map f : (Σ,ϕ)→ (Σ̂, ϕ̂) is sound.

Proof: We need to prove that if the strategy-proofness property ϕ̂ holds in Σ̂,
then its equivalent version ϕ holds in Σ. Following Definition 2, an abstraction
f produces for every point of the program, an abstract state ŝ such that f−1(ŝ)
contains all the concrete reachable states at that location. We need to show
that for every configuration c of the abstract domain wherein Σ̂ holds, f−1(c)
contains all possible corresponding configurations in the concrete domain and
that we have Σ ⊆ ∪

c∈ bΣ
f−1(c). From the viewpoint of agent i, strategy-proofness

in the abstract domain means:

– If i has opponents of one type Th, Te, or Tl, then the inequality (5) must be

true for all b̂i ∈ Âi and b̂−i taking the values representing the equivalence
classes xh, xe, or xl of the abstraction f respectively.

– If i has opponents of two types {Th, Te}, {Th, Tl}, or {Te, Tl}, then the in-

equality (5) must be true for all b̂i ∈ Âi and b̂−i taking the values xh and
xe, xh and xl, or xe and xl of the abstraction f respectively.

– If i has opponents of three types {Th, Te, Tl}, then the inequality (5) must

be true for all b̂i ∈ Âi and b̂−i taking the values xh, xe, xl.

By construction, the inverse f−1 of the mapping f associates each element of
Â−i ≡ 2T to a subset of A−i and clearly

∪
c∈ dA

−i

f−1(c) = A−i.

Furthermore, Âi is a partition of Ai. It follows that f is sound. �

4.4 An Abstract Model-Checking Algorithm

To check the strategy-proofness property for a given player amounts to checking
bidding xe gives the maximum utility in all the following settings:

1. Its opponents of single type can bid a single value xh, xe, or xl.
2. Its opponents of two types can bid the tuples (xh, xe), (xh, xl), or (xe, xl).
3. Its opponents of three types can bid the tuple (xh, xe, xl).

This reduces the strategy space from the size |A|nm initially to (3× 7)m, three
for agent i and seven for its opponents. If the number of items m = 1 as, for
example, in the Vickrey auction, this is easy to check. Notice that our abstraction



is only sound – this means that if the property is true in the abstract domain,
then, it is true is the concrete domain. If, however, the property does not hold in
the abstract model, then Spin will generate a counter-example. The generated
counter-example may be due to spurious behaviour caused by approximations
in the abstract model or it may be genuine. Techniques have been developed to
cope with such scenarios, see for example [17, 18].

We have implemented this algorithm for checking strategy-proofness in the
Vickrey auction. For this simple single item auction, we have designed and im-
plemented the abstract variables and related operations, thus building up an ab-
stract program modelling the auction. Then, we checked the abstracted strategy-
proofness property using our algorithm. In the results shown in Table 4, AMCA
stands for the abstract model checking algorithm hereby outlined and Slicing
stands for the application of the program slicing optimisation. These results
show that for the Vickrey auction, the number of players and the bid range
cease to be a factor of state space explosion and that strategy-proofness can be
checked using a small amount of computer resources. Moreover, the program
slicing technique improved slightly the checking as expected in this case.

Table 4. Statistics for the strategy-proofness property in a Vickrey Auction with an
unbounded number of players using the proposed two abstractions

AMCA AMCA & Slicing
Memory (Mb) 3.65 3.02
CPU Time (s) 0.31 0.25

For the QRMOA, which is a tractable combinatorial auction, the winner de-
termination algorithm represents around 400 lines of Promela code containing
data structures for matrices. Furthermore, the integration of the VCG mecha-
nism and the testing procedure represent an extra 200 lines of code. This is too
complex to hand-code an abstract program from. As a first attempt to model-
check this rather challenging system, we kept the Promela code for the QRMOA
unchanged and applied our abstraction only to the VCG procedure. Since QR-
MOA’s code works with concrete values, we have used a mapping from abstract
to concrete values and vice versa. In the forward mapping we converted abstract
data from the abstracted VCG procedure using a non determistic selection over
the corresponding concrete values. This enables us to run the WDA. In the
reverse mapping we fed the results (concrete values) of the WDA back to the
abstracted VCG procedure. Running our abstract verification algorithm for this
case led to a ”run out of memory” on the PC we have used. However, one can
assume the optimallity of WDA is a priori established and therefore the code
that implements it can be trusted. In this case, we are left to checking the pric-
ing rule gives rise to a strategy-proof mechanism. This should reduce the state
space required by the model-checker. We set out our ideas on how to model-
check this combinatorial auction using this assumption and our abstraction in
the concluding section.



5 Related Work

The idea of agents automatically checking game-theoretic properties of a protocol
is relatively new, so there are not many results in this area as yet. However
earlier work explored similar ideas. Related work includes verification of MASs
and model checking using abstraction techniques.

5.1 Verification of MASs

Verification of MASs has been explored in [19]. The approach consists on au-
tomatically translating MAS programmed in AgentSpeak, a BDI language pro-
posed in [20] into Promela or Java. After this translation the approach uses
the Spin or JPF (Java PathFinder) [21] model checkers, respectively, to verify
whether a property (in linear temporal logic) holds. In the context of verifying
game equilibria, the work reported in [22] dealt with the verification of mech-
anisms that are specified in a WHILE programming language. Game-theoretic
properties for 2-player games with complete and ‘almost perfect’ information
using correctness assertions, via an extension of Hoare’s calculus were proved.
The main advantage of this approach is that it offers the possibility of verifying
large games without needing to explore every state that the system can reach;
the advantage of our model checking approach is that it offers the possibility of
agents checking mechanisms automatically.

In [23] a model checking approach was adopted in verifying mechanisms, and
the authors set forth their vision for how this approach can contribute to the
mechanism design problem of game theorists. The paper shows, as an example,
how a voting mechanism can be formalised and checked to see if a coalition of
agents can force a deadlock indefinitely. The main motivation was to provide
computing tools which can make mechanism specifications unambiguous, reveal
hidden assumptions and automate the verification of desirable properties. Our
work aims not to design new mechanisms, but to make existing ones useful
to agents in open systems, by giving agents an efficient way of checking the
properties of a previously unseen game specification.

In [24] the same issues as ours were explored, but from the perspective of
building trust in an agent system. To this end, the paper looks at verifying the
reputation of an agent as well as verifying that a protocol enforces truth-telling.
However it does not go as far as analyzing the potential utilities which partici-
pants could gain, as we have; our approach is more computationally expensive,
but this seems necessary to provide guarantees about truth-telling.

5.2 Model Checking and Abstraction

The use of abstraction in model checking derives from the seminal work on
abstract interpretation published in [16] three decades ago. Abstract interpreta-
tion concerns static determination of dynamic properties of a system. In model
checking, abstract interpretation is a tool to cope with the state space explosions
suffered by model checkers.



In [2] the authors applied the program slicing abstraction to agent protocols
specified via a restricted form of AgentSpeak(L) [20] in which only propositions
are considered. They proposed an algorithm which takes as input a set of agent
programs, a property in a restricted (propositional) BDI logic, and the envi-
ronment abstracted as rules updating the state of affairs. The algorithm builds
a representation of the dependencies among the agents’ programs and environ-
ment rules, then uses this representation to find out plans which were not used.
Although the example presented in that paper illustrates well the benefits of
program slicing, the authors fail to warn that, in the worst case, their slicing
algorithm may return the very same input MAS – this happens if the property
to be checked requires that all original parts be preserved.

6 Conclusions and Future Work

In this paper, we have considered auction mechanisms expressed in a formal lan-
guage and automatically checked desirable properties such as strategy-proofness.
We have presented numerical results showing the computational limits of using
a plain (exhaustive) model checking approach. These limits are due to the state
space explosion problem. To enhance this approach, we have combined model
checking and abstract interpretation. We have proposed two property-preserving
abstractions. The first is the classical program slicing technique; the second is
novel and tailored to the problem of verifying game equilibria. This allowed
us to verify the Vickrey auction regardless of the number of bidders and their
bids range with a small amount of computer resources. This was not feasible
by exhaustive model checking, see Table 1. Note that although the abstraction
requires some creativity from the human designer, once the appropriate abstrac-
tion is found, it can be published as a trusted procedure to facilitate automatic
checking of the auction mechanism by agents.

For future work, we plan to apply our abstraction framework to the com-
binatorial auction QRMOA as follows. We will use the winner determination
algorithm as a trusted black box using Spin’s c code. This means implementing
the winner determination algorithm in the C programming language and em-
bedding it within Spin so that it is not checked by Spin but it behaves like a
simple state transformer [25]. This will further demonstrate the benefits of our
abstraction techniques and will enable us to assess the impact of increasing the
number of items for our checking algorithm. We will also investigate the use of
this abstraction in verifying Bayesian Nash equilibria.
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grant EP/D02949X/1.
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