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Abstract. Markov Decision Processes (MDPs) are a well known mathematical formalism that combines probabilities with decisions and allows
one to compute optimal sequences of decisions, denoted as policies, for
fairly large models in many situations. However, the practical application of MDPs is often faced with two problems: the specification of large
models in an efficient and understandable way, which has to be combined
with algorithms to generate the underlying MDP, and the inherent uncertainty on transition probabilities and rewards, of the resulting MDP.
This paper introduces a new graphical formalism, called Markov Decision
Petri Net with Uncertainty (MDPNU), that extends the Markov Decision Petri Net (MDPN) formalism, which has been introduced to define
MDPs. MDPNUs allow one to specify MDPs where transition probabilities and rewards are defined by intervals rather than constant values.
The resulting process is a Bounded Parameter MDP (BMDP). The paper
shows how BMDPs are generated from MDPNUs, how analysis methods
can be applied and which results can be derived from the models.
Keywords: Markov Decision Process, Bounded parameter MDP,
Markov Decision Petri net, multi-objective optimization.

1

Objectives and Contributions

MDPs are a well known mathematical formalism introduced in the 1950s [5] in
the context of operations research and dynamic programming. It has been used in
a wide range of applications to compute policies (i.e. sequences of decisions) that
optimize some reward measure. Indeed an MDP allows a modeler to specify a
stochastic control process by means of different states, in which a decision maker
may choose any action available in that state. Then, the process responds by
randomly moving into a new state according to a specified transition probability,
and gives back to the decision maker the corresponding reward (depending on
the chosen action and by the source and destination states). An MDP policy
defines the choice of actions to be taken in any possible MDP state, so that it

is possible to derive the policies that maximize a target function based on the
MDP’s rewards. Often the expected discounted or expected average reward over
an infinite time horizon is used as measure to be optimized.
One limitation of MDPs, like many other modeling formalisms, is that they
are based on a complete knowledge of the parameters. Unfortunately, in many
real systems parameters are usually estimated and suffer from several limitations
or measurement errors. In addition, the knowledge of the system behavior is
usually incomplete, hence the real probability distribution of transitions is in
most cases an uncertain value in some confidence interval. In this case, the
available information defines a set of MDPs rather than a single MDP and the
question is what is an optimal policy? It might be the case, that one policy
is good for one concrete realization of the parameters whereas it is bad for
another realization. A policy is denoted as robust if it shows an acceptable
performance for every possible realization of the uncertain parameters and it is
of high practical interest to find out robust policies.
BMDPs were introduced in [10]. In a BMDP, action probabilities and rewards
may be expressed either as exact values, or as an interval-valued parameter. In
this way a BMDP defines a family of MDPs exactly in the way as it is required
for situations where parameters are uncertain. In the original paper [10] and successor papers that consider particularly the efficient analysis of BMDPs [8], the
computation of policies for the worst or best case (which is the parameter values
that minimize resp. maximize the resulting rewards) is described. It is shown
that in a BMDP the policies for optimizing the discounted expected reward over
infinite horizons for the best and worst cases are stationary, which means that
they depend only on the current state. This does not really solve the problem of
very pessimistic or optimistic policies because an optimal policy in the worst or
best case might yield a bad performance in most other cases.
Recently, the analysis of BMDPs was extended by introducing multi-objective
optimization [12]. In this setting, worst, average, and best cases are considered
together as a single optimization criterion. In some BMDPs it is possible to
identify a robust stationary policy (and prove the robustness), which is a single
strategy that exhibits optimal or near optimal rewards in all the MDPs of the
BMDP. In other words, this strategy shows good performances no matter how
the uncertainty is resolved. However, the existence of such a policy is not guaranteed, hence in other cases one has to search for more complex policies or has
to be at least aware that the system is very sensitive to parameter changes.
Modeling a system directly at the level of the MDP or BMDP could be a
hard task, due to the complexity of most real systems. To cope with this problem, a number of higher-level formalisms have been proposed in the literature
(e.g., stochastic transition systems [1], dynamic decision networks [6], probabilistic extensions of reactive modules [2], Markov decision Petri nets and Markov
decision well-formed nets [3], Factored Petri Net [9], etc.). Almost all of these
approaches have been defined to specify MDPs, parameter uncertainty is not
considered. In [7] the uncertainty is introduced to solve factored MDPs with
large state space exploiting -homogeneous partitions of their states. Indeed, -

homogeneous partition approach are used to induce a family of explicit MDPs
corresponding to a BMDP. The derived BMDP has hence a smaller state space,
and it can be solved to obtaining a lower and upper bound on the optimal value
function of the original MDP.
In this paper we introduce a new extension of Markov decision Petri nets
(MDPN), called MDPN with uncertainties (MDPNU), where probabilistic distributions and the reward functions are specified with interval-valued parameters, such that the MDPNU semantics is expressed as a BMDP. It is shown how
a BMDP is derived from the MDPNU. The resulting models are amenable to
the analysis approaches for BMDPs. We show how the new analysis algorithms
can be applied and which effort becomes necessary to optimize BMDPs with a
varying number of states. The different steps of the approach, from specification, to process generation and solution, ending with the result representation
are currently integrated in a new version of the GreatSPN modeling tool which
will be part of the next official release of the tool. As an example of application
of MDPNU we present the model of the control room of an utility company
and provide experimental results computed with the implementation of the new
multi-objective BMDP algorithm in [12].

2

Background

Before defining MDPNU as a high level model, we introduce the underlying
stochastic models and begin with MDPs in discrete time [11].
Definition 1. A Markov Decision Process (MDP) is a tuple (S, A, F, R) where
– S is a (finite) set of states,
– A is a (finite) set of actions and Ai ⊆ A the set of available actions in state
i ∈ S,
– F : S × A → µ(S) the (partial) transition function which assigns to each
possible state action pair a probability distribution over the set of states, and
– R : S ×A → R≥0 is the (partial) reward function that assigns to each possible
state action pair a non-negative reward value.
R(i, a) is the reward if action a is chosen in state i and F (i, a, j) is the probability
of a transition from state i to j under the condition that action a is chosen in state
i. In state i, |Ai | different decisions are possible by choosing one of the available
actions. The choice of actions in states is denoted as a policy which is stationary if
it only depends on the state and not on the history. It is deterministic, if a single
action is chosen with probability 1. If it is both stationary and deterministic,
then it is pure. A pure policy can be described by a vector a of length |S| where
a(i) ∈ Ai is the action chosen in state i. Each pure policy a defines a unique
transition matrix P a and a reward vector ra . The triple (S, P a , ra ) defines a
Markov reward process in discrete time. P a is a stochastic matrix for every pure
policy a.

MDPs are used to compute optimal policies which maximize or minimize
gains (= discounted accumulated reward) over infinite time horizons. We consider the maximization of the expected discounted reward for some discount
factor γ ∈ [0, 1). It can be shown that the solution of the set of Bellman equations [11]


X
v∗ (i) = max R(i, a) + γ
F (i, a, j)v∗ (j) for all i ∈ S
(1)
a∈Ai

j∈S

results in a vector v∗ that contains for all states the maximum of the expected
discounted rewards. A corresponding policy is pure and results from the actions
that are chosen in the above equations. Since the corresponding actions need not
be unique, there can be more than one optimal policy. Other reward measures
can be computed similarly [11]. We denote v∗ as the optimal gain vector.
Parameters of an MDP should reflect the behavior of the modeled system and
usually have to be estimated based on measured data (resulting in confidence
intervals) or, if no data is available, based on expert knowledge or other sources.
In general this means that parameters are subject to some uncertainty. The
choice of states in MDP modeling may also introduce uncertainty. Often the
behavior of the system is not completely memoryless as required, which means
that transition probabilities depend slightly on the history, on the sojourn time
in a state, or on hidden parameters of the environment that are unavailable
at decision time. In all these situations, interval parameters represent a more
realistic choice than exact values, which results in a BMDP [10].
Definition 2. A Bounded Parameter Markov Decision Process (BMDP) is a
tuple (S, A, Fl , Rl ) where
– S is a (finite) set of states;
– A is a (finite) set of actions, Ai ⊆ A the set of actions in state i ∈ S;
– Fl = (F↓ , F↑ ):
• F↓ : S × A → µlow (S), maps
P a state action pair on a lower bound for a
distribution over S, i.e., j∈S F↓ (i, a, j) ≤ 1 for every i ∈ S and a ∈ Ai ;
• F↑ : S × A → µup (S), maps
P a state action pair on an upper bound for a
distribution over S, i.e., j∈S F↑ (i, a, j) ≥ 1 for every i ∈ S and a ∈ Ai ;
• F↓ (i, a, j) ≤ F↑ (i, a, j) for every pair i, j ∈ S and a ∈ Ai ;
– Rl = R↑ ∪ R↓ where R↑ , R↓ : S × A → R≥0 and R↓ (i, a) ≤ R↑ (i, a) for all
i ∈ S and a ∈ Ai .
A BMDP defines a set of MDPs (S, A, F, R), where F↓ (i, a, j) ≤ F (i, a, j) ≤
F↑ (i, a, j) and R↓ (i, a) ≤ R(i, a) ≤ R↑ (i, a). Let BM(S, A, Fl , Rl ) be the set
of MDPs that is defined by the bounds. We denote by (S, A, F , R) one specific
MDP from the set, the average case MDP. If the parameters of the BMDP result
from two-sided symmetric confidence intervals, then the average case results from
taking the average values between minimum and maximum. If other distributions
are assumed, then the average value is computed as the expected value in the

interval. For the average case MDP, an optimal policy for the discounted reward
can be computed using (1) with F and R rather than F and R. Let v and a
be the value vector and an optimal stationary policy for the average case MDP.
The bounds of the gain achieved by any MDP of a BMDP are provided by the
following equations:

v↓ (i) = max

min

a∈Ai

((S,A,F,R)∈BM(S,A,Fl ,Rl )


v↑ (i) = max
a∈Ai



max

((S,A,F,R)∈BM(S,A,Fl ,Rl )

R(i, a) + γ

X

F (i, a, j)v↓ (j)



(2)

j∈S



R(i, a) + γ

X

F (i, a, j)v↑ (j)



(3)

j∈S

for all i ∈ S. Observe that the inner optimization fixes the MDP and the outer
maximization determines the policy. It is, of course also possible to formulate
similar equations to minimize the gain. The equations can be solved by an extension of value or policy iteration for MDPs [10] which requires more effort than the
solution of (1). Nevertheless, as shown in our case study, the vectors can be computed for fairly large BMDPs, with several thousands of states, which is larger
than examples on BMDPs available from literature. Obviously, v↓ ≤ v ≤ v↑ . Let
a↓ , a and a↑ be policies which are optimal for the worst, average or best case.
The policy together with the MDP resulting from the inner optimization defines
a transition matrix P a where a equals a↓ (or a↑ ) and a reward vector ra . If P a
is ergodic, then the stationary vector pa (pa P a = pa ) can be computed such
that pa↓ v↓ and pa↑ v↑ are the worst and best case stationary gain, respectively.
For a given policy a let va = (v↓a , va , v↑a ) be the vector of worst, average
and best case rewards; they can be computed by fixing the action in Equaa
tions (2), (1), and (3). We denote a policy a as robust if kv↓ ↓ − v↓a k < ↓ ,
a↑
a
a
kv − v k <  and kv↑ − v↑a k < ↑ for some appropriate thresholds (↓ , , ↑ ).
The goal is to compute robust policies which show an acceptable behavior in all
cases covered by the parameter uncertainty. It is easy to find a robust policy
if v↓ = v = v↑ which implies that there is a single optimal gain vector, and
all optimal policies are indistinguishable with respect to the chosen optimality
criterion. If this is not the case, then there can be many policies which are incomparable. Let A be the set of all policies, i.e., the set of all vectors a with
a(i) ∈ Ai . The set of Pareto optimal policies Aopt ⊆ A is defined as
n
o
0
0
Aopt = a|a ∈ A ∧ ¬∃a0 ∈ A : va ≥ va ∧ va 6= va .

(4)

If the worst, average or best case policies are not adequate, the set Aopt has
to be computed or approximated. A method that solves simultaneously (1-3) is
described in [12]. Such a method requires much more effort than the analysis of
single policies. Sometimes even Aopt does not contain an adequate policy. In this
case non-stationary policies that depend on the history might be a solution but
these policies are even harder to compute and to implement in a real system.

3

Markov Decision Petri Net with uncertainty

The Markov Decision Petri Net (MDPN) formalism was first introduced in [3]
as a high level formalism to specify MDPs; an example of its application in the
context of Fault Tree is shown in [4]. As in MDPs, state changes are the result
of a non deterministic choice of an action and a subsequent probabilistic choice:
this is realized in MDPNs through the alternation of the executions between
two submodels: a non deterministic subnet, denoted PNnd , and a probabilistic
one, denoted PNpr . Both subnets are specified using the Petri net formalism,
where a single Petri net is defined by a tuple hP, T, I, O, H, prio, m0 i where: P
is the finite set of places; T is the finite set of transitions; I : T × P → N,
O : T × P → N, H : T × P → N are the sets of input, output and inhibitor
arcs; prio : T → N+ assigns priorities to transitions; and m0 : P → N is the
initial marking. Subnets in an MDPN share the same place set P , and have
disjoint transition sets: the set of non deterministic transitions T nd and the set
of probabilistic transitions T pr . In both subnets the transitions are partitioned
into run and stop subsets, where the firing of stop transitions is the base for the
alternation between probabilistic and non deterministic behavior. The definition
of PNpr includes also a notion of “weight” associated with each transition. The
weight of conflicting transitions are then normalized to obtain a probability
distribution out of each state of PNpr . The PNnd is often referred to as the
controllable component since it represents part of the system that is subject to
non deterministic choices, that can be interpreted as an external control.
The original definition of MDPN also includes a notion of “components”
at system level, so each transition of the two subnets PNnd and PNpr can be
mapped onto one or more components. Although components play an important
role in modeling, they are not particularly relevant for the extension of MDPN to
consider uncertainty, and, for sake of notational simplicity, we shall not include
them in the definition of MDPNU given in this section. Components shall be
illustrated in the case study.
The dynamics of an MDPN is defined in terms of an alternation between firing sequences of transitions in PNnd and firing sequences of transitions in PNpr .
By construction, each (maximal) firing sequence of non deterministic transitions
includes zero or more firings of run transitions and exactly one stop transition firing, and a similar situation holds for the probabilistic side. Maximal sequences of
non deterministic transitions correspond to actions of the modeled system (and
of the underlying MDP). Maximal probabilistic firing sequences are mapped into
single probabilistic transitions in the MDP. The probability of a sequence is computed by using the weight attributes associated with all probabilistic transitions
appearing in the sequence.
An MDPN model includes a reward/cost function specified in terms of state
reward/cost, rs(), and of non deterministic transition reward/cost, rt(); the reward rg() for a state-action pair is then obtained by composing rs() and rt().
MDPNU extends MDPN by introducing uncertainty in the weights of the
PNpr transitions and in the reward functions, which leads to an underlying
process which is a BDMP.

Definition 3. A Markov Decision Petri Net with uncertainty (MDPNU) is a
tuple MN = hN pr , N nd , W i where:
–
–
–
–
–

N pr is a Petri net hP, T pr , I pr , Opr , H pr , priopr , m0 i;
N nd is a Petri net hP, T nd , I nd , Ond , H nd , priond , m0 i;
T pr = T runpr ] T stoppr and T nd = T runnd ] T stopnd ;
T pr ∩ T nd = ∅: a transition is either non deterministic or probabilistic.
W : T pr → (R)3 assigns to each transition t ∈ T pr a triple hw, l, ui that
defines an interval in which the weight of transition t may vary (uncertainty
on the transition weight). Value w represents the reference weight, while l
and u are the lower and upper bounds of uncertainty, so that the weight can
vary between (w − l) and (w + u). We assume that l ≤ w;

MDPN rewards are specified with three functions: rs and rt, that associate a
reward to any MDPN state and non deterministic transitions respectively, and a
function rg that combines them into a single reward (as it is typically expected
by MDP solvers). All three functions evaluate to R. Rewards in an MDPNU can
have an associated uncertainty, therefore the definition is extended for rs, rt and
rg to map on the triplets: reference value, lower and upper bound.
Definition 4 (MDPN reward functions). Let MN be an MDPN with uncertainty. Then its reward specification is given by:
– rs : NP → R3 which defines for every marking an interval reward value.
– rt : T nd → R3 which defines for every transition its interval reward value.
– rg : rs ⊕ rt, where ⊕ is a function with values over triplets of values in R.
From MDPNU to BMDP. The construction of the BMDP defined by an MDPNU
follows the analogous construction for the MDP defined by an MDPN: the probabilistic and the non deterministic subnets are composed to obtain a single
“global” Petri net N g and then the MDP is built based on the reachability
graph (RG) of N g . In the following we shall recall the composition, and explain
how uncertainty is combined to build a BMDP.
Figure 1 shows the construction of N g : the two subnets PNnd and PNpr
are abstracted as two boxes in which only the transitions are shown, together
with their classification as Run and Stop transitions. Four places are introduced
(Stoppr , Runpr , Stopnd and Runnd ) and two transitions (Pr →Nd and Nd →Pr )
to regulate the alternation between the probabilistic and the non deterministic
phases. Each Run transition in PNnd (PNpr ) is connected with a test arc to
the corresponding Run place Runnd (Runpr ). Run places in PNnd (PNpr ) are
emptied by the firing of a stop transition of PNnd (PNpr ) that puts a token in
place Stopnd (Stoppr ), thus activating the switch of control to the other subnet
through the firing of the Pr →Nd and Nd →Pr transitions. This construction
ensures that the probabilistic behavior is completed/stopped before the decision
maker starts the non deterministic phase, and takes decisions before starting
the next probabilistic phase. When multiple components are introduced, run
and stop transitions are labelled with components identifiers, and places Stoppr ,

Pr ! Nd

Runnd

Transitions of
the Nnd subnet:

t1

t3

hRuni

hStopi

t2

t4

hRuni

hStopi

Stopnd

Nd ! Pr

Runpr

Transitions of
the Npr subnet:

t5

t7

hRuni

hStopi

t6

t8

hRuni

hStopi

Stoppr

Fig. 1: The construction of the global net N g from an MDPN.
Runpr , Stopnd and Runnd are replicated as many times as the number of components. The enabling of Pr →Nd (Nd →Pr requires the presence of one token
in all Stoppr (Stopnd ) places.
More precisely, N g = hP g , T g , I g , Og , Hg , priog , W g , m0 i where:
– P g = P ∪ {Runpr , Stoppr } ∪ {Runnd , Stopnd }
– T g = T pr ∪ T nd ∪ {Pr →Nd , Nd →Pr }
– I g , O g , Hg
• ∀p ∈ P, t ∈ T nd : I g (t, p) = I nd (t, p), Og (t, p) = Ond (t, p), Hg (t, p) = Hnd (t, p)
• ∀p ∈ P, t ∈ T pr : I g (t, p) = I pr (t, p), Og (t, p) = Opr (t, p), Hg (t, p) = Hpr (t, p)
• ∀t ∈ T pr : I g (t, Runpr ) = 1
• I g (Pr →Nd , Stoppr ) = 1
pr
pr
g
• ∀t ∈ T stop : O (t, Stop ) = 1
• Og (Pr →Nd , Runnd ) = 1
pr
pr
g
• ∀t ∈ T run : O (t, Run ) = 1
• I g (Nd →Pr , Stopnd ) = 1
nd
nd
g
• ∀t ∈ T : I (t, Run ) = 1
• Og (Nd →Pr , Runpr ) = 1
nd
• ∀t ∈ T stopnd : Og (t, Stop ) = 1
• ∀t ∈ T runnd : Og (t, Runnd ) = 1
• for all the other pairs t, p, I g (t, p) = 0, Og (t, p) = 0, Hg (t, p) = 0;
– ∀t ∈ T nd , priog (t) = priond (t), ∀t ∈ T pr , priog (t) = priopr (t) and
priog (Pr →Nd ) = priog (Nd →Pr ) = 0 (lowest priority).
– ∀t ∈ T pr , W g (t) = W (t); for all other t ∈ T g , W g (t) is not defined;
– the initial marking m0 is equal to that of P N nd (which is the same as
that of P N pr ) for the set P of places, while for the added places we have:
m0 (Runnd ) = 1 (system starts in a non deterministic state);
m0 (Stopnd ) = 0; and m0 (Runpr ) = 0 and m0 (Stoppr ) = 0;
By construction it is not possible to have both non deterministic and probabilistic transitions enabled in any given state. Therefore, the Reachability Set
(RS) of N g can be partitioned into two subsets RS pr and RS nd , such that:
– RS pr contains the probabilistic states (where place Runpr of N g is marked);
– RS nd has the non-deterministic states (place Runnd of N g is marked).
Considering this partition of the system states it is possible to identify on
the Reachability Graph (RG) the (maximal) sub-paths traversing only states
of the same type, so that the RG paths can be described as an alternating
sequence of non deterministic and probabilistic sub-paths (we shall consider
the particular case of paths with loops in a moment). Then, each probabilistic

sub-path can be substituted by a single probabilistic multi-step and assigned
an interval probability based on the weight intervals of the transitions firing
along the path, as explained in the last part of this section (from Def.6 on). In
the same way, a non deterministic maximal sequence can be substituted by a
single “long” action, and only the states that start a (maximal) non deterministic
sequence σ will appear as states in the BMDP, while the other states in RS nd will
be eliminated. Observe that each maximal sequence of probabilistic transitions
starts in a state from RS pr and ends in a state from RS nd and each maximal
sequence of non deterministic transitions starts in a state from RS nd and ends
in a state from RS pr . The reward function has to be extended as follows:
Definition 5. The transition reward for a non deterministic transition sequence
X
σ is defined by:
rt(t) |σ|t
rt(σ) =
t∈T nd

where |σ|t is the number of times the non deterministic transition t occurs in σ.
The above definition of rt(σ) assumes that reward values are independent from
the firing order in the sequence σ.
A BMDP can be generated from an MDPNU if the RG of the MDPNU satisfies the following properties: (1) there are no terminal strongly connected components involving only probabilistic/non deterministic states (and hence there
are no deadlock states); (2) there are no loops of non deterministic transitions;
(3) loops of probabilistic transitions can be handled under some condition, as
discussed next.
The BMDP can be derived from the RG of MDPNU model in two steps:
1) build from the RG a Reduced RG (RRG) in which any non deterministic (maxt

{t1 ,...,th }

t

1
h
imal) path σ = nd1 →
nd2 . . . ndh →
pr1 is replaced by a path σ 0 = nd1 −→
pr1 where the first non deterministic state nd1 ∈ σ is directly connected to the
probabilistic state pr1 through a new arc labeled with the (multi)set of all the
transitions in σ, corresponding to the possible actions from nd1 in the BMDP.
For the corresponding transitions we define a function G(nd, σ 0 , pr) → {0, 1}

{t1 ,...,th }

where G(nd, σ 0 , pr) = 1 if σ 0 = nd −→ pr and 0 otherwise. The reward
associated with σ 0 is computed by rt(σ 0 ).
2) build from the RRG the BMDP by reducing all the probabilistic paths. Every
path starting with a non deterministic state followed by a “composite action” σ
and by a (maximal) sequence of probabilistic states ending with a non deterministic state, is substituted in the BMDP by a path directly connecting the two
non deterministic states and labeled with action σ and a probability obtained
from the probabilistic path.
State space S of the BMDP is given by all nd ∈ RS nd such that G(nd, σ, pr) = 1
for some path σ and pr ∈ RS pr and A = {σ|∃pr ∈ RS pr : G(nd, σ, pr) = 1}.
The transition function F of the BMDP can be computed by combining non
deterministic and probabilistic transitions.
Definition 6 (Transition probability matrix Rl ). The transition probability matrix Rl is defined by three matrices R↓ , R and R↑ . Each matrix R∗ ∈

{R↓ , R, R↑ } can be computed from
R∗ =

∞ 
X

(pr,pr)
R∗

n

!
·

(pr,nd)
R∗

.

(5)

n=0
(pr,pr)

R∗
is the matrix encoding the probability of going from state pr to state pr0
(pr,nd)
without hitting any intermediate non deterministic state, and R∗
encodes
the matrix of the transition probabilities of moving from a probabilistic state pr
to a non deterministic state nd.
Moreover R∗ (i, j) is computed as follows:
P
P
P
w
(wt + ut )
(wt − lt )
t
t
t
i→j t
i→j
i→j
P
P
, R(i, j) = P
, R↑ (i, j) =
(6)
R↓ (i, j) =
t0 wt0
t0 wt0
t0 wt0
i→

i→

i→

t

where hwt , lt , ut i = W g (t), i → stands for “all transitions t enabled in state i”.
(pr,pr)

Two possibilities must be considered when computing R∗
. The first corresponds to the situation in which there are no loops involving only probabilistic
states. This means that for any probabilistic state pri ∈ RSpr there is a value
n0,i such that any sequence of transition firings of length n ≥ n0,i starting from
such state must reach a non deterministic state ndj ∈ RSnd . In this case:
∃n0 :

∞ 
X

(pr,pr)

R∗

k=0

k

=

n0 
X

(pr,pr)

R∗

k

k=0

The second corresponds to the situation in which there are possibilities of loops
involving only probabilistic states, so that there is a possibility to be ”trapped”
within a set of probabilistic states. In this case if there is at least one path that
allows to exit from the loop arriving in a non deterministic state, then:
∞ 
X

(pr,pr)

R∗

n

h
i−1
(pr,pr)
= I − R∗

n=0

To ensure the convergence of the infinite summation on the left, the dominant
(pr,pr)
eigenvalue of matrix R∗
must be < 1. This is surely true for R if from each
probabilistic state pri there is a reachable probabilistic state prj such that in prj
there is a transition with non-zero probability that leads to a non deterministic
state ndk . The condition is necessary and sufficient. The same condition applied
to R↓ is sufficient but not necessary and if it is applied to R↑ it is necessary but
not sufficient. In conclusion R∗ can be rewritten in this way:
 P

k 
(pr,nd)
(pr,pr)
n0

R
· R∗
if there are no loops

∗
k=0
R∗ =
h
i 

 I − R(pr,pr) −1 · R(pr,nd)
if there are loops
∗
∗
Function F of the BMDP is then given by F∗ (i, a, j) =
where a ∈ A.

P

k∈RS pr

G(i, a, k)R∗ (k, j)

4

Case Study

The use case presented in this paper1 describes the operator of a Control Room
receiving incoming calls for different types of emergency services with different
priorities (i.e. high and low emergency) and two services (gas and electricity).
Clients call by phone the control room operators to notify a malfunction of
the utility. The called operator has to classify the request as either HG (gas high
priority), LG (gas low priority), HE (electricity high priority), LE (electricity low
priority) or inappropriate (redirected to another service center). Phone call ends
with the classification. Request of HG, LG, HE and LE requires the intervention
of a company technician at the client’s homes, plumbers for gas and electricians
for electricity. Deciding whether to allocate a technician to a low or high priority
call is an optimization problem, as there are costs and penalties associated with
the treatment of an emergency. When a technician is sent to the caller’s home,
he determines if the emergency call was properly classified. If it was not, a new
request with (hopefully) the correct classification is inserted in the system.
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Fig. 2: The three components of the P N pr and P N nd subnets of the MDPNU.
The MDPNU of the system models the allocation part as a set of non deterministic choices (the PNnd subnet) and the operator classification and the
technician intervention with possible re-classification of the emergency as probabilistic choices with uncertainty (the PNpr subnet).
1

Taken from a control room model of the Artemis project HoliDes.

The PNpr subnet is actually made of two components: N C1 and N C2 , (NC
stands for “non controllable”). The first models the environment outside the
Control room, while the latter models the Control room itself. The two component nets are shown in the upper part of Fig. 2. The reference value w of each
triplet W (t) is depicted as w = . . ., while each range of uncertainty is written in
brackets as [−l, +u]. The PNnd subnet has a single component GC, that decides
for the technician allocations (where GC stays for “globally controllable”). Transitions are labeled as either hRuni or hStopi. Starting from the N C2 component
of Figure 2, an Incoming Call is taken by an Idle Operator, and the client’s call
is classified into the four places for HG, LG, HE, LE or as inappropriate and
the Call is Ended. Note that answers is a transition of priority 2 (denoted π2 ),
while all the others have priority 1 (the default value), as incoming calls should
be answered as soon as possible. The Stop transition has no relation with the
rest of the net, it may fire at any time, thus allowing to pass the control to
the decision component GC, if also the probabilistic component N C1 has fired
its stop transition. When the control goes to GC, the operator is sent back to
the Idle state and a decision is taken to send an Idle Plumber to serve a HG
or LG request, and/or an Idle Electrician to serve a HE or LE request. Since
technicians are a finite resource, some low-priority requests could be delayed in
order to carry out high-priority requests. Again we have a stop transition that is
not connected to any place and that can therefore stop the technician allocation
at any time, and give back the control to N C1 and N C2 .
Of the 12 transitions on the left and right sides of Component N C1 , 4 transitions model the technician considering the call as properly classified and resolving the problem (sending a token back to the Clients place),while the remaining
transitions deal with misclassification. The Stop transition is independent from
the other transitions, and can fire at any time.
The global net N g is not shown, but it is obtained by inserting one Run place
per component, one Stop place per component, a transition Pr →Nd enabled
when the Stop places of N C1 and N C2 are marked and that puts a token in
the Run place of the non deterministic component GC, a transition Nd →Pr
enabled when the Stop place of GC is marked and that puts a token in the Run
places of the two probabilistic componentsN C1 and N C2 . This schema ensures
the alternation between the N pr and the N nd of the MDPNU.
For this example we have used only state rewards, so only rs(m) is defined:
as a function of the marking m, as follows:


rs(m) = −5 · #IncomingCalls − 10 · #LG + #LE − 100 · #HG + #LE
being #P the number of tokens of place P in the marking m of the MDPNU.
For the experiments we have considered three variations of the model parameters, as reported in Table 1, that results in BMDPs with an increasing number
of states and actions. All experiments are performed on a standard PC with
3.3 GHz processor and 8 GB main memory. The documented times describe the
whole computation including the computation of the optimal policies and the
stationary distribution, as well as the input and output operations to read the
matrices and write the gain vectors.

Params
State space
Model
RG BMDP Actions Time
Clients Ops Electr. Plumb.
instance
States States
(sec)
I1
2
2
1
1
220
160
27
2.9
I2
4
2
1
1 2326 1679
35 69.3
I3
6
3
1
1 15420 11868
52 1722.6

Table 1: Model parameters and sizes of the MDPNU RG and its BMDP process.
Min
Avg
Max
Pareto
Model Iter Stationary Time Iter Stationary Iter Time Stationary Time Optim. Time
instance
gain
(sec)
gain
(sec)
gain
(sec) policies (sec)
I1
7 -1.632e+04 <0.1
4 -1.546e+04 <0.1
9 -1.438e+04 <0.1
1 <0.1
I2
7 -3.632e+04 1.6
6 -3.546e+04 1.2
7 -3.438e+04 1.5
1 5.7
I3
6 -5.632e+04 64.9
5 -5.547e+04 50.8
7 -5.438e+04 59.8
1 421.2

Table 2: Experimental results computed for the First Scenario.
Min
Avg
Max
Model Iter Stationary Time Iter Stationary Iter Time Stationary Time
instance
gain
(sec)
gain
(sec)
gain
(sec)
I1
6 -1.669e+04 <0.1
4 -1.547e+04 <0.1
7 -1.210e+04 <0.1
I2
10 -3.669e+04 1.2
5 -3.547e+04 0.4
10 -1.599e+04 1.4
I3
10 -5.669e+04 83.9
5 -5.547e+04 54.7
10 -1.270e+04 96.2

Pareto
Optim. Time
policies (sec)
3597 4587
out-of-memory
out-of-memory

Table 3: Experimental results computed for the Second Scenario.
First Scenario: in this case, the MDPNU is the one shown in Figure 2, where
the uncertainty is on the operator’s interpretations of the customer’s problem
description. The Min, Avg and Max columns report the number of policy iterations to achieve convergence, the stationary gain (computed with discount
γ = 0.999) and the solution time for the computation of the formula in Eq. (2),
(1), and (3). The last two columns report the number of Pareto optimal policies,
and the time needed to compute them. The main result that emerges from this
scenario is that there is just one optimal policy, which is the same for the min,
avg and max cases. This means that the optimal strategy remains stable despite
the uncertain classification, providing a robust optimal strategy for the entire
class of MDPs underlying this BMDP.
Second Scenario: in this case we add an uncertainty of [−0.7, +2.5] to the clientCalling transition, simulating the fact that usually, when a problem happens on
the utility infrastructure, a lot of customers call the control room simultaneously
to signal the problem, while on other days there are few or no customers calling at all. Taking into account an uncertainty on the probability of the clients
calling the Control Room results in an BMDP with different parameters, whose
solution is reported in Table 3. The main difference with regard to the First Scenario is that now we have many Pareto optimal policies. For the smaller model
instance I1, there are 3597 Pareto optimal policies (out of 21950 policies checked
in the algorithm). The computation of the Pareto set is very time consuming
and requires almost 1.5 hours whereas policies that maximize only one goal (min,
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Fig. 3: Distribution of the optimal Pareto policies in the second scenario.
avg or max) can be computed for the small configuration in a negligible time.
Fig. 3 shows the stationary gain of these policies in the min/avg/max case for
all these policies in three dimensions, as seen from the min/avg plane, avg/max
plane, min/max plane and in perspective. Each red mark represents an optimal
policy, and its coordinate in the min/max/avg axes are the stationary gains in
the min/max/avg cases. Interestingly, there is a single policy that minimizes
the costs for both the minimum and average case (in the upper-left corner of
Fig. 3(a)), which intuitively represents the most conservative choice (performing
not that bad in the worst case, and still good in the average case), which is the
goal of the Pareto optimization. However, it can also be seen from the results
that according to best case, the conservative strategy does not behave well, other
more optimistic policies yield much higher rewards in this case.

5

Conclusions

This paper introduces the high-level formalism of MDPNU that translates directly into a BMDP process. This high level formalism allows one to model
complex Markov decision processes with uncertainty on the probabilistic distributions and on the reward function, and can be applied to verify the robustness
of optimal strategies on the continuous family of MDPs underlying the BMDP.
The MDPNU formalism has been used to model the problem of personnel allocation in a utility company, under different scenarios of uncertainty of
the process parameters, that model real system variations. Experimental results
show that in some scenarios it is possible to identify a robust strategy (and

prove the robustness) that yields optimal results under all possibly resolutions
of uncertainty in the parameters, while in other scenarios a single strategy that
exhibits a good behavior in all situations does not exist. In such cases, Pareto
multi objective optimization often allows one to find strategies with good performance for all possible realizations of uncertainty, i.e. which are less sensitive
to the parameter variations of the BMDP.
Results in the paper indicate that the computation of optimal strategies according to a single MDP or even with respect to one of the extreme MDPs defined
by a BMDP can be done efficiently for BMDPs with several thousands of states.
In the same way the performance of a given strategy can be easily analyzed.
Pareto optimal policies computation requires more effort, because the number
can be huge and many policies have to be checked and analyzed for Pareto optimality. Thus, there is a need for more efficient algorithms that compute good
compromise solutions without analyzing the whole set of Pareto optimal policies.
This is, however, a subject for future research.
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