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Abstract
La maggior parte dei sistemi reali può essere considerato un Discrete Event
Dynamic System (DEDS), cioè un sistema nel quale il cambiamento di stato
avviene (in tempo finito) in risposta al verificarsi di un particolare evento.
Esempi di tali sistemi sono i sistemi di comunicazione, di calcolo ecc. Tipicamente i sistemi DEDS, che nel resto della tesi saranno semplicemente
chiamati sistemi, sono caratterizzati da parecchi componenti possibilmente
organizzati in una struttura gerarchica ed interagenti tra loro in modo sincrono o asincrono.
Lo studio di questi sistemi risulta molto importante sia in fase di progettazione sia quando il sistema è operativo. Per esempio può essere utile per
guidare la progettazione, per validare, e per migliorarne le prestazioni di un
sistema. Purtroppo, però con il crescere della complessità del sistema la sua
analisi può risultare molto complicata e richiedere molte risorse e tempo.
La tecnica che è largamente usato per studiare le proprietà di questi
sistemi consiste nel costruire un modello in un certo formalismo, rappresentante solo le caratteristiche più rilevanti del sistema, ed applicare su questo
modello efficienti tecniche d’analisi per calcolare le interessate proprietà
(qualitative e/o quantitative) del sistema.
A secondo delle specifiche caratteristiche del sistema (alto livello di parallelizzazione tra i componenti, conoscenza parziale, ecc) e delle specifiche
proprietà e misure da calcolare (tempo di risposta del sistema, deadlock,
ecc) il modellista deve scegliere il più appropriato formalismo: Petri Net
(PN), Process Algebra (PA), Markov Decision Process (MDP), Queueing
Network (QN), Fault Tree (FT). In questo modo la scelta deve tener conto
del potere espressivo del modello, della flessibilità del suo linguaggio per esprimere le proprietà e le misure di interesse e dell’efficienza dei suoi algoritmi
d’analisi.
In questa tesi di dottorato noi ci focalizzeremo sulle PN e le sue estensioni, sui MDP e sui FT e le sue estensioni. Il formalismo delle PN permette
di modellare un sistema usando solo delle semplici primitive: i posti (usati per rappresentare lo stato o la marcatura del sistema) e le transizioni
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(usate per rappresentare gli eventi che causano il cambiamento di stato
del sistema). Gli archi connettenti i posti ad una transizione (resp. una
transizione ai posti) esprimono le precondizioni necessarie per abilitare un
evento (resp. i cambiamenti causati dall’occorrenza di un evento abilitato
in un certo stato del sistema).
PN sono state estese in differenti modi:
• con l’aggiunta del tempo per rappresentare non solo gli aspetti qualitativi del sistema ma anche quelli quantitativi;
• con l’aggiunta di informazioni associate alle transizioni, ai posti e agli
archi ottenendo cosı̀ una più compatta rappresentazione per i sistemi
complessi.
Il primo tipo di estensione ha portato al formalismo delle GSPN nel quale le
transizioni scattano con un ritardo distribuito secondo una funzione esponenziale negativa e una più alta priorità è associata alle transizioni immediate, che scattano con un ritardo nullo quando sono abilitate.
Il secondo tipo di estensione ha portato a differenti formalismi appartenenti alle High Level Petri Nets family (HLPN): un esempio di HLPN è il
formalismo delle Well-Formed Net (WN), mentre la sua versione stocastica
(Stochastic Well-Formed Net) combina insieme questi due tipi di estensioni. WN and SWN sono state introdotte per ottenere un’efficiente tecnica
d’analisi basata sullo spazio degli stati. Infatti il formalismo delle (S)WN
permette di costruire automaticamente un grafo quoziente, chiamato Symbolic Reachability Graph (SRG), rappresentante lo spazio degli stati ed ogni
possibile transizione tra gli stati. Questo è ottenuto esplorando le simmetrie
del sistema, cosı̀ che non solo un’analisi qualitativa ma anche una quantitativa può essere eseguita generando una “lumped” CTMC isomorfa allo
SRG.
Le (S)WN con i loro algoritmi di analisi sono il punto di partenza di
questa tesi, che include tre parti: nella prima parte noi ci siamo focalizzati sul Extended SRG (ESRG) che è stato introdotto per gestire sistemi
con simmetrie parziali, ed abbiamo proposto un nuovo algoritmo di raffinamento basato sull’algoritmo di raffinamento di partizioni di Paige e Tarjan
ed esplorante le informazioni contenute nel ESRG per costruire una CTMC
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di dimensione più vicine possibili a quelle dell’ESRG. In particolare questo
algoritmo è in grado di raffinare l’ESRG sia rispetto alla condizione di exact
lumpability che a quella di strong lumpability. Inoltre, abbiamo descritto
come derivare una Lumped CTMC dal ESRG raffinato ed abbiamo presentato una tecnica che analizzando la struttura del ESRG dà un indicazione di
quale condizione di raffinamento (exact o strong) può minimizzare il numero
di SM istanziate.
Nella seconda parte abbiamo proposto due nuovi formalismi, chiamati
Markov Decision Petri Net (MDPN) e Markov Decision Well-formed Net
(MDWN), corrispondenti ad un formalismo di alto livello per le MDP (come
the SWN è un formalismo ad alto livello per le CTMC). Questi due formalismi sono derivati estendendo rispettivamente PN e WN e la loro semantica.
Abbiamo anche descritto come ottenere da un modello MDPN/MDWN
il corrispondente modello MDP. Inoltre un’efficiente tecnica di soluzione
basata sul SRG è presentata per il formalismo delle MDWN. Tutto questo
da la possibilità di ottenere una compatta descrizione ed un’analisi efficiente
per sistemi reali complessi, modellati tramite questi due formalismi.
Nell’ultima parte è presentata una nuova estensione del formalismo dei
FT, chiamata Non deterministic Repairable FT (NdRFT). In questo formalismo a differenza dei Repairable FT (RFT) il comportamento del sistema è
rappresentato attraverso un MDP (passando attraverso un modello MDPN)
Quindi questo formalismo permette oltre alla possibilità di calcolare tutte
le misure che potevano essere già calcolate con il formalismo degli RFT,
anche di ottenere automaticamente la politica di riparazione ottimale tra
tutte le possibili politiche di riparazione. Si osservi che nel precedente approccio basato su RFT era possibile valutare e confrontare solo l’efficienza
di politiche di riparazione definite esplicitamente dal modellista, cosı̀ che la
politica ottimale di riparazione non può essere calcolata automaticamente.
Infine i due framework implementati per validare e sperimentare i risultati teorici mostrati in questa tesi sono stati descritti.

Abstract
De nombreux systémes temps-rèel se formalisent commme des systémes à
èvènements discrets (SED) c’est à dire des systémes comportant un nombre
fini ou dènombrable de changements d’ètats dus à l’occurrence instantanèe
d’èvènements. De tels systémes se rencontrent par exemple dans le domaine
des ateliers flexibles, des ordinateurs et des rèseaux. Typiquement, les SED
appelès ¡¡systémes¿¿ dans ce document sont caractèrisès par un grand nombre de composants èventuellement organisès de maniére hièrarchique et interagissant de maniére synchrone ou asynchrone.
Avec l’accroissement de la complexitè de ces systémes, leur analyse devient de plus en plus problèmatique. Cependant cette analyse reste cruciale
pour diffèrentes raisons : conduire la conception et les choix opèrationnels
durant la phase initiale du projet, valider les choix de conception vis à
vis des exigences du projet, amèliorer les performances du systéme durant
toutes les phases du projet y compris celle de son exploitation.
L’une des techniques d’analyse consiste à construire un modéle basè sur
un formalisme appropriè nècessitant un processus d’abstraction, puis à appliquer des mèthodes efficaces d’analyse implèmentèes dans des outils pour
vèrifier les propriètès attendues et/ou calculer les indices de performance
pertinents.
Selon les caractèristiques spècifiques du systéme (e.g. la nature des informations disponibles, le niveau de parallèlisation, etc.) et les propriètès
et les mesures pertinentes (l’absence de blocage, le temps de rèponse, le
dèbit des traitements, etc) le formalisme le plus adèquat peut tre choisi
parmi des formalismes tels que les rèseaux de Petri (RdP), les algébres de
processus (AP), les processus de dècision markoviens (PDM), les rèseaux
de file d’attente, les arbres de faute (AF). Ce choix doit prendre en compte
le pouvoir d’expression, la flexibilitè du langage de description des formules
et des indices de performance ainsi que l’existence d’algorithmes efficaces.
Dans cette thése, nous nous concentrons sur les rèseaux de Petri et leurs
extensions, sur les PDM, les AF et leurs extensions. Le formalisme des
RdP permet de modèliser un systéme à l’aide de deux composants : les

CONTENTS

2

places (i.e. les ètats du systéme) et les transitions (i.e. les èvènements
qui provoquent les changements d’ètat). Les arcs connectant les places aux
transitions (resp. les transitions aux places) expriment les prèconditions
nècessaires à l’occurrence des èvènements (resp. l’effet de l’èvènement sur
l’ètat).
Les rèseaux de Petri ont ètè ètendus de diffèrentes faons : - avec le
temps, en vue de reprèsenter les aspects quantitatifs du systéme ; - avec des
annotations associèes à des transitions, des places et des arcs afin d’obtenir
une reprèsentation plus compacte des systémes plus complexes.
Ainsi le premier type d’extension a conduit à la dèfinition des rèseaux
de Petri stochastiques comportant des tranistions pour lesquels les dèlais de
franchissement sont des variables alèatoires avec des distributions exponentielles et des transitions immèdiates (à dèlai nul).
Le second type d’extension a conduit à diffèrents formalismes appartenant à la famille des rèseaux de Petri de haut niveau comme par exemple
les rèseaux de Petri bien formès (WN). Leur version stochastique (SWN)
combine les deux types d’extension. Les WN et les SWN ont ètè introduits en vue d’obtenir une analyse efficace basèe sur l’exploration d’espace
d’ètats.
De fait, le formalisme des SWN permet de construire automatiquement
un graphe quotient (i.e. un graphe rèduit) reprèsentant de maniére symbolique les ètats et les transitions, appelè graphe symbolique. Cette construction s’obtient en exploitant les symètries du systéme de telle faon qu’à
la fois l’analyse qualitative et quantitative s’effectue sur le graphe rèduit
en construisant une chane de Markov agrègèe de mme taille que le graphe
symbolique.
Les SWN et leurs mèthodes d’analyse sont le point de dèpart de cette
thése qui comporte trois parties.
Tout d’abord, nous nous concentrons sur la construction d’un graphe
symbolique ètendu introduite pour tirer profit des symètries partielles et
nous proposons un nouvel algorithme de raffinement basè sur l’algorithme
de Paige et Tarjan afin de construire une chane de Markov aussi proche
possible que le graphe symbolique. Plus prècisèment, cet algorithme fonctionne à la fois pour les agrègations exacte et forte. De plus, nous prècisons
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quelles structures de SWN favorisent d’une part plutt l’agrègation exacte ou
forte et d’autre part lesquelles provoquent le probléme du pic de mèmoire
intermèdiaire.
Puis nous proposons deux nouveaux formalismes, appelès rèseaux de
Petri de dècision markoviens et rèseaux bien formès de dècision markoviens.
Ces formalismes sont des formalismes de haut niveau pour les PDM (comme
les rèseaux de Petri stochastiques sont des formalismes de haut niveau pour
les chanes de Markov). Ces deux formalismes sont obtenus en ètendant
respectivement les RdP et les WN. De plus, nous prèsentons la traduction de
ces deux modéles en modéle de dècision markovien. Nous dèveloppons aussi
une technique d’analyse efficace basèe sur le graphe symbolique pour les
rèseaux bien formès de dècision markoviens. Ainsi nos formalismes donnent
la possibilitè d’une description compacte et d’une analyse efficace.
Enfin, nous introduisons une nouvelle extension du formalisme des AF
appelè arbre de fautes rèparable non dèterministe. Ce formalisme est une extension des arbres de faute avec rèparation où le comportement du systéme
est reprèsentè par un rèseau de Petri de dècision markovien. Ainsi tout
en calculant les mesures qui s’obtenaient dans le formalisme prècèdent,
nous dèterminons automatiquement la politique de rèparation optimale.
Par comparaison, les mèthodes prècèdentes ne permettaient de sèlectionner
qu’une mèthode parmi des mèthodes prèdèfinies par le modèlisateur.
L’ensemble de ces travaux a ètè implèmentè dans deux environnements
logiciels qui sont dècrits dans cette thése.

Chapter 1
Introduction
Many real systems can be considered as Discrete Event Dynamic Systems
(DEDS), namely systems in which the state changes a finite or countable
number of time in response to the occurrence of particular events. Example
of these systems can be flexible manufacturing systems, computing systems,
communication systems.
Typically the DEDS systems, that in the rest of this thesis are simply
called systems, are characterized by a large number of components possibly
organized in a hierarchical structure and interacting in a synchronous or
asynchronous way. As the complexity of these systems grows analyzing
their behavior can be a formidable task.
Nevertheless studying the behavior of such systems is important for several reasons: to drive the design and the operational choices during the
early design phase, to validate the design choices against the system requirements, to improve the system performance, both at design stage and
later on when the system is already operational (e.g. it satisfies new types
of workload).
A technique that is applied for studying the properties of these systems
consists of constructing a model using some formalism, representing only
the most relevant features of the system, and applying efficient analysis
techniques and tools to compute the interested qualitative and quantitative
system properties.
Depending on the specific characteristics of the system (e.g the availability of partial information, a high level of parallelization among the systems
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components . . . ) and the specific system properties and measures of interest (e.g deadlock freeness of the system, the response time or the system
throughput, etc) the most appropriate modeling formalism must be selected
choosing among e.g. Petri Net (PN) [100, 103], Process Algebra (PA) [74],
Markov Decision Process (MDP) [105], Queueing Network (QN)[29, 6] Fault
Tree (FT) [115]. Such a choice takes into consideration their modeling power
and convenience, the availability of flexible language to express the properties and the measures of interest, as well as powerful and efficient analysis
algorithms.
Each of these modeling formalisms has been proposed for the description and analysis of a specific class of systems and problems. For example,
PN has been proposed for systems where the concurrency and competition for shared resources play a special role, the PA for systems composed
by a (large) collection of interacting entities (processes) through communications, such that complex systems are obtained by composition of basic
processes. Both PN and PA can be extended with timing information for
quantitative analysis (e.g. Stochastic PN (SPN) [55, 95] and Stochastic
PA (SPA)), this requires the generation of the corresponding stochastic
process, that in the case of SPN and SPA is a Continuous Time Markov
Chain (CTMC), representing the behavior in time of the model. QNs are
traditionally used for quantitative analysis; in particular for studying the
performance degradation of systems due to congestion.
The MDP formalism is instead able to represent and study systems
with probabilistic and non deterministic behaviors. The MPD is an extension of Markov Chains; the difference is the addition of actions, allowing
nondeterministic choices, and rewards expressing some target function to be
minimized/maximized. For every decisional choice in each state a reward
is defined. The solution of a MDP can be expressed as a strategy which
defines a (deterministic or probabilistic) decisional choice for each history,
such that some function of the sequence of obtained rewards is optimized.
Finally the FT is particularly suitable for studying dependability properties, in fact it provides an intuitive representation of the system in terms
of its possible faults, modeling how the combinations of fault events relative
to the components of the system can cause the failure of sub-systems or of
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the whole system.
A common problem to all the above mentioned formalisms is that complete information about the qualitative and quantitative behavior of the
system can be obtained only representing the states space of the corresponding model. Unfortunately this often leads to the well known state
space explosion problem.
In the literature several different techniques have been proposed to attack this problem, for example aggregation techniques based on the exploitation of the system symmetries, decomposition techniques (hierarchical, by
components or both), product-form techniques and the use of structured
representations like Binary Decision Diagrams (BDD).
Moreover efficient analysis techniques are available for the FT, under
the hypothesis of basic component faults independence. In the literature
these techniques are often called “combinatorial” as opposed to the more
expensive state space based one. Their efficiency is due to the possibility
to avoid the whole generation of the model state space, and to decompose
the model into independent modules that can be solved in parallel. When
the fault independence is not a realistic assumption, or when components
repair has to be accounted for extended versions of FT: the analysis of this
extended FT classes require to (at least partially) build the model state
space.
In this thesis we focus our attention on the PN and its extensions, on
the MDP and on the FT and its extensions. The PN formalism allows
us to model any system using only two simple primitives: places (used to
represent the system states/markings) and transitions (used to represent
the events causing the system to move from one state into another). The
arcs connecting places to transitions (resp. transitions to places) express
the preconditions necessary to enable an event (resp. the changes caused
from the event occurrence in any system state when it is enabled).
PNs have been extended in different ways:
• with time in order to represent not only the qualitative, but also the
quantitative aspects of a system behavior;
• with annotations associated with transitions, places and arcs in order
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to obtain a more compact representation of complex systems.
An example of the first type of extension has led to the definition of GSPN [3]
formalism, in which the transition firing delays, are random variables with
a negative exponential distribution, moreover a higher priority is associated with the immediate transitions, which fire after a null delay from their
enabling.
The second type of extensions has led to different formalisms belonging
to the High Level Petri Nets family (HLPN): an example of HLPN formalism
is the Well-Formed Net (WN) formalism, while its stochastic timed version
(Stochastic Well-Formed Net) [34] combines the two kinds of extensions.
WNs and SWNs were introduced in order to obtain an efficient state space
based analysis. In fact the (S)WN formalism allows to automatically build
a quotient graph (i.e. a reduced size graph) representing the state space
and possible transitions between states, called Symbolic Reachability Graph
(SRG) [34]. This is achieved by exploiting the system symmetries in such
a way that not only qualitative analysis but also quantitative analysis can
be performed on the reduced graph, by building a “lumped” CTMC of the
same size of the SRG.
The (S)WNs with their analysis algorithms are the starting point for the
development of this Ph.D. thesis that includes three parts: in the first part
we focus on the Extended SRG (ESRG) approach that has been introduced
to take advantage of partial symmetries, and in particular we propose a new
refinement algorithm based on the Paige and Tarjan’s partition refinement
algorithm and exploiting the information contained in the ESRG to build a
CTMC of size as close as possible to the one of the ESRG.
In the second part we propose two new formalisms, called Markov Decision Petri Net (MDPN) and Markov Decision Well-formed Net (MDWN) [13,
14], corresponding to high level formalisms for the MDP (like the SWN is
an high level formalism for the CTMCs). These two formalisms are derived
by extending respectively the PN and WN. This gives the possibility to obtain a compact system description and an efficient analysis of real complex
systems modeled by these two formalisms.
In addition, for the MDWN formalism we show how the SRG technique
can be reused in order to directly derive a lumped MDP.

CHAPTER 1. INTRODUCTION

8

In the last part we introduce a new extension of the FT formalism called
Non deterministic Repairable FT (NdRFT). In this formalism with respect
to the Repairable FT (RFT) presented in [44] the system behavior is represented through an MDP (passing through a MDPN model). Hence besides
computing all the measures that could be previously obtained 1 from the
RFT we also automatically obtain the optimal repair policies among the
repair policies that can be applied to system. Observe that in the previous
approach based on RFT it was possible only to evaluate and compare the
efficiency of the repair policies defined explicitly by the modeler, so that the
optimal repair policy is not computed automatically.
This thesis is organized as follows: chapters 2, 3, 4 and 5 describe the
Petri Net, Stochastic Petri Net, Markov Decision Process and the Fault
Tree formalisms introducing the notation used in the rest of the thesis. If
the reader is already familiar with these formalisms, he can start directly
with chapter 6; where we review the state of art related to the topics of this
thesis:
• high level stochastic formalisms and efficient analysis techniques;
• high level non deterministic and probabilistic formalisms and efficient
analysis techniques.
In chapter 7 the Extended Symbolic Reachability Graph (ESRG) [31] is
introduced and a new algorithm to refine it with respect to the exact or
strong lumpability condition is designed.
Chapters 8 and 9 present the Markov Decision Petri Nets (MDPN) and
the Markov Decision Well-formed Net (MDWN), two high level formalisms
for generating complex MDP models. In these chapters their semantics,
and how to obtain from a MDPN/MDWN model the corresponding MDP
model is also described. Moreover an efficient solution technique based on
the SRG approach is presented for the MDWN formalism.
The results presented in chapters 7, 8 and 9 have been published in [10,
13, 14, 11].
1

Observe that for the RFT and NdRFT formalisms the combinatorial analysis technique presented for FTs cannot be applied
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In chapter 10, the Repairable Fault Tree (RFT) (extension of the FT
formalism where the components can be repaired) and its evaluation technique are presented; then the NdRFT is introduced. The NdRFT semantics
and how to obtain from it the corresponding MDPN model is also described.
Some examples of applications of the theoretical results developed in the
thesis are described in chapter 11.
The two frameworks implemented to validate and experiment the theoretical results developed in this thesis, one for the ESRG lumpability check,
and the other for the MDPN/MDWN design and analysis, are described in
chapter 12. These tools have been also presented in [78, 12].
Finally in chapter 13, the conclusions and the possible future developments are outlined.

Part I
Background

Chapter 2
Petri Net formalisms
Petri Nets (PNs) and their extensions [100, 103] are a family of formalisms
which are well suited for modeling Discrete Event Dynamic Systems (DEDS):
they have been satisfactorily applied to fields such as communication networks, computer systems, manufacturing systems, etc.
Their mathematical foundations allow to compute several qualitative
properties (e.g. liveness, boundedness, deadlock-freeness) of the modeled
system.
Typically in a PN we can distinguish two different aspects:
net structure describing through a bipartite directed graph the static part
of the system. The two kinds of nodes are called Places and Transitions (i.e. its components and their relations). The places, pictorially represented with circles, correspond to the state variables of
the system while the transitions, pictorially represented with boxes,
correspond to the events that can induce a state change. The arcs
connecting the two kinds of nodes express the relation between states
and the event occurrence.
net behavior describing through the concept of marking the system behavior. A marking is a mapping from places to natural numbers; it
is pictorially depicted by tokens inside the PN places, represents the
system state. The net structure together with the initial marking allows to derive the system behavior: this is obtained by applying the
evolution rules for the marking.
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An evolution rule defines the preconditions for the occurrence of a
transition and the state change produced by such occurrence. Both the
preconditions and the state change are encoded in the arcs connected
to the transition.
The separation of the net structure from it behavior (for a given initial
marking) is very useful because it allows to reason on net based models at
two different levels: structural and behavioral. This distinction is reflected
directly upon the analysis methods: two broad classes of analysis methods
are those based on the state space (net behavior) and those based on the
structure of the net (net structure).
State space based methods usually require the generation of the whole
state space (assuming it is finite, but finite representations of infinite state
spaces have also been proposed); while structural methods are based on the
net structure (e.g methods based on the pre- post- incidence matrix of the
model or methods based on the net structure as a graph).
Structural methods [89, 86, 1] can be used to prove a number of properties that in some cases may be the target of the study (e.g. mutual exclusion
of activities), while other times may be a prerequisite for the subsequent
state space analysis, or may allow to improve the efficiency of state space
analysis algorithms or simulation. For instance structural methods based
on the graph structure allow to discover dependencies among system events.
Examples of properties that are often checked on the state space are:
absence of deadlock states (the system does not reach a deadlock state),
liveness of event (it is always possible from any system state to reach a
state where the event can happen), the initial system state is an home state
(the system can always return in its initial state).
Unfortunately the modeling of complex systems with PN can be difficult
to manage: in order to keep their description concise the family of High
Level Petri Net (HLPN) has been introduced [80, 82]. In fact the HLPNs
offer a compact system description associating structured information to
the tokens flowing through the model structure.
This chapter is organized as follows: section 2.1 introduces the concepts
and the definitions concerning the Place/Transition Petri Nets with priorities and inhibitor arcs (ΠPNs), while sections 2.2 and 2.3 present two
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formalisms belonging to the HLPN family: the Colored Petri Nets (CPNs)
and the Well-formed Nets (WNs).
In particular the section 2.2 can be skipped if the reader is already
familiar with PN and HLPN formalisms.
In the last section 2.3.2 we compare the SRG approach with other aggregation methods presented in literature.

2.1

Place/Transition Petri Nets with priorities and inhibitor arcs

Place/Transition Petri Nets with priorities and inhibitor arcs (ΠPNs), were
proposed in [64, 101] extending the original PN formalism introduced by
C.A. Petri in 1962 [102].
This extension increases the theoretical modeling power of the formalism
(the PNs do not allow modeling “zero tests”, that is transitions that are
enabled only if one or more places are empty) so that it reaches the same
power of the Turing Machine.
It important to observe that the same power of the Turing Machine can
be reached only with the introduction of the inhibitor arcs or of the priorities. However their introduction has been justified by modeling convenience:
• an easier modeling of the system: it is often easier for the modeler to
express some condition in the model using the priorities and inhibitor
arcs even if the model may be represented with only one extension.
• a simpler (more concise) net.
Definition 1 (ΠPN ) A PN with priorities and inhibitor arcs is a seventuple:
NΠP N = hP, T, I, O, H, prio, m0 i
where:
• P is a finite and not empty set of places;
• T is a finite and not empty set of transitions, such that P ∩ T = ∅;
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• ∀p ∈ P, t ∈ T, I(p, t), O(p, t) → N are the pre- and post- incidence
matrices, whose elements represent respectively the multiplicity of the
input and output arcs connecting place p to transition t or vice versa;
• ∀p ∈ P, t ∈ T, H(p, t) is the inhibition incidence matrix, whose elements represent the multiplicity of the inhibitor arcs. We assume that
H(p, t) = +∞ means that no inhibitor arc exists between the place p
and the transition t.
• prio is a function that maps each t ∈ T into N; and it represents the
priority specification of transitions. A higher value of prio(t) denotes
an higher priority;
• m0 : P → N, called the initial marking of the net, is the initial state
of the net;
Therefore a ΠPN is actually a bipartite graph, its graphical representation gives a convenient and intuitive modeling language. In this way the
elements of the sets P and T are the nodes of this graph (represented by
circles and boxes respectively), while I, O and H represent the arc multiplicity. Graphically I, O are represented with oriented arcs, while the H are
depicted as circle-headed directed arcs from a place to a transition. Moreover all these arcs are labeled with the corresponding arc weight (usually
only the arc with weight greater than one are labeled).
A net marking m (including the initial marking m0 ) associates with
every place a natural number, pictorially represented by dots in the places.
In order to define the set of places in input or output or inhibitor to a
transition the following shorthand notation was introduced:
1. • t = {p ∈ P : I(p, t) > 0}; it is the subset of P containing all the
places in input to transition t.
2. t• = {p ∈ P : O(p, t) > 0} it is the subset of P containing all the
places in output to transition t.
3. ◦ t = {p ∈ P : H(t, p) > 0} it is the subset of P representing the
inhibitor set of transition t.
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Figure 2.1: The readers/writers ΠPN net model

Moreover, we introduce also the following shorthand notation to express
the priority relation among transitions:
def

def

1. t >prio t′ = prio(t) > prio(t′ ) and t =prio t′ = prio(t) = prio(t′ )
The lowest priority transitions (prio(t) = 0) are depicted as boxes, while
the others are depicted as a bar labeled with the priority level (πi ) when it
is greater than one.
An example of ΠPN model representing the well known readers/writers
synchronization problem is shown in Fig. 2.1. It models a system with
two processes that concurrently access (for read operation/write operation)
to a shared data base. The system allows simultaneous read operations,
while write operations require an exclusive access in order to maintain the
consistency of the data base.
The specific meaning of every place and transition is summarized in the
tables 2.1 and 2.2
The set of places for this model contains the following places:
P = {p1, p2, p3, p4, p5, p6, p7}
while the set of transitions for this model is equal to:
T = {t1, t2, t3, t4, t5, t6, t7}
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Place
p1
p2
p3
p4
p5
p6
p7

meaning
Local computation
Choose operation (r/w)
Waiting to read
Waiting to write
no active write process
Ongoing reads
Ongoing writes

Table 2.1: Place meaning

Transition
t1
t2
t3
t4
t5
t6
t7

meaning
Issue a request
Read request choice
Write request choice
Start read
Start write
End read
End write

Table 2.2: Transition meaning
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The pre- and post- incidence matrices are respectively:
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O(p, t) = 
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1
0
0




























Instead the inhibition incidence matrix has the following values: H(p6, t5)=1
otherwise +∞.
Finally the initial marking is:
m0 = p1(2) + p5(1)
Let us consider transition t5 then • t5 = {p4, p5}, t5• = {p7} and ◦ t5 = {p6}

2.1.1

The dynamic behavior of a ΠPN

After having introduced the syntactic definition of ΠPN, it is now possible to
introduce its dynamic behavior. It is described by means of its Reachability
Graph (RG) an oriented graph whose nodes are the states (or markings) that
the system can reach from its initial marking m0 by applying a transition
firing rule. Instead the RG arcs represent the transition firing that produce
the change state.
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In order to introduce the RG the following definitions are needed: transition concession, enabled transition, transition firing, firing sequence and
reachability set.
Definition 2 (Concession and enabling in ΠPN) A transition t ∈ T
has concession to fire in a marking m iff:
∀p ∈ • t, m(p) ≥ I(p, t) ∧ ∀p ∈ ◦ t, m(p) < H(p, t)
A transition t with concession in m is enabled iff no other transition
t >pri t has concession.
We shall denote z(m) and ε(m), with ε(m) ⊆ z(m), respectively the
subset of T including all transitions with concession in marking m and the
subset of T including all transitions enabled in marking m.
′

Definition 3 (Transition firing) A transition t enabled in marking m
can fire and its firing causes a state change from m into m′ denoted m[tim′ .
The state evolution happens according to the following rule:
m[tim′ ⇔ m′ = m − I[t] + O[t] ∧ t ∈ ε(m)
This definition can be extended to a transition sequence as follows.
Definition 4 (Transition firing sequence) A transition firing sequence
σ is a list of transition firings t1 , t2 , . . . , tk . A transition firing sequence σ is
enabled in marking m if ∃m1 , . . . , mm−1 s.t. m[t1 im1 [t2 i . . . mm−1 [tk imm
The marking mm reached by firing a sequence σ from the marking m is
given by:
k
k
X
X
m = mm −
I(ti ) +
O(ti )
i=1

i=1

We shall denote |σ|t the number of occurrences of a transition t ∈ T in
sequence σ
Now we can define the set of markings that can be reached from the
initial marking m0 by applying the above firing rule.

Definition 5 (Reachability Set (RS)) Let hP, T, I, O, H, prio, m0 i be a
ΠPN, its Reachability Set (RS) is the smallest set satisfying the following
properties:
• m0 ∈ RS;
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• m ∈ RS ∧m[tim′ ⇒ m′ ∈ RS.
For instance in table 2.3 the RS of the ΠPN model in Fig 2.1 is shown.
The RS contains no information about the transition sequences fired to
reach each marking. In order to have this information we must introduce
the RG. Each node in the RG represents a reachable state, and there is
an arc from m to m′ iff the marking m′ is directly reachable from m.
This arc will be labeled with t iff m[tim′ . Note that one or more arcs can
connect two nodes (it is possible for two transitions to be enabled in the
same marking and to produce the same state change), so that the RG is
actually a multi-graph.
Definition 6 (Reachability Graph (RG)) Let hP, T, I, O, H, prio, m0 i
be a ΠPN, its Reachability Graph (RG) is a graph RG =(RS, A) where:
• RS is the reachability set of the system;
• A ⊆ RS×T×RS is a set of labeled arcs such that (m, m′ , t) ∈ A iff
m ∈RS∧m[tim′ .
For instance in Fig. 2.2 the RS of the ΠP N model in Fig 2.1 is shown.

2.2

Colored Petri Nets with priorities and
inhibitor arcs

In this section we are going to present the Colored Petri Net with priorities
and inhibitor arcs (ΠCPN) as defined in [9]. The ΠCPN are extension of
the Colored Petri Net (CPN) introduced in [80, 81].
The main feature of the ΠCPN is the possibility of having distinguished
tokens, so that the tokens could be represented graphically as dots of different color1 : in practice the “color” attached to them may be any kind of
information. The type of the information associated with tokens can differ
depending on the place where they are located, hence the definition of a
1

this explains the adjective colored
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m0
m1
m2
m3
m4
m5
m6
m7
m8
m9
m10
m11
m12
m13
m14
m15
m16
m17
m18

=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=

Marking
p1(2)+p5(1)
p1(1)+p2(1)+p5(1)
p2(2)+p5(1)
p1(1)+p3(1)+p5(1)
p2(2)+p5(1)
p1(1)+p7(1)
p2(1)+p4(1)+p5(1)
p1(1)+p5(1)+p6(1)
p2(1)+p3(1)+p5(1)
p2(1)+p7(1)
p4(2)+p5(1)
p3(1)+p4(1)+p5(1)
p2(1)+p5(1)+p6(1)
p3(2)+p5(1)
p4(1)+p7(1)
p3(1)+p7(1)
p4(1)+p5(1)+p6(1)
p3(1)+p5(1)+p6(1)
p5(1)+p6(2)

Table 2.3: RS of the model in Fig. 2.1
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Figure 2.2: RG of the model in Fig. 2.1
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CPN must include the specification of a color domain for each place (denoted cd(p), p ∈ P ) that is the type of data attached to the tokens in that
place.
The advantage of this new feature can be better understood considering
the following example. If we need, modeling a communication system, to
represent a finite buffer that may contain messages with possibly different
destinations then we could represent it by a place (called buffer), whose
color domain is the set of all possible destinations. Hence the number of
tokens colored with a given identifier represents the number of buffered
messages for the corresponding destination site. In the ΠPN formalism the
representation of the same buffer, should comprise as many places as the
number of possible destinations, and the number of messages for a given
destination would be represented by the number of black tokens into the
corresponding place.
The state, or marking, in ΠCPNs is represented by the multiset of colored tokens associated with each place. As in ΠPN systems the state change
is performed by transition firing. Since the tokens in CPNs are distinguished, some additional information is needed to define the colored tokens
that are withdrawn from the input places and put into the output places
of a given transition when it fires. Hence the transitions can be considered
to be procedures with parameters. The possible values of these parameters
define the so called transition color domain. The set of parameter is defined through the arc function connecting the transition to the input/output
places. We will use the convention that the parameters of a transition are
grouped by type and listed in lexicographic ordering
In order to enable and fire a transition, it is necessary to instance the
actual values for its parameters. A transition whose parameters have been
instanced to actual values is called transition instance.
If the number of possible colors is finite then the ΠCPNs have the same
theoretical modeling power as the ΠPN net systems and it is always possible
to derive an equivalent ΠPN applying an unfolding algorithm2 .
2

It is important to observe that while the unfolding of a ΠCPN is unique, the inverse
operation of folding a ΠPN to obtain a more compact, colored representation of the same
model, may lead to several alternative CPN models, depending on the point of view of
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However modeling complex systems with the ΠCPN is more convenient
than modeling them with the ΠPN formalism; not only for their compactness and readability but also for their significantly higher degree of parameterization that can be exploited at the analysis level [35, 65, 77].
Before giving a formal definition of the ΠCPN formalism, some preliminary definitions are needed:
Definition 7 (Multiset) A multiset a over a nonempty set A is a mapping
a ∈ {A → N}, we use the notation Bag(A) to denote a multiset over A.
Intuitively, a multiset is a set that can contain several occurrences of the
P
same element. It can be represented by a formal sum: a = x∈A (a(x))x
The coefficient a(x) is called multiplicity of x in a.
Observe that the elements with multiplicity zero are omitted in the formal
sum representation
A multiset a2 is contained into the multiset a1 , denoted a2 ≤ a1 iff
∀x ∈ A, a2 (x) ≤ a1 (x)
Definition 8 (Operations on Multisets) The summation, subtraction,
and scalar multiplication of multisets are defined as follows:
P

• a1 + a2 =

x∈A (a1 (x)

• a1 − a2 =
• n·a =

P

P

x∈A (a1 (x)

x∈A (n

+ a2 (x))x
− a2 (x))x under the assumption a2 ≤ a1

· a(x))x

Given a family of sets {Ai , i = 1, . . . , n} we denote Al × . . . × Am a new
set obtained by Cartesian product of same sets in the family; an element
in this new set is denoted (el , . . . , em ) where ei ∈ Ai . By generalization,
if ai is a multiset over Ai , we denote (al , . . . , am ) the multiset over Ai ×
. . . × Am obtained by Cartesian product of the component multisets ai . The
multiplicity of the elements in the resulting multiset is defined as follows:
∀(el , . . . , em ) ∈ Al ×. . .×An , (al , . . . , am )(hel , . . . , em i) = al (el )·a2 (e2 ) . . . am (em )
the folding and the desired degree of compacting.
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Definition 9 (ΠCPN with priorities and inhibitor arcs ) A colored Petri
net is a ten-tuple:
¨ I, O, H, prio, cd, φ, m0 i
NΠCP N = hP, T, C,
where:
• P is a not empty set of places;
• T is a not empty set of transitions P ∩ T = ∅;
• C¨ is a finite set of finite color classes,
• ∀p ∈ P, t ∈ T, I(p, t), O(p, t) : cd(t) → Bag(cd(p)) are the pre- and
post- incidence matrices associating a function to each arc;
• ∀p ∈ P, t ∈ T, H(p, t) : cd(t) → Bag(cd(p)) is the matrix defining the
inhibitor arcs and associated functions,
• cd : P ∪ T → C¨ is a function defining the color domain of each place
and transition;
• φ is the vector of guard functions and maps each element of T into a
function assigning to each color cd(t) a value in {f alse, true};
• prio is a vector that associates with each transition t a function defining the priority of each instance.
In Figure 2.3 an example of readers and writers ΠCPN model is shown.
It is important to observe that this model is not equivalent to the previous presented in Fig. 2.1 (i.e. the model in Fig 2.1 cannot be obtained
by unfolding the model in Fig. 2.3), since the processes are partitioned a
priori in writers or reader). Notice that in this model there are still both
“colored” places and “neutral”
For instance the color domain of the place p1 is the set of all processes
({wi , ri , } with 1 ≤ i ≤ 3), instead the color domain of the transition t1 is
{W riter ∪ Reader} while t2 is {Reader} and t3 is {W riter}.
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Figure 2.3: The readers/writers ΠCPN model

2.2.1

The dynamic behavior of a ΠCPN

The evolution of a ΠCPN system is defined through a firing rule, but in this
case the firing concerns a transition instance rather than a transition.
Definition 10 (Transition instance) A transition instance is an assignment of actual values to the parameters of the transition. We use the notation ht, ci for an instance of transition t, where c ∈ cd(t) represents the
assignment of actual values to the transition parameters.
Let us define the concession and the enabling of transition instance and
their firing.
Definition 11 (Concession and enabling of transition instance) A transition instance ht, ci has concession in m iff:
∀p ∈ P, I(p, t)(c) ≤ m(p) ∧ ∀p ∈ ◦ t, H(p, t)(c) > m(p) ∧ φ(t)(c) = true
A transition instance ht, ci is enabled in marking m iff ht, ci has concession
in m and no other instance ht′ , c′ i with higher priority has concession in m.
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Definition 12 (Transition Instance Firing) An enabled transition instance ht, ci may fire, and its firing leads to a new marking m′ :
∀p ∈ P, m′ (p) = m(p) + O(p, t)(c) − I(p, t)(c)
ht,ci

The firing is denoted m[t, cim′ or m → m′ .
The RS and the RG are defined in the same way already introduced for
the previous formalism; the only difference consists in using the enabling
and the firing rules defined for the ΠCPNs.

2.3

Well-formed Nets

Well-formed Nets (WNs) are a subclass of ΠCPNs and their peculiarity is
a very structured syntax for the definition of the place and transition color
domains and of the arc functions and the transition guards. This gives the
possibility to define several efficient analysis methods exploiting the intrinsic
symmetries of the model.
It is important to observe that the WN formalism and the ΠCPN formalism possess the same expressive power.
Before giving its formal definition it is necessary to introduce the following concepts: basic color class, color domain, standard predicate, elementary
function, class function and arc function.
Basic Color Class A basic color class, denoted Ci , is a finite not empty
set of colors identifying objects of the same nature.
It is called ordered basic color class if a successor function (denoted !)
inducing a circular ordering on its elements.
Moreover a basic color class can be partitioned into ni disjoint subsets
Ci,j with j = 1, . . . , ni called static subclasses; colors belonging to different static subclasses represent objects of the same type but with different
behavior. The number of static subclasses ni of Ci will be also denoted |Cbi |.
In the rest of this thesis we will denote C = {C1 , . . . , Ch , . . . , Cn } the
set of pairwise disjoint basic color classes. We use also the convention that
classes with index up to h are not ordered, while classes with higher index
are ordered.
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Color Domain The place color domains are defined by composition through
the Cartesian product operator of basic color classes. The color domain of a
place is similar to a C-language structure declaration, i.e., the information
associated with tokens comprises one or more fields, each field in turn has
a type selected from the set of basic color classes C. The identification of
the fields is positional (there is no name associated with a field).
The transition color domains, are used to define the parameters of transitions and their type. Each parameter has a type selected from the basic
color classes, moreover restrictions can be defined on the possible color instances of a transition by means of a guard expressed by means of standard
predicate (see below) . Hence the definition of a transition color domain
comprises a list of typed parameters.
Each parameter is associated with a variable appearing in some arc
function of the input, output or inhibitor arcs of the transition. We shall
denote vari (t) the subset of transition t parameters of type Ci , and var(t)
the whole set of transition t parameters. In practice this approach of using
the variable-based notation makes the model more readable as we will show
later in this section.
Standard Predicates and Guards A guard is a boolean expression
defined on a transition color domain; in WNs it is expressed by a standard
predicate, that is a boolean expression whose basic terms are basic predicates.
Basic predicates allow to compare color elements from the same color class
Ci or test whether a color element belong to a given static subclass, and
can take the following form:
- [Xij = Xik ](c), it evaluates to true iff the j th component of type Ci in c is
equal to the k th component of the same type;
- [d(Xij ) = Ci,h )](c), it evaluates to true iff the j th component of type Ci in
c belong to Ci,h ;
- [d(Xij ) = d(Xik )](c), it evaluates to true iff the j th and k th components of
type Ci in c belongs to the same static subclass.
Before introducing the arc functions, it is necessary to define the two
following concepts: elementary function and class function.

CHAPTER 2. PETRI NET FORMALISMS

28

Elementary Function an elementary function is a linear mapping from
cd(t) to Bag(Ci ) (for some i ∈ 1, . . . , n) chosen among the following functions:
• the projection function denoted Xil defined as:
Xil (. . . , cj11 , . . . , cj22 , . . . , cjnn , . . .) 7→ cli
• the successor function denoted !Xil defined as:
!Xil (. . . , cj11 , . . . , cj22 , . . . , cjnn . . .) 7→!cli
• the diffusion function (also called synchronization function, depending
whether it annotates an output or an input arc), which is constant,
denoted Si and defined as follows:
Si (. . . , cj11 , . . . , cj22 , . . . , cjnn . . .) 7→ Ci
Notice that in practice the symbols Xil used above to denote the projection function are substituted by names of transition variables (representing the transition parameters) in the models; each variable has
a type Ci . The variable-based notation usually makes the model more
readable.
The diffusion (synchronization) function can be restricted to a static
subclass, denoted Si,j and defined as follows:
Si,l (. . . , cj11 , . . . , cj22 , . . . , cjnn . . .) 7→ Ci,l
Class Function A color function f on class Ci , also called Ci class function, is a linear combination of elementary functions (with same domain
and codomain):
fi =

X
j

c

αj ·

Xij

+

|Ci |
X
q=1

βq · Si,q +

X

γj ·!Xij

j

The coefficients βq ∈ N, αj , γj ∈ Z must satisfy the following constraint:
if fi− and fi+ are respectively the multisets of elements with negative and
positive coefficients in the formula above (so that fi = fi+ − fi− ), then it
must hold fi− ≤ fi+ .
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Arc Function An arc function is a weighted (and possibly guarded) sums
of tuples, the elements composing the tuples are in turn weighted sum of
class functions.
ei
n O
O
X
λk · [predk ]
fij,k
F =
k

i=1 j=1

where
is class function, λk ∈ N, [predk ] is a standard predicate and
N
ei is the number of occurrences of class Ci in cd(p). The symbol
denotes the Cartesian product, in the text we shall also use the representation
hf11 , f12 , . . . fnen i, briefly called function tuple (or simply tuple).
Let us formally define WNs:
k
fi,j

Definition 13 (WN) A Well-formed Net is a ten-tuple:
NW N = hP, T, C, I, O, H, cd, φ, prio, m0 i
where
• P and T are two disjoint finite non empty sets (representing the WN
places and transitions),
• C = {C1 , . . . , Cn } is the finite set of basic color classes, (here we use
the convention that classes with index up to h are not ordered, while
classes with higher index are ordered),
N N
• cd : ni=1 ej i Cij where ei ∈
mathbbN is the number of occurrences of the class Ci , is a function
defining the color domain of each place and transition; for places it is
expressed as Cartesian product of basic color classes, for transitions it
is expressed as a list of variables with their types. Observe that a place
may contain only undistinguished tokens or a transition may have no
parameter, in this case their domain is neutral.
• I, O, H[p, t] : cd(t) → Bag(cd(p)) are the pre-, post- and inhibitor
matrices, whose elements are in the form of arc function defined above;
• φ is the vector of guards and maps each element of T into a standard
predicate (φ(t) may be the constant true, which is also a standard
predicate);
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• prio : cd(t) → N is a vector that associates with each transition t a
function defining the priority of each instance; there is a restriction
on the priority functions: two instances of a given transition may be
assigned different priorities only if there exists a standard predicate
capable of distinguishing the two. In other words the specification of
prio(t) could be given as:
prio(t):case
φ1 : n1
φ2 : n2
...
φk : nk
default : ndef ault

where φi is a standard predicate;
• m0 : P → Bag(cd(p)) is the initial marking, mapping each place p on
a multiset on cd(p)
In Figure 2.4 an example of readers and writers WN model is shown. We
use the Class C1 in order to denote the user processes. It is partitioned in two
static subclasses, namely C1 = {C1,1 , C1,2 } each composed by three components, respectively C1,1 = {r1, r2, r3} the readers, and C1,2 = {w1, w2, w3}
the writers.
The guard on the transition t2 and t3 is used to distinguish between
reader and writer processes.
It is important to observe that this model is not equivalent to the previous presented in Fig. 2.3.
Notice that in this model there are still both “colored” places and “neutral” for instance the color domain of place p1 is C1 while the color domain
of place p5 is neutral meaning, as we have already said, that the place p5
may contain only undistinguished tokens (black dots). The color domain of
the transition t2 is hx : C1 i; var(t) = {x} and in particular x ∈ var1 (t).
The guard [d(x) = C1,1 ] is associated with the transition t2.
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Figure 2.4: The readers/writers WN model

2.3.1

The dynamic behavior of WN

Since the WN formalism is a “dialect” of CPNs, the enabling and firing
rules are similar; so here we are not going to introduce them again; but we
will present how the syntax of WNs can be exploited to derive more efficient
analysis techniques.
The constraints on the syntax of WN allow to automatically exploit
the behavioral symmetries of the model when performing state-space based
analysis: this can be achieved by defining a more compact RG called the
symbolic reachability graph (SRG).
The Extended SRG (ESRG) will be also introduced. In fact the ESRG,
as we will describe later, takes advantage of partial symmetries, a possibility
that is not available with the SRG.

2.3.2

The Symbolic Reachability Graph

The SRG [34] construction lies on the symbolic marking concept, namely a
compact representation for a set of equivalent ordinary markings. A sym-
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bolic marking is a symbolic representation, where the actual identity (color)
of tokens is forgotten and only their distributions among places are stored.
Tokens with the same distribution and belonging to the same static subclass
are grouped into a so-called dynamic subclass. Starting from an initial symbolic marking, the SRG can be constructed automatically using a symbolic
firing rule [34].
Various behavioral properties may be directly checked on the SRG. Furthermore, as we will describe later, this construction leads also to efficient
quantitative analysis, e.g. the performance evaluation of Stochastic WNs
(SWNs) [34].
Now we introduce some WN properties on which the SRG technique is
based.
Definition 14 (Color permutation) Let ξ = {s = hs1 , . . . , sh , sh+1, sn i}
be a subgroup of the permutation on C1 , . . . , Cn such that:
• ∀0 < i ≤ h si is a permutation on Ci such that ∀0 < k ≤ ni , Ci,k =
si (Ci,k )
• ∀h < i ≤ n si is a rotation on Ci such that ∀0 < k ≤ ni , Ci,k = si (Ci,k )
After that we can introduce the definition of marking permutation:
Definition 15 (marking permutation) Let m(p) be the marking of a
place p, and s ∈ ξ. Then m(p)′ = s.m(p) is a marking defined by applying
the s to each object tuple c in m(p).
The firing propriety is preserved with respect to the color permutation:
Property 1 The firing property is preserved by applying a permutation both
on the markings and the transition instance. ∀m ordinary, ∀t ∈ T , ∀c ∈
cd(t) and ∀s ∈ ξ
m[t, cim′ ⇔ s.m[t, s.cis.m′
In this way we introduce also the definition of symbolic marking.
Definition 16 (Symbolic Marking) Let Eq be the equivalence relation
defined by:
mEqm′ ⇔ ∃s ∈ ξ, m′ = s.m
b
An equivalence class of Eq is called symbolic marking (m).
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For instance the ordinary markings
m = P 1(b) + P 2(a + c)
and
m′ = P 1(c) + P 2(a + b)
with C1 = {C1,1 , C1,2 }, C1,1 = {a} and C1,2 = {b, c} are equivalent (beb in fact we can obtain m′ from m
long to the same symbolic marking m);
and vice versa by applying the permutation that exchanges the objects c
b including these two ordinary markings
and b of C1,2 . The equivalent class m
can be described in abstract way as follows:
P1 contains one token with color c1 ∈ C1,2 and P2 contains one token
with color c2 ∈ C1,1 and one token with color c3 ∈ C1,2 .
Instead the ordinary marking
m′′ = P 1(a) + P 2(b + c)
b ′ that can be described in abbelongs to the different symbolic marking m
stract way as follows:
P1 contains one token with color c1 ∈ C1,1 and P2 contains two tokens
with colors c2 and c3 where c2 , c3 ∈ C1,1 and c2 6= c3 .
Now it is necessary an efficient method for representing the equivalence
classes and for building the set of equivalence classes reachable from a initial
equivalence class.
We introduce a symbolic representation for the equivalence of ordinary
marking just described:

and

b = P 1(Z11 ) + P 2(Z12 + Z13 ) |Z11 | = |Z12 | = |Z13 | = 1
m
b ′ = P 1(Z12 ) + P 2(Z11) |Z12 | = 1 |Z11 | = 2
m
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Hence a symbolic marking representation can be divided in two parts:
• the former part representing the distribution of colored tokens into
the places;
• the letter part specifying the so called dynamic subclasses (e.g. Zij )
The dynamic subclasses define a parametric partition of the static color
subclasses (we do not specify exactly which objects of the static color subclasses are represented by the dynamic subclasses). Every dynamic subclass
refers to a static subclass, and it has an associated cardinality.
b the static class C1,2 is partitioned into
For instance in the marking m
two disjoint dynamic subclasses Z11 and Z13 with cardinality 1.
The distribution of colored tokens into the places is given using the
b means
dynamic subclasses with the following meaning: P 2(Z12 + Z13 ) in m
2
that P 2 contains two tokens, one represented by Z1 with color c ∈ C1,1
and the other represented by Z13 with color c′ ∈ C1,2 . In this way we have
obtained a parametric representation of a marking.
It is important to observe that the interpretation of the dynamic subclasses is not the same in different symbolic markings (this explains the
adjective dynamic: their definition changes from one symbolic marking to
the other).
b Z11 represents only one color c ∈ C1,2 while in m
b ′ two
For instance in m,
colors c, c′ ∈ C1,2
The ordinary markings belonging to a symbolic marking can be obtained
by assigning specific colors to the dynamic subclasses.
b gives the
For example the assignment Z11 = b, Z12 = a, Z13 = c in m
ordinary marking m.
A symbolic marking representation can be formalized as follows:
Definition 17 (Symbolic Marking representation) A representation R
b is a 4-tuple:
of a symbolic marking m
R = (m, card, d, mark)

where
• m : {1, . . . , n} → N+ is a mapping from the set of color classes
C{C1 , . . . , Cn } to the number of dynamic subclasses of each basic color
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b We shall use the shorthand notation mi to denote
class Ci in m.
ei represents the set of all dynamic subclasses of Ci in m
b
m(Ci ). C
j
th
while Zi represents the j dynamic subclass in Ci .

ei ) → N is the cardinality of the dynamic subclasses,
• card : (∪i∈{1,...,n} C
Pmi
such that j=1 card(Zij ) = |Ci|;

ei ) → ∪i∈{1,...,n}C
bi is a function that associates every
• d : (∪i∈{1,...,n} C
dynamic subclass with its static subclass; such that
∀Zij , d(Zij ) = k ∈ [1, . . . , n]
and
∀0 < i ≤ n, ∀0 < j < q ≤ mi , d(Zij ) ≤ d(Ziq )

e
• mark is a family of place symbolic marking where mark(p) → Bag(cd(p))
e
with cd(p)
is the dynamic color domain of place p obtained by cd(p)
ei
replacing Ci with C

The previous definition gives the possibility to have different representations
for a given symbolic marking; for example an alternative representation for
b ′ could be
m
b ′ = P 1(Z12) + P 2(Z11 + Z31 ) |Z11 | = |Z12 | = |Z13 | = 1
m

Among several possible representations we choose the one that minimizes
the number of the dynamic subclasses: minimization is achieved by merging the dynamic subclasses of a given static subclass that appear in the
same places with same multiplicity; of course the cardinality of the new dynamic subclass must be equal to the sum of the cardinality of the grouped
subclasses.
A minimized symbolic representation can still not be unique due to arbitrary assignment of names to dynamic subclasses (see [34] for more details).
A canonical representation can be defined by lexicographic ordering of a
matrix representation of marking.
In order to build the SRG directly starting from a symbolic initial marking, without building the RG and then grouping markings into equivalence
classes, a symbolic firing rule was defined on the symbolic marking.
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Figure 2.5: Grouping of ordinary transition instance firings in a symbolic
transition instance firing

This requires to introduce the concept of a symbolic instance ht, b
ci. A
symbolic transition instance represents a set of ordinary transition instances
ht,b
ci
b → stands for
as depicted in Fig. 2.5 such that the symbolic instance firing m
all the ordinary firing instances that can be obtained by valid assignments
of colors to the dynamic subclasses appearing in b
c
ht,b
ci
b → | corresponds to the number of ordinary firings
Its cardinality |m
b that are represented
departing from each single ordinary marking m ∈ m
by the symbolic firing instance (e.g. the cardinality of the symbolic firing
instance in Fig. 2.5 is two).
In a symbolic firing instance the dynamic subclasses are assigned to the
transition parameters instead of objects meaning that any object in the
subclass may be assigned to the parameters.
When several type Ci parameters of t are assigned the same dynamic
subclass Zij : we also need to specify whether the parameters are instanced to
the same object or to different objects of Zij (notice that we can instance at
most as many different objects as the cardinality of the dynamic subclass).
So if we denote varix (t): the xth parameter of type Ci in cd(t), then
the parameter instance can be specified by a pair hλi (x), µi (x)i = hj, ki)
meaning that the xth parameter is associated to the k th (arbitrarily chosen)
element of Zij .
Now we give the formal definition of symbolic instance.
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b deDefinition 18 (symbolic instance) A symbolic instance of t in m,
noted ht, b
ci, is a function associating to each x ∈ vari (t) a pair hλi(x), µi (x)i
such that:
• λi (x) ≤ R.mi represents the index of a dynamic subclass in Ci ;
λ (x)

• µi (x) ≤ R.card(R.Zi i ) represents the position of an element in the
λ (x)
a dynamic subclass Zi i
• if Ci is not ordered then ∀0 < k < µi(x), ∃x′ < x such that λi (x′ ) =
λi (x) ∧ µi (x′ ) = k.
The WN symbolic firing rule, formally defined in [34] is composed of
four sequential steps:
• splitting;
• actual firing;
• grouping;
• ordering.
It obtains that the dynamic subclasses instantiating the variables have
cardinality one. The second step is the actual transformation of the symbolic
b removing the input tokens and adding the output tokens. The
marking m
third and four steps are the computation of the canonical form of the reached
b ′ by first obtaining a minimal representation, and then
symbolic marking m
performing a lexicographic ordering on dynamic subclasses.
Observe that the symbolic firing rule can be easily inserted into the usual
algorithm structure for the computation of the reachability graph of a PN
provided that the symbolic canonical representation is used for the markings
of the reachability set. A sketch of the SRG construction procedure is shown
in algorithm 1.
The SRG, as we have already explained, is a reduced reachability graph
yet retaining enough information on the system behavior for checking system
properties.
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Algorithm 1 SRG Compute(m
1:

2:

3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

b 0 };
SRS = {m
b 0 };
new mark = {m
SRG = ∅;
while new mark 6= ∅ do
b = SELECT a symbolic marking contained in new mark;
m
for all t ∈ T do
for all ht, b
ci do
b then
if ht, b
ci ∈ ε(m)
for all p ∈ P do
+
Rf .m(p) := Rm
c) − Ŵ − (p, t)(b
c);
b .m.(p) + Ŵ (p, t)(b
end for
Rm
b ′ = Grouping(Rf );
b ′ = Ordering(Rm
m
b ′ );
′
b 6∈ SRS then
if m
b ′ };
SRS = SRS ∪ {m
b ′ };
new mark = new mark ∪ {m
end if
b b
b ′}
SRG = SRG ∪ {m[t,
ci m
end if
end for
end for
end while

38
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Here we are going to recall the SRG properties presented and proved
in [34, 35] that establish equivalence between the RG and the SRG with
regard to the reachability of markings.
Property 2 (Equivalence between symbolic and ordinary reachability)
b 0 be a symbolic marking then:
Let m
[
b 0)
RS(m0 ) = SRS(m
b0
m0 ∈m

b 0)
where RS(m0 ) is the set of markings reachable from m0 , and SRS(m
b0
denotes the set of symbolic markings reachable from m

b in
Hence every ordinary marking represented by some symbolic marking m
the SRG is reachable from some ordinary markings in the initial symbolic
marking.
After that we present the equivalence between symbolic firing and ordinary firing.
Property 3 (Equivalence between symbolic firing and ordinary firing)
b and m
b ′ be two symbolic markings of the SRG, and m ∈ m
b be an ordiLet m
nary marking of the RG. Let Am,m
b ′ be the set of arcs of the RG connecting
′
b and Am,
m to any marking m′ ∈ m
b m
b ′ be the set of symbolic arcs of the
′
b to m
b .
SRG connecting m
Then there exists a mapping ω from Am,m
b m
b ′ such that:
b ′ onto Am,
Nn Nei j
• if the label of an arc a ∈ Am,m
b ′ is ht,
j=1 ci i then the label of
i=1
λi (j)
j
b
ω(a) is ht, b
ci with ci ∈ Ci,q ⇔ m.d(Z
)=q
i

ci then the cardinality of
• if the label of a symbolic arc a ∈ Am,
b m
b ′ is ht, b
the reciprocal image of a, denoted |ω −1(a)|, is
mi
h Y
Y

card(Zij )!
(card(Zij ) − µji )!
i=1 j=1

where µki = supx

: λi (x)=k

µi (x)
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We introduce an example of property that can be directly checked or
not on the SRG or on the RG For instance the Deadlock freeness, checked
on the RG by verifying that there is no terminal state, can be also checked
directly on the SRG.
b 0 ) is deadlock f ree ⇒ ∀m0 ∈ m
b 0 , RG(m0 ) is deadlock f ree
SRG(m

Instead the strongly connectedness of the RG cannot always be checked
on the SRG. In fact, the strongly connectedness of the SRG does not involve
the strongly connectedness of the RG.
Property 4 (Necessary condition for the strong connectivity) Strong
connection of RG ⇒ Strong connection of SRG, but not vice-versa.
A sufficient condition for testing the RG strong connectivity directly at
SRG level is given in the following theorem.
Theorem 1 (A sufficient condition for the strong connectivity)
Strong connection of SRG
b ′ ∈ SRG such that (m
b ′ .m(i) = ni )
∧ ∀Ci , 0 ≤ i ≤ h, ∃m
b ′ ∈ SRG such that (m
b ′ .m(i) = 1)
∧ ∀Ci , h < i ≤ ni , ∃m
⇒ strong connection of RG.

In particular, strong connectivity of the RG is ensured if the SRG is strongly
connected and the initial symbolic marking represents only one ordinary
marking.
Observe that this condition is not necessary in order for the RG to be
strongly connected, so that in same cases unfolding is necessary to prove
the property.
Discussion. We present three other approaches which have been proposed
for building quotient graphs.
First introduce the equivalent marking method proposed in [80] for the
CP N. This method, w.r.t. SRG approach, checks the equivalence between
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markings using a user defined equivalence (e.g. a congruence) relation.
Moreover in this approach a preprocessing is necessary to detect the model
symmetries, since the usual firing rule for CPN nets is used, based on lowlevel occurrence modes.
Another approach to the efficient performance analysis of HLPN has
been defined for the Stochastic Activity Network (SAN) formalism in [113].
This approach is very similar to the one described in this chapter. In fact
it derives a quotient graph, based on the symmetries that are automatically detected in the model. This state space reduction technique is based
Replicate/Join constructors. Nevertheless this formalism has not the same
expressive power of the WN.
The composition and analysis of SAN models is supported by the Möbius
tool [41].
In [60] is shown an efficient algorithm for Performance Evaluation Process Algebra (PEPA), a formal language for performance modeling based
on process algebra. It recognizes and takes advantage of symmetries within
the model and avoids unnecessary computation. This approach is able to
captured all the symmetries that are detected by the SRG. Moreover it can
lump more, since it can find aggregation that cannot be detected by the SRG
construction algorithm. It allows to detect symmetries which are hidden in
the behaviors of the model, being determined by particular combinations of
rates.
In [32] an approach was proposed that builds the reachability graph
and groups its states in a classes according to some symmetry relation.
Unfortunately this requires to first build the whole RG.

Chapter 3
Stochastic Petri Net
formalisms
A relevant extension of PN is the introduction of time; this extension makes
PN suitable for performance analysis purposes.
Different ways of incorporating time into PN systems and models were
proposed by many researchers (the differences are strongly influenced by
the specific application fields).
The pioneering works in this area of Timed PNs were performed by J.D.
Noe and G.J. Nutt [97], and by P.M. Merlin and D.J. Faber [91]
In this thesis we shall consider the proposal that associates a delay with
transitions so that enabled transitions can fire only after the associated
delay has elapsed since they became enabled. Intuitively, each transition
has an associated timer which is set when it becomes enabled, the timers of
all enabled transitions count down at the same speed, and when the timer
of a given transition reaches the value zero, then that transition can fire.
The transition delays can be defined in different ways, one possibility is
to indicate an interval meaning that the delay can take any value within
that interval [17], another possibility is to define stochastic delays, that is
delays are random variables associated with a probability distribution: in
this thesis we shall consider the latter case.
Observe that both cases include deterministic delays as a special case.
If all transitions have a non null random delay with negative exponential
distribution, then the resulting model is a Stochastic Petri Net (SPN) [55,
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95]. Thanks to the memoryless property of this distribution the stochastic
process representing the behavior in time of the model is a Continuous
Time Markov Chain (CTMC) that can be represented as a graph which is
isomorphic to the RG of the same model without time. Observe that basic
behaviors of the underlying untimed models are not modified so that all the
available theoretical results for the untimed model can be reused for them.
If also immediate transitions i.e. with zero delay are allowed then the
resulting model is a Generalized Stochastic Petri Net (GSPN) [2, 3].
In GSPN the immediate transitions have priority over timed ones (because of their null delay) and the underlying stochastic process is semiMarkovian: it is isomorphic to the RG of the ΠP/T net obtained from the
timed net by disregarding firing delays, and associating the lowest priority
to timed transitions.
Other generalizations of the basic SPN formalism that are related to
GSPNs, are the Extended Stochastic Petri Net (ESPN) [52], the Stochastic
Activity Network (SAN) [113], the PHase type Stochastic Petri Net (PHSPN) [96], the Deterministic Stochastic Petri Net(DSPN) [111], Markov
Regenerative Stochastic Petri Net (MRSPN) [37], the Stochastic Well Formed
Nets (SWN) [33], . . .
Among them the SWN are an extension of WN with immediate transitions and timed transitions with exponentially distributed firing delays.
Their specific syntax, as we have already shown for the WN, makes
it possible to build automatically the SRG, from which a lumped Markov
chain can be directly derived. In this way the complexity of Markovian
performance evaluation can be reduced with respect to classical Petri net
techniques1 .
Unfortunately, as we will show in the next sections, the effectiveness of
the reduction induced by the SRG representation may be small in partially
symmetrical models, where symmetric and asymmetric behaviors are mixed,
but the former ones are more frequent2 .
The Extended SRG (ESRG) [31] structure has been introduced to take
1

Other approaches presented in literature are described in the end of this chapter and
in chapter 6
2
Several real systems exhibit this partially symmetrical behavior.
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advantage of partial symmetries. It offers in this type of systems a more
compact representation of the state space than the SRG using two different
abstraction levels for the description of symmetric and asymmetric states.
In this case the derivation of a lumped CTMC is not as direct as in the SRG
case: the ESRG structure might need a refinement to satisfy the lumpability
conditions.
In this thesis, a new efficient algorithm to derive a lumped CTMC from
the ESRG will be presented.
The rest of this chapter is organized as follows: the first part of this
chapter (section 3.1) consists of preliminary notions related to Stochastic
Processes (SPs) and Markov Chains (MCs). In the second part we introduce
high level formalisms whose semantics is given by a stochastic process.
Section 3.2 presents the Generalized Stochastic Petri Net formalism,
while section 3.3 describes the Stochastic Well-formed Net formalism.

3.1

Stochastic Process and Markov Chain

In this section we introduce the Stochastic Processes (SPs) and the Markov
Chains (MCs) as defined in [71].
An execution of a discrete event system (DES) is characterized by a
sequence (a priori infinite) of events {e1 , e2 , . . .} separated by time delays.
Only the occurrence of an event changes the state of the system.
More formally, the stochastic behavior of a DES is defined by two families
of random variables:
• X0 , . . . , Xn , . . . ranging over the (discrete) space of states, denoted S.
In the sequel, unless explicitly mentioned, we assume that this space
is finite. X0 represents the initial state of the system and Xn (n > 0)
the current state after the occurrence of the nth event. The occurrence
of an event does not necessarily change the state of the system, hence
Xn+1 may be equal to Xn ;
• T0 , ..., Tn , ... ranging over R+ where T0 represents the delay before the
first event and Tn (n > 0) represents the time elapsing between the
nth and the (n + 1)th event. Observe that these delays may be null
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(e.g. a sequence of instructions considered as instantaneous compared
to database transactions including I/O operations).
When initial distribution X0 is concentrated in a single state s, we say
that the process starts in s (i.e. Pr(X0 = s) = 1).
A priori, there is no restriction on these families of random variables.
However, for the categories of processes that we study, a DES cannot execute
an infinite number of actions in a finite time. Otherwise stated:
∞
X
Tn = ∞ almost surely.
(3.1)
n=0

This property allows us to define the state of the system at any instant.
Let N(τ ), be the random variable defined by:
n
X
Tk > τ })
N(τ ) =def Inf({n |
k=0

Due to equation [3.1], N(τ ) is defined almost everywhere. As can be seen on
figure 3.1, N(τ ) presents jumps strictly greater than 1. The state Y (τ ) of
the system at instant τ , is now XN (τ ) . Observe that Y (τ ) is not equivalent to
the stochastic process, but that it allows, in most of the cases, to proceed to
standard analysis. The scheme of figure 3.1 presents a possible realization of
the process and illustrates the meaning of the random variables introduced
above. In this example, the process is initially in state s4 and remains in
this state until τ0 where it visits s6 . At time τ0 + τ1 , the system successively
visits in zero time, states s3 and s12 before reaching s7 where it remains
some non null amount of time. Observing Y (τ ) in continuous time hides
the vanishing states s3 and s12 of the process.
The performance evaluation of a DES leads to two kinds of analysis:
• the study of the transient behavior, i.e. the computation of measures
depending on the time elapsed since the initial state. This study aims
to analyze the initialization stage of a system and the terminating
systems. For instance dependability and reliability [92, 122] require
transient analysis;
• the study of steady-state behavior of the system. In numerous applications, the modeler is interested by the behavior of the system once
it is stabilized.
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Figure 3.1: A realization (trajectory) of the stochastic process

Obviously, this requires that such a a steady-state behavior exists. This
condition can be expressed, denoting π(τ ) the distribution of Y (τ ), by:
lim π (τ ) = π

τ →∞

(3.2)

where π is also a distribution, called the steady-state distribution.
Transient and steady-state distributions are often only intermediate values useful to compute performance indices. For instance, the steady-state
probability that a server is available, the probability that at time τ a connection is established or the mean number of clients waiting for a service
are such indices.
In order to reason in a generic way about DES we assume in the sequel
that we are given a set of functions defined on the set of states and ranging
over R. Such a function f may be interpreted as a performance index and,
P
given a distribution π, quantity s∈S π(s) · f (s) represents the measure of
this index.
When the index is a function ranging over {0, 1}, it can be viewed as an
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atomic proposition satisfied in a state if the function is equal to 1. In the
sequel, we note P, the set of atomic propositions and s |= φ, with s a state
and φ an atomic proposition, the fact that s satisfies φ. In this case, given
P
a distribution π, quantity s|=φ π(s) represents the measure of this index.

3.1.1

Discrete time Markov chains

A discrete time Markov chain (DTMC) presents the following characteristics:
• the delay between successive instants Tn is the constant value 1;
• the successor of the current state depends only on this state and the
transition probabilities are time invariant3 :
Pr(Xn+1 = sj | X0 = si0 , ..., Xn = si ) =
Pr(Xn+1 = sj | Xn = si ) = pij =def P[i, j].
In the sequel, we use both notations for state transitions.
Transient and steady-state behaviors of DTMC
In this paragraph we recall classical results.
The analysis of the transient behavior does not present any difficulty.
State changes occur at time {1, 2, . . .}. Given an initial distribution π 0 and
a transition matrix P, then π n the distribution of Xn (i.e. the state of the
chain at time n) is given by formula π n = π 0 · Pn which is obtained with
the help of an elementary recurrence.
The analysis of the asymptotic behavior of a DTMC (in case of a countable or finite set of states) leads to the following classification of states:
• a state s is transient if the probability that it occurs again once it has
occurred is strictly less than 1. Consequently, its occurrence probability Pr(Xn = s) goes to 0 when n goes to ∞. A state is called recurrent
if it is not transient;
3

hence the name homogeneous chain used in studies about more general definitions
of Markov chains.
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• a state is null recurrent if the mean time between two successive occurrences of this state is infinite. Intuitively, once reached, the mean
delay between occurrences of this state will go to ∞ as the number of
occurrences goes to ∞ and consequently, here again, the occurrence
probability will go to 0. This intuitive reasoning is mathematically
sound;
• a state is non null recurrent if the mean delay between two successive
occurrences of this state is finite. If a stationary distribution exists
then it is concentrated on the non null recurrent states.
We detail this analysis when the state space is finite. Let us consider
the graph defined as follows:
• the set of vertices is the set of states of the Markov chain;
• there is an edge from si to sj if pij > 0.
Let us study the strongly connected components (SCC) of this graph.
If an SCC has an outgoing edge then necessarily the states of this SCC are
transient. Conversely all the states of a terminal SCC (i.e. without outgoing
edge) are non null recurrent. In the particular case where a terminal SCC
is reduced to a state s (i.e. P[s, s] = 1), we say that s is an absorbing state.
When the graph is strongly connected, we say that the chain is irreducible. In the general case, every terminal SCC is an irreducible subchain.
Let us study the existence of a steady-state distribution when the chain
is irreducible. First notice that it may not exist. For instance, a chain
with two states s0 and s1 , an initial distribution concentrated in a state and
where p0,1 = p1,0 = 1, alternates between the two states and thus does not
converge to a steady-state distribution. By generalization, an irreducible
chain is periodic with period k > 1 if one can partition the states in subsets
S0 , S1 , . . . , Sk−1 such that from states of Si the chain only reaches, in one
step, states of S(i+1) mod k .
It turns out that an irreducible and aperiodic chain (then called ergodic)
admits a steady-state distribution and that it is independent from the initial
distribution. Computing this distribution is relatively easy. Indeed, one has
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π n+1 = π n · P. Going to the limit (which is mathematically sound), one
obtains π = π · P. Moreover, π is the single distribution of:
X=X·P

(3.3)

Let us remark that an initial distribution, solution of this equation, is
invariant: whatever an observation time the current distribution is identical
to the initial distribution. In order to solve equation [3.3], one can proceed to
a direct computation by substituting the normalization equation (X·1T = 1
where 1T denotes the column vector with all 1’s) for any other equation.
But iterative computations are more interesting if the state space is
huge. Example of the iterative methods are basic iterative methods and
block methods.
The basic iterative methods are used when the number of states becomes large and the direct approach loses its appeal. For instance the
Power method determines the stationary probability vector by successively
multiplying some initial probability distribution vector by the matrix transition probability. The well known Jacobi method is closely related to the
Power method, and it also frequently takes very long to converge. The best
iterative method is the Gauss-Seidel method. This method uses the most
recently computed values of the variables as soon as they become available.
It almost always converges faster than Jacobi and Power method.
The block methods can become an attractive alternative to the basic
iterative methods when the state space of the MC can be partitioned into
P
N subset of size n1 , . . . , nN with N
i=1 ni . Their main point is that they
involve the solution of N systems of equations of size ni , i = 1, . . . , N using
a global iterative structure, such as Gauss-Seidel.
Let us tackle the general case only assuming that the terminal SCC
(denoted {C1 , . . . , Ck }) are both aperiodic with steady-state distributions
{π 1 , . . . , π k }. In this case, the chain also admits a stationary distribution
(which here depends on the initial distribution). This distribution is given
P
by formula π = ki=1 Pr(to reach Ci ) · π i . Thus it remains to compute the
probability to reach a terminal SCC. One evaluates this quantity starting
from a fixed state and then one conditions it following the initial distribuP
tion: Pr(to reach Ci ) = s∈S π 0 (s) · π ′Ci (s) where π ′Ci (s) = Pr(to reach Ci |

CHAPTER 3. STOCHASTIC PETRI NET FORMALISMS 50

X0 = s). Let PT,T the transition sub-matrix of the chain restricted to the
transient states and let PT,i the transition sub-matrix from transient states
P
to states of Ci , then π ′Ci = ( n≥0 (PT,T )n ) · PT,i · 1T = (I −PT,T )−1 · PT,i · 1T .
The first equality is obtained by conditioning the reachability of Ci by the
possible length of associated path whereas the second one can be straightforwardly checked.

3.1.2

Continuous time Markov chains

A continuous time Markov chain (CTMC) presents the following characteristics:
• the delay between successive instants Tn is a random variable whose
distribution is a negative exponential with a rate only depending on
state Xn . Otherwise stated:
Pr(Tn ≤ τ | X0 = si0 , ..., Xn = si , T0 ≤ τ0 , ..., Tn−1 ≤ τn−1 ) =
Pr(Tn ≤ τ | Xn = si ) = 1 − e−λi ·τ ;
• the successor state of the current state only depends on this state and
transition probabilities are time-invariant4 :
Pr(Xn+1 = sj | X0 = si0 , ..., Xn = si , T0 ≤ τ0 , ..., Tn−1 ≤ τn−1 ) =
Pr(Xn+1 = sj | Xn = si ) = pij =def P[i, j].
The discrete chain defined by matrix P is called embedded chain. It
“observes” the state changes of the CTMC without taking into account
time elapsing. A state of the CTMC is absorbing if it is absorbing w.r.t.
the embedded DTMC.
Transient and steady-state behaviors of CTMC
In continuous time Markov chain, due to the memoryless characteristic of
the exponential law, at any time the evolution of DES only depends on its
current state.
4

Here again, we say that the chain is homogeneous.
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More precisely, the process is characterized by its initial distribution
π(0), matrix P and the family of λi ’s. Let us call π(τ ) the distribution of
Y (τ ) and πk (τ ) = π(t)(sk ). If δ is small then the probability that more than
one event occurs between τ and τ + δ is negligible and the probability that
one event occurs and triggers a state change from k to k ′ is approximatively
equal to λk · δ · pkk′ (by definition of the exponential law).
πk (τ + δ) ≈ πk (τ ) · (1 − λk · δ) +

X

πk′ (τ ) · λk′ · δ · pk′ k

k ′ 6=k

Hence:
X
πk (τ + δ) − πk (τ )
πk′ (τ ) · λk′ · pk′ k
≈ πk (τ ) · (−λk ) +
δ
′
k 6=k
And finally:
X
dπk
= πk (τ ) · (−λk ) +
πk′ (τ ) · λk′ · pk′ k
dτ
′
k 6=k

Let us define matrix Q by: qkk′ = λk · pkk′ with k 6= k ′ et qkk = −λk (=
P
− k′ 6=k qkk′ ). Then the previous equation can be rewritten as:
dπ
=π·Q
dτ

(3.4)

Matrix Q is called the infinitesimal generator of the CTMC. From equation [3.4], this generator entirely specifies the chain evolution.
If this equation establishes the memoryless feature of a CTMC, it does
not provide a practical mean to compute the transient behavior of the chain.
To this end, we describe a second CTMC equivalent to the first one from a
probabilistic point of view (a technique introduced in [79] and known as uniformization). Let us choose a value µ ≥ Sup({λi }). Whatever the current
state, the delay before the next event follows an exponential law with (uniform) parameter µ. The state change is then triggered by transition matrix
Pµ defined by ∀i 6= j, Pµ [si , sj ] = (µ)−1 · λi · P[si, sj ]. The DTMC associated with matrix Pµ is called the uniformized chain (for µ) of the original
CTMC. The (straightforward) computation of the infinitesimal generator
of the second CTMC shows that it is equal to the one of the first chain. So
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this is the same stochastic processes (forgetting the vanishing states). The
transient distribution π(τ ) is obtained as follows. One computes the probability to be in s at time τ knowing that there have been n state changes
during [0, τ ]. This probability is given by the uniformized chain and more
precisely by π(0) · (Pµ )n . Afterwards one “uncondition” this probability
by computing the probability of n state changes knowing that the delay
between two changes follows the exponential law. This probability is given
by e−µ·τ · (µ · τ )n /n!. Thus:
!
X (µ · τ )n (Pµ )n
π (τ ) = π (0) · e−µ·τ
n!
n≥0
In practice, this infinite sum does not raise any difficulty since it converges very quickly and the summation may be stopped as soon as the
required precision is greater than e−µ·τ · (µ · τ )n /n!.
Let us examine the asymptotic behavior of a CTMC. The simplest way
to analyze its behavior consists in studying the embedded DTMC of the
uniformized chain. As observed during the presentation of this approach,
this chain is not unique. Let us select a DTMC obtained with a choice of
µ > Sup({λi }). In this case, every state s fulfills Pµ [s, s] > 0 and thus every
terminal SCC of this chain is ergodic. This implies that it admits a steadystate distribution. This distribution measures the steady-state probability
of the occurrence of a state. But since the uniform description of the CTMC
implies a mean sojourn time identical for every state (1/µ), it also provides
the steady-state distribution of the CTMC.
In the particular (but frequent) case where the embedded chain is ergodic, this distribution is obtained by solving equation X = X · Pµ . We
observe that Pµ = I + (1/µ)Q. Thus the distribution is also the unique
solution of equation:
X · Q = 0 et X · 1T = 1

(3.5)

By analogy, we say that the CTMC is ergodic.
An example We want to model a lamp with one light-bulb, that may
be turned on and off; and the light-bulb can fail while the lamp is on.
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Failed light-bulbs are replaced with new ones, but before performing the
replacement operation the lamp switch is set off. Therefore we can identify
three states in our system:
1. lamp is off;
2. lamp is on;
3. lamp is failed.
While the transitions obey the following rules:
• when the lamp is off, it may be turned on;
• when the lamp is on, either it can be turned off, or the light-bulb can
fail;
• when the light-bulb fails, it is replaced by a new one, after switching
off the lamp.
Now we introduce the temporal specifications:
• the time periods during which the lamp is off are exponentially distributed with parameter β;
• the time periods during which the lamp is on are exponentially distributed with parameter α;
• the light-bulb lifetime is exponentially distributed with parameter µ;
• the lamp repair time is exponentially distributed with parameter λ.
The state transition rate diagram of the resulting CTMC is depicted in
Fig. 3.2, and the infinitesimal generator is:

−β
β
0


Q =  α −(α + µ) µ 
λ
0
−λ
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Figure 3.2: State transition rate diagram for CTMC describing the behavior
of a lamp

The obtained CTMC is ergodic, and the steady state distribution can
be computed by solving the system of linear equations:
βπ1 = απ2 + λπ3
(α + µ)π2 = βπ1
λπ3 = µπ2

3.2

Generalized Stochastic Petri Net

Definition 19 (GSPN) A Generalized Stochastic Petri Net (GSPN) is a
eight-tuple:
GSP N = hP, T, I, O, H, prio, ω, m0 i
where
• hP, T, I, O, H, prio, m0 i is a ΠP/T net;
• T can be partitioned into two subsets of timed and immediate transitions: T = Ttimed ⊎ Timm with Ttimed = {t : prio(t) = 0} and
Timm = {t : prio(t) > 0};
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• ω is a mapping from T into R associating with each transition a real
number, which has a different interpretation depending on the transition type: for timed transitions it is interpreted as the parameter
(rate) of the negative exponential distribution of the firing delay, for
immediate transitions it is interpreted as a weight from which a firing
probability can be computed.

3.2.1

The dynamic behavior of GSPN models and the
isomorphic CTMC

First of all we have to highlight that in the GSPN formalism the introduction
of the time does not modify the basic behavior of the underlying untimed
model so that all the available theoretical results already presented for the
untimed model can be reused. Hence the marking definition and state
change rule for GSPNs are the same already defined for ΠP/T nets.
Moreover the partition of T into timed and immediate transitions leads
to a partition of the model states into two subsets: vanishing and tangible
markings. The model moves through vanishing states without spending
time, while it sojourns into tangible markings for a non null amount of time
(hence only the tangible markings can be observed).
Definition 20 (Vanishing and Tangible markings) A marking m of a
GSPN is said to be:
• vanishing if it enables at least one immediate transition;
• tangible if no immediate transition is enabled in m.
Moreover we can observe that all the states where no transitions are enabled
are still tangible states; these states are called absorbing markings or dead
markings.
Now in order to define the semantics associated with the timed transition it is necessary to define the model an execution policy comprising two
specifications: a rule to choose the next timed transition to fire in any tangible markings (the firing policy), a criterion to account for the past history
of the model whenever a transition fires (the memory policy).
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As regarding the firing policy, two alternatives are basically possible:
either use the delays associated with transitions to decide which one will
fire next, or add a specific metrics for this purpose.
As regard the firing policy, two alternatives are possible at every change
of marking:
continue: the timers associated with transitions hold their present values
and will continue being decremented later on;
restart: the timers associated with transitions are restarted, such that their
present values are discarded, and new values will be when needed.
The memory policy is implemented whenever a transition fires. The
memory policy thus affects transitions that fire as well as transition that
lose their enabling due to the change of marking, and transition that keep
their enabling in the new marking. The memory of fired transitions is
irrelevant, because we must always generate a new delay instance. The
memory of transitions that do not fire is often assumed to be one of the
following types:
resampling: the timer of the transition is reset to new value at any change
of marking.
enabling memory: if in the new marking the transition is still enabled,
the value of the timer is kept; it is instead reset to a new to a new
value if the transition is not enable;
age memory: the timer value is kept, even if the transition is not enabled
in the new marking.
Table 3.1 summarizes the possible memory combinations, depending on the
transition enabling in the new marking.
However in GSPNs, the definition of an execution policy for transition is
inessential. In fact due to time the memoryless property of the exponential
distribution, the distribution of the whole firing is identical to the one of
the residual firing time, hence the race is always among exponentially distributed variables, thus making not necessary the definition of the execution
policy in GSPN models.
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Resampling
Enabling memory
Age memory

Trans. remains enabled
restart
continue
continue

Trans. loses enabling
restart
restart
continue

Table 3.1: Summary of the memory mechanisms
In GSPNs the timed transitions may be interpreted as activities: when
a timed transition is enabled the corresponding activity is ongoing and the
delay associated with the transition represents the activity duration; the
transition firing represents the end of the activity.
Definition 21 (Enabling degree of a transition) Let t ∈ ε(m), the enabling degree of t in m is denoted ed(t, m) and it is defined as the largest
integer k such that
k · I(t, p) ≤ m(p), ∀p ∈ • t;
After this definition a natural question arises: how to interpret an enabled transition that has enough tokens in its input places to fire several
times?
The possible interpretations are:
• single ongoing activity
• several activities proceeding in parallel.
This concept is formalized by the following definitions.
Definition 22 (Infinite server semantics of timed transitions) A timed
transition t has infinite server semantics if in any marking where it is enabled it represents as many ongoing activities as its enabling degree.
Definition 23 (N-server semantics of timed transitions) A timed transition t has N-server semantics if in any marking m where it is enabled it
represents min(N, ed(t, m)) ongoing activities.
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It is important to observe that it is possible with the former timed
transition semantics to easily simulate the latter by simply adding a place
plimit connected to the transition in a self-loop and setting m0 (plimit ) = N
(The case N = 1 corresponds to the so called single server semantics, leading
to the first interpretation given above). Hence in the rest of this thesis we
shall consider only infinite server semantics for timed transitions.
In case of a vanishing marking, the selection of which transition to fire
cannot based on the temporal description, since all the immediate transitions fire exactly in zero time. The choice is thus based on priorities and
weights. The set of transitions with concession at the highest priorities level
is first found, and if it comprises more than one transition, the further selection, of probabilistic nature, is based on the transition weights according
to the expression
w(t)
P
′
t′ ∈ε(m) w(t )

In the above formula the probabilities are normalized over all enabled
transitions, so that the normalization takes place also among non-conflicting
transitions. From a modeler point of view it may be difficult to specify
transition weights if they are then normalized over the whole net. However
it was prove that if no confusion is present in the net, then it is possible
to determine at a structural level the set of possible conflicting transitions,
called Extended Conflict Sets (ECS).
Moreover this can be used also to avoid the useless computation of independent immediate transitions interleaving;
Let us now informally describe how it is possible to derive a CTMC from
the RG of a GSPN. Actually there are two possibilities: a) the first possibility consists in generating a semi-Markov chain including both vanishing
and tangible markings, b) the second possibility consists in generating a
CTMC including only the tangible states (for details see [3]). Here we are
going to consider only the second possibility.
In this case we observe that the computation of the state transition
probability matrix P can be written as follows:
P = F + EGD

(3.6)

where each entry grs of matrix G represents the probability that the net
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b r to vanishing marking m
b s in any
has of moving from vanishing marking m
number of steps, but without hitting any intermediate tangible marking.
Observing that each entry cnrs of matrix Cn represents the probability of
b r to vanishing marking m
b s in exactly n
moving from vanishing marking m
steps without hitting any intermediate tangible marking we can conclude
that
∞
X
G =
Cn
n=0

n

In the computation of C two possibilities may arise. The first corresponds to the situation in which there are no loops among vanishing markb r there is a value n0r
ings. This means that for any vanishing marking m
such that any sequence of transition firings of length n ≥ n0r starting from
b j for sure. In this case
such marking hits a tangible marking m
∃n0 :

Cn = 0

∀ n ≥ n0

and

∞
X

G =

C

k

=

k=0

n0
X

Ck

k=0

The second corresponds to the situation in which there are possibilities
of loops among vanishing markings, so that there is a possibility for the
GSPN to remain “trapped” within a set of vanishing markings. In this case
the irreducibility property of the CTMC associated with the GSPN system
insures that the following results hold [125]:
lim Cn = 0

n→∞

so that
G =

∞
X

Ck = [I − C]−1 .

k=0

We can thus write (see [2] for details):
( P
0
Ck ) · D no loops among vanishing states
( nk=0
H=
[I − C]−1 · D loops among vanishing states
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Figure 3.3: The readers/writers GSPN net model

Transition
t1
t2
t3
t4
t5
t6
t7

meaning
(Timed) Issue a request
(Imm.) Read request choice
(Imm.) Write request choice
(Imm.) Start read
(Imm.) Start write
(Timed) End read
(Timed) End write

prio
0
2
2
1
1
0
0

ω
λq
qr
qw
rr
rw
λr
λw

Table 3.2: Transition meaning of the model in Fig. 3.3
From which we can conclude that an explicit expression for the desired
total transition probability among any two tangible markings is:
X
u′ij = fij +
eir hrj ∀ i, j ∈ T RS
r∈V RS

where V RS is the set of vanishing reachable markings, while T RS the set
of tangible reachable markings.
For instance the CTMC isomorphic to the RG (Fig. 3.4) of the GSPN
model shown in Fig. 3.3 is defined by:
• S = RS
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Figure 3.4: The RG of the GSPN model shown in Fig. 3.3
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mt0
mv1
mv2
mt1
mv3
mt2
mv4
mt3
mt4
mv5
mt5
mv6
mt6

=
=
=
=
=
=
=
=
=
=
=
=
=

Marking
p1(2)+p5(1)
p1(1)+p2(1)+p5(1)
p2(1)+p4(1)+p5(1)
p1(1)+p7(1)
p1(1)+p3(1)+p5(1)
p1(1)+p5(1)+p6(1)
p2(1)+p7(1)
p4(1)+p7(1)
p3(2)+p5(1)
p2(1)+p5(1)+p6(1)
p4(1)+p5(1)+p6(1)
p3(1)+p5(1)+p6(1)
p5(1)+p6(2)

Type
Tan.
Van.
Van.
Tan.
Van.
Tan.
Van.
Tan.
Tan.
Van.
Tan.
Van.
Tan.

Table 3.3: RS of the model in Fig. 3.3
• Q=

qr
w
−λq
λq qrq+q
λq qr +q
0
0
0
0
w
w

qr
qw
 λw −(λw + λq )
0
0
0
λq qr +qr λq qr +qw

q
qr
w
 λ
0
−(λr + λq )
0
0
λq qr +q
λq qr +q
 r
w
w

 0
λw
0
−λw
0
0
0

 0
0
λr
0
−λr
0
0


λr
0
−λr
0
0
0
 0
0
0
λr
0
0
0
−λr
• π0

T















= (1, 0, 0, 0, 0, 0, 0)

where the transition meaning and the RS of the model in Fig. 3.3 are
shown in tables 3.2 and 3.3.

3.2.2

Performance and dependability analysis with GSPN

In the previous section we have shown how to obtain from a GSPN model
the CTMC representing its behavior in time and how to solve it in order to
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obtain the probability of each its state either at steady state or at time t; but
we have not describe how to express and compute higher level performance
and dependability results as the throughput of transition or the average
number of tokens in place.
In this section we are going to present how these quantities can be obtained from the probability of each its state (obtained solving the CTMC
isomorphic to the RG of a given model).
A convenient approach is to define reward functions r : RS ⇒ R from
which the average reward can be computed as follows:
X
R=
r(mi )π(mi )
(3.7)
mi ∈RS

where π(mi ) is the probability of the state mi at steady state/at time t.
In this way different interpretations of the reward function can be used
to compute different performance indices.
For instance the following quantities can be computed using this approach:
The probability of a particular condition. Assuming that the condition Υ() is true only in certain markings, we can define the following
reward function:
(
1 if Υ(m) = true
r(m) =
0 otherwise
then the probability of the condition P (Υ) is then computed using
the equation 3.7 in the following way:
P (Υ) =

X

π(m)

m∈A

where A = {m ∈ RS ∧ Υ(m) = true}.
The expected value of the number of tokens in a given place. The
reward function r is defined in the following way:
r(m) = n ⇔ m(pj ) = n
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Then the expected value of the number of tokens in pj is given by:
X
Epj =
nπ(m)
n>0∧m∈A(j,n)

where A(j, n) is subset of RS which contains all the markings where
the number of tokens in place pj is n. It is important to observe
that the sum is obviously limited to values of n ≤ k, if the place is
k-bounded.
The throughput of a given transition. We can compute the firing frequency of a transition t (the throughput of t) observing that a transition may fire only when it is enabled and we have that the reward
function assumes the value ω in every marking that enables t, where
ω is the transition rate of t.
Since we can define the reward function r as:
(
ω · ed(t, m) t ∈ ε(m)
r(m) =
0 otherwise
and the throughput of the transition t
X
ft =
ω · ed(t, m)π(m)
m∈Aj,n

where Aj,n = {m ∈ RS ∧ t ∈ ε(m)}.

3.3

Stochastic Well-formed Net

The Stochastic Well-formed Net (SWN) formalism is an High-level formalism, extending the WN by introducing immediate transitions and timed
transitions with exponentially distributed firing delays.
Hence in the SWN with respect to WN a function ω is introduced, which
allows to define the transition instance weights5 .
5

Observe that in the SWN, like in the GSPN, the introduction of the time does not
modify the basic behavior of the underlying untimed model.
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In order to guarantee the presence of symmetry not only from a logical
point of view but also from a stochastic point of view, we must define ω as
a set of functions ωt : cd(t) → R expressed in the following form:
ω(t)=
{
case cond1 : r1
case cond2 : r2
...
case condn : rn
default: rdef ault
}
where condi is a boolean expression comprising standard predicates on the
transition color instance and predicates on the marking (defined in terms
of static subclasses) so that the firing rate of a transition instance can depend only on the static subclasses of the objects assigned to the transition
parameters, and not on the assigned objects themselves.
Definition 24 (SWN) A Stochastic Well-formed Net is an eleven-tuple:
SW N = hP, T, C, I, O, H, cd, φ, prio, ω, m0 i
where
• hP, T, C, I, O, H, cd, φ, prio, m0 i is a WN;
• T can be partitioned into two subsets of timed and immediate transitions T = Ttimed ∪ Timm where ∀t ∈ Ttimed , c ∈ cd(t) : prio(ht, ci) = 0
and ∀t ∈ Timm , c ∈ cd(t) : prio(ht, ci) > 0;
• ω is the function defining the transition instance weights as already
described.

3.3.1

The dynamic behavior of SWN models

The presented definition of the dynamic behavior of GSPN, can be adapted
easily for the SWN models (this requires only to replace in the definition
the term transition with transition instance).
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Moreover this formalism gives the possibility of exploiting symmetries
in the system behavior: it is possible to define a lumped CTMC isomorphic
to the SRG where the most of quantitative proprieties computed from the
original RG and CTMC can still be obtained.
This feature allows to alleviate considerably the state space explosion
problem in a symmetrical system.

3.3.2

SRG and lumped CTMC

In section 2.3 we have shown how no information on reachability is lost
by analyzing the SRG instead of the RG; however in order to derive an
improved technique for performance evaluation based directly on the SRG
instead of the RG, we still need to know how to test the ergodicity of the
CTMC.
An efficient algorithm for the ergodicity check based on the RG strong
connectivity can de derived using the theorem 1 presented in chapter 2.
The algorithm tries to check the property without “unfolding” any SRG
state, but in same cases unfolding is necessary to prove the property (we
recall that the condition in theorem 1is not necessary). A more detailed
discussion about the relation between SRG and RG ergodicity can be found
in [34]
SRG aggregation and lumpability Now we are going to show that the
aggregation induced on the CTMC describing the behaviors in time of a
given SWN model satisfies the strong lumpability condition and the exact
lumpability [27] defined hereafter:
Definition 25 (Strong Lumpability) Let A = {a1 , . . . , ak } be a partition of the state space of V . The strong lumpability condition holds for
any ai of A iff:
∀v1 , v2 ∈ ai , ∀ak , k 6= i,

X

v′ ∈ak

pv1 ,v′ =

X

v′ ∈ak

pv2 ,v′ ∧

X

v′′ ∈ai

pv1 ,v′′ =

X

pv2 ,v′′

v′′ ∈ai

Hence if the strong lumpability condition holds all the elements of each
aggregate reach any other aggregate with the same rate
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Figure 3.5: Strong lumpability condition for CTMC where r1 = w1 and
r2 + r3 = w2 + w3 , and p1 = q1

Figure 3.6: Exact lumpability condition for CTMC where r1 = w1 and
r2 + r3 = w2 + w3 , and p1 + p2=q1 + q2
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Definition 26 (Exact Lumpability) Let A = {a1 , . . . , ak } be a partition
of the state space of V . The exact lumpability condition holds for any ai of
A iff:
X
X
pv′ ,v2 ∧
pv′ ,v1 =
∀v1 , v2 ∈ ai , ∀ak , k 6= i,
∧

X

X

v′ ∈ak

pvi1 ,v′′ =

ap ∈A∧p6=i v′′ ∈ap

X

v′ ∈ak

X

pvi2 ,v′′

ap ∈A∧p6=i v′′ ∈ap

Hence if the Exact Lumpability condition is satisfied the elements of any
aggregate are equiprobable (Fig. 3.6).
Now we are going to show how it is possible to prove that the aggregation
induced on the CTMC describing the behaviors in time of a given SWN
model satisfies the strong lumpability condition.
Definition 27 (Strong lumpability of CTMC) Let S = {s1 , . . . , sn }
be the set of states of a CTMC, Q be the corresponding infinitesimal generator and A = {A1 , . . . , Ak } be a partition of S into aggregates. The strong
lumpability condition is defined as:

∀Ai , Aj ∈ A, ∀si1 , si2 ∈ Ai ,

X

qi1,k =

sk ∈Aj

X

qi2,k ∧

sk ∈Aj

X

sik ∈Ai

qi1,ik =

X

qi2,ik

sik ∈Ai

Intuitively if a CTMC satisfies the strong lumpability condition, the
probability of moving from one aggregate Ai into an aggregate Aj does not
depend on the specific state of Ai , as illustrated in Fig. 3.5
Hence if modeler is just interested in the high-level behaviors (evolution
through the macro states corresponding to the aggregates) of the system,
then a smaller CTMC can be used to get the solution, with as many states
as the number of aggregates. Its infinitesimal generator Q′ is defined as
follows:
′

∀Ai ∈ A, sh ∈ Ai , q [i, j] =

X

qh,k

sk ∈Aj

Introduced the definition of strong lumpability for a CTMC, we have
to prove that the state aggregation induced by the SRG algorithm on the
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Figure 3.7: Condition satisfied by the CTMC of a SWN

CTMC corresponding to the RG of a SWN model satisfies the strong lumpability [34].
Property 5 Let mi,k be one of the ordinary markings in the equivalence
b i . Due to the symmetry conclass represented by the symbolic marking m
straints imposed on the transition rates, the probability of going from mi,k
to mj,q is the same as the probability of going from mi,s(k) to mj,s(q) such
that:
q(i,k)(j,q) = q(i,s(k))(j,s(q))
Using the proposition is easy to prove that the lumping condition is
satisfied by the lumped CTMC aggregated with respect to the SRG symbolic
markings as shown in Fig. 3.7.
Property 6 The CTMC aggregated with respect to the SRG symbolic markings verifies the lumping condition:
X
X
b i, m
b j ∈ SRG, ∀mi,k ∈ m
b i , ∀s ∈ ε,
∀m
q(i,k)(j,q) =
q(i,s(k))(j,q)
bj
mj,q ∈m

bj
mj,q ∈m
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Solving the CTMC aggregated with respect to the SRG, where its coefP
′
ficients qi,j
are defined as mj,q ∈m
b j q(i,s(k))(j,q) , gives the symbolic marking
(steady state/transient) probability. Hence we have shown that the CTMC
aggregated with respect to the SRG symbolic markings verifies the lumping
′
condition, now we are going to show how to compute the qi,j
using only the
the information contained in the SRG.
Property 7 The infinitesimal generator Q can be computed directly by the
the information contained in the SRG in the following way:

q̂i,j =

X

bj
mj,q ∈m
(t,hλ,µi)

P

(t,hλ,µi)

(t,hλ,µi)

b i −→ m
bj
<t,λ,µ>:m

q(i,k)(j,q) = P

b i )|m
b −→ |
ŵ[t](λ, µ, m
(t,hλ,µi)

(t,λ,hµi)

b i −→
<t,λ,mu>:m

b i )|m
b −→ |
ŵ[t](λ, µ, m

b −→ | is the number of arcs that are grouped into the symbolic
where |m
b j.
firing instance (t, hλ, µi) enabled in m
A lumped CTMC can thus be derived directly from the SRG, so that the
steady state probability of symbolic markings can be computed (provided
that the lumped CTMC is ergodic).
It is important to observe that it is possible from the symbolic markings
probability to compute the probability of each ordinary marking: this is
due to the fact that all ordinary markings in a symbolic marking have equal
probability.
This is a consequence of property 5 and the following property:

b i to each ordiProperty 8 The overall rate from any symbolic marking m
b j is the same.
nary marking mj,k ∈ m
X
X
b i ∀mj,q ∈ m
b j ∀s ∈ ε,
∀m
q(i,k)(j,q) =
q(i,s(k))(j,q)
bj
mj,q ∈m

3.3.3

bj
mj,q ∈m

Performance and dependability analysis with SWN

In this subsection we will show how to define and compute higher level
performance and dependability results starting:
1. from the solution of the CTMC isomorphic to the RG or
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2. from the solution of the Lumped CTMC isomorphic to the SRG.
In the first case the same approach presented in the previous section 3.2
for the GSPN can be used; while in the second case, since the states of
the CTMC correspond to the symbolic markings, it is necessary to make
a distinction between reward functions that can be defined at the level of
the symbolic markings, and reward functions that instead refer to ordinary
markings.
Hence the performance indices corresponding to the former type of reward functions can be computed in a direct way from the solution of the
lumped CTMC (as described for the GSPNs); while the latter type can
be also computed from the symbolic markings probability distribution, but
requires an additional elaboration, based on the knowledge of the number
of ordinary markings represented by each symbolic marking.
For instance if we want to compute the throughput of a transition t then
the reward function will be defined as follows:
b =
r(m)

X

b
ht,b
ci∈ε(m)

ht,b
ci

b → |ω(t, b
|m
c)

Instead an example of reward function, that requires to explicitly consider the ordinary markings belonging to a given symbolic marking, can be
the computation of the probability of a specific object c ∈ Ci,j being in a
place p. First, we need to select from the set of all symbolic markings the
subset having at least one object of subclass Ci,j in place p, then evaluating
b the number lj of ordinary markings infor each such symbolic marking m
cluded in it such that c is in p. Hence, due to the equiprobability (since the
exact lumpability is satisfied) of ordinary markings belonging to the same
symbolic marking, the definition of the reward function is:

3.3.4

b =
r(m)

lj
b
|m|

Some considerations on the SRG approach

We have shown that an effective way of exploiting symmetries when the
system is modeled using the (S)WN formalism, is to generate the SRG and
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to automatically derive from it a lumped CTMC of the same size as the
SRG. In fact the SRG technique is very efficient if the modeled system has
a symmetric behavior, for instance if the entities represented by colors in
the same class behave all in the same way (in this case we have only one
static subclass for each color class).
Instead for partially symmetric systems, with mostly symmetric behavior and occasional local asymmetric behavior, the SRG achieves less aggregation. This is due to the need of maintaining a level of detail in the state
representation which is adequate when the different behaviors arise, but
is redundant elsewhere. In fact the modeler have to introduce static subclasses, which are used to separate groups of objects that almost everywhere
could be considered as similar.
This problem has motivated the introduction of the Extended SRG
(ESRG) (see chapter 7), where the state description detail level is refined
only when this is necessary. Hence in this type of systems the state aggregation induced by the ESRG can be significantly higher than that induced
by the SRG.
Unfortunately the derivation of a CTMC from the ESRG is not straightforward: in fact the aggregation suggested by the ESRG does not always
satisfy the strong lumpability condition. Hence an algorithm must be used
to find the coarsest ESRG refinement that satisfies the lumpability condition.
One of the topic of this thesis (chapter 7) will be definition of a new
refinement algorithm based on the Paige and Tarjans partition refinement
algorithm and exploiting the information contained in the ESRG.

Chapter 4
Markov Decision Process
formalism
In this chapter we introduce the Markov Decision Process (MDP), a formalism for modeling systems with unknown scheduling mechanisms or with
transitions whose next-state probability distribution is not known with precision. In particular in this chapter we present the MDP as defined by
M. Puterman in his book “Markov Decision Processes: Discrete Stochastic
Dynamic Programming” [105].
Several models that include both probability and nondeterminism, for
this type of systems, have been presented in the computer science literature;
for example we can mention the concurrent Markov chains of Vardi [124],
the probabilistic infinite-state programs of Pnueli and Zuck [104], the NP
systems of Wang and Larsen [127], Stochastic Transition System of Bianco
and De Alfaro [47] and the probabilistic automata of Segala and Lynch [116].
Among these formalisms the Markov Decision Process (MDP) has been
widely studied and used in a variety of areas, including robotics, automated
control, economics and manufacturing.
The MDPs were introduced by Bellman and Howard in [76, 15] in context
of Operations Research and Dynamic Programming.
The MPD is an extension of Markov Chains; the difference is the addition of actions, allowing nondeterministic choices, and rewards expressing
some target function to be minimized/maximized. If a single action is possible or if the action to take is somehow fixed for each state, the MDP reduces
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to a MC.
For every decisional choice in each state a reward is defined. The solution
of a MDP can be expressed as a strategy which defines a (deterministic or
probabilistic) decisional choice for each history, such that some function of
the sequence of obtained rewards is maximized (minimized).
For example if we have a system in which reliability must be assured,
we may have different solutions to obtain it, e.g. different recovery policies
and different preventive maintenance policies (modeled by different actions
in the MDP); we can model it using an MDP in order to find the optimal
strategy (e.g. the optimal recovery and preventive maintenance policy that
maximizes the availability).
Different languages can be defined to express the (quantitative) property
that we want to be ensured by a strategy on an MDP (steady state or
at time t). Among these, the temporal logics pCTL and pCTL*, which
are extensions of the Computational tree logic (CTL) and CTL* with the
probabilistic operator P (where P≤a /P≥a φ means that the probability of
the formula φ being satisfied by the future evolution of the system from a
given initial state is at least/at most a), are very powerful and at the same
time tractable with appropriate analysis methods.
Finally it is important to observe that MDPs are a low level formalism
and it could be difficult to represent directly at this level a complex real
system. This is as difficult as representing a stochastic system directly at
the CTMC level.
Part of this complexity, as we will show in the chapters 8 and 9, can be
hidden using a higher-level model for generating automatically the underlying MDP. In fact, the use of a higher-level model can be more convenient,
both for its compactness and readability and for its significant degree of
parameterization that can be exploited at the analysis level.
Section 4.1 gives the definition of the Markov Decision Process formalism. The definitions of decision rules and policy/strategy are introduced in
sections 4.2 and 4.3
In sections 4.4 and 4.5, the finite-horizon problem and the infinitehorizon problem are presented.
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4.1

Markov Decision Process definition

In this section we present in detail the MDP formalism.
A MDP model consists of five elements:
• decision epochs;
• states;
• actions;
• rewards;
• transition probabilities.
Decision epochs. Decision epochs represent the points of time where the
decisions are taken. T is the set of all decision epochs and can be classified
in two ways:
• discrete or continuous;
• finite or infinite horizon;
When discrete, the decisions are taken at all decision epochs. When continuous, the decision may be taken at: continuously at random points of time
when certain events occur and at appropriate times chosen by the decision
maker.
We shall call time τ , an element of T = {1, . . . , N}.
Observe that if N is finite the decision problem is called finite horizon
problem, otherwise it is called infinite horizon problem.
By definition in a finite horizon problem no decision is taken at decision
epoch N.
States and actions. At every decision epoch the system is in a state.
Let S be the set of possible system states.
If, at some decision epoch, the decision maker observes the system in
state s ∈ S, it may choose an action a from the set of allowable actions in
state s, called As .
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We define A = ∪s∈S As .
The sets S and A have to be one of following types:
• finite sets;
• countable infinite sets;
• compact subsets of finite dimensional Euclidean space;
• non-empty Borel subsets of complete, separable metric space.
Reward and transition probabilities. As a result of choosing action a
in As at the decision epoch τ :
• the decision maker receives a reward rτ (s, a), where rτ (s, a) is a realvalued function 1 defined for s ∈ S and a ∈ As at time τ ;
• the system state at the next decision epoch is determined by the probability distribution pτ (·|s, a)
It is important to observe that if the reward depends on the state of the
system at the next decision epoch, we define rτ (s, a, s′ ) as the value at time
τ received when the system at decision epoch τ is in state s, the action a is
selected and the system is in state s′ at decision epoch τ + 1; in this case
X
rτ (s, a) =
rτ (s, a, s′ )pτ (s′ |s, a)
s′ ∈S

where pτ (s′ |s, a) is a non-negative function called transition probability function and
X
pτ (s′ |s, a) = 1
s′ ∈S

In finite horizon problems, the reward function at time N is only a
function of the state, because no decision is taken at decision epoch N.
Definition 28 (Markov Decision Process) A MDP is a five-tuple:
hT , S, As , pτ (·|s, a), rτ (s, a)i
where:
• T is the set of decision epochs;
1

it may be positive representing an income or it may be negative representing a cost.
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• S is the set of states;
• A is the set of actions;
• pτ (·|s, a) is the transition probability function at time τ in state s
selecting action a;
• rτ (s, a)is the reward function at time τ in state s selecting action a;
In this thesis we restrict to the case where the transition probability
function and the reward function do not depend on the time τ so that we
will use the following notation:
• p(·|s, a) is the transition probability function;
• r(s, a) is the reward function;
An example of a MDP model is shown in Fig. 4.1. It represents a system
with two (anonymous) components that can be in service or out of service
and a centralized decision maker that can choose between different repair
policies.
Hence the system comprises:
• two similar components that can be down or up. If a component is
out of order then it is in the state down else is in the state up;
• a decision maker (or failure detection and recovery system) which must
take for every component at every decision epoch (time unit) one of
the two following actions/decisions:
– repair the component, provided it is in state down;
– do not repair the component;
• a limited number of failures can be recovered in parallel (limited repair
resources). In particular in the example we have only one available
resource.
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Figure 4.1: The graphical representation of the MDP modeling a system
with two identical components that can fail and be repaired

We assume that the system maintainer must pay a penalty at each time
unit when all the components are down and a repair cost for every assigned
repair resource. Hence
(
Cdown if state = all components down
Cpenalty (state) =
0 otherwise
where Cdown > 0 is a constant, and
(
CAssignRes if action = AssignResource
Crepair (action) =
0 otherwise
where CAssignRes > 0 is a constant.
Table 4.1 shows the MDP states and the MDP actions possible in every
state,while table 4.2 shows the possible transition probabilities.
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State
0
0r
1
1r
2

Description
all components are down
a component is down while a
component is on repair
a component is up while the
other is down
a component is up while the
other is on repair
all components are up

Actions
AssignRes,NoAssignRes
NoAssignRes
AssignRes,NoAssignRes
NoAssignRes
NoAssignRes

Table 4.1: MDP states description and the MDP actions for state
Transition Probabilities
pt (0|0, NoAssignRes)
pt (0r|0, AssignRes)
pt (1|0, AssignRes)
pt (0r|0r, NoAssignRes)
pt (1|0r, NoAssignRes)
pt (0|1, NoAssingRes)
pt (1|1, NoAssignRes)
pt (0r|1, AssignRes)
pt (1|1, AssignRes)
pt (1r|1, AssignRes)
pt (2|1, AssignRes)
pt (0r|1r, NoAssignRes)
pt (1|1r, NoAssignRes)
pt (1r|1r, NoAssignRes)
pt (2|1r, NoAssignRes)
pt (0|2, NoAssignRes)
pt (1|2, NoAssignRes)
pt (2|2, NoAssignRes)

Value
1
1 − prepair
prepair
1 − prepair
prepair
pf ault
1 − pf ault
pf ault (1 − prepair )
pf ault prepair
(1 − pf ault )(1 − prepair )
(1 − pf ault )prepair
pf ault (1 − prepair )
pf ault prepair
(1 − pf ault )(1 − prepair )
(1 − pf ault )prepair
pf ault pf ault
2pf ault (1 − pf ault )
(1 − pf ault )(1 − pf ault )

Table 4.2: MDP transition probabilities
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Finally the reward of the model depending on the current state and on
the action selected can be defined as follows:
r(s, a) = Crepair (a) + Cpenalty (s)
This means that if the system is in the states 0 or 1 and the decision maker
selects the action AssignRes then the maintainer will have to pay Cdown
for the current state and CAssignRes for the future restore operation.

4.2

Decision rules

Definition 29 (Decision rule) A decision rule prescribes a procedure for
the action selection in each state at a specified time τ .
It can be classified as follows:
• deterministic and Markovian decision rule (MD);
• deterministic and history dependent decision rule (HD);
• randomized and Markovian decision rule (MR);
• randomized and history dependent decision rule (HR);
MD: this type of decision rule is said Markovian because it depends on
previous system states and actions only through the current state of the
system, deterministic because it chooses an action with certainty.
dτ : S → As
HD: this decision rule depends on the past history of the system, represented by the sequence of previous states and actions.
dτ : Hτ → As
In this case dτ is a function of history hτ = {s1 , a1 , . . . , st−1 , at−1 , sτ } ∈ Hτ
where Hτ is the set of all possible histories of length τ and returns one
action deterministically.
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History Dependence
Markovian
History
Dependent

Action choice
Deterministic
Randomized
dτ : S → As
dτ : S → P(Asτ )
DτM D
DτM R
dτ : H → As
dτ : Hτ → P(Asτ )
DτHD
DτHR

Table 4.3: Classification of decision rules and decision rule sets

MR: maps a state into the a probability distribution qdτ (sτ ) on the action
state space.It is called Markovian because it depends only on the current
state.
dτ : S → P(Asτ )
HR: maps a history into the a probability distribution qdτ (hτ ) on the action
state space. It depends on the history.
dτ : Hτ → P(Asτ )
We call DτK , with K representing a class of decision rules, the decision rules
set (at decision epoch τ ). The table 4.3 summarizes the possible types of
decision rules.
In the rest of this thesis we will consider only MR decision rules with
the additional assumption that they do not depend on the time τ :
d : S → P(As )

4.3

Policies

Definition 30 (Policy) A policy or strategy specifies the decision rule to
be used at all decision epochs. A policy π in class K ∈ {MD, HD, MR, HR}
is a sequence of decision rules, i.e π = (d1 , d2 , . . . , dN −1 ) where dτ ∈ DτK .
A policy is called stationary if dτ = d for all τ ∈ T . We will restrict in the
rest of this thesis to this case. We define ΠK the set of all policies in class
K ∈ {HR, HD, MR, MD}.
A policy π induces a probability P π on (Ω, B(Ω)) where Ω is a space
defined by Ω = {S × A}N for finite horizon problems and by Ω = {S ×
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A}∞ for infinite horizon problems and B(Ω) is a σ-algebra of a measurable
subset of Ω. If Ω is a finite set then B(Ω) equals the set of all subsets of
Ω. An element ω ∈ Ω consists in a sequence of states and actions ω =
{s1 , a1 , . . . , sN −1 , aN −1 , sN }
Definition 31 (Probability of path ω) The probability of a path
ω = {s1 , a1 , . . . , sN −1 , aN −1 , sN }
in a finite horizon model under a given policy ΠK is given by
1. if ΠK = ΠHR
P π (s1 , a1 , . . . , sN −1 , aN −1 , sN ) = P1 (s1 )qd(s1 ) (a1 )p1 (s2 |s1 , a1 )qd(h2 ) (a2 )
. . . qd(hN−1 ) (aN −1 )pN −1 (sN |sN −1 , aN −1 )
2. if ΠK = ΠM R
P π (s1 , a1 , . . . , sN −1 , aN −1 , sN ) = P1 (s1 )qd(s1 ) (a1 )p1 (s2 |s1 , a1 )qd(s2 ) (a2 )
. . . qd(sN−1 ) (aN −1 )pN −1 (sN |sN −1 , aN −1 )
3. if ΠK = ΠHD or ΠK = ΠM D
P π (s1 , a1 , . . . , sN −1 , aN −1 , sN ) = P1 (s1 )p1 (s2 |s1 , a1 ) . . . pN −1 (sN |sN −1 , aN −1 )
where P1 is the initial distribution and ai = d(si ).
For instance, in Fig. 4.2 the four possible strategies of the MDP in
Fig. 4.1 are shown (obtained combining all possible choices in each state).
It is important to highlight that only in the states 0 and 1 a choice between
the possible actions can be made. In all the other states we have only one
possible action.

4.4

Finite-Horizon problem and Optimality

We have just seen that the decision maker receives rewards in periods
1, . . . , N as result of choosing a policy. Sometime we could be interested to
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Figure 4.2: The tree structure showing the set of all possible strategies for
the MDP in Fig. 4.1

find a policy so that the corresponding random reward sequence is optimal
(Max/Min). In order to obtain this we must define a method for comparing
random reward sequences.
Let us define the expected total reward.
π
Definition 32 (Expected total reward) We define νN
(s) as the expected
total reward over a policy π, given that the system is in state s at the first
decision epoch.

1. ΠHR and ΠM R
π
νN
(s) ≡ Esπ

(N −1
X
t=1

2. ΠHD
π
π
νN
(s) ≡ EN
(s)

(N −1
X

rt (Xt , Yt ) + rN (XN )

)

rt (Xt , dt (ht )) + rN (XN )

t=1

3. ΠM D
π
νN
(s)

≡

π
(s)
EN

(N −1
X
t=1

rt (Xt , dt (st )) + rN (XN )

)

)

where Xt and Yt are two random variables which take values in S and A
respectively.
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∗
Now we can define an optimal policy and the value of a MDP νN
. In this
thesis a policy is assumed optimal if it maximizes the system reward or
minimizes the system cost.

Definition 33 (Optimal Policy) We define π ∗ ∈ ΠK an optimal policy
iff ∀π ∈ ΠK :
π∗
π
νN
(s) ≥ νN
(s)
with s ∈ S
∗
Definition 34 (Markov decision problem value) We define νN
as the
value of the Markov decision problem such that:
∗
π
νN
≡ sup νN
(s), s ∈ S
π∈ΠK

In order to give a finite horizon policy algorithm for evaluating the value
of a strategy π we have to define the total expect reward obtained by using
policy π at decision epochs t, t + 1, . . . , N − 1
Definition 35 (Total Expected reward at decision epoch t, t + 1, . . . , N − 1)
we define uπt () as the total expect reward obtained by using policy π at decision epochs t, t + 1, . . . , N − 1
1. ΠHD
uπt (ht ) = rt (st , dt (ht )) +

X

pt (j|st , dt (ht ))uπt+1 (ht , dt (ht ), j)

j∈S

uπN (hN )

= rN (sN )

2. ΠHR
uπt (ht ) =

X

qdt (ht ) (a) rt (st , a) +

a∈Ast

uπN (hN )

(

X

pt (j|st , a)uπt+1 (ht , a, j)

j∈S

= rN (sN )

where ht+1 (ht , a, j) ∈ H
3. ΠM D
uπt (st ) = rt (st , dt (st )) +

X
j∈S

uπN (sN ) = rN (sN )

pt (j|st , dt (st ))uπt+1 (j)

)
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4. ΠM R
uπt (st ) =

X

(

qdt (st ) (a) rt (st , a) +

a∈Ast

uπN (hN )

= rN (sN )

X

pt (j|st , a)uπt+1 (j)

j∈S

)

π
We can observe that the previous definitions imply uπ1 (s) = νN
(s)

4.4.1

Optimality Equations in an Finite-Horizon problem

Now we introduce the optimality equations (Bellman equations) that is
the base for an efficient procedure for computing the optimal reward value
function on a policy.
Definition 36 (Optimality equations) the optimality equations are given
by:
n
o
(
P
supa∈Ast rt (st , a) + j∈S pt (j|st , a)ut+1 (ht , a, j) if t < N
ut (ht ) =
(4.1)
rN (sN ) if t = N
where ht = (ht−1 , at−1 , st ) ∈ H and rN (sN ) is the boundary condition.
In case of Markovian policy we substitute h with s.
For example the policy π ∗ ∈ ΠHD is found by first solving the optimality
equations, and then for each history choosing a decision rule which selects
any action which gives the maximum on the right-hand side of (4.1).
The Backward induction provides an efficient method for solving finitehorizon discrete-time MDPs.
Backward Induction Algorithm: we present the Backward Induction
Algorithm introduced above.
1. Set t = N and
u∗N (sn ) = rN (sN ), ∀sn ∈ S
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2. Substitute t − 1 for t and compute u∗t (st ) for each st ∈ S by
X
pt (j|st , a)u∗t+1 (st )}
u∗t (st ) = max {rt (st , a) +
a∈Ast

j∈S

3. if t = 1, stop, otherwise go to step 2

4.5

Infinite-Horizon problem and Optimality

In this section we introduce the Infinite-Horizon Model under the assumption that the transition probabilities p(j|s, a), the rewards r(s, a) and the
decision set D K do not vary from decision epoch to decision epoch.
Since the solution of Infinite-Horizon problem requires the evaluation
of infinite sequence of rewards at all state in S we need some notions of
convergence of functions on S.
First of all we have to highlight that in a stationary infinite-horizon
MDP, each policy π induces a bivariate discrete-time reward process
{(Xt , r(Xt , Yt )) t = 1, 2, . . .}
where the first component Xt represents the state of the system at time t
and the second component represents the reward received when using the
action Yt in the state Xt . The decision rule dt determines the action Yt as
follows:
• d ∈ DM D
Yt = dt (Zt )
• d ∈ D HD
Yt = dt (Xt )
• d ∈ DM R
P {Yt = a} = qdt (Xt ) (a)
• d ∈ D HR
P {Yt = a} = qdt (Zt ) (a)
with Zt is the history up time t.
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Hence we can introduce three popular performance criteria: the Expected
total reward, the Expected total discount reward and the Average reward
Definition 37 (Expected total reward) We define the expected total reward of policy π ∈ H K as follows:
( N
)
X
π
ν π (s) ≡ lim Esπ
r(Xt , Zt ) = lim νN
+1 (s)
N →∞

N →∞

t=1

when the limit exists and when interchanging the limit and expectation is
π
valid, (for example we consider models in which the limN →∞ νN
(s) exists
for all policies) we can write:
(∞
)
X
π
π
ν (s) ≡ Es
r(Xt , Zt )
t=1

where Zt is a random variable that takes values in A when di ∈ D M D ∪ D HD
otherwise in P(A)
Definition 38 (Expected total discount reward) We define the expected
total discount reward of policy π ∈ H K as follows:
( N
)
X
λt−1 r(Xt , Yt )
νλπ (s) ≡ lim Esπ
N →∞

t=1

for 0 ≤ λ < 1
This limit exists when

sup sup |r(s, a)| = M < ∞
s∈S a∈As

when the limit exists and when interchanging the limit and expectation is
valid we can write:
(∞
)
X
νλπ (s) ≡ Esπ
λt−1 r(Xt , Yt )
t=1

Definition 39 (Average reward) We define the average reward or gain
of policy π ∈ H K as follows:
( N
)
X
1
1 π
g π (s) ≡ lim
Esπ
νN +1 (s)
r(Xt , Yt ) = lim
N →∞ N
N →∞ N
t=1
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We have to find a policy π with the largest value of
π
ν π (s) = lim νN
(s)
N →∞

In this thesis we will restrict the attention to models in which the
π
limN →∞ νN
(s) exists for all policies. Under this assumption and using one
of the fundamental law in the theory of MDPs:
• a stationary policy must exist that dominates or has equal value to
every other policies (Bellman 1957)
we can compute the optimal stationary policies.

4.5.1

Optimality Equations in an Infinite-Horizon problem

Like in the finite-Horizon Model problems we introduce the optimality equations in order to find the optimal stationary policies.
The optimality equation characterizes these stationary policies.
Definition 40 (Optimality Equations) The optimality equations or Bellman equations may be expressed as:
(
)
X
λp(j|s, a)νn+1 (j)
νn (s) = sup r(s, a) +
a∈As

j∈S

Passing to the limit in this equations we obtain the following form:
(
)
X
λp(j|s, a)ν(j)
ν(s) = sup r(s, a) +
a∈As

j∈S

Under the following assumptions:
• the stationary rewards and transition probabilities r(s, a) and p(j|s, a)
do not vary from decision epoch to decision epoch;
• bounded rewards |r(s, a)| ≤ M < ∞ for all a ∈ As and s ∈ S;
• discrete state space; S is finite or countable.
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From this equation and using one of the following algorithm:
• policy iteration;
• value iteration;
• modified policy iteration;
• linear programming;
is possible to solve the MDP finding the optimal stationary policy and the
optimal value.
Policy iteration. Most of the algorithms for solving MDPs are based on
iterative methods. One of the best known of these algorithms, called policy
interaction, is due to Howard [76]
This algorithm alternates between a value determination phase, in which
the current policy is evaluated, and a policy improvement phase, in which
an attempt is made to improve the current policy.
Value iteration. Bellman in [15] devised a successive approximation algorithm for MDPs called value iteration which works by computing the
optimal value assuming first a one-stage finite horizon, then a two-stage
finite horizon, and so on.
The values so computed are guaranteed to converge in the limit to the
optimal value. Moreover the policy selected at every step will converge
to the optimal policy in a finite number of iterations. In practice this
convergence can be quite rapid.
Modified policy iteration. Puterman and Shin in [106] describe a general method called modified policy iteration that includes policy iteration
and value iteration as special case. The idea is to use the policy iteration
algorithm replacing the value determination step with an approximation
that closely looks like value iteration with a fixed policy.
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Linear programming. A Linear programming is a very general technique that can be used to solve an MDP in polynomial time 2 , but it loses
in efficiency for very large MDPs.
The most popular methods for solving linear programs are variation of
the Dantzig’s simplex method [46]. The simplex method requires to define
the problem in terms of linear equations subjected to some constrains, that
must be maximized.
It works by choosing subsets of the constraints to satisfy with equality
and solving the resulting linear equations for the values of the variables. The
algorithm proceeds by iteractively swapping the resulting linear equations
for the values of the variables. When no swaps can be made to improve the
objective function, the optimal solution has been found.

4.6

Probabilistic Model checking on MDP
model.

In the previous section we have shown how to solve a MDP model in terms
of its optimal strategy computing the optimal reward associated, but if we
are interested to some quantitative property that must be ensured on the
MDP model then it necessary to use model checking.
In particular in this thesis we will focus on the probabilistic model checking [72], a relatively recent development that aims to deliver automatic verification technology for probabilistic systems. In conventional model checking, the specifications typically aim to ascertain whether a particular event
eventually occurs, possibly with additional quantification over paths. In
probabilistic model checking, we are also interested in calculating the probability of events occurrence. This is achieved by extending temporal logics
as CTL or CTL* with a probabilistic operator Popa . This operator has a
probability bound (a ∈ [0, 1]) and a relational operator (op ∈ {<, ≤, ≥, >}),
so that for instance P≤a /P≥a φ means that the probability of the formula φ
being satisfied by the future evolution of the system from a given initial
state is at least/at most a.
2

this is the only proof that MDPs are solvable in polynomial time
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Practically a model checker takes two types of inputs, a probabilistic
model and a property specification.
In our case the probabilistic model is a MDP model while the property
are expressed using pCTL or pCTL* [18].
Finally we can observe that in MDP the properties are studied under
any possible strategies, so that we can obtain the minimum/maximum over
all the possible ways of resolving nondeterminism.

Chapter 5
Fault Tree formalism
Fault trees (FTs) [115] are a well known formalism for the evaluation of
dependability of complex systems. They provide an intuitive representation
of the system in terms of its faults, modeling how the combinations of failure
events relative to the components of the system can cause the failure of subsystems or of the whole system.
A very efficient analysis technique (called FT Analysis - FTA), based on
the inspection of the system structures and on the fault probability of the
system obtained starting from the fault probability of the basic components,
was presented in literature [118]. This efficiency of FTA is based on the
hypothesis of state independence for fault probabilities of basic components
in the system.
We can compute on an FT model several measures as for example:
• the unreliability of an item (sub-system or system) at time t, that is
the probability that the item is faulty at time t
• the reliability of an item (sub-system or system) at time t, that is
the probability that the item performs the required function in the
interval (0, t).
The FT is a bipartite Direct Acyclic Graph (DAG) whose nodes can
belong to one of two categories: events and gates:
• events represent the failure of the components or of the sub-systems
or of the whole system.
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Three different types of events exist:
Basic Events (BEs) modeling the failure of the elementary components of the system. The occurrence time of such events is a
random variable ruled by a probability distribution, typically the
negative exponential distribution. In this case, the distribution
parameter is the component failure rate λ equal to the inverse of
the mean life time of the component. The BEs are statistically
independent and are the terminal nodes of the FT.
Internal Events (IEs) representing the failure of sub-systems. Their
occurrence is not ruled by a probability distribution as in the
case of BEs, but they are the output of a gate node; so that
the occurrence of an IE is immediate, as soon as the particular
combination of input events required by the gate is verified.
Top Event (TE) modeling the failure of the whole system. It must
be the output of exactly one gate and can not be the input of
any gate.
• gates model the propagation of the failures to its unique output event
as a particular combination of its input events occurred. In the standard version three gates are possible:
AND the fault is propagated if all input events are occurred;
OR the fault is propagated if at least one input event is occurred;
K:N the fault is propagated if at least K of the N input events are
occurred. We can observe that K : N can be also expressed by
mean of AND, OR gates, so that in the rest of this thesis we will
omit this last type of gate.
Many extensions of this formalism have been proposed in order to enhance the advantages of the FT for the design and the assessment of the
systems (e.g. Dynamic FT [50, 51], Parametric FT [21, 56], . . . ).
Among these extensions in [44] the Repairable Fault Tree (RFT) was
presented in order to evaluate the effect of different repair policies on a
repairable system. The main point of a RFT is the introduction of a new
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kind of element, called RepairBox, which allows the designer to include a
representation of the repairing processes within the same formalism. The
introduction of this new element has required the formulation of a new
solving technique based on the automatic translation into a GSPN of every
RepairBox and the FT subtrees affected by the repair actions.
In this thesis we will present a new solution approach for the RFT based
on the automatic translation into a MDPN/MDWN model; so that we will
postpone the introduction of RFT formalism in chapter 10.
This chapter is organized as follows: in section 5.1 the definition of FT
and some its proprieties are presented, while in section 5.2 the FT analysis
is discussed.

5.1

Fault Tree definition

The Fault Tree (FT) formalism, as already said, is very useful to represent
the relation between system failure events; it is a bipartite DAG whose
nodes are either events (E) or gates (G), and are connected by means of
arcs (A).
A formal definition of the FT formalism follows:
Definition 41 (Fault Tree) A FT is a six-tuple:
hE, G, A, Γ, γ, F Ri
where:
• E = {e1 , e2 , ..., en } is the set of events.
Moreover we define E the subset of E representing primary system
failures that cannot be broken down further in more elementary failure
causes;
• G = {g1 , g2 , ..., gm} is the set of gates (the so called basic events);
S
• A ⊆ (E × G) (G × E) is the set of arcs;

• Γ = {AND, OR} is the set of gate types;
• γ : G → Γ is the gate type function;
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Figure 5.1: The graphical representation of the FT nodes

• F R : E → R+ is the failure rate function;
Furthermore, the following constraints must be fulfilled:
• E ∩G = ∅∧E ∪G =
6 ∅;
• ∃!T E ∈ E : T E • = ∅;
• ∀e ∈ E, • e = ∅ ∧ e• 6= ∅;
• ∀g ∈ G, ∃!e ∈ E − E : g • = {e};
• ∀e ∈ E − E, ∃!g ∈ G : • e = {g};
where:
• • g = {e ∈ E : (e, g) ∈ A}, • e = {g ∈ G : (g, e) ∈ A};
• g • = {e ∈ E : (g, e) ∈ A}, e• = {g ∈ G : (e, g) ∈ A};
so that • g and • e are the input events of g or the input gate of e respectively;
while g • and e• are the output events of g or the output gate of e respectively.
Graphically the BEs are represented by a rectangle with an attached
circle, while the IEs are represented by a rectangle (Fig. 5.1). Instead the
TE is represented with a black box as shown in Fig. 5.1.
Finally the gate nodes (AND and OR) are graphically represented as
shown in Fig. 5.1.
An example of FT is shown in Fig. 5.2. It models a system with a
unique CPU, two memories and two disks, where the whole system failure
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Figure 5.2: An example of FT model

consequence of either the CPU failure or the failure of all memories or
consequence of the failure of all disks:
CP U ∨ (DISK1 ∧ DISK2 ) ∨ (MEM1 ∧ MEM2 )

The set E is:
{CP U, DISK1, DISK2 , MEM1 , MEM2 , Disk F., Mem F., System F.}
while E is {CP U, DISK1, DISK2 , MEM1 , MEM2 } and T E is {System F.}.
The failure rate of every BEs in Fig. 5.2 is summarized in table 5.1
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CPU
DISK1
DISK2
MEM1
MEM2
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Failure rate
λCP U
λDISK1
λDISK2
λM EM1
λM EM2

Table 5.1: The failure rate of every BEs in Fig. 5.2
The set G is:
{gate1 , gate2 , gate3 }.
For instance • gate1 is {DISK1, DISK2 } and gate1 • is {Disk F ail}.

5.1.1

Some important definitions related to the FT

In this subsection we introduce some definitions related to the FT formalism
that we will use in this thesis.
First it is important to recall that in a FT a unique TE is possible and
that BEs represent primary system failures that cannot be broken down
further in more elementary failure causes.
A combination of these basic events, which leads to the TE, is called a
cut set; between all these possible cut sets we can define the Minimal Cut
Sets (MCSs) as follows:
Definition 42 (Minimal Cut Set) A set of BEs leading to the occurrence of TE is an MCS iff any its proper subset of events cannot still cause
TE .
For instance the basic events DISK1 , DISK2 are an MCS for the FT in
Fig. 5.2.
Now we are going to introduce the definition of event path.
Definition 43 (Event path (σ)) A directed path starting and ending with
an event node is a event path
σ(e1 , en ) = (e1 , g1), (g1 , e2 ), . . . , (gn−1 , en )
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with (ei−1 , gi−1), (gi−1 , ei ) ∈ A
It is possible to define a relation of linear dependency between the events
in the same event path.
Definition 44 (Linear dependency (<)) Let be e, e′ ∈ E then:
e < e′ ⇔ ∃σ(e, e′ )
where < is a (partial) order relation on E.

Moreover it is also possible to define a symmetric relation called mutual
dependency between two events.
Definition 45 (Mutual dependency (D)) Let be e′ , e′′ ∈ E then:
e′ De′′ ⇔ ∃e ∈ E : e′ 6< e′′ ∧ e < e′ ∧ e < e′′
.
In other words, the mutual dependency between e′ and e′′ is induced by
an event that is the common starting event of two event paths leading to e′
and e′′ respectively. Instead two events e, e′ ∈ E are said to be independent
if e 6< e′ ∧ e′ 6< e ∧ ¬(eDe′ ).
Finally we introduce the definition of coverage set 1
Definition 46 (Coverage sets (Cov) and Basic Coverage Set (CovE ))
Let be e ∈ E then:
Cov(e) = {e′ ∈ E : e′ < e}
is the Coverage Set of e.
Let be e ∈ E then:
CovE (e) = Cov(e) ∩ E
is the Basic Coverage Set of e.
1

The reason of introduction of this definition will be clearer to the reader in the
chapter 10; where it will be used to define the coverage set of a RepairBox in RFT
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Fault Tree analysis

The Fault Tree Analysis (FTA) [118] gives the possibility of deriving both
qualitative and quantitative measures from a FT model.
In this section we will present in details these two different type of measures and we will describe also how to improve their computation using a
decomposition and aggregation method.

5.2.1

Qualitative analysis

Typically the qualitative analysis studies functional and logic properties of
the system failure mode.
An example of qualitative measure is the computation of the MCSs [54].
Moreover a significant qualitative parameter of MCS is also computed: the
number of its BEs, called the order of the MCS. It is a significant qualitative
parameter because it highlights the failure sets of events that might be more
critical for the system.
For instance an MCS of order 1 means that the failure of a single basic
component is sufficient to determine the TE, such that the fault tolerance
of the system with respect to that component is not assured. Instead in an
MCS of order 2, two simultaneous failures of basic components are needed.
Therefore it is useful classifying the MCS in increasing order, so that the
list starts with those set of components that are potentially most critical.
Another form of qualitative analysis of a FT is the Minimal Path Sets
(MPS) detection that provides the minimal sets of components whose simultaneous working state assures the working state of the whole system.
It is important to observe that the reliability analysts use the MCS and
the MPS in order to study the degree of participation of the BEs into the
system failure, or the way to improve the Reliability of the system.

5.2.2

Quantitative analysis

In the FT quantitative analysis several reliability measures can be computed, such as:
• the occurrence probability of each MCS at time t;
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• the TE probability at time t;
• Marginal Importance Factor;
• Diagnostic Impact Factor.
Quantitative analysis is performed starting from the quantitative information about the basic component unreliability expressed as a failure
probability (the probability that the component is down at time t). From
this information the whole system unreliability can be derived according to
the FT structure.
Typically the probability that component x is down at time t can be
computed through the following formula:
P r{x, t} = 1 − eλ(x)t
where λ(x) is the failure rate 2 of the component x.
From P r{x, t} we can compute the occurrence probability of each MCS
at time t.
Definition 47 (MCS occurrence probability at time t) Let M ′ = {x1 , . . . , xm }
be an MCS with m ≥ 1 then the occurrence probability of M ′ , denoted
P r{M ′ , t}, is given by:
λ(xi )t
m
)
P r{M ′ , t} = Πm
i=1 P r{xi , t} = Πi=1 (1 − e

where λ(x) is still the failure rate.
Instead the TE probability to be occurred at time t, denoted P r{T E, t},
may be computed resorting to combinatorial formulas since in a FT the basic
components are stochastically independent. This can be done exploiting
the results of the MCSs detection and their quantitative analysis using the
following inclusion-exclusion expansion.
Definition 48 (TE occurrence probability at time t) Let M1 , . . . , Mn
be MCSs then TE occurrence probability at time t, denoted P r{T E, t} is
2

we recall that the failure distribution is a negative exponential with parameter λ(x)
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given by:
P r{T E, t} = P r{

n
[

Mi .t}

i=1

=

n
X

P r{Mi , t} −

i=1

+

X

X

P r{Mi ∩ Mj , t} +

∀i,j

P r{Mi ∩ Mj ∩ Mk , t} +

∀i,j,k

+ . . . + (−1)n+1 P r{M1 ∩ . . . ∩ Mn , t}

Another important measure is the information on the criticality of each
component also known as Marginal Importance Factor (MIF) [19]. It permits to evaluate which component is most critical to the system unreliability, so that reliability engineer can study the best solution to improve the
system reliability.
Definition 49 (MIF) The MIF is defined for standard FTs as follows:
MIFi (t) = P r{T E|i, t} − P r{T E|¬i, t}
where P r{T E|i, t} and P r{T E|¬i, t} are the system unreliability given that
basic component i is failed and working (not failed), respectively.
Finally the Diagnostic Impact Factor (DIF) [57] also known VesleyFussel Importance factor measures the fraction of the system unreliability
involving the situations in which component has failed.
Definition 50 (DIF) The DIF is defined for standard FTs as follows:
DIFi (t) = P r{i|T E, t}
P r{T E ∧ i, t}
=
P r{T E, t}
In complex systems the above formulas may be prohibitive to derive
due to the huge amount of calculation to be performed; this in most tool
is covered computing an approximation [114] based on the kinetic tree theory [126]. It is important to observe that the computation of both qualitative results and quantitative measures has been improved by the introduction of Binary Decision Diagrams (BDD) [23, 25]. BDDs allow to encode the
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Boolean function characterizing the TE in a very compact way. Moreover
the BDD representation has an enormous practical impact on the computational efficiency of the FT analysis algorithms allowing to derive the exact
value of the indices of Reliability even for large systems, without resorting
to an approximate solution [107, 22, 118].

5.2.3

Module based FT analysis

The analysis of large systems may involve a lot of components, so that
the right interpretation of the MCSs relevance may be unpractical for the
Reliability engineer. A solution of this problem is to use a method of decomposition and aggregation. This consists to divide the system (FT) into
smaller sub-systems, then to analyze them in isolation synthesizing their
results into an higher level FT and from this obtained FT to produce the
whole system solution.
This approach allows to reduce the computational cost and at the same
time, the MCSs returned by the analysis of subtrees concern sub-systems
instead of the whole system, so they can be interpreted by the Reliability
engineer in an easier way.
First of all it is necessary to define how to decompose the FT in order to
obtain the correct final results when synthesizing the results obtained on the
subtrees analyzed in isolation. In [5, 53] this object is achieved decomposing
the FT in modules so that a module is a subtree independent from any other
subtree.
b with root the event E whose
Definition 51 (A FT module) A subtree E
terminal events (BEs) do not occur elsewhere in the FT, is a module.
It is important to observe that according to this definition, the whole FT
and the BEs are modules. However, we do not classify the BEs as modules,
since the detachment and the analysis in isolation of a BE does not allow
any benefit in the FT analysis.
A module may contain inner modules; a module rooted in a IE or in
the TE, is minimum if it does not contain any other module (excluding the
BEs).
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An algorithm to detect the modules of a FT model, is presented in [53].
It is based on two depth-first left-most visit of the FT, starting from the
TE.
Finally we can sketch the module based FT analysis as follows:
1. modules detection;
2. modules classification: for each module, we verify if it is a minimum
module;
3. if the current FT contains the minimum module corresponding to the
whole system, then go to the step 8, else go to the step 4;
4. decomposition: each minimum module is detached from the FT;
5. minimum modules analysis: the detached minimum modules are analyzed;
6. aggregation: each detached minimum module is replaced in the FT
by a BE. The qualitative or quantitative analysis results obtained on
the module are assigned to the BE replacing the module.
7. go to step 1;
8. analysis of the reduced FT.
Finally it is important to observe that the reduced FT is the version of the
FT obtained by replacing the minimum modules, such that it contains a
unique minimum module equivalent to the FT. The reduced FT does not
require a further modularization, so it can be entirely analyzed; the analysis
of the reduced FT provides the results for the whole system.
An example of Multiprocessors system Fig. 5.3 shows the FT model
for the Multiproc system; the system failure (TE) is the output of a gate
of type OR, whose input events are DA (disk access) and CM (computing module). In particular CM represents the impossibility to perform
computations due to the failure of all the processing units, while DA the
impossibility to access the hard disks.
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The event CM is the output of a gate of type AND, whose input events
are P U1, P U2 and P U3 representing the failure of the corresponding processing units. P Ui with i = {1, 2, 3} is the output of a gate of type OR
having P i and MEMi as input events. P i is a BE modeling the failure of
the processor of P Ui, while represents the failure of the memories that P Ui
can access.
The event MEMi is the output of a gate of type AND having two
inputs: MMi and SM; MMi represents the failure of all the internal memories of P Ui, while SM models the failure of the shared memories.
MMi is the output of a gate of type AND, whose input events are
Mi1, Mi2 and Mi3; such BEs represent the failure of each of the internal
memories of P Ui.
The event SM is the output of a gate of type AND with input events
BR1 and BR2; BR1 represents the impossibility to access the shared memory R1, so that BR1 is the output of a gate of type OR having R1 and B1
as input events; such BEs represent the failure of the shared memory R1
and of the bus B1, respectively. Similarly, BR2 is the output of a gate of
type OR having R2 and B2 as input events.
The subtrees having MEM1, MEM2 and MEM3 respectively as roots,
share a common subtree rooted in the event SM, since the failure of all the
processing units may depend on the state of the shared memories.
The event DA causing the occurrence of the event T E is the output of
a gate of type OR, whose input events are DBUS and MS. DBUS models
the failure of the disk bus, while MS is the failure of at least one disk. MS
is the output of a gate of type OR, whose input events are D1 and D2.
Solving this example with the module based FT analysis the following
modules are detected:
d
d MS,
d MM1,
d BR1,
\ MM2,
\ MM3,
\ SM,
[ BR2
[
T
E, DA,

Graphically each module is indicate in Fig. 5.3 by a dashed line.
The minimal modules are:
d MM1,
\ MM2,
\ MM3,
\ BR1,
[ BR2
[
MS,

and all of them do not contain inner modules.
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[
[
[
\ MEM2,
\ MEM3
\
Observe that the subtrees P
U1, P
U2, P
U3, MEM1,
d.
are not classified as modules because they share the common subtree SM

5.3

Some considerations on the FT formal-

ism
We have shown that in the FT formalism the basic events are assumed to be
independent and the combinations of basic events leading to the top event,
can only be expressed by means of Boolean gates representing the Boolean
operators ∧ and ∨.
Unfortunately its power can be strongly limited by the assumptions mentioned above; so that several extensions to the FT formalism have been proposed in the literature, with the purpose of increasing its modeling power.
For instance an extension called Dynamic Fault Trees (DFT) [21, 56]
have been proposed to model the presence of spare parts in the system or
dependencies of a subsystem from another one.
Other extensions (e.g. Parametric Fault Tree [21, 56]) have been proposed in literature, to cope with both FT modeling and analysis complexity
when the system has an highly redundant architecture.
Finally we have to observe that repairable components can improve the
availability of a system because faults that are generated in these components can be recovered. Repairing or replacement of components can give
the system a longer lifetime and increase its availability. Modeling repairable
systems requires further extensions of the evaluation techniques: Repairable
Fault Tree (RFT) [44] allowing to represent the presence of repair processes
and Dynamic Repairable Parametric Fault Tree (DRPFT) [20] including all
the modeling facilities introduced by the DFT and PFT with that introduced by the RFT.
We will present in details these extensions in chapter 6; besides in chapter 10 we will present a new approach mapping the repair processes of an
RFT with an MDPN model instead of a GSPN model.

Chapter 6
State of the art
In this chapter we review the state of art related to the main research
contributions of this thesis. We discuss about some high level formalisms for
modeling and studying DEDS, and the corresponding analysis techniques.
This chapter is divided in two sections: in section 6.1 we deal with
stochastic high level formalisms and their efficient solution techniques. Among
the several formalisms appeared in literature, we focus on the PN and the
FT formalisms. In particular concerning the PN formalism, just introduced
in chapters 2 and 3, we discuss some relevant methods to efficiently analyse
them and mention some tools implementing these methods. Concerning
the FT formalisms we survey some extensions (that were not introduced in
chapter 5) and the corresponding efficient analysis methods.
In section 6.2, we deal with formalisms for modeling both probabilistic and non deterministic behavior. Among the formalism appeared in
literature (see chapter 4 for more details) we focus on the MDP and the
corresponding high level formalisms.

6.1

High level stochastic formalisms and their
efficient analysis techniques

In this section, among the possible formalisms appeared in the literature to
model stochastic DEDS, we focus on the PN and the FT formalisms.
Concerning PNs, since these formalisms are already described in chap-

CHAPTER 6. STATE OF THE ART

108

ters 2 and 3, we review some methods for the efficient state space based
analysis. In fact, the first research contribution of this thesis belongs to this
research area (see chapter 7).
A common goal of all state space based methods is to cope with the state
space explosion problem, deriving a “compact” RG representation, which
retains (most of) the basic properties of the original model.
These techniques can be classified as follows:
• aggregation based methods, where markings are grouped into classes,
according to some equivalence relation;
• composition/decomposition based methods (also defined modular or
hierarchical), where an efficient representation of the whole system
state space is given in terms of system component state space;
• product-form methods, that extend the well known Queuing Network
Product Form Solution (PFS) to the PN.
• partial order methods based for instance on the Stubborn Set concept;
• methods based on the structured representations of the state space,
where the RG is built and stored in partially efficient way1 .
Each methodology has its advantages and drawbacks in terms of reduction effectiveness and applicability, that make a methodology more or less
suitable w.r.t. a particular application domain or model type. Some of the
above methods can be combined.
In particular, we observe that aggregation based methods have a wide
applicability, and they are efficient for a quite large typology of models.
The compositional methods are effective in a number of cases, in particular when model components are loosely coupled. In all other cases, it
may produce unsatisfactory results. Moreover we highlight that most of
these methods put some restrictions on the composition and decomposition
patterns. An example of efficient modular state space representation for
1

In this case no reduction of the RG size is obtained, but huge state spaces can be
generated and store thanks to the adopted structures
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Hierarchical Generalized Colored Stochastic Petri Nets (HGCSPNs) is presented in [26]. This decomposition of the net specification can also be used
to handle the state space explosion of the underlying CTMC by describing
the generator matrix using only much smaller subnet matrices.
The same observations arise for the product-form solution methods: they
are applicable on a restricted class of models. The product-form solution has
been originally defined for some classes of QNs, in which the performance
indices of interest can be factorized in terms of the state of each single queue
in the network. Thus avoiding the construction of the whole state space. In
[8, 117] this approach has been applied to a class of SPNs characterized by
rather restrictive structural patterns.
Example of behavioral reduction (partial order methods) can be found
in [123], where the Stubborn Set method, based on reducing the interleaving
of firing sequences that lead to the same destination through the computation of the conflict relation among transitions, is defined for some HLPN
classes of nets. In particular in [24] a high level Stubborn Set definition is
given for (S)WNs.
The last approach consists to encode and store the RG in very efficient
structured representations, like Binary Decision Diagram (BDD) or Multivalued Decision Diagram (MDD) [93]. The approach presented in [40] is
based on a concept of locality for the effect of a transition firing, called saturation, and it can be used to generate and store the whole state space with
extreme efficiency in terms of both memory and execution time. Moreover
in [120, 121] the Data Decision Diagram (DDD), an efficient data structure
introduced in [45], is used to encode the SRS of a (S)WN model. We observe
that it is an approach that tries to combine a technique based on structured
representations of the state space with a technique based on aggregation, no
results have appeared in the literature using this approach for quantitative
analysis is performed when this last approach.
There are also other examples of hybrid reduction method, which combine different approaches exploiting their orthogonality. For instance in [38]
a hybrid reduction methods for CPNs is presented. It builds a compositional
state space representation of a model, by combining the local subgraphs of
a model components with a synchronization graph expressing their inter-
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actions. The obtained structure is equivalent to the RG of the original
model.
Instead the work in [110] combines the compositional approach with
the SRG approach, defining an extension of WN formalism called Compositional WN nets (cWN), where well-known process-algebra operators are
introduced. Another example combining the compositional and the symbolic approach can be found in [69, 70]. This requires to decompose the
SWN models in submodels and express the infinitesimal generator of the
CTMC, using the Kronecker algebra, in terms of the infinitesimal generators
built from the SRGs of every submodel. Observe that both synchronous and
asynchronous interactions are considered.
In [94] the application of data decision diagram is combined with Kronecker representations, so that a more efficient performance analysis for
a large class of models is obtained. This technique was implemented in
SMART [39], a software package to study complex discrete state systems
implementing both numerical solution algorithms and discrete-event simulation technique.
Let us now focus on the aggregation based methods. These methods
are based on the idea of grouping state into equivalence classes: the state
in the same class must enable equivalent future behavior, and have similar
characteristics w.r.t. the properties to be analysed.
In [32] an approach is proposed that builds the reachability graph and
groups its states in classes according to some symmetry relation. In the
paper [49] the authors prove that an optimal lumping quotient of a finite
Markov chain can be constructed in O(m log n) time, where n is the number
of states and m is the number of transitions. This is performed extending
the Paige and Tarjan algorithm [98] for computing bisimilarity on labeled
transition systems. We observe that both approaches requires to build the
whole state space, before aggregating its states into equivalence classes,
however this may not be always feasible.
For HLPN models three main approaches have been devised for building a quotient graph: the first, called equivalent marking method, is presented in [77] for CPNs and implemented CPNtools 2 , the second based on
2

a tool for editing, simulating and analyzing Colored Petri Nets
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Replicate/Join constructors is presented in [113] for SAN and implemented
Möbius. The last one, called SRG, is introduced in [34] and implemented
in the GreatSPN framework3 [36]. The equivalent marking method, checks
the equivalence between markings with respect to a user defined equivalence
relation. Some preprocessing is necessary to detect the model symmetries,
since the usual firing rule for CPN nets is used, based on low-level occurrence. The latter is defined for the SWN formalism, and its peculiarity is
the fully automatic detection of model symmetries, thanks to the particular syntax of this formalism. However it is possible to directly construct a
lumped CTMC form the SRG.
In [109] the author compares the SRG approach with the aggregation
techniques based on the concept of “bisimulation” introduced in Stochastic
Process Algebra (SPA). A method to represent equivalence classes of markings of PEPA (an SPA) similes to that used in the SRG, has been proposed
in[61] and it is implemented in PEPA Workbench [59].
Unfortunately the SRG approach produces satisfactory result only in
models with a high behavioral symmetry degree. Instead the effectiveness of
the reduction induced by the SRG representation may be poor in a partially
symmetrical models; where symmetric and asymmetric behaviors are mixed.
The Extended SRG (ESRG) approach has been introduced in [68] to take
advantage of partial symmetries; it is particularly efficient when asymmetric
behavior may occasionally occur, but the symmetric behavior is prevalent.
It offers in this type of systems a more compact representation of the state
space than the SRG using two different abstraction levels for the description
of symmetric and asymmetric states. In this case the derivation of a lumped
CTMC is not as direct as in the SRG case: the ESRG structure might need
a refinement to satisfy the lumpability conditions (strong/exact). Hence an
algorithm was proposed in [31] to find the coarsest ESRG refinement that
satisfies the strong lumpability condition. Its complexity is O(n · m) where
n is the number of SRG nodes, and m is the number of transitions between
the nodes in the corresponding CTMC.
3

is one of the most prominent tools for the qualitative and quantitative analysis of
Petri nets, developed since the beginning of the 80’s by the performance evaluation team
of Torino university.
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Moreover in [7] a new approach, called Dynamic SRG (DSRG), was
proposed. It satisfies the exact lumpability condition by construction. It
relies on a separate representation of the asymmetries in a so called control automaton. The quotient graph is then obtained by synchronizing the
transitions of the WN model with the transitions of the control automaton.
Both the previous two approaches (ESRG and DSRG) have been integrated
in the GreatSPN framework. In chapter 7 we will present a new efficient
algorithm to derive a lumped CTMC from the ESRG.
As the PN formalisms are useful to study for systems where the concurrency and competition for shared resources are the relevant features to be
modeled, the Fault trees (FTs) [115] are a well known formalism supported
by several tools (e.g. Galileo software [119], SHARPE tool [112], Möbius
tool [41], Draw-Net framework [43], . . . ) for the evaluation of dependability
of complex systems. They provide an intuitive representation of the system in terms of its faults, modeling how the combinations of faults relative
to the components of the system can cause faults of sub-systems or of the
whole system.
Hence their main advantages can be summarized as follows: an intuitive notation, that can be easily designed and manipulated and can be
efficiently analyzed by means of combinatorial methods (see more details in
section 5.2).
Despite these advantages, the FTs suffer from a limited modeling power,
mainly due to the assumption of the statistical independence of the events.
Several extensions have been proposed in order to improve the modeling
power of FT and consequently to increase its capacity of capturing the
behaviors of the system to be modeled.
In [21, 56] the Parametric Fault Tree (PFT) has been presented. In
PFT formalism identical subtrees are folded to a single parametric subtree;
so that a unique representative of the several replicas is present, while the
identity of each replica is maintained through the values that the parameters
can assume. Observe that parameterization can be applied several times in
the same PFT and at several depths. For the PFT some solution methods
are proposed [21]: the former consists to unfolding the PFT model into the
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corresponding FT, while the latter consists of converting the PFT model
in a equivalent SWN model.The unfolding approach loses the possibility of
exploiting in the analysis phase the regular structure of the model: several
subtrees in the unfolded FT are similar and the analysis could be performed
on only one representative subtree for equivalence class. In this way the PFT
formalism gives only the possibility to compactly represent the redundancies
in the system, while the analysis is still performed on the unfolded FT.
The other approach, requiring a state space analysis, is motivated by the
possibility of exploit automatically the systems symmetries using the SRG
approach. Another solution methods for PFT has been proposed on an
extensions of BDDs called pBDD. This method allows both qualitative and
quantitative analysis.
The Dynamic Fault Trees (DFT) formalism, in [51, 50], introduces several new gates, called dynamic gates, in order to model dependencies among
fault events or component states. The dynamic gates introduce temporal
dependency, functional dependency and the presence of spare components
with respect to a failure rate varying with the spare state: dormant or
working. Due to the presence of dependencies, DFT are analysed using
state space based methods, instead of combinatorial methods; an algorithm
to derive from a DFT model its equivalent state space in form of CTMC
was proposed in [88], while in [42] it was shown how to derive from a DFT
model the corresponding GSPN model (this is implemented in Draw-Net).
The state space analysis may have very high computational costs, hence
a modular approach to analyze DFTs, was proposed in [63]. Modules are
classified as static or dynamic: static modules are independent subtrees
containing only Boolean gates; dynamic modules contain dynamic gates.
Each module is analyzed with the proper technique: a static module is
converted to a BDD; a dynamic module is converted to a CTMC. So, the
state space analysis is limited to dynamic gates, while static modules are
solved with a combinatorial method.
The Repairable Fault Tree (RFT) [44] allows to represent the presence
of repair processes. Besides events and gates, RFT models contain a new
primitive called Repair Box to represent the repair of a set of components.
RFT models, as DFTs, require the state space analysis, since repair pro-
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cesses establish some kind of dependency among the events in the model.
Moreover the components can move from the fault state to the working
state, while in the FT only the opposite transition is possible. The RFT
analysis is realized by means of modularization and conversion of modules
into GSPNs.
Finally, the PFT, DFT and RFT formalisms are integrated in a unique
formalism called Dynamic Repairable Parametric Fault Tree (DRPFT) [20].
The DRPFT includes all the modeling facilities introduced in each formalism: the parametric form, dynamic gates, repair boxes. The analysis of
DRPFT is still obtained exploiting modules where the state space analysis
is performed by mapping modules to SWN.
In the last part of this thesis (chapter 10) we present a new formalism,
called Non deterministic RFT (NdRFT), where the reparable subtrees of
NdRFT are mapped into an MDPN (chapter 8) model and solved with the
MDP solver (to derive an optimal repair strategy).
This new formalism presents an advantage with respect to the RFT formalism: the possibility to compute automatically the optimal repair policies
among the several repair policies that can be applied to system. On the contrary, in the previous approach it is only possible to evaluate and compare
the efficiency of each single repair policy defined explicitly by the modeler
in each RFT models.

6.2

High level non deterministic and probabilistic formalisms and their efficient analysis techniques

This section comprises in two parts. In the former part the relevant literature about MDP formalism and high level MDP formalisms are presented,
while in the latter some MDP efficient analysis methods are reviewed.
The MDP has been widely studied and used in a variety of areas, including robotics, automated control, economics and manufacturing. They were
introduced by Bellman and Howard in [76, 15] in the context of Operation
Research and Dynamic Programming.
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The complexity of solving optimization problem on MDP has been considered in [99]. Instead the complexity of the policy improvement methods
under various assumptions are discussed in [90, 87].
The MDPs are a low level formalism: therefore it might be difficult to
represent directly at this level a complex real system. In order to cope
with this problem, the Stochastic Transition System (STS) was proposed in
[47]. This is an high level formalism for modeling continuous time MDPs.
STS extends the Generalized Stochastic Petri Net formalism by introducing transitions with an unspecified delay distributions and by introducing
the possibility of non-deterministic choices among enabled immediate transitions.
Another high level formalism for MDP is the PRISM language [75] implemented in PRISM [75], a tool for formal modeling and analysis of systems which exhibit non deterministic or probabilistic behavior. The PRISM
language is a state-based language based on the Reactive Modules (RM)
formalism of Alur and Henzinger [4]. In the PRISM language a system is
modeled by a composition of modules/components which interact with each
other.
Unfortunately the PRISM language has a limited possibility for parametrization, so that in [48] it was presented a syntactic preprocessor called eXtended
Reactive Modules (XRM) which generates RM models giving to the users
the possibility of describing the system using for instance: for loops, if
statements.
In literature, several techniques have also been proposed in order to
reduce the state space explosion problem in MDP analysis. For instance
in [58] a technique based on the minimization of the number of state in
the MDP applying to bisimulation is presented. This approach requires to
build the whole system state space and then to reduce it. In [62] the size
of a MDP model is reduced by exploiting the symmetries in the problem
specification. This minimization method gives the possibility to derive a
smaller model whose states are aggregates of the states of the initial model
applying to the stochastic bisimulation.
The previous minimization method is extended in [108] including the
symmetrical equivalence; so that a greater reduction can be achieved. This
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is obtained using the notion of homomorphisms derived from classical Finite
State Automata (FSA) theory.
Finally an abstraction technique for MDP is presented in [84]. This
technique is based on stochastic two players games and its key idea is to
maintain a separation between the non determinism presented in the original MDP and the non determinism introduced through abstraction. These
different non determinism types are represented by a different player in the
game. This technique produces an approximation of the MDP solution.
The work presented in the second part of this thesis falls in this research area. In particular in chapters 8 and 9 two high level formalisms,
called MDPN and MDWN [13, 14], having as low-level formalism the MDP,
are introduced. Moreover we present also how these formalisms c lead to
efficient analysis techniques.
The results on the MDPN are also used for the solution of NdRFT.

Part II
Theoretical results

Chapter 7
Efficient lumpability checking
in partially symmetric systems
In this chapter we are going to present in details the Extended Symbolic
Reachability Graph (ESRG) [31] and show how to generate a lumped CTMC
from it.
We have anticipated in chapter 3 that the ESRG structure has been
introduced to take advantage of partial symmetries; a possibility that is
not available with the SRG. In systems with mostly symmetric behavior
and occasional, local asymmetric behavior, the state aggregation induced
by the ESRG can be significantly higher than that induced by the SRG: the
ESRG groups into Extended SMs (ESM) sets of (partially) similar SMs,
moreover when the behavior is locally symmetric the set of SMs captured
in an ESM can be kept implicit and represented by means of a unique
Symmetric Representation (SR). Even when the ESM groups SMs that must
be explicitly represented because of local asymmetry, the common SR can
be factorized, still allowing some space saving.
The derivation of a CTMC from the ESRG is not straightforward: in fact
the aggregation of SMs suggested by the ESRG does not always satisfy the
strong/exact lumpability conditions. Hence an algorithm must be designed
to find the coarsest ESRG refinement that satisfies (one of) these conditions.
One such algorithm was proposed in [31].
In this thesis a new algorithm is proposed, based on the Paige and
Tarjan’s partition refinement algorithm [98] and exploiting the information
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contained in the ESRG: in [49] it has been proved that it is possible to
extend the Paige and Tarjan algorithm to CTMC lumping while keeping
the same complexity.
The modification of the algorithm based on the ESRG allows us to save
time, because fewer steps are performed to obtain the coarsest partition,
and also to save space in all those models where a significant number of
ESMs can be described by their SR only.
It is important to highlight that even if the single steps of the ESRGbased refinement may require the instantiation of the SMs grouped in an
ESM for performing the lumpability check, this additional cost is needed at
most once for each ESM, and it is a cost that would be paid earlier (during
the SRG construction process) if the ESRG was not adopted.
This chapter is organized as follows: in section 7.1 we present an SWN
model which we will use in the next section 7.2 for introducing the ESRG
approach. In Section 7.3 two different algorithms for refining the ESRG
(strong lumpability/exact lumpability check) are proposed and section 7.4
shows how to obtain a CTMC from the ESRG refined with one of the two
previous algorithms.
Finally a comparison between these two approaches is presented in section 7.5,while in section 7.6 we compare these two algorithms with:
• the algorithms applying the Paige and Tarjan’s algorithm on the SRG
without any knowledge of the ESRG and working only on the strong
lumpability condition;
• the algorithm proposed in [31] based on the ESRG and working only
on the strong lumpability condition;
• the algorithm presented in [7] based on the Dynamic SRG (DSRG)
which satisfies the exact lumpability condition by construction.

7.1

The distributed critical section example

In this section we are going to present an example that we use to illustrate
the ESRG approach in the rest of this chapter.
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Figure 7.1: Petri net model of the Distributed Critical Section algorithm.
The SWN model shown in Fig. 7.2 represents a distributed critical section algorithm.
A color class C = {pr1 , pr2 , pr3 } is introduced to represent a finite set
of processes. Idle processes, initially represented by the corresponding color
tokens in place ID, may independently issue a request in RQ for accessing
the critical section CS. The solution of multi-access conflicts is managed in
GS so that a single request is accepted (by transition t3 ) while all the others
are rejected (this task is accomplished by transition t4, while the immediate
transition t6 is used to prevent any other new request submission).
In the example the CS access conflict is solved by means of a privilege
given to the process of higher identity among the requesters. In the figure,
this is expressed by associating a guard [p > q] with transition t4. To
express this in the syntax of SWN, the class C must be split in three static
subclasses of cardinality one: Ci = pri , i = 1, 2, 3, and transition t4 must be
assigned an associated guard in the form: ORi>j ([p ∈ Ci ]AND[q ∈ Cj ]).
The presence of static subclasses with cardinality one affects the efficiency of the standard SRG so that it has the same size of the ordinary
RG.
The next section shows how to overcome this problem by extending the
standard symbolic approach.
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7.2

Extended Symbolic Reachability Graph

The ESRG approach is based on the notion of Extended Symbolic Marking (ESM) which still represents a set symbolic markings, but its concept
of equivalence is less restrictive than that of SM in the SRG.
b
b includes a two-level description:
The ESM (m)

• the first level, called Symmetric Representation (SR), represents a
symbolic marking representation defined without any reference to the
static subclasses.

• the second level, called the eventuality (EV) refines the SR by taking
into account the static subclasses.
An example of SR for the distributed critical section example is:
1
2
SRm
b
b 12 = ID(Z ) + GS(Z )

representing a marking with one process in ID place and the others in GS
place without considering the static subclasses.
Instead the eventuality e1 related to the SRm
b
b 12
Z 1 = Z11 ∧ Z 2 = Z21 ∪ Z21
represents the following symbolic marking:
ID(Z11 ) + GS(Z21 , Z31 )
An ESM is completely characterized by the pair hSR, Ei as follows:
b
b is a pair
Definition 52 (Extended Symbolic Marking) An ESM m
hSR, Ei with SR the canonical representation of a standard symbolic marking where the dynamic subclasses are not bound to their static subclasses,
and with E the set of reachable eventualities, namely instantiations of SR
with respect to the actual static subclass partition. A specific eventuality of
b
b is denoted hSR, ei with e ∈ E.
m
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The eventualities are represented in a compact way as a set of assignments of static subclasses to each dynamic subclass of the SR.
The graphical representation that used in this chapter for an ESM is a
box that comprises two parts:
• in the upper part the SR is shown, highlighted by a grey background;
• in the lower part the set of reachable eventualities is shown.
We define the function1 inst() that returns the SM corresponding to a
given specific eventuality hSR, ei obtained by instantiating the SR as specified in e and then transforming the resulting symbolic marking in the usual
canonical form. Observe that some ESMs can be represented in efficient
way only by their SRs; this will be described better later.
If all the eventualities are reachable then the ESMs have the property
of being saturated.
Definition 53 (Saturated ESM) A ESM is saturated if all its eventualities are reachable
Moreover in the ESRG we can distinguish between symmetric and asymmetric ESMs. This requires to introduce the following definition of symmetric transition.
Definition 54 (Symmetric transition) The transition t is symmetric if
no static subclass appears in its arc functions, no clauses such as d(x) = d(y)
or d(x) 6= d(y) or d(x) = Ci or d(x) 6= Ci appear in its guard and its rate
does not depend on any static subclass.
The transitions that do not meet this definition are called asymmetric.
This distinction between symmetric and asymmetric transition instance
leads to a partition of the ESMs into two sets:
symmetric that enable only symmetric transition instances; and
1

Note that in the rest of this thesis we will use the same term “eventuality” to refer
to both hSR, ei and inst(hSR, ei)
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asymmetric that have one or more eventualities e ∈ E which enable one
or more asymmetric transition instances.
So an ESM in the ESRG can be: saturated or not saturated and symmetric or asymmetric.
All the saturated and symmetric ESMs in the ESRG leads to space saving since all their eventualities are reachable and as a consequence they
could be left implicit (they can be automatically derived from the SR). Instead if an ESM is saturated and asymmetric requires that at least some
eventualities (those enabling some asymmetric transition) are explicitly represented.
In the ESRG shown in Fig. 7.2 obtained by the SWN model in Fig. 7.1,
b
b
b 10 and m
b 12 which
all ESMs are saturated and symmetric except the ESMs m
are saturated and asymmetric.
In particular the eventualities hSRm
b
b
b
b 10 , e1 i, hSRm
b 10 , e2 i and hSRm
b 10 , e3 i
represent respectively the asymmetric SMs:
b 1 = RQ(ZC1 1 ) + GS(ZC1 2 + ZC1 3 )
m

b 2 = RQ(ZC1 2 ) + GS(ZC1 1 + ZC1 3 )
m

b 3 = RQ(ZC1 3 ) + GS(ZC1 1 + ZC1 2 )
m

with |ZC1 i | = 1.
b
b
b
b 0, m
b 3 and m
b 13 are a special case
We also observe that the ESMs m
because they include only one SM. This happens when the colors of the class
have all the same distribution over places and, in practice, no confusion is
introduced by using the SR representation instead of the SM representation
to denote it (in fact in this case all elements of each static subclass are
grouped into a single dynamic subclass).
Definition 55 (Uniform ESM) An ESM is uniform iff it represents only
one SM.
The two level representations of an ESM also lead to different types of
transition instance: the symbolic instance and the generic instance.

〉〉
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Figure 7.2: ESRG of the Petri net model of the DCS algorithm.
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Definition 56 (Symbolic instance and generic instance)
• A symbolic instance of a transition t referring to the eventuality hSR, ei
corresponds to a SRG symbolic instance defined on inst(hSR, ei).
• A generic instance t(bb
c) of a symmetric transition t referring to a given
b
b is symbolic instance defined on SR.
ESM m

The symbolic instance t(b
c) referring to eventuality inst(hSR, ei) is an
instantiation of generic instance t(bb
c) referring to SR iff t(bb
c) can be derived
from t(b
c) by discarding the partition of color classes into static subclasses.
This distinction must be kept also in the graphical representation so
that we have two different type of arcs : the instantiated arcs departing
from an eventuality of an ESM (thin arcs) and the generic arcs (thick arcs)
departing from the SR part of an ESM. The former type corresponds to a
symbolic instance while the latter type to a generic instance.
For instance in the ESRG of Fig. 7.2, transition instance (t5 , hZ 2 i) enb
b 11 is a generic instance. Instead, the instance (t4 , hZC1 2 , ZC1 1 i),
abled in m
b
b 10 , is an instantiated one since it refers
enabled in eventuality e3 of ESM m
to the refined dynamic subclasses of the eventuality.
Two different definitions of firing of a ESRG transition instance are
necessary: the instantiated firing and the generic firing.
Definition 57 (Instantiated firing) t(b
c) is enabled in hSR, ei and its firing leads to hSR′ , e′ i iff:
t,b
c

inst(hSR, ei) −→ inst(hSR′ , e′ i)
In the rest of this thesis we use the simpler notation:
t,b
c

hSR, ei −→ hSR′, e′ i
b
b and its firing leads
Definition 58 (Generic firing) t(bb
c) is enabled in m
′
b
b iff considering each color class as composed of a single static subclass:
to m
t,b
c
b

SR −→ SR′
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The construction of the ESRG, starting from an SWN model, is similar
to the SRG construction, but it is based on the ESM representations and
the symbolic firing rules above presented (more details can be found in [66]).
The ESRG construction is shown in algorithm 2. The list newm ark stores
all the new ESMs that have to been visited. For each ESM in the newm ark
all the generic instances and the symbolic instances enabled are fired. Then
the ESRG is updated according to these instantiated and generic firings,
while all the new ESMs (not yet reached) will be inserted in newm ark.

7.2.1

ESRG properties

In this section we are going to introduce some important properties of the
ESRG. The first property establishes that all the reachable eventualities
in the ESRG correspond to reachable markings in the SRG. The proofs of
these properties can be found in [67].
b
b 0 be the initial ESM then:
Property 9 (Symbolic Reachability) Let m
σ′

b
b
b
bi : m
b 0 −→ m
b i , ∀e ∈ Ei ⇒ m
b 0 −→ inst(hSRi , ei)
∀m
σ

b 0 = inst(hSR0 , e0 i) and σ ′ is a firing sequence of SRG correspondwhere m
ing to the ESRG firing sequence σ.
The second one ensures that any SRG firing sequence corresponds to some
ESRG firing sequence.
Property 10 (Correspondence of ESRG and SRG firing sequences)
σ
b → m
b ′ be a firing sequence of the SRG, then an ESRG firing seLet m
σ′ b
b
b1 → m
b 2 exists such that m
b = inst(hSR1 , e1 i) for some e1 ∈ E1 ,
quence m
′
b = inst(hSR2 , e2 i) for some e2 ∈ E2 and σ is an instantiation of σ ′ ,
m
obtained by substitution of the generic firings in σ ′ with one of the corresponding instantiated firings.
Observe that this property guarantees only that an SRG firing sequence
is represented by some ESRG firing sequence, so that an ESRG path might
actually not represent all potentially corresponding SRG path.
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Algorithm 2 ESRG Compute(hSR0 , E0 i)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:

ESRS = {hSR0 , E0 i};
ESRG = ∅;
new mark = {hSR0 , E0 i};
while new mark 6= ∅ do
hSR, Ei = SELECT a ESM contained in new mark;
for all t ∈ T do
for all t(bb
c) do
b
if t(b
c) ∈ εhSR, Ei then
t(b
c)
b

SR′ = SR −→;
COMPUTE hSR′ , E ′ i from SR′ ;
if hSR′, E ′ i 6∈ ESRS then
ESRS = ESRS ∪ hSR′ , E ′ i;
new mark = new mark ∪ hSR′ , E ′ i;
end if
t(b
c)
b
ESRG = ESRG ∪ {hSR, Ei −→ hSR′ , E ′ i};
end if
end for
end for
b
b do
for all e ∈ E of m
for all t ∈ T do
for all t(b
c) do
if t(b
c) ∈ ε(hSR, ei) then
t(b
c)

hSR′ , e′ i = hSR, ei −→;
COMPUTE hSR′, E ′ i from hSR′ , e′ i;
if hSR′ , E ′ i 6∈ ESRS then
ESRS = ESRS ∪ hSR′ , E ′ i;
new mark = new mark ∪ hSR′ , E ′ i;
end if
t(b
c)
ESRG = ESRG ∪ {hSR, ei −→ hSR′ , e′ i};
end if
end for
end for
end for
end while
return ESRG;
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Now we are showing the relation between the ESRG and SRG with respect to the strong connectivity that it is similar to the one existing between
the SRG and RG.
Property 11 (Necessary condition for the strong connectivity)
Strong connectivity of SRG ⇒ strong connectivity of ESRG but not viceversa.
In order to give a sufficient condition for the strong connectivity of the
SRG with respect to the ESRG, it is necessary to introduce the following
definitions of safe reachability and safe path.
′
b
b is safely reachable from
Definition 59 (Safe reachability) A ESM m
b
′ , E ′ i there exists an
b if ∀m
b ∈ inst(hSRm
b′
m
b
b
b
b
b , Em
b i) and ∀m ∈ inst(hSRm
b
b
m
σ
′
b →m
b .
instantiated path m

σ b′
b
b →m
b is safe if it ensures
Definition 60 (Safe path) An ESRG path m
′
b
b
b safely reaches m
b
that m

The following theorem states a sufficient condition for the SRG strong
connectivity.

Theorem 2 (A sufficient condition for the strong connectivity)
A sufficient condition for the SRG being strongly connected is that the ESRG
σ b
b
b →m
b 0.
is strongly connected and for every its ESM there exists a safe path m
We have to observe that even if the conditions of previous theorem are
not met the SRG may be strongly connected (it is not a necessary condition).
In [30] a technique is presented, which can be used when the above
sufficient condition does not hold for some paths.
Notice that if the SRG underlying the ESRG is strongly connected [30],
then there is a single home space, the CTMC does not have any transient
state, and it admits a steady state solution which is independent from the
initial state distribution.
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7.3

Performance evaluation of SWN through
the ESRG: checking lumpability

In chapter 3 we have shown how the SRG built from an SWN is isomorphic
to a CTMC that is a lumped version of the CTMC associated with the RG;
so that all quantitative properties computable from the original RG and
CTMC can still be obtained from the SRG and lumped CTMC.
Now we are going to discuss whether it is possible to have a similar
results for the ESRG which aggregates states of the SRG.
The aggregation induced by the ESRG on the underlying SRG may not
satisfy the lumpability condition (exact or strong) at the CTMC level. For
instance in the DCS model, if all instances of transition t4 have the same
firing rate, then the lumped CTMC whose nodes are the ESMs fulfills the
strong lumpability condition. If instead transition t4 is asymmetric also
from the a quantitative point of view, i.e. its firing instances have different
rates, then some ESMs like m10 do not have the same output rates for
all their reachable eventualities. In this situation the stochastic behavior
of the system cannot be studied taking these ESMs as an aggregate; the
represented set of SMs must be split in several sub-aggregates. This splitting
could propagate to the adjacent nodes (due to the definition of lumpability)
and cause cascading splitting in sub-aggregates, so that in the worst case
the Refined ESRG (RESRG) could have the same size of the SRG (all the
ESMs are split as many sub-aggregates as the number of eventualities).
In order to derive the coarsest refinement of the ESRG that satisfies the
lumpability conditions we have developed an efficient lumpability check [10,
11]. In the next two subsections we will present two versions of this algorithm, the former for ensuring strong lumpability and the latter for ensuring
exact lumpability.
Fig. 7.3 shows a comparison in terms of number of states among ESRG,
RESRG, SRG and RG.
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Figure 7.3: A comparison in terms of number of states among
ESRG, RESRG, SRG and RG: |CT MC(RG)| ≥ |CT MC(SRG)| ≥
|CT MC(ESRG)|
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7.3.1

The algorithm for checking strong lumpability

In this section, we describe an extension of Paige and Tarjan’s partition
refinement algorithm [10, 11] (a description of the Paige and Tarjan’s algorithm [98] is presented in appendix A), for the strong lumpability check of
the (SRG) state aggregation induced by the ESRG. With respect to Paige
and Tarjan’s algorithm this extension uses a different aggregation condition
(the strong lumpability one) and works using the information contained in
the ESRG. The stability condition of Paige and Tarjan’s algorithm is weaker
than the strong lumpability one, and is implied by the latter. In fact the
strong lumpability condition does not only require that all elements in each
aggregate reach the same destination aggregates, but it also requires the
transition rate from each element in a source aggregate to all elements in
the destination aggregates is the same.
Like the original algorithm, our extension uses several data structures,
namely A, X, C described hereafter.
• A is a double-linked list and represents the current partition of markings2 ; every element of the list is called block. A single block contains
a set of elements of type Node. A Node element can be either an
aggregate of SM (SR) or an SM (EV). For every Node element, the
following information is maintained:
type: it is set to ’instance’ if the Node element represents an SM to
Aggreg if it represents an aggregate of SM.
in generic, in inst: are the lists of all input generic/instantiated
transitions which reach this Node. Every element in these lists contains a pointer to the source Node and the transition rate.
out generic, out inst: are the lists of all output generic/instantiated
transitions departing from this Node. Every element in these lists contains a pointer to the destination Node and the transition rate.
• X is a double-linked list and represents another possible partition
of the symbolic markings such that A is a refinement of X and A
satisfies the lumpability condition with respect to every block of X.
2

It will be clarified later how the initial partition is chosen and how the iterative
refinement steps leading to each successive refinement work.
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Every block in X is described as a list of one or more A blocks (in the
former case it is called simple block, in the latter it is called compound
block). The Node elements contained in each X block can be derived
as the union of the Node elements of the A blocks contained in the
X block.
• C is a list; it is used to maintain pointers to the compound blocks of
X (to retrieve them more efficiently).
The pseudo-code for refining the ESRG w.r.t. the strong lumpability is given
in algorithm 3 and it can be divided into two phases: the initialization [lines
1-2] and the iterative refinement [lines 3-14].
Algorithm 3 Algorithm for the strong lumpability check
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

12:
13:
14:

Create A(ESRG, A);
Create X C(A, C, X);
while C 6= NULL do
D=TOP(C);
B=SELECT the largest A block contained in D;
DIVIDE D in D ′ = B and D ′′ = D − B;
if (IsCompound(D ′′)) then
INSERT(C, D′′);
end if
e b= COMPUTE E −1 (B); {e b is the set of blocks that reach B}
PARTITION(e b);
{e b = ⊎e bi : xj , xk ∈ e bi ↔ xj , xk ∈ A(p) ∧
rate(xj , B) = rate(xk , B)}
SPLIT(e b, A, C, X);
end while
return A;

In the first phase [lines 1-2], the data structures are initialized in this
way:
[line 1] Creates the initial A list based on the initial partition induced by
the ESRG: for each aggregate having only generic transitions, we shall
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Algorithm 4 SPLIT(e b, A, C, X)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

for (e bi ⊆ e b) do
new block= NEW Ablock ;
Ai = Ablock of xj with xj ∈ e bi ;
for xj ∈ e bi do
DELETE xj from Ai
if (IsEmpty(Ai )) then
DELETE Ai from A;
end if
INSERT(new block, xj );
end for
Xk = Xblock of Ai ;
INSERT(A, new block);
UPDATE(Xk , new block);
if (IsNowCompound(Xk )) then
INSERT(C, Xk );
end if
end for
insert a new block into the A list which will contain only one element
of type Aggreg. For each aggregate having also instantiated transitions
we shall insert a new block into the A list containing as many elements
of type ’instance’ as the states contained in this aggregate.

[line 2] Creates the lists X and C and pre-splits the aggregates of A. The
function Create X C(A) will split an A block iff one or more instantiated transitions depart from it, and the splitting is performed considering only the weights3 , and destination aggregates of the outgoing
instantiated transitions. The list X will contain n blocks 4 . For every
block of A, that is not split in this step, a simple X block containing
it is inserted. A compound X block is inserted for every split block of
A, and it will contain all the new A blocks generated by its splitting.
3
4

In this version we do not consider also the transition labels.
where n is the number of A blocks before the initial pre-split.
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For every compound X block, one block is inserted in C.
After this pre-split phase, we have obtained the two partitions A,X, so
that A satisfies the lumpability condition with respect to every block of X.
The second phase [lines 3-14] is the algorithm core and consists of repeating the refinement step until C = ∅. The refinement step is performed
as follows :

[lines 4-5] Remove a block D from C and select the A block B contained
in D with the maximum number of elements.
[lines 6-9] Divide the block D in D ′ = B and D ′′ = D − B and update X
accordingly; if D ′′ is compound, then it is put into C.
[lines 10-11] For every Node element in B, put in the list e b the Node elements which reach it (function COMP UT E E −1 ()). These Node elements are found scanning for every Node element in B its lists in inst
and in generic. They are inserted in e b, if they have not yet been
added, otherwise only the corresponding rate is updated. In particular all Aggreg elements found, before being inserted in e b, will have
to be instantiated, so that the Aggreg elements will be substituted
by all the SMs they represent and the generic arcs are instantiated.
The function PARTITION() partitions e b so that every sublist e bk
contains all the elements in some block Ai of A that reach B with the
same rate.
[line 12] The function SP LIT () performs the A block splitting according
to the partition e b (see algorithm 4). A generic A block is split if
it contains one or more Node elements stored into e b 5 . All these
Node elements are deleted from this block and are separated into one
or more new A blocks according to their rates. A separate block for
each outgoing rate category is created. Then the X block containing
the split A block is updated, this A block must be replaced with the
5

If all the elements of a given A block are in the same e bk the splitting result is {∅}
and the same A block
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new A blocks. If the X block was simple then it becomes compound.
For every new compound block in X, a new block is inserted in C.

A simple example. In this paragraph we describe two steps of this algorithm for checking strong lumpability applied on the ESRG of Fig. 7.5
obtained by the SWN model in Fig. 7.4 where all the transitions have rate
1. The initial A list elements are:
b
b
b
b 0 }, a2 {m
b 1 }, a3 {m
b 2 }, a4 {hSRm
A = {a1 {m
b
b
b 3 , e1i, hSRm
b 3 , e2i}}

b
b
b
b 0, m
b 1, m
b 2 are nodes of type Aggreg, and hSRm
where m
b
b 3 , e2i are
b 3 , e1i, hSRm
b
nodes of types instance and are the eventualities of the saturated asymmetb
b 3 , where inst(hSRm
b
b
ric m
b
b
b 3 , e1i) = m6 and inst(hSRm
b 3 , e2i) = m7 of the
Fig. 7.6.
In the pre-split phase only the block a4 is split. After this phase the
elements of the A list are:
b
b
b
b 0 }, a2 {m
b 1 }, a3 {m
b 2 }, a4 {m
b 6 }, a5 {m
b 7 }}
A = {a1 {m

and those of the X list are:

X = {x1 {a1 }, x2 {a2 }, x3 {a3 }, x4 {a4 , a5 }}
The C list contains only one element: c1 {x4 }.
The first step refinement selects x4 as D. After that, a4 becomes B
(since both a4 and a5 have the same size the choice is arbitrary). During
b
b 2 is instantiated in m
b 3, m
b 4, m
b 5 . The e b contains
the e b computation the m
b 3 i}, e b2 {h1, m
b 4 i}, so that only the block a3 is split.6 In the end
e b1 {h2, m
the A list becomes:
and

b
b
b 0 }, a2 {m
b 1 }, a3 {m
b 3 }, a4 {m
b 6 }, a5 {m
b 7 }, a6 {m
b 4 }, a7 {m
b 5 }}
A = {A1 {m
X = {x1 {a1 }, x2 {a2 }, x3 {a3 , a6 , a7 }, x4 {a4 }, x5 {a5 }}

The C list contains one element: c1 {x3 }. In the end all the ESMs are split,
so that the RESRG is equal to the SRG (Fig. 7.6).
6

In this case every sublist contains only one element.
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Figure 7.4: A simple SWN

Figure 7.5: ESRG of model in Fig.7.4
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Figure 7.6: The RESRG=SRG of model in Fig. 7.4
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7.3.2

The algorithm for checking exact lumpability

It is easy to extend the previous algorithm to check the exact lumpability
condition instead of the strong lumpability one. In fact only a small part
of the previous algorithm must be modified, since all we need to do is to
swap in the previous description the in generic arcs with out generic and
the in inst with out inst, and vice versa. In addition we need to modify
slightly the pre-splitting phase, and keep in separate subsets the states with
different global outgoing rate.
According to this observation the initialization phase must be modified
in this way: an A block will be split only if one or more instantiated transitions reach at least one of its states or one or more instantiated transitions
leave one or more of its states. This splitting is performed on the basis of
the weights and source aggregates of the only incoming instantiated transitions (since the generic transitions surely satisfy the condition) as well as
the global output rates of the instantiated transitions leaving the states of
the aggregate. Like in the version for strong lumpability, for every block of
A that is not split in this step, a simple X block containing it is inserted. A
compound X block is inserted for every split block of A, and it will contain
all the new A blocks generated by its splitting. For every compound X
block, one block is inserted in C.
In the refinement step, only the following change is necessary: after
selecting the block B and updating D, X and C, for every Node element
in B, we put in the list e b the Node elements which this element reaches.
These Node elements are found scanning for every Node element in B its
lists out inst and out generic. Like in the strong lumpability check version
the elements are inserted in e b, if they have not yet been added, otherwise
only the corresponding rate is updated. All Aggreg elements found, before
being inserted in e b, will have to be instantiated.
Then all elements in e b are grouped into sublists such that every sublist
contains those elements that B reaches with the same rate.
After this, the refinement step works in the same way of the strong
lumpability version.
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A simple example. In this paragraph we describe how the algorithm
for checking exact lumpability applied still on the ESRG in Fig. 7.5 gives
a different RESRG w.r.t. that obtained applying the strong lumpability
algorithm with higher level of aggregation.
The initial A list elements are again:
b
b
b
b 0 }, a2 {m
b 1 }, a3 {m
b 2 }, a4 {hSRm
A = {a1 {m
b
b
b 3 , e1i, hSRm
b 3 , e2i}}

In this case in the pre-split phase the block a3 is split. After this phase
the list A is:
b
b
b 0 }, a2 {m
b 1 }, a3 {m
b 3, m
b 5 }, a4 {m
b 6, m
b 7 }, a5 {m
b 4}
A = {a1 {m

and the list X is

X = {x1 {a1 }, x2 {a2 }, x3 {a3 , a5 }, x4 {a4 }}
while C contains x3 .
The first step refinement selects x3 as D. After that, a3 becomes B. The
b 6, m
b 7 i}, so that no blocks are split.
e b contains e b1 {h1, m
In the end the A list is not changed while X becomes:
X = {x1 {a1 }, x2 {a2 }, x3 {a5 }, x4 {a4 }, x5 {a3 }}

and C is empty.
The algorithm terminates and returns A.
For this example we can observe that the exact lumpability gives better
results than the strong lumpability in terms of time (number of iterations)
and final aggregation, but this is not always true as we show in section 7.5.
We observe that during the execution when we instance an ESMs we
never regroup it until the end of lumpability check, even if after instancing
it we do not split its aggregates. This approach was decided to reduce the
effect of the computation cost to instance a ESM on the global computation
time, i.e. in the worst case we call the function that instantiates the SMs
not yet explicitly represented in the ESM once for every ESMs in the ESRG
(see section 7.6 for more details).
Hence the real number of ESMs and eventualities stored during the
computation (i.e. the peak memory occupation) is greater than the final
number of aggregates.
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In order to cope this problem in section 7.5 we present a techniques allowing to have an indication on which refinement algorithm (exact or strong
lumpability) can minimize the number of instantiated SMs (the memory
peak) by analyzing the structure of the ESRG.

7.4

Lumped Markov chain generation

In this section, it is explained how to generate the lumped CTMC from
the RESRG obtained applying the strong or the exact lumpability check
algorithm. The states of the CTMC correspond to the aggregates in the
RESRG, while for the rates we distinguish two different cases:
I

[Rule 1 :] EVi −→ EVj is the case corresponding to the instantiated firings
departing from an eventuality: the rate is defined as follows:
(t,ĉ)

b i −→ | w[t](b
µ(t, b
c) = | m
c)

(t,b
c)

b i is the SM corresponding to EVi , m
b i −→ is the firing correwhere m
sponding to the instantiated arc connecting EVi to EVj , finally w[t](b
c)
is the rate associated with t (which may depend on the static subclasses of the symbolic color instance b
c).
G

[Rule 2 :] SRi −→ SRj is the case corresponding to a generic symmetric
firing from an ESM to another ESM: the rate is defined as follows:
b

(t,b
c)
b
b i −→ | w[t]
µ(t, b
b
c) = | m

b

(t,b
c)
b
b
b i is the ESM corresponding to SRi , m
b i −→ is the firing
where m
corresponding to the generic arc connecting SRi to SRj , finally w[t]
is the rate associated with t

Observe that if the arc is generic, then the rate of transition t does not
depend on static subclasses.
These two rules cover all the possible types of arcs connecting the Node elements. We generate from the RESRG the lumped CTMC computing its
rates with these rules.
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Algorithm 5 Algorithm for the CTMC generation from RESRG w.r.t.
strong lumpability
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

CTMC.empty(); {initialize the CTMC list}
while (A!=NULL) do
B=A.top(); {remove the first block from A}
m=B.get first marking(); {return the first element of B}
if (m.get type()=Aggreg) then
out =m.get out generic();
while (out!=NULL) do
CTMC.add rate(B,out.get dest(),out,rule1);
out=out.next();
end while
else
out =m.get out inst();
while (out!=NULL) do
CTMC.add rate(B,out.get dest(),out,rule2);
out=out.next();
end while
end if
end while
return CTMC ;

Algorithm for CTMC generation from RESRG w.r.t. strong lumpability. The pseudo-code for generating the CTMC from the RESRG when
strong lumpability holds, is given in algorithm 5. This algorithm represents
the CTMC as a list, where every element is a 3-tuple hai , aj , ratei.
ai and aj are the source and destination aggregates and rate is the firing
rate computed using the appropriate rule. The method add rate() takes as
input the source and destination aggregates, the transition firing instance
and the type of rule that must be applied to compute the rate.
Initially it computes the rate in agreement with the input parameters,
and then it updates the CTMC list. If the list does not yet contain any
element with the same pair of source and destination blocks a new element
is inserted, otherwise the new computed rate is added to the previous rate.

CHAPTER 7. EFFICIENT LUMPABILITY CHECKING IN
PARTIALLY SYMMETRIC SYSTEMS
142

Algorithm for CTMC generation from RESRG w.r.t. exact lumpability. A pseudo-code for generating the CTMC generation from the refined ESRG for the case of exact lumpability is given in algorithm 6. The
same representation of the CTMC given for the previous one is preserved.
However, in the case of the exact lumpability, the global rate from an
aggregate to another aggregate is computed in a different way than in the
strong lumpability case. In fact, as shown in Fig. 3.6, in the exact lumpability every element into an aggregate may reach with different rates a specific
aggregate, but they are guaranteed to have equal probability.
Finally the global rate from an aggregate Ai to Aj is computed as follows7 :
generic symmetric firing:
X

b

(t,c
b)
t(b
c)∈ε(SRi )∧SRi −→SRj
b

µ(t, b
b
c)

with SRi ∈ Ai and SRj ∈ Aj .
instantiated firing:
X

b
m∈A
i

1
·
|Ai |

X

(t,b
c)

b ′ ∈Aj ∧m
b −→ m
b′
m

µ(t, b
c)

b i ) with m
b ∈ Ai ; since if the exact
Observe that |A1i | is equal to pr(m|A
lumpability condition is satisfied then the SMs in an aggregate are equiprobable.
Therefore the method add rate() w.r.t to the previous case takes as input
also the number of source block elements. Initially it computes the rate in
agreement with the input parameters (as shown above), and then it updates
the CTMC list. If the list does not yet contain any element with the same
pair of source and destination blocks a new element is inserted, otherwise
the new computed rate is added to the previous rate.
7

We recall that if we instantiate a Aggreg elements then all the generic arcs are
instantiated.
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Algorithm 6 Algorithm for the CTMC generation from RESRG w.r.t.
exact lumpability.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

CTMC.empty(); {initialize the CTMC list}
while (A!=NULL) do
B=A.top(); {remove the first block from A}
m=B.get first marking(); {return the first element of B}
out =m.get out generic();
if (m.get type()=Aggreg) then
reach=NULL;
while (out!=NULL) do
CTMC.add rate(B,1,out.get dest(),out,rule1);
out=out.next();
end while
else
while (m!=NULL) do
out =m.get out inst();
while (out!=NULL) do
CTMC.add rate(B,B.get num elem(),out.get dest(),out,rule2);
out=out.next();
end while
m=m.next();
end while
end if
end while
return CTMC ;
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Figure 7.7: An example of model where the strong lumpability gives better
results than the exact lumpability.

7.5

Exact lumpability vs Strong lumpability

First we have to highlight that the strong and the exact lumpability can be
viewed as complementary approaches that lead to different splittings of the
ESRG.
There are models, as the SWN model in Fig. 7.4, where the exact
lumpability gives better results but also models, as the SWN model in
Fig. 7.7, where the strong lumpability gives better results: in this example the RESRG obtained by the strong lumpability algorithm is equal to
the ESRG (no ESMs are split) while the exact lumpability leads to SRG
(Fig. 7.8).
A first choice between these two approaches must be driven by the performance measures that we want to compute. If probabilities of individual
markings (SMs) are needed, then the strong lumpability cannot be used
since it only gives the probabilities of aggregates. Instead if the performance
measures can be expressed at the level of aggregates, then both approaches
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Figure 7.8: The RESRGs for the SWN model in Fig. 7.7. The grey blocks
represent the aggregation given by strong lumpability that corresponds to
the ESRG. Exact lumpability leads to SRG.
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can be used, but in general we do not know how to determine which one
gives better results (in terms of achieved state space aggregation).
In the rest of this section a possible approach is outlined that allows
to have an hint on which refinement algorithm (exact or strong lumpability) can minimize the number of instantiated SMs (the memory peak) by
analyzing the structure of the ESRG.
Unfortunately this does not ensure that the selected refinement algorithm minimizes also the number of aggregates in the RESRG (coarser state
space partition).
We introduce the following definitions: Stop Strong Propagation ESM,
Stop Exact Propagation ESM, Forward Splitting Path and Backward Splitting Path.
b
b is a Stop
Definition 61 (Stop Strong Propagation ESM) An ESM m
Strong Propagation (SSP) ESM iff:
• it is a saturated symmetric ESM and

• all its successors are safely reachable from it and
′
′
b
b
′ , E ′ i))
b , each SM in m
b (∈ inst(hSRm
• for each successors aggregate m
b
b
b
b
m
b
b (this is trivially
is reached with the same rate from all the SMs in m
b
b is uniform).
satisfied if m

We observe that a SSP ESM stops the strong splitting propagation. In
fact for the strong lumpability case each possible split of its successors does
not propagate to it as shown in Fig. 7.9.
b
b is a Stop
Definition 62 (Stop Exact Propagation ESM) An ESM m
Exact Propagation (SEP) ESM iff:
• it is a saturated symmetric ESM and

• it is a safely reachable from all its predecessors and
′
′
b
b
b , each SM in m
b (∈ inst(hSRm
• for each predecessors aggregate m
b
b
b , Em
b i))
b
b (this is trivially satisfied
reaches with the same rate all the SMs in m
b
b is uniform).
if m
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Figure 7.9: Example of SSP ESM: strong lumpability case
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Figure 7.10: Example of SEP ESM: exact lumpability case

We observe that a SEP ESM stops the exact splitting propagation. In
fact for the exact lumpability case each possible split of its predecessors
does not propagate to it as shown in Fig. 7.10.
Definition 63 (Forward Splitting Path) A path σ is a Forward Splitting Path (FSP) iff it starts with an asymmetric or a not saturate ESM and
reaches a uniform or an SEP ESM.

Definition 64 (Backward Splitting Path) A path σ is a Backward Splitting Path (BSP) iff it starts with a uniform or an SSP ESM and reaches an
asymmetric or a not saturate ESM.

In order to give an indication on the best refinement algorithm minimizing the memory peak we must estimate all the symmetric saturate ESMs
that will not be split by each approach. First of all the FSPs and the BSPs
of the system have to be computed. For every FSP we remove by the set
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Figure 7.11: The benchmark net with synchronization before and after the
asymmetric transitions t2, t3 and t4
of whole saturated symmetric ESMs in the ESRG the intermediate ESMs
contained in this path, so that we obtain the set of all symmetric saturate
ESMs that will not be split by the exact lumpability check. This is assured
since exact lumpability check the cascading splitting spreads from an ESRG
node to its sons.
For every BPS we remove from the set of whole saturated symmetric
ESMs in the ESRG the intermediate ESMs contained in this path, so that
we obtain the set of all symmetric saturate ESMs that will be not split by the
strong lumpability check. This is assured because in the strong lumpability
check the cascading splitting spreads from an ESRG node to its parents.
Hence if the obtained former set contains the ESMs representing highest
number of SMs then we have to select in order to generate RESRG the strong
lumpability check, otherwise the exact lumpability check.
Now we show three examples:
• a model where the symmetric and asymmetric behaviors can be separated clearly in two phases, that may correspond to two sub-models.
The passage from one phase to the other happens after a synchronization step of all the system (color) objects;
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• a model where the symmetric and asymmetric behaviors can be separated clearly in two phases but that require only a synchronization
after the conclusion of the asymmetric behaviors.
• a model where the symmetric and asymmetric behaviors can be separated clearly in two phases but that require only a synchronization
before the starting of the asymmetric behaviors.
We call these models benchmark nets because they do not refer to any
specific system but rather to a class of partially symmetric systems. By
varying the model parameters we can modify the proportion of asymmetric
and symmetric behavior in the model.
First example. The first example is shown in Fig. 7.11. The asymmetric
part is due to the three transitions with guards and different rates between
places P4 and P3: the only non symmetric markings are those enabling these
transitions. There is only one color class C in this model that is partitioned
into static subclasses C1, C2 and C3. Since there is a synchronization before
and after the firing of these transitions that can be followed by a repetition of
the asymmetric behavior or a transition to the symmetric one, the splitting
propagation is limited (both using the exact and the strong lumpability).
For this example we observe that the two sets of symmetric saturated
ESM obtained from the FPS approach and from the BPS approach have the
same cardinality. In this case the exact and the strong lumpability check
give the same results.
It is also important to observe that in these type of systems the gain in
terms of achieved state space aggregation becomes more relevant.
The results are shown in Table 7.1: the first column shows the number
of elements in each static subclass, the second one contains the number of
states of the SRG, the third one the number of states of ESRG, the fourth
and fifth the number of states of RESRG obtained using the strong lumpability and its computation peak and the sixth and seventh the number of
states of RESRG obtained using the exact lumpability and its computation
peak.
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#elem

#SRG

#ESRG

subcl

#RESRG

#PEAK

#RESRG

#PEAK

strong

strong

exact

exact

2,2,2

18.423

504

543

543

543

543

3,3,3

171.600

1.377

1.465

1.465

1.465

1.465

5,5,5

5.556.894

6.003

6.279

6.279

6.279

6279

6,6,6

22.869.448

10.647

11.074

11.074

11.074

11.074

7,6,6

34.304.004

12.672

13.162

13.162

13.162

13.162

Table 7.1: Results for the benchmark net
#elem

#SRG

#ESRG

subcl

#RESRG

#PEAK

#RESRG

#PEAK

strong

strong

exact

exact

2,2,2

21.423

924

12.456

18.256

2.156

5.675

3,3,3

188.600

3.387

110.465

150.465

10.765

13.765

5,5,5

6.656.122

12.003

3.567.279

4.606.279

20.560

26.865

6,6,6

27.869.448

23.626

13.678.074

16.004.670

80.034

110.074

Table 7.2: Results for the benchmark net without the synchronization before
the firing of the asymmetric transitions
Second example. We consider again the example in Fig. 7.11, but now
we remove the synchronization before the firing of the asymmetric transitions (substituting the function hSi with hxi on the arcs connecting P 1 with
t1, and t1 with P 4) then the two approaches lead to different results with
respect to achieved aggregation.
In this second example we observe that the cardinality of the set of
symmetric saturated ESMs computed with the FSP is higher than that
computed with the BSP, hence the exact lumpability gives better results
than the strong one.
In table 7.2 these results are summarized.

Third example. In the same way, if we remove the synchronization after
the firing of the asymmetric transitions (substituting the labels hSi with hxi
on the arcs connecting P 3 with t6, P 3 with t5, t6 with P 2 and t5 with P 4)
then the strong lumpability will give better results than exact lumpability.
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#elem

#SRG

#ESRG

subcl

#RESRG

#PEAK

#RESRG

#PEAK

strong

strong

exact

exact

2,2,2

22.145

1034

2.456

6.276

11.254

18.685

3,3,3

188.975

3.412

12.120

14.896

109.879

149.569

5,5,5

7.036.112

12.105

21.344

26.998

3.578.234

4.789.399

6,6,6

30.000.221

32.662

80.120

111.034

13.988.294

16.034.121

Table 7.3: Results for the benchmark net without the synchronization after
the firing of the asymmetric transitions
In this last example the cardinality of the set of symmetric saturated
ESMs computed with the BSP is higher than that computed with the FSP;
hence the strong lumpability gives better results than the exact one.
In table 7.3 these results are summarized.

In conclusion we have proposed an algorithm that selects the approach
reducing the memory peak during the computation of the RESRG.

7.6

Discussion

In this section we are going to show that the efficiency of the approach
presented relies on two main factors: the fact that it is based on Paige and
Tarjan’s algorithm and that it exploits the ESRG as a starting point. We
will compare these two algorithms with:
• the algorithms applying the Paige and Tarjan’s algorithm on the SRG
without any knowledge of the ESRG and working only on the strong
lumpability condition;
• the algorithm proposed in [31] based on the ESRG and working only
on the strong lumpability condition;
• the algorithm presented in [7] based on Dynamic SRG (DSRG) which
satisfies the exact lumpability condition by construction.
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The comparison between our algorithm and those applying the Paige
and Tarjan’s algorithm on the SRG, will be made in terms of number of
steps (which gives a measure of the time saving) and of the number of not
instantiated ESMs (which gives a measure of the space saving). This is
a fair comparison, even if in our algorithm the single step may require,
before checking the lumpability condition, the instantiation of the SMs not
explicitly represented in an ESM. In fact our algorithm calls a function that
instantiates the SMs not yet explicitly represented in the ESM, but since
this function is called only once for every ESM and its (worst case) cost is
constant we can consider again the split steps comparable, in terms of order
of magnitude complexity. Finally, the cost of the instantiation function,
would anyway be paid in the SRG generation phase in case the ESRG
was not used. In practice, for the comparison purpose we have realized a
modified version of our algorithm, where X initially contains only one block
comprising all blocks of A and where all the eventualities are instantiated.8
This modified algorithm in fact mimics the behavior of other algorithms
based on Paige and Tarjan’s one, and differs from those algorithms only
because it starts with an initial refinement that prevents to reach an aggregation that is coarser than that induced by the ESRG, so that the number
of refinement steps of the modified algorithm is a lower bound with respect
to these other algorithms ([49, 28, 16, 73]).
Although in some (rare) cases it may happen that a coarser partition
than that induced by the ESRG could be reached by the other algorithms,
this in general is not desirable, because it could prevent the computation of
some relevant performance indices.
In table 7.5 the results computed on the DCS model (Fig. 7.4) are summarized, where the first column shows the number of processes that compete for entering in the critical section, the second, the third and the fourth
columns contain the number of states of the SRG, ESRG and RESRG; the
fifth and the sixth columns contain the number of algorithm steps with initially X={one block with all SRG states} or with X=ESRG. The seventh
column contains the number of non split ESMs (Aggreg) in the RESRG, and
8

In other words there are no Aggreg elements, so that the required memory space is
usually greater than that of the algorithm proposed in this paper
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#Proc.

#SRG

#ESRG

3
4
7
9

45
441
3.704
28.159

14
20
26
40

#Refined #Steps
#Steps
(strong)
X=ESRG X=SRG
21
8
16
41
20
33
58
26
53
89
59
88

#Non split
ESMS
2(9)
3(28)
6(400)
18(2969)

Table 7.4: Results computed on the DCS model (using strong lumpability)

#Proc.
3
4
7
9

#DSRG #Refined #Peak
(exact)
23
21
27
49
40
94
83
63
237
125
90
367

Table 7.5: Results computed on the DCS model (using exact lumpability):
comparing DSRG and ESRG methods
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also includes the number of corresponding (never instantiated) eventualities.
We observe that our algorithm obtains the RESRG in less steps and
using less memory (the final ESRG still contains some not instantiated
saturate symmetric ESMs).
A direct comparison with the previous ESRG-based algorithm proposed
in [31] is not possible, because no implementation of such algorithm is available. However we observe that the use of Paige and Tarjan’s algorithm has
allowed us to build an algorithm with complexity O(m log(n)), (where n
is the number of SRG nodes, and m is the number of transitions between
the nodes in the corresponding CTMC) which is better than the O(n m)
complexity of the algorithm in [31].
The previous comparisons are related only to the strong lumpability
version of our algorithm, now we want to compare the exact lumpability
check extension with the algorithm proposed in [7]. The two approaches
have some relevant differences, since the latter is based on the computation
of the so-called Dynamic SRG (DSRG) which satisfies the exact lumpability
condition by construction. In the DSRG based approach it may happen
that some markings (corresponding to the SMs) are replicated in the final
lumpable structure, so it can happen that it may contain more aggregates
than the RESRG (it would interesting to find a characterization of those
classes of models that can gain more from the use of a one aggregation
algorithm with respect to the alternative ones). We must also consider
that in case several analysis have to be performed on the same model while
varying the rate of same transition in our algorithm it is sufficient to run
the lumpability check once more, reusing the previously constructed ESRG,
while in the DSRG based approach, any variation in the model requires to
start the construction of the DSRG all over again.
Table 7.5 shows the results computed on the DCS model (Fig.7.4) where
the first column shows still the number of processes that compete for entering in the critical section and the second and third columns contain the
number of states of the DSRG and the RESRG. Finally the last column
contains the real number of ESMs and eventualities stored during the computation.
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We observe that for this model the final aggregation obtained by our
algorithm is better, but that the number of real ESMs and eventualities
stored during the computation (i.e. the peak memory occupation) is greater
than of the DSRG. In fact our algorithm conserves all eventualities in A
block until the end of refinement, because A block can be visited more than
once and rebuilding them every time might be too expensive.

Chapter 8
Markov Decision Petri Net
formalism
In this chapter we are going to introduce a first high level formalism from
which an MDP can be derived: Markov Decision Petri Nets (MDPN) [13,
14] based on ΠPN. The reason of the introduction of Markov Decision Petri
Net formalism (MDPN) is to hide part of system complexity using a higherlevel model.
In fact in the MDPN formalism the specification is not given at the
level of the states space, but rather at the level of the rules for state change
moreover the probabilistic transitions and the non deterministic actions can
be specified as a composition of simpler decisions or probabilistic behaviors.
For instance, if we consider the example presented in chapter 4 we observe that the MDP generation of that small system is a rather easy task,
but if the system has more components and resources with different behaviors, then its modeling at the MDP level becomes very hard. This motivates
the introduction of a higher level formalism.
In sections 8.1 and 8.2 we introduce the Markov Decision Petri Net
formalism (its syntax and sematics); while section 8.3 shows how to use the
MDPN formalism in order to model and study a distributed system.
Finally, in section 8.4 we summarize and discuss the characteristics of
this new formalism.
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Figure 8.1: The MDPN schema

8.1

Markov Decision Petri Net formalism

A Markov Decision Petri Net is composed by two different parts:
• the probabilistic one;
• the non deterministic one.
so that it is possible to distinguish clearly the probabilistic behavior of the
system from the non deterministic one.
This allows to design the two parts separately and then compose them
automatically. In the rest of this section we will use the scheme in Fig. 8.1
in order to explain these two parts.
The probabilistic part models the probabilistic behavior of the system
and can be seen as composition of n (controllable/non-controllable) components, that can interact; instead the non deterministic part models the
non deterministic behavior of the system where the decisions must be taken
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Global decision Local decision
T runnd
T runnd
g
l
nd
T stopnd
T
stop
g
l

Table 8.1: Schema of the non deterministic transitions

(we shall call this part the decision maker). Hence the global system behavior can be described as an alternating sequence of probabilistic and non
deterministic phases.
The probabilistic behavior of a component is characterized by two different types of transitions T runpr and T stoppr . The T runpr transitions represent intermediate steps in a probabilistic behavior phase and can involve
several components (synchronized in that transition), while the T stoppr ones
always represent the conclusion of the probabilistic phase of at least one
component.
In the non deterministic part, the decisions can be defined at the system
level (Tgnd , global decision) or at the component level (Tlnd , local decision).
nd
The sets Tgnd and Tlnd are again partitioned in T runnd
g and T stopg , and
nd
T runnd
l and T stopl . This is shown in table 8.1.
Like in the probabilistic part, a transition t ∈ T runnd where T runnd =
nd
T runnd
g ∪ T runl , does not conclude the non deterministic phase of the
system or a component, while a transition t ∈ T stopnd where T stopnd =
nd
T stopnd
g ∪ T stopl , always concludes the non deterministic phase of the
global system or of a specific component.
We introduce some additional terminology and assumptions: 1) a component that is subject to local non deterministic choice will be called controllable component, otherwise it will be called non controllable component; 2) a
given probabilistic phase ends when all the components have finished their
(current) probabilistic phase, while a given non deterministic phase ends
when the decision maker has taken a decision at the global system level (if
any is specified) and for every controllable component; 3) our model has a
discrete time semantics; one time unit elapses (i.e. a new decision epoch
starts) at each entrance in a non deterministic phase after having left a
probabilistic phase.
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Finally the state of the system is given by the distribution of tokens in
the places of the MDPN (the two parts share the same places).
The formal definition of the MDPN formalism follows.
Definition 65 (Markov Decision Petri Net (MDPN)) A Markov Decision Petri Net (MDPN) is a tuple
NM DP N = hComppr , Compnd , N pr , N nd i
where:
• Comppr is a finite non empty set of component identifiers;
• Compnd ⊆ (Comppr ∪ {ids }) is a finite non empty set of the controllable component identifiers plus the global system (ids ) identifier;
• N pr = hP, T pr , I pr , Opr , Hpr , priopr , weightpr , act, m0 i is a Petri Net
with priorities and weights associated with the transitions, and the
additional function act.
The set T pr is partitioned into two subsets: T pr = T runpr ⊎ T stoppr
pr
act : T pr → 2Comp is a function that associates with every transition
t ∈ T pr a set of components1.
• N nd = hP, T nd, I nd , Ond , Hnd , priond , obj, m0 i, is a Petri Net with transition priorities and with the additional function obj.
The set of transitions is partitioned into two subsets: T nd = T runnd ⊎
T stopnd
obj : T nd → Compnd is a function that associates with every transition
t ∈ T nd an element of Compnd . 2 .
Furthermore, the following constraints must be fulfilled:
• T pr ∩ T nd = ∅;
• ∀id ∈ Comppr , act−1 ({id}) ∩ T stoppr 6= ∅;
1

These components are the “actors” that synchronize in transition t.
This element is a controllable component, and it is the “object” to which the action
(decision) represented by transition t refers
2
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• ∀id ∈ Compnd , obj −1 ({id}) ∩ T stopnd 6= ∅;
In the rest of the report we will call N pr the probabilistic part and N nd
the decision maker.
Observations: 1) all the components and the decision maker share the
same set P of places; 2) a transition t ∈ T pr can be used to synchronize two
or more components; 3) we cannot have a component without probabilistic
behavior.
Let us now introduce the rewards associated with the MDPN net; two
types of reward functions are possible: the state reward and the transition
reward. These are then combined through a third function to obtain a
global reward.
Definition 66 (MDPN reward functions)

• rs : NP → R is a function defining for every net marking its reward
value.
• rt : T nd → R is a function defining for every transition in the decision
maker its reward value.
• rg : R × R → R is a function which is not decreasing w.r.t its second parameter (the reason is to allow efficient analysis and will be
clarified later in this section), and which is needed to obtain a global
reward function for the derived MDP; the first parameter is a state reward, while the second is a reward associated with a non deterministic
(complex) action.
An example of probabilistic and non deterministic subnets is shown in
Fig. 8.2. Fig. 8.2 in the left part shows the probabilistic behavior of a
component which can work or fail; while Fig. 8.2 in the right part shows how
the decision maker implements the possible ways of assigning the resources
to components (e.g. for repairing a component).
The T stoppr transitions are WorkFine, Fail, Wait, EndRep, while the
only T runpr transition is Resume. The non deterministic transitions are all
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T runpr = {Resume}, while all the other probabilistic transitions belong
to T stoppr . All the non deterministic transitions belong to T stopnd .
Figure 8.2: An example MDPN with only one (controllable) component.
(A)N pr and (B)N nd

T stopnd transitions. This simple model can be easily elaborated with more
components in a modular way as shown in Fig. 8.10.

8.2

MDPN semantics

The MDPN semantics is given in two steps: the first step defines how to
compose the probabilistic part and the decision maker and to derive from
such composition a unique PN. The second step consists in generating the
(finite) RG of the PN obtained in the first step and then in deriving an
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MDP from it.

8.2.1

From MDPN to PN

Before describing how to compose the probabilistic part with the decision
pr
maker, we explain the semantics of the additional places Stoppr
i , Runi ,
nd
nd
nd
Stopnd
i , Runi , Stop0 and Run0 and the additional non deterministic transitions P rtoNd and NdtoP r, that will be introduced during the composition
phase.
pr
nd
nd
nd
nd
Places Stoppr
i , Runi , Stopi , Runi , Stop0 and Run0 are used to
regulate the interaction among the components, the global system and the
pr
decision maker. Observe that we have a place Runpr
i , Stopi for every
component where i ∈ Comppr identifies the component, while we insert the
nd
places Runnd
0 and Stop0 if the decision maker takes some global decision
nd
and the pair of places Runnd
i and Stopi for every controllable component
i ∈ Compnd .
The non deterministic transitions P rtoNd and NdtoP r are used to regulate the alternation between the probabilistic and the non deterministic
phases, ensuring that all components complete their probabilistic behavior
before the decision maker starts the non deterministic phase and that the
decision maker takes a decision for all controllable components and possibly
for the global system before starting the next probabilistic phase.
to ensure that the decision maker takes a decision for every component
in every time unit: the former triggers a non deterministic phase when all
the components have finished their probabilistic phase, the latter triggers a
probabilistic phase when the decision maker has finished the non deterministic phase.
Fig. 8.3 shows how these elements are connected together.
The formal definition of the PN that is built from the components submodel, the decision maker and the additional places and transitions described above follows.

N comp = hP comp , T comp , I comp , Ocomp , Hcomp , priocomp , weightcomp , m0 i,
where:
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nd
Figure 8.3: Arcs connecting places Stoppr
i , Runi and transition P rtoNd;
nd
arcs connecting places Stopnd
i , Runi and transition NdtoP r
pr
nd
nd
Places P comp = P ∪i∈Comppr {Runpr
i , Stopi } ∪i∈Compnd {Runi , Stopi }

Transitions T comp = T pr ∪ T nd ∪ {P rtoNd, NdtoP r}
priorities ∀t ∈ T nd , prio(t) = priond (t)
∀t ∈ T pr , prio(t) = priopr (t)
prio(P rtoNd) is any natural number, prio(NdtoP r) is any natural
number, (actually these values are irrelevant, as we shall see later).
weights ∀t ∈ T pr , weightcomp (t) = weightpr (t), for all others t ∈ T comp the
weight is not defined3 .
I, O, H
• ∀p ∈ P, t ∈ T nd : I comp (t, p) = I nd (t, p), Ocomp (t, p) = Ond (t, p),
Hcomp (t, p) = Hnd (t, p)
• ∀p ∈ P, t ∈ T pr : I comp (t, p) = I pr (t, p), Ocomp (t, p) = Opr (t, p),
Hcomp (t, p) = Hpr (t, p)
The weights associated with the transitions in T pr will be used to derive the distribution of the probabilistic transitions in the MDP
3
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• ∀t ∈ T pr s.t. i ∈ act(t) : I comp (t, Runpr
i ) = 1
• ∀t ∈ T stoppr s.t. i ∈ act(t) : Ocomp (t, Stoppr
i ) = 1
• ∀t ∈ T runpr s.t. i ∈ act(t) : Ocomp (t, Runpr
i ) = 1
• ∀t ∈ T nd s.t. i ∈ act(t) : I comp (t, Runnd
i ) = 1
• ∀t ∈ T stopnd s.t. i ∈ act(t) : Ocomp (t, Stopnd
i ) = 1
• ∀t ∈ T runnd s.t. i ∈ act(t) : Ocomp (t, Runnd
i ) = 1
• ∀i ∈ Comppr : I comp (P rtoNd, Stoppr
i ) = 1
• ∀i ∈ Compnd : Ocomp (P rtoNd, Runnd
i ) = 1
• ∀i ∈ Comppr : Ocomp (NdtoP r, Runpr
i ) = 1
• ∀i ∈ Compnd : I comp (NdtoP r, Stopnd
i ) = 1
• for all the other pairs t, p not mentioned in the above definition
of I, O and H: I comp (t, p) = 0, Ocomp (t, p) = 0, Hcomp (t, p) = 0;
the initial marking m0 is equal to that of (both) the PN N nd and N pr ∀p ∈
nd
P , ∀i ∈ Compnd : m0 (Runnd
i ) = 1; , m0 (Stopi ) = 0; ∀i ∈ Compnd :
pr
pr
m0 (Runi ) = 0; m0 (Stopi ) = 0;
Fig. 8.4 shows the PN obtained from the composition of the component and
the decision maker in Fig. 8.2

8.2.2

RG semantics and transitions sequence reward

Considering the RG obtained from the composed PN we observe that the
reachability set (RS) can be partitioned into two subsets: the non deterministic states (RSnd ), in which only non deterministic transitions are enabled,
and the probabilistic states (RSpr ), in which only probabilistic transitions
are enabled. Notice that by construction it is not possible to have both nondeterministic and probabilistic transitions enabled in any marking of the PN
obtained from an MDPN: in fact a probabilistic transition can be enabled
pr
only if there is at least one place Runpr
i with marking m(Runi ) > 0, while
a non deterministic transition can be enabled only if there is at least one
nd
nd
place Runnd
i with marking m(Runi ) > 0. Initially only the Runi places
are marked; only when all the tokens in the Runnd
places have migrated
i
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Figure 8.4: An example of PN obtained from the composition of the component and the decision maker in Fig. 8.2
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nd
to the Stopnd
i places (through the firing of some transition in T stop ), the
transition NdtoP r can fire, removing all tokens from the Stopnd
i places and
pr
putting one token in each Runi place. Similarly, transition P rtoNd is enpr
abled only when all tokens have moved from the Runpr
i to the Stopi places;
the firing of P rtoNd brings the tokens back in each Runnd
i place. It is thus
pr
clear that it can never be the case that a place Runi and a place Runnd
i
are simultaneously marked.
Observe that any path in the RG can be partitioned into (maximal)
sub-paths traversing only states of the same type, so that each path can be
described as an alternating sequence of non deterministic and probabilistic
sub-paths. Each probabilistic sub-path can be substituted by a single “complex” probabilistic step and assigned a probability based on the weights of
the transitions firing along the path. The nondeterministic sub-paths can
be interpreted according to two alternative semantics: the first one considers each non deterministic marking in the path (and thus in the RG) as an
observable state, that is a state where the system spends one time unit (in
other words a state where a new decision epoch starts); the second semantics considers a path through non deterministic states as a single complex
action and the only state where time is spent is the first one in the sequence
(that is the state that triggers the “complex” decision multi-step).
In the former case, every non deterministic state in the RG will translate
in a MDP state while in the latter case, the non deterministic paths will be
substituted by “complex” actions in the MDP to be generated, and only the
first state in each path will appear as a state in the MDP (the others states
in the path are vanishing, borrowing the terminology from the literature on
GSPN / SWN).
Fig. 8.5 illustrates through one example the two different timing semantics applied to the same path.
In the rest of paper we decide to adopt the second semantics since it
easily simulates the first one, while the converse simulation remains an open
issue.
For instance to simulate the first semantics having chosen the second one
we only need to add a dummy probabilistic step after each non deterministic
transition firing, that does not change the global state but serves only as
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Figure 8.5: An example showing the two different time semantics of the
evolution produced by an MDPN
a time advance probabilistic action (that brings back the control to the
non deterministic part with probability one). In our MDPN framework this
could be achieved by introducing a dummy time advance subnet activated
after each firing of a T nd transition with no effect on the overall state.
The subnet could contain a single place P dummy that should inhibit all
the transitions in T nd , and a single probabilistic transition T dummy, that
should have P dummy as single input place and no output places.
Let us now define the reward function for a sequence of non deterministic
transitions, σ ∈ (T nd )∗ ; abusing notation we use the same name rt() for the
reward function for single transitions and for transition sequences.
Definition 67 (The transition sequence reward rt(σ)) The transition
reward for a non deterministic transition sequence is defined as follows:
rt(σ) =

X

rt(t)|σ|t

t∈T nd

where |σ|t is the number of occurrences of non deterministic transition t in
σ
Observation: The above definition of rt(σ) assumes that the firing order
in such a sequence is irrelevant w.r.t. the reward. Otherwise stated, a
sequence of non deterministic transitions produces a set of decisions, that
do not need to be implemented in a defined order.
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Generation of the MDP from the RG of the PN
derived from the MDPN

In this subsection we describe how to derive an MDP from the RG of the
PN previously obtained.
The MDP can be obtained from the RG (shown in Fig. 8.6) of the PN
model in two steps (as shown in Fig. 8.7):
• build from the RG the RGnd where all the transition sequences passing
only through non deterministic states are reduced to one non deterministic step.
• build the RGM DP ≈ MDP from the RGnd where all probabilistic
paths are removed.
Before proceeding to the transformation of the RG into a MDP some
requirements must be checked on it:
• in the probabilistic states part, it is required that there is no terminal
strongly connected component (i.e., there is not any set of absorbing
probabilistic states);
• it is required that the RG does not contain any deadlock state.
We do not require anything on the presence of loops in the RG because
they will be managed by the Bellman and Ford algorithm as described later.
To efficiently derive the RGnd from the RG it is necessary to decide if the
solution of our problem must maximize or minimize the reward function.
Then every sub-graph in the RG corresponding to a set of sequences of non
deterministic states starting with the same non deterministic state and ending with a probabilistic state is substituted in the RGnd by a new sub-graph
obtained from the previous one connecting directly the first non deterministic state nd to every probabilistic state pr (in the initial sub-graph) with an
arc labeled σnd,pr ; where σnd,pr is the non deterministic transitions sequence
between nd and pr with the maximum/minimum rt. In the rest of paper
we will call σnd,pr non deterministic macro-transition and Tmacro will be the
set containing all the non deterministic transitions sequences.
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Figure 8.6: The RG of the PN model in Fig. 8.4

Figure 8.7: The steps from the RG to RGM DP
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The minimum sequence is calculated using the Bellman and Ford algorithm for a single-source shortest paths in a weighted digraph (algorithm 7)
where the transition reward corresponds to the cost function associated with
the arcs, while the maximum is calculated using still the Bellman and Ford
algorithm but the cost function must be set to the opposite of the transition
reward. It is important to observe that if we want to use the Bellman and
Ford algorithm in order to find the maximum/minimum path between nd
and pr, rt(σ) must be defined as sum of transition rewards(this motivates
the definition of rt(σ)).
So far we have not discussed what happens in presence of non deterministic transition loops; first of all we must distinguish between two types of
loops:
• negative loops where the reward function decreases;
• positive loops where the reward function increases.
This distinction is necessary because when we are interested to maximize
the reward function the negative loops are not a problem, these paths will
be not considered by the Bellman and Ford algorithm; while if the Bellman
and Ford algorithm finds a positive loop, the RGnd cannot be obtained (the
positive loop make the reward grow indefinitely).
The same thing happens when we want to minimize the reward function,
but in this case only the negative loops will create problems.
For example if we want to maximize the reward function then the non
deterministic markings nd2 , nd3 , nd4 , nd6 , nd7 , nd9 and nd10 (see Fig. 8.6)
will not appear in the RGnd obtained from the RG. Therefore the path
N oAssignRes
P rtoN d
N dtoP r
hnd1 −→ nd2
−→
nd3 −→ pr2 i will be substituted by the
σnd1 ,pr2
P rtoN d
path hnd1 −→
pr2 i where σnd1 ,pr2 is the transitions sequence hnd1 −→
N oassignRes
N dtoP r
nd2
−→
nd3 −→ pr2 i with maximum rt. In the same way the path
σnd1 ,pr3
AssignRes
P rtoN d
N dtoP r
hnd1 −→ nd2 −→ nd4 −→ pr3 i will become hnd1 −→
pr3 i where
AssignRes
P rtoN d
N dtoP r
σnd1 ,pr3 is the transitions sequence hnd1 −→ nd2 −→ nd4 −→ pr3 i
with maximum rt. Observe that in this case there are not non deterministic
sequences starting and ending with the same states; hence it is simpler to
compute the minimum/maximum sequence.
The RGnd for the example is shown Fig. 8.8.
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Algorithm 7 function BellmanFord(list vertexes, list edges, vertex source)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

for all vertex v in vertexes do
if v is source then
v.distance := 0
else
v.distance := infinity
end if
v.predecessor := null
end for
for i from 1 to size(vertexes) do
for each edge uv in edges do
u := uv.source
v := uv.destination
if v.distance > u.distance + uv.weight then
v.distance := u.distance + uv.weight
v.predecessor := u
end if
end for
end for
for edge uv in edges do
u := uv.source
v := uv.destination
if v.distance > u.distance + uv.weight then
error “The optimal value does not exist (cycle found)”
end if
end for
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The values of transitions firings sequence reward function for the non
deterministic macro-transitions in Fig. 8.8 are:
rt(σnd1 ,pr2 ) = rt(P rtoNd) + rt(NoAssignRes) + rt(NdtoP r)
rt(σnd1 ,pr3 ) = rt(P rtoNd) + rt(AssignRes) + rt(NdtoP r)
rt(σnd5 ,pr1 ) = rt(P rtoNd) + rt(NoAssignRes) + rt(NdtoP r)
rt(σnd8 ,pr4 ) = rt(P rtoNd) + rt(NoAssignRes) + rt(NdtoP r)

Observe that all the non deterministic transition firing sequences start
with the transition P rtoNd and end with the transition NdtoP r. These
transitions have always rt() equal to zero so that we can discard them in
the following way:

rt(σnd1 ,pr2 ) = rt(NoAssignRes)
rt(σnd1 ,pr3 ) = rt(AssignRes)
rt(σnd5 ,pr1 ) = rt(NoAssignRes)
rt(σnd8 ,pr4 ) = rt(NoAssignRes)

The final step takes as input the RGnd and returns RGM DP . First the
probabilistic paths are reduced in the same way as the vanishing paths are
reduced in the GSPN [3] (see section 3.2), then the transition probability
function is computed.
σnd5 ,pr1
σnd5 ,pr1
F ailP roc
W ork
pr1 −→
pr1 −→ nd5 and nd5 −→
For example the path nd5 −→
σnd5 ,pr1
nd1 become nd5 −→ nd5 with probability p(nd5 |nd5 , σnd5 ,pr1 ) = 1 − pf ault
σnd5 ,pr1
nd1 with probability p(nd1 |nd5 , σnd5 ,pr1 ) = pf ault .
and nd5 −→
Every path starting with a non deterministic state followed by a sequence
of probabilistic states ending with a non deterministic state is substituted
in the RGM DP by a path containing only the two non deterministic states.
These states will be connected by an arc labeled with the same label of the
first non deterministic arc in such path, so that an MDP action corresponds
to a non deterministic macro-transition.
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In order to define the general way to compute the transition probability
function of the MDP it is useful to introduce matrix IP .
Definition 68 (Transition probability matrix) The matrix IP represents the transition probability matrix and can be decomposed as follows:
∞
X
IP = ( (P (pr,pr))n ◦ P (pr,nd) )

(8.1)

n=0

P (pr,pr) represents the probability of moving from a probabilistic marking to a probabilistic marking pr without hitting any intermediate non deterministic marking and P (pr,nd) represents the probability of moving from
probabilistic to non deterministic markings.
P
(pr,pr) n
In the computation of ∞
) , two possibilities may arise. The
n=0 (P
first corresponds to the situation in which there are no loops involving only
probabilistic states. This means that for any probabilistic state pri ∈ RSpr
there is a value n0,i such that any sequence of transition firings of length
n ≥ n0,i starting from such state must reach a non deterministic state
ndj ∈ RSnd . In this case
∃n0 :

∞
X
k=0

(P

(pr,pr) k

) =

n0
X

(P (pr,pr))k

k=0

The second corresponds to the situation in which there are possibilities of
loops involving only probabilistic states, so that there is a possibility to
remain trapped within a set of probabilistic states. In this case if there is at
least a path that allows to exit from the loop arriving in a non deterministic
state then:
∞
X
(P (pr,pr))n = [I − P (pr,pr)]−1
n=0

In conclusion equation (8.1) can be rewritten in this way:
 Pn
0
(pr,pr) k

) ) ◦ P (pr,nd) if there are no loops
 ( k=0 (P
IP =


([I − P (pr,pr)]−1 ) ◦ P (pr,nd)
if there are loops

from which we can conclude that the probability distribution dist(nd, σ)
σ
with nd −→ pr is given by the row vector IP [pr].
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Figure 8.9: The MDP obtained from the MDPN in Fig. 8.2

The reward function for every action is instead computed by the following formula:
r(nd, σ) = rg (rs(nd), rt(σ))
Now it should be clear why rg must be not decreasing in its second parameter, in fact only under this condition we can discard some paths with lower
reward when applying the Bellman and Ford algorithm in the derivation of
the MDP from the MDPN Reachability Graph.
In Fig. 8.9 the graphical representation of the MDP obtained from the
MDPN in Fig. 8.2 is shown and in tables 8.2 and 8.3 its transition probability
function and its reward function are shown.

8.3

A more complex example

In this section we are going to show and solve an MDPN model of the system
described in chapter 4 but now the two components are distinguishable. In
Fig. 8.10 the probabilistic part and the non deterministic part are shown.
Remark that in this example the decision maker does not take any global
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Probability
pr(nd1 |nd1 , σnd1 ,pr2 )
pr(nd8 |nd1 , σnd1 ,pr3 )
pr(nd5 |nd1 , σnd1 ,pr3 )
pr(nd1 |nd5 , σnd5 ,pr1 )
pr(nd5 |nd5 , σnd5 ,pr1 )
pr(nd8 |nd8 , σnd8 ,pr4 )
pr(nd5 |nd8 , σnd8 ,pr4 )

Value
1
prepair
1 − prepair
pf ault
1 − pf ault
prepair
1 − prepair

Table 8.2: Transition probability function of the MDP in Fig. 8.9

Reward
r(nd1 , σnd1 ,pr2 )
r(nd1 , σnd1 ,pr3 )
r(nd5 , σnd5 ,pr1 )
r(nd8 , σnd8 ,pr4 )

Value
rσ (σnd1 ,pr1 ) + rs (nd1 )
rσ (σnd1 ,pr3 ) + rs (nd1 )
rσ (σnd5 ,pr1 ) + rs (nd5 )
rσ (σnd8 ,pr4) + rs (nd8 )

Table 8.3: Reward function of the MDP in Fig. 8.9

177

CHAPTER 8. MARKOV DECISION PETRI NET
FORMALISM

|Probabilistic|
32
32
0

RG
RGnd
RGM DP

|Non deterministic|
48
8
8
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|Total|
80
40
8

Table 8.4: States of the MDP in Fig. 8.11

decision since the decision process in this case can be decomposed into a set
of decisions local to the single components.
An example of the derived MDP assuming that we want to minimize
the total reward is shown in Fig. 8.11 where:
• σ1 = {NoAssigRes2 , NoAssigRes1 };
• σ2 = {NoAssigRes2 , AssignRes1 };
• σ3 = {AssignRes2 , NoAssigRes1 };
and its states are described in table 8.5.
The number of states of this MDP (table 8.4) is larger than that of the
MDP shown in chapter 4, because in the MDPN formalism the components
can not be considered indistinguishable; however if we merge together the
states nd29 and nd39 , and the states nd34 and nd44 then we obtain exactly
the MDP presented in section 4.1 (this is the reason for introducing the
Markov Decision Well-formed net).
It is important to observe that the MDP derived in this section and the
MDP presented in section 4.1 are equivalent and we can derive from them
the same optimal strategies in steady state.
For example if we set:
• pf ault = 0.3;
• prepair = 0.6;
• Cpenalty = 100
then we observe that the optimal strategy is:
• ∀0 ≤ Crepair ≤
is down;

17
C
16 penalty

we must repair a component every time that
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Figure 8.10: The probabilistic and non deterministic part
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ID
nd1
nd8
nd17
nd22
nd29
nd34
nd39
nd44

181

Marking
pr
DOW N1(1)Stoppr
1 (1)AvailableRes(1)UP2 (1)Stop2 (1)
pr
DOW N1(1)Stoppr
1 (1)AvailableRes(1)DOW N2 (1)Stop2 (1)
pr
UP1 (1)Stoppr
1 (1)AvailableRes(1)UP2 (1)Stop2 (1)
pr
UP1 (1)Stoppr
1 (1)AvailableRes(1)DOW N2 (1)Stop2 (1)
pr
InRepair1 (1)Stoppr
1 (1)DOW N2 (1)Stop2 (1)
pr
InRepair1 (1)Stoppr
1 (1)UP2 (1)Stop2 (1)
pr
DOW N1(1)Stoppr
1 (1)InRepair2 (1)Stop2 (1)
pr
UP1 (1)Stoppr
1 (1)InRepair2 (1)Stop2 (1)

Table 8.5: States of the MDP in Fig. 8.11

• ∀ 17
C
< Crepair ≤
16 penalty
components are down4 ;
• ∀Crepair >

13
C
4 penalty

13
C
4 penalty

we must repair only when all the

we must never repair a component.

These results are summarized in table 8.6.
Let us observe how it is not always trivial to find a priory the optimal
policy as for example in the above last case (∀Crepair > 13
C
) where
4 penalty
according to the values of the system parameters it is more convenient to
never repair the down components.

8.4

Discussion

We have introduced a high level formalism for defining an MDP and we
have described how, starting from an MDPN model, it possible to automatically obtain the corresponding MDP. Unfortunately this formalism has a
drawback: by definition, the components are identified and always distinguished in the state representation, even if they have similar behavior (i.e.,
even if one component is an exact copy of another component). This has an
impact both at the level of the model description (which could become difficult to read when several components are present), and at the level of the
4

Only a component will be repaired at a time
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Crepair
0
50
70
87.5
100
106.25
112.5
150
200
300
325

Optimal policy
nd8 :assign, nd1 , nd22 :assign
nd8 :assign, nd1 , nd22 :assign
nd8 :assign, nd1 , nd22 :assign
nd8 :assign, nd1 , nd22 :assign
nd8 :assign, nd1 , nd22 :assign
nd8 :assign, nd1 , nd22 :assign
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Optimal policy value
15.0685
33.5616
42.8082
47.4315
52.0548
54.3664

nd8 :assign,nd1 , nd22 :not assign
nd8 :assign, nd1 , nd22 :not assign
nd8 :assign, nd1 , nd22 :not assign
nd8 :assign, nd1 , nd22 :not assign
nd8 :assign, nd1 , nd22 :not assign

337.5 nd8 :not assign,nd1 , nd22 :not assign
350 nd8 :not assign, nd1 , nd22 :not assign

55.8333
63.3333
73.3333
93.3333
98.3333
100
100

Table 8.6: Optimal strategies

state space size. A solution may be the use of a higher-level formalism for
modeling the components and the decision maker nets. The Well-formed
nets (WN) formalism is a good candidate. First, it is a high level Petri
Net formalism that allows to represent systems in a concise way thanks to
the possibility of associating information with tokens and of parameterizing
transition firings. Furthermore it is also the support of efficient analysis
techniques that take into account the symmetries of the system.

Chapter 9
Markov Decision Well-formed
net formalism
In this chapter the Markov Decision Well-formed Net (MDWN) formalism
is introduced in order to give an higher level formalism to express an MDP.
Sections 9.1 and 9.2 describe the syntax and the semantics of th MDWN.
The unfolding algorithm, the RG and the SRG techniques are also presented
in this section.
Section 9.3 shows some experiments. Finally in section 9.4 we compare
the MDWN with the PRISM language [75] and the Stochastic Transition
System (STS) proposed in [47].

9.1

Markov Decision Well-formed Net definition

A MDWN, like an MDPN, is composed by two distinct parts: the probabilistic one and the non deterministic one, and also in this case the set of
transitions in each part is partitioned into T run and T stop, as shown in
Fig. 8.1. Each part of a MDWN is a WN model: the two parts share the
same set of color classes. A MDWN comprises a special color class, say
C0 , representing the system components: its cardinality |C0 | gives the total
number of components in the system. This class can be partitioned into
Un 0
U
C
)
⊎
(
several static subclasses C0 = ( m
0,k
k=1
k=m+1 C0,k ) such that colors
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belonging to different static subclasses represent components with different
behavior and the first m static subclasses represent the controllable components while the others represent the non-controllable components.
Every transition in an MDWN has an associated color domain, defining
its color instances. A color instance is expressed as a tuple of elements,
each one with a type (a basic color set, possibly C0 ). Some elements in a
transition color instance have type C0 and represent a component identifier
(we call such elements the component parameters) and are used to specify
the system components involved in the transition instance firing.
Definition 69 (Markov Decision Well-formed Net (MDWN)) A Markov
Decision Well-formed (MDWN) is a tuple
pr
nd
NM DW N = hNW
N , NW N , synctype, dyn, statici,

where:
pr
pr
pr
pr
pr
pr
pr
pr
• NW
N = hP, T , C, cd , I , O , H , φ, prio, weight , m0 i, is a WN
with weights associated with the transitions;
nd
nd
nd
nd
nd
nd
nd
• NW
N = hP, T , C, cd , I , O , H , φ, prio, m0 i, is a WN;

• synctype : T pr ∪ T nd → {Some, Allbut} is a function which associates
with every transition a label, s.t. ∀t ∈ T stoppr ∪ T nd ⇒ synctype(t) =
Some.
This function is used to identify whether a transition involves only a
given number of components (Some) or all components in the system
except a given subset (Allbut);
N
• dyn(t), where t ∈ T pr ∪ T nd and cd(t) = i∈{0,...,n} Ciei , is a subset of
{1, . . . , e0 }, representing indices on the occurrence of C0 in cd(t) which
are needed to select the component parameters. When synctype(t) =
Some these will be the involved components when synctype(t) = Allbut
these will be the not involved components;
• static(t), where t ∈ T pr ∪ T nd , is a subset of {1, . . . , n0 } where n0 represents the number of static subclasses in C0 ; static(t) is meaningful
only if synctype(t) = Allbut and is needed to select the components
involved in the transition instance.
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Furthermore, the following constraints must be fulfilled:
• T pr ∩ T nd = ∅;
• T pr = T runpr ⊎ T stoppr ∧ T nd = T runnd ⊎ T stopnd ;
• ∀t ∈ T pr ∧ synctype(t) = Some ⇒ dyn(t) 6= ∅, If synctype(t) = Some
then dyn(t) contains the list of involved components.
• ∀t ∈ T pr ∧ synctype(t) = Allbut : ∀i ∈ dyn(t), φ(t) ⇒ (xi ∈
P
∪j∈static(t) C0,j ) moreover j∈static(t) |C0,j | > |dyn(t)|, where xi represents the projection of the color of t on the i-th component parameter;
this constraint is needed for consistency of transitions of type “Allbut” (the subset of not involved component cannot exceed the size of
the subclass they belong to);
• ∀t ∈ T nd ⇒ 0 ≤ |dyn(t)| ≤ 1; this is needed to ensure that each
“stop” non deterministic transition involves only one (controllable)
component;
• ∀C0,k there exists at least one transition t ∈ T stoppr such that: either synctype(t) = Some ∧ ∃i ∈ dyn(t) such that φ(t) ⇒ xi ∈ C0,k
or synctype(t) = Allbut ∧ C0,k ∈ static(t), moreover if k ≤ m there
exists a similar t ∈ T stopnd . In other words for every component in
Co there must exist an instance of t ∈ T stoppr involving it. Similarly
for controllable components (in {C0,1 , . . . , C0,m }) there must exist an
instance of t ∈ T stopnd involving it.
• all component parameters of any transition must be assigned different
elements from C0 in each transition instance: this should be enforced
by the transition guard.
pr
In the rest of the report we will call NW
N the probabilistic part and
nd
NW N the decision maker, that is the non deterministic part.
Now we introduce the rewards associated to the MDWN net; two types
of reward functions are possible: the place reward and the transition reward.
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e
Before introducing the place reward we must define the set C.

e Ce is the set of sets {C
ei }i∈I with I = {0, . . . , n}. While
Definition 70 (C)
ei is the set {1, . . . , ni } where ni is the number of static subclasses in Ci .
C

e so that the definition of
We can always map the color class C on the set C,
e function immediately follows:
the cd

e The function cd(p)
e
Definition 71 (cd)
is defined as follows:
O
O
^ei
e def
e ei
cd
= (
Ci ) =
C
i
i∈I

i∈I

For instance if C0 = C0,1 ∪ C0,1 ∪ C0,3 where C0,1 = {comp1 , comp2 }, C0,2 =
{comp3 }, C0,3 = {comp4 }, then C̃0 = {C0,1 , C0,1 , C0,3 }, and if p ∈ P with
e
e0 × C
e0 × C
e0 , moreover if c =
cd(p) = C0 × C0 × C0 then cd(p)
= C
e
hcomp1 , comp2 , comp3 i ∈ cd(p) then e
c = h1, 1, 2i ∈ cd(p).
Observe that a unique e
c corresponds to every c.
Definition 72 (MDWN reward functions)

N
e
cd(p)
• rs :
→ R is a function which returns for every colored
p∈P N
marking a reward value.
• ∀t ∈ T nd , rt[t] : cd(t) → R is a vector which associates with every
transition a function defining the reward value of its instances; two
instances may be assigned a different reward value only if there exists
a standard predicate capable to distinguish them.
• rg : R × R → R is defined as in MDPN.
An example of MDWN is shown in Figs. 9.1 and 9.2. In this model we
assumes that there are several instances of three component types: Proc,
Mem and ResCtr (grouped in banks, each with one instance of each component): rather than replicating the same subnet several times, we use
colored tokens to represent several instances on the same net structure.

CHAPTER 9. MARKOV DECISION WELL-FORMED NET
FORMALISM
187

Instead there is only one instance of another component: the global memory. Class C0 comprises four static subclasses {P, M, GM, R}, one for each
component type. The cardinality of the processor (P ), local memory (M)
and resource control (R) subclasses corresponds to the number of banks
in the system, while the cardinality of the global memory subclass (GM)
is one. Arcs in Figs. 9.1 and 9.2 are annotated with functions (tuples of
projections) and all the variables appearing in the functions in this example
are component parameters. The guards on the arcs include a term in the
form d(x) = CompT ype to force parameter x to range within static subclass CompT ype. The additional terms φxyz , φxz , φyz are not detailed here,
but are used to associate components in the same bank: in fact the probabilistic part of the model must correctly synchronize components of type
Proc, Mem and ResCtr belonging to the same bank (the model represents
a situation where only one resource is assigned to each bank at a time, and
it can be used to resume all failed components in the bank).

9.2

MDWN semantics

In this section we describe how it is possible to obtain from an MDWN
model the corresponding MDP model. The two possible methods are shown
in Fig. 9.3.
The first method requires to unfold the MDWN in order to obtain an
equivalent MDPN and to derive from this an MDP, but this is not efficient
in fact it will multiply the number of places, transitions and arcs, moreover
if the number of components is high the cost for computing the results will
be high.
Instead the second method derives directly from an MDWN model an
MDP. This second method can be decomposed in two steps: the first step
defines how to compose the probabilistic part and the decision maker and
to derive from such composition a unique WN. The second step consists in
generating the (finite) RG of the WN obtained in the first step and then
in deriving an MDP from it. In this way there is no need to produce the
intermediate, potentially huge MDPN, but the cost for computing the result
can still be high. In the last part of this section we show how the properties
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T runpr = {F ailP roc, F ailM em, EndRep, StartResume} all other transitions
belong to T stoppr ; all variables are component parameters. Transition priorities
are denoted π = prio(t) in the figure. P , M , GM and R are the Proc, Mem,
GlobMem and ResCtr subclasses respectively.

Figure 9.1: Probabilistic part of the multiprocessor system MDWN model

all the non deterministic transitions belong to T stopnd . P , M , GM and R are
the Proc, Mem, GlobMem and ResCtr subclasses respectively.

Figure 9.2: Non deterministic part of the multiprocessor system MDWN
model
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Figure 9.3: From MDWN to Markov decision processes
of WN can be extended to MDWN so that a smaller MDP can be directly
derived from the Symbolic Reachability Graph of the corresponding WN,
gaining in solution efficiency.

9.2.1

From MDWN to MDPN

Given an MDWN, it is always possible to derive an equivalent MDPN applying an unfolding algorithm1
Definition 73 (Unfolding of MDWN) The MDPN resulting from the
unfolding of a MDWN is defined as follows:
• Comppr is the color class C0 ;
• Compnd is the set (

Um

i=0

C0,i ) ∪ {ids };

• NPprN = hP ′ , T pr′, I pr′ , Opr′, Hpr′ , priopr′, weightpr′, Comp, m′0 i where:
– P ′ = {hp, ci, p ∈ P, c ∈ cd(p)};
– T pr′ = {ht, ci, t ∈ T pr , c ∈ cdφ (t)};
– I pr′ [hp, ci ht, c′i] = (I pr [p, t](c′ ))[c];
– Opr′ [hp, ci ht, c′i] = (Opr [p, t](c′ ))[c];
1

Observe that while the unfolding of a MDWN is unique, the inverse operation of
folding a MDPN to obtain a more compact, colored representation of the same model,
may lead to several alternative MDWN models, depending on the point of view of the
folding and the desired degree of compacting.
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– Hpr′ [hp, ci ht, c′i] = (Hpr [p, t](c′ ))[c];
– priopr′[ht, ci] = priopr [t](c);
– weightpr′[ht, ci] = weightpr [t](c);
– act′ (ht, ci):
∗ ∀t ∈ T pr , synctype(t) = Some ⇒

S

i∈dyn(t) c0,i ;

S

U
∗ ∀t ∈ T pr , synctype(t) = Allbut ⇒ j∈static(t) C0,j \( i∈dyn(t) c0,i );
where c0,i denotes the projection of color c on the i-th occurrence of C0 in cd(t)

pr
– mpr′
0 [hp, ci] = m0 [p, c].

• NPndN = hP ′ , T nd′ , I nd′ , Ond′ , Hnd′ , priond′ , weightnd′ , Comp, m′0 i where:
– T nd′ = {ht, ci, t ∈ T nd , c ∈ cd(t)};
– I nd′ [hp, ci ht, c′i] = (I nd [p, t](c′ ))[c];
– Ond′ [hp, ci ht, c′i] = (Ond [p, t](c′ ))[c];
– Hnd′ [hp, ci ht, c′i] = (Hnd [p, t](c′ ))[c];
– priond′ [ht, ci] = priopr [t](c);
– obj(ht, ci):
∗ ∀t ∈ T nd ⇒

S

i∈dyn(t) {c0,i };

′
The reward functions rm
and rt′ of the unfolded MDPN are defined as
follows:

• rs′ [hp, ci] = rs[p](e
c);
• rt′ [ht, ci] = rt[t](c);
• rg′ = rg .

9.2.2

From MDWN to composed WN

Before describing the second method we must explain the use of the places
pr
nd
nd
nd
nd
Stoppr
l , Run , Stop , Runl , Stopg , Rung and the non deterministic
transitions P rtoNd and NdtoP r, that are introduced during the composition phase.
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nd
Figure 9.4: arcs connecting places Stoppr , Runnd
l , Rung , and transition
nd
pr
P rtoNd and their functions; arcs connecting places Stopnd
l , Stopg , Run
and transition NdtoP r and their function; example of connection of the
decision maker to places Runnd and Stopnd : component parameters are
highlighted in boldface in the arc functions.

nd
nd
nd
The places Stoppr , Runpr , Stopnd
l , Runl , Stopg and Rung are used
in order to regulate the interaction between the probabilistic behavior of
all components and the decision maker behavior (involving both the global
system and the controllable components).
The color domain of the places Stoppr , Runpr , Stopnd
is C0 , that is
l
they will contain colored tokens representing the components; while Runnd
g ,
nd
Stopg are neutral; The non deterministic transitions P rtoNd and NdtoP r
are used are used to regulate the alternation between the probabilistic and
the non deterministic phases, ensuring that all components complete their
probabilistic behavior before the decision maker starts the non deterministic phase and that the decision maker takes a decision for all controllable
components and possibly for the global system before starting the next
probabilistic phase.
nd
The schemes, describing how the places Stoppr , Runpr , Stopnd
l , Runl ,
nd
Stopnd
g and Rung and the transitions P rtoNd and NdtoP r are connected,
are shown in the Fig. 9.4. Observe that the basic schema is the same already
defined for MDPN but now the arcs are annotated with function hSi (input)
P
and m
i=1 hSC0,i i (output) meaning that all components must synchronize in
that point.
We now describe how to derive a unique WN composing the probabilistic
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part with the non deterministic part.
Places Runpr and Stoppr , introduced above, are connected with the
run/stop transitions of N pr in the same way as for MDPNs, similarly places
nd
Runnd
and Stopnd
Runnd
g and Stopg introduced above are connected to
l
l
the run/stop transitions of N nd as for MDPNs, but now the arcs must be
annotated with the following functions:
P
• ∀t ∈ T pr ∪ Tlnd , if synctype(t) = Some ⇒ h i∈dyn(t) x0,i i, where x0,i
denotes the i-th component of type C0 in the color domain of t;
• ∀t ∈ T runpr , if synctype(t) = Allbut ⇒ h

P

j∈static(t)

P
S0,j − i∈dyn(t) x0,i i

nd
Observe that the arcs connecting transitions Tgnd and places Runnd
g , Stopg
are not annotated with any function because these places have neutral color
(i.e. they contain plain black tokens).
Once the composed WN is built, its RG can be constructed and transformed into a MDP following the same two steps already explained for
MDPN.

9.2.3

An efficient analysis technique

We have justified the introduction of the MDWN formalism in order to
cope with the limitations of the MDPN, but for the moment we have only
shown how the MDWN deals with the first problem: the MDWN is more
convenient than the MDPN for its compactness and readability.
For instance we observe that the MDWN model in Fig. 9.1 can be extended to n identical components only changing the number of elements in
class C0 ; while in the MDPN formalism this would require to introduce n
component nets.
Anyway the number of MDP states is the same for both formalisms, in
fact the MDPs obtained are equivalent (they have same number of states)
and some connections.
In this section we describe how to obtain a Lumped MDP from the SRG2
of the composed WN and we will prove that the optimal reward, computed
2

The SRG is constructed following the standard algorithm described in [34]
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on the MDP M obtained from the RG, can be computed directly on the
Lumped MDP M′ imposing the following assumptions:
• Stationary rewards and transition probabilities; r(s, a) and
p(·|s, a) do not vary from decision epoch to decision epoch;
• Bounded rewards ∀s ∈ S and ∀a ∈ As , |r(s, a)| < ∞;
• Discrete and finite state space S is discrete and finite.
First of all we observe that the following properties are satisfied:
b rs(m) = rs(m′ )
1. ∀m, m′ ∈ m,

2. ∀ht, ci, ht, c′ i, ∈ ht, b
ci, rt(ht, ci) = rt(ht, c′ i)
3. ∀σ, σ ′ ∈ σ
b, rt(σ) = rt(σ ′ )

In fact it is easy to prove that these properties of the reward functions rs, rt
are satisfied by the symmetries constrains imposed on their definitions.
Afterwards the reward functions rs, rt can be easily extended for the
SRG as follows:
Definition 74 (MDWN reward functions)

• rs is extended to the symbolic markings as follows:
def

b = rs(m), ∀m ∈ m
b
rs(m)

• rt is extended to the symbolic instance as follows:
def

rt(ht, b
ci) = rt(ht, ci), ∀ht, ci ∈ ht, b
ci

• rt is extended to the symbolic instance sequence as follows:
def

rt(b
σ ) = rt(σ), ∀σ ∈ σ
b
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The lumped MDP is obtained again in two steps:
• build the SRGnd from the SRG where all the transition sequences
passing only through non deterministic symbolic markings are reduced
to one non deterministic step;
• build the SRGM DP from the SRGnd where all probabilistic paths are
substituted by single probabilistic arcs.
These two steps are computed exactly in the same way as for the RG, the
only difference is in the computation of the transition probability function.
The probability of each “symbolic” probabilistic step is obtained by first
computing the weight of the corresponding symbolic transition instance and
then normalizing it w.r.t all the enabled symbolic transition instances in the
source symbolic marking; the weight of each symbolic transition instance
is defined as the product of its multiplicity by the weight of any ordinary
transition instance represented by it.
Now let us prove that the optimal reward, computed on the MDP M
obtained from the RG, can be computed directly on the Lumped MDP M′ .
We prove this showing that a lumped MDP M′ is stochastically bisimilar
w.r.t the MDP M [62, 108]. This requires that every ordinary marking
b ∈ SM′ where
m ∈ SM is stochastically bisimilar to the symbolic marking m
b
m ∈ m:
b rt(b
b
• rg (rs(m),
σ )) = rg (rs(m), rt(σ)) where σ
b is an action enabled in m
and σ is an action enabled in m and σ ∈ σ
b;

b ′ |m,
b σ
b ′ ∈ SM′ p(m
b) =
• ∀m

P

b ′ ,σ∈b
m′ ∈m
σ :m[σim′

p(m′ |m, σ);

• ∀σ ∈ σ
b and σ ∈ Am , σ
b ∈ Am
b′ ⇒ σ
b=σ
b′ .
b, σ ∈ σ

b ′ |m,
b σ
b ∃σ ∈ σ
b m
b ′ ∈ SM′ , ∀b
σ ∈ Am
b) > 0 ⇒ ∀m ∈ m,
b :
• ∀m,
b : p(m
′
′
′
b ;
p(m |m, σ) > 0 where m ∈ m

The demonstration that the stochastic bisimilarity holds could be immediately deduced. The first point is satisfied by the definition 74, the second
by the procedure to compute the probability of the probabilistic transition
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sequences of the SRG; while the last two points are satisfied by the SRG
definition.
This notion of equivalence leads to the following theorem on optimal
value equivalence.
Theorem 3 (Optimal value equivalence) Let M′ be a lumped MDP stochastically bisimilar to a MDP M then:
b
Vn∗ (m) = Vn∗ (m)

b
where m ∈ m.
Proof:
Let us define the n-step expected total reward function recursively for all the
state-action pairs in M
X
Vn (m, σ) = rg (rs(m), rt(σ)) +
p(m′ |m, σ) · max
Vn−1 (m′ , σ ′ )
′
m′ ∈S

σ ∈Am′

and in M′
b σ
b rt(b
Vn (m,
b) = rg (rs(m),
σ )) +

X

b ′ ∈S
m

b ′, σ
b ′ |m,
b σ
Vn−1 (m
b′ )
p(m
b) · max
′
σ
b ∈Ac
m′

where σ ∈ σ
b.
Now let us prove by induction on n that the theorem is true.
(1)Case n = 0.
b σ
b rt(b
We have V0 (m, σ) = rg (rs(m), rt(σ)) and V0 (m,
b) = rg (rs(m),
σ ));
by definition 74
b rt(b
rg (rs(m), rt(σ)) = rg (rs(m),
σ ))

b σ
(2)Let us assume that Vj−1 (m, σ) = Vj−1 (m,
b) for all values of j − 1 less
than n. Now we have:
X
b σ
b rt(b
b ′, σ
b ′ |m,
b σ
Vj (m,
b) = rg (rs(m),
σ )) +
Vj−1 (m
b′ )
p(m
b) · max
′
b ′ ∈S
m

σ
b ∈Ac
m′

by definition 74:

b σ
Vj (m,
b) = rg (rs(m), rt(σ)) +

X

b ′ ∈S
m

b ′ |m,
b σ
b ′, σ
p(m
b) · max
Vj−1 (m
b′ )
′
σ
b ∈Ac
m′

CHAPTER 9. MARKOV DECISION WELL-FORMED NET
FORMALISM
196

by the stochastic bisimilarity definition and the induction hypothesis:
X X
b σ
p(m′ |m, σ) max
Vj−1 (m′ , σ ′ )
Vj (m,
b) = rg (rs(m), rt(σ)) +
′
σ ∈Am′

b ′ ∈S m′ ∈m
b′
m

= rg (rs(m), rt(σ)) +

X

p(m′ |m, σ) max
Vj−1 (m′ , σ ′ )
′
σ ∈Am′

m′ ∈S

= Vj (m, σ).
Since the reward is bounded then:

b σ
max {Vn (m,
b)} = max {Vn (m, σ)}

σ
b∈Ac
m

2

b
Vn∗ (m)

=

σ∈Am
Vn∗ (m).

We have shown that the optimal reward computed from the lumped
MDP M′ derived from the SRG is equivalent to the optimal reward computed from the MDP derived from the RG, but we have not discussed about
the relation between the optimal policies in the two models. We observe
that the optimal policy computed by the lumped MDP can always be translated to get an optimal policy for the MDP. From an ordinary marking m
b and
it is always possible to deduce the corresponding symbolic marking m
then the optimal associated symbolic action from which it possible to obtain
the corresponding optimal ordinary action.
Observe that several optimal ordinary actions may correspond to a
symbolic action: in this case we can select randomly one of these possible optimal actions because they are all equivalent. In fact it is possible
b m is stochastically bisimilar to m′ , so that
to show that ∀m, m′ ∈ m,
b and σ
b ∈ Am
Vn∗ (m, σ) = Vn∗ (m′ , σ ′ ) with σ, σ ′ ∈ σ
b.
We can observe that in the literature the concept of stochastically bisimilarity has already been used to obtain an MDP size reduction (e.g. in
[62, 108]), but all these methods require to build the complete MDP state
space first and then to reduce it, while our method builds directly the
Lumped MDP without generating all the state space.
Furthermore the possibility of abstracting details through the symbolic
transitions allows to obtain a more effective reduction than the method
proposed in [62] since we consider as equivalent, actions that are “similar”
but not identical.
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9.3

An application example

In this section we will present some results on a variation of the an example
of a multiprocessor system model introduced in section 9.1. In this system each processor has a local memory, moreover the system includes also
a global shared memory that can be used by any processor when its local
memory fails. Hereafter we shall use the name “bank” to indicate a processor and its local memory. Each processor, local memory and global shared
memory can fail independently; however we consider recoverable failures,
that can be solved by restarting/reconfiguring the failed component.
The system includes an automatic failure detection system that is able
to detect and perform a reconfiguration of the failed component (e.g. by
resetting it). The failure detection and recovery system can handle a limited
number k of recovery operations in parallel.
Notice that if a local memory Mi and the global shared memory GM
are both failed at the same time, the processor Pi cannot perform any useful work, even if it is not failed; moreover we assume that when both the
processor Pi and its local memory Mi are simultaneously failed, they are
reset together (this is considered as a single reset operation). The components in this system are: n processors, n local memories and one global
shared memory, moreover it is convenient from a modeling point of view
to introduce a logical “reset” component associated with each “physical”
component modeling the reset procedure.
The MDWN probabilistic part of this system is depicted in Fig. 9.1.
The decision maker corresponds to the automatic failure detection and
recovery system; it may represent any possible recovery strategy; it is modeled in such a way that any association of up to k recovery resources to any
subset of failed components at a given time can be realized by the model.
It is depicted in Fig. 9.2.
Unfortunately the use of the standard predicates φxyz , φxz , φyz for this
model decreases the effectiveness of the reduction induced by the SRG technique.
The effectiveness of the reduction induced by the SRG technique is instead higher if we consider the new model in Figs. 9.5 and 9.6; where we use
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Figure 9.5: Probabilistic part of the multiprocessor system MDWN model
with two color classes {C0 , C1 } for representing the system components
two color classes {C0 , C1 } for representing the system components where
C0 = {P ∪ M ∪ GM ∪ R}, C1 = {1, . . . , n} and P, M, GM, R are four cardinality one static subclasses, representing the four component types and C1
is the class representing the n banks. A processor is identified by means of
pair from P × C1 , in the same way a local memory is identified by means of
pair from M × C1 . In other words each processor/memory and reset component can be identified by a pair hcomp. type, banki. For example hP, 1i
is the processor of bank 1, hm, 2i is the local memory of back 2.
This requires to extend the MDWN definition given in section 9.2 to
allow that a component identifier be represented with a tuple of colors.
This does not affect any other definition and does not require any change
in the RG/SRG technique; we have used single class component identifiers
in the MDWN definition only to make the formalization simpler.
The results about reduction in the size of the model state space of the
final MDP are reported in table 9.3: it shows the number of states and
the computation time respectively of the RG, RGnd , RGM DP , SRG, SRGnd
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Figure 9.6: Non deterministic part of the multiprocessor system MDWN
model with two color classes {C0 , C1 } for representing the system components
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and SRGM DP for different numbers of banks. The computation has been
performed with an AMD Athlon 64 2.4Ghz of 4Gb memory capacity. In
particular the first, the second and the third lines report the number of
states and computation time of the RG, the RGnd and the RGmdp , while
the next three lines show the number of states and the computation time
obtained using the SRG technique. Observe how the SRG technique wins
both in terms of space and time gain with respect to the RG technique.
A further reduction of the number of states for this model can be
achieved associating different priorities to the system transitions such that
the number of possible interleavings of the non deterministic/probabilistic
actions in each path are reduced. For instance the last six lines in table 9.3
show the reduction in terms of non deterministic states and time computation obtained imposing an order on the decision maker choices (first the
decision maker takes all the decisions for the processors then for the memories and in the end for the global memory).
It is important to observe that it is not always possible to use this trick
because if the actions are not independent then all the priority can constrain
the set of policies to be considered(and may exclude the optimal one); hence
the priorities in practice must not reduce the set of possible strategies. The
optimal strategy is expressed as a set of optimal actions, such that for every
system state an optimal action is given.
For example let us consider a model with two processors and memories,
with two recovery resources, with probability of processor fault 0.01, memory fault 0.05, global memory fault 0.001, continuing the processor recovery
0.20, continuing the memory recovery 0.05, and continuing the global memory recovery 0.05, with cost of the processor recovery 200, memory recovery
100 and global memory recovery 150, and with penalty 500 if the number of
active processors is one and 1000 if it is zero. In this case, we observe that
if a fault happens and there is a free recovery resource then the recovery
must start immediately moreover the global memory recovery is preferred
with respect the processor recovery and the memory recovery.
After having obtained the optimal strategy it would be useful to synthesize a new model without non determinism implementing it (this could
be achieved by substituting the decision maker part with a new completely
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deterministic part implementing the decisions of the optimal strategy): classical Markov chain analysis techniques could then be applied to this model,
moreover the new net would constitute a higher level (hopefully easier to
interpret) description for the optimal strategy. Unfortunately this is not
always easy (especially when the number of states is large), but this is an
interesting direction of future research.

RG
RGnd
RGM DP
SRG
SRGnd
SRGM DP
RG prio
RGnd prio
RGM DP prio
SRG prio
SRGnd prio
SRGM DP prio

Proc=3,Mem=3,Res=2
Prob. Non det. Time

Proc=4,Mem=4,Res=2
Prob. Non det.
Time

19057
19057
0

21031
441
441

13s
9s
2s

755506
755506
0

863886 1363s
4078 2833s
4078 250s

9651
9651
0

10665
219
219

9s
3s
1s

132349
132349
0

150779
831
831

284s
222s
28s

1256220
1256220
0

19057
19057
0

5235
411
411

9s
4s
2s

755506
755506
0

103172 983s
4078 1830s
4078 246s

26845912

1863024

>13h

9651
9651
0

2697
219
219

6s
2s
1s

132349
132349
0

1256220
1256220
0

96044
2368
2360

3270s
1560s
234s

18904
831
831

187s
75s
26s

26845912 31895848

>13h

1478606 5032s
2368 12795s
2360
518s

Table 9.1: Results for the example modeling a multiprocessor system. Observe that the RG for Proc=4 and Mem=4
is not computed because it requires a too much of time; its size is computed indirectly from the SRG.
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Proc=2,Mem=2,Res=2
Prob. Non det. Time
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9.4

Discussion

In this section we are going to compare our formalism with two other high
level formalisms for MDP: the PRISM language [75] and the Stochastic
Transition System (STS) proposed in [47].
The PRISM language [75] is a state-based language based on the Reactive Modules (RM) formalism of Alur and Henzinger [4]. A system is
modeled with the PRISM language as composition of modules(components)
which can interact with each other. Every model contains a number of local
variables used to define it state in every time unit, and the local state of all
modules determines the global state. The behavior of each module is described by a set of commands; such that a command is composed by a guard
and a transition. The guard is a predicate over all the (local/nonlocal) variables while a transition describes how the local variable will be updated if
its guard is true.
The composition of the modules is defined by a process-algebraic expression: parallel composition of modules, action hiding and action renaming.
Comparing the MDPN formalism with the PRISM language we observe
that they have the same expressive power: we can define local or global nondeterministic actions and the reward function on the states and/or on the
actions in both formalisms; so that it is possible to translate each MDPN
model in a PRISM model passing through the MDP underlying the MDPN
model. The main difference is that by using the MDPN formalism one
can define complex probabilistic behaviors and complex non-deterministic
actions as a composition of simpler behaviors or actions.
If we compare the PRISM language with the MDWN then we see that
the MDWN has two other advantages: a parametric description of the model
and an efficient analysis technique making it possible to automatically take
advantage of intrinsic symmetries of the system. In fact, the PRISM language has a limited possibility for parametrization. In order to cope with
this problem in [48] it was presented a syntactic preprocessor called eXtended Reactive Modules (XRM) which can generate RM models giving to
the users the possibility of describing the system using for instance: for
loops, if statements.
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Instead some techniques proposed in order to reduce the states explosion
problem in PRISM (e.g. in [58]) were based on the minimization of the RG
with respect to bisimulation; but this requires the building of all the state
space before reducing it; hence our method gives the possibility of managing
models with a bigger number of states. It generates directly the Lumped
MDP without first building all the state space.
A direct comparison between our formalisms and the STS is not possible, because the STSs are an high level formalism for modeling continuous
time MDPs. It extends the Generalized Stochastic Petri Net formalism
by introducing transitions with an unspecified delay distributions and by
introducing the possibility of non-deterministic choice among enabled immediate transitions. We observe that the STS has the same problems of
GSPN formalism; that make its utilization less advantageous with respect
to the WN. It is also important to observe that there is no tool supporting
this formalism.

Chapter 10
Repairable Fault Tree analysis
based on MDPN
In chapter 5 we have shown that the FT formalism models a system in
terms of its component faults but it does not include any information on
the repair or recovery processes of its down components. This limitation
can be restrictive because the repair or recovery processes are an important
aspect in a study of reliability of the system.
In order to include this feature the Repairable Fault Tree (RFT) and its
evaluation technique were introduced in [44]. In this extension of the FT
formalism, the failed components can be repaired: for a repairable component, the failed state is not an absorbing state because it can return to the
working state through the repair process. The working and failed states of
a repairable component may be repeatedly alternated during the lifetime of
the component.
The RFT formalism extends the FT introducing the Repair Box (RB) [20,
44] which allows to represent the possibility of a repair action involving a
certain set of components.
The repair action is activated by the occurrence of a specific failure event
(called trigger event) concerning a component or a subsystem. A repair
process is characterized by a repair policy describing the repair mode, and
by repair rates influencing the repair time. In the RFT formalism the failure
time and the repair time are random variables distributed as a negative
exponential.
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Unfortunately the combinatorial analysis technique presented for FTs
cannot be applied to the RFT. In fact the possibility of modeling also the
repair processes requires to apply a state space based analysis.
A way to efficiently analyze an RFT model is to apply the state space
analysis only on the subsystem in the RFT involved in the repair process,
while in all other subsystems the combinatorial analysis can still be applied.
In particular the state space analysis is performed by translating the
evolution between the failure mode and repair mode of the subsystem involved by the repair process in a GSPN model and to solve it with the
GSPN solver.
In this way it is possible to evaluate the effect of repair actions in terms
of system availability and possibly to compare different repair strategies.
The new approach presented in this thesis has been developed with the
aim of finding the optimal repair policy among the set of policies that may be
applied to the system. This is achieved by representing the system behavior
through an MDP (passing through a MDPN model).
The chapter is organized as follows: in section 10.1 the first version of
RFT formalism where Repair Boxes are modeled with GSPN is presented;
while in section 10.2 the Non deterministic RFT (NdRFT) formalism is introduced whose semantics is given in terms of MDPN. Finally in section 10.3
these two approaches are compared.
In the rest of this chapter we will use the term “BE component” to
indicate the component whose failure corresponds to a given basic event.
Failure events which are not basic correspond to a subsystem failure.

10.1

Repairable Fault Tree: modeling Repair Boxes with GSPN

In this section we introduce the formal definition of RFT and present its
evaluation technique [44].
Definition 75 (RFT) A RFT is a twelve-tuple:
hE, G, A, Γ, γ, F R, B, AR , B, β, RR, Pi
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where:
• hE, G, A, Γ, γ, F R, i is an FT (see chapter 5);
• B = {b1 , . . . , bq } is a set of Repair Boxes (RB);
S
• AR ⊆ (B × E) (E × B) is a set of repair arcs;

• B = {p1 , . . . , pr } is a set of repair policies;

• β : B → B is a function assigning a repair policy to each RB;
• RR : B → R+p (p ∈ N+ ) is a repair rates function assigning to each
repair box bi the p rates required by policy β(bi );
• P : B → R+s (s ∈ N+ ) is a parameter function assigning to each RB b
a vector of real positive numbers that represents a set of parameters
needed to characterize the process required by repair policy β(b). It
may also happen that a very simple repair policy requires no parameters.
Furthermore, the following constraints must be fulfilled:
• B ∩ E = ∅ ∧ B ∩ G = ∅. This means that the set of repair Boxes does
not contain any event or gate;
• ∀b ∈ B, ∃!e ∈ E : b• = {e}. This means that every RB has one and
only one input event.
• ∀b ∈ B : b• ⊆ E ⇒• b = ∅, b• ⊆ (E − E) ⇒• b 6= ∅. This means that
if the input event of RB is a BE then the set of output events of this
RB is empty else it must contain at leats one event.
• .
where • b = {e ∈ E, (e, b) ∈ AR } represents the set of input basic events of
b and b• = {e ∈ E, (b, e) ∈ AR } represents the output event of b.
Hence a RB b is characterized by a repair policy, a vector of parameters
and a vector of repair rates. It is a node (graphically represented by a box
with a wrench on it) whose inputs may only be basic events (corresponding
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Figure 10.1: A module including a repairable subtree.

to the components that must be repaired) and whose output is a unique
event node, called the trigger event of b (i.e. the event that causes the
repair process of b to start). If the output node of an RB is a basic event
then the set of its input events is empty; because the trigger event is the
failure of the component to be repaired
Let us extend the definitions of basic coverage set and coverage set presented in section 5.1.
Definition 76 (Basic Coverage Set of a RB) Let b ∈ B the Basic Coverage Set of b, denoted CovE (b) is the set • b.
Definition 77 (Coverage Set of a RB) Let b ∈ B then the Coverage
Set of b is the set Cov(b) = {v ∈ σ(e, b• )|e ∈ CovE (b)}.
Given b ∈ B, let e ∈ E be the trigger event of b. It must hold:
CovE (b) ⊆ CovE (e) ∧ CovE (b) ⊆ CovE (e) ∩ (E − E)
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In other words, a RB b is connected to an event e (the trigger) which
identifies the part of the RFT to be considered by the repair policy and to
all the basic events in CovE (b) (i.e. the basic events that must be cleared
according to that policy). For example, the trigger event of the RB in Fig.
10.1 is the event S1 and CovE (b) = {A}. Thus the basic event A is the only
event that will be cleared by the repair policy associated to the RB.
Moreover the following hypotheses are assumed: given two RBs b, b′ and
their trigger events e, e′
• CovE (b)

T

CovE (b′ ) = ∅;

• e, e′ are not linearly dependent.
The first hypothesis says that mutual dependencies due to repairable basic
events are not considered by the solving technique, while the second means
that RBs cannot be “nested”.

10.1.1

The solving technique

The introduction of RB requires a solution based on the state space construction, that may be computationally very expensive with respect to the
standard combinatorial method used for the FT (see chapter 5). Fortunately the notion of FT module presented in [44] can be used to limit this
problem. A RFT module is a subtree that can be solved in isolation without
compromising the analysis and the behavior of other parts of the tree.
Definition 78 (RFT module) Let R be a RFT, v ∈ {E − E} an event of
R and M the subtree originating in v. M is a module of R iff
• 6 ∃v ′ ∈ E, v ′ 6∈ Cov(v): vDv ′
• 6 ∃b ∈ B : v ∈ Cov(b).
In other words, a RTF module is a subtree that can be solved in isolation
without compromising the analysis and the behavior of other parts of the
tree.
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In particular, in the RFT two kinds of modules exist: Combinatorial
Solution Modules (CSM), not affected by any repair action, and State space
Solution Modules (SSM), affected by repair actions.
Definition 79 (CSM) Let M be a RFT module and EM be the set of events
in M. M is said to be a CSM ⇔ 6 ∃v ′ ∈ EM , b ∈ B : v ′ is the trigger event
of b. A CSM is maximal if it is not contained in another CSM.
Definition 80 (SSM) Let M be a RFT module and EM be the set of the
events in M. M is said to be a SSM ⇔ ∃v ′ ∈ EM and ∃b ∈ B : v ′ is the
trigger event of b. A SSM is minimal if it does not contain any other module
of any kind.
In this way it is possible to select between the two different solution techniques (standard combinatorial method or state space method) according
to the RFT module type.
The global solution method therefore can be defined by the following
four steps:
• modularization step consisting of detecting and classifying the RFT
modules.
• decomposition step consisting of separating and solving each module
with the proper technique;
• substitution step consisting of replacing each solved module with a
basic event whose probability of failure is equal to the failure probability of the module;
• analysis of the reduced FT.
Hence every CSM module is solved using the FT evaluation technique
already presented in chapter 5, while the solving procedure for SSM requires
the generation of the module state space and its analysis (see more details
in [42]).
In [42, 44] the state space generation of an SSM and its solution are
performed by first translating the SSM in a GSPN and then solving it.
The GSPN is obtained (automatically) as composition of two subnets: one
representing the failure process, the other representing the repair process.
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10.1.2

Repair policies associated with RB

Let us present the examples of repair policies proposed in [44]:
• Global Repair Time (GRT) policy: only one parameter, representing
the global time needed to repair the whole set of basic events connected
to the RB, is given; when the repair time elapses, all basic events
connected with the RB are immediately repaired;
• Single (basic) event Repair Time with Infinite repair facilities (SRTI): this policy requires to specify as many repair rates as the number
of basic events in CovE (b). In that repair policy each BE connected
to the RB is repaired separately and the repair process ends when all
basic event in the basic coverage set are repaired;
• Single (basic) event Repair Time with Finite repair facilities (SRT-F):
this policy requires to specify as many repair rates as the number of
arcs connecting the RB to basic events and one parameter indicating
the number of available repair facilities for the repair process. This
third case is similar to the previous one, the difference is that only a
subset of repair activity can go on in parallel (corresponding to the
min(down components, available resources)).
In [44] the efficiency of these three repair policies are studied on the RFT
in Fig. 10.3 (representing a redundant multiprocessor computing system
sketched in Fig. 10.2) in order to find the best repair policy minimizing the
probability of the TE at time t.
The approach described above requires to define the repair policies for
each repairable subsystem or component, and assumes that once a trigger
event has been detected the repair action must start immediately (provided
that the needed resources are available). In case of competition for resources
a probabilistic choice is made. Under this specification and assumption
the probability of the TE is computed to evaluate the effectiveness of the
modeled strategy.
Observe however that it is not necessarily true that starting to repair
a given subsystem immediately after its trigger event has happened is the
best choice.
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Figure 10.2: A redundant multiprocessor computing system.

Figure 10.3: The RFT for the redundant multiprocessor computing system
sketched in Fig. 10.2.
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Moreover the repair policies GRT, SRT-I and SRT-F model repair processes where the components or the subsystems under repairing stay down
until all their BE components are not repaired.
This is not always the best choice; since we could be interested to model
repair processes where the components or the subsystems under repairing
return available as soon as possible (e.g. in a degraded state) without
waiting the repair of all its down BE components. In this case the choice
of the components which have to be repaired first can be relevant.
Finally the probability of the TE does not always characterize in a sufficiently detailed way the dependability requirements and the costs for a
specific system: the measure of effectiveness of a repair strategy may depend on penalty factors due to the degradation of performance when some
subsystem is down even if the TE has not yet occurred, and on repair costs.
In the next section we are going to propose a new approach based on
the MDPN formalism in order to overcome this limitation.

10.2

Non deterministic Repairable Fault Tree

In this section we define the Non deterministic RFT (NdRFT) formalism
and give its semantics in terms of MDPN models: on these models the
optimal repair strategy and the corresponding system availability can be
computed.
First, it must be said that the new model is a discrete time one (while the
previous model was based on continuous time). Moreover the specification
of the failure and repair process of each (basic) “repairable” component x is
given by probability PF ailure (x) and PRepair (x). PF ailure (x) (resp. PRepair (x))
represents the probability that a failure (resp. the end of the repair) occurs
at any (discrete) time step provided the corresponding component is up
(resp. is down and under repair). As a consequence the time to failure of a
component, (as well as its repair time), has a geometric distribution:
P (T tFe = k) = (1 − PF ailure (e))k−1 PF ailure (e)
P (repT imee = k) = (1 − PRepair (e))k−1 Prepair (e)
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Another relevant difference between RFT and NdRFT is that in the
former the repair policy is completely specified, i.e. any repairable and failed
component must be immediately repaired, provided there is a resource to do
so (this condition is relevant only when SRT-F is adopted for one or more
RB in the RFT models)
In NdRFT the instant when a repair process can start is non deterministic: hence the repair policy is not completely specified, and the goal of the
model analysis is to provide the optimal one.
Optimality is first simply based on the TE probability (at a given time
step k), then an extension of the definition will open the possibility of
defining new criteria, based not only on the penalty paid when the system is
down, but also on the penalty paid when the system is working in degraded
mode, and on the cost of each repair action.
Moreover in NdRFT we can model also repair processes where the components or the subsystems under repairing return available as soon as possible (e.g. in a degraded state) without waiting the repair of all its down
BE components. In this case the choice of the components which have to
be repaired first is automatically provided by model analysis.
In order to perform the above mentioned analysis we are going to represent the repair process with a MDPN model that has a discrete time
semantics, in fact the underlying low level model is a discrete time and
finite MDP).
The formal definition of the NdRFT formalism follows:
Definition 81 (Non deterministic Repair Fault Tree) An NdRFT is
an eleven-tuple:
hE, G, A, Γ, γ, F P, F , LG, V, RP, RS, RAi
where:
• hE, G, A, Γ, γ, i are defined as in FT;
• F P : E → (0, 1) is a function assigning to a BE the probability of
failure of its corresponding BE component.
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• F : E → {Repairable, NotRepairable, NULL} is a function assigning
to every event a label: “Repairable” or “NotRepairable” or “NULL”;
We shall denoted Er the set {e ∈ events : F (e) = Repairable};
• LG : Er → {Local, Global} is a function assigning to every repairable
event a label: “Local” or “Global”;
• RP : Er → (0, 1) is a function assigning to each repairable component
or each repairable subsystem the probability that its repair process will
finish in the current time unit. It is meaningful for every e ∈ E with
LG(e) = Local or ∀e ∈ {E − E} with LG(e) = Global∧ 6 ∃e′ : e ∈
Cov(e′ ) ∧ LG(e′ ) = Global.
• RS[nres ] is a vector representing different available repair resources.
nres is the vector dimension.
• RA : Er → [0, nres ] is a function returning for each repairable component or each repairable subsystem a number between 0 and nres (the
dimension of the vector RS). It assigns the correct available repair
resource to each repairable component or each repairable subsystem.
Moreover the following constraints must be fulfilled.
• ∀e ∈ E, ∀e′ ∈ Cov(e), F (e) = NotRepairable ⇔ F (e′ ) = NotRepairable.
This means that if an event is not repairable all the events in its coverage set must be not repairable and vice versa;
• ∀e ∈ E, ∀e′ ∈ Cov(e), LG(e) = Global ⇔ LG(e′ ) = Global. This
means that if an event is repairable globally all the events in its coverage set must be repairable globally and vice versa;
• ∀e ∈ E with F (e) = NULL ⇔ ∃e′ ∧ e′′ : e′ ∧ e′′ ∈ Cov(e) ∧ F (e′ ) =
Repairable ∧ F (e′′ ) = NotRepairable. This means that the coverage
set of e has to contain at least a repairable event and a not repairable
event, and vice versa;
• ∀e ∈ E, e′ ∈ Cov(e), LG(e) = Global ⇔ RA(e) = RA(e′ ). This
means that if an event e is globally repairable then all the events in
its coverage set use the same repair resources assigned to e.
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Now we explain the meaning of the functions: F , LG, and RP.
• F (e) defines whether a component or a subsystem whose failure corresponds to an event e is repairable. Only the failures of repairable
components can trigger a repair event. An event e with F (e) = NULL
is potentially repairable.
• LG(e) defines the granularity of the repair processes in which e is involved.

– Global repair policy semantics: all the BE components connected
to this component must work when the global repair process terminates. This means that a global repair process is a unique
repair process that works simultaneously on a set of BE components (e.g. representing the substitution of a down server with a
new server). Observe that if the component is a BE component
then it must work after the achievement of its repair.
– Local repair policy semantics: the choice is finer, we can take a
choice (repair or not repair) for every repairable BE component
in its coverage set. If the component is a BE component the
choice will be taken only for it.
• RP(e) defines the probability that the repair process of a component
will finish in the current time unit (given it is under repair).
Observe that the possible repair actions are not represented by means
of RB nodes, but rather by identifying for each component (or subsystem)
the specific repair strategy that can be applied to it.
An example In this paragraph we are going to clarify with an example
the differences between an RFT and an NdRFT model in terms of their
repair policy.
If we compare the NdRFT submodel in Fig. 10.4 where F (e) = Repairable
and LG(e) = Global and RS[RA(e)] = 1 with e ∈ E of this submodel, and
the RFT submodel in the dashed box of Fig. 10.3 where the repair policy
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associated with the RB is GRT then we observe that in both models the
submodel SUB1 will return available when all the down BE components
are repaired. The difference is that in RFT model the repair process will
start immediately when the event SUB1 occurs while in the NdRFT one it
will start according to the computed optimal repair policy.
Instead if we compare the NdRFT model in Fig. 10.4 where F (e) =
Repairable and LG(e) = Local and RA(e) = i and RS[i] = k with e ∈ E
of this model, and the RFT submodel in the dashed box of Fig. 10.3 where
the repair policy associated with the RB is SRT − I with k as number of
available repair facilities then we observe that in the latter one the submodel
SUB1 will return available only when all the down BE components are
repaired while this is not true for NdRFT. In the former submodel the
subsystem SUB1 will return available if at least the CPU, one memory and
one disk are UP.
Moreover in the RFT model the repair process will start immediately
when the event SUB1 occurs while in the NdRFT one it will start according
to the optimal repair policy.

10.2.1

NdRFT semantics

In this section we are going to describe how to obtain from an NdRFT
model the corresponding MDPN model.
From NdRFT to MDPN. The derivation of an MDPN model from an
NdRFT is performed in two distinct steps:
• in the first step we reduce the NdRFT using the FT module analysis approach (described in chapter 5 and already used in the RFT
formalism [44]);
• in the second step the Reduced NdRFT (RNdRFT) is translated in a
MDPN model.
We must observe that the first reduction step is performed in order
to control the state space explosion. In this way we minimize the size
(in terms of places and transitions) of the MDPN model; so that we also
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Figure 10.4: The NdRFT submodel for the redundant multiprocessor computing system sketched in Fig. 10.2.
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reduce the size of the MDP derived from the MDPN model. A side effect of
the reduction is the simplification of the translation from RNdRFT to the
corresponding MDPN model.
First of all we introduce the following sets:
1. EnR = {e ∈ E|F (e) = NotRepairable ∧ 6 ∃e′ : e′ ∈ EnR ∧ e ∈ Cov(e′ )}.
Every event in EnR corresponds to the root of an FT module containing
only not repairable events.
2. ERG = {e ∈ E|F (e) = Repairable ∧ LG(e) = Global ∧ 6 ∃e′ : e′ ∈
ERG ∧ e ∈ Cov(e′ )}. Every event in ERG corresponds to the root of FT
module containing only global repairable events.
3. E R = {e ∈ E|F (e) = Repairable}. Every BE event in E R is a repairable component;
4. E nR = {e ∈ E|F (e) = NotRepairable}. Every BE event in E R is not
a repairable component.
It must hold that:
• ∀e, e′ ∈ EnR ⇒ Cov(e) ∩ Cov(e′ ) = ∅
• ∀e, e′ ∈ ERG ⇒ Cov(e) ∩ Cov(e′ ) = ∅
Using the module based analysis (presented in section 5.2) on every
FT module having e ∈ {EnR ∪ ERG } as root, we compute the BE events
corresponding to these FT modules. The functions F , LG, V and RP for
these new BEs will have the same values of root of the FT modules that
they replace.
After that, we replace these FT modules in the original RFT with the
corresponding BE events computed obtaining the RNdRFT.
The Comppr and Compnd of the MDPN will be:
• Comppr = E
• Compnd = E R
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Figure 10.5: Conversion of the RFT submodels into submodels of P N pr of
an MDPN.
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Fig. 10.5 shows how each event can be translated in a P N pr submodel.
The place and transition names have been chosen so that the meaning of the
submodel should be immediate (e.g a token in the place Assigned represents
that a resource is assigned to repair the component, while the tokens in
place AV RESRA(e) represent the available resources of type RA(e)). In
particular the conversion rule for a repairable BE e is shown in Fig. 10.5A
where:
• T stoppr = {W orke, F ailSe , EndRepSe , ContRepe }
• T runpr = {F ailRe , Repaire , EndRepRe }
• ∀t, weightpr (t) = 1 except weightpr (W orke ) = 1 − F P(e) ∧
weightpr (F ailSe ) = F P(e) ∧ weightpr (ConRepe ) = 1 − RP(e) ∧
weightpr (EndRepRe ) = RP(e)
• ∀t, act(t) = e
• m0 : m0 (UP ) = 1 ∧ m0 (Av ResRA(e) ) = RS[RA(e)]
for all other places the initial marking is equal to 0.
The conversion rule for a not repairable BE e is shown in Fig. 10.5B where:
• T stoppr = {W orke, F ailSe } ∧ T runpr = {F ailRe }
• ∀t, weightpr (t) = 1 except weightpr (W orke ) = 1 − F P(e) ∧
weightpr (F ailSe ) = F P(e)
• ∀t, act(t) = e
• m0 : m0 (UP ) = 1
for all other places the initial marking is equal to 0.
The conversion rule for an event e, output of an AND gate g, is shown in
Fig. 10.5C where:
• T stoppr = ∅ ∧ T runpr = {ANDg }
• act(ANDg ) =

S

e′ ∈CovE (e)

• weightpr (ANDg ) = 1

e′
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• for every place p in this submodel m0 (p) = 0.
Finally the conversion rule for an event e, output of an OR gate g, is
shown in Fig. 10.5D where:
• T stoppr = ∅ ∧ T runpr = {ORi , i = 1 . . . n} where n is |• g|
• ∀ti , e′i ∈ CovE (e) act(ORi ) = ei
• weightpr (ORi ) = 1, i = 1 . . . n
• for every place p in this submodel m0 (p) = 0.
The priority of the transitions F ailRi with i ∈ {1, . . . , |E|} is one, while the
priority of the transitions EndRepRi is three. All other transitions have
priority equal to one
We emphasize that the two PN models in Figs. 10.5C and 10.5D are
templates that must be instantiated according to the gate input events.
Algorithm 8 shows how to generate the corresponding P N pr from the
RNdRFT. The list listP N is used to store all the P N submodels generated
by the algorithm during intermediate steps. In the end it will contain a
single element: the P N pr .
The algorithm visits all the events in the RNdRFT and inserts for each
of them an appropriate PN submodel in listP N. The selection of the appropriate PN submodel corresponding to the event type is computed by the
function P N(e, type). The choice is performed among the following types:
A: repairable BE (P N pr );
B: not repairable BE (P N pr );
C: output event of an AND gate (P N pr );
D: output event of an OR gate(P N pr );
Finally the method Compose() substitutes all the elements in listP N by a
unique net obtained by superposition of their places.
The corresponding P N nd is built instead from the basic submodels in
Fig 10.6 as shown in algorithm 9.
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Algorithm 8 Algorithm for P N pr generation from RNdRFT
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

listPN=NULL;
ListEvents=Events(RNdRFT);
while ListEvents 6= NULL do
e =ListEvents.top();
if e ∈ E R then
listPN.insert(P N(e, A));
else
if e ∈ E − E R then
listPN.insert(P N(e, B));
else
if e ∈ E − E then
g =• e;
if Γ(g) = AND then
listPN.insert(P N(e, C));
else
listPN.insert(P N(e, D));
end if
end if
end if
end if
end while
listPN.Compose();
return listPN.top();
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Figure 10.6: Submodels of P N nd of a MDPN.

We must observe that: ∀e ∈ E r Assigne and NoAssigne are T stopnd
and obj(Assigne ) = obj(NoAssigne ) = e; while ∀e ∈ {E − E} RUNGLe
is T runnd and obj(RUNGle ) = ids . Finally ST OP GL is in T stopnd and
obj(ST OP GL) = ids
In the same way the list listP N is used to store all the P N submodels
generated by the algorithm during intermediate steps, and the function
P N(e, type) is used to select the appropriate PN submodel corresponding
to the event type. However the choice is performed among the following
types:
E: repairable BE (P N nd );
F: output event of an OR/AND gate (P N nd );
G: system global event (P N nd )
The submodel F is used to remove the token from the place OUT COMPe
corresponding to the output event e of an OR/AND gate. We reset all
the IEs before taking a decision for each repairable BE component in the
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Algorithm 9 Algorithm for P N nd generation from RNdRFT
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

listPN=NULL;
ListEvents=Events(RNdRFT);
while ListEvents 6= NULL do
e =ListEvents.top();
if e ∈ E R then
listPN.insert(P N(e, E));
else
if e ∈ {E − E} then
listPN.insert(P N(e, F ));
end if
end if
end while
listPN.insert(P N(NULL, G)),
listPN.Compose();
return listPN.top();

RNdRFT, so that their values will be recomputed in the next probabilistic
phase according to the choices taken in the current non deterministic phase.
The submodel G does not correspond to a specific event but it is used
to conclude the non deterministic phase of the global system as described
in chapter 8.
For every event in E we insert the appropriate PN submodel corresponding to this event in listP N; and finally the method Compose() substitutes
all these elements in listP N with a unique net obtained by superposition
of their places.
Finally we have to describe how to define the MDPN reward functions.
They are defined as follows:
• rs(T E) = −1 otherwise 0;
• ∀t ∈ T nd , rt(t) = 0;
• rg = sum(rs, rt).
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A simple example. In Fig. 10.7A a simple RFT representing two BEs
e1 and e2 connected through an AND gate to the TE is shown. The BE e1
represents a repairable component event while the BE e2 is not repairable.
In this example the set E R is {e1 } while E nR is {e2 }. The RS is equal
to one.
For this example RNdRFT is equal to the NdRFT because 6 ∃e ∈ E − E
with F (e) = NotRepairable ∨ F (e) = Repairable ∧ LG(e) = Global.
Finally the corresponding P N pr is shown in Fig. 10.7B while the corresponding P N nd in Fig. 10.7C.
We can observe that Comppr = {e1 , e2 } and Compnd = {e1 , ids },
From MDPN to MDP. The generation of the MDP from the MDPN
model is performed as already described in chapter 8

10.2.2

Analysis technique

The MDP obtained can be solved in order to find the optimal repair strategy
at finite horizon t. In fact, in this case the optimal strategy at infinite
horizon may be not particularly significant, because some not repairable
elements can induce to the total failure of the system, so that the optimal
strategy at infinite horizon may be: “never repair any component” in every
system state (since the system failure is an absorbing state).
Hence we can compute the optimal repair strategy at horizon k and the
associated reliability of the system giving its maximum and minimum value.

10.3

Discussion

We have defined the new formalism of NdRFTs showing how to obtain
from it the corresponding MDPN model and which type of analysis can be
performed.
We have shown that using this approach it is still possible to compute all
previous quantitative measures defined in chapter 5. Moreover this approach
gives the possibility to find automatically the optimal repair strategy defined
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Figure 10.7: Example of a simple FT with two BEs, the former repairable
the latter not repairable.
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the repairable components. Observe that in the previous approaches this
requires to explicitly represent and compare all the possible repair policies.
Finally both the approaches use the analysis technique based on the
decomposition of the FT in modules in order to cope with the problem of
state space explosion during the analysis of the state space solution of the
modules.
A possible future work is to extend this new formalism so that the modeler can directly define a reward function that will be used for the computation of the optimal repair policy. In this way the optimal repair policy could
be computed not only with the goal of minimizing the failure probability
of the TE, but also by other parameters defined by the users through the
reward function.
For instance he may define a reward that considers both the repair costs
and the degradation of the system performance when a failure of a component happens.
This requires to extend the NdRFT with reward functions. Two types of
reward functions can be possible: the event reward and the repair reward.
Definition 82 (NdRFT reward functions)
• re : 2E → R is a function defining for every event its reward or
penalty value. This means that a reward re(e) is accumulated during
all periods in which the failure is present.
• rc : Er → R is a function defining for each event e its reward or
repair cost. This means that a cost rc(e) is paid every time when a
component or a set of components starts their repair process.
• rg : R × R → R is a function which is not decreasing w.r.t its second
parameter: it is used to compose the two functions re and rc in a
unique reward function r = rg (re, rc)
Obviously this requires also to extend the previous translation steps
according to the new reward functions.
For this type of extension we observe that the reward function re cannot
be defined for every event contained in an FT module having e′ ∈ {EnR ∪
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ERG } as root. In fact in the reduction step all these events are discarded
since all the FT modules containing them are replaced but the corresponding
BE.
If we want to remove this limitation we must discard the reduction step
and directly translate the whole NdRFT in the corresponding MDPN.
Another interesting work could consist in modeling systems where the
repair process can be performed without a complete knowledge of the system
state (we do not know exactly whether a component, it is really down)
or/and to extend the possibility of non determinist choices (e.g. repair
local/repair global/not repair).
These points will be discussed with more details in chapter 13.

Part III
Applications and tool
implementation

Chapter 11
Some applications
In this chapter we present some possible applications of the theoretical
results presented in Part II of this thesis. In particular an application of
the ESRG approach is described in section 11.1, and an application of the
MDWN formalism in section 11.2.

11.1

An application of the ESRG refinement
approach

In this section we are going to describe a system composed of several clients
and a Remote Server (RS), the corresponding SWN model, a discussion on
the effectiveness of the ESRG approach and the performance indices of interest for this class of systems. The system under study has a client/server
architecture. The server offers two kinds of services: critical and uncritical. Each critical service (e.g. to update an information) is executed in a
Critical Section (CS), while the uncritical services (e.g. read an information) can be executed in parallel. Moreover the critical services are served
according to their priorities depending on the type of user requiring them
(e.g the requests of service of a superuser must be served before of all the
requests of the standard users).
From a client, a user submits a (critical/uncritical) request to the RS.
This request is accepted iff : (1) the maximal load (maximum number of
requests that can be accepted) of the RS has not been reached yet; (2)
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no critical requests are ready to be preprocessed or are waiting the CS or
are executing the CS. After being the accepted, the requests have to be
authenticated, so that in this step the types of users submitting them are
identified.
The server can allow a critical request to enter CS iff it has serviced all
the uncritical accepted requests and all the critical authenticated requests
are in the preprocessing phase, or waiting to the CS or in the CS. The
critical requests are served in “waves”1 and organized in priority queues
according to the type of the users submitting them; if a request in a lower
priority queue is ready for execution in the CS before requests in the highest
priority queue, it is delayed to respect the priority order. For every wave
the server can only accept a limited number of different user types requiring
the CS (corresponding to the maximum number of possible priority queues
manageable in a wave) when this limit is reached all the requests belonging
to new types of users (not yet associated with a priority queue) are rejected.
Once all critical services have been processed, the system unblocks all
pending requests.
Finally, we notice that the execution of an uncritical service follows a
fork/join model. For each uncritical request two threads are started (fork)
in parallel, and synchronized (join) after both are concluded.
Fig. 11.1 shows the SWN model of this “partially symmetric” system.
Each element of the color class C represents a user type. Moreover C =
{C1 , . . . , Cn } is divided into static subclasses, so that each static subclass
Ci corresponds to a different type of users. We assume that C1 represents
the lowest priority type of users, while Cn represents the highest one. The
color class T ok regulates the maximum number of uncritical requests that
can be concurrently active, moreover this color class is used to ensure that
two threads forked from the same process will be correctly synchronized
when both will be completed.
The (uncolored) place GlobalCont controls the load of the RS. Its initial
marking (K in Fig. 11.1) fixes the maximum number of accepted service
requests. The (uncolored) place LocalCont controls the maximum number
of manageable priority queues for wave (corresponding to maximum number
1

The “wave” approach is used to avoid starvation of low priority requests.
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of different accepted types of users requiring the CS). In Fig. 11.1 its initial
marking is J. The (uncolored) place Counter is used to count the number
of uncritical requests that are not yet served and the number of critical
requests waiting to start the preprocessing.
The (uncolored) place W aveCont is marked when there is at least one
critical request under preprocessing (place W preproc) or ready to enter
the CS (place Ready) or in the CS (place CS). Hence W aveCont is used
to avoid all new external connection attempts (inhibitor arc from place
W aveCont to transition Accept). The blocking ends up when the last critical service finishes.
The place LocalComp represents the set of all available clients (in Fig. 11.1
its initial marking is U). Using one of these clients, a user sends a request
(transition Send) to the RS. After a request is accepted (transition Accept),
it must wait for authentication (place W Auth).
If the request is authenticated (transition SuccAuth) then a user type is
assigned to the request (selected according to a uniform distribution), else
the request is rejected (transition F ailAuth).
Then, the free choice conflict between the immediate transitions ChCS
and ChNoCS represents the choice of the type of request (critical or uncritical)
The subnet in the left box represents the part of system where the uncritical requests are processed (observe that this sub-model is completely
symmetric). The starting of an uncritical service execution is modeled by
the immediate transition StartT asks while its ending is modeled by the
timed transition W exitOrd. Place IdP roc limits the maximum number of
uncritical requests concurrently processed and the color from T ok associated with all transitions in the subnet (variable y) is used for identifying all
the threads belonging to the same process.
The subnet in the right box represents the asymmetric part of the system
where the critical requests are processed.
An authenticated critical request (place W Cs) before starting its preprocessing may be still rejected (transition NotAllowed): it is rejected iff it
is a request of a new type that it is not present in place P riQ (representing
the current enabled priority queues) and the place LocalCont is empty.
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Figure 11.1: A WN model for the presented RS system
The next step consists in the selection of the request with the highest
user type, among those accepted. This is performed by the “swap mechanism” modeled by immediate transitions T estP rio and SelectReq and
places Stack and HP U. The transition T estP rio is guarded by [x > y]2 . After the selection, the execution of the requested critical service can start (immediate transition Access). Its ends up when the timed transition W exitCS
is fired.
It is worthwhile to state some assumptions and some typical values for its
parameters:
• all transition have an infinite server semantics;
2

In standard SWN formalism, the guard [x < y] is not allowed and must be translated
into a valid one. For instance, for |C| = 3, the guard is expressed by [d(y) = C3 or (d(y) =
C2 and(d(x) = C1 or d(x) = C2 ))or(d(y) = C2 and d(x) = C1 ) and d(x) <> d(y)] where
Ci are static subclasses of C with cardinality one, and their index correspond to the
priority order (C1 represents the lowest priority while C3 represents the highest).
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• the initial marking of place LocalComp typically will be much larger
than the maximum number of accepted requests;
• the rate of transition SuccAuth must be divided by the cardinality of
the color class C, since for every token in place W auth we have |C|
parallel services;
• we assume that the time spent in critical section is longer than that
spent in preprocessing;
Some performance indices. For this system the modeler could be interested to study several performance indices (e.g. the average number of
processes waiting the CS mutually exclusive access, mean response time
for any type of request, the mean response time for a specific type of request,. . . ).
Table 11.1 shows the number of states and the computation time respectively of the RG, SRG, ESRG and RESRG (refined w.r.t exact/strong
lumpability check) for different values of the following parameters:
U: the numbers of different clients (the initial number of tokens in the place
LocalComp);
K: the maximum number of accepted requests (the initial number of tokens
in the place GloabCont);
J: the maximum number of possible priority queues for wave (the initial
marking of the place LocalCont);
|C|: the different types of users (the number of static subclasses of the class
C).
The computation has been performed with an Intel Pentium IV 3.2GHz
with 3Gb of memory.
In particular the first column shows the number of states of the RG,
the second and the third columns report the number of states and the
computation time of the SRG, while the fourth and the columns fifth (EV.
peak) show the number of states and the computation time of the ESRG.
Finally the number of states and the computation time of RESRG refined
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w.r.t to exact lumpability are reported in seventh and eighth columns, while
the number of states and the computation time of RESRG refined w.r.t to
strong lumpability are reported in the two last columns. The meaning of
the column fifth will be clarified later in chapter 12.
We can immediately observe that the exact and the strong lumpability
check gives similar results.
Moreover The ESRG approach (using strong or exact lumpability check)
wins in term of reduced memory requirements and computation time with
respect to the SRG approach, even if the SRG shows a discrete level of
aggregation with respect to the RG due to symmetric color class T ok.
For instance for U=8, K=5, J=5, and |C|=5 we can observe that the
final aggregates of RESRG are only 115.690 (using exact lumpability check)
or 113.655 (using strong lumpability check), while the SRG requires to store
4.840.080 symbolic states and the RG 23.658.670 ordinary states (observe
that in this case it is not possible to directly generate the RG;its number of
states is obtained indirectly from the SRG).
The peak (180.122 eventualities using exact lumpability condition and
191.905 eventualities using strong lumpability condition) is also much smaller
then the number of states in the SRG and it is not far from the number of
final aggregates of the RESRG.
In the same way ESRG+RESRG computation time (542.32 sec. using
exact lumpability check and 763.723 sec. using strong lumpability check) is
about 1/7 of the SRG computation time (4220.59 sec.).
Some performance indices. We present how to compute some performance indices from the steady state probability computed solving the
lumped CTMC isomorphic to the RESRG of this model. In particular the
following quantities will be considered:
1. the throughput of the server (XCS+U S );
2. the probability of rejecting an authenticated Critical Service Request
(PRCSR );
3. the mean service time for an uncritical Service (T U S );

SRG
St.
Time
1.033
0,25
2.717
1,07
6.743
3,54
4.533
1,59
17.708
9,38
65.268
48,75
4.614
1,61
18.518
9,19
69.804
50,27
3.523
1,10
9.307
3,84
23.158
13,24
24.297
10,02
98.672
60,09
372.887
331,40
24.703
10,10
102.732
61,06
395.623
342,13
122.771
61,88
759.796
592,02
4.358.051
5.143,14
126.248
62,85
804.966
614,16
4.698.363
5.309,60
126.248
62,91
809.506
611,89
4.761.923
5.354,46
473.759
273,04
4.344.449
3.934,84
496.618
282,09
4.788.499
4.206,34
496.618
282,09
4.838.244
4.226,15
496.618
282,05
4.840.080
4.220,59

ESM
265
265
265
981
981
981
1.028
1.028
1.028
895
895
895
5.121
5.121
5.121
5.323
5.323
5.323
23.250
24.580
24.580
24.413
25943
26.239
24.413
26.239
26.239
84.930
99.646
90.429
108.205
90.429
110.055
90.429
110.443

ESRG
EV(peak)
57
190
532
141
470
1316
179
850
3.444
177
590
1.652
606
2.020
5.656
764
3.600
14.504
1.404
4.680
13.104
2.113
11.770
52.808
2.113
13.595
78.358
2.577
8.590
4.522
28.040
4.522
37.930
4.522
38.694

Time
0,25
0,42
0,98
0,87
1,94
6,42
0.90
2,23
8,51
0,67
1,26
3,22
4,85
11,06
37,16
4,99
12,63
49,10
25,71
79,68
416,72
26,77
89,67
497.20
26,77
92,54
543,90
101,80
442,82
106,74
501,91
106,74
519,29
106,66
520,74

RESRG(Exact)
States(peak)
Time
271 (333)
0,11
271 (550)
0,13
271 (1.108)
0,23
998 (1.160)
0,14
998 (1.727)
0,20
998 (3.185)
0,50
1.064 (1.128)
0,14
1.064 (2.326)
0,31
1.064 (6.498)
1,64
916 (1.118)
0,13
916 (1.825)
0,22
916 (3.643)
0,22
5.208 (5.960)
0,29
5.208 (8.592)
0,67
5.208 (15.360)
2,23
5.524 (6.288)
0,22
5.524 (11.476)
1,27
5.524 (31.308)
9,43
23.457 (25.221)
0,77
24.787 (32.725)
1,72
24.787(48.601)
5,59
25.224(27.070)
0,99
26.754(46.879)
5,01
26.754(124.625)
45,39
25.224(27.070)
0,99
27.407(50.252)
6,06
27.407(171.223)
95,56
85.309 (88.543)
2,15
100.025 (114.578)
4,17
92.600(96.088)
3,04
110.376(159.104)
13,98
92.600(96.088)
3,04
114.442(178.690)
21,09
92.600(96.088)
2,99
115.690 (180.122)
21,58

RESRG(Strong)
States(peak)
Time
271(347)
0,23
271 (606)
0,25
271 (1.272)
0,41
998 (1.201)
0,16
998 (1.887)
0,34
998 (3.651)
1,04
1.059 (1.237)
0,18
1.059 (2.553)
0,54
1.059 (7.353)
3,04
916 (1.167)
1,13
916 (2.021)
0,17
916 (4.217)
1,19
5.208 (6.171)
0,46
5.208 (9.412)
1,54
5.208 (17.746)
5,06
5.494 (6523)
0.54
5.494 (12.698)
2,59
5.494 (36.028)
17,48
23.457 (25.727)
1,19
24.787 (34.680)
3,50
24.787 (54.282)
12,54
25.059 (27.725)
1,67
26.589 (50.891)
10,65
26.589 (142.115)
85,95
25.059 (27.725)
1,67
27.074 (54.619)
12,45
27.074 (193.943)
154,53
85.309 (89.477)
2,92
100.025 (118.165)
7,51
92.127 (97.475)
4,55
109.903 (168.616)
29,15
92.127 (97.475)
4,43
112.924 (190.369)
420,60
92.127 (97.475)
4,43
113.655 (191.905)
653,28
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RG
St.
2.701
7.257
18.231
16.547
69.638
269.732
16.628
70.448
274.268
9.361
25.197
63.366
91.713
397.672
1.568.023
92.119
401.732
1.590.759
529.061
3.591.686
21.835.811
534.898
3.676.856
22.534.523
534.898
3.681.396
22.598.083
2.172.337
21.953.439
2.241.462
23.568.689
2.241.462
23.656.834
2.241.462
23.658.670
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Table 11.1: Number of states and computation time RG, SRG, ESRG,
RESRG for the model in Fig. 11.1 as a function of its parameters (and
having fixed |T ok|=3). Times are in seconds

U,K,J,|C|
3,2,2,3
3,2,2,5
3,2,2,8
3,3,2,3
3,3,2,5
3,3,2,8
3,3,3,3
3,3,3,5
3,3,3,8
8,2,2,3
8,2,2,5
8,2,2,8
8,3,2,3
8,3,2,5
8,3,2,8
8,3,3,3
8,3,3,5
8,3,3,8
8,4,2,3
8,4,2,5
8,4,2,8
8,4,3,3
8,4,3,5
8,4,3,8
8,4,4,3
8,4,4,5
8,4,4,8
8,5,2,3
8,5,2,5
8,5,3,3
8,5,3,5
8,5,4,3
8,5,4,5
8,5,5,3
8,5,5,5
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4. the mean service time for a CS with respect to the ith class of user
(T CSi ).
The throughput of the server (considering both critical services and
uncritical services) is computed as follows:
XCS+U S = X(W exitCS) + X(W exitord)
where X(W exitCS) and X(W exitord) are the throughputs of the transitions W exitCS and W exitord. Since X(W exitCS) and X(W exitord) are
color transitions their throughputs have to be computed considering all the
possibility instances of these transitions.
X
X
Xt =
ed(t, c, Agg) · ω(t, c)cdotπ(Agg))
Agg∈RESRG c∈cd(t)∧ht,ciε(Agg)

We observe that if ω does not depend by the colors (as in this case) the
above formula becomes:
X
Xt =
ed(t) · ω(t)
Agg∈RESRG

where ed(t) can be easily deduced by the probability of the aggregates.
The probability of rejecting an authenticated critical service
request is computed as follows:
PRCSR =

X(NotAllowed)
X(ChCS)

where X(NotAllowed) and X(ChCS) are computed indirectly being NotAllowed
and ChCS immediate transitions. Since the two transitions ChCS and
ChNoCS are in a free choice conflict, the following proportion is satisfied:
ω(ChNoCS)
X(ChNoCS)
=
X(ChCS)
ω(ChCS)
X(ChNoCS) + X(ChCS)
ω(ChNoCS) + ω(ChCS)
=
X(ChCS)
ω(ChCS)
ω(ChNoCS) + ω(ChCS)
X(SuccAuth)
=
X(ChCS)
ω(ChCS)
ω(ChCS)
X(ChCS) = X(SuccAuth) ·
ω(ChNoCS) + ω(ChCS)
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Instead X(NotAllowed) is computed as difference between X(ChCS) and
X(W exitCS): a critical service request is served correctly (transition W exitCS)
or is discarded (transition NotAllowed).
X(NotAllowed) = X(ChCS) − X(W exitCS)
The mean service time for an uncritical service is given by the
result of the division of the average number of requests in the uncritical service part (subnet in the left box in Fig. 11.1) with respect to the throughput
of the transition W exitord (Little’s Formula). Hence the average number of
requests in the uncritical service part is computed as a sum of the average
number of requests in queue (tokens in place InitNCrit) and the average
number of requests in service (given by |T ok| − EIdP roc ).
Hence
|T ok| − EIdP roc + EInitN Crit
T US =
X(W exitord)
where EIdP roc and EInitN Crit are the average number of tokens in the places
IdP roc and InitNCrit (for more details how to compute these quantities
see chapter 3).
The mean service time for a Critical Service with respect to
the ith class of users is given by the result of the division of the average
number of tokens with color c ∈ Ci in the critical service part with respect to
the throughput of the instance of transition W exitCS with color belonging
to static subclass Ci . The average number of tokens with color c ∈ Ci in the
critical service part is computed as a sum of the average number of tokens
with color c ∈ Ci in the places W preproc, Ready, CS. Let us observe that
this performance measures cannot be expressed at the level of aggregates
since the probabilities of individual markings (SMs) are needed. Therefore
the RESRG obtained applying the strong lumpability cannot be used: it
only gives the probabilities of aggregates (see for more details chapter 7).
Instead the RESRG obtained applying the exact lumpability can be used
due to the equiprobability of the SM in each aggregate. Hence
T CSi =

EW preproc,i + EReady,i + ECS,i
X(W exitCS)
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Figure 11.2: The basic processing model.

where
EW preproc,i + EReady,i + ECS,i =

X

Agg∈RESRG

π(Agg) ·

K
X
|Aggj,i|
j=1

|Agg|

with Aggj,i the set contains all the SMs having in the places the places
W preproc, Ready, CS j tokens belonging to the static subclass Ci .

11.2

An application for the MDPN/MDWN

In this section we will describe a possible application for the MDPN and
MDWN formalisms.

11.2.1

QoS resource management for high-quality video

An example of application can rise by the Ph.D thesis of C.C. Wust [128]
where the MDP formalism is used as off-line solution approach for solving
a problem of Quality of Service (QoS) for a single scalable video processing
with soft real-time constrains.
System description. The basic processing model is depicted in Fig. 11.2
where a single Scalable Video Algorithm (SVA) is considered. The SVA has
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to process a sequence of video frames (1, 2, . . . , n); every frame that must
be processed is fetched from an input queue, and the resulting processed
frame is written to an output queue. Both queues can store a finite number
of unprocessed or processed frames.
The SVA can process a frame at different quality levels, given by a finite
set of Q = {q1 , . . . , qn } with the quality level qi higher than qj if i > j. A
higher quality level requires normally a higher processing time of a frame but
a better result in terms of picture quality is reached. We define a function
q() taking in input a frame f and returning its quality level.
Moreover a frame is always processed at a single quality level, that is the
used quality level cannot be changed while the frame is being processed.
Every frame has an associated type: frames with different types may
have to be processed differently. Hence the processing time of a frame
depends on the frame type and on the chosen quality level.
An input process, e.g. a digital video tuner, periodically inserts an
unprocessed frame into the input queue with a time period P > 0, in the
order in which they have to be processed. If the input process cannot insert
a frame in the input queue because no empty buffer is available, then an
input queue overflow occurs. Clearly, this should be avoided.
An output process, e.g. a video render, periodically consumes a frame
from the output queue, also with period P (the input frame rate and the
output frame rate are equal). Observe that if the output process is unable
to consume a frame that it needs (meaning that output buffer is empty)
then an output queue underflow occurs. Obviously this should be avoided
again.
The two processes (input/output) are synchronized with a fixed latency
δ · P , where δ is called periodic latency. If we call e(f ) = f · P the entry
time of the frame f and d(f ) the deadline of the frame f then we have:
d(f ) = e(f ) + δ · P
The SVA algorithm works asynchronously w.r.t. to the output process:
after processing the frame f , if the frame f + 1 is already available for
processing and there is an empty place in the output queue then the SVA
can immediately start to process the frame f + 1 without first having to
wait for the deadline d(f ).
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Figure 11.3: An example illustrating the SVA processing behavior for a
latency period δ = 2.

According to the above assumption we define α(f ) ≥ e(f ) the time at
which the SVA starts to process the frame f , and ω(f ) the time at which
the SVA finishes to process the frame f .
The processing time of frame f is denoted µ(f ) and it equal to:
µ = ω(f ) − α(f )
The SVA can start to process a frame iff the so-called processing conditions are met: A) at least one unprocessed frame is present in the input
queue and B) there is at least one empty space in the output buffer. Before
starting the processing the SVA selects the input buffer containing the first
unprocessed frame, and locks one of the empty output buffers.
After that, the SVA calls the controller in order to obtain the quality
level at which the frame will be processed. Upon receiving the quality level
for the frame, the SVA starts to process the frame. At time ω(f ) the two
claimed buffers are released: the input buffer is marked as empty; while the
output buffer is marked as filled.
If the processing conditions are met for the next unprocessed frame then
SVA immediately starts to process it, else it is blocked until the processing
conditions are not satisfied for the next unprocessed frame.
An example illustrating the SVA processing behavior for a latency period
δ = 2 is shown in Fig. 11.3. On the time axis the periodic entry time and
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frame deadline are indicated, while the start and the finish point of the
frame processing are indicated by down-point arrows in the upper part of
the picture. Finally the processing of a frame is represented by a gray bar.
The processing time of the frames 1,2,3,4,5 are: µ(1) = 1.75P , µ(2) =
µ(3) = 0.5P , µ(4) = 0.75P and µ(5) = 1.5P .
The frame 1 arrives at time e(1) in the input queue, and the SVA starts
to process it immediately. At time ω(3) the SVA becomes blocked because
the frame 4 is not yet present in the input queue; only at time e(4) the
frame 4 enters in the input queue, and the SVA starts again the processing.
Now we will describe how the overflow and the underflow are handled.
An output queue underflow corresponds to a deadline miss: if the SVA is
processing a frame f and this frame processing is not completed at the
deadline d(f ) then the deadline is missed. The input queue overflows are
also caused by a deadline miss.
Two different approaches are considered:
• abort the processing of frame f at time d(f ) discarding the frame f ;
• keep on the processing of frame f until frame f is finally completed
skipping all the new frames that cannot be stored in the input buffer.
Observe that in the skipping approach multiple deadline misses per
frame can happen, while in the aborting approach only one deadline miss
per frame can happen.
The Fig. 11.4 shows an example of these two approaches.
The objective of this system is to maximize the output quality of the
SVA as perceived by an user, for an undefined sequence of video frames
that must be processed. Three aspects of the user-perceived quality are
considered:
• the quality level at which frames are processed;
• the deadline misses;
• the change in the quality level between two following processed frames.
Hence the user-perceived output quality of the SVA is maximized if all
frames are processed at the highest quality level, and if there are no deadline misses. This can be achieved by choosing δ equal to the worst-case
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Figure 11.4: Example illustrating how a deadline miss is handled by SVA
for the aborting approach (A) and the skipping approach (B).
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processing frame time needed to SVA. Unfortunately this is not always possible, the δ is usually smaller than worst-case so that we have to trade-off
the user-perception aspects to find an optimum.
To this aim we need to introduce a QoS measure by associating a reward
to each frame fi that has been processed as follows:
r(fi ) = rql (q(fi )) − DM(fi ) · rdm − rqlc (q(fi−1 ), q(f ))
where
• rql is a positive-valued reward associated to a specific quality level;
• DM() is a function that returns 1 if the frame f deadline is missed, 0
otherwise.
• rdm is a penalty for the occurrence of a deadline miss.
• rqlc is a penalty for changing the quality between adjacent frames.
Therefore we want to find a quality level selection strategy for the controller that maximizes the average reward for a generic sequence of frame
to be processed (QoS control problem).
Off-line solution approach A possible solution approach proposed in [128]
is based on modeling the problem as an MDP parametrized using predetermined processing-time statistics. After that, the obtained optimal strategy
is used by the SVA controller at run time to select the quality level for each
frame to be processed.
Two problems related to this approach are also presented in [128]:
• the difficulty to model this system directly at the MDP level for cases
with several quality levels and several types of frame;
• the impossibility to adapt the system policy at run time.
The former problem can be mitigated using the MDPN/MDWN formalism presented in this Ph.D thesis. For the latter problem we are working
on a possible approach where the MDPN/MDWN model is updated online according to system measurements, so that we can generate adaptation
policies at runtime whenever it is necessary.
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This approach has been already proposed for the MDP formalism with
interesting results in [83]. In fact the authors describes an approach based on
using MDP to model a system and to generate optimal adaptation policies
for it. In particular an application for distributed message dissemination
system based on AT&Ts iMobile platform was presented.
This can be an orthogonal approach w.r.t. to the reinforcement learning
approaches presented in [128] for solving this problem.
An example of SVA modeled with MDWN formalism. In this paragraph we show a simplified example of an MDWN model representing an
SVA. In particular in this example we assume three different types of quality levels, and three different types of frames. Moreover we assume that the
input and output queues can contain only one frame (only one buffer for
each queue), and if the deadline of the frame f is missed then the processing
of the frame f is aborted and the frame is discarded.
The possible actions/decisions are:
• to assign at the current frame the same quality level of the previous
frame;
• to decrease the current frame quality of one level with respect to the
previous frame;
• to decrease the current frame quality of two levels with respect to the
previous frame;
• to increase the current frame quality of one level with respect to the
previous frame;
• to increase the current frame quality of two levels with respect to the
previous frame;
The MDWN probabilistic part of this system is depicted in Fig. 11.5. We
use the color class {V } for representing the system components (in this case
we represent only one SVA task), while the color classes C and Q represent
the different types of frames and quality levels.
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Figure 11.5: Probabilistic part of an MDWN model representing an SVA.

Figure 11.6: Non deterministic part of an MDWN model representing an
SVA.
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tc , qc , tp , qp WN otM iss WM iss
1,1,1,1
0.998 0.002
1,1,1,2
0.997 0.003
1,1,1,3
0.996 0.004
1,1,2,1
0,994 0.006
1,1,2,1
0.993 0.007
1,1,2,2
0.992 0.008
1,1,2,3
0.991 0.009
...
...
...
3,3,3,1
0.899 0.101
3,3,3,2
0.898 0.102
3,3,3,3
0.897 0.103
Table 11.2: An example of weight definition for the transitions NotMiss
and Miss
The transition ChooseT ype belongs to T stoppr while all other transitions
to T runpr .
A token in the place NextF rame represents a new frame ready to be
processed, while the previously processed frame type and its associated
quality level is represented by a colored token in the place OldF rame.
The type of a new frame is chosen after the firing of transition ChooseT ypeS
and it is selected according to a uniform distribution.
The choice if the current frame produces or not a deadline miss is performed probabilistically by the firing of the transitions NotMiss and Miss.
The weights of these two transitions, as shown in table 11.2, depend from
the following four parameters: the type of the current frame (tc ), its associated quality level (qc ), the type of the previous frame (tp ) and its associated
quality level (qp ).
A token in place Missed means that the current frame has produced a
deadline miss.
Instead the non deterministic part of this system is depicted in Fig. 11.6.
The transitions = Q, +1Q, +2Q, −1Q and −2Q belonging to T stopnd models respectively the decisions to assign at the current frame the same quality
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Figure 11.7: A possible extension of the previous model consisting of several
SVAs running on the same machine.

of the previous frame or to decrease the quality of one level w.r.t the previous frame or to decrease the quality of two levels w.r.t the previous frame
or to increase the quality of one level w.r.t the previous frame or increase
the quality of two levels w.r.t the previous frame.
While the T runnd transition RUNGL is used to remove the token from
the place Missed.
Moreover the reward functions rs, rt and rg can be defined as follows:
• rs(Missed) = −100, 0 otherwise.
• rt[+1Q] = −1, rt[+2Q] = −2, rt[−1Q] = −8, rt[−2Q] = −16, 0
otherwise.
• rg = sum(rs, rt)
An extension of the previous system. A possible extension of the
previous model consists of several SVAs running on the same machine (see
Fig. 11.7).
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In this case a periodic resource budgets (time slots) will be assigned to
every SVA task. Practically we have Resource Management (RM) that assigns periodic resource budgets to the SVAs tasks and ensures that resource
budget of task cannot be taken away by other task in the system. Only the
RM may re-distribute unused part of a task budget over other tasks in the
system.
In this case the SVA controller must select the quality level for processing
the input video frame considering also the resource budget assigned to every
SVA task.
The obtained system is symmetric (composed by several similar SVAs),
so that it can result very efficient to model it with MDWN formalism and
to solve it using the efficient solution technique presented for the MDWN.
For instance, we can easily extend the previous MDWN model for modeling several SVAs running on the same machine. This requires just to
increase the cardinality of the color class V . In this case the SRG approach
should be very efficient because the class V is completely symmetric.

Chapter 12
Tool Implementation
In this chapter we will describe in details the two frameworks implemented:
one for the ESRG (section 12.1), the other for the MDPN/MDWN (section 12.2).

12.1

Implementation for the ESRG approach

In this section we are going to present the framework developed to the
ESRG. This framework combines together several components: GreatSPN [36]
for the model design, WNESRG to build the ESRG of the designed model,
ESRG2MC to refine the ESRG and generate the MC corresponding and
MCsolver to solve the MC computing the steady state probability.
The architecture of this framework, is depicted in Fig. 12.1 where the
framework components are indicated by rectangles, the component invocations are shown as thick arrows, while the exchange of models and of data
is represented by thin arrows.
GreatSPN is exploited as graphical interface and as solution manager.
It allows the user to design SWN models and solve them. The solution
manager executes in the correct order the framework components, and to
manage the exchange of models and of data between them.
The solution process comprises three steps:
1. WNESRG computes the ESRG from an SWN model;
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2. ESRG2MC refines the ESRG with respect to the exact or strong
lumpability condition and generates the corresponding CTMC.
3. MCsolver solves the MC computing the steady state probability.
Tool performance We have already presented in chapters 7 and 11 the
performances of this tool in terms of computation time and memory. We
have also discussed in these chapters of the peak problem during the refinement step.
Here we are going to highlight that a similar problem happens during
the generation of the ESRG as shown in the table 11.1 (fifty column) in
chapter 11. This peak (during the ESRG computation) is due to necessary
to maintain the eventualities already reached of a saturated ESM until all
its eventualities will not be reached.

12.2

Implementation for the MDPN/MDWN
formalisms

In this section we are going to present the framework developed to design and solve MDPN/MDWN model. This framework combines together
several components: Draw-Net [43] for the model design, MDWN2WN to
generate Composition Net, algebra to compose the non deterministic PN
with the probabilistic one, W N(S)RG to build the (S)RG of the resulting
composed net, RG2MDP to generate the corresponding MDP from the
(S)RG, and MDP solver based on the library graphMDP [85] to compute
the optimal strategy and the optimal average reward. The tools algebra and
W N(S)RG belong to the GreatSPN suite [36].
The architecture of our framework for the MDWN design and solution,
is depicted in Fig. 12.2 where the framework components are indicated by
rectangles, the component invocations are shown as thick arrows, while the
exchange of models and of data is represented by thin arrows.
The Draw-Net Modeling System (DMS) [43] is exploited as graphical
interface and as solution manager. The DMS model editor called DrawNet [43] allows the user to design the N pr and the N nd and to define the
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XML-based MDWN formalism definition

Optimal
Average
Reward

Optimal
Strategy
N nd
(.net,.def)

1
Solution Manager

MDWN2WN

N pr
(.net,.def)

2

3

5

MDPSolver

4

Library GraphMDP[5]

Reward

RG2MDP
pr
Nmod
(.net,.def)

RG/SRG

nd
Nmod
(.net,.def)

Composition Net

MDP
(.xml)

WN
(.net, .def)

algebra

(WN(S)RG)

(.net,.def)

Figure 12.2: MDPN/MDWN Framework architecture.
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reward function. To this aim, the Draw-Net tool has been adapted to draw
such models by defining an ad-hoc formalism [43]. The DMS is able to save
each PN in the GreatSPN file format (.net and .def file) [36], by means of an
ad-hoc filter. The solution manager of the DMS is exploited to execute in
the correct order the framework components, and to manage the exchange
of models and of data between them.
The solution process comprises five steps:
1. the tool MDWN2WN generates the Composition Net from the N pr
and the N nd models.
2. The N pr , the N nd and Composition Net models are composed by using
the algebra. The result of this step is a WN.
3. The WN is the input of WN(S)RG generating the (S)RG. After this,
each probabilistic path in the (S)RG is substituted by a single transition. The resulting graph is stored in a file (.mdwn).
4. From the graph obtained in step 2 an MDP is derived by means of
the RG2MDP converter using the reward definition. In case multistep non deterministic decisions are present in the model, these are
reduced to a single step complex decision.
5. The obtained MDP is stored in an XML file which is in turn processed
by the MDPSolver producing the optimal strategy and the optimal
average reward. The MDP together with the optimal strategy, and
the optimal average reward can be visualized by Draw-Net.
Tool performance For this tool we must emphasize that the critical
point is the generation of the RG/SRG of the composed net. In fact, normally the number of states of the RG/SRG is greater than the number of
states of the final MDP; because in the MDPN/MDWN formalisms we can
specify the probabilistic transitions and the non deterministic actions as a
composition of simpler decisions or probabilistic behaviors that correspond
to paths in the RG/SRG that must be reduced.

Chapter 13
Conclusion and future work
In this thesis three original contributions have been presented, concerning
the definition of high level formalisms for modeling DEDS, and development
of corresponding efficient analysis algorithms.
In this section we summarize our main results and propose some possible
future works to extend them.
As a first original contribution, we have presented an efficient algorithm
to be applied in the analysis of partially symmetric SWN models. The new
algorithm (chapter 7), based on the Paige and Tarjan’s partition refinement
algorithm, performs a lumpability checking on the ESRG exploiting the
information contained in the ESRG and refining it with respect to the exact
or the strong lumpability condition. We have also described how to derive
a Lumped CTMC from the obtained RESRG Moreover we have given an
indication of which refinement condition (exact or strong lumpability) can
minimize the number of instantiated SMs (which leads to a memory peak
problem) by analyzing the structure of the ESRG.
Moreover we have compared our algorithm with other similar approaches
presented in the literature (in particular the DSRG [7] approach) showing
its advantages and drawbacks.
In particular among the disadvantages of this approach we have highlighted the memory peak problem that may prevent a solution to be reached,
due to memory occupation of intermediate states that are instead aggregated at the end of the algorithm; we have observed on some case study
that the peak memory occupation of our approach is greater than that of the
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DSRG, even though in general we may obtain a greater final aggregation.
A possible future work will be to try to tolerate the memory peak problem using an extremely compact encoding of the system states based on
decision diagrams.
We will work as well for finding a characterization in classes for the
models which can gain more from one type of lumpability criteria or from a
specific aggregation algorithm (i.e. ESRG or DSRG). It would be interesting
to explore ways of defining classes using structural considerations only.
The second contribution concerns the modeling and analysis of distributed systems with probabilistic and non deterministic behavior: we have
proposed two high level formalisms for the MDP called MDPN and MDWN.
These two formalisms are based on respectively by the PN and WN. The
MDPN and MDWN allow a more compact system description with respect
to the low level MDP representation. Furthermore, MDWNs enable the
modeler to specify in a concise way similar components. From an analysis point of view, we have adapted the technique of the SRG producing a
reduced MDP with respect to the original one that could be derived from
the MDWN passing through the ordinary RG. The reduced MDP allows to
derive the same results.
Some possible applications for the MDPN and MDWN have been presented in chapter 11 while their implementation has been described in chapter 12.
The MDPN and MDWN formalisms open up three different research
areas for future work. One topic is the adaptation of the ESRG technique
for the MDWN. In fact as we have already said in the systems with mostly
symmetric behavior and occasional local asymmetric behavior (partially
symmetric systems) the SRG approach loses most of its efficiency. In these
systems the Extended SRG (ESRG) can be used obtaining more states
space reduction than using the SRG. To exploit this for MDWN, the ESRG
refinement algorithm must be extended to work on lumpability conditions
for the MDP derived from a MDWN.
Another interesting aspect that needs further investigations is the interpretation of the optimal policy found for a MDWN model when this
is expressed in symbolic form (since it is derived from the SRG). More-
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over it would be interesting to explore the possibility to synthesize a net
implementing the optimal policy (e.g. this could be done by producing a
controller net that could substitute the “decision marker” in the original
MDPN/MDWN).
The last possible line of future work could be to define a high level formalism for the Partially Observable Markov Decision Processes (POMDPs),
an extension of the MDPs, where the current state of the process is not
completely observable. In a POMDP a set of observations are added to
the model; so instead of directly observing the current state, only a partial
observation on the state is available which provides only a hint about what
state it is in. These models are very useful to analyze systems where the
decision maker does not have complete information on the system state.
The third and last contribution of this thesis is the definition of the
NdRFT formalism, an extension of RFT where the repair strategy can be
chosen in non deterministic way. The semantics of NdRFT is defined in
terms of MDPNs: an automatic translation algorithm has been defined to
this purpose. NdRFT can thus be used to automatically find optimal repair
policies exploiting the MDPN analysis algorithms.
A future work in this area will be to model non deterministic repair
processes in the Dynamic Repairable Parametric Fault Tree formalism by
exploiting the MDWN formalism. In fact we recall here that the analysis of
DRPFT is performed exploiting decomposition in modules and performing
the state space analysis by mapping modules to SWN: it is thus natural to
imagine an extension towards the MDWN.
Another interesting work could be the possibility to model systems where
the repair process can be performed without a complete knowledge of the
system state (we do not know exactly if a component, it is really down)
or/and to extend the possibility of non determinist choices (e.g. repair
local/repair global/not repair)
Observe that the former work is strongly related with need of defining
a high level formalism for the POMDPs (described above), and it needs to
introduce the concept of component visibility: we can know exactly only the
state of visible components. Instead the latter one requires to redefine the
translation rules (from NdRFT to MDPN) related to the non deterministic
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part (P N nd ).
Finally we are working to develop a framework where the user will be
able to design and automatically solve this new type of RFT.

Appendix A
R. Paige and R. Tarjan’s
algorithm
The R. Paige and R. Tarjan’s Partition refinement algorithm was proposed
in [98] to efficiently solve the problem of coarsest partition refinement.
It is based on the notion of stable partition:
Let U be a finite set of elements, P a partition of U and E a binary relation
U × U. P is stable if it is stable with respect to each of its own blocks. P
is stable with respect to a generic block S if for each block Bi in P either
Bi ⊆ E −1 (S) or Bi ∩ E −1 (S) = ∅ (where E −1 (s)={x|∃y ∈ S such that xEy
}).
It is possible to represent the relation E between the elements using a
graph as shown in Fig.A.1. A partition of U groups the elements in sets
(blocks). In this case a set B is stable with respect to another set S only if
no element in B reaches an element in S or otherwise all B elements reach
the same number of elements in S (Figs.A.1 and A.2).
The R. Paige and R. Tarjan’s algorithm uses two different partitions of
U: A and X, such that A is refinement of X and A is stable with respect
to every block of X. Initially A is equal to the partition P and X is the
partition containing all U elements in a single block.
The algorithm refines the partitions A and X until X = A in this way:
• select a block S containing more then one A block in the X list;
• select, as B, the bigger A block in S;
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Figure A.1: An example of unstable α set with respect to β and γ

Figure A.2: An example of stable α1 set with respect to β and γ
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• remove B from S and create a new block S ′ in X containing only it;
• refine A with respect to B. For each A block Di containing some
elements in E −1 (B) split it in Di′ = Di ∩ E −1 (B) and Di′′ = Di − (Di ∩
E −1 (B)) and update X;
• refine A whit respect to S − B. For each A block Di containing some
elements in E −1 (B) − E −1 (S − B) split it in Di′ = Di ∩ (E −1 (B) −
E −1 (S −B)) and Di′′ = Di −(Di ∩(E −1 (B)−E −1 (S −B))) and update
X.
This refinement step is executed in an efficient way, so that the algorithm
requires O(m log(n)) time, where m is size of E (total number of arcs) and
n is the size of U (total number of elements).
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