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The paradigm has changed:

the focus has shifted from systems to resources 

around 60% of the current activity in NLP 
is devoted to 

the development of linguistic resources



The advantages of the externalization (with 
respect to systems) of linguistic knowledge are:

reusability of the same resource for several systems 
and tasks

full comparability of systems using the same resources

full control of the knowledge encoded in the resource

clear distinction between the linguistic knowledge and 
algorithms

…



For several NLP areas 
the most promising approaches seems to be 
those based on LINGUISTIC RESOURCES, 

which have been successfully exploited 
in the last twenty years 

for the accomplishment of several NLP tasks, like 
parsing or Part of Speech tagging.



RESOURCES FOR NLP

• In the last twenty years an increasing portion of researches in 
NLP area has been devoted to linguistic resources (as 
attested by LREC, ACL and other NLP conferences).

• A large variety of linguistic resources is currently available or 
under development for several languages and tasks.



What is a linguistic resource? 

An organized set of linguistic objects 
(often) associated with an explicit encoding 

of the related linguistic knowledge.

It can be a collection of sentences, of words, of 
meanings, of expressions …



Linguistic resources can be classified as dictionaries and 
ontologies like e.g.:

•            Morph-it!  (Baroni, Zanchetta, 
dev.sslmit.unibo.it/linguistics/morph-it.php), 
a free morphological resource for the Italian language, a 
lexicon of inflected forms with their lemma and 
morphological features. The lexicon currently contains 
505,074 entries and 35,056 lemmas.                  
Morph-it! can be used as a data source for a 
lemmatizer/morphological analyzer/morphological 
generator. 



          

•             (Navigli, babelnet.org/), a very large 
multilingual semantic network with millions of 
concepts obtained from an integration of 
WordNet and Wikipedia based on an automatic 
mapping algorithm, and from the translations of 
the concepts (i.e. English Wikipedia pages and 
WordNet synsets) based on Wikipedia cross-
language links and the output of a machine 
translation system. 



•                                         (Baccianella, Esuli, 
Sebastiani, swn.isti.cnr.it/), a lexical resource 
in which each WordNet synset is associated to 
three numerical scores Obj(s), Pos(s) and Neg(s), 
describing how objective, positive, and negative 
the terms contained in the synset are.                
A typical use of SentiWordNet is to enrich the 
text representation in opinion mining  
applications, adding information on the  
sentiment-related properties of the terms  in 
text.



 … or as corpora and treebanks e.g:

• CORIS/CODIS (Rossini Favretti, Grandi, Nissim, 
Tamburini, Zaninello, corpora.dslo.unibo.it/
coris_ita.html) started with the purpose of 
creating a general reference corpus of written  
Italian.  It contains 120 million words and has been 
updated every three years by means of a built-in 
monitor corpus. It consists of a collection of 
authentic and commonly occurring texts chosen by 
virtue of their representativeness of modern Italian.



•                                    I-CAB (Magnini, Cappelli, 
Pianta, Speranza, Bartalesi Lenzi, Sprugnoli, 
Romano, Girardi, Negri, ontotext.fbk.eu/
icab.html) is a corpus consisting of news stories 
taken from the local newspaper "L'Adige", where 
the semantic information is annotated at different 
levels: temporal expressions, entities (i.e. persons, 
organizations, locations, and geo-political entities) 
and relations between entities (e.g. the affiliation 
relation connecting a person to an organization).



•            

• (Lesmo, Bosco, Mazzei, Lombardo, Robaldo,  
www.di.unito.it/~tutreeb/treebanks.html)                                              
is a dependency-based treebank developed in 
parallel with the parsing environment TULE. It 
features an annotation based on the major 
principles of Hudson's word grammar. It has been 
made available also in other formats (like Penn and 
Universal Stanford Dependency) and has been a 
reference resource for Italian parsing evaluation.



•            

• (Sanguinetti, Bosco,  www.di.unito.it/~tutreeb/
treebanks.html) is a dependency-based treebank 
developed in parallel with the parsing environment 
TULE. It features an annotation based on the major 
principles of Hudson's word grammar. It has been 
made available also in other formats (like Penn and 
Universal Stanford Dependency) and has been a 
reference resource for Italian parsing evaluation.



     for a larger selection of linguistic resources 
see 

       parli.di.unito.it/resources_en.html



RESOURCES FOR NLP

• The complexity of knowledge involved in linguistic 
resources makes their development a very difficult 
and time-consuming task. 

• A resource can be only partially built by an 
automatic tool (the tool that can later take 
advantage of it!) and must be carefully validated by 
humans.



RESOURCES FOR NLP

tool resource



RESOURCES FOR NLP
• A resource is the result of a team’s work, nobody can 

develop a resource alone.

• The quality and usefulness of a developed resource can 
be only improved by it usage by a large community of 
users during years, but the usability and portability of a 
resource can be limited by several factors and the 
adequacy to standards (when standards exist!) is a hot 
issue.



EXAMPLE: CORPORA FOR SA
The development of annotated corpora for sentiment 
analysis includes three main steps:

• data collection (texts to be represented)

• annotation scheme definition (modeling knowledge to be 
made explicit in the data set)

• annotation scheme application (is the scheme adequate for 
data and task?)



DATA COLLECTION
Data collection mainly implies a selection, which depends on the 
phenomena we are interested in. We can collect texts:

• from social media / journals / parliamentary debates / suicide 
notes …

• by filtering them by keywords / hashtags / metadata (language, 
time and place) …

• by filtering them for the presence of particular phenomena 
(figurative language, emoticons and emojis) …



COLLECTING  THE 
#MARIAGEPOURTOUS CORPUS

We are observing the socio-political debate about homosexual wedding in 
France in 2011-2013: texts are filtered for the presence of the hashtag 
#mariagepourtous (wedding for everybody) (and French language) used by 
persons interested in the debate.

We are interested in comparing the communication about mariagepourtous 
in different media and contexts: texts are collected from different sources 
(Twitter, parliamentary debates about the mpt bill, online journals).

We are interested in the development of the debate during time and in 
relation with events and people in France: texts are associated with time and 
author (producing original posts or re-tweetting them, we detected the 
frequency of #mariagepourtous in Twitter).



COLLECTING  THE 
FELICITTÀ CORPUS

We are observing the subjective well being which is perceived by 
people living in Italy and expressed by them in social media: texts are 
collected from Twitter and filtered according to their geo-localization 
(and Italian language), and then organized in cities and regions.

We are interested in the diachronic evolution of the happiness: we 
collected data associated with time and we organize them in days, 
months etc., sampling data all around the day and week and weighting 
them to avoid biases related to e.g. cities/regions size or larger 
amounts of people using social media, or to detect relationships with 
events (a soccer team wins a match, a celebrity talked about 
something …).



COLLECTING  THE 
SENTI-TUT CORPUS

We are observing the debate about the passage from the old 
Berlusconi’s to the new Monti’s government (in 2011-2012): 
texts are filtered for the presence of the keywords “Monti”, 
“governo Monti”, … and related hashtags (and Italian language).

We are interested in detecting the exploitation of irony in 
discourses about politics: a portion of the corpus is extracted 
from Spinoza (a known satirical web site, where people 
communicate their jokes).



COLLECTING  THE 
#BUONASCUOLA CORPUS

We are observing the debate about the reform of 
the Italian school: texts are from the official web site 
of the debate https://labuonascuola.gov.it/dibattiti/ 
and they are filtered by keywords and #buonascuola.

We are interesting in the study of possible 
polarization of opinions around the main debate 
topics (as listed in the web site of the debate).



COLLECTING  THE 
#INDEPENDENCIA CORPUS

We are observing the debate about the separatism 
movement in Catalogna (Spain): texts are from Twitter 
filtered by keywords and #independencia.

Tweets are both in Catalan and Spanish, the language 
filter does not distinguish them.

We are interesting in the study of possible polarization 
of opinions and the evolution of the debate.



ANNOTATION SCHEME

The definition of the annotation scheme is strictly 
related to the phenomena we would like to model 
(and later detect):

• polarity of sentiment (positive, negative, neutral)

• figurative language (irony, metaphor)

• presence of topics or targets of the sentiment



ANNOTATING  THE #MARIAGEPOURTOUS 
AND #INDEPENDENCIA CORPUS

For each post we annotate:

• the polarity (POSitive, NEGative, NONE for 
neutral)

• the presence of figurative language (irony and 
metaphors)



ANNOTATING  THE FELICITTÀ AND 
SENTI-TUT CORPORA

For each post we annotate:

• the polarity (POSitive, NEGative, NONE for 
neutral)

• the presence of positive and negative irony



ANNOTATING  THE 
#BUONASCUOLA CORPUS

For each post we annotate:

• the polarity (POSitive, NEGative, NONE for 
neutral)

• the presence of figurative language (irony)

• the target (selected among the list of debate topics)



• avoiding biases in collection (they must be well 
sampled with respect to the population) 

• designing annotation schemes featuring a trade-off 
between the phenomena we are interested in and 
the usability in other applications

• encoding in the annotated data sets the knowledge 
shared by human speakers

PROBLEMS IN DEVELOPING 
RESOURCES



Each data set is the result of a team work: 

• each data must be annotated by 2 (better three or 
four) human annotators

• the annotations are compared and the disagreement 
is calculated: data in strong disagreement cannot be 
considered as adequately representative 

PROBLEMS IN DEVELOPING 
RESOURCES



HOW WE USE RESOURCES
Linguistic resources are currently exploited to be used as:

• sources from where NLP systems (and linguists) extract 
knowledge they need for working … a resource includes in 
some more or less explicit form the encoding of the 
knowledge of the community of native speakers of a 
language.

• NLP systems are trained on linguistic resources by application 
of machine learning techniques.



HOW WE USE RESOURCES
Linguistic resources are currently exploited to be used as:

• benchmarks for evaluation of  NLP systems and approaches … the 
state-of-the-art for NLP tasks is usually defined with reference to a 
particular resource. This results in more reliable and reproducible 
evaluations.

• The published results are related to the exploited resources and a 
difference is drawn between closed and open tasks (where the 
knowledge can be learned from the resource only or from 
elsewhere also).



HOW WE USE RESOURCES

Linguistic resources are currently exploited to be 
used as:

• NLP systems are tested on linguistic resources in 
particular within the context of evaluation 
campaigns.



RESOURCES AND 
EVALUATION

Evaluation is a practice which is connatural with Artificial 
Intelligence (and then NLP): from Turing test to ALPAC 
report on Machine Translation and so on, the result of the 
simulation of some human behavior can be only validated 
by comparing it  with the simulated human behavior itself.

Evaluation campaigns (e.g. TREC, SemEval, CoNLL) play  
the role of making available a common benchmark 
carefully validated and shared by humans for evaluation.



RESOURCES AND 
EVALUATION

In the last edition of the evaluation campaign for 
NLP tools and resources for Italian, EVALITA 2014, a 
task has been organized for the evaluation of 
Sentiment Analysis tools, i.e. SentiPolC.

            www.evalita.it/2014


