PUBBLICAZIONI: VOLUME I
Guido Boella
Dipartimento di Informatica
Università di Torino
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conferenze, articoli di conferenza pubblicati in versione estesa su rivista e articoli non
sottoposti a revisione che sono invece presenti nella Sezione 9 del curriculum vitae.
INDICE
Volume I
1. Pubblicazioni su rivista
2. Pubblicazioni su Electronic Notes in Theoretical Computer Science

p.3
p.697
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Inferences about speech acts are often conditional, non-monotonic, and involve the issue of
time. Most agent communication languages, however, ignore these issues, due to the difficulty
to combine them in a single formalism. This paper addresses such issues in defeasible logic,
and shows how to express a semantics for ACLs in order to make non-monotonic inferences on
the basis of speech acts.
1. Introduction
FIPA introduced a language to describe the meaning of speech acts in terms of pre- and postconditions on mental attitudes, called FIPA Semantic Language or FIPA SL [8]. Alternative
traditions define the pre- and postconditions on social commitments, or unify both approaches
using the same FIPA SL to describe the dynamics of so-called public mental attitudes associated
with the communication roles [6]. However, the drawback of FIPA SL is that it only partially
specifies the meaning of the speech acts. For example, it does not specify how mental attitudes
persist in time, and the informal specification refers to agent properties like trustworthiness, but
these properties are not represented in the formal language FIPA SL. Therefore other semantic languages have been proposed to describe the meaning of speech acts, such as epistemic
dynamic logic [25].
The research question of this paper is to fully describe the pre- and postconditions of speech
acts in a formal language, such that if an agent observes a sequence of speech acts, this agent
can use the formal language can calculate the resulting state. Thus the formal language should
be computationally efficient and unambiguous. For example, if the trustworthiness of agents is
relevant for the resulting state, then the trustworthiness of the agents should be incorporated in
the language. Moreover, the language should be expressive enough to reason about the most
common patterns, in particular it should represent and reason about temporal phenomena, and
it should be able to deal with common sense or non-monotonic reasoning.
We propose defeasible logic extended with time and modal operators as representation language and reasoning mechanism to formalise speech acts. The main advantages of defeasible
logic are that (i) it allows us to capture the non-monotonic behaviour of speech acts, and (ii)
the temporal extension is able model the persistent and transient nature of speech acts. To some
extent these two features are also enjoyed by Event Calculus. However, defeasible logic has
some advantages over Event Calculus. It is possible to compute the extension of a temporal
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defeasible theory in time linear to the size of the theory, while this is not possible for event
calculus. Furthermore, efficient implementation exists for defeasible logic [3].
We consider the following success criteria for our formal language and the representation of
speech acts.
Calculate the effect of speech acts such that agents can calculate the state they are in given
the history of a sequence of speech acts;
Define agent types and dialogue types as respectively a set of formulas and a set rules of the
language.
What if analysis of speech acts for the planning of agents of new speech acts (dialogue generation);
Modularity of the formalization of the consequences of speech acts, distinguish public from
private mental attitudes, define modules for agent types and dialogue types;
FIPA Communicative Act Library Specification [8] defines not only the speech act itself, it
additionally models the content, e.g.: a request speech act has an action in the content field. In
request-when the content field holds another speech act. The expressivity of such content fields
easily reaches FOL (plus modal operators). This is a problem if an agent wants to do reasoning
about such a message, but this topic is outside the scope of the paper.
Moreover, in this paper we are not going to develop from scratch a new logic, but we use and
adjust an existing one (defeasible logic with time). Moreover, we are not going to introduce
new approach to agent communication, but we use an existing one (role based communication
unifying mental attitudes and social commitments approaches). Our contribution in this paper
is in the use of the language to represent and reason about agent communication. We do not
consider full planning of speech acts, which is left for further research.
2. Non-monotonicity, persistence and rules in dialogues
In this section we introduce some motivations and examples from different applicative scenarios which are not easy to deal with current approaches.
It is widely accepted that the FIPA semantics for Agent Communication Languages (ACL)
has some flaws [28]. First, the semantics is expressed in terms private mental attitudes of agents.
Therefore, it cannot be verified given common assumptions about agent systems. Second, the
sincerity condition assumed in FIPA may be acceptable in cooperative circumstances, but is
clearly wrong for persuasion and negotiation dialogues. Two solutions for these flaws have been
discussed. (1) an ACL semantics can be given in terms of social attitudes, like commitments
[26,24]. Social attitudes are maintained in public, as a kind of common data structure. (2) an
ACL semantics can be given in terms of public mental attitudes instead of private ones. This
preserves the characteristics of the BDI-approach that underlies the FIPA semantics, without
incurring the verifiability problems. Thus, [11,12] use the notion of common ground, [22] refers
to ostensible beliefs and goals and [5,6] introduce public roles. These solutions fail to consider
other problems, which emerge when new application domains are considered: in particular,
ACL semantics (a) do not specify how to deal with non-monotonicity in communicative actions;
(b) mostly ignore the problem of time, i.e. the possibility of timing the different aspects of
communication, and the persistence of preconditions and effects.
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Non-monotonicity.
1. Consider an interactive application to persuade buyers, arguing with a user:
Seller: Why don’t you buy a Mercedes A class? It is safe.
Buyer: I heard that it may roll over.
Seller: Yes, maybe it is not safe in that sense, but I know that you are not a driver who
takes risks.
In this example, the seller has to retract its assertion on the safety of the product and
to make a weaker one. Retraction makes inference about communicative actions nonmonotonic. When retraction is possible, it is no longer true that every larger set of speech
acts supports the same conclusions as its subsets. In this sense, FIPA-ACL semantics
is monotonic, while social commitment approaches rarely deal with the propositional
content of the speech acts.
2. Consider a debate with a politician, staged on Second life. The application will record the
assertions of the politician and will check automatically its coherence, to coerce him not
to contradict himself. Among other things, the politician says that he is against alcohol
abuse. The day after, you read on the news forum, that he was caught while driving
drunk. You have to revise your conclusion that he really believed what he said online, but
his public claims cannot be revised. Similar issues arise when deciding to trust a vendor
in e-commerce; initially you may trust a vendor at face value, but after some unpleasant
experiences, you will have to revise your beliefs.
FIPA’s main problem is the unverifiability of private mental states on which the semantics
is based. To solve this, approaches like [11,12,22,4–6] distinguish public and private
mental attitudes, but they fail to consider the defeasible connection between them.
Strict inferences about effects and preconditions of communicative acts are only possible
regarding the public beliefs or goals of the participants (if at all), while inferences about
the private beliefs of the participants can be made only by default, under the assumption
of cooperativity, trust or sincerity. It is not possible to model a dialogue on the basis of
private beliefs and goals only, since in many situations dialogue goes on correctly, even
if the participants are not cooperative, sincere or do not trust each other.
3. ACL semantics like FIPA, do not in general allow explicitly to make inferences about
the success of a rational effect, even though informally the FIPA specification (p.10)
says: “Whether or not the receiver does, indeed, adopt belief in the proposition will
be a function of the receiver’s trust in the sincerity and reliability of the sender.” In
many circumstances the speaker can in fact attribute to the hearer the proposition he
has asserted, though in a defeasible way. For example, in collaborative situations when
he knows that the hearer considers him reliable, or in persuasion dialogues when the
hearer does not challenge claim. However, when a claim is in fact challenged, or when
the circumstances turn out to be hostile instead of cooperative, such initial inferences of
‘success’, have to be retracted.
Time and persistence.
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4. In a e-dispute, a legal case is debated. Suppose Ian sells at time 2 a faulty children’s chair
to John, causing John’s child to get hurt. It is legally presumed that when a vendor sells
a product, he acts in good faith, i.e., as if he were informing the client that the product is
without faults. A witness, Kay, reveals at time 3 to John that the vendor had independently
informed her at time 1 that the chair was faulty. Assume that the sincerity precondition of
an ‘inform’ act persists into the future, unless there is evidence to the contrary. Given this
assumption, we have at times 2 and 3 two conflicting vendor’s beliefs about the quality
of the chair and two conflicting client’s beliefs about the same.
ACL approaches like FIPA generally do not model the persistence of preconditions into
the future, let alone into the past.
5. Consider an e-commerce application, in which an agent makes an offer or a proposal.
How long does the offer persist? Is the offer still valid after a refusal? Commitment
based approaches like [10] deal with this by means of a finite state machine describing
the state of a commitment. Typically, a proposal will persist, until it is either accepted or
rejected. FIPA, instead, ignores whether the effect of a speech act will persist or not.
6. Consider instead an application to make a user cooperate. What happens to a request?
Does it persist like a proposal? Probably it does not: if a request is not ‘taken on’, it
just passes away. For the same reason time is made explicit in the Contract net protocol.
There is a deadline on responses to the call for proposals (CFP) speech act which requests
a proposal from bidders. So apparently, the CFP only ‘persists’ until the deadline.
7. Finally, in a newsfeed service we would like to have some quality of service warranties
about the timing of the information. Suppose I want to be informed about all stock exchange data of Alitalia. I expect an inform about any changes in the value of Alitalia,
as soon as possible after the actual change occurred. Else, we get a kind of ‘temporal
insincerity’ of the newsfeed agent.
3. Temporal Defeasible Logic
This paper provides a computational-oriented approach to describe the behaviour of FIPA
speech acts. We are interested in modelling their non-monotonic character, their temporal aspects and the persistence of their preconditions and effects. We believe that Defeasible Logic
(DL) ([23,1]) is one of the best formalisms available for these purposes. Indeed,
• DL is based on a logic programming-like language and it is a simple, efficient but flexible non-monotonic formalism capable of dealing with many different intuitions of nonmonotonic reasoning [1];
• DL has a linear complexity ([21]) and has also efficient implementations ([3]);
• Significant extensions of DL have incorporated various modal operators in order to model
cognitive agents [16,18];
• DL has been extended to capture the temporal aspects, such as persistence, of several specific phenomena, like legal positions ([20]), legal modifications ([15,19,17]), and deadlines ([13])
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In this section we propose a variant of Temporal Defeasible Logic (TDL), which extends and
modifies the logic of [20] in order to model FIPA speech acts.
3.1. Language
Standard DL is based on a formal language which is usually propositional and consists of a
set of literals, namely a set of propositional statements and their negations. In other words, once
defined a set Prop = {p, q, . . . } of propositional atoms, a literal l is a member p of Prop or its
negation ¬p. By convention, given a literal l, the complement ∼l is ¬p if l = p, and p if l = ¬p.
To accommodate the cognitive and temporal aspects of the speech acts we need to develop a
suitable variant of DL (Temporal Defeasible Logic, TDL) which enriches the basic language of
standard DL with the following elements:
• a discrete totally ordered set of instants of time T = {t0 ,t1 ,t2 , . . . };
• a set of agents Ag = {a, b, . . . };
• a set of agent roles Role = {r1 , r2 , . . . } (given x ∈ Ag we use r(x) ∈ Role to denote the
role played by x).
• the families of modal operators Bel = {Bx }x∈Ag∪Role (for belief) and Goal = {Gx }x∈Ag∪Role
(for goal);
• a set of speech act types ST = {inform, promise, . . . }.
Based on the above elements a modal literal is an expression X t l (or its negation, i.e., ¬X t l)
where X is a modal operator, t ∈ T and l is either a literal or a modal literal. For example, the
0
expression Bta Gtr(b) p means that agent a believes at t that the goal of the role played by agent b
at time t 0 is (was, will be) p. A speech act is an expression sti, j (s,t) or the negation of it (i.e.,
¬sti, j (s,t)), where i, j ∈ Ag ∪ Role, s is either a literal, a speech act, or a modal literal, st ∈ ST ,
and t ∈ T . For example, the expression informr(a),r(b) (p,t) means that agent a, in her role,
informs at time t agent b, in his role, that p is the case. (Note that we assume that the iteration
of modal operators and speech acts is finite.)
On account of the above extension, the notion of complement must be extended as well. The
complement of a literal l will denote the set of literals that are in conflict with l. If l is a any
type of literal, C (l) denotes the complement of l, i.e., the set of literals that cannot hold when l
does. Thus C (l) is defined as follows:
• if l = p ∈ Prop, then C (l) = {∼p};
• if l = X t m, such that X ∈ ST ∪ Bel ∪ Goal1 and m is either a literal or a modal literal, then
C (l) = {X t n|n ∈ C (m)} ∪ {¬X t m};
• if l = ¬X t m, such that X ∈ ST ∪ Bel ∪ Goal and m is either a literal or a modal literal, then
C (l) = {X t m}.
1 Hereafter,

we will use X t p to denote any modal literal holding at time t or any speech act sti, j (p,t).
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A rule is an expression lbl : A ,→x m, where lbl is a unique label of the rule, A is a (possibly empty) set of speech acts and modal literals, ,→∈ {→, ⇒, ;}, m is either a speech act
or a modal literal, and x is either π or τ signaling whether we have a persistent or transient
rule. Strict rules, marked by the arrow →, support indisputable conclusions whenever their
antecedents, too, are indisputable. Defeasible rules, marked by ⇒, can be defeated by contrary
evidence. Defeaters, marked by ;, cannot lead to any conclusion but are used to defeat some
defeasible rules by producing evidence to the contrary. A persistent rule is a rule whose conclusion holds at all instants of time after the conclusion has been derived, unless interrupting
events occur; transient rules establish the conclusion only for a specific instant of time. Thus,
ex1 : B5a p ⇒π G6r(a) q means that if agent a at time 5 believes p, then, defeasibly, the role played
by agent a has the goal q at time 6 and the goal continues to hold after 6 until some event overrides the goal of q. If we change π into τ the resulting rule ex2 : B5a p ⇒τ G6r(a) q means that r(a)
has the goal q at time 6, but we do not know whether the goal will persist after 6. Note that we
assume that defeaters are only transient: if a persistent defeasible conclusion, such as G5a p is
blocked at time 6 by a transient defeater A ;τ ¬G6a p, such a conclusion no longer holds after 6
unless another applicable rule reinstates it (for the details, see below, the proof theory).
We will use some abbreviations. Given a rule r and a set R of rules, A(r) denotes the antecedent of r while C(r) denotes its consequent; Rπ denotes the set of persistent rules in R, and
R[ψ ] the set of rules with consequent ψ . Rs , Rsd and Rdft are respectively the set of strict rules,
the set of strict and defeasible rules, and the set of defeaters in R.
3.2. Proof Theory
There are in TDL three kinds of features: facts, rules, and a superiority relation among rules.
Facts are indisputable statements, represented by modal literals and speech acts. The superiority
relation (≺) provides information about the relative strength of rules, i.e., about which rules can
overrule which other rules. A knowledge base that consists of these items is called a TDL
theory.
Definition 1 A TDL theory is a structure (F, R, ≺), where
• F is a finite set of facts,
• R is a finite set of rules, and
• ≺ is an acyclic binary relation over R.
TDL is based on a constructive inference mechanism based on tagged conclusions. Proof tags
indicate the strength and the type of conclusions. The strength depends on whether conclusions
are indisputable (the tag is ∆), namely obtained by using facts and strict rules, or they are
defeasible (the tag is ∂ ). The type depends on whether conclusions are obtained by applying
a persistent or a transient rule: hence, conclusions are also tagged with π (persistent) or τ
(transient).
Provability is defined below and is based on the concept of a derivation (or proof) in a TDL
theory D.
Definition 2 Given a TDL theory D, a proof P from D is a finite sequence of tagged temporalised literals such that:
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(1) Each tag is one of the following: +∆π , −∆π , +∂ π , −∂ π , +∆τ , −∆τ , +∂ τ , −∂ τ ;
(2) The proof conditions Definite Provability (Positive), Definite Provability (Negative), Defeasible Provability (Positive), and Defeasible Provability (Negative) given below are satisfied
by the sequence P.
Given a proof P we use P(n) to denote the n-th element of the sequence, and P[1..n] denotes
the first n elements of P.
The meaning of the proof tags is a follows:
• +∆π X t p p (resp. +∆τ X t p p): we have a definite derivation (i.e., a proof using only strict
rules and facts) of X p holding from time t p onwards (resp. X p holds at t p );
• −∆π X t p p (−∆τ X t p p): we can show that it is not possible to have a definite derivation of
X p holding from time t p onwards (resp. X p holds at t p );
• +∂ π X t p p (resp. +∂ τ X t p p): we have a defeasible derivation of X p holding from time t p
onwards (resp. X p holds at t p );
• −∂ π X t p p (resp. −∂ τ X t p p): we can show that it is not possible to have a defeasible
derivation of X p holding from time t p onwards (resp. X p holds at t p ).
Let us now provide the proof conditions corresponding to the above proof tags.
Definite Provability (Positive)
If P(n + 1) = +∆x X t p p, then
1) X t p p ∈ F if x = τ ; or
0
2) ∃r ∈ Rxs [X t p p] such that ∀Y ta a ∈ A(r) : +∆yY ta a ∈ P[1..n].
where:
(a) y ∈ {π , τ };
(b) if x = π , then t p0 ≤ t p ;
(c) if x = τ , then t p0 = t p .
If the conclusion is transient (if x = τ ), the above conditions are basically the standard ones
for definite proofs in DL, which are just monotonic derivations using forward chaining. If the
conclusion is persistent (x = π ), X p can be obtained at t p or, by persistence, at any time t p0 before
t p . Finally, notice that facts lead to strict conclusions, but are taken not to be persistent.
Example 1 Consider this theory:
t

p
(F = {informr(a),r(b) (p,t p )}, R = {informr(a),r(b) (p,t p ) →π Br(a)
p}, ≺= 0)
/

t

p
We can derive +∆π Br(a)
p, and +∆π Btr(a) p for t > t p .

12

Defeasible Provability (Positive)
If P(n + 1) = +∂ x X t p p, then
1) +∆x X t p p ∈ P[1..n] or
2) −∆x l ∈ P[1..n], where l ∈ C (X t p p), and
0
2.1) ∃r ∈ Rxsd [X t p p] such that
∀Y ta a ∈ A(r) : +∂ yY ta a ∈ P[1..n], and
2.2) ∀s ∈ Ry [l], where l ∈ C (X t p p), either
2.2.1) ∃Y tb b ∈ A(s), −∂ yY tb b ∈ P[1..n] or
2.2.2) ∃w ∈ Ry [X t p p] such that
∀Y tc c ∈ A(w) : +∂ yY tc c ∈ P[1..n] and s ≺ w, and
2.3) ∀s ∈ Ry [¬X t∼p p] ∪ Ry [X t∼p n], where n ∈ C (p), either
2.3.1) ∃Y tb b ∈ A(s), −∂ yY tb b ∈ P[1..n] or
2.3.2) ∃w ∈ Ry [X t∼p p] such that
∀Y tc c ∈ A(w) : +∂ yY tc c ∈ P[1..n] and s ≺ w.
where
(i) y ∈ {π , τ };
(ii) if x = π , then t p0 ≤ t∼p ≤ t p ;
(iii) if x = τ , then t p0 = t∼p = t p .
Defeasible derivations run in three phases. In the first phase we put forward a supported
reason (rule) for the conclusion we want to prove. Then in the second phase we consider all
possible (actual and not) reasons against the desired conclusion. Finally in the last phase, we
have to rebut all the counterarguments. This can be done in two ways: we can show that some
of the premises of a counterargument do not obtain, or we can show that the argument is weaker
than an argument in favour of the conclusion. If x = τ , the above conditions are essentially
those for defeasible derivations in DL. If x = π , a proof for X t p p can be obtained by using a
persistent rule which leads to X p holding at t p or at any time t p0 before t p . In addition, for every
instant of time between the t p0 and t p , p should not be terminated. This requires that all possible
attacks were not triggered (clauses 2.2.1 and 2.3.1) or are weaker than some reasons in favour
of the persistence of X p (clauses 2.2.2 and 2.3.2). Notice that clause (2.2) takes into account all
possible attacks at the present time, while clause (2.3) considers attacks in the past. The idea of
(2.3) is that the conclusion was proved as persistent in the past and that all the attacks from then
to now have been defeated at the time of the attack. This means that the conclusion was proved
in the past and then it was terminated.
The inference conditions for negative proof tags (−∆ and −∂ ), here below, are derived from
the inference conditions for the corresponding positive proof tags by applying the Principle
of Strong Negation introduced by [2]. The strong negation of a formula is closely related to
the function that simplifies a formula by moving all negations to an innermost position in the
resulting formula and replace the positive tags with the respective negative tags and viceversa.
Definite Provability (Negative)
If P(n + 1) = −∆x X t p p, then
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1) X t p p 6∈ F if x = τ ; and
0
2) ∀r ∈ Rxs [X t p p] : ∃Y ta a ∈ A(r) : −∆yY ta a ∈ P[1..n].
where:
(a) y ∈ {π , τ };
(b) if x = π , then t p0 ≤ t p ;
(c) if x = τ , then t p0 = t p .
Defeasible Provability (Negative)
If P(n + 1) = −∂ x X t p p, then
1) −∆x X t p p ∈ P[1..n] and either
2) +∆x l ∈ P[1..n], where l ∈ C (X t p p), or
0
2.1) ∀r ∈ Rxsd [X t p p] :
∃Y ta a ∈ A(r) : −∂ yY ta a ∈ P[1..n], or
2.2) ∃s ∈ Ry [l], where l ∈ C (X t p p), such that
2.2.1) ∀Y tb b ∈ A(s), +∂ yY tb b ∈ P[1..n] and
2.2.2) ∀w ∈ Ry [X t p p]
∃Y tc c ∈ A(w) : −∂ yY tc c ∈ P[1..n] or s 6≺ w, or
2.3) ∃s ∈ Ry [¬X t∼p p] ∪ Ry [X t∼p n], where n ∈ C (p), such that
2.3.1) ∀Y tb b ∈ A(s), +∂ yY tb b ∈ P[1..n] and
2.3.2) ∀w ∈ Ry [X t∼p p] :
∃Y tc c ∈ A(w) : −∂ yY tc c ∈ P[1..n] or s 6≺ w.
where
(i) y ∈ {π , τ };
(ii) if x = π , then t p0 ≤ t∼p ≤ t p ;
(iii) if x = τ , then t p0 = t∼p = t p .
As we have already said the conditions for the negative proof tags are derived from the conditions for the corresponding positive proof tag. In general the inference conditions for a negative
proof tag explore all the possibilities to derive a literal (with a given proof strength) before stating that the literal is not provable (with the same proof strength). Thus conclusions with these
tags are the outcome of a constructive proof that the corresponding positive conclusion cannot
be obtained.
Example 2 Consider the following theory.
3
(F = {informr(a),r(b) (p,t1 ), Gta3 q, Btr(a)
c, Gta4 Btb4 d},

3
R = {r1 : informr(a),r(b) (p,t1 ) ⇒π Bta1 p, r2 : Gta3 q ⇒π Bta3 ¬p, r3 : Btr(a)
c ;τ Bt3 p,

r4 : Gta4 Btb4 d ⇒τ ¬Bt4 p},
Â= {r3 Â r2 , r1 Â r4 })
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At time t1 , r1 is the only applicable rule; accordingly we derive +∂ π Bta1 p. At time t2 no rule is
applicable, and the only derivation permitted is the derivation of +∂ π Bta2 p by persistence. At
time t3 both r2 and r3 are applicable, but r4 is not. If r2 prevailed, then it would terminate Ba p.
However, it is rebutted by r3 , so we derive +∂ π Bta3 p. Finally at time t4 , rule r4 is applicable,
thus we derive +∂ τ ¬Bt4 p and −∂ π Bta4 p, which means that r4 terminates Ba p. Notice that, even
if r4 is weaker than r1 , the latter is not applicable at t4 , thus it does not offer any support to
maintain Ba p.
Proposition 1 Let D be a TDL theory. For every # ∈ {∆, ∂ }, x, y ∈ {π , τ }:
• it is not the case that D ` +#x X t p and D ` −#y X t p;
• if D ` +∂ x X t p and D ` +∂ y l, such that l ∈ C (X t p), then D ` +∆x X t p and D ` +∆y l.
Proposition 1 shows the soundness of TDL: it is not possible to derive a tagged conclusion
and its opposite, and that we cannot defeasibly prove both p and its complementary unless the
definite part of the theory proves them; this means that inconsistency can be derived only if the
theory we started with is inconsistent, and even in this case the logic does not collapse to the
trivial extensions (i.e., everything is provable).
The properties of Proposition 1 are a consequence of the use of the principle of strong negation for the definition of the proof conditions.
Definition 3 Let HBD be the Herbrand Base for a TDL theory D. The extension of D is the
4-tuple (∆+ , ∆− , ∂ + , ∂ − ), where #± = {X t p|X p ∈ HBD , D ` ±#x X t p,t ∈ T }, # ∈ {∆, ∂ }, and
x ∈ {π , τ }.
Theorem 1 Given a TDL theory D, the extension of D can be computed in linear time, i.e.,
O(|R| ∗ |HD | ∗ |TD |), where TD is the set of distinct instants occurring in D.
The results follows from the results for the extension with modal operators of [16] (to handle
the set of conflicting literals) and the result for the logic of [20] given in [?] to handle persistence
of temporal literals.
4. Reasoning about FIPA Semantics
We now show how DL formalism can express the semantics for ACLs. For ease of reference, let us focus on FIPA’s inform and take [9] as a starting point. In FIPA, the meaning of
communicative acts is defined in terms of rational effects (REs) and feasibility preconditions
(FPs). The REs are the mental states the speaker wants to bring about in the hearer, and the FPs
encode the appropriate conditions for issuing a communicative act. For instance, here is the
FIPA definition of the inform communicative act:
ha, inform(b, p)i FP: B(a, p) ∧ ¬B(a, B(b, p) ∨ B(b, ¬p))
RE: B(b, p)
As a feasibility precondition speaker a must believe what he says and he must not believe that
hearer b already has an opinion on the conveyed proposition. The rational effect is that hearer b
comes to believe p.
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Operators like this can be used to generate a dialogue directly, but they can also be used in the
interpretation of the utterances of the interlocutor. In FIPA, this methodology relies on axioms
([9], Properties 4 and 5) according to which, when a communicative act is executed, its FPs are
assumed to be true, and its RE is wanted by the speaker2 :
B(a, done(act) → FP(act))
B(a, done(act) ∧ agent(b, act)) → G(b, RE(act)))
FIPA and most other ACL semantics do not specify some important aspects of communicative
acts, such as temporal persistence and non-monotonicity, also with reference to the role based
semantics to deal with private vs public mental attitudes.
Persistence. In the case of inform, e.g., hearer b can infer not only that the precondition that
a believes p is true at the moment of execution of the communicative act, b can also infer that
this precondition held some time before the communicative act, and will hold afterwards. For
instance, the content of an inform is supposed to persist, but a suggestion evaporates, when it is
not taken on.
Non-monotonicity. An inform speech act has effects on the public beliefs of the speaker.
However, the speaker can later retract its utterance, thus retracting its effects as well. This
means, that the utterance of an inform is done only in a defeasible way, so that it can be retracted
later.
Roles. The rational effect of a speech act can be successful or not, which does not only
depend on the speaker, but also on the hearer. ACL semantics like FIPA do not allow explicitly
to make inferences about the success of a rational effect, since the mental attitudes that are
modeled, are the private ones of the agents. To solve this, we adopt [4–6]’s role-based approach
to agent communication, where mental attitudes are publicly attributed to dialogue participants,
and can only change according to the rules of the dialogue. Public beliefs and goals represent
the expected behavior of an agent, associated with a role in the dialogue. The public nature of
the mental attitudes of roles, solves the verifiability problem. Moreover, each participant can
engage in different dialogues at the same time by playing different roles, and dialogues can
obey different kinds of rules associated with each role. For example, in a persuasion dialogue,
the proponent of a proposition can have a different ‘burden of proof’ than the opponent.
In the rules below, the beliefs and goals are therefore attributed to the roles (e.g., Br(a) ), and
not only to the individual agents (e.g., Ba ). Attitudes of individual agents can be unknown, or
can be different from the attitudes publicly attributed to their roles. Doing so, a lie is captured
by deriving the conclusions +∂ Br(a) γ and +∂ Ba γ .
Note that we adopt [4–6]’s role-based approach to ACL: mental states are publicly attributed
to dialogue participants, and can only change according to the rules of the dialogue. In the rules
below beliefs and goals are attributed to roles (e.g., Br(a) ) as well as to individual agents (e.g.,
Ba ).
We define different dialogue types and agent types [7], which can be used to model different
types of dialogues. Concerning agent types, they regulate the way an hearer interprets the
dialogue from the point of view of the interaction between public and private beliefs and goals
of the speaker and the hearer. Speech acts have effects on the public mental attitudes of the
speaker only. To infer that these effects (defeasibly) hold for the private mental attitudes of the
2 In

FIPA notation, act stands for any action, done(act) is the proposition that expresses completion of act, and
agent(b, act) represents that b is the agent who executes action act.
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speaker and/or the public or private beliefs and goals of the hearer further assumptions by the
hearer are necessary:
• Sincerity: the speaker really believes or wants privately the beliefs or goals which can be
publicly attributed to him on the basis of his utterances.
• Reliability: the public beliefs of the speaker become public beliefs of the hearer.
• Trust: the public beliefs of the hearer which have been adopted on the basis of the public
beliefs of the speaker become the private beliefs of the hearer.
• Cooperativity: the public goals of the hearer which have been adopted on the basis of the
public goals of the speaker become the private goals of the hearer.
Agent types are different combinations of these assumptions. Agent types are used in the
interpretation of a speech act by a hearer, and in the planning phase of the speaker, who can
foresee what will be the effects of his speech acts depending on the agent type the hearer attributes to him.
Different dialogue types are modelled as different sets of rules to interpret speech acts. As
we show below, rules are used to derive what follows from a given speech act. However, not
all the rules can be used at the same time, but only those which are appropriate to the situation. For example, we distinguish between information seeking dialogues, presupposing that
the addressee of an inform does not have an opinion concerning what is said, from persuasive
dialogues, where this assumption does not hold and the addressee is assumed to publicly believe
an assertion if he does not challenge it.
These two mechanism satisfy the second success criterion.
In the following we present the rules in a modular way, to satisfy the last success criterion of
the Introduction, distinguishing the following components:
1. Uttering and retracting.
2. Feasibility preconditions and rational effects.
3. Success conditions.
4. Bridge to private mental attitudes.
4.1. Inform
Rules Rinf = {i1 , i3 , ..., i14 } define the meaning of an inform communicative act, for a standard
type of cooperative dialogue, like information exchange, where one agent is supposed to know
more than the other. Adding also rule i2 allows to capture situations where the knowledge is
more symmetric. In what follows, a, b are agents, r(a) and r(b) the role-playing-agents in the
dialogue, inform is a speech act type, s is either a literal or a modal literal, and t < t 0 are time
points in T . Rules are prioritized as follows: ≺inf = {i2 Â i1 , i10 Â i9 , i10 Â i11 , i12 Â i11 , i14 Â
i13 }.

17

Uttering and retracting an inform
Rule i1 describes how an inform act is performed by an agent a through an utterance event.
The rule is defeasible since the communicative act can be retracted later, as indicated in rule
i2 . There are different ways of handling retraction. The solution is to withdraw the original
communicative act by means of a defeater. This means that all the consequences that can be
inferred from the act, expressed in rules i3 − i6 , are also withdrawn. If we would take the alternative solution of only retracting the content of the inform, we would need additional explicit
rules to withdraw those consequences too.
i1 uttera,b (informr(a),r(b) (s,t),t) ⇒τ informr(a),r(b) (s,t)
i2 retracta,b (informr(a),r(b) (s,t), t 0 ) ;τ ¬informr(a),r(b) (s,t)
The agent of actions utter and retract is the individual agent a and not its role r(a). The rules i1
and i2 are used to connect individual agents to their roles. These rules are non-persistent, since
the action of uttering only temporally coincides with execution of an inform communicative
act. If the agent makes an inform at a given time, it is not possible to infer that it is making the
inform again at the next time instant.
The defeasible character of i1 is necessary in applications where an agent is trying to persuade
the other one and the other one can reply (see item 1 at p. 1), or where two agents are trying
to cooperatively find a solution and to advance arguments which are probed by the other one.
In these types of dialogues the speaker can retract his assertions to avoid a contradiction. In
information gathering scenarios like the ones considered by FIPA this is not necessary, since an
agent is supposed to know more than the other.
Feasibility preconditions and rational effects
Rules i3 − i5 represent the FPs of inform. Following Properties 4 and 5 of [9], they are
interpreted as strict rules. Only rule i3 is persistent towards the future, since its effect is not
affected by the consequent of other rules. Instead, since the inform possibly changes the beliefs
of the hearer b, i4 − i5 are not persistent and they refer to the situation before the execution of
the speech acts3 :
i3 informr(a),r(b) (s,t) →π Btr(a) s
i4 informr(a),r(b) (s,t) →τ ¬Bt−1
s
r(b)
t−1
i5 informr(a),r(b) (s,t) →τ ¬Br(b) ∼s
Note that the beliefs in the consequent of the rules are not attributed to the agents as private
beliefs, but to the roles they play: thus they have a public character4 .
Rule i6 represents the RE of inform: its propositional content is embedded in a goal of the
speaker that the hearer believes it:
i6 informr(a),r(b) (s,t) →π Gtr(a) Btr(b) s
3 In

i5 , ∼s stands for the complement of
4 The conclusions of FP rules could also

s. If s is a positive literal p then ∼s is ¬p; if s is ¬p, then ∼s is p [20].
persist from the past, since they are observations and are not caused by the
speech acts. For example, we may infer that the speaker believed s in the past, and, unless other information are
available, that this belief holds by persistence at t as well. This inference is non-monotonic. In addition, the past
time from when this belief starts to hold cannot be determined by the time of inform, but comes from additional
evidence, such as the time of another public belief of the speaker related to s. We do not have the space to discuss
here this issue.
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Success conditions
FIPA does not allow explicit inferences about the success of the RE, but in our model of
cooperative information exchange Rinf , rule i7 can represent that the hearer publicly adopts the
information conveyed, if he does not believe that the speaker is unreliable:
i7 Gtr(a) Btr(b) s ⇒π Btr(b) s
i8 Gtr(a) Btr(b) s, Btr(b) ¬reliable(a) ;π ¬Btr(b) s
Bridge to private mental attitudes
This does not necessarily mean that the hearer privately believes what was said. Only if there
is no evidence to the contrary, we assume that individual agents believe what their roles believe
(i9 − i12 ). Rule i9 assumes that the speaker individually believes what he says, unless he is
believed to be insincere (i10 ). Rule i11 assumes sincerity for goals in a similar way. Rule i13
assumes that a hearer believes what has been asserted, unless he is believed not to be a trusting
character (i14 ).
In all these cases, the cooperative behavior is the default, but it can be overruled by evidence
to the contrary. Hence we have i10 Â i9 , i12 Â i11 and i14 Â i13 .
i9
i10
i11
i12
i13
i14

informr(a),r(b) (s,t) ⇒π Bta s
informr(a),r(b) (s,t), Btr(b) ¬sincere(a) ;π ¬Bta s
informr(a),r(b) (s,t), Gtr(a) Btr(b) s ⇒π Gta Btb s
informr(a),r(b) (s,t), Btr(b) ¬sincere(a) ;π ¬Gta Bta s
informr(a),r(b) (s,t), Btr(b) s ⇒π Btb s
informr(a),r(b) (s,t), Btr(b) s, Btr(a) ¬trusting(b) ;π ¬Btb s

Strict inferences about REs and FPs of communicative acts are only possible regarding the
public beliefs or goals of the participants, while inferences about the private mental states of the
participants can be made only by default. Sincerity, trust and cooperativity are the assumptions
to pass information from the public level to the private one.
In the following we illustrate an example of reasoning about time and persistence, to illustrate
the mechanism before considering the rules of dialogue.
Example 3 (Time and persistence; see item 4 p. 4) Consider the agents i (Ian), j (John) and
k (Kay), their the roles are v(i) (vendor), c( j) (client) and w(k) (witness). Literal s means
“the chair is without faults”. The theory contains Rinf , Âinf , plus the following facts and additional rules:
Facts: utteri,k (informv(i),w(k) (¬s, 1), 1), sell(i, j, 2),
B3c( j) (reliable(k)), utterk, j (informw(k),c( j) (¬s, 3), 3)
Rules: l1 : sell(i, j, 2) ⇒τ informv(i),c( j) (s, 2)
l2 : sell(i, j, 2) ⇒π B2c( j) (reliable(i)).
l1 states that when v( j) sells the chair at 2, he acts as if he were informing c( j) that the chair
is without faults; l2 assumes that c( j) defeasibly takes v(i) as reliable. Consider the relevant
derivations in Table 1
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Time
1
1
2
2
2
2
2
2
3
3
3
3

Conclusion & Argument
1. +∂ τ informv(i),w(k) (¬s, 1) (a1): Facts, i1
2. +∂ π B1v(i) ¬s (a2): 1, i3
3. +∂ τ informv(i),c( j) (s, 2) (a3): Facts, l1
4. +∂ π B2c( j) (reliable(i)) (a4): Facts, l2
5. +∂ π G2v(i) B2c( j) s (a5): 3, i6
6. +∂ π B2c( j) s (a6): 4, 5, i7
7. −∂ π B2v(i) ¬s (a7): conflict between (a2) and 3, i3
8. −∂ π B2v(i) s (a8): conflict between (a2) and 3, i3
9. +∂ τ informw(k),c( j) (¬s, 3) (a9): Facts, i1
10. +∂ π G3w(k) B3c( j) s (a10): 9, i6
11. −∂ π B3c( j) ¬s (a11): conflict between (a6) and Facts, 10, i7
12. −∂ π B3c( j) s (a12): conflict between (a6) and Facts, 10, i7

Table 1
The derivation of Example 3

For conclusions 7-8 and 11-12, due to the persistence of B1v(i) ¬s and B2c( j) s, these beliefs
should also hold, respectively, at 2 and 3. But they are defeated by opposite arguments, which
are in turn defeated by the former ones. (DL is a sceptical non-monotonic formalism: with two
conflicting defeasible conclusions DL refrains to take a decision.) 7-8 show that FPs of some
inform acts are violated, 11-12 that some REs are not successful.
Example 4 (What if analysis and agent types) Assume agent i wants that j knows that s, not
just as a public admission, but j really believes s privately. To achieve this goal i plans an inform
speech act, in the role s (speaker) addressed to receiver j, however, to understand whether he
has possibilities to achieve it, i must consider also the agent type that j attributes to him. The
agent type is ATs( j),r(i) = {reliable(i), sincere(i),trusting( j)}. From this agent type, i can infer
that j will accept privately that s.
Facts: utteri, j (informs(i),r( j) (s, 1), 1),
B1r( j) (reliable(i)), B1r( j) (sincere(i)), B1r( j) (trusting( j)),
Consider the relevant derivations in Table 2
Example 5 (Example 4 continued) We continue the previous example by adopting the point
of view of the addressee j. Assume that j privately and non-defeasibly believes that ¬s, thus
the rule i1 4 is not applicable, even if j was trusting. At this point j decides to inform i about his
beliefs. Since i trusts more j on s than his belief, he adopts s privately and retracts at time 3 his
assertion.
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Time
1
1
1
1
1
1
1
1

Conclusion & Argument
1. +∂ τ informs(i),r( j) (s, 1) (a1): Facts, i1
2. +∂ π B1s(i) s (a2): 1, i3
3. +∂ π B1r( j) (reliable(i)) (a3): Facts
4. +∂ π G1s(i) B2r( j) s (a4): 1,3, i6
5. +∂ π B1s(i) s (a5): 3,4, i7
6. +∂ π B1i s (a6): 1, i9
7. +∂ π G1i B1j s (a7): 4, i11
8. +∂ π B1j s (a8): 1, i11

Table 2
The derivation of Example 4
Facts: utter j,i (informr( j),s(i) (s, 2), 2)
utteri, j (retracts(i),r( j) (informs(i),r( j) (s, 1), 3), 3),
B1i (reliable( j)), B1i (sincere( j)), B1i (trusting(i)),
Rules: l3 : > ⇒ B1i s
l4 : > →π B1j ¬s
Priorities: l4 Â i14
4.2. Request
Analogously to inform, we define the preconditions and effects of a request communicative
act, used in deliberation dialogues, by rules Rreq = {r1 , . . . , r13 }, with priority r2 Â r1 , r7 Â r6 ,
r9 Â r8 , r11 Â r10 and r13 Â r12 . For space reasons, we do not explicitly model preconditions of
actions in AA, so compared to FIPA, we have to simplify the definitions. Again, the cooperative
behavior is the default, which is overruled when the agent refuses the request, or when there is
evidence that the agent is insincere, or non-cooperative.
Uttering and retracting request
As in the case of inform a request after being uttered can be retracted by the speaker.
r1 uttera,b (request(s,t),t) ⇒τ requestr(a),r(b) (s,t)
r2 retracta,b (requestr(a),r(b) (s,t), t 0 ) ;τ ¬requestr(a),r(b) (s,t)
Feasibility preconditions and rational effect
The precondition of a request is that the speaker does not believe in advance that the hearer
wants already to perform the requested action. The rational effect is that the speaker wants to
achieve s and that the hearer achieves it.
r3 requestr(a),r(b) (s,t) →π Gtr(a) s
Gt s
r4 requestr(a),r(b) (s,t) →τ ¬Bt−1
r(a) r(b)
r5 requestr(a),r(b) (s,t) →π Gtr(a) Gtr(b) s
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Time
2
2
2
2
2
2
2
2
2
2
3
3
3
3
3
3

Conclusion & Argument
1. +∂ π B2j ¬s (a1): l4
2. −∂ π B2j s (a2): conflict between l4 and i14
3. +∂ τ informr( j),s(i) (¬s, 2) (a3): Facts, i1
4. +∂ π B2r( j) ¬s (a4): 3, i3
5. +∂ π B2s(i) (reliable( j)) (a5): Facts
6. +∂ π G2r( j) B2s(i) s (a6): 3, i6
7. +∂ π B2r( j) s (a7): 5,6 i7
8. +∂ π B2j s (a8): 7, i9
9. +∂ π B2i ¬s (a9): l3
10. −∂ π B2j s (a10): conflict between 9 and i9
11. +∂ π retracts(i),r( j) (informs(i),r( j) (s, 1), 3) (a11): Facts, i2
12. −∂ τ informs(i),r( j) (s, 1) (a12): conflict between i1 and i2
13. −∂ π B1s(i) s (a13): conflict between i1 , i3 and i2
14. −∂ π G1s(i) B2r( j) s (a14): conflict between i1 , i6 and i3
15. −∂ π B1s(i) s (a15): conflict between i1 , i7 and i2
16. −∂ π B1i s (a16): conflict between i1 , i9 and i2

Table 3
The derivation of Example 5

Success conditions
If the hearer does not explicitly refuse the request he is assumed to publicly adopt the requested goal (but not necessarily privately). Again this is a defeasible assumption which can be
retracted in front of an explicit refusal.
π
r6 Gtr(a) Gtr(b) s ⇒π Gt,r(b)
s
r7

0

,π
requestr(a),r(b) (s,t), refuser(b),r(a) (s,t 0 ) ;π ¬Gtr(b)
s

Bridge to private mental attitudes
Depending on the agent type attributed by the hearer to the speaker different inferences can
be made about public and private goals of both of them. If the speaker is believed to be sincere,
than he is held to want also privately what he publicly requested. If the hearer is cooperative he
will adopts also privately the goal of the requestee.
r8 requestr(a),r(b) (s,t) ⇒τ Gta s
r9 requestr(a),r(b) (s,t), Btr(b) ¬sincere(a) ;π ¬Gta s
r10 requestr(a),r(b) (s,t), Gtr(b) s ⇒π Gtb s
r11 requestr(a),r(b) (s,t), Gtr(b) s, Btr(a) ¬cooperative(b) ;π ¬Gtb s
r12 requestr(a),r(b) (s,t), Gtr(a) Gtr(b) s ⇒π Gta Gtb s
r13 requestr(a),r(b) (s,t), Btr(b) ¬sincere(a) ;π ¬Gta Gtb s
In this paper we do not discuss the limited persistency of effects of requests, as envisaged in
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scenario 6 which are not accepted by an hearer.
4.3. Abstract communicative acts: inform-if
Like in FIPA, we can also handle abstract communicative acts, like inform-if(a, b, p) which
is composed of the nondeterministic choice of inform(a, b, p) and inform(a, b, ¬p). Note that in
FIPA inform-if is an abstract action which cannot directly be executed:
ii1 informr(a),r(b) (s,t) →τ inform-ifr(a),r(b) (s,t)
ii2 informr(a),r(b) (¬s,t) →τ inform-ifr(a),r(b) (s,t)
Thus, we can define query-if as a request to inform-if :
qi1 queryifr(a),r(b) (s,t) →τ requestr(a),r(b) (inform-ifr(b),r(s) (s,t 0 ),t)
To
satisfy
the
request,
the
receiver
has
to
execute
either
an
0
0
informr(b),r(s) (s,t ) or an informr(b),r(s) (¬s,t ).
4.4. Persuasion dialogues
ACLs are usually studied in relation to specific dialogue types, such as cooperative information exchange, negotiation or persuasion (see, e.g., [27]). We can extend the previous rules with
persuasion, by defining acts like challenge and concede, besides the retract discussed above.
A single communicative act like inform may have different semantics, in different types of
dialogue. This is due to different background assumptions, for example regarding sincerity,
cooperativity, or trust. Thus, in non-cooperative dialogue types like persuasion or negotiation
(see Example 1), it is possible to reverse the general principle of rules i6 − i14 , that cooperative
behavior is expected by default, but can be overruled by evidence to the contrary. Alternatively, we can follow the principle that “silence means consent”. In a persuasion dialogue, the
hearer is assumed to believe what the speaker said (rule i07 ), unless he explicitly challenges the
proposition (rule i007 ), thus defeating the conclusion that he believes the content of the inform.
i07 Gtr(a) Btr(b) s ⇒π Btr(b) s
i007 informr(a),r(b) (s,t), challenger(b),r(a) (s,t 0 ) ;π ¬Btr(b) s
In addition to challenges, we can add explicit concessions [27]. If an agent concedes to p, it
does not necessarily mean that he now believes p, but that he no longer believes the opposite.
For example, the concession blocks the agent from performing an inform that ¬s later in the
interaction:
c1 conceder(a),r(b) (s,t) →π ¬Btr(a) ¬s
So for persuasion, the rules Rinf are altered as follows:

R persuasion = (Rinf \ {i7 , i9 , i10 , i11 , i12 , i13 , i14 }) ∪ {i2 , i07 , i007 , c1 }
where i007 Â i07 . Rules bridging public and private mental attitudes are removed, since from a
debate it does not follow that the interactants believe what they were not able to defend with a
counterargument.
5. Related work
Recently, some other papers went in the same direction of redefining FIPA semantics: e.g.,
[4–6,11,22,26]. Like us, most of them distinguish between public and private mental attitudes.
There are various differences.
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Like in [4–6], the distinguishing feature of our approach is that the public mental attitudes
attributed to agents during the dialogue are associated with roles. However, we use roles to redefine the FIPA semantics in a non-monotonic framework based on DL which allows us to extend
FIPA to persuasion dialogue. We distinguish interactive roles, such as speaker, (over)hearer and
addressee. Clearly, different constitutive rules apply to speaker and hearer. Further, we could
add rules so that the effects of implicit acknowledgement differ between the addressee of a
message, and a mere overhearer ([12]). Because social roles are associated with dialogue types,
with specific set of dialogue rules, roles allow us to reason about assumptions in different kinds
of dialogues. E.g., sincerity could be assumed in cooperative dialogues, such as information
exchange, but not in non-cooperative dialogues, such as persuasion or negotiation. Ostensible beliefs and the grounding operator distinguish only interactive roles or different groups of
agents.
The importance of roles is recognized in multiagent systems and their function ranges from
attributing responsibilities to assigning powers to agents in organizations.Other solutions, instead, need to add to dialogue new theoretical concepts which are not always completely clear
or diverge from existing work. In particular, [11] use an explicit grounding operator, which
only partially overlaps with the tradition of grounding in theories of natural language dialogue.
Opinions [22] are introduced specifically for modelling dialogue, but with no relation with persuasion and argumentation. Finally, commitments in [26] overlap with obligations.
Moreover, the approaches relate to the well known FIPA semantics in different degrees: [12]
and [22] try to stay close to the original semantics, as we do, while [26] substitute it entirely
with a new semantics, which, among other things, does not consider preconditions of actions.
[11] and [22] use modal logic, and [26] use CTL. They thus use more common frameworks, but
they do not consider the computational properties of their proposals. DL, instead, may provide
us with a proof theory which is linear (cf. [14]). Moreover, most of the other approaches do
not consider the persistence of preconditions and effects, an essential point when dealing with
actions and their effects. Time introduces most of the complexities in our formal system, but
time is crucial for agent communication, because speech acts are uttered one after the other, but
their effects on mental attitudes are persistent.

6. Summary
We used DL to study non-monotonicity and time in role-based agent communication. Nonmonotonicity occurs in reasoning about the persistence of FPs and REs of speech acts. Whereas
FIPA makes strong assumptions about the private states, the alternative of using public mental
attitudes does not make any assumptions about them; using non-monotonic reasoning we can
make inferences about the private mental attitudes of the agents which hold only by default and
can always be revised. Finally, non-monotonicity can be used for challenges, concessions, and
retractions. E.g., an inform is accepted –its content becomes part of the public beliefs of the
addressee– unless it is challenged.
Future work include passing from what-if analysis to planning, and increasing the expressiveness of the framework, for example to model nested rules to cope with speech acts like
proposals which in FIPA is modelled as an inform with a conditional intention as content.
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Abstract.
The issue of representing access control requirements continues to demand
signiﬁcant attention. The focus of researchers has traditionally been on developing particular access control models and policy speciﬁcation languages for particular applications.
However, this approach has resulted in an unnecessary surfeit of models and languages.
In contrast, we describe a general access control model and a logic-based speciﬁcation
language from which both existing and novel access control models may be derived as
particular cases and from which several approaches can be developed for domain-speciﬁc
applications. We will argue that our general framework has a number of speciﬁc attractions and an implication of our work is to encourage a methodological shift from a study
of the particulars of access control to its generalities.
Keywords: Logic, Fibring, Access Control, Security.

Introduction and overview
Over a number of years, researchers in access control have proposed a variety
of models and languages in terms of which authorization policies may be
deﬁned (see, for example, [6, 8, 21, 11]).
In this paper, we argue that existing access control models are based on
a small number of primitive notions that can often simply be specialized for
domain-speciﬁc applications. The problems that we address are to establish what the primitives of access control models are and to propose a logic
language for their representation. The problem that we consider is not too
dissimilar to the one that Landin [25] observed in relation to programming
languages: rather than computer scientists developing n special programming languages for n application areas (n ∈ N), it is essential for them to
identify instead a set of programming language “primitives” from which a
speciﬁc subset may be selected as the basis for deriving a particular language
(for a particular area of application). We will argue that by addressing the
problem of ﬁnding a general model of access control and a logic language for
policy formulation, expressed in terms of the model, a number of additional
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problems can be addressed (e.g., the problem of sharing access control policy
information).
The essential primitive notions that we identify as common to access
control models (and access control speciﬁcation languages that are based
on these models) are: approaches for categorizing principals, methods for
describing their properties and the relationships between them, and a means
for specifying a range of modalities (of which permission and authorization
are of interest, but not exclusively so). We argue that multiple existing access
control models can be expressed in terms of the primitive notions that we
identify, that the degree of overlap amongst existing access control models is
signiﬁcant, and that many “novel” access control models can potentially be
developed by simply combining the primitives of access control in novel ways.
We formalize all of the notions that underlie our approach by developing
a new logic language.
In precise detail, the main contributions of the paper are as follows.
We introduce a meta-model of access control, we demonstrate that particular access control models are special cases of our meta-model of access
control, we formally deﬁne the meta-model using a logical framework called
Fibred Security Language (FSL) [15, 14] and we show how the generality of
FSL allows for the the formal speciﬁcation of a wide range of access control
policies that are particular instances of our meta-model. As such, we deﬁne
a rich framework for formulating access control policies.
Having a general, unifying access control meta-model provides a basis for a common, well-deﬁned speciﬁcation of access control requirements.
Having a common, agreed semantics is essential when access control information needs to be shared (as is the case with many distributed applications) and is important for reducing the burden on policy administrators
when it comes to representing application-speciﬁc access control requirements. That is, a policy author can specialize the meta-model to deﬁne
a domain-speciﬁc model and the access control policies that can be represented within that model. These access control policies can be naturally
formulated in FSL; thus, a policy author is provided with a general framework for specifying access control requirements. Because the meta-model
reduces the burdens on policy authors (i.e., it provides a well deﬁned framework for policy authors to specialize), it is useful for the rapid prototyping
of policies and for abstracting away the complexities of access control policy
speciﬁcation. Identifying a common access control model is also desirable
because it allows for various general syntaxes to be developed in terms of the
generic model (e.g., a natural language syntax for simplifying access control
speciﬁcation and an XML-based syntax for access control policy exchange).
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We also note that an important consequence of our work is to demonstrate
that research into the universal aspects of access control models should be
given prominence rather than the research community continuing to focus
on the development of the next 700 particular instances of access control
models and access control languages (cf. [25]).
Although proposals have previously been made for general access control
models (see, for example, [22] and [23]), in the ensuing discussion we argue
that these approaches are not suﬃciently general to warrant the attribution
“general access control model” because, as we will see in Section 4, they
assume a very limited, particular set of categorizations of principals and
have restricted interpretations of some of the key, primitive aspects of access
control models.
On the use of logic, in general, for representing access control requirements, we note that logics are important for providing an unambiguous,
formal semantics for access control policies, which is essential, for instance,
to enable policy authors to prove properties of policy speciﬁcations (e.g., security and availability cf. [9]). The particular beneﬁts of using FSL for access
control policy speciﬁcations include that it provides a very general semantics based on composition of logics, it allows for the speciﬁcation of a range
of modalities that are useful for representing access control requirements in
distributed computing contexts, and it allows for the representation of features like joint permission assignment to a group of principals (rather than
individual principals). As a drawback, FSL is generally undecidable because
it is based on a ﬁrst order language. We refer to [20] for a discussion on how
to constrain ﬁrst order languages in order to get tractable computational
properties in the derivation procedure.
The remainder of this paper is organized thus. In Section 1, we describe
the conceptual primitives on which our approach is based: the categorization
of principals, the relationships between these categories, and the modalities
of relevance in access control. In Section 2, we present the ﬁbring methodology and we introduce the Fibred Security Language. In Section 3, we
describe our meta-model of access control in FSL and we show how a range
of existing access control models and some novel access control models may
be viewed as instances of our meta-model, when it is formally expressed
in terms of FSL, and how FSL may be used as a general language for the
speciﬁcation of access control policies in terms of diﬀerent access control
models (e.g., DAC, RBAC, SBAC). In Section 4, we discuss related work.
In Section 5, conclusions are drawn and further work is suggested.
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Fundamental Concepts

In this section, we describe the conceptual features upon which our work is
based.
Our access control meta-model is deﬁned in terms of the primitive notions
of categories, relationships between categories and between categories and
principals, and modalities.
Intuitively, a category (a term which can, loosely speaking, be interpreted
as being synonymous with, for example, a type, a sort, a class, a division,
a domain) is any of several fundamental and distinct classes or groups to
which entities may be assigned. In the approach that we introduce, we
regard categories as a primitive concept and we view classiﬁcation types
used in access control, like classiﬁcations by role, user attributes, status,
clearances, discrete measures of trust, team membership, location, . . . , as
particular instances of the more general class of category.
It is important to note that we are not concerned with establishing an
a priori necessarily complete set of categories for access control, and we also
only give a descriptive, language-based account of categories. However, the
categories that may be used in our meta-model can be arbitrarily complex
(e.g., by combining subcategories) and multiple subcategories can be derived
from any number of (super-)categories.
In the alphabet that we use to describe our family of access control
models, we take the set of entities, which may be referred to in a speciﬁcation
of access control requirements, as a primitive ontological category. Entities
are the subjects of predication and cannot themselves be predicated. Entities
are denoted uniquely by constants in a many sorted domain of discourse.
The key sets of constants in the universe of discourse that we assume in our
formulation are as follows:
• A countable set C of categories, where c0 , c1 , . . . are used to denote
arbitrary category identiﬁers.
• A countable set P of principals, where p0 , p1 , . . . are used to identify
principals.1
• A countable set A of named actions, where a0 , a1 , . . . are used to denote
arbitrary action identiﬁers.
• A countable set R of resource identiﬁers, where r0 , r1 , . . . denote arbitrary resources.
1

Example of principals are: Users, machines, channels, conjunction of principals,
groups . . . [4]
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Entities in the set P will include any elements (typically principals denoted by their public key) that may access a resource in a computer system
to which access must be controlled or which may make assertions about other
principals (cf. credentials). We assume that principals that request access to
resources are pre-authenticated. The actions that we allow are represented
by using arbitrary strings of characters that name arbitrary actions that
principals may perform; we do not restrict attention to a small, pre-deﬁned
set of operations (as is typical in a number of access control models).
In addition to the sets of constants above, we include two other sets of
constants of special importance in deﬁning the type of general access control
framework that we wish to develop:
• A countable set S of situational identiﬁers.
• A countable set E of event identiﬁers, e0 , e1 , . . .
The situational identiﬁers that we admit are used to denote contextual or
environmental information (e.g., IP addresses, times, system states, external
states, etc). The precise set S of situational identiﬁers that is admitted will,
of course, be application speciﬁc. On times, we adopt a one-dimensional,
linear, discrete view of time, with a beginning and no end point. That is,
the model of time that we choose is a total ordering of time points that is
isomorphic to the natural numbers. In this paper, we represent times in
YYYYMMDD format, an encoding of times as natural numbers. Locations
and system state indicators are assumed to be represented by strings of characters (e.g., “Europe”, “System under attack”). Event identiﬁers uniquely
denote happenings at a point in time.
In addition to the diﬀerent types of entities that we admit, we consider
properties of and relationships between entities.
A property is expressed by a 1-place predicate of the form p(τ ), where
τ is a term. For example, current time(t) speciﬁes that t has the property
of being the current time according to a system clock. Relations are used
to describe how one entity may be related to another. Terms of the type
that are included in our alphabet may be used in relations. For example,
p(b, d, t) may be used to express that p(b, d) holds at time t. Notice too
that particular relations may be admitted for particular representations of
access control requirements and any number of application-speciﬁc relations
may be deﬁned in order to satisfy domain-speciﬁc requirements. We assume
that arithmetic operators ×, ÷, +, − and mod and comparison operators
=, ≥, ≤, >, < and = may be used in access control policy speciﬁcations.
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In our approach, the following two relations are of primary importance:
• PCA is a relation, PCA ⊆ P × C.
• ARCA is a ternary relation, ARCA ⊆ A × R × C.
The semantics of the elements in PCA and ARCA are deﬁned thus:
• (p, c) ∈ PCA iﬀ a principal p ∈ P is assigned to the category c ∈ C.
Henceforth, pca(p, c) is used to express that principal p is assigned to
the category c.
• (a, r, c) ∈ ARCA iﬀ the action a ∈ A on resource r ∈ R can be performed
by principals assigned to the category c ∈ C. Henceforth, arca(a, r, c) is
used to express that the a action can be performed on resource r by a
principal assigned to category c.
For access control models, two modalities are of prime importance: permissions and authorizations. A permission is a pair (a, r) that denotes that
the action a can be performed on resource r. Hence, arca(a, r, c) denotes
that the permission (a, r) is assigned to c ∈ C. An authorization in access
control is an assignment of a permission to a speciﬁed principal, which can
be formalized as follows:
• PAR is a ternary relation, PAR ⊆ P × A × R.
• (p, a, r) ∈ PAR iﬀ a principal p ∈ P can perform the action a ∈ A on
the resource r ∈ R. Henceforth, par(p, a, r) is used to express that the a
action on resource r, the permission (a, r), is assigned to the principal p.
The set PAR is the set of authorizations that hold according to a speciﬁcation of an access control policy, Π; the set of par(p, a, r) facts that hold
with respect to Π may be expressed as follows:
∀p ∈ P ∀a ∈ A ∀r ∈ R ∃c ∈ C[pca(p, c) ∧ arca(a, r, c)
→ par(p, a, r)]
Access control models will typically include a relationship ρ between categories that deﬁnes (typically) an inclusion relationship between categories
c and c . Hence, par may be more generally deﬁned thus:
∀p ∈ P ∀a ∈ A ∀r ∈ R ∃c ∈ C ∃c ∈ C[pca(p, c) ∧
ρ(c, c ) ∧ arca(a, r, c ) → par(p, a, r)]
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In concluding this section, we underline a couple of points that should be
noted. We have used the word “can” (above) when referring to the actions
a principal is allowed to perform with respect to a resource. In access control, “can” is standardly interpreted as being synonymous with a principal’s
possession of a permission. In later sections of this paper we will consider
a more general interpretation of “can” than is normal in access control.
We note too that the RBAC notion of a session [6] can be accommodated
in our approach, to wit: a principal can choose to be active in particular
categories during a session. However, we view sessions as an operational
detail and, as such, this notion is not of concern to us in this paper.

2.

Fibring Logics and FSL

In this section, we describe the logic that we use to formalize our meta-model
of access control. More speciﬁcally, we introduce a Fibred Security Language
(FSL) [15] for access control in distributed systems. Fibring is a general
methodology due to Gabbay [19] that aims at combining logics.
We begin our discussion by noting that ﬁrst-order logic has proven to be
suﬃcient for representing historically important access control models (e.g.,
an access control matrix can be viewed as a conjunction of propositions).
However, there are access control policy requirements for which classical logic
is not suﬃcient for speciﬁcation. For example, for the policy information
“administrator says that Alice can be trusted when she says to delete f ile1 ”,
Alice speaks for the administrator concerning the deletion of f ile1 and thus
she should be trusted as much as the administrator.
From a semantical point of view, logics for distributed access control rely
on one of the following approaches
• Operational Semantics [10].
• Declarative Semantics [13, 26].
• Classical/Intuitionistic Modal logic [1, 2, 4, 24].
Each view has its positive and negative aspects.
Operational Semantics, if rules are wisely crafted, could be extremely
clear but very often tractability must be sacriﬁced for simplicity. SecPAL [10], for instance, has an extremely clear semantics expressed with just
three rules, but in practice they are awkward to employ in evaluating formulas. To overcome this diﬃculty, queries in [10] are evaluated by exploiting
Datalog, which has a stable model semantics that is not clearly related with
the rules of the operational semantics.
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Logics that rely on declarative semantics have a clearly speciﬁed notion of
proof of compliance of a request with respect to local policy, which is strictly
based on the framework in which the reasoning is carried out. On that,
PROLOG and Datalog are often used to obtain answer sets from a database
of distributed policies. The negative aspect is that when using declarative
approaches it could be extremely diﬃcult to have a formal “meaning” for
every set of access control policies, such that one can compute this meaning
and inspect whether it is the same as the policy author’s intention.
Modal logic has been employed by Abadi [4] to model logics for access
control. In this view, a logic can be studied through its axiomatization or on
the basis of its semantics analyzing how to link models with formulas. One
major advantage is that, by making a clear distinction between syntax and
semantics, the proof of compliance procedure is based on well-understood,
formal foundations. However, a signiﬁcant disadvantage is that it could be
extremely diﬃcult to compose diﬀerent logics within a common framework
if we do not rely on ﬁbring.
Every approach has some positive aspects and each such positive aspect
should not be left out in modelling a logic for our meta-model of access
control.
To represent the rich forms of access control policies that are often required in distributed applications, we use FSL. On that, suppose that we
have two diﬀerent logics C and D with languages LC , LD and semantics SC ,
SD , respectively. Intuitively, the ﬁbring process consists in deﬁning a combined language L ⊃ LC ∪ LD together with a new semantics S in which we
can evaluate formulas of both C and D. This generality will, as we will see,
be very important in the context of the meta-model of access control that
we will develop and for general access control policy speciﬁcation for policies
that are derivable from the meta-model.
With FSL we propose a general language to compose (by ﬁbring) existing
logics on the basis of their semantics; in particular, Section A.2 is devoted
to the formalization of an authorization logic called predicate FSL in which
we combine by using ﬁbring intuitionistic logic with multimodal logic.
In predicate FSL we have formulas of the kind,
{x}ϕ(x) says ψ

(I)

where {x}ϕ(x) represents the group composed by all the principals that
satisfy ϕ(x) and ψ is a general formula. We view says as a modality for
expressing that a certain principal supports some statement (see Section 2.1).
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In this view, Formula I becomes
{x}ϕ(x) ψ

(II)

In Formula II, ψ is the statement that the extension of ϕ(x) as a group
of individuals supports; note also that the modality is indexed by principals.
To the best of the authors’ knowledge, existing approaches that employ the
says operator do not oﬀer the possibility of having a ﬁrst-order formula
specifying the principals.
Our ﬁbring on access control logics oﬀers freedom in crafting logics to
express a wide range of policies. In fact, we can let ϕ(x) and ψ belong to
two diﬀerent languages Lp and Le as language of principals and security
expressions, respectively, which refers to two diﬀerent systems (semantics).
For instance, we can think of formulas in Lp as being SQL queries and
formulas in Le as being Delegation Logic [26] expressions.
The main problem to be addressed in this context is to specify formally
how to evaluate expressions like II; this is the main role of the ﬁbring methodology [19], which, depending on the chosen languages (and systems), must
be carefully deﬁned in order to form a combined logic that is coherent and
does not collapse.
In this paper, in order to show the full expressiveness of our approach,
we decide to make Lp = Le = L, where L is a classical ﬁrst order language,
whereas the relying system S is intuitionistic modal logic; this is predicate
FSL. This particular approach allows us to, for instance, iterate the says
modality and to have complex formulas in which free variables are shared
between diﬀerent levels of nesting of the  (see Section 2.2 for examples).
Moreover, in [3], the intuitionistic semantics has been proven to be more
appropriate to axiomatize the says modality by designing more expressive
logics.
It should be noted that the importance of the FSL framework is that it
enables us to deﬁne a meta-model of access control that can be specialized to
deﬁne instances of existing access control models and that can be specialized
in novel ways to deﬁne instances of new forms of access control models.
Moreover, as we will see in Section 3, the FSL framework allows for the
representation of any number of speciﬁc access control policies which are
derivable from the general framework of the meta-model (in terms of which
policies are grounded).
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2.1.

Properties of access control logics

In this section, we ﬁrst summarize how the says operator is used in access
control logics and how it is used in our meta-model. We then underline the
expressive power of FSL by listing some examples of policy formulation.
The access control logic that we propose aims at distributed scenarios.
Thus, to express delegation among principals, it is centered, like the access
control logic of [24, 26], on formulas such as “A says s” where A represents
a principal, s represents a statement (a request, a delegation of authority, or
some other utterance), and says is a modality. It is important to underline
that it is possible to derive that A says s even when A does not directly
utter s. For example, when the principal A is a user and one of its programs
includes s in a message, then we may have A says s, if the program has
been delegated by A. In this case, A says s means that A has caused s to
be said, that s has been said on A’s behalf, or that A supports s.
We assume that such assertions are used by a reference monitor in charge
of making access control decisions for resources, like o (where o denotes an
arbitrary data object, e.g., a ﬁle). The reference monitor may have the policy that a particular principal A is authorized to perform action a on object
o. This policy may be represented by the formula: (A says do on(a, o)) →
do on(a, o), which expresses that A controls do on(a, o).2 Similarly, a request for the operation a on o from a principal B may be represented by the
formula: B says do on(a, o). The goal of the reference monitor is to prove
that these two formulas imply do on(a, o), and to grant access if it succeeds.
While proving do on(a, o), the reference monitor does not need to prove that
the principal B controls do on(a, o). Rather it may exploit relations between
A and B and certain other facts. For example, it may know that B has been
delegated by A, and, thus, that B speaks for A as concerns do on(a, o):
(B says do on(a, o)) → (A says do on(a, o))
This simple example does not show the subtleties arising from the formalization of the says operator, since expressing simple properties like controlling a resource or speaking for another principal may imply less desirable
properties, leading to security risks, or even to inconsistent or degenerate
logic systems [3], we refer to [14] for a detailed discussion of these problems
with respect to FSL.
2

In this view. with A controls ψ we express that A has a direct permission to do ψ.
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The ﬁbring methodology permits us to craft a framework which extends
previous logics for access control by introducing joint responsibility between
principals and group of principals as ﬁrst-class citizen described by means
of ﬁrst-order formulas.
2.2.

FSL: An extended logic of principals

In this section we make a further step towards predicate FSL by taking into
account how to express properties of access control policies in the proposed
language, like joint responsibility, delegation or speaks-for relationships.
As underlined in Section 2, in a general FSL formula {x}ϕ(x) says ψ
we use {x}ϕ(x) as a construct to select the set of principals making the
assertion says. Note that ϕ(x) and ψ can share variables and ϕ may include
occurrences of the says operator. Notice too that x can occur in ψ but then
this occurrence is not related to the x in {x}ϕ(x).
To select a single principal whose name is A we write:
{x}(x = A) says ψ.
We write A says ψ s for {x}(x = A) says ψ, where A is an individual
principal.
The following formula means that all users together ask to delete f ile1 :
{x}user(x) says do on(delete, f ile1 )
Since ϕ(x) and ψ can share variables, we can put restrictions on the
variables occurring in ψ. For example, the set of all users who all own ﬁle(s)
y asks to delete the ﬁle(s) y:
{x}(user(x) ∧ own(x, y)) says do on(delete, y)
However, the formula above is satisfactory only in the particular situation
where we are talking about the set of all users who assert says at once as a
group (committee).
We can also express that each member of a set identiﬁed by a formula
can assert says separately. For example, the policy requirement “each user
deletes individually the ﬁles he owns”, can be represented thus:
∀x(user(x) ∧ own(x, y)) → {z}(z = x) says delete(y).
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Note that the latter formula usually implies the former but not vice
versa.3
More generally, in FSL you have the possibility to express how the set
{x | ϕ(x)holds} says what it says. For instance, suppose we have ϕ(x) ≡
(x = A1 ) ∨ (x = A2 ) ∨ (x = A3 ) then if at least one of {Ai } says ψ is enough
for the group to support ψ we add:

{x}(x = Ai ) says ψ
{x}ϕ(x) says ψ ↔
1≤i≤3

This represents the fact that each principal in the group can speak for
the whole group. We can as well express that group ϕ has a spokes-person y:
spoke(ϕ, y) = (∀X[{x}ϕ(x) says X ↔ {x}(x = y) says X])
In FSL, with features like the sharing of variables between ϕ(x) and
ψ, the nesting of the says and the employment of negation we can express
complex policies like separation of duties in a compact way. For instance,
we can express the following: “A member m of the Program Committee can
not accept a paper P1 in which one of its authors says that he has published
a paper with him after 2007”
¬({m}[P C(m) ∧ {y}author of (y, P1 ) says ∃p(paper(p) ∧
author of (m, p) ∧ author of (y, p) ∧ year(p) ≥ 2007)] says accept(P1 ))
For a deeper treatment of the expressive power of the language we refer
to [14].

3.

An Access Control Meta-Model in Predicate FSL

In this section, we deﬁne our meta-model of access control in terms of predicate FSL, as the latter has been deﬁned in the previous section.
Our meta-model of access control, henceforth denoted by M, is based
on a single core axiom, which is derived from the ﬁrst order expression of
par from Section 1 and which we report here:
3

In fact, it could be sensible to have situations in which if all the members of a group
say something then the whole group says it but not conversely:
∀x(ϕ(x) → x says ψ) → {x}ϕ(x) says ψ
For instance, a committee may approve a paper that not all of its members would have
accepted.
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pca(P, C) ∧ ρ(C, C  ) ∧ arca(A, R, C  ) → par(P, A, R)
By choosing diﬀerent deﬁnitions of pca, ρ and arca, the core par axiom
of M can be specialized in multiple ways to deﬁne diﬀerent instances of
access control models. It should also be clear that it is perfectly possible for
par not to include a ρ condition if that is not required for a domain-speciﬁc
application, and it is equally possible for more than one ρ relation to be
deﬁned in an instance of M.
The integration of the meta-model, ﬁrst introduced in [7], with predicate
FSL involves the following mapping:
• Categories as types: Instead of having the pca relationship we view
categories as ﬁrst-order formulas with one free variable C(x). We say
that a principal p is assigned to category C (expressed by a ﬁrst order
formula) iﬀ |=A C(p) holds in the ﬁrst order structure A. So, intuitively,
we translate pca as follows:
pca(P, C) ≡ C(P ).
In fact, in FSL, group membership is expressed by means of ﬁrst order
formulas. Moreover, by having categories as types we can express roles
as a special instance of categories, as in RT [27] (see Section 3.2 for
a detailed discussion).
• ρ relationship as operator: If we view categories as types, we have
to redeﬁne the ρ relationship. We do this formally by considering two
diﬀerent levels:
– First-order structure A: We deﬁne the meta-model relationship ρA
as a subset of 2P × 2P .4
– Meta-model merged with FSL: We deﬁne a novel binary operator ρ
with the following semantics:
|=A ρ(ϕ(x), ψ(y)) iﬀ ({p ||=A ϕ(p)}, {t ||=A ψ(t)}) ∈ ρA
• par and arca relationships: Both par and arca refer to permission
assignment, the only diﬀerence between them is the fact that par refers
to a single principal, whereas arca refers to single category. If we view
categories as types, we have that arca refers to sets of principals, so we
can exploit the FSL machinery to apply the following translation:
par(P, A, R) ≡ P controls do on(A, R)
arca(A, R, C(x)) ≡ C(x) controls do on(A, R)
4

That is, as a relationship between sets of principals.

39

40

450

S. Barker, G. Boella, D. M. Gabbay, and V. Genovese

This view oﬀers the possibility to have a more ﬁne-grained deﬁnition of
how arca is related with par, for instance:
– If a category c(x) has the permission to do action a on r, then all the
principals assigned to that category have the same permission:
(c(x) controls do on(a, r)) → ∀t(c(t) → t controls do on(a, r))
– If a category c(x) has the permission to do action a on r, then a
spokes-person for the group, identiﬁed by c(x), has the direct control
of doing a on r:
(c(x) controls do on(a, r)) → (spoke(c(x), t) → t controls do on(a, r))
In the next three sections, we consider alternative deﬁnitions of the
predicates pca, ρ and arca within the FSL framework and the diﬀerent
access control models that can be naturally derived from M by changing
the deﬁnition.
3.1.

pca deﬁnitions

One way in which a policy author can deﬁne access control models in terms
of M is to use pca deﬁnitions to deﬁne, specialize or combine categories of interest to meet domain-speciﬁc requirements. Deﬁnitions of pca are speciﬁed
by using rules of the form deﬁned next.
Definition 3.1. Deﬁnitions of pca are expressed in the form:
P1 ∧ · · · ∧ Pn ∧ L1 ∧ · · · ∧ Lp ∧ C1 ∧ · · · ∧ Cm → C(P )
Pi (1 ≤ i ≤ n) is a condition (possibly negated) that is expressible (recursively) in terms of pca, Li (1 ≤ i ≤ p) is an arbitrary literal, and Ci
(1 ≤ i ≤ m) is a sequence of constraints that are expressed in terms of the
arithmetic or comparison operators that we admit in our language.
Once a category C(x) has been deﬁned by a policy author α, α’s definition of C(x) can be used by any number of other policy authors. In
particular, if α asserts that a principal P is assigned to a category C then
any policy author that suﬃciently trusts α’s categorization of P as one of C
can refer to that category in its speciﬁcations of access control requirements.
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Example 1. Consider the following policy requirements:
Principals are assigned to the preferred category if they are categorized as being loyal and their current account balance is greater than
1000 Euro (which causes them to be categorized as members of the
goodbalance category).
To represent these requirements by using our approach, it is suﬃcient to use
the following deﬁnitions (assuming that all deﬁnitions are local):
loyal(P ) ∧ goodbalance(P ) → preferred (P )
balance(P, X) ∧ X ≥ 1000 → goodbalance(P )
Here, pref , loyal and goodbalance are domain-speciﬁc elements in the
general class of categories. 
The important thing to note from the previous example is that any categories can be referred to in the generic meta-model that we are proposing;
our proposal is not restricted to particular types of categories. Thus, principals may be assigned to categories according to whether they have a shared
attribute, a shared measure of trust, a common security clearance, as a consequence of an assignment to the same department, division, organization,
as a consequence of actions or events, or any combination of these forms of
category types. As access control models are based on category types, it
follows that diﬀerent access control models can be ﬂexibly constructed by
combining diﬀerent types of categories. Moreover, a range of access control
concepts can be understood in category-based terms. For example, notions
like provisional authorizations (or pre-access obligations) can be represented
in category-based terms: a principal that assumes an obligation may be
assigned to a category of principals that are obligated to discharge that obligation at some future time. It follows from this that we do not distinguish
between, for example, what a principal is, has, could be, etc. A principal
may be a member of a manager role, have the attribute of being an adult,
assume an obligation, . . . The notion of category is suﬃciently powerful to
accommodate these particular interpretations. As such, there is no reason
to develop 700 access control models to treat these requirements individually; categories are a unifying concept for a meta-model that is capable of
accommodating access control requirements, in general.
It should also be noted that although conditions for principal-category
assignment can, of course, be expressed in arbitrary (Turing-complete) rulebased access control languages, our motivation is to make categories the basis
for access control rather than rules being used to deﬁne categories in an
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ad hoc manner. Several rule-based access control models have been described
in the access control literature (see, for example, [9]), but these are just
particular variants of the meta-model that we propose in this paper.
The next example that we give illustrates the representation of trusted
third-party assertions in our approach.
Example 2. Consider the following policy requirements:
In a local policy speciﬁcation, any principal P is assigned to the
category approved uni if a principal Y is assigned to the
trusted on uni category and Y says that P is assigned to the category
good university.
To represent these requirements, the following deﬁnition of pca is suﬃcient:
trusted on uni(Y )∧Y (good university(P )) → approved uni(P )



For extra convenient expressive power, categories can be parameterized.
For instance, manager(P, b1 ) may be used as an alternative to
manager b1 (P )
More generally, variables may be used in paramaterized expressions.
3.2.

ρ and par deﬁnitions

In the previous section, we considered the ﬂexible speciﬁcation of access
control requirements in terms of pca deﬁnitions. In this section, we combine
pca deﬁnitions and deﬁnitions of relations between categories (ρ) to deﬁne
ﬂexibly a range of particular existing access control models and we show how
any number of novel access control models can be represented as specialized
instances of our meta-model, M.
In the ﬁeld of access control, role-based access control (RBAC) has a
special importance currently; it has even been speculated that RBAC in
itself provides the basis for a meta-model for access control [17]. However,
we reject the latter view on the grounds that a role is just a special case
of the more general notion of category and, as we will see, RBAC is also a
specialized instance of M.
Standard RBAC models [6, 18] assume a single (limited) form of category: the role. In ANSI Hierarchical RBAC, role hierarchies are the only
form of category-category relationships that are admitted. In all of the ANSI
RBAC models only limited modalities of permissions and authorizations are
considered (under a restricted interpretation of “can” cf. Section 2).
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In terms of our access control primitives, the axioms that deﬁne hierarchical RBAC can be expressed as follows (where ‘ ’ denotes an anonymous
variable):
C(P ) ∧ ρ(C(x), C  (y))∧
c (y) controls do on(a, r) → P controls do on(a, r)
dc(C, ) → ρ(C, C)
dc( , C) → ρ(C, C)
dc(C  , C  ) → ρ(C  , C  )
dc(C  , C  ) ∧ ρ(C  , C  ) → ρ(C  , C  )
In this instance, ρ is a deﬁnition of a partial order relationship between
pairs of categories (here restricted to roles) that are in the reﬂexive-transitive
closure of a “directly contains” relation on role identiﬁers, dc(ri , rj ), such
that: Π |= dc(ri , rj ) iﬀ the role ri ∈ C (ri = rj ) is senior to the role rj ∈ C
in an RBAC role hierarchy deﬁned in the access control theory Π and there
is no role rk ∈ C such that [dc(ri , rk ) ∧ dc(rk , rj )] holds where rk = ri and
rk = rj .
The deﬁnition of ρ assumes that the following property holds on categories (restricted here to roles):
∀ri ∈ C ∃rj ∈ C [(dc(ri , rj ) ∨ dc(rj , ri )) ∧ (ri = rj )]
The axiomatization of Hierarchical RBAC models reveals an attractive
simplicity of this form of RBAC model. The simplicity appears to be reasonably suﬃcient for the types of restricted authorization policies that RBAC
admits under the simplifying assumptions that it adopts (e.g., principals can
be assigned to well-deﬁned, relatively static job functions in “traditional”
forms of organizations, . . . ). Nevertheless, there are many types of practical
access control policies and requirements that need to be represented, but
which cannot be adequately expressed in the ANSI RBAC family. Hence,
many extended forms of RBAC have been proposed in the access control
literature. One such (apparently) extended form of RBAC is Status-based
Access Control (SBAC) [8].
At ﬁrst sight, it may appear that SBAC generalizes RBAC by making an
important distinction between ascribed status (of which a role assignment
is a particular type) and action status. That is, principals can be assigned
to a category as a consequence of them being a particular oﬃce-holder, but
their actions (as oﬃce-holders) are also taken into account to determine
their overall status. This overall status is used as the basis for determining
authorized forms of actions. Thus, ascription is a basis for categorization
and so too is the history of an agent’s actions. However, ascription and
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action are simply particular types of category in SBAC. As such, the SBAC
extension of RBAC is, in eﬀect, simply one that combines two category types
in order for access control decisions to be made. In the meta-model of access
control that we propose, any number of categories can be so combined and
thus many access control models may be accommodated, including SBAC.
To accommodate action status from SBAC, the axioms of our general
model of access control may be simply specialized thus (with the above
deﬁnition of ρ assumed and with T - Ts being the interval of time during
which a relationship holds):5
C(P ) ∧ ρ(C(x), C  (y))∧
C  (y) controls do on(A, R) → P controls do on(A, R)
current time(T ) ∧ happens(E, Ts )∧
agent(E, P ) ∧ act(E, A) ∧ Ts < T ∧
pca init(E, P, A, C, Ts , T )∧
not ended pca(P, C, Ts , T ) → C(P )
happens(E  , T  ) ∧ agent(E  , P )∧
act(E  , A ) ∧ pca term(E  , P, A , C, Ts , T )∧
Ts < T  ∧ T  ≤ T → ended pca(P, C, Ts , T )
By changing the deﬁnitions of pca and ρ (and, as we will see later, by
changing the deﬁnitions of arca) new forms of access control models can be
derived as particular instances of our meta-model. As an example of that,
suppose that a categorization of principals by spatial position were required
to determine the principal’s set of authorizations. For that, an access control model may be deﬁned as being based, in part, on a categorization of
principals by their current location (say). A ρ relation may then be deﬁned
in terms of dc where dc is used to deﬁne geographical regions that are ordered by direct containment (e.g., dc(europe, uk) ). In this case, pca may
be deﬁned by using rules of the standard form,
P1 ∧ · · · ∧ Pi ∧ L1 ∧ · · · ∧ Lm ∧ C1 ∧ · · · ∧ Cn → C  (P )
but where C  is a categorization of P by location and expressed by C  (P ) and
where C(P ) is one of P1 , . . . , Pi . Again, the key point to note is that multiple
forms of access control models can be deﬁned as particular cases of M.
5

For the deﬁnitions of SBAC-speciﬁc predicates, like pca init, we refer the reader to [8].
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Although SBAC may be viewed as a general form of RBAC, MAC and
DAC can be viewed as special cases of RBAC (as has already been noted in
the access control literature, see, for example, [30]). In terms of our proposed
framework, a version of the Bell-LaPadula model [11] may be viewed as a
restricted form of the Hierarchical RBAC model, in which ρ is as previously
deﬁned and with par deﬁned thus:
C(P ) ∧ ρ(C(x), C  (y))∧
C  (y) controls do on(R, C) → P controls do on(read, R)
C(P ) ∧ ρ(C(x), C  (y))∧
C(x) controls do on(write, R) → P controls do on(write, R)
In this case, the ρ relationship is an ordering of categories that are restricted to being deﬁned on a common set of security classiﬁcations for resources and security clearances for principals. The par deﬁnitions represent
the rules “no read up” and “write only at the subject’s classiﬁcation level,”
which are the core axioms of strict MAC (as the latter term is interpreted
in Bell-LaPadula terms). The key point to note is that par may be deﬁned
as a specialized form of the axiomatization of M.
At this point, another aspect of the generality of M needs to be considered. Recall that we allow the set A to include strings of characters that
denote arbitrary actions. In access control, in general, it is often assumed
that read and write are the only actions of interest (cf. strict MAC); access control models that make this assumption are invariably constrained in
terms of their expressiveness.
Although there are a many variations, any number of discretionary access
control models may also be understood in category-based terms. This should
not be too surprising given that groups are a particular type of category and
an individual principal p is itself a category: the category that is deﬁned
by the singleton {p}. Delegation via a “with grant option” can also be
represented by deﬁning a ρ relation as the transitive closure of a form of
the dc(c, c ) relation, which may be used to specify that c directly delegates
permissions to c . In this case, members of c are in the category of being
delegatees of the delegator c. From the logical point of view, delegation
can be represented by the speaks-for relationship We also note that the
discretionary access control model of Unix can be understood in terms of
group and other as categories of principals.
Thus far in our discussion, we have considered a variety of basic forms
of access control models and their representation in terms of M. Once
these basic models have been constructed, they can be specialized further
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to satisfy a yet wider range of application-speciﬁc requirements. For example, pca(P, C, Tstart , Tstop ) and arca(P, R, C, Tstart , Tstop ) deﬁnitions may
be introduced to express intervals of time (i.e., [Tstart , Tstop ]) during which
principal-category assignments and permission-category assignments hold.
To accommodate such generalizations, we simply require that the core axioms of M be specialized too. Speciﬁcally, the following form of par may
be used:
current time(T ) ∧ C[T  ,T  ] (P ) ∧ ρ(C  (x), C  (y))∧
C(x) controls[T  ,T  ] do on(A, R)∧
T  ≤ T ∧ T ≤ T  ∧ T  ≤ T ∧ T ≤ T  → P controls do on(A, R)
Notions like relative times and periodic times (cf. [12]) can also be naturally deﬁned in order to represent application-speciﬁc requirements that are
expressible in terms of par.
It should also be noted that par can be deﬁned recursively. This allows
for multiple additional access control models to be constructed as particular
instances of M. For example, suppose that the domain-speciﬁc requirements
were for an access control model that combined categorization by status
(from SBAC) and categorization by clearance/classiﬁcation (from MAC).
For that, an SBAC program υ1 may be combined with an MAC program υ2
by using the following deﬁnition:
υ1 P controls do on(A, R), υ2 P controls do on(A, R) →
P controls do on(A, R)
As far as access control models based on trust are concerned, we regard
the association of a trust measure with a principal as the assignment of the
principal to a category of users that have the same degree of trust according
to some authority. Moreover, we accommodate assertions made by trusted
third parties (TTPs) in our framework by allowing speciﬁcations of properties by υ p(τ ) (i.e. υ says p(τ )) and relations by υ p(τ1 , . . . , τn ) (where τ
and τi , i ∈ {1, . . . , n} are terms and υ is the source of the TTP assertion).
We note that, interpreted in terms of certiﬁcation-based access control, our
use of relations of the form υ p(τ1 , . . . , τn ) is essentially the same as principals using n-tuples of the form p(τ1 , . . . , τn ) to express assertions about
public keys via a certiﬁcate space υ (cf. SPKI certiﬁcates [16]).
On the RT family of role-trust access control models speciﬁcally, we
note that the proposers of the RT family [27] begin to address some of the
concerns that motivate our paper (concerns on providing a general framework for specifying access control policies). In RT , the notions of roles and
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“attributes” of principals are used, and trust and role concepts can be combined to allow for a range of access control models to be represented using
a common syntactic basis. Nevertheless, roles and trust are simply particular types of category and multiple forms of categories can be combined in
M to accommodate a wider range of access control models than the models
admitted in RT .
In RT , a number of general rules are proposed for specifying credentials. For example, the following RT credential (in which A.r(τ1 , . . . , τn ) and
B.r1 (σ1 , . . . , σm ) are roles expressed using the terms τ1 , . . . , τn , σ1 , . . . , σm
B.r1 (σ1 , . . . , σm ) → A.r(τ1 , . . . , τn )
has the following equivalent representation in terms of pca deﬁnitions (where
C1 , . . . , Cm are constraints on terms that are variables cf. the deﬁnition of
pca above):
A.r(τ1 , . . . , τn )(P ) → B.r1 (σ1 , . . . , σm )(P ) ∧ C1 ∧ . . . ∧ Cm
Other forms of credentials that are expressible in the RT syntax can be
equivalently represented in terms of the primitives and axiomatization that
we admit in M. What is more, we adopt a more general interpretation
of category, than the one used in RT , which includes categories deﬁned in
terms of events, ticks of a clock, histories of actions, the current location
of a requester for access, system states, . . . ; in short, any category can be
admitted in a policy speciﬁcation expressed in terms of M.
To appreciate further the expressiveness that our proposal aﬀords, consider the following example, which demonstrates how complex access control
requirements can be simply represented in M and how a range of diﬀerent
access control models can be ﬂexibly accommodated in this meta-model.
Example 3. Suppose that the following access control requirements need
to be represented:
Any principal that is a member of the category Senior Executive
(s exec), is permitted to read the salary information (as recorded
in υ2 ) of any principal that is assigned to the category of manager
((mgr) details recorded locally) of a branch that is categorized as
proﬁtable (as recorded in υ3 ). To be categorized as a senior executive,
a principal must be categorized as being a manager of at least ﬁve
years standing (according to the source of this information, υ1 ).
In this case, it is necessary to deal with various forms of categorization
including categorization of an institution (a branch oﬃce) having a particular
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status (of being proﬁtable). To represent these requirements, the following
specialized axioms of M are suﬃcient to include in a policy speciﬁcation
expressed in terms of predicate FSL (together with the axioms that deﬁne
pca, as a 2-place or 3-place predicate, and salary, and where year(T, Y ) is
used to extract the year Y from a time T in YYYYMMDD form):
C(P ) ∧ ρ(C(x) ∧ C  (y))∧
C  (y) controls do on(A, R) → P controls do on(A, R)
v1 mgrT (P ) ∧ current time(T  ) ∧ year(T, Y ) ∧ year(T  , Y  )∧
Y  − Y ≥ 5 → s exec(P )
managerY (X) ∧ v3 prof itable(Y ) ∧ v2 salary(X, Y ) →
s exec(x) controls do on(read, salary(X, Y ))



Any number of additional, novel forms of access control models may be
similarly deﬁned in terms of M and then expressed in terms of FSL. For
instance, suppose that an access control model were required with a type of
ρ relationship on categories such that if members of category c2 trust the
assertions of an immediately “superior” authority category c1 and members
of category c3 similarly trust c1 then c2 and c3 trust each others’ assertions
(such relationships are often useful in trust-based models [28]). Henceforth,
we refer to this access control model as the Shared Trust Model (STM). The
(Euclidean) relationship that is required in STM can simply be captured by
deﬁning, in FSL and in terms of dc, a ρ relation of the following form:6
dc(C, C  ) ∧ dc(C, C  ) → ρ(C  , C  )
Next, suppose that an access control requirement is such that a principal
will engage with whichever principals it chooses to form a mutual access
partnership (MAP) (cf. policies required in the context of the “policy aware
web” [31]). Thus, if p ∈ P and p ∈ P are in a MAP then p will allow
p to access its resources and conversely. To represent the MAP model in
M, it is suﬃcient for a policy author to: declare MAP category pairings,
using deﬁnitions of dc, and to deﬁne a symmetrical containment relationship
between two principals in a MAP. For the latter, it is suﬃcient for a policy
author to use FSL to deﬁne a rule of the following form:
ρ(C  , C) → ρ(C, C  )
6

More complex forms of this type of Euclidean relation are, of course, clearly possible.
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It is important to note that the speciﬁc details of the STM and the
MAP models are relatively unimportant. It is more important to recognize
that these models can be naturally represented as instances of M and that
policies that are speciﬁed in terms of M can be naturally represented in
predicate FSL. Moreover, multiple “novel” forms of existing access control
models may be similarly developed from the core axioms and predicates of
M and can be expressed in policy speciﬁcations using FSL (e.g., RBAC with
“downward” inheritance of permissions via isa hierarchies of roles).
Next, we note that access control models are often deﬁned, in part, in
terms of the classes of constraints that they admit. In M, constraints are
expressed in terms of categories. These constraints have a natural representation in terms of predicate FSL.
In Constrained RBAC [18], Separation of Duties (SoD) is the only general form of constraint that is admitted (albeit static and dynamic versions
of SoD are included). A separation of categories (SoC) constraint, which
equivalently represents the static SoD constraint in Constrained RBAC, can
be speciﬁed, in M and FSL, in terms of pca, thus (where ⊥ read as “is inconsistent” and c ∈ C and c ∈ C are constants that denote speciﬁc categories):
C(P ) ∧ C  (P ) → ⊥
However, many additional forms of constraints can be similarly represented
in M. For example, the following variant of the previous speciﬁcation of
SoC, expressed using FSL,
C(P ) ∧ C  (P ) ∧ me(C, C  ) → ⊥
can be used to deﬁne arbitrary pairs of categories that are mutually exclusive
i.e., me is the case. We note that a shortcoming of RBAC as a general access
control model is that it admits only one restricted form of mutual exclusivity
constraint on the one type of category that it assumes, the role. In contrast,
in M, mutual exclusivity constraints may be deﬁned with respect to any
number of categories.
Many other forms of constraint (beyond SoD/SoC) may be deﬁned in
terms of M and expressed using predicate FSL. For example, the constraint,
C(P ) ∧ ¬C  (P ) → ⊥
can be used to express that a principal P cannot be assigned to a category
c unless P is assigned to the category c . That is, a prerequisite constraint
can be naturally deﬁned in M and can be expressed using predicate FSL.
Cardinality constraints may also be deﬁned. Moreover, once the notion of
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a category is admitted as the basis of M then constraints on combined
category-based access control models are possible. For example, if it were
required to deﬁne an access control model that combined status categories
from SBAC and categories as clearances/classiﬁcations from a MAC model
then the following constraint can be formulated in M and can be expressed
using predicate FSL in order to specify that no principal with the status of
debtor (as recorded in the TTP source, υ1 ) can be cleared to access anything
other than the resources that are accessible to principals with unclassiﬁed
clearance (as recorded in the TTP source, υ2 ):
v1 debtor(P ) ∧ v2 C(P ) ∧ C = unclassif ied →⊥
Constraints may be similarly expressed, using FSL, in terms of pca and
can be included in any number of access control models that are derivable
from M. Moreover, it is possible to use the constructs of M and FSL to
permit other forms of constraints to be deﬁned. For example, history-based
constraints may be deﬁned in terms of events, which, in access control terms,
are happenings at an instance of time that typically involve a principal p ∈ P
(an actor) performing an action in relation to a resource. Thus, to represent
that a resource r1 cannot be read more than once on the same day by the
same principal (a constraint that is often useful for satisfying the Principle of
Least Privilege) the following constraint may be deﬁned in M and expressed
using FSL:
happens(E, T ) ∧ actor(E, P ) ∧ action(E, read) ∧ resource(E, r1 )∧
happens(E  , T  ) ∧ actor(E  , P ) ∧ action(E  , read)∧
resource(E  , r1 ) ∧ E = E  ∧ T  − T < 1 → ⊥
In general, by combining the elements of M and by using FSL for policy
formulation, any number of speciﬁc access control models and access control policies may be deﬁned in using the general framework that we have
introduced.
3.3.

arca deﬁnitions

Thus far, our discussion has been focused on demonstrating how predicate
FSL may be used to express a wide range of access control models and policies that can be expressed in terms of our meta-model M, by changing the
deﬁnitions of pca and ρ, and par. However, there is, as we have mentioned
previously, a useful generalization of the notion of permissions that is very
important to adopt in richer interpretations of access control. By adopting
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this general interpretation, many additional access control models can be
deﬁned in terms of M for satisfying the requirements of domain-speciﬁc applications. Moreover, predicate FSL provides a means for specifying access
control policy requirements in this context.
To motivate the discussion on this point, consider the language of the
Flexible Authorization Framework (FAF) [22]. In the FAF, authorizations
are represented by the predicates cando(p, a, r ) or dercando(p, a, r ). In the
case of FAF, as is standard in access control, “can do” is interpreted in terms
of permission only; FAF does not take alternative interpretations of “can”
into account. However, alternative interpretations of “can do” are not only
possible, but often need to be represented in access control models in order
to capture domain-speciﬁc requirements. These alternative interpretations
of “can do” are therefore important to accommodate in a meta-model of
access control.
In many scenarios it is, for instance, perfectly possible for a principal p to
have a permission (a, r), but for p not to be able to do a on r. Moreover, the
view of “can do” as synonymous with authorization is not always satisfactory.
For example, a server may not have the capability of bringing about a state
in which p can do a on r even though p has the permission to do a on
r (e.g., because p requests to perform an action that cannot be physically
satisﬁed even though it is permitted). It follows that for a richer form of
access control meta-model, a more liberal interpretation of “can do”, that
can capture such nuances, is desirable.
To address the problems of the limited interpretation of “can do” in
standard access control, we propose a more general deﬁnition of arca, in
M, than the one that has traditionally been considered. This generalized
form of arca also generalizes the notion of authorization (i.e., as principal
assigned permissions) that is standard in access control models. Speciﬁcally,
we advocate deﬁning arca in terms of a range of modalities beyond the
interpretation of “can” as permission. For example, in M, “can” may be
interpreted in terms of physical capability or in the sense of requiring a
willingness on a party, with a resource to protect, to act in order for a
requester to perform an action on a resource. Moreover, obligations, in
the sense of provisional authorizations, can be understood under a general
interpretation of “can”. That is, for a principal p ∈ P to “do” action a
on resource r at time t the “can” requires a willingness by the party that
controls access to r to allow access on the basis of p’s promise to perform an
act at some time point t such that t > t.
To accommodate these rich interpretations of “can”, arca rules may be used.
These rules are deﬁned in essentially the same way as pca rules are deﬁned.
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Definition 3.2. Rules deﬁning arca are expressed in the following general
form:
A1 ∧ · · · ∧ An ∧ L1 ∧ · · · ∧ Lp ∧ C1 ∧ · · · ∧ Cm → arca(A, R, C)
Here, Ai (1 ≤ i ≤ n) is a condition that is expressible (recursively) in
terms of arca, Li (1 ≤ i ≤ p) are literals, and Ci (1 ≤ i ≤ m) is a sequence
of constraints. Any of A1 , . . . , An , L1 , . . . , Lp can be deﬁned at a remotely
accessible source or locally. In the latter case, the condition is of the form
υ Ai or υ Li where υ is the source of the deﬁnition of the literal that
appears in the body of an arca rule. A1 , . . . , An , L1 , . . . , Lp and C1 , . . . , Cm
are sets of conditions that are disjoint, in a arca rule, ν, and any of these
sets may be empty in ν.
It should be clear from the general deﬁnition of arca above that diﬀerent
interpretations of this predicate can be ﬂexibly employed in a variety of
diﬀerent ways and, as a consequence, any number of additional access control
models can be deﬁned as instances of M. The following example illustrates
the possibilities aﬀorded by a generalized interpretation of arca.
Example 4. Consider the following policy requirements:
A principal’s request to buy gold is permitted (in the sense of being
physically possible) provided that the amount of gold requested is
not greater than the current stock level recorded in υ1 . In a gold
market that is currently categorized as “volatile”, according to the
source υ2 , a principal that requests to perform an act of buying is
permitted to buy a maximum of 50 units of gold (i.e., permission as
consistency with supplier intentions). All principals are permitted (in
the sense of being authorized) to perform a buying action in relation
to the resource gold provided that the principal is not a member of
the debtor category.
To represent these access control policy requirements in terms of M and
predicate FSL, the following rules may be used:
v1 stock(gold, Y ) ∧ Y − X ≥ 0 ∧ type(C) = debtor ∧ X ≤ 50∧
¬v2 market(gold, volatile) → C(x) controls do on(buy, gold(X))
In this case, if a request is received from a principal p to perform the
action of buying from a principal p that deﬁnes the FSL speciﬁcation above
then that action is allowed if and only if p has the capability of satisfying
p’s request, p permits the request, in the sense of authorizing p to perform
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the action of buying gold, and p has the intention of satisfying p’s request
given the particular state of the gold market that obtains.

It is important to note, from the previous example, that the FSL speciﬁcation is based on one possible distinction between the diﬀerent interpretations of “can.” Other interpretations are, of course, possible and can be
used to deﬁne diﬀerent instances of M. It is also important to note that
the diﬀerent interpretations of “can”, which are used in the example above,
cannot simply be captured by merging conditions into a single rule in a rulebased approach to access control requirement representation. For instance,
physical capability does not demand that a particular state of the market
obtains. The separate arca deﬁnitions in the FSL speciﬁcation emphasize
that diﬀerent aspects of “can” need to be separately speciﬁed.
Any number of constraints may be expressed in terms of arca.
For example, in predicate FSL,
C(x) controls do on(write, o1 ) ∧ ¬(C  (x) controls do on(write, o1 )) → ⊥
may be used to specify a “prerequisite” constraint on permissions, to wit: for
the write action to be performed on the resource o1 by principals assigned
to the category c it is required that the write action on o1 is assigned to
principals assigned to the category c .
Notice too that if multiple interpretations of “can” are accommodated
in a meta-model like M then it is possible to specify general forms of constraints in terms of the variants of arca that are admitted. For example, in
predicate FSL,
arcac (A, R, C) ∧ not arcap (A, R, C) → ⊥
may be used to represent the constraint that, for all categories of principals, it is impossible for a permission not to be assigned to a category if
any requested action A on any resource R is (physically) capable of being
performed.
As a ﬁnal point of arca deﬁnitions, we note that a variety of diﬀerent
interpretations of denials of access to categories of principals can be naturally
accommodated in an extended form of M and these denials can be expressed
in predicate FSL. It should be noted that a d arca predicate (say) could be
used in FSL speciﬁcations to deﬁne denials of permission assignments to
categories of principals in essentially the same way that we have used arca
deﬁnitions (and with diﬀerent interpretations of denials being admitted, e.g.,
denials by intention, denials as physical constraints, etc.).
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Related Work

In the discussion above, we have described a very general framework for
the speciﬁcation of access control models and policies that is based on a
meta-model of access control and a ﬁbred logic for policy speciﬁcation.
As we previously mentioned, other researchers have also attempted to
deﬁne general frameworks for access control for example, the Generalized
TRBAC model and ASL [23, 22]. However, it is our view that these approaches, though valuable in their own right, cannot be meaningfully described as general in any absolute sense; they are general only in the sense
of being more general than the particular access control models that they assume as a primitive base. In GTRBAC, the focus is on one type of category,
the role (interpreted as being synonymous with the notion of job function).
In ASL, users, groups and roles (again, traditionally interpreted in functional terms) are admitted in the language. FAF/ASL could, of course, be
extended to some extent to accommodate the richer notion of categories that
we advocate using. However, a richer form of ASL/FAF would be required
to accommodate the generality of M (e.g., to allow for hierarchies that are
not restricted to partial orders, for assertions made by remote authorities,
for an extended form of done that, for instance, admits proactive events and
more expressive forms of event descriptions, for a generalized interpretation
of “can”, etc).
From the discussion above, it should be clear that, despite the extensive
literature on RBAC, it is our view that RBAC is a particular instance of
M. More strongly, RBAC is not even an especially signiﬁcant instance of
M for it is based on a single, semantically impoverished category (the role),
one ρ relation (a partial ordering of roles), and one type of constraint, a
SoD constraint. The proponents of RBAC point out that the elements of
RBAC can be ﬂexibly combined to allow for a range of RBAC models and
policies to be deﬁned, but the concepts included in RBAC are not always
suﬃciently expressive to enable domain-speciﬁc requirements to be captured
even by combination. In the case where RBAC is not suﬃciently expressive
to represent requirements, ad hoc extensions may be employed but these
extensions are simply particular instances of M and may compromise the
shareability of access control policy information. More importantly, there are
policies that simply cannot be expressed in RBAC because of its restricted
interpretation. For example, RBAC only admits a single form of ascribed
status (cf. [8]) that is based on a particular category (the role) interpreted
in functional terms (cf. the notion of a “job function”). As such, RBAC
does not allow for action status to be captured, for example. Moreover,
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permission assignment in RBAC does not allow for notions to be expressed
like “can do” as physical capability. Although it remains a useful special case
of an access control model that is applicable in certain contexts, RBAC is
not a suﬃciently general model of access control; rather, RBAC is a special
case of M.
We also note that a general language for access control policy speciﬁcation has already been described in the access control literature: XACML [29].
However, in our view, it is essential to deﬁne a general access control language in terms of a well-deﬁned access control model with a sound formal
semantics (rather than developing ad hoc access control languages without
a generally accepted formal semantics, as is the case with XACML). Unlike
XACML, predicate FSL is based on a well deﬁned formal semantics and allows for rich, declarative speciﬁcations of access control policies. In addition
to its unsatisfactory formal underpinnings, XACML is not based on a well
deﬁned conceptual model of access control. In contrast, in our approach the
meta-model M is well deﬁned, conceptually and in terms of FSL.
A sceptical reader might argue that there has never been a universal
agreement on a “general” programming language and there is therefore no
reason to think that a general access control model/language needs to be
considered. However, it is our view that although many programming languages have been developed for many diﬀerent applications, these languages
do have common features that derive from a general model of computation
that they assume (cf. Landin’s work [25]). Our meta-model and our use
of predicate FSL does provide a general framework for representing a wide
range of access control concepts in a uniform manner.
Some may also argue that any access control model that is claimed to
be general, as RBAC has been suggested to be [9], will necessarily end up
having numerous ad hoc features, in order to make it generally applicable,
and will thus be necessarily complex as a consequence. However, we have
argued that, by applying Ockham’s razor to the previously developed 700
access control models, a small core set of primitives can be identiﬁed that,
despite the limited concepts involved, paradoxically provides considerable
expressive power that obviates the need for multiple ad hoc features.
In relation to our use of predicate FSL for representing access control
requirements, the work by Abadi et al. [5] exhibits similarities to ours.
As with predicate FSL, ABLP logic provides a formal framework for reasoning about features of access control. A number of connectives are included
in the logic for representing access control requirements (e.g., P as R for
specifying principal P in role R). However, the focus in ABLP logic is on
language constructs for formulating access control policies and axioms and
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inference rules for deﬁning a system for proof (e.g., for proving authorized
forms of access). In contrast, our approach is based on deriving, from the
generalities of access control models, the common aspects of access control
from which core predicates are identiﬁed and given a ﬁxed interpretation in
predicate FSL; application-speciﬁc predicates are added to deﬁne instances
of the meta-model.
Our approach is also related to those adopted by Barker and Stuckey [9]
and Jajodia et al. [22]. In these approaches, predicates with ﬁxed interpretations are identiﬁed for access control speciﬁcation in a logic language.
However, in both of these approaches the logic languages that are employed
are less expressive than predicate FSL, they are based on speciﬁc access
control models (role-based and discretionary models) and neither approach
captures the generalities of access control that are the basis for our metamodel. Moreover, both approaches assume that a centralized system is to
be protected. Our meta-model and our ﬁbred logic provide a more general
access control framework.
The work by Li et al. [27] is related to ours in several respects. Li et al.’s
RT family of role-trust models provides a quite general framework for deﬁning access control policies, it includes some standard syntactic forms that
can be specialized for deﬁning speciﬁc policy requirements (in terms of credentials), and it is based on a well deﬁned formal semantics, which permits
properties of policies to be proven. Our approach, however, includes concepts like times, events, actions and histories that may be used to specify
principal-category assignments, but which are not included as elements of
RT . Moreover, in RT the focus is on a particular types of categorization of
principals: by their role membership or their attributes. In M, we allow for
a richer range of categories (e.g., we allow for obligations to be treated using
categories, for principal categorization according to histories of actions, . . . ),
we consider categories in relation to permission-category assignments as well
as principal-category assignments, and our permission-category assignments
are based on a more general interpretation of “can do” than that that is
standard in access control. In RT , some particular forms of rules (credentials) are included in speciﬁc elements of the family of RT models. In
contrast, we allow rules for deﬁning pca, arca and par in predicate FSL,
in general. As such, in our meta-model it is possible to specify access control requirements in terms of the non-assignment of principals to a category,
for example.
The work on SecPAL [10] is motivated, as ours is, by the esire to deﬁne
a general, declarative framework for specifying a wide range of authorization
policies. However, in SecPAL the emphasis is on a language for realising this
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goal. In our approach, a general underlying model is the focus of study and
the language requirements, expressed in predicate FSL, are derived directly
from the meta-model.

5.

Conclusions and Further Work

In this paper, we have considered the key question of how best to address the
problem of representing complex access control requirements in the context
of centralized and distributed computing. To answer this question, we have
proposed a novel methodological approach that focuses on the generalities
of access control rather than particulars. For that, we deﬁned a meta-model
of access control that is based on the notion of a category; the notion of
category generalizes the particular categories that are used in access control, e.g., role, status, classiﬁcation, clearance, . . . The meta-model includes
three core, primitive predicates for expressing principal-category assignments
(pca), permission-category assignments (arca) and category-category relationships. We also illustrated how a range of constraints may be represented
in terms of our meta-model and how a rich interpretation of permission assignment can be accommodated to allow for diﬀerent interpretations of “can
do”. We illustrated how this framework for access control policy formulation
allows a number of existing access control models to be represented and how
a number of “novel” access control models may be developed by specializing
the meta-model. For policy formulation in relation to our meta-model of
access control, we have developed a logic language.
We have argued that having a rich framework, from which speciﬁc access
control models, policies and policy speciﬁcation languages may be derived,
has an number of attractions. For example, the framework that we have
described facilitates the sharing of policy information (e.g. by policy composition). Having a rich logic language in terms of which our meta-model
can be deﬁned also makes it possible to have a shared semantics for diﬀerent
access control models and makes it possible to prove properties of access
control policies that are deﬁned in terms of the meta-model. Moreover, providing a general framework of access control and an expressive policy language abstracts away many of the complexities that are involved in policy
representation in computing environments (centralized and decentralized)
and simpliﬁes the task of policy authors that are required to capture policy
requirements.
Future work includes to generalize M to, for instance, accommodate
a richer variety of diﬀerent interpretations of denials than those that have
previously been considered by researchers in access control (and to then
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consider appropriate conﬂict resolution strategies). We also intend to investigate the development of a natural language and a markup language for the
exchange of access control policies expressed in terms of M and predicate
FSL. Moreover it is important to note that the meta-model that we have
proposed still makes it possible to deﬁne many potentially interesting access
control models as special cases of the meta-model. The investigation of additional, specialized forms of M and their formulation using FSL are also
matters for further work.

Appendix
A.

The basic system FSL

In this section we introduce our basic system FSL step-by-step from a semantic viewpoint7 . For that, we ﬁrst introduce modalities indexed by propositional atoms, then we take into account classical and intuitionistic models
for the propositional setting, and ﬁnally we give a semantics to predicate
FSL, which we have extensively employed in previous sections of this paper.
This system can be deﬁned with any logic L as a Fibred Security System
based on L. We will motivate the language for the cases of L = classical
logic and L = intuitionistic logic.
Basically, adding the says connective to a system is like adding many
modalities. So to explain and motivate FSL technically we need to begin
with examining options for adding modalities to L. Section A.1 examines our
options of how to add modalities to classical and intuitionistic logics. The
presentation and discussion is geared towards section A.2, which presents
predicate FSL.
A.1.

Adding modalities

We start by adding modalities to classical propositional logic; our approach
is semantic.
Let S be a nonempty set of possible worlds. For every subset U ⊆ S
consider a binary relation RU ⊆ S × S.
This deﬁnes a multi-modal logic, containing K modalities U ,
U ⊆ S. The models are of the form (S, RU , t0 , h), U ⊆ S. In this view,
if U = {t|t  ϕU } for some ϕU then we get a modal logic with modalities
indexed by formulas of itself.
7

This section is extensively based on Section 4 of [15], we decided to report it here to
make the article self-contained.
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Definition A.1 (Language). Consider (classical or intuitionistic) propositional logic with the connectives ∧, ∨, →, ¬ and a binary connective ϕ ψ,
where ϕ and ψ are formulas. The usual deﬁnition of a wﬀ is adopted.
Definition A.2. We deﬁne classical Kripke models for this language.
1. A model has the form
m = (S, RU , t0 , h), U ⊆ S
where for each U ⊆ S, RU is a binary relation on S, t0 ∈ S is the actual
world and h is an assignment, giving for each atomic q a subset h(q) ⊆ S.
2. We can extend h to all formulas by structural induction:
• h(q) is already deﬁned, for q atomic
• h(A ∧ B) = h(A) ∩ h(B)
• h(¬A) = S − h(A)
• h(A → B) = (S − h(A)) ∪ h(B)
• h(A ∨ B) = h(A) ∪ h(B)
• h(ϕ ψ) = {t| for all s (tRh(ϕ) s → s ∈ h(ψ))}
3. m  A iﬀ t0 ∈ h(A).
Notice that there is nothing that is particularly new about this except
possibly the way we are looking at it.
Let us now do the same for intuitionistic logic. Here things become more
interesting. An intuitionistic Kripke model has the form,
m = (S, ≤, t0 , h)
where (S, ≤) is a partially ordered set, t0 ∈ S and h is an assignment to the
atoms such that h(q) ⊆ S. We require that h(q) is a closed set, that is:
x ∈ h(q) and x ≤ y imply y ∈ h(q).
Let D be a set; we can add for each U ⊆ D a binary relation RU on S.
This semantically deﬁnes an intuitionistic modality, U .
In intuitionistic models we require the following condition to hold for
each formula A, i.e. we want h(A) to be closed:
x ∈ h(A) and x ≤ y ⇒ y ∈ h(A).
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This condition holds for A atomic and propagates over the intuitionistic
connectives ∧, ∨, →, ¬, ⊥. To ensure that it propagates over U as well, we
need an additional condition on RU . To see what this condition is supposed
to be, assume t  U A. This means that
∀y(tRU y ⇒ y  A).
Let t ≤ s. If s  U A, then for some z such that sRU z we have z  A.
This situation is impossible if we require
t ≤ s ∧ sRU z ⇒ tRU z.

(∗)

Put diﬀerently, if we use the notation:

(x) = {y|xRU y}
RU

then



(x) ⊃ RU
(x ).
x ≤ x ⇒ RU

(∗)

So we now talk about modalities RU , for U ⊆ S. We ask what happens
if U is deﬁned by a formula ϕU , i.e. U = h(ϕU ). This will work only if U is
closed
t ∈ U ∧ t ≤ s ⇒ s ∈ U.
Henceforth, we talk about modalities associated with closed subsets of S.
We can now deﬁne our language (cf. Deﬁnition A.1). We ﬁrst deﬁne
the semantics.
Definition A.3. A model has the form,
m = (S, ≤, RU , t0 , h), U ⊆ S,
where (S, ≤) is a partial order, t0 ∈ S, and each U ⊆ S is a closed set and so
is h(q) for atomic q. RU satisﬁes condition (*) above. We deﬁne the notion
t  A for a wﬀ by induction, and then deﬁne
h(A) = {t|t  A}.
Next, we deﬁne :
• t  q iﬀ t ∈ h(q)
• t  A ∧ B iﬀ t  A and t  B
• t  A ∨ B iﬀ t  A or t  B
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• t  A → B iﬀ for all s, t ≤ s and s  A imply s  B
• t  ¬A iﬀ for all s, t ≤ s implies s  A
• t  ⊥
• t  ϕ ψ iﬀ for all s such that tRh(ϕ) s we have s  ψ. We assume by
induction that h(ϕ) is known.
• m  A iﬀ t0  A.
It is our intention to read ϕ ψ as ϕ says ψ.
A.2.

Predicate FSL

Intuitively, a predicate FSL model is represented by a set of models linked
together by means of a ﬁbring function; every model has an associated domain D of elements together with a set of formulas that are true in it. In
the FSL model, the evaluation of the generic formula {x}ϕ(x) says ψ is carried out in two steps, ﬁrst evaluating ϕ and then ψ in two diﬀerent models.
Suppose m1 is our (ﬁrst order) starting model in which we identify U ⊆ D
as the set of all the elements that satisfy ϕ. Once we have U we can access
one or more worlds depending on the ﬁbring function f : P(D) → P(M ),
which goes from sets of elements in domain D to sets of models. At this
point, for every model mi ∈ f (U ) we must check that ψ is true; if this is the
case then α is true in the meta-model.
The fact that in the same expression we evaluate diﬀerent sub-formulas in
diﬀerent models it is not completely counterintuitive. For instance, consider
a group of administrators that have to set up security policies for their
company. From a semantical point of view, if we want to check if ψ holds in
the depicted conﬁguration by the administrators, we must
1. Identify all the administrators (all the elements that satisfy admin(x)).
2. Access the model that all the administrators as a group have depicted.
3. Check in that model if ψ is true or false
Let L denote classical or intuitionistic predicate logic.8 We assume the
usual notions of variables, predicates, connectives ∧, ∨, →, ¬, quantiﬁers ∀, ∃
and the notions of free and bound variables.
Let L+ be L together with two special symbols:
• A binary (modality), x says y.
8

Classical predicate logic and intuitionistic predicate logic have the same language.
The diﬀerence is in the proof theory and in the semantics.
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• A set-binding operator {x}ϕ(x) meaning the set of all x such that ϕ(x).
Note that semantically, in the appropriate context, {x}ϕ(x) can behave like
∀xϕ(x) and sometimes in other contexts, we will use it as a set.
Definition A.4. The language FSL has the following expressions:
1. All formulas of L+ are level 0 formulas of FSL.
2. If ϕ(x) and ψ are formulas of L+ then α = {x}ϕ(x) says ψ are level 1
‘atomic’ formulas of FSL. If (x, x1 , . . . , xn ) are free in ϕ and y1 , . . . , ym
are free in ψ then {x1 , . . . , xn , y1 , . . . , ym } are free in α. The variable x
in ϕ gets bound by {x}. The formula of level 1 are obtained by closure
under the connectives and quantiﬁers of L+ .
3. Let ϕ(x) and ψ be formulas of FSL of levels r1 and r2 resp., then α =
{x}ϕ says ψ is an ‘atomic’ formula of FSL of level r = max(r1 , r2 ) + 1.
4. Formulas of level n are closed under classical logic connectives and quantiﬁers of all ‘atoms’ of level m ≤ n.
Definition A.5 (FSL classical ﬁbred model of level n).
1. Any classical model with domain D is an FSL model of level 0.
2. Let m be a classical model of level 0 with domain D and let for each
subset U ⊆ D, f n (U ) be a family of models of level n (with domain D).
Then (m, f n ) is a model of level n + 1.
Definition A.6 (Classical satisfaction for FSL). We deﬁne satisfaction of
formulas of level n in classical models of level n ≥ n as follows.
First observe that any formula of level n is built up from atomic predicates of level 0 as well as ‘atomic’ formulas of the form α = {x}ϕ(x) says ψ,
where ϕ and ψ are of lower level.
We therefore ﬁrst have to say how we evaluate (m, f n )  α.
We assume by induction that we know how to check satisfaction in m of
any ϕ(x), which is of level ≤ n.
We can therefore identify the set U = {d ∈ D | m  ϕ(d)}.
Let m ∈ f n (U ). We can now evaluate m  ψ, since ψ is of level ≤ n − 1.
So we say
(m, f n )  α iﬀ for all m ∈ f n (U ), we have m  ψ.
We need to add that if we encounter the need to evaluate m  {x}β(x),
then we regard {x}β(x) as ∀xβ(x).
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Figure 1.

Example 3. Figure 1 is a model for
α(y) = {x}[{u}B(u) says (B(x) → A(x, y))] says F (y).
In Figure 1, m1 is a single model in f 1 (UB ) and m3 is a single model in
f 1 (UE(y) ), as deﬁned later.

The set UB is the extension of {x}B(x) in m1 .
To calculate the set of pairs (x, y) such that E(x, y) = {u}B(u)
says (B(x) → A(x, y)) holds in m1 , we need to go to m2 in f (UB ) and
check whether B(x) → A(x, y) holds in m2 , x, y are free variables so we
check the value under ﬁxed assignment.
We now look at E(y) = {x}E(x, y) for y ﬁxed, we collect all elements d
in D such that m2  B(d) → A(d, y). Call this set UE(y) .
To check α(y) = {x}E(x, y) says F (y) in m1 we have to check whether
F (y) holds in m3 .
We now deﬁne intuitionistic models for predicate FSL. This will give a
semantics for the intuitionistic language.
Definition A.7. We start with intuitionistic Kripke models which we assume for simplicity have a constant domain. The model m has the form
(S, ≤, t0 , h, D) where D is the domain and (S, ≤, t0 ) is a partial order with
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ﬁrst point t0 and h is an assignment function giving for each t ∈ S and each
m-place atomic predicate P a subset h(t, P ) ⊆ Dm such that t1 ≤ t2 ⇒
h(t1 , P ) ⊆ h(t2 , P )
We let h(P ) denote the function λt h(t, P ). For t ∈ S let
St = {s | t ≤ s}
h(t, P ) = h(P )  St
≤t =≤ St
Where  is the classical restriction operator.
Let mt = (St , ≤t , t, ht , D).
Note that a formula ϕ holds at m = (S, ≤, t0 , h, D) iﬀ t0  ϕ according
to the usual Kripke model deﬁnition of satisfaction.
1. A model of level 0 is any model m: m = (S, ≤, t0 , h, D).
2. Suppose we have deﬁned the notion of models of level m ≤ n, (based on
the domain D).
We now deﬁne the notion of a model of level n + 1
Let m be a model of level 0 with domain D. We need to consider not only
m but also all the models mt = (St , ≤t , t, ht , D), for t ∈ S. The deﬁnitions
are given simultaneously for all of them.
By an intuitionistic ‘subset’ of D in (S, ≤, t0 , h, D), we mean a function d
giving for each t ∈ S, a subset d(t) ⊆ D such that t1 ≤ t2 ⇒ d(t1 ) ⊆ d(t2 ).
Let ftn be a function associating with each dt and t ∈ S a family ftn (dt )
of level n models, such that t1 ≤ t2 ⇒ ftn1 (dt1 ) ⊇ ftn2 (dt2 ). Then (mt , ft ) is a
model of level n + 1 where dt = d  St .
Definition A.8 (Satisfaction in ﬁbred intuitionistic models). We deﬁne
satisfaction of formulas of level n in models of level n ≥ n as follows.
Let (mt , ftn ) be a level n model. Let α = {x}ϕ(x) says ψ is of level n.
We assume we know how to check satisfaction of ϕ(x) in any of these models.
We can assume that
dt = {x ∈ D | t  ϕ(x) in (mt , ftn )}
is deﬁned. Then t  α iﬀ for all models mt in ftn (dt ) we have mt  ψ.

A Meta-model of Access Control in a FSL

475

References
[1] Abadi, M., ‘Logic in Access Control’, Logic in Computer Science, IEEE Computer
Society, 2003, pp. 228–233.
[2] Abadi, M., ‘Access Control in a Core Calculus of Dependency’, Electr. Notes Theor.
Comput. Sci., 172: 5–31, 2007.
[3] Abadi, M., ‘Variations in Access Control Logic’, in R. van der Meyden and L. van der
Torre, (eds.), Deontic Logic in Computer Science, vol. 5076 of Lecture Notes in Computer Science, Springer, 2008, pp. 96–109.
[4] Abadi, M., M. Burrows, B. W. Lampson, and G. D. Plotkin, ‘A Calculus for
Access Control in Distributed Systems’, in J. Feigenbaum, (ed.), CRYPTO, vol. 576
of Lecture Notes in Computer Science, Springer, 1991, pp. 1–23.
[5] Abadi, M., M. Burrows, B. W. Lampson, and G. D. Plotkin, ‘A Calculus for
Access Control in Distributed Systems’, ACM Trans. Program. Lang. Syst., 15 (4):
706–734, 1993.
[6] ANSI. RBAC, 2004. INCITS 359-2004.
[7] Barker, S., The next 700 access control models or a unifying meta-model?, SACMAT, 2009, pp. 187–196.
[8] Barker, S., M. J. Sergot, and D. Wijesekera, ‘Status-based access control’,
ACM Trans. Inf. Syst. Secur., 12 (1), 2008.
[9] Barker, S., and P. Stuckey, ‘Flexible access control policy speciﬁcation with constraint logic programming’, ACM Trans. on Information and System Security, 6 (4):
501–546, 2003.
[10] Becker, M. Y., C. Fournet, and A. D. Gordon, ‘Design and Semantics of a Decentralized Authorization Language’, CSF, IEEE Computer Society, 2007, pp. 3–15.
[11] Bell, D. E., and L. J. LaPadula, ‘Secure Computer System: Uniﬁed Exposition
and Multics Interpretation’, MITRE-2997, 1976.
[12] Bertino, E., C. Bettini, E. Ferrari, and P. Samarati, ‘An Access Control Model
Supporting Periodicity Constraints and Temporal Reasoning, ACM Transactions on
Database Systems, 23 (3): 231–285, 1998.
[13] Bertolissi, C., M. Fernández, and S. Barker, ‘Dynamic Event-Based Access
Control as Term Rewriting’, in S. Barker and G.-J. Ahn, (eds.), DBSec, vol. 4602 of
Lecture Notes in Computer Science, Springer, 2007, pp. 195–210.
[14] Genovese, V., D. M. Gabbay, G. Boella, and L. van der Torre, ‘FSL – Fibred
Security Language’, Normative Multi-Agent Systems, number 09121 in Dagstuhl
Seminar Proceedings, Dagstuhl, Germany, 2009,
[15] Boella, G., D. M. Gabbay, V. Genovese, and L. van der Torre, ‘Fibred Security Language’, Studia Logica 92: 395–436, 2009.
[16] Clarke, D. E., J.-E. Elien, C. M. Ellison, M. Fredette, A. Morcos, and
R. L. Rivest, Certiﬁcate Chain Discovery in SPKI/SDSI, J. Computer Security, 9
(4): 285–322, 2001.
[17] Ferraiolo, D. F., and V. Atluri, ‘A meta model for access control: why is it needed
and is it even possible to achieve?’ ACM Symposium on Access Control Models and
Technologies - SACMAT, 2008, pp. 153–154.

65

476

66

S. Barker, G. Boella, D. M. Gabbay, and V. Genovese

[18] Ferraiolo, D. F., R. S. Sandhu, S. I. Gavrila, D. R. Kuhn, and R. Chandramouli, ‘Proposed NIST standard for role-based access control’, ACM TISSEC,
4 (3): 224–274, 2001.
[19] Gabbay, D. M., Fibring Logics, Oxford University Press, 1999.
[20] Halpern, J. Y., and V. Weissman, ‘Using First-Order Logic to Reason about
Policies’, ACM Trans. Inf. Syst. Secur., 11 (4), 2008.
[21] Harrison, M. A., W. L. Ruzzo, and J. D. Ullman, ‘Protection in Operating Systems’,
Commun. ACM, 19 (8): 461–471, 1976.
[22] Jajodia, S., P. Samarati, M. Sapino, and V. Subrahmaninan, ‘Flexible Support
for Multiple Access Control Policies’, ACM TODS, 26 (2): 214–260, 2001.
[23] Joshi, J., E. Bertino, U. Latif, and A. Ghafoor, ‘A Generalized Temporal RoleBased Access Control Model’, IEEE Trans. Knowl. Data Eng., 17 (1): 4–23, 2005.
[24] Lampson, B. W., M. Abadi, M. Burrows, and E. Wobber, ‘Authentication in
Distributed Systems: Theory and Practice’, ACM Trans. Comput. Syst., 10 (4):
265–310, 1992.
[25] Landin, P. J., ‘The Next 700 Programming Languages’, Commun. ACM, 9 (3):
157–166, 1966.
[26] Li, N., B. N. Grosof, and J. Feigenbaum, ‘Delegation logic: A logic-based approach to distributed authorization’, ACM Trans. Inf. Syst. Secur., 6 (1): 128–171,
2003.
[27] Li, N., J. C. Mitchell, and W. H. Winsborough, ‘Design of a role-based trust-management framework’, IEEE Symposium on Security and Privacy, 2002, pp. 114–130.
[28] Liau, C.-J., ‘Belief, information acquisition, and trust in multi-agent systems–
a modal logic formulation’, Artif. Intell., 149 (1): 31–60, 2003.
[29] OASIS,
eXtensible Access Control Markup language (XACML), 2003.
http://www.oasis-open.org/xacml/docs/.
[30] Sandhu, R. S., and Q. Munawer, ‘How to Do Discretionary Access Control Using
Roles’, ACM Workshop on Role-Based Access Control, 1998, pp. 47–54.
[31] Weitzner, D. J., J. Hendler, T. Berners-Lee, and D. Connolly, ‘Creating
a Policy-Aware Web: Discretionary, Rule-based Access for the World Wide Web’,
Web and Information Security, 2006.

Steve Barker
Dept. of Computer Science
King’s College London
The Strand, London, WC2A 2LS, UK
steve.barker@kcl.ac.uk
Guido Boella
Dept. of Computer Science
Università di Torino
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Fibred Security
Language

Abstract. We study access control policies based on the says operator by introducing
a logical framework called Fibred Security Language (FSL) which is able to deal with
features like joint responsibility between sets of principals and to identify them by means
of ﬁrst-order formulas. FSL is based on a multimodal logic methodology. We ﬁrst discuss
the main contributions from the expressiveness point of view, we give semantics for the
language (both for classical and intuitionistic fragment), we then prove that in order to
express well-known properties like ‘speaks-for’ or ‘hand-oﬀ’, deﬁned in terms of says, we
do not need second-order logic (unlike previous approaches) but a decidable fragment of
ﬁrst-order logic suﬃces. We propose a model-driven study of the says axiomatization by
constraining the Kripke models in order to respect desirable security properties, we study
how existing access control logics can be translated into FSL and we give completeness for
the logic.
Keywords: Logic, Fibring, Access Control, Language-based Security, Trust Management.

1.

Introduction

Access control is a pervasive issue in security: it consists in determining
whether the principal (a key, channel, machine, user, program) that issues
a request to access a resource should be trusted on its request, i.e., if it is
authorized. Authorization can be based in the simplest case on access control
lists (ACL) associated with resources or with capabilities held by principals,
but it may be complicated, for instance, by membership of groups, roles and
delegation. Thus, logics are often introduced in access control to express
policies and to enable reasoning about principals and their requests, and
other general statements.
In many cases ﬁrst-order/propositional logic suﬃces, but it does not in
the case of distributed policies and delegation, e.g., “administrator says that
Alice can be trusted when she says to delete f ile1 ”: Alice speaks for the
administrator concerning the deletion of f ile1 , thus she should be trusted
as much as the administrator.
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Logical approaches to comprehend, analyze, create and verify the policies
and control mechanisms used to protect resources have been extensively
studied in these years [1,3,7,8,17,22]. The interest of the community is also
underlined by a number of research projects that have applied these logics
for designing or motivating various languages and systems [4,6,10,25]. On
the other hand, as reported in [14], there have been only few, limited eﬀorts
to study the logics themselves (e.g. [1,3,15]). In particular, the problems of
the axiomatization of the well-known says operator has been studied only
recently in [2,14]. Generally, the full expressiveness of the proposed logics
is reached by employing second-order formalisms, this is due to the need of
axiomatize important concepts like the speaks-for or hand-oﬀ [3,20].
In this paper we introduce a novel ﬁrst-order multimodal logic for access
control in distributed systems called Fibred Security Language (FSL). The
contribution of FSL addresses the following research questions:
1. How to deﬁne a general language capable to embody and extend existing
access control logics?
2. How to formalize a logic which provides axiomatizations of security properties that avoids undesired side eﬀects and which at the same time ensure
tractability?
Our methodology is centered on a ﬁrst-order language based on the ﬁbring approach of Gabbay [13] and goes in the direction of having a method
to integrate diﬀerent logics into a single system.
We use a multimodal approach to express axioms which in the literature have been expressed in (computationally intractable) second-order logics within a ﬁrst-order logic. The reduction from second-order to ﬁrst order
can be of practical value in the objective of building theorem provers for
logics for access control.
In Section 2 we present the use of the says modality and we comment the
axioms of the says deﬁned in [2]. In Section 3 we present FSL by showing its
expressiveness. Section 4 is devoted to the introduction and formalization
of the basic system FSL. In Section 5, we show how the second-order axioms introduced in Section 2 can be translated into ﬁrst-order constraints on
the multimodal-kripke semantics of FSL, we also discuss models that have
desirable security properties. In Section 6 we study a particular fragment
of FSL in which access control policies are expressed by Horn clauses. In
Section 7 we discuss how FSL can be used as a framework to embody and
extend existing access control logics, as an example we translate the logic
SecPAL [7] into FSL. Section 8 ends the paper.
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Modality Axioms

In this section we ﬁrst summarize how the says operator is used in access
control logics, and then we discuss which properties are desirable for this
operator and which are not by presenting several key axioms that have been
mainly studied in [2].
The access control logic we propose aims at distributed scenarios. Thus,
to express delegation among principals, it is centered, like the access control
logic of [21,22], on formulas such as “A says ψ” where A represents a principal, ψ represents a statement (a request, a delegation of authority, or some
other utterance), and says is a modality. Note that it is possible to derive
that A says ψ even when A does not directly utter ψ. For example, when
the principal A is a user and one of its programs includes ψ in a message,
then we may have A says ψ, if the program has been delegated by A. In
this case, A says ψ means that A has caused ψ to be said, that ψ has been
said on A’s behalf, or that A supports ψ.
We assume that such assertions are used by a reference monitor in charge
of making access control decisions for resources, like o. The reference monitor
may have the policy that a particular principal A is authorized to perform
Do(o). This policy may be represented by the formula: (A says Do(o)) →
Do(o), which expresses that A controls Do(o). Similarly, a request for
the operation on o from a principal B may be represented by the formula:
B says Do(o). The goal of the reference monitor is to prove (or check)
that these two formulas imply Do(o), and grant access if it succeeds. While
proving Do(o) the reference monitor does not need that the principal B
controls Do(o). Rather it may exploit relations between A and B and some
other facts. For example, it may knows that B has been delegated by A and
thus, that B speaks for A as concerns Do(o), in formulas:
(B says Do(o)) → (A says Do(o))
This simple example does not show the subtleties arising from the formalization of the says operator, since expressing simple properties like controlling a resource or speaking for another principal may imply less desirable
properties, leading to security risks, or even to inconsistent or degenerate
logic systems [2].
Despite the pervasive employment of the says operator in several logics
for access control, only recently in [2] diﬀerent axiomatizations of the says
have been studied and proposed. The objective is to explore the formal
consequences and the security interpretations of several possible axiomati-
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zations, and thus to help in identifying logics that are suﬃciently strong but
not inconsistent, degenerate, or otherwise unreasonable.
Following we present the relevant axioms underlined in [2] notice that
some of them are second-order due to a quantiﬁcation over formulas. In
Section 5 we will show how, by exploiting the multimodal approach of FSL,
we can translate them as ﬁrst-order constraints on the kripke semantics. We
write A X as an abbreviation for A says X, where X ranges over formulas.
1. B speaks for A (notation B ⇒ A):
∀X[B X → A X].
This is the fundamental relation among principals in access control logics.
If B ⇒ A, from the fact that principal B says something means that the
reference monitor [20] can believe that principal A says the same thing.
This relation serves to form chains of responsibility: a program may
speak for a user, much like a key may speak for its owner, much like a
channel may speak for its remote end-point.
2. Restricted speaks for
∀X[α(X) ∧ B X → A X]
where α(X) be any formula and X a new variable.
Restriction of “speaks for” is similar to the one [20] introduces. In particular, if α(X) = ϕ → X, then the above formula would refer to B
speaks for A on all consequences of ϕ [1].
3. A controls ψ, for some sepciﬁed formula ψ
A ψ → ψ
Intuitively it represents the direct control of A over a resource ψ. In this
view it is desirable not to have a principal which controls all formulas,
that is why we do not employ the universal quantiﬁer.
4. Hand-oﬀ axiom
A ∀X[B X → A X] → ∀X[B X → A X]
or more brieﬂy:
A (B ⇒ A) → (B ⇒ A)
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Hand-oﬀ states that whenever A says that B speaks for A, then B does
indeed speaks for A. This axiom allows every principal to decide which
principals speak on its behalf, since it controls the delegation to other
principals.
Sometimes this axiom follows from logic rules as in [2], sometimes it
is assumed as an axiom. Note that the general axiom is too powerful,
and thus risky for security: for example when A represents a group: if
A controls (B ⇒ A) then any member of A can add members to A.
Thus, for instance, [3] does not adopt this axiom.
5. Unit
∀X[X → A X]
Unit is stronger than the necessitation rule. In classical logic (but not
intuitionistic), adopting Unit implies that each principal either always
says the truth or it says false: (A → B) ∨ (B → A). In the ﬁrst case A
speaks for any other principal, in the latter any other speaks for A. The
policies described by this kind of systems are too manicheist.
6. Escalation
∀X[A X → X ∨ A Y ]
Escalation is not considered as a desirable property. It amounts to “if
A says ψ then ψ orA says anything”: from A says ψ, if ψ is not the
case, may follow a statement “much falser” than ψ. As an example of its
riskiness, consider that from (A controls ψ) ∧ (B controls ψ) it allows
to infer that if A says B says ψ then ψ follows. If the logic is not able
to avoid escalation, the only cumbersome solution is to make A avoid
saying that B says ψ unless he really wishes to say ψ. Thus we must be
careful that it does not follow from other properties (like from Unit in
classical logic).
According to [2] in classical logic, Unit implies Escalation. If we leave
out Unit we can rely on intermediate systems between the basic modal logic
and Escalation. For instance, one may require the standard axiom C4 from
modal logic (A A X → A X) without obtaining Escalation. However,
these intermediate systems appear quite limited in their support of delegation and related concepts.
In trying to have an expressing logic without Escalation as a theorem,
intuitionism seems to be the right semantics to employ. In fact, Abadi in
[2] propose a logic (CDD) based on second-order intuitionistic semantics
in order to have a suﬃciently expressive logic without having dangerous
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consequences like Escalation. In Section 4.2 we present predicate FSL which
extends CDD expressiveness without using a second-order semantics.

3.

The Fibred Security Language

From the expressivity point of view, FSL aims to extend previous logics
for access control by introducing joint responsibility between principals and
groups of principals as ﬁrst-class citizen described by means of ﬁrst-order
formulas.
Although these properties are employed in general languages to describe
policies [5], FSL is the ﬁrst logical approach which embodies these features
within a coherent semantical formalization of the well-known says operator.
In FSL, we enrich ﬁrst-order logic with formulas of the kind
{x}ϕ(x) says ψ

(I)

where {x}ϕ(x) is a set-binding operator which represents the group composed by all the principals that satisfy ϕ(x), says is a modal binary operator
and ψ is a general formula.
Intuitively, we read Formula I as: “The group composed by all the principals that satisfy ϕ(x) supports ψ”.
In FSL is then possible to let principals jointly (as a group) support a
statement, which is a desirable feature in several access control models as
underlined in [5].
Previous approaches are limited in the representation of principals, in [21]
principals are propositional atoms distributed in a lattice-based structure
which can be combined with classical meet and join operators, in [7,17] a
formula can be supported by at most one principal and it is not possible
to make a group of principals jointly support a formula. In [22] groups of
principals can be described by propositional atoms but their employment is
limited to static and dynamic thresholds.
The proposed view on access control logics oﬀers a general methodology
to deﬁne policies and freedom in crafting logics. In fact we can let ϕ(x)
and ψ belong to two diﬀerent languages Lp and Le as language of principals
and security expressions respectively which refers to two diﬀerent systems
(semantics).
For instance we can think of formulas in Lp be SQL queries and formulas
in Le be Delegation Logic [22] expressions.
In order to formally specify how to evaluate expressions like I, we formalize the says modality by using the ﬁbring methodology [13] which, depending
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on the chosen languages (and systems), provides a formal tool to combine
logics in a common framework which is coherent and does not collapse.
In this paper, to show the full expressiveness of our approach, we decide
to make Lp = Le = L, where L is a classical ﬁrst order language, whereas the
relying system S is intuitionistic modal logic1 ; this is predicate FSL formally
presented in Section 4.2. This approach oﬀers us to iterate the says modality
and to have extremely complex formulas in which free variables are shared
between diﬀerent levels of nesting of the says. In fact, in Formula I, ϕ(x) and
ψ can share variables and ϕ may include occurrences of the says operator.
In the following we discuss the epressivity power of FSL by means of examples, for a complete formalization of the framework we refer to Section 4.
The formula {x}ϕ(x) is used to select the set of principals making the
assertion says. To select a single principal whose name is A we write:
{x}(x = A) says s
The following formula means that the group of users asks to delete f ile1 :
{x}user(x) says delete(f ile1 )
Since ϕ(x) and ψ can share variables, we can put restrictions on the
variables occurring in ψ. E.g., the set of all users who all own ﬁle(s) y asks
to delete the ﬁle(s) y.
α(y) = {x}(user(x) ∧ own(x, y)) says delete(y)
However, the formula above is satisfactory only in the particular situation
where we are talking about the set of all users who assert says at once as a
group (committee).
We can as well express that each member of a set identiﬁed by a formula
can assert says separately. E.g., each user deletes individually the ﬁles he
owns:
∀x(user(x) ∧ own(x, y)) → {z}(z = x) says delete(y)
Note that the latter formula usually implies the former but not vice versa2 .
1

To see why intuitionistic logic is preferred over classical we refer to Section 2.
In fact, it could be sensible to have situations in which, if all the members of a group
say something then the whole group says it but not vice versa, formally
2

∀t(ϕ(t) → t says ψ) → {x}ϕ(x) says ψ
For instance, a committee may approve a paper that not all of its members would have
accepted.
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Operations on principals
We can express the fact that two principals A and B together says s:
{x}(x = A ∨ x = B) says s
which corresponds to
{A, B} says s
If we want to express that the intersection of two diﬀerent kind of principals (T1 ,T2 ) says ψ:
∃x(T1 (x) ∧ T2 (x)) → {y}(y = x) says ψ
For instance, T1 could be club member and T2 adult.
In this view we can also have negation in selecting principals:
{x}(x = A) says s
Variables over principals
The possibility to have variables which range over principals allows ﬁrst of
all attribute-based (as opposed to identity-based) authorization as in [7].
Attribute-based authorization enables collaboration between parties whose
identities are initially unknown to each other. The authority to assert that a
subject holds an attribute (such as being a student) may then be delegated
to other parties, who in turn may be characterized by attributes rather than
identity. In the example below, a shop gives a discount to students. The
authority over the student attribute is delegated to holders of the university
attribute, and authority over the university attribute is delegated to known
principal, the Board of Education (BE).
Shop says x is entitled to discount if x is a student.
Shop says (student(x) → {y}(x = y) controls discount)
Shop says x can say z is a student if x is a university
Shop says (university(x) → {y}(x = y) controls student(z))
Shop says that the Board of Education can say x is a university
Shop says (BE controls university(x))
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We may have more complicated policies involving more that two principals, like in the following example [22].
{y}(y = A) says ((({y}(y = C) says f raudulent(x))∧
{y}(y = D) says expert(C)) → f raudulent(x))
Since ϕ in {x}ϕ(x) says ψ can be any formula, it can contain even occurrences of the says operator. This allows to refer to principals who made
previous assertions of the says operator. For example, we can express the
following: the members of the board who said to write a ﬁle they own, ask
to delete it.
In symbols
{x}[{u}member-board(u) says ((member-board(x)∧
f ile-owner(y, x)) → write(y))] says delete(y)
Like in [7] delegation can be restricted to principals respecting some
requirements: Fileserver is a trusted principal who delegates ﬁle reading
authorizations only to the owners of ﬁles:
∀x own(x, y) → (F ileserver says ({z}(z = x) says read(y) →
F ileserver says read(y)))
Variables over principals allow width-bounded delegation. Suppose A
wants to delegate authority over is a friend fact to Bob. She does not care
about the length of the delegation chain, but she requires every delegator
in the chain to satisfy some property, e.g. to possess an email address.
Principals with the is a delegator attribute are authorized by A to assert
is a friend facts, and to transitively re-delegate this attribute, but only
amongst principals with a matching email address.
A says x can say y is a friend if x is a delegator
A says ((delegator(x) → ({y}(x = y) says f riend(z))) → f riend(z)
A says B is a delegator
A says delegator(B)
A says x can say y is a delegator if x is a delegator, y possesses email.
A says ((delegator(x) ∧ has-email(y)) →
({w}(w = x) controls delegator(y)))
As with depth-bounded delegation, this property cannot be enforced in
SPKI/SDSI, DL or XrML.
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Restrictions on says
Some authors restrict ⇒ to a set of propositions [19] P ⇒T Q means that
the proposition s in P says s → Q says s must belong to T .
We can put some restrictions on the variables:
({x}(user(x) ∧ owns(x, y)) says delete(y)) →
({z}(super-user(z)) says delete(y)
Moreover we can use the following to restrict the scope of speaks for:
α(X) ∧ B X → A X
If α(X) = ϕ → X then B speaks for A only on consequences of ϕ.
The restricted speaks for is strictly related with delegation, if for instance
B ⇒T A we say that B is delegated by A on T . If we want to limit the
delegation chain to one step such that we do not permit B to delegate another
principal C on T , we add the following constraint:
(C ⇒T B ⇒T A) → (C = B)
Separation of duties
One of the main concerns in security is the separation of duties: for example the principal(s) signing an order cannot be the same principals who
approve it:
¬({x}({y}(x = y) says sign(project)) says
approving(project))
In this formula we exploit the possibility to deﬁne the principal in terms
of the says operator.
As noticed in [7] separation of duties requires using negation. For instance, in FSL we can express the following: “A member m of the Program
Committee can not accept a paper P1 in which one of its authors says that
he has published a paper with him after 2007”
¬({m}[P C(m) ∧ {y}author of (y, P1 ) says ∃p(paper(p) ∧
author of (m, p) ∧ author of (y, p) ∧ year(p) ≥ 2007)] says accept(P1 ))
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Roles
When roles are considered, it emerges the question whether we consider roles
types or instances. We distinguish here among roles instances which can be
principals by themselves or properties of other principals. So a sentence like
“A, who plays a role x of type R, says ψ” becomes:
∀x(x = A ∧ role-played-by(x, y) ∧ R(y)) →
{z}(z = y) says ψ
As concerns hierarchies, if we have:
∀x super-user(x) → user(x)
then we may want to express the following constraint
∀x super-user(x) → ({z}(x = z) says s) →
(∀x user(x) → ({z}(x = z) says s)
In [3] if A says something in a role, then it is true that he is playing a role.
However, he admits that there should be some requirements to play a role.
For instance, we require that a super-user is a technician:
∀x super-user(x) → technician(x)
then we can say
∀x (x = A ∧ super-user(x)) → ({z}(x = z) says s)
but there can be no super-user x if A is not a technician.
Parameterized roles can add signiﬁcant expressiveness to a role-based
system and reduce the number of roles [7,16,24]. If we model roles as instances they can have attributes. For instance the example in [7] “NHS3 says
x can access health record of patient if x is a treating clinician of patient”
can be modeled as:
(clinician-role(x) ∧ patient(p) ∧ record(r, p) ∧ treats(x, p)) →
({w}(w = x) says access(r) → N HS says access(r)))
In FSL, we can model the operator used to represent a principal A in
the role B (A | B) in [3] in the following way.
(A | B) says s ≡ A says (B says s)
In order to match the predicate role-played-by with the above deﬁnition
we can add the following (where x is a role):
∀x, y role-played-by(x, y) → ((x says s) → y says ({z}(z = x) says s))
3

National Health Service.
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Discretionary access control
Discretionary access control allows users to pass on their access rights to
other users at their own discretion. For instance we can express: “FileServer
says user can say x can access resource if user can access resource”[7]
∀x user(x) ∧ user(z) → (F ileserver says
{w}({y}(w = y = x) controls access(u)) controls
{t}(t = z) controls access(u))
Groups
In FSL you have to possibility to express how the set {x|ϕ(x) holds} says
what it says, e.g. If ϕ(x) = (x = A1 ) ∨ (x = A2 ) ∨ (x = A3 ) then if at least
one of {Ai } says ψ is enough for the group to say ψ we add:

{x}(x = Ai ) says ψ.
{x}ϕ(x) says ψ ↔
1≤i≤3

This represents the fact that each principal in the group can speak for
the whole group. We can as well express that every group has a spokesman
(maybe several ones dependent on issues), that one cannot be a spokesman
for two diﬀerent groups and that a group controlling an issue cannot control
issues inconsistent with the deﬁnition of the group. We can deﬁne groups
using what they say as part of the deﬁnition, put restriction on what they
further say or control.
1. Every group has a spokesman.
This is an axiom schema in ϕ. Let spoke(ϕ, y) be
spoke(ϕ, y) = (∀X[{x}ϕ(x) says X ↔
{x}(x = y) says X])
We then take the axiom as ∃y spoke (ϕ, y).
2. One cannot be a spokesman for two diﬀerent groups.
∀y[ spoke (ϕ1 , y) ∧ spoke (ϕ2 , y) →
∀x[ϕ1 (x) ↔ ϕ2 (x)]]
3. A group cannot control issues inconsistent with the deﬁnition of the group
ϕ∧ψ →⊥
[({x}ϕ(x) says ψ) → ψ] → ⊥
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4. A group says ψ iﬀ someone in the role of Board says ψ

{x}ϕ(x) says ψ ↔ {x}(x = Ai )|Board says ψ.
i

5. A group says ψ iﬀ someone with property P says ψ

{x}ϕ(x) says ψ ↔ ( {x}(x = Ai ) ∧ P (x)) says ψ.
i

The following additional axiom expresses that the group identiﬁed by
the extension of {x}ϕ(x) says ψ if at least two members says ψ:

{x}( i x = Ai ) says ψ ↔

i=j [{x}(x = Ai ) says ψ ∧ {x}(x = Aj ) says Aj ]
More generally, majority voting in {x}ϕ(x) says ψ, is just an axiom.

{x}ϕ(x) says ψ ↔ {x}ϕi (x) says ψ
i

where ϕi (x) are all formulas (∀xϕi (x) → ϕ(x)) deﬁning majorities in the set
{x}ϕ(x).
Majority vote is an example of threshold-constrained trust SPKI/SDSI
[11]. The concept of k-of-n threshold subjects means that at least k out of n
given principals must sign a request and it is used to provide a fault tolerance
mechanism. RTT has the language construct of “threshold structures” for
similar purposes [39]. As in SecPAL [7] there is no need for a dedicated
threshold construct, because threshold constraints can be expressed directly.

4.

The basic system FSL

This section introduces our basic system FSL step by step from a semantical
point of view. First, in Section 4.1 we introduce modalities indexed by
propositional atoms, then we take into account classical and intuitionistic
models for the propositional setting and ﬁnally, in Section 4.2, we give a
ﬁbred semantics for modalities indexed by ﬁrst-order formulas.
The FSL system can be deﬁned with any logic L as a Fibred Security
System based on L. We will motivate the language for the cases of L =
classical logic and L = intuitionistic logic.
Basically adding the says connective to a system is like adding many
modalities. So to explain and motivate FSL technically we need to begin
with examining options for adding modalities to L.
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4.1.

Adding modalities

We start by adding modalities to classical propositional logic. We are going to do it in a special way. The reader is invited to closely watch us
step-by-step,
Our approach is semantic.
Let S be a nonempty set of possible worlds. For every subset U ⊆ S
consider a binary relation RU ⊆ S × S.
This deﬁnes a multimodal logic, containing at most 2S modalities U ,
U ⊆ S. The models are of the form (S, RU , t0 , h), U ⊆ S. In this view,
if U = {t|t  ϕU } for some ϕU we get a modal logic with modalities indexed
by formulas of itself. This requires now a formal deﬁnition.
Definition 4.1 (Language). Consider (classical or intuitionistic) propositional logic with the connectives ∧, ∨, →, ¬ and a binary connective ϕ ψ,
where ϕ and ψ are formulas.4 The usual deﬁnition of wﬀ is adopted.
Definition 4.2. We deﬁne classical Kripke models for this language.
1. A model has the form
m = (S, RU , t0 , h), U ⊆ S
where for each U ⊆ S, RU is a binary relation on S. t0 ∈ S is the actual
world and h is an assignment, giving for each atomic q a subset h(q) ⊆ S.
2. We can extend h to all formulas by structural induction:
• h(q) is already deﬁned, for q atomic
• h(A ∧ B) = h(A) ∩ h(B)
• h(¬A) = S − h(A)
• h(A → B) = (S − h(A)) ∪ h(B)
• h(A ∨ B) = h(A) ∪ h(B)
• h(ϕ ψ) = {t| for all s (tRh(ϕ) s → s ∈ h(ψ))}
3. m  A iﬀ t0 ∈ h(A).
Let us now do the same for intuitionistic logic. Here it becomes more
interesting. An intuitionistic Kripke model has the form
m = (S, ≤, t0 , h),
4

There are many such connectives, e.g. ϕ says ψ, ϕ > ψ (conditional), (ϕ/ψ) relative
obligation, etc. The semantics given to it will determine its nature.
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where (S, ≤) is a partially ordered set, t0 ∈ S and h is an assignment to the
atoms such that h(q) ⊆ S. We require that h(q) is a closed set, namely
x ∈ h(q) and x ≤ y ⇒ y ∈ h(q)
Let D be a set, we can add for each U ⊆ D a binary relation RU on S. This
semantically deﬁnes an intuitionistic modality, U .
In intuitionistic models we require the following condition to hold for
each formula A, i.e. we want h(A) to be closed:
x ∈ h(A) and x ≤ y ⇒ y ∈ h(A)
This condition holds for A atomic and propagates over the intuitionistic
connectives ∧, ∨, →, ¬, ⊥. To ensure that it propagates over U as well, we
need an additional condition on RU . To see what this condition is supposed
to be, assume t  U A. This means that
∀y(tRU y ⇒ y  A)
Let t ≤ s. If s  U A, then for some z such that sRU z we have z  A.
This situation will be impossible if we require
t ≤ s ∧ sRU z ⇒ tRU z

(∗)

Put diﬀerently, if we use the notation:

(x) = {y|xRU y}
RU

then



(x) ⊇ RU
(x )
x ≤ x ⇒ RU

(∗)

We now want to concentrate on what happens if U is deﬁned by a formula ϕU , i.e. U = h(ϕU ). This will work only if U is closed
• t ∈ U ∧ t ≤ s ⇒ s ∈ U.
So from now on, we talk about modalities associated with closed subsets of S.
We can now deﬁne our language. This is the same as deﬁned in Deﬁnition 4.1. We now deﬁne the semantics.
Definition 4.3. A model has the form
m = (S, ≤, RU , t0 , h), U ⊆ S
where (S, ≤) is a partial order, t0 ∈ S, and each U ⊆ S is a closed set and so
is h(q) for atomic q. RU satisﬁes condition (*) above. We deﬁne the notion
t  A for a wﬀ by induction, and then deﬁne
h(A) = {t|t  A}

83

84

410

G. Boella, D.M. Gabbay, V. Genovese, and L. van der Torre

So let’s deﬁne :
• t  q iﬀ t ∈ h(q)
• t  A ∧ B iﬀ t  A and t  B
• t  A ∨ B iﬀ t  A or t  B
• t  A → B iﬀ for all s, t ≤ s and s  A imply s  B
• t  ¬A iﬀ for all s, t ≤ s implies s  A
• t  ⊥
• t  ϕ ψ iﬀ for all s such that tRh(ϕ) s we have s  ψ. We assume by
induction that h(ϕ) is known.
• m  A iﬀ t0  A.
It is our intention to read ϕ ψ as ϕ says ψ.
4.2.

Predicate FSL

Intuitively, a predicate FSL ﬁbred model is represented by a set of models linked together by means of a ﬁbring function, every model has an associated domain D of elements together with a set of formulas that are
true in it. In the FSL meta-model, the evaluation of the generic formula
α = {x}ϕ(x) says ψ is carried out in two steps, ﬁrst evaluating ϕ and then
ψ in two diﬀerent models. Suppose m1 is our (ﬁrst order) starting model
in which we identify U ⊆ D as the set of all the elements that satisfy ϕ.
Once we have U we can access one or more worlds depending on the ﬁbring
function f : P(D) → P(M ) which goes from sets of elements in domain D
to sets of models. At this point, for every model mi ∈ f (U ) we must check
that ψ is true, if this is the case then α is true in the meta-model.
The fact that in the same expression we evaluate diﬀerent sub-formulas
in diﬀerent models is the core idea of the ﬁbring methodology [13]. Think
about a group of administrators that have to set up security policies for their
company. From a semantical point of view, if we want to check if ψ holds in
the depicted conﬁguration by the administrators, we must
1. Identify all the admins (all the elements that satisfy admin(x)).
2. Access the model that all the admins as a group have depicted.
3. Check in that model if ψ is true or false

Fibred Security Language

411

Let L denote classical or intuitionistic predicate logic.5 We assume the
usual notions of variables, predicates, connectives ∧, ∨, →, ¬, quantiﬁers ∀, ∃
and the notions of free and bound variables.
Let L+ be L together with two special symbols:
• A binary (modality), says
• A set-binding operator {x}ϕ(x) meaning the set of all x such that ϕ(x)
Note that semantically at the appropriate context {x}ϕ(x) can behave like
∀xϕ(x) and sometimes in other contexts, we will use it as a set.
Definition 4.4. The language FSL has the following expressions:
1. All formulas of L+ are level 0 formulas of FSL.
2. If ϕ(x) and ψ are formulas of L+ then α = {x}ϕ(x) says ψ are level 1
‘atomic’ formulas of FSL. If (x, x1 , . . . , xn ) are free in ϕ and y1 , . . . , ym
are free in ψ then {x1 , . . . , xn , y1 , . . . , ym } are free in α. The variable x
in ϕ gets bound by {x}. The formula of level 1 are obtained by closure
under the connectives and quantiﬁers of L+ .
3. Let ϕ(x) and ψ be FSL formulas of levels r1 and r2 respectively, then α =
{x}ϕ says ψ is an ‘atomic’ formula of FSL of level r = max(r1 , r2 ) + 1.
4. Formulas of level n are closed under classical logic connectives and quantiﬁers of all ‘atoms’ of level m ≤ n.
Definition 4.5 (FSL classical ﬁbred model of level n).
1. Any classical model with domain D is a FSL model of level 0.
2. Let m be a classical model of level 0 with domain D and let for each
subset U ⊆ D, f n (U ) be a family of models of level n (with domain D).
Then (m, f n ) is a model of level n + 1.
Definition 4.6 (Classical satisfaction for FSL). We deﬁne satisfaction of
formulas of level n in classical models of level n ≥ n as follows.
First observe that any formula of level n is built up from atomic predicates of level 0 as well as ‘atomic’ formulas of the form α = {x}ϕ(x)ψ,
where ϕ and ψ are of lower level.
We therefore ﬁrst have to say how we evaluate (m, f n )  α.
We assume by induction that we know how to check satisfaction in m of
any ϕ(x), which is of level ≤ n.
5

Classical predicate logic and intuitionistic predicate logic have the same language. The
diﬀerence is in the proof theory and in the semantics.
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m2 :
D
m3 :

f (UB )

m1 :

f (UE(y) )

UB
UE(y)
D

Figure 1.

We can therefore identify the set U = {d ∈ D | m  ϕ(d)}.
Let m ∈ f n (U ). We can now evaluate m  ψ, since ψ is of level ≤ n − 1.
So we say
(m, f n )  α iﬀ for all m ∈ f n (U ), we have m  ψ.
We need to add that if we encounter the need to evaluate m  {x}β(x),
then we regard {x}β(x) as ∀xβ(x).
Example 4.7. Figure 1 is a model for
α(y) = {x}[{u}B(u) says (B(x) → A(x, y))] says F (y)
In Figure 1, m1 is a single model in f 1 (UB ) and m3 is a single model in
f 1 (UE(y) ), as deﬁned later.
The set UB is the extension of {x}B(x) in m1 .
To calculate the set of pairs (x, y) such that E(x, y) = {u}B(u) says
(B(x) → A(x, y)) holds in m1 , we need to go to m2 in f (UB ) and check
whether B(x) → A(x, y) holds in m2 , x, y are free variables so we check the
value under ﬁxed assignment.
We now look at E(y) = {x}E(x, y) for y ﬁxed, we collect all elements d
in D such that m2  B(d) → A(d, y). Call this set UE(y) .
To check α(y) = {x}E(x, y) says F (y) in m1 we have to check whether
F (y) holds in m3 .
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We now deﬁne intuitionistic models for FSL. This will give semantics for
the intuitionistic language.
Definition 4.8. We start with intuitionistic Kripke models which we assume for simplicity have a constant domain. The model m has the form
(S, ≤, t0 , h, D) where D is the domain and (S, ≤, t0 ) is a partial order with
ﬁrst point t0 and h is an assignment function giving for each t ∈ S and each
m-place atomic predicate P a subset h(t, P ) ⊆ Dm such that t1 ≤ t2 ⇒
h(t1 , P ) ⊆ h(t2 , P )
We let h(P ) denote the function λt h(t, P ). For t ∈ S let
St = {s | t ≤ s}
h(t, P ) = h(P )  St
≤t =≤ St
Where  represents the standard domain restriction.
Let mt = (St , ≤t , t, ht , D).
Note that a formula ϕ holds at m = (S, ≤, t0 , h, D) iﬀ t0  ϕ according
to the usual Kripke model deﬁnition of satisfaction.
1. A model of level 0 is any model m: m = (S, ≤, t0 , h, D).
2. Suppose we have deﬁned the notion of models of level m ≤ n, (based on
the domain D).
We now deﬁne the notion of a model of level n + 1
Let m be a model of level 0 with domain D. We need to consider not only
m but also all the models mt = (St , ≤t , t, ht , D), for t ∈ S. The deﬁnitions
will be given simultaneously for all of them.
By an intuitionistic ‘subset’ of D in (S, ≤, t0 , h, D), we mean a function d
giving for each t ∈ S, a subset d(t) ⊆ D such that t1 ≤ t2 ⇒ d(t1 ) ⊆ d(t2 ).
Let ftn be a function associating with each dt and t ∈ S a family ftn (dt )
of level n models, such that t1 ≤ t2 ⇒ ftn1 (dt1 ) ⊇ ftn2 (dt2 ). Then (mt , ft ) is a
model of level n + 1 where dt = d  St .
Definition 4.9 (Satisfaction in ﬁbred intuitionistic models). We deﬁne satisfaction of formulas of level n in models of level n ≥ n as follows.
Let (mt , ftn ) be a level n model. Let α = {x}ϕ(x) says ψ is of level n.
We assume we know how to check satisfaction of ϕ(x) in any of these models.
We can assume that
dt = {x ∈ D | t  ϕ(x) in (mt , ftn )}
is deﬁned. Then t  α iﬀ for all models mt in ftn (dt ) we have mt  ψ.
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Kripke Models for Axioms

In this section we show one advantage in employing the multimodal semantics. First, we translate the most important second-order axioms appeared
in [2] to ﬁrst-order constraints on the kripke models. Then discuss models in
which we have desirable security axioms like Unit and C4, but not necessary
Escalation.
Example 5.1 (Two intuitionistic modalities). Let us examine the case of
two intuitionistic modalities in more detail, call them A and B and their
accessibility relations RA and RB . So our Kripke model has the form
(S, ≤, RA , RB , t0 , h). We know for µ = A or µ = B that we have in
the model
(∗)
t ≤ s ∧ sRµ z → tRµ z.
What other conditions can we impose on µ ?
1. The axiom Unit X → µ X
corresponds to the condition
xRµ y → x ≤ y

(∗1)

2. The axiom C4 A A x → A
corresponds to the condition, for ﬁnite models6
xRA y ∧ yRA z → zRA y
3. The axiom speaks-for B X → A X
corresponds to the condition
xRA y → xRB y

(∗2)

4. Note that B X → A X is taken in (*2) as an axiom schema. If we want
to have t  ∀X(B X → A X) i.e. we want B ϕ → A ϕ to hold at the
point t ∈ S for all wﬀ ϕ, we need to require (*2) to hold above t, i.e.
∀x, y(t ≤ x ∧ xRA y → xRB y)
5. Consider now an axiom called hand-oﬀ A to B.
A (∀X(B X → A X)) → ∀X(B X → A X)
6

For inﬁnite models, C4 gives you density of the accessibility relationship.

(∗3)t

415

Fibred Security Language

This axiom has a second order propositional quantiﬁer in it.
The antecedent of the axiom wants A (∀XB X → A X)) to hold at t0 .
This means in view of (3) above that (∗4a ) needs to hold
∀t(t0 RA t → (∗3)t )

(∗4a )

The axiom says that if the antecedent holds at t0 so does the consequent, i.e.
t0  ∀X(B X → A X).
We know the condition for that to hold is (∗3)t0 . Thus the condition for
Hand-oﬀ A to B is
∀t[t0 RA t → (∗3)t ] → (∗3)t0

(∗4)

The important point to note is that although the axiom is second order
(has ∀X in it both in the antecedent and consequence), the condition on
the model is ﬁrst order7 .
6. Concerning Escalation:
A X → X ∨ A ⊥
its condition is

∃y(xRA y) → xRA x

(∗5)

To check whether we can have hand-oﬀ from A to B without escalation
for A, for some choice of RA and RB , we need to check whether we can
have (*4) without having (*5), for some wise choice of RA and RB .
7. Consider a Kripke model (S, ≤, t0 ) which is nonending and dense, i.e.
• ∀x∃y(x  y)
• ∀xy(x  y → ∃z(x  z  y))
In this model let
xRA y be x  y
xRB y be x ≤ y.
We have here that (∗3)t holds for any t because it says
∀xy(t ≤ x ∧ x  y → x ≤ y)
Therefore (*4) also holds. This is hand-oﬀ from A to B.
However, escalation does not hold because
∃y(x  y) → x  x
is false.
7

Notice that we use ﬁrst-order but we get a language more expressive than CDD[2]
which is second-order.
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Definition 5.2. Let (S, ≤, t0 , h) be a Kripke model. By a modal function E
we mean a function giving to each point t ∈ S a set of points E(t) such that
1. t  s for all s ∈ E(t).
2. t1 ≤ t2 → E(t1 ) ≤ E(t2 ) where E(t1 ) ≤ E(t2 ) means ∀x ∈ E(t2 )∃y ∈
E(t1 )(y ≤ x).
3. x ∈ E(t) ∧ x ≤ y → y ∈ E(t)
The intention is that t |= ψ iﬀ for all s ∈ E(s), s |= ψ. The conditions on
E(t) ensure that the axiom (Unit) A → A holds.
Definition 5.3. (S, ≤, t0 , E) is E-dense iﬀ the following holds:
• If x ∈ E(t), then for some y, y ∈ E(t) ∧ x ∈ E(y) 8 .
In the following, in order to show the existence of dense systems, we
present some representative kripke models.
Example 5.4 (Dense Kripke Models). Let (T, <) be a dense order, for example it can be the rational numbers with usual ordering of “smaller than”.
We construct two modal models out of (T, <) by adding two diﬀerent possible sets E for it.
1. Let f be an increasing function such that
(a) x < f (x)
(b) x < y → f (x) < f (y)
For each t, let Ef (t) be
Ef (t) = {s | f (t) < s}
For example we can take f (t) = t + 1
2. For each t, let

E2 (t) = {s | t < s}

Let m1 be the model (T, <, Ef ) and m2 be the model (T, <, E2 )
Theorem 5.5. The C4 axiom A → A fails in m1 and holds in m2 .
8

Notice that this corresponds to axiom C4 A → A
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f (f (t))
f (t)
t
Figure 2.

Proof. Consider Figure 2. First we show that C4 holds in m2 .
Assume t |= A. We show t |= A, let t < s, show s |= A. Choose
y such that t < y < s, then since t |= A, we have y |= A and hence
s |= A.
We now show density C4 fails in m1 .
Consider Figure 2 and let A hold from after f (f (t)). Then t |= A,
since f (t) |= A.
However, t |= A, because there are points y such that f (t) < y < ﬀ (t)
and at such points, y |= A.
The model m2 is very simple, it satisﬁes the axiom A ∨ (B → A).
We want a general model of density which has no additional commitments.
For this purpose we combine the models m1 and m2 in a certain way.
Example 5.6 (Special Model). We construct a special model that will satisfy
C4. We start with the model m1 of Example 5.4. This model does not satisfy
C4 but it is also not dense. So we correct this by combining it with m2 ,
add points and make it dense. Our starting point is the model (T, <, f ) of
example 5.4. The problem is illustrated in Figure 3, the point y between f (t)
and ﬀ (t) is not reachable by any wﬀ of the form A but it is reached by
A. So by making true from f (f (t)) and A false at y, we get that A = 
but A =⊥.
What we need is another copy of the linear order (T, <, f ) leading sideways from t to y, as shown in the Figure 3. Call the main linear order
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f (f (t))
y
f (t)

Another dense
copy T(t,y)

t

Figure 3.

(T, <, f ). Then we can call the copy running from t to y by (T(t,y) , <(t,y) , f(t,y) )
which is an identical copy but we have many such pairs (t, y) and we need
to keep good accounting.
Now in T(t,y) , we have the same problem. We will have points t1 , y1 such
that f(t,y) (t1 ) < y1 < f(t,y) (f(t,y) (t1 )). So we need another copy of (T, <, t) to
go from t1 to y1 , as in Figure 4. We call this copy T(t,y)(t1 ,y1 ) . This process
can continue a countable numbers of times for any pairs (t,y). At the end
we get a dense order satisfying C4, without any additional speciﬁc axioms
holding.
However if we want to do the job in one step we need to take for T(t,y) a
model which has no problems at all with density, namely the model m2 . If
we do that then some additional axioms will hold but we get a simple and
quick construction. So let’s go for it.
We said (T, <) can be the rational numbers with the usual ordering. It
helps us to actually take the rationals and make f more speciﬁc. So let
f (t) = t + 1, for each pair of points (t, y) such that t < f (t) = t + 1 < y let
g(t, y) = (f (t) + y)/2 = (t + 1 + y)/2
Then we have the situation in Figure 5. Let us extract from the particulars of (T, <) and regard it as a dense linear ordering without a ﬁrst and
without a last element. Viewed as such let us call it τ = (T, <, f ). We let
τ ∗ be (T, <, f , g) where g satisﬁes abstractly the following properties:
• t < f (t) < y implies f (t) < g(t, y) < y
• f (t) < y1 < y2 implies g(t, y1 ) < g(t, y2 )
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f (f (t))
f(t,y) f(t,y) (t1 )

y

y1
f (t)
f(t,y) (t1 )
t

t1

Figure 4.

Later on we would want copies of τ and τ ∗ to be used in various contexts. We write τ1 = (Ti , <i , fi ) to indicate the i − th isomorphic copy of τ .
Similarly τi∗ .
Now, with each pair (t, y) such that f (t) < y, let
T(t,y) = {(t, y, z) | t < z < g(t, y)
and deﬁne <(t,y) on T(t,y) by
(t, y, z) <(t,y) (t, y, z  ) iﬀ z < z 
In the abstract we can take a copy τ(t,y) of τ instead of the speciﬁc T(t,y) .
Now let our new model (S, R) have as set of worlds S and relation R
deﬁned as follows.

• S = T ∪ f (t)<y T(t,y)
• R is the transitive closure of R1 , which is the union of the following four
components
1. < on T
2. <(t,y) on T(t,y) , for t < y
3. {(t, (t, y, z)) | z ∈ T(t,y) }
4. {((t, y, z), g(t, y)) | z ∈ T(t,y) }
Figure 6 explains the ordering. The direction of the upward arrow gives
the order. To turn (S, R) into a modal model we need to deﬁne E(t), for
any t ∈ S
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y
g(t, y)
f (t)
t
Figure 5.

1. E(t,y,z), for z ∈ T(t,y) is deﬁned as
E(t, y, z) = {s | (t, y, z)Rs}
In Figure 6, E(t, y, z) are all points above (t, y, z) in T(t,y) and then
the point g(t, y) in T and all points above it in T .
2. E(t), for t ∈ T is deﬁned as the transitive R closure of all points in
T above f (t) as well as all points in T(t,y) for any f (t) < y
for (t ∈ T ), E(t) =



T(t,y) ∪ {z ∈ T | f (t) < z}

f (t)<y

Note that any x ∈ T such that t < x < f (t) is not in E(t), nor is any
(x, y, z) ∈ T(x,y) , for any f (x) < y. This completes the deﬁnition of
the model m = (S, R, E)
Theorem 5.7 (Density of the special model). The special model of Example
5.4 satisﬁes the density condition of Deﬁnition 5.3.
Proof. Assume x ∈ E(t), we are looking for a y ∈ E(t) such that x ∈ E(y).
We make a case analysis based on Figure 6:
• case 1: t ∈ T and for some x ∈ T we have x ∈ T(x ,u) , for f (x ) < u, or
x = x In this case any (t, y, z) ∈ T(t,x ) will do the job.
• case 2: t ∈ T and x ∈ T(t,y) then any y ∈ T(t,y) such that tRy ∧ yRx
will do.
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y
g(t, y)
T(t,y)

f (t)
t

(t, y, z)

Figure 6.

• case 3: t ∈ T(s,y) , then x ∈ E(t) iﬀ tRx and t = x and so any y such that
tRy ∧ yRx will do
The above exhaust all cases and we get that the model is dense.
Remark 5.8. In models of Deﬁnition 5.3 we have Unit and C4 hold but not
necessarily Escalation.

6.

FSL using Horn clauses

Many authorization logics rely on Datalog databases to carry out computation [9]. In [23] it has also been argued that Datalog with constraints could
be seen as the logical foundation for trust management. We reject this view
by underlining that there exist very expressive access control logics that do
not employ Datalog [17,18].
More generally, ordinary logic programs rely on Horn clauses which are
interesting mainly for their computational tractability. We now show that a
fragment of FSL can be seen as an ordinary logic program.
Suppose we want to reason on ACL policies expressed with horn clauses
of the form
b1 ∧ b2 ∧ b3 . . . ∧ bn → h1 9
9

Depending on the application, Horn clauses can be propositional or ﬁrst-order.
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Then we can stick to formulas like
{x}H1(x) says H2

(∗)

where H1 is an horn clause with no free variables in the body, whereas H2
are general Horn clauses. From a semantical perspective, we have that for
each model we have a domain D and a list of horn clauses that are true in
the model. Suppose we want to evaluate (*) in a model m1 with domain D,
H1 is then used to select U ⊆ D
U = {d ∈ D| |= H1(d)}
and H2 is checked to be true in all models mi ∈ f (U).
The previous formula has a structure that is the same as a classical ﬁrst
order Horn clause, for instance, if we have for a world m:


m |= {x}( ϕi → ϕ(x)) says ( ψj → ψ)


i





B1

i

(II)



H1

which is true iﬀ
∀n (mR{x}H1 n → n |=



ψj → ψ)

(III)

j

that, translated into a classical ﬁrst-order formula becomes

∀n (mR{x}B1∗ n → [ ψj∗ (n) → ψ ∗ (n)])

(IV)

j

Generally if we have t |= ψ(x, y) we can translate this into a pure ﬁrst-order
formula with ψ ∗ (t, x, y) where ψ ∗ (t, x, y) is obtained from ψ(x, y) adding t
as a free variable which represents the world into which ψ(x, y) is forced.
Notice that the equation IV below is an horn clause, in fact by considering
n as a free variable we have
mR{x}B1∗ n


j

ψj∗ (n) → ψ ∗ (n)

(V)

so we can consider FSL formulas of the kind B1 says H1 as comparable
with an horn clause.
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The FSL Methodology

From a methodological perspective, FSL introduces concepts that can be
easily exploited to strengthen existing authentication logics appeared in the
literature. The main aim of this section is to take into account a representative case study in order to show how the key ideas of the FSL semantics
can be employed to enrich some well-know authentication logics. As already
underlined in Chapter 3, with the FSL methodology we introduce a language
in which formulas have the form:
ϕ ψ
in which we identify two (not necessarily diﬀerent) languages Lp and LE
such that ϕ ∈ Lp and ψ ∈ LE . The meaning of the formula above is that all
the principals in a given domain that satisfy ϕ support ψ.
Now take an authorization logic Q with language LQ , we can extend it
applying the FSL methodology looking at ϕ ψ in two diﬀerent ways:
1. Let ψ ∈ LE = LQ and ψ ∈ Lp where expressions in Lp are classical
ﬁrst-order formulas used to index principals.
2. We ﬁrst translate expressions of LQ into predicate FSL language with
the modal operator says such that Lp = Le = LF SL. Where LF SL in
the language used in predicate FSL.
In the following we refer to extensions 1 and 2 as T-extension (Trivial
extension) and C-extension (Complete extension) respectively. Case by case,
depending on the logic that we are studying, it could be sensible to carry out
both extensions. It must be underlined that the extensions are incremental
so a logic extended with the complete methodology is more expressive than
a logic extended with the trivial one.
7.1.

The SecPAL case study

In this section we brieﬂy present SecPAL [7] a declarative authorization language that strikes a careful balance between syntactic and semantic simplicity, policy expressiveness, and execution eﬃciency. Then we extend SecPAL
with FSL using the C-extension methodology.
SecPAL’s syntax is close to natural language, and the semantics consists
of just three deduction rules. The language can express many common policy idioms using constraints, controlled delegation, recursive predicates, and
negated queries. The execution strategy is based on translation to Datalog
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with Constraints, and table-based resolution. In [7] it is proven that the execution strategy is sound, complete, and always terminates, despite recursion
and negation, as long as simple syntactic conditions are met.
In SecPAL formulas are expressed by mean of assetions of the following
shape:
A says f act if f act1 , . . . , f actn , c
where A is called the issuer, facts are sentences that state properties on
principals, f act1 , . . . , f actn are called conditional facts and c is a constraint
of the free variables that appear in the assertion. Assertions are similar
to Horn clauses, with the diﬀerence that (1) they are qualiﬁed by some
principal A who issues and vouches for the asserted claim; (2) facts are
nested, using the verb phrase can say, by means of which delegation rights
are speciﬁed; and (3) variables in the assertion are constrained by c, a ﬁrstorder formula that can express e.g. temporal, inequality, path and regular
expression constraints.
SecPAL, in addition to the says operator, has two other constructs: can
say and can act as. Intuitively, the assertion:
Alice says x can say can read(y, f ile1) if
can read(x, dir), f ile1 ≤ dir, marked conf idential(f ile1) = Y es
means that Alice delegates a principal x to have the right to let a principal
y read f ile1 if x has read access to the directory dir which contains f ile1,
due that f ile1 is not marked as conﬁdential. In the assertion above the can
say express a delegation property, i.e. y can speak for x on reading f ile1.
Relating the construct can act as, the following SecPAL assertion:
A says B can act as C
intuitively represents the fact that from A point of view every fact concerning
C also apply to B.
SecPAL semantics
We now describe the formal semantics of SecPAL which consists of three deduction rules that directly reﬂect the intuition suggested by the syntax. This
proof-theoretic approach enhances simplicity and clarity even if in practice
the semantics is not used in the query computation, this is due to the fact
that SecPAL programs are ﬁrst translated into Datalog and then evaluated10 .
10

For a complete description of the evaluation process and Datalog translation see [7].
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Let a substitution θ be a function mapping variables to constants and
variables, and let  be the empty substitution. Substitutions are extended
to constraints, predicates, facts, claims, assertions etc. in the natural way,
and are usually written in postﬁx notation. We write vars(X) for the set of
free variables occurring in a phrase of syntax X.
Each deduction rule consists of a set of premises and a single consequence
of the form AC, D |= A says f act where vars(f act) = ∅ and the delegation
ﬂag D is 0 or ∞. Intuitively, the deduction relation holds if the consequence
can be derived from the assertion context AC. If D = 0, no instance of the
rule (can say) occurs in the derivation11 .
(cond)
(A says if f act1 , . . . , f actn , c) ∈ AC
AC, D |= A says f acti θ f or all i ∈ {1 . . . k}
|= cθ
vars(f actθ) = ∅
AC, ∞ |= A says f actθ
(can say)
AC, ∞ |= A says B can sayD f act
AC, D |= B says f act
AC, ∞ |= A says f act
(can act as)
AC, D |= A says B can act as C
AC, D |= A says C verbphrase
AC, D |= A says B verbphrase
Rule (cond) allows the deduction of matching assertions in AC with
all free variables substituted by constants. All conditional facts must be
deducible with the same delegation ﬂag D as in the conclusion. Furthermore,
the substitution must also make the constraint ground and valid.
Rule (can say) deduces an assertion made by A by combining a can say
assertion made by A and a matching assertion made by B. This rule applies
only if the delegation ﬂag in the conclusion is ∞. The matching assertion
made by B must be proved with the delegation ﬂag D read from A’s can say
assertion. Therefore, if D is 0, then the matching assertion must be proved
without any application of the (can say) rule. If on the other and D is ∞,
then B can redelegate. Note that by nesting the can say0 operator, we can
11

So D si a parameter which limits the delegation depth.
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limit the delegation depth. In the following Alice delegates the authority
over is a friend fact to Bob and allows Bob to re-delegate at most one level
further.
Alice says Bob can say0 f irend(x)
Alice says Bob can say0 x can say0 f riend(y)
Rule (can act as) asserts that all facts applicable to C also apply to B,
when B can act as C is derivable. A corollary is that can act as is a transitive
relation.
SecPAL C-extension
We extend SecPAL[7] with FSL using C-extension methodology, ﬁrst we
translate SecPAL in modal logic and then we enrich the expressiveness of
SecPAL ﬁbring it with FSL.
We argue that SecPAL can be seen as a subset of predicate FSL in which
formulas have the following structure:
A ψ
where A is a single principal. We look at the says SecPAL constructs as a
modal operator, so that A says ψ becomes A ψ. More generally, SecPAL
assertions of the kind
A says fact if f act1 , . . . , f actn , c
are represented as
A f act1 ∧ . . . ∧ A f actn ∧ c → A f act1
We relate the delegation operator “ can say∞ ”12 to the “speaks for ”
relationship, so that we translate
A says B can say∞ f act
into

A B ⇒f act A
A (B ⇒f act A) → B ⇒f act A

Where the second formula represents hand-oﬀ for restricted speaks-for
and it is necessary to prove that the (can say) rule translated into modal
logic is a theorem.
12

If D = ∞, see Section 3 to see how in FSL we can constraint delegation depth.
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We argue that the “can act as” operator is strictly linked with syntactical
substitution of principals. For instance,
A says B can act as C
is translated into

A subs(B, C)

which intuitively means that for every fact asserted by A about C, A asserts
the same fact about B. In a more formal way we have
A subs(B, C) ∧ A ψ → A ψ{C/D}
We refer to the translation of SecPAL into a modal ﬂavor as MSecPAL
(Modal SecPAL). Now that we have translated SecPAL primitives into MSecPAL which is a subset of FSL, we can show how the rules describing SecPAL
semantics are theorems of MSecPAL translation.
We notice that the (cond) rule can be seen as an application of modus
ponens, for instance take MSec-PAL formula A (Y → X) which mirrors
a simple assertion in Sec-PAL with just one conditional fact (Y ) and no
constraints. It is clear that the following rule
A (Y → X) ∧ A Y
A X
is a theorem of MSec-PAL considering that A (Y → X) → (A Y → A X).
Concerning the (can say) rule we have already underlined that with handoﬀ for limited speaks for it is possible to have the following as a theorem
A (B ⇒f act A) ∧ B f act
A f act
For the last rule (can act as) it is straightforward to see that with the
deﬁnition of Subs given above the MSec-PAL translation of the rule is a
theorem of the modal logic. We now propose an extension of MSecPAL
called Fibred-MSecPAL (F-MSecPAL) rooted into FSL which introduces
the following properties:
• Generalizing the notion of principal into formulas of a chosen logic. Notice that because of our ﬁbred approach the logic identifying principals
could be diﬀerent from the extended language.
• Variables and predicates can be shared between Lp and Le .
• The says operator can be iterated (e.g. A says B says . . . )
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F-MSecPAL formulas have the following shape:
{x}ϕ(x) ψ
In which {x}ϕ ∈ Lp and ψ ∈ Le .
We recall that, from a semantical perspective, the {x}ϕ(x) selects a
subset of principals which is used to index a family of MSecPAL models.
In F-MSecPAL, as in FSL, the formula {x}ϕ(x) says ψ stands for the
whole group, identiﬁed by the extension of {x}ϕ(x), asserting ψ. If we want
to express that a group asserting fact stands for all members asserting fact
separately, we have to add an ad-hoc axiom:

{x}ϕ(x) says ψ ↔ {x}(x = xi ) says ψ
(∗)
i

where xi are elements of the extension of {x}ϕ(x).
In F-MSecPAL we can have formulas like
{x}∀y[admin(y) → y says Good(x)] says f act
in which principals are selected through another F-MSecPAL formula (the
ﬁbred approach has been iterated).

8.

Conclusion and Future Work

We have presented a logical formalism called FSL based on ﬁbred multimodal ﬁrst-order logic. The proposed framework extends existing logics
for access control by introducing sets of principals described by formulas
as ﬁrst-class citizen that can jointly support statements. FSL is based on a
general methodology to combine logics and use them within a same language
called ﬁbring [13]. Thanks to the proposed semantics based on multimodalties indexed by ﬁrst-order formulas, we showed that second-order logics are
not necessary to model common axioms for the says like ‘speaks-for’ or
‘hand-oﬀ’.
For instance, in [2] the presented calculus for the proposed (second-order)
access control logic can not be employed in practical theorem proving due
to its complexity. On the contrary, there exists works in which ﬁrst-order
languages are constrained in order to get nice computational results in the
derivation time [18,22].
We studied how security axioms can be translated into ﬁrst-order constraints on Kripke models by introducing a model-driven study of logics for
access control as underlined in [14].
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As ongoing work, we are formalizing the extension of other well known
logics like DL [22], DEBAC [8] and DKAL [17] with the FSL methodology
and then to translate them into predicate FSL. In this view, FSL can be
studied as a general framework to compare and integrate diﬀerent logics for
access control.
We are also working in crafting calculi for diﬀerent fragments of FSL, in
particular we are concentrating on the propositional intuitionistic fragment
and on the more general predicate FSL. Relating the propositional fragment,
we believe that calculi for conditional logics can be adapted to deal with the
says modality, therefore for predicate FSL calculus we plan to use Labelled
Deductive Systems [12].

A.

Appendix

A.1.

Axiomatisation and completeness of FSL

We prove completeness for FSL with increasing domains and for FSL with
constant domains (F SL and F SLCD ). Well-formed formulas (wﬀs) are deﬁned recursively as follows:
• Atoms of the form P (t1 . . . tn )13 are wﬀs.
• ⊥ is a wﬀ.
• If α and β are wﬀ, then so are (¬α), (α∧β), (α∨β), (α → β), (∀xα), (∃xα).
• If ϕ(x) and ψ are wﬀ, the so is {x}ϕ(x) says ψ.
A.1.1.

Axiom system for predicate FSL

1. All axioms and rules for intuitionistic logic
2. Extensionality axiom:
∀x(ϕ1 (x) ↔ ϕ2 (x)) →
({x}ϕ1 (x) says ψ ↔ {x}ϕ2 (x) says ψ)
3. Modality axiom:
αi → β
i {x}ϕ says αi → {x}ϕ says β
i

13

where t1 . . . tn are classical ﬁrst-order terms.
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4. Constant domains axioms14 :
(a) ∀y{x}ϕ says β(y) → {x}ϕ says ∀yβ(y)
(b) ∀y(ψ ∨ β(y)) → (ψ → ∀yβ(y))
5. Additional Axioms:
here we put all the axioms we need to craft our logic like the ones in
Section 2
(a) A → {x}ϕ says A
(b) ∀t(ϕ(t) → t says ψ) → {x}ϕ(x) says ψ
A.1.2.

Deﬁnitions and Lemmas

Definition A.1 (Consistent and Complete Theory). Suppose we have a
theory (∆, Θ) of sentences15 .
• (∆, Θ) is consistent, if we do not have for some αi ∈ ∆, βj ∈ Θ

i

αi →



βj

j

• (∆, Θ) is complete in the language with variables V iﬀ for all ψ in the
language, we have
ψ ∈ ∆ or ψ ∈ Θ
Definition A.2 (Saturated Theory). A theory (∆, Θ) is saturated in a
language with variables V iﬀ the following holds:
1. (∆, Θ) is consistent
2. ∃xA(x) ∈ ∆, then for some y ∈ V, A(y) ∈ ∆.
3. ∀xA(x) ∈
/ ∆, then for some y ∈ V, A(y) ∈
/∆
4. A ∨ B ∈ ∆ iﬀ A ∈ ∆ or B ∈ ∆.
5. If for some βj ∈ Θ

∆

A ∨ βj ⇒ A ∈ ∆

with A in the language with variables V.
14

y not free in ψ or ϕ.
intuitively, ∆ is the set of formulas that are true in the model and Θ is the set of
formulas that are false in the model.
15
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Definition A.3 (Constant Domain Theory). A theory (∆, Θ) is said to
be constant domain (CD) theory in language V iﬀ for any ∀xA(x) and any
βj ∈ Θ such that

βj
∆  ∀xA(x) ∨
j

then for some y
∆  A(y) ∨



βj

j

Lemma A.4. Assume the CD axiom ∀x(β ∨ A(x) → (β ∨ ∀xA(x))), then


if (∆, Θ) is a consistent CD theory and ∆ = ∆ ∪ {α1 , . . . , αn }, Θ = Θ ∪




{γ1 , . . . , γm } and (∆ , Θ ) is consistent then (∆ , Θ ) is a CD theory
Proof. Assume
∆∪





αi  ( βj ) ∨ ( γj ) ∨ ∀xA(x)

i

j

j

we can assume x not in βj ,αj , γj hence


∆  i αi → ∀x( j βj ) ∨ ( j γj ) ∨ ∀xA(x)


∆  ∀x( i αi → ( j βj ) ∨ ( j γj ) ∨ A(x))
hence for some y
∆



αi → β ∨ A(y) ∨ γj

i


hence ∆  β ∨ A(y) ∨ γj


Lemma A.5. Let (∆, Θ) be a saturated theory. Let ∆ be
{ψ|({x}ϕ(x) says ψ) ∈ ∆}
Assume

then for some y

({x}ϕ(x) says β) ∈ Θ

∆  β ∨ ∀xA(x)
Θ  β ∨ A(y)

Proof. The proof is by contradiction, suppose it is not the case that
Θ  β ∨ A(y)
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then, for each y there exists a ﬁnite ∆y ⊆ ∆ such that
 
∆y → β ∨ A(y)


hence, with α ∈ ∆y

 {x}ϕ(x) says α → {x}ϕ says β ∨ A(y)
hence, for all y

{x}ϕ says β ∨ A(y) ∈ ∆

Since ∆ is saturated we get:
∀y{x}ϕ says (β ∨ A(y)) ∈ ∆
hence

{x}ϕ says ∀y(β ∨ A(y)) ∈ ∆

hence
∀y(β ∨ A(y)) ∈ ∆



but then
β ∨ ∀yA(y) ∈ ∆



which is a contradiction.
Lemma A.6. Let (∆, Θ) be a consistent CD theory, then (∆, Θ) can be ex


tended to a saturated theory (∆ , Θ ) in the same language with ∆ ⊆ ∆ and

Θ⊆Θ
Proof. The proof is by induction on (∆n , Θn ) the theory, let ∆o = ∆ and
Θ0 = Θ.
Assume (∆n , Θn ) is deﬁned, Θn − Θ is ﬁnite and (∆n , Θn ) is CD. Let
βn+1 be the (n + 1)th wﬀ of the language. Then either (∆n , Θn ∪ βn+1 ) is
consistent or is not consistent, if it is consistent let
∆n+1 = ∆n
Θn + 1 = Θn ∪ {β}
If it is inconsistent then (∆n ∪ {β}, Θn ) must be consistent so let
∆n+1 = ∆n ∪ {β}
Θ n + 1 = Θn
In any case (∆n+1
, Θn+1 ) is CD.
Now let (∆, Θ) = n (∆n , Θn ), this theory is the saturated theory.
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Definition A.7. Let S be the set of all complete theories in the predicate
language FSL. If the logic is CD then all the theories are in the language
with variables V, if the logic is not CD, then assume that each theory leaves
us an inﬁnite number of variables from V not in the theory. We can write
(∆, Θ) as ∆ because for a saturated theory (∆, Θ), we have Θ = {β|∆  β}.
Deﬁne two relations on S
1. (set inclusion) ∆ ⊆ ∆




2. For every {x}ϕ(x) let ∆R{x}ϕ(x) ∆ iﬀ for all ψ such that {x}ϕ says ψ ∈

∆ we have ψ ∈ ∆ .


Lemma A.8. Suppose ∆  α → β, then for some ∆ ⊇ ∆, ∆
∆  β.



α and

Proof. From hypothesis we have
∆ ∪ {α}  β


and ∆ ∪ {α} can be completed to be a saturated theory ∆ such that


∆ β
In case of logic CD, this can be done in the same language with variables V.
If the logic is not CD, then since there is an inﬁnite number of variables not

in ∆, ∆ can use some of them, still leaving inﬁnitely out of ∆.
Lemma A.9. Assume ∆  ∀xϕ(x), if the logic is not CD, then for some u not
in the language of ∆, we have ∆  ϕ(x). ∆ can be extended in a saturated


∆ by adding the variable u and more variables such that ∆  ϕ(u), and

still inﬁnitely numbers of variables are not in ∆ . If the logic is CD, such
a u is in the logic of ∆ and (∆, {ϕ(u)}) can be extended to a complete and
saturated theory in the same language.
Lemma A.10. Let (∆, Θ) be complete and saturated. Assume {x}ϕ says ψ
is not in Θ. Then
∆0 = {α|{x}ϕ(x) says α ∈ ∆}
does not prove ψ, otherwise

hence


i



αi → ψ

{x}ϕ(x) says αi → {x}ϕ(x) says ψ
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hence

{x}ϕ(x) says ψ ∈ ∆

Since ∆0 does not prove ψ, and (∆0 , {ψ}) is consistent, we can extend




∆0 to a saturated theory (∆ , Θ ). In case the logic is CD, (∆ , Θ ) will be
in the same language. Otherwise we use more variables.
Lemma A.11. Properties of the model (S, ⊆, R{x}ϕ ):
1. ∆1 ⊆ ∆2 and ∆2 R{x}ϕ Θ then ∆1 R{x}ϕ Θ
Proof. ∆2 R{x}ϕ Θ means for every {x}ϕ says ψ ∈ ∆2 we have ψ ∈ Θ.
Since ∆1 ⊆ ∆2 we have for every {x}ϕ says ψ ∈ ∆ we have ψ ∈ Θ.




2. If we add the axiom ∀x(ϕ(x) ↔ ϕ (x)) → ({x}ϕ says ψ ↔ {x}ϕ says ψ)
we get the condition

∆ ∀x(ϕ(x) ↔ ϕ (x))
implies for all Θ

∆R{x}ϕ Θ ↔ ∆R{x}ϕ Θ

Definition A.12 (Construction of the model). Take (S, ⊆, R{x}ϕ(x) ) as deﬁned above. For atomic P (x1 , . . . , xn ) and ∆ ∈ S, let
∆ |= P iﬀ P ∈ ∆
The domain of ∆ is deﬁned by the variables of ∆. If the logic is CD all ∆
will have variables V as domain, otherwise we will have variable domains.
Lemma A.13. For any ψ, ∆
∆ |= ψ iﬀ ψ ∈ ∆
Proof. Proof by taking in exam ”→” and ”says”.
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Meta-Argumentation
Modelling I:
Methodology and
Techniques

Abstract.
In this paper, we introduce the methodology and techniques of metaargumentation to model argumentation. The methodology of meta-argumentation instantiates Dung’s abstract argumentation theory with an extended argumentation theory, and
is thus based on a combination of the methodology of instantiating abstract arguments,
and the methodology of extending Dung’s basic argumentation frameworks with other relations among abstract arguments. The technique of meta-argumentation applies Dung’s
theory of abstract argumentation to itself, by instantiating Dung’s abstract arguments
with meta-arguments using a technique called ﬂattening. We characterize the domain
of instantiation using a representation technique based on soundness and completeness.
Finally, we distinguish among various instantiations using the technique of speciﬁcation
languages.
Keywords: Abstract Argumentation, Modelling, Reasoning, Artiﬁcial Intelligence.

1.

Introduction

Consider the dialogue between the two lawyers in Figure 1. They are arguing
about the argumentation of the suspect Jack The Killer, who is accused of
being the assassin of Sir John Ashley. Lawyer 1 observes that “argument a
common clerk cannot enter the house of Sir John attacks the argument Jack
The Killer killed Sir John” but lawyer 2 argues that “argument Jack was the
administrator of Sir John’s fortune attacks the attack between the argument
a common clerk cannot enter the house of Sir John and the argument Jack
The Killer killed Sir John”.
Or consider two politicians arguing about social welfare, using arguments like “employment will go up” or “productivity will go down”. Two
commentators observing the debate may argue about it, using arguments
like “the argument “employment will go up” is accepted by the politicians”
or “the politicians accept that the argument “employment will go up” supports the argument that “productivity will go down”.” This phenomena of
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Figure 1. A dialogue between two lawyers about suspect’s arguments.

people arguing about other people’s arguments is common: lawyers argue
about the argumentation of suspects in a courtroom, citizens argue about
the argumentation of politicians when making their voting decisions during elections, teachers may argue about the argumentation of their students
when evaluating their exams, and parents may argue about their children’s
argumentation when arguing how to raise their children. We call this arguing
about argumentation meta-argumentation.
Meta-argumentation has received little attention thus far. On the one
hand, Jakobovits and Vermeir[33] present how to use labelings to deﬁne what
arguments should be accepted or not. All of the labelings and restricted
labelings of the argumentation framework, together with their attacks, are
represented in the meta-argumentation framework. On the other hand, Cayrol and Lagasquie-Schiex [25] presents a meta-argumentation framework in
which are represented two kinds of binary relations between the arguments,
the attack relation and the support relation. A recent approach to metaargumentation has been presented by Modgil and Bench-Capon [42] where
an extension of Dung’s argumentation framework enabling the integration of
meta-level reasoning about preferences is presented. For a further discussion
on these uses of meta-argumentation in the literature, see Section 4.

Meta Argumentation Modelling I

299

In this paper we propose meta-argumentation as a general methodology
and technique to model argumentation. It is inspired by the examples of the
lawyers, commentators, citizens, teachers and parents, but it is also going
beyond such examples when the arguers and the meta-arguers are the same
reasoners. For example, a lawyer may not only argue whether an argument
of a suspect attacks another argument, but he may also argue in a similar
way about his or her own arguments. As another example, people may be
arguing, but then question the rules of the dialogue game, and argue about
them, as shown by Figure 2. The child is arguing that “argument I was
ill attacks argument I have to do my homework ” but then he ﬁnds that
“argument I have a nice tan attacks argument I was ill ”.

Figure 2. A child arguing about his own arguments.

The motivation of our meta-argumentation methodology comes from
the well known and generally accepted observation that Dung’s theory of
abstract argumentation cannot be used directly when modeling argumentation in many realistic examples, such as multiagent argumentation and
dialogues [12], decision making [37], coalition formation [1], combining Toulmin’s micro arguments [49], normative reasoning [5], or meta-argumentation.
When Dung’s theory of abstract argumentation cannot be applied directly,
there are two methodologies to model argumentation using the theory, which
leads to the dilemma of choosing among these two alternatives.
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Instantiating abstract arguments. Starting from a knowledge base, a
set of arguments is generated from this base, and the attack relation
among the arguments is derived from the structure of the arguments [44].
Extending Dung’s framework. Alternatively, the description of argumentation frameworks is extended, for example with preferences among
abstract arguments [3, 34], abstract value arguments [11], second- and
higher-order attack relations [40, 8, 41], support relations among abstract
arguments [25], or priorities among abstract arguments [45].
We argue in this paper that the dilemma can be resolved using our metaargumentation methodology, because it is a merger between the methodology
of instantiating abstract arguments on the one hand, and extending argumentation frameworks on the other hand. As we recently observed [52], we
can instantiate Dungs theory with meta-arguments, such that we use Dung’s
theory to reason about itself. E.g., one may argue whether “don’t throw
rubbish on the ﬂoor!” counts as an argument or not, whether it counts as
an attack on “be free!”, or whether it supports “respect other people!”, or
which argumentation semantics should be used. It combines the best of
both worlds by instantiating Dung’s abstract argumentation theory with an
extended argumentation theory. In contrast to the apparent choice between
the two commonly used methodologies, our motto is that the instantiation
is the extension. In other words, an instantiation in the above sense may
be seen as a special kind of extension, namely an extension which cannot
be further extended. This perspective has several useful consequences. For
example, an extension may be seen as an intermediate step between Dung’s
theory and its instantiation, and extensions can be combined. In this paper,
we address the following question:
• How to use meta-argumentation as a general methodology for modeling
various kinds of argumentation?
The general research question breaks down in the following sub-questions:
1. What is the methodology of meta-argumentation, and how does it build
on established ideas in formal argumentation? We focus here on ideas
in abstract argumentation, since the existing notion of abstraction is a
good starting point to deﬁne meta-argumentation.
2. What are the techniques of meta-argumentation, and how do they build
on existing new ideas in argumentation? We focus here on ﬂattening
algorithms for ﬁbring argumentation frameworks [30, 29], representation
techniques for extended argumentation [35, 36], and speciﬁcation formalisms and logics of argumentation [15, 31, 14, 53].

Meta Argumentation Modelling I

301

Figure 3 provides an abstract example of argument instantiation. Argument a → b is instantiated by arguments a and b attacking each other
and by a preference relation in which a is preferred over b. This preference
relation may also be represented by means of a third argument c attacking
the attack b → a in such a way to establish the preference of a.

Figure 3. Instantiation of an abstract argument.

We consider three techniques used in meta-argumentation: ﬂattening,
representation and speciﬁcation languages. For higher-order attacks, in
Boella et al. [52] we use the Jakobovits-Vermeir [33] and Caminada [23] labeling to introduce meta-arguments like ‘argument A is accepted’ or
‘argument A is undecided’. Following several similar proposals in the recent literature [41, 30, 29], we use X and Y meta-arguments to model
second- and higher-order attacks. Here we use for higher-order attacks a
ﬂattening technique introduced by Gabbay [30, 29], which may be seen as
a generalization of our earlier work, as well as a growing body of other
earlier work [6, 42, 40, 19, 18]. It is based on the introduction of attack
meta-arguments Xa,b and Ya,b , where Ya,b represents that the attack of argument a to argument b is in force, such that if a is accepted, b cannot be
accepted, and Xa,b represents the negation of Ya,b .
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Our initial approach in [52] as well as other comparable approaches
focusses on the use of meta-argumentation to represent preferences and
higher order attacks, by introducing meta-arguments for the attacks. In
this paper we explain the methodology and techniques using these two examples. In Villata [51], we illustrate the methodology and techniques of
meta-argumentation on three other challenges in formal argumentation: the
merging of argumentation frameworks in multi-agent argumentation, the
representation of a subsumption relation among arguments in argument ontologies, and the representation of the Toulmin scheme when representing
and combining micro arguments.
The paper follows the research questions and is organized as follows.
Section 2 introduces the methodology of meta-argumentation, starting with
a general introduction, introducing Dung’s framework and abstraction, extended argumentation frameworks and reductions to Dung’s basic theory,
and ﬁnally Baroni and Giacomin’s framework and acceptance functions.
Section 3 introduces the techniques by ﬁrst giving an informal introduction,
then introducing ﬂattening functions, representation techniques, and ﬁnally
speciﬁcation formalisms. Related work and conclusions end the paper.

2.

Meta-argumentation methodology

In this section we explain the methodology of meta-argumentation to model
argumentation and we explain how it builds on three well established ideas in
argumentation theory: Dung’s theory of abstract argumentation, extended
argumentation frameworks, and Baroni and Giacomin’s study of acceptance
functions. The techniques of meta-argumentation are deferred to Section 3.
2.1.

Meta-argumentation methodology: an informal introduction

We start with an informal introduction about meta-argumentation theory,
highlighting the two well known methodologies of extending and instantiating argumentation.
2.1.1.

Unifying instantiations and extended argumentation

Dung’s argumentation theory formalizes the reasoning leading to accepted
arguments, on the basis of attacks among arguments. In Dung’s terminology, it is a theory of argumentation semantics, which relates attack relations
among arguments to acceptable arguments. In our terminology, it is a theory
of acceptance functions. To use Dung’s theory, we have to describe the arguments and the attack relation, such that we can use one of the argumentation
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semantics or acceptance functions to obtain the acceptable arguments. The
theory does not assume any structure on the arguments, which are therefore called abstract arguments, such that the description of the arguments
and the attack relation in Dung’s theory is unconstrained, and the theory
can be used in many contexts. We call a set of arguments together with an
attack relation a basic argumentation framework, to distinguish it from the
extended argumentation frameworks discussed below. We call this use of the
theory, based on an instantiation of abstract arguments, an instantiation of
Dung’s theory.
The instantiation of Dung’s theory is visualized in Figure 4. Using elementary mathematics, Figure 4(a) describes the instantiation as four functions, where Dung’s acceptance is a function E from argumentation frameworks AF to sets of extensions of acceptable arguments AA, f is a function
from argumentation inputs I to argumentation frameworks AF , and g is a
function from acceptable arguments to argumentation outputs O. From a
system or cybernetic perspective, Figure 4(b) describes the instantiation as
an argumentation system, with input I and output O. From a software engineering perspective, we can see it as a (reasoning) component, where f and g
are packing and unpacking procedures. Numerous other interpretations are
possible too. For example, analogous to Tarski’s deductive systems, we can
see argumentation as a logical relation between inputs and outputs. Such
kinds of interpretations may be useful to obtain formal relations with other
theories, but will not play a further role in this paper.

(a) Categories

(b) Basic Argumentation System

Figure 4. Instantiating Dung’s basic argumentation theory: a function f transforms an argumentation input I to an argumentation framework AF , whose extensions of accepted arguments AA = E(AF ) are transformed back into the argumentation output O. The argumentation output is a function of the argumentation input O = E  (I), derived from the two transformations and the acceptance function.
Summarizing O = E  (I) = g(AA) = g(E(AF )) = g(E(f (I))).
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There are several ways in which we can use the diagram of Figure 4.
For example, when we have a formal theory relating some input I to some
output O by a function E  , then we can look for functions f and g to complete the diagram. This is what happens when Dung’s theory is used as a
general theory for reasoning in which conﬂict resolution plays an important
role, where the generality of the theory comes from the fact that many kinds
of other reasoning formalisms can use Dung’s theory as a substantial part
to resolve conﬂicts. In other words, many theories have been transformed
to a binary attack relation among arguments, and the conclusions of the
theories can be retrieved from the accepted arguments. Examples of input
and outputs in Figure 4 are non-monotonic logic theories and their conclusions, logic programs and their extensions, Reiter default theories and their
extensions, decision theories and their decisions, game theories and their
solutions, knowledge bases and their conﬂict free mergers, legal theories,
normative theories and their obligations and permissions, and much more.
In Dung et al. [27], arguments essentially are sets of formulas called assumptions, from which conclusions can be drawn with strict inference rules. In
fact, the extensions deﬁned by the various semantics of Bondarenko et al. [21]
are not sets of arguments but sets of assumptions and in [27] it is shown that
an equivalent fully argument-based formulation, as introduced in [26], can
be given. In some cases the functions f and g are relatively simple, and
the relation between input and output is nearly fully characterized by the
argumentation, and in other cases the functions are more complicated, since
conﬂict resolution is only a small part of the reasoning.
Another way to use the diagram is for cases when we have an input I and
an output O, but we do not have the relation between them, i.e. we do not
have the function E  . The function may be partially known, for example we
want the relation between input and output to satisfy some principles, or we
have some benchmark examples which we want the function E  to satisfy. In
such a case, instead of deﬁning the function E  from scratch, we may try to
deﬁne the functions f and g, and derive E  from it. For example, in this way
we can derive new semantics for logic programs using new argumentation
semantics.
The basic picture of using Dung’s framework in Figure 4 has been modiﬁed by extending Dung’s argumentation framework with other relations
among abstract arguments, such as preference-based relations [3], valuebased relations [11], support relations in bipolar argumentation [25], secondand higher-order attack relations [40, 8, 41] and priorities relations among
abstract arguments [45].
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The use of an extended argumentation framework is visualized in Figure 5. Figure 5(a) describes the instantiation using again the four functions
E, E  , f and g, where acceptance is now a function E from extended argumentation frameworks EAF to sets of extensions of acceptable arguments AA,
and f is a function from argumentation inputs I to extended argumentation
frameworks EAF . As before, g is a function from acceptable arguments to
argumentation outputs O. Figure 5(b) describes the related instantiation
as an extended argumentation system, which is analogous to the basic argumentation system. The challenge of the extended argumentation theory
is to deﬁne the acceptance function E working on extended argumentation
frameworks, and to relate this acceptance function for extended argumentation frameworks to Dung’s acceptance functions for basic argumentation
frameworks.

(a) Categories

(b) Extended Argumentation System

Figure 5. Extending Dung’s theory: a function f transforms an argumentation input I
to an extended argumentation framework EAF , which contains besides attack relations among arguments represented in AF also other kind of relations among arguments. As in Figure 4, the argumentation output is a function of the argumentation input O = E  (I), derived from the two transformations and the acceptance
function, O = E  (I) = g(AA) = g(E(EAF )) = g(E(f (I))).

The main idea of a uniﬁed methodology is to see extended argumentation framework as an instantiation. This may be seen as a way to answer
the challenge to deﬁne acceptance functions E for extended argumentation
frameworks, since it deﬁnes this acceptance function using Dung’s acceptance functions for basic argumentation frameworks. For example, it may
deﬁne the acceptance function for preference-based argumentation frameworks by deﬁning an attack in the basic argumentation framework as an
attack in the extended argumentation framework by an argument which is
not less preferred than the attacked argument.
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This perspective on extended argumentation frameworks as instantiations is visualized in Figure 6. Figure 6(a) describes the instantiation using
again the four functions E, E  , f and g, where acceptance is now a function E 
from extended argumentation frameworks EAF to sets of extensions of acceptable arguments AA , as well as a function E from basic argumentation
frameworks to sets of extensions of acceptable arguments AA. Moreover, f
is a function from extended argumentation frameworks EAF to basic argumentation frameworks AF , and g is a function from acceptable arguments
to acceptable arguments. Figure 6(b) describes the related instantiation as
an instantiated argumentation system.

(a) Categories

(b) Argumentation System

Figure 6.
Extended argumentation framework as an instantiation: a function f
transforms an extended argumentation framework AF to a basic argumentation
framework AF . As in Figure 4, the accepted arguments of th extended framework are a function of the extended argumentation framework AA = E  (EAF ),
derived from the two transformations and the acceptance function of basic
argumentation, AA = E  (EAF ) = g(AA) = g(E(AF )) = g(E(f (EAF ))).

In this uniﬁed methodology, it becomes easier to combine instantiations
and extended argumentation frameworks. For example, regularly an instantiation represents arguments by logical rules, it deﬁnes preferences among
arguments, and it distinguishes between undercut and rebut attacks. In such
a case, we can deﬁne an extended argumentation framework which models
the preferences and the two kinds of attacks, but which leaves the arguments
abstract. The extended argumentation framework may be seen as an intermediate step between Dung’s theory and its instantiation. Moreover, in the
same way, extended argumentation frameworks can be combined. For example, we may have an extension with preferences, and an extension which
distinguishes among rebut and undercut attacks, and these two extensions
can be combined.
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This perspective on combining extended argumentation frameworks and
instantiations is visualized in Figure 7. Figure 7(a) describes the instantiation using again the various functions by combining the functions from
Figure 4(a) and Figure 6(a) Figure 7(b) as an instantiated argumentation
system, which replaces the component E of Figure 4(b) the whole argumentation system of Figure 6(b).

(a) Categories

(b) Argumentation System

Figure 7. Combining instantiation and extended argumentation frameworks: a function f 
transforms an argumentation input I to an extended argumentation framework EAF , and
a function f translates this extended argumentation framework to a basic argumentation
framework AF . As in Figure 4, the argumentation output is a function of the argumentation input O = E  (I), derived from the two transformations f  and g  , and the acceptance
function E  . Moreover, as in Figure 6, the acceptable arguments of the extended argumentation framework are a function of the extended argumentation function AA = E  (EAF ),
derived from the two transformations f and g, and the acceptance function E. Summarizing O = E  (I) = g  (AA ) = g  (E  (EAF )) = g  (E  (f  (I))) = g  (g(E(f (f  (I))).

Summarizing, the functional compositions and the combination of argumentation systems in Figure 7 give two equivalent perspectives on our
uniﬁcation of the two methodologies of instantiating Dung’s argumentation
framework, and extending it with abstract relations. Sometimes the functional composition is more intuitive or useful, and sometimes the system
composition is more useful.
2.1.2.

Meta-argumentation methodology

The general methodological problem we consider in this paper is how to use
Dung’s theory. Using the terminology developed above, we now make this
problem more precise. Dung’s theory is the theory of acceptance functions E
deﬁned on basic argumentation frameworks and sets of accepted arguments.
The use of such a theory is represented by a function E  from argumentation input to argumentation output. The methodological problem is thus
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how to develop a theory that transforms acceptance functions E into other
functions E  . This function transformation is the general representation of
the use or instantiation of Dung’s argumentation theory.
This instantiation problem is visualized in Figure 8. It is the same ﬁgure
as the instantiation problem of Dung’s theory in Figure 4, besides the replacement of function f from argumentation input to argumentation frameworks, by its inverse function f −1 from argumentation frameworks to argumentation inputs. We are more precise about this in section 2.4.2, here we
discuss when the inverse is a partial function (some elements of the argumentation framework are not mapped to anything), or when it is a multi-valued
function, when two argumentation inputs are mapped to the same argumentation framework. This emphasizes that we start with an acceptance
function E, and we are looking for functions E  .

(a) Categories

(b) Basic Argumentation System

Figure 8. The methodological problem: how to use Dung’s acceptance functions E to
ﬁnd functions E  between argumentation input I and argumentation output O? This
function transformation consists of two parts: a function f −1 transforms an argumentation
framework AF to an argumentation input I, and a function g transforms the accepted
arguments into argumentation output. Summarizing E  = {(f −1 (a), g(b)) | (a, b) ∈ E}.

Usually, the instantiation of a basic argumentation framework maps
the arguments to structured arguments. For example, in propositional argumentation, an argument is mapped to a propositional formula, and in
explanation-based argumentation, an abstract argument is mapped to a
pair (K, p) where K is a set of propositional formulas and p is a propositional formula, where K is explaining the proposition p. If we have an
argumentation framework with two argument a and b where argument a
attacks argument b but not vice versa, then in the instantiated framework,
the argument a may be described by a pair {p, p → q}, q and argument b
by the pair {¬q, ¬q → r}, r. In that case, argument a attacks argument b,
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because q is inconsistent with the explanation of argument b, but there is no
attack vice versa, since r does not occur in the explanation of argument a.
We are interested in the instantiation of basic argumentation frameworks
by extended argumentation frameworks. Abstractly, we are interested in the
case where an instantiation of Dung’s argumentation theory is a function
or algorithm from the set of basic argumentation frameworks to a set of
extended argumentation frameworks. For example, consider the argumentation framework that contains two arguments “unemployment goes up” and
“inﬂation goes down”, and where the former attacks the latter. We can instantiate the argumentation framework by an extended framework where the
two arguments attack each other, but the former is preferred to the latter.
In the basic argumentation framework the abstract argument that inﬂation
goes up attacks the argument that unemployment goes down but not vice
versa, whereas in the instantiated extended argumentation framework the
two arguments attack each other, but the argument that unemployment goes
up is stronger than the argument that inﬂation goes down.
Our meta-argumentation approach is a particular way to deﬁne mappings
from argumentation frameworks to extended argumentation frameworks: the
arguments are interpreted as meta-arguments, of which some are mapped
to “argument a is accepted,” where a is an abstract argument from the
extended argumentation framework. In other words, the function f assigns
to each argument a in the extended argumentation framework, an argument
“argument a is accepted” in the basic argumentation framework. This metaargumentation methodology is visualized in Figure 9.
2.1.3.

Meta argumentation viewpoint

Wooldridge et al. [53] argue that one cannot think of argumentation without
thinking of meta-argumentation too. They claim that
Our key motivation is the following observation: Argumentation and
formal dialogue is necessarily a meta-logical process. This seems incontrovertible: even the most superﬁcial study of argumentation and
formal dialogue indicates that, not only are arguments made about
object-level statements, they are also made about arguments. In such
cases, an argument is made which refers to another argument. Moreover, there are clearly also cases where the level of referral goes even
deeper: where arguments refer to arguments that refer to arguments.
We call this the meta-argumentation viewpoint. In modeling, a viewpoint
is associated with a stakeholder with her concerns and gives rise to views
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(a) Categories

(b) Argumentation System

Figure 9. The meta-argumentation methodology: we use Dung’s acceptance functions E
to ﬁnd functions E  between extended argumentation frameworks EAF and acceptable arguments AA . This function transformation consists of two parts: a function f −1 transforms an argumentation framework AF to an extended argumentation
framework EAF , and a function g transforms the accepted arguments of the basic argumentation framework into acceptable arguments of the extended argumentation frameworks. Summarizing E  = {(f −1 (a), g(b)) | (a, b) ∈ E}.

on systems. The methodology of meta-argumentation as a way to model
argumentation is based on a conceptualization of argumentation using the
relation between two theories of argumentation and meta-argumentation.
We assume a fundamental relation about the relation between these two
levels: meta-argumentation has to be able to mirror argumentation. For example, when politicians argue, the commentators should be able to argue in
the same way. For example, if the politicians use as primitives arguments a
from a universe of arguments U , together with a mechanism to derive acceptable arguments from relations among the arguments, and the commentators
have as primitives meta-arguments ma from a universe of meta-arguments
M U together with a mechanism to derive acceptable meta-arguments from
relations among the meta-arguments, then the set of arguments must be reﬂected in the set of meta-arguments, and there must be a relation between
the ways acceptable arguments and acceptable meta-arguments are derived.
Our methodology follows from the fundamental relation between argumentation and meta-argumentation theory: we can apply a theory of argumentation to itself. We call this process of applying a theory of argumentation to itself meta-argumentation. For example, a teacher would argue that
argument “I was ill” of his student does not attack her argument “every day,
students have to do their homework” since it is attacked by argument “if
you have a nice tan, then you were not ill!”
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The meta-argumentation methodology is inspired by ideas in modeling.
In modeling, the idea of abstraction and reﬁnement is commonplace. For
example, argument a → b can be instantiated by arguments a and b which
attack each other and by argument c which represents the preference of a
over b attacking b → a. The notion of meta-argumentation modeling raises
the question how this kind of modeling relates to other kinds of modeling,
and whether insights from general theories of modeling can be used to deﬁne
a theory of meta-argumentation. Meta-modeling in software engineering is
the analysis, construction and development of rules, constraints, models and
theories applicable and useful for modeling a predeﬁned class of problems. As
its name implies, this concept applies the notions of meta- and modeling. A
model is an abstraction of phenomena in the real world while a metamodel is
yet another abstraction, highlighting properties of the model itself. A model
always conforms to a unique metamodel.
One of the currently most active branch of Model Driven Engineering
is the approach named model-driven architecture proposed by OMG. This
approach is based on the utilization of a language to write metamodels called
the Meta Object Facility or MOF, designed as a four-layered architecture.
It deﬁnes an M3-model, which conforms to itself. Every model element on
every layer is strictly in correspondence with a model element of the layer
above. MOF only provides a way to deﬁne the structure, or abstract syntax
of a language. Typical metamodels proposed by OMG are UML, SysML,
SPEM or CWM.
In the same way, the idea of meta-argumentation is to apply argumentation to itself. It is inspired by the uniﬁed modeling language (UML), which
is used to deﬁne itself. Following this analogy, we may say that an argumentation theory is a model of reasoning, and that meta-argumentation theory
is a model that of this model of reasoning. UML is used to specify, visualize,
modify, construct and document the artifacts of an object-oriented software
intensive system under development. UML includes a set of graphical notation techniques to create visual models of software systems, as we do for
meta-argumentation.
An extended argumentation theory is a natural representation for metaargumentation since it allows to represent every kind of additional relation
between arguments, such as preferences, support, subsumption and so on.
The extended argumentation framework is deﬁned and this framework becomes a standard Dung’s argumentation framework. In the remainder of
this section we make these informal ideas more precise. We start introducing Dung’s abstract argumentation framework in order to represent how to
instantiate arguments, then we discuss meta-argumentation in relation with
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extended argumentation frameworks. Finally, we discuss Baroni and Giacomin’s framework, introducing acceptance functions and principles, which
are used in our meta-argumentation methodology and techniques.
2.2.

Methodology 1: Instantiating abstract arguments

We ﬁrst introduce Dung’s theory of abstract argumentation, and then we
explain how we use it in the meta-argumentation methodology.
2.2.1.

Dominance as argumentation

Dominance theory is a theory which takes as input a set of elements and a
binary dominance relation, which may have to satisfy some conditions, and
produces as output solutions in the form of a subset of the elements [22].
It originates from game theory, where stable sets were introduced as a solution concept in the 1940s. The same structure was used in other areas,
for example in decision making for reasoning about preferences: the binary
relation now represents that an element is preferred to another one, and the
solution is the set of most preferred elements [32]. Various conditions have
been studied on the preference relation, for example transitivity.
When the binary relation does not contain cycles, it is straightforward
to deﬁne the undominated elements, but when there are cycles in the graph,
it becomes more problematic to have good intuitions about the expected
solution, and it becomes harder to compute solutions given the proposed
solution concepts. For example, without cycles it is straightforward to deﬁne
stable sets, but with cycles it is more problematic.
Dung’s theory of abstract argumentation [26] may be seen as a kind of
dominance theory where the elements of the set are called arguments, the
binary relation is called the attack relation, and the solution is characterized
by the principle of reinstatement. The concept of defence has been introduced in order to reinstate some of the defeated arguments, namely those
whose defeaters are in turn defeated.
Dung’s theory is based on a binary attack relation among arguments,
which are abstract entities whose role is determined only by its relation to
other arguments. Its structure and its origin are not known. We restrict ourselves to ﬁnite argumentation frameworks, i.e., in which the set of arguments
is ﬁnite.
Definition 1 (Argumentation framework). An argumentation framework
is a tuple A, → where A is a ﬁnite set (of arguments) and → is a binary
(attack) relation deﬁned on A × A.
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The various semantics of an argumentation framework are all based on
the notion of defence.
Definition 2 (Defence). Let A, → be an argumentation framework.
Let S ⊆ A. S defends a if ∀b ∈ A such that b → a, ∃c ∈ S such that c → b.
A semantics of an argumentation theory consists of a conﬂict free set
of arguments, i.e., a set of arguments that does not contain an argument
attacking another argument in the set.
Definition 3 (Conﬂict-free). Let A, → be an argumentation framework.
The set S ⊆ A is conﬂict-free if and only if there are no a, b ∈ S such
that a → b.
The following deﬁnition summarizes the most widely used acceptability
semantics of arguments given in the literature.
Definition 4 (Acceptability semantics). Let AF = A, → be an argumentation framework. Let S ⊆ A.
• S is an admissible extension if and only if it is conﬂict-free and defends
all its elements.
• S is a complete extension if and only if it is conﬂict-free and we have
S = {a | S defends a}.
• S is a grounded extension of AF if and only if S is the smallest (for set
inclusion) complete extension of AF .
• S is a preferred extension of AF if and only if S is maximal (for set
inclusion) among admissible extensions of AF .
• S is the skeptical preferred extension of AF if and only if S is the intersection of all preferred extensions of AF .
• S is a stable extension of AF if and only if S is conﬂict-free and attacks
all arguments of A\S.
Which semantics is most appropriate in which circumstances depends on
the application domain of the argumentation theory.
A problem may be raised concerning this terminology, because these socalled semantics do not represent the complete meaning of an argumentation
framework. For example, if two argumentation frameworks have the same
extensions, are they equivalent? Following ideas in logic programming, we
may say that this is the case in a weak sense, but sometimes two argumentation frameworks with the same extensions are not equivalent in the stronger
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sense that the extensions remain the same if we add arguments or attacks
to the argumentation framework. An example of weak E − equivalence is
given in Figure 10. We therefore prefer to refer to acceptance functions over
argumentation semantics.

Figure 10. Weakly E − equivalence between two AF.

2.2.2.

Abstraction in meta-argumentation

We now relate Dung’s theory to our notion of meta-argumentation. The basic idea is that the common representation and the common reasoning of
argumentation and meta-argumentation is characterized by Dung’s theory.
In other words, the common idea of both levels of argumentation is the attack
among arguments, and a mechanism to select acceptable arguments. The
relation between argumentation and meta-argumentation is in the notion of
“abstract”.
Dung’s theory represents the complex way of reasoning about arguments
by a relatively simple mathematical structure, directed graphs and a way to
associate with directed graphs a subset of the nodes. Dung claims about the
abstract nature of its theory in [26]:
“In the ﬁrst step, a formal, abstract but simple theory of argumentation is developed to capture the notion of acceptability of arguments.
In the next step, we demonstrate the “correctness” (or “appropriateness”) of our theory. It is clear that the “correctness” of our theory
cannot be “proved” formally. The only way to accomplish this task
is to provide relevant and convincing examples. [...] An argument is
an abstract entity whose role is solely determined by its relations to
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other arguments. No special attention is paid to the internal structure of the arguments.”
Other interpretations of Dung’s argumentation framework abstract nature
are given by Prakken and Vreeswijk [46] and Bench-Capon and Dunne [12].
However, in our use of Dung’s theory in meta-argumentation, the utilization
of abstract mathematics to represent human reasoning is only part of the
explanation of the use of the word “abstract” in abstract argumentation.
Many ways of reasoning are represented by relatively simple mathematical
theories, for example reasoning about decisions is represented by a probability distribution and a utility function, together with a decision rule like
maximize expected utility, reasoning about interaction among decision makers is represented by a simple matrix of pay-oﬀs for strategies and a solution
concept like the Nash equilibrium, and many other forms of reasoning are
represented by logical formalisms with associated reasoning methods. In
those cases we normally do not refer to abstract decision making, abstract
game theory, or abstract logics. This suggests that there is something more
to abstract argumentation.
Our interpretation is based on another understanding of “abstract”. To
understand the notion of “abstract”, we have to consider the argumentation theories that existed before Dung introduced his abstract theory, see
Prakken [44] for a discussion. Many of them were more detailed, detailing
the structure of arguments, or distinguishing kinds of attacks. Therefore,
one may see Dung’s abstract argumentation theory as an alternative for
these other more detailed theories, using the notion of abstract arguments.
However, we believe that Dung’s theory was not only an alternative for existing theories, but – and here comes the second meaning of the notion of
“abstract” – it was also an abstraction of existing theories. At a conceptual
level, this notion of abstraction means that Dung’s theory generalizes the existing argumentation theories, in the sense that it captures the fundamental
properties of the many existing argumentation formalisms around. Some of
these fundamental properties are the fundamental concept of attack among
arguments, or the idea that a set of arguments can defend an argument
against attacks of other arguments, or the idea that the result of argumentation theory is a set of accepted arguments, or the idea that there can be
various sets of arguments that can be accepted together. All these ideas
can be found in more detailed argumentation theories, and Dung’s abstract
theory generalizes the existing theories into a general abstract theory.
Our interpretation of “abstract”, as an abstraction of existing theory in
a uniform abstract language, is a natural concept in modeling and reasoning.
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For example, when two agents have distinct concepts to describe the world,
or reason about them, then a common language may be deﬁned for them to
talk to each other. The language may abstract away some concepts which
are used only by one of the agents, for example because he is an abstract on
the domain described by this concept. For example, in the semantic web,
description logic is used as ontology language which requires the adoption
of various forms of non-monotonic reasoning techniques, as well as nonstandard inferences, in order to describe concepts.
It may be argued that our interpretation of “abstract” is far fetched,
because Dung does not show, not even discuss, how his theory can be seen
as an abstraction from existing argumentation theories. He applies his theory
not to argumentation theory itself, but to logic programming, non-monotonic
reasoning, and game theory. Thus he shows that his abstract theory can be
used as a general reasoning framework capturing other kinds of reasoning
rather than capturing the kind of reasoning about argumentation. However,
in our opinion, this does not contradict the idea that Dung’s argumentation
theory is seen as an abstraction from other argumentation theories. On the
one hand Dung’s theory abstracts various kinds of argumentation reasoning,
and on the other hand the abstract theory can be used to characterize kinds
of reasoning in other areas.
2.2.3.

Instantiating abstract arguments

Prakken [44] presents the ASPIC framework, a general abstract model of
argumentation with structured arguments. The ASPIC framework allows
for a general use of inference rules, by expressing the rules through schemes,
in the logical sense, with metavariables ranging over the logical language L.
Thus, when it is used the framework becomes a general framework for argumentation with structured arguments. The ASPIC framework is extended
and generalized in four respects: 1) a third way of argument attack, called
premise attack as the result of a combination of “plausible” and “defeasible” argumentation, 2) the attacks’ notions are generalized from the notion
of contradiction between formulas φ and ¬φ to an abstract relation of contrariness between formulas which is not necessarily symmetric, 3) four kinds
of premises are distinguished, 4) attack relations are solved in part with
preference relations between arguments, defeasible rules and the knowledge
base. Anyway, these kinds of approaches are not unproblematic. For example, as claimed by Caminada and Amgoud [24], even if these systems are
suitable in domains like legal reasoning, unfortunately, they fail to meet the
objectives of an inference system, leading thus to very unintuitive results.
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As instance, with these systems it may be the case that an agent believes
that “if a then it is always the case that b”, and the system returns as output argument a but not argument b or if the agent also believes that “if c
then it is always the case that b, the system may return arguments a and c,
which means that the output of the system is indirectly inconsistent. For
further details on these issues, see Amgoud and Besnard [2] and Caminada
and Amgoud [24].
In general, an instantiation of Dung’s theory is based on a set of arguments with internal structure, such that the attack relation among these
instantiated arguments can be derived from their internal structure. The
internal structure may come from the underlying mechanism of argument
generation that produces the universe of instantiated arguments, as mentioned in Section 2.4.1. For example, the instantiated arguments can be
constructed from a knowledge-base containing rules or logical formulas. In
other words, if the internal structure of two arguments is known in all its
details, then from these descriptions can be derived whether they attack
each other, whether one attacks the other, or they do not attack each other.
For example, if the arguments are described by propositional formulas, then
the attack relation may be based on a notion of propositional inconsistency.
If the arguments are described by Toulmin schemes, then there can be rebutting attacks when the claims conﬂict, and undercutting attacks when a
claim conﬂicts with a warrant. An instantiation is thus deﬁned by a set of
descriptions of the internal structure of arguments, an attack relation deﬁned for these descriptions, and an instantiation function that associated
with each abstract argument an argument description. For example, consider an argumentation framework that contains two arguments, and where
the former attacks the latter. We can instantiate the former argument by a
rule that “if inﬂation goes up, then unemployment goes up”, together with
the fact that “inﬂation goes up”, and the latter argument by the fact that
“inﬂation goes down”. The ﬁrst argument is instantiated by two arguments,
one which is a support relation and the other which is an argument, while
the second argument is instantiated simply by an argument. Since the arguments composing the ﬁrst argument attack the argument composing the
second one, the former instantiated argument attacks the latter.
2.3.

Methodology 2: Extending Dung’s basic frameworks

We ﬁrst discuss some examples of extended argumentation framework, and
then we explain how they ﬁt our theory of meta-argumentation. When representing examples in this theory, such as multiagent argumentation and
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dialogues [12], Toulmin schemes [49] or examples from normative reasoning [5], the language is typically extended, for example with preferences
among arguments [3, 34], value arguments [11], second- and higher-order
attack relations [40, 8, 41], support relations among arguments [25], or priorities among arguments [45]. However, that seems to be in conﬂict with the
idea of an abstract theory: in principle, it should be instantiated or reﬁned
rather than extended [30, 29].
2.3.1.

Some examples of extending Dung’s basic framework

Figure 11. Examples of extended argumentation frameworks.

Four examples of extended argumentation frameworks are illustrated in
Figure 11. Preference-based argumentation introduces a preference relation
between the arguments. For example, as shown in Figure 11, Amgoud [3]
deﬁnes a preference-based AF as a triplet A, R, ≺ where A is a set of
arguments (in this paper, they represent coalitions structures), R is a binary
relation representing a defeat relationship between arguments and ≺ is a
partial or complete pre-ordering on A. In particular, we have that the notion
of defense is deﬁne in the following way: let a, b be two arguments such
that aRb, then b defends itself against a iﬀ b ≺ a, as in Figure 11. See Kaci
and van der Torre [34] for a further discussion.
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Second- and higher-order argumentation frameworks introduce in Dung’s
standard argumentation framework a new kind of attack →2 , which is a binary relation between arguments and attack relations. Roughly, these attacks are attacks raised from an argument against another attack relation.
This introduces a new interpretation of the notion of attack in which both
the arguments are accepted, only the attack relation is attacked. Modgil
[40] observes that a preference of argument a over argument b can be seen as
an attack on the attack from b to a, in the sense that if a is preferred to b,
then b cannot attack a. The author introduces a three place attack relation, which we call here second-order attack, and it is deﬁned as A, R, R2 
where R2 is a binary higher-order attack relation such that if (X, (Y, Z))
and (X  , (Z, Y )) ∈ R2 , then (X, X  ), (X  , X) ∈ R. These relation are represented in Figure 11 where arguments a and b attack each other and arguments c and c express the preference of a over b and converse, respectively.
Thus arguments c and c attack each other too, since their preferences are
incompatible. In Modgil and Bench-Capon [42], the authors show how hierarchical second-order argumentation can be represented in Dung’s theory
using attack arguments. Moreover, Barringer et al. [8] argue that the attack
of b to d → c can itself be attacked.
Abstract argumentation networks were generalized by Bench-Capon [11],
where a colouring, which represents the type of arguments, is added to the
network and colours are linearly ordered by strengths. The main rationale
behind the introduction of colours consists in modeling the intuition that
arguments can be divided into kinds and that some kinds of arguments
are more important than others. This kind of approaches extend Dung’s
standard argumentation framework presenting value-based argumentation
frameworks which are deﬁned, for instance, as A, R, v, val, P  where A
and R are as usual, v is a non empty set of values, val is a function which
maps from elements of A to elements of v and P is the set of possible audiences. An example is provided by Figure 11 from Bench-Capon [11], where
a and c would be skeptically acceptable. If, however, we consider the values
for the two possible audiences, red and blue, the following two preferred extensions are obtained: for red, which prefers red to blue, we get {a, c} while
for blue, which prefers blue to red, we get {a, b}.
Bipolar argumentation has been introduced by Cayrol and LagasquieSchiex [25]. The authors aim in deﬁning support and defeat independently
one from the other. An abstract bipolar argumentation framework is an
extension of the basic Dung’s argumentation framework in which two kinds
of interactions between arguments are used, having thus a bipolar representation of the interactions between arguments. At the meta level, they have
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arguments in favor of other arguments, i.e., the support relation, and also
arguments against other arguments, i.e., the defeat relation. An example of
bipolar argumentation network is provided in Figure 11.
Toulmin [49] gives in his scheme a representation of the process of defending a particular claim against a challenger. Several challenges arises
from this scheme such as the representation of micro arguments and their
relationships of defeat and support. Concerning the argument schema proposed by Toulmin [49], Bench-Capon [9] takes the onus of proof to be agreed
at the outset, allowed for chaining arguments together so that some data can
be the claims of other arguments, and that claims can serve as the data for
succeeding arguments, and introduced the notion of presupposition, which
is supposed to represent propositions assumed to be true in the context.
With this schema, the author argues to have some ﬂexibility in assigning
particular roles to premises in an argument.
Another extension of Dung’s abstract argumentation framework is introduced by Bochman [13]. This EAF provides a direct representation of
global conﬂicts between sets of arguments. The extension is called collective
argumentation and turns out to be suitable for representing semantics of disjunctive logic programs. Collective argumentation theories are shown to possess a four-valued semantics, and are closely related to multiple-conclusion
consequence relations. Two special kinds of collective argumentation, positive and negative argumentation, are considered in which the opponents can
share their arguments. Negative argumentation turns out to be especially
appropriate for analyzing stable sets of arguments. Positive argumentation
generalizes certain alternative semantics for logic programs.
One of the main problems with extended argumentation frameworks consists in the adaptation of Dung’s semantics. Each of the extended argumentation frameworks presented above deﬁnes its own semantics and this
increases the complexity of these frameworks and the combination of some
them together. This leads to a lack of a universal argumentation theory and
a proliferation of speciﬁc frameworks which are so speciﬁc which cannot be
simply used in other contexts. Our meta argumentation methodology is a
candidate for such a more general theory.
2.3.2.

Applying Dung’s theory of abstract argumentation to itself

In the context of Dung’s theory of abstract argumentation, we deﬁne extended argumentation as an instance of abstract argumentation as follows:
Meta-argumentation is Dung’s theory. Argumentation frameworks
are not extended but only instantiated.
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Meta-arguments “accept(a)” for all arguments a. The set of metaarguments contains, among others, the meta-argument “argument “a” is
accepted” for all arguments in the extended argumentation framework.
Extended argumentation contains Dung’s theory as special case.
A representation of extended abstract argumentation frameworks contains Dung’s theory as a special case. For example, in preference based
argumentation Dung’s framework is the special case where all arguments
are equally preferred, and in multiagent argumentation, Dung’s framework is the special case in which there is only one agent.
In this case, meta-argumentation is argumentation. If the set of
meta-arguments contains only the representation corresponding to a basic Dung’s framework, then the extensions of the meta-argumentation
correspond to the extensions of the basic argumentation framework.
2.4.

A uniﬁed methodology based on acceptance functions

Our methodology of meta-argumentation uses the idea of acceptance functions. They were introduced by Baroni and Giacomin, because they needed
them to deﬁne principles of argumentation in Dung’s theory.
2.4.1.

Baroni and Giacomin’s formal framework

In this paper we use four ideas from the recently introduced formal framework for the evaluation of extension-based argumentation semantics introduced by Baroni and Giacomin [7]. The ﬁrst idea we adopt is that the set A
represents the set of arguments produced by a reasoner at a given instant of
time. Baroni and Giacomin therefore assume that A is ﬁnite, independently
of the fact that the underlying mechanism of argument generation admits
the existence of inﬁnite sets of arguments. Like in Dung’s original framework, they consider argumentation framework as a pair A, → where A is
a set and →⊆ (A × A) is a binary relation on A, called attack relation.
Baroni and Giacomin thus observe that the set of all arguments can be
generated, which is a second idea which we explore in meta-argumentation.
In the following it is useful to explicitly refer to the set of all arguments
which can be generated, which we call U for the universe of arguments.
The third idea we adopt from Baroni and Giacomin is the use of a function E that maps argumentation frameworks A, → to its set of extensions,
i.e., to a set of sets of arguments. Since Baroni and Giacomin do not give a
name to the function E, and it maps argumentation frameworks to the set
of accepted arguments, we call E the acceptance function.
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Definition 5. Let U be the universe of arguments.
U
function E : U × 2U ×U → 22 is

An acceptance

1. a partial function which is deﬁned for each argumentation
framework A, → with ﬁnite A ⊆ U and →⊆ A × A, and
2. which maps an argumentation framework A, → to sets of subsets
of A: E(A, →) ⊆ 2A .
The ﬁrst three principles make the formal framework of Baroni and Giacomin also well suited for the dynamics of argumentation [17, 16], because
a single acceptance function can represent the sequence of argumentation
frameworks built up during a dialogue, together with the extensions of accepted arguments at each step of the dialogue.
The fourth idea we adopt is the use of argumentation principles. Baroni
and Giacomin identify the following two fundamental principles underlying
the deﬁnition of extension-based semantics in Dung’s framework, the language independent principle and the conﬂict free principle. See Baroni and
Giacomin [7] for a discussion on these principles. Note that the language
independence principle cannot be expressed in Dung’s theory, since it compares argumentation frameworks, and in Dung’s setting, the argumentation
framework is supposed to be ﬁxed.
Definition 6 (Language independence). Two argumentation frameworks
AF 1 = A1 , →1  and AF 2 = A2 , →2  are isomorphic if and only if there
is a bijective mapping m : A1 → A2 , such that (α, β) ∈→1 if and only if
.
(m(α), m(β)) ∈→2 . This is denoted as AF 1 =m AF 2 .
A semantics S satisﬁes the language independence principle if and only if
.
∀AF1 = A1 , →1 , ∀AF2 = A2 , →2  such that AF1 =m AF2 then ES (AF2 ) =
{M (E) | E ∈ ES (AF1 ))}, where M (E) = {β ∈ A2 | ∃α ∈ E, β = m(α)}.
Definition 7 (Conﬂict free). Given an argumentation framework AF =
A, →, a set S ⊆ A is conﬂict free, denoted as cf (S), iﬀ ∃α, β ∈ S such
that a → β. A semantics S satisﬁes the CF principle if and only if ∀AF, ∀E ∈
ES (AF )E is conﬂict free.
A principle is a set of argumentation semantics. Reinstatement [23] is
also a principle which can be accepted or rejected, and an argumentation
framework can be represented by any binary graph, i.e., as in dominance
theory. The graph theoretical properties of an argumentation graph are
discussed also by Dunne [28]. In this paper the eﬀect of a number of graphtheoretic restrictions is considered: k-partite systems in which the set of
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arguments may be partitioned into k sets each of which is conﬂict-free; systems in which the numbers of attacks originating from and made upon any
argument are bounded, planar systems and so on. For the class of bipartite
graphs, it is shown that determining the acceptability status of a speciﬁc argument can be accomplished in polynomial-time under both credulous and
skeptical semantics.
Principles describe properties that can be written using a logic of argumentation [15]. Which logic of argumentation is most suited to represent
principles is an open problem.
2.4.2.

Acceptance functions in meta-argumentation

At ﬁrst sight it may seem that the Baroni and Giacomin framework is not
much diﬀerent from Dung’s framework. However, the use of acceptance functions give us additional expressive power lacking in Dung’s framework, and
which we explore in the techniques of meta-argumentation in the following
section. One example we already mentioned is the fact that reinstatement is
no longer built in, but it is a deﬁned property. Another example is the fact
that there can be many isomorphic argumentation frameworks, whereas in
Dung’s framework, isomorphic frameworks cannot be distinguished.
We use the existence of isomorphic argumentation frameworks, by demanding that the function f from extended argumentation frameworks to
basic argumentation frameworks can be inverted. It means that f is an injective or one-to-one function, i.e. it is a function which associates distinct extended argumentation frameworks with distinct basic argumentation frameworks, such that every unique extended argumentation framework produces
a unique basic argumentation framework. However, we do not require that
all basic argumentation frameworks must be mapped, such that the inverse
may be a partial function. We do assume that each extended argument
is mapped onto a distinct argument, i.e., the inverse is not a multi-valued
function.
The acceptance function may encode information about arguments. For
example, for an argument, we can identify all the argumentation frameworks
in which it occurs, because only for these argumentation frameworks the
acceptance function is deﬁned:
domain(E) = {AF | E(AF ) is deﬁned}
f ramework(a) = {A, → ∈ domain(E) | a ∈ A}
Then, we can use these deﬁnitions to identify arguments which are never
attacked by other arguments as those elements for which the function f is
well-deﬁned:
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unattacked = {a ∈ U | ∀A, → ∈ f ramework(a)∀b ∈ A : ¬(b → a)}
In principle we could as well have said that distinct extended argumentation frameworks are mapped to the same basic argumentation framework,
such that the inverse would be a multi-valued function. However, we believe
that the use of standard one-valued functions is conceptually clearer here.
2.4.3.

Meta-argumentation methodology

Using acceptance functions, we can make the application of Dung’s theory
of abstract argumentation to itself more precise. In particular, we further
formalize the four steps of deﬁning extended argumentation as an instance
of abstract argumentation, as introduced in Section 2.3.2.
Meta-argumentation is Dung’s theory. E is a function from argumentation frameworks to sets of extensions of arguments.
Meta-arguments “accept(a)” for all arguments a. There is a surjective or one-to-one function from the arguments of the extended argumentation framework to the set of meta-arguments.
Extended argumentation contains Dung’s theory as special case.
There is a case in which f maps the extended argumentation framework
to itself.
In this case, meta-argumentation is argumentation. In this case in
which the extended argumentation framework is a basic argumentation
framework, the functions f and g are bijections.
2.5.

Summary

Abstraction is represented using acceptance functions by the language independence assumption: the set of accepted arguments is the same for isomorphic argumentation frameworks, such that they depend only on the attack
relation. Instantiation means that we describe the structure of arguments,
such that the attack relation is derived from it. Extended argumentation
does not directly describe the structure of the arguments, but describes it
indirectly by other relations among arguments, such as preferences or higher
order attack relations. The meta-argumentation methodology means that
arguments in Dung’s framework are interpreted as meta-arguments which
are mapped to “argument a is accepted” for some argument a.
An apparent distinction between structured arguments and extended argumentation is that the function f may introduce auxiliary arguments, such
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that an instantiation of a basic Dung framework may lead to less arguments
in the extended argumentation framework than in the basic argumentation
framework. To explain this phenomenon, we have to discuss the techniques
of meta-argumentation in the following section.

3.

Meta-argumentation techniques

In this section, we explain three techniques used in meta-argumentation
modeling: ﬂattening of extended argumentation frameworks, representation of Dung’s basic argumentation frameworks by extended argumentation frameworks, and speciﬁcation languages for Dung’s basic argumentation frameworks. We illustrate these new techniques by preference-based
and higher order argumentation.
3.1.

The meta-argumentation techniques: informal introduction

The meta-argumentation methodology is based on the idea that we can
instantiate Dung’s basic argumentation frameworks with extended argumentation frameworks, as discussed in Section 2. The techniques of metaargumentation show how to instantiate basic argumentation frameworks.
The ﬁrst technique to deﬁne and study instantiation functions or algorithms
is called ﬂattening.
3.1.1.

Flattening

Flattening may be seen as the inverse of instantiating a basic argumentation
framework with an extended argumentation framework, because a ﬂattening algorithm takes as input an extended argumentation framework, with
for example attacks on attack relations or preferences among arguments,
and produces as output a basic argumentation framework with attack relations only. Abstractly, ﬂattening is a function f from a set of extended
argumentation frameworks to the set of basic argumentation frameworks:
f : EAF → AF
Such ﬂattening functions or algorithms can be very simple, but they can
also be more involved. For example, relatively simple ﬂattening functions
can be found in the ﬂattening of preference based argumentation frameworks
to basic argumentation frameworks, by deﬁning the attack in the basic argumentation framework as the intersection of the attack and the preference
relation of the extended argumentation framework: an argument attacks
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an argument in basic abstract argumentation when it attacks it in extended
abstract argumentation and the attacker is preferred to the attacked. For
the same preference based argumentation frameworks also other ﬂattening
functions can be deﬁned, an issue we discuss in more detail in Section 3.2.1 of
this paper. We call this ﬂattening algorithm simple, because there is no need
to introduce auxiliary arguments in the basic argumentation framework: its
arguments are precisely the arguments of the extended argumentation framework. However, if we ﬂatten a higher order argumentation framework, then
the arguments of the basic argumentation framework contain not only the
arguments of the extended argumentation framework, but also auxiliary attack arguments, as we discuss in more detail in Section 3.2.3. We call the
arguments which occur both in the extended and basic argumentation framework the primary arguments, and we call the remaining auxiliary arguments
in the basic argumentation framework the secondary arguments.
For a given ﬂattening function, the acceptance function of an extended
abstract argumentation theory can be deﬁned using the acceptance function
of the basic abstract argumentation theory: an argument of an extended
argumentation framework is accepted if and only if it is accepted in the ﬂattened basic argumentation framework. We call this the derived acceptance
function for the extended abstract argumentation framework (for the given
ﬂattening function).
E(f (EAF ))
Roughly, we can use ﬂattening functions or algorithms to deﬁne instantiations of Dung’s argumentation in the following way:
1. Deﬁne a set of extended argumentation frameworks, which contains basic
argumentation frameworks as special cases. For example, all arguments
are equally preferred, there are no higher order attacks, there is only one
agent, or the support relation is empty.
2. Deﬁne a ﬂattening function or algorithm to ﬂatten the extended argumentation frameworks to basic argumentation frameworks.
3. The set of all ﬂattened argumentation frameworks gives the set of all
descriptions of extended argumentation frameworks, together with constraints that hold among them. For example, if there is a description
“argument A attacks argument B”, then there must also be descriptions
“argument A is accepted” and “argument B is accepted”.
4. Invert the ﬂattening function, which gives a function from basic argumentation frameworks to extended argumentation frameworks. Each
combination of a set of extended argumentation frameworks together
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with a ﬂattening function gives an instantiation of Dung’s abstract argumentation theory.
The main challenge to this approach to deﬁne instantiations of Dung’s
theory using the ﬂattening approach is to make it conceptually more clear.
Any modeling technique crucially depends on the simplicity and intuitiveness of its basic concepts, and the inverse ﬂattening approach as we have
discussed it thus far is too abstract to be used eﬀectively. In the above
analysis, the confusing point is that we describe arguments by itself. When
an extended argumentation framework is ﬂattened, the arguments of the
extended argumentation framework are also (primary) arguments of the basic argumentation framework. Though this is done without much problems
when extended argumentation theories are ﬂattened, it becomes conceptually more complicated when we instantiate basic argumentation frameworks.
It is strange for many modelers to instantiate something with itself.
Meta-argumentation is a way to solve this conceptual confusion. From
the perspective of ﬂattening, if an argument a of the extended argumentation framework also occurs in the ﬂattened basic abstract argumentation
framework, then we do not call it argument a anymore, but we call it the
meta-argument “argument a is accepted.” It is confusing if the object and
meta-level are identiﬁed if we instantiate an abstract argument by the same
argument, and thus we solve it by making the abstraction levels explicit.
In other words, when we instantiate abstract arguments, we interpret
them as meta-arguments, and then some of the meta-arguments are instantiated by “argument . . . is accepted”, and some of the meta-arguments are
instantiated by other relations among arguments, for example, “. . . supports
. . . ” or “. . . attacks . . . ”. More abstractly, there is a complete function
that maps arguments in the extended argumentation framework to the basic abstract argumentation framework, and a partial function of abstract
arguments to extended arguments.
A technical issue that comes up is the question whether we can distinguish primary and secondary arguments when we instantiate arguments. In
other words, if we ﬂatten an extended argumentation framework we introduce auxiliary arguments, then how can we recognize these auxiliary arguments in the basic argumentation framework? As we discuss in Section 3.2.3,
in the case of higher order argumentation we can identify auxiliary arguments
using the notion of critical subsets. The idea is that the labeling value of
the auxiliary arguments is determined by the labeling value of the primary
arguments [30, 29].
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Representation

When an extended argumentation theory instantiates a basic argumentation
theory, we say that the basic theory represents the instantiated theory, and
that the instantiated theory is represented by the basic theory. In other
words, when a set of extended argumentation frameworks is ﬂattened to a set
of basic argumentation frameworks, we say that the basic argumentation
theory represents the extended argumentation theory, or that the extended
argumentation theory is represented by the basic theory.
In many cases, a set of extended argumentation frameworks is represented by all basic argumentation frameworks, and the notion of representation may not seem very useful. For example, we can always instantiate
a basic argumentation framework with a preference based argumentation
framework, by choosing the same attack relation, and the universal preference relation. In other words, when we ﬂatten a preference based argumentation framework to a basic argumentation framework, there is always a
basic argumentation framework to which an extended argumentation framework is ﬂattened, namely the argumentation framework with the same attack
relation, and with the universal preference relation.
However, in general, a problem with the ﬂattening technique is that there
can be basic argumentation frameworks which cannot be instantiated, because there is no extended argumentation framework that is ﬂattened to it.
For example, suppose the domain of a ﬂattening function is the set of extended argumentation frameworks that contain a symmetric attack relation
together with a transitive preference relation, and the co-domain is the set
of argumentation frameworks in which the attack relation is acyclic [35, 36].
In that case, there is no extended argumentation framework that is ﬂattened to a cyclic argumentation framework, in other words, if we have a
cyclic argumentation framework, we cannot instantiate it with an extended
argumentation framework. This is a problem, since it means that the instantiation is not deﬁned for a universal domain, but only for some fragments
of abstract argumentation. Moreover, there can be abstract argumentation
frameworks, for which there are two extended argumentation framework that
are mapped to it. In that case, the problem disappears on closer inspection.
When building reﬁnements of models, it is common practice that there are
several options in which a model can be reﬁned.
{AF | ∃EAF ∈ EAF : AF = f (EAF )}
If the instantiation is a complete function, i.e. deﬁned for all basic argumentation frameworks, then we can add principles to the attack relation,
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such that we can deﬁne representation results. In our example, when we
add the symmetry principle to the preference based argumentation framework, then we have to add the acyclicity principle to the basic argumentation
framework. Thus, the principles which we add to the basic and extended
argumentation frameworks do not have to be the same! This is not surprising by closer inspection, because it is precisely due to this property that
preferences have been added to the symmetric argumentation frameworks,
as explained in Section 3.3.
We now encounter our second conceptual problem. When we instantiate a acyclic attack relation by a symmetric one, it becomes confusing.
Therefore we prefer not to use the name attack relation in the extended argumentation framework, but rather use a diﬀerent name. In this particular
case, the name “conﬂict relation” for the extended argumentation framework seems to be better suited. This has been observed before, and others
like Prakken [44] have used the name “defeat’ for the basic attack relation,
and “attack” for the attack relation in the extended argumentation framework with preferences among the arguments. However, we prefer in our
meta-argumentation approach to maintain Dung’s terminology and reserve
“attack” for the attack relation in the basic argumentation framework.
3.1.3.

Speciﬁcation of Dung’s basic argumentation frameworks

Speciﬁcation formalisms are a natural tool used in all areas of modeling.
Often the formalisms which are best to do reasoning are less intuitive to be
used by humans. There may be several reasons. Sometimes the speciﬁcation
formalisms are based on a visual language like UML or entity relationship
diagrams, and the reasoning formalisms are based on description logic or ﬁrst
order logic. In other cases the speciﬁcation formalisms are more compact
than the reasoning formalisms, such as languages to describe multi criteria
decision problems.
Extended argumentation frameworks may be seen as speciﬁcation formalisms, because they may be more compact or more intuitive descriptions
of a basic argumentation framework, namely the basic argumentation framework to which they are ﬂattened. For example, a preference based argumentation framework may be seen as a speciﬁcation of a basic argumentation
framework. In other words, an extended argumentation framework may
be seen as a speciﬁcation of a basic argumentation theory, when the basic
argumentation theory is represented by the extended theory.
The distinction between representation and speciﬁcation is a subtle one.
Most of the extended argumentation theories may be seen as representations
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of basic argumentation frameworks, in the sense that ﬂattening algorithms
have been deﬁned, but they are also more ambitious than speciﬁcation formalisms, in the sense that independent acceptance functions for these extended argumentation theories have been deﬁned. Such an independent acceptance function does not make sense if we consider the extended argumentation frameworks as speciﬁcation formalisms: in that case, the acceptance
function of the extended argumentation theory is the derived acceptance
function from the ﬂattening function.
As an analogy, consider the representation of the preferences of a rational agent in the foundations of statistics, for example in the representation
theorems of Savage [47]. In this theory, the preferences of the agent (as revealed by his actions) are represented by a probability distribution together
with a utility function, and the preferences can be computed from these
two functions by the expected utility decision rule. In such a case, we can
interpret the extended theory of probability and utility as independently
motivated, or we can consider them as theoretical constructs to specify the
agent’s preferences.
Note that a speciﬁcation formalism is distinct from a logic of argumentation, of which several have been deﬁned recently Boella et al. [15]. A logic
of argumentation can be best seen as a language to deﬁne principles of argumentation, since it has as its models a set of argumentation frameworks.
It case be used for argumentation compliance, in the sense that procedures
can be deﬁned to check whether a model satisﬁes a formula, i.e., whether an
argumentation framework satisﬁes a principle.
3.1.4.

Scope of the meta-argumentation techniques

In principle, we can also ﬂattening an extended framework to another extended framework, such that we can combine extended argumentation frameworks. Consequently, we can design argumentation theories by starting from
Dung’s abstract theory and have a sequence of instantiations. In Villata [51],
we show how to use meta-argumentation to merge argumentation frameworks, in which a meta-argument ca be instantiated by “agent i knows argument a” and the acceptable arguments reﬂect the arguments accepted by
the multi-agent system. Moreover, we illustrate how a subsumption relation
can be deﬁned among arguments, and we show how the Toulmin scheme can
be represented using meta-argumentation.
However, we believe that there are also limitations to the approach. On
the one hand there are extensions which are more easily deﬁned in another
way. E.g., if we introduce audiences [10] in our meta-argumentation theory,
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then the distinction between objective and subjective acceptance seems more
diﬃcult to make. Moreover, if we add negotiation among the agents in a multiagent argumentation theory, then it seems better to use a game theoretic
extension of Dung’s theory than to model it using meta-argumentation.
3.2.

Flattening

The use of meta-arguments can be seen as a particular case of the well
known ﬂattening process [38] in logic and algebra. Flattening consists in
the translation of a speciﬁcation into an atomic speciﬁcation with the same
meaning. In the ﬂattening process, constructs such as rename and forget lead
to some minor problems of a syntactical nature. Flattening has been studied
for initial speciﬁcations and for deriving so-called normal forms of structured
speciﬁcations. In our model, we translate an argumentation network into an
atomic speciﬁcation where arguments as substituted by meta-arguments.
3.2.1.

Flattening preference based argumentation frameworks

The ﬁrst step of our approach is to deﬁne the set of extended argumentation frameworks. In this section extended argumentation frameworks with
besides the attacks also preferences among arguments. Abstractly, in this
section the set of extended argumentation frameworks EAF contains all
preference based argumentation frameworks EAF = A, →,  where A is a
subset of the universe of arguments, → is a binary relation on A, and is
a reﬂexive relation on A. We consider the case in which the relations satisfy
additional principles in Section 3.3.
The second step of our approach is to deﬁne ﬂattening algorithms as a
function from this set of extended argumentation frameworks to the set of
all basic argumentation frameworks: f : EAF → AF. The ﬂattening in
Deﬁnition 8 deﬁnes the attack in the basic argumentation framework as the
intersection of the attack and the preference relation of the extended argumentation framework: an argument attacks an argument in basic abstract
argumentation when it attacks it in extended abstract argumentation and
the attacker is preferred to the attacked.
For a given ﬂattening function f , the acceptance function of the extended argumentation theory E  is deﬁned using the acceptance function of
the basic abstract argumentation theory E: an argument of an extended
argumentation framework is accepted if and only if it is accepted in the ﬂattened basic argumentation framework. We call E  the derived acceptance
function for the extended abstract argumentation framework (for the given
ﬂattening function).
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Definition 8. An extended argumentation framework EAF is a
tuple A, →,  where A ⊆ U is a set of arguments and →⊆ A × A is a
binary relations over A, and ⊆ A × A is a binary reﬂexive relation over A.
The universe of meta-arguments is M U = {accept(a) | a ∈ U } and the
ﬂattening function f is given by f (EAF ) = M A, −→, where the set of
meta-arguments M A ⊆ M U is
{accept(a) | a ∈ A}
and the attack relation −→⊆ M A × M A is a binary relation on M A such
that
accept(a) −→ accept(b) if and only if a → b and a

b and not b

a

i.e., a → b and a b.
For a set of arguments B ⊆ M U , the unﬂattening function g is given
by g(B) = {a | accept(a) ∈ B)}, and for sets of arguments AA ⊆ 2M U , it is
given by g(AA) = {g(B) | B ∈ AA}.
Given an acceptance function E for basic argumentation, the extensions
of accepted arguments of an extended argumentation framework are given
by E  (EAF ) = g(E(f (EAF ))) The derived acceptance function E  of the
extended argumentation framework is thus {(a, b) | f −1 (a), g(b)}.
For the same preference based argumentation frameworks also other ﬂattening functions can be deﬁned. Deﬁnition 9 introduces another way to ﬂatten the extended argumentation framework. In this case there does not seem
to be a straightforward reason to prefer one way over the other, but when
we add principles the distinction may be more substantial, as we discuss in
Section 3.3. Besides a conceptual analysis of which ﬂattening function is
better suited for our modelling purposes, there are various ways in which
ﬂattening functions can be compared or composed, and we can deﬁne rationality properties for the ﬂattening function. We give some properties about
ﬂattening functions in Section 3.4.
Definition 9. Let an extended argumentation framework EAF and the universe of meta-arguments M U be as in Deﬁnition 8, and the ﬂattening function f be given by f (EAF ) = M A, −→, where the set of meta-arguments
M A ⊆ M U is again {accept(a) | a ∈ A}, but the attack
relation −→⊆ M A × M A is a binary relation on M A such that
accept(a) −→ accept(b) if and only if a → b and not b

a

Moreover, let the unﬂattening function g and the acceptance function E  of
the extended argumentation framework be as in Deﬁnition 8.
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The third step of the approach determines the set of all possible arguments in the meta-argumentation framework, and relations among them. In
this case, the arguments in the meta-argumentation framework correspond
directly to the arguments in the extended argumentation framework, and
there are no additional constraints, so this step can be skipped.
3.2.2.

Instantiating with preferences among arguments

In the fourth and ﬁnal step of our approach, we consider the instantiation
of a basic argumentation framework as a preference-based argumentation
framework. As explained in Section 2, the motivation for such instantiations is that it give a more expressive representation formalism to model
examples of argumentation. Instantiating a basic argumentation framework
with a preference based argumentation framework goes as follows. Assume
that we use extended argumentation framework with a preference relation,
and a ﬂattening method where the attack relation of the basic argumentation framework is the intersection of the attack and preference relation of
the extended argumentation framework. For each two arguments a and b
such that a attacks b, we have to decide for the extended argumentation
framework, that either:
1. Argument a attacks argument b, and they are equally preferred, or
2. Argument a attacks argument b, and argument a is preferred to argument b, or
3. Argument a attacks argument b and vice versa, and argument a is preferred to argument b.
Note that our meta-argumentation methodology forces us to distinguish
the sets of arguments from the set of meta-arguments. In this simple example, where there is a direct one-to-one mapping from the set of arguments
to meta-arguments, this may seem superﬂuous, but it becomes important in
the following sections.
3.2.3.

Flattening higher order argumentation frameworks

The ﬁrst step of our approach is to deﬁne the set of extended argumentation
frameworks. In this section we consider extended argumentation frameworks
with besides the attacks also attacks among attacks. Abstractly, in this
section the set of extended argumentation frameworks EAF contains all
second order argumentation frameworks EAF = A, →, →2  where A is a
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subset of the universe of arguments, → is a binary relation on A, and →2 is
a reﬂexive and transitive relation on (A∪ →)× →.
The second step of our approach is to deﬁne the ﬂattening function f .
The ﬂattening in Deﬁnition 10 deﬁnes the attack using two auxiliary metaarguments X and Y . Given an argumentation network with atomic arguments a, we introduce the meta-arguments Ya,b which means that a has
attack capability on b, and Xa,b which means that a does not have attack
capability on b. We use the meta-arguments in the following way. Each attack relation a → b is replaced by accept(a) −→ Xa,b −→ Ya,b −→ accept(b).
We call the arguments a and accept(a) the primary arguments, and we call
the remaining auxiliary arguments in the basic argumentation framework
the secondary arguments.

Figure 12. The notions of reﬁnement and abstraction of an AF.

For a given ﬂattening function f , the acceptance function of the
preference-based argumentation theory E  is deﬁned as in Section 3.2.1.
Definition 10. An extended argumentation framework EAF is a
tuple A, →, →2  where A ⊆ U is a set of arguments and →⊆ A × A is
a binary relation over A, and →2 is a binary relation on (A∪ →)× →.
The universe of meta-arguments is extended with X and Y meta arguments M U = {accept(a) | a ∈ U } ∪ {Xa,b , Ya,b | a, b ∈ U }, and the
ﬂattening function f is given by f (EAF ) = M A, −→, where the set of
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meta-arguments M A ⊆ M U is
{accept(a) | a ∈ A} ∪ {Xa,b , Ya,b | a, b ∈ A}
and −→⊆ M A × M A is a binary relation on M A such that
Xa,b −→ Ya,b , Ya,b −→ accept(b)
accept(a) −→ Xa,b if and only if a → b
accept(a) −→ Yb,c if and only if a →2 (b → c)
Ya,b −→ Yc,d if and only if (a → b) →2 (c → d)
The unﬂattening function g and the acceptance function E  of the extended argumentation framework are deﬁned as in Deﬁnition 8.
Let us consider the example proposed by Baroni et al. [6] and represented
in Figure 13. In this example, higher-order attacks are considered. In our
model, they are represented by means of attacks from the “active” metaarguments Y which attack the Y meta-arguments of the attacked attack
relations.
Again there are more alternatives to deﬁne the ﬂattening. For example,
Deﬁnition 11 reduces the number of X and Y meta-arguments to the ones
we really need.
Definition 11. Let an extended argumentation framework EAF and the
universe of meta-arguments M U be as in Deﬁnition 10, and the ﬂattening function f is given by f (EAF ) = M A, −→, where the set of metaarguments M A ⊆ M U is
{accept(a) | a ∈ A} ∪ {Xa,b , Ya,b | a → b}
and −→⊆ M A × M A is a binary relation on M A such that
accept(a) −→ Xa,b , Xa,b −→ Ya,b , Ya,b −→ accept(b) if and only if a → b
accept(a) −→ Yb,c if and only if a →2 (b → c)
Xa,b −→ Yc,d if and only if (a → b) →2 (c → d)
The unﬂattening function g and the acceptance function E  of the extended
argumentation framework are deﬁned as in Deﬁnition 8.
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Figure 13. The representation of the example proposed by Baroni et al. [6] in our meta-argumentation model.

A more general concept is higher order attack. The idea is a straightforward generalization of the notion of second order attack, where now also the
second order attacks can attack other attack relations, or be attacked. For
the details, see Gabbay [30, 29]. Here we illustrate the use of higher order
argumentation to model argumentation by some examples.
The graphical representation of the meta-arguments is presented in Figure 14. The upper part of the ﬁgure represents the argumentation network
given as input while the lower one is the ﬂattened argumentation network
with meta-arguments. Argument a attacks argument b but argument c attacks the attack relation between a and b. We ﬂatten it adding four metaarguments, two for each attack relation, and meta-arguments accept(a). We
compute the following extension, for all argumentation semantics:
{accept(a), accept(c), Yc,Ya,b , accept(b)}
Where meta-arguments Xc,Ya,b and Yc,Ya,b represent the attack of argument c
to the attack meta-argument represented by Ya,b , as shown in Figure 14.
As discussed in Section 2, an attack can itself attack by a higher-order
attack another argument, as shown in Figure 15(a). Argument c is attacked
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Figure 14. Graphical representation of the extended argumentation network and the ﬂattened one.

by the attack a → b. This attack is raised by meta-argument Ya,b which is
the meta-argument representing the “active” state of the attack a → b. The
extension of this argumentation framework is {accept(a)}.
Another example is shown in Figure 15(b) where, starting from Figure 15(a), we add a new attack from the new argument d to argument a. This
example shows a case in which without meta-arguments it does not make
sense. The attack of d is translated in the object level in an attack of d to
the two meta-arguments representing its attack on accept(a), Xd,a and Yd,a .
The extension of this example is as follows: {accept(d), Yd,a , Xa,b , accept(b),
accept(c)} since the attack a → b, represented by Ya,b , is not in the extension
being accept(a) not in the extension too.
Figure 16 represents another example of translation from an argumentation network to the ﬂattened one. The represented case consists in an attack
between two arguments a and b and another attack from the attack a → b
to argument c. The ﬂattened version represents the attack of the attack
as an attack from meta-argument Ya,b to argument accept(c). The computation of the extension for the ﬂattened argumentation network is as
follows: {accept(a), Ya,b }.

152

338

153

G. Boella, D. M. Gabbay, L. van der Torre, and S. Villata

Figure 15. Two examples of higher-order attack in the ﬂattened argumentation network.

Finally a more complex argumentation network is presented in Figure 17.
This argumentation network depicts argument a which attacks argument b
and this attack is attacked by argument c. The attack from argument c
to a → b attacks also argument b. This argumentation network is ﬂattened
in Figure 17(b). The extended argumentation framework has the following
extension: {accept(c), accept(a)}.
In order to give a procedural way of building the meta-argumentation
network from a complex argumentation framework obtaining an abstract
Dung’s based argumentation framework, we deﬁne a ﬂattening algorithm.
The algorithm works as follows.
The algorithm uses three main functions: function add() adds new arguments to the ﬂattened argumentation framework under the form of reﬁnement [B, S] of the starting argumentation framework, function newAttack()
adds a new attack relation to the reﬁnement [B, S] of the argumentation
framework and f indAcc() returns the Y meta-arguments of the given attack
relation. Algorithm FLATTENING ALGORITHM is composed by four fundamental steps: the ﬁrst one consists in ﬂattening the attack relations between
arguments of the starting argumentation framework, the second one consists in ﬂattening the attacks from an argument to another attack, the third
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Input: An argumentation network A, R.
Output: A ﬂattened argumentation network N ∪ A, E
forall a × b ∈ R with a, b ∈ A do
add(Xa,b , Ya,b );
newAttack(accept(a), Xa,b );
newAttack(Xa,b , Ya,b );
newAttack(Ya,b , accept(b));
end
forall a × y ∈ R with a ∈ A and y ∈ R do
yacc = f indAcc(y);
add(Xaccept(a),yacc , Ya,yacc );
newAttack(accept(a), Xa,yacc );
newAttack(Xa,yacc , Ya,yacc );
newAttack(Ya,yacc , yacc );
end
forall a × b ∈ R with a ∈ R and b ∈ A do
aacc = f indAcc(a);
newAttack(aacc , Xaacc ,b );
newAttack(Xaacc ,b , Yaacc ,b );
newAttack(Yaacc ,b , b);
end
forall a × b ∈ R with a, b ∈ R do
aacc = f indAcc(a);
bacc = f indAcc(b);
newAttack(aacc , Xaacc ,bacc );
newAttack(Xaacc ,bacc , Yaacc ,bacc );
newAttack(Yaacc ,bacc , bacc );
end
Algorithm 1: FLATTENING ALGORITHM
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Figure 16. Example of higher-order attacks between four arguments.

one considers the attacks from an attack to an argument and, ﬁnally, the
fourth one consists in ﬂattening the attacks from attack relations to attack
relations.
The set of all ﬂattened argumentation frameworks gives the set of all descriptions of extended argumentation frameworks, together with constraints
that hold among them. For example, if there is a description “argument a
attacks argument b”, then there must also be descriptions “argument A is
accepted” and “argument B is accepted” and the constraints represented by
the attacks between meta-arguments Xa,b and Ya,b . This means to deﬁne a
set of basic argument types, together with a number of constraints on this
set of basic arguments and the attack relations between them. For example,
if there are attack arguments, then there can be only attack arguments from
basic arguments, or also from attack arguments. We constraint that, having
an attack from a to b and the descriptions “argument a is accepted” and
“argument b is accepted” and Xa,b , Ya,b , argument accept(a) 1 must attack
argument Xa,b which must attack argument Ya,b which, ﬁnally, must attack
argument “argument b is accepted”.
1

Using the short notation for “argument a is accepted”.
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b
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(a) Meta-level

(b) Object level

Figure 17. An argumentation network in the meta level (a) and object level (b).

The third step of the approach determines the set of all possible arguments in the meta-argumentation framework, and relations among them. In
the case of Deﬁnition 10, the universe of meta-arguments is extended with X
and Y meta arguments M U = {accept(a) | a ∈ U } ∪ {Xa,b , Ya,b | a, b ∈ U },
and the attack relation is characterized by −→⊆ M A × M A is a binary relation on M A such that Xa,b −→ Ya,b , Ya,b −→ accept(b). For example, if there
is a meta-argument Xa,b if and only if there is a meta-argument Ya,b . For the
ﬂattening function in Deﬁnition 11, we have that Xa,b implies accept(a) ∈ A
and accept(b) ∈ A, but not vice versa.
3.2.4.

Instantiating abstract arguments

In the fourth and ﬁnal step of our approach, we consider the instantiation
of a basic argumentation framework as a higher order argumentation framework. Instantiating a basic argumentation framework with a second order
argumentation framework goes as follows. For each two arguments a and b
such that a attacks b, we have to decide for the extended argumentation
framework, that either:
1. Argument a attacks argument b, and this attack is not attacked itself, or
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2. Argument a attacks argument b, and the attack is attacked by an argument which is itself not attacked, or
3. Argument a attacks argument b and vice versa, and the attack of argument b to argument a is attacked by another argument or attack which
is accepted.
We can recognize auxiliary or secondary arguments like the X and Y arguments by the acceptance function. For example, in the ﬂattening function
of Deﬁnition 11, and argument Xa,b is accepted if the argument accept(a)
is not accepted, and Ya,b is accepted if the argument accept(a) is accepted
too. In general, the auxiliary arguments are not part of the critical set, see
Gabbay [30, 29].
3.3.

Representation

The meta-argumentation techniques become more interesting when the argumentation framework satisfy some principles. The following deﬁnitions and
results for preference based argumentation are taken from Kaci et al. [35, 36],
and they show that if the attack relation in the extended argumentation
framework is symmetric, and the preference relation is transitive, then the
attack relation of the ﬂattened argumentation framework is acyclic. Moreover, they show that the two ﬂattening functions of Deﬁnition 8 and Deﬁnition 9 give rise to two distinct acyclicity or loop principles. To distinguish
the attack relation in the extended argumentation framework from the attack relation in the basic argumentation framework, we call the former an
incompatibility relation.
Definition 12 (Incompatibility+preference argumentation framework [36]).
An incompatibility+preference argumentation framework is a triplet
A, C,  where A is a set of arguments, C is a symmetric binary incompatibility relation on A × A, and is a preference relation on A × A.
Definition 13 ([36]). Let A, R be
A, C,  an incompatibility+preference
that A, C,  represents A, R iﬀ for
have A R B iﬀ A C B and not B
A.
by C and .

an argumentation framework and
argumentation framework. We say
all arguments A and B of A, we
We say also that R is represented

Definition 14 (Acyclic argumentation framework [35]). An argument A
strictly attacks B if A attacks B and B does not attack A. A strict
acyclic argumentation framework is an argumentation framework A, R in
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which there is no sequence of arguments A1 , . . . , An  such that A1 strictly
attacks A2 , A2 strictly attacks A3 , ..., An−1 strictly attacks An , and An
attacks A1 .
Summarizing, strictly acyclic argumentation frameworks are characterized by incompatibility+preference argumentation frameworks.
Theorem 1 ( [36]). A, R is a strictly acyclic argumentation framework (in
the sense of Deﬁnition 14) if and only if there is an
incompatibility+preference argumentation framework A, C,  that represents it (in the sense of Deﬁnition 13).
Definition 15 ([35]). Let A, R be an argumentation framework
and A, C,  a conﬂict+preference argumentation framework. We say
that A, C,  represents A, R iﬀ for all arguments A and B of A, we
have A R B iﬀ A C B and A B. We also say that R is represented by C
and .
Definition 16 (Acyclic argumentation framework). An acyclic argumentation framework is an argumentation framework A, R in which the attack
relation R ⊆ A × A satisﬁes the following property:
If there is a set of attacks A1 RA2 , A2 RA3 , · · · , An RA1 then we have
that A2 RA1 , A3 RA2 , · · · , A1 RAn .
Summarizing, acyclic argumentation frameworks are characterized by
conﬂict+preference argumentation frameworks.
Theorem 2 ([36]). A, R is an acyclic argumentation framework if and
only if there is a conﬂict+preference argumentation framework A, C,  that
represents it.
See the original papers by Kaci et al. [35, 36] for further details and discussions. What is important for the meta-argumentation techniques is that
principles on extended argumentation frameworks give rise to other principles for the basic argumentation framework. Therefore, if we instantiate
Dung’s argumentation theory with a preference based argumentation theory with a symmetric attack relation, the above results give us a criterium
to decide among the two ﬂattening functions in Deﬁnition 8 and 9. The
choice depends on which kind of cycles we want to be able to model in the
argumentation frameworks.
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Speciﬁcation formalisms

There exists another way of using the mappings from the extended representation, as shorthand notation for representing the argumentation framework.
What we need at this point is a set of requirements which we have to satisfy in order to develop a ﬂattening algorithm for this shorthand notation.
The requirement of Modgil [40], and of Baroni and Giacomin [7], is to deﬁne an argumentation theory for the higher order case, and then to show
that the ﬂattened argumentation framework corresponds to the higher order
one. But the thing is that this approach just seems to transfer the problem. The question what are the reasons to accept the higher order theory?
For an extended discussion about the semantics for higher level attacks, see
Gabbay [29].
We propose to ﬁnd new requirements which have to be satisﬁed by the
ﬂattening algorithm. Some examples of such requirements are listed below.
A ﬁrst requirement of the ﬂattening algorithm is the kind of inputs the
algorithm accepts, i.e., the kind of higher order structures which can be
ﬂattened. For example, the algorithm allows for ﬂattening attacks attacking
attacks (Baroni et al. [6] do not, in their approach only arguments can
attack attacks), and so on. The minimal higher order structures which must
be ﬂattened are given by the Argumentation Framework with Recursive
Attacks of [6].
For this knowledge representation language, there are at least three possible solutions:
• the Baroni et al. [6] ﬂattening, which considers only Ya,b arguments;
• the Boella et al. [52] ﬂattening, which uses only Xa meta-arguments instead of Xa,b ;
• the ﬂattening proposed in this paper, which uses both Xa,b and Ya,b
meta-arguments.
A second requirement is that the argumentation framework output has to
contain at least the arguments of the input. A third requirement is that if the
argumentation framework is already ﬂattened, then the ﬂattening algorithm
returns the original framework. A weaker variant of the third requirement is
that if the original argumentation framework is already ﬂattened, then the
extensions of this framework are the same as the extensions of the ﬂattened
argumentation framework given by the algorithm. Maybe more precisely,
this should hold if we ﬁlter out the atomic arguments. For example, if we
have arguments a and b, and a → b, then the ﬂattened argumentation framework is {a, Xa,b , Ya,b , b} with a → Xa,b , Xa,b → Ya,b , Ya,b → b. The extension
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of the ﬁrst argumentation framework is {a} while the extension of the second
one is {a, Ya,b }. This weak constraint does not hold, unless some constraints
on the semantics are imposed. For example, consider again the argumentation framework {a, Xa,b , Ya,b , b} with a → Xa,b , Xa,b → Ya,b , Ya,b → b.
Suppose there is a semantics which outputs arguments {a, b} from such a
framework, then clearly the constraint is violated.
A fourth requirement is on the output. The output must be a Dung
style argumentation framework, but it seems that none of the above ﬂattenings returns precisely a Dung style argumentation framework. In particular,
the problem consists in the names given to the arguments in the ﬂattened
framework. We could simply deﬁne the output to be such that the names
are ﬁltered out, but then we do not know what the extension is, because we
need to ﬁlter the atomic arguments from the output.
An ﬁfth requirement is that the ﬂattening algorithm should be reversible.
Thus, given a ﬂattened argumentation framework, we can somehow recover
the original higher order argumentation framework. A sixth requirement,
which is very important, is on the compositionality of the ﬂattening algorithm. E.g., if we add an attack or an argument, then we only have to
ﬂatten this additional attack or argument. A seventh requirement is on the
complexity of the algorithm since a compositional algorithm should have low
complexity.
A ﬁnal requirement could be based on the dynamic properties, see for
example Boella et al. [17, 16].
3.5.

Summary

The discussion on the techniques of meta-argumentation highlighted several
guidelines for meta-argumentation modeling.
First, instead of instantiating arguments by themselves, we distinguish
argument and meta-arguments. From the perspective of ﬂattening, if an
argument a of the extended argumentation framework also occurs in the
ﬂattened basic abstract argumentation framework, then we do not call it
argument a anymore, but we call it the meta-argument “argument a is accepted.” In other words, when we instantiate abstract arguments, we interpret them as meta-arguments, and then some of the meta-arguments are
instantiated by “argument . . . is accepted”, and some of the meta-arguments
are instantiated by other relations among arguments, for example, “. . . supports . . . ” or “. . . attacks . . . ”. Such auxiliary arguments can be identiﬁed
in the acceptance function, because they do not belong to a critical set.
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Second, if both the basic and the extended argumentation framework
contain an attack relation, but they satisfy distinct principles, as can be
shown by representation theorems, then we choose another name for the
attack relation in the extended argumentation framework. In the particular
case of preference based argumentation, the name “incompatibility relation”
for the extended argumentation framework seems to be better suited.
Third, abstract properties of the ﬂattening functions are to be deﬁned.
If extended argumentation frameworks are used as speciﬁcations for basic
argumentation frameworks, then the used extensions and ﬂattening functions
have to be motivated independently.

4.

Related work

In this paper we introduce the methodology of meta-argumentation to model
argumentation itself. Bondarenko et al. [21] and Verheij [50] may be seen as
predecessors of the meta-argumentation approach.
In some way, Dung and colleagues [21] propose already to instantiate his
theory rather than to extend it, and abstract arguments have been instantiated by, for example, assumptions, default rules, or clauses from a logic
program. One of the main reasons for the popularity of Dung is that such
so-called extensions can also be modeled as instances of Dung’s framework.
However, Dung’s framework is seen as an abstract reference model into which
less abstract models can be mapped, but is not meant to be the “starting
point” of a modeling activity. Bondarenko et al. [21] refers to Dung’s framework as an abstraction of logic programming semantics interpretation, and
the assumption-based approach proposed is not introduced as an instantiation of Dung’s framework but rather as a sort of intermediate abstraction
with respect to various non-monotonic logics.
Verheij [50] presents the argument assistance system, DEFLOG, which
can be used to keep track of diverging positions and assist in the evaluation
of opinions, in the research area of the dialogical theories of reasoning. The
ﬁrst consideration towards DEFLOG’s logical language is the recognition
of the warrants of argument steps as logically compound sentences. Since
warrants connect two statements, they can be expressed in a logical style
using binary connectives. On the one hand, the warrant of a supporting
step in which the statement that j is a reason for the statement that y,
is denoted using a binary connective, . On the other hand, the warrant
of an attacking step in which the statement that j is a counterargument
to the statement that y is denoted using the combination of the binary
connective and a unary connective. The defeat of a statement is expressed
using the unary connective ×. A sentence ×j expresses that the statement
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that j is defeated. As a result, it becomes possible to deﬁne attack in
terms of conditional justiﬁcation and defeat: the statement that j → y can
be deﬁned as the statement that if j is justiﬁed, then y is defeated, it is
expressed by j  ×y.
Meta-argumentation has been treated in an explicit way in the following works. Jakobovitz and Vermeir [33] show how to associate to an argumentation framework its so-called meta-argumentation framework in which
meta-arguments represent labelings of the original framework. It turns out
that the minimal semantics of the meta-framework characterizes the robust sets of the original framework, thus providing a simple procedure to
compute robust sets. They deﬁnes a meta-argumentation framework as
the tuple A∗ , ∗  where AF ∗ is the set of restricted labeling of AF such
that A∗ = { l such that l is a labeling of AF |S for some S ⊆ A} and l ∗ l
iﬀ l is an incompatible extension of l. All of the labelings and restricted
labelings of AF , together with their attacks, are represented in the metaargumentation framework.
Extending an argumentation framework with the support relation has
been done by Cayrol and Lagasquie-Schiex [25] and Amgoud et al. [4] using meta-argumentation. The authors aim in deﬁning support and defeat
independently one from the other and they introduce an extension of an
argumentation framework called bipolar argumentation framework. An abstract bipolar argumentation framework is an extension of the basic Dung’s
argumentation framework in which two kinds of interactions between arguments are used, having thus a bipolar representation of the interactions
between arguments. At the meta level, they have arguments in favor of other
arguments, i.e., the support relation, and also arguments against other arguments, i.e., the defeat relation.
A work which discusses another way of doing ﬂattening of argumentation
frameworks is presented by Gabbay [30, 29]. The author shows how to substitute one argumentation network as a node in another argumentation network, providing the notion of higher level networks. Substitution is treated
as a purely logical operation. Given a network (S, R) with a node x ∈ S,
Gabbay sees it as a variable for which we can substitute values. There are
two immediate problems: give meaning to the substitution and generalize
the notion of the network so that it is closed under substitution. Higherlevel networks are networks with conjunctive and disjunctive attacks. The
author introduces a new kind of Caminada [23] labelling thinking in terms
of labels as functions and giving values to the nodes in some algebraic or
numerical range (e.g., complex or real numbers). These equations are solved
thanks to the addition of variables not present in the argumentation network.
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This work and our one are both concerned with the notions of abstraction
and instantiation. In Gabbay [30, 29], an argumentation network could be
abstracted and seen as a single node of another argumentation network and
then the node is instantiated with all the nodes and attack relations of the
networks which represent its reﬁnement. Fibring seems more general than
meta argumentation since the same argument can occur in the substituted
network as well as in the original one, e.g. if we have x → a → y, and
we replace a by c → x. However, in our approach, we also can have the
same arguments at distinct abstraction levels. The applied methods are
diﬀerent. While Gabbay [30, 29] uses collective arguments, we use meta argumentation producing from the original, complex argumentation network
a new network in which it is simpler to compute the labelling. The two
ﬂattening approaches seem to suggest, i.e., in the section eliminating joint
and disjunctive attacks, that the ﬁbring approach can be reduced to a meta
argumentation approach.
An approach to meta-argumentation is provided also by Wooldridge
et al. [53]. The starting point of this work is the same of our one and consists
in the view that arguments and dialogues are inherently meta-logical processes. The authors argue that rational argumentation also involves putting
forward arguments about arguments, and it is in this sense that they are
meta-logical. For example, a statement that serves as a justiﬁcation of an
argument is a statement about an argument: the argument for which the
justiﬁcation serves must itself be referred to in the justiﬁcation. They construct a well-founded tower of arguments, where arguments, statements, and
positions at a level n in the hierarchy may refer to arguments and statements
at levels m, for 0 ≤ m < n. In the bottom of the hierarchy there are object
level statements about the domain of discourse. The presented hierarchical ﬁrst-order meta-logic is a type of ﬁrst-order logic in which individual
terms in the logic can refer to terms in another language. This formalization
enables to give a clean formal separation between object-level statements,
arguments made about these object level statements, and statements about
arguments. Similarly as our approach, the authors argue that any proper formal treatment of logic-based argumentation must be a meta-logical system.
This is because formal arguments and dialogues do not just involve asserting the truth or falsity of statements about some domain of discourse: they
involve making arguments about arguments, and potentially higher-level references (i.e., arguments about arguments about arguments). The main difference in comparison with our approach consists in the modeling perspective
by which we present and discuss meta-argumentation, without developing
a new meta-logic.
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Modgil and Bench-Capon [42] show how hierarchical second-order argumentation can be represented in Dung’s theory using attack arguments.
The authors present an extension of Dung’s argumentation framework enabling the integration of meta-level reasoning about which arguments should
be preferred. The extended argumentation framework introduced by them
is similar to our one since they introduce meta-arguments for preferences
which can be compared to our X and Y meta-arguments. They show how
meta-level argumentation about values can be captured by the extended
argumentation frameworks they deﬁned showing also that these extended
argumentation frameworks can be rewritten as Dung argumentation frameworks. In particular, they used a hierarchical approach with three levels such
that binary attacks are between arguments within a given level, and defence
attacks originate from arguments in the immediate meta-level. In the case of
attacks such as a → b they add two intermediate meta-arguments which operate like our X and Y meta-arguments but they do not use meta-arguments
like “argument a is accepted”.
Baroni et al. [6] investigate the generalization the argumentation framework notion of attack by allowing an attack, starting from an argument, to
be directed not just towards an argument but also towards any other attack.
This is be achieved by a recursive deﬁnition of the attack relation leading
to the introduction and preliminary investigation of a formalism called argumentation framework with recursive attacks.
Second and higher order argumentation have been discussed in a modeling approach to argumentation by Boella et al. [20]. In this work, a new
way to analyze cooperation using argumentation networks is presented. The
authors introduce diﬀerent modelling decisions which can be adopted by the
coalitions, represented as arguments, in order to be formed and to survive
to the attacks of the other coalitions. In [20], the idea is that ﬁrst and
second order attacks do not depend directly on the coalitions, in the sense
that a coalition cannot invent them if they are not already available for it.
Concerning second order attacks, the coalition can decide to attack or not,
but it can only decide to attack if there is this possibility of attack. This
choice is modeled considering the following two alternatives: removing the
second order attack from the argumentation framework or adding a higher
order attack for representing that the coalition decides to not attack. The
ﬁrst solution presents a problem, particularly in iterative design, since, in
this case, it is necessary to reﬁne diﬀerent argumentation frameworks, due
to the removal of the second order attack which means also the removal of
the dynamic dependency underlying it. The authors adopt the second alternative, introducing higher-order attacks to model the choice not to attack at
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the coalition level of the iterative design process, without having to change
the level below. In fact, the dynamic dependency still exists if the coalition
either chooses not to attack (i.e., adding a higher order attack) or to attack
at the higher level (i.e., not adding an higher order attack).

5.

Conclusions

In this paper we introduce the meta-argumentation viewpoint on argumentation, which conceptualizes argumentation together with arguing about
argumentation. Our meta-argumentation viewpoint assumes that metaargumentation has to be able to mirror argumentation, for example, lawyers
should be able to mirror the argumentation of suspects, and political commentators should be able to mirror the argumentation of politicians. Moreover, our meta-argumentation viewpoint assumes that the common pattern
in argumentation and meta-argumentation is conﬂicts resolution, and that
the relation of argumentation and meta-argumentation is argument instantiation, which both can be modeled using Dung’s theory of abstract argumentation. In meta-argumentation, arguments of Dung’s framework are interpreted as meta-arguments which are mapped to “argument a is accepted”
for some argument a.
We show how to use meta-argumentation as a general methodology for
modeling argumentation. Our meta-argumentation methodology is a way
to use Dung’s argumentation theory by guiding how it can be instantiated
with extended argumentation theories. We need some more general concepts than introduced by Dung, for which we use the Baroni and Giacomin
framework [7] of – what we call – acceptance functions and argumentation
principles. In this framework, abstraction is represented by the notion of
isomorphic argumentation frameworks and the language independence assumption. This assumption says that the set of accepted arguments is the
same for isomorphic argumentation frameworks, such that they depend only
on the attack relation. Therefore we can deﬁne the ﬂattening of the acceptance function of an extended argumentation theory to Dung’s acceptance
functions as a bijection, such that we can use the inverse function as the
instantiation of Dung’s theory.
The technique of meta-argumentation applies Dung’s theory of abstract
argumentation to itself, by instantiating Dung’s abstract arguments with
meta-arguments using the ﬂattening techniques. Such auxiliary arguments
can be identiﬁed in the acceptance function, because they do not belong to
a critical set. Representation techniques are used to show that the attack
relation of the basic and the extended argumentation framework may satisfy
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distinct principles, and therefore we choose another name for the attack relation in the extended argumentation framework, for example “incompatibility
relation” for the preference based argumentation framework. Extended argumentation frameworks are used as speciﬁcations for basic argumentation
frameworks, in the sense that they are a way to model argumentation. The
used extended argumentation frameworks and ﬂattening functions therefore
have to be motivated independently from a modeling perspective, for which
we deﬁne abstract properties of the ﬂattening functions.
There are various topics for further research. A ﬁrst topic for further
research is a study of the relation between ﬁbring argumentation frameworks and meta-argumentation, where the former instantiates abstract arguments with other argumentation frameworks, and the latter instantiates
meta-arguments. Despite their apparent diﬀerences, they use similar techniques, in particular ﬂattening functions. Such a comparison could lead to a
more general formal framework for formal argumentation, which has ﬁbring
and meta-argumentation as special cases. This could incorporate not only
ﬂattening, representation and speciﬁcation techniques discussed in this paper, but it would incorporate also other new ideas in formal argumentation
like logics of argumentation and dynamic approaches to argumentation.
A second topic for further research is the use meta-arguments. For
the X and Y meta-arguments discussed in this paper, we can distinguish
two modeling challenges. First, if we like to model something, then when
do we introduce attacks among these X and Y meta-arguments? Second, if
we have a meta-argumentation framework with X and Y meta-arguments,
then how can or should we read the attacks among these meta-arguments?
These questions are addressed in Villata [51] for merging argumentation
frameworks in multiagent argumentation, subsumption relations in bipolar
argumentation, and combining micro-arguments using Toulmin’s scheme.
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Abstract: We introduce an approach to iteratively design ‘small’ social networks used
in software engineering together with methods analyzing the cooperation in the system.
The degree of cooperation is measured by the emergence of coalitions and their stability
over time. At the most abstract level, which we call the coalition view, coalitions are
abstract entities that may dominate or attack other coalitions. During iterative design,
these abstract entities are refined with agents and their dependencies constituting the
coalitions (dependence view), the powers of sets of agents to see to goals (power view)
and finally the beliefs, plans, tasks and goals of agents (agent view). The analysis
methods predict the emergence of coalitions based on reciprocity and argumentation
theory.
Key Words: Coalitions, multiagent systems, argumentation, dependence networks.
Category: I.2.11, I.6.5

1

Introduction

A social network is a social structure composed by nodes, which are generally
individuals or organizations, that are tied by one or more speciﬁc types of interdependency. Wide social networks and small ones share the same structure
but diﬀerent kinds of analysis are needed. The analysis of large social networks
[Hanneman and Riddle 2005] is usually based on either data-mining or graphbased techniques, such as small world properties, centrality, cliques, similarity,
and so on. These analysis tools work well for large networks, such as those composed by the nodes in the world wide web or the members of FaceBook, but they
work less well for small networks representing the relations among stakeholders
in software engineering. Moreover, they do not support iterative design of software in order to interact with the designed system to provide a form of research
for informing and evolving a project, as successive versions.
Small social networks are analyzed in software engineering, for example by the
TROPOS methodology [Bresciani et el. 2004], developed for agent-oriented de-
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sign of software systems. The intuition of the TROPOS methodology
[Bresciani et el. 2004] is to couple the instruments oﬀered by software engineering and the multiagent paradigm. In this paradigm, the entities composing the
system are agent, autonomous by deﬁnition, characterized by their own sets of
goals, capabilities and beliefs. The multiagent paradigm allows the cooperation
among the agents with the aim to obtain common and personal goals. In this
way, multiagent systems oﬀer a solution for open, distributed and complex systems and the approach combining software engineering and multiagent systems
is deﬁned Agent-Oriented Software Engineering. A typical social dependence
network in the TROPOS methodology [Bresciani et el. 2004] contains at most
a hundred nodes, in contrast to the hundreds of thousands of nodes used in the
web or in FaceBook.
In this paper, we are interested in the analysis based on cooperation which
emerges in ‘small’ social networks in order to achieve a greater number of goals.
As a measure of cooperation, we analyze the coalitions [Shehory and Kraus 1998]
that emerge in a social network assuming reciprocity, for example measuring the
number of coalitions [van der Torre and Villata 2009], the kinds of coalitions
[Boella et al. 2008], or the stability of the coalitions. This breaks down in the
following questions.
1. How to iteratively design a social network?
2. How to analyze the reciprocity based coalitions that may emerge in social
networks at various degrees of abstraction?
3. How to reﬁne the abstract coalition models with social dependencies among
agents, powers of sets of agents, and plans or tasks?
At the highest level of abstraction, coalitions are purely abstract and we
only specify whether the creation of one coalition will block the creation of
another coalition. We say that two coalitions are attacking each other and the
stability argument sets a preference of the ﬁrst coalition over the second one,
and we use abstract argumentation theory [Bench-Capon and Dunne 2007] to
determine the acceptable coalitions. At the second level of abstraction, we detail
the composition of a coalition which is seen as a set of agents and a set of
dependencies between them. Our notion of coalition is based on the concept
of reciprocity which constraints each node to contribute something, and to get
something out of it. For example, in a virtual organization each node has to be
useful for another node. At the third level of abstraction, we detail the powers
and goals of the individual agents. At the fourth level of abstraction, we also
detail the beliefs, decisions and goals of the agents. For the analysis we focus on
the coalition and dependence views, and leave a detailed analysis of the power
and agent views for further research.
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We illustrate our approach using a grid scenario. Consider, for example, a
virtual organization for e-Science composed by nodes belonging to academic
institutions such as universities and research centers. Inside the virtual organization, sub-groups can be formed with the aim to collaborate in order to achieve
a greater number of goals, i.e., if node a cannot store a ﬁle but it can help node
b in doing a computation and b can store a’s ﬁle, these two nodes form a reciprocity based coalition in order to achieve both goals. It would be possible that
two or more candidate coalitions share the same goals, e.g. two nodes can do the
storage for node a and thus it becomes necessary to have a mechanism to decide
what coalition can be formed.
Using social dependence networks to represent the multiagent system, as
in TROPOS [Bresciani et el. 2004], allows us to model, particularly for the requirements analysis phase of the design process, the domain stakeholders. The
analysis of cooperation in this context is relevant since agents can form coalitions
with the aim to achieve more goals than what they can achieve alone. As in well
known game theoretic approaches to cooperation [Shehory and Kraus 1998], we
face with problems of incompatibilities between the possible coalitions which can
be formed. We manage these incompatibilities using an argumentation framework treating each candidate coalition as an argument, the incompatibilities as
the attacks between the arguments and, ﬁnally, using the extensions to ﬁnd out
the acceptable coalitions.
The layout of this paper is as follows. Section 2 presents a grid-based scenario showing how the presented methods can be used to model real systems.
In Section 3, we present how to argue about the coalition view level using an
argumentation framework. Section 4 presents how to argue about the dynamic
dependence view level to know which coalitions are formed. In Section 5, we
present the agent view and the power view. Related work and conclusions end
the paper.

2

Iterative social network design

In this section, we answer to the ﬁrst research question, presenting the four
viewpoints composing our iterative design model and we describe the concepts
we use in the model thanks to an ontology. Moreover, we provide a running
scenario based on the grid architecture explaining our model of iterative design
for small social networks.
2.1

Coalitions in a grid-based scenario

Cooperation in grid, in particular virtual organizations, can be seen as coalition formation in social networks. A virtual organization allows the users, their
roles and the resources they can access in a collaborative project to be deﬁned
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[Foster et al. 2001]. In particular, we look into small sets of nodes within virtual
organizations as coalitions. Reciprocity-based coalitions can be viewed as subsets
of a virtual organization, in which there is the constraint that each node has to
contribute something, and has to get something out of it.
The scenario of virtual organizations based on grid networks represents a case
study able to underline the beneﬁts of the presented viewpoints and the argumentation framework to argue about the evolution of coalitions over time. First
of all, in the multiagent paradigm agents’ autonomy is assumed in all representations, i.e., the grid philosophy imposes the autonomy of the nodes composing
it. Second, the presented model depicts the system using dependence networks,
structures similar to the grid network itself. Finally, the idea that subsets of
nodes composing a virtual organization compose also diﬀerent coalitions sharing
common goals and attacking each others helps in providing the intuition of the
addressed problem and the proposed solutions.
Concerning viewpoints, a virtual organization can be represented using our
four views in order to highlight diﬀerent aspects: the agent view presents each
node of the grid as an agent with a set of associated skills and goals, the power
view presents the nodes which can achieve the goals of the virtual organization
and what are the nodes with the conditional power to add new goals to the
other nodes, the dynamic dependence view describes the virtual organization
in terms of dependencies giving it a network structure and, ﬁnally, the coalition
view represents the virtual organization as sets of nodes representing reciprocitybased groups. In this context, the modeled stakeholders represent the nodes of
the virtual organization and their concern is to store and run data.
2.2

Ontology

In this section, we introduce the ontology used in our model, represented as
a UML diagram shown in Figure 1. This ontology summarizes the concepts
introduced in our four views. Particularly, it introduces the concepts of agent,
fact, skill and goal. Each agent has a set of facts in which it believes and a
set of goals that it has to achieve by means of its skills and these relations are
represented by the agent view. Figure 1 presents two kinds of dependencies,
dependencies and dynamic dependencies. The ﬁrst one explain that an agent
(depender) depends on another agent (dependee) to achieve a goal (dependum)
while dynamic dependencies enable the addition or removal of dependencies by
a third agent (dyndep creator). The notion of coalition, with its subclasses, is
linked to both the concepts of common and dynamic dependency and agent since
we deﬁne a coalition as a set of dependencies and agents. The preference of one
coalition over the other one is represented by the higher order dependency which
is a dynamic dependency. Finally, we introduce in our four views the concept of
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time representing the agents, the dependencies and the coalitions present in the
system in each time instant.

Figure 1: UML diagram of the ontology of our model.

2.3

Iterative design: refining viewpoints on grid-based coalitions

Figure 2 illustrates the iterative design of the grid scenario. It contains our four
viewpoints and the reﬁnement relations between them. Each row in the table
explains one viewpoint. Going from one row to the one below is a reﬁnement,
and going to a row above is an abstraction. The designer starts with the top row,
and reﬁnes it in each step to the row below it. It can well be that the designer
encounters a problem in a more reﬁned view and then has to adapt the more
abstract views, leading to the iterative design cycle. However, here we consider
only the reﬁnements of the views, not the revisions or updates of them.
n this section, we describe the four viewpoints in detail. For each viewpoint
represented by a row, the leftmost column summarizes the part of the ontology
used for this viewpoint. The next two columns visualize the ﬁrst two elements of
the temporal sequence within the viewpoint. The rightmost column gives some
additional explanation on the grid example. The analysis method is implicitly
represented in the example. Cooperation is represented by straight and dashed
lines. A straight line represents the candidate coalition, and a dashed line represents that it is not formed.
The coalition view, in Figure 3, represents the most abstract viewpoint used
to argue on coalitions. Concepts used in this viewpoint are two kinds of nodes,
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Figure 2: Iterative social network design.

called coalitions and stability argument, and one kind of relation, called dominance or attack. The attack relation between candidate coalitions inﬂuences
which coalition will be formed. In the grid example, we distinguish two candidate coalitions, formed by nodes of a virtual organization, attacking each other,
and one stability argument, preferring the ﬁrst candidate coalition over the second one. This stability argument attacks the attack from the candidate coalition
C2 to the candidate coalition C1 at time instant t1 , and this second-order attack
leads to the formation of coalition C1 . The stability argument can itself be attacked by another stability argument in an higher order attack, not represented
in the ﬁgure.

Figure 3: Coalition view.

The dynamic dependence view, in Figure 4, represents a reﬁnement of the
coalition view, because we introduce the agents and the dependencies that constitute the coalitions. Concepts used in this viewpoint are one kind of node,
agents, and two kinds of relations, representing respectively simple dependen-
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Figure 4: Dynamic dependence view.

cies and higher order dependencies. The goals are represented only as labels of
the dependence relations. In the grid example, each coalition consists of three
nodes. A node can depend on two other nodes for the same goal, as in the case
of node d for goal g1 or two nodes can depend on the same node for a shared
goal, as in the case of nodes a and c for goal g4 . The dynamic dependency of
the example sees node f able to delete the dependency between itself and node
d concerning goal g3 .
In the power view, in Figure 5,we reﬁne the dynamic dependence view. Concepts used in this viewpoint are the same nodes as before, agents and goals, but
three new relations, one associating agents with goals (goals), one which says
which goals a set of agents can achieve (power), and one which represents which
sets of goals can be created or destroyed by an agent (power-goal). Likewise
there is the possibility to create or destroy powers, not directly represented in
the ﬁgure. The power relation is depicted as a square including agents and goals
and the power-goal relation is depicted as a squared goal linked to the agents
that can add or remove it. In the grid example, node f has the power-goal to
delete its goal g3 while node d has the power to see to g3 .

Figure 5: Power view.

In the agent view, in Figure 6, we ﬁnally reﬁne the power view. The used
concepts are skills and rules. Each agent has some skills, whereas in the power
view, each set of agents has power. So the power view is more “social” than the
agent view. In Figure 2, skills are represented for each agent whereas the power
is represented for a set of agents, as indicated by the square around them. The
agent view is the most detailed view since it considers all the features of the
single agents but it looses the notion of “group” in the power view.
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Figure 6: Agent view.

3

Arguing on abstract coalitions models

In this section, we answer to the second research question presenting the abstract coalitions models on which we analyze reciprocity based coalitions that
may emerge in social networks at the higher level of abstraction. This can be
speciﬁed by the following subquestion: How to represent coalition formation and
coalitional game theory in Dung’s argumentation theory? [Dung 1995] introduces
game theory as one of the three applications of his abstract theory (besides nonmonotonic reasoning and logic programming), and [Amgoud 2005] shows how to
instantiate preference-based argumentation with a task-based coalition formation theory. However, in [Amgoud 2005], arguments why one coalition would be
preferred over another one are not open for debate. In our approach, the preference between arguments is deﬁned in terms of the stability argument. This additional argument sets the preference of one arguments over the others, attacking
the attacks towards the preferred arguments. The name stability argument is
used to express coalitions’ evolution where, on the one hand, coalition’s stability
is maintained if the coalition is not attacked by the other coalitions, and, on the
other hand, the stability is destroyed if the coalition is not preferred over the
others and thus it is attacked by some other coalitions.
3.1

Dung’s abstract argumentation framework

We follow [Baroni and Giacomin 2007]. An underlying mechanism of argument
generation deﬁnes a set of arguments, which is typically inﬁnite, and which we
call the universe of arguments and represent by U. An acceptance function E is
a function that associates with a set of arguments B ⊆ U, a set of arguments
produced by a reasoner at a given time instant, and a binary relation →⊆ B × B,
representing the dominance or attack relation among these arguments. We use
this acceptance function to obtain the acceptable arguments due to the chosen
acceptability semantics.
Definition 1. Let U be the universe of arguments. An acceptance function
U
E : 2U × 2U ×U → 22 is a partial function which is deﬁned for each argumentation framework B, → with ﬁnite B ⊆ U and →⊆ B × B, and which associates
with argumentation framework B, → sets of subsets of B: E(B, →) ⊆ 2B .
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Baroni and Giacomin identify the following two fundamental principles underlying the deﬁnition of extension-based semantics in Dung’s framework, the
language independent principle and the conflict free principle. The notion of conﬂict free is provided below. A further discussion on these principles is provided
in [Baroni and Giacomin 2007]
Definition 2 Conflict free. Given an argumentation framework AF = B, →,
a set S ⊆ B is conflict free, denoted as cf(S), iﬀ  ∃α, β ∈ S such that a → β. A
semantics S satisﬁes the CF principle if and only if ∀AF, ∀E ∈ ES (AF ) : cf(E).
Given an argumentation framework AF , the various semantics of the argumentation framework are all based on the notion of defense. A set of arguments
S defends an argument a when for each attacker b of a, there is an argument
in S that attacks b. A set of acceptable arguments is called an extension. The
following deﬁnition summarizes the most widely used acceptability semantics,
that satisfy these two principles. Which semantics is most appropriate depends
on the application domain of the argumentation theory.
Definition 3 Acceptability semantics. Let AF = B, →  be an argumentation framework. Let S ⊆ B. S defends a if ∀b ∈ B such that b → a, ∃c ∈ S such
that c → b. Let D(S) = {a | S defends a}.
S ∈ Eadmiss (AF ) iﬀ cf(S) and S ⊆ D(S).
S ∈ Ecompl (AF ) iﬀ cf(S) and S = D(S).
S ∈ Eground (AF ) iﬀ S is the smallest Ecompl (AF ).
S ∈ Epref (AF ) iﬀ S is a maximal S ∈ Eadmiss (AF ).
S ∈ E skep-pref (AF ) iﬀ S = ∩Epref (AF ).
S ∈ Estable (AF ) iﬀ cf(S) and ∀b ∈ B\S∃a ∈ S : a → b.
Our theory of argumentation is based on the following three steps:
1. Extend the set of arguments with auxiliary arguments;
2. Calculate the extensions of the extended theory using Dung’s semantics;
3. For each extension of the extended theory, ﬁlter out the auxiliary arguments;
the resulting sets of arguments are the extensions of the theory.
We propose to consider as arguments both single arguments, as in classical
Dung’s theory, and attacks between arguments, called attack arguments. In this
way, we simplify the calculation of the Dung’s semantics in the case of attacks
of attacks, represented as usual attacks between arguments. In order to add the
arguments for the attacks, we need to represent each single argument as composed by two parts, the in argument and the out argument. The out arguments
are auxiliary arguments while the in ones represent the real arguments.
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To deﬁne a particular argumentation framework, we have to deﬁne on the
one hand how the set of arguments with auxiliary arguments is generated from
the set of atomic arguments, and on the other hand which conditions argumentation frameworks have to satisfy, i.e., for which argumentation frameworks the
acceptance function is deﬁned.
3.2

Arguing about preferences among coalitions

[Modgil 2007] observes that a preference of argument a over argument b can be
seen as an attack on the attack from b to a, in the sense that if a is preferred to
b, then b cannot attack a. He introduces a three place attack relation, which we
call here second-order attack, and [Modgil and Bench-Capon 2008] show how
hierarchical second order argumentation can be represented in Dung’s theory
using attack arguments. This is visualized using our argumentation approach in
Figure 8.a. The coalition argument D attacks the coalition argument C, but this
attack is itself attacked by the stability argument B. In other words, we see each
candidate coalition as an argument. Candidate coalition D attacks candidate
coalition C and the stability argument B attacks this attack to set a preference
between the two candidate coalitions. This is a second order attack.

Figure 7: (a) Modgil - Bench-Capon scheme, (b) Higher order argumentation.

In Figure 7, we have two kinds of arguments, the atomic arguments and the
attack arguments. We represent with the grey arrow the support relation between
two arguments, e.g. argument D supports argument D ⇒ C, and with the black
arrow the attack relation between two arguments, e.g. the stability argument
B attacks the attack argument D ⇒ C. An argument can support another
argument, e.g. an agent gives an argument which conﬁrms a premise used by an
argument provided by another agent. In our approach, the support is provided by
an atomic argument for an attack argument and, usually, the supporter argument
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is the attacker of the attack argument to which it provides support. Attacking
the attack argument D ⇒ C, the stability argument B establishes the preference
of argument C over argument D.
Moreover, [Barringer et al. 2005] argue that the attack of B to D ⇒ C can
itself be attacked, where ⇒ represents the attack. This leads to a notion of higher
order attack, which we represent in our argumentation theory by Figure 8.b and
Deﬁnition 4.
In coalition formation, typically coalition D and coalition C conﬂict, so D
not only attacks C, but C also attacks D. This represents that the coalitions
cannot or should not be formed together. The stability argument B represents
a preference setting that coalition C is better than coalition D. Also argument
E is a stability argument and it attacks the relevance of the stability argument
B changing the total preference over the coalitions. At this level of abstraction,
conﬂicts are not explicitly deﬁned while they are described in details in the
reﬁned dynamic dependence view. Deﬁnition 4 represents our coalition view
with higher order attacks.

Figure 8: Expanded version of Figure 7 with in and out arguments.

/ A0 a dummy
Definition 4. Let A0 be a set of atomic arguments and a0 ∈
argument. Let U be the minimal set of arguments such that a0 ∈ U and:
1. If a in A0 , a∈ in U
2. If a, b in A0 , then a ⇒ b in A1 and in U
3. If a in A0 and α in A1 , then a ⇒ α in A1 and in U
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For an argumentation framework A, →, we have:
1. a∈ in A iﬀ a ∈ A, and if a∈ in A, then a∈ → a∈ .
2. if a ⇒ α in A then a, α ∈ A, and a∈ → (a ⇒ β) and (a ⇒ β) → β.
3. there are no other attacks involved with a∈/ , and a ⇒ b does not attack any
other arguments.
Deﬁnition 4 is composed by two phases. First, the universal set of arguments
is constructed, composed by the atomic arguments (1), the set of attacks between
atomic arguments (2) and the set of attacks of atomic arguments to attack arguments. Second, for an argumentation framework A, →, auxiliary arguments are
added, particularly for each atomic argument we add two auxiliary arguments
with the in argument attacking the out argument where a → b means the attack
between every kind of arguments (1), each attack from an atomic argument to
an attack argument is represented as an attack of the out auxiliary argument
associated to the attacker to the attack argument and the attack of the attack
argument to the attacked argument (2).
Figure 8 presents the expanded version of the argumentation frameworks represented in Figure 7. The main diﬀerence consists in the representation of the
arguments by means of two auxiliary arguments, e.g., argument a is represented
with the two auxiliary arguments a∈ and a∈/ . These auxiliary arguments come
from the Jacobovits - Vermeir - Caminada labeling [Caminada 2006] and represent whether the argument a is an element of the set of acceptable arguments
or not. As a more involved example, consider the addition of attack arguments.
In that case, we like to represent the attack from argument a to argument b
by adding an attack argument a ⇒ b in between. This attack argument itself
attacks auxiliary argument b∈ , which represents that if the attack argument is
accepted, we cannot have that argument b is accepted. Moreover, if the attack
argument is not accepted, because it is itself attacked, then auxiliary argument
b∈ can be accepted, and thus argument b can be accepted. However, how do we
represent that if argument a is not accepted, i.e. if the auxiliary argument a∈
is not accepted, then we cannot have an attack from a to b either? We cannot
represent this by an attack from auxiliary argument a∈ to the attack argument,
but we represent it by an attack from the auxiliary argument a∈/ to the attack
argument.This illustrates the essential role of out auxiliary arguments in the
representation of second or higher order attacks.
Example 1 shows the application of our argumentation framework to compute
which coalition is formed in each time instant using, e.g., the preferred semantics.
Example 1. Let us consider the example depicted in Figure 9. Figure 9.a represents the case of three candidate coalitions which aim to be formed in the
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Figure 9: Candidate coalitions attacking each other from Example 1.

context of a virtual organization in a grid and this leads to the following attacks: C1 ⇒ C2 and C2 ⇒ C3 . Moreover, there is also the second-order attack:
C3 ⇒ (C1 ⇒ C2 ). The aim of our arguing model is to decide what coalition will
be formed in this case. In Figure 9.a, candidate coalition C3 knows that the only
way to be formed consists in avoiding the formation of candidate coalition C2 . C3
has the possibility to attack C1 ’s attack due to its powers, speciﬁed at the lower
level of abstraction, of adding or deleting one or more of the dependencies composing C1 . C3 decides to not use its capability of attacking the attack C1 ⇒ C2 .
The decision of C3 of avoiding the second order attack (represented by the metaargument ZC3 ) in order to be formed or not is represented by means of adding an
higher order attack of C3 or not to its second order attack C3 ⇒ (C1 ⇒ C2 ). In
the ﬁgure, higher order attacks are depicted as dotted arrows, while second order
ones are depicted as dashed arrows on the left part and modelled as arguments
in the central one. Let AF = B, → be our argumentation framework with
C1 , C2 , C3 ⊆ U, then the extensions of the argumentation framework, E(AF ),
are as follows: if an higher order attack attacking the second order attack is
added to the argumentation framework, E(AF ) = {C1 , C3 }, while without the
higher-order attack E(AF ) = {C1 , C2 }. Thus, C3 should add the higher order
attack to inhibit the second order one, otherwise, C3 will not be formed. Recall
that while higher order attacks to second order attacks exiting from a coalition
can be added by the attacking coalition itself to the argumentation framework,
ﬁrst and second order attacks are determined only by the lower levels of abstraction. Thus coalitions cannot add or delete them at their will, but they can only
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attack them via higher order attacks.
Figure 9.b visualizes two candidate coalitions belonging to the same gridbased virtual organization attacking each other. In this case, diﬀerently from the
ﬁrst one, candidate coalition C2 does not want to be formed since, for example,
it can achieve its goal without any eﬀort if coalition C1 is formed. Thus C2 ⇒
(C2 ⇒ C1 ). Let AF = B, → our argumentation framework with C1 , C2 ⊆ U
then the extensions are, without the second order attack, E(AF ) = {C1 } or
E(AF ) = {C2 }. This situation can be seen as a sort of deadlock. Otherwise,
if there is the presence of the second order attack due to the possibility for
candidate coalition C2 of adding or removing one or more of the dependencies of
the concurrent coalition C1 , then the extension is E(AF ) = {C1 } and the only
formed coalition is C1 , as desired by coalition C2 . Figure 9.b depicts a second
order attack where a stability argument, not directly represented in the ﬁgure,
sets a preference of coalition C1 over coalition C2 . According to Deﬁnition 4,
there can be another stability argument setting the preference of coalition C2
over coalition C1 , attacking by means of an higher order attack the ﬁrst stability
argument. This would be the case in which also coalition C1 does not want to
be formed for the same reasons of coalition C2 .

4

Analyzing reciprocity based coalitions

In this section, we answer to the third research question. First, we present the
dynamic dependence view and the reﬁned notion of coalition for this view. Second, we show how to argue on the attacks between coalitions in this reﬁned level
of abstraction.
4.1

Refining coalitions with dynamic dependencies

[Sichman and Conte 2002] introduce dependence networks, a kind of social networks representing how each agent depends on other agents to achieve the goals
he cannot achieve himself. Dependence networks are based on
[Castelfranchi 2003]’s basic notion of social power. They are used to specify early
requirements in the TROPOS methodology [Bresciani et el. 2004], and to model
and reason about agents’ interactions in multiagent systems by
[Sichman and Conte 2002].
Dynamic dependence networks have been introduced by [Caire et al. 2008].
In this work, a dependency between agents can depend on the interaction of
other agents. Here we distinguish “negative” dynamic dependencies where a
dependency exists unless it is removed by a set of agents, due to removal of
a goal or ability of an agent, and “positive” dynamic dependencies where a
dependency may be added due to the power of a third set of agents. As explained
in the following section, these two dynamic dependencies can be used to reason
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Figure 10: Agents forming a coalition (a) or not (b); the ﬁrst two views (c)

about the evolution of candidate coalitions at the dynamic dependence view level
of abstraction.
Definition 5 Dynamic Dependence View. A dynamic dependence network
is a tuple A, G, T, dyndep− , dyndep+ , ≥ where:
– A is a set of agents, G is a set of goals and T is a set of time instants.
G

– dyndep− : A × 2A × 2A → 22 is a function that relates with each triple of an
agent and two sets of agents all the sets of goals in which the ﬁrst depends
on the second, unless the third deletes the dependency.
G

– dyndep+ : A × 2A × 2A → 22 is a function that relates with each triple of an
agent and two sets of agents all the sets of goals on which the ﬁrst depends
on the second, if the third creates the dependency.
– ≥: A → 2G × 2G is a total pre-order on goals which occur in each agent’s
dependencies: G1 ≥ (a)G2 implies that ∃B, C ⊆ A such that a ∈ B and
G1 , G2 ∈ dyndep− (a, B, C) or G1 , G2 ∈ dyndep+ (a, B, C).
The static dependencies are deﬁned by dep(a, B) = dyndep− (a, B, ∅).
Example 2. Let us consider the example depicted in Figure 10.a where we have
four nodes belonging to a grid-based virtual organization. Node b depends on
node d for goal g3 , if node a creates this dependency: dep(a, {d}) = {{g4 }},
dep(d, {c}) = {{g2 }}, dep(c, {b}) = {{g1 }}, dyndep+ (b, {d}, {a}) = {{g3 }}.
A coalition can be deﬁned in dependence networks, based on the idea that
to be part of a coalition, every agent has to contribute something, and has to
get something out of it. Roughly, a coalition can be formed when there is a cycle
of dependencies (the deﬁnition of coalitions is more complicated due to the fact
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that an agent can depend on a set of agents, see below). We show how dependence networks can be used for coalition evolution, by assuming that goals are
maintenance goals rather than achievement goals, which give us automatically
a longer term and more dynamic perspective.
We deﬁne reciprocity based coalitions for dynamic dependence networks,
ﬁrstly introduced by [Boella et al. 2008], as a reﬁnement of the coalition view.
We represent the coalition not only as a set of agents, like in game theoretical
approaches, but as a set of agents together with a partial dynamic dependence
relation. Intuitively, the dynamic dependence relation represents the “contract”
of the coalition: if H ∈ dyndep+ (a, B, D), then the set of agents D is committed
to create the dependency, and the set of agents B is committed to see to the goals
H of agent a. The rationality constraint on such reciprocity based coalitions is
that each agent contributes something, and receives something back. Our notion
of coalition presents the agents composing it not only as utility maximizers as in
coalitional game theoretical approaches but as complex entities with their sets
of beliefs and goals which have to be satisﬁed. In our approach, coalitions have
complex structure, composed by existing dependencies and potential ones which
represent a kind of dynamic contract.
Definition 6 Reciprocity based Coalition. Given a dynamic dependence
network A, G, T, dyndep− , dyndep+ , ≥, a reciprocity based coalition is repre
sented by coalition C ⊆ A together with dynamic dependencies dyndep+ ⊆
dyndep+ , such that:


– if ∃b, B, D, H with H ∈ dyndep+ (a, B, D) then a ∈ C, B ⊆ C and D ⊆ C

(the domain of dyndep+ contains only agents in coalition C), and


– for each agent a ∈ C we have ∃b, B, D, H with H ∈ dyndep+ (b, B, D) such
that a ∈ B ∪D (agent a contributes something, either creating a dependency
or fulﬁlling a goal), and
– for each agent a ∈ C ∃B, D, H with H ∈ dyndep+ (a, B, D) (agent a receives
something from the coalition).
The following example illustrates that dependencies will be created by agents
only if these new dependencies work out in their advantage.
Example 3 Continued. Each agent of C1 = {a, b, c, d} creates a dependency or
fulﬁlls a goal. Figure 10.a represents a set of agents composing a coalition in
accordance with Deﬁnition 6 while Figure 10.b represents the same set of agents
not forming a coalition. The diﬀerence among the two ﬁgures consists in the
direction of the arrow joining agents b and d.
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Maintaining or destroying coalitions

The basic attack relations between coalitions are due to the fact that coalitions
are based on the same goals, diﬀerently from the conﬂicts between coalitions in
Amgoud’s coalition theory [Amgoud 2005] where two coalitions are based on the
same tasks. In the coalition view, we distinguish between two kinds of attacks:
ﬁrst order ones, between atomic arguments, and higher order attacks, between
atomic arguments and attack arguments. In the dynamic dependence view, we
details these two kinds of attacks. Attack relations between coalitions sharing the
same goals are the reﬁned version of ﬁrst order attacks presented in the coalition
view. In this view, we present ﬁrst order attacks as the reciprocal attacks between
coalitions without coming into details of the reasons behind these attacks. In this
reﬁned view, the reason is characterized by the sharing of a goal between the
two (or more) coalitions. In this case, the two candidate coalitions cannot be
formed together since an agent cannot be part of two coalitions at the same
time, particularly if the two candidate coalitions are based on the same goal
since each goal cannot be achieved concurrently by more than one agent.
Definition 7 First order attack. Coalition C1 , dyndep1  attacks coalition
C2 , dyndep2  if and only if there exist a1 , a2 , B1 , B2 , D1 , D2 , G1 , G2 such that
G1 ∈ dyndep1 (a1 , B1 , D1 ), G2 ∈ dyndep2 (a2 , B2 , G2 ) and G1 ∩ G2 = ∅.
Figure 11 aims to represent in the reﬁned version the two cases in which a
coalition wants or not to be formed. In Figure 11 are depicted two candidate
coalitions composed by 3 nodes of the grid. On the one hand, in the ﬁrst case
we have that both the two candidate coalitions want to be formed. This is a sort
of deadlock situation but it would be solved thanks to the presence of eventual
dynamic dependencies. These two candidate coalitions are attacking each other
as the ﬁrst two coalitions of Figure 9.a. On the other hand, in the second case we
have that both nodes a and c depend on node b to run the ﬁle results.mat and
both of them know that if the other coalition is formed goal g1 will be achieved
without any eﬀort. These two candidate coalitions are attacking each other but
if, for example, coalition C2 has the possibility to delete one of its dependencies
then this higher order attack would decide the formation of coalition C1 . In this
way, coalition C2 has obtained its aim and goal g1 will be achieved by agent a.
Deﬁnition 8 presents three diﬀerent classes in which we divide the set of
candidate coalitions due to their features and the sign, positive or negative, of
the dynamic dependencies composing them.
Definition 8. Let A be a set of agents and G be a set of goals. A coalition function is a partial function C
:
A × 2A × 2G such that
{a | C(a, B, G)} = {b | b ∈ B, C(a, B, G)}, the set of agents proﬁting from the
coalition is the set of agents contributing to it. Let A, G, T, dyndep− , dyndep+ , ≥
be a dynamic dependence network, and dep the associated static dependencies.
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Figure 11: Candidate coalitions sharing goals.

1. A coalition function C is a coalition if ∃a ∈ A, B ⊆ A, G ⊆ G such that
C(a, B) → G implies G ∈ dep(a, B). These coalitions which cannot be destroyed by addition or deletion of dependencies by agents in other coalitions.
2. A coalition function C is a vulnerable coalition if it is not a coalition and
∃a ∈ A, B ⊆ A, G ⊆ G such that C(a, B) → G implies
G ∈ ∪D dyndep− (a, B, D). Coalitions which do not need new goals or abilities, but whose existence can be destroyed by removing dependencies.
3. A coalition function C is a potential coalition if it is not a coalition or a vulnerable coalition and ∃a ∈ A, B ⊆ A, G ⊆ G such that
C(a, B) → G implies G ∈ ∪D (dyndep− (a, B, D) ∪ G ∈ dyndep+ (a, B, D)).
Coalitions which could be created or which could evolve if new abilities or
goals would be created by agents of other coalitions on which they dynamically depend.
There are various further reﬁnements of the notion of coalition. For example,
[Boella et al. 2006] look for minimal coalitions. In this paper we do not consider
these further reﬁnements.
Higher order attacks are detailed in the dynamic dependence view by removing or adding one of the dependencies of the attacked coalition. This kind of
attack is the reﬁned version of higher order attacks of the coalition view and
is represented by means of the stability argument. This kind of attack relation means a real destruction of the attacked coalition since one or more of its
dependencies are deleted or added and the coalition does not exist any more.
The stability argument establishes the preference and the preferred coalition is
preserved by these additions and removals and thus it maintains its stability.
Higher order attacks attack the coalition by attacking all its attacks to the other
coalitions, independently from what coalition is doing the higher order attack.
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Figure 12: Two vulnerable coalitions attacking each other.

Definition 9 Higher order attack. ∀C1 , C2 such that C1 ⇒ C2 , coalition
C, dyndep attacks the attack from coalition C1 , dyndep1  on coalition
C2 , dyndep2  if and only if there exists a set of agents D ⊆ {a | ∃E, H,
C(a, E, H)} such that ∃a, B, G , C1 (a, B, G ) and G ∈ dyndep(a, B, D).
Higher order attacks, presented in deﬁnition 9, can arise if the coalition C
which has to attack the attack C1 ⇒ C2 is composed by a set of agents D such
that they can add or delete at least one dynamic dependency.
Example 4. Assume we have eight agents, a, ..., h and the dependencies of Example 2, depicted in Figure 10.c: dep(a, {d}) = {{g4 }}, dep(d, {c}) = {{g2 }},
dep(c, {b}) = {{g1 }}, dyndep+ (b, {d}, {a}) = {{g3 }}, plus the following ones:
dep(e, {f }) = {{g6 }}, dep(f, {e}) = {{g5 }}, dep(g, {h}) = {{g1 }}, dep(h, {g}) =
{{g5 }}, dep(c, {h}) = {{g1 }}, dep(g, {b}) = {{g1 }}, dep(h, {e}) = {{g5 }},
dep(f, {g}) = {{g5 }}.
The possible coalitions are C1 , C2 and C3 where:
C1 = {dep(a, {d}) = {{g4 }}, dep(d, {c}) = {{g2}}, dep(c, {b}) = {{g1 }},
dyndep+ (b, {d}, {a}) = {{g3 }}},
C2 = {dep(e, {f }) = {{g6 }}, dep(f, {e}) = {{g5 }}},
C3 = {dep(g, {h}) = {{g1 }}, dep(h, {g}) = {{g5 }}}.
Some of the dependencies remain outside all coalitions (e.g.,
dep(c, {h}) = {{g1}}, dep(g, {b}) = {{g1 }}, dep(h, {e}) = {{g5 }},
dep(f, {g}) = {{g5 }}, not reported in Figure 10.c). Thus, C1 ⇒ C2 , C2 ⇒ C1 ,
C2 ⇒ C3 and C3 ⇒ C2 due to the fact that they share goals g1 and g5 respectively. Note that these attacks are reciprocal. The coalitions attack each other
since agents b and h on which respectively c and g depend for g1 would not make
their part hoping that the other one will do that, so to have a free ride and get
respectively g3 achieved by d and g5 by g.
Figure 12 illustrates a new example of conﬂict among vulnerable coalitions.
Example 5. Using the grid-based scenario, we can model the example depicted
in Figure 12. Assume, in the ﬁrst time instant t1 , we have a portion of a virtual organization composed by three nodes, a, b, c represented as agents in our
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model. There are three goals g1 : to run the ﬁle results.mat, g2 : to save the ﬁle
satellite.mpeg, g3 : to save the ﬁle comp.log.
These goals, associated to the power of the agents to achieve them, form the
following dependencies among the agents (we write C(a, b, g1 ) for C(a, {b}, {g1})
and dep(a, b, g1 ) for dep(a, {b}) = {g1 }): dep(a, b, g1 ), dep(a, c, g1 ), dep(b, a, g2 ),
dep(c, a, g3 ). The situation is that node a depends on both nodes b and c to run
the ﬁle results.mat and thus to obtain the results of his job, node b depends
on node a for the storage of ﬁle satellite.mpeg and, ﬁnally, node c depends on
node a for the storage of ﬁle comp.log. Thus, there are two candidate coalitions:
C1 = {(a, b, g1 ), (b, a, g2 )}, C2 = {(a, c, g1 ), (c, a, g3 )}.
They will not create both since one is enough for node a to have someone look
after his goal g1 : C1 ⇒ C2 and C2 ⇒ C1 . Now, we assume that node c removes
the necessity of node b to store the ﬁle satellite.mpeg, destroying the dependency
dep(b, a, g2 ), i.e., we substitute it with dyndep− (b, a, c, g2 ), e.g., by removing the
power of node a to see to goal g2 , or by removing the goal g2 of node b. This
deletion, shown in time instant t2 of Figure 12, allows node c to ensure himself
the dependency on himself of node a to perform his job, goal g1 . In this way,
node c ensures himself the help of node a to store ﬁle comp.log. This deletion
sets a preference relation of the candidate coalition C2 , represented here with
the attack of coalition C2 to the attack relation of coalition C1 to coalition C2 .
In this case, coalition C2 = {(a, c, g1 ), (c, a, g3 )} will become the only possible
extension, since C2 ⇒ (C1 ⇒ C2 ) by Deﬁnition 9.

5

Future research

In this section, we reﬁne the abstract coalition models with powers of sets of
agents and the conditional goals of the agents. We present two more reﬁned
viewpoints, the power view and the agent view, but the analysis of reciprocity
based coalitions at these reﬁned levels is not provided in the paper and it is
left for future research. In classical planners, goals are unconditional. Therefore,
many models of goal based reasoners, including the model of [Boella et al. 2004],
deﬁne the goals of a set of agents A by a function goals : A → 2G , where G is
the complete set of goals. However, in many agent programming languages and
architectures, goals are conditional and can be generated. The power to trigger
a goal is distinguished from the power to fulﬁll a goal.
Definition 10 Power view. The Power view is represented by the tuple
A, G, X, T, goals, power-goals, power, where A, G, X and T are sets of agents,
goals, decision variables, and time instants, goals : A → 2G , and power-goals :
2A → 2(A×G) is a function associating with each set of agents the goals they can
create for agents, and power : 2A → 2G is a function associating with agents the
goals they can achieve.
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The function power represents what goals each agent or group of agents can
achieve without being supported by other agents. For example, power({a1 }) =
{g1 } means that agent a1 is able to achieve g1 . Note that it is not given that g1
is a goal of agent a1 . We therefore extend the agent view with conditional goals.
Definition 11 Agent view. The Agent view is represented by the tuple
A, G, X, T, goals, skills, R, where A, G, X, T are disjoint sets of agents, goals,
decision variables, and time instants, goals is as before, skills : A → 2X is a
function associating with an agent its possible decisions, and R : 2X → 2G is a
function associating with decisions the goals they achieve.
The power view can be deﬁned as an abstraction of the agent view. A set
of agents B has the power to see to it that agent a has the goal g, written as
(a, g) ∈ power-goals(B), if and only if there is a set of decisions of B such that
g becomes a goal of a. A set of agents B has the power to see to goal g if and
only if there is a set of decisions of B such that g is a consequence of it.
Definition 12. A, G, T, goals, power-goals, power is an abstraction from
A, G, X, T, goals, skills, R if and only if: (a, g) ∈ power-goals(B) if and only if
∃Y ⊆ skills(B) with skills(B) = ∪{skills(b) | b ∈ B} such that g ∈ goals(a, Y ),
and g ∈ power(B) if and only if ∃Y ⊆ skills(B) such that g ∈ R(Y ).
Abstracting power view to a dynamic dependence network can be done as
follows. Note that in this abstraction, the creation of a dynamic dependency is
based only on the power to create goals. In other models, creating a dependency
can also be due to creation of new skills of agents.
Definition 13. A, G, T, dyndep− , dyndep+ , ≥
is
an
abstraction
of
A, G, T, power-goals, power, if we have H ∈ dyndep+ (a, B, C) if and only if
∀g ∈ H : (a, g) ∈ power-goals(C), and H ⊆ power(B).
Combining these two abstractions, abstracting agent view to a dynamic dependence view can be done as follows.
Proposition 14. A, G, T, dyndep− , dyndep+ , ≥ is an abstraction of
A, G, X, T, goals, skills, R, if we have H ∈ dyndep+ (a, B, C) if and only if
∃Y ⊆ skills(C) such that H ⊆ goals(a, Y ), and ∃Y ⊆ skills(B) such that
H ⊆ R(Y ).
The arguing at these reﬁned levels of abstraction is our main aim for future work. The approach we plan to apply will follow the examples provided in
[Boella et al. 2005] and [Amgoud and Prade 2009], particularly concerning the
agent view in which we describe an agent by means of the same features of these
works such as goals, beliefs and so on. The main diﬀerence concerns the power
view which is not considered in these works and which has to be representing
taking into account also the implicit notion of group present in it.
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Related Work

This paper is a revised and extended version of the papers [Boella et al. 2008]
and [Boella et al. 2008], where in the former we introduced the four viewpoints
and in the latter we introduced higher order attacks, while in this paper we add
iterative design.
Although there were many approaches deﬁning coalition formation, two represents diﬀerent perspectives: the model of [Shehory and Kraus 1998] and the
one of [Sichman 1998]. [Shehory and Kraus 1998] present algorithms that enable
the agents to form groups and assign a task to each group, calling these groups
coalitions. [Sichman 1998] presents coalition formation using a dependence-based
approach based on the notion of social dependence [Castelfranchi 2003]. Another
deﬁnition of coalition inspired by dependence networks is given by
[Boella et al. 2006]. See [Sauro 2005] for a further discussion. Once represented
the internal structure of coalitions, one could study which kind of relations there
are among candidate coalitions at an higher level of detail disregarding which
are the causes for incompatibility. In this paper we use an argument labeling by
[Jakobovits and Vermeir 1999] and [Caminada 2006]. They show that semantics
can also be described by a three valued argument labeling, where the ﬁrst two
conditions represent conﬂict free and defense, and the third one represents the
so-called reinstatement principle. They show how the other semantics can be deﬁned in terms of these labelings too. The generation of arguments with auxiliary
arguments and the condition on argumentation frameworks are formalized by
[Modgil 2007]. For a further discussion, see [Boella et al. 2008].
The application of argumentation frameworks to coalition formation has been
discussed by [Amgoud 2005] and by [Bulling et al. 2008]. The latter combines
the argumentation framework and ATL presenting a generalization of Dung’s
argumentation framework, extended with a preference relation. Alternatingtime temporal logic is a temporal logic that is used for reasoning about the
behavior and abilities of agents under various rationality assumptions. The key
construct in ATL expresses that a coalition of agents can enforce a given formula [Alur et al. 2002]. [Amgoud 2005], instead, proposes to use an extension
of Dung’s argumentation theory with preferences and associated dialogue theories as a formal framework for coalition formation. As preferred extensions exist
for every argumentation framework, we can introduce the preferred solutions
to coalitional games by deﬁning them as the preferred extensions of the corresponding argumentation system. Amgoud illustrates this idea by formalizing a
task based theory of coalition formation, where the conﬂict relation represents
that two coalitions contain the same task. However, a drawback of this abstract
approach is that it is less clear where the preferences among coalitions come
from. In contrast with our approach, a coalition is viewed as an abstract entity
whose structure is not known. Unlike Amgoud’s work, we do not provide this
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paper with a proof theory since it is derivable from the argumentation theory’s
literature. Another formal approach to reason about coalitions is coalition logic
[Pauly 2002] and ATL [Alur et al. 2002], describing how a group of agents can
achieve a set of goals, but without considering the internal structure of the group
of agents [van der Hoek et al. 2005].
Concerning design, the TROPOS methodology [Bresciani et el. 2004] covers
ﬁve phases of the software development process: the early requirements allowing
to analyse and model the requirements of the context in which the software
system will be inserted, late requirements describing the requirements of the
software system, architectural design and detailed design aiming to design the
architecture of the system and, ﬁnally, the code implementation. The idea of
focusing the activities that precede the speciﬁcation of software requirements,
in order to understand how the intended system will meet organizational goals,
has been ﬁrst proposed in requirements engineering, speciﬁcally in [Yu 1995] ’s
work with his i* model . The i* model oﬀers actors, goals and actor dependencies
as primitive concepts. The rationale of the i* model is that by doing an earlier
analysis, one can capture not only the what or the how, but also the why a piece
of software is developed. This, in turn, supports a more reﬁned analysis of system
dependencies and encourages a uniform treatment of the system’s functional and
non-functional requirements.

7

Summary

In this paper, we present an approach to iteratively design social networks by
introducing four viewpoints, the reﬁnement relations between them, and the
methods to analyze cooperation based on emerging coalitions. Iterative design is
a design methodology based on a cyclic process of analyzing and reﬁning a work
in progress. In iterative design, interaction with the designed system is used as
a form of research for evolving a project and successive iterations of a design are
implemented. The designer starts with the more abstract level and reﬁnes it in
each step to the level below it.
We analyze the reciprocity based coalitions that emerge in social networks
at various degrees of abstraction. At the most abstract viewpoint, coalitions are
abstract entities and we adapt existing coalition argumentation theory to reason
about these coalitions seen as arguments. We introduce the stability argument
preferring a coalition over the others and the attack relations between them. This
argumentation theory allows to model the attacks among candidate coalitions
and to decide if a coalition is formed. This analysis is reﬁned in the dynamic
dependence view providing the composition of each coalitions and the reasons
behind the attacks and the preferences between them. Further analysis at the
most reﬁned views is left for future work.
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We reﬁne abstract coalition models with social dynamic dependencies among
agents, powers of sets of agents, and plans by making the dependence relation
conditional to the agents that have the power to create or delete it. These dynamic dependencies are higher order dependencies reﬂecting the behaviours of
the more abstract higher order attacks of the coalition view. A further reﬁnement leads to the deﬁnition the power view and the agent view. The agent view
is the most detailed view considering all the features of the single agents as facts,
goals and skills but it looses the notion of “group” which is present, instead, in
the power view, associating a set of agents to the goals they can achieve.
Subjects of further research are the use of our new theory for coalition formation. For example, when two agents can make the other depend on itself and thus
create a potential coalition, when will they do so? Moreover, in this paper we
concentrate our attention on single coalitions. We aim to extend this model by
considering more than one formed coalition which cooperates with other coalitions in order to achieve an increased outcome. From this point of view, the
extended model represent each coalition as a node of an argumentation network
in which coalitions have to manage attack decisions and coalitions can aggregate
to each other due to their decisions and the achievable outcome represented by
a game.
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Abstract
We introduce a reciprocity criterion for coalition formation among goal-directed agents, which we call the indecomposable do-ut-des property. It refines an older reciprocity property, called the do-ut-des or give-to-get property
by considering the fact that agents prefer to form coalitions whose components cannot be formed independently.
A formal description of this property is provided as well as an analysis of algorithms and their complexity. We
provide an algorithm to decide whether a coalition has the desired property, and we show that the problem to
verify whether a single coalition satisfies the property is tractable. Moreover, we provide an algorithm to search
all the sub-coalitions of a given coalition satisfying the new property. Even if this problem is not computationally
tractable, we show that in several cases, also the complexity of this problem may decrease considerably.

1 Introduction
There are many kinds of coalitions, varying, for example, in the period they exist, the
principle that glues them together, or the properties that characterize them. There are long
term coalitions like a marriage or NATO, as well as short term coalitions like two agents in a
single transaction on eBay. Coalitions can be based on reciprocity, like the eBay transaction,
or on altruism, or on a combination like when you help the son of a friend of your neighbour,
because the neighbour feeds your pets when you are on holidays. An example of a property
distinguishing kinds of coalitions is whether larger or smaller coalitions are the most stable.
These dimensions may be related, for example when for long term coalitions larger coalitions
are more stable (as coalitional game theory promotes the grand coalition), maybe because
on the long term goals are more abstract and fuzzy, whereas on the short term smaller
coalitions may be preferred, because they are more easily formed. Consequently, there are
also various decision problems, such as coalitional game theory in economics and coalition
formation in artificial intelligence and multiagent systems.
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2 Algorithms for ﬁnding coalitions exploiting a new reciprocity condition
Defining algorithms for the problem of coalition formation and studying their complexity
has been addressed in several regards. For example, Sandholm et al. [29] study the problem
of finding which partition of the population of agents maximizes a global utility function.
Shehory and Kraus have studied in [34] task allocation problems via coalition formation.
In this paper we study the formation of coalitions among goal-directed agents. We start
from a theory of social power and dependence introduced by Castelfranchi [11]. In this
context a coalition is a group of agents agreeing to cooperate for the achievement of a
shared goal or to exchange with each other the achievement of their own goals. The second
case is of particular interest as different networks of exchanges can be considered but not
all of them are realizable together. This is an important problem because, on the one hand,
Castelfranchi's theory is abstract and covers most of the work in multiagent systems, and
on the other hand, the number of applications in which groups of agents have to accomplish
tasks together is growing steadily.
We assume that the formation of a coalition is supported by unanimous and enforced
agreements, i.e. a coalition is effectively formed only when all its members agree to it (unanimity) and they cannot deviate from what established in the agreement, once they decide
to enter it (enforcement). Under these assumptions, we develop a reciprocity criterion of
admissibility, the indecomposable do-ut-des property (i-dud in the following), establishing
which coalitions cannot be formed under the assumption that the agents are self-interested.
The i-dud property is a refinement of an earlier reciprocity property, called the do-ut-des
or give-to-get property [5], saying that an agent sees to a goal of another agent only if this
enables it to obtain, directly or indirectly, the satisfaction of one of its own goals. The new
reciprocity property refines the old one by taking into account also the fact that a coalition
formation process can itself be costly and usually the costs involved in a coalition formation process increase with the number of agents involved. Furthermore, being a coalition
agreed unanimously, the more agents are involved in it, the larger is the risk of defections,
jeopardizing the formation of the coalition. Thus, for the kinds of coalitions satisfying the
reciprocity property introduced in this paper, agents prefer to form coalitions which are as
small as possible.
Even if a coalition satisfies the new property, then this does not imply that it will be
formed in practice. Usually there will be many rivaling coalitions satisfying the property,
and the theory only eliminates coalitions that will definitely not be formed. If agents consider
whether to form coalition, they will also consider all subsets of this coalition. The research
problem of this paper is therefore to develop algorithms to find coalition satisfies the new
reciprocity condition. This breaks down into the following research questions:
1.
2.
3.
4.

How to define the new reciprocity condition?
How to decide whether a coalition satisfies the new reciprocity condition?
How to find all subcoalitions of a coalition satisfying the new reciprocity condition?
What is the complexity of the algorithms?

To find the algorithms, we use a technique familiar from social network analysis: we
represent the problem as a graph, and use graph based algorithms.
We illustrate the algorithms not only by abstract examples, but we also show how they
can be used in a simplified version of the chips and boxes game described by Grosz et al.
[21], describing a general problem of exchange of resources. There are four agents and each
of them has two chips and two boxes, both the chips and the boxes can be colored red, green
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or blue. An agent has only the goal to fill each of his boxes with a chip of the same color of
the box, and therefore agents exchange chips with each other.
With respect to other criteria of admissibility the i-dud property is novel in several aspects.
First, at the best of our knowledge i-dud is the first criterion which explicitly takes into
account whether a coalition can be decomposed in sub-coalitions that can formed independently. Secondly, in contrast with other criteria which need to compare coalitions with each
other, as for example the notion of core in Cooperative Game Theory, in our approach a
coalition has all the required information to check whether it satisfies the i-dud property.
Finally, the problem to decide whether a coalition satisfies the i-dud property is tractable,
whereas core membership is not tractable even in qualitative games [18, 39].
This article is based and extend previous work of the authors. First of all, [7] formalizes
the notions of power and dependence which underlie the dependence networks used in this
paper. Moreover, it introduces measures for quantifying the importance of an agent. The
social importance of agents cannot be reduced to a property of a single agent, but it depends
on an entire community in which that agent lives and in particular on its capability and
exclusiveness with respect to the other agents to achieve their goals. That paper adapts van
den Brink and Gilles' β-measure such that it can be used for these dependence networks.
The β-measure is used to rank agents inside a dominance structure, i.e., a weighted directed
graph where each node represents an agent and a weighted arc represents the strength of a
dominance relation between two agents.
[32] introduces the notion of coalition in dependence networks and the two qualitative
criteria for coalitions used in this article. The relation between the two criteria and the
game theoretic notion of core is studied in [5]. Algorithms for coalitions in dependence
networks have been introduced first in [6]. This work is extended in this article by detailing
the algorithms, discussing examples, and contextualizing with respect to other works.
In Section 2 we define the new reciprocity property and provide some examples of this
notion. In Section 3, we provide an algorithm to verify if a single coalition satisfies the i-dud
property, and we extend it to search all the sub-coalitions of a given coalition satisfying the
new property. In Section 4 we consider the complexity of the two problems and in Section 5
we illustrate the algorithms by a detailed chips and boxes example.

2 Reciprocity: from do-ut-des to i-dud coalitions
2.1 Dependence networks
Depending on the application, a coalition formation problem can be represented at different
levels of abstraction. For example, if you want to study how agents have to coordinate in
order to achieve a goal or how agents should optimally use their resources, then a multiagent
system can involve resources, actions, plans [2, 25]. Instead, if you want to study which
coalitions are strategically admissible to be formed, you usually do not need such finegrained descriptions of a multiagent system, coalitions are directly described by means of the
consequences that they can obtain collaborating, without any description about which joint
plans agents have to perform [29, 39]. Following this idea, we describe potential coalitions
abstracting from actions, plans or resources. However, in contrast with these approaches, we
do not represent a coalition just indicating the set of goals that it can attain. We want to
use the topology of goal exchanges inside a coalition to define our admissibility criterion.
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4 Algorithms for ﬁnding coalitions exploiting a new reciprocity condition
Thus, inspired by Conte and Sichman [14] we represent a (potential) coalition as a labeled
AND-graph of dependencies among agents. A labeled AND-graph consists of a set of nodes
V - which denotes the agents involved in the coalition - and a set E of labeled AND-arcs.
Denoting with Gl the goals exchanged in the coalition, a labeled AND-arc connects an agent
ai to a nonempty set of agents Q and it is labelled with a goal g ∈ Gl, so it can be represented
as a triple (ai ,Q,g). The meaning of such an arc is that the agent ai desires the goal g and
the set of agents Q is committed to the achievement of g. In order to represent a coalition a
labeled AND-graph has to satisfy two further conditions. Since a coalition is intended as the
result of an agreement process, the first condition is that only those agents that contribute to
the achievement of some goals are admitted in this process. The second condition establishes
that a coalition formation process does not involve private commitments that do not require
any form of collaboration.
Definition 1 A dependence network G is a labeled AND-graph V,E, where V is a finite set
of nodes and E ⊆ V ×(2V \{∅})×Gl is a set of labeled AND-arcs. A coalition C is a subgraph
of G satisfying two conditions:
1. for each node aj ∈ V, there exists at least an AND-arc (ai ,Q,g) such that aj ∈ Q and
2. E does not contain an AND-arc in the form (ai ,{ai },g).
With an abuse of notation we mean with (Q,g)∈ C that there exists a (ai ,Q,g)∈ E. We call
(Q,g) a commitment of C . A sub-coalition C  is a subgraph of C where some commitments
are suppressed, (Q,g) ∈ C  , for some (Q,g)∈ C .
2.2 Do-ut-des or give-to-get
We want to restrict the notion of coalitions assuring, first, reciprocity, and, second, that
no sub-coalitions of a coalition can be formed independently. The former property is called
do-ut-des or give-to-get [5, 32], and we refine it to match the second requirement called
indecomposability.
The do-ut-des property assures that each chain of exchanges involved in a coalition returns
something back to each agent involved in it. This property has been characterized in [5, 32]
by means of a qualitative preference relation and a notion of dominance similar to those
used in Game Theory, such as the notion of core. Here, instead, we propose a version of
the do-ut-des property grounded on the topological property of chains of exchanges; the
equivalence with the dominance-based approach is shown in [31]. In [32] a goal is meant as
a state of affairs that, once attained by a group of agents, benefits one or, in case, more
agents. To simplify our formalism, we consider that there do not exist two agents desiring
the same goal.
We introduce some preliminary notions. Paths formalize possible chains of exchanges
among the agents.
Definition 2 A finite sequence of AND-arcs P = (ai1 ,Q1 ,g1 ),...,(ain ,Qn ,gn ) is a path if for all
2 ≤ h ≤ n, aih ∈ Qh−1 . We denote with out(ai ) the set of labeled AND-arcs outgoing the agent
ai , i.e. out(ai ) = {(ai ,Q,g)}. Given O⊆ out(ai ), we call O∗ the propagation of O, i.e. the set of
AND-arcs containing all the paths P = (ai1 ,Q1 ,g1 ),...,(ain ,Qn ,gn ) such that (1) (ai1 ,Q1 ,g1 )∈ O
and P does not contain an arc in out(ai )\O.
Note that out ∗ (ai ) contains all (and only) the paths starting from agent ai .
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The do-ut-des property consists of two conditions. The first condition is an efficiency
condition: there do not exist two distinct sets of agents in a coalition being committed to
the achievement of the same goal. The second condition expresses the notion of reciprocity:
given an AND-arc (ai ,Q,g)∈ E, each agent aj involved in Q agrees to provide the goal g to
ai , only in the case this commitment returns the satisfaction of some of its goals by means
of a path P.
Definition 3 A coalition V,E satisfies the do-ut-des property iff
1. there do not exist two commitments (Q,g),(Q  ,g)∈ C such that Q = Q  and
2. for all (ai ,Q,g)∈ E and for all aj ∈ Q, (ai ,Q,g)∈ out ∗ (aj ).
In Figure 1 (a) and (b) a circle represents the agent whose name is written within the circle,
and an arrow between agent a1 and agent a2 labeled by g1 represents that agent a1 depends
on agent a2 for goal g1 . The other dependencies can be read analogously. Both the coalitions
in Figure 1 (a) and (b) satisfy Definition 3.
2.3 Indecomposable do-ut-des or i-dud
The do-ut-des property does not consider the possibility that a coalition can be decomposed
in smaller sub-coalitions which can be formed independently. Forming smaller coalitions can
be preferred by agents because, e.g., involving less agents they reduce the risk of defections,
are easier to monitor, less expensive to form by means of agreements, less trust is required
among all the agents, etc.
Example 1 Consider in Figure 1 (a) the sub-coalitions C1 , involving only agents a1 and a2
and the relative arcs, and C2 , involving only agents a3 and a4 and the relative arcs. As the
agents involved in C1 are not interested in the goals achieved in C2 and vice versa, the two
sub-coalitions can be formed independently.
Concerning Figure 1 (b), C denotes the whole or grand coalition, C1 the coalition consisting
of the nodes a1 and a2 and the two arcs labelled with the goals g1 and g2 . C2 denotes the coalition
consisting of the nodes a2 and a3 and the remaining arcs labelled with the goals g3 and g4 .
The difference is that in Figure 1 (a) both a1 and a2 are indifferent between C1 and the whole
coalition, while in Figure 1 (b) a2 is not indifferent between C1 and C since in C it receives
the goal g4 not provided in C1 .

FIG. 1. Two coalitions that satisfy the do-ut-des property but that do not satisfy the i-dud
property.
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6 Algorithms for ﬁnding coalitions exploiting a new reciprocity condition
However, a1 is indifferent between C1 and C and a3 is indifferent between C2 and C as
they receive and have to provide the same goals in both coalitions. When agent a2 wants to
propose to a1 and a3 to form coalitions, it has to decide whether to propose C to both agents
or C1 and C2 separately. Agent a2 chooses C1 or C2 since forming one of them does not affect
the possibility for a2 to form the other sub-coalition, and C1 and C2 are individually more
reliable to succeed with respect to the whole C - as they involve individually less agents.
The i-dud property consists of three conditions. Given a coalition C , the first condition is
condition (1) of the do-ut-des property. The second condition strengthens condition (2) of
do-ut-des property by imposing that for each agent ai in C , out ∗ (ai ) = E. Thus, a coalition
cannot be decomposed in two disconnected subgraphs as in Figure 1 (a). Finally, the third
condition takes into account the case shown in Figure 1 (b): there does not exist an agent
ai and a bi-partition O1 ,O2 of out(ai ) – where we assume that bi-partitions are composed
by nonempty sets - such that O1∗ ∩O2∗ is empty. The idea underlying this third condition is
that if O1∗ ∩O2∗ = ∅, then no agent aj = ai involved in O1∗ would be interested in one of the
goals achieved in O2∗ and vice versa. So, ai can deal separately with the formation of these
two sub-coalitions.
Definition 4 A coalition V,E satisfies the i-dud property iff for all the agents ai ∈ V,
(Condition 1) there do not exist two commitments (Q,g),(Q  ,g)∈ C such that Q = Q  ,
(Condition 2) out ∗ (ai ) = E and
(Condition 3) there does not exist a bi-partition O1 ,O2 of out(ai ) such that O1∗ ∩O2∗ = ∅.
Considering again the coalitions in Figure 1 (a) and (b), as expected, they both do not
satisfy the i-dud property.
Example 2 In Figure 1 (a), the second condition of Definition 4 is not satisfied as, for example, out ∗ (a1 ) = {(a1 ,{a2 },g1 ),(a2 ,{a1 },g2 )}⊂ E. In Figure 1 (b), the third condition of Definition
4 is not satisfied. Indeed, considering the bi-partition of a2 composed by O1 = {(a2 ,{a1 },g2 )}
and O2 = {(a2 ,{a3 },g4 )}, we have that O1∗ = {(a2 ,{a1 },g2 ),(a1 ,{a2 },g1 )} and O2∗ = {(a2 ,{a3 },g4 ),
(a3 ,{a2 },g3 )}. Thus, O1∗ ∩O2∗ is empty.
A labeled AND-graph can represent a potential coalition consisting of all, or a large part of,
the opportunities of collaboration in a multiagent system. So we would like to establish not
only whether the whole coalition is admissible or not, but also which of its sub-coalitions are
admissible to be formed. Figure 2 (a) shows a quite complex coalition that does not satisfy
the i-dud property.
Example 3 Indeed, given the bi-partition of out(a1 ) O1 = {(a1 ,{a4 ,a5 },g1 )} and O2 =
{(a1 ,{a3 },g6 )}, it can be verified that O1∗ ∩O2∗ = ∅. Figure 2 (b), (c), (d) and (e) show all the
sub-coalitions of Figure 2 (a) satisfying the i-dud property. These coalitions clearly satisfy
also the do-ut-des property. However, since the do-ut-des property seeks only the reciprocity
in a coalition, any composition of coalition (e) with one of the coalitions (b), (c) and (d)
satisfies the do-ut-des property as well.
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FIG. 2. A complex coalition (a) and the sub-coalitions satisfying the i-dud property (b), (c),
(d) and (e).
2.4 Condition 2 and Condition 3 as graph-theoretical properties
Given a coalition C , Definition 4 could be used tout court in order to design an algorithm
finding all the sub-coalitions satisfying the i-dud property (C included). However, Definition 4 requires to verify, for each agent ai involved in C , a condition on the set of bipartitions of out(ai ). The number of bi-partitions of a set A is equal to the Stirling number
S (n,2) = 2n−1 −1, where n is the cardinality of A. Therefore, the problem to verify if just C
satisfies the i-dud property would increase in complexity exponentially with the cardinality
of out(ai ). For this reason we consider an alternative approach in order to make at least the
verification of a single coalition tractable.
We reformulate Condition 2 as a property of strong connectivity of a directed graph.
Definition 5 We define a directed graph G[C ] = V,E relative to the coalition C = V,E as
follows: the set of nodes V is equal to the set V of agents involved in C and (ai ,aj )∈ E if and
only if there exist a goal g and a group of agents Q such that (ai ,Q,g)∈ E and aj ∈ Q.
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8 Algorithms for ﬁnding coalitions exploiting a new reciprocity condition
Theorem 1 The condition that out ∗ (ai ) = E is equivalent to say that G[C ] is strongly connected, i.e. for each pair of nodes ai and aj there exists a path from ai to aj .
It easy to see that (aj ,Q,g)∈ out ∗ (ai ) if and only if there exists a path in G[C ] from
ai to aj , and hence to all ah ∈ Q. Then, the theorem follows from the fact that each agent is
involved in the achievement of at least a goal.

PROOF.

Given a generic directed graph G, we call the strongly connected components of G the
maximal strongly connected sub-graphs containing at least one arc.
Now we consider how to reformulate Condition 3. Under the assumption that G[C ] is
strongly connected, Condition 3 is closely related to the notion of biconnectivity for undirected graphs.
Definition 6 An undirected graph G is biconnected if and only if it is connected and for all
triples of distinct nodes ai , aj and ak , there exists a path p connecting aj and ak such that
ai is not in p. In the contrary case, ai is called an articulation node [36]. As for strongly
connected components of a directed graph, the biconnected components of an undirected graph
G are the maximal biconnected subgraphs of G containing at least one arc.
It is easy to see that two distinct biconnected components share at most one node and, if
so, this node is an articulation node.
Definition 7 Starting from the directed graph G[C ] = V,E, we define an undirected graph
G[C ] = V,E as follows: V = V and, for ai = aj , {ai ,aj }∈ E if and only if (ai ,aj ) or (aj ,ai ) are
in E.
The following theorem shows that the fact that Condition 3 is not satisfied is indicated by
the presence of an articulation node ai .
Theorem 2 Let C = V,E be coalition such that G[C ] is strongly connected, if there exists an
agent ai ∈ V and a bipartition O1 ,O2 of out(ai ) such that O1∗ ∩O2∗ = ∅, then ai is an articulation
node of G[C ].
Assume that there exists an agent ai ∈ V and a bipartition O1 ,O2 of out(ai ) such that
O1∗ ∩O2∗ = ∅ and, per absurdum, ai is not an articulation node.
Strong connectivity of G[C ] assures that (assumption1) there exist two agents, say a1 and
a2 , such that ai , a1 and a2 are distinct and a1 is involved in O1∗ and a2 is involved in O2∗ , and
(assumption2) O1∗ ∪O2∗ = E. Since ai is not an articulation node, there exists an undirected
path p connecting a1 and a2 such that ai is not a node of p. For (assumption2) and condition
(1) of Definition 1, each node in the path is an agent in O1∗ or O2∗ . Thus, starting from a1 it
is possible to walk through p until an agent ah is in O1∗ and the successor ak is in O2∗ . The
presence of an undirected arc connecting ah to ak means that one of them is involved in set
out of the other one. Without loss of generality we assume that there exists a set of agents
Q and a goal g such that ah ∈ Q and (ak ,Q,g)∈ E. This means that out(ah ) is contained in
both O1∗ and O2∗ . For strong connectivity of G[C ], we also have that out ∗ (ah ) = E and hence
out(ah ) is not empty, then O1∗ ∩O2∗ = ∅ against the hypothesis.

PROOF.

So, if G[C ] is biconnected (i.e. it does not have articulation points), then it satisfies
Condition 3. However, the inverse implication of Theorem 2 does not hold and Condition 3
can be satisfied even if G[C ] has an articulation point ai . This is due to the fact that the
undirected graph G[C ] breaks an AND-arc in several undirected arcs, so the biconnected
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FIG. 3. A labeled AND-graph and the corresponding undirected graph.

components sharing ai may not correspond to any bi-partition of out(ai ). Figure 3 considers
this fact.
Example 4 Figure 3 (b) represents the undirected graph G[C ] of the coalition C in Figure 3
(a). There exist two biconnected components of G[C ], one for each arc, sharing a1 as articulation node. However, both arcs {a1 ,a2 } and {a1 ,a3 } correspond to the AND-arc (a1 ,{a2 ,a3 },g1 ),
thus they have to be considered as a single component because {(a1 ,{a2 ,a3 },g1 )}∗ contains both
of them. Being out(a1 ) equal to {(a1 ,{a2 ,a3 },g1 )}, there does not exist a bi-partition O1 ,O2 of
out(a1 ) such that O1∗ ∩O2∗ = ∅. Thus, C satisfies Condition 3.
This property holds in general, when some biconnected components of G[C ] contain some
arcs corresponding to the same AND-arc of C , they are considered as a single component.
If this grouping process ends with a single component consisting of the whole undirected
graph G[C ], then no bi-partitions of out(a1 ) falsify Condition 3.

3 The algorithm for ﬁnding coalitions
3.1 Finding coalitions
In this section we design a procedure FIND-I-DUD (see Algorithm 1) which finds all the
sub-coalitions of a coalition C satisfying the i-dud property (C included). We use the reformulation of Condition 2 and Condition 3 in Definition 4 in terms of strong connectivity of
directed graphs and biconnectivity of undirected graphs. By doing so, we also decompose
our problem as much as possible in well known problems in graph theory.
The variable I _DUD in line 1 stores the set of sub-coalitions of C which satisfy the i-dud
property. In line 2 NO-DUPL-COMMITMENTS checks in E the presence of commitments with
the same goal but assigned to different sets of agents (Condition 1) and it returns the set
NDC of all combinations C  obtained from C by deleting all the duplicated commitments
except one. This way, the sub-coalitions in NDC are the maximal sub-coalitions which satisfy
Condition 1. Since all their sub-coalitions satisfy this condition as well, we do not need to
check recursively this condition on them, i.e. NO-DUPL-COMMITMENTS needs to be run only
once.
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Algorithm 1: FIND-I-DUD
Data: C = V,E.
Result: I _DUD, the set of sub-coalitions of C that satisfy the i-dud property
1 I _DUD ← ∅;
2 NDC =NO-DUPL-COMMITMENTS (C );

3 forall C ∈ NDC do
4
I _DUD ← I _DUD ∪FIND-2-3 (C  );

For each coalition in NDC the procedure FIND-2-3 is run (lines 3-4). FIND-2-3
(Algorithm 2) takes as input a coalition C - which satisfies Condition 1 - and it returns
the set of sub-coalitions of C , C included, that satisfy Condition 2 and Condition 3. As we
already have checked Condition 1, we can add the results of FIND-2-3 to the set I _DUD.
The variable S stores the subsets of C that satisfy Condition 2 and Condition 3, in line
1 this variable is initialized to the empty set.
In line 2 SC-COMPONENTS calculates the strongly connected components SCC of G[C ] algorithms for this procedure are well known [15, 36]. Three cases are distinguished.
Case 1: G[C ] has no strongly connected components, that is SCC is empty. Since strong
connectivity is a necessary condition for the satisfaction of Condition 2, no sub-coalitions of
C satisfy the i-dud property. Therefore, S is empty.
Case 2: G[C ] is not strongly connected, but there exist some strongly connected components
(|SCC | > 1). In this case only the sub-coalitions of C such that the relative directed graphs
are subgraphs of a strongly connected component can satisfy Condition 2. Therefore, in
lines 7-10, for each strongly connected component, the maximal labeled AND-graph V  ,E  ,
included in the component, is constructed. The function FIND-2-3 is recursively called on
V  ,E   and its output is added to S .
Case 3: G[C ] is strongly connected (|SCC | = 1), therefore, Condition 2 is satisfied. It remains
to check Condition 3 and we use the characterization by means of the biconnected components of G[C ] (see Section 2).
In line 12 the set of biconnected components BC and the set of articulation points
A_NODES are calculated. In lines 13-15 FIND-2-3 checks, for each articulation node
ai , if there exists an AND-arc (ai ,Q,g) such that the other agents in Q are involved in
two, or more, biconnected components, then these biconnected components replaced with
their union (see Figure 3). In the case we end with a single component, |BC | = 1, C satisfies
also Condition 3 and it is added to S . Then, in lines 18-20, the sub-coalitions C  obtained
removing a single commitment (Q,g) from C are constructed and FIND-2-3 is recursively
called on them.
If |BC | > 1, then C does not satisfy Condition 3. Also all the subsets C  of C such
that G[C  ] is not included in a component of BC cannot satisfy Condition 3, therefore
for each component V,E in BC , the maximal subgraph of C included in V,E is selected.
FIND-2-3 is recursively called on C  and the output is added to S (lines 22-25). Finally,
S is returned, line 27.
Figure 4 shows the execution of the algorithm FIND-I-DUD on the tagged AND-graph
relative to Figure 2 (a). Each box in Figure 4 represents a recursive call of the algorithm
FIND-I-DUD. The flow of the recursive calls is represented by the arrows connecting the
boxes.
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Algorithm 2: FIND-2-3
Data: C = V,E.
Result: S , the set of sub-coalitions of C that satisfy Condition 2 and Condition 3.
1 S ← ∅;
2 SCC ←SC-COMPONENTS (G[C ]);
3 switch do
4
case G[C ] has no strongly connected components
5
S ← ∅;
6
case G[C ] is not strongly connected, but it has some strongly connected components
forall V,E∈ SCC do
7
V  ← V;
8
9
E  ← {(ai ,Q,g)∈ E | ai ∈ V ∧ Q ⊆ V};
10
S ← S ∪FIND-2-3 (V  ,E  );
11
12
13
14
15

case G[C ] is strongly connected
(BC ,A_NODES ) ←BC-COMPONENTS (G[C ]);
forall (ai ,Q,g)∈ E s.t. ai ∈ A_NODES do
BC  ← {V ,E ∈ BC 
| {ai ,aj }∈ E with aj ∈ Q};

BC ← [BC \BC ]∪{ BC  };
if |BC | = 1 then
S ← {C };
forall (Q,g)∈ C do
C  ← C \{(Q,g)};
S ← S ∪FIND-2-3 (C  );

16
17
18
19
20

else
forall V,E∈ BC do
E  ← {(ai ,Q,g)∈ E | ai ∈ V ∧ Q ⊆ V};
V  ← V;
S ← S ∪FIND-2-3 (V  ,E  );

21
22
23
24
25
26
27

return S ;

Each box consists of one, two or three parts, in the first part, on the left side of the box,
the input C of the recursive call is represented. For space reason the tags corresponding
to the goals and the agents are omitted. The strongly connected components, if there exist
any, are represented in the middle part. If the directed graph G[C ] is strongly-connected,
the third part of a box represents the biconnected components of the undirected graph
G[C ]. If only one component results, then C satisfies the indecomposable do-ut-des property.
Boxes outlined with a bold line corresponds to the coalitions that satisfy the indecomposable
do-ut-des property. The relative inputs are the same represented in Figure 2 (b), (c), (d)
and (e).
As you can see the procedure FIND-I-DUD is called twice to the same input, corresponding to the box outlined by a bold dotted line. This leads to an overhead which slackens
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FIG. 4. Execution of the algorithm FIND-I-DUD on the tagged AND-graph in Figure 2 (a).

the algorithm with useless computation. A possible solution consists of standard memoizing
technics [15].
3.2 Checking i-dud
Algorithms FIND-I-DUD and FIND-2-3 can be easily modified to simply check if a given
coalition satisfies the i-dud property (Algorithm 3).
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Algorithm 3: CHECK-I-DUD
Data: C = V,E.
Result: A boolean value IS _I _DUD which is true iff C satisfies the idud property.
1 I _DUD ← ∅;
2 B =CHECK-NO-DUPL-COMMITMENTS (C );
3 if B then
4
IS _I _DUD = false;
5
6

else
IS _I _DUD ←CHECK-2-3 (C );

Algorithm 4: CHECK-2-3
Data: C = V,E.
Result: IS _OS a boolean value which is true iff C satisfies Condition 2 and Condition
3.
1 SCC ←SC-COMPONENTS (G[C ]);
2 if G[C ] is not strongly connected then
3
IS _OS ← false;
4
5
6
7
8
9
10
11
12

else
(BC ,A_NODES ) ←BC-COMPONENTS (G[C ]);
forall (ai ,Q,g)∈ E s.t. ai ∈ A_NODES do
BC  ← {V ,E ∈ BC 
| {ai ,aj }∈ E with aj ∈ Q};

BC ← [BC \BC ]∪{ BC  };
if |BC | = 1 then
IS _OS ← true;
else
IS _OS ← false;

CHECK-NO-DUPL-COMMITMENTS checks whether condition 1 is satisfied. Then, the FOR
statement in FIND-I-DUD is replaced with an IF-THEN-ELSE statement which returns
false if C does not satisfy cond1, it calls CHECK-2-3 on C , otherwise. CHECK-2-3 (Algorithm 4) returns false if G[C ] is not strongly connected. In contrary case, it checks, as in
FIND-2-3, whether condition 3 is satisfied and returns accordingly.

4 Complexity of the algorithms
In this section we discuss the complexity of FIND-I-DUD.
4.1 Checking for i-dud
First of all, we show that the problem of checking if a coalition satisfies the i-dud property
is tractable.
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Theorem 3 We denote with m the number of agents involved in C and with l the number of
arcs in G[C ]. O(l ·m) is an upper bound for the problem to verify if a coalition satisfies the
i-dud property.
PROOF. The procedure SC-COMPONENTS takes a time proportional to l [15]. In the case G[C ]
is not strongly connected, C does not satisfies the i-dud property and CHECK-2-3 returns
false. In the contrary case, the procedure BC-COMPONENTS is called on the undirected graph
G[C ].
Also BC-COMPONENTS can be executed in a time that is proportional to |E| and, since
|E| ≤ l, so far Algorithm 2 has a complexity that is proportional to l. We have to consider
now the complexity of the cycle corresponding to the lines 6-8. The number of iterations of
the cycle 6-8 is less than l. The instruction in line 7 has as upper bound m, assuming that,
during the execution of BC-COMPONENTS, a data structure is stored associating each arc
with the biconnected component in which it is included. Since the sets of arcs of two distinct
biconnected components are disjoint, also the instruction in line 8 can be performed in time
proportional to the set of distinct biconnected components found in line 5, which has an upper
bound in m. Therefore, the cycle 6-8 has an upper bound in O(l ·m). Since O(l ·m) is an upper
bound also to check Condition 1, it is an upper bound for the problem to verify if a coalition
satisfies the i-dud property.

4.2 Finding coalitions
Theorem 4 Finding all the sub-coalitions that satisfy the i-dud property is in the worst case
exponential space in the size of the input.
With respect to the problem to find all the sub-coalitions of C that satisfy the i-dud
property, consider that C satisfies Condition 1 and it contains only AND-arcs as (ai ,{aj },g).
In this case we can represent C as a directed graph G[C ], where each arc (u,v) univocally
corresponds to a goal. A priori, the set of subgraphs to check is equal to 2l . Then, assume
that G[C ] is a clique, that is for each pair of nodes there exists an arc connecting them, since
any simple cycle is a i-dud coalition and the number of cycles in a clique is exponential in its
dimention, then we need exponential space in the size of the input.

PROOF.

However, when the connectivity of the graphs decreases the actual complexity of the
problem is drastically reduced. Thus, if C does not satisfy the i-dud property, then, either
G[C ] is not strongly connected or G[C ] has more than one component as calculated in
the lines 12-15. In both cases FIND-2-3 is called directly on the subgraphs calculated
respectively in lines 8-9 and 23-24. So, if there are k of these subgraphs, each of them with
li arcs, we have that the number of the graph which remain to be verified is 2l1 +···+2lk
instead of (approximately from below) 2l1 +···+lk −1. In the worst case G[C ] is not strongly
connected and it has one strongly component with l −1 arcs. In this case 2l−1 graphs remain
to be verified instead of 2l −1.
We note that this fact occurs not only once, but every time a sub-coalition of C does
not satisfy the i-dud property. Moreover, if C is a proper AND-graph this phenomenon can
be amplified by the fact that when an AND-arc is removed in line 8, it may disconnect a
strongly connected component of G[C ].
Returning to the coalition C in Figure 2 (a), the number of AND-arcs is 7, so a priori
27 = 128 sub-coalitions should be checked by the algorithm FIND-I-DUD. However, C does
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not satisfy Condition 3 and, after BC results to be greater than 1 in line 16 of FIND-2-3,
FIND-2-3 is called on the sub-coalitions in Figure 2 (d) and (e). The first sub-coalition
has 4 AND-arcs and the second one has just 3 arcs. So after a single call of FIND-2-3, it
remains 24 +23 = 24 sub-coalitions instead of 127. Figure 4 shows that the total number of
sub-coalitions checked is equal to 16, i.e. only the 12,5% of the number of all sub-coalitions
of C .

5 A chips and boxes example
In the previous sections we have considered examples directly expressed in the high level
of abstraction of labeled AND-graphs, here we consider an example described at a more
refined level of abstraction. The example consists of simple version of the game described
in Grosz et al. [21] and describes a general problem of exchange of resources. This not only
tests again how the do-ut-des and the indecomposable do-ut-des properties restrict the set
of admissible coalitions, but it also gives us the possibility to show and discuss how labeled
AND-graphs describing a possible coalition have to be instantiated starting from a concrete
scenario.
There are four agents and each of them has two chips and two boxes, both the chips and
the boxes can be colored as follows: red r, green g or blue b. An agent has only one goal,
to fill each of his boxes with a chip of the same color of the box, to this end agents can
exchange chips with each other. The initial configuration is:
agents
a1
a2
a3
a4

boxes
r r
r g
bg
bb

chips
r g
bb
r b
r g

As the agents are not self-sufficient to see to their own goals, they need to exchange chips
with each other. The number of possible exchanges is given by the number of partitions

of the 8 chips into 4 sets of 2 elements times the permutations of the 4 sets, that is 82 ·
4! = 672 combinations. Of course a big amount of those combinations does not provide the
achievement of any goal, as the one in which all the agents maintain their chips in the initial
configuration.
Now we have to translate the given problem in terms of AND-graphs as in Definition 1,
so first we have to define the possible commitments that can be sustained. Of course this
is a crucial step as an incorrect formalization of which group of agents can reliably provide
which goals may lead to counterintuitive results. A first requirement for a group of agents
Q to be committed to a certain goal g is that Q has the power to see to g. Of course what
it means that Q can achieve g may depend on the specific domain, for example, you may
consider that a group of agents Q can achieve g when Q has a probability of 0,8 to obtain
the satisfaction of g, which seems to be a reasonable guarantee for that goals, or you could
use the notion of effectiveness developed in Coalition Logic [27], that is there exists a joint
strategy for Q such that it can see to g no matter what the other agents do.
If the commitments reflect the mere capabilities of groups of agents, then some undesired
properties may induce to a formalization of the commitments which vanishes the possibility
of the dud and i-dud criteria to prune unfeasible coalitions. For example in Coalition Logic
the notion of power satisfies the property of coalitional monotonicity, that is if Q has the
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power to achieve g, then every superset Q  of Q as the same power in the plan that Q has
to execute in order to achieve g, even if the added agents do not play any role. However,
if we consider the commitment (Q  ,g), instead of the commitment (Q,g), then, since the
do-ut-des property formalize a notion of reciprocity, all the agents in Q  have to obtain some
goals in exchange, but in this case some agents in Q  obtain the achievement of one, or
more, of their own goals without doing anything. One possibility to avoid this problem is to
consider that a group of agents has the power to achieve a set of goals only if all its agents
are necessary or at least useful [7].
Coming back to our problem, the set of agents is A = {a1 ,a2 ,a3 ,a4 }, the set of the goals
Gl is {rr,rg,bg,bb}, according to the boxes owned by the agents. A group of agents has the
power to achieve a goal if they have the corresponding chips. So, for example, the group of
agents a2 and a3 has the power to achieve the goal bb of the agent a4 by giving their blue
chips to it. We assume that the notion of power requires that if a group of agents has the
power to achieve a goal, then all its members are necessary for the achievement of that goal,
in this contest an agent in a group either is necessary for the achievement of a goal or it is
not.
We show the set of possible commitments by grouping together the group of agents that
has the power to achieve the same goal. In the table each row contains in the first column
all the group of agents that can achieve the goal indicated in the second column.
Q

g

{a1 ,a3 }, {a1 ,a4 }, {a3 ,a4 }
{a1 ,a3 }, {a1 ,a4 }, {a1 }, {a4 }, {a1 ,a4 }
{a1 ,a2 }, {a1 ,a3 }, {a2 ,a4 }, {a3 ,a4 }
{a2 }, {a2 ,a3 }

rr
rg
bg
bb

Given a set of commitments, as the goals are known, it univocally corresponds a coalition, therefore in the following we consider as coalitions the sets of commitments. Clearly,
when we consider a coalition we want to check the admissibility we have to assure that the
commitments in it are compatible, that is there does not exist an agent which is required
to provide the same chip in two commitments (Q1 ,g1 ) and (Q2 ,g2 ) achieving distinct goals.
For example, the set of commitments ({a3 ,a4 },bg) and ({a3 ,a4 },rr) is compatible because the
agents use in the achievement of bg and rr different chips. On the contrary the commitments
({a1 },rg) and ({a1 ,a3 },rr) are incompatible as the total amount of red chips at their disposal
of a1 and a3 is equal to 2 whereas the amount of red chips required to achieve at the same
time both the goals rg and rr is equal to 3, this means that the agent a1 should use at the
same time its unique red chip for the achievement of both the goals. We notice that all the
commitments involving disjoint groups of agents are compatible.
As a coalition is do-ut-des implies that there do not exist two groups in it achieving the
same goal, we can restrict our search to the coalitions which satisfy this condition. We find
these coalitions by solving a constraint satisfaction problem as follows: we select a group
of agents that can achieve the goal rr, for example {a1 ,a3 }, then we see which groups of
agents has the power to achieve the goal rg compatibly with the fact that {a1 ,a3 } achieves
rr, and so on up to the goal bb. The result of this constraint satisfaction problem is shown
in Figure 5, every path starting from the top up to the bottom of the graph constitute a
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FIG. 5. The possible coalitions in the chips and boxes example.

maximal coalition satisfying the condition of no repeated goals. Then for any of them, we
can apply the algorithm shown in section 3 to select the i-dud coalitions.
The set of the coalitions to be checked is the sets of all the groups lying in the same path
and the corresponding goals - that is 157 coalitions.
All the maximal coalitions are do-ut-des because all the goals of the agents are achieved
and also all the chips at the disposal of the agents are used, then all the agents obtain and
take part in the satisfaction of a goal. However these are not the only ones, for example,
the coalition C1 composed by the commitments ({a1 ,a3 },rr) and ({a1 ,a3 },bg) is also do-utdes. Analogously, another do-ut-des coalition C2 is composed by the commitments ({a2 },bb)
and ({a4 },rg). Applying the definition it can be shown that these are the only coalitions
satisfying the do-ut-des property, that is the number of do-ut-des coalitions is equal to 14,
i.e. about the 9% of the set of all the ones satisfying the no repeated goals condition. For the
indecomposable do-ut-des property the do-ut-des coalition given by the union of C1 and C2
does not satisfy the indecomposable do-ut-des property since a1 and a3 which are involved
in C1 are not interested in C2 and vive versa a2 and a4 are not interested in C1 . All the other
do-ut-des coalitions satisfy the indecomposable do-ut-des property too.

6 Related work
Several efforts concern the research topic of coalition formation, focussing on different aspects
of this problem. Cooperative Game Theory has been the first research area focussed on coalition formation and, nowadays, it remains the historical ground to reason about coalitions
[3, 28, 33, 38].
The main aim of Cooperative Game Theory regards the study of admissibility criteria in
coalition formation. Several solution criteria have been proposed, as for example the notion
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of core, stable sets, nucleus. The notion of core is based, as the Nash equilibrium in Noncooperative Game Theory, on a dominance relation over the set of possible consequences
attainable by the grand coalition. A coalition is dominated if there exists a group of agents
able to achieve a consequence which is strictly preferred by all its members.
In this work and in the related ones, we are interested in goal-directed agents, and not in
utility-maximizer agents, so our notions of admissibility distinguish in several aspects from
the admissibility criteria developed in Cooperative Game Theory. In this paper we consider
the do-ut-des property, which is a qualitative criterion of admissibility, with respect to the
quantitative approach developed in Cooperative Game Theory. We do not directly compare
goals, but simply balance sets of goals by means of inclusion relation. In particular, the
do-ut-des property can be used as a qualitative method to restrict the search space of a
quantitative criterion of admissibility, we called the q-do-ut-des property in [31], which is
even more restrictive than the well-known notion of core. The admissibility criteria developed
there require to compare a coalition with all the other potential coalitions in order to verify
if it is admissible.
Both the definitions of the do-ut-des property and of the indecomposable do-ut-des property require to compare a coalition, intended as a set of commitments, only with its subsets.
This way, a potential coalition has all the required information to check if it satisfies our
admissibility criteria as only the comparison with included coalitions is required. For this
reason we say that our criteria rather establish if a coalition can be formed in re than, as in
Game Theory, compare all the possible coalitions with each other in order to seek the most
profitable ones. Our criteria are weaker in the sense that, in our representation, a coalition
has all the necessary information to verify if it is admissible. So, our criteria can be applied
also when we have only a partial view of the multiagent system, and hence of the potential coalitions. Anyhow, despite the differences with Game Theory deriving from fact that
Game Theory uses quantitative admissibility criteria on utility maximizer agents and we use
qualitative criteria on goal-directed agents, both the approaches are an attempt to formalize
the homo economicus. We suppose that agents use a quantitative cost-benefit analysis to
compare potential coalitions and in [31] we show which class of cost-benefit analysis is compatible with our qualitative reasoning. This provides us the possibility to relate our criteria
of admissibility with the quantitative admissibility criteria developed in Cooperative Game
Theory.
In the field of Artificial Intelligence the problem of which coalitions should be formed
in a multiagent system historically derives from the more general problem of how agents
should coordinate with each other. The branch of Artificial Intelligence that deals with
this general problem is called Distributed Artificial Intelligence (DAI). One of the major
distinctions in DAI is between Distributed Problem Solving (DPS) and Multiagent Systems
(MAS) [19, 34, 41]. In DPS, there is some notion of global utility [29] or a set of tasks to be
fulfilled [25, 34] and the problem is to find the way the agents have to collaborate in order to
maximize the global utility or the number of fulfilled tasks. When an optimal policy is found,
it can be imposed to the agents of the system, so a crucial assumption is that agents are
not completely autonomous. In MAS, instead, agents are autonomous and their proactive
behavior is governed by a private utility function or by private goals (self-interested agents).
Therefore, there is not a distinguished agent (the manager) that can impose a particular
behavior to the other agents.
DPS is well suited to address, for example, the distributed vehicle routing problem of a
single company. A company is responsible of certain deliveries and has a certain number of
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vehicles to take care of them. The problem is to find which routes the vehicles have to do
in order to accomplish all the deliveries and minimize the global cost of transportation. The
MAS approach, instead, can be applied to solve how different delivery companies should
outsource to each other their delivery tasks [30].
An interesting bridge between DPS and MAS is given by the mechanism design problem
[41], i.e. the problem to find a protocol regulating the negotiation process of autonomous
self-interested agents such that the economic behavior of the single agents also leads to an
improvement of the social welfare.
A coalition formation process occurs in Distributed Problem Solving when the whole population of agents can be partitioned in groups of agents (coalitions) such that agents within
each coalition coordinate their activities, but agents do not coordinate between coalitions.
Sandholm et al. [29] study the problem of finding which partition of the population of
agents maximizes a global utility function when super-additivity (agents always do better
joining all together) is not guaranteed. This partition is called a coalition structure.
Shehory and Kraus have studied in [34] task allocation problems via coalition formation.
There is a set of n agents, A = {a1 ,...,an } and a set of m independent tasks T = {t1 ,...,tm } to
be fulfilled, eventually according to a precedence order. Each agent ai has a vector of real
non-negative capabilities c1i ,...,cri . Each capability is a property of an agent that quantifies
its ability to perform a specific action or the amount of resources it has at its disposal. For
the satisfaction of each task tl , a vector of capabilities Bt = b1l ,...,brl  is necessary. In order
to fulfill the tasks agents can join their capabilities forming coalitions.
The capability vector of a coalition Q, BQ = c1Q ,...,crQ , is the sum of the capability vectors
that the members contribute to Q. A coalition can fulfill a task tj only if for all 1 ≤ k ≤ r,
j
bk ≤ ckQ . For each coalition Q the fulfillment of a specific task provides a certain utility, that
may depend on both the task and the coalition. The problem is to find a set of coalitions Q
and a task assignment for them such that the sum uQ of the gained utilities is maximized.
This problem is in general non tractable, so the authors provide a distributed anytime
algorithm which finds an approximated solution with ratio bound from the optimal one.
Intractability of reasoning about coalition shows the necessity to find algorithms trying
to decrease the complexity of the problem, as we do in this article.
The issues addressed in [29] and [34] have been object of further research. For example,
in [16] Dang and Jennings present an anytime algorithm and show experimentally that it
improves the performances with respect to the one presented in [29]. Kraus and Plotkin
[25] consider a problem of task allocation in the case the set of tasks to be fulfilled are not
given in advance, but they arrive according to independent probabilities.
Wooldridge and Jennings [40] study coalition formation as a process composed by four
phases: recognition, team formation, plan negotiation and team action.
The recognition problem regards the possibility for an agent to reason about the capabilities of the other agents and the potential for a cooperation in the case it is not self-sufficient
in the achievement of a goal. They use Dynamic Logic [22] in order to express sequences of
actions, their effects and a primitive, with the meaning that a group of agents is able to
execute an action α. Once recognized in a group of agents Q the potential for cooperation
for a goal g, an agent attempts, in the team formation phase, to induce in all the members
of Q the commitment to achieve g. After a team is formed the agents of that team negotiate
about which plan has to be executed for it. Finally, in the team action phase the members
of Q create a joint intention for the satisfaction of g by means of a certain plan α.
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In these works the goals that an agent can propose to a group of agents Q are only
those that are shared with all the members of Q. Otherwise, it should rely on a altruistic
predisposition of the other agents. Therefore, cooperative problem solving is somewhat on the
boundary of the Distributed Problem Solving and Multiagent Systems approaches, as agents
are considered autonomous, but the only social interaction considered is the cooperation for
the achievement of a shared goal, which is somewhat similar to the problem to maximize
a global utility as in Distributed Problem Solving. Nevertheless, profitable behaviors arises
also in the case the agents exchange services in order to satisfy their own goals, or directly
exchange goal commitments.
Exploiting the formalism of dependence networks we go beyond this limitation, relax the
precondition of the shared goal, and provide a structure of the coalition, guaranteeing that
each agent is motivated to participate in the coalition by the satisfaction of some of his own
goals.
Dunne and Wooldridge [18, 39] show as several problems of a cooperative game with
goal-directed agents, as to verify if a set of goals is in the core of a coalition, are non
computationally tractable.
Their representation does not provide any information about the commitments inside a
coalition and their possible admissibility, therefore it does not enable to use the do-ut-des
property.
Differently from all the above approaches, we base the notion of coalition on social
exchanges among agents. The notion of social exchanges has been introduced in the Multiagent Systems community by Castelfranchi [11, 12] and some formalizations of this notion
have been presented in several works [4, 17, 35].
Dependence networks directly stem from this line of research.
Under the hypothesis that agent are self-interested, an agent accepts to help another agent
only if it receives some advantages. Thus, a social interaction can occur only in the case of
a bilateral dependence.
Dependence networks have been examined at different levels of detail. For example,
Sichman and Demazeau [35] introduce not only dependencies on goals like we do in this
article, but they also introduce dependence on action. Conte and Sichman [13] consider
subjective views on dependence networks and proposes an algorithm to negotiate the construction of shared dependence networks, while here we assume all agents know the real
dependencies. In Conte and Sichman [13] a classification of dependency types is proposed,
distinguishing dependence on the base of reciprocity and of sharing of beliefs about
them.
The social exchanges considered in Sichman and Demazeau [35] have been derived from
two kinds of dependencies, mutual and reciprocal dependence. Both mutual and reciprocal
dependence involve only two agents, therefore they lead only to dyadic agreements. In some
cases, more complex chains of dependencies can be used to help each other. For example,
a mother can be dependent on her tall son to replace a light bulb in the kitchen, the son
is dependent, in his turn, on his sister to help him in a problem of trigonometry and the
sister is dependent on the mother to buy a new skirt. In this example there is no mutual
or reciprocal dependence among only two persons, nevertheless a chain of dependencies
involving at the same time the mother and her children leads to a worthwhile exchange.
This kind of exchanges is called generalized social exchanges.
They also introduce different kinds of dependencies like OR and AND dependencies, like
the one used in this article. AMONG-dependence formalizes the notion of reciprocity that we
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call the do-ut-des property. Moreover, they consider some cases of composition of coalitions,
but they do not define admissibility criteria like we do.
Both the two admissibility criteria of this paper have been defined as a no-dominance
condition on some qualitative preferences of the agents. In particular the do-ut-des property
is an extension of the notion of reciprocity defined in [14] which takes into account that
agents may obtain more than a single goal.
Nevertheless, with respect to their representation of dependence network, we abstract
from the representation of the actions needed in order to achieve a goal. For our admissibility criteria we do not need to describe actions, plans, resources or strategies. Also in
Cooperative Game Theory games are represented at a level of abstraction which does not
describe the actions or the strategies that agents have to perform individually. A game is
directly described by means of the consequences that the groups of agents can assure collaborating, without any description about how they can assure those consequences. Moreover
we do not make the assumption that an agent can commit a group of agents to achieve a
goal g only in the case it is not autonomous for it. Therefore, our AND-arcs do not describe
dependencies in the sense developed in [11, 12], but more general potentials for social interaction.
With respect to the approach followed in [14], our approach differs in two aspects. The
first aspect regards at which level of abstraction a multiagent system has to be described.
The second aspect from which we differ is more foundational. The notion of reciprocity
in [14] is formalized by means of the notion of dependence, i.e. the goals that are exchanged
are only those that agents could not achieve on their own. This assumption has the advantage to decrease the space of all possible exchanges: when an agent is self-sufficient in the
achievement of one of its own goals, it prefers to rely on its own skills rather than search
how to reward other agents that could achieve the same goal. However, in some cases it is
worthwhile to reciprocally delegate the achievement of some goals even if the agents involved
could achieve these goals on their own. For this reason we relax the condition that agents
have to be not self-sufficient in the achievement of the goals exchanged. Therefore, our representation of a multiagent system, the Power Structure, is based only on the representation
of the goals desired by the agents and the power that different groups of agents have to
achieve that goals.
In recent years several logic-based formalisms have been developed in order to represent
some particular notions of power at different levels of abstraction. Pauly [27] provides a
modal logic, called Coalition Logic, that axiomatizes a notion of power developed in Game
Theory, the α-ability.
Alternating-time Temporal Logic [2, 20, 37], in the following ATL, is one of the most
important logic-based formalisms for coordination analysis. It has been developed with a
twofold aim. On one hand to describe temporal properties of infinite extensive games with
concurrent moves, on the other hand to provide an extension of Computational Tree Logic
(CTL) [26] for property verification of modular reactive systems [1].
However these formalisms have not been used to reason about coalition formation, with
the recent exception of [10].
Recently, coalition formation has been studied in the framework of boolean games. The
two main research works on the issue of boolean games are Harrenstein [23] and Harrenstein
et al. [24]. These papers present this new kind of games as to study the strategic interactions between agents. Boolean games are defined in [24] as two players, zero-sum static
games where players' utility functions are binary and described by a single propositional
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formula, and the strategies available to a player consist of truth assignments to each of a
given set of propositional variables controlled by the player. In these works, the authors
argue on the strategy profiles for a Boolean as an assignment of binary values to all of its
decision variables. The authors allow a strategy profile also to prescribe a value for decision variables that do not occur in the game and assume that the choices made for these
“outside" variables do not affect the outcome of the game. It suggests a natural notion of
equivalence of Boolean forms: two Boolean forms are said to be equivalent if each strategy
profile determines the same outcome in both of them. Defining natural operations on Boolean
game forms, they find that, modulo this notion of equivalence, Boolean forms constitute a
Boolean algebra. The principal observation of these works are that binary decision variables
may be taken as the propositional variables of a propositional language. On this conception,
each strategy profile, assigning binary values to all the decision variables, coincides with a
valuation for that propositional language. This correspondence between Boolean forms and
propositional variables, moreover, proves to determine an isomorphism between the Boolean
algebra of Boolean forms and the Lindenbaum algebra of the respective propositional language. These algebraic considerations ensure that Boolean games can straightforwardly be
related to classical propositional logic. Equivalence of Boolean forms does not take into
account the manipulative powers of the players. The strategic properties of a Boolean game
(e.g. a player with a winning strategy or not) depend on the way control over the decision
variables over the players as well as on the structure of the underlying Boolean form. The
conception of Boolean forms as propositional formulas spawns a number of logical issues
concerning distributed control over the propositional variables. Thus, distributed control of
the propositional variables becomes a notion amenable to logical analysis.
Another relevant work in on the issue of boolean games is given by Bonzon et al. [9]
where they generalize the framework of [24] to n-players games which are not necessarily
zero-sum keeping the assumption that each player's preferences are represented by a unique
propositional formula, inducing a binary utility function. The authors show how well-known
tools from propositional logic can be used to give simple characterizations of the notions of
pure strategy Nash equilibria and dominated strategies deriving complexity results for their
computation.
These three works are logical based and they do not keep into accout the introduction of
complex structures such as dependence networks to represent boolean games. Dependency
between players and variables in such games naturally induce a dependency relation between
players. This view has been proposed by [8].
In contrast with our paper, [8] uses dependence networks to split up a game into a set of
interacting smaller games, which can be solved more or less independently. In this paper,
instead, we look at characterizing i-dud coalitions in terms of the impossibility to split them
in smaller coalitions. Moreover, in [8] simpler graphs are used, undirected and unlabeled, to
represent dependencies.

7 Conclusion
In this work we define a criterion of admissibility for coalition formation which is based on
the representation of a coalition as a net of exchanges [14]: the i-dud property. This property
refines the do-ut-des property [5] by taking into account the fact that two distinct coalitions
cannot be considered a whole coalition if they can be formed independently. This condition
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arises from the fact that agents prefer to form small coalitions because, as coalitions spring
from unanimously agreements, the more are the agents involved in a coalition the more is
the risk that one of them gives up joining it.
The i-dud property inherits from the do-ut-des property the fact that it uses only the
internal topology of exchanges to check the admissibility of a coalition. Approaches based
on Cooperative Game Theory, as [29, 39], abstract from this internal structure, and hence
they need to compare a coalition with the other possible coalitions in order to establish
its admissibility. This way, also the problem to see if a coalition is admissible, applying for
example the notion of core, is intractable.
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Abstract
In this paper, we present a replanning algorithm for a decision-theoretic
hierarchical planner, illustrate the experimental methodology we designed
to investigate its performance, and provide an evaluation of the algorithm.
The methodology relies on an agent-based framework, in which plan failures can emerge from the interplay of the agent and the environment.
Given this framework, the performance of the replanning algorithm is
compared with the one of planning from scratch the solution to the planning problem by executing experiments in different domains. The empirical evaluation shows the superiority of replanning with respect from
planning from scratch. However, the observation of significant differences
in the data collected across planning domains confirm the importance of
empirical evaluation in practical systems.
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1

Introduction

Replanning is a central research issue for a variety of AI applications involving the execution of plans in realistic contexts, ranging from real-time architectures for automation to agent-based and multi-agent systems. Although
Nebel and Koehler [Nebel and Koehler, 1993] have shown that some forms of
replanning are harder than planning itself, the interest for replanning is motivated by both practical and theoretical considerations.

From the practi-

cal point of view, in real time systems, the interleaving of deliberation and
execution is an effective strategy to tackle non-determinism and incomplete
knowledge, but does not eliminate completely the need to replan from time
to time [Myers, 1999, Lemai and Ingrand, 2004]. From the theoretical point
of view, the stability of commitment in intention remains a key property of
agents [Cohen and Levesque, 1990], especially in social contexts. For example,
in multi-agent systems, a certain amount of a priori coordination on individual plans cannot be set aside, together with the necessity for the agents to
keep to their plans as much as possible during the joint activity. So, efficient
and effective replanning techniques are required to guarantee the stability and
predictability of the behaviour of agents.
Multiagent systems pose another requirement on planning: agents are often
considered as utility maximisers, so rather than accepting a generic solution
to a planning problem, they aim at an optimal one - compatibly with their
bounded rationality constraints [Boella et al., 2005].

Thus, beside planning

[Dearden and Boutilier, 1997, Haddawy and Hanks, 1998, Pryor and Collins, 1996],
also replanning should be based on a decision-theoretic perspective.
In this paper, we address the following research questions:
• How to introduce replanning in a decision-theoretic planning algorithm?
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• How to evaluate the preferability of a replanning algorithm – when facing
plan failures and changes in the environment – with respect to the solution
of planning from scratch?
To define a replanning algorithm we start from the planning algorithm of
the DRIPS system [Haddawy and Hanks, 1998], that conjugates hierarchical
planning with Decision Theory [Luce and Raiffa, 1957]. We propose an agentbased methodology and framework for its empirical evaluation. The evaluation
methodology rests on an experimental framework that simulates the occurrence
of plan failures as a result of the interaction between an autonomous agent and
a non-deterministic environment. The replanning algorithm is compared with
the alternative of planning from scratch based on time performance and quality
of output plans.
The objective of the evaluation is to show not only that replanning from the
current solution has advantages over planning a new solution, but also to understand in which situations – in terms of structure of the plan library, planning
problem, dynamics of the environment and failure types – replanning gives the
best advantage.
The paper is structured as follows: Section 2 describes the replanning algorithm; the evaluation framework and methodology are described in Section
3. Section 4 reports the experiments performed according to the methodology,
whose results are discussed in Section 5. Conclusions end the paper.

2

Extending Decision-Theoretic Hierarchical Planning to Replanning

Hierarchical planning [Sacerdoti, 1977] lends itself to the design of resourcebounded agents, as the levels of abstraction encoded in hierarchical plans can
3

227

be directly mapped to the elaboration of partial plans. Partial plans are a key
notion in the theory of practical reasoning [Bratman, 1990], since they allow
avoiding premature commitment to overdetailed plans. In the context of replanning, they provide a useful instrument to manipulate commitment at the
lower levels of detail, leaving it unmodified at the higher levels.
Decision-theoretic planning allows an agent to make a distinction between
the achievement of a goal and the utility of the states in which the goal is
achieved. States are represented as sets of attribute-value pairs and the individual preferences of an agent are expressed as functions which map the value of single attributes to real numbers, representing the utility values. By releasing the
“all or nothing” goal satisfaction paradigm of classical planning [Blythe, 1999],
in decision-theoretic planning the achievement of a goal can be weighted against
the costs of achieving it, and goals can be partially satisfied.

2.1

The Planning Algorithm

The representation of the world in DRIPS consists of attribute-value pairs.
Attributes can have boolean values as well as continuous or discrete ones (e.g.,
the consumption of fuel is represented by a continuous quantity). In order to
account for the role of uncertain knowledge about the world, each attribute is
associated with a probability distribution on its values. Since the attributes
are assumed to be independent, this representation is equivalent to a set of
alternative worlds in which each attribute has a certain value with a certain
probability. Formally, the representation of the current state of the world Ws
is a set of pairs {Ai , P Di }, where Ai is an attribute and P Di is a probability
distribution on its values:

Ws = {{A1 , P D1 }, . . . , {An , P Dn }}
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Figure 1: A graphical representation of the office micro-world.
For each attribute Ai , the probability distribution on its values is a set of pairs
{Vij , Pij }, where Vij is one of the possible values, and Pij is the probability of
that value:

P Di = {{Vi1 , Pi1 }, .., {Vin , Pin }}
where

P 1
(Pi , .., Pin ) = 1.

The effects of an action are non-deterministic and depend on a set mutually
exclusive and exhaustive conditions.
For example, consider the toy domain illustrated in Figure 1. A robot, X, is
situated in an office constituted by four rooms, and accomplishes simple tasks,
like taking the mail from one room to another. Given this domain, the action
go-4-2 defined in Figure 2 states that, when the action is executed while the
agent is in room 4 and the door is open, there is one chance out of ten that the
agent ends up being in the same room (see the :effs field in the first :cond-eff
branch).1 Notice that there is no proper goal in the action representation: the
1 The representation of effects in DRIPS allows representing the uncertainty associated with
complex effects, defined on multiple attributes (see the :effs field in Figure 2), and elementary
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(action
:name
:attributes
:effects

)

:goal
:instantiation
:decomposition

go-4-2
(at time fuel open-door)
:cond-eff :cond ((and (at = 4)(door = open))
:effs :eff
((at = 2) prob = 9/10
(at = 4) prob = 1/10
(time = time + 15) prob = 1
(fuel = fuel - 0.5) prob = 1))
:prob 1
:cond-eff :cond ((or (not (at = 4))(door = closed))
:effs :eff
((time = time + 15) 1
(fuel = fuel - 0.5) 1))
:prob 1
(at = 2)
nil
nil

Figure 2: The definition of the primitive action, go-4-2, consisting of going from
room 4 to room 2 in the office domain (see Section 4.3 for description of the
domains).
DRIPS system provides an inter-subjective representation of actions, and relies
on the agent’s utility function to represent individual goals. In order to account
for the notion of action failure, we augmented the original representation with
a field that specifies the action goal (see the :goal field).
In DRIPS, a plan library is an action hierarchy that includes two kinds of abstraction relations,

as described by [Haddawy and Suwandi, 1994] and

[Haddawy and Hanks, 1998]. The sequential abstraction relation is a task decomposition relation: an action type of this kind (complex action type) is a
macro-operator that the planner can replace by a sequence of action types (:decomposition field). The specification relation describes how an abstract action
type specializes into more specific action types (:instantiation field). A primitive
action is a directly executable action.
The input to the planner is a plan that contains only the root of the action
hierarchy; this plan is recursively refined by substituting complex actions with
effects (defined on individual attributes, see the :eff field), by posing separate probability
distributions on the two levels.
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their decomposition and abstract actions with the more specific actions they
subsume, until a set of primitive plans is obtained, i.e., a set of plans composed
of primitive actions. At each cycle, the input to planning algorithm is the result
of the refinement performed in the previous cycle, i.e. a set of more detailed
plans, which subsume a smaller set of alternatives. Before execution, the utility
of a plan is not known, but its expected utility can be computed on the set
of states obtained by projecting the plan onto the current state of the world.
The expected utility of a plan that has not been fully refined (a partial plan) is
an interval that encompasses the expected utilities of all the alternatives plans
it subsumes. Suboptimal plans are plans whose expected utility upper bound
is lower than the lower bound of some other plan. In order to restrict the
search space and to identify optimal plans, suboptimal plans are pruned at each
refinement step.

2.2

The Replanning Algorithm

In classical planning, the validity of a plan is evaluated in terms of success or
failure, intended as the truth or falsity of a logical expression. In decisiontheoretic planning, the outcome (or expected outcome) of a course of action is
mapped to an utility value, whose acceptability cannot be established a priori.
The replanning algorithm presented here delegates to the agent model the task of
defining the acceptable utility values, and assumes that a threshold is sufficient
to identify the acceptable values. In this work, we consider as plan failure the
situation in which the expected utility of plan drops below the acceptability
threshold of the agent while the plan is being executed.
When a plan fails, it is possible that the current plan is ‘close’ to a similar feasible solution, where “closeness” is represented by the fact that the
current plan and a new valid one are subsumed by the same partial plan at
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function replan (plan, world, threshold)
FA := find-focused-action (plan);
candidate-sub-plan := find-candidate-sub-plan (plan, FA);
new-plan := partialize (plan, FA, candidate-sub-plan, world, threshold);
if is-plan (new-plan)
then return new-plan;
else if (plan = plan-root)
then return false;
else
begin
partial-plan := collapse-plan (plan, candidate-sub-plan);
replan (partial-plan, world, threshold);
end
end if
end if
end function
Figure 3: The main function of the replanning algorithm, replan
some level of abstraction in the plan space. The key idea of the replanning
algorithm is to retract a refinement choice operated during planning (partialization), and then to restart the refinement process on the partial plan thus
obtained, in the attempt to verify if an alternative refinement is acceptable in
the current context [Boella and Damiano, 2002a, Boella and Damiano, 2002b,
Boella and Damiano, 2003]. After a plan has been partialized, the expected
utility of the resulting plan is computed. Since this value encompasses the utility of all its refinements, it is possible to verify if it is a promising candidate, i.e.,
if it encompasses a refinement whose utility is above the acceptability threshold.
The abstraction and the decomposition hierarchies play complementary roles
in the replanning algorithm: the abstraction hierarchy allows identifying alternatives to the steps of the failed plan, while the decomposition hierarchy focusses
the partialization process on a sub-plan of the current plan, as described below.
The partialization process is incremental: if a new valid refinement of the failed
plan is not found after the first partialization step, the process is iterated, until
either a new valid plan is found or the root of the action hierarchy is reached.
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function partialize (plan, FA, sub-plan, world, threshold)
prioritized-steps := prioritize-steps (sub-plan);
for each step in prioritized-steps do
revision-node := find-revision-node (step);
candidate-plan := retract-step (plan, revision-node);
if promising (candidate-plan)
new-plan := refine (candidate-plan, world);
then return new-plan;
end if
end for each
return false;
end function
Figure 4: The Partialize function
The functioning of the algorithm is the following:
1. The starting point of the replanning process (see the replan procedure in
Figure 3) is the first non-executed step whose preconditions do not hold.
This step becomes the initially focused action (FA).2
2. find-candidate-sub-plan identifies the sub-plan of the input plan on
which it will focus the search for alternatives. In order to do so, it consults
the derivation tree of the plan to identify the lowest-level decomposition
the FA appears into; then, it marks the steps which appear in this decomposition as candidate sub-plan. The rationale is to ensure that only
the steps of the plan which are most directly related to the focused step
(i.e. that are part of the same, lowest-level decomposition) are potentially
affected by the revision process.
The subtree of the action hierarchy dominated by the root of the candidate sub-plan constitutes the local context of the FA; the local context is
the portion of the action hierarchy that the algorithm will search for an
alternative refinement of the input plan (see next step).
2 Although

the representation of actions does not explicitly report the preconditions of an
action, they can be identified based on the action goal.
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3. The partialization process (see the partialize function in Figure 4) is
the core of the algorithm: it tries to replace the steps of the candidate
sub-plan with alternatives, in an incremental way, until no candidates are
left or it succeeds. Each candidate step is replace with an abstract action,
so as to retract a refinement choice operated by the planning algorithm
when the plan was created; then, after each retraction, the resulting plan
is refined to verify if the retraction has made it possible to bring back the
failed plan to a new valid plan. In detail:
(a) The prioritize-steps function establishes the order in which the
steps of the candidate sub-plan will be examined for partialization:
the FA is examined first; then, the steps on its right (the ones that
temporally follow it) are examined; finally, the steps on its left (the
ones that precede it) are examined. This order reflects the assumption that it is preferable to modify actions that have not been executed yet.
(b) The revision cycle is the core of the algorithm: for each step in the
candidate sub-plan, the algorithm searches the current local context
of the action hierarchy for an abstract action that subsumes that step
(find-revision-node), and marks it as the revision node; if more
than one abstract actions are found, the lowest level one is selected, in
the attempt to limit the extent of the modification performed on the
input plan. The step to be revised is then replaced by the revision
node in the input plan (retract-step), obtaining the candidate
plan. If the plan candidate plan is promising, i.e., it subsumes a
valid refinement, it is refined. The promising predicate is evaluated
by removing from the candidate plan the steps that correspond to
executed actions: in this way, the utility evaluation becomes sensitive
10
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to the execution context.
The revision process is incremental: the input to the subsequent
revision cycle is the result of the previous revision.
4. If the partialization process has failed to generate a new valid plan, all
the actions in the candidate sub-plan are removed from the plan and replaced by the complex action which subsumes them in the action hierarchy
(collapse-plan). The plan thus obtained becomes the new input to the
replanning algorithm, and the former root of the candidate sub-plan becomes the new FA (see Figure 3). In this way, as the input plan becomes
more partial, the context within which alternatives are sought for becomes
wider, until the plan eventually collapses onto the root of the action hierarchy and the refinement process is restarted from scratch.
In order to illustrate how the replanning algorithm works, we will resort to a
portion of the office domain (see Section 4.3, Figure 1). Consider the situation
in which the robot is in room 4 has the goal of getting the mail from room 2 to
room 1, but wrongly believes that the door between 4 and 2 is open. In order
to satisfy the goal to get the mail from room 2 to room 1, the robot has devised
a plan composed of the steps: GO-4-2-door TAKE-MAIL GO-2-1 PUT-MAIL
(see Figure 5, left box). After executing the step GO-4-2-door, the robot realizes
that it is in room 4 and its plan is not valid anymore: executing the remaining
plan steps from there will not bring about the desired state of affairs, i.e. that
the mail is in room 1. So, the robot starts replanning:
• The replanning algorithm identifies the focused action (FA), the first nonexecuted action whose preconditions are not satisfied. In this example,
TAKE-MAIL is marked as the FA, as it requires the agent to be in the
same room as the mail (room 2).
11
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Figure 5: A representation of the steps performed by the replanning algorithm
on the action hierarchy given the robot’s plan. The original plan (1); the new
plan (2).
• The replanning algorithm identifies the complex action which directly subsumes FA in the action hierarchy, GET-MAIL, and identifies the candidate
sub-plan, composed of the steps GO-4-2-door, GO-2-1 and PUT-MAIL.
The local context of the revision is the portion of the action hierarchy
subsumed by GET-MAIL (in bold in the right box of Figure 5).
• The partialization function examines the right siblings of GO-4-2-door,
GO-2-1 and PUT-MAIL, in search of an abstract ancestor. None of the
two is subsumed by any abstract actions in the local context. So, the only
left-side sibling of the F A in the derivation tree hierarchy, GO-4-2-door, is
examined: this action is subsumed in the action hierarchy by the abstract
action GO-4-2, that is marked as the revision node.
• The step GO-4-2-door is replaced by the revision node (GO-4-2) in the
plan, obtaining the candidate partial plan GO-4-2 TAKE-MAIL GO-2-1
PUT-MAIL. This plan is promising, as it subsumes an alternative refinement of the initial plan which is more appropriate than the failed plan
(GO-4-2-long does not require the door to be open, as it consists of a
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longer path through rooms 3 and 1).
• When the planner refines the new partial plan, it generates the following
refinement: GO-4-3 GO-3-1 GO-1-2 TAKE-MAIL GO-2-1 PUT-MAIL.
2.2.1

Considerations and Related Work

The replanning algorithm rests on the assumption that a plan failure can normally be ascribed to a disrupted dependence relation between actions situated
in the decomposition the same action, and that the latter is a low-level action
in the plan library. If this assumption holds in empirical contexts, we expect
that, in most cases, the revision of the failed plan will affect only a sub-part
of it; more precisely, it will affect only the steps which are closer to the initially focused step, i.e. the first non executed step whose preconditions do not
hold. Confirming this hypothesis is one of the goals of the empirical evaluation
illustrated in this work (see Section 3.2).
As it has been remarked by Nebel and Koehler [Nebel and Koehler, 1993],
reusing existing plans raises complexity issues. They show that modifying existing plans is advantageous only under some conditions, like replanning, in
which it is crucial to retain as many steps as possible of the plan the agent
is committed to. According to Liberatore [Liberatore, 1998], conservative plan
modification leads replanning to be harder than planning itself, while non conservative plan modification - under some assumptions - is always less expensive
than planning in computational terms. The replanning algorithm we propose is
not conservative: it tends to limit the extent of the modifications to the failed
plan, thus limiting the amount of computation required to repair the failed plan
and promoting the reuse of plan steps, but it does not guarantee that the modifications to the failed plan are minimal. This choice of generating sub-optimal
plans is in line with the notion of bounded optimality expressed by Russell
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and Subramanian [Russell and Subramanian, 1995] and the critics expressed by
Pollock [Pollock, 2006] to the notion of optimality in decision-theoretic planning
(although Pollock’s observations address planning in real-world domains, while
our algorithm has been experimented in toy domains of various sizes).
The replanning algorithm consults the decomposition relations encoded in
the action hierarchy to focus the revision process on a subpart of the failed
plan. By doing so, it exploits the structural information contained in the action
hierarchy to reduce the complexity of the search, as recommended by Boutilier
et al. [Boutilier et al., 1999]. The algorithm specifically addresses complexity
issues in two main ways: the refinement process is restarted on a candidate
partial plan only if the latter is promising, and the refinement process benefits
from the same pruning heuristic applied by DRIPS during planning. In the worst
case, the complexity of the replanning algorithm is the same as the planning
algorithm, as the complexity of the latter will simply be increased by a factor of
n, where n is the number of new refinements attempted. Most importantly, the
replanning algorithm is complete: in the worst case, it reaches the root of the
action hierarchy (and so will have explored all the plan space) before finding a
solution.
Several approaches have been proposed to replanning and to the partially
similar task of plan adaptation. Although all approaches can be ultimately
reduced to a form of back-tracking of the search operated by planning algorithm in the plan space, the comparison is not always straightforward, due to
the differences among the planning frameworks on which individual proposals are based. In particular, the bulk of work in replanning concerns partial
order planning: to cite some, see [Wilkins et al., 1994, Haigh and Veloso, 1996,
van der Krogt et al., 2000, van der Krogt and de Weerdt, 2005, Lemai and Ingrand, 2003].
An exception is represented by the extension of heuristic search planning to
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heuristic search replanning [Gerevini and Serina, 2000, Koenig et al., 2002, Likhachev et al., 2005].
Fox et al. [Fox et al., 2006] have recently proposed a plan repair algorithm for
heuristic search planning that is inspired to the notion of plan stability. Our
proposal is complementary to these approaches, as it relies on the paradigm of
decision-theoretic hierarchical planning, in which dependence relations between
actions are compiled out in abstract operators trough the use of sequential abstraction.
A problem strictly related to replanning is suspension and resumption of
plans. The resumption of a goal after a period of suspension is not necessarily automatic, due to the possible changes in the dynamic environment or in the goals
of the agent. The approach of Thangarajah and Harland [Thangarajah and Harland, 2008]
is to provide an operational semantics to label suspended tasks in a hierarchical
plan and to resume them by possibly finding alternative if they are not executable anymore, similarly to our approach. The notion of plan suspension is
accounted for also by the multi-agent architecture for planning and plan execution proposed by Hayashi [Hayashi, 2007]. In this architecture, the features
of HTN planning are exploited to circumscribe the extent of replanning to the
lower levels of the architecture.
The research on replanning is not necessarily concerned with plan failures:
for example, in the seminal work by Kambhampati and Hendler [Kambhampati and Hendler, 1992]
and Hanks and Weld [Hanks and Weld, 1995], plan modification is exploited as a
planning strategy to adapt existing plans to new problems; in [van der Krogt et al., 2000],
replanning is carried out to make the plan of different agents compatible in a
multi-agent, distributed planning environment; in the work by Miksch and Seyfang [Miksch and Seyfang, 2000], or Haigh and Veloso [Haigh and Veloso, 1996]
replanning is an instrument to account for new user goals, by incorporating
them into the system’s plans. In these situations, the tradeoff between costs
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and benefits of replanning is different from the standard plan failure situation,
making a proper comparison impossible.

3

An Agent-Based Evaluation Framework for Replanning

The framework for the empirical evaluation of the performance of the replanning algorithm is based on a utility-based agent architecture, presented in
[Damiano, 2002, Boella and Damiano, 2002a, Boella and Damiano, 2002b]. The
framework non-deterministically generates a planning problem, then simulates
the execution of the plan devised by the agent. When a plan failure occurs, the
alternatives of replanning and planning from scratch are attempted and evaluated based on their time performance and the quality of output plans. Since
no other replanning algorithms are available for decision-theoretic, hierarchical planning, we resorted to planning from scratch as a benchmark to evaluate
the performance of the replanning algorithm. Preliminary work is reported in
[Boella and Damiano, 2003, Boella and Damiano, 2004].
The agent is situated in a dynamic environment, i.e. the world can change
independently of the agent’s actions, and actions can have non-deterministic
effects. The framework does not assume full observability of the world, thus
a perfect correspondence between the actual state of the environment and the
agent’s representation of it is not guaranteed. Plan failures arise either from
the agent’s incorrect knowledge of the world, or from execution failures; the
non-determinism of the framework is also an independent source of failures. In
this paper, we do not consider instead the problem of changes in the mental
states of the replanning agents (see, e.g., [Thangarajah and Harland, 2008]).
While the methodology for comparing the performance of planners described
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in [Long and Fox, 2003] involves elaborating a number of planning problems in
several domains, the goal of the methodology we propose is somehow different:
the focus is not on the formulation of the planning problems; rather, our proposal
focusses on the definition of the experimental framework for the automated
generation of the plan failures on which different replanning strategies are tested.
Since it is agent-based, this framework provides a principled way to address
the difficulties observed by Howe and Dahlman [Howe and Dahlman, 2002] in
relation with the sampling of planning problems in planner comparison.
A similar evaluation scenario to compare planning from scratch and plan
repair is described in the work by Fox et al. [Fox et al., 2006] for heuristic search
planning; although this work considers also the modification of the agent’s goal
as a part of the variability of the execution context, it builds on previous work in
the evaluation of planners and is not committed to a specific agent architecture.

3.1

The Agent Architecture

The agent is based on a BDI model [Rao and Georgeff, 1991, Georgeff et al., 2000];
its internal state is defined by its beliefs about the current world, its desires,
and the intentions (or plans) it has formed in order to achieve a subset of its desires. Since the deliberation component of the agent is provided by the DRIPS
planning system, it inherits the ontological commitments made by DRIPS in
the representation of the world and the actions (the agent’s beliefs), of the
plans (the agent’s intentions), and the utility function (the agent’s desires, concretized into goals and preferences). We refer to [Boella and Damiano, 2002a,
Boella and Damiano, 2002b] for a detailed description of the architecture, and
to [Boella, 2002, Boella et al., 2004, Boella et al., 2005] for the integration of
decision-theory in agent models.
The intentions of the agent are dynamic, and can be modified as a result of re-
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deliberation. Following the literature on deliberation [Rao and Georgeff, 1995,
Wooldridge and Parsons, 1999], the architecture is structured in two levels: the
object level has the role of devising plans and executing them, performing sensing
actions after each step to update the agent’s representation of the world; the
meta-deliberation level controls the object level by selecting input goals to the
deliberation process and monitoring the success of the plan being executed.
Since the agent’s representation of the world is uncertain, and actions are nondeterministic, the expected utility of the initial plan may significantly vary as
the execution of the plan proceeds. The meta-deliberation module relies on the
agent’s initial expectations about the utility of the plan to detect plan failures:
after the execution of each step, the agent computes the expected utility of the
remaining steps; if the difference between the initial expected utility and the
new one is above a certain threshold (acceptability threshold), this counts as
a failure of the current plan, and replanning is performed. The acceptability
threshold is obtained by applying a ratio to the higher bound of the initially
expected utility interval. This ratio (acceptability ratio), together with the
agent’s utility function, forms the preference structure of the agent.

3.2

Empirical Evaluation: Methodology

In order to generate replanning problems in an automated way, we arranged two
different scenarios in which a plan may fail. Both scenarios simulate, though
in a different way, the occurrence of a misalignment between the agent’s representation of the world and the representation maintained in the simulator.
In particular, we distinguish misalignments that occur when the execution of
one or more plan actions fail (failure-determined misalignment) from misalignments that occur in the absence of an execution failure (execution-determined
misalignment). In the first case, the mismatch between the agent’s expectations
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about the plan effects and the actual effects is caused by an execution failure,
while, in the second case, the mismatch is determined by the fact that the world
changes unexpectedly before or during the execution of a plan (similarly to the
distinction between precondition failures and action failures in [Myers, 1999]).3
The relation between plan failure, replanning and planning from scratch
is independent of the type of failure. Every time a plan fails, the replanning
algorithm is invoked on the failed plan. If the replanning algorithm outputs a
new plan, the planner is launched on the failed plan by simulating the world
state holding at the time of failure. In this way, the performance of the two
strategies - replanning and planning from scratch - are compared as if they
were carried on in parallel by the same agent in the same situation. Since the
replanning algorithm is complete, there is no point in attempting to plan from
scratch if no plan has been found by replanning, so planning from scratch is
attempted only if the replanning algorithm has succeeded. On the contrary,
planning from scratch when replanning has succeeded is not pointless: since the
replanning algorithm does not generate optimal plans, planning from scratch
may generate a better plan, or employ less time to generate a plan of the same
quality.
3.2.1

Experiment Setting

The execution of a set of replanning experiments is performed by the Experiment
Manager. The input to the Experiment Manager is the specification of an experiment setting; the Experiment Manager automatically generates a planning
problem and calls the agent loop on it, then invokes the Scenario Manager to
generate plan failures according to the scenario specified in the input. When the
agent’s meta-deliberation component detects a failure, the Experiment Manager
3 From the agent’s point of view, these two situations are indistinguishable: the agent
simply realizes, at a certain point of the plan execution, that executing the remaining plan
steps will yield a significantly lower utility than initially expected.
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invokes the replanning algorithm to repair the plan. If the replanning algorithm
succeeds, the planner is assigned the task to find a new plan given the execution
context at the failure time. During the entire process, the Experiment Manager
records all the relevant data about the experiment: the initial representation of
the world in the agent’s beliefs and in the simulator, the execution trace, and
the data about replanning and planning from scratch - if the latter has occurred.
The specification of an experiment setting includes the following elements:
• The agent definition (see Section 3.1)
• The environment definition (see Section 3.1).
• A planning problem specification:
– A domain specification: a plan library (see Section 2.1), and a
specification of the world (a set of attributes, each with a range of
possible values);
– An agent preference structure (see Section 3.1);
• The execution scenario specification according to which the execution
of the agent’s plan will be carried out(see Section 3.2.2, below).
3.2.2

Defining Experiment Scenarios

Given an experiment setting definition, the Experiment Manager generates the
initial representations of the world for the agent and the simulator in a nondeterministic way. At this stage, the two representations are consistent, i.e., the
world represented in the simulator is simply one of the possible words listed in
the agent’s probabilistic representation of the world (see Section 2.1). Then, the
Experiment Manager invokes the agent loop on the agent’s initial representation
of the world; the agent devises a plan to achieve the input goal and starts to
execute it in the simulated world.
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The Scenario Manager forces the occurrence of misalignments between the
agent’s representation of the world and the world represented in the simulator
by altering the execution mechanism and the agent’s representation of the world.
Notice that the occurrence of a misalignment does not necessarily result in a
plan failure: a plan failure occurs only if the misalignment affects the plan in
a significant way, making its expected utility drop significantly with respect to
the agent’s acceptability threshold.
The first scenario, Execution Failure, depicts the situation in which the
execution of a plan step fails, i.e. it does not result in the intended effects.
According to the terminology introduced in Section 3.2, this situation can be
classified as a failure-determined misalignment. The second scenario, Incorrect Representation, reproduces the situation in which the actual world is
incorrectly represented in the agent’s beliefs, i.e., it simulates a representationdetermined misalignment.
In the first scenario, Execution Failure, the initial subjective and objective representations of the world coincide, but the effects of the plan steps are
non-deterministically altered when they are executed in the simulator. Implementing this scenario involves modifying the action execution mechanism in the
simulator so that the effects of actions can be non deterministically altered, i.e.,
the value of the attributes affected by the execution of the action differs from
the value encoded in the action definition. The new value is constrained to the
range of the values included in the interval between the expected value of the
attribute (encoded in the action definition) and its value in the world state that
precedes the action execution. In this way, the failure simulation process mimics the way the execution of an actions fails in the real world: an action may
completely fail (the value of the affected attributes remain unchanged, or, in
our implementation, it is brought back to its previous value), or it may yield a
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partial achievement (the affected attributes take an intermediate value between
the initial value and the expected one).
1. The algorithm computes the effects of the action in the current world
state, obtaining a probability distribution on a set of outcomes; then, it
selects an outcome in a way that accounts for this probability distribution.
2. If Vim and Vin are the values of attribute Ai before and after the execution
of a step, the failure generation algorithm non-deterministically generates
a new value Vx , where n ≤ x ≤ m.
3. In the absence of a statistical model of action failure, the number of steps
to be altered is determined by the scenario specification, while the choice
of the steps to be altered, and the number of attributes affected, are non
deterministic.
The second scenario, Incorrect Beliefs, depicts the situation in which the
agent has incorrect initial beliefs about the world. Executing experiments according to this scenario requires generating a subjective representation of the
initial world that differs from the representation of the initial world in the simulator.
1. First, a random number of attributes are non-deterministically selected
for alteration.
2. For each attribute, its value is replaced by a new value, drawn from the
range of values specified for that attribute in the agent’s specification of
the world (see Section 3.2.1).
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4

Empirical Evaluation

Given the experimental framework described in the previous section, we consider successful replanning instances the experiment runs in which the agent’s
plan fails during execution and the agent’s attempt to repair it by replanning
succeeds. For each experiment setting, we applied the experimental procedure
for a number of runs sufficient to obtain a statistically appropriate set of successful runs. Consequently, the overall number of runs required to gather the
same number of successful runs may not be same for all experiment settings.
The software developed for this evaluation is written in Allegro Common
Lisp and run on a Pentium(R) 4-M (1,8 GHz) under Linux Redhat.

4.1

Comparing Replanning and Planning from Scratch

Before introducing the data on which the comparison is performed, further clarification is needed about the differences between the strategies of replanning and
planning from scratch. Although, in the worst case, the replanning algorithm
ends up searching the entire plan space from which the original plan has been
derived, this is not true in general. At each partialization level, the replanning
algorithm tries to modify only a subpart of the failed plan, the candidate subplan, so the search operated by the replanning algorithm is performed is simpler
than the standard search operated by the planning algorithm. Moreover, this
search is performed in a way that accounts for the execution context, so it tends
to re-use executed steps. Reusing executed steps is more advantageous than
starting a brand new plan from scratch, and the advantage is reflected by the
expected utility.
In order to compare the efficiency and the effectiveness of the strategies of
replanning and planning from scratch, the following data are recorded:
• First of all, we record the replanning time (RT) and the planning from
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scratch time (ST), i.e. the time employed by the replanning algorithm
and by the planning algorithm to generate the result.
In order to assess the extent to which one strategy is more efficient than
the other, for each set of experiments, we compute the mean of the computation times employed by the two strategies and we compare these values by obtaining the replanning time ratio. This value indicates how
much time is saved (or wasted) by replanning - instead of planning from
scratch. Finally, we run tests to assess the statistical significance of data;
we assumed that the distribution is normal for all the populations of data,
based on the motivation that the replanning problems were generated
non-deterministically by the experimental methodology given the initial
specifications.
As the replanning algorithm that we propose tends to limit the extent of
the plan modification, we expected to find that the replanning algorithm
is more efficient than planning from scratch. This expectation is based
on the assumption that, in most cases, there is a new valid plan that is
similar to the failed one (see Section 2.2), and finding it does not require
exploring the entire plan space.
• In order to evaluate which strategy is more effective, we record and compare the expected utility of the plans generated by replanning and by
planning from scratch as a measure of plan quality.4
In order to assess to what extent one strategy is better than the other
in terms of the quality of output plans, we compute the mean values
of the expected utility of the two sets of plans and we compare them, by
obtaining the expected utility ratio. This value indicates to what extent
4 As the notion of plan failure incorporated in the experiment framework refers to the higher
expected utility of the current plan, we record the higher expected utility of the generated
plans.
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the quality of the plans generated by replanning is better (or worse) than
the plans generated by planning from scratch. Again, we run statistical
tests on the data to assess if there is a statistically significant difference
between the two.
Concerning plan quality, our expectation was that replanning would generate better plans than planning from the start, since it incorporates a
preference for the modifying the steps that have not been executed yet.

4.2

Evaluating the Replanning Algorithm

Beside collecting data for comparing replanning and planning from scratch, we
also record a set of specific data about the behavior of the replanning algorithm,
in order to verify if the assumptions on which the algorithm is based hold in empirical contexts. The replanning algorithm consults the decomposition relations
encoded in the action hierarchy to focus the revision process on a subpart of the
failed plan, and gradually increases the scope of the revision, until it reaches
the top of the action hierarchy (see Section 2.2). Clearly, the time performance
of the replanning algorithm is negatively affected by the number of times it repeats the partialization process, and by the overall number of retractions - and
tentative refinements - it performs.
• For each successful replanning instance, we recorded the overall number
of refinements (NR) it attempted during the partialization process, and
the number of times it collapsed the focussed sub-plan (NC), i.e.,
it enlarged the scope of the partialization process by collapsing the focussed sub-plan onto the complex action which constitutes its root in the
decomposition hierarchy . We expected that a local revision of the failed
plan would be sufficient to restore it in most cases, i.e., that the focus of
the revision would be enlarged only a few times and that few refinements
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would be necessary to find a new valid plan.
For each set of experiments, we collected some data which characterize the
role of the setting in the occurrence of plan failure. Although a statistical
assessment of the relation between the experiment setting and the occurrence
of plan failures is out of the scope of this work, we think that these data raise
some general issues for the management of replanning in real domains.
• For each experiment setting, we measured the failure rate, the number of
plan failures encountered by the agent in that setting, given the overall set
of runs. This value allows making an approximate evaluation of the frequency with which a certain agent would be likely to resort to replanning
in that setting. Since plan libraries and initial world specifications differ
by the degree of non-determinism, the rate of plan failures was expected
to be affected by the domain specification.
• In order to verify the effectiveness of the replanning algorithm in each
setting we measured the relative successful replanning rate, i.e., the
number of times the replanning algorithm outputs a valid plan given the
number of plan failures, and the absolute successful replanning rate,
i.e. the number of successful replanning instances given the number of
experiments in the set. In practice, given a planning problem specification and a scenario, the former value tells us how frequently replanning
was able to overcome the failures it encountered, while the latter provides a means for evaluating the relevance of successful replanning in an
experiment setting.
We expected to find no correlation between these two values: an experimental setting may generate more plan failures than another, but they
may be harder to repair than those generated by setting that generated
less failures.
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4.3

Domains and Settings

In order to investigate the impact of plan failures and the trade-off between
planning and replanning in a domain-independent way, the scenarios described
above have been applied to three planning problem specifications (see Section
3.2.1), consisting of a domain specification (a plan library and a world specification) and of an agent preference structure. Domains differ along two main
dimensions: the complexity of the plan library (measured in terms of maximal
and minimal plan length and action hierarchy height), and the complexity of
the representation of the world (the number of attributes involved in world definition). For sake of brevity, in the following, we will refer to an experiment
setting as a domain-scenario pair.
In order to limit the factors involved in the experimentation, we made some
simplifications. Concerning the agent preference structure specification, the
acceptability ratio has been set to 0.1 for all settings. Moreover, the maximum
number of steps affected by an execution failure in the Execution Failure scenario
has been set to the arbitrary number of 2.
The first two domains (domain A and domain B) concern industrial brewing
planning [Haddawy and Doan, 1994] and are characterized by non-deterministic
actions. Although these two domains include similar action definitions, or reuse
the same action definitions, they differ as they concern the brewing of different
beer types: so, the plans they generate differ for the type of actions they include.
In practice, given the same action hierarchy, different portions of it are relevant
depending on the utility function employed to trade off the resource consumption
against the beer quality. For these reasons, we decided to consider them as
two different domains. They both contain 34 action types organized along in
a hierarchy which includes three decomposition levels and four specification
levels, for a total of seven abstraction levels. The initial world is defined by nine
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attributes for both domains, and the output plans contain from 4 to 6 steps.
The overall number of primitive plans is 1728.
The third domain (domain C) has been designed for this study. It represents
an office toy world (a type of domain adopted also by [Dastani et al., 2003]) and
concerns the planning of a complex mail delivery task. The plan library of domain C includes 32 operators and is characterized by a lower height than the
other two domains (three decomposition levels and three specification levels,
yielding six abstraction levels); differently from the other two domains, it contains non deterministic actions. The agent utility function accounts for time
and resource consumption in the achievement of the goal. In domain C, the
initial world representation is characterized by a lower number of defining attributes with respect to domains A and B (6 attributes); the length of output
plans varies between 9 and 12 steps. The overall number of primitive plans is
288.
In order to compare the performance of our replanning algorithm with the
strategy of planning from scratch, we applied to each domain the two scenarios
presented above (see Section 3.2.2), the Execution Failure scenario and the
Incorrect Belief Scenario. For each setting consisting of a domain-scenario pair,
we performed as many experiments as necessary to collect a set of 30 instances
of successful replanning.5

5

Discussion of the Results

In this section, we describe the results of the experiment we performed by applying the methodology presented above, and we discuss the results obtained.
5 The number of 30 was chosen for it is conventionally considered to be the boundary
between “small” and “large” samples [Cohen, 1995].
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5.1

Comparing Replanning and Planning from Scratch:
the Results

Concerning the time performance of the two repair strategies, the replanning algorithm is by and large more efficient than the planning from scratch strategy in
all settings (see Figure 6, second column): replanning always employed less time
than planning from scratch. The ratio between the mean time employed by the
replanning algorithm, and the mean time required to plan from scratch, ranges
from 26, 43% (domain C with Execution Failure scenario) to 0, 57% (domain A
with the Incorrect Beliefs scenario).
In particular, the difference between the two strategies is bigger in more
complex plan libraries, like domains A and B. This can be explained by considering the functioning of the replanning algorithm: since it embodies a preference
for local repair, the most complex is the library (i.e., the deepest is the specialization library), the better is the performance of the algorithm, in comparison
with the top-down search operated by the planning algorithm on the entire plan
library. In fact, while the partial revision performed by the former tends to remain confined to one or two levels of the specialization hierarchy (as discussed
below), the latter necessarily deals with all the levels of the action hierarchy.
In order to test the significance of these data from a statistical point of
view, for each set of data, we applied the Z-test to the computation time of
the two strategies. Since the Z-value is, for all sets, higher than the critical
value of 1,6448536 with a P < 0,01, it is possible to affirm, with an acceptable
probability (99%) that the difference between the computation times of the two
strategies is not due to chance.
Regarding the quality of the plans generated by the two strategies, the data
show the superiority of the replanning algorithm, although in a less clear-cut
6 The test is one tailed since the difference between the replanning time and scratch planning
time is always positive.
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Experiment
setting

Replanning
time
ratio

Executions
where
RT < ST

A Execution Failure
A Incorrect Beliefs
B Execution Failure
B Incorrect Beliefs
C Execution Failure
C Incorrect Beliefs

2,86
0,57
1,55
0,48
26,43
18,64

30
30
30
30
30
30

Z-test on RT and ST
hypothesized difference = 0
(two-tailed, p <, 001,
critical z = 1, 959961)
z=353,44 P (Z ≤ z)=0
z=244,75 P (Z ≤ z)=0
z=236,14 P (Z ≤ z)=0
z=163,85 P (Z ≤ z)=0
z=29,33 P (Z ≤ z)=0
z=34,00 P (Z ≤ z)=0

Figure 6: Computation time. Second column: the ratio between the time required for replanning (RT) and planning from scratch (ST); third column: the
number of executions in which planning from scratch takes longer than replanning; fourth column: statistical significance of the difference between the two
series of data.

Experiment
setting

Expected utility
ratio

Executions
where
REU > SEU

A Execution Failure
A Incorrect Beliefs
B Execution Failure
B Incorrect Beliefs
C Execution Failure
C Incorrect Beliefs

152,06
276,45
149,32
292
119,59
100,2

28
30
25
30
16
12

Z-test on REU and SEU
hypothesized difference = 0
(two-tailed, p <, 001,
critical z = 1, 959961)
z=-4,78 P (Z ≤ z)=1,78
z=14,38 P (Z ≤ z)=0
z=3 P (Z ≤ z)=6
z=14,84 P (Z ≤ z)=0
z=1,48 P (Z ≤ z)=0,14
z=-0,04 P (Z ≤ z)=0,96

Figure 7: Expected utility of plans. Second column: the ratio between the expected utility of plans obtained by replanning (REU) and planning from scratch
(SEU); third column: the number of executions in which the expected utility
(EU) of the plans obtained by replanning is higher than the expected utility of
the plans obtained by planning from scratch; fourth column: statistical significance of the difference between the two series of data.
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way. The expected utility ratio shows the superiority of the replanning algorithm
in all settings (see Figure 7, second column), but only in two settings (domains
A and B with the Incorrect Beliefs scenario) the quality of plans generated by
replanning is always higher than the quality of the plans generated by planning
from scratch (for all the 30 cases constituting the set). In the two settings
obtained by associating the Execution Failure scenario with domains A and B,
the quality of the plans generated by replanning is higher in most cases, but
non in all cases. By contrast, in both settings with domain C, planning from
scratch outperforms the replanning algorithm by the quality of plans.
Again, the scenario does not seem to influence the relative quality of the
output plans, while the domain seems to play a central role. Action hierarchies
that have been optimized to generated plans for batch execution in a well-defined
initial states (like domains A and B) yield a poor performance on initial states
in which one or more plan steps have already been executed. On the contrary,
the action hierarchy contained in domain C has been purposely designed with
an eye on replanning: the possibility for actions to have conditional effects has
been exploited to account for a wider range of initial states. For this reasons,
the expected utility values obtained by planning from scratch in domain C
(with both scenarios) are comparable if not equal to the expected utility values
obtained by the replanning algorithm.
As for the computation time, in order to test the significance of these data
from a statistical point of view, we applied the Z-test to the expected utility of
the plans generated by the two strategies. Not surprisingly, the Z-test indicates
a significant difference only when the difference in expected utility between
replanning and planning from scratch is sharp in 30 cases out of 30, (like in
domains A and B with the Incorrect Belief scenario). In the remaining settings,
there is no statistically significant difference between the two populations of
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expected utility values obtained by replanning and by planning from scratch.
In conclusion, the data collected empirically substantially confirm the expectation that the replanning algorithm generates better plans (i.e. plans with
a higher expected utility) than the strategy of replanning from start, although
they do not show a complete dominance of replanning over planning from scratch
for what concern the quality of output plans, and the difference is not statistically significant in all settings. These findings are in line with the results
illustrated by [Fox et al., 2006], where planning from scratch and plan repair
are compared in LPG planning. Although the replanning algorithm we tested
does not explicitly accounts for the similarity to the failed plan, differently from
[Fox et al., 2006], its functioning privileges the generation of plans that are slight
variants of the original plan.
It is worth noting that preliminary experiments conducted on a simplified
version of domain C [Boella and Damiano, 2003] yielded opposite results: the
strategy of performing from scratch outperformed the replanning algorithm by
time and plan quality, confirming the hypothesis that the structure of the plan
library plays a crucial role in determining the advantage of replanning with
respect to planning from scratch.

5.2

Evaluating the Replanning Algorithm: the Results

The data concerning the behavior of the replanning algorithm confirm the expectation that a solution is generally found at a local level. The number of
times the replanning algorithm enlarged the scope of the revision by collapsing
the focussed sub plan onto a complex action is very low in all settings (see Figure
8, third column, NC), ranging from 0,1 (domain A with Execution Failure Scenario) to 1,2 (domain C with Incorrect Beliefs scenario). In the large majority
of cases, the scope of the plan revision was enlarged only 0 or 1 times, meaning
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Experiment
setting
A
Execution Failure
A
Incorrect Beliefs
B
Execution Failure
B
Incorrect Beliefs
C
Execution Failure
C
Incorrect Beliefs

Avg.
NR
2,1
(max 4 - min
2,43
(max 3 - min
1,93
(max 3 - min
2,4
(max 3 - min
1,33
(max 4 - min
1,43
(max 4 - min

Avg.
NC
1)
1)
1)
1)
1)
1)

0,1
(max 1 - min
0,67
(max 1 - min
0,03
(max 1 - min
0,67
(max 1 - min
1,2
(max 4 - min
0,6
(max 3 - min

0)
0)
0)
0)
0)
0)

Correlation
NR /
time
(Pearson)
0,749 (0,000)

Correlation
NC /
time
(Pearson)
-0,145 (0,444)

0,168 (0,374)

-0,072 (0,704)

0,537 (0,002)

-0,065 (0,732)

0,379 (0,039)

0,180 (0,342)

0,883 (0,000)

0,698 (0,000)

0,909 (0,000)

0,702 (0,000)

Figure 8: Correlation between the behavior of the replanning algorithm and
its time performance. Second column: the average number of alternative refinements attempted (number of refinements, NR); third column, the average
number of times the scope of the revision was enlarged by collapsing the focussed sub-plan onto a complex action (number of collapses, NC); fourth and
fifth columns: Pearson’s correlation between NR and NC and the computation
time.
that the replanning algorithm generally repairs the failed plan by operating at
a very local level. While in the settings built by using domain A and B the
value of NC is at most 1, a value of 4 has been been episodically observed in
domain C (in only one case), suggesting that the structure of the plan library is
a crucial factor in determining the possibility of finding a local solution to plan
failures.
The number of refinements executed by the replanning algorithm after the
retraction of one or more steps is small and does not vary significantly across
settings (see Figure 8, second column, NR), ranging from 1,33 (domain C, Execution Failure scenario) to 2,44 (domain B, Incorrect Beliefs scenario).
In order to test the of correlation between the number of refinements executed by the replanning algorithm and the computation time, we resorted to
Pearson’s correlation coefficient (see Figure 8, fourth column, p ≤ 0, 005): a
significant correlation was obtained only in three data sets out of six (domain
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Experiment
setting
A Execution Failure
A Incorrect Beliefs
B Execution Failure
B Incorrect Beliefs
C Execution Failure
C Incorrect Beliefs

Failure
rate
57,64
38,68
43,49
34,82
39,58
42,86

Successful replanning
%(relative) % (absolute)
36,14
20,83
16,57
6,41
20,41
8,88
22,57
7,85
52,63
20,83
100
42,86

Figure 9: The replanning rate in each domain-scenario pair and the successful
replanning rate, relative and absolute.
A with Execution Failure Scenario and domain C with both scenarios). Concerning the correlation between the value of NC and the computation time (see
Figure 8, fifth column), the experiments did not generate a sufficiently large set
of data to perform a statistical evaluation. However, the fact itself that,in most
runs, the algorithm was able to find a new valid plan by modifying only the
initially focussed sub-plan, makes the assessment of this relation somewhat less
relevant than we expected prior to the empirical evaluation.
There are considerable differences among experiment settings for what concern the rate of plan failures (see Figure 9), confirming the theoretical expectation that the probability of encountering a failure is not the same in all settings
(some plan libraries are more tolerant to failures). The failure rate ranges from
34,82% (domain B with Incorrect Beliefs scenario) to 57,64% (domain A with
Execution Failure scenario). Neither the scenario specification nor the planning
problem specification determine, taken separately from each other, a higher or
lower failure rate.
The successful replanning rate shows a larger variation across experiment settings, meaning that, in some settings, plan failures are more easily repaired than
in other settings: the successful replanning rate ranges from 16,57% (domain
A, Incorrect Beliefs scenario) to 100% (domain C, Incorrect Beliefs scenario).
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This value does not depend on the failure rate: for instance, the setting where
the failure rate is the highest, domain B with the Incorrect Beliefs scenario, is
not the one in which the success rate of replanning is the highest. The variation
of the successful replanning rate in turn affects the absolute successful replanning rate, which ranges from 6,41% (domain A, Incorrect Beliefs scenario) to
42,86% (domain C, Incorrect Beliefs scenario). The lower complexity of domain
C seems to affect also the successful replanning rate, that is significantly higher
in both settings that include this domain.

6

Conclusions and Future Work

In this paper, we presented an algorithm that extends decision-theoretic hierarchical planning to replanning and we proposed an empirical methodology for
its evaluation. The replanning algorithm consults the decomposition relations
between actions encoded in the action hierarchy to focus the revision process
on a subpart of the failed plan; then, it retracts refinement choices within the
focused sub-plan, in search for new, valid refinements. If a new valid plan cannot be found, the scope of the revision is enlarged, and the process is restarted
[Boella and Damiano, 2002b, Boella and Damiano, 2002a].
The algorithm is based on the assumption that a solution to the replanning
problem can be found in most cases by searching the portion of the space of
possible plans which is “local” to the failed one in the plan space. Beside
limiting the computational effort required to the agent, this approach is in line
with the fact that intentions, according to theories of rational agents cite above,
are characterized by stability. The algorithm is complete: eventually, the plan
collapses onto the root of the action hierarchy, and planning is attempted from
scratch. However, it is not conservative, according to definition provided by
[Nebel and Koehler, 1993], i.e. it does not perform minimal modifications to
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the failed plan.
The second research issue we pursued in this work is the design and implementation of an empirical methodology for evaluating the performance of the
replanning algorithm within an agent-based framework. Starting from an agent
specification and a planning problem specification, the methodology consists in
defining execution scenarios in which the plan of an agent fails. When a plan
fails, planning from scratch is attempted in parallel with replanning, and the
performance of the two is compared in terms of computation time and quality
of output plans. It is important to notice that this methodology is independent
of the replanning strategies compared.
In order to limit the complexity of the experimental framework, in the experiments discussed here, we set some parameters to default values, leaving to
future work the task of investigating how the experimental framework affects
the performance of the replanning algorithm.
The replanning algorithm was largely faster than replanning from scratch in
all settings and in all experiment runs. The quality of the plans obtained by
replanning was on average equal or higher than the quality of the plans obtained
by planning from scratch, but the superiority of the replanning algorithm was
not as clear-cut as for the time performance. This fact, together with the
observation that the rate of plan failures and the performance of the replanning
algorithm vary across settings, leads to hypothesize a methodology according
to which it is essential to assess the impact of plan failures and the effectiveness
of different replanning strategies in a certain domain by performing extended
simulations before committing to a redeliberation strategy.
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Università degli Studi di Torino, Dipartimento di Informatica
10149, Torino, Cso Svizzera 185, Italy
guido@di.unito.it
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Abstract In this paper we consider the relation between beliefs and
goals in agent theory. Beliefs play three roles in reasoning about goals:
they play a role in the generation of unconditional desires from conditional ones, they play a role in adoption of desires as goals, and they play
a role in the selection of plans to achieve goals. In this paper we consider
the role of goals in reasoning about beliefs. Though we assume that goals
do not play a role in the belief generation problem, we argue that they
play a role in the belief selection problem. We show the rationality of
the use of goals in belief selection, in the sense that there are cases in
which agents that take their goals into account in selecting a belief set
from a set of alternatives outperform agents that do not do so. We also
formally distinguish between the rational role of goals in belief selection
and irrational wishful thinking.
Keywords. Rational agents, indeterministic belief revision, qualitative
decision theory.

1

Introduction

Selecting goals from beliefs is an important field in agent theory [3,27,8]. The
opposite side, that is selecting beliefs from goals is less studied and more controversial. The aim of this paper it to demonstrate that this more controversial
way of selecting beliefs can actually be used in common situations. When there
is more than one belief alternative and one has no reason to believe one of them
more than the others, i.e., indeterminism, desires and goals may be used to break
the tie. Therefore, in addition to the universally accepted fact that beliefs influence which desires are adopted as goals, one must acknowledge that desires
may influence which of a number of alternative sets of beliefs is adopted. This
latter influence is more controversial, and poses an interesting problem in the
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framework of rationality or bounded rationality, given the risk of falling into
irrational behaviors such as wishful thinking.
The fundamental research problem we investigate is, therefore, how desires
can influence beliefs and how that influence relates to rationality and wishful
thinking. We approach this problem from the starting point of agent theory, not
from belief revision or dynamic epistemic logic, although these latter do certainly
play a role in our investigation. Furthermore, the problem is studied within a
quite general and neutral abstract agent architecture, in an effort to make our
conclusion as much architecture-independent as possible.
The problem can be broken into the following questions:
1. What is the relation between beliefs and goals, and how can goals influence
belief selection?
2. What is the problem of wishful thinking for the belief selection problem?
3. How does one formalize the belief selection problem, where goals influence
belief selection without wishful thinking?
The paper is organized as follows: Section 2 sets the stage for our investigation on the relationship between goal generation and belief selection; Section 3
introduces a formalization of a very general multi-agent architecture, along with
an objective (i.e., external, system-wide) and a subjective (i.e., internal to an
agent) view. Section 4 defines a general setting to deal with indeterministic belief
revision and analyses three selection criteria for beliefs. Depending on the criterion adopted, we can have different types of agents. Section 5 discusses related
work, and Section 6 draws some conclusions and discusses possible directions for
further research.

2
2.1

Belief selection and goals
Beliefs, desires and goals

When designing agent architectures based on an explicit representation of mental attitudes such as beliefs, goals, intentions (as in the BDI model [26]), or
obligations (as in the BOID [3] and in the B-DOING [14] models), the interactions, dependencies and possible conflicts among these different attitudes must
be considered.
A mental attitude conflicts with another mental attitude if both cannot be
used to generate a consistent set of goals. Thus, the agent needs to make a choice.
For example, if an agent desires to go to the beach and is obliged to work, but it
cannot do both at the same time, it has to make a choice: if obligations override
desires, it will work.
According to the order in which mental attitudes override each other, different types of agents can be defined. As Thomason observes [29], overriding desires
by beliefs reflects the fact that the agent is realistic: beliefs behave as a kind of
filter on desires: only desires consistent with the beliefs are adopted as a goal.
Thomason’s example is the following: If I think that it is going to rain and I
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believe that, if it rains, I’ll get wet, I should believe that I will get wet despite
the fact that I would not like to get wet. A stable agent, instead, will prefer
intentions over desires, as in Thomason’s BDP [29]: “I’d like to take a nap, but
I intend to catch a plane, so I can’t take a nap”.
The role of beliefs in the generation of goals from desires, as in the decision
of maintaining or dropping intentions, is well studied. In the seminal work of
Cohen and Levesque [7], intentions are maintained until the agent believes that
the intention is achieved or not achievable anymore. More recently, Castelfranchi
and Paglieri [6] distinguished several types of beliefs depending on their roles in
the generation of intentions: motivating beliefs, assessment beliefs, cost beliefs
guiding the deliberation process, precondition and means-end beliefs, etc.
However, the opposite relation between motivational attitudes and beliefs is
rarely explored, with the exception of, e.g., Paglieri [23]. This may be due to the
fact that beliefs are seen as a logical component whose functioning is not subject
to any decision based on motivational attitudes.
Consider the case of an agent who, after a new observation, has to revise its
beliefs. This problem, independently of the context of agents, has been widely
studied in the field of belief revision. A logical approach to belief revision cannot
ensure that a unique revision candidate is selected as the new agent’s belief
set. As Gärdenfors [17] notices, one problem of belief revision is that logical
considerations alone do not tell you which beliefs to give up, but this has to be
decided by some other means.
2.2

Wishful thinking in belief selection

When the belief selection problem is addressed from the point of view of agents,
the problem becomes how motivational attitudes like desires, goals, intentions
and obligations are used in order to select among revision alternatives. When
proposing a solution to this question, we must be careful not to fall into the
problem of designing wishful thinking agents.
Wishful thinking means deciding what to believe according to what might be
desirable to imagine instead of by appealing to evidence or rationality. In rhetoric
it is an “argumentum ad consequentiam”, where a conclusion is believed because
the consequences of a premise are considered to be desirable. As observed by
Thomason [29], wishful thinking is a problem in goal generation in the context
of conditional beliefs and desires, when desires have the priority over beliefs in
the generation of goals. For instance, in the raining example above, the agent
should not conclude that it is not going to get wet only because it does not desire
so.
When, in the light of a new observation, an agent has to choose among several
revision alternatives, the problem of wishful thinking becomes: we should avoid
the temptation to select one alternative just because it better fits the view of
the world we desire most. Or else, we would lose the opportunity to reach other
goals which are not satisfied by other candidate alternatives, but which can still
be reached by some action.
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Rather than choosing at random, or believing what is common to all the alternative revisions, the agent should choose the alternative which is more promising
in terms of its possibility of actions. This is different from choosing an alternative
only because it satisfies most of the agent’s desires, and it involves planning and
goals in the selection process.
Instead of choosing the option that most conforms to one’s wishes, we propose
to reason by cases and compare the outcomes of the available alternatives with
the possible scenarios of the real world. Whether the agent will actually achieve
its goals depends on the factual state or development of the world. Selecting the
revision option that better adapts to its desires would not only be a short sight
decision, but can also turn to be counterproductive. Instead, the agent should
choose the (possibly not unique) revision alternative in which it is better off
given all possible factual scenarios.
To illustrate wishful thinking, let us start with a very simple example.
Example 1. Suppose that an agent has a choice between the belief sets {p} and
{¬p}, and it desires {p}. We thus assume that the empty set, that corresponds
to not making a choice, is not a viable alternative.
If p is in fact true, then the agent will achieve its desire p regardless of
whether it has chosen to believe p or ¬p. In other words, p is achieved because
it is factually achieved. However, when an agent has more complex desires (see
Example 2), and some of them require a plan to be realized, the agent needs
also to be aware of what it has achieved in order to eventually execute a plan to
reach additional desires.
If, on the other hand, ¬p is true, the agent will never achieve its desire. Thus,
as shown in Table 1, the two revision options are equivalent. To believe p because
p is desired (wishful thinking) is not rational, and our reasoning by cases avoids
it.
Reality →
↓ Beliefs

p

¬p

p

Desire {p} is achieved Desire {p} is not achieved

¬p

Desire {p} is achieved Desire {p} is not achieved
Table1. Decision matrix for Example 1

Example 2. Suppose that an agent has a choice between the belief sets {p} and
{¬p}. The agent’s desires are {¬p ∧ q} and {¬p}.
When the agent decides to believe p and yet ¬p is the case, it will achieve
{¬p} but not {¬p ∧ q}. This is because, since the agent believes p, it will not
execute the plan for q. Hence, choosing {¬p} is the only way to generate a goal

271

Belief Selection Problem
Reality →
↓ Beliefs
p

¬p

p

5

¬p

Desire {¬p} is not achieved
Desire {¬p} is achieved
Desire {¬p ∧ q} is not achieved Desire {¬p ∧ q} is not achieved
Desire {¬p} is not achieved
Desire {¬p ∧ q} is not achieved

Desire {¬p} is achieved
Desire {¬p ∧ q} is achieved

Table2. Decision matrix for Example 2

for q, and it is therefore rational. The best decision for the agent is to believe
{¬p}, because that is the only case in which it can achieve both its desires. The
agent does not decide to believe ¬p because it wishes ¬p to be true (this would
be wishful thinking). The reason for it to believe {¬p} is that of optimization of
the possibility to achieve what it wants.
2.3

The running example

We illustrate our idea by a running example. The agent starts from a set of
beliefs. Then, a new information, which looks trustable, must be integrated with
the existing beliefs. Since it is in conflict with them, and we assume that the
new information should be accepted, one of the previously held beliefs must be
dropped. In our example, this leads to two alternatives between which the agent
has no reason to prefer one.
Consider a politician who wants to be re-elected and believes that:
b1 ) A liberal policy leads to decrease of unemployment, and
b2 ) Increasing government spending leads to decrease of unemployment,
b3 ) A decrease of unemployment leads to re-election.
Therefore he executes a plan based on a liberal policy, or do something else to
decrease unemployment, and secure his re-election.
Now, suppose that someone very trustworthy and well-reputed convinces him
that:
b4 ) A liberal policy does not lead to re-election.
Beliefs b1 , b3 and b4 cannot hold together, and the agent has to give up one of
them. How should the agent choose among {b1 , b2 , b4 } and {b2 , b3 , b4 }? Assume
that the politician desires that his liberal view of the economy is true: he really
desires that a liberal policy leads to decrease of unemployment. However, this
is not a good reason to choose {b1 , b2 , b4 } over {b2 , b3 , b4 }, and it would be an
example of wishful thinking.
If he gives up b1 , then he still has another possibility to reduce unemployment,
because he can increase government spending. However, if he gives up b3 , then
he does not have any possibility to achieve re-election. Indeed,
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1. Let us first assume that b1 is factually wrong, whereas b3 is true. If he chooses
to retain (wrong) belief b1 and to reject b3 , then he will do nothing and he will
not succeed in being re-elected. But, had he kept his belief in b3 and rejected
b1 , then he could have increased spending in order to reduce unemployment,
and therefore he could have satisfied his desire to be re-elected. To conclude,
by choosing to maintain b1 , he risks to miss an opportunity to satisfy his
desire. Desiring b1 is not a good reason for choosing it: when he realizes that
b1 is false, not only he discovers that his desire is not satisfied, but also he
discovers that he missed the opportunity to achieve his goal to be re-elected
by using b2 .
2. Let us now assume that b1 is actually true and b3 is wrong. If he chooses
to keep (wrong) belief b3 , then he will increase spending to be re-elected.
However, even if he had chosen the right revision, i.e., to retain b1 and reject
b3 , there was no way for him to achieve his goal of being re-elected. To
conclude, by choosing b3 (wrongly), he believes that he could achieve a goal
when he could not, so he will be disappointed for trying in vain, but at least
he tried.
The moral of the story is that, if our politician is interested only in achieving
his goal, choosing to maintain b3 is the only prescribed choice. This is because,
independently of b3 being right or wrong, by choosing that belief he will be at
least as well off. Moreover, in one situation – the former – he will be better off
if he chooses b3 than if he chooses b1 . Summarizing, he should drop b1 , because
that way, he keeps all possibilities to achieve his goal open.
We use the re-election example as a running example throughout the paper.
2.4

A lesson from a well known fallacy

In general, the reasoning pattern based on reasoning by cases and dominance
used in the running example is not valid. A classic example has been discussed
by, amongst others, Jeffrey [20] and Thomason and Horty [28].
“The informal argument: Either there will be a nuclear war or there won’t.
If there won’t be a nuclear war, it is better for us to disarm, because armament
would be expensive and pointless. If there will be a nuclear war, we will be
dead whether or not we arm, so we are better off saving money in the short
term by disarm. So we should disarm. . . . The fallacy, of course, depends on the
assumption that whether to arm or disarm will have no effect whether there is
war or not.” [28]
For the kind of examples studied in this paper, this fallacy shows that the
reasoning pattern assumes that, whether we believe one alternative or another,
should not have an effect on which belief alternative factually is the case. This
obviously holds in the running example, since our belief whether lowering the
unemployment leads to re-election, does not influence whether this is actually
the case.
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7

Formalization

We distinguish between the objective and subjective view on an agent system.
The former takes an external viewpoint on the system and describes mental attitudes of the agent over time. It illustrates the three roles of beliefs in reasoning
about goals, but it does not assume any role of goals in reasoning about beliefs.
The latter takes a internal perspective on the system and considers the decision problems of the individual agent. As illustrated by the running example,
the main issue of the latter is to make decision in the context of possibly false
beliefs. For belief generation we still assume that there is no role for goals, but
for belief selection the agent needs to reason by cases to find the best alternative
belief set.
3.1

Agent architecture assumptions

In general, a multiagent system is a set of agent systems interacting in an environment. When an agent system gets as input an observation (either due to a
sensing action or to an interrupting event, for example as feedback on its own
actions, and either originating from another agent or from the environment), it
processes the input, it may update its internal state, and as output it executes
actions or plans. For each agent system, we assume a simple and standard abstract agent architecture based on internal representations of beliefs, goals and
plans, visualized in Figure 1:
Three phase. The observations are used to update the agent’s beliefs, the beliefs are used to update the agent’s goals, and the beliefs and goals together
are used to update the agent’s plans to achieve the goals. The beliefs of an
agent may be wrong.
Generate-select. All three update steps are based on the generation of a set
of alternatives, and a procedure to select one of these alternatives (possibly
by making a random choice).
Agent architecture
beliefs

plans

goals

generate

generate

generate

select

select

select

Figure1. Agent architecture

In this general framework, we make two additional assumptions.

274

8

Boella, da Costa Pereira, Pigozzi, Tettamanzi, van der Torre

The goals of an agent are a subset of its derived desires. We assume that
the generation of goals is based on a pre-processing step that generates unconditional desires from conditional ones, and that the goals of an agent are
a subset of all its derived desires. Note that there may be various reasons
why an agent does not adopt a desire as a goal: it may believe the desire
has already been achieved (and this belief may be false), it may believe that
the desire cannot be achieved (and this belief may be false), it may believe
it has more important conflicting desires it can achieve, and so on. For this
reason, the distinction between desires and goals plays an important role in
the formal analysis of wishful thinking, as illustrated later.
Effect of plans is achieving some goals. Since we are interested in the interaction between mental attitudes like beliefs, desires and goals, we assume
that plans are represented by their effects: they partition the set of desires
and goals into achieved and unachieved ones (this may be generalized to a
probability to achieve the desire or goal). For the same reason, we use an
abstract model of multiagent systems which does not detail other aspects of
multiagent systems like norms, obligations, intentions, and so on.
In this agent theory, beliefs and goals are bounded reasoning mechanisms.
In the ideal case, an agent would collect all its observations over time and do
the calculations for the optimal plan at each moment. However, in the bounded
reasoning case, it uses internal representations to make decisions faster. However,
fast decisions may be imperfect. In particular, the reason to select belief and goal
sets instead of considering all belief and goal sets simultaneously at the agent’s
internal representation is due to efficiency considerations.
3.2

Objective view

The objective view on MAS is based on an external viewpoint, for example for
model-checking multiagent systems. We start with the description of the mental
attitudes, which we describe using a propositional language.
Definition 1 (Mental attitudes description). Let P be a set of propositional
atoms, and let the mental attitudes of an agent system be described by the tuple
hB, O, M, ≥, V i where:
– B, O, M are disjoint sets of beliefs, observations, and motivations,
– ≥⊆ 2M × 2M : a partial preorder on sets of motivations, representing an
agent’s preferences. For M1 , M2 ⊆ M, if M1 ⊇ M2 , then M1 ≥ M2 .
P
– V : B ∪ O ∪ M → 22 is a function that associates with each mental attitude
a set of valuations (i.e., a propositional formula).
For observations, beliefs and motivations we refer to the propositional sentence describing them by writing them in boldcase, such that we may write for
b, c ∈ B that b |= c, where |= is logical entailment in propositional logic.
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Example 3. Let hB = {b1 , b2 , b3 , b4 }, O = {o1 }, M = {m1 , m2 }, ≥, V i be a mental attitudes description, where ≥=⊇ ∪{({m1 }, {m2 })}, such that the agent
prefers to achieve more motivations, and it prefers {m1 } over {m2 }.
Moreover, let V (b1 ) = p ⊃ u, V (b2 ) = u ⊃ r, V (b3 ) = s ⊃ u, V (b4 ) =
V (o1 ) = ¬(p ⊃ r), V (m1 ) = r, V (m2 ) = ¬s, where p stands for following a
liberal policy, u for a decrease in unemployment, r for re-election, and s for an
increase in public spending.
A state of the system consists of facts and mental attitudes of agents.
Definition 2 (State of the system). Let hB, O, M, ≥, V i be a mental attitudes description. A state of the agent system is given by a tuple hB, O, D, Gi
where:
–
–
–
–

B ⊆ B, the agent’s beliefs in this state,
O ⊆ O, the agent’s observations in this state.
D ⊆ M, the agent’s desires in this state,
G ⊆ D, the agent’s goals in this state.

Example 4 (Continued). Let hB = {b1 , b2 , b3 }, O = {o1 }, D = G = {m1 , m2 }i
be a state of the agent.
The transitions of a multiagent system are partly described by the following
description of the agent behavior. It illustrates the three roles of beliefs in reasoning about goals, in desire generation (~), goal adoption (•) and planning for
achieved goals (A).
Definition 3 (Dynamics of the system). The dynamics of the agent system
are described by a tuple h∗, B, ~, •, G, Ai where:
B

– ∗ : 2B × O → 22 : a belief update function that for each agent, given an
initial belief set and an observation, gives a set of alternative new belief sets.
B
– B : 22 → 2B , a belief selection function from agent’s alternative belief sets,
to the selected belief set,
– ~ : 2B × 2M → 2M : a desire update function that, given an initial desire set
and the new belief set, gives a new desire set.
M
– • : 2M × 2B → 22 : a goal generation function that, given the agent’s desire
set and its belief set, gives a set of alternative new goal sets. Each goal set
is a subset of its desires.
M
– G : 22 → 2M , a goal selection function from the agent’s alternative goal
sets, to the selected goal set.
– A : 2B × 2M → 2M : an achievement function that determines which desires
and goals will be achieved as a consequence of the actions and plans the agent
executes.
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Example 5 (Continued). Let h∗, B, ~, •, G, Ai be a description of the dynamics
of the agent system, where
{b1 , b2 , b3 } ∗ o1 = {{b1 , b3 , b4 }, {b2 , b3 , b4 }},
B({{b1 , b3 , b4 }, {b2 , b3 , b4 }}) = {b2 , b3 , b4 },
{m1 , m2 } ~{b2 , b3 , b4 } = {m1 , m2 },
{m1 , m2 } •{b2 , b3 , b4 } = {{m1 , m2 }},
G({{m1 , m2 }}) = {m1 , m2 },
A({b2 , b3 , b4 }, {m1 , m2 }) = {m1 }.
Given initial state hB = {b1 }, O = {o1 }, D = G = {m1 }i, the agent ends up
with beliefs B 0 = B(B ∗ O) = {b2 , b3 , b4 }, desires D0 = D ~ B 0 = {m1 , m2 } and
goals G0 = G(D0 • B 0 ) = {m1 , m2 }, where the achieved goals are {m1 }.
Alternatively, the agent could take the priorities between the goals into account during goal generation. The description of the agent could be
{m1 , m2 } •{b2 , b3 , b4 } = {{m1 }, {m2 }},
G({{m1 }, {m2 }}) = {m1 },
such that goals G0 = G(D0 • B 0 ) = {m1 }.
We define a simple goal generation procedure by selecting maximal consistent
subsets of the desires which have not been achieved yet and which do not conflict
with the agent’s beliefs. Otherwise the commitment strategy of the agent would
drop the goals.
Definition 4 (Maximal consistent goal sets). • : 2M × 2B → 22
as follows.

M

is defined

– cgs(B, D) = candidate-goal-sets(B, D) =
{D0 ⊆ D | ∀d ∈ D0 : B 6|= d, B 6|= ¬d ∧ A(B, D0 ) = D0 }
– ccgs(B, D) = consistent-candidate-goal-sets(B, D) =
{D00 ∈ cgs(B, D) | D00 6|= ⊥}
– D • B = mcgs(B, D) = max-consistent-goal-sets(B, D) =
{D000 ∈ ccgs(B, D) |6 ∃D0000 ∈ ccgs(B, D) : D0000 ⊃ D000 }
Instead of selecting the maximal consistent subsets, the agent may also consider only preferred maximal consistent goal sets by replacing D0000 ⊃ D000 by
D0000 > D000 in the final formula. However, this might be opportunistic when
there is no plan to achieve the preferred goal set.
Example 6. The goal set {m1 , m2 } is consistent, and thus {m1 , m2 } •{b2 , b3 , b4 } =
{m1 , m2 }.
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The generality of our model can be further illustrated by introducing various
extensions in our model, such as more detailed description of the mental attitudes, practical reasoning rules which derive the desires of the agents in each
state from their beliefs, planning rules to determine which goals are achieved,
and so on. However, since we are primarily interested in the interaction between
beliefs change and goal change, we will not do that here.
3.3

Subjective view on belief selection

The subjective view on multiagent systems is based on an internal viewpoint
used to design autonomous agents. In this view, an agent does not know the
actual state of he world, and it does not know the beliefs, desires and goals of
other agents. To analyze the decision problem formally, we describe the decision
problem as concisely as possible. The minimal representation of the decision
problem is as follows:
Belief and desire sets are directly represented by sets of propositional sentences, where the desires are partially ordered.
Desires can be adopted as goals, and can be achieved, which leads to a partitioning of the desires of an agent into four sets.
Context of the partitioning of the desires into four sets depends on the belief
set of the agent, as well as on the belief set the agent considers to be the
case.
Definition 5 (Subjective view on multiagent systems). Let L be a propositional language. The belief selection problem is a pair β, γ where:
– β ⊆ 2L is a set of alternative sets of sentences of L,
– γ : β × β → 2L × 2L × 2L × 2L is a function from beliefs and facts to four
disjoint sets of sentences of L.
The intuitive meaning of γ(B1 , B2 ) is what happens with the agent’s desires
if the agent believes B1 when in fact the set of sentences that are satisfied
by the actual state of the world is B2 . Given γ(B1 , B2 ) = hDa , Du , Ga , Gu i,
hDa , Du , Ga , Gu i is a partition of D, meaning that
1. Da ∪ Du ∪ Ga ∪ Gu = D, and
2. Da , Du , Ga , and Gu are mutually disjoint.
There are various ways to define these sets in the abstract agent architecture,
depending on additional assumptions. For example, if the agent believes B1 (and
acts accordingly), but in fact it is B2 , then we can define γ as follows:
Da is the set of desires not adopted as goals but achieved,
Da = (D \ G(D • B1 )) ∩ A(B2 , G(D • B1 ));
Du is the set of desires not adopted as goals and unachieved,
Du = D \ G(D • B1 ) \ Da ;
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Ga is the set of adopted goals that will be achieved,
Ga = G(D • B1 ) ∩ A(B2 , G(D • B1 ));
Gu is the set of adopted goals that will not be achieved, Gu = G(D • B1 ) \ Ga .
Notice that, based on this definition, when the agent is “correct” all the adopted
goals will be achieved and none of the desires not adopted will be achieved
accidentally: for all B ∈ β,
γ(B, B) = h∅, D \ G, G, ∅i.
Indeed, Ga = G(D • B)∩A(B, G(D • B)) = G(D • B) and Gu = G(D • B)\Ga =
G(D • B) \ G(D • B) = ∅.
The four sets of desires encode the three roles of beliefs in reasoning about
goals. If γ(B1 , B2 ) = hDa , Du , Ga , Gu i then:
Desire generation is the process that determines the set of Da ∪Du ∪Ga ∪Gu ,
which depends on the set of beliefs.
Goal adoption is the process which determines the set of adopted goals
G(D • B1 ) = Ga ∪ Gu .
Planning is the process which determines the desires and goals which are believed to be achieved Da ∪ Ga .
The running example is relatively simple, since the set of generated desires
remains constant. The following example illustrates the definitions.
Example 7. In this example, we show the phases of the agent cycle starting from
the generation of desires and arriving to the goals which can be achieved by the
actions of the agent. The different beliefs, desires, goals and plans, after generation and selection, are illustrated in Table 3, together with the specification
of which desires and goals the agent believes that remain unsatisfied after the
action of the agent. The generation of beliefs from goals will be discussed in
Example 8.
We assume that the agent desires are not consistent (for readability we use
their representation as formulae): D = {q, ¬q, a ∧ r, ¬a}, and, conditionally, in
case a is true he desires also p while in case a is false he desires ¬p.
The inconsistencies among the desires in the two different situations a and
¬a are resolved using preference ordering ≥.
Even if plans are not explicitly represented in the formalism, the reader can
interpret the example as if the agent had a plan to achieve p ∧ r if a is true, and
¬p ∧ q otherwise. He can unconditionally reach p ∧ q with a third plan.
Given the belief that a, the agent generates the set of desires taking into
account the applicable conditional ones: {p, q, ¬q, a ∧ r, ¬a}. Then, to generate the goals he considers the possible consistent sets of desires D •{a} =
{{p, a ∧ r, q}, {p, a ∧ r, ¬q}} and selects the one maximizing the preference ordering, G(D •{a}) = {p, a ∧ r, q}, since {p, a ∧ r, q} ≥ {p, a ∧ r, ¬q}.
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Given the set of selected goals, the agent considers which plans can be executed in the believed situation a. The goals which can be achieved by the different
plans are respectively: {{p ∧ r}, {p, q}}.
Using again the preference ordering, the plan for A({a}, G(D •{a})) =
{p ∧ r} is selected.
Table 3 reports γ({a}, {a}) = hDa , Du , Ga , Gu i.
Note that this plan achieves a subset of the selected goals, but not all of
them (q remains unachieved). Among the desires which were not selected, ¬q is
satisfied as a side effect of the actions of the agent.
A similar line of reasoning can be followed for the belief ¬a, as illustrated in
the second row of Table 3.
Note that the goals and desires which are achieved or unachieved in reality
depend not on the agent beliefs, but on the objective state of the world, which
the agent eventually comes to know (for example, as a feedback from the actions
he performs): for example, γ({a}, {¬a}) = hDa , Du , Ga , Gu i
In Table 4, we illustrate the situation from the point of view of the reality.
Note that the generated goals and desires don’t change according to the real view
of the world (thus we do not repeat them), while, given the conditional character
of plans, the performed actions may have not reached the effect believed by the
agent.

beliefs desires
goals
selected plans
selected Da Du
Ga
Gu
p, q, ¬q,
{p, a ∧ r, q},
{p ∧ r},
a
p∧r
¬a
p, a ∧ r q
a ∧ r, ¬a {p, a ∧ r, ¬q} p, a ∧ r, q {p, q}
¬p, q, ¬q, {¬p, q},
¬a
¬p, q
{¬p, q}
¬p, q
¬a ¬q, a ∧ r ¬p, q
a ∧ r, ¬a {¬p, ¬q}
Table3. An example desire, goal and plan selection and generation process of an agent.

world beliefs effect Da Du
Ga Gu
¬a
a
¬p, q, r ¬a ¬q
q ¬p, a ∧ r
a
¬a
p, q, r a ∧ r ¬a, ¬q q ¬p
Table4. The example taking into account the objective view of the world.

We now turn to the role of goals in belief selection.

4

Choosing Beliefs
“Most models of belief change are deterministic in the sense that given a
belief set and an input, the resulting belief set is well-determined. There
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is no scope for chance in selecting the new belief set. Clearly, this is not
a realistic feature, but it makes the models much simpler and easier to
handle, not least from a computational point of view. In indeterministic
belief change, the subjection of a specified belief set to a specified input
has more than one admissible outcome.
Indeterministic operators can be constructed as sets of deterministic operations. Hence, given n deterministic revision operators ∗1 , ∗2 , . . . , ∗n ,
∗ = {∗1 , ∗2 , . . . , ∗n } can be used as an indeterministic operator.”[18]

Let us consider an agent whose belief set is B and an observation o ∈ O. The
revision of B in light of observation o is simply:
B ∗ o = {B ∗ o, B ∗ o, . . . , B ∗ o}.
1

2

n

(1)

More precisely, revising the belief set B with the indeterministic operator ∗
in light of new observation o leads to a set of possible belief revision results
B ∗ o = {B1 , B2 , . . . Bn },

(2)

where Bi = B ∗i o is the ith possible belief revision result. In general, it is
possible that distinct belief revision operators yield the same result in some cases;
moreover, we assume n distinct virtual operators just for the sake of illustration
— in fact, a countable infinity of virtual operators may be assumed. Therefore,
kB ∗ ok ≥ 1.
Applying operator ∗ is then equivalent to applying one of the virtual operators ∗i contained in its definition. While the rationality of an agent does not
suggest any criterion to prefer one revision over the others, our framework defines
an agent that will choose which revision to adopt based on the consequence of
that choice. One important consequence is the set of goals the agent will decide
to pursue.
By considering an indeterministic belief revision, we admit β = B ∗ o to
contain more than one possible result. In this case, the agent must select, by
means of function B, (possibly) one among all possible revisions, B(β). Among
the possible criteria for selection, one is to choose the belief revision operator
for which the goal set selection function returns the most preferred goal set. In
other words, selecting the revision amounts to solving an optimization problem.
To choose what to believe, an agent has to compare all possible combinations of beliefs and facts. Given a set β = {B1 , B2 , . . . , Bn } of alternatives, it is
convenient to consider the choice matrix


γ(B1 , B1 ) γ(B1 , B2 ) . . . γ(B1 , Bn )
 γ(B2 , B1 ) γ(B2 , B2 ) . . . γ(B2 , Bn ) 


M =
(3)
.
..
...
...


.
γ(Bn , B1 ) γ(Bn , B2 ) . . . γ(Bn , Bn )
The cell on the ith row and jth columns contains the 4-tuple Mij = γ(Bi , Bj ) =
a
u
hDij
, Dij
, Gaij , Guij i. Each row of the matrix corresponds to an alternative set of
beliefs.
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Different types of agents can be defined by defining different criteria to compare the rows of matrix M . Every decision criterion must consist of two components: an order relation between 4-tuples, based on the preferences of the agent
as formalized by the ≥ preorder, and an extension thereof on the rows of matrix
M . A natural extension of ≥ to 4-tuples hDa , Du , Ga , Gu i is the following.
Definition 6. hD1a , D1u , Ga1 , Gu1 i ≥ hD2a , D2u , Ga2 , Gu2 i iff D1a ∪ Ga1 ≥ D2a ∪ Ga2 ,
i.e., iff the set of the achieved desires and goals in the first 4-tuple is preferred
to the set of the achieved desires in the second.
We can now define a number of possible decision criteria, all based on Definition 6, that would enable an agent to choose the most preferred belief alternative
among the elements of β.
Definition 7 (Wald’s Criterion). Choose the row whose least preferred cell
is most preferred:
i∗ = arg max min Mij .
i

j

Definition 8 (Wishful Thinking). Choose the row which contains the most
preferred of all the cells in the matrix:
i∗ = arg max max Mij .
i

j

The third criterion, which we will call neutral, because it treats all alternative beliefs as equally plausible, considers all pairwise comparisons among the
elements of two rows to decide which is most preferred.
Definition 9 (Neutral Criterion). Given two rows R1 and R2 , let
c=

n X
n
X

cij ,

i=1 j=1

where


 −1,
0,
cij =

1,

if Ri1 < Rj2 ;
if Ri1 = Rj2 ;
if Ri1 > Rj2 .

Then, define R1 ≥ R2 iff c ≥ 0 and choose the most preferred row according to
such definition.
Example 8. The belief selection problem introduced in Section 2.3 can be formalized by defining the following atomic propositions:
p
u
r
s

the politician is following a liberal policy;
unemployment decreases;
the politician will be re-elected;
the politician is increasing public spending.
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The belief set before being told that a liberal policy does not lead to re-election
(¬(p ⊃ r)) would contain the three formulas p ⊃ u, u ⊃ r, and s ⊃ u. The
politician desires, first of all, to be re-elected, r, and, if possible, not to increase
public spending, ¬s. Adding ¬(p ⊃ r) to his beliefs would make them inconsistent. Therefore, the politician has to revise his beliefs by giving up either p ⊃ u
or u ⊃ r. His choice may depend on the goals he can achieve in the alternatives:
If he give up p ⊃ u, his plan will be to increase public spending, so he will not
achieve ¬s, but might succeed in achieving r; if he give up u ⊃ r, his plan will be
to do nothing, so he will certainly not achieve r, but he will fulfill ¬s. Depending
on his preference of r over ¬s, he could prefer one or the other alternative.
Let us first assume that the politician only desires to be elected. He has
to decide between two alternatives β = {B1 = {p ⊃ u, s ⊃ u, ¬(p ⊃ r)} and
B2 = {u ⊃ r, s ⊃ u, ¬(p ⊃ r)}}. Therefore,
µ
¶ µ
¶
γ(B1 , B1 ) γ(B1 , B2 )
h∅, {r}, ∅, ∅i h∅, {r}, ∅, ∅i
M=
=
.
γ(B2 , B1 ) γ(B2 , B2 )
h∅, ∅, ∅, {r}i h∅, ∅, {r}, ∅i
Now,
min M1j = h∅, {r}, ∅, ∅i,
j

min M2j = h∅, ∅, ∅, {r}i,
j

and, according to Definition 6, h∅, {r}, ∅, ∅i ≥ h∅, ∅, ∅, {r}i. Therefore, according
to Wald’s Criterion, B1 is to be chosen.
A wishful thinking agent, instead, would select the beliefs corresponding to
the row of M where the most preferred cell lies. The most preferred cell here
is M22 = h∅, ∅, {r}, ∅i. Therefore, according to Wishful Thinking, B2 would be
chosen.
Finally, by adopting the Neutral Criterion, we would have to compare Row 1
against Row 2:
c = c11 + c12 + c21 + c22 =
= 1 + (−1) + 1 + (−1) = 0.
The comparison of Row 2 against Row 1 is analogous, but with signs reversed,
and yields the same zero result. Therefore, according to the Neutral Criterion,
the two alternatives are on the same level, and neither is preferred over the other.
This would be a case when indeterminism is not resolved and another method
would have to be adopted to break the tie.
Let us now complicate the example a little, by assuming that, in addition,
the politician desires not to increase public spending. We obtain the new choice
matrix
µ
¶
h∅, {r}, {¬s}, ∅i h∅, {r}, {¬s}, ∅i
M=
.
h∅, ∅, ∅, {r, ¬s}i h∅, {¬s}, {r}, ∅i
Let us assume, furthermore, that {r} > {¬s}, i.e., that the politician desires to
be re-elected more than not to increase public spending. We would thus have
min M1j = h∅, {r}, {¬s}, ∅i,
j
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min M2j = h∅, ∅, ∅, {r, ¬s}i.
j

Therefore, according to Wald’s Criterion, B1 is to be chosen, whereas, according
to Wishful Thinking, B2 would be preferred and the Neutral Criterion would
again end in a tie.
However, if {r} < {¬s}, i.e., if the politician desired not to increase public
spending more than to be re-elected, Wald’s Criterion and Wishful Thinking
would agree in choosing B1 . Furthermore, comparing Row 1 against Row 2 with
the Neutral Criterion would yield
c = c11 + c12 + c21 + c22 =
= 1 + 1 + 1 + 1 = 4.
Therefore, the Neutral Criterion too would choose B1 .

5
5.1

Related work
Goal Change

In this paper we do not explain the process of goal generation from rules nor
revision, i.e., we are not interested in how goals change in the light of new beliefs
or desires. That aspect is considered, for example, in [8,25], where an approach
has been proposed to dynamically construct the goal set to be pursued by a
rational agent, by considering changes in its mental state. More precisely, the
authors propose a general framework based on classical propositional logic, to
represent changes in the mental state of the agent after the acquisition of new
information and/or after the arising of new desires.
5.2

BOID

The BOID architecture [3] extends a classical planner with a component for
goal generation. In this goal generation component, there are subcomponents
for beliefs, obligations, intentions and desires [5]. The interaction among these
subcomponents is studied using a qualitative decision theory [4,12] and qualitative game theory [13] based on extensions of input/output logic [21,22,2]. using
merging operators [10], as an extension of the 3APL programming language [11],
and using defeasible logic [9]. Though in all of these approaches the relation between beliefs and goals plays a central role, in these papers the impact of goals
on the choice among belief sets has not been studied.
5.3

Data oriented belief revision

Concerning the relation between belief revision and motivational attitudes, Paglieri
and Castelfranchi [24] study the gap between belief revision and argumentation.
They argue that the AGM model does not take in account the reasons to believe
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and choose among beliefs. An alternative model of belief revision is presented by
the authors, called Data-oriented Belief Revision (DBR) which has two informational categories: data and beliefs to account for the distinction between pieces
of information that are simply gathered and stored by the agent (data), and
pieces of information that the agent considers (possibly up to a certain degree)
truthful representations of states of the world (beliefs).
In this paper we do not study belief revision, but there is a similarity in the
criteria used to select data in their model: relevance, credibility, importance and
likeability. Likeability, a measure of the motivational appeal of the datum, i.e.
the number and values of the (pursued) goals that are directly fulfilled by that
datum, directly relates to our notion of appeal. The difference is that our notion
is more future-oriented to avoid the risk of wishful thinking by the agents.
5.4

Achieving higher impact

The role of motivational attitudes in the choice among belief is studied by
Hunter [19] in the context of argumentation theory. He addresses the problem
of selecting which arguments to convey to the audience. The criterium to select
argument is the impact they can have.
The impact of argumentation depends on what an agent regards as important. Different agents think different things are important. He assumes a desiderata base for capturing what an agent in the intended audience thinks is important, and then uses this to measure how arguments resonate with the agent.
Intuitively, a desideratum (a formula) represents what an agent would like to be
true in the world. There is no constraint that it has to be something that the
agent can actually make true. It may be something unattainable such as “there
will be no more wars” or “bread and milk is free for everyone”. There is also no
constraint that the desiderata for an agent are consistent.
With respect to our work there are two differences: first, the notion of impact
is an heuristic used to maximize the possibility to persuade an audience. In
contrast, in our framework, we propose a rationality criterium to decide what to
believe. Second, since the notion of desideratum is detached from the notion of
planning, the notion of impact risks to overlap with wishful thinking.
5.5

Preference over Beliefs

Doyle suggests to have a preference order over belief sets [15]. We have however
an indirect link from belief sets to feasible goals, and a preference order over these
goals; and from these preferences over goals, we again derive the preferences over
belief sets. Therefore, if one wanted to accept Doyle’s suggestion, our work could
be regarded as a method for deriving a rationally justified preference order over
belief sets.
5.6

Conventional wisdom

The reader could wonder whether the tendency of humans to prefer beliefs which
are convenient for them has been identified in other areas. The relation between
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beliefs and goals described in our framework could be related with the notion of
conventional wisdom of the economist John Kenneth Galbraith:
“We associate truth with convenience, with what most closely accords
with self-interest and personal well-being” [16]
That is, conventional wisdom consists of ”ideas that are convenient, appealing”. This is the rationale for keeping them.
Note that Galbraith distinguishes conventional wisdom from wishful thinking
in the same way as we do in this paper. Conventional wisdom is related to
“promises to avoid awkward efforts or unwelcome dislocation of life”, i.e., with
the dimension of eventual action rather than with the satisfaction of goals in the
current situation.
More specifically conventional wisdom is articulated in at least three facets:
– “Associating truth with convenience — with what most closely accords with
self-interest and personal well- being or promises to avoid awkward efforts
or unwelcome dislocation of life”
– “What contributes most with self exteem”
– “Most important . . . people approve most of what they best understand”
The model proposed in this paper relates to the first issue. Other works in
the Artificial intelligence field have some relations with conventional wisdom,
like the one discussed in Section 5.4.

6

Summary and conclusions

In this paper we consider the relation between beliefs and goals in agent theory.
Beliefs play three roles in reasoning about goals: they play a role in the generation
of unconditional desires from conditional ones, they play a role in adoption of
desires as goals, and they play a role in the selection of plans to achieve goals.
In this paper we consider the role of goals in reasoning about beliefs. Though we
assume that goals do not play a role in the belief generation problem, we argue
that they do play a role in the belief selection problem. Using a running example
where a politician has to give up either his belief that a liberal policy decreases
unemployment or that decreasing unemployment leads to his reelection, we argue
that in the context of an alternative plan to decrease unemployment and the goal
to be reelected, it is rational to give up the belief that liberal policy leads to a
decrease in unemployment.
At first sight, it may seem counterintuitive that goals play a role in reasoning
about beliefs, because it may lead to wishful thinking. We show the rationality
of our approach, in the sense that there are cases in which agents that take their
goals into account in selecting belief sets from a set of alternatives outperform
agents that do not do so. In the running example, the agent is always better
of when he gives up the belief that liberal policy leads to a decrease of unemployment, because it is the only way to achieve his goal. Even if the alternative
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plan of the agent to decrease unemployment is based on an increase in public
spending, and the agent has the desire not to increase public spending, giving
up the belief that liberal policy decreases unemployment may be rational when
the goal to be reelected is more important than the goal not to increase public
spending.
We define an objective view on MAS based on an external viewpoint to
explain the three roles of beliefs in reasoning about goals: they play a role in
the generation of unconditional desires from conditional ones, they play a role
in adoption of desires as goals, and they play a role in the selection of plans to
achieve goals. We then focus on the belief selection problem from a subjective
view based on an internal viewpoint.
Moreover, we formally study the role of goals in belief selection. We first
relate our subjective view to indeterministic belief revision models. We formally
characterize wishful thinking in the belief selection problem, and we characterize
the borderline between the rational role of goals in belief selection and irrational
wishful thinking. Whereas wishful thinking maximizes the set of achieved goals
(and minimizes the set of unachieved goals), we argue that the set of achievable
goals should be maximized.
In future research, we plan to develop heuristics for belief selection in our
general model, and to further investigate the notion of conventional wisdom.
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Abstract. In this paper we introduce an agent communication protocol and speech acts for norm
negotiation. The protocol creates individual or contractual obligations to fulfil goals of the agents
based on the so-called social delegation cycle. First, agents communicate their individual goals
and powers. Second, they propose social goals which can be accepted or rejected by other agents.
Third, they propose obligations and sanctions to achieve the social goal, which can again be
accepted or rejected. Finally, the agents accept the new norm by indicating which of their communicated individual goals the norm achieves. The semantics of the speech acts is based on a
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1. Introduction
Online multi-player games are online spaces in which human and artificial agents interact with each other every day [4]. For example, EverQuest has more than four hundred
thousand subscribers and has developed into a complex system of social dynamics, like
The Sims Online or Second Life, something more than just a game. Massively multiplayer online games have now become among the most complex and sophisticated online social spaces in existence [34]. One aspect in which online games move towards
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social spaces is that players become more independent and autonomous with respect to
the game designers, in the sense that they start to play in ways unforeseen by the game
designers.
“Why, you might ask, would anyone waste four hours of their life doing this? Because
a game said it couldn’t be done.
This is like the Quake freaks that fire their rocket launchers at their own feet to propel
themselves up so they can jump straight to the exit and skip 90% of the level and finish
in 2 seconds. Someone probably told them they couldn’t finish in less than a minute.
Games are about challenges, about hurdles or puzzles or fights overcome. To some players, the biggest hurdle or challenge is how to do what you (the designer) said couldn’t
happen. If you are making a game, accept this.” [34]
An important aspect of autonomy, both for individuals and groups, is the creation of
one’s own norms, as reflected by the literal meaning of autonomy: auto-nomos. In online
games, players can create their own norms to coordinate their activities, as we illustrate
by a running example in this paper. Moreover, autonomy is a central concept in agent
theory, and therefore multi-agent systems technology can be used to develop online
games. However, existing social mechanisms for norm creation and change in multiagent systems are restricted in the sense that either norms are not explicitly represented,
or there are no communication primitives, protocols and social mechanisms to create
or change norms. Normative multi-agent systems [21, 13, 8, 9] provide agents with
abilities to automatically devise organizations and societies coordinating their behavior
via obligations, norms and social laws. A distinguishing feature from group planning
is that also sanctions and control systems for the individual or contractual obligations
can be created. Since agents may have conflicting goals with respect to the norms that
emerge, they can negotiate amongst each other which norm will be created. In [10] we
assume that the social goals emerge, and in [11] we propose a two step negotiation
process:
– Propose the social goal and argue about that (instead of merging), and
– Negotiate the norm and sanction.
The research question of this paper is how to define a communication protocol for
online multiplayer games and social spaces based on the social delegation cycle [11, 10]
explaining the negotiation of new social norms from cognitive agent goals in three steps.
First individual agents or their representatives negotiate social goals, then a social goal
is negotiated in a social norm, and finally the social norm is accepted by an agent [20]
when it recognizes it as a norm, the norm contributes to the goals of the agent, and it is
obeyed by the other agents. A model of norm negotiation explains also what it means,
for example, to recognize or to obey a norm, and how new norms interact with existing
ones. This breaks down in the following three sub-questions:
1. How to use agent technology for the social delegation cycle referring to the individual goals of the agents, which are not accessible for other agents and which are
not represented in the agent environment? We propose an additional step before the
social delegation cycle, in which the agents communicate their individual goals and
powers. In our communication model, the social delegation cycle does not refer to the
individual private goals of the agents, but to the communicated and therefore public
goals.
2. How do agents publicly accept a norm in the social delegation cycle based on public
mental attitudes? We assume that each agent has to commit itself to the social norm
by indicating which of its publicly communicated goals the norm achieves.
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3. How to use the communication protocol in multi-player online games like EverQuest
and social spaces like The Sims Online or Second Life, where the kind of norms that
must be used cannot be anticipated beforehand, norms are created by human players
and users, and we cannot expect that users are able to specify logical formulas as used
in most agent communication languages. We use an abstract power and dependence
based representation of the social delegation cycle.
The semantics of the speech acts is based on public mental attitudes. To keep the
formal details of this paper within limits, we do not detail the operational semantics
of the speech acts, but sketch informally their effects and illustrate them by a running
example. Formalizations of speech acts with public mental attitudes can be found in
[26, 39, 25].
An important subtask of the social delegation cycle is to break down goals in subgoals, using a goal hierarchy. However, to focus on the main social mechanism, in this
paper we do not detail the sub-protocol for subgoaling. Therefore, we assume that the
individual goals communicated by the agents are such that they can be seen to by other
agents. The extension with a protocol for subgoaling is left for further research.
The layout of this paper is as follows. In Section 2 we discuss norm creation in online games and social spaces, and we introduce our running example. In Section 3 we
define our social-cognitive conceptual model of multiagent systems and in Section 4
we discuss the kind of agent communication language in which we study and formalize the social delegation cycle. In Section 5 we formalize individual goal and power
communication. In Section 6 we define the negotiation protocol, which we use in Section 7 to formalize goal negotiation, and in Section 8 we formalize norm negotiation.
Finally, in Section 9 we formalize the acceptance relation. In Section 10 we discuss
related research of an abstract model of the social delegation cycle in Tennenholtz’
game-theoretic artificial social systems, our own more detailed social-cognitive model,
and we discuss why these models are less suitable for communication models in online
games and social spaces than our power and dependence based model.

2. Multi player online games
As a running example we use in this paper an example discussed by Peter Ludlow [34]
from Sony’s EverQuest.

2.1. EverQuest
EverQuest is a multiplayer online game where gamers are supposed to fight each other
in a world of snakes, dragons, gods and the Sleeper. Sony intended the Sleeper to be
unkillable and gave it an extreme high hit points. However, a combined combat of close
to 200 players nearly succeeded to kill the animal. Unfortunately, Sony decided to intervene and rescue the monster. Most of the discussion on this example has highlighted
the decrease in trust of the game players in Sony, despite the fact that the next day Sony
let the game players beat the Sleeper. However, in this paper we would like to highlight
what this story tells us about the desires of game players, and its consequences for necessary technology in games. The following quote illustrates the excitement in killing
the Sleeper.
A supposedly [player-vs.-player] server banded together 200 people. The chat channels
across the server were ablaze, as no less than 5,000 of us listened in, with OMG theyre
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attempting the Sleeper! Good luck d00dz! Everyone clustered near their screens, sharing
the thrill of the fight, the nobility of the attempt and the courage of those brave 200. Play
slowed to a crawl on every server as whispers turned to shouts, as naysayers predicted,
It cant be done or It will drop a rusty level 1 sword and most of us just held our breath,
silently urging them forward. Rumors abounded: If they win, the whole EQ world stops
and you get the text from the end of Wizardry 1, or If they win, the president of Sony
will log on and congratulate them. With thousands watching and waiting, the Sleepers
health inched ever downward.
...
[EverQuest player] Ghenwivar writes, On Monday, November 17th, in the most amazing and exciting battle ever, [EverQuest guilds] Ascending Dawn, Wudan and Magus
Imperialis Magicus defeated Kerafyrm, also known as The Sleeper, for the first time ever
on an EverQuest server. The fight lasted approximately three hours and about 170180
players from [EverQuest server] Rallos Zeks top three guilds were involved. Hats off to
everyone who made this possible and put aside their differences in order to accomplish
the impossible. Congratulations RZ!!!” [34]
The example illustrates that the game had been so well wrought that a real community of players had formed, one that was able to set aside its differences, at least for a
night, in pursuit of a common goal. This was not intended or foreseen by Sony, and getting two hundred people to focus on accomplishing the same task is a challenge. In this
paper we study multiagent technology to support these emerging cooperation in online
games.

2.2. Multiagent systems
Computer games have traditionally implemented empirical solutions to many AI problems and are now turning to more traditional AI algorithms. Cavazza [18] introduces the
role of AI in gameplay, reviews the main techniques used in current computer games
such as Finite-State Transition Networks, rule-based systems and search algorithms,
describes the implementation of AI in several commercial computer games, as well as
academic research in AI targeting computer games applications, and discusses future
trends and proposing research directions.
“Another important challenge for AI in computer games is the development of on-line
and multi-player gaming. In theory, the availability of human opponents around the
clock would seal the fate of AI in on-line games. However, this is unlikely to be the
case, as for instance autonomous actors would still be needed for the most mundane
tasks in large-scale simulations and on-line games, as human players are unwilling to
play such parts.
The recent advances in graphic rendering will leave more room for the future development or AI in games. With the level of realism currently achieved, further improvements
in realism will come from physics and AI, The development of AI should also foster
the development of new game genres based on more sophisticated user interaction with
artificial actors.” [18]
Laird and van Lent [30] propose that artificial intelligence for interactive computer
games is an emerging application area in which this goal of human-level AI can successfully be pursued. Interactive computer games have increasingly complex and realistic
worlds and increasingly complex and intelligent computer-controlled characters. They
motivate their proposal of using interactive computer games, review previous research
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on AI and games, present the different game genres and the roles that human level AI
could play within these genres, describe the research issues and AI techniques that are
relevant to each of these roles. Their conclusion is that interactive computer games provide a rich environment for incremental research on human-level AI.
“From a researcher’s perspective, even if you are not interested in human-level AI, computer games offer interesting and challenging environments for many, more isolated, research problems in AI. We are most interested in human-level AI, and wish to leverage
computer games to rally support for research in human-level AI. One attractive aspect
of working in computer games is that there is no need to attempt a Manhattan Project
approach with a monolithic project that attempts to create human-level intelligence all
at once. Computer games provide an environment for continual, steady advancement
and a series of increasingly difficult challenges. Just as computers have inexorably gotten faster, computer game environments are becoming more and more realistic worlds,
requiring more and more complex behavior from their characters. Now is the time for
AI researchers to jump in and ride the wave of computer games.” [30]

2.3. Agent communication protocol
We use the EverQuest example in this paper to illustrate our communication model. It
consists of the following four steps.
1. Agents communicate their individual goals and powers. They say which monster they
would like to kill, how they want it to be killed, and which tasks they are able to see
to given their powers.
2. They propose social goals which can be accepted or rejected by other agents, based
on the communicated goals of the agents. The negotiation can be done by a subset of
all players involved.
3. They propose obligations and sanctions to achieve the social goal, which can again
be accepted or rejected. Again, the negotiation can be done by a subset of the agents
involved in the coordinated attack.
4. Finally, the agents who like to participate in the coordinated attack accept the new
norm by indicating which of their communicated individual goals the norm achieves.

3. Power viewpoint on normative multiagent systems
In this paper we follow the definition of power as the ability of agents to achieve goals.
Thus, an agent is more powerful than another agent if it can achieve more goals.
For example, in the so-called power view on multi-agent systems [5], a multi-agent
system consists of a set of agents (A), a set of goals (G), a function that associates
with each agent the goals the agent desires to achieve (goals), and a function that associates with each agent the sets of goals it can achieve (power). To be precise, since
goals can be conflicting in the sense that achieving some goals may make it impossible
to achieve other goals, the function goals returns a set of set of goals for each set of
agents. Such abstract structures have been studied as qualitative games by Wooldridge
and Dunne [53], though they do not call the ability of agents to achieve goals their
power. To model trade-offs among goals of agents, we introduce a priority relation
among goals.
Definition 1. Let a multiagent system be a tuple hA, G, goals, power, ≥i where:
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–the set of agents A and the set of goals G are two finite disjoint sets;
–goals : A → 2G is a function that associates with each agent the goals the agent
desires to achieve;
G
–power : 2A → 22 is a function that associates with each set of agents the sets of
goals the set of agents can achieve;
–≥: A →⊆ 2G ×2G is a function that associates with each agent a partial pre-ordering
on the sets of his goals;
The following example illustrates the notion of a multiagent system for the running
example.
Example 1. The set of agents are the players that participate in the coordinated attack.
We assume that the individual agents have various ways to attack the Sleeper, and they
disagree about which is the best way to kill the beast. The goals of the agents are different individual ways to attack the animal. The powers of the agents are the goals each
agent can achieve. The priorities of the agents are their preferences for the ways to
attack the animal.
To model the role of power in norm negotiation, we extend the basic power view in
a couple of ways. To model obligations we introduce a set of norms, we associate with
each norm the set of agents that has to fulfill it, and for each norm we represent how
to fulfill it, and what happens when it is not fulfilled. In particular, we relate norms to
goals in the following two ways.
– First, we associate with each norm n a set of goals O(n) ⊆ G. Achieving these
normative goals O(n) means that the norm n has been fulfilled; not achieving these
goals means that the norm is violated. We assume that every normative goal can be
achieved by the group, i.e., that the group has the power to achieve it.
– Second, we associate with each norm a set of goals V (n) which will not be achieved
if the norm is violated (i.e., when its goals are not achieved), this is the sanction
associated with the norm. We assume that the group of agents does not have the
power to achieve these goals.
Since we accept norms without sanctions, we do not assume that the sanction affects
at least one goal of each agent of the group the obligation belongs to.
Definition 2. Let a normative multi-agent system be a tuple hMAS, N, O, V i extending
a multiagent system MAS = hA, G, goals, power, ≥i where:
–the set of norms N is a finite set disjoint from A and G;
–O : N × A → 2G is a function that associates with each norm and agent the goals
the agent must achieve to fulfill the norm; We assume for all n ∈ N and a ∈ A that
O(n, a) ∈ power({a});
–V : N ×A → 2G is a function that associates with each norm and agent the goals that
will not be achieved if the norm is violated by agent a; We assume for each B ⊆ A
and H ∈ power(B) that (∪a∈A V (n, a)) ∩ H = ∅.
The normative multiagent system is illustrated by our running example.
Example 2. The obligations of each agent are the attacks each individual player must
make. Sanctions can be that someone is removed from the coalition, has to pay a penalty
(if this is possible in the game), gets a lower reputation, and so on.
An alternative way to represent normative multiagent systems replaces the function
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power by a function representing dependencies between agents. For example, a function
of minimal dependence can be defined as follows. Agent a depends on agent set B ⊆ A
regarding the goal g if g ∈ goals(a), g 6∈ power({a}), g ∈ power(B), and there is
no C ⊂ B such that g ∈ power(C). Note that dependence defined in this way is more
abstract than power, in the sense that we have defined dependence in terms of power,
but we cannot define power in terms of dependence.

4. Agent communication languages
Agent communication languages share the idea that agents communicate by performing
speech acts [3, 40], and that these actions can be modeled as some types of planning
operators with preconditions and effects [19, 2]. Longer stretches of dialogue can be
explained by plans which structure attempts of participants to reach their joint goals,
e.g., [32]. However, many variations of agent communication languages have been designed on these common speech act foundations, thus making the standardization effort
difficult.
There is a distinction in terms of communication primitives between two main traditions in agent communication. The agent’s mental attitudes like beliefs and intentions
are included in preconditions and effects of speech acts used in information seeking
dialogues using speech acts such as inform and request. This side has been popularized
by the standardization efforts of the Foundation for Intelligent Physical Agents [23],
though the concepts of desire, goal and intention are not used uniformly, and desire
and goal are often used interchangeably. Below the agent social semantics tradition,
developed as a reaction to FIPA, is depicted [45]. The agent can either be a creditor
or a debtor of his social commitments. The semantics of speech acts used in negotiation or persuasion refer to these commitments. Though both kinds of dialogue use the
terminology of commitment, requesting an action in negotiation means something else
than defending a proposition in persuasion after a challenge. We therefore distinguish
action commitment from propositional commitment, where the former is used to give a
semantics of speech acts like request or propose in negotiation [45, 24], and the latter is
used for speech acts like assert or challenge in persuasion [28, 52].
In this paper we use an approach bridging the two traditions based on a reinterpretation of the beliefs and intentions. The idea that meaning cannot be private, but is
inter-subjective or based on a common ground, has been accepted for a long time in the
philosophy of language. This idea of public meaning has been discussed, for example,
by [31] or [46], who stress the importance of the common ground. The crucial point is
that a private semantics does not make it possible for a language user to be objectively
wrong about an interpretation from a third person point of view. In contrast to FIPA,
beliefs and intentions are not interpreted as private mental attitudes, but as some kind of
public mental attitudes, for example as grounded beliefs [26] or as ostensible beliefs or
public opinions [39].

5. Individual goal and power communication
The first phase consists of communicating the individual goals and powers of the agents.
Since existing agent communication languages do not cover inform speech acts whose
content is a public goal, we introduce the speech act desire. The semantics of the speech
act
desire(a, φ)
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is that agent a has the public goal φ. It means that he is committed to this public goal,
and, for example, he cannot say later that he desires the opposite.
If hundreds of agents have to communicate their goals, then the communication will
become long and cumbersome. So, when an agent informs the others that he desires
φ, the other agents can respond by a simple ‘Me too!’. Moreover, we do not have only
speech acts implying that the speaking agent has a goal, but also speech acts implying
that all agents have the same goal. Agent a says that everyone has the desire for φ:
desireall(a, φ)
The agents can respond to this speech act by saying ‘Not me!’. If none of them answers
in this way, then the desireall act is equivalent to agent a stating his goal for φ, and
all the other agents saying ‘Me too!’. The principle that by default all agents agree, is
sometimes called ‘silence means consent’.
An optional parameter of these two speech acts is the priority of the individual goals.
In this running example we assume that there are five priorities: essential, important,
intermediate, useful, possible.
Example 3. Suppose that three agents {a, b, c} are going to negotiate the attack strategy
to kill the Sleeper. Moreover, we assume there are various ways in which the individual
players can attack the animal: hitting the feet, throwing stones at the animal, shooting
between the eyes, and so on. The three agents are negotiating for three kinds of game
players with specific powers. For example, agent a is negotiating for all agents that have
the power to hit the feet, throw stones, and have guns. In this example, each negotiator communicates goals they cannot see to by themselves. For example, agent a will
communicate the desire to scare the Sleeper to death.
The negotiators begin by communicating their individual goals. Each player can
type individual or shared goals by entering a text string into his computer. In the text
box is also a list of goal priorities, which is default at intermediate. When someone types
an individual goal, other agents can press the ‘Me too!’ button, When an agent enters
a shared goal, other agents can press the ‘Not me!’ button, or change the suggested
priority of the goal. For example, when agent a enters his goal and agent b accepts it
too, and agent c communicates a shared goal but agent d refuses it, then the system
translates it into the following speech acts.
desire(b, ‘hitting the feet’)
desire(b, ‘hit him with stones’, intermediate)
desire me too(c, ‘hit him with stones’, important)
desire(c, ‘shoot him in the eyes’, possible)
desire(a, ‘show him a picture of M.’)
desireall(a, ‘scare him to death’)
desire not me(c, ‘scare him to death’)
...
Each agent can indicate which goals it can see to. We use the new speech act
power(a, φ), indicating that agent a communicates that he has the power to see to
goal φ. As before, the other agents can respond by ‘Me too!’ and there is a speech
powerall which agents can respond to by saying ‘Not me!’.
Example 4. Consider the following three speech acts.
power(a, ‘hitting the feet’)
powerall(a, ‘hit him with stones’)
power not me(c, ‘hit him with stones’)
powerall(c, ‘shoot him in the eyes’)
...
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# goal

speaker

agents and priorities

goal description

powers

1
2
3
4
5
...

b
b
c
a
a
...

b, c
b:intermediate, c:important
c:possible
a
a, b
...

hitting the feet
hit him with stones
shoot him in the eyes
show him a picture of M.
scare him to death
...

a
a, b
a, b, c
b, c
c
...

Table 1. Communicated goals and powers

The communicated goals and powers are represented in a single table for each player,
as shown in Table 1. In case the agents are negotiating a norm for a large set of players,
then not all individual names of the agents are given, but only aggregate information
such as the number of players having the power to see to a goal.

6. Generic negotiation protocol
A negotiation protocol is described by a set of sequences of negotiation actions which
either lead to success or failure. In this paper we only consider protocols in which the
agents propose a so-called deal, and when an agent has made such a proposal, then
the other agents can either accept or reject it (following an order – Â – of the agents).
Moreover, they can also end the negotiation process without any result.
negotiation
Definition 3 (Negotiation Protocol). A
hAg, deals, actions, valid, finished, broken, Âi, where:

protocol

is

a

tuple

–the agents Ag, deals and actions are three disjoint sets, such that
actions = {propose(a, d), accept(a, d), reject(a, d) | a ∈ Ag, d ∈ deals}∪
{breakit(a) | a ∈ Ag}.
–valid, finished, broken are sets of finite sequences of actions.
We now instantiate this generic protocol for negotiations in normative multiagent
systems. We assume that a sequence of actions (a history) is valid when each agent does
an action respecting the order defined on agents. Then, after each proposal, the other
agents have to accept or reject this proposal, again respecting the order, until they all
accept it or one of them rejects it. When it is an agent’s turn to make a proposal, it can
also end the negotiation by breaking it. The history is finished when all agents have
accepted the last deal, and broken when the last agent has ended the negotiations.
Definition 4 (NMAS protocol). Given a normative multiagent system hMAS, N, O, V i
extending a multiagent system MAS = hA, G, goals, power, ≥i, a negotiation protocol
for NMAS is a tuple N P = hA, deals, actions, valid, finished, broken, Âi, where:
–Â ⊆ A × A is a total order on A,
–a history h is a sequence of actions, and valid(h) holds if:
·
·
·

the propose() and breakit() actions in the sequence respect Â,
each propose() is followed by a sequence of accept() or reject() actions respecting Â until either all agents have accepted the deal or one agent has rejected it,
there is no double occurrence of a proposal propose(a, d) in the same deal by any
agent a ∈ Ag, and
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·

the sequence h ends iff either all agents have accepted the last proposal
(finished(h)) or the last agent has broken the negotiation (broken(h)) instead of
making a new proposal.

In theory we can add additional penalties when agents break the negotiation. However, since it is in the interest of all agents to reach an agreement, we do not introduce
such sanctions. In this respect norm negotiation differs from negotiation about obligation distribution [7], where it may be the interest of some agents to see to it that no
agreement is reached. In such cases, sanctions must be added to the negotiation protocol
to motivate the agents to reach an agreement.
Example 5. Assume three agents and the following history.
action1 : propose(a, d1 )
action2 : accept(b, d1 )
action3 : reject(c, d1 )
action4 : propose(b, d2 )
action5 : accept(c, d2 )
action6 : accept(a, d2 )
We have valid(h), because the order of action respects º, and we have accepted(h),
because the history ends with acceptance by all agents (action5 and action6 ) after a
proposal (action4 ).
The open issue of the generic negotiation protocol is the set of deals which can be
proposed. They depend on the kind of negotiation. In social goal negotiation the deals
represent a social goal, and in norm negotiation the deals contain the obligations of the
agents and the associated control system based on sanctions. This is illustrated in our
running example in the following sections.

7. Social goal negotiation
We characterize the allowed deals during goal negotiation as a set of goals which contains for each agent a goal it desires. Moreover, we add two restrictions. First, we only
allow goals the agents have the power to achieve. Moreover, we have to consider the existing normative system, which may already contain the norms that look after the goals
of the agents. We therefore restrict ourselves to new goals. Additional constraints may
be added, for example excluding goals an agent can see to itself. However, since such
additional restrictions may be unrealistic in some applications (e.g., one may delegate
some tasks to a secretary even when one has the power to see to these tasks oneself), we
do not consider such additional constraints.
Definition 5 (Deals in goal negotiation). In the goal negotiation protocol, a deal d ∈
deals is a set of goals satisfying the following restrictions:
1. d ∈ power(A)
2. for all a ∈ A there exists some g ∈ d such that
(a) g ∈ goals(a)
(b) there does not exist a norm n in N such that g ∈ ∪a∈A O(n, a)
The following example illustrates social goal negotiation in the running example.
Example 6. The agents proposing a deal select a couple of individual communicated
goals from Table 1 by clicking on them. The system then send them to the other agents,
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# goal proposal

speaker

goals

accepted

rejected

reason

1
2
...

a
b
...

2, 5
2, 4, 5
...

a
a, b, c
...

b

...

...

Table 2. Social Goal Negotiation

which can either accept them, or reject them. When they reject a communicated goal,
they can add a reason to it, which is communicated to the other agents.
Let MAS = h{a, b, c}, {g1 , g2 , g3 , g4 , g5 }, goals, power, ≥i be a multiagent system
representation of Table 1, where:
power: power(a) = {{g1 }, {g2 }, {g3 }}, power(b) = {{g2 }, {g3 }, {g4 }},
power(c) = {{g3 }, {g4 }, {g5 }}, if G1 ∈ power(A) and G2 ∈ power(B) then
G1 ∪ G2 ∈ power(A ∪ B). Agent a has the power to achieve goals g1 , g2 , g3 , agent b
has the power to achieve goals g2 , g3 , g4 , and agent c can achieve goals g3 , g4 , g5 .
There are no conflicts among goals.
goals: goals(a) = {g4 , g5 }, goals(b) = {g1 , g5 }, goals(c) = {g1 , g2 }. Each agent
desires the tasks it cannot perform itself.
Moreover, let NMAS = hMAS, N, O, V i be a normative multiagent system with
N = {n}, O(n, a1 ) = {g1 }. Since there has to be some benefit for agent b and c, the
goals g5 and g2 have to be part of the social goal. Therefore, social goals (i.e., possible
deals) are {g2 , g5 } and {g2 , g4 , g5 }.
Finally, consider the negotiation. Assuming agent a is first in the order Â, he may
propose {g2 , g5 }. The other agents may accept this, or reject it and agent b will them
propose {g2 , g4 , g5 }. The latter would be accepted by all agents, as they know that
according to the protocol no other proposals can be made.
The example illustrates that the negotiation does not determine the outcome, in the
sense that there are multiple outcomes possible. Additional constraints may be added to
the negotiation strategy to further delimit the set of possible outcomes.

8. Social norm negotiation
We formalize the allowed deals during norm negotiation as obligations for each agent to
see to some goals, such that all goals of the social goal are included. Again, to determine
whether the obligations imply the social goal, we have to take the existing normative
system into account. We assume that the normative system only creates obligations that
can be fulfilled together with the already existing obligations.
Definition 6 (Fulfillable NMAS). A normative multiagent system hMAS, N, O, V i extending a multiagent system MAS = hA, G, goals, power, ≥i can be fulfilled if there
exists a G0 ∈ power(A) such that all obligations are fulfilled ∪n∈N,a∈A O(n, a) ⊆ G0 .
Creating a norm entails adding obligations and violations for the norm.
Definition 7 (Add norm). Let NMAS be a normative multiagent system
hMAS, N, O, V i extending a multiagent system MAS = hA, G, goals, power, ≥i. Adding
a norm n
6∈
N with a pair of functions ho1 , o2 i for obligation
o1 : A → 2G and for sanction o2 : A → 2G leads to the new normative multiagent
system hMAS, N ∪ {n}, O ∪ o1 (n), V ∪ o2 (n)i.
Moreover, if every agent fulfills it obligation, then the social goal is achieved.
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# goal

speaker

agents and priorities

goal description

powers

obligation

2
4
5

b
a
a

b:intermediate, c:important
a
a, b

hit him with stones
show him a picture of M.
scare him to death

a, b
b, c
c

a
b
c

Table 3. Negotiated norm

Definition 8 (Deals in norm negotiation). In the norm negotiation protocol, a deal d ∈
deals for social goal S is a pair of functions ho1 , o2 i for obligation o1 : A → 2G and
for sanction o2 : A → 2G satisfying the following conditions:
1. Adding ho1 , o2 i to NMAS for a fresh variable n (i.e., not occurring in N ) leads again
to a normative multiagent system NMAS0 ;
2. NMAS0 achieves the social goal, ∪a∈A o1 (a) = S.
3. If NMAS is fulfillable, then NMAS0 is too.
The running example illustrates the norm negotiation protocol.
Example 7. For the social goal {g2 , g5 }, there will always be one of the agents who
does not have to see to any goal. Consider norm for the social goal {g2 , g4 , g5 } in Table
3. A possible solution here is that each agent sees to one of the goals.
Sanctions can be added in the obvious way. In the norm negotiation as defined thus
far, the need for sanctions has not been formalized yet. For this need, we have to consider
the acceptance of norms.

9. Norm acceptance
An agent accepts a norm when it believes that the other agents will fulfill their obligations, and the obligation implies the goals the cycle started with. For the former we use
the quasi-stability of the norm (e.g., if the norm is a convention, then we require that the
norm is a Nash equilibrium). Each agent b fulfills the norm given that all other agents
fulfill the norm. Again we have to take the existing normative system into account, so
we add the condition that all other norms are fulfilled. In general, it may mean that an
agent does something which it does not like to do, but it fears the sanction more than
this dislike. We use the trade-off among goals ≥.
Definition 9 (Stability). A choice c of agent b ∈ A in NMAS with new norm n is
c ∈ power(b) such that ∪m∈N \{n} O(m, b) ⊆ d. The choices of the other agents are
oc = ∪a∈A\{b},m∈N O(n, a) ∪ V (n, a). The effect of choice c is c ∪ oc ∪ V (n, a) if
O(n) ⊆ c, c ∪ oc otherwise. NMAS is stable if ∀b ∈ A, there is a choice c such that
O(n, b) ⊆ c, and there is no choice c0 ≥(b)c with O(n, b) 6⊆ c0 .
Finally, we have to test whether the new situation is better than the old one for all
agents. For example, we may request that the outcome in both the original multiagent
system as in the new multiagent system is a Nash equilibrium, and we demand that
each Nash outcome in the new system is better than each Nash outcome in the original
normative multiagent system. The formalization of these concepts is along the same
lines as the definition of acceptance in Definition 9.
We ask that each agent communicates to the other agents why it accepts the norm.
By making a public statement, it thus commits to the norm and gives an explanation of
its acceptance. Agent a accepts the norm n for goal g:
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# goal

speaker

agents and priorities

goal description

powers

obligation

norm acceptance

2
4
5

b
a
a

b:intermediate, c:important
a
a, b

hit him with stones
show him a picture of M.
scare him to death

a, b
b, c
c

a
b
c

c
a
b

Table 4. Norm Acceptance

accept-norm(a,n,g)
Norm acceptance is illustrated in our running example.
Example 8. Let n stand for the norm accepted by the agents. Assume that every agent
can select the goal for which he accepts the norm from the list of all goals of the social
goal. This can be communicated to the other agents using the following three speech
acts.
accept-norm(a,n,4)
accept-norm(b,n,5)
accept-norm(c,n,2)
The resulting table is given in Table 4.

10. Related work
In this section we discuss the existing three formalizations of the social delegation cycle.

10.1. Norms are a class of constraints deserving special analysis
Meyer and Wieringa define normative systems as “systems in the behavior of which
norms play a role and which need normative concepts in order to be described or specified” [38, preface]. Alchourròn and Bulygin [1] define a normative system inspired by
Tarskian deductive systems:
“When a deductive correlation is such that the first sentence of the ordered pair is a
case and the second is a solution, it will be called normative. If among the deductive
correlations of the set α there is at least one normative correlation, we shall say that the
set α has normative consequences. A system of sentences which has some normative
consequences will be called a normative system.” [1, p.55].
Jones and Carmo [29] introduce agents in the definition of a normative system by
defining it as “sets of agents whose interactions are norm-governed; the norms prescribe
how the agents ideally should and should not behave. [...] Importantly, the norms allow
for the possibility that actual behavior may at times deviate from the ideal, i.e., that
violations of obligations, or of agents’ rights, may occur.” Since the agents’ control
over the norms is not explicit here, we use the following definition.
A normative multi-agent system is a multi-agent system together with normative systems in which agents can decide whether to follow the explicitly represented norms or
not, and the normative systems specify how and in which extent the agents can modify
the norms. [13]
Note that this definition makes no presumptions about the internal architecture of an
agent or of the way norms find their expression in agent’s behavior.
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10.1.1. Representation of norms
Since norms are explicitly represented, according to our definition of a normative multiagent system, the question should be raised how norms are represented. Norms can be
interpreted as a special kind of constraint, and represented depending on the domain
in which they occur. However, the representation of norms by domain dependent constraints runs into the question what happens when norms are violated. Not all agents
behave according to the norm, and the system has to deal with it. In other words, norms
are not hard constraints, but soft constraints. For example, the system may sanction violations or reward good behavior. Thus, the normative system has to monitor the behavior
of agents and enforce the sanctions. Also, when norms are represented as domain dependent constraints, the question will be raised how to represent permissive norms, and
how they relate to obligations. Whereas obligations and prohibitions can be represented
as constraints, this does not seem to hold for permissions. For example, how to represent the permission to access a resource under an access control system? Finally, when
norms are represented as domain dependent constraints, the question can be raised how
norms evolve.
We therefore believe that norms should be represented as a domain independent theory. For example, deontic logic [51, 49, 48, 35, 36, 37] studies logical relations among
obligations and permissions, and more in particular violations and contrary-to-duty obligations, permissions and their relation to obligations, and the dynamics of obligations
over time. Therefore, insights from deontic logic can be used to represent and reason
with norms in multi-agent systems. Deontic logic also offers representations of norms as
rules or conditionals. However, there are several aspects of norms which are not covered
by constraints nor by deontic logic, such as the relation among the cognitive abilities of
agents and the global properties of norms. Meyer and Wieringa explain why normative
systems are intimately related with deontic logic.
“Until recently in specifications of systems in computational environments the distinction between normative behavior (as it should be) and actual behavior (as it is) has
been disregarded: mostly it is not possible to specify that some system behavior is nonnormative (illegal) but nevertheless possible. Often illegal behavior is just ruled out by
specification, although it is very important to be able to specify what should happen
if such illegal but possible behaviors occurs! Deontic logic provides a means to do just
this by using special modal operators that indicate the status of behavior: that is whether
it is legal (normative) or not” [38, preface].

10.1.2. Norms and agents
Conte et al. [20] distinguish two distinct sets of problems in normative multi-agent systems research. On the one hand, they claim that legal theory and deontic logic supply a
theory of norm-governed interaction of autonomous agents while at the same time lacking a model that integrates the different social and normative concepts of this theory. On
the other hand, they claim that three other problems are of interest in multi-agent systems research on norms: how agents can acquire norms, how agents can violate norms,
and how an agent can be autonomous. Agent decision making in normative systems and
the relation between desires and obligations has been studied in agent architectures [15],
which thus explain how norms and obligations influence agent behavior.
An important question in normative multi-agent systems is where norms come from.
Norms are not necessarily created by legislators, but they can also be negotiated among
agents, or they can emerge spontaneously, making the agents norm autonomous [50].
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In electronic commerce research, for example, cognitive foundations of social norms
and contracts are studied [8]. Protocols and social mechanisms are now being developed to support such creations of norms in multi-agent systems. Moreover, agents like
legislators playing a role in the normative system have to be regulated themselves by
procedural norms [12], raising the question how these new kind of norms are related to
the other kinds of norms.
When norms are created, the question can be raised how they are enforced. For example, when a contract is violated, the violator may have to pay a penalty. But then
there has to be a monitoring and sanctioning system, for example police agents in an
electronic institution. Such protocols or roles in a multi-agent system are part of the
construction of social reality, and Searle [41] has argued that such social realities are
constructed by constitutive norms. This raises the question how to represent such constitutive or counts-as norms, and how they are related to regulative norms like obligations
and permissions [9].

10.1.3. Norms and other concepts
Not only the relation between norms and agents must be studied, but also the relation
between norms and other social and legal concepts. How do norms structure organizations? How do norms coordinate groups and societies? How about the contract frames
in which contracts live? How about the relation between legal courts? Though in some
normative multi-agent systems there is only a single normative system, there can also
be several of them, raising the question how normative systems interact. For example,
in a virtual community of resource providers each provider may have its own normative system, which raises the question how one system can authorize access in another
system, or how global policies can be defined to regulate these local policies [9].

10.2. Social delegation cycle using artificial social systems
The problem studied in artificial social systems is the design, emergence or more generally the creation of social laws. Shoham and Tennenholtz [42] introduce social laws
in a setting without utilities, and they define rational social laws as social laws that improve a social game variable [43]. We follow Tennenholtz’ presentation for stable social
laws [47]. In Tennenholtz’ game-theoretic artificial social systems, the goals or desires
of agents are represented by their utilities. A game or multi-agent encounter is a set of
agents with for each agent a set of strategies and a utility function defined on each possible combination of strategies. The social goal is represented by a minimal value for the
social game variable. Tennenholtz [47] uses as game variable the maximin value. This
represents safety level decisions, in the sense that the agent optimizes its worst outcome
assuming the other agents may follow any of their possible behaviors.
The social norm is represented by a social law, characterized as a restriction to the
strategies available to the agents. It is useful with respect to an efficiency parameter e if
each agent can choose a strategy that guarantees it a payoff of at least e. A social law is
quasi-stable if an agent does not profit from violating the law, as long as the other agent
conforms to the social law (i.e., selects strategies allowed by the law). Quasi-stable
conventions correspond to Nash equilibria. The efficiency parameter can be seen as a
social kind of utility aspiration level, as studied by Simon [44]. Such aspiration levels
have been studied to deal with limited or resource-bounded reasoning, and have led to
the development of goals and planning in artificial intelligence; we therefore use a goal
based ontology in this paper. The three steps of the social delegation cycle in this classi-
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cal game-theoretic setting can be represented as follows. Goal negotiation implies that
the efficiency parameter is higher than the utility the agents expect without the norm,
for example represented by the Nash equilibria of the game. Norm negotiation implies
that the social law is useful (with respect to the efficiency parameter). The acceptance
relation implies that the social law is quasi-stable.
The game-theoretical model has several drawbacks as a basis of our communication model. Due to the uniform description of agents in the game-theoretic model, it
is less clear how to distinguish among kinds of agents. For example, the unique utility
aspiration level does not distinguish the powers of agents to negotiate a better deal for
themselves than for the other agents. Moreover, the formalization of the social delegation cycle does neither give a clue on how the efficiency parameter is negotiated, nor
on how the social law is negotiated. For example, the goals or desires of the agents as
well as other mental attitudes may play a role in this negotiation. There is no sanction
or control system in the model (adding a normative system to encode enforceable social
laws to the artificial social system complicates the model [6]). Finally, an additional
drawback is that the three ingredients of the model (agent goals, social goals, and social
laws) are formalized in three completely different ways.

10.3. Power and dependencies
The second formalization of the social delegation cycle is the highly detailed model we
have proposed within normative multiagent systems [10]. The challenge to define social
mechanisms, as we see it, is to go beyond the classical game theoretic model by introducing social and cognitive concepts and a negotiation model, but doing so in a minimal
way. In the model proposed in this paper we therefore keep goals and obligations abstract and we do not describe them by first-order (or propositional) logic or their rule
structure, we do not introduce decisions, actions, tasks, and so on. Similar concerns are
also mentioned by Wooldridge and Dunne in their qualitative game theory [53].
In [11] we introduce a norm negotiation model based on power and dependence
structures. Power may affect norm negotiation in various ways, and we therefore propose to analyze the norm negotiation problem in terms of social concepts like power
and dependence. Power has been identified as a central concept for modeling social
phenomena in multi-agent systems by various authors [14, 16, 22, 33], as Castelfranchi
observes both to enrich agent theory and to develop experimental, conceptual and theoretical new instruments for the social sciences [17].
The model in [11] is based on a distinction between social goal negotiation and the
negotiation of the obligations with their control system. Roughly, the social goals are
the benefits of the new norm for the agents, and the obligations are the costs of the
new norm for the agents in the sense that agents risk being sanctioned. Moreover, in
particular, when representatives of the agents negotiate the social goals and norms, the
agents still have to accept the negotiated norms. The norm is accepted when the norm
is quasi-stable in the sense that agents will act according to the norm, and effective in
the sense that fulfilment of the norm leads to achievement of the agents’ desires – i.e.,
when the benefits outweigh the costs.
Our new model is based on a minimal extension of Tennenholtz’ game theoretic
model of the social delegation cycle. We add a negotiation protocol, sanction and control, and besides acceptance also effectiveness. It is minimal in the sense that, compared
to our earlier model [10] in normative multiagent systems, we do not represent the rule
structure of norms, we do not use decision variables, and so on. Also, as discussed in
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this paper, we do not add goal hierarchy, definitions, etc. The model therefore focusses
on various uses of power: the power as ability to achieve goals and in negotiation.

11. Summary
Massively multiplayer online games have now become among the most complex and
sophisticated online social spaces in existence [4, 34]. As the lives people lead in virtual
worlds become more and more connected with their offline lives such online spaces
are shedding significant light on questions of liberty and responsibility, and on how
an online existence reverberates in what we think of as a gamers real life [34, 27]. A
restricted version of norm creation is built in some of the games, such as for example
A Tale in the Desert, but we envision in this paper a gaming environment in which the
players can create arbitrary norms to coordinate their behaviors.
In this paper we introduce an agent communication protocol and speech acts for
norm negotiation. It creates individual or contractual obligations fulfilling goals of the
agents based on the social delegation cycle. The first problem is that the social delegation cycle refers to the individual goals of the agents, which are not accessible to other
agents and which are not represented in the agent environment. This problem is solved
by the first step of our communication protocol.
1. First, agents communicate their individual goals and powers.
2. Second, they propose social goals which can be accepted or rejected by other agents.
3. Third, they propose obligations and sanctions to achieve the social goal, which can
again be accepted or rejected.
4. Finally, the agents accept the new norm by indicating which of their communicated
individual goals the norm achieves.
Consequently, the social delegation cycle does not refer to the individual private goals
of the agents, but to the communicated public goals.
The second problem, to define norm acceptance, is solved by the final step of our
norm negotiation protocol, in which each agent has to commit itself to the social norm
by indicating which of its publicly communicated goals the norm achieves.
Finally, the solution of the third problem, that is, how to use the norm negotiation
protocol in online multi-player games and social spaces like The Sims Online or Second
Life, is to use an abstract power and dependence based representation of the social
delegation cycle. Clearly the game players cannot detail their individual probabilities
and utilities as required by Tennenholtz’ game-theoretic model, and they cannot detail
the decision variables of the model in [10]. However, they can detail their goals and
powers, as they can use natural language to describe their goals, and detail their powers
by selecting the relevant goals. This solution is illustrated by our running example of
norm negotiation in multi-player online gaming, where the goals are lines of text entered
in a table, powers are cross-tables, social goals are sets of individual goals, and norms
are distributions of the goals over the agents.
An important subtask of the social delegation cycle is to break down goals in subgoals, using a goal hierarchy. However, to focus on the main social mechanism, in this
paper we do not detail the sub-protocol for subgoaling. Therefore, we assume that the
individual goals communicated by the agents are such that they can be seen to by other
agents. The extension with a protocol for subgoaling is left for further research.
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observe that Makinson and van der Torre’s notion of prohibition immunity for
permissions is no longer sufficient, and we introduce a new notion of permission as
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level authorities to change the normative system.
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1 Introduction
Technological developments in multiagent systems like peer to peer systems,
grid architectures, virtual organizations, and electronic institutions, pose new
challenges for normative systems regulating the heterogeneous agents interacting
with each other. These normative systems should be structured in a hierarchical
way, because a global authority neither has complete knowledge about local
situations, nor the resources to regulate new issues dynamically arising. Moreover,
norms should be represented explicitly for transparency of the normative system
and norm base maintenance, facilitating the introduction and removal of norms.
Therefore, two branches of legal theory in general and deontic logic in particular are of crucial importance for the development of normative multiagent
systems.
First, the theory of normative multiagent systems builds on the study of the use of
hierarchies in normative systems. The sources of law give rise not only to norms,
but also to hierarchical criteria that determine the relative importance of various
norms that form part of a legal order. The identification of the material of which a
legal system is composed must include a series of relations determining the relative
weight of norms. The clearest example is the criterion based on the level of
authority that enacted the norm. The authority hierarchy is an example of a method
for filtering out the applicable set of norms from a given set of norms. Other
strategies to determine the valid norms are valid in a situation are being studied as
meta-norms by, e.g., Prakken and Sartor (1996).
Second, the theory of normative multiagent systems builds on the study of the
promulgation or introduction of norms and the derogation or removal of norms and
their consequences, such as the indeterminate derogation or the ‘Unbestimmtheit
des Normensystems’ (Bulygin 1996), the problem with inconsistent systems, and
the role of global authorities to provide general policies which cannot be overruled
by lower authorities. Higher authorities, thus, delimit the autonomy of lower
authorities of issuing valid norms. Lewis (1979) and Bulygin (1986) argue
convincingly that in such cases the notion of obligation is not sufficient, as we
discuss in Sect. 3, but we need a strong kind of permission too.
However, these theories developed mainly in the seventies and the eighties of
the previous century cannot directly be used for normative multiagent systems,
mainly because they do not make the roles the agents play within the normative
system explicit, and consequently they lack detailed computational social
mechanisms to maintain and reason with the norm base. Normative multiagent
systems (Boella et al. 2006) seek to provide a more general framework for
normative reasoning, incorporating amongst others the above multiagent issues.
For example, we propose constitutive norms to define a mechanism for agents to
exercise their power to update the normative system at various levels (Boella and
van der Torre 2006a). Moreover, we consider Von Wright’s transmission of will
to formalize policies about policies in the scope of knowledge management
(Boella and van der Torre 2006b). In that case, it is not sufficient that there is an
obligation for the lower authority to oblige or permit the user, but the norm of the
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lower authority has to be enforced too. In this paper, we address the following
questions:
1.

2.
3.

How to define conditional permission as exception to conditional obligations in
order to deal with the mechanism by which higher authorities can limit the
norm-making of lower authorities?
How does the notion of strong conditional permission relate to other proposals
of permission discussed in the literature?
How to distinguish static and dynamic norms using hierarchies of normative
systems, where the former concern the derogation from (existing) obligations,
while the latter regard how to block the possibility that lower authorities
introduce conflicting valid norms, and how to define the competence and
redundancy of norms?

We use Makinson’s and van der Torre’s framework of input/output logic
(Makinson and van der Torre 2000), because its explicit norm base facilitates
reasoning about norm base maintenance, and it covers a variety of conditional
obligations and permissions. Thus far the dynamics of normative systems have been
studied mainly in the framework of Alchourròn, Makinson and Gardenfors’ (AGM)
theory of belief revision, since Alchourron’s study of retraction in legal systems was
one of its constituents. However, the AGM theory seems better suited for belief
revision than for norm revision, since it does not cover particularities of normative
reasoning such as the distinction between norms and normative propositions, the
conditional nature of norms, and the distinction between obligations and strong
permissions.
Makinson and van der Torre propose input/output logic to formalize conditional
norms, obligations, goals, etc. (Makinson and van der Torre 2000), negative, static
and dynamic permissions (Makinson and van der Torre 2003), and contrary-to-duty
reasoning (Makinson and van der Torre 2001). In this paper, we observe that the
notion of dynamic permission no longer corresponds to so-called prohibition
immunity, and that the notion of permission as exception has not been covered. We
introduce priorities and to model institutions we introduce normative systems as
hierarchies of authorities in input/output logic. If a normative system is structured in
a hierarchical way, then norms from different authorities can conflict with each
other. Moreover, authorities may change the normative status only of behaviors they
are competent of.
The layout of this paper is as follows. In Sect. 2, we discuss normative multiagent
systems and in Sect. 3 we summarize legal theory on permission. In Sect. 4, we
present input/output logic and in Sect. 5 we introduce permissions as exceptions
using conflict resolution. In Sect. 6, we make the distinction between static and
dynamic norms using hierarchies of normative systems, discussing the notion of
competence and of redundancy of norms.
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2 Normative multiagent systems
There are numerous approaches of social norms and laws in multiagent systems
(Dignum 1999; Dignum et al. 2004; Esteva et al. 2001, 2004; Lopez y Lopez et al.
2002; Shoham and Tennenholtz 1995). Jones and Carmo (2001) define a normative
system as ‘‘Sets of agents whose interactions are norm-governed; the norms prescribe
how the agents ideally should and should not behave. [...] Importantly, the norms allow
for the possibility that actual behavior may at times deviate from the ideal, i.e., that
violations of obligations, or of agents’ rights, may occur.’’ Since the agents’ control
over the norms is not explicit here, we use the following definition: ‘‘A normative
multiagent system is a multiagent system together with normative systems in which
agents can decide whether to follow the explicitly represented norms, and the
normative systems specify how and in which extent the agents can modify the norms’’
(Boella et al. 2006). Note that this definition makes neither presumptions about the
internal architecture of an agent nor of the way norms affect agent’s behavior.
The question should be raised how the explicit norms are represented. Norms can
be interpreted as a special kind of constraint, and represented depending on the
domain in which they occur. However, this representation runs into the question
what happens when norms are violated. Not all agents behave according to the
norm, and the system has to sanction violations or reward good behavior. Thus, the
normative system has to monitor the behavior of agents and enforce the sanctions.
Also, when norms are represented as domain dependent constraints, the question
will be raised how to represent permissive norms, and how they relate to
obligations. Whereas obligations and prohibitions can be represented as constraints,
this does not seem to hold for permissions. For example, how to represent the
permission to access a resource under an access control system? Finally, when
norms are represented as domain dependent constraints, how do norms evolve?
We therefore believe that norms should be represented as a domain independent
theory. For example, deontic logic (von Wright 1951; van der Torre and Tan 1999;
van der Torre 2003; Makinson and van der Torre 2000, 2001, 2003) studies logical
relations among obligations and permissions, and more in particular violations and
contrary-to-duty obligations, permissions and their relation to obligations, and the
dynamics of obligations over time. Therefore, insights from deontic logic can be
used to represent and reason with norms. Deontic logic also offers representations of
norms as rules or conditionals. However, there are several aspects of norms which
are not covered by constraints nor by deontic logic, such as the relation between the
cognitive abilities of agents and the global properties of norms.
Conte et al. (1998) say that normative multiagent systems research focuses on
two different sets of problems. On the one hand, they claim that legal theory and
deontic logic supply a theory of norm-governed interaction of autonomous agents
while at the same time lacking a model that integrates the different social and
normative concepts of this theory. On the other hand, they claim that three other
problems are of interest in multiagent systems research on norms: how agents can
acquire norms, how agents can violate norms, and how an agent can be autonomous.
For artificial agents, norms can be designed as in legal human systems, forced upon,
for example when joining an institution, or they can emerge from the agents making
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them norm autonomous (Verhagen 1999). Agent decision making in normative
systems and the relation between desires and obligations has been studied in agent
architectures (Broersen et al. 2002), which thus explain how norms and obligations
influence agent behavior.
An important question is where norms come from. Norms are not necessarily
created by a single legislator, they can also emerge spontaneously, or be negotiated
among the agents. In electronic commerce research, for example, cognitive
foundations of social norms and contracts are studied (Boella and van der Torre
2006a). Protocols and social mechanisms are now being developed to support such
creations of norms in multiagent systems. When norms are created, the question can
be raised how they are enforced. For example, when a contract is violated, the
violator may have to pay a penalty. But then there has to be a monitoring and
sanctioning system, for example police agents in an electronic institution. Such
protocols or roles in a multiagent system are part of the construction of social
reality, and Searle (1995) has argued that such social realities are constructed by
constitutive norms. This again raises the question how to represent such constitutive
or counts-as norms, and how they are related to regulative norms like obligations
and permissions (Boella and van der Torre 2006b).
Not only the relation between norms and agents must be studied, but also the
relation between norms and other social and legal concepts. How do norms structure
organizations? How about the relation between legal courts? Though in some
normative multiagent systems there is only a single normative system, there can also
be several of them, raising the question how normative systems interact. For
example, in a virtual community of resource providers each provider may have its
own normative system, which raises the question how one system can authorize
access in another system, or how global policies can be defined to regulate these
local policies (Boella and van der Torre 2006b).
3 Permissions and hierarchical normative systems
3.1 Permissions are weak or strong?
The first question is whether permission is an autonomous normative category. The
question arises because of the interdefinability of the deontic operators of
permission and obligation: P(q) iff :Oð:qÞ; is permission only the mere absence
of obligation or something which can be positively expressed by a norm?
According to von Wright there are two types of permissions, weak permissions
and strong permissions: ‘‘An act will be said to be permitted in the weak sense if it
is not forbidden; and it will be said to be permitted in the strong sense if it is not
forbidden but subject to norm. Strong permission only is a norm-character.’’ (von
Wright 1963 p. 86). Bobbio (1980) explains that ‘‘the difference between weak and
strong permission becomes clear when we think about the function of permissive
norms. Permissive norms are subsidiary norms: subsidiary in that their existence
presupposes the existence of imperative norms [...] a permissive norms is necessary
when we have to repeal a preceding imperative norm or to derogate to it. That is to
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abolish a part of it (that in this case it is not necessary preexisting because a law
itself may prescribe a limit to its own extension)’’, pp. 891–892.1
Moreover, Bobbio (1958) discusses the temporal relations existing between
permissions and obligations: ‘‘the function of permissive norms is to abolish an
imperative in certain circumstances or with reference to certain persons [...] permissive
norms are distinguished according to the fact that they abolish an imperative which
precedes in time and in this case are called abolishing norms, or a contemporary
imperative, and in this case they generally have the function of derogating norms.’’
For Bulygin there is more to permissive norms than this: ‘‘the role played by
permissive norms is not exhausted by derogation of former prohibition: an act of
permitting an action which has not been hitherto prohibited is not at all pointless as
has been suggested by those who deny the importance of permissive norms’’
(Bulygin 1986, p. 213).
3.2 Interaction games in hierarchical normative systems
The notion of permission alone is not enough to build a normative system, as Lewis
(1979)’s ‘‘master and slave’’ game has shown: for only obligations divide the
possible actions into two categories or spheres: the sphere of prohibited actions and
the sphere of permitted (i.e., not forbidden) actions or ‘‘the sphere of permissibility’’.
Bulygin (1986) challenges the view that permission is only the lack of obligation:
in a dynamic view of the normative system, illustrated by the games between ‘‘Rex’’
and ‘‘Subject’’, it is sensible to use permissions to derogate to former prohibitions.
In this game, however, it is pointless to issue permissions which do not refer to a
preexisting obligation.
Thus, Bulygin (1986) devices a new game, showing the role of permissions which
do not refer to a preexisting prohibition: ‘‘suppose that Rex, tired of governing alone,
decides one day to appoint a Minister and to endow him with legislative power. [...]
an action commanded by Minister becomes as obligatory as if it would have been
commanded by Rex. But Minister has no competence to alter the commands and
permissions given by Rex.’’ If Rex permits hunting on Saturday and then Minister
prohibits it for the whole week, its prohibition on Saturday remains with no effect.
Summarizing, Bulygin explains why permissive norms are not superfluous even if
there is no corresponding prohibition. What was lacking is the idea that a normative
system is not composed of only a single authority which enacts norms. Rather, a
normative system is composed of many authorities which are linked by hierarchical
relations, as the ‘‘Rex, Minister and Subject’’ game shows. Moreover, a normative
system has a dynamic character: norms are added to the system one after the other and
this operation is performed by different authorities at different levels of the hierarchy.
3.3 Permissions in hierarchical legal systems
Also Alchourron and Makinson (1981) support this view: ‘‘when we consider the
regulations in legal or administrative code, we can often discern some kind of hierarchy
among them. Some are regarded as more basic or fundamental than others’’, p. 125.
1

Authors’ translation from Italian text.
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Once we have a plurality of authorities, we need to cope with conflicts: the
solution is to use meta-norms. The meta-norms of the normative system ascribe to
each level of authority an area of competence a set of propositions they can permit
or forbid and prescribe that the system must respect normative principles like ‘‘lex
superior derogat inferiori’’ ‘‘norms have the function of preventing—inhibit,
preclude—the creation of imperative norms by subordinated sources of law’’
(Guastini 1998, p. 29), ‘‘lex posterior derogat priori’’ the function of abrogating
preexisting imperative norms or to derogate to them, etc.
4 Input/output logic
Makinson and van der Torre (2000) see a normative code as a set G of conditional
norms, which is a set of ordered pairs (a, x). For each such pair, the body a is
thought of as an input, representing some condition or situation, and the head x is
thought of as an output, representing what the norm tells us to be desirable,
obligatory or whatever in that situation. Moreover, given any universe L such that
G  L2 and an input A  L, they suggest that the output of A under G may be
understood simply as
GðAÞ ¼ fx j ða; xÞ 2 G for some a 2 Ag
Input/output logic investigates what happens to this basic picture when we pass to
the logical level, i.e., when L is a propositional language, closed under at least the
usual truth-functional connectives, and G a set of ordered pairs (a, x) of formulae
in L. Since this investigation is relevant not only for deontic logic, Makinson and
van der Torre refer to G not as a normative code, but as a generating set. To avoid
all confusion, the generators G are not treated as formulae, but simply as ordered
pairs (a, x) of purely boolean (or eventually first-order) formulae. They read a pair
(a, x) forwards, i.e., with a as body and x as head; and they call the corresponding
truth-functional formula a ! x its materialization, echoing the old name material
implication for the connective involved.
Suppose that we are also given a set A of formulae. The problem studied in
input/output logic is: how may we reasonably define the set of propositions x
making up the output of A under G, or one might also say, of G given A, which we
write outðG; AÞ? Makinson and van der Torre emphasize that the task of logic is
seen as a modest one. It is not to create or determine a distinguished set of norms,
but rather to prepare information before it goes in as input to such a set G, to unpack
output as it emerges and, if needed, coordinate the two in certain ways. A set G of
conditional norms is thus seen as a transformation device, and the task of logic is to
act as its ‘secretarial assistant’.
4.1 Obligations
The basic intuition is that input and output are both under the sway of the operation
Cn of classical consequence. Makinson and van der Torre’s simplest response to
their problem is to put
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outðG; AÞ ¼ CnðGðCnðAÞÞÞ
where the function G(.) is defined as on the pre-logical level above, and Cn alias ‘ is
classical consequence. In other words, given a set A of formulae as input, they first
collect all of its consequences, then apply G to them, and finally consider all of the
consequences of what is thus obtained. They also define various variants to deal
with disjunctive inputs intelligently, and making outputs available for recycling as
inputs.
Definition 1 (Obligations) (Makinson and van der Torre 2000) Let L be a
propositional logic with > a tautology, and let G be a set of ordered pairs of L
(called the generators). A generator (a, x) is read as ‘if input a then output x’. The
following logical systems have been defined, where v ranges over boolean
valuations or the function that puts v(b) = 1 for all formulae b, and
V ¼ fb j vðbÞ ¼ 1g:
out1 ðG; AÞ ¼ CnðGðCnðAÞÞÞ;
out2 ðG; AÞ ¼ \fCnðGðVÞÞ j vðAÞ ¼ 1g;
out3 ðG; AÞ ¼ \fCnðGðBÞÞ j A  B ¼ CnðBÞ  GðBÞg;
out4 ðG; AÞ ¼ \fCnðGðVÞÞ j vðAÞ ¼ 1 and GðVÞ  Vg:
The following example illustrates and compares the four input/output logics. The
most characteristic property is that inputs are not in general outputs; that is, we do
not have A  out1 ðG; AÞ:
Example 1 (Makinson and van der Torre 2000) Put generators
G ¼ fða; xÞ; ðb; xÞ; ðx; yÞg, where a, b, x and y are distinct elementary letters, and
put A ¼ fag. Inputs are not in general outputs, since GðCnðfagÞÞ ¼ fxg so
a 62 out1 ðG; fagÞ ¼ CnðGðCnðfagÞÞÞ ¼ CnðfxgÞ. Contraposition also fails, for
although x 2 out1 ðG; fagÞ we have :a 62 out1 ðG; f:xgÞ: since a 62 Cnðf:xgÞ we
have GðCnðf:xgÞÞ ¼ ; so that :a 62 out1 ðG; f:xgÞ ¼ CnðGðCnðf:xgÞÞÞ ¼ Cnð;Þ.
We do not have y 2 out1 ðG; AÞ. However, in certain situations, it may be
appropriate for outputs to be available for recycling as inputs. For example, the
elements (a, x) of G may be conditional norms of a kind that say that any
configuration in which a is true is one in which x is desirable. In some contexts, we
may wish to entertain hypothetically the items already seen as desirable, in order to
determine what is in turn so. We do have y 2 out3 ðG; AÞ and y 2 out4 ðG; AÞ.
Finally, put A ¼ fa _ bg. Then CnðAÞ \ bðGÞ ¼ ; where we write b(G) for the
set of all bodies of elements of G, i.e., in this example the set {a, b, x}. Hence also
GðCnðAÞÞ ¼ ; so that out1 ðG; AÞ ¼ CnðGðCnðAÞÞÞ ¼ Cnð;Þ. However, in many
contexts we would want to put x in the output, as it can be obtained from each of the
two disjuncts of the input. We do have x 2 out2 ðG; AÞ and x 2 out4 ðG; AÞ.
Input/output logic is axiomatized as a kind of conditional logic, where one is used
to ask the following question. Suppose we are given only the generating set G: how
may we define the set of input/output pairs (a, x) arising from G, written as outðGÞ?
Makinson and van der Torre suggest that this is the same question as asking what is
outðG; AÞ, because they define ð^A; xÞ 2 outðGÞ iff x 2 outðG; AÞ for finite A. They
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also suggest that the two formulations give a rather different gestalt, and one is
sometimes more convenient rather than the other. Whereas the latter tends to be
clearer in semantic contexts, the former is easier to work with when considering
derivations in a syntactic context. They move freely from one to the other, just as
one moves between Cn and ‘ for classical consequence.
Theorem 1 (Makinson and van der Torre 2000) Let L be a base logic with > a
tautology, and let G be a set of ordered pairs of L (called the generators). Input/output
logic out1 ðout2 =out3 =out4 ) is a closure operation on G [ fð>; >Þg under replacement
of logical equivalents in input or output and the rules SI, WO and AND (together with
OR/CT/OR and CT).
SI
OR

ða;xÞ
ða^b;xÞ
ða;xÞ;ðb;xÞ
ða_b;xÞ

WO
CT

ða;xÞ
ða;x_yÞ
ða;xÞ;ða^x;yÞ
ða;yÞ

AND

ða;xÞ;ða;yÞ
ða;x^yÞ

ID

ða;aÞ

Example 2 Given G ¼ fða; xÞ; ða; yÞ; ðx; zÞg the output of G contains ða ^ b; xÞ,
ða ^ x; zÞ, ða; x _ yÞ, ða; a _ xÞ, and ða; x ^ yÞ using rules SI, WO and AND. Using
also the CT rule, the output contains (a, z).
4.2 Permissions
Permissions are more ambiguous than obligations, and various notions have been
defined. Makinson and van der Torre (2003) distinguish three notions of permission.
First, negperm is the negation of an prohibition, it corresponds to what is called
weak permission. Second, statperm guides the citizen in the deontic assessment of
specific actions, and behaves like a weakened obligation: given what is obligatory
and what is strongly permitted the actual permissions of an agent are computed. If P
is the set of permissive norms, then we have statpermðP; GÞ  outðP [ GÞ, see
Makinson and van der Torre (2003) for details. Third, dynperm guides the legislator
by describing the limits on what may be prohibited without violating static
permissions, which is called prohibition immunity: ‘‘on the other hand, dynamic
permission corresponds to the needs of the legislator, who needs to anticipate the
effect of adding a prohibition to an existing corpus of norms. If prohibiting x in
condition a would commit us to forbid something that has been positively permitted
in a certain realizable situation, then adding the prohibition is inadmissible under
pain of a certain kind of incoherence, and the pair (a, x) is to that extent immune
from prohibition. For this reason, dynamic permission could also be called
prohibition immunity’’ (Makinson and van der Torre 2003).
Definition 2 (Permissions) Let G and P be two sets of generators, where P stands
for permissive norms, and let out be an input/output logic.
– ða; xÞ 2 negpermðGÞ iff ða; :xÞ 62 outðGÞ;
– ða; xÞ 2 statpermðP; GÞ iff ða; xÞ 2 outðG [ QÞ for some singleton or empty
Q  P;
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ða; xÞ 2 dynpermðP; GÞ iff ðc; :zÞ 2 outðG [ fða; :xÞgÞ
ðc; zÞ 2 statpermðP; GÞ with c consistent.

for

some

pair

Example 3 It is obligatory to make homework, but if one does homework he is
permitted to watch the television, G ¼ fð>; hÞg and P ¼ fðh; wÞg. Then
ð>; hÞ 2 negpermðGÞ, since what is obligatory is permitted and ða; bÞ 2 negpermðGÞ
since given a there is no restriction about b. Moreover, ðh; wÞ 2 statpermðP; GÞ since this
is explicitly permitted and ða; wÞ 2 dynpermðP; GÞ: ða ^ h; :wÞ 2 outðG [ fða; :wÞgÞ
for ða ^ h; wÞ 2 statpermðP; GÞ.
4.3 Constraints
The main problem of reasoning with obligations and permissions is the question
how to deal with violations and obligations resulting from violations, known as
contrary-to-duty reasoning. It has been discussed in the context of the notorious
contrary-to-duty paradoxes such as Chisholm’s and Forrester’s paradox. It has led to
the use of constraints in input/output logics (Makinson and van der Torre 2001).
The strategy is to adapt a technique that is well known in the logic of belief
change—cut back the set of norms to just below the threshold of making the
current situation contrary-to-duty. In effect, input/output logic carries out a
contraction on the set G of generators. In case of contrary-to-duty obligations, the
input represents something which is inalterably true, and an agent has to ask
himself which obligations (output) this input gives rise to: even if the input should
have not come true, an agent has to ‘‘make the best out of the sad circumstances’’
(Hansson 1969).
In input/output logics under constraints, a set of generators and an input does
not have a set of propositions as output, but a set of sets of propositions. We can
infer a set of propositions by for example taking the join (credulous) or meet
(sceptical), or something more complicated. Besides, we can adopt an output
constraint (the output has to be consistent) or an input/output constraint (the
output has to be consistent with the input). In this paper, we consider only the
input/output constraints.
Definition 3 (Constraints) Let G be a set of generators and out be an input/output
logic. We define:
– maxfamilyðG; AÞ is the set of -maximal subsets G0 of G such that
outðG0 ; AÞ [ A is consistent.
– outfamilyðG; AÞ is the output under the elements of maxfamily, i.e.,
foutðG0 ; AÞ j G0 2 maxfamilyðG; AÞg.
– ða; xÞ 2 out[ ðGÞ iff x 2 [ outfamilyðG; AÞ and a ¼ ^A0 for some finite A0  A
– ða; xÞ 2 out\ ðGÞ iff x 2 \ outfamilyðG; AÞ and a ¼ ^A0 for some finite A0  A
Makinson and van der Torre (2001) consider the following example.
Example 4 Multiple level of violation may be analyzed. For example, put
G ¼ fð>; :aÞ; ða; xÞ; ða ^ :x; yÞg where a is read as ‘you break your promise’, x as
‘you apologize’ and y as ‘you are ashamed’. Consider the input a ^ :x. On the one
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hand, outðG; fa ^ :xgÞ ¼ Cnðf:a; x; ygÞ, which is consistent. On the
other hand, outðG; fa ^ :xgÞ is inconsistent with input a ^ :x, so that
maxfamilyðG; fa ^ :xgÞ ¼ fða ^ :x; yÞg and outfamilyðG; fa ^ :xgÞ ¼ fCnðfygÞg.
Permissions under constraints can be formalized by replacing in Definition 2 each
occurrence of out by out[ or out\ . In this paper, we make two observations.
First, negperm and statperm still behave the same, and in particular statperm
behaves like a weakened obligation and guides the citizen in the deontic assessment of
specific actions. However, dynperm no longer formalizes prohibition immunity,
because adding a conflicting obligation does not necessarily create an incoherence. For
example, Sartre argues that it is coherent that it is forbidden to kill ð>; :kÞ 2 G, but a
soldier is obliged to kill in wartime ðw; kÞ 2 G. We have ðw; kÞ; ðw; :kÞ 2 out[ ðGÞ and
ðw; kÞ; ðw; :kÞ 62 out\ ðGÞ. The process of adding norms to a normative system must be
seen in its diachronic character: norms are added to derogate the previous ones. Rather
than checking the consistency of a new norm the question is which norms are still
materially valid after a new one has been added.
Second, the three notions of permission do not cover permissions as exceptions,
while, as we have seen in Sect. 3 this is the principal role of permissive norms in
legal systems. Most exceptions in the criminal code can be understood as such
permissions, e.g., consider ‘‘it is forbidden to kill ð>; :kÞ 2 G, but it is permitted to
kill in self-defense ðs; kÞ 2 P, unless a policeman is killed ðs ^ p; :kÞ 2 G’’. In
input/output logic with constraints, these norms still imply the prohibition to kill in
case of self-defense ðs; :kÞ 2 out[=\ ðGÞ, because maxfamily and outfamily do not
take permissions into account.

5 Priorities and hierarchy
Without permissions, a conflict can be defined in input/output logic as a case in
which outfamily contains more than one element. Conflict resolution has been
studied in defeasible deontic logic. It can be formalized by an ordering on the
powerset of generators, such that a preffamily selects from maxfamily only the
preferred elements. An extension needed here is the distinction between generator
pointers and the generators themselves, because the same generator may occur
several times in the ordering. In fact, the same generator can be the object of norms
enacted by different authorities: however, all these instances of the generator may
have different priorities. So, we consider each norm, i.e., each instance of a
generator, as a different generator pointer. As usual we assume that the ordering is at
least a partial pre-order, i.e., antisymmetric and transitive, and that it contains the
subset-ordering.
Definition 4 (Permissions as exceptions) Let G and P be disjoint sets of generators
pointers, V a function that associates with every generator pointer a generator, and
 a partial pre-order on the powerset of G [ P that contains the subset-ordering.
We read A  B as ‘‘B is at least as preferred as A’’.

123

321

64

–

–
–
–

–

G. Boella, L. van der Torre

maxfamilyðG; P; V; AÞ is the set -maximal G0 [ P0 such that G0  G, P0  P
and outðVðG0 Þ [ VðQÞ; AÞ [ A is consistent for every singleton or empty
Q  P0 .
preffamilyðG; P; V;  ; AÞ is the set of  maximal elements of
maxfamilyðG; P; V; AÞ.
outfamilyðG; P; V;  ; AÞ is the set of outputs of preffamily, i.e., the sets
outðVðG0 Þ; AÞ such that G0 [ P0 2 preffamilyðG; P; V;  ; AÞ, G0  G, and P0  P.
statpermfamilyðG; P; V;  ; AÞ is defined analogously, i.e., the set of
outðVðG0 [ QÞ; AÞ such that G0 [ P0 2 preffamilyðG; P; V;  ; AÞ, G0  G,
Q  P0  P, and Q is a singleton or empty.
out[=\ ðG; P; V;  Þ are analogous as in Definition 3.

The following example illustrates permissions as exceptions, but also obligations
as exceptions to permissions.
Example 5 Let G ¼ fa ¼ ð>; :kÞ; b ¼ ðs ^ p; :kÞg; P ¼ fc ¼ ðs; kÞg, fa; cg
\fa; bg\fb; cg, where by A < B we mean as usual A  B and B £ A.
It is forbidden to kill, but it is permitted to kill in case of self-defence, unless a
policeman is killed.
maxfamilyðG; P; V; fsgÞ ¼ ffa; bg; fb; cgg,
preffamilyðG; P; V;  ; fsgÞ ¼ ffb; cgg,
outfamilyðG; P; V;  ; fsgÞ ¼ fCnðf>gÞg
statpermfamilyðG; P; V;  ; fsgÞ ¼ fCnðfkgÞg
The maxfamily includes the sets of applicable compatible generators together
with all non applicable ones: e.g., the output of fa; cg in the context s is not
consistent. Even if b could conflict with c, c is not applicable in situation s whereas
b is, hence {b, c} is consistent. Finally {a} is not in maxfamily since it is not
maximal, we can add the non applicable rule b. Then preffamily is the preferred set
{b, c} according to the ordering on set of rules above. The set outfamily is
composed of the consequences of applying the generators whose pointer is in G
which are included in {b, c} and applicable in s: b is the only obligation, but it is not
applicable. The set statpermfamily is the result of the application of obligations in G
together with a permission at a time from P, in this case c.
Conflicts between obligations and permissions are traditionally studied using
hierarchies (Alchourron and Makinson 1981), which we formalize as an ordering on
the generator pointers, in which each cluster represents an authority.
5.1 Hierarchy
Alchourròn and Makinson (1981) define a hierarchy of regulations in this way: ‘‘a
hierarchy of regulations to be a pair (A,  ) where A is a non-empty set of
propositions, called a code, and  is a partial ordering of A’’, (p. 126). Moreover,
‘‘[the judge] need[s] to compare, whenever possible, one set of regulations with
another. In other words, given a relation  that partially orders A, we need to
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envisage ways which  induces some kind of ordering of 2A’’, (p. 127). Our
definition above considers a relation  on set of rules and not a relation on rules.
Thus, given a relation on rules, how can it be lifted to a relation on sets of rules? As
Alchourròn and Makinson (1981) notice, ‘‘there is no a priory way of determining
what the most suitable definitions will be’’.
So we adopt the following definition of lifting, inspired by Brass (1993):
‘‘E1  E2 () for every d2 2 E2 n E1 there is a d1 2 E1 n E2 with d1  d2 .’’2
Hence, we give the following way in which priorities and a hierarchy can be related.
Definition 5 (Hierarchy of norms) A hierarchy is a partial pre-order  on
generator pointers. A priority ordering on set of rules  respects  when B  C if
for every b 2 B n C there is a c 2 C n B with b  c. We write a  b for a  b and
b 6 a.
Example 6 The hierarchy a  c  b respects the relation on set of rules used in
Example 5 fa; cg\fa; bg\fb; cg. The norm a is a general obligation which is
derogated by c in a situation of self-defence. Obligation b is an exception to
permission c, so it must have precedence over c. The restriction above is respected:
e.g., fa; bg n fa; cg ¼ fbg, fa; cg n fa; bg ¼ fcg and a  c.

6 Static and dynamic norms
We now consider the distinction between static and dynamic norms. We say that a
norm is weakly redundant, when the output of a given set of norms does not change
when we remove the norm. We say that a norm is strongly redundant when the norm
is weakly redundant for any extension of the set of norms.
6.1 Static norms
The static interpretation makes sense if the system contains a single authority: then
norms should not be weakly redundant.3
Definition 6 (Static norms) g 2 G [ P is weakly redundant iff 8a 2 L :
outfamilyðG; P; V;  ; fagÞ ¼ outfamilyðG n fgg; P n fgg; V;  ; fagÞ.
In a static normative system permissions are meaningful only if they derogate
some other obligations, in part or in toto: in the definition to decide whether g is
weakly redundant we compute the set of what is obligatory in the normative system,
or maxfamily; adding a permission which does not affect the material validity of
some obligation does not affect outfamily. In the same way as permissions,

2

Where with respect to (Brass 1993) we reverse the meaning of the  relation: for Brass B  C means
that B is preferred over C.

3

Alternative notions can be based on out[=\ . We do not detail the changes in  and V, which have to
shrink or grow in the obvious way with the removal or addition of norms. See Brewka and Eiter (2000)
for a definition of agreement between two priority relations.
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obligations can have a role of derogating some permission (as in Example 5) or even
another obligation, as the following example shows:
Example 7 G ¼ fa ¼ ð>; :f Þ; b ¼ ðp; f Þg; P ¼ ;, fag\fbg. No one should have
firearms, policemen should have one.
maxfamilyðG; P; V; fpgÞ ¼ ffag; fbgg,
preffamilyðG; P; V;  ; fpgÞ ¼ ffbgg,
outfamilyðG; P; V;  ; fpgÞ ¼ fCnðff gÞg,
statpermfamilyðG; P; V;  ; fpgÞ ¼ fCnðff gÞg
6.2 Dynamic norms
We say that a norm is strongly redundant when it is weakly redundant for any
extension of the set of norms. The new norms may have any priority, and the
priority relation among the old norms remains unchanged.
Definition 7 (Dynamic norms) If G [ P is a set of norms extended with G0 [ P0 ,
then we say that  0 extends  if    0 and for all g1  0 g2 without g1  g2 , we
have g1 2 G0 [ P0 or g2 2 G0 [ P0 .
The norm g 2 G [ P is strongly redundant if and only if 8a 2 L; 8G0 ; P0 and  0
extending  , we have outfamilyðG [ G0 ; P [ P0 ; V;  0 ; fagÞ ¼ outfamilyðG
nfgg [ G0 ; P n fgg [ P0 ; V;  0 ; fagÞ.
Intuitively, an authority may introduce a weakly but not strongly redundant norm
to block the possibility that lower level authorities introduce conflicting and
materially valid norms. Roughly, norms are strongly redundant when they are
logically implied, i.e., derived by the input/output logic. To model the scenarios of
Bulygin and Lewis, we further detail the model of hierarchical normative systems
by making the authorities and their competence explicit. In such a setting, we may
say that the lower and higher levels of authorities play a game against each other.
In the Bulygin/Lewis games, the hierarchy on rules is due to the ‘‘lex superior’’
principle. Other principles are discussed in Prakken and Sartor (1996). These
principles play the roles of meta-norms which, according to Mazzarese (1991),
‘‘establish which norms do constitute a given legal order’’, i.e., in our terminology,
meta-norms establish which norms are materially valid.4
Definition 8 (Competence and formal validity) Let A be a set of authorities, and
A an ordering on A, aut : G [ P ! A a function that associates an authority with
each rule, and C : A ! 2L the competence of authority expressed by a set of
propositional formulas of L. We say that:
– The hierarchy  reflects A if and only if autðg1 Þ A autðg2 Þ implies g1  g2 .
– The normative system respects the competence of the authorities if and only if
for each norm g ¼ ðx; yÞ 2 G [ P we have that y 2 CðautðgÞÞ.
4

In contrast with the notion of systemic validity of Mazzarese (2000), we keep separate the problems of
formal and material validity since in this paper we do not address the first problem, apart from the limited
treatment of competence.
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g 2 G [ P is strongly redundant with respect to hA; aut; A ; Ci if and only if it is
strongly redundant for all normative systems respecting the competence of the
authorities.
The following example illustrates the static/dynamic distinction.

Example 8 (Continued from Example 5) If there is a single authority, and we only
consider the rules fa; bg, then b is strongly redundant. If there are multiple
authorities a1 and a2, a1 A a2 such that a  b, then b is again redundant.
However, if we consider all three rules fa; b; cg with a  c  b, then none of the
rules is redundant. Hence, with multiple authorities and the rules {a, b}, b is not
strongly redundant if there is a lower level authority who has the competence to
enact c.
The latter definition of strong redundancy supports Bulygin’s argument in favor
of permissions which do not presuppose explicitly existing obligations, because the
new permission prevents lower level authorities to forbid the permitted behavior in
toto or under some circumstances; such a permission creates a (would be)
prohibition immunity (with respect to lower level authorities). Analogously, an
obligation creates a ‘‘permission immunity’’ with respect to lower level authorities.
Example
9 Consider
the
sets
of
obligations
and
permissions
G ¼ fa ¼ ð>; :pÞ; b ¼ ðq; rÞ; c ¼ ðs; pÞ; d ¼ ðs; :tÞg and P ¼ fe ¼ ð>; tÞg with
a  b; a  c; e  d
The norm b derogates to the negative permission ð>; :rÞ, due to the fact that r is
indifferent without b. The norm c derogates to permission ð>; :pÞ, a negative
permission following the corresponding obligation a. Finally, d derogates the strong
permission e.
We have:
maxfamilyðG; P; V; fq ^ sgÞ ¼ ffa; b; eg; fa; b; dg; fb; c; dg; fb; c; egg,
preffamilyðG; P; V;  ; fq ^ sgÞ ¼ ffb; c; dgg,
outfamilyðG; P; V;  ; fq ^ sgÞ ¼ fCnðfr; p; :tgÞg.
Note that in our model, a non-redundant permission which does not derogate a
preexisting obligation does not correspond to a limitation of the competence of a
lower level authority. Competence is defined as a set of propositions, while a higher
level permission is expressed as a conditional rule. So a permission can derogate an
eventual norm only in part and not in toto, thus non hindering the competence of the
lower level authority in those cases where the condition of the permission is false.
We analyze this possibility in the following example:
Example 10 Consider a hierarchical normative system where an authority a2 has
the competence about d (d 2 Cða2 Þ), e.g., it can permit or forbid to download
programs from the web. However, the higher rank authority a1, a2 A a1 which also
has the competence d, decides to permit downloading of antivirus programs,
ða; dÞ 2 P. This permission does not hinder a2’s competence d in that a2 can still
forbid the download of different types of programs, e.g., crackers ðc; :dÞ 2 G, but
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also more general ones, e.g., every program ð>; :dÞ 2 G. These norms are both
formally valid, because d 2 Cða2 Þ is still true, and also materially valid. For
example, we have :d 2 outfamilyðfðc; :dÞg; fða; dÞg; V;  ; fcgÞ.
However, the prohibition ð>; :dÞ does not cancel the higher level permission in
case the condition a, the program is an antivirus, is true (even if a implies >):
:d 62 outfamilyðfð>; :dÞg; fða; dÞg; V;  ; fagÞ
d 2 statpermfamilyðfð>; :dÞg; fða; dÞg; V;  ; fagÞ:

7 Related work
Alchourròn and Makinson (1981) first addressed in a formal way the notion of
derogation: ‘‘the [legislative] body may decide to reject y, with the intention of
thereby rejecting implicitly whatever in A implies y, retaining the remainder. This
we shall call derogation’’, (p. 127). Moreover ‘‘in the special case where Y is a
subset D of A, to derogate it, in the sense we have specified is to do much more than
merely rescind or abrogate it. For when we abrogate a subset D of A, we merely
drop it from the code, leaving A n D intact even if it implies some of the regulations
in D’’, p. 130. This model subsequently lead to a solution of the belief revision
problem by Alchourron et al. (1985).
In this paper, we are interested in a complementary problem. We are not
interested in computing the remainder of a set of propositions given a norm to be
derogated. Rather, we focus on the point of view of the legislator who can change
the normative system by adding permissions and obligations. Given a new
permission or obligation we deal with the problem of computing what is now
permitted or obligatory.
Royakkers and Dignum (1997) present a formalization of the distinction between
weak and strong permission. The focus of the work is the fact that a permission
which is enacted, i.e., a strong permission, implies that it is strongly permitted also
the negation of what is permitted. The reason to this claim is that ‘‘a regulation
concerning a permission is always an exception of an obligation or a prohibition
[...]. Otherwise the permission would be superfluous, because of the sealing
principle ‘whatever is not forbidden is permitted’.’’ Hence a strong permission
‘‘implies a choice for the norm subjects to perform that act or not, without a liability
to sanction.’’
Our treatment of permissions raises the question whether permissions can be
related to undercutters in argumentation theory, when obligations are related to
arguments and rebutters.
In Pollock (1987) rebutters are a kind of defeat of an argument which attacks a
reason by supporting an opposite conclusion; undercutters are arguments that attack
the fact that another reason supports its conclusion: given a argument P ! Q, an
undercutter is a reason for :ðP ! QÞ. However, when we consider conditionals
concerning norms, as input/output logic, we should not speak of their truth. So
Pollock (1987)’s definition is not adequate for obligations and permissions.
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More recently, Prakken (1997) proposes a treatment of undercutters in terms of
premises which contains weak negation (*) in conditionals. An argument like
P ^ R ) Q can be undercutted by an argument supporting R.
Verheij (2001) criticizes this approach since he argues that it limits the possibility
to add further undercutting arguments once the conditional has been created. Hence
Verheij (2001) proposes a different treatment of undercutters, by introducing the
unary / operator with the meaning that / is defeated. Undercutters are
represented as conditionals which defeat other conditionals; / ! ðw ! vÞ means
that / is an undercutter of w supporting v. This allows to model the sequential
character of law making, where new permissions can be added after the obligation
they are exceptions to. Our model offers the same flexibility, with the restriction that
we model only undercutters of formulas instead of defeating conditionals.

8 Summary
Normative multiagent systems study general and domain independent properties of
norms. It builds on results obtained in deontic logic, the logic of obligations and
permissions, for the representation of norms as rules, the application of such rules,
contrary-to-duty reasoning and the relation to permissions. However, it goes beyond
logical relations among obligations and permissions by explaining the relation
among social norms and obligations, relating regulative norms to constitutive
norms, explaining the evolution of normative systems, and much more.
The dynamic arrival of new issues and the need to introduce new norms to
regulate them is a crucial problem for multiagent systems becoming open and more
and more autonomous. Moreover, in such systems social laws are not only designed
off-line, but they are also developed at run-time. In such systems, it is of crucial
importance that the user still can control the development of social laws by
restricting them in advance.
In this paper, we study institutions with hierarchies of authorities. Higher
authorities in the hierarchy should delimit the legislative autonomy of lower ones. In
particular, we study the interplay between obligations and permissions in the
(Bulygin 1986)’s ‘‘Rex, Minister and Subject’’ games.
To study permissions and obligations we use input/output logic. Recent
developments in the input/output logic framework distinguished various forms of
permissions, but we show that the notion of prohibition immunity cannot be
extended to the constrained setting, and that thus far the permissions as exceptions
are not formalized in this framework. We introduce such a notion, and discussed
some rationality constraints which can be imposed on such definitions. Thus the
notion of ‘‘prohibition immunity’’ (and a symmetric notion of ‘‘permission
immunity’’) has been relativized to the different levels of authorities.
Our work supports (Bulygin 1986)’s suggestion that ‘‘permissive norms are
normative relevant in an indirect way’’, they ‘‘are not superfluous’’, i.e., ‘‘they play a
characteristic role in legal discourse which could not be possibly performed by
mandatory norms alone’’, (p. 211). Without permissions as exceptions ‘‘there would
be no possibility of normative change emerging from acts of authority’’ (p. 213).
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Changing a normative system would not amount to adding new obligations or
permissions but only to replacing the existing norms by means of alternative ones.
Permissions are used to block other (lower) authorities to issue norms. This is a
motivation behind the dynamic interpretation of norms.
Elsewhere we have formalized obligations associated with sanctions (Boella and
van der Torre, 2006a, b), extending Boella and Lesmo (2002)’s proposal in a
qualitative decision theory, substantive and procedural norms (Boella and van der
Torre, to appear), and negotiation of norms (Boella and van der Torre, 2007). Future
work concerns the definition of institution with hierarchies of authorities using the
sanction-based definition of norms.
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Abstract
Procedural norms are instrumental norms addressed to agents playing a role in the normative system, for example to motivate
these role playing agents to recognize violations or to apply sanctions. Procedural norms have first been discussed in law, where
they address legal practitioners such as legislators, lawyers and policemen, but they are discussed now too in normative multiagent systems to motivate software agents. Procedural norms aim to achieve the social order specified using regulative norms like
obligations and permissions, and constitutive norms like counts-as obligations. In this paper we formalize procedural, regulative
and constitutive norms using input/output logic enriched with an agent ontology and an abstraction hierarchy. We show how our
formalization explains Castelfranchi’s notion of mutual empowerment, stating that not only the agents playing a role in a normative
system are empowered by the normative system, but the normative system itself is also empowered by the agents playing a role
in it. In our terminology, the agents are not only institutionally empowered, but they are also delegated normative goals from the
system. Together, institutional empowerment and normative goal delegation constitute a mechanism which we call delegation of
power, where agents acting on behalf of the normative system become in charge of recognizing which institutional facts follow
from brute facts.
© 2007 Elsevier B.V. All rights reserved.
Keywords: Deontic logic; Multiagent systems; Normative systems; Procedural norms

1. Introduction
The distinction between substantive and procedural norms is well known in legal theory [35], but it seems that
thus far procedural norms have not been formalized in deontic logic or introduced in formal models of normative
multiagent systems. Substantive norms define the legal relationships of people with other people and the state in terms
of regulative and constitutive norms, where regulative norms are obligations, prohibitions and permissions, and constitutive norms define what counts as institutional facts in the normative system. Procedural norms are instrumental
norms, addressed to agents playing roles in the normative system, aiming to achieve the social order specified in terms
of substantive norms [35]. In the Italian law, for example, it is obligatory for an attorney to start a prosecution process
when he comes to know about a crime (art. 326 of Codice di procedura penale). Procedural law encompasses legal
rules governing the process for settlement of disputes (criminal and civil). Procedural and substantive law are complementary. Procedural law brings substantive law to life and enables rights and duties to be enforced and defended.
* Corresponding author.
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For example, procedural norms explain how a trial should be carried out and which are the duties, rights and powers
of judges, lawyers and defendants.
Substantive norms are discussed not only in law, but also in normative multiagent systems like electronic institutions. They are multiagent systems together with normative systems in which agents on the one hand can decide
whether to follow the explicitly represented norms, and on the other the normative systems specify how and in which
extent the agents can modify the norms [17].
In this paper we formalize procedural, regulative and constitutive norms using the following formal methods:
1. Input/output logic to define the various kinds of norms as logical relations between brute facts, decisions or actions
and institutional facts in a logical framework without committing to one particular deontic logic. Various logical
properties of the norms we define in this paper follow from general results in input/output logic (e.g., soundness
and completeness with respect to the semantics of input/output logic) and are not discussed in this paper.
2. A multiagent ontology to define the concepts used in the system, not only to define the role playing agents in the
normative system, but also to define a normative system as an organization or a legal actor.
3. An abstraction hierarchy to compare our detailed model with more abstract models and formalisms in the literature. For example, most deontic logics abstract from procedural norms or even from norms at all, and some
normative multiagent systems assume that norm enforcement is done by cooperating or controlled agents only.
A success criterion for formal models of procedural norms, is which aspects of Castelfranchi’s notion of mutual
empowerment they can explain. Mutual empowerment says that not only the agents playing a role in a normative
system are empowered by the normative system, but the normative system itself is also empowered by the agents
playing a role in it. In our model, the agents are not only institutionally empowered, but they are also delegated
normative goals from the system. In other words, the role playing agents empower the normative system by accepting
its normative goals. Together, institutional empowerment and normative goal delegation constitute a mechanism which
we call delegation of power, where agents acting on behalf of the normative system become in charge of recognizing
which institutional facts follow from brute facts.
The paper is organized as follows. In Section 2 we informally discuss the concepts and mechanisms formalized
in our logical framework. We motivate the introduction of procedural norms and the notion of delegation of power
by means of an example, we discuss the role of procedural norms in regulative and constitutive norms, we define
delegation of power and we compare it to goal delegation and institutionalized power. In Section 3 we introduce
and explain our methodology of the abstraction hierarchy in which we distinguish five levels of abstraction at which
normative multiagent systems can be represented. In Section 4 we introduce the formal model explained by examples
of regulative, constitutive and procedural norms at the different levels of abstraction.
2. Procedural norms and delegation of power
In this section we informally discuss the concepts and mechanisms formalized in our logical framework. Section 2.1
motivates the introduction of the notions of procedural norms and delegation of power in normative multiagent systems
by means of an example. Section 2.2 discusses the role of procedural norms in regulative and constitutive norms.
Section 2.3 discusses in which sense normative systems are empowered by agents playing a role in it. Section 2.4
defines delegation of this power and compares it to goal delegation and delegation of power.
2.1. Cars with a catalytic converter count as ecological vehicles
To illustrate the notion of procedural norms and delegation of power playing a central role in the logical framework,
we start with an example about traffic norms involving one of the authors. It is used as a running example throughout
this paper.
Due to increased levels of pollution, on some precisely defined days, only ecological vehicles are allowed in major
towns of Italy. One author of this paper bought many years ago one of the first catalytic cars, and since cars with a
catalytic converter count as ecological vehicles, he felt permitted to always go around by car. On some day, he was
stopped by the police and fined for driving around a non-ecological vehicle, because the car was bought before the
local law recognized catalytic cars as ecological vehicles. The police agreed that the car had a catalytic converter: they
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could see it, the car worked only with unleaded fuel, both the manual and the licence of the car said it has a catalytic
converter. However, there was a missing rubber stamp by some office declaring that the car counts as an ecological
vehicle.
The problem is not simply that only catalytic cars bought after a certain date are considered as ecological, but that
a catalytic car is not ecological unless an agent officially recognizes it as such. The police has no power to consider
the car as ecological, the evidence notwithstanding. The policeman may even argue that it is not the case that cars with
a catalytic converter count as ecological vehicles, but that cars with the right stamps count as ecological vehicles—
though this ignores the reason why the constitutive rule was introduced. The moral of the story is that even if a brute
fact is present and could allow the recognition of an institutional fact, the institutional fact is the result of the action
of some agent who is empowered to make institutional facts official.
For the layman, as the unlucky driver of the example, it is natural to describe the normative system as specifying
the fact that catalytic cars are ecological. However, this is true only at a coarse level of detail. If the details of the
functioning of the normative systems are entered, then a more complex description is necessary and agents with the
specific role of making true some institutional facts under some circumstances must be introduced.
There may be many reasons why an institutional fact is the result of action of an empowered agent, for example for separation of duties, because it is not easy to identify whether a car has a catalytic converter, or simply for
representational efficiency. We do not consider these reasons further in this paper.
2.2. Regulative, constitutive and procedural norms
Regulative norms specify the ideal and varying degrees of sub-ideal behavior of a system by means of obligations,
prohibitions and permissions. Deontic logic [3,44] considers logical relations among obligations and permissions and
focuses on the description of the ideal or optimal situation to achieve, driven by representation problems expressed
by the so-called deontic paradoxes, most notoriously the contrary-to-duty paradoxes, see, for example, [30,43]. If we
formalize the running example using regulative norms, we might say that only with a rubber stamp, cars are permitted
to drive on these special days. However, norms are defined referring to more abstract states of affairs than catalytic
converters and rubber stamps, like being an ecological vehicle.
Constitutive norms are based on the notion of counts-as and are used to support regulative norms by introducing
institutional facts in the representation of legal reality. The notion of counts-as introduced by Searle [41] has been
interpreted in deontic logic in different ways and it seems to refer to different albeit related phenomena [28]. For
example, Jones and Sergot [31] consider counts-as from the constitutive point of view. According to Jones and Sergot,
the fact that A counts-as B in context C is read as a statement to the effect that A represents conditions for guaranteeing
the applicability of particular classificatory categories. The counts-as guarantees the soundness of that inference,
and enables “new” classifications which would otherwise not hold. An alternative view of the counts-as relation is
proposed by Grossi et al. [27]: according to the classificatory perspective A counts-as B in context C is interpreted
as: A is classified as B in context C. In other words, the occurrence of A is a sufficient condition, in context C, for
the occurrence of B. Via counts-as statements, normative systems can establish the ontology they use in order to
distribute obligations, rights, prohibitions, permissions, etc. In [10,11] we propose a different view of counts-as which
focuses on the fact that counts-as often provides an abstraction mechanism in terms of institutional facts, allowing the
regulative rules to refer to legal notions which abstract from details. In all of these approaches, we can formalize the
running example with a constitutive norm that a rubber stamp counts as an ecological vehicle, and a regulative norm
stating that ecological vehicles are permitted to drive on the special days.
However, at the level of abstraction of these approaches we cannot express that cars with a catalytical converter
count as ecological vehicles, since the evidence presents a counterexample. As long as we consider only the perspective of the unfortunate author, it may seem that there is also no need to do so. Clearly the evidence shows that cars
with a catalytical converter not necessarily count as ecological vehicles, and there does not seem to be a reason why
we should want to represent this norm. However, at the level of the normative multiagent system, for example from
the perspective of the designer, it makes a lot of sense to state that catalytical cars count as ecological vehicles, since
this may hold in the social order the normative system aims to achieve. Moreover, it is easier to communicate a norms
like this to citizens.
The role that agents have in enforcing the social order the normative system aims to by creating norms has been
recognized in normative multiagent systems [11,13], and agents are considered which are in charge of sanctioning
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violations on behalf of the normative system [6,7]. Moreover, obligations are associated with procedural norms which
are instrumental—to use Hart [29]’s terminology—to distribute the tasks to agents like judges and policemen, who
have to decide whether and how to fulfill them. In the example, there are procedural norms that cars with a catalytical
converter should count as ecological vehicles, and that drivers of non-catalytic cars that drive on the given days should
be fined. Thus, at least informally, procedural norms can be seen as nestings of regulative and constitutive norms.
A formal framework for procedural norms has to explain how regulative and constitutive norms are related. Usually,
constitutive norms are used in normative multiagent systems to define intermediate concepts like marriage or money,
because they enable a more efficient representation to relate brute facts with deontic ones [38]. Another relation
between the two kinds of norms is that an obligation to see to some state of affairs can be defined as “the absence of
the state of affairs counts as a violation”, generalizing Anderson’s well-known reduction of deontic logic to alethic
modal logic. Therefore, constitutive rules enter in the definition of sanction based obligations, since the recognition
of a violation results in an institutional fact. Finally, with procedural norms, some agents may be obliged to recognize
violations, to sanction violations, or to recognize some facts as institutional facts. These actions are carried out by
agents playing roles in the normative system like judges and policemen.
2.3. Mutual empowerment
The normative system is an immaterial entity which exists due to the collective acceptance by the agents of a
community and has the purpose to coordinate their activity. Thus, it cannot act in the environment, but it can act only
by means of representatives. For example, there must be an agent which counts behavior as a violation, and one that
applies the sanction in case of a violation. However, once there are such agents playing a role in it, we may say that
the system is empowered by these agents, in the sense that it can act via these agents to achieve its goals. Since the
normative system also gives some power to act in the normative system to the role playing agents, Castelfranchi has
called the relation between a normative system and its agents mutual empowerment [22]. Procedural norms play an
essential role in mutual empowerment, since they are the mechanism to see to it that the empowered agents empower
the normative system, and do not abuse their power.
To represent that obligations are used to achieve social order, obligations can be defined as goals of the normative
system that a certain state of affairs is achieved and that, if it is not achieved, that situation is recognized as a violation
and sanctioned. Note the asymmetry between considering something as a violation and sanctioning. Sanctions can
create new obligations like paying a fine, but they can also be physical actions like putting into jail, while a violation
has always an institutional character. So, while a sanction of the latter type like putting into jail can be directly
performed by a policeman, the recognition of a violation, and sanctions of the former type, can only be performed
indirectly by means of some action which counts as the recognition of a violation, e.g., a trial by a judge which
establishes that a violation happens and creates new obligations the violator is subject to.
Moreover, the same idea that norms can be defined as goals of the normative system can be used for constitutive
norms. However, despite the fact that an action of an agent is necessary to create the institutional fact in case of
ecological cars and in case of violations, there is an apparent asymmetry between constitutive rules and regulative
ones. These cases can be modeled by a counts-as relation between the action of an agent (putting a stamp on the
car licence or recognizing a violation) and the institutional fact (being an ecological vehicle or having violated an
obligation), rather than by a direct counts-as relation between the brute facts and the institutional facts. But at first
sight the two cases also have a difference: the recognition of a violation is wanted by the normative system to achieve
its social order. In this case besides the counts-as rule between the action and the recognition as a violation there is
also the goal of the normative system that this recognition contributes to the social order. As illustrated in the running
example, in many circumstances facts which in principle should be considered as institutional facts are not recognized
as such. In such circumstances, considering a fact as an institutional fact may depend on the action of some agent who
is the representative of the normative system: we say that this agent has been delegated the power do recognize the
fact as an institutional fact. We can see this as an instance of resource bounded reasoning: the assumption made above
on constitutive rules, even if useful in some circumstances, is not realistic in all circumstances.
In other words, as a first step to explain why and how procedural norms are created, we should consider the
motivational aspects behind constitutive norms required by agent theory. Constitutive norms are modeled as counts-as
conditionals which allow to infer which institutional facts follow from brute facts and from existing institutional facts.
E.g., a car counts as a vehicle for the traffic law. None of the models discussed in the previous section considers this
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issue. The inference from facts to institutional facts is considered as automatic, i.e., it is assumed not to need any agent
or resource to perform it. Agent theory, instead, considers also the resources needed to perform inferences, since it
is aware that agents are usually resources bounded and that inferences have a cost too. Calculating the consequences
following from some premises has a cost which must be traded off against the benefit of making the inferences. Thus
in Georgeff and Ingrand [24] inferences are considered as actions which are planned and subject to decision processes
as any other action: there must be an agent taking the decision about which inference to perform and executing the
inference.
This mechanism allows also to give flexibility to the law, since the law cannot specify all possible cases in advance
both as concerns regulative and constitutive rules. In this way, the decision to apply a constitutive rule is performed
by an agent who can evaluate carefully the circumstances.
2.4. Delegation of power
Delegation of power involves two different phenomena, which are at first sight unrelated, institutional empowerment and goal delegation:
Institutional empowerment: how an action of some agent can establish an institutional fact.
Goal delegation: how this agent can carry out a goal of the delegator that the institutional fact holds in certain situations, and how it can be motivated to perform the action which establishes the institutional fact.
Empowerment means that an agent is made in the condition to satisfy the goal of some agent. In general, it has no
institutional character. However, institutional empowerment is by nature an institutional phenomenon which is based
on the counts-as relation: an agent is empowered to perform an institutional action—a kind of institutional fact—if
some of its actions counts as the institutional action. The institutional action has some effects on the institution which
empowers the agent. For example, a director can commit by means of his signature his institution to purchase some
goods. Thus it is essentially related to counts-as rules, albeit restricted to actions of agents. Consider as a paradigmatic
case the work by Jones and Sergot [31]. However, it is not sufficient to explain mutual empowerment either, since it
does not explain how it empowers the normative system. In particular, the empowerment of the normative system is
not institutional, but it consists in the actions which agents carry out on behalf of the normative system, which, by
itself, cannot act.
According to Castelfranchi [21], goal delegation is relying on another agent for the achievement of one own’s
goal: “in delegation an agent A needs or likes an action of another agent B and includes it in its own plan. In other
words, A is trying to achieve some of its goals through B’s behaviors or actions; thus A has the goal that B performs
a given action/behavior”. Goal delegation by itself is not sufficient to explain mutual empowerment, since it is not an
institutional phenomenon but a basic capability of agents which enables them to interact with each other.
Bottazzi and Ferrario [18] argue that the two phenomena are related, because an agent which is institutionally
empowered, is also delegated the goal of the institution of making true an institutional fact by exercising his power
in the specified situations. The connection between goal delegation and institutional empowerment is not a necessary
one. There are situations where an agent is delegated but not institutionally empowered. For example, the agent in
charge for sanctioning an obligation is delegated the goal of sanctioning, but there is no need of institutional powers
in case of physical sanctions: the agent’s physical powers are sufficient, for instance, to put the violator into jail.
Viceversa, the law institutionally empowers agents to stipulate private contracts which have the force of law, without
being delegated by the law to do so, since contracting agents act for their own sake [11].
This connection, which we call delegation of power, can be used to explain the running example. For the normative
system, catalytic cars have to be considered as ecological vehicles. There are three possibilities: first, recognizing all
catalytic cars as ecological vehicles by means of a constitutive norm. This solution, however, does not consider the
actual performance of the inference and the possible costs related to it. Second, the normative system can rely on
some agent to recognize catalytic cars as ecological vehicles. As said above, this can be done by means of a counts-as
relation between an action of an agent and its effects. This solution, however, fails to account for the motivations
that the agent should have to perform the action of recognizing ecological vehicles as such. Third, also a goal of the
normative system is added to motivate his action: there is an agent who has the institutional power to recognize cars
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as ecological vehicles and the normative system has delegated it the goal that it does so in order to motivate it. If
this motivation is not sufficient since the agent is not cooperative, an obligation to achieve this goal of the normative
system must be added.
3. Level of abstractions in the definition of norms
Normative Multiagent Systems can be described at different levels of abstraction, using definitions of obligations
and counts-as relations which differ at their level of detail. We identify five different levels of abstraction, which are
suited for different applications, depending on the role attributed to the system infrastructure or on specialized agents.
The abstraction dimension is the detail at which we consider agents acting for the normative system: at the higher
abstraction level agents have no role, at the next abstraction level only actions of the normative system are considered
but agents are not considered; then at more concrete level, where agents are in charge of the actual functioning of the
normative system concerning regulative and constitutive rules, delegation of power enters the picture; finally, at the
more concrete level of abstraction, procedural norms are introduced to motivate the agents playing roles in the system.
In the next section we will provide the formal definition of obligations and counts-as relations at the different levels.
1. The higher level abstracts from the fact that violations, sanctions and institutional facts are the result of the action
that some agent desires and decides to perform. The obligations are defined as in Anderson’s reduction [2], in the
sense that the recognition of the violation and the sanction follow necessarily from the violation. This abstraction
level for regulative rules is adopted also by [4,36] and we use it in [15]. For constitutive rules, up to our knowledge,
this is the only level considered. The responsibility of monitoring, sanctioning and making counts-as inferences
is completely delegated to the infrastructure.
2. At the second level the normative system is in some way personified and is attributed mental attitudes, thus, the
recognition of violations and sanctions are wanted by the normative system itself. If obligations are goals of the
normative system, the institutional facts follow from the beliefs of the normative system: they are still logical
consequences of facts, but in the beliefs of the normative system. This is the solution adopted in [10].
3. The third level not only abstracts from the role of agents in the normative system, but the recognition of violations
and sanctions are considered as the actions of the normative system itself. We adopt this level of representation
for regulative norms in [11,13]. Analogously, institutional facts follow from actions of the normative system: they
are not anymore logical consequences of beliefs, but consequences of decisions of the normative systems which
are traded-off against other decisions. They, thus, do not follow automatically, since the normative system can
take a different decision due to conflicts with other goals or to lack of resources. The normative system can decide
to enforce norms or not in specific situations, thus allowing interpretation of them.
4. The fourth level takes into account the actions of the agents acting on behalf of the normative system. Concerning
regulative norms, some agents are delegated the goal to sanction violations and the goal and power of recognizing
violations. I.e., they are delegated the power to do so. Concerning constitutive norms, the agents are delegated the
goal to recognize some facts as institutional facts and the power to do so by means of their actions. I.e., they are
delegated the power to do so. The problem of agents recognizing violations has been partially addressed in [6],
but the recognition action was considered as a physical action like the sanction. In this paper we add the counts-as
relation to the recognition of violations.
5. The fifth level introduces procedural norms to motivate the agents playing roles in the system. These norms oblige
agents playing roles to achieve the goals of the normative system. Concerning regulative norms, some agents are
obliged to achieve the delegated goal to sanction violations and the goal and power of recognizing violations.
Concerning constitutive norms, the agents are obliged to achieve the goal to recognize some facts as institutional
facts by exercising the delegated powers. In the Italian law, for example, it is obligatory for an attorney to start a
prosecution process when he comes to know about a crime (art. 326 of Codice di procedura penale).
Our logical framework of the game-theoretic approach to normative multiagent systems is based on the so-called
agent metaphor: social entities like normative systems can be conceptualized as agents by attributing them mental
attitudes like beliefs and goals. The agent metaphor underlying our framework is based on cognitive motivations [9].
Beliefs model the constitutive rules of the normative system, while goals model regulative rules. Thus, in the normative
system the interaction between constitutive and regulative rules is the same as the interaction of beliefs and goals in
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an agent. However, differently from a real agent, the normative system is a socially constructed agent. It exists only
because of the collective acceptance by all the agents and, thus, it cannot act in the world. Its actions are carried out
by agents playing roles in the normative system, like legislators, judges and policemen. It is a social construction used
to coordinate the behavior of agents.
Obligations are not only modeled as goals of the normative system, but they are also associated with the instrumental goals that the behavior of the addressee of the norms is considered as a violation and that the violation is
sanctioned. Considering something as a violation and sanctioning are actions which can be executed by the normative
system itself, or, at a more concrete level of detail, by agents playing roles in it.
The counts-as relation in our model is modeled as a conditional belief of the normative system to provide an
abstraction of reality in terms of institutional facts. Regulative norms can refer to this level, thus decoupling them
from the details of reality. For example, the institutional fact that traffic lights are red must be distinguished from the
brute fact that red light bulbs in the traffic lights are on: in the extreme case the institutional fact can be true even
if all the red bulbs are broken. In the following section, we consider how counts-as can be used to define delegation
of power. Counts-as relations are not used in this case to directly connect brute facts to institutional facts, but only
to express the institutional effects of actions of agents empowered by the normative system. This is analogous to the
act of signing of the director counts as the commitment of the institution he belongs to. Moreover, constitutive rules
specify also how the normative system can change [11]. Since it is a socially constructed agent, it cannot directly
change itself, but it relies on the actions of agents playing roles in it, like legislators, which count as changes of the
system.
4. The formal model
The definition of the agents is inspired by the rule based BOID architecture [20], though in our theory, and in contrast to BOID, obligations are not taken as primitive concepts. Beliefs, desires and goals are represented by conditional
rules rather than in a modal framework. Intentions have been introduced as a form of bounded rationality: since an
agent has not enough resources to make the optimal decision at each moment, he maintains its previous choices. In
this paper we consider only one decision, so we do not need to introduce intentions to model decisions which persist
over time.
4.1. Input/output logic
To represent conditional mental attitudes we take a simplified version of the input/output logics introduced
in [33,34]. Though the development of input/output logic has been motivated by the logic of norms, the same logic
can be used for other conditionals like conditional beliefs and conditional goals—which explains the more general
name of the formal system. Moreover, Bochman [5] also illustrates how the same logic is used for causal reasoning
and various non-monotonic reasoning formalisms.
A rule set is a set of ordered pairs P → q. For each such pair, the body P is thought of as an input, representing
some condition or situation, and the head q is thought of as an output, representing what the rule tells us to be believed,
desirable, obligatory or whatever in that situation. In this paper, to keep the formal exposition simple, input and output
are respectively a set of literals and a literal.
Definition 1 (Input/output logic). Let X be a set of propositional variables, the set of literals built from X, written as
Lit(X), is X ∪ {¬x | x ∈ X}, and the set of rules built from X, written as Rul(X) = 2Lit(X) × Lit(X), is the set of pairs
of a set of literals built from X and a literal built from X, written as {l1 , . . . , ln } → l. We also write l1 ∧ · · · ∧ ln → l
and when n = 0 we write  → l. For x ∈ X we write ∼x for ¬x and ∼(¬x) for x. Moreover, let Q be a set of pointers
to rules and RD : Q → Rul(X) is a total function from the pointers to the set of rules built from X.
Let S = RD(Q) be a set of rules {P1 → q1 , . . . , Pn → qn }, and consider the following proof rules strengthening of
the input (SI), disjunction of the input (OR), cumulative transitivity (CT) and Identity (Id) defined as follows:
p→r
SI
p∧q →r

p ∧ q → r, p ∧ ¬q → r
OR
p→r

p → q, p ∧ q → r
CT
p→r

p→p

Id.

The following output operators are defined as closure operators on the set S using the rules above.
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out1 : SI (simple-minded output)

out3 : SI + CT (reusable output)

out2 : SI + OR (basic output)

out4 : SI + OR + CT (basic reusable output).

159

Moreover, the following four throughput operators are defined as closure operators on the set S. out+
i : outi + Id
(throughput). We write out(Q) for any of these output operations and out+ (Q) for any of these throughput operations.
We also write l ∈ out(Q, L) iff L → l ∈ out(Q), and l ∈ out+ (Q, L) iff L → l ∈ out+ (Q).
Example 1. Given RD(Q) = {a → x, x → z} the output of Q contains x ∧ a → z using the rule SI. Using also the
CT rule, the output contains a → z. a → a follows only if there is the Id rule.
A technical reason to distinguish pointers from rules is to facilitate the description of the priority ordering we
introduce in the following definition.
The notorious contrary-to-duty paradoxes such as Chisholm’s and Forrester’s paradox have led to the use of constraints in input/output logics [34]. The strategy is to adapt a technique that is well known in the logic of belief
change—cut back the set of norms to just below the threshold of making the current situation inconsistent.
Definition 2 (Constraints). Let  : 2Q × 2Q be a transitive and reflexive partial relation on the powerset of the pointers
to rules containing at least the subset relation and RD : Q → Rul(X) a function from the pointers to the set of rules.
Moreover, let out be an input/output logic:
•
•
•
•

maxfamily(Q, P ) is the set of ⊆-maximal subsets Q of Q such that out(Q , P ) ∪ P is consistent.
preffamily(Q, P , ) is the set of -maximal elements of maxfamily(Q, P ).
outfamily(Q, P , ) is the output under the elements of preffamily, i.e., {out(Q , P ) | Q ∈ preffamily(Q, P , )}.
P → x ∈ out∪ (Q, ) iff x ∈ ∪ outfamily(Q, P , ), P → x ∈ out∩ (Q, ) iff x ∈ ∩ outfamily(Q, P , ).

Example 2. Let RD({a, b, c}) = {a = ( → m), b = (p → n), c = (o → ¬m)}, {b, c} > {a, b} > {a, c}, where by
A > B we mean as usual A  B and B  A.
maxfamily(Q, {o}) = {{a, b}, {b, c}},
preffamily(Q, {o}, ) = {{b, c}},
outfamily(Q, {o}, ) = {{¬m}}.
The maxfamily includes the sets of applicable compatible pointers to rules together with all non-applicable ones:
e.g., the output of {a, c} in the context {o} is not consistent. Finally {a} is not in maxfamily since it is not maximal, we
can add the non-applicable rule b. Then preffamily is the preferred set {b, c} according to the ordering on set of rules
above. The set outfamily is composed by the consequences of applying the rules {b, c} which are applicable in o (c):
¬m.
The semantics of input/output logic given by Makinson and van der Torre [33] is an operational semantics, which
characterizes the output as a function of the input and the set of norms. Makinson and van der Torre illustrate how
to recapture input/output logic in modal logic, and thus give it a classical possible worlds semantics. Bochman [5]
illustrates how the operational semantics of input/output logic can be rephrased as a bimodel semantics, in which
a model of a set of conditionals is a pair of partial models from the base logic (here, propositional logic). Due to
space limitations we have to be brief on details with respect to input/output logics, see [33,34] for the semantics of
input/output logics, further details on its proof theory, its possible translation to modal logic, alternative constraints,
and examples.
4.2. Multiagent systems
We assume that the base language contains Boolean variables and logical connectives. The variables are either
decision variables of an agent, which represent the agent’s actions and whose truth value is directly determined by it,
or parameters, which describe both the state of the world and institutional facts, and whose truth value can only be

339
160

G. Boella, L. van der Torre / Journal of Applied Logic 6 (2008) 152–171

determined indirectly. Our terminology is borrowed from Lang et al. [32] and is used in discrete event systems, and
many formalisms in operations research.
Given the same set of mental attitudes, agents reason and act differently: when facing a conflict among their
motivations and beliefs, agents may prefer to fulfill distinct goals and desires. We express these agent characteristics
by a priority relation on the mental attitudes which encode how the agent resolves its conflicts [20]. The priority
relation is defined on the powerset of the mental attitudes such that a wide range of characteristics can be described,
including social agents that take the desires or goals of other agents into account. The priority relation contains at least
the subset-relation which expresses a kind of independence among the motivations.
Background knowledge is formalized by a set of effects E represented by rules.
Definition 3 (Agent set). An agent set is a tuple A, X, B, D, G, AD, E, , E , where:
• The agents A, propositional variables X, agent beliefs B, desires D, goals G, and effects E are six finite disjoint
sets. B, D, G are sets of mental attitudes. We write M = D ∪ G for the motivations defined as the union of the
desires and goals. The set of effects E represents the background knowledge of all agents.
• An agent description AD : A → 2X∪B∪M is a total function that maps each agent to sets of variables (its decision
variables), beliefs, desires and goals, but that does not necessarily assign each variable to at least one agent. For
each agent
b ∈ A, we write Xb for X ∩ AD(b), and Bb for B ∩ AD(b), Db for D ∩ AD(b), etc. We write parameters
P = X \ b∈A Xb .
• A priority relation  : A → 2B × 2B ∪ 2M × 2M is a function from agents to a transitive and reflexive partial
relation on the powerset of the motivations containing at least the subset relation. We write b for  (b).
• A priority relation E : 2E × 2E is a transitive and reflexive partial relation on the powerset of effects containing
at least the subset relation.
Example 3. A = {a}, Xa = {drive}, P = {s, catalytic}, Da = {d1 , d2 }, a = {d2 }  {d1 }. There is a single agent,
agent a, who can drive a car. Moreover, it can be sanctioned and the car can be catalytic. It has two desires, one to
drive (d1 ), another one not to be sanctioned (d2 ). The second desire is more important.
In a multiagent system, beliefs, desires, goals and effects are abstract concepts which are described by rules built
from literals.
Definition 4 (Multiagent system). A multiagent system, NMAS, is a tuple A, X, B, D, G, AD, E, RD, , E , where
A, X, B, D, G, AD, E, , E  is an agent set, and the rule description RD : (B ∪ M ∪ E) → Rul(X) is a total function
from the sets of beliefs, desires and goals, and effects to the set of rules built from X. For a set of pointers S ⊆
B ∪ M ∪ E, we write RD(S) = {RD(q) | q ∈ S}.
Example 4 (Continued). RD(d1 ) =  → drive, RD(d2 ) =  → ¬s.
In the description of the normative system, we do not introduce norms explicitly, but we represent several concepts
which are illustrated in the following sections. Institutional facts (I ) represent legal abstract categories which depend
on the beliefs of the normative system and have no direct counterpart in the world. F = X \ I are what Searle calls
“brute facts”: physical facts like the actions of the agents and their effects. V (x, a) represents the decision of agent n
that recognizes x as a violation by agent a. The goal distribution GD(a) ⊆ Gn represents the goals of agent n the
agent a is responsible for.
Definition 5 (Normative system). A normative multiagent system, written as NMAS, is a tuple
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD
where the tuple A, X, B, D, G, AD, E, RD, , E  is a multiagent system, and
• The normative system n ∈ A is an agent.
• The institutional facts I ⊆ P are a subset of the parameters.
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• The norm description V : Lit(X) × A → Xn ∪ P is a function from the literals and the agents to the decision
variables of the normative system and the parameters.
• The goal distribution GD : A → 2Gn is a function from the agents to the powerset of the goals of the normative
system, such that if L → l ∈ RD(GD(a)), then l ∈ Lit(Xa ∪ P ).
Agent n is a normative system with the goal that non-catalytic cars are not driven, i.e., with the aim to achieve the
social order in which such cars are not driven.
Example 5 (Continued). There is agent n, representing the normative system.
P = {s, V (drive, a), catalytic},

Dn = Gn = {g1 },

RD(g1 ) = {¬catalytic → ¬drive},

GD(a) = {g1 }.

The parameter V (drive, a) represents the fact that the normative system considers a violation agent a’s action of
driving. It has the goal that non-ecological vehicles should not be driven by a and it has distributed this goal to agent a.
In the following, we use an input/output logic out to define whether a desire or goal implies another one and to
define the application of a set of belief rules to a set of literals; in both cases we use the out3 operation since it has the
desired logical property of not satisfying identity.
We now define obligations and the counts-as relation at the five levels of abstraction.
4.3. First level of abstraction (highest)
Regulative norms are conditional obligations with an associated sanction. At the higher level of abstraction, the
definition contains three clauses: the first two clauses state that recognitions of violations and sanctions are a consequence of the behavior of agent a, as it is represented by the background knowledge rules E. For an obligation to be
effective, the third clause states that the sanction must be disliked by its addressee.
Definition 6 (Obligation (level 1)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
Agent a ∈ A is obliged to see to it that x ∈ Lit(Xa ∪ P ) with V (∼x, a) ∈ Lit(P ) and sanction s ∈ Lit(P ) in context
1 (x, s|Y ), if and only if:
Y ⊆ Lit(X) in NMAS, written as NMAS |= Oan
1. Y ∪ {∼x} → V (∼x, a) ∈ out(E, E ): if Y and x is false, then it follows that ∼x is a violation by agent a.
2. Y ∪ {V (∼x, a)} → s ∈ out(E, E ): if Y and there is a violation by agent a, then it is sanctioned.
3. Y → ∼s ∈ out(Da , a ): if Y , then agent a desires ∼s, which expresses that it does not like to be sanctioned.
Example 6. Let: E = {e1 , e2 }, Da = {d2 },
RD(e1 ) = {¬catalytic, drive} → V (drive, a),
RD(e2 ) = {¬catalytic, V (drive, a)} → s,
RD(d2 ) = ¬catalytic → ∼s,
1 (¬drive, s | ¬catalytic), since:
NMAS |= Oan

1. {¬catalytic, drive} → V (drive, a) ∈ out(E, E ),
2. {¬catalytic, V (drive, a)} → s ∈ out(E, E ),
3. ¬catalytic → ∼s ∈ out(Da , a ).
To determine what the agent a will do, we can define a qualitative decision problem that considers the consequences
of its decisions, and chooses the decision which achieves the goals with the highest priority. Here it will choose not to
drive a non-catalytic car, because it does not want to be sanctioned.
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Constitutive norms introduce new abstract categories of existing facts and entities, called institutional facts. In [10]
we formalize the counts-as conditional as a belief rule of the normative system n. However, since at the first level of
abstraction we do not consider yet the normative system, counts-as conditionals are part of the background knowledge
rules E.
The condition x of the rule is a variable which can be an action of an agent, a brute fact or an institutional fact. So,
the counts-as relation can be iteratively applied.
Definition 7 (Counts-as relation (level 1)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
A literal x ∈ Lit(X) counts-as y ∈ Lit(I ) in context C ⊆ Lit(X), NMAS |= counts-as1n (x, y|C), iff C ∪ {x} → y ∈
out(E, E ): y is a consequence of C and x.
Example 7. P \ I = {catalytic}, I = {eco}, Xa = {drive}, E = {b1 }, RD(b1 ) = catalytic → eco.
Consequently, NMAS |= counts-as1n (catalytic, eco|). This formalizes that for the normative system a catalytic car
counts as an ecological vehicle. The presence of the catalytic converter is a physical “brute” fact, while being an
ecological vehicle is an institutional fact. In situation S = {catalytic}, given E we have that the consequences of the
constitutive norms are out(E, S, E ) = {eco} (since out3 does not include Id).
Note that the institutional facts can appear in the conditions of regulative norms.
Example 8. A regulative norm which forbids driving non-catalytic cars can refer to the abstract concept of ecological
vehicle rather than to catalytic converters:
1
NMAS |= Oan
(¬drive, s|¬eco)

To define the optimal decision of an agent in a normative system incorporating both the regulative and the constitutive norm, the consequences of its decisions first take into account which institutional effects follow from the brute
facts, and thereafter the decisions of the normative system.
As the system evolves, new cases can be added to the notion of ecological vehicle by means of new constitutive
norms, without changing the regulative norms about it. E.g., if a car has fuel cells, then it is an ecological vehicle:
fuelcell → eco ∈ RD(E).
4.4. Second level of abstraction
At the second level of abstraction we introduce the normative system as an agent described by mental attitudes
like beliefs and goals. We do not consider, however, how its goals are achieved in the multiagent system. Thus, it
represents only an abstract specification of the ideal behavior of the system.
The first and central clause of our definition of obligation defines obligations of agents as goals of the normative
system, following the “your wish is my command” metaphor. It says that the obligation is implied by the desires of
the normative system n, implied by the goals of agent n, and it has been distributed by agent n to the agent. The latter
two steps are represented by out(GD(a), n ).
The second and third clause can be read as the normative system has the goal that the absence of p is considered as
a violation. The third clause says that the agent desires that there are no violations, which is stronger than that it does
not desire violations, as would be expressed by  → V (∼x, a) ∈
/ out(Dn , n ).
The fourth and fifth clause relate violations to sanctions. The fifth clause says that the normative system is motivated
not to sanction as long as their is no violation, because otherwise the norm would have no effect. Finally, for the same
reason the last clause says that the agent does not like the sanction.
Definition 8 (Obligation (level 2)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
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Agent a ∈ A is obliged to see to it that x ∈ Lit(Xa ∪ P ) with V (∼x, a) ∈ Lit(P ) and sanction s ∈ Lit(P ) in context
2 (x, s|Y ), if and only if:
Y ⊆ Lit(X) in NMAS, written as NMAS |= Oan
1. Y → x ∈ out(Dn , n ) ∩ out(GD(a), n ): if Y holds then agent n desires and has as a goal that x, and this goal
has been distributed to agent a.
2. Y ∪ {∼x} → V (∼x, a) ∈ out(Dn , n ) ∩ out(Gn , n ): if Y holds and ∼x, then agent n has the goal and the desire
V (∼x, a): that it is recognized as a violation by agent a.
3.  → ¬V (∼x, a) ∈ out(Dn , n ): agent n desires that there are no violations.
4. Y ∪ {V (∼x, a)} → s ∈ out(Dn , n ) ∩ out(Gn , n ): if Y holds and agent n decides V (∼x, a), then agent n desires
and has as a goal that agent a is sanctioned.
5. Y → ∼s ∈ out(Dn , n ): if Y holds, then agent n desires not to sanction. This desire of the normative system
expresses that it only sanctions in case of violation.
6. Y → ∼s ∈ out(Da , a ): if Y holds, then agent a desires ∼s, which expresses that it does not like to be sanctioned.
The beliefs, desires and goals of the normative agent—defining the obligations—are not private mental states of an
agent. Rather they are collectively attributed by the agents of the normative system to the normative agent: they have
a public character, and, thus, which are the obligations of the normative system is a public information.
In [10] we formalize the counts-as conditional as a belief rule of the normative system n. At the second level we
do the same, to separate brute facts and their relations E from institutional facts. Note that in our model the counts-as
relation does not satisfy the identity rule. See [10] for a discussion of the motivations.
Definition 9 (Counts-as relation (level 2)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
A literal x ∈ Lit(X) counts-as y ∈ Lit(I ) in context C ⊆ Lit(X), NMAS |= counts-as1n (x, y|C), iff C ∪ {x} → y ∈
out(Bn , n ): if agent n believes C and x then it believes y.
Example 9. P \ I = {catalytic}, I = {eco}, Xa = {drive}, Bn = {b1 }, RD(b1 ) = catalytic → eco.
Consequently, NMAS |= counts-as1n (catalytic, eco|). This formalizes that for the normative system a catalytic car
counts as an ecological vehicle. The presence of the catalytic converter is a physical “brute” fact, while being an
ecological vehicle is an institutional fact. In situation S = {catalytic}, given E we have that the consequences of the
constitutive norms are out(Bn , S, n ) = {eco} (and not catalytic, since out3 does not include Id).
4.5. Third level of abstraction
At the next level of abstraction, also for constitutive rules actions of the normative systems are added in the definition of the obligations: the recognition of a violation and sanctions. Since the actions undergo a decision process,
desires and goals of the normative system are added like at the previous level.
3 (x, s|Y ), iff NMAS |= O 2 (x, s|Y ) and s ∈ Lit(X ) and
Definition 10 (Obligation (level 3)). NMAS |= Oan
n
an
V (∼x, a) ∈ Lit(Xn ).

The rules in the definition of obligation are only motivations, and not beliefs, because a normative system may not
recognize that a violation counts as such, or that it does not sanction it: it is up to its decision. Both the recognition of
the violation and the application of the sanction are the result of autonomous decisions of the normative system that is
modeled as an agent. In this way, regulative norms can be interpreted by the normative system, who takes a decision
depending on the circumstances.
Example 10. Let: Gn = {g1 , g2 , g4 }, Gn ∪ {g3 , d2 } = Dn , {g1 } = GD(a), {d2 } = Da ,
RD(g2 ) = {¬catalytic, drive} → V (drive, a),
RD(g4 ) = {¬catalytic, V (drive, a)} → s,

RD(g3 ) =  → ¬V (drive, a),
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3 (¬drive, s | ¬catalytic), since:
NMAS |= Oan

1.
2.
3.
4.
5.
6.

¬catalytic → ¬drive ∈ out(Dn , n ) ∩ out(GD(a), n ),
{¬catalytic, drive} → V (drive, a) ∈ out(Dn , n ) ∩ out(Gn , n ),
 → ¬V (drive, a) ∈ out(Dn , n ),
{¬catalytic, V (drive, a)} → s ∈ out(Dn , n ) ∩ out(Gn , n ),
¬catalytic → ∼s ∈ out(Dn , n ),
¬catalytic → ∼s ∈ out(Da , a ).

It is only at this level of abstraction that we formalize the game-theoretic approach to normative systems, in the
sense that to determine the optimal decision of an agent, we have to take the response of the normative system into
account by recursively modeling it [25]. Moreover, we can also play more complex games, for example one in which
the normative system decides which norm to introduce by recursively modeling agents recursively modeling the
normative system again, and so on.
At the third level of abstraction, we introduce in the model the actions of the normative system. The beliefs of
the normative system are restricted to the connections between actions and the consequences of these actions for the
normative system. The normative system has the desire and goal that the institutional fact y holds if the fact x holds
in context C. The normative system believes that to make y true it has to perform an action z. Thus the fact x holding
in context C is not sufficient for the institutional fact y to be true: a decision is necessary also to do z by the normative
system.
Definition 11 (Counts-as relation (level 3)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
A literal x ∈ Lit(X) counts-as y ∈ Lit(I ) in context C ⊆ Lit(X), NMAS |= counts-as3n (x, y|C), iff:
1. C ∪ {x} → y ∈ out(Dn , n ) ∩ out(Gn , n ): it is a desire and goal of the normative system that in context C the
fact x is considered as the institutional fact y.
2. ∃z ∈ Xn such that C ∪ {z} → y ∈ out(Bn , n ): there exists an action z of the normative system n such that if it
decides z in context C then it believes that the institutional fact y follows (i.e., counts-as2n (z, y|C) at the second
level of abstraction).
Example 11. P \ I = {catalytic}, I = {eco}, Xa = {drive}, Xn = {stamp},
Dn = Gn = {d3 },
Bn = {b1 },

RD(d3 ) = catalytic → eco,

RD(b1 ) = stamp → eco.

Consequently, NMAS |= counts-as2n (catalytic, eco|). This formalizes that the normative system wants that if a car
is catalytic, then it is considered as an ecological vehicle and the normative believes that from system putting a stamp
on a catalytic car licence follows the fact that the car is catalytic. In situation S = {catalytic}, given Bn we have that
the consequences of the constitutive norms are out(Bn , S, n ) = ∅ and thus the goal d3 remains unsatisfied, while in
situation S = {catalytic, stamp} they are out(Bn , S , n ) = {eco} and the goal d3 is satisfied.
This level of abstraction supposes that the normative system is an agent acting in the world. For example, a specialized agent introduced by the designer of the infrastructure. This abstraction can be detailed by introducing agents
acting on behalf of the normative system: the normative system wants that an agent a makes the institutional fact y
true if x holds in context C and believes that the effect of action z of agent a is the institutional fact y.
4.6. Fourth level of abstraction
Before introducing the next concrete level of abstraction in obligations we discuss the fourth level of constitutive
norms which is based on the notion of delegation of power, since it is used in obligations.
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Definition 12 (Counts-as relation (level 4) and delegation of power). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
a ∈ A is an agent, z ∈ Xa an action of agent a, x ∈ Lit(X) is a literal built out of a variable, y ∈ Lit(I ) a literal built
out of an institutional fact, C ⊆ Lit(X) the context. Agent a has been delegated the power to consider x in context C
as the institutional fact y, NMAS |= delegated4n (a, z, x, y|C), iff:
1. C ∪ {x} → y ∈ out(Dn , n ) ∩ out(GD(a), n ): it is a desire of the normative system and a goal distributed to
agent a that in context C the fact x is considered as the institutional fact y.
2. ∃z ∈ Xa such that C ∪ {z} → y ∈ out(Bn , n ): there exists an action z of agent a such that if it decides z then
the normative system believes that the institutional fact y follows (i.e., counts-as2n (z, y|C) at the second level of
abstraction).
If NMAS |= delegated4n (a, z, x, y|C), then NMAS |= counts-as4n (x, y|C).
Example 12. b ∈ A, P \ I = {catalytic}, I = {eco}, Xa = {drive}, Xb = {stamp},
Dn = GD(b) = {d3 },
Bn = {b1 },

RD(d3 ) = catalytic → eco,

RD(b1 ) = stamp → eco.

Thus, NMAS |= delegated4n (b, stamp, catalytic, eco|). Note that with respect to Example 11, the goal d3 is distributed to agent b and stamp is an action of agent b.
We can now define obligations where agents have been delegated the power of recognizing violations by means of
actions which count as such. Differently from the obligation of level 3, clause 2 distributes a goal to agent b who is in
charge of recognizing violations and whose action z is believed by the normative system n to be the recognition of a
violation (clause 7).
Definition 13 (Obligation (level 4)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
Agent a ∈ A is obliged to see to it that x ∈ Lit(Xa ∪ P ) with V (∼x, a) ∈ Lit(P ) and sanction s ∈ Lit(Xc ∪ P ) in
4 (x, s|Y ), if and only if ∃b, c ∈ A and a decision variable z ∈ X
context Y ⊆ Lit(X) in NMAS, written as NMAS |= Oan
b
such that Definition 10 holds except that:
2. Y ∪ {∼x} → V (∼x, a) ∈ out(Dn , n ) ∩ out(GD(b), n ): if Y holds and ∼x is true, then agent n has distributed
to agent b the goal V (∼x, a): that it is recognized as a violation in context Y .
4. Y ∪ {V (∼x, a)} → s ∈ out(Dn , n ) ∩ out(GD(c), n ): if Y holds and agent n decides V (∼x, a), then agent n
has distributed the goal to sanction agent a to agent c.
7. Y ∪ {z} → V (∼x, a) ∈ out(Bn , n ): from action z of agent b n believes it follows the recognition of the violation.
From clauses 2 and 7 it follows that agent b has been delegated the power to recognize violations by means of his
action z:
4
if NMAS |= Oan
(x, s|Y ) then NMAS |= ∃b ∈ A, z ∈ Xb delegated4n (b, z, ∼x, V (∼x, a) | Y ).

4.7. Fifth level of abstraction (most detailed)
Clauses 2 and 4 of the definition above are like the first clauses of obligations Obn (V (∼x, a), s | Y ∪ {∼x}) and
Ocn (s, s |∼x ∧ V (∼x, a) ∧ Y ). The model can thus be extended with procedural norms directed towards agents
which have to take care of the procedural aspects of law, like prosecuting violations and sanctioning violators. These
additional obligations are procedural norms and provide a motivation for the agents in charge of prosecuting and
sanctioning. In this way, we introduce the distinction between a defender agent b who has the duty to monitor a norm
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and a defender agent c who has to enforce the norm by applying sanctions: they are subject to procedural norms of
the normative system.
Definition 14 (Obligation with procedural norms (level 5)). Let NMAS be a normative multiagent system
A, X, B, D, G, AD, E, RD, , E , n, I, V , GD. Agent a ∈ A is obliged to see to it that x ∈ Lit(Xa ∪ P ) with
V (∼x, a) ∈ Lit(P ) and sanction s ∈ Lit(Xc ∪ P ), s , s ∈ Lit(Xn ∪ P ) in context Y ⊆ Lit(X) in NMAS, written
5 (x, s|Y ), if and only if ∃b, c ∈ A and a decision variable z ∈ X , 1  i  4, such that Definition 13
as NMAS |= Oan
b
holds except that:
i (V (∼x, a), s |∼x ∧ Y ): if Y holds and ∼x is true, then agent b is obliged by n that V (∼x, a) is
2. NMAS |= Obn
true: that ∼x is recognized as a violation in context Y .
i (s, s |V (∼x, a) ∧ Y ): if Y and ∼x hold and b has recognized ∼x as a violation done by agent a,
4. NMAS |= Ocn
then agent c is obliged by agent n that V (∼x, a) to sanction agent a with s.

Note that the procedural norms cannot be obligations defined at level 5 to avoid an infinite recursion. The idea
underlying this definition is that less complex methods of control are needed to deal with the behavior of agents
playing roles in the normative system. As Firozabadi and van der Torre [40] claim, at higher levels the control routines
become less risky and require less effort, there is no need of a infinite regression of authorities controlling each other.
Obligations at Items 2 and 4 imply by their definitions the following goals:
1. Y ∪ {∼x} → V (∼x, a) ∈ out(Dn , n ) ∩ out(Gn , n );
2. Y ∪ {V (∼x, a)} → s ∈ out(Dn , n ) ∩ out(Gn , n ).
Given that these two goals are of the normative system n we have that:
5
4
(x, s|Y ) implies NMAS |= Oan
(x, s|Y ).
NMAS |= Oan

Moreover, it follows that agent b has been delegated the power to recognize violations by means of his action z:
NMAS |= ∃b ∈ A, z ∈ Xb delegated4n (b, z, ∼x, V (∼x, a) | Y ).
Similar definitions can be introduced for obligations where sanctions are institutional facts which have been delegated to defender agent c.
Procedural norms enters the definition of delegation of power by obliging some agent to recognize a fact as an
institutional fact by exercising the delegated power:
Definition 15 (Delegation of power with procedural norms and counts-as (level 5)). Let NMAS be a normative multiagent system A, X, B, D, G, AD, E, RD, , E , n, I, V , GD.
a ∈ A is an agent, z ∈ Xa an action of agent a, x ∈ Lit(X) is a literal built out of a variable, y ∈ Lit(I ) a literal built
out of an institutional fact, C ⊆ Lit(X) the context, sanction s ∈ Lit(Xn ∪P ) and 1  i  4. Agent a has been delegated
the power to consider x in context C as the institutional fact y, NMAS |= delegated5n (a, z, x, y|C), iff Definition 12
holds, except that:
i (y, s|C ∧ x): agent b is obliged by the normative system n that in context C the fact x is considered
1. NMAS |= Obn
as the institutional fact y.

Agent a can fulfill his obligations by exercising his powers specified in clause 2.
If NMAS |= delegated5n (a, z, x, y|C), then NMAS |= counts-as5n (x, y|C).
Moreover, if NMAS |= delegated5n (a, z, x, y|C), then NMAS |= delegated4n (a, z, x, y|C).
When procedural norms and agent playing roles in the system like defender agents are introduced, games become
more complex. In particular an agent subject to an obligation has to predict the behavior of the defender agent of
monitoring and sanctioning him. However, he knows that the defender agent will take his decision by foreseeing the
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reaction of the normative system too, since he is subject to procedural norms. In [13] we discuss such more complex
games.
Procedural norms allow to realize one of the key concepts of the organization of modern societies: the separation
of powers as proposed in the Montesquieu’s trias politica: the representative, executive and judicial authorities should
be kept distinct [7]. Moreover decentralizing the control of the policies regulating a society supports the view that
tasks can be better performed if they are dealt with by the local level in an autonomous way. As we discussed before,
this delegation allows agents to interpret norms, making the system more flexible.
5. Related work
Most work in normative multiagent systems gives an abstract description of the normative system in terms of substantive norms only, specifying which is the desired social order in terms of obligations, permissions and, sometimes,
counts-as norms. At this level of abstraction, the monitoring and enforcement of norms is made automatically and
implicitly at the infrastructure level. Alternatively, special agents are introduced for monitoring and enforcing norms,
but they are assumed to comply with their role without further motivations [19].
Moreover, no declarative representation of the monitoring and enforcement mechanisms is done. However, when
the system is examined at more detailed levels of abstraction new problems arise, like which actions are necessary to
establish whether an obligation has been violated, which sanctions are to be applied and, at even more detailed levels
where agents acting for the normative system are introduced, who is in charge of executing these actions and which
are his motivations which lead him to perform these actions. It is an open problem, moreover, how constitutive norms
behave at these more detailed levels of abstraction where agents playing roles in normative systems are considered.
The framework in this paper further refine the logical framework of our game-theoretic approach to normative
multiagent systems [11,13] which explicitly takes into account the activity of agents in the definition of sanction
based obligations. The basic assumptions of our model are that beliefs, goals and desires of an agent are represented
by conditional rules, and that, when an agent takes a decision, it recursively models the other agents interfering with
it in order to predict their reaction to his decision as in a game. Most importantly, the normative system itself can be
conceptualized as a socially constructed agent with whom it is possible to play games to understand what will be its
reaction to the agent’s decision. The actions of the normative system can be seen as abstractions of the actions of the
agents to whom some of the powers of the system have been delegated.
The abstraction hierarchy explains also how the normative systems as autonomous agent metaphor introduced in
our earlier work can be explained. In the model presented in [11], regulative norms are represented by the goals of
the normative system and constitutive norms as its beliefs. However, when actions of the normative system and agents
playing roles in it are considered new facts must be added to norms. For example, the goals of recognizing violations
and applying sanctions must be added to obligations [11]. The abstraction hierarchy explains this metaphor, since at
level 5 we model all details of a normative multiagent system. The abstraction at which a normative system acts as an
agent is given at level 3.
Aldewereld [1] introduces an abstraction hierarchy for norm design, that is, to refine abstract norms such that they
can be implemented. His approach is based on so-called “root enforcers”, which we believe are not necessary [8]. It is
not clear how we can map our five layers to his hierarchy. Moreover, Aldewereld does not formally define procedural
norms, he only suggests that they are a kind of nested norms. Given the problems with nested norms in the context of
von Wright’s so-called “transmission of will”, it is not clear whether nested deontic conditionals defined in the usual
way are sufficient, see [13].
The levels of abstraction allow a comparison with existing models of norms in deontic logic and normative systems. Most works in normative multiagent systems give an abstract description of the normative system in terms of
substantive norms only, specifying which is the desired social order in terms of obligations, permissions and, sometimes, counts-as norms, and can therefore be compared with level 1. We adopt level 2 and 3 for regulative norms in
[11,13].
The notion of empowerment in normative multiagent systems is widely discussed, but it has not been related yet
with the notion of goal delegation.
Pacheco and Santos [37], for example, discuss the delegation of obligations among roles. In particular, they argue
that when an obligation is delegated, a corresponding permissions must be delegated too. This rationality constraint
inside an institution parallels our notion of delegation of power: when the goal to make true an institutional fact is
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delegated, the agent must be empowered to do so too. Moreover, in our model we can add to the notion of delegation
of power also the permission for the delegated agent to perform the action which counts as the delegated institutional
fact. This can be done using the definition of permission given in [13].
Pacheco and Santos consider the delegation process among roles rather than among agents. This feature can be
added to our model too, using the framework for roles we discuss in [16]. Note that our model of roles describes roles
by means of beliefs and goals; it is, thus, compatible with the distribution of goals to agents described by clause 2 of
Definition 13.
Gelati et al. [23] combine obligations and power to define the notion of mandate in contracts: “a mandate is a
proclamation intended to create the obligation of exercising a declarative power”. However, they do not apply their
analysis to the definition of constitutive rules but to the normative positions among agents.
Comparison with other models of counts-as is discussed in [10] and [12].
6. Further research
Some points for further research follow from our discussion on related work. For example, the use of our model
for norm design could be studied, taking the work of Aldewereld as a starting point [1].
Another issue is the relation between regulative rules and delegation of power. The challenge here is to define how it
is possible to create global policies [13] obliging or permitting other agents to delegate their power. Since we propose
to model delegation of control by means of obligations concerning what is obligatory and what must be sanctioned,
our framework can be extended with meta-policies. We can extend this framework for representing obligations by the
central authority that local authorities permit of forbid access as well as permissions to forbid or permit access.
Other subjects of research can be explored when we combine the refined logical framework in this paper with
other aspects of our normative multiagent systems, such as our model of roles. This allows to structure organizations
in sub-organizations and roles to make a multiagent system modular and thus manage its complexity, is described
in [16].
We can consider abstraction also in the underlying input/output logic. Abstraction in the input/output logic framework has been left for lions or input/output networks. In such networks each black box corresponding to an input/output logic is associated with a component in an architecture. A discussion can be found in [12].
Finally, further work is to study the use of the new refinements in applications. For example, this approach allows
facing the problem of controlling distributed systems, such as virtual communities, by delegating to defender agents
the task of monitoring and sanctioning violations. However, these agents are not assumed to be fully cooperative
so that they are kept under the control of a judicial authority. Since, as Firozabadi and van der Torre [40] claim, at
higher levels the control routines become less risky and require less effort, there is no need of a infinite regression of
authorities controlling each other. As Firozabadi and Sergot [39] discuss, centralized control is not feasible in virtual
communities where each participant is both a resource consumer and a resource provider. In fact, there is no authority
which is in control of all the resources. Rather the central authority can only issue meta-policies [42] concerning the
policies regulating the access to the single resources: for example, the central authority can oblige local authorities to
grant access to their resources to authorized users, who are thus entitled to use the resources.
The model introduced in this paper also can be used for an analysis whether constitutive norms such as “cars
with a catalytic converter count as ecological vehicles” can be ‘violated’. The fact that obligations can be violated
has been driving much research in deontic logic due to the notorious contrary-to-duty paradoxes, as well as work in
normative multiagent systems where norms are considered as soft constraints rather than hard constraints. Usually it is
assumed that constitutive norms cannot be violated, since they operate as a kind of definitions of the normative system.
However, at a more detailed analysis proposed in this paper, it may be argued as well that the constitutive norm is
‘violated’ when the agent who is delegated the power to count catalytic converter as ecological vehicles does not do
so. We believe that the notion of ‘violation’ of constitutive norms can drive further understanding and development of
constitutive norms in particular and normative multiagent systems in general, and one of the results of this paper is that
it is made precise in what sense and at which level of abstraction we can say that constitutive norms are ‘violated’.
Despite the fact that in some sense and at some level of abstraction both regulative and constitutive norms can be
violated, there are still various distinctions between them, made precise by our formal analysis.
At the lower levels it becomes possible to answer the question not only of whether constitutive norms can be
violated like it happens for regulative ones, but also whether constitutive norms can be interpreted. Interpreting an
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obligation means that the agent in charge for monitoring violations or applying sanctions decides that in a given
situation it is not worthwhile to apply the norms. This is not necessarily an abuse of his position, since norms cannot
foresee all possible cases where they can applied, nor all the possible exceptions. In the same way, it is possible to
interpret also constitutive rules, since the institutional facts follow from actions delegated to some agent. This agent
can decide to execute the action in the required context or not. For example, a constitutive norm applying to signatures
can be extended to new form of signatures, like digital ones. Conversely, a signature by a fifteen years person may not
be considered as a case where the same rule can be applied, even if the law does no say explicitly anything about this
case. The possibility to interpret constitutive norms, however, gives rise to new possibilities that constitutive norms
are violated or abused. A constitutive norm can be violated in the sense that the normative system or the agent who
is delegated the goal to recognize the institutional fact and empowered to do so fails to achieve the delegated goal. In
our running example the office could fail or refuse to recognize the car as an ecological vehicle. The reason can be
the inability to perform the necessary actions, laziness, bribing, etc., like it happens for regulative norms. Moreover,
constitutive rules can be abused, in the sense that the delegated agent can exercise its power without being delegated
to do so in the given circumstances. This possibility assumes that the institutional power can be exercised beyond the
conditions under which it has been delegated the goal to exercise it.
A further issue of future research is how to define norms at different level of abstraction, rather then the normative
system itself. Abstract norms can be then refined in specific institutions as discussed by [26].
7. Summary
In this paper we refine the logical framework of our game-theoretic approach to normative multiagent systems.
Starting from our previous model of regulative norms [11,14], which already considers some procedural aspects, we
study how also counts-as constitutive norms are associated with procedural norms. In this context we introduce the
notion of delegation of power. Counts-as relations do not always provide directly an abstract recognition of brute facts
in terms of institutional facts. We argue that in many cases the inference that concludes institutional facts from brute
facts is the result of actions of agents acting on behalf of the normative systems and who are in charge of recognizing
which institutional facts follow from brute facts. These agents make the institutional facts “official”, i.e., “legally
binding”. The delegation of this responsibility opens space for interpretation of constitutive norms, thus making the
system more flexible. Delegation of power is composed of a direct counts-as relation specifying that the effect of
an action of an agent is an institutional fact and by a goal of the normative system that the fact is considered as an
institutional fact. Constitutive norms are used not only to define intermediate concepts at each level, but they also enter
in the definition of sanction based obligations, to define what counts as the recognition of a violation at level 4, and
regulative norms are used to see to motivate agents to apply constitutive norms at level 5. The notion of delegation of
power is necessary to achieve mutual empowerment, in the sense that the agents playing a role in a normative system
empower this system, and the system delegates again this power to the agents. We show how counts-as relations in
some cases depend on the action of agents which are in charge of recognizing facts as institutional facts. Moreover,
we show that these agents are motivated to do so by a goal delegated to them by the normative system. We add
procedural norms to both delegation of power and obligations. In the resulting logical framework, we can consider
the optimal decision of an agent at the following five levels of abstraction (for various applications of normative
multiagent systems):
1. The optimal decision of an agent follows from a simple decision problem, because it abstract from the fact that
violations, sanctions and institutional facts are the result of the action that some agent decides to perform. The
recognition of the violation and the sanction logically follow from the violation. The responsibility of monitoring,
sanctioning and making counts-as inferences is completely delegated to the infrastructure.
2. The optimal decision takes into account the beliefs of the normative system, because the normative system is in
some way personified and is attributed mental attitudes. The recognition of violations and sanctions are wanted
by normative system itself. If obligations are goals of the normative system, the institutional facts follow from
the beliefs of the normative system: they are still logical consequences of facts, but in the beliefs of the normative
system.
3. The optimal decision can only be calculated by taking the reaction of the normative system into account, because
institutional facts follow from actions of the normative system, and the recognition of violations and sanctions
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are considered as the actions of the normative system itself. The normative system can decide to enforce norms
or not in specific situations, thus allowing interpretation of them.
4. The optimal decision takes into account the actions of the agents acting on behalf of the normative system. Some
agents are delegated the goal and power to sanction violations, to recognize violations, and to recognize some
facts as institutional facts.
5. The optimal decision takes into account the actions of other agents acting on behalf of the normative system, and
thereafter again the normative system, because procedural norms are used to motivate the agents playing roles in
the system. These norms oblige agents playing roles to achieve the goals of the normative system. Some agents
are obliged to achieve the delegated goal to sanction violations, the goal and power of recognizing violations, and
to achieve the goal to recognize some facts as institutional facts by exercising the delegated powers. In the Italian
law, for example, it is obligatory for an attorney to start a prosecution process when he comes to know about a
crime (art. 326 of Codice di procedura penale).
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worlds.
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Abstract This special issue contains four selected and revised papers from the second
international workshop on normative multiagent systems, for short NorMAS07 (Boella et al.
(eds) Normative multiagent systems. Dagstuhl seminar proceedings 07122, 2007), held at
Schloss Dagstuhl, Germany, in March 2007. At the workshop a shift was identified in the
research community from a legal to an interactionist view on normative multiagent systems.
In this editorial we discuss the shift, examples, and 10 new challenges in this more dynamic
setting, which we use to introduce the papers of this special issue.
Keywords Norms · Multiagent Systems · Normative multiagent systems · Social
mechanism design · Artifical social systems

1 Towards a more dynamic interactionist view
Traditionally normative systems have been studied in philosophy, sociology, law, and ethics,
and during the past two decades they have been studied in deontic logic in computer science
(EON). Normative multiagent systems is a research area where the traditional normative
systems and EON research fields meet agent research. The proposed solutions to the EON
research problems are changing, and solutions based on multiagent systems are increasing.
Gradually the EON research focus changes from logical relations among norms, to, for
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example, agent decision making, and to systems in which norms are created and in which
agents can play the role of legislators. The eighth conference on Deontic Logic in Computer
Science in 2006 in Utrecht, the Netherlands had as special focus “artificial normative systems” [10,11], and the seventh conference [14,15] in 2004 in Madeira, Portugal had as special
theme “deontic logic and multiagent systems.” Continuing this trend, the third workshop on
normative multiagent systems is co-located in Luxembourg in July 2008 with the ninth conference on Deontic Logic in Computer Science [11,23], which has as special topic “security
and trust,” and the fourth workshop will again be a Dagstuhl seminar to be held in March
2009.
The Agentlink Roadmap [16, Fig. 7.1] observes that norms must be introduced in agent
technology in the medium term for infrastructure for open communities, reasoning in open
environments and trust and reputation. After four days of discussion, the participants of
the second workshop on normative multiagent systems agreed to the following consensus
definition:
A normative multiagent system is a multiagent system organized by means of mechanisms to represent, communicate, distribute, detect, create, modify, and enforce norms,
and mechanisms to deliberate about norms and detect norm violation and fulfilment.
The shift towards a more dynamic interactionist view on normative multiagent systems
is reflected in the way this definition builds on its predecessor which emerged at the first
workshop on normative multiagent systems held in 2005 as a symposium of the Artificial
Intelligence and Simulation of Behaviour convention (AISB) in Hatfield, United Kingdom:
“A normative multiagent system is a multiagent system together with normative systems in
which agents on the one hand can decide whether to follow the explicitly represented norms,
and on the other the normative systems specify how and in which extent the agents can modify
the norms” [3].
The emphasis has shifted from representation issues to the mechanisms used by agents
to coordinate themselves, and in general to organize the multiagent system. Norms are communicated, for example, since agents in open systems can join a multiagent system whose
norms are not known. Norms are distributed among agents, for example, since when new
norms emerge the agent could find a new coalition to achieve its goals. Norm violations and
norm compliance are detected, for example, since spontaneous emergence norms of among
agents implies that norm enforcement cannot be delegated to the multiagent infrastructure.
This shift of interest marks the passage of focus from the more static legalistic view of
norms (where power structures are fixed) to the more dynamic interactionist view of norms
(where agent interaction is the base for norm related regulation. This ties in to what Strauss
[20] called “negotiated order,” Goffmans [12] view on institutions, and Giddens’ [9] structuration theory). The workshop vote on next generation scenarios for normative multiagent
systems clearly preferred social scenarios like virtual communities and Second Life (over
50%) to more classical e-commerce settings where centralized solutions like e-institutions
are used (less than 20%).
The legalistic view of normative multiagent systems is a top-down view which considers the normative system as a regulatory instrument to regulate emerging behavior of
open systems without enforcing the desired behavior. Agents are often motivated by
sanctions to stick to norms, rather than by their sharing of the norms. Even if agents
are allowed some freedom to create norms, this freedom is mostly restricted to the
possibility for agents to create contracts to regulate the interaction among them.
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The interactionist view on normative multiagent systems represents a bottom-up view.
In this autonomous individually oriented view norms can be seen, e.g., as regularities
of behavior which emerge without any enforcement system because agents conform
to them either because their goals happen to coincide, or because they feel themselves
as part of the group or because they share the same values of other agents. Sanctions
are not always necessary, where by sanctions we mean formal measures towards norm
violating agents carried out by agents whose task it is to sanction norm violations,
because social blame and spontaneous exclusion of non-conforming agents are often
enough.
This interactionist view, which has been promoted in the multiagent systems community
by Castelfranchi [7], becomes essential in applications related to virtual communities.
In Second Life, for example, communities emerge in which the behavior of its members
show increasing homogeneity.
To put this shift from legal to interactionist view into perspective, we can identify five
levels in the development of normative multiagent systems. At level 1 of off-line norm design
[19], norms are imposed by the designer and automatically enforced, and agents cannot organize themselves by means of norms. At level 2 of norm representation, norms are explicitly
represented, they can be used in agent communication and negotiation, and a simple kind of
organizations and institutions can be created. At level 3 of norm manipulation, a legal reality
is created in which agents can add and remove norms following the rules of the normative
system. Whereas existing normative multiagent systems are still at one of these first three
levels of norm autonomy (for an introduction to norm autonomy in multiagent systems, see
[24]), multiagent system research is now moving to level 4 of social reality, and is concerned
with the 10 challenges discussed in Sect. 3 below. We believe that there is at least one more
level to be dealt with in the future. At level 5, the norms create a new moral reality. This
goes beyond present studies in machine ethics [1]. Machine ethics is more concerned with
agent decision making in the context of norms, which is an issue dealt with at each level of
normative multiagent systems, than with creating a new ethics.
Clearly, for each level the development of the normative multiagent system will take a
much larger effort than the development of similar systems at lower levels. For example,
if norm are explicitly represented (level 2) rather than built into the system (level 1), then
the system has to be much more flexible to deal with the variety of normative systems that
may emerge. However, it may be expected that normative multiagent systems realized at
higher levels will have a huge effect on social interaction, in particular on the web. Before
introducing the papers of this special issue, we discuss some examples and several research
needs that arise in this more dynamic interactionist view on normative multiagent systems.
2 Examples of an interactionist view
We illustrate the more dynamic interactionist viewpoint on normative multiagent systems
using virtual communities in virtual reality settings like Second Life. In these virtual communities, human agents interact with artificial agents in a virtual world. The new communication instruments offered by the internet have resulted in the creation of virtual communities
of users sharing information, emotions, or hobbies. When the interaction possibilities are
multiplied in applications like Second Life or multi-player online games, new scenarios
emerge.
In particular, given the higher degree of freedom of behavior with respect to the real world,
and the unaccountability offered by anonymity, on the one hand, as said above, spontaneous
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communities emerge showing regularities of behavior. However, to preserve the autonomy
of the members of these communities, interactionist mechanisms for regulating behavior are
needed. Thus, members of communities should be endowed with tools to make the community norms explicit and communicable to preserve their members’ autonomy.
The participants will eventually end up creating their own norms and rules, even if in
virtual communities like Second Life and in multi-player games normative infrastructure is
imposed by the designers. Sometimes, the rules created by the participants counter the designers’ objectives and rules and players start to play in ways unforeseen by the game designers.
An example is discussed by Ludlow [17] from Sony’s EverQuest. EverQuest is a
multiplayer online game where gamers are supposed to fight each other in a world of snakes,
dragons, gods, and the Sleeper. Sony intended the Sleeper to be unkillable and gave it extreme
high hit points. However, a combined combat of close to 200 players nearly succeeded to kill
the ‘animal.’ Unfortunately, Sony decided to intervene and rescue the Sleeper. Most of the
discussion on this example has highlighted the decrease in trust of the game players in Sony,
despite the fact that the next day Sony let the game players beat the Sleeper. However, in
this paper we would like to highlight what this story tells us about the goals of game players,
and its consequences for necessary technology in games. The following quote illustrates the
excitement in killing the Sleeper.
A supposedly [player-vs.-player] server banded together 200 people. The chat channels across the server were ablaze, as no less than 5,000 of us listened in, with OMG
theyre attempting the Sleeper! Good luck d00dz! Everyone clustered near their screens,
sharing the thrill of the fight, the nobility of the attempt and the courage of those brave
200. Play slowed to a crawl on every server as whispers turned to shouts, as naysayers
predicted, It can’t be done or It will drop a rusty level 1 sword and most of us just held
our breath, silently urging them forward. Rumors abounded: If they win, the whole
EQ world stops and you get the text from the end of Wizardry 1, or If they win, the
president of Sony will log on and congratulate them. With thousands watching and
waiting, the Sleeperć6s health inched ever downward.
...
[EverQuest player] Ghenwivar writes, On Monday, November 17th, in the most amazing and exciting battle ever, [EverQuest guilds] Ascending Dawn, Wudan and Magus
Imperialis Magicus defeated Kerafyrm, also known as The Sleeper, for the first time
ever on an EverQuest server. The fight lasted approximately three hours and about
170–180 players from [EverQuest server] Rallos Zeks top three guilds were involved.
Hats off to everyone who made this possible and put aside their differences in order to
accomplish the impossible. Congratulations RZ!!! [17]
Normative multiagent systems study multiagent technology to support the emergent cooperation in online multi-player games like EverQuest [2]. The example illustrates that the game
had been so well wrought that a real coalition of communities of players had formed, one that
was able to set aside the differences between the communities, at least for a night, in pursuit
of a common goal. This was not intended nor foreseen by Sony, and getting two hundred
people to focus on accomplishing the same task is a challenge.
Why, you might ask, would anyone waste four hours of their life doing this? Because
a game said it couldn’t be done.
This is like the Quake freaks that fire their rocket launchers at their own feet to propel
themselves up so they can jump straight to the exit and skip 90% of the level and finish
in 2 seconds. Someone probably told them they couldn’t finish in less than a minute.
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Games are about challenges, about hurdles or puzzles or fights overcome. To some
players, the biggest hurdle or challenge is how to do what you (the designer) said
couldn’t happen. If you are making a game, accept this. [17]
A typical problem in virtual communities is caused by the ease in which new participants
can enter the community, known as “newbies.” The virtual communities should be able to
defend itself from dangerous new players, and normative systems are a way to pose virtual
gates to such communities. “Griefers would also maintain numerous alts that were sent out
into greater Alphaville in attempts to scam and disrupt other houses. Because alts were usually abandoned soon after they had been created, they appeared to others as new characters,
and this had the effect of making many players highly suspicious of newbies, and of generating virtual gated communities in response.” [17] However, a virtual space should be able
to deal with honest new participants. It has been noted that existing communities establish
practices which tend to exclude newly entered participant in the virtual space: “Processes of
norm building were visible, resulting in patterns of established users versus outsiders; new
bonds were created, and users experience an appropriation of this newly created virtual public
space: parts of the Digital City were ‘taken over’ by active established users who behaved as
a closed community and were perceived accordingly by the outsiders.” [22]
As illustrated by the “newbies” example, there are some aspects in which normative
systems for virtual communities are more challenging than traditional regulations. For example, the construction of autonomous virtual communities cannot ground itself on an external
legal system—apart from most serious cases like frauds going beyond the virtual environment—
as in e-commerce applications that ground the validity of online contracts on the relevant
human regulations. Consequently, these normative systems should be developed separately,
in the same way as different national systems are created independently. Another issue is
related to the possibility to augment actions in virtual scenarios: in these scenarios characters
can be created with their own behavior that have more abilities then humans in the real world
(e.g., flying, walking through wall), objects nor existing in reality, and even places. Moreover,
the abilities of characters are not only related to the ones of their players: e.g., an avatar in
Second Life entering a dancing room can acquire new dancing abilities which it did not have
before and will lose afterwards. Thus the autonomy of characters assumes new dimensions.

3 Ten research challenges for the interactionist view
For the 10 challenges posed by the interactionist viewpoint, we take the perspective from an
agent programmer, and consider which kinds of tools like programming primitives, infrastructures, protocols, and mechanisms she needs to deal with norms in the example scenario.
Similar needs exist at the requirements analysis level, or the design level, but we have chosen
for the programming level since it makes the discussion more concrete, and this level is
often ignored when norms are discussed. The list is not exhaustive, and there is some overlap
between the challenges. Our aim is to illustrate the range of topics which have to be studied,
and we therefore do not attempt to be complete.
Challenge 1 Tools for agents supporting communities in their task of recognizing, creating,
and communicating norms to agents.
Even if social norms emerge informally, e.g., when a community becomes more complex
and more open, an explicit representation of norms becomes necessary. There are still numerous philosophical problems for the representation of norms, see, for example, [13]. However,
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the new problem is the role of the agents and humans involved in the interaction with the
multiagent system.
Challenge 2 Tools for agents to simplify normative systems, recognize when norms have
become redundant, and to remove norms.
Challenge 2 is the counterpart of Challenge 1, because the natural tendency of overregulation creates the need for a counterbalance. Since all norms come with a cost, for example to
process them, to communicate them, to maintain them, or to enforce them, norms should only
be introduced when they are really needed, and they should be removed as soon as they are
no longer needed. For example, when the number of violations is increasing, this is typically
a case where norms must be changed or removed, rather than where norm enforcement has
to be increased.
Challenge 3 Tools for agents to enforce norms.
If we allow communities of agents to create their own normative multiagent systems, then
the issue of how to enforce the norms arises. In case a centralized approach is needed, the
infrastructure should support the enforcement of norms created by the communities. In a
distributed approach, roles should be defined for agents in charge of monitoring and sanctioning. The virtual environment can offer new opportunities for norm enforcement not found
in the usual environments. For example, evidence about agent behaviors can be collected via
the logfiles of the system.
Challenge 4 Tools for agents to preserve their autonomy.
Challenge 4 is the counterpart of Challenge 3, because there is a natural tendency to enforce
norms by regimenting them into the system. The danger highlighted by Castelfranchi [8]
is related to the “formalization” of the informal. Norms have the nature of general directives which cannot cover all cases nor avoid all conflicts with other norms. Thus, normative
multiagent systems need to preserve the autonomy of agents regarding the making of decisions
about norm compliance and norm violation. Agents in charge of monitoring and enforcing
norms should be flexible enough to preserve the autonomy of the agents subject to the norms
with respect to norm violations, for instance in circumstances that differ from the circumstances which the norms have been defined to preserve and where norm compliance is not
advantageous for the normative multiagent system.
Challenge 5 Tools for agents to construct organizations.
As the example about EverQuest example shows, cooperation among the participants of
virtual reality can result in coalitions which can achieve results which go beyond the ones
reachable by their members. This is of great interest for participants in virtual reality, also
because Second Life is becoming a place where business takes place. Thus, participants
should be given some facilities and tools which allow the construction and management of
organizations to achieve their goals. Note that in the real world such mechanisms exist, first
of all the laws which allow the creation of organizations and attribute the responsibilities to
different entities. E-institutions as proposed in multiagent systems can be a starting point, but
they are often too flat—i.e., not hierarchically organized—and they usually do not support
the dynamics of the underlying normative systems by allowing the creation of new norms.
Challenge 6 Tools for agents to create intermediate concepts and normative ontology, for
example to decide about normative gaps.
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In real institutions norms have a fuzzy character in the sense that they are not able to cover
all possible situations. In particular because new situations can arise, e.g., due to technological advancement (for instance: is a digital signature the same as an handwritten signature?)
This problem increases exponentially in virtual worlds where all kind of new behaviors and
objects can be defined. The solution in real normative systems is to endow some agents with
powers to decide whether a new concept is subsumed by another one. The role of agents in
the logical reasoning of a normative system is something which is still missing in the state
of the art of the field.
Challenge 7 Tools for agents to decide about norm conflicts.
This challenge is related to Challenge 6 since norms do not cover all possible cases and
conflicts between norms are possible. Thus agents need a mechanism to take decisions in
situations of conflicting norms. The mechanism cannot always be automated, for example
because the degree of freedom in virtual world to create new behaviors and objects norms
may become underspecified. Thus, the problem is to define normative systems, where, like in
human normative systems, roles are defined and role keepers are empowered to take decision
when automated reasoning alone is not enough. At some point, the view of the normative
system as a self contained logical system is not viable anymore.
Challenge 8 Tools for agents to voluntarily give up some norm autonomy by allowing automated norm processing in agent acting and decision making.
In many examples, the autonomy of the agent must be adjusted to the context. In general
avatars are graphical representations of users of a system and can be seen as interface agents.
Avatars living in Second life are interface agents for human players but also increasingly
for autonomous agents. Consider the example above, where new abilities like dancing are
automatically added to the avatar. Moreover, even if now prohibited, autonomous agents
should be allowed to on the player’s behalf cope with events that occur when the player is
not online. It is possible to envisage a scenario where avatars are partially programmed to
take autonomous decisions when the player is off-line. Among these decisions is whether to
comply with norms of the community the avatar is acting into.
Note that these mechanisms are useful not only when the avatar is acting autonomously
on behalf of its off-line owner, but also during the activity of the player. In real life norms
are often violated just by distraction, ignorance or by lack of resources and the violator does
not gain anything by its deviant behavior. The same will eventually happen in virtual worlds,
especially when norms to be respected will not be necessarily intuitive or similar to the ones
of real world. In these cases, the decision to conform to norms can be left to the avatar and the
player can be relieved from this task. E.g., consider the case of communities where nudity
of avatars is prohibited. The player could simply leave to its avatar the burden to conform to
the norms by automatically disabling actions which are deviant with respect to the norms.
Challenge 9 Tools for conviviality.
Since scenarios like Second life are aiming at people having pleasant social interactions,
and norms may interfere with the goals of the players, the impact of norms on this dimension
must be considered. Norms should not constrain the freedom of participants too much and
allow to avoid unpleasant behavior from other agents, but there is also a more subtle effect to
be considered. Social interaction is regulated by social conventions, which can be modeled
as a sort of institution. Part of the fun of “living” in Second life, like when participating in
a carnival or when embodying a character of a drama depends—according to Taylor [6,21]
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who calls this effect “conviviality”—is the temporary displacement with respect to the usual
norms of social life. In particular, in the sense that in social relations the player acquires new
social powers which he does not have in his first life.
The tools for conviviality should study social dependencies among players and indicate
how these dependencies can be made less unbalanced by attributing more social powers to
some players. Note that, as in the example about automatic learning of dancing abilities in
Sect. 2, adding social powers in a virtual reality can take a more extended sense, since in
the real world physical abilities cannot be added. Tools for conviviality should also facilitate
the introduction of new participants in a virtual community by addressing the “newbies”
problems.
Challenge 10 Tools for legal responsibility of the agents and their principals.
Nowadays, agents become subjects of human legislation. For example, it is debated if
agents have responsibilities beyond the ones attributed to their owner, or if agents can be
really attributed mental states which are to be taken into account in the attribution of responsibilities. However, in scenarios like Second life, new questions arise. Participants accept
the rules of the game and they should be made aware whether following the rules of some
communities leads to infringement of real legislations.

4 Papers in this issue
This special issue on Normative Multiagent Systems includes four papers, selected from over
thirty papers presented at the second workshop on normative multiagent systems in Dagstuhl.
The papers start to address the 10 challenges of the interactionist view, covering different
dimensions of the normative multiagent systems field: the first one is a recent evolution of the
traditional deontic logic approach, the second paper concerns the interaction between mental
attitudes and norms, the third article addresses the ontological point of view on collectives
of agents who are regulated by norms, and the fourth one provides an automatic translation
from norm specification to a rule based implementation.
“Prioritized Conditional Imperatives: Problems and a New Proposal” by Jörg Hansen
observes a problem with reasoning about prioritized imperatives. It surveys various ways in
which conflicts among conflicting imperatives are resolved, and concludes that none of them
satisfies the relevance postulate that “any imperative should be considered relevant (included)
as long as it is not violated or, in the given situation, conflicts with other imperatives that are
also considered relevant (included) and do not rank lower.” A logical framework for conditional imperatives is introduced in the tradition of input/output logic, extended with priorities.
In this formal framework, a new conflict resolution mechanism satisfying the postulate is
defined. The relevance of this result extends to reasoning with conditionals in other domains
such as reasoning about prioritized default rules.
“BIO Logical Agents: Norms, Beliefs, Intentions in Defeasible Logic” by Guido
Governatori and Antonino Rotolo studies an exemplary problem of interaction among norms
and mental attitudes. The authors follow the BOID (Belief, Obligation, Intention, Desire)
architecture [5] approach to describe agents and agent types. In this view the behavior of
agents is the outcome of a rational balance among their (possibly conflicting) mental states
and also normative (external) factors such as obligations. The paper addresses several issues:
first of all the definition of policy-based motivations, as rules, which are triggered by potentially recurring circumstances in agent’s life. Secondly, in contrast with the idea that side
effects are never intended, the authors argue that some side effects could be intended, which
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is particularly important for the notion of responsibility in legal contexts. Thirdly, in the
formal mechanism the concept of rule conversion is introduced, which allows to derive some
motivations by using rules devised for inferring different motivations (e.g., intentions from
beliefs). Fourthly, the notion of agent type has been analyzed from the complexity point view.
To deal with the side-effect problem, conflict resolution turns out to be very expensive in
case of social agents. Finally, the paper is important also for its methodological choice: the
formalism used to analyze the problem is Defeasible Logic, a non-monotonic logic—since
it has to deal with conflicts—which is computationally feasible—linear complexity—so that
it provides a realistic tool also to implement agents and not only to study their properties.
In “Norms and Plans as Unification Criteria for Social Collectives” Aldo Gangemi builds
an ontology for “normative intentional collectives.” If collective acceptance as discussed by
Searle [18] is the basis of social reality, and thus also of normative multiagent systems, then the
notion of collective has not yet received enough attention. This paper fills this gap providing
a first order formalization as well as an OWL (i.e., Description Logic) representation of the
relation between norms and collectives. The ontology is based on the distinction between
descriptions and situations to separate relations between ‘conceptual elements,’ like norms,
from relations between ‘observable elements,’ like cases, states of affairs, etc. described by
norms. Formally, a reification mechanism allows to have descriptions and situations in the
same domain of quantification (i.e. at the same logical level), and to relate them by means of
a reified relation of satisfiability. Gangemi criticizes the definition of normative multiagent
system given in [3] (see Sect. 1) in that it detaches the normative system from the multiagent
system. Norms are a specification of a conceptualization whose objective is regulatory, and
social agents use norms as constraints within their own plans. This view leads to the definition of intentional normative collectives as knowledge communities unified by a plan that,
in turn, is entrenched with norms according to the possible interaction between norms and
plans. Here knowledge communities are collections of agents unified by descriptions that are
shared by the member agents.
The paper “From the Specification to the Implementation of Norms: An Automatic
Approach to Generate Rules from Norms to Govern the Behavior of Agents” by Viviane
Torres da Silva deals with the specification of norms and their implementation by defining an automatic transformation to generate the implementation based on the specification.
In this way specifications of norms can be given without having to also learn the implementation language. The specification language provided extends previous proposals under
several respects: not only dialogical actions are the object of norms, conditions and temporal
situations related to norms are introduced, sanctions pointing out the authorized agents that
can apply the punishments are defined, and norms activate other norms conditioned to their
activation, deactivation, fulfillment or violation. All these features of the specification of a
norm find support in the implementation provided in Jess: the translation from the norm
specification to the Jess rules is made via an automated translator. The Jess system can be
used by the agents who must be aware of the active norms as well as by the governance
mechanism to become aware of the fulfilled norms and norms violations in order to apply
the corresponding sanctions.

5 Future research
The four papers selected from NorMAS07 touch upon the issues we described in the section
on 10 challenges for the interactionist view of normative multiagent systems. We expect the
papers of NorMAS08 to further delve into these issues and that NorMAS09 will clarify the
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challenges even more, hopefully even with implementations of interactionalist mechanisms
in hybrid social games.
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Normative multiagent systems provide agents with abilities to autonomously devise societies and organizations coordinating their behavior via social norms and laws. In this paper we study how agents
negotiate new social norms and when they accept them. We introduce a negotiation model based on
what we call the social delegation cycle, which explains the negotiation of new social norms from
agent desires in three steps. First individual agents or their representatives negotiate social goals, then
a social goal is negotiated in a social norm, and finally the social norm is accepted by the agents
when it leads to fulfilment of the desires the cycle started with. We characterize the allowed proposals during social goal negotiation as mergers of the individual agent desires, and we characterize the
allowed proposals during norm negotiation as both joint plans to achieve the social goal (obligations
associated with the norm) and the associated sanctions or rewards (a control system associated with
the norm). The norm is accepted when the norm is stable in the sense that agents will act according to
the norm, and effective in the sense that fulfilment of the norm leads to achievement of the agents’ desires. We also compare norm negotiation with contract negotiation and negotiation of the distribution
of obligations.

1. Introduction
Social norms and laws can be used to guide the emergent behavior of multiagent systems.
Moreover, these norms guiding the emergent behavior of the system can also emerge themselves, leading to a challenge for models of normative multiagent systems. To deal with the
apparent recursion in the definition of the emergence of norms, we need a model making
it precise when and how norms can emerge. Since agents may have conflicting goals with
respect to the norms that emerge, they try to negotiate amongst each other which norm will
emerge. Moreover, we may say that a norm has emerged when it has been accepted by the
agents, as has been studied, for example, by Conte et al.14
The negotiation and acceptance of norms has to obey various principles. For example,
to accept a norm, an agent has to recognize it as a norm, the norm must contribute to the
goals or desires of the agent, and it must be obeyed by the other agents. Consequently, the
challenge for a model of norm negotiation is how to explain what it means, for example, to
recognize or to obey a norm. Moreover, there are additional challenges, for example how
1
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new norms interact with existing ones.
In this paper we study norm emergence and acceptance using a model of norm negotiation. It is based on a distinction between social goal negotiation and the negotiation of the
obligations with their control system. Roughly, the social goals are the potential benefits
of the new norm for the agents, and the obligations are the potential costs of the new norm
for the agents in the sense that agents risk being sanctioned if they do not respect the norm.
Moreover, in particular when representatives of the agents negotiate the social goals and
norms, the agents still have to accept the negotiated norms.14 The norm is accepted when
the norm is stable in the sense that agents will act according to the norm, and effective
in the sense that fulfilment of the norm leads to achievement of the agents’ desires – i.e.,
when the benefits outweigh the costs. Summarizing, norm negotiation can be described by
the so-called social delegation cycle visualized in Figure 1.
social goal
goal
negotiation

agent
desires

norm
negotiation

norm
acceptance

norm

Fig. 1. ∆: the social delegation cycle.

The conceptual model we use to study and formalize the social delegation cycle is
based on a formal characterization of normative multiagent systems we have developed
in several other papers.7,8 This characterization combines a game-theoretic approach with
cognitive agents, rule based systems and input/output logics. The advantage given by this
formal system is that it combines a qualitative theory of agent decision-making with a
detailed ontology of normative systems. The decision making is used to explain how agents
negotiate goals and norms, and when they accept norms.
Within the model of normative multiagent systems, we have to choose a protocol for
negotiation. Since we are not interested in the intricacies of negotiation itself, but in the
relation among goal negotiation, norm negotiation and acceptance, we choose a relatively
simple abstract turn-taking model which we can use for both negotiation steps. The central
issue in such an abstract negotiation model is the definition of an allowed proposal for a
social goal or for a norm, for which we define additional conditions.
The layout of this paper is as follows. In Section 2 we give an introduction to normative
multiagent systems, and in Section 3 we discuss an abstract model of the social delegation
cycle. In Section 4 we define the conceptual model in which we study and formalize the
social delegation cycle, and in Section 5 we define our version of the negotiation protocol
and the logic of rules. In Section 6 we formalize goal negotiation, in Section 7 we formalize
norm negotiation, and in Section 8 we formalize the acceptance relation.

365
May 26, 2006

11:24

WSPC/INSTRUCTION FILE

sdc

Norm Negotiation 3

2. Normative multiagent systems
Jones and Carmo21 define a normative system as “Sets of agents whose interactions are
norm-governed; the norms prescribe how the agents ideally should and should not behave.
[...] Importantly, the norms allow for the possibility that actual behavior may at times deviate from the id eal, i.e., that violations of obligations, or of agents’ rights, may occur.” Since
the agents’ control over the norms is not explicit here, we use the following definition.
A normative multiagent system is a multiagent system together with normative systems in which agents can decide whether to follow the explicitly represented norms, and the normative systems specify how and in
which extent the agents can modify the norms.9
Note that this definition makes no presumptions about the internal architecture of an agent
or of the way norms find their expression in agent’s behavior.
Since norms are explicitly represented, according to our definition of a normative multiagent system, the question should be raised how norms are represented. Norms can be
interpreted as a special kind of constraint, and represented depending on the domain in
which they occur. However, the representation of norms by domain dependent constraints
runs into the question what happens when norms are violated. Not all agents behave according to the norm, and the system has to deal with it. In other words, norms are not hard
constraints, but soft constraints. For example, the system may sanction violations or reward
good behavior. Thus, the normative system has to monitor the behavior of agents and enforce the sanctions. Also, when norms are represented as domain dependent constraints,
the question will be raised how to represent permissive norms, and how they relate to obligations. Whereas obligations and prohibitions can be represented as constraints, this does
not seem to hold for permissions. For example, how to represent the permission to access
a resource under an access control system? Finally, when norms are represented as domain
dependent constraints, the question can be raised how norms evolve.
We therefore believe that norms should be represented as a domain independent theory.
For example, deontic logic40,38,37,25,26,27 studies logical relations among obligations and
permissions, and more in particular violations and contrary-to-duty obligations, permissions and their relation to obligations, and the dynamics of obligations over time. Therefore, insights from deontic logic can be used to represent and reason with norms. Deontic
logic also offers representations of norms as rules or conditionals. However, there are several aspects of norms which are not covered by constraints nor by deontic logic, such as
the relation between the cognitive abilities of agents and the global properties of norms.
Conte et al.14 say that normative multiagent systems research focuses on two different
sets of problems. On the one hand, they claim that legal theory and deontic logic supply
a theory for of norm-governed interaction of autonomous agents while at the same time
lacking a model that integrates the different social and normative concepts of this theory.
On the other hand, they claim that three other problems are of interest in multiagent systems
research on norms: how agents can acquire norms, how agents can violate norms, and how
an agent can be autonomous. For artificial agents, norms can be designed as in legal human
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systems, forced upon, for example when joining an institution, or they can emerge from
the agents making them norm autonomous.39 Agent decision making in normative systems
and the relation between desires and obligations has been studied in agent architectures,10
which thus explain how norms and obligations influence agent behavior.
An important question is where norms come from. Norms are not necessarily created by
a single legislator, they can also emerge spontaneously, or be negotiated among the agents.
In electronic commerce research, for example, cognitive foundations of social norms and
contracts are studied.7 Protocols and social mechanisms are now being developed to support such creations of norms in multiagent systems. When norms are created, the question
can be raised how they are enforced. For example, when a contract is violated, the violator
may have to pay a penalty. But then there has to be a monitoring and sanctioning system,
for example police agents in an electronic institution. Such protocols or roles in a multiagent system are part of the construction of social reality, and Searle32 has argued that such
social realities are constructed by constitutive norms. This again raises the question how
to represent such constitutive or counts-as norms, and how they are related to regulative
norms like obligations and permissions.8
Not only the relation between norms and agents must be studied, but also the relation
between norms and other social and legal concepts. How do norms structure organizations?
How do norms coordinate groups and societies? How about the contract frames in which
contracts live? How about the relation between legal courts? Though in some normative
multiagent systems there is only a single normative system, there can also be several of
them, raising the question how normative systems interact. For example, in a virtual community of resource providers each provider may have its own normative system, which
raises the question how one system can authorize access in another system, or how global
policies can be defined to regulate these local policies.8
Summarizing, normative multiagent systems study general and domain independent
properties of norms. It builds on results obtained in deontic logic, the logic of obligations
and permissions, for the representation of norms as rules, the application of such rules,
contrary-to-duty reasoning and the relation to permissions. However, it goes beyond logical
relations among obligations and permissions by explaining the relation among social norms
and obligations, relating regulative norms to constitutive norms, explaining the evolution
of normative systems, and much more.
Within multiagent systems, norms and social laws are used to design social mechanisms, and in normative systems, agent theory is used to analyze and simulate social
phenomena. Various examples can be found in a forthcoming double special issue of Computational and Mathematical Organizational Theory on normative multiagent systems.9
The models most closely related to the one presented in this paper can be found in work
on artificial social systems by Tennenholtz and colleagues, and the work on social theory
by Castelfranchi, Conte and colleagues, which we discuss in the following section. The
detailed model of normative systems including a sanction-based control system together
with the game-theoretic aspects like acceptance and backward induction distinguishes
our approach from numerous other approaches of social norms and laws in multiagent
systems.16,17,18,19,24,33
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3. Social delegation cycle
To motivate our model, we start with an abstract description of the social delegation cycle
using artificial social systems. The problem studied in artificial social systems is the design, emergence or more generally the creation of social laws. Shoham and Tennenholtz33
introduce social laws in a setting without utilities, and they define rational social laws as
social laws that improve a social game variable.34 We follow Tennenholtz’ presentation of
artificial social systems for stable social laws.36
The desires of the agents are represented by their utilities. A game or multi-agent encounter is a set of agents with for each agent a set of strategies and a utility function defined
on each possible combination of strategies. Tennenholtz only defines games for two agents
to keep the presentation of artificial social systems as simple as possible, but he observes
also that the extension to the multi-agent case is straightforward.36
Definition 3.1. A game (or a multi-agent encounter) is a tuple hN, S, T, U1 , U2 i, where
N = {1, 2} is a set of agents, S and T are the sets of strategies available to agents 1 and 2
respectively, and U1 : S × T → IR and U2 : S × T → IR are real-valued utility functions
for agents 1 and 2, respectively.
The social goal is represented by a minimal value for the social game variable.
Tennenholtz36 uses as game variable the maximin value. This represents safety level decisions, in the sense that the agent optimizes its worst outcome assuming the other agents
may follow any of their possible behaviors. See Tennenholtz’ paper for a discussion why
this is natural in many multi-agent systems, where a payoff corresponds to the achievement
of a particular user’s specification.
Definition 3.2. Let S and T be the sets of strategies available agent 1 and 2, respectively,
and let Ui be the utility function of agent i. Define U1 (s, T ) = mint∈T U1 (s, t) for s ∈ S,
and U2 (S, t) = mins∈S U2 (s, t) for t ∈ T . The maximin value for agent 1 (respectively 2)
is defined by maxs∈S U1 (s, T ) (respectively maxt∈T U2 (S, t)). A strategy of agent i leading to the corresponding maximin value is called a maximin strategy for agent i.
The social norm is represented by a social law, which has been characterized as a restriction of the strategies available to the agents. It is useful with respect to an efficiency
parameter e if each agent can choose a strategy that guarantees it a payoff of at least e.
Definition 3.3. Given a game g = hN, S, T, U1 , U2 i and an efficiency parameter e, we
define a social law to be a restriction of S to S ⊆ S, and of T ⊆ T . The social law
is useful if the following holds: there exists s ∈ S such that U1 (s, T ) ≥ e, and there
exists t ∈ T such that U2 (S, t) ≥ e. A (useful) convention is a (useful) social law where
|S| = |T | = 1.
A social law is quasi-stable if an agent does not profit from violating the law, as long
as the other agent conforms to the social law (i.e., selects strategies allowed by the law).
Definition 3.4. Given a game g = hN, S, T, U1 , U2 i, and an efficiency parameter e,
a quasi-stable social law is a useful social law (with respect to e) which restricts S
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to S and T to T , and satisfies the following: there is no s0 ∈ S − S which satisfies
U1 (s0 , T ) > maxs∈S U1 (s, T ), and there is no t0 ∈ T − T which satisfies
U2 (S, t0 ) > maxt∈T U2 (S, t).
The three steps of the social delegation cycle in this classical game-theoretic setting can
be identified as follows.
Goal negotiation implies that the efficiency parameter is higher than the utility the agents
expect without the norm, for example represented by the Nash equilibria of the
game.
Norm negotiation implies that the social law is useful (with respect to the efficiency parameter).
Acceptance relation implies that the social law is quasi-stable.
An important class of examples from game theory are coordination problems, like the
choice between driving on either the right hand or the left hand side of the road. Such
problems are characterized by the fact that it does not matter which option we choose, as
long as everyone chooses the same option. Another classic example from game theory is
the prisoner’s dilemma, which is characterized by the fact that optimal situations can be
reached only when we introduce sanctions on behaviors (such as defecting). Both of these
examples can be modeled in artificial social systems. Without norms the agents expect
accidents and defects, and therefore in goal negotiation the efficiency parameter is set such
that there are no accidents, and no defections. The norm negotiation implies that the agent
should all drive on the right hand side of the street and they should not defect (otherwise
they are sanctioned), and finally the agents accept the norm, because they know that another
agent will obey it (if all other agents do so too).
However, there are also drawbacks of this game-theoretic model of the social delegation
cycle. Due to the uniform description of agents in the game-theoretic model, it is less clear
how to distinguish among kinds of agents. For example, the unique utility aspiration level
does not distinguish the powers of agents to negotiate a better deal for themselves than for
the other agents. Moreover, the formalization of the social delegation cycle does neither
give a clue how the efficiency parameter is negotiated, nor how the social law is negotiated.
For example, the desires of the agents as well as other mental attitudes may play a role in
this negotiation. Finally, an additional drawback is that the three ingredients of the model
(agent desires, social goals, and social laws) are formalized in three different ways. These
drawbacks also seem to hold when a normative system to encode enforceable social laws
is added to the artificial social system model.6
To make a more realistic representation of the above notions, some models use a more
detailed cognitive agent theory, in which agents are motivated by desires and goals, and
norms are explicitly represented inside agents. For example, Conte et al.14 discuss under
which conditions new norms can be acquired by cognitive agents by recognizing them
and accepting that they become goals. Conte et al.’s first condition for norm recognition
concerns the evaluation of the source. They say that “if the norm is not based upon a
recognized norm, the entity y that has issued the norm is evaluated. If y is perceived to
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be entitled to issue norms (it is a normative authority), then [the obligation issued by y
and addressed to the set of agents X to obtain q, written as] OyX (q), can be accepted as
a norm.” Their second relevant issue in the recognition of a norm is the evaluation of the
motives for which the norm has been issued. “OyX (q) is issued for y’s personal/private
interest, rather than for the interest y is held to protect: if x believes that y’s prescription is
only due to some private desire, etc., x will not take it as a norm. x might ignore what the
norm is for, what its utility is for the group or its institutions, but may expect that the norm
is aimed at having a positive influence for the group; at least, it is necessary that x does not
have the opposite belief, that is, that the norm is not aimed to be ‘good for’ the group at
large, but only for y. ... y is entitled only to deliver prescriptions and permissions that are
aimed at the general rather than at its own private interest.”
Conte et al. claim that for the acceptance of norms as goals to be considered in the
decision process requires, instead, the following stronger condition.
“A norm-autonomous agent accepts a norm q, only if it sees accepting q
as a way of achieving (one of) its own further goal(s).”
This condition is formalized as follows, where OBTX (q) means that the agents X
obtain q. It “states that x forms a normative goal OBT X (q) (i.e. accepts the norm q)
if x believes that the norm exists (for agents in set X) and that fulfilling the norm (i.e.
OBT X (q)) is instrumental to one of its own goals.”
BELx (OyX (q) ∧ INSTR(OBT X (q), p) ∧ GOALx (p|r)) ⊃
N -GOALx (OBT X (q)|GOALx (p|r) ∧ r)
Conte et al. emphasize that they “do not require q to be instrumental for the goal p, but
rather OBT X (q). With OBT X (q) in this context we mean the fulfilment of the norm q by
all members of X. The difference is that in this case we only try to fulfil the norm, because
it is a norm. We could also have the much stronger case in which we believe that the norm
itself is to the benefit of our goal p. This is somehow ‘internalising’ the norm and making
it our own goal. This would formally be described by:
BELx (OyX (q) ∧ INSTR(q, p) ∧ GOALx (p|r)) ⊃ C -GOALx (q|GOALx (p|r) ∧ r) ”
Conte et al. observe that the achievement of the norm can be instrumental to some goal
of the agent in different ways:
(1) Arbitrated instrumentality: “x sees accepting q as a means to obtain a non-natural consequent reward. In particular, avoidance of punishment, social praise, etc.,” where they
distinguish among avoidance of external or internal punishment, and achievement of
external or internal reward.
(2) Natural instrumentality, where they distinguish self-interested from value-oriented.
Finally, Conte et al. observe that a norm must have general recognition. “Without a
general recognition, a social norm is not a norm. (At the legal level it is sufficient that the
authority is recognised as authority and that the norm is recognised as correctly issued by
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it). Autonomous agents subject to norms are in fact autonomous norm creators. They create
norms through their evaluation and recognition, through their compliance, and through their
interpersonal issuing, monitoring and judging.”
From this cognitive setting we learn the following for the social delegation cycle:
Goal negotiation: To be a norm, a norm must not be issued in the interest of the authority
only. Thus for an agent to recognize a norm as such, the norm must be aimed to be
good for the group at large.
Norm negotiation: The creation of a norm must lead to a norm which achieves some agent
own’s goals: for example, the goal not to be considered as a violator and sanctioned, or
to be rewarded.
Acceptance relation: To be a norm the norm must be recognized, accepted and complied
with in general. Thus, the norm is created also by means of the agents’ behavior.
Given the cognitive perspective, Conte et al.’s model allows a deeper understanding
of the acquisition of norms. It leaves, however, several issues informal. In particular, what
does it mean that a norm is “good for” the group at large”? What does it means that it
is recognized in general? In general, how can a game-theoretic analysis be added to a
cognitive one to understand how norms are created?
In this paper we answer these questions in a cognitive agent framework. In our model
agent desires, social goals and social laws are all represented by qualitative rules, formalized using input/output logics.25 To formalize and characterize the negotiation of social
goals and of obligations together with their sanctions we have to formalize the negotiation
protocol including the allowed proposals: proposals which do not meet general interests
cannot be made. Our model builds on several existing formal theories to define the acceptable proposals:
Goal negotiation is based on proposals where the social goal is obtained using merging
operators, which have been proposed as generalizations of belief revision operators
inspired by social choice theory.
Norm negotiation is based on proposals that create for each social goal a set of obligations
(or revisions of existing obligations) together with sanctions or rewards.
Acceptance relation accepts or rejects a norm based on the stability criterion of artificial social systems and the general acceptance of cognitive theories, together with a
cost-benefit analysis of the agents that the costs of having to comply to the norm are
outweighed by the benefit of the social goal of the norm.
As a running example, we consider three sets of agents, who can work together in
various ways. They can make a coalition to each perform a task, or they can distribute five
tasks among them and obtain an even more desirable social goal. There can be free riders,
so they need sanctions to ensure that the norm is accepted.
We define in the following sections the conceptual framework based on rule based
systems, the generic negotiation protocol used both for social goal negotiation and norm
negotiation, and the logic of rules based on input/output logics.
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4. Conceptual model of normative multiagent systems
The conceptual model used in this paper is visualized in Figure 2, in which we distinguish
the multiagent system (straight lines) and additions for the normative system (dotted lines).
Following the usual conventions of for example class diagrams in the unified modelling
language (UML), 2 is a concept or set, — and → are relations or associations among
concepts, and −−. is the “is-a” or subset relation. The logical structure of the associations
is detailed in the definitions below.

A

N
V

AD

AD
>
GD

P

X
E
Lit

G

D
MD

MD

Rul

Fig. 2. Conceptual model of normative multiagent system.

The model consists of a set of agents (A) described (AD) by a set of boolean variables (X), including decision variables it can perform, and desires (D) guiding its decision
making. Desire rules can be conflicting, and the way the agent resolves its conflicts is described by a priority relation (≥) that expresses its agent characteristics10 . The priority relation is defined on the powerset of the motivations such that a wide range of characteristics
can be described, including social agents that take the desires of other agents or social goals
into account. The priority relation contains at least the subset-relation which expresses a
kind of independence between the motivations. Variables which are not decision variables
are called parameters (P ).
Definition 4.1. (AS)

An agent set is a tuple hA, X, D, AD, ≥i, where:

• the agents A, variables X and agent desires D are three finite disjoint sets.
• an agent description AD : A → 2X∪D is a complete function that maps each agent to
sets of variables (its decision variables) and desires, but that does not necessarily assign
each variable to at least one agent. For each agent a ∈ A, we write Xa for X ∩ AD(a),
and Da for D ∩ AD(a). We write parameters P = X \ ∪a∈A Xa .
• a priority relation ≥: A → 2D × 2D is a function from agents to a transitive and
reflexive relation on the powerset of the desires containing at least the subset relation.
We write ≥a for ≥ (a).
The motivational state of the society is composed of its social goals (G), and background knowledge is formalized by a set of effect rules (E). Desires and social goals are
abstract concepts which are described by – though conceptually not identified with – rules
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(Rul ) built from literals (Lit). They are therefore not represented by propositional formulas, as in some other approaches to agency.13,29 Agents may share decision variables, or
desires, though this expressive power is not used in this paper.
Definition 4.2. (MAS) A multiagent system is a tuple hAS , G, E, MDi, where AS =
hA, X, D, AD, ≥i is an agent set, and:
• the set of goals G is a set disjoint from A, X, and D. The motivations M = D ∪ G are
defined as the union of the desires and social goals.
• the set of literals built from X, written as Lit(X), is X ∪ {¬x | x ∈ X}, and the set
of rules built from X, written as Rul (X) = 2Lit(X) × Lit(X), is the set of pairs of a
set of literals built from X and a literal built from X, written as {l1 , . . . , ln } → l. We
also write l1 ∧ . . . ∧ ln → l and when n = 0 we write > → l. Moreover, for x ∈ X
we write ∼x for ¬x and ∼(¬x) for x.
• the set of effects E ⊆ Rul (X) is a set of rules built from X.
• the motivational description MD : M → Rul (X) is a complete function from the sets
of desires and goals to the set of rules built from X. For a set of motivations S ⊆ M ,
we write MD(S) = {MD(s) | s ∈ S}.
To describe the normative system, we introduce a set of norms (N ) and a norm description that associates violations with variables (V).
Definition 4.3. (NMAS ) A normative multiagent system is a tuple hMAS , N, V i, where
MAS = hAS , G, E, MDi is a multiagent system, AS = hA, X, D, AD, ≥i is an agent set,
and moreover:
• the set of norms N is a set disjoint from A, X, D, and G.
• the norm description V : N × A → P is a complete function that maps each pair of
a norm and an agent to the parameters, where V (n, a) ∈ P represents that a violation
by agent a of the norm n has been recognized.
We define sanction- and reward-based obligations in the normative multiagent system
using an extension of Anderson’s well-known reduction2,28 : violations and sanctions are
the consequences of not fulfilling a norm. It covers a kind of ought-to-do and a kind of
ought-to-be obligations.
Definition 4.4. (Obligation) Let NMAS = hMAS , N, V i, MAS = hAS , G, E, MDi
and AS = hA, X, D, AD, ≥i. We say that:
• x is obligatory for agent a in NMAS iff ∃n ∈ N with ∼x → V (n, a) ∈ E,
• s is a sanction for agent a in NMAS iff ∃n ∈ N with V (n, a) → s ∈ E, and
• r is a reward for agent a in NMAS iff ∃n ∈ N with ¬V (n, a) → r ∈ E.
More sophisticated notions within this kind of framework are developed elsewhere.7 In
this paper we now turn to the negotiation protocol.
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5. Generic negotiation protocol and logic of rules
A negotiation protocol is described by a sequence of negotiation actions which either lead
to success or failure. In this paper we only consider protocols in which the agents propose
a so-called deal, and when an agent has made such a proposal, then the other agents can
either accept or reject it. Moreover, they can also end the negotiation process without any
result. Such negotiation protocols can be represented by a finite state machine, but we do
not consider such representations in this paper. For turn-taking, we assume that the agents
involved are ordered (º).
Definition
5.1. (Protocol) A
negotiation
protocol
N P = hAg, deals, actions, valid , finished , broken, ºi where:

is

a

• the agents Ag, deals and actions are three disjoint sets, such
actions = {propose(a, d), accept(a, d), reject(a, d) | a ∈ Ag, d ∈ deals}
∪ {breakit(a) | a ∈ Ag}.
• valid , finished , broken are three sets of finite sequences of actions.
• º ⊆ Ag × Ag is a total order on Ag,

tuple
that

We instantiate this generic protocol for negotiations in normative multiagent systems.
We assume that a sequence of actions (a history) is valid when each agent does an action
respecting its turn in the ordering of agents. Then, after each proposal, the other agents
have to accept or reject this proposal, again respecting the ordering of agents, until they all
accept it or one of them rejects it. When it is an agent’s turn to make a proposal, it can also
end the negotiation by breaking it. The history is finished when all agents have accepted
the last deal, and broken when the last agent has ended the negotiations.
Definition 5.2. (NMAS protocol) Let NMAS be a normative multiagent system
hMAS , N, V i together with MAS = hAS , G, E, MDi and AS = hA, X, D, AD, ≥i.
A negotiation protocol N P = hAg, deals, actions, valid, f inished, brokeni, ºi for
NMAS satisfies the following constraints:
• the set of agents Ag ⊆ A consists of the negotiators representing the agents A;
• A sequence h ends iff either all agents have accepted the last proposal (finished (h)) or
the last agent has broken the negotiation (broken(h)) instead of making a new proposal.
• a history h is a sequence of actions, and valid (h) holds if:
– the propose and breakit actions in the sequence respect º,
– each propose is followed by a sequence of accept or reject actions respecting º
until either all agents have accepted the deal or one has rejected it,
– there is no double occurrence of a proposal propose(a, d) of a deal d ∈ deals by
any agent a ∈ Ag, and
– the sequence h ends.
The open issue of the generic negotiation protocol is the set of deals which can be
proposed. They depend on the kind of negotiation. In social goal negotiation the deals
represent a social goal, and in norm negotiation the deals contain the obligations of the
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agents and the associated control system based on sanctions. To define the deals, we have
to be more precise about the logic of rules we use.
We use a simplified input/output logic.25,26 A rule base is a set of rules, i.e., a set of
ordered pairs p → q. For each such pair, the body p is thought of as an input, representing
some condition or situation, and the head q is thought of as an output, representing what the
norm tells us to be desirable, obligatory or whatever in that situation. We use input/output
logics since they do not necessarily satisfy the identity rule. Makinson and van der Torre
write (p, q) to distinguish input/output rules from conditionals defined in other logics, to
emphasize the property that input/output logic does not necessarily obey the identity rule.
In this paper we do not follow this convention.
In this paper, input and output are respectively a set of literals and a literal. We use a
simplified version of input/output logics, since it keeps the formal exposition simple and it
is sufficient for our purposes here. In Makinson and van der Torre’s input/output logics, the
input and output can be arbitrary propositional formulas, not just sets of literals and literal
as we do here. Consequently, in input/output logic there are additional rules for conjunction
of outputs and for weakening outputs.
Definition 5.3. (Input/output logic25 ) Let a rule base B be a set of rules
{p1 → q1 , . . . , pn → qn }, read as ‘if input p1 then output q1 ’, etc., and consider the
following proof rules strengthening of the input (SI), disjunction of the input (OR), and
cumulative transitivity (CT) defined as follows:
p→r
SI
p∧q →r

p ∧ q → r, p ∧ ¬q → r
OR
p→r

p → q, p ∧ q → r
CT
p→r

The following four output operators are defined as closure operators on the set B using the
rules above.
out 1 : SI
out 2 : SI+OR

(simple-minded output)
(basic output)

out 3 : SI+CT
out 4 : SI+OR+CT

(reusable output)
(basic reusable output)

We write out(B) for any of these output operations, we write B `iol p → q for
p → q ∈ out(B), and we write B `iol B 0 iff B `iol p → q for all p → q ∈ B 0 .
The following definition of the so-called input-output constraint checks whether the
derived conditional goals are consistent with the input.
Definition 5.4. (Constraints26 ) Let B be a set of rules, and C a set of literals. B is
consistent with C, written as cons(B|C), iff there do not exist two contradictory literals p
and ¬p in the set C ∪ {l|B `iol C → l}. We write cons(B) for cons(B|∅).
The semantics of input/output logics, further details on its proof theory, the extension with the identity rule, alternative constraints, permissions, and examples are described
elsewhere.25,26,27 We do not consider the negotiation of permissions or constitutive norms
in this paper.

375
May 26, 2006

11:24

WSPC/INSTRUCTION FILE

sdc

Norm Negotiation 13

6. Social goal negotiation
We characterize the allowed deals during goal negotiation as a merger or fusion of the
desires of the agents, which may be seen as a particular kind of social choice process.23
Technically, we use the merging operators for merging desires into goals in the context
of beliefs,15,23 , which are generalizations of belief revision operators.1,20,22 . We simplify
these operators, because we do not use beliefs, and we make them more complex, because
we extend the operators defined on propositional formulas to merge rules.
Definition 6.1. A rule base B is a set of desire rules of an agent, a rule set S of a multiagent system is a multi-set of rule bases. Two rule sets S1 and S2 are equivalent, written as
S1 ↔ S2 , iff there exists a bijection f from S1 = {B11 , . . . , B1n } to S2 = {B21 , . . . , B2n }
V
such that out(f (B1i )) = out(B1i ) for i = 1 . . . n. We write S for the union of all rules
in S, and t for union with multi-sets.
A merging operator is defined by a set of postulates the result of the merger has to
obey. For example, the social goal should not violate the integrity constraints (R0 in Definition 6.2.), when the integrity constraints are consistent we should always manage to extract
a coherent social goal from the rule set (R1), and if possible, the social goal is simply the
conjunction of the rule bases of the rule set with the integrity constraints (R2). Moreover,
the principle of irrelevance of syntax says that if we change the syntax but not the meaning
of the desire rules of the agents, the social goal does not change (R3).
Koniecnzy23 introduces the fairness postulate, which ensures that when merging two
rule bases, the operator cannot give full preference to one of them (R4). Pareto’s conditions
in Arrow’s social choice theory3 detail how mergers of sets of rules are related (R5 and R6).
Finally there are conditions on the conjunction of integrity constraints (R7 and R8). See the
above mentioned papers for further details and motivations. In the following definition, as
well as in all following definitions, we assume that a logic of rules has been fixed.
Definition 6.2. Let `iol be an output operation, S be a rule set, E a rule base, and ∇ an
operator that assigns to each rule set S and rule base E a rule base ∇E (S). ∇ is a rule
merging operator if and only if it satisfies the following properties:
R0 If not cons(E), then ∇E (S) ↔ E
R1 If cons(E), then cons(∇E (S))
V
R2a S `iol ∇E (S)
V
V
R2b If cons( S ∪ E), then ∇E (S) `iol S
R3 If S1 ↔ S2 and E1 ↔ E2 , then ∇E1 (S1 ) ↔ ∇E2 (S2 )
R4 If B `iol E, B 0 `iol E, and cons(∇E ({B} t {B 0 }) ∪ B ∪ E),
then cons(∇E ({B} t {B 0 }) ∪ B 0 ∪ E)
R5 ∇E (S1 ) ∪ ∇E (S2 ) `iol ∇E (S1 t S2 )
R6 If cons(∇E (S1 ) ∪ ∇E (S2 ) ∪ E), then ∇E (S1 t S2 ) `iol ∇E (S1 ) ∪ ∇E (S2 )
R7 If cons(E1 ∪ E2 ), then ∇E1 (S) `iol ∇E1 ∪E2 (S)
R8 If cons(∇E1 (S) ∪ E1 ∪ E2 ), then ∇E1 ∪E2 (S) `iol ∇E1 (S)
Additional properties and the semantics of merging operators have been defined in the
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literature.23 In this paper, we only consider social goals consisting of one rule. At first sight
this may seem like a strong restriction, but more complex examples can be modeled using
effect rules in E.
Definition 6.3. (Deals in goal negotiation) In the goal negotiation protocol, the type of
the allowed deals is that deals are a rule base consisting of a single rule.
Let NMAS be a normative multiagent system hMAS , N, V i together with
MAS = hAS , G, E, MDi and AS = hA, X, D, AD, ≥i. We have d ∈ deals iff there
is a rule merging operator ∇ such that MD(d) ⊆ ∇E (MD(D(x)) | x ∈ A).
The following example illustrates that the allowed deals depend on the chosen input/output logic.
Example 6.1. Let `iol be out 3 , and consider four agents with desires represented by rule
bases each consisting of a single rule S = {{> → p}, {> → q}, {p → r}, {q → ¬r}}.
We cannot take all rules in S as the social goal, since they are not consistent. Formally, due
V
V
to (R1) we cannot propose the deal ∇∅ (S) = S, because we do not have cons( S).
We can take for example either the deal ∇∅ (S) = {> → p, > → q, p → r}, or the
deal ∇∅ (S) = {> → q, p → r, q → ¬r}, since they are consistent and they satisfy the
other postulates. For example, they satisfy (R4) since there are no two rule bases directly
conflicting with each other. In general, checking whether a social goal base satisfies the
merging postulates is non-trivial, and can be based on the semantics of merging operators.23
V
V
If we assume that `iol is out 1 , then cons( S), and due to (R2b) we have ∇∅ (S) = S.
Social goal negotiation is illustrated by our running example. We consider three sets of
agents, who can work together in various ways. They can make a coalition to each perform
a task, or they can distribute five tasks among them and obtain an even more desirable
social goal. Variables in the example are syntactic sugar. Quantification over rules means
that rules are schemata: there is a set of rules, one for each agent involved. Note that the set
of agents A is finite.
Example 6.2. (Running example) Let NMAS = hMAS , N, V i together with
MAS = hAS , G, E, MDi and AS = hA1 ∪ A2 ∪ A3 , X, D, AD, ≥i be a normative
multiagent system with, amongst others, the following ingredients:
variables: X = {task1 (a), task2 (a), task3 (a) | a ∈ A1 } ∪ . . .
Each agent in A1 can perform task 1,2,3, each agent in A2 can perform task 2,3,4, and
each agent in A3 can perform task 3, 4, and 5.
effect rules: E = {. . . ∪ ∧i=1...5 taski → best state}
Performing task 1, 3 and 5 will lead to some good result, and all five tasks will lead to
the best result.
desires: for a ∈ A1 , MD(Da ) = {task4 , task5 },. . . .
Each agent desires the tasks it cannot perform itself.
Social goal MD(G) = {> → best state}.
The agents negotiate the social goal to perform all five tasks for NMAS .
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7. Norm negotiation
We formalize the allowed deals during norm negotiation as solutions of a planning problem, distinguishing between the obligations and the associated sanctions and rewards. The
planning problem for the obligations is that the obligations of the agents must imply the
social goal. We represent a norm n by an obligation for all agents in the multiagent system,
that is, for every agent a we introduce an obligation ∼x → V (n, a). Moreover, since goals
can only be in force in a context, e.g., Y → g, we introduce in context Y an obligation
Y ∧ ∼ x → V (n, a). Roughly, the condition is that the conjunction of all obligations x
imply the social goal g.
However, to determine whether the obligations imply the social goal, we have to take
the existing normative system into account. We assume that the normative system only creates obligations that can be fulfilled together with the already existing obligations. Moreover, for the test that the social goal g will be achieved, we propose the following condition:
if every agent fulfills its obligation, and it fulfills all its other obligations, then g is achieved.
We define a global violation constant V as the disjunction of all indexed violation constants
W
like V (n, a), i.e., V = n∈N,a∈A V (n, a).
Note that the type of the proposed deals in norm negotiation is more complex than the
type in goal negotiation. In goal negotiation each agent can propose a social goal, which is
a rule base. In norm negotiation each agent can propose a norm, which contains obligation
rules together with sanction rules (for each agent).
Definition 7.1. (Deals in norm negotiation with sanctions and rewards) In norm negotiation, the type of deals is a pair of rule bases.
Let NMAS be a normative multiagent system hMAS , N, V i together with
MAS = hAS , G, E, MDi and AS = hA, X, D, AD, ≥i, and let Y → g ∈ MD(G) be a
social goal. We assume that the parameters contain the global violation constant V ∈ P
and E contains the following set of rules:
{V (n, a) → V | n ∈ N, a ∈ A} ∪ {¬V → ¬V (n, a) | n ∈ N, a ∈ A}
We have hE 0 , E 00 i ∈ deals when E 0 is a set of obligations and E 00 is a set of sanctions and
rewards, defined as follows,
E 0 ⊆ {Y ∧ x → V (n0 , a) | a ∈ A, x ∈ Lit(X)}
E 00 ⊆ {Y ∧V (n0 , a) → s | a ∈ A, s ∈ Lit(X)}∪{Y ∧¬V (n0 , a) → r | a ∈ A, r ∈ Lit(X)}
and, moreover:
(1) The norm n0 is not already part of N ;
(2) E 0 is a set of obligations for each a ∈ A such that E ∪ E 0 `iol ¬V ∧ Y → g, if all
norms are fulfilled, then the social goal is fulfilled;
(3) cons(E | Y ∧ ¬V), it is possible that no norm is violated.
(4) E 00 is a set of sanctions and rewards for each a ∈ A such that for all such s and r we
have Da `iol Y → ¬s or D `iol Y → r, sanctions are undesired and rewards are
desired.
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If the norm n0 with obligations E 0 and sanctions and rewards E 00 to achieve social goal
Y → g in deals is accepted, then it leads to the updated system hMAS , N ∪ {n0 }, V i with
MAS = hAS , E ∪ E 0 ∪ E 00 , MDi.
The following example illustrates norm negotiation in our running example. There can
be free riders, so they need sanctions to ensure that the norm is accepted.
Example 7.1. (Continued) The normative multiagent system is further detailed as follows (we assume that the same social goal is negotiated):
Desires: M D(D) = . . . ∪ {> → ¬task 1 (a), > → ¬task 2 (a), . . . | a ∈ A1 } ∪ . . .
Each agent desires not to perform any tasks. These desires are weaker (have lower
priority in º) than the desire that the other tasks are performed. Moreover, each agent
desires not to be sanctioned, written as s(a).
Effect rules
We now assume that not all agents have to contribute to a task, but only most of them.
Thus there can be free riders.
E.g., a possible deal contains the obligations E 0 = {¬task 1 (a) → V (n0 , a) | a ∈ A1 } and
sanctions E 00 = {V (n0 , a) → s(a) | a ∈ A}. ¬task 1 (a) counts as a violation of norm n0
by agent a, and is sanctioned with s(a).
The following example illustrates the negotiation protocol.
Example 7.2. (Continued) Consider three agents that have to negotiate a task consisting
of five subtasks,with social goal g = > → best state, the NMAS protocol is:
Ag = {a1 , a2 , a3 } with a1 ∈ A1 , a2 ∈ A2 , a3 ∈ A3 ,
deals = the sets of pairs hτδ , τσ i where the set of obligations τδ belongs to the set
∆ = {δ = {task 1 (a1 ), task 2 (a2 ), task 3 (a3 ), task 4 (a4 ), task 5 (a5 )} | a1 , . . . , a5 ∈ Ag}.
Moreover, τσ is a tuple of |A| elements specifying a sanction si ∈ X for every agent in A.
Here is a history h, where a1 proposes something which is not accepted, but a2 thereafter
proposes a distribution which is accepted:
action1 : propose(a1 , d1 = hτδ , hs1 , s2 , s3 ii) where
τδ = {task1 (a1 ), task2 (a2 ), task3 (a3 ), task4 (a3 ), task5 (a3 )}
action2 : accept(a2 , d1 )
action3 : reject(a3 , d1 )
action4 : propose(a2 , d2 = hτδ0 , hs1 , s2 , s3 ii) where
τδ0 = {task1 (a1 ), task2 (a2 ), task3 (a2 ), task4 (a3 ), task5 (a3 )}
action5 : accept(a3 , d2 )
action6 : accept(a1 , d2 )
We have valid(h), because the order of action respects ≤, and we have accepted(h),
because the history ends with acceptance by all agents (action5 and action6 ) after a proposal (action4 ).
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8. Norm acceptance and agent decision making
An agent accepts a norm when the obligation implies some desire the cycle started with,
and moreover, it believes that the other agents will fulfill their obligations. We propose
the following games: agent a plays a game with arbitrary agent b and accepts the norm if
agent b fulfills the norm given that all other agents fulfill the norm, and this fulfilment leads
to fulfillment of agent a’s desire the cycle started with. This implies that the fulfillment
of the goal g is kind of normative equilibrium. The details and examples of the decision
model and the notion of unfulfilled desires for conditional rules can be found in our work
on normative multiagent systems.7,8
Definition 8.1. (Decision) Let NMAS be a normative multiagent system hMAS , N, V i
with MAS = hAS , G, E, MDi and AS = hA, X, D, AD, ≥i. The optimal decision of
agent b ∈ A given a set of literals C is defined as follows.
• The set of decisions ∆ is the set of subsets of Lit(Xb ) that do not contain a variable
and its negation. A decision is complete if it contains, for each variable in Xb , either
this variable or its negation.
• The unfulfilled desires of decision δ for agent b ∈ A, written as U (δ, b), are the desires
whose body is part of the decision, but whose head is not.
{d ∈ Db | MD(d) = L → l, E `iol C ∪ δ → l0 for l0 ∈ L and E 6`iol C ∪ δ → l}
• A decision δ is optimal for agent b if and only if there is no decision δ 0 such that
U (δ, b) >b U (δ 0 , b).
We use the definition of optimal decision to define the acceptance relation. We define
a variant of the global violation constant V∼b as the disjunction of the violation constants
of all agents except agent b. We assume here that the agents only consider typical cases. In
reality there are always exceptions to the norm, but we do not take this into account.
Definition
8.2. (Acceptance) Let
NMAS
be
a
normative
multiagent system hMAS , N, V i with MAS = hAS , G, E, MDi and AS = hA, X, D, AD, ≥i,
and let NMAS 0 = hMAS 0 , N ∪ {n0 }, V i with MAS 0 = hAS , E ∪ E 0 ∪ E 00 , MDi be the
system after the creation of a norm. The parameters contain the global violation constants
V∼b ∈ P and E contains the following rules:
{V (n, x) → V∼b | n ∈ N, x ∈ A \ {b}} ∪ {¬V∼b → ¬V (n, x) | n ∈ N, x ∈ A \ {b}}
An agent a ∈ A accepts the norm if:
(1) There is a desire in D which is not fulfilled in NMAS , but it is fulfilled in NMAS 0 .
(2) For all other agents b ∈ A, we have that the optimal decision of agent b assuming
¬V∼b implies ¬V.
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Norms do not always need to be accepted in order to be fulfilled, since the sanction
provides a motivation to the agents. However, for a norm to be really effective must be
respected due to its acceptance, and not only due to fear of sanctions.
Decision making is not restricted to the normative multiagent system, but it can be
extended to the negotiation protocol. We do not consider an equilibrium analysis as in the
acceptance relation, but we use the game-theoretic notion called backward induction. In
the literature on multi-agent systems it is sometimes referred to as recursive modelling.
The games we define are as follows. First the agents negotiate the joint goal and the
norm, then they make a decision in the normative multiagent system to either fulfill the
obligations or accept the associated sanctions.
Definition 8.3. A history h1 dominates a history h2 at step i if they have the same
set of actions at step 1 . . . i − 1, are optimal for step i + 1 . . ., and outcomes(h1 ) Âa
outcomes(h2 ), agent a performing action i prefers the set of possible outcomes of h1 to
the set of possible outcomes of h2 .
A history is optimal at step i if it is not dominated by another history, and it is optimal
at all steps j > i.
A history is optimal if it is optimal at step 1.

The behavior of agents in the negotiation protocol is illustrated in the following example.
Example 8.1. (Continued) Reconsider Example 6.3 with history h, together with history h0 which is like h until action3 while it continues in this way:
action4 : propose(a3 , d3 = hτδ00 , hs1 , s2 , s3 ii) where
τδ00 = {task1 (a1 ), task2 (a2 ), task3 (a2 ), task4 (a2 ), task5 (a3 )}
action5 : accept(a1 , d3 )
action6 : reject(a3 , d3 )
action7 : breakit(a1 )
Assume that according to agent a3 both h and h0 are optimal from action5 onwards,
then agent a5 compares the two histories to decide how to choose between the two histories.
Likewise, the agents of the first three actions decide their optimal actions based on the
optimal choice of agent a3 for action4 .

There are a couple of issues with backward induction. First, the length of the histories
has to be bounded, because otherwise there is no starting point for the backward induction.
Second, if the agents’ desires are not common knowledge, then we have to add the desires
of agent ai according to aj , the desires of agent ai according to agent aj according to ak ,
etc. An efficient representation of such nested modalities is still an open problem. For this
reason, in game theory it is usually assumed that the game is common knowledge.
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9. Negotiation and related work in normative multiagent systems
In this section we compare norm negotiation in the social delegation cycle with other work
on normative multiagent systems.
9.1. The origin of norms
Social norms and laws can be used to guide the emergent behavior of multiagent systems.12
But where do these social norms and laws come from? The following four possibilities have
been discussed or suggested in the literature on multiagent systems.
(1) Norms are off-line designed by the agent programmer.33 However, off-line design has
been criticized for open systems.
(2) Norms are created by a single agent in a “legislator” role.11 The legislator faces the
decision problem to decide which norm, sanction and control system has to be created.
However, the agent playing the legislator role is vulnerable for attacks or fraud.
(3) Norms emerge spontaneously like conventions.4,34 However, conventions can be criticized as a coordination mechanism for dynamic systems, because they develop only
after a long time (if at all) and they are difficult to change.
(4) Norms are negotiated by (a subset of) the agents in a “democracy”, which raises the
problem to devise fair and efficient norm negotiation protocols.
Other approaches of norm emergence are based on simulation techniques. Verhagen,39
for example, considers the problem of the learning of norms. He does not focus however
on the acceptance of norms but rather on the influence of normative comments on previous
choices. Thus this approach is outside the scope of this paper.
9.2. Negotiation of obligation distribution
The social delegation cycle distinguishes norm negotiation from other kinds of negotiation
in normative multiagent systems. In contract negotiation agents create new regulative and
constitutive norms in a legal context7 and in negotiation of obligation distribution a group
of agents negotiates how to distribute a joint task.5 These other kinds of negotiation are not
based on a social delegation cycle, and therefore give other powers to the agents.
Norm negotiation is related to the problem how a group obligation together with a group
sanction can be distributed among the members of the group. In particular, negotiation
of obligation distribution5 is analogous to the second step of the social delegation cycle,
extended with a penalty (π) for the agent who breaks the negotiations (which may depend
on the agent, e.g., older boys may be punished harder for breaking negotiations than the
younger ones). The model distinguishes among three types of sanctions:
• the sanction associated with the group obligation, which is imposed when the obligation is violated, regardless which agent is responsible for it;
• the sanctions associated with the negotiated deal, which are imposed if one of the
agents does not fulfill its part of the deal;
• the sanctions associated with the break penalty π.
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Moreover, the negotiation is driven by fear of a group sanction, including the sanction
for breaking the negotiation. In the model of norm negotiation developed in this paper, the
negotiation is driven by the agents’ desires. Agents are cooperative in the sense that they
have a social goal to achieve.
In some cases it is a drawback to be the only agent able to see to the fulfilment of part
of an obligation, but in other cases it may be an advantage, because of the power it gives
to the agent over the other agents during the negotiation. This is illustrated by a backward
induction argument.

9.3. Contract negotiation
As the philosopher of law Ruiter30 shows, from the legal point of view, legal effects of
actions of the members of a legal system are complex and contracts do not concern only
the regulative aspects of a legislation (i.e., the rules of behavior specified by obligations),
or the constitutive part of it (i.e., the rules introducing institutional facts such bidding in an
auction). Rather, contracts are legal institutions: “systems of [regulative and constitutive]
rules that provide frameworks for social action within larger rule-governed settings”.30 In
our model of contract negotiation games,7 the larger setting is represented by a normative
system which establishes the set of possible contracts.
Contract negotiation concerns only two or a few other agents, and therefore there is no
need for the three phases of the social delegation cycle, and in particular there is no social
goal. Moreover, there is the additional problem not present in social norm negotiation about
the choice of contract partners. This choice of contract partners gives a lot of power to
agents who have unique or rare abilities. The social delegation cycle however suggests that
the powers of agents are less important. In social goal generation, the situation is symmetric
for all agents. Only in norm negotiation, like in negotiation of obligation distribution, the
powers of agents may be a strategic advantage (or disadvantage!).

9.4. Normative system as an agent
In our other work we discuss also applications of normative multiagent systems.7,8 In those
papers the agents consider the normative system as an agent, and they attribute mental
attitudes to it, because the agents are playing games with the normative system to determine
whether to fulfill or violate norms. We refer to this use of the agent metaphor as “your wish
is my command”: the goals of the normative agent are the obligations of the normal agents.
As an agent with goals, the normative system has to decide whether to consider behavior
as a violation and to sanction violations.
In the present paper, however, the agents play games with other agents, and the attribution of mental attitudes to normative system is not a necessary assumption. We thus abstract
from the role of the normative system in recognizing violations and sanctioning them: here
we assume that violations and sanctions are a direct consequence of the behavior of the
agents.
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10. Further research
10.1. Mechanisms
Within the proposed general model of the social delegation cycle, actual procedures can be
defined and studied. In this paper, we propose a fairly general formal model of the social
delegation cycle, which delimits the kind of norms that can be created, but that does not
give an actual procedure to create norms. The reason is that we aim to capture the fundamental properties of the social delegation cycle, which later can be used to design actual
procedures. However, compared to informal characterizations of the construction of social
reality, such as in the work of Searle32 , our model is fairly limited as we do not introduce
for example beliefs or institutions. Desirable properties may be soundness (compliance
with our framework), completeness (for each possible goal there is a goal generated), conciseness of goals and norms generated, generality of goals and norms generated, strictness
of goal generation and norm creation, etc.
10.2. Balancing goal negotiation, norm negotiation and acceptance
We define three steps in the social delegation cycle, i.e., goal negotiation, norm negotiation
and acceptance, which do not have to be done sequentially but also can be done iteratively.
Moreover, norm negotiation could have been split into obligation negotiation and sanction negotiation. We have not formalized how the elements of the social delegation cycle
are balanced. For example, strictly defined norm creation procedures only create norms
that will always be accepted, and analogously strictly defined goal generation procedures
generate only goals for which a norm can be created that is accepted.
10.3. Trust
For more realistic but also more complex social trust, we have to enrich the model with
beliefs. We have to extend the merging operators to merging in the context of beliefs.15
Consequently, we have to introduce beliefs in norm creation, and we have to make the
acceptance relation relative to beliefs.
10.4. The negotiation of permissive norms
It is not directly clear how the social delegation cycle can explain the creation of permissive norms. One way to proceed is to define permissions as exceptions within hierarchical
normative systems.11 However, also other kinds of permissions have been proposed,27 and
it is unclear which kind of permission should be used in the social delegation cycle.
10.5. Social institutions and the negotiation of constitutive norms
How to take social institutions into account in the social delegation cycle? Based on Searle’s
construction of social reality, we may introduce besides the obligations or regulative norms
also constitutive norms, which are definitions of the normative system based on a counts-as
conditional.7
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11. Summary
The social delegation cycle gives cognitive foundations to a social phenomenon, as it relates agent desires to the norms of the society. Individual agents have desires, which turn
into social (or joint) goals. A social goal is individualized by a social norm. The individual
agents accept the norm, together with its associated sanctions and rewards, because they
recognize that it serves to achieve their desires the cycle started with. The cycle thus explains the creation of norms from desires from a rational perspective, because norms are
only accepted if they are respected by the other agents, which explains also why sometimes sanctions are needed. In this sense we explain norms in the tradition of Kant, who
emphasized the rational aspects of norms.
The social delegation cycle may be seen as a generalization of single agent decision
making, in which also the two steps of deriving goals and deriving plans for goals can
be distinguished. For example, in the BOID architecture10 there are components for goal
generation and for goal-based planning. Additional issues in the social delegation cycle
are the role of sanctions and rewards, the acceptance relation, and the implicit assumption
of fairness in goal and norm negotiation. Moreover, though we have not considered this
extension in this paper, in the social delegation cycle institutions may play a role. Sanctions
may be interpreted either as cues that the other agents see to their task, or as decommitment
possibilities for the agents themselves.31,35 In some cases sanctions must be associated
with the norms to ensure that agents fulfill the norm, and therefore to ensure that the agents
accept the norm, but in some other cases this is not necessary.
The two following prototypical examples of coordination games and prisoner’s
dilemma can be represented in our model.4 First, agents do not want to crash into each
other, and the norm to drive on the right side of the road (or the left side, for that matter) is accepted by all members. In this coordination game, no sanction is necessary and
the norm may be called a convention. Second, agents want to cooperate in a prisoner’s
dilemma, so the norm to cooperate is accepted by all members. In this case, a sanction
must be associated with the norm, because otherwise the agent will defect (as game theory
shows). In this paper we discuss a more complicated example in which there are various
kinds of agents, each capable to perform various kinds of task, and they have to negotiate
which tasks the group will perform (social goal), and which agents perform which task (the
norm). Sanctions are added to avoid free riding.
We formalize the social delegation cycle combining theories developed in a generalization of belief revision called merging operators, planning and game theory. First, we formalize allowed proposals in social goal negotiation as a merging process of the individual
agent desires, for which we extend existing merging operators to deal with rules. Second,
we formalize allowed proposals in norm negotiation as a planning process for both the
obligation and the associated sanctions or rewards. Third, we formalize the acceptance relation as both a belief of agents that the norm leads to achievement of their desires, and the
belief that other agents will act according to the norm, introducing a notion of normative
equilibrium which states that agents fulfill norms when other agents do so.
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Interaction between Objects in powerJava
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Leendert van der Torre, University of Luxembourg - Luxembourg
In this paper we start from the consideration that high level interaction between
entities like web services has very different properties with respect to the interaction
between objects at the lower level of programming languages in the object oriented
paradigm. In particular, web services, for security, usability and user adaptability
reasons, offer different operations to different users by means of access control and
keep track of the state of the interaction with each user by means of sessions. The
current vision in object orientation, instead, considers attributes and operations of
objects as being objective and independent from the interaction with another object,
which is sessionless. To introduce these features in the interaction between objects
directly in object oriented programming languages, we take inspiration from how access
control is regulated by means of roles. Roles allow objects to offer different operations
depending on the type of the role, of the type and identity of the player of the role,
and to define session-aware interaction.
We start from a definition of roles given in ontologies and knowledge representation
and we discuss how this definition of roles can be introduced in Java, building our
language powerJava.

1 INTRODUCTION
Object orientation is a leading paradigm in programming languages, knowledge
representation, modelling and, more recently, also in databases. The basic idea
of object orientation is that the attributes and operations of an object should be
associated with it. The interaction with the object is made possible by the public
attributes specified by the class which the object is an instance of and by its public
operations. The implementation of an operation is encapsulated in the class of the
object and can access its private state. This structure allows programs to fulfill
the data abstraction principle: the public attributes and operations are the only
possibility to manipulate an object and their implementation is not visible to the
other objects manipulating it; thus, the implementation of the class can be changed
without changing the interaction capabilities of its instances.
This view can be likened with the way we interact with objects in the world:
the same operation of switching a device on by pressing a button is implemented in
different manners inside different kinds of devices, depending on their functioning.
However, in computer science, other kinds of interaction between entities have
been devised at levels higher than programming languages. In particular, the interCite this document as follows: http://www.jot.fm/general/JOT template LaTeX.tgz
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action at the level of web services has different properties, in order to satisfy security,
usability and user adaptation requirements: different operations are offered to different users, the execution of an operation depends on the identity of the caller of
the operation, and the state of the interaction with a user is maintained in a session.
Albeit these features can be introduced by programming, e.g., by means of patterns, the lack of these abstractions at the lower level limits sometimes the potentialities of object oriented languages:
1. Despite the method invocation mechanism is based on the metaphor of sending
messages to objects, there is no notion of the sender of a message. Thus, the
caller object (e.g., the this in Java) invoking a method of another object (the
callee) is not taken into account for the method execution. Hence, when an
operation is invoked its meaning can not depend on the caller’s identity and
class.
2. All caller objects of whatever classes can access all the public attributes and
invoke all the public operations of every other callee object. Hence, it is not
possible to distinguish which attributes and operations are visible for which
classes of caller objects.
3. The callee object can exhibit a single interface to all the callers, and methods
can have only one implementation in the callee.
4. The values of the private and public attributes of a callee object are the same
for all other caller objects. Hence, the callee object exhibits only one state.
5. The interaction with a callee object is sessionless since the invocation of an
operation does not depend on the identity of the caller (1) and there is only
one state (4). Hence, the value of attributes and, consequently, the meaning
of operations cannot depend on the previous interactions between the callee
and each caller object.
6. Finally, the operational interface of abstract data types induces an asymmetrical semantic dependency of the callers of operations on the operation provider:
the caller takes the decision on what operation to perform, passes the values of
the parameters, and then it relies on the provider to carry out the operation,
without further interaction.
The limitations 2-4 hinder modularity, since it would be useful to keep distinct
the core behavior of an object from the different interaction possibilities which it
offers to different kinds of objects. Some programming languages offer ways to give
multiple implementations of interfaces, but the dependance from the caller cannot
be taken into account, unless the caller is explicitly passed as a parameter in all
methods. The limitation 5 complicates the modelling of distributed scenarios where
communication is based on protocols and sessions are required. The first and last
ones complicate coordination of components: method invocation does not allow
2
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objects to reach a minimum level of “control from the outside” of the participating
objects [3].
The reason of these problems rests in the philosophy behind object orientation,
which is based on the ontological assumption that attributes and operations of objects are objective: they are the same whatever is the caller object, unless it is
passed as an explicit parameter. To solve this problem at the level of programming
constructs we take inspiration from the solution used to control access to the services
of a system. For security reasons, it is necessary to make explicit the notion of caller
of an operation. In particular, in the role based access control model (RBAC) [38],
access rights are associated with roles and users - the callers of operations - are
made members of appropriate roles, thereby acquiring the roles’ permissions. Moreover, sessions are mappings between a user and an activated subset of roles that are
assigned to the user.
Like in the RBAC model, in our paper roles are based on an organizational
metaphor: roles describe the way persons can interact with and within an organization, assigning them institutional powers. The particular way of interaction with an
organization depends on the properties of the person it is interacting with and to
what the organization allows him to do in the role he plays. So, an organization does
not offer only a direct single way of interacting with it, but it is possible to interact
with the organization only via roles, where roles are defined by the organization
itself.
Instead, most other works on roles in programming languages adopt a different perspective: roles are seen as a way to extend the behavior of an object
(e.g., [16, 21, 23, 26, 37]) and not as a way to model how an object offers different
possibilities of interaction to different kind of players and maintains the session of
interaction. Thus, we pass from a player-centered vision of roles to an organizationalcentered one.
Our definition of roles emerges from the analyses of organizational roles made
in ontologies and knowledge representation [13, 15, 28, 29]. Thus, we not only
introduce roles in object oriented programming languages motivated by practical
considerations, as discussed above, but we also introduce a notion of role which is
well founded and on which there is wide agreement among authors in ontologies and
knowledge representation.
The methodology we use is to introduce roles in a real programming language,
Java, one of the most used object oriented languages. To prove the feasibility of this
approach, and give a semantics, we translate the new language, called powerJava,
to pure Java by means of a pre-compilation phase.
The structure of the paper is as follows. First we introduce our ontological
definition of roles taking inspiration from a running example. Then we present the
powerJava language and its translation. Related work and summary close the paper.
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2 THE INTERACTION WITH OBJECTS VIA ROLES
Despite several proposals have been made about how to introduce roles in programming languages, there is little consensus on which are their properties and their
purpose. A possible reason for this divergence is that the notion of role is a commonsense one, and, thus, it is fuzzy: everyone has an intuitive understanding of this
notion, but partially different from the others.
To avoid resorting to intuition only, in this paper we introduce roles in object
orientation starting from the analyses performed in the field of ontology and knowledge representation, also by the authors of this paper [13, 15], so to have a precise
definition of roles on which there is widespread agreement and which is justified
independently from the practical problems we want to solve with it. This definition
of roles uses a metaphor taken directly from organizational management. Organizations, and more generally institutions, are not like standard objects which can be
manipulated from the outside (e.g., a radio can be switched on). Rather, institutions are objects belonging to the social reality, and the interaction with them can
be performed only via the roles which they offer [14].
Roles are useful not only to model domains that include institutions and organizations. Rather, every object can be considered as an institution or an organization
structured in roles, if it is necessary to model in different ways the interaction of
this callee object with different types of caller objects, depending on their class and
on their aims, or to keep track of the interaction with each caller object.
To make an example, let us suppose to model a class Printer. The interaction
possibilities offered by the class are different and depend on which objects invoke
its methods. For example, some objects have more privileges than other ones, and
thus they can invoke methods which are not available to other objects interacting
with the same printer. Moreover, some methods keep track of the interaction with
each specific object invoking them. For example, print counts the number of pages
printed by each object invoking it to check whether the quota assigned to the object
is respected. However, objects with more privileges do not have a quota of printed
pages.
The Printer can be seen as an institution which supplies two different roles
for interacting with it (the set of methods a caller can invoke): one role of normal
User, and the other role of SuperUser. The two roles offer some common methods
(roles are classes) with different implementations, but they also offer other different
methods to their players (and there is no direct way to interact with the Printer).
For example, Users can print their jobs and the number of printable pages is limited
to a given maximum; thus, the number of pages is counted (the role associates new
attributes with the player): each User should be associated with a different state
of the interaction (the role has an instance with a state which is associated with its
player). The User can print since the implementation of its methods has access
to the private methods of the Printer (the methods of the User access the private
attributes and operations of another object, the institution). SuperUsers have the
4
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method print with the same signature, but with a different implementation: they
can print any number of pages; moreover, they can reset the page counter of Users (a
role can access the state of another role, and, thus, roles coordinate the interaction).
A role like SuperUser can access the state of the other User roles and of the
callee object (the institution Printer) in a safe way only if it encapsulated in the
institution Printer. Thus the definition of the role must be given by the same
programmer who defines the institution (the class of the role belongs to the same
namespace of class of the institution, or, in Java terminology, it is included in it).
In order to interact as User or SuperUser it is necessary to exhibit some requested behavior. For example, in order to be a User a caller object must have an
account (it must be a Accounted), which is printed on the pages (returned by a
method offered by the player of the role). A SuperUser can have more demanding
requirements.
Finally, a role User can be played only when there is an instance of Printer and
an instance of a class implementing Accounted which can play the role.
This example highlights the following properties that organizational roles have
in our ontological model we discuss in [13, 15]:
• Foundation: a (instance of) role must always be associated with an instance
of the institution it belongs to, besides being associated with an instance of
its player (extending Guarino and Welty [22]).
• Definitional dependence: the definition of the role must be given inside the
definition of the institution it belongs to.
• Institutional empowerment: the operations defined for the role in the definition
of the institution have access to the attributes and operations of the institution
and of the other roles: thus, we call them powers. Instead, the operations that
a class must offer for playing a role are called requirements.
These features are considered also by other authors in ontologies and knowledge
representation, as discussed in Section 5.
Contrary to natural classes like person, roles lack rigidity: a player can enter and
leave a role without losing its identity; a person can stop being a student but not
being a person. Finally, a role can be played by different kinds of players. For example, the role of customer can be played by instances of person and of organization,
two classes which do not have a common superclass. The role must specify how to
deal with the different properties of the possible players. This requirement is in line
with UML, which relates roles and interfaces as partial descriptions of behavior.
Hence, we propose quite a general definition of roles, independently from programming languages. But the example above illustrates how these features can be
mapped on an object oriented scenario to solve the problems described in Section 1,
as we discuss in the next section.
VOL 2, NO. 2
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rolespec
classdef

::= "role" identifier ["extends" identifier*]
"playedby" identifier interfacebody
::= ["public"|"private"|...] "class" identifier
["extends" identifier] ["implements" identifier*] classbody

classbody ::= "{" fielddef* constructors* methoddef* roleimpl* "}"
roleimpl

::= "definerole" identifier rolebody

rolebody

::= "{" fielddef* constructors* methoddef* "}"

rcast

::= (expr.identifier) expr

keyword

::= that | ...

Figure 1: The extension of the Java (1.4) syntax in powerJava.

3 INTRODUCING ROLES IN JAVA: POWERJAVA
In this section we introduce our extension of Java by following three steps. First
of all, roles are classes with private and public attributes and methods, but we will
also describe how to specify them in an abstract way in terms of the signatures
of the “requirements” and “powers”, independently from their implementation in
an institution. We call this description a role specification. A role specification is
like a double-faced interface, reflecting the two aspects of the role. Second, we will
introduce the way in which a role is implemented by a class in an institution with
a particular attention to the definitional dependence of a role with respect to the
institution within which it exists. We will do this inspired by Java inner classes.
Last, we will show how an object can enter a role and, by playing the role, it can
exercise its powers. The syntax of powerJava is illustrated in Figure 1.

Specification of powers and requirements
A role should be specified, for the sake of modularity, independently from its possible
implementations as classes in specific institutions. To promote the view “program to
an interface, not to an implementation” [19], we introduce role abstract specifications
which must be respected by their implementations. Moreover, for Steimann and
Mayer [41], roles define a certain behavior (or protocol) demanded in a context
independently of how or by whom it is to be delivered. Thus, in order to make role
systems reusable, it is necessary that a role can be played by more than one class
only.
Specifying a role implies specifying both what is required to a caller in order to
6
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play it, and which powers the player acquires in the institution in which the role
is implemented. Thus, a role specification has a list of abstract signatures of the
methods offered to objects playing the role (powers) and a list of abstract signatures
of the methods required to be implemented by the objects in order to be able to
play the role (requirements). The latter ones are modelled as an interface associated
with the role construct by the keyword playedby.
In this way, objects offering a role and objects which can play it can be developed
independently of each other. In particular, any class implementing the requirement
interface can play the role.
Let us consider again the Printer of the previous section: a normal User acquires
the powers to print and to know the number of printed pages getPrintedPages,
and it is required to provide its login (getLogin). The role specification for the user
is the following, where the keyword playedby associates with an interface body specifying the powers the requirements specified by the separate interface Accounted:
role User playedby Accounted {
int print(Job job);
int getPrintedPages();
}
interface Accounted {
Login getLogin();
}

The SuperUser, instead, must have both an account and a certificate to guarantee its profile, and it has additional powers:
role SuperUser playedby Certified {
int print(Job job);
int getTotalPrintedPages();
void resetPrinterCounter(User user);
}
interface Certified extends Accounted {
Certificate getCertificate();
}

Institutions and role implementation
As discussed in Section 2, roles are always associated with an instance of an institution, and are definitionally dependent on it. We call the methods offered by roles
“powers” because they offer the possibility to modify the private state and access
VOL 2, NO. 2
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private methods of the institution which defines them and the state of the other roles
defined in the same institution. In this way roles allow a player to interact with(in)
an institution. In our running example, the method print, both of a User and a
SuperUser, will access a private counter of the printer for updating the total number
of printed pages. The method resetPrinterCounter of SuperUser, instead, allows
a player of the role SuperUser to change the state of a different role. Powers, thus,
are methods which seem to violate the standard encapsulation principle, where the
private variables are visible only to the class they belong to. However, here, the
encapsulation principle is preserved by the definitional dependence property: the
definition of all the roles of an institution depends on the definition of the institution; so it is the institution itself which gives to the roles access to its private fields
and methods. Since it is the programmer of institution itself which implements its
roles, there is no risk of abuse by part of the role of its access possibilities. Enabling
a class to belong to the namespace of another class without requiring it to be defined
as “friend”, and thus endangering modularity, is achieved in Java by means of the
inner class construct. The construct definerole allows the programmer to define a
sort of inner class in order to implement a role specification inside an institution (the
outer class). For example, the code in Figure 2 defines the class Printer, which
contains the implementations of the above mentioned User and SuperUser role.
The name of the class of these role implementation is respectively Printer.User
and Printer.SuperUser. Note that, role specifications cannot be implemented in
different ways in the same institution and we do not consider the possibility of extending role implementations (possible with inner classes). Even if in a preliminary
version [8] this possibility has been considered, we omit it here because it would
introduce some problems in requirement handling. If a role extends another role,
the most specific inherits also the requirements of the other but, as we will better
see in the next section, our translation cannot handle multiple requirements.
In order for an object to play a role it is necessary that it conforms to the role
requirements. Since the role requirements are a Java interface, it is sufficient that
the class of the object implements the methods of such an interface, e.g.:
class AccountedPerson implements Accounted {
Login login; // ...
Login getLogin() {
return login;
}
}

A CertifiedPerson is defined in a similar way by implementing the Certified
interface. Note that also other classes can implement the requirement interface and
thus play the roles.
Since roles are classes which can be instantiated and the behavior of a role instance depends on its player, in the role method implementation, the player instance
can be retrieved via a new reserved keyword: that. So this keyword refers to that
8

JOURNAL OF OBJECT TECHNOLOGY

VOL 2, NO. 2

395

396

3 INTRODUCING ROLES IN JAVA: POWERJAVA

class Printer {
final static int MAX_PAGES_PER_USER;
private int totalPrintedPages = 0;

}

private void print(Job job, Login login) {
totalPrintedPages += job.getNumberPages();
// performs printing
}
private boolean validCertificate(Certificate cert) {
// checks the certificate cert
}
definerole User {
// implementation of the role User
private int counter = 0;
public int print(Job job) {
if (counter > MAX_PAGES_USER)
throws new IllegalPrintException();
counter += job.getNumberPages();
Printer.this.print(job, that.getLogin());
return counter;
}
public int getPrintedPages(){
return counter;
}
}
definerole SuperUser {
// implementation of the role SuperUser
public SuperUser() {
//first, verify the identity of the player
if (!validCertificate(that.getCertificate()))
throw new Exception("You are not allowed to enter this role");
}
public int print(Job job) {
Printer.this.print(job, that.getLogin());
totalPrintedPages += job.getNumebrPages();
return totalPrintedPages;
}
public int getTotalPrintedpages() {
return totalPrintedPages;
}
public void resetPrinterCounter(User user) {
((Printer.User)user).counter = 0;
}
}

Figure 2: The class Printer with its User and SuperUser roles.
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object which is playing the role at issue, and it is used only in the role implementation. An example is the invocation of that.getLogin() as a parameter of the
method print in Figure 2. The value of that is initialized when the constructor
of the role implementation is invoked. The referred object has the type defined
by the role requirements given by the playedby keyword in the role specification.
The fact of having two links, one to the player (that) and one to the institution
(Printer.this), is actually an invariant of every role in our extension of Java.
For creating instances of the inner classes implementing roles, we use the Java
inner class syntax: starting from an institution instance the keyword new allows the
creation of an instance of the role like it were an instance of the inner class, for
example:
Printer laser = new Printer();
AccountedPerson chris = new AccountedPerson();
CertifiedPerson sergio = new CertifiedPerson();
laser.new User(chris);
laser.new SuperUser(sergio);

The first instructions create a Printer object laser and two objects, chris (an
AccountedPerson) and sergio (a CertifiedPerson). chris becomes a normal
User while sergio becomes a SuperUser. Indeed, the last two instructions define
the roles of these two objects with respect to the created Printer. Note that all the
constructors of role implementations have a first (implicit) parameter which must
be bound to the player of the role and whose value becomes the value of that.

Playing a role
When an object is seen under the perspective of a role, it has a specific state for
it, which is different from the player’s one. This state is associated with the pair
of objects “institution” and “player”. It is the state of the interaction between the
caller and the callee object and it evolves as a consequence of the invocation of
methods on the role (or on other roles of the same institution as we have seen in the
running example). In the printer example the variable counter of User keeps track
of the number of printed pages for each different user. We will come back to this a
little ahead.
When an object uses the methods offered by a role, it should be able to invoke
them without any explicit reference to the instance of the role. In this way the
association between the object instance and the role instance is transparent to the
programmer. The object should only specify in which role it is invoking the method.
For example, if an AccountedPerson is a User and it has to print something, it must
be able to invoke the method print on the AccountedPerson as a User without
referring to the role instance. Note that this does not exclude the possibility of
assigning the reference to a role instance to a variable then using the variable for
10
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invoking the role methods (see the variable user in the code below). Roles belong
always to an institution. Hence, an object can play at the same moment the same
role more than once, albeit in different institutions. Instead, we do not consider the
case of an object playing the same role more than once in the same institution. An
object can play several roles in the same institution. In order to specify the role
under which an object is referred, we evocatively use the same terminology used for
casting by Java: we say that there is a casting from the object to the role. However,
to refer to an object in a certain role, both the object and the institution where it
plays the role must be specified, thus reflecting the foundation property. We call
this methodology role casting. Role casting is a means for stating that an object
will act according to the powers that allow it to interact in a given institution. In
the following the two Users invoke method print on laser. Notice that the page
counter is maintained in the role state and persists through different calls to methods
performed by a same player towards the same institution as long as it plays the role.
((laser.User) chris).print(job1);
((laser.SuperUser) sergio).print(job2);
System.out.println("Chris has printed " +
((laser.User) chris).getPrintedPages() + " pages");
System.out.println("The printer laser has printed a total of " +
((laser.SuperUser) sergio).getTotalPrintedPages() + " pages");
User user = ((laser.User) chris);
user.print(job3);
System.out.println("Chris has printed " +
((laser.User) chris).getPrintedPages() + " pages");

Supposing that job1 consists of ten pages, job2 of twenty pages and job3 of fifteen,
the first output operation will print ten, the second one thirty (the sum of the lengths
of job1 and job2), the third one twentyfive (the sum of job1 and job3).
By maintaining a state, a role can be seen as realizing a session-aware interaction,
in a way that is analogous to what done by cookies or Java sessions for JSP and
Servlet. So in our example, it is possible to visualize the number of currently printed
pages by the user chris.
Since an object can play multiple roles, the same method will have a different
behavior, depending on the role which the object is playing when the method is
invoked. However, there will be no conflict among roles, since only the powers of
one role at a time can be exercised. To play a role it is sufficient to specify which is
the role of a given object we are referring to. In the next example sergio becomes
also a normal User of laser, besides being a SuperUser, since a CertifiedPerson
is also an implementation of the interface Accounted:
laser.new User(sergio);
((laser.SuperUser) sergio).print(job4);
((laser.User) sergio).print(job5);
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Figure 3: The UML diagram representing our running example.

Notice that in this case two different sessions will be kept: one for sergio as normal
User and the other for sergio as SuperUser. Only when it prints its jobs as a
normal User the page counter in the role instance is incremented.
A role instance can be left by a player or transferred to another player satisfying
the requirements. In the first case, the invariant imposing the foundation of a role
on its player is violated. The invocation of a method on such a role instance (which
is possible since the role instance could have been assigned to a variable before the
player gives up its role or it is destroyed) gives raise to an exception. However, we
do not deal with these issues in this work, see [34] for a discussion.

4 ROLE REPRESENTATION AND TRANSLATION INTO PURE JAVA
In this section we will present the translation of powerJava in pure Java illustrating
it with a UML diagram, showing a portion of our example, see Figure 3.
For what concerns the translation phase into pure Java, this is done by means of
a pre-compilation phase. The pre-compiler has been implemented by means of the
tool javaCC, provided by Sun Microsystems.
First of all, role requirements are an interface, specifying which methods must be
defined in a class whose instances play the role. Powers, instead, are a new concept
related to the role construct, representing the methods acquired by role players:
the abstract signatures of power specifications are translated into an interface too,
related to the interface requirements by the relation RQ in Figure 3:
12
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interface User {
int print(Job job);
int getPrintedPages();
}
interface Accounted {
Login getLogin();
}
interface SuperUser {
int print(Job job);
int getTotalPrintedPages();
void resetPrinterCounter(User user);
}
interface Certified extends Accounted {
Certificate getCertificate();
}

Second, the implementation of roles inside the institution is translated as inner
classes, which implement the interface which results from the translation of the
role power specification. Inner classes express the fact that the namespace of the
institution is visible from the role implementation. For instance, in Figure 3, in the
institution Printer the roles User and SuperUser are inner classes. The fact that
inner classes belong to the namespace of the outer class is represented in UML by
the arrow with a plus sign within a circle at the end attached to the namespace.
The difference with inner classes is that while an inner class can be instantiated
given an instance of its outer class, an inner class defining the implementation of a
role does not create an object which exists independently also from the object which
plays the role. In other words, the instance of the role must be connected both with
its player and its institution. In Figure 3 the references to such unnamed objects
corresponding to the role instances are respectively represented by the composition
arrows with the labels Printer.this and that. The following is an excerpt of the
translation of the class Printer:
class Printer {
final static int MAX_PAGES_PER_USER;
private int totalPrintedPages = 0;
private void print(Job job, Login login) {
totalPrintedPages += job.getNumberPages(); // performs printing
}
private boolean validCertificate(Certificate cert) {
// checks the certificate cert
}
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class UserPower implements User {
Accounted that;
public UserPower(Accounted that) {
this.that = that;
((ObjectWithRoles)this.that).setRole(Printer.this, this);
}
// role’s fields and methods ...
}

}

class SuperUserPower implements SuperUser {
Certified that;
public SuperUser(Certified that) {
this.that = that;
((ObjectWithRoles)this.that).setRole(Printer.this, this);
//first, verify the identity of the player
if (!validCertificate(this.that.getCertificate()))
throw new Exception("You are not allowed to enter this role");
}
// role’s fields and methods ...
}

When an inner class implements a role, the role name specified by the definerole
keyword is simply added to the interfaces implemented by the inner class. The correspondence between the player and the role instance, represented by the construct
that, is pre-compiled in a field called that of the inner class. This field is automatically initialized by means of the constructors of role classes which are extended by
the pre-compiler by adding a first parameter to pass the suitable value. The constructor also adds to the role player referred by that a reference to the role instance.
The remaining link between the instance of the inner class and the outer class defining it is provided automatically by the language Java (e.g., Printer.this). Note
that this translation also explains why the keyword playedby can be followed by
just one identifier. The reason is that it would not be possible to assign a correct
static type to that. One possibility for overcoming this limitation would be to rely
on union types, as proposed, for example, by Igarashi and Nagira [24].
To play a role an object must be enriched by some methods and fields to maintain the correspondence with the different role instances it plays in the different
institutions. In this way, in role casts the role instance can be retrieved from its
player given the role name and a reference to the institution. This is obtained by
adding, at pre-compilation time, to every class a structure for book-keeping its role
instances. This structure can be accessed by the methods whose signature is specified by the ObjectWithRole interface (see Figure 3). Since every object can play
a role, it is worth noticing that the ideal solution would be that the Object class
itself implements ObjectWithRole:
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interface ObjectWithRoles {
public void setRole(Object inst, Object role);
public Object getRole(Object inst, String roleName);
}

The two methods that are introduced by the pre-compiler are setRole and getRole
which, respectively, adds a role instance to an object, specifying where the role is
played, and returns the role instance played in the institution passed as parameter
together with the role name. Further methods can be added for leaving a role,
transferring it, etc.:
class AccountedPerson implements Accounted, ObjectWithRoles {
private java.util.Hashtable roleList = new java.util.Hashtable();
public void setRole(Object inst, Object role) {
roleList.put(inst.hashCode() + role.getClass().getName(), role);
}
public Object getRole(Object inst, String roleName) {
return roleList.get(inst.hashCode() +
inst.getClass().getName() + "$" + roleName);
}
// class’ fields and methods ...
}

The setRole and getRole methods make use of a private hash-table roleList.
As key in the hash-table we use the institution instance address and the name of
the inner class. As an example, the class AccountedPerson plays the role User
via the interface Accounted. So its instances will have a hash-table that keeps
the many roles played by them. Role casting is pre-compiled using these methods.
The expression referring to an object in its role (an AccountedPerson as a User,
e.g., (laser.User) chris) is translated into the selector returning the reference to
the inner class instance, representing the desired role with respect to the specified
institution. The translation will be chris.getRole(laser, "UserPower"). The
string "UserPower" is provided because in our solution the name of the role class is
used as a part of the key of the hash-table:
((Printer.UserPower)chris.getRole(laser, "UserPower")).print(job1);
((Printer.SuperUserPower)sergio.getRole(laser, "SuperUserPower")).
print(job2);

With respect to Java, additional checking is introduced to verify the consistency
of the newly introduced constructs. For example, allowing classes prefixed by variables (e.g., laser.User), in the style of the Scala language [35], in the role cast
constructs, introduces ambiguities which pure Java is not aware of.
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5 RELATED WORK
The concept of role is used quite ubiquitously in Computer Science: from
databases to multiagent systems, from conceptual modelling to programming languages. According to Steimann [40], the reason is that even if the duality of objects
and relationships is deeply embedded in human thinking, yet there is evidence that
the two are naturally complemented by a third, equality fundamental notion: that of
roles. Although definitions of the concept of role abound in the literature, Steimann
maintains that only few are truly original, and that even fewer acknowledge the
intrinsic role of roles as intermediaries between relationships and the objects that
engage in them. There are three main views of role: (a) names for association
ends, like in UML or in Entity-Relationship diagrams; (b) dynamic specialization,
like in the Fibonacci [2] programming language; (c) adjunct instances, like in the
DOOR programming language [44] or ObjectTeams [23]. The two last views are
more relevant for modelling roles in programming languages.
We stick to the adjunct instance perspective, with an important difference with
most previous work, with the partial exception of [23, 30, 42]: the role instance is
always associated with both the player of the role and the callee object which the
role belongs to.
Most other works on roles in programming languages adopt a different perspective: roles are seen as a way to extend the behavior of an object and not as a way to
model how an object offers different possibilities of interaction to different kind of
players. Thus, there is a deep difference with our approach: we pass from a playercentered vision of roles to an organizational-centered one. The different perspective
is also signalled by the terminology used. When other works use the phrase “the
role of an object” they mean “the role played by a (caller) object” (since there is no
explicit context offering that role). Instead, by “the role of an object” we mean the
role a callee offers to play to a caller object in order to enable the caller to interact
with the callee. In the player-centered approach, the printer example we propose
could be modelled only by adding roles like user and superuser to instances of the
class person without any systematic relation with the class printer, thus preventing
the possibility that the role and the institution share their namespace. The reason
of this difference is that these proposals, even when they share some similarities with
our work, aim at solving different kind of practical problems than allowing callee
objects to exhibit specific behaviors to specific callers.
In this respect our perspective is more similar to the use of role in security, e.g.,
in the role based access control (RBAC) model [38]. In RBAC roles are used to
distinguish different set of authorizations to interact with the resources of a system,
and sessions are mappings between a user and an activated subset of roles that are
assigned to the user. However, in our model, methods of roles do not exist without
the role offering them. For this reason attributes and operations are described by
means of classes. In the RBAC model, instead, roles are only groupings of rights
concerning operations defined directly in the system, and the operations have the
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same meaning for all roles. Since role classes provide a different instance for each
caller which plays the role, they can represent the state of the interaction between
the caller object playing a role and the callee which offers the role. Hence, there
can be more than one session for each caller object playing different roles. This is
again different from the RBAC model where sessions are associated with users and
not with role instances.
Many works on the introduction of roles in programming languages [2, 16, 21, 37]
consider roles as a specialization of classes, e.g., a customer is seen as a (dynamic)
specialization of the class person. In our example, user and superuser would have
been subclasses of person. This methodology, as Steimann [40] notices, does not
capture the intuition that a role like customer can be played both by a person and
by an organization. If customer were a subclass of person, it could not be at the
same time a subclass of organization, since person and organization are disjoint
classes. Symmetrically, person and organization cannot be subclass of customer,
since a person can be a person without ever becoming a customer.
Multiple inheritance does not help, since it becomes impossible to have context
dependent access, as Dahchour et al. [16] notice. Fibonacci [2], e.g., is a language
which introduces a hierarchy of role types to specialize an object class. This language also supports a radical view of separation of concerns by imposing that the
interaction with an object always passes through a role.
Roles as specializations prevent realizing that roles are always associated not
only with a player, but to an institution, which defines them, too. This intuition
sometimes implicitly emerges also in these frameworks: in [37] the authors say “a
role is visible only within the scope of the specific application that created it”, but
such contexts are not first class citizens like institutions are in our model.
Kristensen and Osterbye [26] recognize the fact that a role depends on its player
but they fail to recognize the dependency of a role from the institution. Moreover,
they consider roles as a form of specialization, albeit one distinguishing the role as an
instance related to, but separated from, its player. As a consequence, the properties
of the role include the properties inherited from its player. This idea conflicts with
our position we adopt from Steimann [40]: roles are partial descriptions of behavior,
thus they shadow the other properties of their players.
Wong et al. [44] recognize that roles are adjunct instances. They introduce a
parallel role class hierarchy connected by a player relationship to the object class
hierarchy. Moreover, in their model a role player qualification specifies which classes
can play the role. This corresponds to our idea of associating requirements to a role,
which we model as interfaces. However, like many of the previous approaches, Wong
et al. [44] fail to capture the intuition that a role depends on the context defining it.
Another major difference with their approach is that we reject the method lookup
as delegation. This methodology has a troublesome implication: when a method is
invoked on some object in one of its roles, the meaning of the method can change
depending on all the other roles played by the object. We do not consider this as a
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desirable feature in the context of a language like Java.
Our approach shares the idea of gathering roles inside wider entities with Object Teams [23] and Caesar [30]. These languages emerge as refinements of aspect
oriented languages aiming at resolving practical limitations of aspect programming.
In contrast, our language starts from different practical problems and introduce an
ontologically founded definition of roles. Differently from [23, 30] in our work the
method calls make explicit in which role the caller is invoking the method. Moreover, it is not only the meaning of methods which changes, but also the possible
methods that can be invoked. If one would like to integrate the aspect paradigm
within our view of object oriented programming, the natural place would be use
aspects to model the environment where the interaction between objects happens.
Consider the within construct in Object Teams/Java [23] which specifies aspects as
the context in which a block of statements has to be executed. Since, when defining
the interaction possibilities of an object it is not possible to foresee all possible contexts in which the interaction happens, the effect on the environment can be better
modelled as a crosscutting concern. Thus, aspect programming is a complementary
approach with respect to ours.
Other works which recognize the dependence of roles from a context are [42]
and [27]. In Tamai [42], the concepts of context (roughly corresponding to our
institution) and role are related in the language EpsilonJ. However, the approach
that we propose better adheres to the Java programming style because it relies onto
features that are already in this language (roles are implemented using inner classes
and institutions are classes), basically adding just the concept of role interface and
role casting. In contrast, in EpsilonJ roles and contexts are introduced as new
constructs, and their relation with classes and objects is not explicit. Moreover,
their proposal is not implemented in Java but in Ruby, limiting the applicability of
their approach and not taking into account typing issues.
Lee and Bae [27] introduce the notion of role system and model it by means of a
special class with the function of maintaining the coherence among roles and among
roles and their players. However, they propose a pattern and not a language.
Baumer et al. [11] propose the role object pattern to solve the problem of
providing context-specific views of the key abstractions of a system, since different
context-specific views cannot be integrated in the same class. They propose to
model context-specific views as role objects which are dynamically attached to a
core object, thus forming what they call a subject. This adjunct instance should
share the same interface as the core object, so the role cannot have methods different
from those of their players.
Mossè [32] presents several patterns related to roles, but none of them considers
the problem of roles belonging to institutions for offering access to them.
Molina et al. [31] revise the OOram methodology for modelling roles, translating
it to UML. Even if also in this case roles do not belong to institutions, there are
some similarities in that role diagrams specify the interaction among a set of roles.
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Even if the notion of role is not mentioned explicitly, in Aksit et al. [1] the
notion of abstract communication types has some similarities with our approach, in
that communication can be specifies separately from the core behavior of an object.
However, they use a reflection based mechanism which makes the approach very
flexible but difficult to control. Methods are associated with a set of conditionals
acting as guards which prevent inappropriate methods to be called in certain states
of the object. Our approach instead sticks to the philosophy of Java trying to
overcome the underlying vision of object orientation.
Our notion of role, as a double-face interface, bears some similarities with
Traits [39] and Mixins. However, Mixins are distinguished because they are used to
extend classes and not instances, with a few exceptions like, e.g., [12]. In contrast,
roles extend instances.
Similarities and differences can be found also in our ontological definition of roles
with respect to other approaches. Our main aim is to stick to a widely acceptable
definition in knowledge representation, so that we left out controversial issues like
roles playing roles, which we discuss in [15]. For example, Masolo et al. [29] accept
the notion of foundation, of definitional dependence, albeit a weaker one, where
the definition of a role must use the concept of the institution. Loebe [28] also
considers roles as dependent on contexts, but he does not stress the fact that roles
can be seen as different ways of interacting with an object; Viganò and Colombetti
[43] also consider powers as an essential feature of roles. Moreover, we are inspired
from Guarino and Welty [22] in considering roles as antirigid and dynamic. Also
Steimann [40] is an important source of inspiration, when he highlights that a role
can be played by different kinds of actors. However, differently from Steimann in
our model roles cannot be reduced only to interfaces and have an identity, in the
sense that they can become the value of a variable, even if role instances are not
independent as they are founded.
The six problems we discussed in the introduction have been already identified,
even if separately, but they have been addressed only in partial or indirect ways.
Programming languages like Fickle [18] address the second and third problem by
means of dynamic reclassification: an object can change class dynamically, and its
operations change accordingly. However, Fickle does not represent the dependence
of attributes and operations from the interaction, and all the subclasses share the
same interface. StateJ [17] offers different implementations of methods according to
a feature called the state of the object. However, an object has only one state and
the state does not depend on the caller of a method and different callers or caller
types cannot correspond to different states. Aspect programming focuses too on
enhancing the modularity by means of crosscutting concerns, but it is less clear how
it addresses all the six concerns.
Some patterns partially address the above mentioned issues; for example, the
strategy design pattern [19] allows objects to dynamically change the implementation of a method. However, it is complex to implement and it does not address the
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problem of having different methods offered to different types of callers and of maintaining the state of the interaction between caller and callee. So more patterns must
be combined with additional problems such as the lack of modularity and increased
complexity.
Sessions are dealt with by distributed programming constructs, like the JSP,
Servlets or Enterprise Java Beans, but these solutions do not consider the other
problems of having different methods and states offered to different types of callers,
beside the fact that sessions are not integrated in the method invocation syntax.
Rather, interaction happens often only via a web service.
Sessions are also considered in the agent oriented paradigm, which bases communication on protocols [25]. In agent orientation a protocol is the specification of the
possible sequences of messages exchanged between two agents, and not simply an
interface. Since not all sequences of messages are legal, the state of the interaction
between two agents must be maintained in a session. Moreover, not every agents
can interact with other ones using whatever protocol. Rather, the interaction is
allowed only between agents playing certain roles. Thus, an agent displays different
possibilities of interaction to different types of interactants by playing different roles
in the interaction with them, and it can even play different roles at the same time
in the interaction with the same agent. However, the notion of role in multi-agent
systems is rarely related with the notion of session of interaction ([36]).

6 SUMMARY
In this paper we identify some problems in the current view of object orientation,
namely, the facts that callers of methods are not made explicit, attributes and
operations associated with callee objects do not depend on the caller’s identity or
class, and that there is no session keeping track of the interaction between a callee
and a caller object. To overcome these limitations, we introduce the view on roles
adopted at higher level in access control in web services and we transfer it at lower
level in object oriented programming languages. We base on an ontological analysis
of the notion of role to understand which are its properties.
We introduce this model of roles in an extension of Java, called powerJava.
First, roles are implemented by classes which can be instantiated only in presence
of an instance of the player of the role (caller) and of an instance (callee) of the
class representing the institution (foundation). The role instance represents the
session of the interaction between caller and callee. Second, the implementation of
a role is included in the class definition of the institution the role belongs to using
inner classes (definitional dependence). Thirdly, the players of roles have powers
since methods of roles can access private fields and methods of the institution they
belong to and of the other roles of the same institution (institutional empowerment).
Finally, to express the fact that an object can be seen in one of the roles it plays we
introduce the notion of role casting.
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As discussed in Section 4, powerJava is more than just the transfer of a pattern
in a language. Additional benefits come from the introduction of roles directly in
the language, like the management of role instance invariants, the introduction of
suitable exceptions, or the fact that roles can be type checked, partly by delegating
this task to the Java translation.
Details about the implementation can be found in [4] and the pre-compiler is
available at http://www.powerjava.org.
Roles allow the programmer to adopt different interaction possibilities between
callers and a callee, which do not exclude the traditional direct interaction with
the object when roles are not necessary. Other possibilities like sessions shared by
different objects are not considered for space reasons.
First of all, an object can interact with another one by means of the role offered
by it. This is, for instance, the case of chris being a User of laser in Section 3.
Second, a caller object (e.g., sergio in our example) can interact in two different
roles with a callee object. This situation is used when a callee object implements
two different interfaces for interacting with it, which have methods (like print) with
the same signature but with different meaning. In our model the methods of the
interfaces are implemented in the roles offered by the objects to interact with them.
The role represents also the different sessions of the interaction with the same object.
Third, two caller objects can interact with each other by means of the (possibly different) roles of an institution. This is the original case powerJava has been
developed for [9]: achieving separation of concerns, taking apart the core behavior
of a class from the dynamically acquired behavior in an unforeseen context; in that
paper, we used as a running example the well-known five philosophers scenario. The
institution is the table, at which philosophers are sitting and coordinate to take the
chopsticks and eat since they can access the state of each other. s
Fourth, two objects can interact with each other, each playing a role offered by
the other. This is often the case of interaction protocols: e.g., an object can play the
role of initiator in the Contract Net Protocol if and only if the other object plays
the role of participant.
Our view of roles inspires a new vision of the object oriented paradigm, whose
object metaphor has been accepted too acritically and it has not been subject to a
deep analysis. In particular, it adopts a naive view of the notion of object and it
does not consider the analysis of the way humans conceptualize objects performed
in philosophy and above all in cognitive science [20]. In particular, cognitive science
has highlighted that properties of objects are not objective properties of the world,
but they depend on the properties of the agent conceptualizing the object: objects
are conceptualized on the basis of what they “afford” to the actions of the entities
interacting with them. Thus, different entities conceptualize the same object in
different ways. We translate this intuition in the fact that an object offers different
methods according to which type of object it is calling it: the methods offered (the
powers of a role) depend on the requirements offered by the caller. This perspective
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is analysed in [6, 7].
powerJava has also been used as a coordination language dealing with concurrency [9]. We discuss how to use powerJava to implement protocols in multi-agent
systems in [5].
Future work concerns, first of all, the relational nature of roles which often
come into pairs, like client/customer in a business exchange, manager/bidder in a
negotiation protocol, etc. In [10] we use roles to model how objects can participate
to relationships and, thus, acquire new properties and behaviors. We add roles to
the existing relationship as attribute and relationship object patterns proposed by
Noble and Grundy [33]. Second, some issues concerning the translation of powerJava
in Java must be deepened. In particular, type checking should be clarified, and
introduced also during the pre-compilation phase instead of relying only on the
Java compiler, so that more explicit errors can be signalled to the user. Finally, the
lifecycle of roles should be studied (see, e.g., Odell et al. [34]), and a corresponding
systems of exceptions developed to signal which are the possible errors related to
roles at runtime.
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The ontological properties of social roles
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Abstract. In this paper we address the problem of deﬁning social roles in multi-agent systems.
Social roles provide the basic structure of social institutions and organizations. We start from the
properties attributed to roles both in the multi-agent systems and the Object Oriented community,
and we use them in an ontological analysis of the notion of social role. We identify three main
properties of social roles. First, they are deﬁnitionally dependent on the institution they belong to,
i.e. the deﬁnition of a role is given inside the deﬁnition of the institution. Second, they attribute
powers to the agents playing them, like creating commitments for the institutions and the other
roles. Third, they allow roles to play roles, in the same way as agents do. Using Input/Output
logics, we propose a formalization of roles in multi-agent systems satisfying the three properties we
identiﬁed.
Key words: multi-agent systems, ontologies, social roles, input/output logics

1. Introduction
The social structures developed in multi-agent systems (MAS) are often
proposed in the design of open systems as a solution for controlling the
autonomy of the diﬀerent participants (Artikis et al. 2002). A key notion in
the social structure of a MAS is that of social role. Social roles allow to
specify the activities delegated by a social institution to individuals to achieve
its purpose, while abstracting from the individuals which will eventually play
them. The description of a social role is given in terms of rights, permissions and obligations (Pacheco and Carmo 2003), expectations, standardised patterns of behaviour (Esteva et al. 2001), social commitments
(Cavedon and Soneberg 1998; Fasli 2001), or goals and planning rules
(Dastani et al. 2004).
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Though social roles have such a central position in MAS coordination,
there are still several open problems. First, the desired properties are not
clear, and it is not clear how to realize desired properties. Second,
normative descriptions are mostly limited to rights, while the notion of
power is relevant as well.
We extend the notion of social role in Agent Oriented systems (AO), and
to make it more precise we use ideas and concepts from the properties of
roles discussed in the Object Oriented paradigm (OO). A side-eﬀect is that a
uniﬁed model of roles in AO and OO has an impact not only in AO, but also
in OO. Roles are central not only in MAS, but also in Object Oriented
modelling and programming. Roles in OO are used to dynamically add
behaviours to objects, to factorise features of objects like methods or access
rights, to separate the interactional properties of objects from their core
behaviour, and to allow exogenous coordination (Baldoni et al. 2007).
Thus the research question of this paper is: how to model the essential
properties of social roles? This question can be articulated in the following
subquestions:
1. How to model that roles are always involved in a relationship with another entity, which seems to come ﬁrst? Roles belong to organizations
and institutions which deﬁne them; hence, they are social roles.
2. How to model that social roles are associated to powers in the institution they belong to? Concerning the normative positions, social roles go
beyond only rights and permissions.
3. How to model that roles can play roles as an agent? Social roles should
be considered as a kind of agent.
Besides treating roles as in both AO and OO as ﬁrst class citizens of the
theory, here social roles are treated as agents. However, social roles are not
autonomous, and they should therefore be treated as agents of a special kind.
We call this methodology the agent metaphor. Though at ﬁrst sight social
roles are anything but agents we treat social roles as agents because we
attribute mental attitudes to agents, as done by (Boella and van der Torre
2004a); this has as additional beneﬁt that we can reuse for social roles existing
theories, models and tools developed for agents. Analogously, social institutions can be described in the agent metaphor as agents to which mental
attitudes are attributed. We apply the methodology used by Boella and van
der Torre (2006c, d) to describe and reason about other social entities like
groups, virtual communities, contracts, and normative multi-agent systems.
In this paper, we use the term social role to restrict the scope with respect
to a more general notion of role. For instance, roles in linguistics are intended
as thematic roles, like agent, object of a verb. In ontologies, Loebe (2005)
considers also functional roles, like being a factor of a number, and
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processual roles, like being the mover of an object. The term social role does
not conform entirely to its meaning in social theory, but it has now established itself in MAS and ontologies (Loebe 2005; Masolo et al. 2004).
In the next sections we analyse how roles are modelled in diﬀerent areas
and the properties which are commonly attributed to roles, in particular, in
AO and OO. Then, we present their basic properties in our model: the
deﬁnitional dependence in Section 3.1, the powers of roles in Section 3.2 and
roles playing roles in Section 3.3, where the agent metaphor is further discussed. Then, in Section 4 we present our formal model of roles in MAS.
2. Roles, under diﬀerent perspectives
The notion of role is ubiquitous not only in many areas of artiﬁcial intelligence, but also in many other ﬁelds of computers science, like programming
languages, software engineering, coordination, databases, security, multiagent systems, computational linguistics, conceptual modelling, formal
ontology, and also in other scientiﬁc ﬁelds, like sociology, cognitive science,
organizational science and linguistics. At least three diﬀerent viewpoints
characterize research on roles. First, roles as named places in relationships (in
linguistics, databases and conceptual modelling); second, roles as dynamic
classiﬁcation of entities (especially in programming languages and databases);
third, roles as instances to be adjoined to the entities which play the role
(especially in ontologies, MAS and programming languages).
The diﬀerent connotations given to the concept of role in these disciplines
only partially overlap, and the notion of role deserves to be analysed
separately in each of them. In this paper, despite the extensive analyses
carried on thus far, we identify new distinguishing properties of roles whose
usefulness goes beyond MAS.
In programming languages, roles have been introduced to allow objects to
extend their behaviour dynamically, as soon as they enter a new context of
interaction. Moreover, this concept is used to model real world situations
including roles like customer and seller (Dahchour et al. 2002).
In ontologies, roles have been introduced as a further representation
primitive besides the usual distinction made between entities and predicates.
The major features of roles in this area are the fact that an object can belong
both to a natural type (representing its essence) and to several role types that
depend on an accidental relationship to some other entity. Indeed, roles are
considered existentially dependent on their players and, sometimes, also on
some other concept used in their deﬁnition, e.g. the role student depends on
the concept of university (Masolo et al. 2004).
In security, roles have been used in the Role Based Access Control
(RBAC) model (Sandhu et al. 1996). Access rights are associated with roles
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and users are made members of appropriate roles, thereby acquiring the
rolesÕ permissions. Moreover, roles have been used to distribute the authorizations to manage the roles themselves. Therefore, RBAC allows to model
security from the perspective of the enterprise, because security modelling is
aligned to the roles and responsibilities in the company.
In multi-agent systems, roles have been introduced in order to constrain
the autonomy of agents and to control their emergent behaviour in multiagent systems by means of the notion of organization (Ferber et al. 2003;
Zambonelli et al. 2003). According to Zambonelli et al. (2003) ‘‘a multi-agent
system can be conceived in terms of an organized society of individuals in
which each agent plays speciﬁc roles and interacts with other agents’’.
The notions of institution, organization and role are part of the socially
oriented metaphor used in agent theory. Thus, in MAS, roles are called social
roles. It is not clear, however, if the ontological assumptions behind this kind
of entities are the same which underlie objects and agents. Many approaches
recognize as properties of social entities being the addressee of obligations
(Dastani et al. 2004), the delegation mechanisms among roles (Grossi et al.
2005), etc. Moreover, organizations are modelled as collections of agents,
gathered in groups (Ferber et al. 2006), playing roles or regulated by organizational rules (Zambonelli et al. 2003).
Finally, communication among agents in a MAS is often associated with
the roles agents play in the social structure of the systems. The GAIA methodology (Zambonelli et al. 2003) proposes interaction rules to specify communication among roles, the ROADMAP methodology (Juan et al. 2002)
speciﬁes in the social model the relations among roles, and in AALAADIN
(Ferber et al. 2003) interaction is deﬁned only between the roles of a group:
‘‘the communication model within a group can be more easily described by an
abstracted interaction scheme between roles like the ‘bidderÕ and the ‘managerÕ roles rather than between individual, actual agents’’.
In this paper, we focus on roles as they have been introduced in multiagent systems, starting from an analysis of the properties which have been
attributed to roles also in object-oriented languages, so to open a wider
perspective on this concept and enhance its applicability.
3. Properties of roles
In their survey about roles in MAS (Cabri et al. 2004) identify several
properties attributed to roles, which are illustrated in Figure 1. There are two
problems. First, it is not clear which model of role can support all these
properties. The second problem is that rights (property 6) are a too limited
notion. It suﬃces for role-based access, but in general we also need powers to
specify normative positions.
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1. Agents can play multiple roles, and in some approaches they can even have to
play a role.
2. Roles are views on agents.
3. Individual are uncoupled from roles. E.g., attributes like wage are associated to
the employee role rather than to individuals.
4. Roles enhance reusability: the same role can be used by different agents.
5. Roles define expected behavior and obligations. E.g., a program chair is expected
and obliged to select the papers of a conference.
6. Roles define sets of rights and permissions. E.g., the access rights.
7. Roles embed behavior specific to a context, like a group, which forms a
subenvironment of coherent roles.
8. Roles define common interactions and embed information and capabilities
needed to communication and coordination. E.g., the roles of auctioneer and
bidder in an auction, each with their possible moves.
9. Promote an organizational view of the system, where roles are coordinating
rather than coordinated entities.
Figure 1. The properties of roles in AO.

The properties attributed to roles in the Object Oriented community are
summarized by Steimann (2000). In Figure 2, we show here how these
properties are also relevant for agents by giving some examples. These
properties only partially overlap with the previous list. In particular,
Properties 5–9 of Figure 1 assume that agents are autonomous, they can
violate obligations, they interact with each other, and they form social
institutions like organizations and groups. The properties discussed in OO
are more precise and talk about roles as adjunct instances to objects (11),
states of roles (7), sequences of acquisitions (6), identity (14), polymorphism
(7) and other phenomena, and thus address the ﬁrst problem discussed in the
paragraph above. However, they do not help with the generalization of rights
to other powers. Moreover, these more precise descriptions also give rise to
two new questions. First, the fact that roles depend on relationships with
other entities implies that these entities are more basic than roles. Second,
roles playing roles imply a kind of role hierarchy. Groups and contexts
are not suﬃcient to model all aspects of this. We need to model role as a
non-autonomous notion of agent.
Thus, there are three open problems: how to deﬁne dependencies of social
roles on relationships, how to extend normative positions from rights to
powers, and how to model social roles as agents that play roles. These issues
are discussed in the following three sections. We support these properties by
means of an ontological analysis of the notion of social role. Roles deserve an
ontological analysis in that they are among the basic notions of an ontology
besides the notion of natural type, substance, property, and relation.
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1. A role comes with its own properties and behavior. Hence, it is a type. E.g., a
director of a department commands other members and makes buy-orders.
2. Roles depend on relationships: e.g., a student is related to a school, etc.
3. An object may play different roles. E.g., a person can be both a student and an
employee.
4. An object may play the same role several times. E.g., a person can hold several
employments.
5. An object may acquire and abandon roles dynamically. E.g., a person can acquire
the role of student or of employee.
6. The sequence in which roles may be acquired and relinquished can be subject to
restrictions. E.g., a person becomes a teaching assistant only if it is a student.
7. Objects of unrelated types can play the same role. E.g., both a person and an
organization are customers.
8. Roles can play roles. E.g., an employee can be a project leader: a role of the
employee.
9. A role can be transferred from one object to another. E.g., the salary of an open
position may be specified independently of the person that will be employed.
10. The state of an object can vary depending on the role in which it is being
addressed: this should be viewed as a separate instance of the object. E.g., an
employee has an address per job and also a private one.
11. If an object plays several roles simultaneously, it responds according to the role
in which it is being addressed. E.g., an person gives the address of the
employee it is playing.
12. Roles restrict access. This corresponds to an object having different perspectives,
facets, or aspects. E.g., the private phone number of an employee can be invisible
when the person is playing the employee role.
13. Different roles may share structure and behavior. This usually means that role
definitions inherit from each other. E.g., the role student can have associated the
behavior of giving exams, and more specific roles (like first year student) inherit
this behavior.
14. An object and its roles share identity. Since roles do not exist by themselves they
cannot have an identity.
15. An object and its roles have different identities. This view solves the so-called
counting problem. E.g., the number of passengers of an airline can be greater
than the number of person who travelled with it.
Figure 2. The properties of roles in OO.

Ontological analysis aims at identifying the metaproperties distinguishing
roles from those other notions, as done by Masolo et al. (2004).

3.1.

DEFINITIONAL DEPENDENCE

Organizational theory considers social roles as a way to structure organizations so to distribute responsibilities. Thus, for organizational theory, roles
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exist only in function of the organization they belong to. This feature has
been recognized also by ontological analysis of roles. Guarino and Welty
(2002) notice two characteristic properties of roles distinguishing them from
natural types: roles are non-rigid entities and do not exist independently from
other entities. Rigidity means that an entity can stop to play a role without
losing its identity. For example, a person can stop being a student, but not a
person.
The dependence of a role, as suggested by the work of Sowa (2000) and
Guarino and Welty (2002), is a consequence of the fact that a role is
meaningful only in the context of a relationship with another entity. This
property is also called foundation: a role must always be associated with
another entity through some relationship. Some hints of this ontological
property of roles could already be found in the literature. In the traditional
approach to roles in linguistics, words are always related to other words:
every word in a sentence has slots to be ﬁlled by others; e.g. a verb like
eating has an agent and patient role. In conceptual modelling, in UML a
role is correlated by an association to other roles. In Agent-UML a role is
related to a group (Bauer et al. 2001).
The dependence of a role from another entity is not contingent, but it
rests in the deﬁnition itself of the role. For this reason, Fine (1995)
introduces the following notion of dependence: ‘‘to say that an object x
depends upon an F is to say that an F will be ineliminably involved in any
deﬁnition of x’’. This notion is elaborated by Masolo et al. (2004) into the
notion of deﬁnitional dependence: e.g. the deﬁnition of the concept of
student makes reference not to a speciﬁc school but to the concept of
school, the employee to the concept of organization, the director to the
concept of department, the president to the concept of (presidential) state,
etc.
We believe, however, that this deﬁnitional dependence should be
interpreted in an even stronger way. First of all, not only social roles all
depend on other entities, but the entities they depend on all belong to a
common category; they all are social entities: groups, organizations,
departments, states, etc. In a word, social institutions. Second, not only
social roles do not exist without social entities, but, in turn, roles are
essential to them: there is no presidential state without the deﬁnition of a
president, no school without the deﬁnition of a student. Hence, we adopt
a stronger notion of deﬁnitional dependence. We say that the deﬁnition
of the social institution (F) the social role x belongs to contains the
deﬁnition of the role (x). For example, the social role of president of a
presidential state is deﬁned in the constitution of that state. The role
president does not exist without a state and its deﬁnition, but also the
state itself is not the same without the role of president: its deﬁnition
would be diﬀerent.
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ROLES, POWERS AND INSTITUTIONS

According to Property 6 of Figure 1 rights and permissions are a fundamental feature of normative positions of roles. Rights are used to regulate
access to resources by agents playing roles, e.g. in role based access control
(RBAC). However, the terms right and permission often should be interpreted in the sense of institutional power. The notion of power is relevant
here, since, e.g. a director of a department has not only the right to give
commands to the employee, but, above all, it has the power to do so. But, as
witnessed also by Dastani et al. (2004)Õs survey, the MAS model of role is
mostly limited to rights. Moreover, in Figure 1, roles are associated to new
capabilities. In Figure 2, roles are associated with behaviours (1). Roles as a
way of grouping context-dependent behaviour do not explain why we need roles
to do this grouping and not simply the notion of class, albeit a dynamic one. We
claim that the reason is that these capabilities have a peculiar character: they are
powers.
Again, some insights can be gained by considering which capabilities are
added to a social role. They can be grouped in three categories:
– Actions of the role that are recognized as actions of the institution: e.g. a
directorÕs signature on a buy-order is considered as a commitment of its
department to pay for the requested item.
– Actions of the agent playing the role that can modify the state of the role
itself. For example, a director can commit itself to new responsibilities.
– Interaction capabilities with other roles in the same institution. An agent in
a role can send a message to another role, e.g. a director can give a
command to an employee.
Not only social roles do not exist without social entities, but the role cannot
do any (institutional) action without the consent of the social entity they
belong to. The reason is that social entities are not material entities: agents
playing roles cannot do anything for aﬀecting them.
Social institutions are socially constructed entities which exist thanks to
the collective acceptance by agents of the regulative and constitutive rules
regulating them. In particular, they are created by means of the notion of
constitutive rule introduced by Searle (1995). Searle argues that there is a
distinction between two types of rules:
Some rules regulate antecedently existing forms of behaviour. [...] Some
rules, on the other hand, [...] create the possibility of or define that
activity. The activity of playing chess is constituted by action in
accordance with these rules. The institutions of marriage, promising [...]
are systems of such constitutive rules or conventions.
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Constitutive rules are of the form ‘‘such and such an X counts as Y in
context C’’ where X is any object satisfying certain conditions and Y is a label
that qualiﬁes X as being something of an entirely new sort: an institutional
fact. Examples of constitutive rules are ‘‘X counts as a presiding oﬃcial in a
wedding ceremony’’, ‘‘this bit of paper counts as a ﬁve euro bill’’ and ‘‘this
piece of land counts as somebodyÕs private property’’.
Thus, institutions are composed of regulative and constitutive rules. But
since social roles are deﬁned by the institution they are deﬁned in turn in
terms of constitutive rules and regulative rules attributed to them by the
institution. Since constitutive rules are at the basis of an institution and of
roles, an agent can act in the institution only if for the institution the agentÕs
actions ‘‘count as’’ some institutional fact. In this sense, the new capabilities
added by the role are given by the institution; the role is empowered by the
institution: the actions of a role ‘‘count as’’ (Searle 1995) actions of the
institution itself.
We can explain the three diﬀerent kinds of powers discussed above as
diﬀerent kinds of constitutive rules. First of all, actions of the player of the
role ‘‘count as’’ institutional facts according to some constitutive rule of
the institution. So it can aﬀect the institution. Second, if the constitutive
rules creating an institutional fact belong to the role the agent it is playing,
the agent can aﬀect its role. Third, if the constitutive rule belongs to
some other role of the institution, the agent in playing its role can aﬀect
this other role.
The eﬀects of the action of a player of the role are not limited to making
true institutional facts. Institutional facts can have, in turn, an eﬀect on the
institution and on the roles, via other constitutive rules introducing new
constitutive and regulative rules. For example, the signature of the director
‘‘counts as’’ the commitment of the department (i.e. a new obligation) to
pay for the delivered goods. Moreover the command of the director
‘‘counts as’’ an obligation for the members of the department.
Finally, note that if we consider the possibility that a role is changed
by the exercise of a power from another role we admit implicitly that a role
is not only a type specifying the behaviour expected by the player. Rather,
a role is an instance with its own state. This state speciﬁes the
expected behaviour of an agent, and this speciﬁcation can vary over time
according to the exercise of power by the player, the institution and by
other roles.
The counterpart of strong deﬁnitional dependence and its ability to make
roles access the institutionÕs state, in the Object Oriented world, is that roles
should be deﬁned in the deﬁnition of an object, i.e. a class, that determines its
scope: all roles should be encapsulated in other classes.
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ROLES PLAYING ROLES

Another important feature of roles is that roles can play roles as well. For
example, an employee can be a project leader, a member of the board can be
the CEO of an enterprise, etc.
Roles are usually played by agents: a person can be an employee, a
member of a club, of a board or a member of parliament. But how can a role
play a role? This is possible only if an agent and a role share some properties.
As we will see in the next section, this is possible in our model since roles are
described as agents, i.e. they are attributed mental attitudes as well. Note that
in many models, e.g. Dahchour et al. (2002), roles do no play roles, and a
role like project leader is modelled simply as speciﬁcation of the employee
role. However, this solution relies on a type speciﬁcation hierarchy of roles
and requires introducing dynamic reclassiﬁcation. Instead, our approach
does not require this feature, but it allows to create a hierarchy among roles:
the hierarchy is based on the inherently dynamic played-by relation between
roles and agents, rather than on a speciﬁcation relation.
The methodology of our work is inspired to the agent metaphor of (Boella
and van der Torre 2006c). In that paper, we model entities of social reality
like groups, normative systems, organizations and roles as agents. The
ontological claim is that social reality is diﬃcult to understand for humans,
even if humans themselves create it. Hence, to understand social reality
humans resort to metaphorically mapping the social domain in a betterknown domain: the domain of agents. Social entities exist because they are
collectively accepted by agents (Searle 1995). To deﬁne the behaviour of
social entities, they are collectively attributed by the agentsÕ mental attitudes.
This metaphorical mapping allows to explain the features of social entities
in terms of the features of agents. In particular, in this mapping a social
institution can be considered as an agent where the regulative norms, like
obligations and permissions, are mapped into the goals of an agent; the
constitutive norms creating powers are mapped into the beliefs of the agent.
Moreover, the institution, as a normative system, is supposed to have an
autonomous behaviour as an agent has: it aims at restoring the regularities
prescribed by norms by means of monitoring violations and sanctioning
them. The metaphor, however, stops here since social entities cannot act in
the world. Monitoring and sanctioning are carried out by real agents.
Roles in sociology are often described as expected behaviour. To describe
behaviour, agent theory uses beliefs, desires and goals. Hence, roles can be
considered as agent descriptions. This is diﬀerent from the fact that roles are
also played by agents, their actors. Since roles are considered as agents, they
can play roles in turn. In the metaphorical mapping of (Boella and van der
Torre 2004b) the roleÕs expertise is represented by beliefs of the agent and its
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responsibilities as the goals of the agent. To play a role an agent has to adopt
the goals representing its responsibilities and to carry out them according to
the beliefs representing its expertise: the player has to act as if it had the
beliefs and goals of the role.
In the same way as social entities are constructed by the collective attribution
of mental entities by agents, roles exist only because they are attributed mental
attitudes by the institution they belongs to. The institution is thus deﬁned by
its beliefs and goals representing constitutive and regulative rules and by
the beliefs and goals it attributes to its roles. While (Boella and van der Torre
2004b) focus on responsibilities of roles, in this paper we focus on their powers.
4. Formalization of roles
In this section we introduce our model of roles and institutions.
First of all, a set of propositional variables X describes the diﬀerent
aspects of the world, and rules Rul(X) are used to represent mental attitudes.
Second, we consider diﬀerent sorts of agents A. Besides real agents RA
(either human or artiﬁcial) we consider as agents in the model also social
institutions SA, like groups, normative systems and organizations, and roles
RO composing the structure of agents in SA.
By mental attitudes we mean beliefs B, desires D and goals G. Mental
attitudes are described by rules. Moreover, diﬀerent mental attitudes are
attributed to the agents by the agent description relation AD. It associates to
each agent a set of beliefs, desires and goals. Moreover, AD associates also
agents to agents, because groups, normative systems, organizations, and roles
as agents exist only as proﬁles attributed to them by real agents. So social
institutions and roles exist only as they are described as agents by real agents,
according to the agent description relation.
The following deﬁnition introduces multi-agent systems:

DEFINITION 1 (MAS). Let X be a set of variables. The set of literals built
from X, written as Lit(X), is X [ f:x j x 2 Xg; the set of rules built from X,
written as Rul(X) = 2Lit(X)  Lit(X), is the set of pairs of a set of literals
built from X and a literal built from X, written as {l1,..., ln} ! l. We also write
l1... ln ! l and when n = 0 we write > ! l.
A multi-agent system MAS is a tuple
hRA; SA; RO; X; B; D; G; AD; MD; ; I; PLi where:
– The real agents RA, social institutions SA and roles RO, propositional
variables X, beliefs B, desires D, and goals G are all ﬁnite disjoint sets. We
write RA [ SA [ RO = A for the set of all agents and M = D [ G for
their motivations.
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– An agent description AD : A ! 2A[X[B[D[G is a complete function that
maps each agent to other agents that exist in its proﬁle, sets of variables (its
decision variables), and its beliefs, desires and goals. For each agent a 2 A,
we write Aa for A \ AD(a), and Ba for B \ AD(a), et cetera. We write
parameters P = X [a2A Xa.
– The mental description MD : B [ D [ G ! Rul (X) is a complete function
from the sets of beliefs, desires and goals to the set of rules built from X.
We write m x ! y for: m such that MDðmÞ ¼ x ! y.
– A priority relation is used to resolve conﬂicts among motivational
attitudes: : A ! 2M  2M is a function from agents to a transitive and
reﬂexive relation on the powerset of the motivations containing at least the
subset relation. We write a for  ðaÞ.
– The institutional facts I  P are parameters.
– The role playing function PL : RO ! A associates a role to its player.
The set of variables whose truth value is determined by an agent (decision
variables representing actions) are distinguished from those which are not
directly determined by the agent (P, the parameters). Only real agents act in
the world, while social institutions act only through the agents playing roles
in them. For this reason, social institutions are not associated with decision
variables ([fa2S A[ROg Xa ¼ ;).
Besides, ‘‘institutional facts’’ I are states of aﬀairs which exist only inside
normative systems and organizations. As discussed in Section 3.2 (Searle
1995) suggests that money, properties, and marriages exist only as part of
social reality; since we model social reality by means of the attribution
of mental attitudes to social entities, institutional facts are just in the beliefs
of these agents.

EXAMPLE 1. MAS ¼ hRA; SA; RO; X; B; D; G; AD; MD; ; I; PLi with
RA = {A}, SA = {O}, RO = {B}, P = {p, q, r, s}, and X; P , B, D, G, AD,
MD, PL and  are implicitly given by the following table:

A
A

O

O

——

B

B
D

d1

> ! :p

G

g1

> ! x1

X

x1, x2



d1 > g1 > g2 > g3

PL

B

b1

x2 ! p

g2

>!p
——

B

g2 > g3 > d1 > g1
——

> ! x2

g3
——

g3 > g2 > d1 = g1
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This table should be read as follows. There are three agents, one real agent
A, a social institution O and a role B of the institution, played by A. The A
row speciﬁes which proﬁles are attributed by each agent: agent A attributes
proﬁle O to the institution, and the institution in turn deﬁnes role B by
attributing to it the mental attitudes speciﬁed in the last column. The long
dashes in a cell represent that the ﬁeld cannot have a value.
Agent A has, amongst others, a desire d1 (MDðd1 Þ ¼ > ! :p), and the
institution has a goal g2 which can be realized by an action x2 of agent A since
MD(b1) = x2 ! p.
Finally, only a fragment of the priority relation is given, because it is only
given for singleton motivations, whereas it is deﬁned over sets of motivations.
It says that each agent gives highest priority to its own motivations. The table
can be extended to deal with more detailed motivations in the obvious way.

OBSERVATION 1. Roles are deﬁnitionally dependent on the institutions
they belong to. An institution a, since it is modelled as an agent, is deﬁned
by the agent description function AD:A ! 2A[X[B[D[G. This function
describes also the agentsÕ proﬁles associated to the institution (the set Aa), in
particular, it describes the set of roles associated to the institution
ROa = RO \ Aa. Thus, the roles ROa are deﬁned by the deﬁnition of the
institution a 2 SA.

OBSERVATION 2. A role can play a role as required in Section 3.3. The
PL relation associate a role in RO to its player in A: since RO  A, then a
role a can play a role b (PL(b, a)).
Social institutions like normative systems and organizations are able to
change themselves. For example, they specify how their norms can be modiﬁed.
Since social institutions depend on the attribution of mental attitudes which
deﬁne both the regulative and constitutive norms, we represent their modiﬁcation by means of the modiﬁcation of their mental attitudes expressed as rules.
We adopt here a relatively simple solution for adding, revising and
removing rules from a rule base; it is based on the assumption that all relevant beliefs, desires and goals are already present in the system, such that we
only have to adapt the agent description AD. An advantage of this
construction is that the priorities of the desires and goals are also already
deﬁned in the multi-agent system, and we do not have to introduce an update
mechanism.
Additions (also known as expansions) to the agent description are deﬁned
as + : A  (B[D[G) ! I, i.e. as for each agent mappings from mental
attitudes to institutional facts. Since institutional facts I like the additions
exist only in the beliefs of a normative system or an organization, we need a
way to express how these beliefs can be made true. The relations among
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propositional variables are expressed as belief rules. Rules concerning beliefs
about institutional facts are called constitutive rules and represent the
‘‘counts-as’’ relations introduced by (Searle 1995).

DEFINITION 2 (Counts-as). Given
MAS ¼ hRA; SA; RO; X; B; D; G; AD; MD; ; I; PLi
Counts-as conditionals CA  Bo of constitutive norms are beliefs of a
social institution or a role o 2 SA [ RO, such that constitutive rules
CR = MD(CA) are the set of rules whose heads are elements of literals built
out of institutional facts Lit(I). We write counts-aso(Y, p) where Y  LitðXÞ
and p 2 I if $ m 2 CA such that MD(m) = Y ! p.
In Boella and van der Torre (2006a) we discuss the properties of constitutive rules seen as goals of the agents.

EXAMPLE 2 (continued). Given I = {r, s}.
A
A

O

O

d1

> ! :p
> ! x1

G

g1

X

x1, x2



d1 > g1 > g2 > g3

PL

——

B

B
D

B

b1

xs ! p

b2

x1 ! r

g2

>!p
——

B

g2 > g3 > d1 > g1

x2! s

b3

> ! x2

g3
——

g3 > g2 > d1 = g1

——

Belief rules b2 and b3 are constitutive rules establishing institutional facts r
and s via action x1 and x2 of agent A. Note that b3 is a constitutive rule of the
role: action x2 of the player of the role makes it true.
The following deﬁnition introduces multi-agent systems which can modify
themselves:

DEFINITION 3 (SMAS). A self modifying MAS is deﬁned as
hRA; SA; RO; X; B; D; G; AD; MD; ; I; PL; þ; CAi with additions + : A 
(B [ D [ G) ! I. We write +a(m) for +(a, m). The update of a SMAS by a set
of literals L  LitðIÞ is AD0a ¼ ADa [ fm j þa(m) 2 L}.
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EXAMPLE 3 (continued). We introduce additions:
A
A

O

O

——

B

B

D

d1

> ! :p

G

g1

> ! x1

X

x1, x2



d1 > g1 > g2

PL

B

b1

x2 ! p

b3

x2 ! s

b2

x1 ! r

b6

s ! +B(g4)

b4

r ! +O(b5)

g2

>!p

g3

> ! x2

——
B

g1 > d1 > g2

——
g2 > d1 = g1

——

The institutional fact r (performed via AÕs x1) ‘‘counts as’’ (b4) adding b5
of the beliefs of the institution: this means that the agent A has the power
to express the opinion of the institution it belongs to. Moreover, the
institutional fact s (performed via AÕs x2) ‘‘counts as’’ (b6) the introduction
of a goal g4 in the state of the role B: A has the power to commit the
role B to a certain goal by means of its actions.
The consequences of belief rules are incorporated via a logic of rules called
out. It takes the transitive closure of a set of rules, which can be extended in
the process, and it is an extension of reusable throughput in input/output
logic (Makinson and van der Torre 2000) with generator revision.

DEFINITION 4 (Consequences). U = 2Lit(X) ! 2Rul(X) are the possible
add lists of sets of rules in situations. out is a function from set of rules, sets of
formulas and add lists to new sets of rules and sets of formulas: out: 2Rul(X) 
2Lit(X)  2U ! 2Lit(X). Let out(E,S,R) be the closure of S under the rules E
updated by added rules R, deﬁned as follows.
–
–
–
–
–

outE0(E, S, R) = E
out0(E, S, R) = S
outEi+1(E, S, R) = outEi [ U(outi(E, S, R))
outi+1(E, S, R)=outi(E, S, R) [fljL ! l 2 outEi ðE;S;RÞ;L  outi ðE;S;RÞg
i
outðE; S; RÞ ¼ [1
o out ðE; S; RÞ

Here we are interested in the closure of a decision under a set of belief
rules. The new belief rules of an agent a in situation S is Rþ
a , deﬁned by
þ
Ra ðSÞ ¼ fMDðbÞ j b 2 B; þa ðbÞ 2 Sg.
We ﬁnally introduce decisions of agents; they must be consistent with
the consequences of beliefs according to the agents A (outðBA ; d; Rþ
A Þ).
The set of decisions D is the set of sets dA  LitðXÞ such that their closures under the beliefs outðBA ; d; Rþ
A Þ do not contain a variable and its
negation.

430

216

GUIDO BOELLA AND LEENDERT VAN DER TORRE

EXAMPLE 4 (Continued). out(BB,{x1,x2},RþB ) = {x1,x2, s, +B(g4)}. According to role B, A¢s decision x2 leads to s and adds goal b4.
Finally, we relate our formalization to the last property of roles: the
powers they have in the institution.

OBSERVATION 3. Roles have powers if there is some institutional fact
(and, thus, also additions) which is inﬂuenced by an action of the role.
For example, given a role b 2 RO: $x 2 Xb such that the action x is included in the input of some constitutive rule 9m C ! p where m 2 CA
and x 2 C.
5. Related work
The meaning of the term social role in MAS only partially overlaps with the
notion of social roles in social theory.
The functionalist approach in social theory considers a role as the set of
expectations that a society places on individuals. Such expectations can be
ascribed, like in the schoolchild role, or achieved, like in the university student role. In this paper we model only the latter type of roles. For this theory,
collectively, a group of interlocking roles creates a social institution. Also in
this paper, roles are associated with institutions.
Social theory considers also roles like friend, competitor, and paterfamilias which are not apparently connected with a formal institution, but we
can cover some of these cases by means of informal institutions like friendship, the market, a family, etc.
A role, in the interactionalist social theory, is not ﬁxed or prescribed, but
something that is constantly negotiated between individuals in a tentative,
creative way. These aspects go beyond the scope of this paper.
Turner (1968) delineates four types of roles: ﬁrst, basic roles – such as
gender and age roles – that are located in society rather than particular
organizations; second, structural status roles – such as occupational, family,
minister, nun – that are attached to oﬃce or status in particular organizations; third, functional group roles – such as mediator, leader, challenger –
that are not formally designated or attached to group positions or oﬃces but
are recognized in the group culture; and, last, value roles – such as hero,
traitor, heretic, saint - that embody values of the group. Clearly we focus on
the second type of roles. Finally, social roles must be distinguished also from
biological roles like young, adult, father, etc.
Social theory associates powers with roles too. However, powers in our
context is a synonym of institutional power, while social theory considers
also the case of power of inﬂuencing other people due to the associated
status.
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The relation between roles and power has been also noticed in the AI and
Law ﬁeld, among others by Demolombe and Louis (2005) and (Viganò and
Colombetti 2006). For example, Demolombe and Louis (2005) deﬁne roles as
a tuple composed of role name, conditions necessary to play the role, the
obligations associated to it and its institutional powers. Roles are associated
only informally to an institution. However, in our model we do not only
connect roles and powers, but we identify powers as one of the deﬁning
features of roles in ontologies and we relate their possibility to the property
of deﬁnitional dependence.
Finally, Breuker (2004) in his LRI-Core ontology distiguishes various
kinds of roles (function, case role, etc.) and among them social roles. Social
roles have a mental nature as in our model, however, in LRI-Core roles, and
their deﬁnitions, are not explicitly bounded to an institution.
6. Summary
In this paper, we analyse the properties of social roles in MAS and OO, we
identify new properties as distinguishing properties of roles in an ontology of
MAS, and we provide a simple formal model of social institutions with roles.
We attribute three main properties to roles First their deﬁnitional dependence: social roles exist only as they are deﬁned by some social institution;
second, besides rights and permissions, social roles are associated to powers
in the institution they belong to. Finally, roles can play roles as any other
agent, since in our model social roles should be considered as an agent.
In Figures 3 and 4, we reconsider the properties attributed in Section 3 to
roles by, respectively, AO and OO, and we show how they are dealt with in

5 Roles define expected behavior and obligations: a role’s goals are its responsibilities.
6 Roles define sets of rights: since institutions are modelled as normative systems
they can associate not only obligations but also rights and authorizations to roles.
7 Roles embed behavior specific to a context; roles exist only and because of the
institution they belong to: the institution is the context of a role defining its
specific behavior.
8 Define common interactions: constitutive rules define also how an action of
a player of a role affects the beliefs and goals of another role, thus allowing
communication.
9 Promote an organizational view of the system: roles compose the organizational structure of an institution and the institution gives them the power to
exogenously coordinate its own behavior.
Figure 3. Some properties of roles in AO.
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1. Roles have properties, for example, each role has its own beliefs and goals.
Moreover, roles have behavior in the sense that they can execute institutional
actions via the actions of their players.
2. Dependence of roles from relationships is implied by the stronger notion of
definitional dependence: the relation they depend on is the relation between the
role and the social institution which defines it.
3. An agent may play different roles simultaneously: the role playing function is
not surjective.
4. An agent may play the same role several times: a role is not defined by its beliefs
and goals only, but also by the institution attributing them to the role. The same
roles in two different institutions are different roles and nothing prevents to play
both.
5. An agent may acquire and abandon roles dynamically: to play a role it is sufficient to know which beliefs and to adopt which goals the player is expected to
have. The model can be extended with constitutive rules which affect the role
playing relation.
6. The sequence in which roles may be acquired and relinquished is subject to
restrictions which are specified in the constitutive rules of the social institution.
7. Objects of unrelated types can play the same role: to play a role it is necessary
to be able to perform the actions which “count as” actions of the institution. A
different issue is if the agent is suited to play a role, i.e., which are its beliefs and
motivations.
8. Roles can play roles since roles are defined as agents and agents can play roles.
9. A role can be transferred from one agent to another: the new player is expected
to behave as if it has the current beliefs and goals attributed to the role.
10. The state of an agent is role-specific: the agent’s powers change with the role it
is playing.
11. Features of an agent can be role-specific: according to its role, the agent has to
act as if it has the beliefs and goals of the role.
12. Roles restrict access. Roles are accessed only via powers.
13. Different roles may share structure and behavior: role definitions can be
organized in a hierarchical way.
14. An agent and its roles share identity. Roles are not real agents, but only
descriptions of agents. So they have no identity as agents.
15. An agent and its roles have different identities and role are instances.
Figure 4. The properties of roles in OO revisited.

our model. Since the two lists of properties overlap, in Figure 3 we focus only
on the properties which require the autonomy of the agent playing the role.
We propose a formalization of our model of roles using Input/Output
logics. Goals and beliefs of agents are modelled as conditionals. Roles, as
description of expected behaviour, are modelled as descriptions of agents and
thus they are attributed mental attitudes too.
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As stated in the introduction, the term social role refers to the sense it is
used in ontologies and multi-agent systems. This meaning seems to
correspond quite closely to the sense the term role is used by some authors in
object oriented programming.
In this paper we describe the ontological properties of roles using our
model of normative multi-agent systems. In Boella and van der Torre (2006b)
we propose a logical model of roles with the same properties using an
extension of Masolo et al. (2004)Õs approach, rather than in MAS. Finally,
our model of roles is being used as the basis to introduce roles in Object
Oriented programming languages like Java (Baldoni et al. 2007).
In this way we oﬀer a uniﬁed notion of roles in both Agent Oriented
systems and Object Oriented ones. The integration between agent systems
and more traditional OO systems can be fostered, e.g. agents can be used to
play roles in OO systems. Moreover, agent systems implemented using OO
architectures and languages already have roles at their disposal.

References
Artikis, A., Pitt, J. and Sergot, M. (2002). Animated Speciﬁcations of Computational Societies. In Proceedings of the First International Joint Conference on Autonomous Agents
and Multi Agent Systems (AAMASÕ02), 1053–1061. ACM Press.
Baldoni, M., Boella, G. and van der Torre, L. (2007). Interaction between Objects. in Power
Java, Journal of Object Technology 150(1): 9–29.
Bauer, B., Muller, J. and Odell, J. (2001). Agent UML: A Formalism for Specifying Multiagent Software Systems, International Journal of Software Engineering and Knowledge
Engineering 11(3): 207–230.
Boella, G. and van der Torre, L. (2004a). An Agent Oriented Ontology of Social Reality.
In Proceedings of Formal Ontologies in Information Systems conference (FOISÕ04),
Amsterdam, 199–209. IOS Press.
Boella, G. and van der Torre, L. (2004b). Organizations as Socially Constructed Agents in the
Agent Oriented Paradigm. In Gleizes, M.P., Omicini, A., and Zambonelli, F. (eds.), LNCS
3451: Proceedings of Engineering Societies in the Agents World Workshop (ESAWÕ04),
Toulouse, France, 20–22 October 2004, Revised, selected and invited papers, 1–13.
Springer: Berlin.
Boella, G. and van der Torre, L. (2006a). Delegation of Power in Normative Multiagent
Systems. In Goble, L., and Ch. Meyer, J.-J (eds.), LNCS 4048: Deontic Logic: 9th
International Workshop on Deontic Logic in Computer Science (DEONÕ06). Utrecht, The
Netherlands. 12–14 July 2006, Springer: Berlin.
Boella, G. and van der Torre, L. (2006b). A Foundational Ontology of Organizations and
Roles. In Baldoni, M., and Endriss, U. (eds.), LNCS 4327: Proceedings of Declarative
Agent Languages and Technologies (DALTÕ06) workshop at AAMASÕ06 Hakodate,
Japan, 8 May 2006, selected, revised and invited papers, 78–88.
Boella, G. and van der Torre, L. (2006c). A Game Theoretic Approach to Contracts in
Multiagent Systems, IEEE Transactions on Systems, Man and Cybernetics – Part C:
Applications and Reviews 36(1): 68–79.

434

220

GUIDO BOELLA AND LEENDERT VAN DER TORRE

Boella, G. and van der Torre, L. (2006d). Security Policies for Sharing Knowledge in Virtual
Communities, IEEE Transactions on Systems, Man and Cybernetics – Part A: Systems
and Humans 36(3): 439–450.
Breuker, J. (2004). Constructing a Legal Core Ontology: LRI-Core. In Workshop on
Ontologies and Their Applications.
Cabri, G., Ferrari, L. and Leonardi, L. (2004). Agent Role-based Collaboration and Coordination: a Survey about Existing Approaches. In IEEE Systems, Man and Cybernetics
Conference vol 6, pp 5473–5478.
Cavedon, L. and Sonenberg, L. (1998). On Social Commitments, Roles and Preferred Goals.
In Proceedings of the Third International Conference on Multi-Agent Systems
(ICMASÕ98), 80–87. Springer: Berlin.
Dahchour, M., Pirotte, A. and Zimanyi, E. (2002). A Generic Role Model for Dynamic
Objects. In LNCS 2348: Proceedings of the 14th Conference on Advanced Information
Systems Engineering (CAiSEÕ02), Toronto, ON, 27–31 May 2002, 643–658, Springer.
Dastani, M., van Riemsdijk, B., Hulstijn, J., Dignum, F. and Meyer, J.-J. (2004). Enacting and
Deacting Roles in Agent Programming. In LNAI 3382: Proceedings of the Agent Oriented
Software Engineering Workshop (AOSEÕ04), New York, 19 July 2004, Revised and
selected papers, 189–204.
Demolombe, R. and Louis, V. (2005). Normes, Pouvoirs et Roles: Vers une Formalisation en
Logique. In Journes Francophones sur les Systemes Multi Agents.
Esteva, M., Padget, J. and Sierra, C. (2001). Formalizing a Language for Institutions and
Norms. In LNCS 2333: Intelligent Agents VIII: agent theories, architectures, and
languages. (ATALÕ01), Seattle, WA, 1–3 August 2001, revised papers, 348–366. Springer:
Berlin.
Fasli, M. (2001). On Commitments, Roles and Obligations. In LNAI 2296: From Theory to
Practice in Multi-Agent Systems, Craww, 26–29 September 2001, 93–102. Springer: Berlin.
Ferber, J., Gutknecht, O. and Michel, F. (2003). From Agents to Organizations: an Organizational View of Multiagent SystemsÕ. In LNCS 2935: Proceedings of Agent Oriented
Software Engineering Workshop (AOSEÕ03), Melbourne, 15 July 2003, revised papers,
214–230, Springer.
Fine, K. (1995). Ontological Dependence, Proceedings of the Aristotelian Society 95: 269–290.
Grossi, D., Dignum, F., Dastani, M., Royakkers, L. (2005). Foundations of Organizational
Structures in Multi-agent Systems. In Proceedings of the Fourth International Joint
Conference on Autonomous Agents and Multi Agent Systems (AAMASÕ05), 690–697.
Guarino, N. and Welty, C. (2002). Evaluating Ontological Decisions with Ontoclean,
Communications of ACM 45(2): 61–65.
Juan, T., Pearce, A. and Sterling, L. (2002). ROADMAP: Extending the Gaia Methodology
for Complex Open System. In Proceedings of the First International Joint Conference on
Autonomous Agents and Multi Agent Systems (AAMASÕ02), 3–10.
Loebe, F. (2005). Abstract vs. Social Roles – A Reﬁned Top-Level Ontological Analysis.
In Proceedings of the AAAI Fall Symposium RolesÕ05, 93–100, AAAI Press.
Makinson, D. and van der Torre, L. (2000). Input–Output Logics, Journal of Philosophical
Logic 29(4): 383–408.
Masolo, C., Vieu, L., Bottazzi, E., Catenacci, C., Ferrario, R., Gangemi, A. and Guarino, N.
(2004). Social Roles and their Descriptions. In Proceedings of the International Conference
on Principles of Knowledge Representation and Reasoning (KRÕ04), 267–277, AAAI
Press.
Pacheco, O. and Carmo, J. (2003). A Role Based Model of Normative Speciﬁcation of
Organized Collective Agency and Agents Interaction, Autonomous Agents and Multiagent
Systems 6: 145–184.

435
THE ONTOLOGICAL PROPERTIES OF SOCIAL ROLES IN MAS

221

Sandhu, R., Coyne, E., Feinstein, H. and Youman, C. (1996). Role-Based Access Control
Models, IEEE Computer 2: 38–47.
Searle, J. (1995). The Construction of Social Reality. The Free Press: New York.
Sowa, J. (2000). Knowledge Representation: Logical, Philosophical, and Computational
Foundations. Paciﬁc Growe (CA): Brooks/Cole.
Steimann, F. (2000). On the Representation of Roles in Object-Oriented and Conceptual
Modelling, Data and Knowledge Engineering 35: 83–848.
Turner, R. (1968). Role. In International Encyclopedia of the Social Sciences, Vol. 13,
pp. 552–557.
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Abstract
In this paper we introduce a method to measure the social importance of
an agent in a multiagent system, using a directed graph representing dependencies among agents to achieve their goals, so-called dependence graphs
pioneered by Castelfranchi, Conte and Sichman. Our measure is derived
from van den Brink and Gilles’ β-measure to rank agents, using a directed
graph representing an abstract dominance relation among agents. In particular, we show how to define power structures and dependence networks from
the goals and skills of individual agents, and how to adapt the β-measure
for such dependence networks based on their topological properties. Moreover, we show that our notion of social importance has a simple and intuitive
meaning: it measures the discontent of the other agents in case the agent
would leave the society.

keywords: Cooperation, dependence networks, social importance.
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1

Introduction

Heterogeneous agents help other agents to achieve their goals in various ways and
to various degrees, raising the problem how to measure the social importance of
an agent inside a community. Social importance plays a key role in the explanation
of several so-called emergence and micro-macro link problems. For example, it
can be used to estimate the influence of an agent in a collaboration process, to
justify the emergence of various social positions and hierarchical organizations in
a community of peers, to distribute obligations [5] or to analyze to which extent a
community tends to one of its members in order to keep it inside. Castelfranchi [7]
argues that some aspects of the emergence and micro-macro link problems arise
from and can be modeled with a description of the power of groups of agents and
their inter-dependencies.
In this paper, we consider the formalization of the social importance of agents
using a directed graph representing dependencies among agents to achieve their
goals, so-called dependence graphs pioneered by Castelfranchi [7], as well as
Conte and Sichman [8]. To address the social importance we use the β-measure
developed by van den Brink and Gilles [18] to rank agents inside a dominance
structure, i.e., a weighted directed graph where each node represents an agent and
a weighted arc represents the strength of a dominance relation between two agents.
We focus on the β-measure, because it satisfies some properties which should also
hold for dependence. For example, if an agent does not dominate any other agent,
then its β-measure is equal to zero, and analogously, if no agent depends on a given
agent, then the social importance of the latter should be equal to zero.
The problem we address is therefore how to adapt the β-measure in order to
capture the strength of an agent in the satisfaction of the goals of other agents. Our
problem breaks down in the following two related questions:
1. How to define a dependence network for agents based on their abilities and
desires?
2. How to adapt van den Brink and Gilles’ β-measure to measure social importance in these dependence networks?
To answer the first question, we adapt the dependence networks we have developed in previous work to define admissible criteria for coalition formation (see
[15] for a detailed description), introducing the minimization on the action assignment in the definition of minimal power. In particular, a possible notion of power
is the so-called α-ability: the capability of a group of agents to ensure a state of
affairs, no matter what the other agents do [13, 1, 19]. This notion originates from
classical game theory [14], where it has been shown that it satisfies the property
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of coalitional monotonicity, i.e., adding new members to a group of agents does
not decrease its power. Though this property seems natural in several contexts, it
is not well suited to define the notion of dependence among agents as developed
by Castelfranchi and others, because it admits in a group which has the power to
achieve a certain goal the presence of useless agents. Therefore, we study also a
notion of power implying α-ability, but requiring also that if a group of agents Q
has the power to achieve a goal g, then no subsets Q0 of Q can achieve g with less
efforts. This means that all the agents in Q play a profitable role in the achievement
of g. Starting from formalization of the notion of power we represent dependencies
among group of agents by means of graphs following the approach of Conte and
Sichman [8].
The second question addresses the primary aim of this paper, i.e. the definition
of our measure of the social importance of an agent inside a community. This
issue, as far as we know, is novel in the multiagent system community. Intuitively,
our notion of social importance measures the dissatisfaction of a community in
case one of its members decides to leave it. This measure depends essentially on
three factors, the goals in which achievement that agent is involved, the number of
agents that desire these goals and the number of alternatives which subsist in order
to achieve these goals. More precisely, we adapt the notion of β-measure, because
dominance concerns only two agents. First, the notion of dependence is relative to
the achievement of a goal, and since a priori goals cannot be assumed equivalent,
we have to consider separately the importance that any single goal provides to an
agent. Second, dependence concerns one agent with respect to a group of agents
which has the power to achieve one of its goals, and not only with respect to one
other agent only.
There are several related issues we do not address in this paper. We use a level
of abstraction which enables to model all the relevant aspects of our problem and
to reveal differences with other works to a limited extent concerning our problem.
Several natural improvements concerning non-deterministic or more sophisticated
models of the environment (see [12]) are beyond the scope of this paper. Similarly,
the description of temporal aspects of goals, as addressed in ATL [1], for example,
or the study of the complex plans involving concatenation of actions, conditionals,
iteration can be subject of future research.
The layout of this paper is as follows. In Section 2 we formalize a Multiagent
System, providing the definition of the single agents, the actions they can execute
and their effects. In Section 3, the notions of the power and lack of power for
groups of agents are formalized. Section 4 is dedicated to dependencies, relating
them to the previous definitions of power and lack of power, and in Section 5 a
graph representation of the dependencies among agents is provided. Section 6
concerns the formalization of the social importance of an agent in a Multiagent
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System, which extends the notion of β-measure of van den Brink and Gilles [18].
Related work and conclusions end the paper.

2

Multiagent System

Given a set of Boolean variables V , in the following, we denote with LV the set of
all Boolean formulae on the variables V . If ν ∈ LV , then V [ν] is the set of all the
variables in V that occurs in ν. Given a formula ν ∈ LV and a truth assignment
µ of V , we write |=µ ν to indicate that µ satisfies the formula ν in the usual
propositional semantics. As usual a formula ν ∈ LV is consistent if there exists
a truth assignment µ such that |=µ φ, we denote with L∗P ⊂ LP the subset of all
consistent formulae.
A multiagent system can be viewed as a set of agents populating an environment. Agents can affect the environment by executing actions. In this work we
consider a simple model where the evolution of the environment consists of a single step from an initial state to its next state. In this way, we abstract from a
detailed description of an action - whether, for example, it can be decomposed in
a sequence of more elementary actions - as well as from low-level coordination issues. Mainly, this choice is due to simplicity reasons. However, several studies on
strategic reasoning and collaborative behaviors are used to restrict the complexity
of the agent interaction. For example in classical game theory the strategic form
of a game abstracts from the detailed description of what a strategy consists of and
directly describes the result of strategy profiles by means of an outcome function
[13].
The evolution of the environment is described by means of a pair of states, the
initial state and the next state. The initial state consists of a truth assignment θ on a
set of propositional variables P . The next state is represented by means of a truth
assignment θ0 on a set of propositional variables P 0 = {p0 | p ∈ P }.
The environment evolves according to the actions that agents execute in the initial state, and is characterized by effect rules. We introduce a finite set of Boolean
variables Ac denoting all the actions that can be performed by an agent. An effect rule is conditional both on the initial state and on the actions performed by the
agents. In order to express the relation between actions and their effects we formalize not only the fact that some actions should be performed to have some effects,
but also that some other actions should not be performed. For example to open a
door one has to push it, but at the same time no other person should be pushing it
on the other side.
Definition 1 (Effect rule) An effect rule is a formula φ ∧ ψ → φ0 , where ψ ∈
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L∗Ac , φ ∈ L∗P and φ0 ∈ L∗P 0 is a conjunction of literals over P 0 . We denote with
EP,Ac,P 0 ⊂ L∗P ∪P 0 ∪Ac the set of all possible effect rules.
Given an effect rule r = φ ∧ ψ → φ0 , we denote withVeffects(r) φ0 and,
given a set of effect rules R we denote with effects(R) = r∈R effects(r). In
the same manner, we V
denote with preconditions(r) the formula φ ∧ ψ and with
preconditions(R) = r∈R preconditions(r).
Example 1 A possible rule is: s1 ∧ s2 ∧ a → ¬s01 . Informally, this rule tells us
that in every state where both s1 and s2 are true, if the action a is performed, then
in the next state s1 is false.
The environment is regulated by a finite set of effect rules Rl ⊂ EP,Ac,P 0 . Given
an initial state θ and a truth assignment α on the action variables Ac, if R ⊆ Rl is
the set of effect rules such that |=θ∪α preconditions(R), then next state θ0 satisfies
the effects of all the effect rules in R, |=θ0 effects(R). However, there could be
more than one truth assignment θ0 that satisfies effects(R), therefore which of them
is the next state? We assume that the effect rules operate like STRIPS-operators
[10], i.e., the values of the attributes not involved in the effects of the activated rules
remain unchanged. We call this behavior the inertia assumption and we formalize
it as follows:
Definition 2 (Next state) Given a set of effect rules Rl , an initial state θ, a truth
assignment of the actions α. Denoted with R ⊆ Rl the set of all the rules r ∈ Rl
such that |=θ∪α preconditions(r). The next state resulting from θ and α under Rl
is the truth assignment θ0 on the variables P 0 such that |=θ0 effects(R) and for all
the variables p0 ∈ P 0 \ P 0 (effects(R)), θ0 (p0 ) = θ(p). In the following we denote
the next state corresponding to θ, α and Rl as Next(θ, α, Rl ).
Example 2 Let θ be the state {(s1 , 1), (s2 , 1)} and R the set of activated rules
consisting of the single rule s1 ∧ s2 ∧ a → ¬s01 as in Example 1, effects(R) is the
formula ¬s01 , therefore P 0 (effects(R)) is the variable s01 . Due to Definition 2, the
next state θ0 satisfies the formula ¬s01 , so θ0 (s01 ) = 0, whereas θ0 (s02 ) = θ(s2 ), i.e.,
it is equal to 1.
Given a generic set of rules Rl , describing the evolution of the environment, it
could be that two or more effect rules in Rl have inconsistent effects even if their
preconditions are consistent.
Example 3 Consider the two rules r1 = f → ¬s01 and r2 = ¬s1 ∧ a1 → s01 . Let θ
be an initial state such that θ(f ) = 1 and θ(s1 ) = 0 and let α be an assignment on
the action variables such that α(a1 ) = 1. Then, θ and α satisfy the preconditions
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of both r1 and r2 , |=θ∪α preconditions({r1 , r2 }), nevertheless there does not exist
a next state θ0 such that |=θ0 s1 and |=θ0 ¬s1 .
For this reason we explicitly require that activated rules do not lead to inconsistent effects. We call such sets of rules feasible.
Definition 3 (Feasible rules) A set of rules Rl is feasible if and only if for all the
initial states θ and for all truth assignment α of Ac, there exists a next state θ0 such
that θ0 = Next(θ, α, Rl ).
The following example illustrates the distinction between feasible and not feasible rules.
Example 4 (Continued) Consider the set of rules Rl = {r1 , r2 } of the Example
3. To make this set of rules feasible we modify the rule ¬s1 ∧ a1 → s01 with the
rule ¬s1 ∧ ¬f ∧ a1 → s01 .. Rl is feasible because the formulae f and ¬s1 ∧ ¬f
are inconsistent, therefore, the preconditions of r1 and r2 cannot be satisfied at the
same time.
Finally, we introduce agents. An agent is represented by means of its abilities
and motivations. The abilities of an agent ag i are the actions it can perform Ac i ⊆
Ac.
Motivations are formalized as goals. Informally, a goal is a generic formula γ
involving variables from P , Ac and P 0 which describe respectively in which initial
states it is activated, which actions are desired to be executed and which final state
is desires.
Definition 4 (Goals) A goal is a formula γ of LP ∪Ac∪P 0 . A set of effect rules Rl ,
an initial state θ and an action assignment α satisfy a goal γ, Sat(θ, α, γ), if and
only if |=θ∪α∪Next(θ,α,Rl) γ.
Example 5 Consider the conditional goal s ∧ ¬a ∧ ¬s0 , this goal states that whenever the initial state satisfies s, then the agent desires that the action a is not executed and the environment evolves in a next state which does not satisfy s0 .
A Multiagent System consists of a set of agents together with their actions and
goals.
Definition 5 (Multiagent System) A Multiagent System, MaS , is tuple
hAg, P, Ac 1 , . . . , Ac |Ag| , Rl , G1 , . . . , G|Ag| i
where Ag is a set of agents. P is a set of propositional variables. Ac i is the set of
actions the agent i can perform, where Ac denotes the union of all the Ac i . Rl is a
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feasible set of rules on the propositional variables P and Ac. Gi ⊂ L∗P ×L∗Ac ×L∗P 0
is a finite set of goals associated with agent i, where Gl denotes the union of the
Gi , i.e., the set of all the goals.
To illustrate our model of a multiagent system, we consider an example regarding the safety of a prison. The prison is composed by two interiors, a dormitory and
a courtyard. A gate separates the dormitory from the courtyard, whereas another
gate separates the courtyard from the outside. s1 and s2 denote the attributes corresponding respectively to the first and the second gate, in particular si represents
that the corresponding gate is closed and ¬si represents that it is open. The two
gates are ruled by pressing the two buttons, denoted with the actions a1 and a2 , and
a fire alarm. The fire alarm is described by the attribute variable f , if the value of
f is true, then a fire is spreading through the dormitory. In this case, independently
from the states of the gates and the activation of the buttons, the gate s1 is opened
to assure the prisoners to leave the dormitory. Button a1 closes the gate s1 in the
case it is open and it opens s1 only if both s1 and s2 are closed. Button a2 has the
same behavior as button a1 , but it governs gate s2 . The agents are two guards gd 1 ,
gd 2 and a prisoner pr . Guard gd 1 handles the controller a1 , whereas the guard gd 2
handles the controller a2 . The prisoner pr can perform an action b that makes f
true. We are not interested in the goals of the guards whereas we know that the goal
of the prisoner is to escape. We assume that whenever a gate is open the prisoner
can pass through it, therefore, the goal to escape is formalized as follows: if the
gate s1 is closed, then pr wants that in next state both s1 and s2 are open. In the
case that s1 is open and the gate s2 is closed, then pr has already the possibility
to be over s1 , therefore it only desires that in the next state the gate s2 is open.
Finally, if both the gates s1 and s2 are open, then he can escape, and hence its goal
is already satisfied.
Example 6 The multiagent system relative to this scenario is described in Figure 1.

3 Power of groups of agents
In this section we define a notion of power which is based on two facts. First, we
consider that agents can not only help, but also obstruct each other. For this reason
we consider a notion of power which is related to the game theoretic notion of αability [13, 19], i.e., a group of agents Q has the power to achieve a state of affairs
if there exists a joint behavior ensuring that state of affairs and the other agents
cannot obstruct Q.
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Agents actions
Goals
gd 1
a1
∅
gd 2
a2
∅
pr
b
g1 = (s1 ∧ ¬s01 ∧ ¬s02 ) ∨ (¬s1 ∧ s2 ∧ ¬s02 ) ∨ (¬s1 ∧ ¬s2 )
Effect Rules
b → f0
f → ¬s01
s1 ∧ s2 ∧ a1 → ¬s01
¬s1 ∧ ¬f ∧ a1 → s01
s1 ∧ s2 ∧ a2 → ¬s02
¬s2 ∧ a2 → s02
Figure 1: The Multiagent system of the prison example.
Second, inspired by Castelfranchi [7], by power we mean the capability of a
group of agents to achieve goals. Therefore, power does not consist only of the
group’s abilities to achieve effects. There should also be at least one agent that
desires those effects.
Given a multiagent system MaS , an action assignment is a function which
specifies, for each agent, the actions it executes in the initial state.
Definition 6 (Action assignment) Given a set of agents Q ⊆ Ag, we denote with
KQ an action assignment over the agents in Q, i.e., a function that associates, for
all the agents ag i ∈ Q, a non-empty subset of Ac i and, for all ag j 6∈ Q, the empty
set. We denote with U(KQ ) the union of all the actions assigned in KQ :
[
U(KQ ) =
KQ (ag)
ag∈Q

Given two action assignments KQ and KQ0 , we denote with KQ t KQ0 the
action assignment such that:
• for all ag 6∈ Q ∪ Q0 , KQ t KQ0 (ag) = ∅
• for all ag ∈ Q ∪ Q0 , KQ t KQ0 (ag) = KQ (ag) ∪ KQ0 (ag)
Finally, we write KQ0 v KQ , when Q0 ⊆ Q and for all ag ∈ Q0 , KQ0 (ag) ⊆
KQ (ag). As usual, KQ0 < KQ means that KQ0 v KQ and KQ0 6v KQ .
A set of agents Q has the power to achieve a goal γ by means of an action
assignment KQ in an initial state θ if and only if γ is satisfied no matter which
actions the other agents execute.
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Definition 7 (Agents’ power) Given a goal γ ∈ Gl , a set of agents Q ⊆ Ag
has the power to achieve γ according to the action assignment KQ in the state θ,
Pow (Q, γ, KQ , θ), if and only if for all KAg\Q , Sat(θ, U(KQ ∪ KAg\Q ), γ).
We generalize the notion of power for sets of goals G ⊆ Gl : Pow (Q, G, KQ , θ)
if and only if for all γ ∈ G, Pow (Q, γ, KQ , θ).
Definition 7 formulates the notion of α-ability with respect to the possibility to
achieve one or more goals at the same time. α-ability has been proved to satisfy
several relevant properties such as coalition monotonicity or super-additivity [13].
However, α-ability has been defined as the capability for a group of agents to ensure a state of affairs and not to collect goals as in our case. For this reason we
re-define these properties in our framework and we prove that Definition 7 satisfies
them. Informally, these properties are:
goal monotonicity: if a set of agents Q can achieve a set of goals G by means of
the action assignment KQ , then it can achieve, by means of the same KQ ,
every subset G0 of G.
coalition monotonicity: if the set of agents Q has the power to achieve the set of
goals G by means of KQ , then every set of agents Q0 that contains Q can
achieve G by means of an action assignment KQ0 such that KQ v KQ0 .
super-additivity: if two disjoint sets of agents Q1 and Q2 can respectively achieve
two sets of goals G1 and G2 by means of the actions assignments KQ1 and
KQ2 , then joined they can achieve both G1 and G2 by means of the action
assignment KQ1 t KQ2 .
Fact 1 The following properties hold:
1. If Pow (Q, G, KQ , θ), then for all G0 ⊂ G, Pow (Q, G0 , KQ , θ).
2. If Pow (Q, G, KQ , θ), then for all Q0 ⊇ Q and KQ0 w KQ , Pow (Q0 , G, KQ0 , θ).
3. If Pow (Q1 , G1 , KQ1 , θ), Pow (Q2 , G2 , KQ2 , θ) and Q1 ∩ Q2 = ∅, then
Pow (Q1 ∪ Q2 , G1 ∪ G2 , KQ1 t KQ2 , θ).
proof:
1) It directly derives from DefinitionS
7.
2) Due to Definition 7, for all A ⊆ ag i ∈Ag\Q0 Ac i , it is the case that for all
γ ∈ G:
Sat(θ, U(KQ ) ∪ U(KQ0 \ KQ ) ∪ T 0 , g)
But since U(KQ ) ∪ U(KQ0 \ KQ ) = U(KQ0 ), then Pow (Q0 , G, KQ0 , σ) holds.
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3) Let KQ1 ∪Q2 = KQ1 t KQ2 . Since Q1 ∩ Q2 = ∅, then KQi ⊆ KQ1 ∪Q2
with i ∈ {1, 2}. By hypothesis Pow (Q1 , G1 , KQ1 , σ), therefore for the coalition monotonicity property Pow (Q1 ∪ Q2 , G1 , KQ1 ∪Q2 , σ). Analogously it can be
proved that Pow (Q1 ∪ Q2 , G2 , KQ1 ∪Q2 , σ) and hence, by Definition 7, Pow (Q1 ∪
Q2 , G1 ∪ G2 , KQ1 ∪Q2 , σ).
2
An important issue regarding the formalization of dependencies among agents
is the minimality of the set of actions a set of agents has to perform to achieve a
goal. Roughly, an agent ag is dependent for a goal g on an action assignment KQ
of the set of agents Q only if all the activities in KQ play a role in the achievement
of g. Due to the coalition monotonicity property the notion of Pow does not satisfy
this minimality, therefore we define a notion of minimal power corresponding to
the fact that g can be achieved with an activity distribution KQ such that there
does not exist a KQ0 such that for each agent assigns less actions of KQ , formally
KQ0 < KQ .
Definition 8 (Power with minimality) A set of agents Q ⊆ Ag has the minimal
power to achieve the goal formula γ by means of the action assignment KQ in
the state θ, Min Pow (Q, γ, KQ , θ), if and only if Pow (Q, γ, KQ , θ) and for all
Q0 ⊆ Q it does not exist a KQ0 < KQ such that Pow (Q0 , γ, KQ0 , θ).
Given a set of goals G ⊆ Gl , Min Pow (Q, G, KQ , θ) holds if and only if
Pow (Q, G, KQ , θ) and there exists at least a γ ∈ G such that
Min Pow (Q, γ, KQ , θ).
Min Pow satisfies the following properties:
Goals maximality: If a set of agents Q has the minimal power to achieve the goals
in G by means of an action assignment KQ , then, given a set of goals G0 that
contains G, it does not exist a Q0 ⊆ Q and a KQ0 ⊂ KQ such that Q0 has the
minimal power to achieve the goals in G0 by means of KQ0 .
Goals monotonicity with minimality: If Q has the min-power to achieve a set of
goals G, then for every subset G0 of G there exists a subset Q0 of Q such that
it has the min-power to achieve G0 .
Super-additivity with minimality: If two disjoint sets of agents Q1 and Q2 can
respectively achieve to sets of goals G1 and G2 by means of the action assignments KQ1 and KQ2 , then there exists a subset of Q of Q1 ∪ Q2 that
can achieve both G1 and G2 by means of an action assignment KQ such that
KQ v KQ1 t KQ2 .
Fact 2 The following properties hold:
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1. If Min Pow (Q, G, KQ , θ), then for all G0 (⊃ G) there not exists Q0 ⊂ Q,
and a KQ0 < KQ such that Min Pow (Q0 , G0 , KQ0 , θ).
2. If Min Pow (Q, G, KQ , θ), then for all G0 ⊆ G there exits a Q0 ⊆ Q and a
KQ0 v KQ such that Min Pow (Q0 , G0 , KQ0 , θ).
3. If it is the case that Min Pow (Q1 , G1 , KQ1 , θ), Min Pow (Q2 , G2 , KQ2 , θ)
and Q1 ∩Q2 = ∅, then there exists a Q0 ⊆ Q1 ∪Q2 and a KQ0 v KQ1 tKQ2
such that Min Pow (Q0 , G1 ∪ G2 , KQ0 , θ).
proof:
1) Proof by contradiction. Assume that there exists a Q0 ⊂ Q and an action assignment KQ0 < Q0 such that Min Pow (Q0 , G0 , KQ0 , θ). Then also Pow (Q0 , G0 , KQ0 , θ)
holds and for the goals monotonicity property Pow (Q0 , G, KQ0 , θ). But this is
against the hypothesis that Min Pow (Q, G, KQ , θ).
2) Let G0 ⊆ G. Since Min Pow (Q, G, KQ , θ), then also Pow (Q, G, KQ , θ)
and hence, due to the goals monotonicity property, Pow (Q, G0 , KQ , θ). Let
K = {KQ0 v KQ | Pow (Q0 , G0 , KQ0 , θ)
K is not empty since KQ ∈ K. Now let KQ̄ be the actions allocation minimal with
respect to the inclusion relation. By construction Pow (Q̄, G0 , KQ̄ , θ).
3) Since Min Pow (Q1 , G1 , KQ1 , θ) and Min Pow (Q2 , G2 , KQ2 , θ), then also
Pow (Q1 , G1 , KQ1 , θ) and Pow (Q2 , G2 , KQ2 , θ) hold. This means for the superadditive property of the relation Pow that Pow (Q1 ∪ Q2 , G1 ∪ G2 , KQ1 t KQ2 , θ),
hence for the previous property there exists a Q0 ⊆ Q1 ∪ Q2 and a KQ0 v KQ1 t
KQ2 such that Min Pow (Q0 , G1 ∪ G2 , KQ0 , θ).
2
Some definitions of dependence require that if an agent is dependent for a goal,
then it is has not the power itself to achieve that goal. For this reason we also define
the notion of lack of power, Lack Pow (Q, G, θ), when a group of agents Q desires
some set of goals G, but it has not the power to achieve it in a state θ.
Definition 9 (Lack of power) An agent ag i lacks the power to achieve a goal g,
in a state θ, Lack Pow (ag i , g, θ), if and only if g ∈ Gi and there does not exist an
action assignment K{ag i } such that Pow ({ag i }, g, K{ag i } , θ).
Example 7 Consider the Multiagent system described in Example 6. We want to
analyze security issues. The prison can be in one of eight states corresponding to
the different values of the variables s1 , s2 and f .
The first issue regards the security of the prisoner in the case of fire. Pow (∅, {s1 }, ∅, f )
holds, and therefore the prisoner is not dependent on any other agent for his safety.
Now we want to analyze whether the prisoner has an opportunity to escape. We
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provide a classification of the danger of a state of the prison with respect to the
possibility in the next state to reach the goal of the prison to escape.
1. A state is fatal if it satisfies the goal of the prisoner.
2. It is an alarm state if the prisoner alone has the ability to force the next state
in a fatal state.
3. It is a risky state if there is a guard that alone has the power to achieve a
fatal state.
4. It is suspicious if both the guards are necessary to achieve a fatal state.
5. A state is safe if no a set of agents has the power to force the next state in a
fatal state.
In Figure 2 all the possible states of the prison are listed with the action assignment
that assure a set of agents to achieve the goal of the prisoner. The states 4 and 8 are
the fatal states, whereas the states 3, 6 and 7 are safe. There is one suspicious state
and two risky states. Fortunately there are not alarm states. This example shows
that the controller mechanism is not so good. Indeed we would like that the most
safe state would be the state in which all the gates are closed and there is no fire.
Instead this state is suspicious, whereas the state ¬s1 ∧ s2 ∧ f is safe. Moreover,
there are two risky states and if we consider that the prison is normally in the state
s1 ∧ s2 ∧ ¬f and that the prisoner has the power of start a fire, then the prisoner
has the power to reach a risky state, i.e., the state 1 in Figure 2.
A possible improvement is to update the effect rule s1 ∧ s2 ∧ a2 → ¬s02 , with
s1 ∧ s2 ∧ a2 ∧ ¬a1 → ¬s02 . In this case also the state 5 would be safe and the
state 1 is the only suspicious one.

4

Formalization of Dependence

In this section we formalize the notion of dependence. In general, dependence
concerns the possibility of a group Q of agents to satisfy goals of agents. Obviously
Q has to be able to achieve those goals, but a further condition is that the agents
in the group Q should be all useful for the fulfillment of the goals, as we do not
want to formalize the dependence on useless agents. As said in the previous section
the definition of Pow allows the presence of useless members, as represented by
coalition monotonicity. To avoid this problem we have defined in the previous
section a notion of Min Pow that, satisfying the minimality condition, does not
allow the presence of members that do not contribute to goals of other members.
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1
2
3
4
5
6
7
8

States
s1
s2
s1 ¬s2
¬s1 s2
¬s1 ¬s2
s1
s2
s1 ¬s2
¬s1 s2
¬s1 ¬s2

f
f
f
f
¬f
¬f
¬f
¬f

Minimal power
{(gd 2 , a2 )}
{(gd 2 , ∅)}
−
{(∅, ∅)}
{(gd 1 , a1 ); (gd 2 , a2 )}
−
−
{(∅, ∅)}

Figure 2: The minimal power in achieving the goal of the prisoner for each state of
the prison.
We define three degrees of dependence: weak dependence, dependence and
strong dependence. Roughly, weak dependence means that a set Q of agent is able
to achieve a goal g desired by an agent, so there is the possibility to ask them to
achieve that goal. Dependence adds to the weak dependence also the condition
that the agent does not have the power to achieve g. Strong dependence adds to
dependence the condition that Q is the only set of agents that is able to achieve g
and, hence, the agent can resort only on them if the agent wants to see g satisfied.
Definition 10 (Weak dependence) An agent ag i weak depends on the group of
agents Q, in the state θ, for the goal g, W Dep(ag i , Q, g, KQ , θ), if and only if
g ∈ Gi and Min Pow (Q, g, KQ , θ)
We define the dependence of an agent ag i on a set of agents Q to achieve the goal
g by means of KQ as: ag i desires g, but it lacks the power to achieve g, whereas Q
is a minimal group which has the power to achieve g.
Definition 11 (Agent dependence) An agent ag i depends on the group of agents
Q, in the state θ, for the goal g, Dep(ag i , Q, g, KQ , θ), if and only if W Dep(ag i , Q, g, KQ , θ)
and Lack Pow ({ag i }, {g}, θ).
Besides the previous definitions we also define the notion of strong dependence
when Q is the only set of agents that is able to achieve any of the goals in G.
Definition 12 (Strong dependence) An agent ag i strongly depends on the set of
agents Q, in the state θ, for the goal g, S Dep(ag i , Q, g, KQ , θ), if and only if it
depends on Q for g, Dep(ag i , Q, g, KQ , θ), and it does not exist a set of agents
Q0 6= Q and an action assignment KQ0 such that Min Pow (Q0 , g, KQ0 , θ).
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5

Topological representation of dependencies

Weak and normal dependence describe the structure underlying possible cooperations and exchanges. The topological properties of this structure, as shown in [8],
are crucial for an analysis of the cohesion of these phenomena. Following [8] we
represent the dependencies among agents as a graph. In particular, we use taggedand-graphs to describe the fact that a single agent may (weakly/strongly) depend
on another set of agents for the achievement of a goal. First of all we provide the
definition of a tagged-and-graph:
Definition 13 A tagged-and-graph is a structure hN, T, Ei, where
• N is a finite set of nodes.
• T is a finite set of tags.
• E : N ×(2N \∅)×T is a set of tagged-and arcs, i.e., a set of triples (v, V, t),
where v is a node, V is a non-empty set of nodes and t is a tag.
In the following, given a tagged-and-graph hN, T, Ei and a tag t̄ ∈ T , we
denote with E |t̄ the subset of E containing only the arcs tagged with t̄, i.e., E |t̄ =
{(v, V, t̄) ∈ E}.
The idea of relating dependencies among agents to tagged-and-graphs is the
following. If an agent ag (weakly/strongly) depends on a set of agents Q for the
fulfilment of a goal g, then we consider and tagged-and-arc e = (ag, Q, t) that
starts from ag and reaches Q. The tag t of e is itself a structure that provide
further information about the dependence represented by e, such as the goal that is
achieved or the action assignment necessary to achieve that goal. Which kind of
information t represents may depend on the type of analysis it is intended to do on
the graph or on some aspects that can extend the expressiveness of the Multiagent
System, as for example the resources needed to execute a given action and the
relative costs [16]. Here, since we have not formalized resources and the relative
costs, a tag represents only the goal achieved in a dependence relation.
Therefore, we provide a definition of the tagged-and-graph describing the dependence relations occurring in a Multiagent System.
Definition 14 (Dependence graph) Given a Multiagent system MaS
hAg, G1 , . . . , G|Ag| , Ac 1 , . . . , Ac |Ag| , Rl i
the dependence graph relative to MaS in a state θ is the tagged-and-graph hAg, Gl , Ei
such that (ag i , Q, g) ∈ E if and only if ∃KQ Dep(ag i , Q, g, KQ , θ)
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Analogously, the weak- and strong-dependence graph can be defined relative
to a MaS in a given state θ.
A dependence graph describes the set of all possible dependencies among
agents. However, not all of them can occur at the same time, because some goals
may require incompatible action assignments. For this reason it is useful to define
dependence graphs that describes the maximal sets of compatible dependencies.
Definition 15 (Compatible dependence graph) Given a Multiagent system MaS
hAg, G1 , . . . , G|Ag| , Ac 1 , . . . , Ac |Ag| , Rl i
a tagged-and-graph G = hAg, Gl , Ei is a compatible dependence graph if and
only if for all (ag i , Q, g) ∈ E there
an
S exists
S
F action assignment KQ such that
Dep(ag i , Q, g, KQ , θ) and Pow ( Q, {g}, Q KQ , θ).
A compatible dependence graph G is maximal if and only if it does not exist a
compatible dependence graph G 0 such that G is a subgraph of G 0 .

6

Importance measurement

We formalize the social importance of an agent, sag (MaS ), in a state θ. This
measure is based on the notion of β-measure defined in van den Brink and Gilles
[18] for directed graphs hN, Ei, where N is a set of nodes, and E ⊆ N × N is
an irreflexive set of arcs that describes a dominance relation among the nodes, i.e.,
(v, w) ∈ E means that v dominates w in some sense. The β-measure of a node v
measures the importance of v inside the graph:
βv (hN, Ei) =

X
w∈S(v)

1
p(w)

(1)

Where S(v) is the set of successors of v, S(v) = {w ∈ N | (v, w) ∈ E}, and p(w)
is the cardinality of the set of predecessors of w, p(w) = |{h ∈ N | (h, w) ∈ E}|.
Informally, in order to define an analogy of the β-measure, an agent ag 1 dominates
an agent ag 2 if ag 2 depends on ag 1 for the achievement of some goals. However,
since in our case not all the dependencies can be satisfied at the same time, we do
not measure importance directly on the dependence graph relative to a MaS , but
we first measure it for each maximal compatible dependence graph and then we
consider sag (MaS ) as a function of these values. In this work, we assume that it
is not known which particular maximal compatible dependence graph will actually
come out, so if G1 , . . . , Gn are the set of maximal compatible dependence graphs
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and sag (Gi ) is the importance measure of ag in Gi , then sag (MaS ) is given by the
average of the sag (Gi ):
n

1X
sag (MaS ) =
sag (Gi )
n

(2)

i=1

To calculate the importance sag (G) of an agent ag in a compatible dependence
graph G = hAg, Gl , Ei we have to consider that the dependence relations in it are
parameterized with respect to the goals. We separately measure the importance
that each goal g provides to an agent ag in G, sag (g, G), and after we define the
overall measure as the sum of these measures.
X
sag (G) =
sag (g, G)
(3)
g|(ag 0 ,Q,g)∈E

Finally, we define the importance that a goal g provides to an agent ag in a
dependence graph G, sag (g, G), by reformulating Formula 1. There, S(v) is the
set of successors of the node v, i.e., the set of nodes that v dominates. Here,
domination is provided by the dependence relation, where we take into account,
with respect to the case of directed graph, that an agent ag 0 may depend for g on
different sets of agents Q. Furthermore, arcs in [18] are supposed to be irreflexive,
i.e., a node cannot dominate itself. Similarly, we assume that the importance of an
agent stems on its capability to satisfy the goals of the other agents and not of its
owns, so we assume that ag 0 6= ag. Therefore, the successors of ag with respect
to the goal g are is defined as the set of all dependence arcs (ag 0 , Q, g) such that
ag ∈ Q and ag 0 6= ag.
In Formula 1 p(w) is the cardinality of the predecessor of the node w, i.e. the
set of nodes that dominates w. In our case, given an agent ag, p(ag, g) is the set of
agents Q on which ag depends for the achievement of the goal g, formally:
p(ag, g) = |{Q | (ag, Q, g) ∈ E}|

(4)

By construction this number is equal to 0 if ag do not desires g or equal to the
cardinality p(g) of the set of agents Q that has the power to achieve g. Since
in the formula sag (g, G) we consider the predecessors of agents that desires g,
because they depends for g on some set Q that contains ag, then we have that their
cardinality is always equal to p(g). Finally, the formula of sag (g, G) is given by:
sag (g, G) =

X
(ag 0 ,Q,g)∈E|ag 0 6=ag

∧ ag∈Q

1
p(g)

(5)
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Figure 3: An example of Dependence Graph.
We note that the previous formula is given also by the number r(g) of agents
that desires g, eventually minus 1 if ag itself desires g, times the rate between the
number of the sets Q containing ag having the power to achieve g, a(g, ag), and
the number of all the sets of agents having the power to achieve g, p(g).
sag (g, G) = (r(g) − d(g, ag))

a(ag, g)
p(g)

(6)

Where d(g, ag) is equal to 1 if ag desires g, 0 otherwise.
In Figure 3 we show an example of a compatible dependence graph G to explain the idea underlining the function sag (g, G). In particular we consider the
importance that the goal g1 provides to ag 1 and the importance that g2 provides to
ag 2 . Considering the Formula 5 we have that
sag 1 (g1 , G) = 1
2
sag 2 (g2 , G) =
3

(7)
(8)

Suppose now to eliminate the agent ag1 from the Multiagent System. In G this
means to remove the node ag 1 and also all the arcs that have ag 1 has an end or start
point. In this new graph G 0 the agent ag 2 does not have the possibility to satisfy the
goal g1 , instead for all the other agents removing ag 1 does not affect the chances
to achieve any of their goals. Since we consider that all the goals have the same
relevance, we can estimate that ag 2 , passing from G to G 0 , shows a displeasure
equal to 1, since one of its goals cannot be achieved anymore. Analogously, all the
other agents in G 0 show a displeasure equal to 0.
In the case ag 2 is removed from G, then ag 5 loses one of three opportunities
on which it can resort for the achievement of g2 - namely the agents ag 2 , ag 3 and
ag 4 . Therefore, its displeasure is equal to 31 . For the same reason also ag 6 shows
the same displeasure, whereas all the other agents shows a displeasure equal to 0.
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States
1
2
3
4
5
6
7
8
tot

gd 1
0
0
0
0
1
0
0
0
1
8

gd 2
1
1
0
0
1
0
0
0
3
8

Figure 4: Importance of the agents gd 1 and gd 2 in the prison example.
Therefore, the total displeasure is equal to 32 . These values are the ones calculated
in the Formulas 7 and 8.
Example 8 In Figure 2 it is shown for each state the minimal group of agents
which is necessary for the satisfaction of the goal of the prisoner. Figure 2 shows
that, for each state, the prisoner has not the power to achieve his own goal and
also there exists only one set of agents the prisoner weak depends, depends and
strong depends on. So, for each state, there exists only one compatible dependence
graph and this dependence graph contains only one dependence arc.
The importance of each guard in a given state corresponds to importance calculated by the Formula 5 to the relative dependence arc. For example the importance of the guard gd 2 in the state 1 is equal to 1, because he takes part in the
satisfaction of the goal of the prisoner and there exists only a set of agents, gd 2
himself, that is able to satisfy that goal. Analogously, the importance of gd 1 in the
state 1 is equal to zero since he does not take a part in the satisfaction of the goal
of the prisoner.
In Figure 4 the importance of the guards gd 1 and gd 2 is shown for each state.
The last row shows the total power of the two guards. As you can see the guard
gd 2 has a bigger importance, according with the intuition that the prisoner in each
state desires that the second gate is open in the next state, whereas it desires that
the first gate is open only in the case that he is in the dormitory.
If the effect rule s1 ∧ s2 ∧ a2 → ¬s02 would be replaced with the rule s1 ∧ s2 ∧
a2 ∧¬a1 → ¬s02 as discussed in Section 3 (an hence the state 5 is safe and the state
1 suspicious) we would have that the importance of gd 1 is 18 and the importance of
the guard gd 2 is 28 .

455

7

Related work

In the field of Multiagent Systems, Social Reasoning Mechanism [17] provides
a way to reason about the potential for cooperation and social exchange under the
assumption that agents are self-interested. The core of this approach is given by the
notion of social dependence defined by Castelfranchi [6, 9] and this work presents
a formal definition of the notion of social power and dependence among agents.
With respect to [17], where the possible plans of the agents cannot interfere
with each other, our formalization is an attempt to introduce a more rich description
in which a dependence may arise not only for the lack of a resource or a particular
skill, but also because agents can obstruct the execution of a plan. We assumed that
agents cannot look after with each other, therefore, as suggested in [19], the notion
of power has been formalized inspired by the game theoretical notion of α-ability
[2]. Informally, α-ability means that a set of agents Q has the power to force
an outcome to be into a set of possible of outcomes O if there exists a common
strategy of Q such that for all the strategies of the other agents the outcome will be
in O.
Properties of α-ability, such as coalitional monotonicity or super-additivity,
have been logically formalized in [13]. However, we do not consider the notion of
power as a mere coordination property, so we reformulate α-ability as the capability to reach one or more goals of the agents and not to force the system to be in
generic set of states.
As in [19], we provide a simple model of a Multiagent System which evolves
of a single step ahead from an initial state to a final state. Since it was not the
purpose of this paper to provide an expressive framework to address coordination
issues, the paper abstracts away from a detailed description of plans as sequences
of actions, as done for example in ATL [1], but it simply describes which goals the
concurrent execution of different actions involves [11]. However, if our approach is
less expressive than ATL in this sense, we have the advantage to explicitly describe
in our language the action assignment that a set of agents have to execute in order to
achieve a goal. This gives us the possibility to refine the notion of power, intended
as α-ability, with a the notion of power with minimality which is more suited to
correctly formalize dependencies among the agents. Since this notion explicitly
concerns the action assignments, it cannot be formulated in ATL.

8

Summary

In this paper, we consider the formalization of the social importance of agents using a tagged-and-graph representing dependencies among agents to achieve their
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goals. The social importance of agents cannot be reduced to a property of a single agent, but it depends on an entire community in which that agent lives and in
particular on its capability and exclusiveness with respect to the other agents to
achieve their goals. A running example shows how this notion is able to reveal
these asymmetries inside a community.
The contributions of this work can be summarized as follows. First, we define
a dependence network for agents based on their abilities and desires, which can be
used to measure their social importance. This formalization is derived from the one
used in previous works [15, 3, 4] to study qualitative coalition formation. However,
some improvements have been made.
• The formal definition of a multiagent system allows a more expressive specification of goals, for example a goal can specify that a given action has not
to be executed.
• The definition of power is based on goal monotonicity, coalition monotonicity and super-additivity. The minimization of power is done on action assignment and not only on the number of agents.
• Three kinds of dependence are defined, called weak, agent and strong dependence.
• A compatible dependence graph is defined describing maximal sets of compatible dependencies.
Second, we adapt van den Brink and Gilles’ β-measure such that it can be used
for these dependence networks. The β-measure is used to rank agents inside a
dominance structure, i.e., a weighted directed graph where each node represents an
agent and a weighted arc represents the strength of a dominance relation between
two agents. We extend the β-measure in order to capture the strength of an agent
in the satisfaction of the goals of other agents or, in other words, the discontent
of the other agents in the case an agent would leave the society. We formalize the
social importance of an agent, sag (MaS ), in a state θ. If G1 , . . . , Gn are the set of
maximal compatible dependence graphs and sag (Gi ) is the importance measure of
ag in Gi , then sag (MaS ) is given by the average of the sag (Gi ):
n

sag (MaS ) =

1X
sag (Gi )
n

(9)

i=1

The overall measure is the sum of the importance that each goal g provides to an
agent ag in G, sag (g, G).
X
sag (G) =
sag (g, G)
(10)
g|(ag 0 ,Q,g)∈E
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sag (g, G) is given by the number r(g) of agents that desires g, eventually minus
1 if ag itself desires g, times the rate between the number of the sets Q containing
ag having the power to achieve g, a(g, ag), and the number of all the sets of agents
having the power to achieve g, p(g). Let d(g, ag) be equal to 1 if ag desires g, 0
otherwise.
a(ag, g)
sag (g, G) = (r(g) − d(g, ag))
(11)
p(g)
This qualitative measure does not make any particular assumption on the internal
preferences of an agent with respect its own goals and hence it can be applied in
contexts where this private information is not available.
There are two directions for further research. First, the underlying framework
can be improved in order to capture more complex scenarios. In particular, the
notion of power can be defined in a more expressive structure in which complex
plans and goals can be described. Secondly, the notion of social importance can
be extended to better understand the bargaining power in a trade process. Intuitively, an agent which has no interest, or a marginal interested, to be a member of
a community cannot play a crucial role in it. For this reason, the notion of social
importance should not only take into account the goals an agent can offer to the
others, but also the ones it asks in exchange.
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A Common Ontology of
Agent Communication Languages:
Modeling Mental Attitudes and Social Commitments
using Roles
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b Vrije Universiteit, Amsterdam, The Netherlands - email: jhulstijn@feweb.vu.nl
c University of Luxembourg, Luxembourg - email: leendert@vandertorre.com
Abstract. There are two main traditions in defining a semantics for agent communication languages, based either on mental
attitudes or on social commitments. These traditions share speech acts as operators with preconditions and effects, and agents
playing roles like speaker and hearer, but otherwise they rely on distinct ontologies. They refer not only to either belief and
intention or various notions of social commitment, but also to distinct speech acts and distinct kinds of dialogue. In this paper,
we propose a common ontology for both approaches based on public mental attitudes attributed to role instances. Public mental
attitudes avoid the unverifiability problem of private mental states, while reusing the logics and implementations developed for
FIPA compliant approaches. Moreover, a common ontology of communication primitives allows for the construction of agents
which do not need separate reasoning modules to participate in dialogues with both mental attitudes and social commitments
compliant agents. Moreover, a common ontology of communication primitives allows for the construction of agents participating
in and combining the full range of dialogues covered by the individual approaches without having to redefine the existing
protocols to cope with new dialog types. We illustrate how to extend the ontology to a semantics for agent communication and
how to define mappings from existing semantics to the new one.
Keywords: Agent Communication Languages, dialogue, speech acts, communication primitives, roles

1. Introduction
Agents are components in modern software that can be added to a dynamic and complex environment.
Agents can sense the state of the environment and alter it by acting. Agents are autonomous, in the sense
that they direct there own behavior, according to a set of goals or tasks. Agents may be designed to achieve
goals and tasks of different stakeholders. Moreover, the agents in an environment can be heterogeneous in
the sense that they are built in different ways. But although agents may have different goals and may be
built in different ways, they can interact with other agents in the surrounding environment. The interaction
mechanism is based on an agent communication language. Because an agent communication language
should make heterogeneous agents able to communicate, there is a need for standardization of both the
agent communication languages and the languages for expressing the content of the messages that are
communicated.
In this paper, the ontology of agent communication languages is studied for standardization. Agent
communication languages share the idea that agents communicate by performing speech acts (Austin,
1962; Searle, 1969), and that these actions can be modeled as a kind of planning operators with preconditions and effects (Cohen and Perrault, 1979; Allen and Perrault, 1980). Longer stretches of dialogue can
be explained by plans, that structure attempts of participants to reach their joint goals, e.g. (Lochbaum,
1998). However, many variations of agent communication languages have been designed on these common speech act foundations, thus making the standardization effort difficult.
*
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The partial ontology visualized in Figure 1 highlights the distinctions in terms of communication primitives between two main traditions in agent communication. To the left of the agent are his mental attitudes
like beliefs and intentions, which are included in preconditions and effects of speech acts used in information seeking dialogues based on speech acts such as inform and request. This side has been popularized by
the standardization efforts of the Foundation for Intelligent Physical Agents (FIPA, 2002a). To the right of
the agent, we find the social semantics tradition, developed as a reaction to FIPA (Singh, 2000). The agent
is related to his social commitments both as creditor and as debtor, which are adopted in the semantics
of speech acts used in negotiation or persuasion. Though both kinds of dialogue rely on the terminology
of commitment, requesting an action in negotiation means something else than defending a proposition in
persuasion after a challenge. In Section 5 we therefore distinguish action commitment to give a semantics
of speech acts like request or propose in negotiation (Singh, 2000; Fornara and Colombetti, 2004), from
propositional commitment used for speech acts like assert or challenge in persuasion (Hamblin, 1970;
Walton and Krabbe, 1995).

Fig. 1. Partial ontology of Mental Attitudes (FIPA) and Social Commitments based approaches

The comparison given in Table 1, further discussed in Section 7 on related research, illustrates that
both traditions are distinct in most aspects. Not only the speech acts and dialogue types of the mental
attitudes and social commitment based approaches are distinct, but they are based also on distinct kinds of
semantics, agent attitudes, and underlying assumptions. Consequently, building a bridge between them to
create a common ontology is a challenging problem. Moreover, it illustrates that for combined dialogues
this problem has to be addressed. For example, consider a negotiation or persuasion dialogue that is intertwined with information seeking dialogues, like requesting the details of the object under negotiation.
The separation of the two traditions makes it difficult to interpret the interaction among negotiation and
information seeking in such a mixed dialogue.
The approaches that bridge the two traditions are based on a reinterpretation of the beliefs and intentions
in Figure 1. The idea that meaning cannot be private, but is inter-subjective or based on a common ground,
has been accepted for a long time in the philosophy of language. This has been discussed, for example, by
Lewis (1969) or Stalnaker (2002) from the analytic tradition, who stress the importance of the common
ground. The crucial point is that a private semantics does not make it possible for a language user to be
objectively wrong about an interpretation from a third person point of view. In contrast to FIPA, beliefs
and intentions are not interpreted as private mental attitudes, but as a kind of public mental attitudes, for
example as grounded beliefs (Gaudou et al., 2006a) or as ostensible beliefs, or public opinions (Nickles
et al., 2006).
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Social Commitments
propositional commitments, action commitments
propose, assert, challenge
operational semantics
negotiation, persuasion
competitive
fear of social disapproval or sanction
Table 1
Differences between approaches based on Mental Attitudes (FIPA) and Social Commitments

Attitudes
Speech acts
Semantics
Dialogue types
Attitude
Assumptions

Mental Attitudes (FIPA)
beliefs, intentions
inform, request
model theoretic semantics
information seeking
cooperative
sincerity, cooperativity

In this paper we build an ontology for public mental attitudes in agent communication centered on the
concept of role. Communication in multi-agent systems is often associated with the roles agents play in
the social structure of the systems (Zambonelli et al., 2003; Ferber et al., 2003), but existing approaches to
the semantics of agent communication languages do not take roles into account, and thus far roles have not
been associated with public mental attitudes in agent communication languages. Roughly, the basis of the
idea to build the ontology on roles is that we associate beliefs and intentions with a role instance played
by an agent, and that these role-based mental attitudes have a public character. The various alternatives for
public mental attitudes can be compared only when it is shown how existing approaches can be mapped
onto them. In this paper we show how this can be done for our own role-based semantics. In particular,
we answer the following four questions:
1. What is a role-based ontology for agent communication and how can it be extended to a semantic
language?
2. How can the agent communication language of FIPA be mapped onto the role-based language?
3. How can languages based on action commitments be mapped onto the role-based language?
4. How can languages based on propositional commitments be mapped onto the role-based language?
In this paper, a mapping from one communication language to another, means that for all expressions
in the first language, the semantic representation for the first language can be replaced by a semantic
representation in the representation format that is normally used for the second language. Ideally, this
mapping should respect the intended meaning of the speech acts, but in some cases, we will see that
information may get lost in the process. Therefore we do not aim for a complete mapping, in the sense
that the original semantics is reflected completely in our role-based semantics, but we aim to maintain the
spirit of the other language. The success criteria are that all dialogues in the original agent communication
languages can be given a corresponding meaning in our role-based language.
We explain the main challenges in these four questions below. The ontology of agent communication
answering the first question is a list of concept definitions and relations among them to describe the
semantics of agent communication. As an illustrative example, in Figure 2 we visualize the speech act
inform.
This figure visualizes two agents playing respectively roles of type r1 and r2 in a dialogue game, and
should be read as follows. Since agents can play the same role several times, either simultaneously or
sequentially, a role instance is characterized by an agent x, y, a role type r1 , r2 and a session s of a dialogue
game type. The lefthand side visualizes agent x (bottom) with role instance xr1 s (top), and the righthand
side visualizes agent y (bottom) with role instance yr2 s (top). Thus, compared to most existing models,
we distinguish the private state from the public face, for each agent playing a role. We associate beliefs
(B) and intentions (I) with the role instances too; these are the public mental attitudes. The beliefs and
intentions of the role instance are constructed by the introduction or removal of beliefs and intentions by
the speech acts, according to the rules describing the dialogue game type, called constitutive rules. Since
the performance of a speech acts is public for those participating in a dialogue, also the changes are public.
Agent x in role r1 informs agent y in role r2 that ϕ, and therefore ϕ becomes part of his public beliefs,
as specified by the feasibility precondition of inform in FIPA, under the assumption that this belief persists.
Moreover, the reason that he informs the other agent is that he wants him to believe ϕ, and therefore

464
4

G. Boella et al. / A Common Ontology of Agent Communication Languages

B

I

B

ϕ
Byr2 s ϕ
xr1 s

ϕ

I

yr2s

inform(xr1s, yr2 s, ϕ)

-

B

'

$

ϕ
Byr2 s ϕ

I &

%
x

B

'

$

ϕ

I &

%
y

Fig. 2. Private and public mental attitudes.

Byr2 s ϕ is part of public intentions of agent x in role r1 , according to the constitutive rules of the dialogue
game type. If agent y (publicly) believes that agent x is reliable, then his public beliefs will contain ϕ too,
as visualized by ϕ in the top right square of the Figure 2.
The public beliefs and intentions of a dialogue participant in a particular role may differ in interesting
ways from his private beliefs and intentions, but if the agents are sincere, then they will privately believe ϕ
too, as visualized by ϕ in both the left and bottom right squares of Figure 2. The figure is explained in more
detail in Section 3.1. The ontology has to clearly define the notion of a role, given the many interpretations
of roles in computer science and in other sciences, and it has to distinguish role from role instance, and
from the agent itself. The challenge in defining roles is to explain how mental attitudes can be attributed
to role instances, and how these mental attitudes can be made public. As part of this problem, it has to be
clarified which mental attributes should be assigned to the role instance and which to the agent. Finally,
the set of concepts has to be extended to a semantic language, with all the constructs and variables needed
to describe a semantics of speech acts.
A challenge in defining the mapping from FIPA to our role-based semantic language to answer the
second question is to deal with the notion of precondition. For example, if an agent x informs another
agent that ϕ, for example with inform(xr1 s, yr2 s, ϕ) in Figure 2, then in the original FIPA semantics,
agent x has a so called feasibility precondition, that he should already believe the proposition ϕ. If not,
x would be insincere. With public mental attitudes, however, it is not the case that an agent must already
publicly believe ϕ in his role r1 . To see why, assume that this precondition would hold. When two agents
meet there are no public attitudes besides the common knowledge associated with the roles of the agents
being played. So in that case, an agent would not be able to make an inform. Moreover, if the information
were believed by the roles and thus were already public, then there would be no need for an inform in the
first place. Clearly, the notion of precondition has to be reinterpreted in the context of public, role-based
semantics.
Another challenge of this mapping is that in FIPA notions like reliability, cooperativity and sincerity
are built into the conceptual system. We have to relax these properties if we want to integrate the social
commitment approach, and deal for example with non-cooperative types of dialogue like argumentation
or negotiation. Therefore, we have to make properties like reliability, cooperativity and sincerity explicit
in the formal language, to distinguish between different contexts of use, and we have to explain how these
properties can be associated with the role instances. The following formula explains the use of a reliability
concept. Detailed explanation of this rule is given in Section 3.1. Since all modal operators are indexed by
the same session s, we leave the session out of the rules.
Byr2 (Ixr1 Byr2 ϕ ∧ reliable(xr1 , ϕ)) → Byr2 ϕ

(RL16)
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An initial problem of the mapping from the social commitment approach to answer the last questions
is that there is not a single social commitment approach. There are approaches based on action commitment, and approaches based on propositional commitment. Moreover, the social commitment approaches
focusing on action commitments (Singh, 2000; Fornara and Colombetti, 2004), are usually given an operational semantics. An additional challenge in how to use the proposed bridges between the two traditions
to compare them is that we need either to translate one approach into the other, for all possible pairs of
alternatives, or to have a common framework of reference. Moreover, it is necessary to be able to compare
the individual speech acts which are not always defined for precisely the same purpose, to understand
which are more general or specific in one approach or the other, and to make the hidden assumptions of
the models explicit. Finally, we need to define not only commitments but also their evolution and the rules
describing their evolution.
For extending our ontology into a semantic language we take a logical language that is directly derived
from the FIPA semantic language SL (FIPA, 2002a), which we extend with roles. We call this language
Role-SL. We extend it also with two rules to express that mental attitudes are public. We isolate a minimal
notion of role, needed for agent communication. This minimal notion of role possesses what we call
the characteristic property of roles: the fact that we can attribute mental attitudes to it. We take mental
attitudes of a role as our ontological primitive, and derive role from it. The ontological question is then
no longer “what is a role?”, but rather “what are role-based mental attitudes, and how do they evolve?”
To answer this question we consider why multiple sets of mental attitudes are needed, for each role the
agent plays, instead of a single set for the agent itself. We define role-based mental attitudes, and explain
why they are public. We discuss how it builds upon the notion of role we developed in our earlier work
on normative multiagent systems (Boella and van der Torre, 2004). For the mapping from FIPA to the
role-based ontology we define translation schemes for FIPA speech acts to Role-SL. For mapping of social
commitment based approaches to a role-based ontology we take a similar approach, translating the states
of the operational semantics, to sets of public mental attitudes in Role-SL.
The paper is structured as follows. In Section 2 we introduce our role-based ontology for agent communication, and we extend it to a semantic language. In Section 3 and 4 we map respectively the FIPA agent
communication language and a social semantics (Fornara and Colombetti, 2004) into role-based semantics. In Section 5 we deal in particular with the difference between action commitments and propositional
commitments, and we show how we can account for persuasion dialogues in our approach. In Section 6
we translate an instance of the propose interaction protocol from FIPA and from social semantics into
our role model, to compare the two approaches. The paper ends with a discussion of related research and
conclusions.

2. Role-based ontology for agent communication
Whereas usually in agent communication only a semantic language is given to describe the meaning
of speech acts, we distinguish between an ontology and such a language. In Section 2.1 we define the
ontology we use in this paper, that is, the set of concepts and the relations among them. In Section 2.2 the
set of concepts is related to the semantic language SL used by FIPA, extended with the distinction between
private mental attitudes of agents and public mental attitudes associated with role instances, and extended
with rules reflecting that mental attitudes associated with roles are public.
2.1. The ontology
An agent can be part of multiple communication sessions at the same time. For example, consider an
agent who informs another agent that his web services can be used by all other agents, informs a third
agent that his services can only be used by agents with the appropriate certificates, requests from a fourth
agent a document, and informs a fifth agent that he does not have an intention to obtain this document.
Intuitively, we can make another ‘copy’ of the agent for each session, and we may refer to each ‘copy’ as
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a role playing agent or a role enacting agent (Dastani et al., 2003). In practice an agent may be required to
maintain a minimal consistency among these ‘copies’, but in this paper we do not consider this consistency
problem, because it depends on the application domain of the language.
For each role playing agent, we distinguish between the private beliefs and intentions of the agent,
and the public beliefs and intentions attributed to the role instance. For example, when a role playing
agent believes that the secret key of the safe used when playing a role in the organization enrolling him is
“123456", then this belief is not known to everybody and therefore is not attributed to the role instance,
but is part of private mental attitudes of the agent.
The public beliefs and intentions attributed to the role instance are known to everybody overhearing the
conversation and aware of the rules of the dialogue game. They represent what the agent is publicly held
responsible for. If an agent does not adhere to his role by for example refusing what he has said before,
then he can be sanctioned or blamed. Consequently, once an agent starts lying, he has to continue the
dialogue consistently with these lies, independently of his real beliefs. We consider beliefs and intentions
only, because knowledge may be considered as a strong kind of belief, and goals have a very minor role
in the agent communication languages we consider in this paper such as the FIPA language.
Besides the uniqueness of the private mental attitudes and the variance of the public mental attitudes
according to the roles an agent is playing, there are various other good reasons why one might want to
distinguish the mental attitudes of a role instance from the mental attitudes of the agents themselves:
– If we wish to model that an agent is bluffing (telling something he is not sure of) or lying (telling
something he believes is false), then we have to account for divergences between the private mental
attitudes and the public ones;
– In a negotiation situation the agents only have the intention of reaching an agreement in common,
but they do not have to communicate truthful information or their real preferences. For example, in a
negotiation a bid does not need to correspond to the actual reservation price of the agent.
– In persuasion, if the aim is to win a dispute, an agent can adopt a point of view “for the sake of
the argument”, in order to show its inconsistency or counterintuitive consequences, without actually
endorsing the view himself (Caminada (2004)).
– It is necessary to keep apart the motivations for playing a role from the rules of the game which
affect the state of the roles. For example, an agent may be sincere, in the sense that he really acts as
expected from his role, for pure cooperativity or for the fear of a sanction.
Since the mental attitudes of role instances are the foundation of our ontology, they have to be precisely
defined. In particular, we have to clearly distinguish the mental attitudes attributed to a role instance from
mental attitudes attributed to the agent playing the role. The mental attitudes attributed to a role instance
consist of two parts. First, they contain those public beliefs and intentions following from uttering speech
acts. Second, the mental attitudes of a role consist of commonly held beliefs about the attitudes of roles.
For example, a buyer in negotiation is expected to prefer lower prices. Moreover, agents in an organization
may be expected to be sincere, cooperative and reliable when communicating with other agents in the
same organization. No other mental attitudes are attributed to role instances.
Moreover, we distinguish two kinds of mental attitudes attributed to role instances as the result of speech
acts. For example, consider an agent informing another one that “it is raining”. We can derive that the
agent publicly believes that it is raining, and that he has the public intention that the other agent believes
it is raining, because these mental attitudes are presupposed when making such an action. More precisely,
the agent’s belief that it is raining is presupposed, and the belief that the other agent will believe it is the
desired effect.
Definition 1 Mental attitudes of role instances (R) consist of beliefs (B) and intentions (I), and are precisely:
1. Consequences of speech acts on the mental attitudes of agents overhearing the uttering of the speech
act, representing what the agent is publicly held responsible for, distinguishing between:
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(a) Presuppositions of the speech act; these are public mental attitudes from which we can infer that
they held already before the speech act was uttered;
(b) Other public mental attitudes following from the speech acts; from these we cannot infer that
they held already before the speech act was uttered.
2. Common knowledge associated with the roles being played by the agents.
We build our ontology on the concept of “mental attitudes of a role instance” in Definition 1, rather
than on the concept of role instance or role. However, the ontology has to clarify also what we mean by
role instance, given the many interpretations of roles in computer science and in other sciences. This is
a non-trivial problem, since there are numerous incompatible notions of role available in the literature
(Baldoni et al., 2007; Loebe, 2007; Masolo et al., 2005; Herrmann, 2007). In this paper we are interested
in role instances mostly, where a role is a generic class and a role instance is associated with an agent
playing the role in a dialogue session.
Definition 2 The characteristic property of a role instance is that it is channel end of communication,
and contains mental attitudes representing the state of the session of interaction. It may or may not refer
to other properties of roles such as expertise needed to play the role, powers associated with the role,
expectations associated with the role, and so on.
The starting point of the common ontology for agent communication consists of the ontology of mental
attitudes approach to agent communication: agents, beliefs, intentions, utterances, speech act types, also
called performatives, and dialogue types. Then we make two decisions. The first decision is to include
sessions rather than leaving them out of the ontology. We could leave them out of the ontology, since
the rules of the game always refer to a single session only, and we do not consider cross-session rules.
Though leaving the sessions out of the ontology would simplify our ontology a little, it obscures the fact
that agents can play multiple sessions of the same dialogue type at the same time. In particular, we like to
compare the entities to which we attribute the private and public mental attitudes. Since, at some moment
in time, a private mental attitude is attributed to an agent, and a public mental attitude is attributed to an
agent playing a role in a session, we include the sessions in the ontology too.
The second decision concerns the representation of distinct abstractions, in particular role types and
role instances, dialogue types and dialogue session instances, and speech act types and utterances. As
usual there are various ways to represent them in a conceptual model. We choose to represent them all
as first class citizens in our model to clarify the precise relations among them, and again to express that
mental attitudes are attributed to agents and role instances. Therefore, we extend the basic ontology with
dialogue sessions and roles to represent role instances with their public mental attitudes. We add several
relations between these concepts. A role instance is played by an agent in a session, a dialogue session
has a dialogue type, and agents and role instances are described by their beliefs and intentions. Moreover,
utterances are made by role instances, directed towards role instances, and have a speech act type.
Moreover, we introduce rules defining the effects of speech acts on the mental attitudes of role instances.
We call them the constitutive rules or norms of the dialogue game played by the agents. The constitutive
rules describe a speech act in terms of the beliefs and intentions of agents, in the context of a dialogue
type. Therefore, a speech act may mean something else in sessions of another dialogue type. Finally, in
the ontology we do not consider the content of speech acts.
We have chosen to exclude various other concepts and relations from our ontology. For example, the
belief of an agent that it is raining, and the belief of another agent that the first agent has this belief,
are related. These complex relations among beliefs and intentions are not represented in the ontology. To
detail such relations, a modal language is used in the more detailed semantic languages describing the
mental attitudes. Moreover, also the content of the beliefs and intentions, and the constitutive norms are
described in a semantic language referring to beliefs and intentions.
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Definition 3 A role-based ontology for agent communication is a tuple
hA, RT , S, R, PL, DT , SDT , RDT , B, I, AD , SA, U, USA, URS , URA, CR, CRD , CRM i
where:
–
–
–
–
–

–
–
–
–
–
–
–
–
–
–
–
–
–

A is a set of agents, like x and y.
RT is a set of role types, like r, r1 , r2 , . . .
S is a set of sessions, like s, s1 , s2 , . . .
R is a set of role instances, like i or j.
PL : A × RN × S 7→ R is a role playing function, such that for each role instance i there is
precisely one agent x, role type r and session s with i = PL(x, r, s). We also say that agent(i) = x,
roletype(i) = r, and session(i) = s.
DT is a set of dialogue types, such as information seeking, negotiation and persuasion.
SDT : S 7→ DT if a function giving the dialogue type of a dialogue session.
RDT ⊆ RT × DT if a relation describing the role types that can participate in a dialogue session
of a dialogue type.
B and I are sets of beliefs and intentions respectively, either of individual agents or of role instances.
We write M = B ∪ I for the set of all mental attitudes.
AD : A ∪ R 7→ B ∪ I is a function associating mental attitudes with agents and role instances.
SA is a set of speech act types: inform, request, propose , etc.
U is a set of utterances or messages, i.e., instances of uttering a speech act.
USA : U 7→ SA is a function associating an utterance with its speech act type.
URS : U 7→ R is a function associating an utterance with the role instance of the speaker.
URA : U 7→ 2R is a function associating an utterance with the (set of) role instances of the addressees.
CR is a set of constitutive rules of dialogue games.
CRD : C R 7→ SA × DT is a function that associates with each constitutive rule a speech act and
dialogue type.
CRM : CR 7→ 2M is a function detailing which mental attitudes are affected by a constitutive rule.

The ontology is visualized in Figure 3. For readability we have also added the full names of the concepts,
and ways to read some of the relations. It is instructive to compare our ontology in Figure 3 with the one
in Figure 1. Besides the extension with roles and sessions, we have now only beliefs and intentions, and
no longer commitments. Moreover, the class of speech acts in Figure 3 and the individual speech acts in
Figure 1 represents that we have a single uniform way to provide a semantics for them, and therefore a
uniform way to formalize dialogue sessions of varying dialogue types.
Finally, we explain in which sense the mental attitudes of role instances of the kind defined in Definition 3 are public. This is based on our notion of public communication, defined as follows. Communication is public for every agent who overhears the speech acts, and has the same prior knowledge of
roles and dialogue types. Consequently, for public communication, the mental attitudes of role are public. The public beliefs and intentions attributed to the role instances are known to everybody overhearing
the conversation according to the constitutive rules or norms. Constitutive rules explain how roles can be
autonomous, in the literal sense of the term: auto-nomos, the behavior of roles is described by their own
norms. The constitutive rules exist only since roles as descriptions are collectively accepted by the agents.
Moreover, since the constitutive rules which change the beliefs and intentions publicly attributed to roles
are accepted by all agents, the beliefs and intentions resulting from the application of a constitutive rule
after a speech act are public too. This issue of the construction of social reality is discussed in (Boella and
van der Torre, 2006a).
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Fig. 3. The role-based ontology of communication.

Definition 4 Communication is public in a group S ⊆ A, if and only if:
1. every agent in S hears the speech acts that are uttered, and has the same knowledge of roles and
dialogue types.
2. every agent in S knows which role is played by the utterers of the speech acts.
3. every agent in S knows which beliefs are typically attributed to roles types.
The constitutive rules may describe also the rules of the protocol the role is defined for, or the roles agents
play in the social structure of the systems. See Section 7.2 for a discussion.
2.2. The semantic language Role-SL
We now sketch how a BDI logic can be designed based on our ontology, which can be used as a
semantic language. In principle, we can use any existing modal and temporal predicate logic, but we have
to introduce the following two important extensions.
1. We have to introduce role instances, and therefore roles and sessions. More precisely, we have to
replace the agent identifiers in the BDI logic by a superclass consisting of agents and role instances.
Another way to look at this, is that the set of agents in the BDI logic is partitioned into agents and
role instances.
2. We have to make mental attitudes of role instances public. This is done by adding rules that state
that if a role instance has a belief or intention, then the other role instances will believe this.
The distinction between agents and role instances raises the question how the agent and its role instances
are related. Since this issue is relevant for our mapping of FIPA speech acts to our Role-SL, where we
have to formalize FIPA property of sincerity. We discuss this issue in Section 3.1.
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There are various BDI logics which can be used, or we can design a new language from scratch. Since
our aim in this paper is to show the generality of our ontology, we show how to extend FIPA’s specification
language (FIPA, 2002a) and its predecessor (Sadek, 1991; Sadek et al., 1997; Sadek, 1999). However,
this language has some limitations, which have been discussed in the literature (Pitt and Mamdani, 1999;
Wooldridge, 2000). The three main problems are that the logic is based on a rather complex relation
between desires, goals and intentions, that there is no explicit representation of a conditional or rule
(simulated by material implication according to (FIPA, 2002a)), and that there is no explicit representation
of time. In particular, the absence of explicit time has the consequence that there is no formal way to
reason about the persistence of mental attitudes over time, for example which preconditions persist after
the speech act has been uttered. Though solutions to some of these problems have been proposed (Herzig
and Longin, 2000), there is no commonly accepted standard formalism, and we therefore continue to use
FIPA’s SL. In this paper we are not concerned with these limitations, our aim is to show only how to adapt
this language for our ontology.
2.2.1. Basis of the Semantic Language Formalism
In FIPA-SL, propositions about mental attitudes and actions are formalized in a first order modal logic
with identity. We follow the exposition in Annex A of (FIPA, 2002a) and refer to (Sadek, 1991) for details
of this logic. The components of the formalism used in our Role-SL are as follows, where we extend the
set of agents with role instances. Since we use the variables i and j to refer to role instances, we introduce
new variables e and f to refer to the superclass of agents and role instances.
–
–
–
–

p, q, . . . are taken to be closed formulas denoting propositions,
ϕ and ψ are formula schemas, which stand for any closed proposition,
e, f ∈ A ∪ R are schematic variables denoting agents and role instances, and,
|= ϕ means that ϕ is valid.

The mental model of an agent or role instance in SL or Role-SL is based on the representation of
three primitive attitudes: belief, uncertainty and choice (or, to some extent, goal). They are respectively
formalized by the modal operators B, U , and D. FIPA-SL uses the letter C for the latter, but to avoid
confusion with commitments later in this paper, we use the letter D. Formulas using these operators can
be read as follows:
– Be p: e (implicitly) believes (that) p,
– Ue p: e is uncertain about p but thinks that p is more likely than ¬p, and,
– De p: e desires that p currently holds.
The logical model for the belief operator B in both SL and Role-SL is a KD45 Kripke structure (see, for
example, (Halpern and Moses, 1985)) with the fixed domain principle (see, for example, (Garson, 1984)).
To enable reasoning about action, the universe of discourse of FIPA-SL involves, in addition to individual objects and agents, sequences of events. To talk about complex plans, events (or actions) can be
combined to form action expressions, noted as a:
– a1 ; a2 is a sequence in which a2 follows a1
– a1 | a2 is a nondeterministic choice, in which either a1 happens or a2 , but not both.
FIPA-SL introduces the operators F easible, Done and Agent to enable reasoning about actions:
– F easible(a, p) means that a can take place and if it does p will be true just after that,
– Done(a, p) means that a has just taken place and p was true just before that,
– Agent(e, a) means that e denotes the only subject (agent or role) that ever performs (in the past,
present or future) the actions which appear in action expression a,
– Single(a) means that a denotes an action that is not a sequence. Any individual action is Single.
The composite act a; b is not Single. The composite act a | b is Single iff both a and b are Single.
From belief, choice and events, the concept of persistent goal is defined. An agent or role instance e has p
as a persistent goal, if e has p as a goal and is self-committed toward this goal until e comes to believe that
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the goal is achieved or to believe that it is unachievable. Intention is defined as a persistent goal imposing
the agent to act. Formulas as P Ge p and Ie p are intended to mean that “e has p as a persistent goal” and
“e has the intention to bring about p”, respectively. The definition of I entails that intention generates a
planning process. See Sadek (1992); Cohen and Levesque (1990) for the details of a formal definition of
intention.
The FIPA documentation notes that there is no restriction on the possibility of embedding mental attitude or action operators. For example, formula Ue Bf If Done(a, Be p) informally means that agent or role
instance e believes that, probably, agent or role instance f thinks that f has the intention that action a be
done before which e has to believe p.
FIPA-SL also uses various abbreviations, including the following ones:
1.
2.
3.
4.
5.

F easible(a) = F easible(a, T rue)
Done(a) = Done(a, T rue)
Done(j, a) = Done(a) ∧ Agent(j, a).
P ossible(ϕ) = (∃a)F easible(a, ϕ)
Bif e ϕ = Be ϕ ∨ Be ¬ϕ

The mapping of our ontology on Role-SL is as follows:
– The set of agents A and role instances R are mapped to indexes of modal operators, and can be used
in the description of actions. The sets of roles types RT and sessions S can be used in the description
of role instances using the function PL. We write xrs for PL(x, r, s).
– The set of dialogue types DT and the function SDT giving the dialogue type of a dialogue session
are represented by a special proposition dialogue(s, d), and similarly for the other relations. The
relation between roles and dialogue types can be used as a constraint: if an agent plays a role in a
session, then the role must be allowed given the dialogue type of the session. Similarly other kinds
of constraints can be expressed in Role-SL.
– The beliefs B and intentions I as well as the function AD : A ∪ R 7→ B ∪ I associating mental
attitudes with agents and role instances are represented by modal formulas.
– Speech act utterances U are included in the set of actions.
– The constitutive rules CR are represented by formulas of Role-SL.
– The function CRD associating a speech act type and dialogue type with each constitutive rule, is
represented by prefixing all rules with the relevant speech act type and dialogue type.
– The function CRM : CR 7→ 2M detailing which mental attitudes are affected by a constitutive rule
is made explicit by the description of the mental attitude in the constitutive rule.
Moreover, the semantic model of FIPA-SL leads to the properties of FIPA-SL in Table 2. In Role-SL,
we have to decide whether we accept the properties for the role instances only, or also for the agents.
Property 0, 1 and 2 are related to the logic of action and we therefore accept it both for role instances as
for the agents, e or f . Property 3, 4 and 5 are related to the pre and postconditions of speech acts, and
we therefore accept them only for role instances, i and j. The following three properties are of particular
interest for the role model.
– Each role has correct knowledge about its own mental states, in particular, its beliefs about its intentions are correct. These rules correspond to FIPA’s (2002a) schema ϕ ↔ Be ϕ, (called Property
0 in Table 2, since it has no explicit name in FIPA) where ϕ is starting by an operator formalizing a
mental attitude of agent or role instance e.
– Property 1 and 5 hold only under some conditions, and we therefore add a condition Φ to the properties of FIPA-SL. For example, Property 5 holds only for feasibility preconditions that persist. We
do not discuss these conditions in this paper, see the FIPA documentation for details. Properties 3,
4 and 5 are discussed in Section 3, when we present the speech acts together with their feasibility
preconditions F P and rational effects RE.
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Property 0
Property 1
Property 2
Property 3
Property 4
Property 5

((Be Ie p) ↔ Ie p) ∧ ((Be ¬Ie p) ↔ ¬Ie p)
((Be Be p) ↔ Be p) ∧ ((Be ¬Be p) ↔ ¬Be p)
Φ ∧ Ie p → Ie Done(act1 | . . . | actn )
Ie Done(act) → Be F easible(act) ∨ Ie Be F easible(act))
Ii Done(act) → Ii RE(act)
Bi ((Done(act) ∧ Agent(j, act)) → Ij RE(act))
Bi (Φ ∧ Done(act) → F P (act))

(RL1)
(RL2)
(RL3)
(RL4)
(RL5)
(RL6)
(RL7)

Table 2
The properties of FIPA-SL

2.2.2. Extensions for public mental attitudes
In our model, we have to add axioms which are necessary due to the separation of role instances from
agents. Adding axioms to a logical system raises the question whether the system is still consistent, and
even when the system remains consistent, whether the new axioms do not interfere with the existing
properties. This is the main logical issue in this paper; the other issues are of a more conceptual nature. We
do not give a formal proof of the consistency of our system, because the full logical details of FIPA-SL and
therefore also Role-SL are beyond the scope of this paper, but we rely on the following intuitive argument.
The axioms which make mental attitudes public are the most challenging ones, since they imply properties
not found in FIPA: if a role instance believes some mental attitude of a role instance, then also the other
role instances engaged in the same session will believe it. First note that SL and therefore Role-SL only
models what holds after a speech act; there is no reference to the past (or, in general, reference to time).
Then, if we consider what can be derived from speech acts only, these properties can be interpreted in
FIPA too. It means that an agent has communicated all its beliefs, and that agents believe of other agents
only what has been communicated to them. Consequently, since our model can be interpreted as a special
case in which agents immediately tell all they know to the other agents, and FIPA is generally applicable,
so also to this special case, our axioms do not lead to inconsistency. The remaining axioms are harmless,
since they only derive beliefs for particular kinds of formulas.
The first two properties concern the public character of mental attitudes when they are attributed to
roles. Since the constitutive rules CR have as effect public mental attitudes, all inferences on the basis
of speech acts are public. This motivates rules (RL8) and (RL9), expressing that each role instance has
complete knowledge about the other role instances’ beliefs and intentions. For example, from left to right,
if an agent y in role r2 in session s has the belief that p, expressed by Byr2 s p, then this implies that any
other agent x playing any role r1 in the same session s believes this, Bxr1 s Byr2 s p. Since properties always
refer to the same session, we leave out the session to increase readability, and we write Byr2 p implies
Bxr1 Byr2 p, or that Bi ¬p implies Bj Bi ¬p, where i = xr1 and j = yr2 . The reading from right to left
is analogous. If role instance yr2 believes something about xr1 ’s beliefs, then role instance xr1 actually
believes that. Note that if xr1 = yr2 , the rule coincides with Property 0 of FIPA-SL in Table 2 reflecting
positive and negative introspection:
(Byr2 p ↔ Bxr1 Byr2 p) ∧ (¬Byr2 p ↔ Bxr1 ¬Byr2 p)

(RL8)

(Iyr2 p ↔ Bxr1 Iyr2 p) ∧ (¬Iyr2 p ↔ Bxr1 ¬Iyr2 p)

(RL9)

Another aspect of the fact that communication is public, is that the agents are aware of the communication. So if a belief is associated with a role instance, then it is believed by all agents participating in the
same dialogue session. Under the same conditions as in the previous two rules, if an agent y in role r2 in
session s has the public belief that p, expressed by Byr2 s p, then this implies that any other agent x playing
any role r1 in the same session s believes this privately, Bx Byr2 s p.
(Byr2 p ∧ play(x, r1 ) ↔ Bx Byr2 p) ∧ (¬Byr2 p ∧ play(x, r1 ) ↔ Bx ¬Byr2 p)

(RL10)

(Iyr2 p ∧ play(x, r1 ) ↔ Bx Iyr2 p) ∧ (¬Iyr2 p ∧ play(x, r1 ) ↔ Bx ¬Iyr2 p)

(RL11)
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In FIPA the architecture used for the exchange of messages is not part of the logical formalism, but it is
described in a separate document, FIPA (2002b). A speech act is put inside a message which is exchanged
between agents on an agent platform. We need the following rule to link the logical model with such a
message architecture and information about the roles of agents. The action send() corresponds to (part
of) the FIPA message structure specification, with parameters speech act type (sa ∈ SA), sender (x ∈ A),
receiver (y ∈ A), content (p), and conversation-id (s ∈ S). Information about the roles that agents are
playing in the current session s is stored in relation PL.
Done(send(sa, x, y, p, s, ...)) ∧ PL(x, r1 , s) ∧ PL(y, r2 , s) → Done(sa(xr1 s, yr2 s, p))

(RL12)

3. From FIPA to roles
For the role-based semantics for FIPA communicative acts we have to define the constitutive rules
CR of our dialogue game. Using Role-SL, the mapping from FIPA to roles may seem straightforward,
since we have defined Role-SL as an extension of FIPA-SL. The constitutive rules are therefore simply
the instantiations of property (RL6) and (RL7) of FIPA. However, we have to define the sincerity and
cooperativity assumption of FIPA, and we have to show that the resulting formalization using public
mental attitudes instead of private mental attitudes has the expected behavior in the FIPA protocols.
In Section 3.1 we formalize the sincerity, cooperativity and reliability assumption in Role-SL, in Section 3.2 we compare the formalization the FIPA speech acts in Role-SL with their formalization in FIPASL, and finally in Section 3.3 we illustrate the formalization by an example.
3.1. The formalization of sincere cooperative agents, and other agent types
In this section we formalize sincerity, cooperativity and reliability in Role-SL. In the following Section 3.2, we consider in more detail how these kinds of properties are modeled in FIPA-SL. Roughly,
sincerity is explicit in FIPA-SL, but cooperativity and reliability are represented more implicitly.
FIPA assumes sincerity, in the sense that an agent can make an inform speech act only when it believes
the content is true, and it requests or proposes something only when it has the intention that it be achieved.
This roughly corresponds to the version of sincerity given by Sadek, inspirator of the FIPA approach.
“Sincerity: An agent i cannot have the intention that an agent j comes to believe a proposition p
without believing p herself or without having the intention to come to believe it. (Sadek, 1999, p. 182)”
In our role-based model, we model a weaker kind of sincerity. In our model, sincerity means that the
public beliefs or intentions of the role instances are attributed also to the agents themselves. This is a
common assumption in everyday life (Goffman, 1959). In our visualization of role-based communication
in Figure 2, this kind of sincerity represents an implication from the top level to the bottom level. We
model it in three steps. First, we have preconditions and effects, attached to speech acts. These generate
public beliefs about role instances, similar to the original sincerity properties for agents in FIPA. Second,
we add an explicit property of sincerity, modeled by rule (RL13) and (RL14). Third, we assume that
whenever an agent is a FIPA agent, then it must be sincere. Using these steps, an agent can be sincere in
one role, or in one session, and insincere in another. As before, we do not explicitly represent the session
in the properties, so it is implicitly assumed that all references to role instances refer to the same session.
Bxr ϕ ∧ sincere(x, r, ϕ) → Bx ϕ

(RL13)

Ixr ϕ ∧ sincere(x, r, ϕ) → Ix ϕ

(RL14)

However, this does not imply that our model of Role-SL, together with the sincerity assumption, coincides with the FIPA model, since we do not have an implication the other way around. In other words, like
FIPA we model the implication of public mental attitudes towards the private ones, but in the constitutive
rules of the game we refer only to public mental attitudes. We do not assume that private mental attitudes
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are made public, and therefore we do not assume that the private mental attitudes can be reused to check
the preconditions of speech acts. In other words, the preconditions of speech acts are exclusively used to
infer the public mental attitudes attributed to role instances and not to plan speech acts. In FIPA, preconditions are used to plan a speech act. Insincere speech acts are not possible since the speaker must believe
the preconditions before executing a speech act. In our approach, instead, the private mental state of the
speaker is kept separate from the public mental attitudes, unless sincerity is explicitly assumed. In this
way it is possible to perform a speech act where neither preconditions are believed nor effects are intended
by the speaker.
Cooperativity is implicit in FIPA. Although there is no formal property in FIPA-SL or in the speech
acts discussed in the next section, if agents are not cooperative, there is no communication. It is assumed
that agents recognize the intentions of other agents, and try to help them in reaching their intentions.
Historically, the implicit assumption of cooperativity makes sense, because part of the FIPA framework
was developed originally for designing cooperative natural language dialogue systems (Sadek, 1999), on
the basis of the plan-based theory of speech acts, and a theory of rational agents (Cohen and Perrault,
1979; Allen and Perrault, 1980; Lochbaum, 1998). Such approaches propose general principles for planor intention recognition: based on the actions of the speaker, the hearer can try to recognize the underlying intention or plan, and subsequently adjust her (cooperative) response. The most obvious cooperative
principle is intention adoption:
“The minimal principle of cooperation (or the intention adoption principle) states that agents must not
only react when they are addressed but, more than that, they must adopt the interlocutor’s intention
whenever they recognize it, and if there have no objection to adopt it.” (Sadek, 1999, p. 182)
However, when agent communication languages are used in applications on the internet, or for noncooperative interaction types like negotiation and debate, cooperativity can no longer be assumed as a general principle. Only in specific circumstances it makes sense to assume cooperativity, for example among
agents that are known or trusted.
In our role-based model, we can make implicit cooperativity assumptions explicit. In particular, a successful request may add an intention to the intentions of the hearer, but only when we have a rule such
as (RL15), that specifies that the hearer is cooperative. Cooperativity is a role-role relationship, which
depends on the social context in which an interaction takes place.
Byr2 (Ixr1 Done(act) ∧ cooperative(yr2 , xr1 , Done(act))) → Iyr2 Done(act)

(RL15)

Besides sincerity and cooperativity, the FIPA documentation also mentions reliability, though it neither
assumes nor formalizes reliability:
“Whether or not the receiver does, indeed, adopt belief in the proposition will be a function of the
receiver’s trust in the sincerity and reliability of the sender.” (FIPA, 2002a)
We explain the role of reliability in FIPA, using our model of role-based communication in Figure 2. The
constitutive rules of the communication game operate on the mental states of the role instances. Because
of the feasibility precondition, an inform creates a proposition ϕ in the beliefs of the speaker xr1 , and a
intention that yr2 will come to believe ϕ. Only if the hearer yr2 believes that the speaker is reliable, rule
(RL16) will transfer the belief to the hearer’s beliefs:
Byr2 (Ixr1 Byr2 ϕ ∧ reliable(xr1 , ϕ)) → Byr2 ϕ

(RL16)

In particular, we assume that all roles are assumed to be reliable about their own mental states; however,
this assumption does not extend to the private beliefs of agents, but remains confined to the beliefs of the
roles they play. In our framework, when a speaker says something about its own beliefs or intentions, the
belief that it believes what has said will be immediately added to the role of the hearer as a belief of the
speaker role, without implying that the agent playing the hearer role believes it as well.
For more about issues of trust and reliability, we refer to Demolombe (2001); Liau (2003); Dastani et al.
(2004).
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hx, inform(y, ϕ)i

FP:Bx ϕ ∧ ¬Bx (Bif y ϕ ∨ Uif y ϕ)
RE:By ϕ

hx, request (y, act)i
hx, agree(y, hx, acti, ϕ)i ≡
hx, inform(y, Ix Done(hx, acti, ϕ))i
hx, refuse(y, hx, acti, ϕ)i ≡
hx, disconfirm(y, f easible(hx, acti))i;
hx, inform(y, ϕ ∧ ¬Done(hx, acti) ∧
¬Ix Done(hx, acti))i
hx, propose (y, hx, acti, ϕ)i ≡
hx, inform(y, Iy Done(hx, acti, ϕ)
→ Ix Done(hx, acti, ϕ))i
hx, accept proposal (hy, acti, ϕ)i ≡
hx, inform(y, Ix Done(hy, acti, ϕ))i
hx, reject proposal (y, hy, acti, ϕ, ψ)i ≡
hx, inform(y, ¬Ix Done(hy, acti, ϕ) ∧ ψ)i

FP: F P (act)[x \ y] ∧ Bx Agent(y, act) ∧ ¬Bx Iy Done(act)
RE: Done(act)
FP: Bx α ∧ ¬Bx (Bif y α ∨ Uif y α)
RE: By α,
α = Ix Done(hx, acti, ϕ)
FP: Bx ¬f easible(hx, acti) ∧ Bx (Bj f easible(hx, acti)∨
Ux f easible(hx, acti) ∧ By α ∧ ¬Bx (Bif y α ∨ Uif y α)
RE: By (¬f easible(hx, acti) ∧ By α)
α = ϕ ∧ ¬Done(hx, acti) ∧ ¬Ix Done(hx, acti)
FP: Bx α ∧ ¬Bx (Bif y α ∨ Uif y α)
RE: By α
α = Iy Done(hx, acti, ϕ) → Ix Done(hx, acti, ϕ)
FP: Bx α ∧ ¬Bx (Bif y α ∨ Uif y α)
RE: By α
α = Ix Done(hy, acti, ϕ)
FP: Bx α ∧ ¬Bx (Bif y α ∨ Uif y α)
RE: By α
α = ¬Ix Done(hy, acti, ϕ) ∧ ψ

15

(1)
(2)

(3)

(4)

(5)

(6)

(7)

Table 3
The definition of speech acts in FIPA-SL

3.2. The translation from FIPA to roles
FIPA-SL contains twenty-two speech acts. Most of them are defined in terms of inform and request.
The purpose of an inform act for the speaker is to get the hearer to believe some information. The purpose
of a request is to get the hearer to do some act. This requires that the speaker does not already believe that
the hearer has such an intention.
In this paper we consider seven speech acts. The FIPA definitions of speech acts in terms of feasibility
preconditions (FP) and rational effects (RE) are summarized in Table 3. The ones we have selected are the
most basic and often used ones, and we choose these to illustrate both the translation and two protocols,
the request interaction protocol (FIPA, 2002c), and the propose interaction protocol. The request protocol
uses request, agree and refuse, and the propose protocol uses propose, accept proposal and reject proposal.
The difference between a request and a propose is that a request concerns an action of the hearer, whereas
a propose concerns an action of the speaker.
Note that while in Table 3 the definitions are given on agents x and y, in Table 4 they are given on role
instances i and j.
The definitions we use in Role-SL are given in Table 4, which are based on the following simplifications:
1. We have left out preconditions concerning uncertain beliefs, as represented by the modal operator
Uif in FIPA-SL, since they are not relevant for the general principle, and in most uses of FIPA-SL
they are removed. For example, the feasibility precondition of inform in the FIPA documentation is
Bi ϕ ∧ ¬Bi (Bif j ϕ ∨ Uif j ϕ), but we left out the Uif ϕ (and we wrote Bif i ϕ in full). However, if
needed for some application, the extension with uncertain beliefs is straightforward.
2. In request, we drop the felicity precondition from FIPA that i thinks it feasible for j to perform act.
3. We use Done(j, act) rather than Done(act) as RE, which means that Agent(j, act) is a RE rather
than a FP.
4. Note that unlike the speech act definitions based on inform, request does not have a sincerity precondition: Bi Ii Done(j, act). This does not matter, because agents are considered to be reliable about
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hi, inform(j, ϕ)i

FP:Bi ϕ ∧ ¬Bi (Bj ϕ ∨ Bj ¬ϕ)
RE:Bj ϕ

hi, request (j, act)i

FP: ¬Bi Ij Done(j, act)
RE: Done(j, act)
FP: Bi Ii Done(i, act)∧
¬Bi (Bj Ii Done(i, act) ∨ Bj ¬Ii Done(i, act))
RE: Bj Ii Done(i, act)
FP: Bi ¬Ii Done(i, act)∧
¬Bi (Bj ¬Ii Done(i, act) ∨ Bj Ii Done(i, act))
RE: Bj ¬Ii Done(i, act)

hi, agree (j, act)i ≡
hi, inform(j, Ii Done(i, act))i
hi, refuse(j, act)i ≡
hi, inform(j, ¬Ii Done(i, act))i
hi, propose (j, act)i ≡
hi, inform(j, Ij Done(i, act) → Ii Done(i, act))i

hi, accept proposal (j, act)i ≡
hi, inform(j, Ii Done(j, act))i
hi, reject proposal (j, Done(j, act))i ≡
hi, inform(j, ¬Ii Done(j, act))i

FP: Bi (Ij Done(i, act) → Ii Done(i, act))∧
¬Bi (Bj (Ij Done(i, act) → Ii Done(i, act)) ∨
Bj ¬(Ij Done(i, act) → Ii Done(i, act)))
RE: Bj (Ij Done(i, act) → Ii Done(i, act))
FP: Bi Ii Done(j, act)∧
¬Bi (Bj Ii Done(j, act) ∨ Bj ¬Ii Done(j, act))
RE: Bj Ii Done(j, act)
FP: Bi ¬Ii Done(j, act)∧
¬Bi (Bj ¬Ii Done(j, act) ∨ Bj Ii Done(j, act))
RE: Bj ¬Ii Done(j, act)

(8)
(9)

(10)

(11)

(12)

(13)

(14)

Table 4
The definition of speech acts in Role-SL

their own intentions (see RL16), so we can derive this condition whenever it is needed from the
rational effect.
5. We also drop the conditions under which requests or proposals are agreed to be carried out. These
are better dealt with in Section 4 below, where we explain conditional proposals, which are easier to
understand starting from the Social Commitments approach.
6. In the definition of refuse we also leave out some additional idiosyncrasies of FIPA, like the fact that
a refusal is expressed as a disconfirm, which is similar to inform.1 In FIPA, the reason for encoding
refusal as an inform lies in the fact that FIPA assumes that a refusal should be motivated by the
infeasibility of the requested act, and that the agent who cannot perform the requested act should
inform the requester about the reasons for the infeasibility. In our perspective, this move is in line
with the fact that we dropped this feasibility requirement from requests. In fact we have reinterpreted
refuse, as the opposite of an agree.
Despite the compact representation in Table 3 and 4, often it is easier to consider the instantiations of
FIPA properties as they appear in this Table 3. We therefore list the instantiations of the speech acts in
Table 5.
In the instantiation it must be noted that:
– The consequent of the instantiated rules starts always with a public mental attitude of a role: this
means that every role believes the effect of the rule. For this reason we leave out the belief modality
in the speech acts in instances of Property (RL6) and (RL7).
– Φ in precondition: these properties hold only if they persist in time, as in FIPA.
– We assume reliability about the mental states of roles. For example, for our interpretation of the
RE of inform above in (CR19), we translated the RE to an intention of the speaker. In that case,
we would end up with Bj Done(agree(i, j, Done(i, act))) → Ii Bj Ii (Done(i, act)). So it is the
communicative intention of i, that j will believe that i wants to do the action. Following Sadek et al.
(1997)), we can simplify this kind of Ii Bj Ii (...) -formula into Ii ..., if we assume that the hearer takes
1

The difference depends on the precondition of the hearer being uncertain about the proposition or its negation.
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inform

FP
FP
RE

Done(inform(i, j, ϕ)) → Bi ϕ
Done(inform(i, j, ϕ)) → ¬Bi (Bj ϕ ∨ Bi ¬ϕ)
Done(inform(i, j, ϕ)) → Ii Bj ϕ

(CR17)
(CR18)
(CR19)

request

FP
RE
FP
FP

Done(request (i, j, Done(j, act))) → ¬Bi Ij Done(j, act)
Done(request (i, j, Done(j, act))) → Ii Done(j, act)
Done(agree(i, j, Done(i, act))) → Bi Ii Done(i, act)
Done(agree(i, j, Done(i, act))) → ¬Bi (Bj Ii Done(i, act)∨
Bj ¬Ii Done(i, act))
Done(agree(i, j, Done(i, act))) → Ii Done(i, act)
Done(refuse(i, j, Done(i, act))) → Bi ¬Ii Done(i, act)
Done(refuse(i, j, Done(i, act))) → ¬Bi (Bj ¬Ii Done(i, act)∨
Bj Ii Done(i, act))
Done(ref use(i, j, Done(i, act))) → ¬Ii Done(i, act)

(CR20)
(CR21)
(CR22)
(CR23)

Done(propose (i, j, Done(i, act))) → Bi (Ij Done(i, act) → Ii Done(i, act))
Done(propose (i, j, Done(i, act))) →
¬Bi ( (Bj Ij Done(i, act) → Ii Done(i, act) ∨
Bj ¬(Ij Done(i, act) → Ii Done(i, act))))
Done(propose (i, j, Done(i, act))) → Bj (Ij Done(i, act) → Ii Done(i, act))
Done(accept proposal (i, j, Done(j, act))) → Bi Ii Done(j, act)
Done(accept proposal (i, j, Done(j, act))) → ¬Bi ( Bj Ii Done(j, act) ∨
Bj ¬Ii Done(j, act))
Done(accept proposal (i, j, Done(j, act))) → Ii Done(j, act)
Done(reject proposal (i, j, Done(j, act))) → Bi ¬Ii Done(j, act)
Done(reject proposal (i, j, Done(j, act))) → ¬Bi ( Bj ¬Ii Done(j, act) ∨
Bj Ii Done(j, act))
Done(reject proposal (i, j, Done(j, act))) → ¬Ii Done(j, act)

(CR28)
(CR29)

agree

refuse

RE
FP
FP
RE

propose

FP
FP

accept
proposal

RE
FP
FP

reject
proposal

RE
FP
FP
RE

(CR24)
(CR25)
(CR26)
(CR27)

(CR30)
(CR31)
(CR32)
(CR33)
(CR34)
(CR35)
(CR36)

Table 5
Rules expressing preconditions and effects of speech acts in the FIPA translation

the speaker to be reliable concerning reports about its own mental states. By rule (RL16) we derive
(CR24) above.
Analogously in rule (CR30), the effect of a propose is directly believed by the addressee j, since it
concerns a mental attitude of role i, who is thus considered reliable about it. Note the contrast with
for example the effect of agree in (CR24). This effect is directly expressed by a public intention of the
speaker i, which is, thus also believed by the hearer j. In contrast, the effect of a propose is expressed
as a material implication between two intentions, since it represent the way FIPA-SL allows to model
conditional intentions. For this reason, the implication must be nested inside a belief operator.
– Moreover, the second precondition is usually canceled by the intended effect if it is successful.
3.3. Example
We have made substantial changes to the FIPA semantics, and we therefore have to illustrate that our
mapping works. We illustrate it using an example.
To illustrate the rules, we give a example of a short negotiation about household tasks, that we will use
to illustrates the distinction between the FIPA approach and the social commitment approach.
x-1: Could you do the dishes?
y-1: Only if you put the garbage out.
x-2: OK.
The dialogue can be interpreted as follows. Initially, agent x makes a request in role i = xr1 s. Then
y makes a counter proposal in role j = yr2 s, but because there are no speech acts to represent counter
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proposals, we model this as an implicit refusal, followed by a conditional proposal from y. Note that the
original FIPA definition of propose does not allow conditional proposals, however, as shown in the next
section, this is the interpretation of proposals given by social commitments approach. So in order to make
the two languages comparable we drop the condition that the agent of the proposed action is the speaker
and we allow to propose joint plans which are sequences of actions by different agents. We discuss this
issue in more depth in Section 6.2.
In order to deal with composite actions, and actions executed by various agents, we have to make explicit
some rationality assumptions which are assumed in the FIPA model (p. 38). Typically, such assumptions
depend on the agent planning architecture:
– A rationality constraint concerning the intention that other agents perform an action: if i wants that
action act is done by j, then i has the intention that j has the intention to do act:
Ii Done(j, act)) → Ii Ij Done(j, act))

(RL37)

– Some FIPA axioms concern the execution of complex actions. For example Property 1 in Table 2. In
a similar vein, we add two rules concerning the distribution of tasks. Taking inspiration from (Cohen
and Levesque, 1990), we add a rule to express that if an agent intends a joint action, then it intends
that each part is done at the right moment. If act = act1 ; ...; actn , where “;" is the sequence operator,
act is a joint action:
Ii Done(act) → (Done(act1 (i1 ); . . . ; actk (ik )) → Ii Done(actk+1 (i)))

(RL38)

If actk+1 (j) and i 6= j, then by axiom RL37:
Ii Done(act) → (Done(act1 (i1 ); . . . ; actk (ik )) → Ii Ij Done(actk+1 (j)))

(RL39)

Each agent in the group wants that the others do their part.
In our example, we introduce a composite plan which is the concatenation of j’s action of doing the
dishes and the action by i of moving the garbage out: kitchen(i, j) ≡ dishes(j); garbage(i).
Example 1
x-1: Could you do the dishes?
y-1: Only if you put the garbage out?
x-2: OK.

request(i, j, Done(j, dishes))
refuse(j, i, Done(j, dishes))
propose (j, i, Done(kitchen(i, j)))
accept proposal (i, j, Done(kitchen(i, j)))

We start with an empty set of facts about the mental attitudes of x and y. In Table 6 we depict the
evolution of the public mental states of agents x and y in their roles i and j.
After turn x-1 we apply rules (CR20) and (CR21). So that it adds to the public mental state of i the
precondition of a request and its rational effect. Since the mental states are public, from Ii Done(j, dishes)
(by RL37), we could also write Ii Ij Done(j, dishes))) we can derive that also j is aware of this intention
Bj Ii Done(j, dishes) (RL9) and from Proposition 0 (RL1) that also i is aware of his own intentions
Bi Ii Done(j, dishes).
If we assume persistence for the sincerity precondition, and for the mental attitudes which are not
immediately contradicted by later updates, rules (CR25), (CR26) and (CR27) produce the next state of
affairs after the implicit refusal of y-1. The second precondition from (CR26) is canceled by the success
of the effect. A proper representation of this kind of reasoning requires an explicit notion of time and
persistence, and rules about changes as a result of actions and events. See Boella et al. (2007) for an initial
attempt based on defeasible logic with temporal operators.
The implicit proposal of y-1 is interpreted using rules (CR28) – (CR30). It adds a public belief of j
about a relation between the intentions of i and j of doing the kitchen work together.
Bj (Ii Done(kitchen(i, j)) → Ij Done(kitchen(i, j)))
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x-1:
request

y-1:
refuse

Role instance i
BELIEFS
¬Bi Ij Done(j, dishes)
INTENTIONS
Done(j, dishes)
BELIEFS

INTENTIONS
Done(j, dishes)
y-1:
BELIEFS
propose Ii Done(kitchen(i, j)) → Ij Done(kitchen(i,j))
INTENTIONS
Done(j, dishes)
x-2:
BELIEFS
accept
Ii Done(kitchen(i, j)) → Ij Done(kitchen(i, j))
proposal Ii Done(kitchen(i, j))
Ij Done(kitchen(i, j))
Ij Done(j, dishes))
Done(j, dishes) → Ii Done(i, garbage)
INTENTIONS
Done(kitchen(i, j))

19

Role instance j
BELIEFS
INTENTIONS
BELIEFS
INTENTIONS
¬Ij Done(j, dishes)
BELIEFS
Ii Done(kitchen(i, j)) → Ij Done(kitchen(i,j))
INTENTIONS
BELIEFS
Ii Done(kitchen(i, j)) → Ij Done(kitchen(i,j))
Ii Done(kitchen(i,j))
Ij Done(kitchen(i,j))
Ij Done(j, dishes)
Done(j, dishes) → Ii Done(i, garbage)
INTENTIONS
Done(kitchen(i,j))
Done(j, dishes)

Table 6
An example of dialogue interpretation in Role-SL. Note that kitchen(i, j) ≡ dishes(j); garbage(i)
.

Since this belief concerns the mental states of j, and every role is considered reliable about his own
mental states (CR30), then also i publicly adopts this belief:
Bi (Ii Done(kitchen(i, j)) → Ij Done(kitchen(i, j)))
Note the implication here. The implication derives from the fact that the proposal still needs to be
accepted by i, before j will really adopt the conditional intention.
Finally, after acceptance x-2 by rules (CR31) – (CR33) the state of the public mental attitudes is updated.
Note that rule (CR33) implicitly implements rule (RL16) so that the intention of conditionally moving the
garbage is immediately public:
Ii Done(kitchen(i, j))
At this point more information can be inferred than the one provided by those rules.
First of all, by modus ponens, given the intention of i, it is possible to derive the intention of j to do the
kitchen work:
Ij Done(kitchen(i, j))
Moreover, it is possible to infer from the intention of j of doing the kitchen work that j has the intention
to do his part of the plan, since it is the right moment (from rule RL38):
Ij Done(j, dishes(j))
Moreover, from rule (RL37), we can infer that after j does the dishes (Done(j, dishes)), j will adopt
the intention of moving the garbage out:
Done(j, dishes) → Ii Done(i, garbage)
Note that ¬Ij Done(j, dishes), which persists from the refusal, is now overridden by the new inference
Ij Done(j, dishes).
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empty

fulfilled
jump done
jump cond

make

done
set

pending

cond
active

unset
time out

not
cancel cond

cancelled

cancel

not done

violated

Fig. 4. Commitment State Automaton (Fornara and Colombetti, 2004).
Action
make
set
cancel

Change
empty
C(unset , i, j, ϕ | ψ)
C(−, i, j, ϕ | ψ)

→
→
→

C(unset , i, j, ϕ | ψ)
C(pending , i, j, ϕ | ψ)
C(canceled , i, j, ϕ | ψ)

Table 7
Commitment Change Rules, solid lines in Figure 4 (Fornara and Colombetti, 2004).

The example shows the interplay between mental attitudes and how the public character of roles’ mental
attitudes is used to make inferences in the interpretation process. Note that from the example nothing can
be inferred about the private mental states of agents x and y. To make these inferences it is necessary to
assume explicitly the sincerity of both agents.

4. From commitments to roles
In this section we show how to define a social semantics in the role-based model. We selected the
version of Fornara and Colombetti (2004), because it is worked out in detail.
4.1. Social Commitment Semantics
The social commitment approach uses an operational semantics, meaning that the semantics of the
speech acts of an agent communication language are expressed as changes in the state a commitment can
be in. A social commitment is a relationship that gets established between two agents: the debtor, i.e., the
agent who makes the commitment, and a creditor, i.e., the agent to which the commitment is made. The
commitment is to achieve or maintain some state of affairs, expressed by a proposition. In many applications, commitments are made under certain conditions. Therefore, the conditions under which commitments are made are also expressed. Representation C(state, i, j, ϕ | ψ) expresses a social commitment of
status state, between debtor i and creditor j, to accomplish or maintain ϕ, under condition that ψ.
A commitment can have different states: unset (i.e., to be confirmed), pending (i.e., confirmed, but its
condition is not true), active (i.e., confirmed and its condition is true), fulfilled (i.e., its content is true),
violated (i.e., the content is false even if the commitment was active), or canceled (e.g., the debtor does
not want to be committed to the action). This state can be modified by speech acts of the participants or
by external events, like the execution of an action.
The state changes can be depicted in the form of a finite state automaton (Figure 4). The effects of
external events and of speech acts on the status of a commitment are represented in Table 7 and Table 8
respectively. Using these semantics, Fornara and Colombetti define speech acts as given in Table 9. They
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Rule
1.
2.
3.
4.
5.
6.
7.

Label
done
not done
condition
not condition
jump condition
jump done
time out

Event
v(ϕ) := 1
v(ϕ) := 0
v(ψ) := 1
v(ψ) := 0
v(ψ) := 1
v(ϕ) := 1

Status Change
C(active, i, j, ϕ | ⊤)
C(active, i, j, ϕ | ⊤)
C(pending , i, j, ϕ | ψ)
C(pending , i, j, ϕ | ψ)
C(unset , i, j, ϕ | ⊤)
C(pending , i, j, ϕ | ψ)
C(unset , i, j, ϕ | ψ)

→
→
→
→
→
→
→

21

C(fulfilled, i, j, ϕ | ⊤)
C(violated , i, j, ϕ | ⊤)
C(active, i, j, ϕ | ⊤)
C(canceled , i, j, ϕ | ψ)
C(active, i, j, ϕ | ⊤)
C(fulfilled, i, j, ϕ | ψ)
C(canceled , i, j, ϕ | ψ)

Table 8
Update Rules: dashed lines in Figure 4 (Fornara and Colombetti, 2004).

Precondition

∃ Ci (unset, i, j, P | Q)
∃ Ci (unset, i, j, P | Q)

Definition
inf orm(i, j, P ) := {Ci ().make(i, j, P, ⊤).set(pending)}
request(i, j, P, Q) := {Ci ().make(j, i, P, Q)}
promise(i, j, P, Q) := {Ci ().make(i, j, P, Q).set(pending)}
accept(i, j, Ci (unset, i, j, P | Q)) := {Ci (unset, i, j, P | Q).set(pending)}
reject(i, j, Ci (unset, i, j, P | Q)) := {Ci (unset, i, j, P | Q).set(cancelled)}
Table 9
Speech acts of Fornara and Colombetti

use unset for the state resulting from a request and pending for conditional commitments, whose condition
is not yet true.
Our mapping is only partial. For example, we do not have timeouts. There is no translation of the update
rules, because we model them by means of the logic, e.g., using modus ponens in case of conditionals.
4.2. Translating Commitment States
In order to perform the translation, we adopt the following methodology: first, we map each commitment state to certain beliefs and intentions of the roles. Second, according to the constitutive rules (CR)
of the role model, a speech act directly changes those beliefs and intentions in such a way to reflect the
commitment introduction or change of state.
In a social commitments semantics in general, the difference between propositional and action commitment lies only in the type of their content: an action or a proposition. Fornara and Colombetti (2004) do
not have a separate type of action in their language. They can only distinguish the kind of proposition:
an informative proposition , or a proposition that represents a desired state of affairs. Therefore there is
no substantial difference between an inform and a promise in Table 9. By contrast, according to Walton
and Krabbe (1995), a propositional commitment can be seen as a kind of action commitment to defend
it. In the mapping between social commitments and the role model a new distinction emerges: rather than
having commitment stores, we model propositional commitments as beliefs of the role and action commitments as intentions. How to capture the idea of a commitment to defend one’s position is discussed in
Section 5. In this section we focus on action commitment only.
Here, we represent conditional commitments C(state, i, j, p | q) as a conditional intention p, for example, of role i in case q is true: Bi (q → Ii (p)). Note that since the condition q is outside the intention operator, the whole implication is nested in a (public) belief of the role, as we did with the translation of FIPA.
We believe that conditional attitudes are better accounted for in a conditional logic, like Input/Output logic
(Makinson and van der Torre (2000)). As in Section 3, we stick to FIPA’s solution for the sake of clarity,
while being aware of its limitations. Moreover, like in Section 3, we use a simplified notation Done(i, act)
to indicate that agent i is supposed to perform the action act. The Done() construct turns an action into a
proposition, expressing a state of affairs.
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Given these preliminaries, the state translations are as follows:
– An unset commitment corresponds to a conditional intention believed by the creditor.
C(unset, i, j, Done(i, act) | q) ≡ Bj (q → Ij Ii Done(i, act))

(CR40)

In the antecedent of this rule, the commitment condition q becomes a condition on the intention
assumed by the creditor. At this stage, no mental attitude is attributed to the debtor: it has not publicly
assumed any intention, but has only been publicly requested to.
– A commitment is pending when it is a conditional intention of the creditor and the debtor of the
commitment conditionally wants to perform the action provided the associated condition q is true,
and the creditor has this as a belief:
C(pending , i, j, Done(i, act) | q) ≡ Bj (q → Ij Ii Done(i, act))∧
Bi (q → Ii Done(i, act)) ∧ Bj (q → Ii Done(i, act))

(CR41)

In the automaton of Figure 4, the unset and pending states are disjoint. In the above formulation
however, pending implies unset. So if it is necessary to mirror the exact definition, the unset state
must be augmented, e.g.:
C(unset, i, j, Done(i, act) | q) ≡ Bj (q → Ij Ii Done(i, act))∧
(¬Bi (q → Ii Done(i, act)) ∨ ¬Bj (q → Ii Done(i, act)))

(CR40’)

– A commitment is active when it is both an intention of the debtor and of the creditor, and the pending
condition is true:
C(active, i, j, Done(j, act) | ⊤) ≡ Ii Done(i, act) ∧ Ij Done(i, act)

(CR42)

Note that to make a pending commitment active, it is sufficient that the condition q is believed to be
true, since from
Bi (q ∧ (q → Ii Done(i, act)))
we can derive Ii (Done(i, act)) with rule (RL1).
– Commitments are violated or fulfilled when they are intentions of the creditor and the content of the
commitment is respectively true or false according to the beliefs of the creditor (abstracting here from
temporal issues):
C(fulfilled , i, j, Done(i, act) | ⊤) ≡ Bj Done(i, act) ∧ Ij Done(i, act)

(CR43)

C(violated , i, j, Done(i, act) | ⊤) ≡ Bj ¬Done(i, act) ∧ Ij Done(i, act)

(CR44)

Since roles are public, fulfilment and violation are not dependent on what the agents subjectively
believe about the truth value of the content of the commitment, but on roles’ public beliefs.
– Finally, a commitment is canceled if the creditor does not want the intention to be achieved anymore,
regardless if the debtor still wants it:
C(canceled , i, j, Done(i, act) | q) ≡ ¬Ij Done(i, act)

(CR45)

4.3. Translating Speech Acts
Given the definition of the commitment state in terms of the mental states of the roles, we can provide
the following translation of the speech acts semantics defined by Fornara and Colombetti (2004). In this
section, we deal only with speech acts introducing action commitments, like request, propose, promise,
accept and reject, while speech acts introducing propositional commitments, such as assertions, are discussed in Section 5.
The translation of the speech act can be directly done using the translation of commitments above and
applying it to the definition of speech acts in Fornara and Colombetti (2004). However, as in the case of

483
G. Boella et al. / A Common Ontology of Agent Communication Languages
promise

request
accept

reject
propose

Done(promise(i, j, Done(i, act), q)) → (q → Ij Ii Done(i, act))∧
Bi (q → Ii Done(i, act))∧
Bj (q → Ii Done(i, act))
Done(request(i, j, Done(j, act), q)) → (q→Ii Ij Done(j, act))
Done(accept(i, j, Done(i, act), q)) → (q → Ij Ii Done(i, act)) →
(Bi (q → Ii Done(i, act))∧
Bj (q → Ii Done(i, act)))
Done(reject(i, j, Done(j, act), q)) → (q → Ij Ii Done(i, act)) →
(Bi ¬Ii Done(i, act) ∧ Bj ¬Ii Done(i, act))
Done(propose(i, j, Done(j, p), q)) → (Done(i, q) → Ii Ij Done(j, p))∧
(Bi (s → Ii Done(i, q))∧
Bj (s → Ii Done(i, q))
where s ≡ Bi (Done(i, q) → Ij (Done(j, p))) ∧ Bj (Done(i, q) → Ij (Done(j, p)))
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(CR46)

(CR47)
(CR48)

(CR49)
(CR50)

Table 10
Speech acts and the translation of commitments

FIPA, we also provide the rules for translating speech acts into mental attitudes; they are summarized in
Table 10.
Even if the translation is straightforward, some consideration are needed:
– First of all, in contrast with the FIPA translation, speech acts affect both the beliefs and intentions of
speaker and hearer and not only of the speaker. This represents the fact that a commitment is seen as
a relationship, which is publicly established.
– Second, the interpretation of promise and accept in Fornara and Colombetti (2004) needs some discussion. According to Guerini and Castelfranchi (2007) the definition above is too weak: a promise
needs to be explicitly accepted, and then kept. It is not enough that j has indicated to prefer i to do the
action, and that i and j believe that i has an intention to do the action; what is missing is j’s belief,
as a result of the acceptance, that i will actually do it. Nevertheless, we think that the conditional
nature of a promise, i.e., that it requires explicit acceptance, is well covered by the combination of
rules (CR46) and (CR48). Rule (CR46) covers only an initiative to make a promise; the promise is
only complete when accepted, and fulfilled when successful.
– A request introduces an unset commitment with the receiver as debtor, i.e., to perform the requested
action (Rule CR40). It does not create any intention for the addressee until he has accepted it.
– Accept and reject change the state of an existing unset commitment to pending and canceled respectively. In order to account for this fact, we insert in the antecedent of the rules for accept and reject
the reference to the configuration of beliefs and intentions that represent an existing commitment.
– A propose is a complex speech act composed by a request and a conditional promise; it introduces an
unset commitment with the receiver as debtor and a pending commitment with the speaker as debtor.
Since a propose is used in a negotiation, q and p refer respectively to an action of the speaker and of
the receiver.
propose(i, j, Done(j, p), Done(i, q)) ≡
request(i, j, Done(j, p), Done(i, q)); promise(i, j, Done(i, q), s)

(CR51)

where s ≡ Bi (Done(i, q) → Ij Done(j, p)) ∧ Bj (Done(i, q) → Ij Done(j, p)), i.e., p is a pending
commitment of the receiver.
4.4. Example
We now return to the running example, to illustrate some of the details of our interpretation of the social
commitment approach. We now use notation ϕ | ψ for conditional commitments, as in the original. The
result is shown in Table 11.
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x-1:
y-1:

request (i, j, Done(j, dishes) | ⊤)
reject (j, i, Done(j, dishes) | ⊤)
propose(j, i, Done(i, garbage) | Done(j, dishes))

x-2:

accept (i, j, Done(i, garbage) | Done(j, dishes))

C(unset , j, i, Done(j, dishes) | ⊤)
C(canceled , j, i, Done(j, dishes) | ⊤)
C(unset , i, j, Done(i, garbage) | Done(j, dishes))
C(pending , j, i, Done(j, dishes) | σ )
σ ≡ C(pending , i, j, Done(i, garbage) | Done(j, dishes))
C(pending , i, j, Done(i, garbage) | Done(j, dishes))
C(pending , j, i, Done(j, dishes) | ⊤) (resolving σ)

Table 11
The running example, in the social commitments approach

x-1: Could you do the dishes?
y-1: Only if you put the garbage out
x-2: OK.
We start from state empty. According to Fornara and Colombetti (2004), the request from x in role r1 ,
(xr1 = i), creates an unset commitment waiting for acceptance. Now y in role r2 , (yr2 = j) responds
with a conditional acceptance, which could be seen as a kind of counter proposal. However, there are two
issues for discussion.
First, a request can only be accepted or rejected, but not be adjusted by a counter proposal. So just like
in Section 3 we must interpret j’s response here as rejection, followed by a conditional proposal.
Second, in Fornara and Colombetti’s account, rendered in rule (CR50), conditional proposals for ϕ | ψ
are seen as a combination of a request for ϕ with a conditional promise to make sure that ψ.2 The promise
is again conditional on a statement σ which implies the conditional commitment ϕ | ψ under discussion.
A promise is in turn interpreted as combination of a make and a set action, resulting in the pending state.
So under this interpretation a promise does not need acceptance3 .
Our interpretation of the dialogue above, would be as in Table 11. Remember that i = xr1 , j = yr2 for
some roles r1 , r2 . So we end up with the following set of commitments.
{ C(pending , i, j, Done(i, garbage) | Done(j, dishes)), C(pending , j, i, Done(j, dishes) | ⊤)}
This is a conditional commitment of i to put the garbage out, provided j does the dishes, and a commitment
of j to indeed do to the dishes, given the context of this other commitment. Note that once we have
resolved σ the conditional nature of the commitment of j to do the dishes, is lost.
Using the translation rules, in particular (CR41), we get the situation described in Table 12. Note that
due to the public nature of commitments, as defined in terms of intentions and beliefs, it is not necessary
to resort to the reliability rule like in Section 3.3. Consider for example the case of the reject, which is
defined in terms of beliefs of both debtor and creditor.

Thanks to the formalization of conditional proposal, it is possible to write propose (j, i, Done(i, garbage) |
Done(j, dishes)); by contrast, in FIPA, we had to resort to the notion of joint plan to approximate the same notion, establishing
an equivalence between kitchen(i, j) and dishes(j); garbage(i).
3
We believe this interpretation of proposals is conceptually mistaken. First, proposals are concerned with actions to be done
by the speaker; requests deal with actions to be done by the hearer. Second, implicit requests are better made explicit in the
agent communication protocol. Third, promises do need acceptance. Nevertheless we continue with Fornara and Colombetti’s
interpretation here for the sake of the argument
2
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x-1:
request

y-1:
reject

y-1:
propose

Role i
BELIEFS
⊤ → Ii (Ij (Done(j, dishes)))
INTENTIONS
Ij (Done(j, dishes))
BELIEFS
⊤ → Ii (Ij (Done(j, dishes)))
¬Ij (Done(j, dishes))
INTENTIONS
BELIEFS
⊤ → Ii (Ij (Done(j, dishes)))
¬Ij (Done(j, dishes))

s → Ij (Done(j, dishes))
where s ≡ Bj (Done(j, dishes) → Ii (Done(i, garbage)))∧
Bi (Done(j, dishes) → Ii (Done(i, garbage)))
INTENTIONS
x-2:
accept

BELIEFS
⊤ → Ii (Ij (Done(j, dishes)))
s → Ij (Done(j, dishes))
Done(j, dishes) → Ii (Done(i, garbage))
s
Ij (Done(j, dishes))
INTENTIONS
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Role j
BELIEFS
INTENTIONS
BELIEFS
¬Ij (Done(j, dishes))
INTENTIONS
¬Ij (Done(j, dishes))
BELIEFS
¬Ij (Done(j, dishes))
Done(j, dishes) →
Ij (Ii (Done(i, garbage))))
s → Ij (Done(j, dishes))

INTENTIONS
¬Ij (Done(j, dishes))
BELIEFS
s → Ij (Done(j, dishes))
Done(j, dishes) → Ii (Done(i, garbage))
s
Ij (Done(j, dishes))
INTENTIONS
Done(j, dishes)

Table 12
The running example in the translated social commitments approach

5. Persuasion dialogues in the social commitments approach
The purpose of this section is to extend social commitment approaches to persuasion dialogues to show
that our role-based semantics is general enough. A similar extension could be made for FIPA, but this
extension is more interesting, due to the ambiguity of the term commitment.
We distinguish action commitments from propositional commitments, because an action commitment
is fulfilled when the hearer believes that the action is performed, whereas a propositional commitment is
fulfilled only when the hearer concedes to the proposition. Using the role-based semantics, we will show
that propositional commitments are related to public beliefs, and action commitments to public intentions.
Consider for example the following two sentences:
(1) A promises B to deliver the goods before Friday.
(2) A informs B that Al Gore would have been a better president than Bush.
The first sentence commits agent A to the delivery of goods before Friday and the second sentence
commits agent A to defend the argument that Al Gore would have been a better president than Bush. We
say that the first sentence leads to an action commitment and the second sentence leads to a propositional
commitment. Researchers in the social commitment approach to agent communication (Castelfranchi,
1995; Singh, 2000; Fornara and Colombetti, 2004) focus on the former, because they are interested in
task oriented dialogues and negotiation. Researchers in the argumentation tradition on the other hand
(Hamblin, 1970; Walton and Krabbe, 1995), focus on the latter:
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“to assert a proposition may amount to becoming committed to subsequently defending the proposition, if one is challenged to do so by another speaker” (Walton and Krabbe, 1995).
Despite these differences, someone could argue that a promise and an assertion have the same effect: they
create a commitment of the speaker, respectively an action commitment or a propositional commitment.
This is coherent with the idea that the meaning of a speech act is defined in terms of the attitudes of the
speaker, without any effects on the hearer. But according to Kibble (2005), the meaning of a speech act
must also be defined in terms of the effects on the hearer. In particular, an assertion that goes unchallenged
may count as a concession for the hearer. This corresponds to the ‘silence means consent’ principle, already studied by Mackenzie (1979). Walton and Krabbe argue that in case of a concession, the hearer
becomes weakly committed to the proposition: the hearer can no longer make the speaker defend the
proposition by challenging him, albeit the hearer does not have to defend the proposition himself if challenged. After an assertion the hearer can make a concession explicitly, or implicitly by not challenging the
assertion. So we reinforce Kibble’s claim that speech acts also have an effect on the attitudes of the hearer.
To show the feasibility of the semantics, we model persuasion dialogues loosely inspired by the P P D0
protocol of Walton and Krabbe (1995). We illustrate the approach by a dialogue that involves a mixture
of propositional and action commitments. Despite the differences, action commitment and propositional
commitment have more than accidental similarities too. This needs some argument, because
“. . . the word commitment and the corresponding verb commit are used in many different ways, and
there is no reason to suspect that there is a common core meaning in all of them." (Walton and Krabbe,
1995, p 13).
Our general intuition is that through making a commitment, the number of future options becomes restricted. For action commitment, this can be explained by referring to the well-known slogan that “intention is choice with commitment” (Cohen and Levesque, 1990). Having the stability provided by commitments makes sense when re-planning is costly, and when certain resources must to be reserved in advance,
e.g. time slots in an agenda (Bratman, 1987). The same holds for commitments made to other agents.
For example, by agreeing to meet on Friday at noon, future options to do other things on Friday become
restricted. Analogously, conceding to an action of another agent means agreeing not to prevent him from
doing the action by making other conflicting commitments. For example, a concession to do an action
which requires a car, implies that the conceder will not use the car for other purposes. The relation between
commitment and concession is similar to the one between obligation and permission.
If we view argumentation or persuasion as a kind of game in which players make moves, a propositional
commitment can also be said to limit the future possible moves a player can make. In particular, whenever
an agent, the proponent, makes an assertion, he is committed to uphold that proposition. This means
that all moves which would enable the other player, the opponent, to force the proponent to retract the
proposition, must be avoided. Here too, commitments restrict the set of future options.
Social commitments are contrasted with the notion of commitment of Cohen and Levesque (1990) used
in the definition of intention, due to the interactional character of social commitments. Thus, at first sight,
our argument above seems to confuse the two levels. However, when we equate social commitment with
either intention (for action commitment) or belief (for propositional commitment) it must be noted that we
refer to public intentions and public beliefs, i.e., to the kind of mental attitudes attributed to roles. In this
way, we capture both the traditional view of commitment as limiting options and the interactional nature
of social commitments.
Just like one needs a specific logic of practical reasoning to explain action commitment, we need a
specific persuasion protocol to explain propositional commitment. Here we will take a simple persuasion
protocol. Although this protocol is simplified, we believe it is sufficient to illustrate the notion of propositional commitment. The protocol is depicted in Figure 5. The idea behind the protocol corresponds to the
following quote, which is often cited to relate propositional commitment to a kind of action commitment:
“Suppose X asserts that P . Depending on context, X may then become committed to a number of
things, for example, holding that P , defending that P (if challenged), not denying that P , giving

487
G. Boella et al. / A Common Ontology of Agent Communication Languages

27

agree
assert ; assert*
assert
pr

why
op

concede

assert ; assert*

pr
retract

Fig. 5. A protocol for persuasion dialogues.

evidence that P , arguing that P , proving or establishing that P and so on" (Walton and Krabbe, 1995,
p23).
The protocol is defined as follows. For each instantiation of the protocol, there are participants in two
roles: the proponent (pr), and the opponent (op). By definition, the proponent is the agent who makes the
initial assertion. Proponent and opponent have different burden of proof. Note that the agent who is the
opponent of some proposition p, may very well become the proponent of another proposition q later in the
dialogue. For this reason, it is crucial that we have an explicit representation of roles.
Following an assertion by the proponent, the opponent can respond by a challenge like a why-question,
which essentially requests the proponent to come up with some arguments to support the assertion, or by
a rebutting argument. The opponent may also agree with the asserted proposition, or concede the asserted
proposition. Agreeing means not only relieving the proponent from the burden of proof, but also adapting
the burden of proof towards third parties. Conceding means only that the opponent has given up the right to
challenge the proposition, and has relieved the proponent of the burden of proof. Thus agreement implies
concession. Alternatively, we can say that not challenging means a concession. In this way we capture
Kibble’s (2005) idea that entitlement to a commitment comes by default after an assertion.
In response to a challenge, the proponent must give some argument in support of the proposition, which
itself consists of one or more assertions, or retract the original assertion. Following the assertion in response to a challenge, the opponent may either concede the proposition, or challenge or concede any of
the assertions made by the proponent during the argument in support.
A why-challenge does not add any new material. But an opponent can also challenge propositions by
so called rebutting arguments, that provide an independent argument for the opposite assertion. Rebutting
arguments can be handled as assertions by the opponent, which trigger another instantiation of the same
protocol, with a role reversal. So for rebutting arguments, the burden of proof lies with the rebutter.
The dialogue ends either when the proponent has run out of arguments to support his assertion; in this
case he is forced to retract the proposition, or when the opponent has run out of challenges; in this case he
is forced to concede. An agreement of the opponent, is essentially an assertion by the opponent. This end
condition corresponds to Walton and Krabbe’s win and loss rules of PPD0 persuasion dialogues (Walton
and Krabbe, 1995, p.152).
5.1. Propositional commitment
In our formalization of the persuasion protocol, propositional commitments of the proponent are modeled as public beliefs. Open challenges are modeled as public negated belief of the opponent. In the definition of the update rules in Table 13, the Before and After fields indicate respectively the condition necessary for the utterance to have an effect on the public beliefs, and the effect that results. They should not
be confused with the FP and RE conditions of FIPA.
In the translation, we use the principle that a concession P P is represented by the fact that the debtor i
does not believe that ¬p. This makes it impossible for the debtor to raise further challenges.
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Before

speech act

After

−−
Bpr p
Bpr p
Bpr p
Bpr p, ¬Bop p

assert (pr, op, p) Bpr p
why(op, pr, p)
¬Bop p
concede (op, pr, p) ¬Bop ¬p
agree(op, pr, p) Bop p
retract (pr, op, p) ¬Bpr p
Table 13
Updates rules in Persuasion protocol; pr is the proponent and op the opponent, for x, y ∈ A and s ∈ S.

P P (i, j, p) ≡ ¬Bi ¬p
As usual, i and j are the role instances associated with the two interacting agents.
A propositional commitment P C is active when the debtor i believes the proposition, while nothing is
required of the creditor j:
P C(active, i, j, p) ≡ Bi p

(CR52)

A propositional commitment P C is fulfilled when the creditor concedes the proposition, and therefore
cannot challenge it anymore:
P C(fulfilled , i, j, p) ≡ ¬Bj ¬p

(CR53)

A propositional commitment P C is violated when the debtor’s beliefs are in contradiction, due to the
failure of defending some previous commitment.
P C(violated , i, j, p) ≡ ¬Bi p ∧ Bi p

(CR54)

Note that a proper treatment of this issue requires a detailed mechanism for dealing with temporal issues
which is missing in FIPA-SL. It is not clear whether a conditional propositional commitment is different
from a propositional commitment about a conditional, and it is also unclear what it means for a propositional commitment to be unset or pending. Thus we do not define such states here, nor do we define
cancelation, which in addition requires to introduce time.
5.2. Speech acts
Given the definition of the commitment states in terms of the mental states of the roles, we can provide
the following translation of the speech acts semantics. Speech acts affect both the beliefs and intentions of
speaker and hearer and not only of the speaker. This represents the fact that in social commitments agents
are publicly committed to the mental attitudes attributed by the constitutive rules to the roles they play. No
cooperativity or sincerity assumptions are necessary, by contrast to FIPA.
In Table 14 we report the constitutive rules of the speech acts for persuasion:
– An assertion introduces an active propositional commitment of the speaker and, if it is not challenged,
it also introduces a concession of the hearer: CR55, CR56.
– Both implicit and explicit concessions are modeled as the absence of the belief to the contrary. This
is similar to weak commitment (Gaudou et al., 2006a, eq 17 p.128): CR56, CR59.
– Agreement simply means that the hearer becomes committed too. So agreement implies concession:
CR60.
– Asserting an argument against p counts as a rebut-challenge. We simplify here for space reasons the
notion of argument: CR57
– A why-challenge asks arguments to support the assertion. It indicates that the opponent is not yet
convinced: CR61.
– Not replying to a why challenge with a supporting argument, counts as a retraction: CR62.
– Putting forward an argument in support of the original assertion is a way to reply to a why challenge:
CR58.
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assert

concede
agree
why

Done(assert (i, j, p)) → Bi p
Done(assert (i, j, p)) ∧ (¬Done(why(j, i, p)) ∨ ¬Done(rebut (j, i, p))) → ¬Bj (¬p)
Bj p ∧ Done(assert (i, j, (q → ¬p) ∧ q)) → Done(rebut (i, j, p))
¬Bj p ∧ Done(assert (i, j, (q → ¬p)) ∧ q) → Done(support (i, j, p))
Bj p ∧ Done(concede (i, j, p)) → ¬Bi (¬p)
Bj p ∧ Done(agree(i, j, p)) → Bi (p)
Bj p ∧ Done(why(i, j, p)) → ¬Bi p
Done(why (i, j, p)) ∧ ¬Done(support (j, i, p)) → ¬Bj (p)

29
(CR55)
(CR56)
(CR57)
(CR58)
(CR59)
(CR60)
(CR61)
(CR62)

Table 14
Speech acts for persuasion

Replying to a rebut challenge with a counter argument is also compulsory, but because the rebut challenge is performed by means of a set of assertions, this is already accounted for by rule CR58.
Once a concession has been introduced it prevents the agent from committing itself to the opposite
proposition, since this would lead to a contradiction: ¬Bi (¬p) ∧ Bi p. So now i cannot assert ¬p nor challenge p, since a challenge is performed by informing about an argument for ¬p. Avoiding a contradiction explains also why an agent would challenge an assertion, if he previously committed himself to the
contrary.

5.3. Example
In Table 15 we show the interpretation of the following dialogue. For each turn, we report the beliefs
and intentions which are created and those which persist from the previous turn.
Example 2
x-1: Tomorrow the University is open.
x-2: Can you give the exams for me?
y-1: Isn’t it closed for the Olympic games?
x-3:

Not for exams.

y-2:
y-3:
y-4:

I see.
OK
[j gives the exam]

Done(assert(i, j, open))
Done(request(i, j, Done(j, give-exam)))
Done(assert(j, i, (games → ¬open) ∧ games))
Done(rebut(j, i, open))
Done(assert(i, j, (exam ∧ games → open) ∧ exam))
Done(rebut(i, j, (games → ¬open) ∧ games))
Done(agree(j, i, open))
Done(accept(j, i, Done(j, give-exam)))
Done(j, give-exam)

After i’s assertion, if j would not reply, j would be publicly considered to concede that the university is
open, by rule CR56:
¬(Done(why(j, i, open)) ∨ Done(rebut(j, i, open))) → ¬Bj (¬open)
So j must reply by doing a rebut challenge, after which i will get stuck in the contradiction, if he does
not defend Bi (open ∧ ¬open), due to rule CR56:
¬(Done(why(i, j, (games → ¬open) ∧ games))∨
Done(rebut(i, j, (games → ¬open) ∧ games))) → ¬Bi (open)
Since i replies with a rebutting argument, j will implicitly concedes if he does not reply (CR56):
¬(Done(why(j, i, (exam ∧ games → open) ∧ exam))∨
Done(rebut(j, i, (exam ∧ games → open) ∧ exam))) → ¬Bj (¬open)
However, in y-2, he agrees with i and adopts his belief.
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x-1: assert
x-2: request

y-1: assert
rebut

x-3: assert
rebut

y-2: agree
y-3: accept

y-4: give-exam

Proponent i
BELIEFS
open
INTENTIONS
Ij Done(j, give-exam)
BELIEFS

open
INTENTIONS
Done(j, give-exam)
BELIEFS
(exam ∧ games → open) ∧ exam)
open
INTENTIONS
Done(j, give-exam)
BELIEFS
open
INTENTIONS
Done(j, give-exam)
BELIEFS
Done(j, give-exam)

Opponent j
BELIEFS
INTENTIONS
BELIEFS
(games → ¬open) ∧ games)
¬open
INTENTIONS
BELIEFS
¬open
INTENTIONS
BELIEFS
open
INTENTIONS
Done(j, give-exam)
BELIEFS
Done(j, give-exam)

Table 15
The interpretation of the dialogue in Example 2.

6. Comparisons
In this section we give two examples of a comparison between FIPA and social commitments using
our role semantics, to assess the feasibility of the role semantics as an intermediate language. We want
to illustrate that no information gets lost in the translation from the social commitment approach to the
beliefs and intentions of roles.
6.1. Comparing Inform
We first consider the case of inform. We show that by first translating a state described in terms of
commitments into public beliefs and intentions, and then applying a speech act as defined in Role SL,
we get the same results as when we first apply the social commitments version of a speech act, and then
translate the resulting state in public beliefs and intentions. The general idea is shown in Figure 6.
Suppose we have a state s1 with no commitments: state empty. According to Fornara and Colombetti
(2004), the meaning of an inform is the combination of a make and a set of an unconditional commitment.
The result is:
C(pending , i, j, ϕ | ⊤)
Because it concerns an unconditional commitment, there is no difference between active and pending
commitments. So we use ‘jump condition’ rule number 5 (See Table 4 in Section 4). We also leave the
condition ‘| ⊤’ out of the notation. That produces:
C(active, i, j, ϕ)
Now we translate according to rule (CR42), which produces
Bi ϕ
So the translation of s2 becomes {Bi ϕ}. That completes the first half of the diagram.
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Roles B and I
↑
trans
|
Social Commitments

−FIPA speech act →

−SC speech act →

s1

31

Roles B and I
↑
trans
|
Social Commitments
s2

Fig. 6. Comparison diagram.

For the role translation, the empty state corresponds to a set of no beliefs or intentions: {}, Now, the
meaning of the inform speech act, is captured by rules (CR17) – (CR19). So, in the role version of FIPA,
s2 becomes
{Bi ϕ, ¬Bi (Bj ϕ ∨ Bj ¬ϕ), Ii Bj ϕ}
Clearly, this is more detailed than the translation of the social commitments approach. The FIPA version contains presupposed information about what the speaker does not know beforehand, and about hist
intentions. However, we can say that going from social commitments to roles, no information is lost.
The difference in the amount of detail between the approaches, becomes even more clear when we
compare the outcomes of the garbage example, discussed at the end of Section 3 and Section 4. Here too
the social commitments approach is less elaborate.
But in addition to the different level of detail (feasibility preconditions vs operational semantics), there
are also important conceptual differences in the way proposals are modeled.
6.2. Propose Interaction Protocol
As a second example, we have chosen the Propose interaction protocol of FIPA (2002a). This protocol
consists of a propose followed by an acceptance or a refusal.
For a specific instantiation of the protocol, we compare the set of beliefs and intentions produced by the
translation of FIPA and social commitments into the role-based semantics to assess whether the intentions
concerning executable actions are the same in the two approaches – the agents would act in a similar
fashion – and whether it is possible to find in FIPA the same commitments as in the social commitments
approach.
The main difficulty in mapping FIPA onto social commitments concerns the communicative act propose.
In social commitments approaches, it is viewed as a way to negotiate a joint plan: “If I do q, then you do
p”. This can model auctions for example (Fornara and Colombetti, 2004). Instead, the FIPA definition of
propose refers to one action only.
Example 3
x-1:
y-1:
x-2:
y-2:

propose
accept
give
pay

This bike costs only $50!
All right.
[ gives bike ]
[ pays $50 ]

y-1′ :

reject

No, that is too much.

We are inspired by the example in FIPA (2002a), which reports the action of selling an item for a given
amount of money. Note that the action of selling is conceived of as a joint action composed of giving the
item and paying the money, as in Section 3.3: sell(i, j) ≡ give(i); pay(j).
We could say that an accepted propose act forms a plan to be performed by both agents. Once the
intentions of both agents to perform the plan have been formed, the plan is distributed between the agents
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x-1: propose

y-1: accept

x-2: give

y-2: pay

y-1′ : reject

Sender i
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
INTENTIONS
Bj (Ij Done(sell(i, j)) → Ii Done(sell(i, j)))
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
Ij Done(sell(i, j))
Ii Done(sell(i, j))
Ii Done(give(i))
Done(give(i)) → Ii Done(pay(j))
Done(give(i)) → Ij Done(pay(j))
INTENTIONS
Done(give(i))
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
Done(give(i)) → Ij Done(pay(j))
Done(give(i)) → Ii Done(pay(j))
Ii Done(give(i))
Done(give(i))
Ij Done(pay(j))
Ii Done(pay(j))
INTENTIONS
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
Done(give(i)) → Ij Done(pay(j))
Done(give(i)) → Ii Done(Ij Done(pay(j)))
Ij Done(pay(j))
Done(pay(j))
INTENTIONS
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
¬Ij Done(sell(i, j))
INTENTIONS

Receiver j
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
INTENTIONS
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
Ij Done(sell(i, j))
Ij Done(give(i))
Done(give(i)) → Ij Done(pay(j))
INTENTIONS
Bi Ij Done(sell(i, j))
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
Done(give(i)) → Ij Done(pay(j))
Ij Done(give(i))
Done(give(i))
Ij Done(pay(j))
INTENTIONS
Done(pay(j))
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j)))
Done(give(i)) → Ij Done(pay(j))
Ij Done(pay(j))
Done(pay(j))
INTENTIONS
BELIEFS
Ij Done(sell(i, j)) → Ii Done(sell(i, j))
¬Ij Done(sell(i, j))
INTENTIONS
Bi ¬Ij Done(sell(i, j))

Table 16
Example 3 with FIPA.

according to rules RL38 and RL39 which we introduced in Section 3.3, and the intentions concerning
the steps of the plan are formed. By contrast, if the proposal is not accepted, as in y-1′ , no intentions are
formed according to the plan. The remainder of the translation is straightforward: at each turn, the rules
for translating the semantics of FIPA and social commitments into the role-based semantics are applied
(see Sections 3 and 4). Then, modus ponens and the rules are applied. We assume here that beliefs and
intentions which are not affected by subsequent speech acts persist.
6.3. Example in FIPA
In FIPA (see Table 16), the proposal to sell propose(i, j, Done(sell(i, j))is an inform that introduces
in the role i the belief that the precondition Ij Done(sell(i, j)) → Ii Done(sell(i, j)) is true. We skip for
space reasons the other feasibility precondition, but the reader can easily check that it is true and consistent
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with the state of the dialogue. The rational effect is an intention of the speaker, but since the speaker
is reliable (it has correct beliefs about its own mental states), after the proposal, the receiver believes
Ij Done(sell(i, j)) → Ii Done(sell(i, j)) too.
The acceptance of the proposal by j in FIPA is an inform that j has the intention Ij Done(sell(i, j)).
Again, the receiver believes the content of the accept proposal speech act because an agent in a role is
reliable about its own mental states. Since the speaker believes Ij Done(sell(i, j)) → Ii Done(sell(i, j))
and Ij Done(sell(i, j)), it believes also to have Done(sell(i, j)) as a intention (by modus ponens) and,
by rule (RL1), it actually has the intention to sell. Most importantly, if an agent in a role has the intention to make a joint plan, by the rule RL38, then it has the intention to do its part at the right moment (the others know this) and the intention that the others do their part. The result of the distribution is: Bi (Done(give(i)) → Ii Done(pay(j))) ∧ Bj (Done(give(i)) → Ij Done(pay(j))). Thus, when
Done(give(i)) is true, we derive that both i and j intend j to do its part: Ii Done(pay(j)). Subsequently,
this intention is carried out.
However, if the proposal is rejected, as in y-1′ , this means that j has no intention for the joint plan
sell(i, j): ¬Ij Done(sell(i, j)). Consequently, no distribution of intentions is possible, and no individual
intention to give is formed by i.
6.4. Example in Social Commitments
The translation from social commitments ACL semantics to the role-based semantics is accomplished
by applying the rules defined in the previous section (see Figure 17). Given the FIPA propose speech act,
the corresponding speech act in social commitments ACL is propose(i, j, Done(give(i)), Done(pay(j))).
By applying the rule that translates this speech act in the role-based ACL semantics, we get to the state
in which both i and j have the belief that Done(give(i)) → Ii Ij Done(pay(j)) representing an unset commitment of j. Moreover, a pending commitment by i is represented by s → Ii Done(give(i)),
wheres ≡ Bi (Done(give(i)) → Ij Done(pay(j))) ∧ Bj (Done(give(i)) → Ij Done(pay(j))).
The accept proposal is modeled by accept(j, i, Ci (unset, j, i, Done(pay(j)) | Done(give(i))) in social commitments semantics. This speech act, whose precondition is true, results in j’s act of creating
the belief of i that j believes Done(give(i)) → Ij Done(pay(j)), thus making the condition s true. The
application of modus ponens to the belief s → Ii Done(give(i))) and this new belief results in the introduction of an active commitment whose debtor is role i: Ii Done(give(i)) ∧ Ij Done(give(i)) When
give(i) is executed, the commitment of i to do give(i) is fulfilled and the commitment of j to do pay(j)
is active: its condition Done(give(i)) is satisfied.
The reject proposal communicative act in FIPA in social commitments semantics corresponds to the
speech act reject(j, i, Ci (unset, j, i, Done(pay(j)) | Done(give(i))). The reject speech act attributes
to both i and j the belief that j does not have the intention Done(pay(i)), thus retaining i’s pending
commitment from becoming active and canceling the unset commitment from j.
6.5. Comparison
What are the main differences between these approaches? Table 16 and 17 show that, once translated
into the role-based semantics, the resulting intentions of the two approaches coincide, with one significant
exception.
The difference can be observed in the first row. After the propose act there is no equivalent in FIPA
of the belief – publicly attributed to the proponent – that it has the intention that the addressee forms a
conditional intention to pay the requested amount of money for the sold item, where the condition consists
of the proponent giving the item. Such a belief can be found in the social commitments approach.
This difference is due to the definition of proposing in FIPA. FIPA does not express the advantage of
the proposer in proposing the plan. For example, in the selling case, there is no clue of the reason why the
joint plan is proposed, namely to receive the specified money. This is left implicit in the definition of the
selling act. In social commitments approaches, reciprocity is expressed explicitly by the fact that a propose
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x-1: propose

y-1: accept

x-2: give

Sender i
BELIEFS
Done(give(i)) → Ii Ij Done(pay(j))
s → Ii Done(give(i))
where s ≡ Bi (Done(give(i)) → Ij Done(pay(j)))∧
Bj (Done(give(i)) → Ij Done(pay(j)))
INTENTIONS
BELIEFS
Done(give(i)) → Ii Ij (pay(j))
s → Ii Done(give(i))
Done(give(i)) → Ij Done(pay(j))
s
Ii Done(give(i))
INTENTIONS
Done(give(i))
BELIEFS
Done(give(i)) → Ii Ij Done(pay(j))
s → Ii Done(give(i))
Done(give(i)) → Ij Done(pay(j))
Ii Done(give(i))
Done(give(i))
Ij Done(pay(j)) [MP]
INTENTIONS

y-2: pay

BELIEFS
Ij Done(pay(j))
Done(pay(j))
INTENTIONS

y-1′ : reject

BELIEFS
Done(give(i)) → Ii Ij Done(pay(j))
s → Ii Done(give(i))
¬Ij Done(pay(j))
INTENTIONS

Receiver j
BELIEFS
s → Ii Done(give(i))

INTENTIONS
BELIEFS
s → Ii Done(give(i))
Done(give(i)) → Ij Done(pay(j))
s
Ii Done(give(i))
INTENTIONS
BELIEFS
s → Ii Done(give(i))
Done(give(i)) → Ij Done(pay(j))
Ii Done(give(i))
give(i)
Ij Done(pay(j))
INTENTIONS
Done(pay(j))
BELIEFS
Ij Done(pay(j))
Done(pay(j))
INTENTIONS
BELIEFS
s → Ii Done(give(i))
¬Ij Done(pay(j))
INTENTIONS

Table 17
Example 3 with social commitments.

is composed of a conditional promise together with a request (see also the model in (Yolum and Singh,
2002)). This provides a way to express any kind of arrangement, even non conventional ones. In social
commitments approaches, the subsequent acceptance presupposes the existence of an unset commitment
having as debtor the participant to which the proposal was addressed. However, FIPA’s accept proposal in
the second turn fills the gap: when the addressee displays the intention to take part in the joint plan, the
distribution of the tasks of giving and paying takes place, generating the appropriate intentions for the two
roles.
7. Related work
Here we discuss the historical development of work on the semantics of agent communication languages, work on roles, as well as our own related work.
7.1. Agent communication languages
The linguistic and philosophical theory of speech acts has inspired a number of models of agent communication languages. Most models of communicative acts can be classified into two types, depending
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on whether they rely on mental attitudes or social commitment, including both action commitment and
propositional commitment.
7.1.1. Mental attitudes
The semantics of agent communication languages provided by the Foundation for Intelligent Physical
Agents (FIPA, 2002a), is paradigmatic of the models based on mental attitudes. The FIPA standards and
the work at France Telecom on which it is based (Sadek, 1992; Bretier and Sadek, 1997; Sadek et al.,
1997), are based on earlier models for natural language interpretation (Cohen and Perrault, 1979; Allen
and Perrault, 1980). FIPA has concentrated most on collaborative dialogue types, like information seeking. The sincerity condition assumed by FIPA makes sense for natural language dialogue, because such
dialogue agents are designed to be cooperative. However, the generalization of the FIPA language to noncooperative settings has proven to be problematic. The combination of speech act theory (Searle, 1969),
with a general theory of planning and action, e.g. (Pollack, 1990), provides a general model of rational
interaction. Essentially, the speech acts are treated as any other action, which can be combined into plans
by means of their preconditions and intended effects. In FIPA, communicative acts are defined in terms of
the mental states of the agent who issues them. Mental states are represented according to the well known
Belief-Desire-Intention (BDI) framework (Bratman, 1987; Cohen and Levesque, 1990). The bridge between the communicative acts and the behavior of agents is provided by the notions of rational effect (RE)
and feasibility preconditions (FP). The rational effect is the mental state that the speaker intends to bring
about in the hearer by issuing a communicative act, and the feasibility preconditions encode the appropriate mental states for issuing a communicative act. To guarantee communication, the framework relies on
intention recognition on the part of the hearer.
Despite the fact that FIPA standards are well known, they are not yet widely used in agent applications.
One of the reasons might be that it is counterintuitive to generalize the FIPA approach to non-cooperative
settings. By definition, the private mental states of agents cannot be inspected, and can therefore not be
verified (Pitt and Mamdani, 1999; Wooldridge, 2000). Such an approach is not appropriate in situations
in which agents may be insincere or non-cooperative, as in argumentation or negotiation settings. Moreover, a typical agent application involves stake holders with diverse or opposed interests. Typical agent
applications will therefore often involve non-cooperative settings.
7.1.2. Social commitments: action commitment in negotiation
Agent communication languages based on social commitment constitute an attempt to overcome the
mentalistic assumptions of FIPA by restricting the analysis to public communication (Castelfranchi, 1995;
Singh, 2000; Colombetti et al., 2004; Fornara and Colombetti, 2004; Bentahar et al., 2004). Communicative acts are defined in terms of the social commitments they publicly determine for speaker and the hearer.
According to Fornara and Colombetti (2004) commitment is “a social relationship between the speaker
and the hearer". The notion of social commitment does not refer to intentionality; it is a primitive social
notion, developed for modeling mutual commitments in contracts and electronic commerce, for example.
A commitment in Fornara and Colombetti (2004) has a debtor and creditor, i.e., respectively, the agent
who makes the commitment, and the agent to which the commitment is made. We could say that the
creditor is interested in the content of the commitment. The social commitments approach has focussed
on non-cooperative types of dialogue, like negotiation, but not on persuasion. Researchers working in the
tradition of Winograd and Flores (1986), such as Singh (2000), are interested in cooperative dialogue and
negotiation. Hence they tend to investigate the action commitments, that typically result from directives
like request and propose.
The social commitment approach also has a number of drawbacks. A social commitment describes the
status of an agreement about future action. Unlike intentions, as usually conceived, social commitments
do not have a causal relation to action. So the use of social commitments to model the effects of communication relies on the notion of obligation to explain how commitments affect the behavior of the individual agents. As it appears, commitments require enforcement mechanisms of obligations, like sanctions
(Pasquier et al., 2004). This makes sense for competitive environments, like argumentation dialogue or
negotiation, but it does not make sense in cooperative environments, like information seeking or inquiry,
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where a commitment can simply be interpreted as an expectation. Even though social commitments may
be useful in the analysis and design of communication protocols for applications like electronic commerce, this does not mean that they provide an adequate semantics of the speech acts involved.4 The social
semantics is an operational semantics, which translates speech acts to transitions in a data-structure, the
commitment automata.
7.1.3. Social commitments: propositional commitment in persuasion
The argumentation tradition originating with Hamblin (1970) and Walton and Krabbe (1995), focuses
on propositional commitments: “to assert a proposition may amount to becoming committed to subsequently defending the proposition, if one is challenged to do so by another speaker” (Walton and Krabbe,
1995). However, this kind of propositional commitment is biased towards argumentation dialogue, with
assertive speech acts like ‘assert’ or ‘challenge’, failing to be general enough for cooperative dialogues.
In many social semantics the distinction between the commitment to an action and the propositional
commitments of assertives becomes blurred. This is a problem when dealing with argumentation and
persuasion dialogues where the notion of propositional commitment is basic. According to Bentahar et al.
(2004), the difference between an action commitment and a propositional commitment lies only in the
type of content, and both kinds of commitment are fulfilled (or violated) if the content is true (false) in
the world, albeit the debtor cannot do anything to make a propositional commitment true, whereas he can
perform the action object of a commitment. At a closer analysis the definition of fulfillment is not correct
for action commitment. According to these authors, a commitment is fulfilled if (at the deadline time) its
content is true in the world. This objectivistic solution is too weak: fulfillment does not only depend on
what is true in the world, but also on what is believed by the creditor. Thus the creditor can still claim to
be entitled to the commitment, until he is convinced and the evidence is shared by both agents. Moreover,
this view of fulfillment is not realistic for propositional commitment. For propositional commitments the
problem is made worse by the fact that their content is not restricted to actions whose execution can be
monitored in the world. Consider, e.g., a commitment towards the fact that Al Gore would have been
a better president than Bush. There is no way to fulfill such a hypothetical commitment, unless one of
the agents concedes on the basis of arguments. This is the general case in persuasion and argumentation,
e.g., in a political debate or in a trial. An alternative solution is to define that a propositional commitment
it fulfilled when the creditor also becomes committed to the proposition. But this is too strong, since
not all assertions and informs aim to make the hearer believe them, and viceversa, not all informs and
assertions aim to satisfy a goal of the creditor to know information. For example, in information seeking,
the creditor wants to have reliable information but, in a dispute, he wants to win. In general, and in
contrast with action commitment, there is not always a creditor who has the goal to have some information.
In our approach, a propositional commitment is fulfilled when the hearer concedes, and, thus, cannot
challenge the proposition anymore. Other possible goals, like that the hearer must come to believe the
proposition, depend on particular types of dialogues and have their own fulfillment conditions. Our rolebased semantics allows to associate different fulfillment conditions to the roles that belong to different
dialogue games.
The social semantics approach – with the noticeable exception of Kibble (2005) – generally only makes
the speaker committed to the propositional content of an assertive. It do not express the notion of communicative intention: an inform makes mutually believed the intention of the speaker that the addressee
believes the proposition. Social semantics delegate to the protocol level the coherence of a dialogue, by
dropping communicative intentions from the speech act level. Concerning concessions, inspired by Kibble
(2005), we argue that an assertion creates by default a concession of the hearer, which can be in contradiction with his beliefs, unless he challenges the assertion. When the hearer challenges the assertion, the
contradiction is passed to the speaker, and forces a retraction of the speaker, if not challenged in turn; and
so on, until one of them does not have any arguments left to put forward, and concedes or retracts explic4

We are aware of the difference between semantics in computer science, and in linguistics. In linguistics, a semantics of an
agent communication language would rather be called a pragmatics, because it mainly concerns the correct use of these acts. See
the insightful discussion in Coleman et al. (2006).
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itly. Finally, considering the creation of a commitment as a result of an assertion, as social commitments
semantics does, is different from the traditional interpretation, which sees propositional commitments as
a kind of action commitment to defend the proposition. Instead, a commitment to defend, is typically
created by the challenge.
7.1.4. Bridges
Recently, some other papers went in the same direction of redefining FIPA semantics, using public
mental states e.g., (Nickles et al., 2006; Verdicchio and Colombetti, 2006; Gaudou et al., 2006a). However,
these other solutions need to add to dialogue new theoretical concepts which are not always completely
clear or diverge from existing work. In particular, Gaudou et al. (2006a) use an explicit grounding operator,
which only partially overlaps with the tradition of grounding in theories of natural language dialogue.
Opinions (Nickles et al., 2006) are introduced specifically for modeling dialogue, but with no relation
with persuasion and argumentation. Finally, commitments in Verdicchio and Colombetti (2006) roughly
overlap with obligations. Moreover, these other approaches relate to the well known FIPA semantics in
different degrees: Gaudou et al. (2006a) and Nickles et al. (2006) try to stay close to the original semantics,
as we do, while Verdicchio and Colombetti (2006) substitute it entirely with a new semantics, which,
among other things, does not consider preconditions of actions.
7.1.5. Other work in agent communication
In this paper we do not consider the construction of communicative protocols out of individual speech
acts. There exist first principle methodologies, in which the semantics of a protocol is defined completely
in terms of the semantics of the individual speech acts. Alternatively, larger protocols may be construed
from basic protocols consisting of speech acts that naturally belong together. For example, propose, accept
and reject form such a basic interaction protocol, see Section 4.
7.2. Roles
The distinguishing feature of our approach is that the public mental attitudes attributed to agents during the dialogue are associated with roles. he importance of roles is recognized in multiagent systems
and their function ranges from attributing responsibilities to assigning powers to agents in organizations.
In this paper we exploit the notion of roles, as introduced in agent-oriented software engineering, e.g.,
GAIA (Wooldridge et al., 2000), TROPOS (Bresciani et al., 2004). We distinguish interactive roles, such
as speaker, (over)hearer and addressee. Clearly, different constitutive rules apply to speaker and hearer.
Further, we could add rules so that the effects of implicit acknowledgement differ between the addressee
of a message, and a mere overhearer (Gaudou et al., 2006b). We also distinguish social roles, that belong
to a particular type of dialogue. E.g., in argumentation, the ‘burden of proof’ is different for the proponent
or the opponent of a claim. Or consider the fact that a request cannot be refused, if there is some authority
relation between speaker and addressee. In fact, such a relationship turns a request into an order. Note
that one agent can play different roles in different interactions with the same or different interlocutors. For
example, the buyer of a good may become a seller in a second transaction. Because social roles are associated with dialogue types, each with a specific set of dialogue rules, roles allow us to reason about assumptions in different kinds of dialogues. Thus, sincerity could be assumed in cooperative dialogues, such as
information exchange, but not in non-cooperative dialogues, such as persuasion or negotiation. Ostensible
beliefs and the grounding operator can only distinguish interactive roles like speaker and addressee, and
the effect on different groups of agents.
7.2.1. Roles as prescriptions
Roles in a social institution are traditionally used to determine the obligations, permissions and institutional powers of an agent. Roles prescribe which possible speech acts are allowed for an agent, and possibly which acts must be used to respond. This idea is most prominent in the ISLANDER system (Esteva
et al., 2002), in which the roles of agents determine the interface with the environment. In our role model
(Boella and van der Torre, 2004) roles are always associated to some kind of institution, see also e.g.
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Kagal and Finin (2005), which is described by constitutive rules. In the case of dialogue, the institution is
represented by the type of dialogue game played by the participants.
In the role-based semantics introduced in this paper, the moves available to the dialogue participants
are based on the mental attributes of the roles only, not on the mental attitudes of the agent. Since an agent
enters in a dialogue only in a certain role, the communicative actions at his disposal, depend on the role.
Thus, agents participating in a dialogue in different roles can perform different kinds of communicative
actions. This is due to the fact that the communicative action performed depends on the constitutive rules
of the dialogue game: if an agent utters a sentence which is not recognized as a communicative action
since the agent is not playing the right role, the communicative action is considered not to be performed.
A typical situation is represented by the Contract Net Protocol (Smith, 1980) where the initiator role
and the participant role can perform different actions, e.g., call for proposal and proposal respectively. The
initiator and participant role are already present in the Contract Net Protocol. The distinguishing property
of our approach is that roles are not simply labels, but they are associated with instances representing the
state of the participant in the interaction. The state is represented as a set of beliefs and intentions attributed
to the role enacting agent. Such a state is modified by the communicative actions performed during the
dialogue according to the constitutive rules of the dialogue game.
Each instance of a dialogue game is associated with instances of the roles played by the agents; so
each agent is associated with a different state of the interaction in each dialogue he is participating in.
For example, an agent who is playing the role of participant in a Contract Net negotiation, can at the
same time participate as initiator in another negotiation to subcontract part of the task. In each of his roles
the agent is associated with a set of beliefs and intentions representing the situation of the conversation
thus far. Moreover, the price the agent as initiator can pay to a sub-contractor, depends on the price for
which it undertook the task, as participant. So all the roles must be related to a common agent, who has to
direct the different negotiations according to his private reservation price and to the outcome of the other
interactions.
7.3. Roles as expectations
Agents can make predictions, and use these predictions to coordinate their behavior with an agent, due
to the fact that the agent enacts a particular role. This predictive aspect is common in the social sciences,
made famous by the restaurant script (Schank and Abelson, 1977) and emphasized in agent theory by
Castelfranchi (1998). An example from human life, is the fact that the car of someone taking driving
lessons, is clearly marked with a sign, like ‘L’ or ‘E’. This sign does not change the prescriptive status –
the traffic code applies just as much – but it signals to other drivers to be careful and more considerate.
In our role-based semantics, expectations are based both on the mental attitudes ascribed to the agent
and to the role. To play a role, an agent is expected to act as if the beliefs and intentions of the role were
his own, and to keep them coherent, as he does for his own mental attitudes. An agent should adopt the
role’s intentions and carry them out according to the beliefs of the role. This holds despite the fact that the
model remains neutral with respect to the motivations that agents may have when playing a role; agents
can adopt the mental attitudes attributed to their roles as a form of cooperation, or they can be publicly
committed to their roles. The roles’ attitudes represent what the agent is publicly held responsible for: if
the agent does not adhere to his role, he can be sanctioned or blamed.
Expectations follow also from the objectives of the agents. For agent communication languages, the
most convincing example has to do with bargaining. In protocols like the Contract Net, listed above, there
are no constraints on the content of proposals. However, purely based on the apparent objectives of agents
when entering a conversation in a particular role, we can infer a number of preferences:
– the initiator wants to have some task achieved, otherwise he would not send the call for proposals
– the initiator wants to give up as little as possible, in return for the accomplishment of the task
– a participant may either want to achieve the task, or not. In the first case, he will send some offer. In
the last case he will send a reject, or fail to reply.
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– if a participant is interested, he will want as much as possible in return for doing the task
From such preferences, we can infer some coherence conditions on the content of proposals. For example,
it will be very unlikely that a participant will first offer to do the task for 40, and later to do the task for
50, because the participant does not expect the initiator to accept the higher offer, after the lower offer was
declined. More about coherence conditions can be found in Hulstijn et al. (2004).
7.4. Our own earlier work
This journal paper is a revised and extended version of various workshop and conference papers. Boella
et al. (2005, 2006b) discuss a role-based semantics, which can deal with both mentalistic approaches and
social commitments. Of this work, Boella et al. (2005) is based on our normative multi-agent systems
framework (Boella and van der Torre, 2006a,b), which describes roles by means of the agent metaphor,
and is formalized in Input/Output logic (Makinson and van der Torre, 2000). This work only addresses
part of the problem; it focuses on persuasion dialogues. Boella et al. (2006a) provide a common rolebased semantics for both approaches, using a representation format based on the FIPA semantic language.
We model additional categories of speech acts, like commissives and directives, which can be applied in
negotiation dialogues between cooperative agents.
8. Conclusions
Public mental attitudes have been proposed to bridge the gap between the two main traditions in defining a semantics for agent communication languages,: mental attitudes and social commitments. These traditions, even if they share the idea of speech acts as operators with preconditions and effects, and agents
playing roles like speaker and hearer, rely on completely distinct ontologies. Not only does the mental
attitudes approach refer to concepts like belief, desire, or intention and is the social commitment approach
based on the notion of commitment, but the two approaches also refer to distinct speech acts, distinct types
of dialogue games, and so on. Public mental attitudes avoid the problems of mentalistic semantics, such
as the unverifiability of private mental states, and they allow the reuse of the logics and implementations
developed for FIPA compliant approaches. The distinction between private and public mental attitudes
allows us to model multiple communication sessions, as well as bluffing and lying agents in persuasion
and negotiation.
We associate public beliefs and intentions, representing what the agent is publicly held responsible for,
with a role instance. If the agent does not adhere to his role, then he can be sanctioned or blamed. The
mental attitudes contain precisely the public beliefs and intentions which follow from speech acts being
uttered – requirements as well as consequences – together with commonly held beliefs about the attitudes
of roles.
The existence of such public mental attitudes is the only property of role instances we require, and this
property therefore characterizes our notion of role in agent communication. This characteristic also forms
the main distinction with most other role-based models, which typically allow private mental attitudes like
secrets for role-enacting-agents or agents-in-a-role too.
The final constituent of our model is the set of constitutive rules which defines the effects of speech
acts on the mental attitudes of role instances, for dialogue types like information seeking, negotiation and
persuasion. Communication is public for every agent who overhears the speech acts, and has same prior
knowledge of roles. Consequently, for public communication, the mental attitudes of a role are public. The
challenge of agent communication languages whose semantics is based on public mental attitudes, such
as our role-based semantics, is to define mappings from existing languages to the new one. In this paper
we show how to map the two existing traditions to our role-based ontology of public mental attitudes and
we show how it allows for a comparison.
The mapping from FIPA semantics to our role-based semantics interprets the feasibility precondition of FIPA as a kind of presupposition. For example, if an agent i informs another agent that ϕ with
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inform(i, j, ϕ), then in the original FIPA semantics, agent i should already believe the proposition ϕ. Otherwise, i would be insincere. With public mental attitudes, however, it is not the case that an agent must
already publicly believe ϕ. Instead, it is presupposed that the agent believes ϕ, and therefore, the agent is
publicly held responsible for the fact that ϕ holds. If ϕ does not hold, then the agent can be sanctioned
or blamed. Moreover, FIPA notions like reliability and sincerity are no longer implicitly built into the
formal system. By making such notions explicit for different contexts of use, we can integrate the social
commitment approach, and deal both with cooperative and non-cooperative types of dialogue.
The first mapping from the social commitment semantics focuses on action commitments (Singh, 2000;
Fornara and Colombetti, 2004), with an operational semantics. We introduce six update rules mirroring the
commitment update rules of Fornara and Colombetti: an unset commitment corresponds to an intention
of the creditor, a commitment is pending when it is an intention of the creditor and the debtor of the
commitment conditionally wants to perform the action if the associated condition q is true, and the creditor
has this as a belief, and so on. Then:
A promise introduces a pending commitment of the speaker;
A request introduces an unset commitment with the receiver as debtor, i.e., the agent of the requested
action;
Accept and reject change the state of an existing unset commitment to pending and canceled respectively.
In order to account for this fact, we insert in the antecedent of the rules for accept and reject the
reference to the configuration of beliefs and intentions that represent an existing commitment.
A propose is a complex speech act composed by a request and a conditional promise; it introduces an
unset commitment with the receiver as debtor and a pending commitment with the speaker as debtor.
Since a propose is used in a negotiation, q and p refer respectively to an action of the speaker and
of the receiver.
The second mapping from the social commitment semantics focuses on propositional commitments. We
distinguish propositional and action commitment by means of the notion of concession, inspired by Walton
and Krabbe (1995) and Kibble (2005). We map propositional commitments to the roles’ beliefs, and action
commitments to their intentions. The constitutive rules of a dialogue game represent the effects that speech
acts have on the roles’ mental attitudes, and, thus, indirectly on commitments. Concessions are introduced
as the absence of a belief to the contrary, and prevent further challenges. This is analogous to action
commitments, which prevent future actions that require the same resources. We illustrate propositional
commitments by modeling a particular persuasion protocol, inspired by Walton and Krabbe. This protocol
endorses the ‘silence means consent’ principle. Since under this principle concessions of the hearer can
be made by default, i.e., by not challenging an assertion, we demonstrate that the semantics of speech acts
should not only be expressed in terms of the effects on the attitudes of the speaker, but also on those of the
hearer.
The research reported in this paper does have some limitations. One limitation is that we have chosen
to stay relatively close to the original FIPA-SL language, so we inherit some of its well known problems.
In Section 7 we have discussed various alternative representation languages for agent communication to
overcome these problems. A limitation that our approach has in common with many other approaches, is
the absence of explicit time variables in the representation language. This may become a problem, when
we are modeling the feasibility preconditions of a speech act. For example, an inform only makes sense
when the hearer does not already know the information. So, from the utterance of an inform act, we may
infer that the speaker believes the hearer does not know the information. But this is immediately overruled
by the rational effect of the inform act. Similar problems exist for the retraction of claims, as we discussed
in Section 5. We believe that these problems may be overcome by the use of a defeasible logic with explicit
time variables. An initial proposal in this direction is made by Boella et al. (2007).
The first issue for further research is the use of our role-based ontology for descriptions of expected
behavior. To play a role, an agent is expected to act as if the beliefs and intentions of the role were his
own, and to keep them coherent, as he does for his own mental attitudes, see also (Goffman, 1959). An
agent should adopt to the intentions of its role, and carry them out according to his role’s beliefs. The only
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thing agents have to do when communicating is to respect the rules of the dialogue; otherwise they are out
of the game. Agents thus have to respect the cognitive coherence of the roles they play or they get into a
contradictory position. We may adopt Pasquier and Chaib-draa’s (2003) view that dialogue arises from the
need to maintain coherence of mental states: “two agents communicate if an incoherence forces them to do
so. [...] Conversation might be seen [...] as a generic procedure for attempting to reduce incoherence". An
agent engaged in a dialogue tries to avoid contradictions, not with his private mental states, but with the
public image which his role constitutes. Here we do not consider the coherence of the private mental states
of the agents, but the coherence of the mental attitudes of the roles. Referring only to the agents’ beliefs
would not be realistic, since there is no way to ensure that the addressee of an inform act, for example,
accepts to believe a proposition. After all, agents are autonomous. This is one of the limitations of the
traditional mentalistic approach. We overcome it using rules referring to public mental attitudes, but those
of the roles, rather than the agents’. According to Goffman (1959), the pretense that roles and individual
agents are identical, is very common in everyday practice. Although we suspect that others have beliefs
and strategic goals different from the ones publicly expressed, we pretend not to see this. If we would, we
would have to accuse the other openly of insincerity, often without proper evidence. The resulting conflict
would be unwanted for all participants.
The second issue for further research is a formalization of the notion of responsibility, and the way in
which the obligation to play a role consistently can be enforced. The introduction of obligations requires
the reference to an explicit multi-agent normative system, as described in (Boella and van der Torre,
2004). Formalizing responsibility and enforcement starts with formalizing violations, which should be
based on explicit evidence. Consider again the example of a liar, who once he starts lying, has to continue
the dialogue consistently with what he said before, independently of his real beliefs. To formalize the
consistent liar, we also have to define what it means that he no longer is able to lie, for example due to
explicit evidence to the contrary.
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1. Introduction

The notion of role is ubiquitous in many fields of computer science, like programming languages,
software engineering, coordination languages, databases, multiagent systems, knowledge representation,
formal ontology, computational linguistics, security, and conceptual modelling, and also outside computer
science, like in cognitive science, organizational science and linguistics.
In computer science, the discussion about roles started in the ’70s with Bachman and Daya (1977),
and, with a recurring trend, it comes back to the attention of the research community. Recently, roles
have been used in many areas to handle interaction, for example, role based access control in security
with the RBAC model (Sandhu et al. (1996)), collaboration roles in UML to describe the interaction
among classes (Rumbaugh et al. (2004)), channels connecting components in coordination languages
(Arbab (2003)), the separation of concerns to describe the interaction properties of objects in new contexts
in programming languages, etc. With the rise of the internet, new communication possibilities and interactive computing created a new demand of research about roles, for example, in organizations in open multiagent systems, in role based programming languages, in using roles for the composition of web services,
and in defining roles in standards for interoperability.
Notwithstanding this revival of the research about the notion of role, little agreement seems possible
among the proposals in the different fields. This lack of agreement leads to the impossibility of transferring the results from one area to the other, and even inside a single area, a consequence which is quite
unpleasant in a moment where the sharing of knowledge and standardization represent an added value in
many fields. For example, in ontology, the lack of a common definition of role constitutes a problem for
the interconnection of different knowledge bases: the result is that a widely used ontology language like
OWL does not consider roles as a primitive. In multiagent systems, the openness of systems highlights the
need of commonly accepted definitions, but again without a common notion of role it is not possible for a
new agent to become part of an organization to interact with other agents; and in programming languages,
software reuse can be improved only by a more developed theory of how objects interact with each other
basing on the roles they play.
The likely reasons of these divergences are that many papers on the notion of role fail to have an interdisciplinary character, that much work proposes new definitions of roles to deal with particular practical
problems, and that role seems an intuitive notion which can be grasped in its prototypical characters, but it
is instead a deceptive one when details must be clarified. Few proposals, like Steimann (2000) or Masolo
et al. (2004), have a more general attitude, and try to find a problem independent definition of role and to
formalize it.
*
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2. The contributions collected in this issue
The recognition of the need of a wider agreement on roles lead us to organize with James Odell the first
Roles event: “Roles, an Interdisciplinary Perspective - Roles’05" (Boella et al. (2005)), an American Association for Artificial Intelligence (AAAI) Fall Symposium, held on November 3-6, 2005 at Hyatt Crystal City in Arlington, Virginia (see the website http://normas.di.unito.it/zope/roles05).
Despite the event was organized in the area of artificial intelligence, there was a good response also from
the community of programming languages and even from sociology. No previous event focussed on roles,
even if some other workshops offered the environment for discussing roles, like CorOrg, NorMas, AOSE,
COIN, VAR. However, they either don’t have an interdisciplinary character, or they discuss roles from a
specific perspective, for example, NorMas is focused on normative systems (Boella et al. (2006, 2007)).
The call for papers of Roles’05 produced 30 submissions of which 22 presented at the workshop. The
peculiar environment of the AAAI Symposia offered the opportunity for a lively discussion among researchers from different fields. From the presented papers five were selected for this special issue, representing the different areas involved in the workshop: ontology, programming languages and multiagent
systems. Moreover, the article of Friedrich Steimann, the invited speaker of the workshop, complements
the other ones by presenting an historical perspective on the subject, analysing the seminal work of Bachman and Daya (1977) on the Role data model for databases.
Roles’05 is followed after two years by the Roles’07 workshop which will be held on July 30-31,
2007 at Berlin inside the 21th European Conference on Object-Oriented Programming (ECOOP’07)
on the topic “Roles and Relationships in Object Oriented Programming, Multiagent Systems, and Ontologies", in cooperation with Friedrich Steimann, Steffen Göbel and Steffen Zschaler (see the website
http://normas.di.unito.it/zope/roles07).
Roles, like objects, classes and relationships, pervade the vocabulary of all sciences that deal with the
nature of things and how these things relate to each other. Ontology is at the core of sciences analysing
the nature of things. Given their widespread presence in all fields, it is possible to argue that roles are
so fundamental a notion that they must be granted the status of an ontological primitive, besides objects,
classes, and relationships. We choose the Applied Ontology Journal for publishing the best papers of
Roles’05 also because we believe that, on the one hand, the area of ontology constitutes the right area for
finding an agreement between the different positions on roles: it provides a formal setting which can be
neutral with respect to different applications. On the other hand, ontologies can benefit from looking at
other formalisms, in particular for what concerns behavioral aspects of roles, as discussed in the article of
Stephan Herrmann in this issue (Herrmann (2007)).
This special issue includes five articles: an historical perspective from the field of databases, a contribution from multiagent systems which propose an organization centered view of roles, an ontological
classification of roles, a description of a tool for building ontologies which include roles, and a discussion
on the properties of roles in object oriented programming languages.
– In “The Role Data Model Revisited" Friedrich Steimann shows how roles have been reinvented many
times in computer science. This effort would have been avoided if the work of Charles Bachman
in 1977 on the introduction of roles in database models (Bachman and Daya (1977)) were not ignored due to the success of the alternative of relational data base management systems and of the
entity-relationship model. As a further negative effect, the success of these solutions lead with them
the limiting idea that roles are just names used to distinguish places of a relationship (or columns of a
table) that happen to have the same type – and, thus, could not be distinguished by their type names.
Bachman’s innovation starts from the recognition that most conventional records in databases are defined on roles: e.g., employees, customers, patients, or students. Roles like employers and employees
are connected by (1:n) relationships. These roles can be played by different kinds of entities, e.g.,
persons and organizations, which in turn can play more than one role at the same time. Thus, Bachman separated the existence of an entity from its appearance in a relationship, where it exhibits rolespecific behavior: roles can be acquired and released dynamically. The properties which Steimann
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recognizes in Bachman’s model are quite general and can be found also in other disciplines. Thus, if
object, class, and relationship are ontological primitives, the notion of role deserves the same status.
Bachman seems to anticipate also recent works in the ontology field, like Guarino and Welty (2002),
where roles are defined as founded, since roles are defined in the context of relationships, and as not
semantically rigid, since entities can assume and drop roles without losing identity. The most evident
limitation of Bachman’s model is that the same entity cannot play the same role more than once at the
same time. This limitation has been solved in subsequent approaches by considering roles as adjunct
instances associated (without an identity) to their players. Instead, the only solution coherent with
the original role data model, according to Steimann, would have been to use the relationship as the
place where to add the properties assigned to roles.
– “Roles, Players and Adaptable Organizations" by Alan W. Colman and Jun Han represents a contribution from the area of multiagent systems. The article focuses on building software systems on
the basis of social contexts which are intentionally designed and structured in the systems. The social contexts give to the systems an organizational structure composed of a network of relationships
among roles, and of the processes that maintain the viability of these relationships in response to
changing goals and changing environments. The possibility to restructure itself distinguishes an organization from a mere structure. The restructuring processes can be regulated by some of the roles of
the organization by means of interaction protocols and authority relationships (powers, expectations
and obligations) which regulate the interaction among roles. Complex organizational structures are
built by allowing organizations to play roles in other organizations.
In an open system it is difficult to make assumptions on the possible players of roles. Different kind of
players, with different reasoning and acting capabilities, may require different degrees of autonomy.
In this regard, the article discusses the shifting boundary between role and role-player: for example, a
role for an inexperienced player can give to it more details about the procedures to achieve the role’s
goals with respect to a role for an experienced player.
The authors contest approaches where roles are used in the modelling and to inform the design, but
disappear as entities during implementation. They claim that roles should be first class entities also
during the runtime phase of a system. Moreover, the authors contest the view of the dependence of
roles from players, as deriving from an object-centric or player-centric perspective. In this perspective, the identity of the role is an adjunct to the identity of the object. Instead, the role should be seen
as the stable entity (thanks to its link with the organization) to which transient players are attached.
Their perspective looks at roles from an organization-centric viewpoint. From this perspective, a
role’s identity and existence derives from the organization that defines the roles and associations - not
from the player itself. This view contrasts with ontological analyses where roles are founded mainly
on players, or on other concepts, but not on the organizations offering the roles (Masolo et al. (2004)).
– In “Abstract vs. Social Roles - Towards a General Theoretical Account of Roles" of Frank Loebe, an
ontology of roles is proposed. Roles are associated both with a player and a context, in an extension of
the top-level ontology General Formal Ontology – GFO – (Herre et al. (2006)). The author classifies
three kinds of roles according to the different kinds of contexts they belong to. Roles are parts of
contexts (in some sense of the term) and the contexts emerge from the existence of the roles, in a
mutual existential dependence. Three kinds of contexts are considered in the classification of role,
which determine different playing relations:
∗ Relational role: corresponds to the way in which an argument participates in the context of some
relationship; e.g., two as a factor of four refers to a relationship. Relational roles are special properties, and the “plays" relationship between entities and relational roles is thus subsumed by the
“has-property" relation.
∗ Processual role: corresponds to the manner in which a player behaves in the context of some
process (i.e., it participates in the process): e.g., John as the mover of some pen is categorized as a
processual role. Processual roles are parts of processes, and, therefore, processes themselves.
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∗ Social role: corresponds to the involvement of a social object within the context of some society;
e.g., a student in a university. A genuine notion of playing a social role is required based on the
notion of counts as (Searle (1995)), which is vaguely similar to inherence. However, inherence in
the case of social roles is considered with respect to roles as “complex properties", since social
roles are often defined with their own properties, relations and processes in which they (may)
participate (confirming the view of roles as “patterns of behavior"). This means that social roles
are considered as objects.
– “A Model of Roles in Ontology Development Tool: Hozo" by Riichiro Mizoguchi, Eiichi Sunagawa,
Kouji Kozaki and Yoshinobu Kitamura merges an ontological analysis of roles with practical considerations about designing tools for building ontologies. The most novel element of their model is
the notion of role holder, an abstraction of a composition of a role-playing entity with an instance
of a role concept. In turn, the role concept instance can exist only in presence of an instance of the
context the role is associated with. The introduction of the notion of role holder allows the authors
to explain in which sense roles can play roles, and there can be instances of role concepts without a
corresponding player. When we say that a citizen becomes a minister, in the Hozo model the situation
is represented by making the role of minister played by the role holder of the citizen role, rather then
by the instance of the role concept. In this way, it is possible also to express the requirement that to
play a role it is necessary to be the player of another role.
As in Colman and Han (2007), roles (in the sense of role concept instances) can exist without a
player, due to their relation with a context. Conversely, some contexts exist only in presence of the
roles which compose the context. For example, a marriage exists only as far as both the roles of wife
and husband exist. As Loebe (2007) does, the authors provide a classification of roles basing on the
type of context they are related to. Besides relational roles, processual roles and social roles, Hozo
distinguishes action related roles, attribute roles and composite roles. Composite roles allow to model
a role like teacher, which includes both the role of staff member of a school and of agent of a teaching
activity, and, thus, they depend on multiple contexts at a time.
– “A Precise Model for Contextual Roles: The Programming Language ObjectTeams/Java" by Stephan
Herrmann describes the properties of roles in a modern approach which introduces roles in object
oriented programming languages. According to a recent trend, witnessed also by Tamai (2002) and
by Baldoni et al. (2007a), roles are considered as existing only in a context, where they explain new
possibilities of interaction given to their players. This is another example of what Colman and Han
(2007) in this issue call the organizational-centric view of roles. Contexts, called object teams, are
defined at the universal level as classes which include other classes. These “inner" classes describe
roles played by other objects, and they specify the properties and the behavior of the playing objects
in the context of the team. When an object plays a role in a context, its behavior is changed according
to what specified in the role: its methods, when they are invoked, can be substituted by the methods
specified in the role, by means of aspect programming techniques (Kiczales et al. (1997)). Including
roles in contexts promote coordination, as the roles, contrary to the usual encapsulation principle, can
access the private state of each other and of the context, since they belong to the same namespace.
Contexts partly correspond in multiagent systems to the concept of organization of Colman and Han
(2007).
In this article, on the one hand, it is possible to find many of the properties associated in ontological
analysis of roles, among which Loebe (2007) in this issue: roles are acquired and relinquished dynamically; roles do not exist independently of their players and contexts, even if they have instances
to represent context dependent attributes and behavior; and an object can play several roles simultaneously, also of the same type, if the role instances belong to different instances of the same context.
On the other hand, providing a programming language approach allows to clarify some issues which
are less easy to detail in a more static approach like ontology. In particular, roles are often associated
with behaviors, but the relation between the behavior of the role and the behavior of the player is not
clear if the technical details of method invocation are not analysed.
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3. What is a role?

This special issue does not propose an overall definition of roles. In this editorial, however, we want to
highlight some features of roles acknowledged by the articles collected here, which are often disregarded
in the literature. Undisputed distinguishing features of roles seem to be their dependence on some other
entities and their dynamic character. These properties contrast roles with the notion of natural type. Its
natural type is essential to an entity: if an entity changes its natural type, it loses its identity; instead, in
Guarino and Welty (2002)’s terms, roles lack the rigidity which natural types possess.
The first conclusion we can draw from the articles of this special issue is that roles have a relational
nature, and, for this reason, they are linked with the notion of interaction. Already Masolo et al. (2005)
elaborate on the relational nature of roles, highlighting their definitional dependence on relationships, but
this nature is not always accepted. The connection between roles and relationships has been disregarded
since relationship itself is a notion whose importance is not fully recognized yet, for example, in programming languages. With the advent of the object orientation paradigm relationships have moved out of the
focus of attention at some levels of representation, like programming languages, giving way to the more
restricted concept of attributes or, more technically, references to other objects. A reference is tied to the
object holding it and as such is asymmetric – at most the target of the reference can be associated with
a role. This is in contrast with the intuition that every role should have at least one counter-role (e.g.,
student and professor, buyer and seller, initiator and bidder, etc.). The existence of a counter role, in turn,
highlights the function of roles in describing the interaction of objects in the scope of a relationship (e.g.,
a negotiation process in the case of the pair of roles like initiator and bidder): each role is associated with
another role, namely the one it interacts with. In other disciplines, like ontology and multiagent systems
this connection with interaction already emerged. In the ontology of Loebe (2007), social roles participate
in processes, to model the interactions among roles, and play roles in relationships associating them to
their counter roles. The relational and interactional nature of roles emerge clearly in the area of multiagent systems (see Colman and Han (2007)), since roles specify the interaction among agents and the
communication protocols.
The second conclusion is strictly related to the first one. As Loebe (2007) recognizes, often, relational roles, at a deeper analysis, can turn into social roles. Thus, roles are associated to a social context they belong to. This view is directly inspired by the organizational metaphor, where roles are a
way to structure an organization and to distribute responsibilities. The relationships connecting roles and
counter-roles span across an organization. This metaphor is particularly effective in the field of multiagent systems, where organizational structures are used to coordinate agents in open systems by assigning them roles specifying their responsibilities. The organizational-centric point of view theorized by
Colman and Han (2007) in this issue sharply contrasts with past work on roles, which still constitutes
the prototypical view in many communities (see, e.g., Bäumer et al. (1997)): roles as extensions of the
behavior of objects or agents, disregarding the context the roles belong to and the interactions they allow.
The third conclusion is that behavior should not be disregarded as a main feature of roles. In sociology,
often, roles have been defined as “patterns of behavior". In computer science, on the one hand, programming languages associate methods to roles, and, sometimes, like in Herrmann (2007), the methods of the
roles even substitute the methods of their players. On the other hand, in multiagent systems (like in Colman and Han (2007) and Boella and van der Torre (2007)), the behavior associated with roles has a different nature with respect to the behavior associated with the agents playing them. While the players can
perform physical actions, roles exercise powers. The notion of power is derived from the organizational (or
institutional) metaphor: an action of the player of a role counts as an institutional action which affects the
obligations, permissions, responsibilities and powers of the organizations and of the other roles involved.
These two kinds of actions seem to have a different ontological status which is partly unexplored.
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4. Open questions
Even if this special issue clarifies some problems about the notion of role, many questions remain open.
Among them, we identify the following ones:
1. How the notion of role in computer science can benefit from the analyses made in other disciplines?
For example, organizational theory and the construction of social reality proposed in philosophy
by Searle (1995) and Tuomela (1995) have been recently considered to model roles in ontologies
(Bottazzi and Ferrario (2005)). Notions like sociotechnical systems developed in sociology are introduced by Jahnke et al. (2005).
2. The notion of role emerges as a likely candidate to be added besides the other ontological primitives, like object, class and relationship. Often, ontologies have a cognitive bias, like DOLCE has
(Gangemi et al. (2002)). Thus, the question becomes: is the notion of role also a cognitive primitive or can it be related to other primitives? For example, recent work (Baldoni et al. (2006)) suggests that the notion of role is related to the notion of affordance developed in cognitive science by
Gibson (1979). Affordances are the interaction possibilities offered by an environment to an animal
living in it. Roles can be explained as sets of affordances (niches in Gibson (1979)’s terminology)
and can be played by different entities according to their capabilities. the connection between the
notion of role and the cognitive notion of affordance, thus, explains also the interactional character
of roles discussed above.
3. Roles and relationships seem to be two sides of the same coin and, thus, are strictly interconnected.
Recent work on relationships in object oriented languages witnesses the existing interest for relationships (Balzer et al. (2007)). However, roles are rarely connected with relationships. Thus, the
following one remains an open question: when relationships are introduced in object oriented languages, how can roles be added too? The solution supported by Steimann (2007) is to overload the
notion of relationship with the properties and behaviors which are associated to the roles a relationship identifies. Baldoni et al. (2007b) propose the opposite solution: relations should be reduced to
roles, rather than to attributes or references, and the roles should be overloaded with the properties
specific of the relationship. Can the two views be merged or are they incompatible?
4. Is a single definition of role possible? And, if it is not useful to have one or, if it does not exist, how
many different notions of role exist? Loebe (2007) in this issue distinguishes between relational,
processual and social roles on the basis of the context a role belongs to, and Mizoguchi et al. (2007)
introduce further distinctions. A new challenge is to define a metalevel framework to cover different
definitions of roles by specifying it by means of different parameterizations, to understand which are
all the variables at issue. A preliminary tentative is given by Genovese (2007) where a metamodel is
defined and different models of roles, like RBAC, are described with it.
5. Which are the criteria for evaluating role models? Which are the benchmark examples to be covered? Most works on roles use the student-course example, but it is rather simple and it is not
clear whether it is general enough to cover most features attributed to the different types of roles.
Steimann (2007) proposes as a criterion the possibility to use a model of roles as a metamodel of
itself. Herrmann (2007) shows how Object Teams can provide a metamodel of itself: which other
proposals can pass this test?
6. Mizoguchi et al. (2007) propose a first tentative to model roles in OWL. However, a general agreement must still be found. How can the notion of role be introduced as an ontological primitive in the
standards for the semantic web? How and in which setting is it possible to formulate a proposal and
find the necessary political agreement on it?
We hope that the discussion at the next edition of Roles at ECOOP’07, which aims at proposing a “Role
Manifesto", will be able to answer these questions and to identify the general properties of roles which
can be accepted in different research communities.
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A Game Theoretic Approach to Contracts
in Multiagent Systems
Guido Boella and Leendert van der Torre

Abstract— Contracts are used to create new interaction possibilities among agents, and they therefore play an important
role in the game theoretic analysis of agent interaction. We use
normative multiagent systems to model both the contracts and the
interactions. In particular, we formalize contracts as systems of
regulative and constitutive norms within a larger rule-governed
setting, and using recursive modelling we develop a game theory
where agents make contracts. We show how agents can modify the
behavior of normative systems by means of constitutive rules in
the contract changing these systems, and we illustrate how agents
use the game theory within contract negotiation in organizations.
Index Terms— Contracts, qualitative game theory, multiagent
systems, normative systems.

I. I NTRODUCTION
Autonomous agents negotiating deals on behalf of human
traders are essential in e-commerce and e-trading systems.
Many researchers focus their approaches on the game-theoretic
analysis of the interaction among negotiation agents to prove
macro-level properties like system stability (equilibrium) as
well as efficiency (Pareto-optimality). However, the interaction
structure in many multiagent systems is not completely fixed in
advance to preserve the autonomy of agents. For example, as
Dignum et al. [1] note, in (virtual) organizations the interaction
possibilities can be changed and negotiated. For this reason,
several approaches like [1]–[4] introduce the possibility for
agents to stipulate contracts. A contract can be defined as
a statement of intent regulating behavior among agents and
organizations. Contracts have been proposed to make explicit
how agents can change the interaction with and within the
organization, using the legal effects of contracts involving the
creation of obligations, permissions and new possibilities of
interaction. From a contractual perspective, organizations can
be seen as the possible sets of agreements for satisfying the
diverse interests of self interested agents [2].
Hanson and Milosevic [3] distinguish various phases in
the negotiation of contracts, like contract schema selection,
issue identification, negotiation of values of the issues agreed
upon, monitoring the performance of the contract, et cetera.
As Marsh suggests in the contract negotiation handbook [5],
a crucial point in the negotiation is the careful planning of
the moves during the bargaining. Accordingly, agents must
evaluate the effects of a contract during its negotiation both
when proposing and evaluating an offer. In particular, since the
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compliance of the agents to the contract cannot be taken for
granted, an agent must consider whether the other agents will
fulfill their commitments or not. To make a prediction about
the behavior of an agent it is necessary to consider also the
reaction of the normative system [6] acting as a coordinator
enforcing control by monitoring and sanctioning violations.
In this paper we develop a formal game-theoretic model
for autonomous agents negotiating contracts, which we model
as a normative multiagent system, that is, a “set of agents
[...] whose interactions can be regarded as norm-governed;
the norms prescribe how the agents ideally should and should
not behave [7].” It is based on a general conceptual model
formalizing contracts as so-called legal institutions, that is,
as sets of norms within a larger legal setting. In this way,
agents are made competent to determine the course of law
within the sphere of the contracts they are allowed to create. To
model the interaction among agents and the normative system
in this game-theoretic setting, we apply the agent metaphor
to normative systems and therefore model the interaction
among agents and their normative system analogously to the
interaction among real agents.
We define games using recursive modelling. Violation
games model an agent deliberating whether to violate a norm
or not, where the agent recursively models the normative
system to predict whether its behavior counts as a violation
and will be sanctioned. The set of possible behaviors includes
the possibility of making contracts to change the agent’s
normative position based on constitutive rules that change
the normative system. Negotiation games model an agent
deliberating whether it will propose or accept a contract,
thereby recursively modelling the other agent to find out
whether it will violate the norms in the contract. In this
sense, negotiation games add a recursive level of reasoning
to violation games. We illustrate how agents can reason in the
game theory using an example from international trade.
This paper does not address the problem of equilibrium
analysis in the proposed game theory or the negotiation
protocol to obtain an agreement. Instead we examine the
impact of contracts on the games played by the agents and
how the agents reason about the legal effects of contracts.
The layout of this paper is as follows. In Section II we
discuss regulative and constitutive rules, legal institutions
and how agents modify the behavior of normative systems
using contracts. In Section III we discuss the foundations
of our model and in Section IV we introduce our formal
model applying the agent metaphor to normative systems. In
Section V we present recursive modelling, the games which
can be played with contracts, and an example illustrating how
agents use the game theory for contracting.

514
IEEE TRANSACTIONS ON SYSTEMS, MAN, AND CYBERNETICS – PART C: APPLICATIONS AND REVIEWS, VOL. X, NO. XX, XX 20XX

II. C ONTRACTS AS LEGAL INSTITUTIONS
Most formalizations of normative systems identify norms
with regulative norms like obligations, prohibitions and permissions. However, Searle [8] argues that there is a distinction
between two types of rules.
“Some rules regulate antecedently existing forms of
behaviour. For example, the rules of polite table
behaviour regulate eating, but eating exists independently of these rules. Some rules, on the other hand,
do not merely regulate an antecedently existing
activity called playing chess; they, as it were, create
the possibility of or define that activity. The activity
of playing chess is constituted by action in accordance with these rules. The institutions of marriage,
money, and promising are like the institutions of
baseball and chess in that they are systems of such
constitutive rules or conventions” ( [8], p. 131).
For Searle, regulative and constitutive norms are related via
institutional facts like marriage, money and private property.
They emerge from an independent ontology of “brute” physical facts through constitutive rules of the form “such and
such an X counts as Y in context C” where X is any object
satisfying certain conditions and Y is a label that qualifies X
as being something of an entirely new sort. E.g., “X counts
as a presiding official in a wedding ceremony”, “this bit of
paper counts as a five euro bill” and “this piece of land counts
as somebody’s private property”. Regulative norms refer to
these institutional facts. E.g., consider a society which believes
that a field fenced by an agent counts as the fact that the
field is the agent’s property. The fence is a physical “brute”
fact, while being a property is an institutional fact. Regulative
norms forbidding trespassing refer to the abstract concept of
property rather than to fenced fields.
Moreover, the philosopher of law Ruiter [9] shows, from the
legal point of view, that legal effects of actions of the members
of a legal system are complex and contracts do not concern
only the regulative aspects of a legislation or the constitutive
part of it. Rather, contracts are legal institutions: “systems of
[regulative and constitutive] rules that provide frameworks for
social action within larger rule-governed settings” [9]. This
systemic view of legal institutions emerged only recently in
legal studies, since legal positivism [10] mainly focused on
the regulative aspects of law and its justification.
To formalize contracts as legal institutions, we have to
extend Searle’s model. Searle’s analysis of constitutive rules
has focused mainly on the attribution of a new functional
status to entities like marriages, money, and property. Searle’s
idea is that constitutive rules “create the possibility or define
that activity.” In our model the role of constitutive rules is
not limited to the creation of an activity and the construction
of new abstract legal categories. Constitutive norms specify
besides the creation of legal categories also the evolution of
the system. The normative system itself specifies by means
of constitutive rules how its state can be changed, who can
change it, and the limits of the possible changes. In this
way, complex normative systems achieve a legal regime that
includes rules conferring legal powers on participants: an
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agent is turned into a “private legislator” (Hart [10]): “he is
made competent to determine the course of law within the
sphere of his contracts, trusts, wills and other structures [...]
which he is enabled to build”. Agents become able to design
“relatively independent institutional legal orders within the
comprehensive legal orders” (Ruiter [9]).
The regime of a legal institution can be defined as the set of
legal consequences that flow from the existence of the institution. However, the meaning of “legal consequences” differs
from what is normally understood by the term. Usually, since
obligations have a conditional nature, when the condition of
an obligation is satisfied, as a legal consequence the addressee
of the obligation is categorically obliged to fulfill it. Legal
institutions, like contracts, marriages and properties, refer to a
different kind of legal consequences. E.g., the legal rule “in a
marriage parents have the reciprocal obligation to take care of
and support their children” is not a conditional obligation. It
expresses the fact that only when a legal institution of marriage
between Amy and Bob is created, the obligation is created that
Amy and Bob take care and support their children. The same
happens with the legal institution of contracts. When a contract
comes into existence it creates obligations for the agents, i.e.,
new regulative norms which the normative system considers
as its own. E.g., the Italian Civil Code art. 1173 (sources of
obligations) specifies that obligations are created by contracts
and art. 1372 (efficacy of contracts) that a contract has the
strength of law (a contract is an agreement among two or more
agents to regulate a juridical relationship about valuables ex
art. 1321).
Therefore, contracts as legal institutions bring with them
also constitutive rules creating not only new institutional
facts, but also new obligations. In this way, it is possible
to specify in a contract new procedures for the interaction
among agents, to specify the evolution of the contract and
how new obligations are created at a later stage. As Dignum
et al. [1] notice, a contract specifies the events that alter the
status of the contract. It is necessary to specify an interaction
structure which indicates the possibilities of an agent and the
consequences of its choices. The contract must specify how to
proceed if a norm is violated and what the violator is expected
to do. E.g., if a payment deadline is not respected, then the
agent may be obliged to pay a double fee. Since we model
contracts as legal institutions, this rule is not a conditional
obligation, but it is an obligation created by an event specified
in the contract, in the same way as the contract itself can create
obligations. This is possible, because we consider a contract as
a legal institution, which may be seen as a normative system
inside the main normative system. As a normative system it
specifies who has the power to introduce obligations.
To illustrate our model we use in this paper an example
of Gordijn and Tan [11] about contracts inside a trade organization. In this example, the contracts are legal institutions
within the larger context of legislation of international trade
(the UN Convention on International Multimodal Transport of
Goods, CIMTG). Gordijn and Tan show how the problem of
trust between two agents exchanging goods for money can be
solved by means of contracts offered by international trade
organizations.
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III. F OUNDATIONS OF OUR MODEL
Inspired by the game-theoretic approach to obligations of
Boella and Lesmo [12], we propose a logical multiagent
framework for normative reasoning based on the philosophical
foundations on strategic interaction in the work of sociologist
Goffman [13]. “Strategic interaction” here means, according to
Goffman, taking into consideration the actions of other agents:
“When an agent considers which course of action to follow, before he takes a decision, he depicts in his mind the consequences of his action
for the other involved agents, their likely reaction, and the influence of this reaction on his own
welfare” [13, p.12].
Goffman sees norms as producing a form of strategic interaction between the agent and the normative system, and gives
a game-theoretic interpretation of obligations. In a normative
system, “the enforcement power is taken from mother nature
and invested in a social office specialized for this purpose,
namely a body of officials empowered to make final judgements and to institute payments” [13, p.115]. Such a game is
unusual, since “the judges and their actions will not be fully
fixed in the environment, many unnatural things are possible.
[...] the payment for a player’s move ceases to be automatic but
is decided on and made by the judges” [13, p.115]. Clearly, this
approach is different from recent logical studies about norms
and contracts based on modal logic like so-called deontic logic,
see Section VI.
However, there are some problems to use Goffman’s strategic interaction to develop a game theoretic approach to contracts. In particular, classical decision and game theory have
been criticized for their assumptions of ideality. Several alternatives have been proposed that take the bounded rationality
of decision makers into account. For example, Newell [14]
and others develop theories in artificial intelligence using
the notion of goal. Agent theory replaces probabilities and
utilities by informational (knowledge, belief) and motivational
attitudes (goal, desire), and the decision rule by a process of
deliberation. Bratman [15] further extends such theories with
intentions for sequential decisions and norms for multiagent
decision making (see the discussion in Section VI). Moreover,
Gmytrasiewitcz and Durfee [16] replace the equilibria analysis
in classical game theory by recursive modelling. It considers
the practical limitations of agents in realistic settings such as
acquiring knowledge and reasoning so that an agent can build
only a finite nesting of models about other agents’ decisions.
“In order to solve its own decision-making situation,
the agent needs an idea of what the other agents are
likely to do. It can arrive at it by representing what
it knows about the other agents’ decision-making
situations, thus modelling them in terms of their own
payoff matrices. The fact that other agents could also
be modelling others, including the original agent,
leads to a recursive nesting of models.”
Moreover, Goffman does not consider contracts, though his
idea that the enforcement power is invested in a social office
empowered to make final judgements and to institute payments
is even more relevant when we consider besides norms also
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contracts. Contracts are used by agents to implement the
agreements resulting from their negotiations and to change
their normative situation. Social order in a multiagent system
emerges from the contracts resulting from negotiations about
the rights and duties of participants, rather than being given
in advance. Moreover, as discussed in Section II, contracts are
legal institutions, i.e., “systems of [regulative and constitutive]
rules that provide frameworks for social action within larger
rule-governed settings” [9], In our case, the larger setting is
represented by a normative system which establishes the set
of possible contracts. For this reason it is necessary to address
the problem of contracts being aware of the peculiarities of
legal institutions.
We emphasize here two properties of our model. First, legal
institutions contain control procedures, which are policies and
procedures that help to ensure that management directives are
carried out [17], because, intentionally or not, an agent may
fail to comply with the contract. For example, as suggested by
Milosevic and Dromey [18], the specification given in a contract differs significantly from a computational specification
in the expected degree of inconsistency. As Jones and Carmo
observe, “importantly, the norms allow for the possibility that
actual behavior may at times deviate from the ideal, i.e., that
violations of obligations, or of agents’ rights, may occur” [7].
We therefore represent norms as soft constraints, which are
used in detective control systems where violations can be
detected (you can enter a train without a ticket, but you may
be checked and sanctioned), instead of hard constraints [19],
which are restricted to preventative control systems that are
built such that violations are impossible (you cannot enter a
metro station without a ticket). Detective control is the result
of the action of an agent, and consequently it is subject to
errors and can be influenced by the actions of other agents.
Secondly, our model allows to analyze in detail both the
decisions of agents and the creation of new regulative and
constitutive norms under existing obligations. For example,
Marsh [5] highlights that also the existing obligations and
commitments of the agents play a role in contract negotiation,
as well as the procedures they have to follow, in that they
constrain both the possibility to propose and accept bids.
Consequently, our model cannot only be used for the initial
creation of the normative system with its contracts, but also
for its evolution.
In our running example of contracts in a trade organization,
there are several agents. On the one hand the seller does not
want to ship the goods onto the carrier’s vessel without first
receiving payment from the buyer. On the other hand the buyer
does not want to pay the seller before the goods have been
shipped. To solve this deadlock situation banks introduced
the letter of credit: an agreement that the bank of the buyer
will arrange the payment for the seller as soon as the seller
can prove to the bank that he has shipped the goods. The
bill of lading is issued by the carrier in return for the goods
that he received from the seller. According to Article 10 of
the CIMTG the bill of lading as shipment document reliably
indicates that the goods have been shipped in international
trade procedures. This is not a regulative norm, but a new
constitutive rule added by the contract.
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IV. T HE CONCEPTUAL MODEL OF CONTRACTS
The conceptual model of the normative multiagent system
is visualized in Figure 1. This figure can be interpreted using
classical set theory. A box  stands for a concept and is
interpreted as a set. The lines and arrows — and → are
interpreted as arbitrary relations over the sets they connect.
A special relation is −−, which is interpreted as the subset
relation over the two concepts it connects: the first set is a
subset of the second set. Finally, − says that the singleton
set o is an element of SA. Dashed boxes and lines have the
same interpretation, but refer to the normative aspects of the
model of multiagent systems. These four elements occur in
most conceptual modelling languages, besides other elements.
For example, in class diagrams in the unified modelling
language (UML),  is a class interpreted as a set of objects,
— and → are associations among classes, −− is the “isa” relation or subsumption relation, and − is “part-of” or
aggregation relation.
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Conceptual model of normative multiagent systems.

The intuitive reading of these concepts and the logical
structure of the relations is detailed in the definitions below. In
Section IV-A we explain the conceptual model of multiagent
systems, and in Section IV-B we extend it to a normative
multiagent systems by introducing violations. In Section IV-C
we define how agents can change the normative system by
means of constitutive rules by formalizing the constitutive
rules as belief rules of the normative system. Finally in
Section IV-D we define obligations in terms of desires and
goals, and in Section IV-E contracts.
A. Multiagent systems
We first introduce the structural concepts and their relations.
A set of propositional variables X describes the different
aspects of the world, and we extend it to literals built out
of X (Lit(X)) to consider also the absence of a state of affairs.
Rules built out of the literals (Rul(X)) describe the relations
among the propositional variables. A rule l1 ∧ . . . ∧ ln → l
is a pair of a set of literals built from X and a literal built
from X. The left hand side is called antecedent or body, and

5

the right hand side is called consequent or head. Rules are
used to represent the relations among propositional variables
existing in the agent’s mental attitudes.
Definition 1: Let X be a set of variables. The set of literals
built from X, written as Lit(X), is X ∪ {¬x | x ∈ X}, and
the set of rules built from X, written as Rul(X), is defined by
2Lit(X) × Lit(X), the set of pairs of a set of literals built
from X and a literal built from X. A rule is written as
{l1 , . . . , ln } → l, we also write l1 ∧ . . . ∧ ln → l and when
n = 0 we write  → l. Moreover, for x ∈ X we write ∼x
for ¬x and ∼¬x for x.
In the multiagent system, we consider various sorts of
agents. Besides real agents RA (either human or artificial)
we consider also socially constructed agents SA like groups,
normative systems and organizations. These latter agents do
not exist in the usual sense of the term. Rather, they exist only
as they are attributed mental attitudes by real agents. The two
sets of agents are disjoint and partition the set of agents A.
The mental attitudes attributed to agents consist of beliefs B, desires D and goals G. A mental description function MD associates a rule in Rul(X) with each belief, desire
and goal [20]. We introduce priority relations to resolve conflicts among motivations, i.e., desires and goals. A function ≥
associates with an agent a transitive and reflexive relation on
the powerset of the motivations containing at least the subset
relation. Moreover, different mental attitudes are attributed to
agents by the agent description relation AD. It associates with
each agent a set of beliefs, desires and goals. Moreover, AD
associates also agents with agents, because normative systems
and organizations exist only as they are described as agents
by other agents. Formally, a socially constructed agent b ∈ SA
exists only as some other agents attribute mental attitudes to
it: ∀b ∈ SA ∃a ∈ A : b ∈ AD(a).
Multiagent systems also contain concepts concerning informational aspects. First of all, the variables whose truth value
are determined by an agent (decision variables) are distinguished from those which are not directly determined by the
agent (P , the parameters using Lang et al. [21]’s terminology).
Besides, “institutional facts” I are states of affairs existing
only inside normative systems and organizations. As discussed
in Section II, Searle [22] suggests that money, properties, and
marriages exist only as part of social reality. Since we model
social reality by means of the attribution of mental attitudes
to social entities, institutional facts exist at least in the beliefs
of these socially constructed agents. We associate to each
agent a subset of X by extending further the agent description
relation AD. Moreover, the set of institutional facts I is a
subset of the parameters.
Definition 2 (MAS): A multiagent system is a tuple
RA, SA, X, B, D, G, AD, MD, ≥, I , where:
• the real agents RA, socially constructed agents SA, variables X, beliefs B, desires D, and goals G are six finite
disjoint sets. We write A = RA ∪ SA for all agents, and
M = D ∪ G for motivations.
A∪X∪B∪D∪G
• an agent description AD : A → 2
is a
complete function that maps each agent to other agents
that exist in its profile, to a set of variables (its decision
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•

•

•

variables), and to its beliefs, desires and goals. We assume
that there are no cycles in the mapping of agents to
agents. For each agent a ∈ A, we write Aa for A∩AD(a),
Xa for X ∩AD(a), et cetera. We write P = X \∪a∈A Xa
for the parameters.
the mental description MD : B ∪ D ∪ G → Rul(X) is
a complete function from the sets of beliefs, desires and
goals to the set of rules built from X. For S ⊆ B ∪D∪G,
we write MD(S) = {MD(m) | m ∈ S}. Moreover, we
write m x → y for: m such that MD(m) = x → y.
a priority relation ≥: A → 2M × 2M is a function
from agents to a transitive and reflexive relation on the
powerset of the motivations containing at least the subset
relation. We write ≥a for ≥ (a).
the institutional facts I ⊆ P are parameters.

Example 1 illustrates a highly simplified version of the
running example as a multiagent system. In conceptual models
used in practice as well as in the more detailed example later
in this section we use meaningful names, but in Example 1
we use single letters to save space. The example describes the
transaction of exchanging goods for money in terms of the
motivations of the agents and the organization.
Example 1: RA, SA, X, B, D, G, AD, MD, ≥, I
with
RA = {a, b}, SA = {o}, P = {p, q, r, s, t}, I = {r, s, t} and
X \ P , B, D, G, AD, MD and ≥ are implicitly given by the
following table:
a
b
o
A
o
o
−
x2 , x3
x4 , x5
X x1
B b1 x2 → p
b3
x3 → p
b4
x4 → r
b5
x4 → r
b2 x4 → r
−
−
D d1  → p
 → x1
g2
p → x1
G −
g1
≥ d1 > g 1 > g2
g1 > d1 > g2
g2 > d1 = g1
This table should be read as follows. There are three agents,
two real agents a and b, and one socially constructed organization o. Agent a is a buyer with the desire d1 that it receives
the goods (MD(d1 ) =  → p), agent b is a seller with the
goal g1 that agent a pays for the goods (MD(g1 ) =  → x1 ),
and the organization has a goal g2 that received goods are paid
for. The optimal solution is that agent a decides x1 and agent b
decides x2 . Agent a and b disagree about the fact whether it
is the decision x2 or x3 which leads to p. All agents agree
that decision x4 leads to institutional fact r. Finally, only a
fragment of the priority relation is given, because it is only
given for singleton motivations, whereas it is defined over sets
of motivations. It says that the agents give highest priority to
their own motivations, but they are social in the sense that
they incorporate the other agent’s motivations.
The table can be extended to deal with more detailed
motivations in the obvious way. However, the example already
illustrates a drawback of using only multiagent systems to
describe the example, because there is no notion of obligation, violation, sanction or contract. We therefore introduce
normative multiagent systems and extend the example below.
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B. Normative multiagent systems
Boella and Lesmo [12] formalize the relation between multiagent systems and normative systems by attributing mental
states to agents as well as to normative systems. Thus, a normative system can metaphorically be considered as a socially
constructed agent. The use of the agent metaphor may be
seen as an instance of Dennett’s intentional stance [23] and is
inspired by the interpretation of normative multiagent systems
as dynamic social orders. According to Castelfranchi [24],
a social order is a pattern of interactions among interfering
agents “such that it allows the satisfaction of the interests of
some agent”, like a shared goal or a value that is good for
(almost) all the agents. For example, the interests may include
the avoidance of accidents or a fair society. In this approach
the obligations of the agents can be formalized as desires
or goals of the normative system. This representation may
be paraphrased as “your wish is my command”, because the
desires or wishes of the normative system are the obligations
or commands of the real agents. The agents attribute to the
normative system also the ability to autonomously enforce the
conformity of the agents to the norms by means of sanctions.
The advantage of the agent metaphor is that game theory
can be used to describe the interaction among agents and the
normative system in terms of games. For example, an agent
considers whether its actions will lead to a reaction of the
normative system such as sanctions. An agent can understand
when it can evade sanctions by for example ensuring that the
normative system does not observe its behavior, or by bribing
the system. Moreover, a legislator can play a game with the
normative system and another agent to see whether a new
norm it introduces will be complied with, and which kind
of sanctions it has to associate with the norm to achieve the
desired behavior. In Section V we give an example of a game
in contracting.
A normative multiagent system contains a normative system o ∈ SA, which we formalize as a socially constructed
agent. Moreover, it contains a norm (violation) description
V : A × Lit(X) → Xo ∪ P , a function from agents and literals
to the decision variables of the normative system together with
the parameters. We write Va (x) for the variable representing
that x ∈ Lit(X) is a violation by agent a ∈ A.
Definition 3: A normative multiagent system is a tuple
RA, SA, X, B, D, G, AD, MD, ≥, I, o, V extending a multiagent system with:
• a socially constructed agent o ∈ SA representing the
normative system, such that for all real agents a ∈ RA,
we have o ∈ Aa .
• a (partial) function V : A×Lit(X) → Xo ∪P from agents
and literals to the decision variables of the normative
system and the parameters. We write Va (x) for V (a, x).
Example 2 (Continued): The socially constructed agent o
in Example 1 is now interpreted as an organization constituting
the normative system. Moreover, assume that V is defined as
follows. Va (¬x1 ) = s, Vb (¬p) = t, and Vx (y) = undefined
for all other values of x and y. Thus, if s is the case, then ¬x1
is recognized as a violation of agent a, and if t is the case,
then ¬p is recognized as a violation of agent b.
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C. Counts-as conditionals and self-modification

D. Obligations

Socially constructed agents like normative systems and organizations are able to change themselves to adapt to new situations. Self modifying normative multiagent systems contain
additions to the agent description, also known as expansions,
which are defined as + : A × (B ∪ D ∪ G) → X, i.e.,
as mappings from mental attitudes to propositional variables
for each agent. Deletions (also known as contractions) can
be defined analogously, and revisions can be defined as a
combination of a deletion and an addition. In this paper we
do not consider the formalization of deletion and revision, nor
any other update to the normative multiagent system, to keep
the formal machinery to a minimum.
Since institutional facts I, and among them the additions
to the mental state attributed to the normative system, are
parameters not directly controlled by the agent, we use belief
rules of the normative system to express how they can be
made true. Rules concerning beliefs about institutional facts
are called constitutive rules and represent the “counts-as”
relations (CA) introduced by Searle [22] (see Section II). We
do not define CA in terms of the other concepts, but we
include CA in the extended normative multiagent systems, to
cater for the possibility that there are also belief rules of the
normative system not being counts-as conditionals, but still
implying institutional facts.

Before we can define contracts, we must introduce obligations. We consider obligations of agent a only, which are
defined in terms of goals and desires of the addressee of the
norm a and of a normative system o. Obligations of agent b
can be defined analogously.
The definition of obligation contains several clauses. The
first clause says that the obligation is in the content of the
desires and in the goals of normative system o (“your wish is
my command”). The second and third clause can be read as
“the absence of x is considered as a violation”. The association
of obligations with violations is inspired by Anderson’s reduction of deontic logic to alethic modal logic [25]. The third
clause says that the normative system desires that there are
no violations. The fourth and fifth clause relate violations to
sanctions and assume that normative system o is motivated to
apply sanctions only as long as there is a violation; otherwise
the norm would have no effect. Finally, for the same reason,
we assume in the last clause that the agent does not like the
sanction.
Definition 6 (Obligation): Let
SNMAS
=
RA, SA, X, B, D, G, AD, MD, ≥, I, o, V, +, CA be a self
modifying normative multiagent system. Agent a ∈ A is
obliged to decide to do x ∈ Lit(Xa ∪ P ) with sanction
s ∈ Lit(Xo ∪ P ) if Y ⊆ Lit(Xa ∪ P ) in SNMAS, written as
SNMAS |= Oao (x, s|Y ), if and only if:
1) Y → x ∈ MD(Do ) ∩ MD(Go ): if normative system o
believes Y , then it desires and has as a goal that x.
2) Y ∪ { ∼x} → Va ( ∼x) ∈ MD(Do ) ∩ MD(Go ): if normative system o believes Y and ∼x, then it has the goal
and the desire Va ( ∼x): to recognize it as a violation by
agent a.
3)  → ¬Va ( ∼x) ∈ MD(Do ): normative system o desires
that there are no violations.
4) Y ∪{Va ( ∼x)} → s ∈ MD(Do )∩MD(Go ): if normative
system o believes Y and decides Va ( ∼x), then it desires
and has as a goal that it sanctions agent a with s.
5) Y → ∼s ∈ MD(Do ): if normative system o believes Y ,
then it desires not to sanction, ∼s. This desire of the
normative system expresses that it only sanctions in case
of violation.
6) Y → ∼s ∈ MD(Da ): if agent a believes Y , then it
desires ∼ s, which expresses that it does not like to
be sanctioned.
The following example illustrates an obligation of agent a.
To increase readability of our running example, from now on
we use long names for variables. We use pay instead of x1 , and
we write shipped for an institutional fact following from x2 .
Example 4 (Cont.): SNMAS |= Oao (pay, san|shipped),
agent a is obliged to pay (pay ∈ Xa ) in case the requested
good has been shipped (shipped ∈ I) or else it is sanctioned
with san ∈ Lit(Xo ), if:
g3 , d2 shipped → pay ∈ Go , Do
g4 , d3 shipped ∧ ¬pay → Va (¬pay) ∈ Go , Do
d4  → ¬Va (¬pay) ∈ Do
g5 , d5 shipped ∧ Va (¬pay) → san ∈ Go , Do
d6 , d7 shipped → ¬san ∈ Do , Da

Definition 4 (SNMAS): A self modifying normative
multiagent
system
is
represented
by
a
tuple
RA, SA, X, B, D, G, AD, MD, ≥, I, o, V, +, CA extending a
normative multiagent system with:
•

•

•

Additions are a partial function + : A×(B∪D∪G) → X,
such that for all m ∈ B ∪ M , if +o (m) is defined, then
+o (m) ∈ I. We write +a (m) for +(a, m).
Counts-as conditionals CA ⊆ Bo or constitutive norms
are beliefs of the normative system o, such that constitutive rules CR = MD(CA) are rules whose heads are
institutional facts in I.
Constitutive norms with legal effects (LN) are the beliefs
of the normative system of which the heads of the rules
LR = MD(LN) are additions.

The update of a SNMAS by a set of literals L ⊆ Lit(X) is
ADa = ADa ∪ {m | +a (m) ∈ L}.
Definition 5 (Counts-as): Given
a
self
modifying
normative
multiagent
system
SNMAS
as
RA, SA, X, B, D, G, AD, MD, ≥, I, o, V, +, CA , we write
SNMAS |= counts-aso (Y, p) if Y ⊆ Lit(X), p ∈ I and
∃m ∈ CA such that MD(m) = Y → p.
The running example illustrates counts-as conditionals.
Example 3 (Continued): If CA = {b5 }, then we have
SNMAS |= counts-aso (x4 , r). Moreover, if there is a b6 ∈ B
not associated with any agent, with MD(b6 ) = ¬p → Vb (¬p),
and +o (b6 ) = r, +x (y) = undefined for other values of x
and y, then b5 ∈ LN is a constitutive norm with legal
effects, and we have SNMAS |= counts-aso (x4 , +o (b6 )). If the
normative system decides x4 , then it counts as the addition of
the rule ¬p → Vb (¬p), i.e., that if the goods are not received,
then it is a violation of agent b.
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E. Contracts
The creation of a contract is represented by an institutional
fact c ∈ I. The creation of the contract c is introduced as
an intermediary between the agreement and its legal effects,
because it allows decoupling the conditions of the creation of
the institutional facts from additions of its legal effects. For
example, consider a contract c created by the signatures of
two agents. Using the decoupling a new way of creating the
contract by means of an electronic signature can be specified,
maintaining the same rules specifying its legal effects. Since a
contract counts as several additions, c works as an abstraction.
The contract unifies all its legal effects, rather than connecting
the signatures of the agents directly with the additions.
In our model contracts change the norms of a normative
system or organization according to what is specified by
the normative systems itself, because they are part of the
beliefs attributed to the system. A contract is created only
if there is some fact – either a brute fact in the world or
another institutional fact – counting as c for the normative
system o. The effect of creating a contract is to modify the
mental attitudes of the normative system. Usually, it adds some
rules to the beliefs Bo , the desires Do , or the goals Go by
an addition +o (m) where m ∈ B ∪ M . The additions are
institutional facts: they are made true only if the normative
system o believes that they are made true by the creation of the
contract. E.g., b ∈ CA ⊆ Bo such that MD(b) = c → +o (m)
is a constitutive rule read as “c counts as the addition +o (m).”
In summary, a contract is defined as follows.
Definition 7 (Contract): Given a self modifying system RA, SA, X, B, D, G, AD, MD, ≥, I, o, V, +, CA called
SNMAS, we write SNMAS |= contract(c, E|Y ) where
E ⊆ {i ∈ I | ∃m : i = +(m)} and Y ⊆ Lit(X) if:
1) c ∈ I is an institutional fact representing that the
contract has been created.
2) SNMAS |= counts-aso (Y, c): Y counts as the creation of
the contract.
3) SNMAS |= counts-aso (c, +o (m)) for each +o (m) in E:
the creation of the contract counts as the set of additions E.
Our running example about contracts in trade organizations
illustrates how a contract can create the obligation to pay
for shipped goods. The contract is created by a signature of
agent a, and has as legal effects three goals and desires.
Example 5: [Continued] Assume that agent a signing the
contract, represented by sign ∈ Xa , is a sufficient condition
for the contract c ∈ I to be created. Moreover, assume that
SNMAS contains d4 , d6 and d7 of Example 4, representing
that agent a does not like to be sanctioned and organization o
does not like violations and sanctions. Finally, assume that
the creation c of the contract achieves the following effects
on the mental attitudes of the organization o. It adds the goal
and desire that shipped goods are paid for (g3 , d2 ), the goal
and desire to consider the lack of payment for shipped goods
as a violation (g4 , d3 ), and the goal and desire to sanction
violations (g5 , d5 ).
Under these assumptions, the creation of the obligation to
pay for shipped goods as part of the contract created by the
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signature is represented by SNMAS |= contract(c, E|sign),
when the following holds.
E = {+o (g3 ), +o (d2 ), +o (g4 ), +o (d3 ), +o (g5 ), +o (d5 )},
SNMAS |= counts-aso (sign, c) (b7 sign → c ∈ Bo ) and,
SNMAS |= counts-aso (c, +o (m)) for each +o (m) in E:
{ b8 c → +o (g3 ), b9 c → +o (d2 ),
b10 c → +o (g4 ), b11 c → +o (d3 ),
b12 c → +o (g5 ), b13 c → +o (d5 ) } ⊆ Bo
The following example illustrates that the contract can
create a counts-as conditional specifying an institutional fact
to be used in the interaction. The contract specifies that a
document called bill-of-lading counts as the institutional fact
that the goods have been shipped.
Example 6 (Continued): Assume that the contract specifies
that the fact that the good has been shipped is an institutional
fact shipped ∈ I, which holds if there is some document
like the so-called bill of lading (bill ∈ P ) issued by a
third party [11]. With this addition of the contract we have
SNMAS |= contract(c, E ∪ {+o (b14 }|sign): the constitutive
rule b15 c → +o (b14 ) ∈ Bo creates another constitutive rule
MD(b14 ) = bill → shipped, which is added to the beliefs of
the organization o by the addition +o (b14 ) as a consequence
of the contract c.
We could also add the other agents to the example, such
as the trusted third party in the above example, or the shipper
and the banks. Moreover, due to the uniform representation
of facts and the creations of norms, these constitutive norms
can be nested to formalize arbitrarily complex creations. As
Searle [22] observes, this nesting of counts-as conditionals
leads to the complexity of social reality in which we live. For
example, Example 5 and 6 illustrates that constitutive rules
created by contracts can eventually introduce new obligations
and new constitutive rules. In this way a contract can specify
how new obligations may arise during the interaction of the
agents. Likewise, contract frames can be defined as contracts
describing the creation of other contracts.
Example 7 (Continued): Assume that if an agent does not
pay the fee for a shipped good, it is obliged to pay a double
sum of money (pay2 ): Oao (pay2 , san2 | ) [1]. This obligation
is not a preexisting conditional obligation: it is created as a
legal consequence of an event, the sanction san for not having
paid the fee. The sanction san, in this case, rather than being a
direct punishment for agent a, counts as the action of creating
a second obligation. Note that this obligation does not exist
until the normative system recognizes a violation and applies
the sanction san. This part of the contract is thus represented
by the constitutive rules creating further constitutive rules
about the creation of goals and desires (where san2 ∈ Xo
is a sanction both feared by agent a and not desired by
organization o). E.g., some of the clauses of the obligation
are as follows.
b16 c → +o (b19 san → +o (g6  → pay2 ))
b17 c → +o (b20 san → +o (g7 ¬pay2 → Va (¬pay2 ))),
b18 c → +o (b21 san → +o (g8 Va (¬pay2 ) → san2 ))
Due to space limitations, in the following we restrict ourselves to the creation of the obligation in Example 5 and the
creation of the counts-as conditional in Example 6.
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V. G AMES WITH CONTRACTS
In this section we define violation games in which an agent
recursively models the normative system. Violation games are
the simplest and most frequent kind of games and involve
only two agents. Negotiation games in which an agent models
another agent recursively modelling the normative system, can
be defined in our conceptual model of normative multiagent
systems too. More complex games like negotiation games
extend violation games with additional levels of recursion.
A. Recursive modeling
The game theory is based on an agent decision model that
uses belief rules to calculate the effects of decisions, and desire
and goal rules to evaluate decisions. This is also where the
updates of the rules are incorporated. Since we only consider
rule additions and no other updates of the normative multiagent
system, we assume that all relevant beliefs, desires and goals
together with their priorities are already present in the system,
such that we only have to adapt the agent description AD.
To define the effects of decisions, we first address the
question how rules are applied such that the normative system
is modified. Even without counts-as conditionals, there are
several ways to define the application of rules. This is studied,
for example, by Makinson and van der Torre using so-called
input/output logics [26], where the input of a set of propositional formulas produces as output a set of propositional
formulas using a set of rules expressed as pairs of propositional
formulas. Here we use so-called reusable output, where the
input is not necessarily part of the output, rules can be
applied one after the other, and without so-called reasoning by
cases. The following definition extends reusable output logic
to incorporate a way to deal with additions. Instead of working
with a fixed set of rules, at every step of the calculation of
outi the set of rules Ri can be updated too. The output of
applying a set of rules R on a set of literals S with additions
E is written as out(S, R, E).
Definition 8 (Applying rules): The set of rule additions defined on X and I, written as Add(I, X) = I × Rul(X), is
the set of all pairs of institutional facts and rules. We define
out : 2Lit(X) × 2Rul(X) × 2Add(I,X) → 2Lit(X) as a function
from a set of literals, a set of rules and a set of rule additions to
a set of literals. out(S, R, E) is the closure of a set of literals S
under the rules R updated by rule additions E.
0
• R (S, R, E) = R
0
• out (S, R, E) = ∅
k+1
• R
(S, R, E) = Rk (S, R, E) ∪
{r ∈ Rul(X)|(i, r) ∈ E and i ∈ S ∪ outk (S, R, E)}
k+1
• out
(S, R, E) = outk (S, R, E) ∪
{l|L → l ∈ Rk (S, R, E) and L ⊆ S ∪ outk (S, R, E)}
∞
k
• out(S, R, E) = ∪o out (S, R, E)
Decisions of agents are sets of literals built from decision
variables which do not imply a contradiction. The input/output
logic is used in the game theory to define the closure of
a decision under a set of belief rules. When calculating the
effects of decisions, the rule additions are the inverse of the
addition function + mapped to rule descriptions. We describe
the new belief rules of agent a as additions EaB . We exclude
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the cases in which agent a makes a decision which normative
system o does not hold possible, since we do not incorporate
how normative system o revises its beliefs in case of such a
surprise.
Definition 9 (Decisions): Let the set of belief additions of
agent a be EaB = {(i, MD(b)) | b ∈ B, +a (b) = i}, the
belief extension of agent a of a set of literals S ⊆ Lit(X) be
S ∪ out(S, Ba , EaB ), and analogously for normative system o.
The set of decision profiles ∆ is the set of sets δ = δa ∪δo with
δa ⊆ Lit(Xa ) and δo ⊆ Lit(Xo ) such that the belief extensions
of agent a and of normative system o do not contain a variable
and its negation.
The logic is illustrated in an extension of Example 3.
Example 8 (Continued): The effects of the beliefs of a are
out(Ba , {x4 , ¬p}, EaB ) = {r = +o (b6 ), s = Vb (¬p)}: if the
normative system decides x4 and the goods are not received,
then it is a violation.
We assume that agent a only considers its own motivations
(and is in this sense selfish), which can be relaxed in the
obvious way, and that normative system o considers its own
motivations including the new rules. The unfulfilled motivations of decision profile δ = δa ∪ δo are the motivations
whose body is part of the closure of the decision under the
belief rules but whose head is not. Given a decision δa , a
decision δo is optimal for normative system o if it minimizes
the unfulfilled motivational attitudes in Do and Go according
to the ≥o relation. The decision of agent a is more complex.
When agent a takes its decision δa it minimizes its unfulfilled
motivational attitudes. But when it considers these attitudes, it
must not only consider its decision δa and the consequences
of this decision. It must consider also the decision δo of
the normative system o and its consequences, for example
that it is sanctioned by normative system o. So agent a
recursively considers which decision normative system o will
take depending on its different decisions δa .
Definition 10 (Recursive modelling): Let Sa (δ) and So (δ)
be the belief extensions of decision profile δ for agent a
and o respectively, and unfulfilled motivations of agent a and
normative system o defined as follows.
U (δ, a) = {m ∈ Ma | M D(m) = l1 ∧ . . . ∧ ln → l,
{l1 , . . . , ln } ⊆ Sa (δ) and l ∈ Sa (δ)}
U (δ, o) = {m ∈ Mo ∪ {m ∈ M | +o (m ) ∈ So (δ)} |
M D(m) = l1 ∧ . . . ∧ ln → l and
{l1 , . . . , ln } ⊆ So (δ) and l ∈ So (δ) }
• A decision profile δa ∪ δo is optimal for normative system o if and only if there is no decision of the normative
system δo such that U (δa ∪ δo , o) >o U (δa ∪ δo , o).
• A decision profile δa ∪ δo is optimal for agent a and normative system o if and only if it is optimal for normative
system o and there is no decision δa such that for all
decision profiles δa ∪δo and δa ∪δo optimal for normative
system o we have U (δa ∪ δo , a) >a U (δa ∪ δo , a).
Negotiation games involving all three agents a, b and o
can be defined analogously. For example, to find out whether
agent a will fulfill its obligations, agent b has to consider
his beliefs about agent a’s beliefs about normative system o,
extending the violation game with another level of recursion.
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δa

o1


V(...), ¬san

*

HH
Jj ¬V(...), san
JJ
^

o2
o3

¬V(...), ¬san

o4
a1
a2
a3
a4
a5
a6

δo
V(...), san

...
...6
V(...), san
... 
.. 
V(...), ¬san
pay *
HH
j

J ¬V(...), san

JJ
^


A
A

a7
a8
o5
o6
o7
o8
Fig. 2.

out(δ, B, E)
sign, bill, c, E={+g(...), ...}, shipped

U (δ, ...)
 → ¬V(...), shipped → ¬san

sign, bill, c, E={+g(...), ...}, shipped

 → ¬V(...)

sign, bill, c, E={+g(...), ...}, shipped

shipped∧V(...)→ san, shipped → ¬san

o’s perspective

sign, bill, c, E={+g(...), ...}, shipped
sign, bill

 → ¬pay, shipped → ¬san

sign, bill

 → ¬pay

sign, bill

 → ¬pay, shipped → ¬san

¬V(...), ¬san

sign, bill

 → ¬pay

V(...), san

sign, bill

shipped → ¬san



* V(...), ¬san sign, bill
AA

U ¬pay
... HH
... Jj ¬V(...), san sign, bill
... J
^ ¬V(...), ¬san sign, bill
... J
?
V(...), san
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sign, bill, c, E={+g(...), ...}, shipped


sign, bill, c, E={+g(...), ... }, shipped
* V(...), ¬san

HH
sign, bill, c, E={+g(...), ... }, shipped
Jj ¬V(...), san
JJ
^ ¬V(...), ¬san sign, bill, c, E={+g(...), ... }, shipped

a’s perspective

shipped → ¬san
o’s perspective
shipped →pay,  → ¬V(...), shipped → ¬san
shipped →pay,  → ¬ V(...), shipped∧V(...) →san
shipped →pay, shipped∧¬pay →V(...), shipped → ¬san
shipped →pay, shipped∧¬pay →V(...)

An example of the game between agent a and organization o.

B. Example
The violation game concerns a trade contract that creates the
obligation to pay for shipped goods, enforced by a sanction,
and the constitutive rule saying that the bill of lading counts
as the institutional fact that the goods have been shipped,
as discussed in Example 5 and 6. The extensive game tree
visualized in Figure 2 is based on the rules discussed in the
examples thus far, together with additional rules and priorities
among rules discussed below. Both agent a and organization o
believe that agent a has already signed the contract and the
bill of lading bill ∈ P has been issued.
{b22  → sign, b23  → bill} ⊆ Ba
{b24  → sign, b25  → bill} ⊆ Bo
For agent a, not being sanctioned has a higher priority than
not paying. For organization o, in case of conflict counting
behavior as a violation has a higher priority than not doing
so, and sanctioning violations has a higher priority than not
doing so.
{shipped → ¬san} >a { → ¬pay}
{shipped ∧ ¬pay → Va (¬pay), } >o { → ¬Va (¬pay)}
{shipped ∧ Va (¬pay) → san} >o {shipped → ¬san}
...
Figure 2 should be read as follows. The branches represent
decisions of the agents. Real agent a ∈ RA has two alternatives, to pay or not to pay. Organization o ∈ SA has four
alternatives, to count agent a’s behavior as a violation or not,
and to sanction it or not. A complete path from left to right thus
represents a decision profile. The leaves of the tree represent
the belief extensions of the agents for the related decision
profile, calculated using the input/output logic. As discussed in
Examples 5 and 6, the believed consequences of the normative
system contain the legal effects of the contract, represented
by a set of additions. It also includes the consequences of the

added constitutive norm, leading to the occurrence of shipped
in some nodes. The rightmost column represents the unfulfilled
desires and goals, calculated by considering for each relevant
rule whether the body of the rule is implied by the believed
effects of the decision, without the head being implied. For
the normative system also the added rules of the contract
are considered, occurring as the unfulfilled desires and goals
in the right most column of the figure. The viewpoint of
organization o is visualized in rectangular boxes on the bottom
and the top, and the viewpoint of agent a is in between.
The violation games adopt the viewpoint of agent a deciding
whether to pay its fee or not, for which it recursively models
the organization o ∈ Aa . For each node we visualize the
optimal decision in boldface. Consider first the viewpoint of
the organization visualized in rectangular boxes. The top four
lines indicate that if agent a pays, then it does not count it
as a violation and does not sanction the agent (organization o
prefers profile o4 to profiles o1 − o3 ), and the bottom four
lines indicate that if agent a does not pay, then it sanctions
the agent (organization o prefers profile o5 to profiles o6 −o8 ).
Consequently agent a can choose among only profile a4 and
profile a5 , of which it chooses profile a4 . Note that the belief
extensions and unfulfilled motivations of a1 − a3 and a6 − a8
do not have to be calculated to obtain this result.
The example illustrates why the definition of obligation
contains six clauses. Clauses 2-6 are all necessary to derive
that selfish agent a will fulfill the obligation. Clause 1 of the
definition is not necessary in this example, but it is used to
derive the same result for respectful agents internalizing the
goals of the normative system as their own goals. There are
many ways in which the example can be modified such that
no longer can be derived that agent a will pay, including many
subtle variants of fraud and deception.
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VI. R ELATED WORK
In this paper we use a qualitative game-theoretic approach
different from the classical quantitative one based on utility
functions, probability distributions, and equilibria analysis.
Starting with the pioneering work of Herbert Simon and
others in the 50s, many alternative conceptualizations and
formalizations of decision making have been proposed in
artificial intelligence and agent theory as a response to the
ideality assumptions of classical decision and game theory.
For example, utility functions have been replaced by goals and
desires, probability functions by beliefs, and decision rules
by a process of deliberation. See Dastani et al. [27] for a
comparison between classical decision and game theory and
alternative qualitative theories developed in artificial intelligence and agent theory.
More complex games have been defined for normative
multiagent systems introduced in this paper. Due to space
limitations, in this paper we only consider two stage games.
In [28] we define games with multiple agents and multiple
stages, but without contracts or self-modification. Based on
a hierarchy, agents model the behavior of the next agent in
the hierarchy. Moreover, in [29] we define norm creation
games from the viewpoint of the normative system recursively
modelling an agent to find out whether it will violate the
new norm, which just like negotiation games extend violation
games with another level of recursion.
Moreover, normative multiagent systems have been studied
which are in some aspects more general than the one used in
this paper. For example, in [28] we define multiple normative
systems playing the role of local and global authorities. The
central question concerning the interaction among normative
systems is how the global authority uses global policies to
control the local authorities with their local policies. The local
authorities are again not forced but motivated, for which we
consider a kind of nested obligations and permissions.
There are several other issues in normative multiagent
systems relevant for the game-theoretic approach to contracts.
In [30] we study how sanctions are negotiated among agents
in the context of negotiating the distribution of obligations.
Instead of defining obligations as a set of explicitly given goals
and desires, we can also use an input/output logic to state that
the mental attitudes logically follow from the mental states of
the agents. Moreover, permissions, prohibitions and rewardbased obligations can be defined in terms of motivational
attitudes in a similar way. A first version of our formal model
of self-modifying normative multiagent systems can be found
in [31], and a preliminary formalization of our game theoretic
approach to contracts can be found in [32].
There are several other proposals to formalize contracts in
the area of multiagent systems. Inspired by Sandholm and
Lesser [33], Teague and Sonenberg [34] discuss the impact
on reputation of levelled commitment contracts, i.e., contracts
where each party can decommit by paying a predeterminate
penalty. While reputation is beyond the scope of this paper,
our model of contracts can specify not only decommitment
penalties, but also explicit procedures for the agents to withdraw from the contract by means of constitutive rules.
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Pacheco and Carmo [4] and Dignum et al. [1] define the
clauses of a contract as conditional obligations, whereas we
use constitutive rules creating obligations when the contract
is created or when another relevant event happens. Dignum et
al. propose the language LCR for modelling contracts. They
define contracts as tuples composed of agents, contract clauses,
stages and interactional structure. They also give a definition
of obligations in terms of violations, but they do not take a
subjective perspective and they do not consider the decision
problem of an agent subject to obligations.
Daskalopulu and Maibaum [35] model contracts as processes having states representing the legal relations among
agents. They introduce obligations as consequences of the unfulfillment of other obligations. However, they do not consider
the role of constitutive rules in contracts and the fact that
violations are recognized only as an effect of the activity of
the normative system.
Vasconcelos et al. [36], [37] and others call normative
systems regulating the normative position of a multiagent
system e-institutions. E-institutions establish interaction conventions and social consequences of actions, and enforce the
satisfaction of commitments. These concepts could receive a
foundation in terms of legal institutions as we propose in this
paper.
Besides deontic logic, other formalisms have been proposed
to model contracts, for example, Petri nets [38] and state
transition graphs [2].
In the context of e-business Hanson and Milosevic [3]
propose a framework for dealing with several aspects of
contracts, from negotiation to validation, from monitoring
the execution to recovering from violations. As discussed in
Section I, we agree with Milosevic and Dromey [18] that
a specification of an organization given by contract differs
significantly from a computational specification in that the
compliance cannot be taken for granted. Even if Milosevic
and Dromey [18] are aware that contracts are not exhausted
by obligations and permissions, they define them only in terms
of deontic concepts. Our view of contracts as legal institutions
emphasizes the role of constitutive norms besides regulative
ones. Hanson and Milosevic [3] define contract negotiation
as a process of making and adjusting offers among potential
agents willing to be involved in an economic transaction until an agreement is reached or the process is terminated
without an agreement. We adopt a similar perspective on
contract negotiation and we focus our work on the problem of
evaluating offers according to the commitments made by the
agents and the procedures created by constitutive norms.
Besides works on modelling contracts, a large literature
is devoted to the problem of the automated negotiation of
contracts, and, in particular, to provide protocols of interaction
which are self enforcing and have desirable properties, like,
for example, the maximization of the sum of the outcomes of
the agents [33], [39], [40]. This topic is beyond the scope
of this paper focusing on reasoning about contracts rather
than on searching the space of possible contracts. Many
works assume that the execution of the contract is carried out
without violations. This assumption is too strong, as noticed
by Milosevic and Dromey [18].
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VII. C ONCLUSIONS AND FUTURE WORK
The role of norms and contracts in the interaction of agents
is a major aspect of e-commerce and e-trading systems. Agents
must reason about the fulfillment of norms, the possible
violations and what to do to repair such violations. However,
classical game and decision theory presume a fixed set of
interaction possibilities. Since contracts can be used to change
the interaction possibilities, norms and contracts pose an
important challenge to the game theoretic analysis of agent
interactions. In this paper we explain and formalize how agents
can modify the behavior of normative systems via contracts.
Our approach to modify the behavior of normative systems
by means of contracts is based on constitutive rules changing
the normative system, using the distinction between regulative
and constitutive norms developed by Searle [8], and the
concept of legal institutions as developed by Ruiter [9]. Legal
effects of actions of the members of a legal system are
complex and contracts do not concern only the regulative
aspects of a legislation, i.e., the rules of behavior specified
by obligations, or the constitutive part of it, i.e., the rules
introducing institutional facts such as bidding in an auction,
but contracts are systems of regulative and constitutive rules
that provide frameworks for social action within larger rulegoverned settings. Therefore contracts as legal institutions
bring with them constitutive norms creating not only institutional facts, but creating also new regulative and constitutive
norms. In this way, it is possible to specify in a contract new
procedures for the interaction among agents.
The game theoretic approach to contracts we develop in this
paper builds on the notion of strategic interaction developed
by Goffman. Inspired by Goffman we adopt the idea that
agents can play games with normative systems just as they
play games with other agents, thus modeling the normative
system as a socially constructed agent, and inspired by Searle
we represent the regulative norms and constitutive norms
as motivational and informational attitudes of this socially
constructed agent. This leads to a relatively simple model of
a complex social phenomena, which can be further developed
in agent theory to develop e-commerce and e-trading systems.
Moreover, we introduce a qualitative game theory based on
recursive modelling.
Our formalization distinguishes between the structure of
normative multiagent systems and games played in it. Starting
from Boella and Lesmo [12]’s observation that a normative
system behaves like an agent monitoring and sanctioning
violations, we develop an ontology of social reality, including
not only normative systems but also groups and organizations.
This ontology is based on the idea that social entities can
be modelled as agents which are attributed mental attitudes.
The metaphor allows us to define regulative rules as goals
of the normative system and constitutive rules as its beliefs.
We introduce self-modifying normative multiagent systems
to define constitutive norms with legal effects, which update
the beliefs and motivations of the normative system. In these
normative multiagent systems, obligations are defined using
six clauses, distinguishing among the motivational and regulative constituents of obligations. The creation of contracts is
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represented by an institutional fact that works as an abstraction
between the agreement and its legal effects. Contracts seen as
legal institutions are based on a tight integration of constitutive
and regulative rules.
Moreover, we develop a qualitative game theory where
agents are allowed to make contracts to change their normative
positions, and we explain and show how agents can use
the game theory. By using recursive modelling and applying
the agent metaphor to normative systems we define violation
games among an agent and the normative system in which the
agent predicts the behavior of normative systems, and we use
an example from international trade to illustrate how agents
can use the game theory. Negotiation games involving for
example all three agents a, b and o can be defined analogously.
For example, assume that agent b also has to sign the contract
before it comes into force, and it is deliberating whether to
sign it or not. One of the crucial factors in signing is whether
agent b believes that agent a will fulfill its obligations, or
violate them. Agent b therefore recursively models agent a.
However, to find out whether agent a will fulfill its obligations,
agent b has to consider his beliefs about agent a’s beliefs about
organization o, as detailed in the violation game discussed
in Section V-B. The negotiation game therefore extends the
violation game with another level of recursion.
The qualitative game theory is not restricted to selfish
agents minimizing their sanctions, based on clauses 2-6 of the
definition of obligation, but it can also be used for respectful
agents internalizing the goals of the normative system as their
own goals, based on clause 1. The example also suggests many
ways in which the example can be modified such that no longer
can be derived that agent a will pay, including many subtle
variants of fraud and deception.
In this paper we use normative system and organization
interchangeably, though there are several additional issues
to be studied in organizations. For example, as Milosevic
and Dromey [18] suggest, contracts are strictly related to
roles. Contracts are used for assigning roles: they create the
obligations of the holder of a role starting from the description
of the role. The notion of role allows also to structure the
normative system in various types of agents, like those with
the task of monitoring violations and applying sanctions.
Analogously new roles can be added to normative systems
regulating the contract negotiation process to act as mediators
or coordinators of contracts. Legal institutions, like contracts,
can even create new normative systems, for example, contracts
creating organizations (such as the legislation on societies).
It is thus necessary that such contracts are able to specify
obligations and permissions about obligations and permissions
created by an organizations.
The use of normative multiagent systems is not restricted
to contract negotiation. Many theories and applications of
multiagent systems such as electronic commerce, virtual communities, theories of fraud and deception, of trust dynamics
and reputation, secure knowledge management, et cetera, can
fruitfully employ the notion of a normative system regulating
an agent society. Each of these applications comes with its own
characteristic properties, which are subject of further research.
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Security Policies for Sharing Knowledge
in Virtual Communities
Guido Boella and Leendert van der Torre

Abstract—Knowledge management exploits the new opportunities of sharing knowledge among members of virtual communities
in distributed computer networks, and knowledge-management
systems are therefore modeled and designed as multiagent systems. In this paper, normative multiagent systems for secure
knowledge management based on access-control policies are
studied. It is shown how distributed access control is realized by
means of local policies of access-control systems for documents of
knowledge providers, and by means of global community policies
regulating these local policies. Moreover, it is shown how such a
virtual community of multiple knowledge providers respects the
autonomy of the knowledge providers.
Index Terms—Knowledge management, multiagent systems,
normative systems, policies, virtual communities.

I. I NTRODUCTION

M

ANY multiagent systems for knowledge management
have been proposed. For example, KAoS[1] is a system for the management of technical information contained in
documents, KRAFT [2] aims at fusing information from different sources, FRODO [3] represents distributed organizational
memories, and MARS [4] is an adaptive social network for
information access. Van Elst et al. [5] observe several reasons
why multiagent systems are useful for knowledge management. The autonomy as well as proactiveness of agents help
accommodating to the reality that knowledge workers typically adopt knowledge-management goals with a low priority.
The flexibility to adapt to unforeseen situations of agents and
multiagent systems helps knowledge management to deal with
changing environments, such as the addition of new members
to the knowledge-management system [6]. Moreover, agent
technology provides tools and models to develop knowledgemanagement systems, for example, to incorporate legacy systems into modern distributed information systems.
However, there is no consensus on how multiagent systems
can be used to deal with security considerations in knowledge
management. In this paper, we address two requirements of
secure distributed knowledge management.
1) Knowledge providers should not give up their autonomy
to prohibit access to users they do not trust, even when
they satisfy the security rules of the virtual community.
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2) The policy rules for managing knowledge in a secure
way concern not only which knowledge the users are
prohibited or permitted to access, but also which regulations the community members are allowed or obliged to
enforce.
Traditionally, multiagent systems are developed without security considerations in mind, by focussing on the coordination
of cooperative agents. Likewise, knowledge-management systems are traditionally developed without any security considerations, for example, because the users of the systems know each
other, share the same goal, and share a fixed set of administrative rules. When passing from knowledge management in teams
to knowledge management in virtual communities, the flow of
knowledge must be subject to restrictions [7], [8].
We introduce a model of policies for secure knowledge
management in virtual communities satisfying the above requirements by modeling distributed knowledge management by
means of normative multiagent systems (NMAS). Knowledge
providers are modeled as normative systems creating their own
norms. Global policies are enforced by detective rather than
preventative control, such that global policies can be violated
by knowledge providers if they believe this is necessary. Various types of agent types can be modeled to reflect ways in
which agents can be motivated, such as norm internalizing
agents, respectful agents, and selfish agents. Games among
agents are used to analyze interaction in secure knowledge
management.
We illustrate our model of secure knowledge management by
highlighting an important subtlety involved in global policies
regulating local policies. It is concerned with the notion of
entitlement, which distinguishes between users that are only
permitted to access knowledge, and users that are also entitled
to it in the sense that knowledge providers are obliged to permit
them access [9]. The additional issue discussed, formalized,
and analyzed in this paper is that global policies do not only
describe who is entitled to access resources, because the gametheoretic analysis shows that this is too weak to obtain the
desired system behavior. Global policies do not only refer to
the existence of local norms, but they have to refer also to the
enforcement of the norms by the local provider recognizing and
sanctioning violations.
This paper is organized as follows. In Section II, we discuss
decentralized control in secure knowledge management. In
Section III, we discuss our two requirements, which are detailed
in Sections IV and V. In Sections VI and VII, we present the
logical model, and in Section VIII, we apply it to an example
of global policies concerned with entitlement.
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II. S ECURE K NOWLEDGE M ANAGEMENT
Knowledge management is a management discipline taking
advantage of new technologies like peer-to-peer, multiagent,
and normative systems respecting the distributed nature of
knowledge in organizations.
A. Distributed Knowledge Management
Van Elst et al. define knowledge management as “the systematic, holistic approach for sustainably improving the handling
of knowledge on all levels of an organization (individual,
group, organizational and inter-organizational level) in order to
support the organization’s business goals, such as innovation,
quality, cost effectiveness, etc.” [5].
Knowledge is distributed in organizations, since the division of labor in modern companies leads to a distribution of
resources, and knowledge management has to respect the distributed nature of knowledge in organizations. Bonifacio et al.
explain that knowledge is the result of different perspectives
and partial interpretations of world portions or domains, called
the subjectivity and sociality of knowledge, and therefore, it
should not be viewed as an absolute monolithic matter, but as
a “system of local ‘knowledges’ continuously negotiated by
communities of ‘knowers’” [10].
Van Elst et al. observe that the distributed nature of knowledge in organizations “is not a ‘bug’ but rather a feature
which is not only a matter of physical or technical location of
some file” [5]. For example, knowledge management typically
resides in environments subject to frequent changes, either
in the organizational structure, in business processes, or in
the information-technology infrastructure, and centralized solutions are often ill suited to deal with continuous modification
in the enterprise.

C. Secure Knowledge Management
Secure knowledge management is an important issue, because an organization’s knowledge is easy to view, steal, manipulate, and delete. For example, Mundy and Chadwick discuss
the need of secure knowledge management in the health-care
industry. As this industry “enters the era of knowledge management it must place security at the foundation of the transition. Risks are pervasive to every aspect of information and
knowledge management. . . . In an age where risks and security
threats are ever-increasing, secure knowledge management is
an essential business practice” [13].
The national information systems security glossary
(NSTISSI 4009) distinguishes the following five components
of secure knowledge management. Authentication is a security
measure to establish the validity of a message or verifying the
eligibility of an individual to receive information. Authorization
is the set of rights granted to a user to access, read, insert, or
delete data. Data security or privacy is the protection from
unauthorized disclosure. Data integrity is the requirement that
data are unchanged from their source. Information security
policy is the set of organizational guidelines, rules, regulations,
and procedures that are used to protect an organization. It
emphasizes that all components are essential and mutually
supportive. For example, authentication without authorization
would mean that only valid users could gain access but could
execute any operation.
It also observes that, without an information security policy,
there would be no apparent requirement for secure practices,
and security would either be ignored or implemented in an
ad hoc manner, and thus, control could be either too rigid or
completely missing.
D. Normative Multiagent Systems and Access Control

B. Multiagent Systems
Due to technological innovations knowledge-management
systems are no longer limited to a single organization [10].
Van Elst et al. observe that “the role of information technology
as an enabling factor is also widely recognized and . . . a
variety of proposals exist showing how to support knowledge
management with specialized information systems” [5].
For example, Bonifacio et al. argue that a member of a
distributed knowledge-management system can be seen “as a
peer [of a peer-to-peer system] that manages and has control
over a set of local technologies, applications and services. . . . In
order to join the system, every member must provide resources
or services to the others” [11].
As another example, Tacla and Barthes develop a multiagentsystem architecture for knowledge management, because
“knowledge is contained in the information produced, retrieved
and exchanged among members of the projects,” which results in “a distributed group memory where each member
keeps part of the knowledge of the team.” They introduce
a multiagent-system architecture for knowledge-management
systems, because, “like in a team, a multiagent system is composed by a group of possibly heterogeneous and autonomous
agents” [12].

Secure knowledge management takes advantage of new
technologies like normative multiagent systems, such as
access-control techniques, languages, and models for policy
requirements, etc. Normative multiagent systems can be used
as a software engineering method to develop secure knowledgemanagement systems, both providing high-level specifications
as well as system realizations. Moreover, normative multiagentsystem models can be used to analyze the system, or simulate
solutions before they are built.
The NSTISSI acknowledges the importance of access control, and mentions various models. Discretionary access control
can be viewed as an owner-based administration of users’
rights, where the owner has authority over which other users
can access the object. Discretionary access control has some
limitations, in particular, in the way the owner can delegate
his discretionary power to other people. Mandatory access
control is based on security labels given to objects (security classification) and users (security clearance). Role-based
access control has been developed to enhance maintenance
and scalability. Permissions are granted to roles that are assigned to users. A security officer may have the right to
assign roles to users without having an access right to the
resources.
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III. T WO R EQUIREMENTS AND S OME C ONSEQUENCES
In this section, we discuss two requirements for the development of an integrated approach to distributed knowledge management and security, which we use to motivate and evaluate
our multiagent model for secure knowledge management.
A. Autonomy of Local Knowledge Providers
A multiinstitutional or multiorganizational set of agents is
a virtual community [14] if they use a set of rules, a policy,
to specify how to share their resources, like documents and
knowledge. A virtual community can be modeled as a system
containing role-playing agents. Every agent in the community
can play both the role of a document user as well as that of a
document provider, because agents do not only use documents,
but they also put the documents they own at disposal to the other
participants of the community. Document providers retain the
control of their documents and they specify in local policies the
conditions of use of their documents.
The knowledge providers prefer not to give up their own
power to enforce local policies for the access to the documents
they control. For example, as Sadighi Firozabadi et al. [15]
argue, there are “cases where security administrators are not
fully trustworthy,” for example, when multinational virtual
communities are headed by foreign countries with varying
security standards. The agents participating in the community
are heterogeneous and change frequently, so they cannot be
assumed to be always cooperative and to act in accordance to
the system policies, both when requesting access to documents
and when providing access to their documents. Decentralized
authorities can cope in a better way with local idiosyncratic
situations: “each party of the network can decide in each circumstance whether to accept credentials presented by a second
party” [16]. Bonifacio et al. call it the principle of autonomy:
“each community has a high degree of autonomy to manage its
local knowledge” [10].
B. Local and Global Security Policies
However, the need of leaving autonomy to the knowledge
providers must be balanced with the requirement that their
local access policies should be organized according to a global
policy defining how the knowledge should be shared among
participants. The distinction between local and global policies is analogous to the distinction between local and global
knowledge. As van Elst et al. [5] observe, “departments, groups
and individual experts develop their particular views on a
given subject. These views are motivated and justified by the
particularities of the actual work, goals and situation. Obtaining
a single, globally agreed upon vocabulary (or ontologies) within
a level of detail which is sufficient for all participants, may incur
high costs (e.g., for negotiation)” [5]. In virtual communities,
global access control cannot be directly implemented, since
nobody owns all the documents. There is no central manager
of a system permitting agents to access the resources it owns
and controls, according to the policies defined by itself. Such a
centralized administration could be a too heavy burden and it
can affect the core business activities of the system.
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The centralized management of resources owned by the
single resource providers is only partially performed by a
community agent [7], which is in charge for maintaining the
list of registered members and offering brokerage services for
available information sources, but not for policing accesses
to resources. The global policies are issued and enforced, for
example, by a community authorization service (CAS): “A
community runs a CAS server to keep track of its membership
and fine-grained access-control policies. A user wishing to
access community resources contacts the CAS server, which
delegates rights to the user based on the request and the user’s
role within the community. These rights are in the form of
capabilities which users can present at a resource to gain access
on behalf of the community” [14].
Representations of local access-control policies can be obtained from existing theories of access control. Therefore, as
observed by Pearlman et al. [14], “a key problem associated
with the formation and operation of distributed virtual communities is that of how to specify and enforce community
policies.” In the remainder of this paper, this key problem is
discussed and analyzed in our model of normative multiagent
systems, which contains various incentives to motivate knowledge providers.
C. Incentives for Knowledge Providers
Since knowledge providers are on the one hand autonomous,
but on the other hand cannot be coerced to provide their
services or to deny them to users, it is necessary that these local
providers are provided with incentives to implement the global
policies by means of local ones. In other words, knowledge
providers must be motivated by rewards and sanctions, such as
the exclusion from the community. Moreover, there also has to
be a monitoring system detecting violations and enforcing
sanctions.
Sanction-based control implies also that an agent may influence negatively the behavior of other agents. In the terminology
of Sichman et al. [17], other agents depend on it. In our model,
this dependence is the essential precondition for the ability to
issue policies. In this sense, the control of resources does not
mean only that a given service is not provided if the provider
does not want to, for example, the files of a web server cannot
be accessed if it does not provide an answer to a request.
Sanction-based control implies, for example, that agents depend
on the global authority for their membership of the community.
If knowledge providers do not behave according to its policies,
then they are denied citizenship. At the local level, agents
depend on the provider for the current and future access to the
local resource.
Summarizing, we have to deal with the autonomy of local
providers by modeling the security policies of the system, but
also to limit the autonomy of agents, defining their responsibilities and roles. In particular, the respect of norms must be motivated in two distinct ways. Knowledge users must be provided
with an incentive to respect the norms, and local knowledge
providers must be motivated to issue policies respecting the
global ones, and to enforce them.
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IV. N ORMATIVE M ULTIAGENT S YSTEMS
To deal with the requirement that local knowledge providers
are autonomous, we model each knowledge provider as a
normative system. We thus say that an agent is autonomous in
the literal sense of “making its own norms.” Consequently, in a
virtual community, we have to deal with the interaction among
normative systems.
A. Norms and Control
The role of norms in local and global policies is a major
aspect of secure knowledge-management systems. We model
a secure knowledge-management system as a normative multiagent system, which are “sets of agents . . . whose interactions
can be regarded as norm-governed; the norms prescribe how
the agents ideally should and should not behave. . . . Importantly, the norms allow for the possibility that actual behavior
may at times deviate from the ideal, i.e., that violations of
obligations, or of agents’ rights, may occur” [18], where the
norms are used to address security concerns of knowledgemanagement systems. Note that the notion of a normative
system regulating an agent society has also fruitfully been
employed elsewhere, such as electronic commerce, theories
of fraud and deception, of trust dynamics and reputation,
etc. [19].
Since there is no plausible way to enforce the respect of
global policies by constraining the architecture, it is necessary
to have a normative control mechanism to specify global policies about local policies. Normative systems contain control
procedures, which are policies and procedures that help to
ensure that management directives are carried out [20], because, intentionally or not, an agent may fail to comply with
the policy. Moreover, the norms of global policies must be
represented as soft constraints, which are used in detective
control systems where violations can be detected, instead of
hard constraints restricted to preventative control systems, in
which violations are impossible [21]. A typical example of
the former is that you can enter a train without a ticket,
but you may be checked and sanctioned, and an example of
the latter is that you cannot enter a metro station without
a ticket. Detective control is the result of actions of agents
and therefore subject to errors and influenceable by actions of
other agents.
B. Secure Agent Interaction
The conceptual machinery of agents, obligations, norms,
control, roles, policies, organizations, contracts, etc., offered
by normative multiagent systems, is used to describe secure
interaction among humans and systems. Agents must reason
about the fulfillment of norms, the possible violations, and
also what to do to repair such violations. A crucial point
in secure knowledge management is the careful planning of
moves during access control. Accordingly, agents must evaluate
the effects of accessing documents both when making and
evaluating an access request. In particular, since the compliance
of the providers to the policies cannot be taken for granted,
a user must consider whether they will fulfill their commit-

ments or not. To make a prediction about the behavior of a
local provider, it is necessary to consider also the reaction
of the global authority enforcing control by monitoring and
sanctioning violations.
C. Game-Theoretic Approach to Norms
Boella and Lesmo [22] analyze the motivational aspects
of norms in the context of multiagent systems composed of
heterogeneous agents, on the assumption that norms are useless
unless supported by sanctions. They argue that sanctions must
be modeled as actions of the normative system, since it is
not possible to presuppose that they are mere consequences of
violations. Hence, Boella and Lesmo attribute to the normative
system the status of an agent deciding whether the behavior
of agents counts as a violation, and thus deserves to be sanctioned by it.
Boella and Lesmo’s model of agent interaction in normative
systems is based on the philosophical foundations on strategic
interaction in the work of sociologist Goffman [23]. “Strategic
interaction” here means, according to Goffman, taking into
consideration the actions of other agents. Boella and Lesmo call
it the game-theoretic approach to norms.
Inspired by Boella and Lesmo’s game-theoretic approach to
norms, in earlier work [19], we propose a logical framework
for reasoning about obligations and norms. It does not use
a preventative control system, because agents are not constrained to respect norms. They can decide whether to respect
norms or not based on a rational balance between the advantage of not respecting a norm and the disadvantage of being
sanctioned. We use goal-based theories developed in artificial intelligence [24] and agent theory replacing probabilities
and utilities by informational (knowledge, belief) and motivational attitudes (goal, desire), respectively, and the decision
rule by a process of deliberation, in particular, based on the
belief–obligation–intention–desire architecture (BOID) [25].
We replace the equilibria analysis in classical game theory by
Gmytrasiewitcz and Durfee’s recursive modeling [26].
D. New Challenges for Our Game-Theoretic Model
Distributed access control poses new challenges to the gametheoretic model of normative systems presented in [19]. The
model must be extended with priorities among beliefs to model
the defeasible effects of actions, with permissions as exceptions
to model access rights, and, most importantly, with global
policies regulating local ones. In [19], we consider agents
modeling the contract partner recursively modeling the normative system. In distributed access control, however, there is no
longer a single normative system, but each knowledge provider
acts as one. In our games, we therefore have to deal with
the interaction among normative systems. Agents recursively
model the local provider, which in turn recursively model
the global authority. Consequently, the relation between the
local and global level, and thus the relation between local and
global policies, plays a central role in the interaction among
normative systems.
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V. G LOBAL P OLICIES R EGULATING L OCAL P OLICIES
To deal with the requirement to model global policies regulating local ones, we consider the rationale of global policies,
called the transmission of will.
A. Transmission of Will
According to von Wright’s principle of transmission of will,
“an authority who orders that something be made obligatory
wants the obligation satisfied. He, as it were, ‘transmits’ his
will through the intermediary of a lower authority. Therefore,
his will is not fulfilled unless the norms which are its immediate
objects are themselves satisfied” [27, p.93].
For example, consider the notion of entitlement. Sadighi
Firozabadi and Sergot [9] define entitlement to a resource by
the obligation of a resource provider to permit access, and
distinguish it from a mere permission of an agent to access
the resource. The following scenario considers entitlement from
the perspective of a local knowledge provider. An agent p has
joined a virtual community n. Its contract for the participation
prescribes that it should provide access to all the members
of the community. Another participating agent, say agent a,
tries to access agent p’s system. However, previous experiences
before joining the community advice agent p that agent a could
damage its resources. Should agent p grant agent a access
to its resources?
The fact that the agent a is entitled to access the resource, in
the sense that the knowledge provider is obliged to permit him
access, is not enough to ensure that he is given access to the
resource, and therefore is not enough for the transmission of
will. Global policies therefore do not refer only to the fact that
a local norm exists, but also to the fact that the local provider
enforces it by recognizing and sanctioning violations.
B. Policies for the Transmission of Will
In the above scenario for entitlement, the management of the
community is organized in at least two levels: the global level
(agent n) and the local one (agent p). Agent n is a distinguished
authority, like the community authorization service playing the
role of a global authority issuing global policies and negotiating
the conditions for the participation of agents to the virtual
community. Agent p is a provider of a document it controls.
Moreover, all the agents (n, p, and a) can also play the role of
users of the resources of the community.
Policies concern the behavior of participants. For example,
at the global level, participants should not communicate their
passwords, or distribute copyrighted files by means of the
system. Otherwise, they are banned from the community, since
the membership to the system is under the control of the global
authority. At the local level, policies forbid agents to store
files exceeding 1 GB on a file-sharing service, or they permit
participants of the community to download copyrighted files
from the web server.
Moreover, there are policies that apply to other policies, such
as global policies that constrain or permit local policies [28].
In our scenario, agent n obliges agent p to permit members of
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the community to access its resources. Analogously, the global
authority could oblige local ones to forbid access, permitto-permit access, or permit-to-forbid access. However, it is not
sufficient that the global obligation to permit or oblige access is
satisfied by the fact that the local provider issues a permission
or an obligation. Norms are ineffective if they are not enforced
by the normative system who issued them: violations of norms
should be recognized as such and sanctioned.
Reconsider the notion of entitlement. An agent n obliges
agent p to permit agent a to do x if agent n obliges agent p
not to consider ¬x as a violation. The local normative system,
however, can still violate this global policy and prevent access
to users if it prefers to face the sanction with respect to permitting access. It is possible that agent p does not grant agent a the
resource it is entitled to by the global policy, and this may be
considered rational. Facing a sanction by the global authority,
e.g., being excluded by the community for a certain period of
time, is preferred to the possibility that agent a damages the
system, e.g., agent a could create a denial-of-service attack.
Thus, the autonomy of the provider is guaranteed, even if a
provider violating a global policy must take the consequences
of its actions into account. The example is formalized in
Section VIII.
C. Transmission of Will in Our Game-Theoretic Model
In our model, obligations are defined in terms of goals of a
normative system. The attribution of goals and beliefs to normative systems is an instance of Dennett’s intentional stance [29]:
Agents behave as if they are endowed with such motivational
attitudes. A global obligation by agent n that agent p obliges
agent a to do x implies an obligation that agent p considers ¬x
as a violation and sanctions it. Since, in turn, the obligation of
agent n is expressed in terms of goals that something counts as
a violation, the global obligation by agent n is defined as the
goal that agent p considers ¬x as a violation and the goal that
if p does not do so, then its behavior is considered a violation
by agent n. Analogously, a permission by agent n that p obliges
that agent a does x is expressed as a permission by agent n to
consider ¬x as a violation: Agent n has the goal that agent p
is not considered a violator by agent n if it considers agent a
as a violator.
Our game-theoretic model highlights two important properties of the transmission of will. First, our game-theoretic
model can be used to show that it is not sufficient that global
norms refer only to the existence of local norms, by illustrating
scenarios in which this is the case, but the local norm is not
enforced.
Second, it gives an additional argument supporting the reduction of policies about policies to obligations and permissions about considering something as a violation or not. The
agent does not have to be implemented in terms of explicit
beliefs and goals. The basis for judging an agent cannot be its
implementation, but the basis can be only its behavior. Analogously, the basis to say that an obligation is satisfied cannot be
based on whether a knowledge provider has or does not have a
goal. The only clue we have is its behavior, and in particular,
whether it sanctions or not.
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VI. L OGICAL F RAMEWORK
In this section, we present a simplified version of our logical
model of normative multiagent systems introduced in [19]. We
do not discuss constitutive norms, but we add priorities among
beliefs, and undercutters to goals. In the following section,
we discuss the extended games for modeling global policies
regulating local ones.
A. Multiagent Systems
We first introduce the structural concepts and their relations. A set of propositional variables X describes the aspects
of the world, and we extend it to literals built out of X
(Lit(X)) to consider also the absence of states of affairs. Rules
built out of the literals (Rul(X)) describe the relations among
the propositional variables. A rule l1 ∧ . . . ∧ ln → l is a pair
of a set of literals built from X and a literal built from X:
Rules represent the relations among literals existing in the
agent’s mental attitudes.
Deﬁnition 1: Let X be a set of propositional variables. The
set of literals built from X, Lit(X) is X ∪ {¬x|x ∈ X}, and
the set of rules built from X, written as Rul(X), is defined
by 2Lit(X) × Lit(X), the set of pairs of a set of literals
built from X and a literal built from X. A rule is written as
{l1 , . . . , ln } → l; we also write l1 ∧ . . . ∧ ln → l, and when
n = 0, we write → l. Moreover, for x ∈ X, we write ∼ x
for ¬x and ∼ ¬x for x.
The mental attitudes attributed to agents consist of beliefs B,
desires D, goals G, and undercutters H. An undercutter is a
mental attitude expressing the absence of a desire or goal, which
we use in the following section to model permissions as exceptions [30]. A mental description function MD associates a rule
in Rul(X) with each belief, desire, goal, and undercutter. We
introduce priority relations to resolve conflicts among mental
attitudes. A function ≥ associates with an agent a transitive
and reflexive relation on the powerset of the motivations and
beliefs containing at least the subset relation. Moreover, various
mental attitudes are attributed to agents by the agent description
relation AD. It associates with each agent a set of beliefs,
desires, goals, and undercutters.
Multiagent systems also contain concepts concerning
informational aspects. First of all, the set of variables whose
truth value is determined by an agent (decision variables) are
distinguished from those which are not directly determined by
the agent (P , the parameters using the terminology of Lang
et al. [31]). Concerning the relations among these concepts,
we have that parameters P are a subset of the propositional
variables X. The complement of P represents the decision
variables controlled by the agents. Hence, we associate to each
agent a subset of X \ P by extending the agent description AD.
Deﬁnition 2 (MAS): A multiagent system (MAS) is a tuple
A,X,B,D,G,H,AD,MD,≥, where:
1) The agents A, propositional variables X, beliefs B, desires D, goals G, and undercutters H are six finite disjoint
sets. We write M = D ∪ G for motivations.
2) An agent description AD : A → 2X∪B∪D∪G∪H is a complete function that maps each agent to a set of variables
(its decision variables), and to its beliefs, desires, goals,

and undercutters. For each agent a ∈ A, we write Xa
for X ∩ AD(a), Ba for B ∩ AD(a), etc. We write also
P = X \ ∪a∈A Xa for the parameters.
3) A mental description MD : B ∪ D ∪ G ∪ H → Rul(X)
is a complete function from the sets of beliefs,
desires, goals, and undercutters to the set of rules
built from X. For S ⊆ B ∪ D ∪ G ∪ H, we write also
MD(S) = {MD(s)|s ∈ S}. Moreover, we write s x → y
for denoting: s such that M D(s) = x → y.
4) A priority relation ≥: A → ((2B × 2B ) ∪ (2M × 2M ))
is a function from agents to a transitive and reflexive
relation on the powerset of the mental attitudes containing
at least the subset relation. We write ≥a for ≥ (a).
Example 1 illustrates the running example as a multiagent
system. In conceptual models used in practice as well as in
the more detailed examples in the following sections, we use
meaningful names; here, we use single letters to save space.
Example 1: Let MAS = A, X, B, D, G, H, AD, MD, ≥
with A = {a, p, n}, P = {q, r}, H = ∅, and X \ P , B, D, G,
AD, MD, and ≥ are given by the following table:

Agent a desires (d1 ) to get information q to increase its
knowledge by doing x1 (b1 ), i.e., by making a request to
agent p. Vice versa, agent p desires (d2 ) to know r by requesting it to agent a with action x3 . Therefore, both agents a and p
share resources and request them. Moreover, they want to react
to the request of the other one by respectively doing actions x2
and x4 (g1 and g2 ), which are not desired by the other agent (d3
and d4 ). These actions are exceptions to the effect of, respectively, requests x1 and x3 , and thus, they prevent their results
(q and r). Agent n is monitoring the behavior of agent p and, if
agent p achieves its goal x4 when x1 is true, then it wants (g3 )
to perform action x5 , which is disliked by agent p (d5 ).
Finally, only a fragment of the priority relation is given,
because it is only given for singleton motivations and beliefs,
whereas it is defined over sets of motivations.
The example already illustrates a drawback of using only
multiagent systems to describe the example, because there is
no notion of obligation, violation, or sanction. We therefore
introduce normative multiagent systems.
B. Normative Multiagent Systems
A normative multiagent system contains a norm (violation)
description V , a function from agents and literals to the decision
variables of the normative system together with the parameters.
We write Va (x) for the decision variable representing that there
is a violation x ∈ Lit(Xa ∪ P ) by agent a ∈ A.
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Deﬁnition 3: A normative multiagent system NMAS is
a tuple A, X, B, D, G, H, AD, MD, ≥, V  that extends
a multiagent system with a partial (violation) function
V : A × Lit(X) → X \ P from agents and literals to decision
variables. We write Va (x) for V (a, x).
We can introduce decision variables like Vb (Va (x)), where
agent b is considered as a violator if it considers x ∈ Lit(X) as
a violation done by agent a. Analogously, Vb (¬Va (x)) means
that agent b is considered as a violator, because agent b does
not consider x as a violation done by agent a.
Example 2 (Continued): The agents a, p, n in Example 1 are
now interpreted as a virtual community where a is considered
only a user of the system, and p only as a local provider
owning a document, and n is a global authority. Assume
that V is defined as: Va (x1 ) = x4 , Vp (x4 ) = Vp (Va (q)) = x5 ,
and Vc (y) = undef ined for all other values of c ∈ A and
y ∈ Lit(X). This means that if x4 is the case, then x1 is
recognized as a violation of agent a, and if x5 is the case, then
doing Va (x1 ) is recognized as a violation of agent p.
C. Obligation
The definition of obligation contains several clauses. The first
clause says that the obligation is in the desires and in the goals
of a normative system b (“your wish is my command”). The
second and third clauses can be read as “the absence of ∼ x
is considered as a violation.” The association of obligations
with violations is inspired by Anderson’s reduction of deontic
logic to alethic modal logic [32]. The third clause says that the
normative system desires that there are no violations. The fourth
and fifth clauses relate violations to sanctions and assume that
normative system b is motivated to apply sanctions only as long
as there is a violation; otherwise, the norm would have no effect.
Finally, for the same reason, we assume in the last clause that
the agent does not like the sanction.
Deﬁnition 4 (Obligation): Let a normative multiagent system NMAS be A, X, B, D, G, H, AD, MD, ≥, V . Agent
a ∈ A is obliged in NMAS to decide to do x ∈ Lit(Xa ∪ P )
with sanction s ∈ Lit(Xb ∪ P ) if Y ⊆ Lit(X) by normative
system b ∈ A, written as NMAS |= Oa,b (x, s|Y ), if and only
if the following conditions are met.
1) Y → x ∈ MD(Db ) ∩ MD(Gb ): If normative system b
believes Y , then it desires x and has x as a goal.
2) Y ∪ {∼ x} → Va (∼ x) ∈ MD(Db ) ∩ MD(Gb ): If normative system b believes Y and ∼ x, then it has the goal
and the desire Va (∼ x): to recognize ∼ x as a violation by
agent a.
3)
→ ¬Va (∼ x) ∈ MD(Db ): Normative system b desires
that there are no violations.
4) Y ∪ {Va (∼ x)} → s ∈ MD(Db ) ∩ MD(Gb ): if normative system b believes Y and decides Va (∼ x), then it desires and has as a goal that it sanctions agent a with s.
5) Y → ∼ s ∈ MD(Db ): If normative system b believes Y ,
then it desires not to sanction, ∼ s. The normative system
only sanctions in case of violation.
6) Y → ∼ s ∈ MD(Da ): If agent a believes Y , then it desires ∼ s, which expresses that it does not like to be
sanctioned.
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VII. G AMES W ITH G LOBAL P OLICIES
We first introduce documents and permissions, then we define global policies, and finally, we introduce the extended game
theory.
A. Documents
We introduce some syntactic sugar. Management of knowledge in the multiagent system is represented by access of
documents DC. We are inspired by Lee [33]: “we use the term
‘document’ since most information parcels in business practice
are mapped on paper documents.” Of course, knowledge is
distinct from information. In the context of knowledge management, knowledge is described as information that has a use or
purpose. Whereas information can be placed onto a computer,
knowledge is emergent and socially constructed, in the sense
that it exists in the heads of people: Knowledge is information
to which an intent has been attached. The distinction between
the two can be reflected by the internal structure of the documents, and how agents update their mental states once they
receive documents. For example, receiving information only
updates the agent’s beliefs, whereas receiving knowledge can
extend the agent’s capabilities. In this paper, we do not consider
the internal structure of knowledge documents, but we focus on
operations agents can perform on documents.
Deﬁnition 5 (Documents): Let DC be a set of documents.
Let DAa = {f (a, d)| d ∈ DC} be a set of actions of the agent
a ∈ A. f (a, d) ∈ DAa can belong to the decision variables
Xa or it can be a parameter such that there exists a decision
variable x ∈ Xa such that x → f (a, d) ∈ Ba : f (a, d) is an
effect of a decision variable x of agent a representing agent a’s
beliefs that x is a fallible tentative of accessing document d.
The following example illustrates that similar syntactic sugar
is also used for the description of the state of the world.
Example 3 (Continued): Possible actions on the documents
are the create, read, update, and delete (CRUD) actions of
the CRUD security model in databases: e.g., x1 = read(a, d)
and q = inf o(a). To have an information inf o(a), agent a
believes it has to perform action read(a, d) (b1 ) as an attempt to
get it.
NMAS |= Oap (¬read(a, d), san| ), agent a is obliged not
to read document d ∈ DC (read(a, d) ∈ Xa ), or else it is
sanctioned with san ∈ Lit(Xp ∪ P ), if
g4
g2
g5

d6
d7
d8
d9
d10
d3

→ ¬read(a, d) ∈ Gp , Dp
read(a, d) → Va (read(a, d)) ∈ Gp , Dp
→ ¬Va (read(a, d)) ∈ Dp
Va (read(a, d)) → san ∈ Gp , Dp
→ ¬san ∈ Dp
→ ¬san ∈ Da

B. Conditional Permission
To model permission, we consider clauses analogous to the
ones for obligation. Since most clauses have to do with sanctions, we have to consider only clauses analogous to the first
two clauses of obligation. Whereas obligation corresponds to a
kind of normative goal in our model, permission corresponds
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to a kind of undercutter to a normative goal. Moreover, whereas
obligations imply, under some conditions, a violation, permissions may imply the absence of a violation.
Deﬁnition 6 (Permission): Let a normative multiagent system NMAS be A, X, B, D, G, H, AD, MD, ≥, V . Agent
a ∈ A is permitted to decide to do x ∈ Lit(Xa ∪ P ) if
Y ⊆ Lit(X) in NMAS by normative system b ∈ A, written
as N M AS |= Pa,b (x|Y ), if and only if
1) Y → x ∈ MD(Hb ): If normative system b believes Y ,
then it does not have a desire or goal x.
2) Y ∪ {x} → ¬Va (x) ∈ MD(Db ) ∩ MD(Gb ): If normative system b believes Y and x, then it does not want to
count x as a violation.
C. Policies
Consider now the notion of entitlement: An agent is obliged
to permit another agent. If we would add nested obligations
and permissions as in standard modal logic, then an obligation to permit Ob,c (Pa,b (x|Y ), s | W ) could be represented by
Ob,c (Ψ, s|W ), where Ψ is, respectively, Y → x ∈ MD(Hb )
and Y ∧ x → ¬Va (x) ∈ MD(Gb ). Note that in the latter formula, as well as the other formulas in the subsection, we write
conjunction ∧ for the union ∪ to facilitate the reading of these
formulas. This reduces to 12 clauses, since each of the two
obligations is made of the following six clauses:
1) W → Ψ ∈ MD(Dc ) ∩ MD(Gc );
2) W ∧ ¬Ψ → Vb (¬Ψ) ∈ MD(Dc ) ∩ MD(Gc );
3)
→ ¬Vb (¬Ψ) ∈ MD(Dc );
4) W ∧ Vb (¬Ψ) → s ∈ MD(Dc ) ∩ MD(Gc );
5) W → ∼ s ∈ MD(Dc );
6) W → ∼ s ∈ MD(Db ).
Our reduction, instead, claims that, for global policies, a
nested modality is too weak, and we therefore remove the
inner modalities. For example, the second clause reduces to
Ob,c (¬Va (x), s|Y ∧ W ∧ x). This removal, however, does not
have to lead to something making sense. For example, for the
first clause Ob,c (x, s|Y ∧ W ) is too strong, as x is not obligatory, but only permitted. Thus, we define the policy concerned
with obligation to permit as only the second clause.
Deﬁnition 7: A global policy of global authority c ∈ A in
context W ⊆ Lit(X) with sanction s ∈ Lit(Xc ∪ P ) for the
entitlement of agent a ∈ A to x ∈ Lit(Xa ∪ P ) from knowledge provider b ∈ A if Y ⊆ Lit(X) is
Ob,c (¬Va (x), s|Y ∧ W ∧ x).
Consequently, the global policy implies the following six
clauses, which illustrate that removal of nested obligations and
permissions has left a nested violation predicate:
1) W ∧ Y ∧ x → ¬Va (x) ∈ MD(Dc ) ∩ MD(Gc );
2) W ∧Y ∧x∧ Va (x) → Vb (Va (x)) ∈ MD(Dc ) ∩MD(Gc );
3)
→ ¬Vb (Va (x)) ∈ MD(Dc );
4) W ∧ Y ∧ Vb (Va (x)) → s ∈ MD(Dc ) ∩ MD(Gc );
5) W ∧ Y → ∼ s ∈ MD(Dc );
6) W ∧ Y → ∼ s ∈ MD(Db ).
Analogously, policies concerned with an obligation to oblige
contain clauses like Ob,c (Va (∼ x), s|Y ∧ W ∧ ∼ x), a per-

mission to permit contains Pb,c (¬Va (x)|Y ∧ W ∧ x), and a
permission to oblige Pb,c (Va (∼ x)|Y ∧ W ∧ ∼ x). Moreover,
they may also contain additional clauses. For example, if
the global authority explicitly states the sanctions for the
local providers, then we may have several clauses such as
Ob,c (s , s|Y ∧ W ∧ ∼ x ∧ Va (∼ x)) for the obligation to oblige
and Pb,c (s |Y ∧ W ∧ ∼ x ∧ Va (∼ x)) for the permission to
oblige.
D. Games
The agents believe to be in a state that is the result of the
application of the prioritized belief rules.
Deﬁnition 8 (Consequences of Beliefs): Let R be a set of
rules in Rul(X), Q a set of literals in Lit(X), and ≥ a transitive
and reflexive relation on the powerset of R containing at least
the superset relation.
i
1) out(R, Q) = ∪∞
0 out (R, Q) is the state obtained by
0
the sequence out (R, Q) = ∅ and outi+1 (R, Q) =
outi (R, Q)∪ {l|L → l ∈ R and L ⊆ Q ∪ outi (R, Q)};
2) maxf amily(R, Q, ≥) is the set of maximal subsets R of
R with respect to set inclusion such that Q ∪ out(R , Q)
is consistent (does not contain a literal and its negation);
3) preff amily(R, Q, ≥) is the set of maximal elements of
maxf amily with respect to the ≥ ordering;
4) outf amily(R, Q, ≥) is the output under the elements of
preff amily, {out(R , Q)|R ∈ preff amily(R, Q, ≥)};
5) x ∈ out(R, Q, ≥) iff x ∈ ∩outf amily(R, Q, ≥).
Decisions of agents are consistent sets of literals built from
decision variables.
Deﬁnition 9 (Decisions): The set of decisions ∆ of a set
of agents
 AS = {a1 , . . . , an } ⊆ A is the set of consistent sets
δ = ai ∈AS δi ⊆ Lit(X).
To define the optimal decisions, we consider the expected
effects of decisions by applying belief rules and by recursively
modeling the decisions of other agents. These effects are used
to order the decisions using the desire and goal rules. The
unfulfilled motivations of decision δ according to agent a ∈ A
are the set of motivations whose body is part of the closure of
the decision under the belief rules but whose head is not, and
which are not undercut by any rule in H.
Deﬁnition 10 (Recursive Modeling): Given the set of agents
AS = {a1 , . . . , an } ⊆ A:


1) Given
Si = out(Bi , 0<j<n δj , ≥i ) ∪ 0<j<n δj ,
U (δ, ai ) is the set of l1 ∧ . . . ∧ ln → l ∈ M such that:
1) {l1 , . . . , ln } ⊆ Si and l ∈ Si ;
2) there does not exist l1 ∧ . . . ∧ ln → l ∈ Hi such that
{l1 , . . . , ln } ⊆ Si .
2) A decision δ is optimal for agent ai if and only if it is
optimal for agents ai+1 , . . . , an and there is no decision
δi such that for all decisions δ  = δ0 ∪ . . . ∪ δi ∪ . . . ∪ δn
and δ  = δ0 ∪ . . . ∪ δi ∪ . . . ∪ δn optimal for agents
ai+1 , . . . , an , we have that U (δ  , ai ) >i U (δ  , ai ).
Example 4 (Continued): When δ = {x1 , x4 }, then
out(Ba , δ, ≥a ) = {x1 , x4 , q} and U (δ, a) = {d3 → ¬x4 },
U (δ, p) = {d2
→ r}, and U (δ, n) = {g3 x1 ∧ x4 → x5 }.
When δ = {x1 , x3 }, then out(Ba , δ, ≥a ) = {x1 , x3 , q, r} and
U (δ, a) = {g1 x3 → x2},U (δ, p) = {g2 x1 → x4},U (δ, n) = ∅.
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TABLE I
USER a, KNOWLEDGE PROVIDER p, AND GLOBAL AUTHORITY n

VIII. E XAMPLE
Table I illustrates an example of a virtual community composed of a user a, a knowledge provider p, and a CAS
agent n, which establishes the global policy of the community.
When agent a takes its decision δa , it has to minimize its
unfulfilled motivational attitudes. However, when it considers
these attitudes, it must not only consider its decision δa and
its consequences, it must consider also the decision δp of the
local provider p and its consequences, for example, that it is
sanctioned by it. Therefore, agent a recursively considers which
decision the normative system p will take depending on its
different decisions δa . In turn, agent p takes its decision δp
under the light of what will do the authority n it is subject to.
The optimal decision of agent p depends on each decision δa
and also on the optimal decision δn for normative system n
for each decision δa ∪ δp . Instead, given a decision δa ∪ δp , a
decision δn is optimal for agent n if it minimizes the unfulfilled
motivational attitudes in Dn and Gn according to the ≥n
relation, without further recursive modeling.
Agent a reads a document d (read(a, d) ∈ Xa ), which is
under the control of agent p to get an information inf o(a) ∈ P
(read(a, d) → inf o(a) ∈ Ba ). Moreover, The CAS n issues
global policies addressed to normative system p and p issues
local policies addressed to user a.
The example shows a case of entitlement. Even if the
provider p locally forbids access to the information, agent a
is entitled to do so by the global policy in the context of
some project (project(a) ∈ P ). The local policy is represented by Oa,p (¬read(a, d), san| ), while the global one
is Op,n (¬Vp (read(a, d))|project(a) ∧ read(a, d)). The sanction san makes false the effect inf o(a) of the access to the resource d by read(a, d). However, if agent p believes that agent
a is a hacker (hack(a) ∈ P ), it prefers to violate the global
policy with respect to letting agent a access the document.
The bottom three lines of Table I represent the output and unfulfilled motivations when agent a decides to
do δa = {read(a, d)} and agents p and n decide to do
nothing (δp = δn = ∅). Had agent p’s decision been δp =
{Va (read(a, d)), san}, then inf o(a) would not have been true
anymore in out(Ba , δ, ≥a ), due to the sanction applied by

agent p : the rule san → ¬inf o(a) ∈ Ba has priority over the
rule read(a, d) → inf o(a) ∈ Ba (b2 > b1 ). Thus, agent a’s
unfulfilled desires would have been
U (δ  = δa ∪ δp , a) = {

→ inf o(a),

→ ¬san}.

To take a decision between δp and δp , agent p compares
which of its goals and desires remain unsatisfied under the light
of agent n’s reaction: In fact, if agent p decides for δp , U δn
would be {Vp (Va (read(a, d)))}.
U (δ  , n) = {

→ ¬Vp (Va (read(a, d)))}

However, U (δ  , p) ≥p U (δ, p) and thus agent p decides δp .
U (δ  , p) = {

→ ¬Vp (Va (read(a, d)))}

U (δ, p) = {read(a, d) → Va (read(a, d))}
If agent p believes that agent a is a hacker,
→ hack(a) ∈ Bp , i.e., if hack(a) is true in out(Bp , δ, ≥p ),
then p believes that agent a, by knowing the content of the
document (inf o(a)), will damage the system, so it prefers that
it does not access it (hack(a) → ¬inf o(a) ∈ Dp ∩ Gp ). In
this case, agent p prefers to be considered a violator by agent n
with respect to allowing agent p trying to access the document,
since its priority is
hack(a) → ¬inf o(a) ≥p

→ ¬Vp (Va (read(a, d))).

Thus, decision δp would be {Va (read(a, d)), san}.
The example can be extended with sanctions toward agent
p in the obvious way. Moreover, obligations to oblige or to
prohibit can be defined analogously. The number of clauses
increases, as discussed in Section VII-C, but the analysis can
be made in the same way.
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IX. R ELATED W ORK
The problem of striking some balance between local versus
global policies has been studied in other contexts too, as part of
the development of distributed computing systems. Numerous
solutions have been proposed, including that of security in a
grid computing environment [14] as well as in web-services
security architectures [34]. An advantage of the formalization
of the balance introduced in this paper is that it is characterized
using an abstract framework. Another advantage is that normative multiagent systems offer the formal framework to analyze
or simulate complex scenarios, using the underlying theories of
normative systems and multiagent systems, including ones of
fraud and deception [35].
In particular, the problem has been addressed in the context
of trust-management systems, trust networks, and in reputationbased systems [36]. These theories and systems originate from
distinct but related traditions (see, e.g., [37] for a discussion of
how trust and norms may be related in a game-theoretic setting).
However, they also have some remarkable similarities. We believe that further study is needed to investigate the assumptions
of the two approaches. For example, the way in which agents
anticipate the behavior of other agents in normative systems
seems distinct from the way they anticipate behavior in trust
and reputation-based systems.
Moreover, while here we study the decentralization of control, our framework is used also to cope with the symmetric
issue of how to centralize those aspects of security in distributed
environments that cannot be dealt with at the local level, such
as which are the members of the community and which ones
should be authorized to access a resource. In particular, in [38],
we explore the problem of how local providers can delegate
to other agents the power to authorize access without giving
up their autonomy. We argue that the problem can be solved
by means of counts-as relations [39]: An agent empowered to
authorize can issue declarations that are considered as authorizations by the local provider. Moreover, these authorizations
appear in the conditions of permissions, which act as exceptions
to the prohibitions concerning general users. In this way, on
the one hand, a CAS agent can regulate at the central level
which agents are allowed to access resources on the basis of
the up-to-date list of members and policies; on the other hand,
the local providers are not overburdened by the management of
information about memberships and maintain their autonomy
to issue obligations, prohibitions, and permissions to regulate
access to their resources.
We believe that a further study into the similarities and
distinctions between these areas can lead to some fruitful
exchanges of ideas. A contribution of the normative systems’
framework is the logical analysis methods, the interaction
among the logical framework and the game-theoretic elements, and the possibilities to simulate fraud and deception.
Also, trust and reputation mechanisms can be used to enrich
existing normative multiagent systems. For example, if one
agent believes that another one is going to harm resources
under its control, this information should be propagated to
the global level. There should be some form of mechanism

to capture such “reputation” information in the normative
architecture.
Normative systems have traditionally been concerned with
more static systems such as bureaucratic and legal systems. Recent work on normative multiagent systems is concerned with
applications in modern electronic networks, which are much
more dynamic and uncertain. It therefore takes its inspiration
from social theories such as Searle’s work on the construction
of social reality, and is concerned with the powers of agents to
change the normative system [19].
The formal framework presented in this paper builds on
deontic logic and BOID agent architecture. It extends our
previous work on normative multiagent systems, e.g., in [19],
in various ways. For example, it introduces the notion of
prioritized beliefs, documents, and most importantly, it studies
more complex games involving an arbitrary number of agents,
within a realistic setting. Whereas arbitrary games among a
large number of agents get very complex, in particular in the
context of uncertainty and observations, and introduce new
conceptual problems, see, e.g., [40] for an example, the games
discussed in this paper are relatively simple due to the fact that
each agent has to consider only the decision of the next agent
who can consider it as a violator.
We do not define permissions as the absence of obligation,
so-called negative permission, but as exceptions to obligations,
a kind of positive permission. For a discussion on the issues
involved in modeling permission, see [41]. Permission is simpler than obligation, since permissions cannot lead to violations
and sanctions. It is only due to entitlement that knowledge
providers may be sanctioned when they do not permit a user
to access documents, but the user itself cannot be a violator and
be sanctioned due to its permissions to access a document. The
various clauses of obligation have been motivated by a gametheoretic analysis [19]. The first clause ensures that “respectful”
agents internalizing the goals of the normative system will
fulfill their obligation under typical circumstances; the second
and third clauses do so for “respectful” agents that do not want
to be considered as violators even if they do not internalize the
norm as one of their goals. The other clauses do so for “selfish”
types of agents, which care only about not being sanctioned.
Similar games can be played to show that the clauses of
permission are necessary, again for norm internalizing agents
and other types of agents, respectively. Since permissions are
exceptions to obligations, a “respectful” internalizing agent
would still adopt the content of the obligation as one of its
goals. For this reason, we added the first clause containing an
undercutter to the goal of the obligation the permission is an
exception of.
Here, we only discuss regulative norms and we do not discuss
constitutive ones, though the new models introduced in this
paper can also be extended with constitutive norms along the
lines discussed in [19]. For constitutive rules, we adopt the same
strategy of attributing mental attitudes to normative systems.
Whereas regulative norms are defined in terms of goals of the
normative systems, constitutive norms establishing what counts
as institutional facts are defined in terms of the beliefs of the
normative system.
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X. S UMMARY
Any scalable solution for secure knowledge management has
to be able to distribute not only the knowledge-management
system, but also the security system. Once knowledge management becomes distributed, security becomes distributed too. A
distributed security system assumes that security concerns are
incorporated from the first design of the distributed knowledgemanagement system. For example, Kolp [7] analyzes the development of knowledge-management systems and argues that
“existing proprietary information management tools block the
exchange of information between applications and users,” and
therefore “a holistic approach is required in the design of
information technology infrastructures as well as the actual
business process reengineering for a successful knowledge
management effort.”
We develop an integrated approach to distributed knowledge
management and security, using multiagent systems and accesscontrol policies in virtual communities. Distributed access
control is realized by a virtual community of multiple knowledge providers with their own local access-control system to
their documents and local policies, and by global community
policies regulating these local policies. The issue at stake is
the rational balance of global versus local control in virtual
communities. Knowledge providers must be autonomous, but
not unconstrained.
Autonomy of local knowledge providers is ensured by modeling each member of the virtual community as a normative
system interacting with other members and posing prohibitions
and permissions about access to its knowledge. Participants do
not give up their autonomy to prohibit access to knowledge
to users they do not trust, even when the users satisfy the
security rules of the virtual community. Resource providers
are therefore not forced, but motivated by the global authority to behave as required. Local providers consider whether
to violate global policies in some situations. Games among
the three agents involved in knowledge access—the user, the
knowledge provider, and the global authority—explain how
these motivations work. The games can be used also to analyze
the knowledge-management system, or to simulate it.
Global community policies regulate local policies based on
von Wright’s notion of transmission of will. The rules of
policies for secure knowledge management do not concern
only what knowledge the users are prohibited or permitted to
access, but they also concern which regulations the knowledge providers are allowed or obliged to enforce. This is a
challenge, because rules refer usually to the actions of users
and not to other rules, which are obligatory or permitted to
adopt. In our model, we incorporate a mechanism for interaction among normative systems. We generalize the framework
with decentralized systems composed of global authorities and
local providers; they are both normative systems, but global
authorities can specify duties and permissions of local providers
concerning the local policies.
A game-theoretic analysis is used to define global policies.
These games describe interactions among the agents in the
normative multiagent systems. Agents must evaluate the effects
of accessing documents both when making and evaluating
an access request. In particular, since the compliance of the

providers to the policies cannot be taken for granted, a user
must consider whether they will fulfill their commitments or
not. To make a prediction about the behavior of a local provider,
it is necessary to consider also the reaction of the global
authority enforcing control by monitoring and sanctioning
violations.
For example, the notion of entitlement, i.e., when a knowledge provider is obliged to permit access to a user, could
be interpreted as the obligation of the provider to create a
permission. However, the knowledge provider can create the
permission, but still does not let the user access the document.
In such a case, the knowledge provider does not act according to
the permissions it created itself. This scenario shows that such
definition of global policies is ineffective. The game-theoretic
analysis of the notion of entitlement in normative multiagent
systems illustrates that this definition of global policy is ineffective and may not change the behavior of the providers.
Our solution is to define global policies concerning the behavior of knowledge providers: considering specified behaviors
as violations and sanctioning them. In the case of entitlement,
this amounts to being obliged not to consider the specified behavior as a violation. For the case in which users are motivated
by sanctions only, in the sense that they are not respectful and
act according to the norm simply due to the existence of the
norm, our game-theoretic analysis shows that the existence of
nested obligations and permissions is not only too weak, it
is even superfluous. The only clause that is important is that
knowledge providers are sanctioned in the case that the user is
not acting as desired.
Similar scenarios occur when the global policies dictate that
the knowledge provider should oblige the user. In that case, the
knowledge provider can simply not create the obligation, or it
can create the obligation but not enforce it. Again von Wright’s
analysis of the transmission of will can be used to argue that
creating the obligation is not sufficient, the knowledge provider
should also enforce the obligations it created, and sanction users
that do not act according to them.
There are more requirements of secure knowledgemanagement systems, which can be addressed in further research. For example, our model should be extended to cope
with role-based access control using our role model [42] or
exploring the delegation issues of discretionary access control
using our contract model [19]. Finally, the current framework
can be extended to deal not only with policies consisting of
regulative rules like obligations, prohibitions, and permissions,
but also with constitutive rules specifying counts-as relations
and institutional facts [39]. In particular, in [38], we use countsas relations to specify local policies concerning authorizations,
while global policies prescribing constitutive rules are still an
open issue.
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Normative multiagent systems as a research area can be defined as the intersection of
normative systems and multiagent systems. Since the use of norms is a key element of
human social intelligence, norms may be essential too for artificial agents that collaborate
with humans, or that are to display behavior comparable to human intelligent behavior.
By integrating norms and individual intelligence normative multiagent systems provide a
promising model for human and artificial agent cooperation and co-ordination, group de1
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cision making, multiagent organizations, regulated societies, electronic institutions, secure
multiagent systems, and so on.
With ‘normative’ we mean ‘conforming to or based on norms’, as in normative behavior
or normative judgments. According to the Merriam-Webster Online (2005) Dictionary,
other meanings of normative not considered here are ‘of, relating to, or determining norms
or standards’, as in normative tests, or ‘prescribing norms’, as in normative rules of ethics
or normative grammar. With ‘norm’ we mean ‘a principle of right action binding upon
the members of a group and serving to guide, control, or regulate proper and acceptable
behavior’. Other meanings of ‘norm’ given by the Merriam-Webster Online Dictionary but
not considered here are ‘an authoritative standard or model’, ‘an average like a standard,
typical pattern, widespread practice or rule in a group’, and various definitions used in
mathematics.
Normative multiagent systems are an example of the use of sociological theories in
multiagent systems, and more generally of the relation between agent theory and the social
sciences such as sociology, philosophy, economics, and legal science. The need for social
science theories and concepts like norms in multiagent systems is now well established.
For example, Wooldridge’s weak notion of agency is based on flexible autonomous action
(Wooldridge, 2002), and social ability as the interaction with other agents and co-operation
is one of the three meanings of flexibility; the other two are reactivity as interaction with
the environment, and pro-activeness as taking the initiative. In this definition autonomy
refers to non-social aspects, such as operating without the direct intervention of humans
or others, and have some kind of control over their actions and internal state. For some
other arguments for the need for social theory in multiagent systems, see, for example,
(Bond and Gasser, 1988; Conte and Gilbert, 1995; Verhagen and Smit, 1996). For a more
complete discussion on the need of social theory in general, and norms in particular, see
the AgentLink roadmap (roa, 2005).
2

541

Social concepts like norms are important for multiagent systems, because multiagent
system research and sociology share the interest in the relation between micro-level agent
behaviour and macro-level system effects. In sociology this is the (in)famous micro-macro
link (Alexander et al., 1987) that focuses on the relation between individual agent behaviour
and characteristics at the level of the social system. In multiagent system research, this
boils down to the question “How to ensure efficiency at the level of the multiagent system
whilst respecting individual autonomy?”. According to Verhagen (2000) three possible
solutions to this problem comprise of the use of central control which gravely jeopardizes the
agent’s autonomy, internalized control like the use of social laws (Shoham and Tennenholtz,
1992), and structural coordination (Ossowski, 1999) including learning norms.
Before we discuss normative multiagent systems, we consider some discussions on norms
in the social sciences.

1

Norms and normative systems

In the 1960’s, the sociologist Gibbs (1965) wrote an influential article on the problems
concerning the definition and classification of norms, and observes that the various types
of norms involve “a collective evaluation of behavior in terms of what it ought to be; a
collective expectation as to what behavior will be; and/or particular reactions to behavior,
including attempts to apply sanctions or otherwise induce a particular kind of conduct.”
(Gibbs, 1965, p. 589, original emphasis)
More recently, Therborn (2002) presented an overview of the role of norms for social
theory and analysis. Normative action is based upon wanting to do the right thing rather
than the thing that leads to ends or goals, which he calls teleological action, or the thing
that leads to, expresses, or is caused by an emotion, called emotional action.
Therborn distinguishes among three kinds of norms. Constitutive norms define a sys3
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tem of action and an agent’s membership in it, regulative norms describe the expected
contributions to the social system, and distributive norms defining how rewards, costs, and
risks are allocated within a social system. Furthermore, he distinguishes between noninstitutionalized normative order, made up by personal and moral norms in day-to-day
social traffic, and institutions, an example of a social system defined as a closed system
of norms. Institutional normative action is equaled with role plays, i.e., roles find their
expressions in expectations, obligations, and rights vis-a-vis the role holder’s behaviour.
Therborn also addresses the dynamics and changing of norms. The dynamics of norms
at the level of the individual agent is how norms are learned or propagated in a population. Socialization is based on identification, perceiving the compliance with the norms by
other agents, or the entering of an institution. Norms are (re)enforced by the presence of
incentives or sanctions. Changes in either of these three three socialization mechanisms
lead to changes in the set of norms of the individual agent. These changes may be inhibited either by changes in the social system or changed circumstances, or by changes in the
interpretation of the norms by the agents within the system.
Within philosophy normative systems have traditionally been studied by moral and
legal philosophers. Alchourròn and Bulygin (1971) argue that a normative system should
not be defined as a set of norms, as is commonly done, but in terms of consequences:
“When a deductive correlation is such that the first sentence of the ordered pair
is a case and the second is a solution, it will be called normative. If among the
deductive correlations of the set α there is at least one normative correlation,
we shall say that the set α has normative consequences. A system of sentences
which has some normative consequences will be called a normative system.”
(Alchourròn and Bulygin, 1971, p.55).
In computer science, Meyer and Wieringa define normative systems as “systems in
the behavior of which norms play a role and which need normative concepts in order to
4
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be described or specified” (Meyer and Wieringa, 1993, preface). They also explain why
normative systems are intimately related with deontic logic.
“Until recently in specifications of systems in computational environments the
distinction between normative behavior (as it should be) and actual behavior
(as it is) has been disregarded: mostly it is not possible to specify that some
system behavior is non-normative (illegal) but nevertheless possible. Often illegal behavior is just ruled out by specification, although it is very important
to be able to specify what should happen if such illegal but possible behaviors occurs! Deontic logic provides a means to do just this by using special
modal operators that indicate the status of behavior: that is whether it is legal
(normative) or not” (Meyer and Wieringa, 1993, preface).

2

Normative multiagent systems

The agents in the environment of a normative system interact with the normative system
in various ways. First, from the perspective of the agents, agents can create new norms,
update or maintain norms, and enforce norms, using roles defined in the normative system
such as legislators or policemen. Secondly, from the perspective of social order, we can
also look at the interaction between the normative system and its environment from the
viewpoint of the normative system. In this viewpoint, the normative system uses the agents
playing a role in it – the legislators, policemen and the like – to maintain an equilibrium in
the normative multiagent system. In this perspective, we can distinguish at least two levels
of equilibrium. First, norms are used to maintain social order in a normative multiagent
system. Second, normative system contain a mechanism for updating themselves, to adapt
to changing circumstances in its environment.
Jones and Carmo (2001) define a normative system as “Sets of agents whose interactions
5
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are norm-governed; the norms prescribe how the agents ideally should and should not
behave. [...] Importantly, the norms allow for the possibility that actual behavior may
at times deviate from the ideal, i.e., that violations of obligations, or of agents’ rights,
may occur.” In our opinion, this is too general, as a normative system does not contain
the agents themselves. It also is not a satisfactory definition of normative multiagent
system, because it precludes the agents’ control over the set of norms. We therefore use
the following definition in this paper.
A normative multiagent system is a multiagent system together with normative
systems in which agents on the one hand can decide whether to follow the
explicitly represented norms, and on the other the normative systems specify
how and in which extent the agents can modify the norms.
Note that this definition makes no presumptions about the internal workings of an agent
nor of the way norms find their expression in agent’s behaviour.
Since norms are explicitly represented, according to our definition of a normative multiagent system, the question should be raised how norms are represented. Norms can be
interpreted as a special kind of constraint, and represented depending on the domain in
which they occur. However, the representation of norms by domain dependent constraints
runs into the question what happens when norms are violated. Not all agents behave according to the norm, and the system has to deal with it. In other words, norms are not
hard constraints, but soft constraints. For example, the system may sanction violations or
reward good behavior. Thus, the normative system has to monitor the behavior of agents
and enforce the sanctions. Also, when norms are represented as domain dependent constraints, the question will be raised how to represent permissive norms, and how they relate
to obligations. Whereas obligations and prohibitions can be represented as constraints, this
does not seem to hold for permissions. For example, how to represent the permission to
6

545

access a resource under an access control system? Finally, when norms are represented as
domain dependent constraints, the question can be raised how norms evolve.
We therefore believe that norms should be represented as a domain independent theory,
for example in deontic logic (von Wright, 1951; van der Torre and Tan, 1999; van der Torre,
2003; Makinson and van der Torre, 2000; Makinson and van der Torre, 2001; Makinson and
van der Torre, 2003). Deontic logic studies logical relations among obligations and permissions, and more in particular violations and contrary-to-duty obligations, permissions
and their relation to obligations, and the dynamics of obligations over time. Therefore,
insights from deontic logic can be used to represent and reason with norms. Deontic logic
also offers representations of norms as rules or conditionals. However, there are several
aspects of norms which are not covered by constraints nor by deontic logic, such as the
relation between the cognitive abilities of agents and the global properties of norms.
Conte, Falconi and Sartor (1999) say that normative multiagent systems research focuses on two different sets of problems. On the one hand, they claim that legal theory
and deontic logic supply a theory for of norm-governed interaction of autonomous agents
while at the same time lacking a model that integrates the different social and normative
concepts of this theory. On the other hand, they claim that three other problems are of
interest in multiagents systems research on norms: how agents can acquire norms, how
agents can violate norms, and how an agent can be autonomous. For artificial agents,
norms can be designed as in legal human systems, forced upon, for example when joining
an institution, or they can emerge from the agents making them norm autonomous (Verhagen, 2000). Agent decision making in normative systems and the relation between desires
and obligations has been studied in agent architectures (Broersen et al., 2002), which thus
explain how norms and obligations influence agent behavior.
An important question is where norms come from. Norms are not necessarily created by
a single legislator, they can also emerge spontaneously, or be negotiated among the agents.
7
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In electronic commerce research, for example, cognitive foundations of social norms and
contracts are studied (Boella and van der Torre, 2006a). Protocols and social mechanisms
are now being developed to support such creations of norms in multiagent systems. When
norms are created, the question how they are enforced can be raised. For example, when
a contract is violated, the violator may have to pay a penalty. But then there has to be a
monitoring and sanctioning system, for example police agents in an electronic institution.
Such protocols or roles in a multiagent system are part of the construction of social reality,
and Searle (1995) has argued that such social realities are constructed by constitutive
norms. This again raises the question how to represent such constitutive or counts-as
norms, and how they are related to regulative norms like obligations and permissions
(Boella and van der Torre, 2006a).
Not only the relation between norms and agents must be studied, but also the relation
between norms and other social and legal concepts. How do norms structure organizations?
How do norms coordinate groups and societies? How about the contract frames in which
contracts live? How about the legal contexts in which contract frames live? How about
the relation between legal courts? Though in some normative multiagent systems there is
only a single normative system, there can also be several of them, raising the question how
normative systems interact. For example, in a virtual community of resource providers each
provider may have its own normative system, which raises the question how one system
can authorize access in another system, or how global policies can be defined to regulate
these local policies (Boella and van der Torre, 2006b).
Summarizing, normative multiagent systems study general and domain independent
properties of norms. It builds on results obtained in deontic logic, the logic of obligations
and permissions, for the representation of norms as rules, the application of such rules,
contrary-to-duty reasoning and the relation to permissions. However, it goes beyond logical
relations among obligations and permissions by explaining the relation among social norms
8
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and obligations, relating regulative norms to constitutive norms, explaining the evolution
of normative systems, and much more.
The papers in this double special issue on normative multiagent systems address some
of these issues, but they also address new research issues that are of central importance for
the whole field of normative multiagent systems. These include how to combine theories of
teleological action (e.g., the BDI model of agency) with models of normative action, how to
model the dynamics of norms when institutions’ norm sets are to be combined, the development and testing of logics of normative reasoning and dynamics, and the formalization
descriptive social theories of normative action into implementable formal models.

3

NorMAS 2005

NorMAS05 was an international symposium on normative multiagent systems, organized
in April 2005 by the authors of this article as part of the 2005 AISB convention (AISB
standing for the Society for the Study of Artificial Intelligence and the Simulation of
Behaviour). The symposium attracted papers from a variety of areas, such as the social
sciences (and computational sociology in particular), computer science, and formal logics.
A number of these papers representing these areas were selected for this double special
issue on normative multiagent systems. Four general themes are addressed in these papers,
namely intra-agent aspects of norms, interagent aspects of norms, normative systems and
their borders, and combining normative systems.

3.1

Intra-agent aspects of norms

The paper “My Agents Love to Conform: Norms and Emotion in the Micro-Macro Link”
by von Scheve et al. investigates the function of emotion in relation to norms in natural
and artificial societies. It shows that unintentional behavior can be normative and socially
9

548

functional at the same time, thereby highlighting the role of emotion. By defining norms
as mental objects, the role of emotion in maintaining and enforcing norms is studied,
relates these findings social structural dynamics in natural and societies,and outlines the
possibilities of an application to a multi-agent architecture.
Sadri, Stati, and Toni’s “Normative KGP Agents” extends the logical model of agency
known as the KGP model to support agents with normative concepts, based on the roles
an agent plays and the obligations and prohibitions that result from playing these roles.
The proposed framework illustrates how the resulting normative concepts, including the
roles, can evolve dynamically during the lifetime of the agent. It also illustrates how these
concepts can be combined with the existing capabilities of KGP agents in order to plan for
their goals, react to changes in the environment, and interact with other agents. Finally,
the paper gives an executable specification of normative concepts that can be used directly
for prototyping applications.

3.2

Interagent aspects of norms

Kibble’s paper “Speech acts, commitment and multiagent communication” aims to reconsider the suitability of speech act theory as a basis for agent communication languages.
It models dialogue states as deontic scoreboards which keep track of commitments and
entitlements that speakers acknowledge and hearers attribute to other interlocutors and
outlines an update semantics and protocol for selected locutions.
Sauro’s paper “Qualitative Criteria of Admissibility for Enforced Agreements” focuses
on the desirablility of artificial agents to help each other when they cannot achieve their
goals, or when they profit from social exchanges. It studies the coalition formation processes
supported by enforced agreements and defines two qualitative criteria that establish when
a coalition is admissible to be formed. These two properties can be used when the space
of possible coalitions is unknown.
10
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3.3

Normative systems and their borders

Davidsson and Johansson classify artificial societies and identify four different types of
stakeholders in their paper “On the Potential of Norm-Governed Behavior in Different
Categories of Artificial Societies”. The potential of norm-governed behavior in different
types of artificial societies is investigated based on the preferences of the stakeholders and
how they influence the state of the society. The paper concludes that the more open a
society is the more it has to rely on agent owners and designers to achieve norm-governed
behavior, whereas in more closed societies the environment designers and owners may
control the degree of norm-governed behavior.
Hahn, Fley, and Florian argue in “A Framework for the Design of Self-Regulation of
Open Agent-based Electronic Marketplaces” that allowing self-interested agents to activate
social institutions during run-time can improve the robustness of open multiagent systems.
Based on sociological theory, institutions are seen as rules which have to be activated and
adopted by the agent population. A framework for self-regulation of multiagent system
for the domain of electronic marketplaces is developed, consisting of three different institutional forms that are defined by the mechanisms and instances that generate, change,
or safeguard them. The paper shows that allowing autonomous agents both the reasoning
about their compliance with a rule and the selection of the form of an institution helps to
balance the trade-off between the autonomy of self-interested agents and the maintenance
of social order in an open multiagent system and to ensure almost the same qualities as in
closed environments.
In “Mapping Deontic Operators to Abductive Expectations”, Alberti et al. propose
a mapping of deontic operators (obligations, prohibition, permission) to language entities
(expectations) available within the an agent framework developed for agent interaction
in open agent societies. The mapping is supported by showing a similarity between the
abductive semantics for expectations and the Kripke semantics that can be given to deontic
11
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operators.
In “A Normative Framework for Agent-Based Systems”, López y López, Luck, and
d’Inverno present a formal normative framework for agent-based systems that adresses
two omissions of previous research on the use of norms in computational models of open
societies to help to cope with the heterogeneity, the autonomy and the diversity of interests
among their members. These are the lack of a canonical model of norms that facilitates
their implementation and enables the description of the processes of reasoning about norms,
and secondly the perspective of individual agents and what they might need to effectively
reason about the society in which they participate.

3.4

Combining normative systems

Grossi et al. introduce the notion of contextual ontologies in their paper “Ontological
Aspects of the Implementation of Norms in Agent-Based Electronic Institutions” and also
provide a formal machinery to characterise this notion. This notion solves the problem of
different institutions implementing the same set of norms in different ways presupposing
divergent ontologies of the concepts in which that set of norms is formulated.
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Abstract. This article describes an ontological model of norms. The basic assumption is that a
substantial part of a legal system is grounded on the concept of agency. Since a legal system aims at
regulating a society, then its goal can be achieved only by aﬀecting the behaviour of the members
of the society. We assume that a society is made up of agents (which can be individuals, institutions, software programs, etc.), that agents have beliefs, goals and preferences, and that they
commit to intentions in order to choose a line of behaviour. The role of norms, within a legal
system, is to specify how and when the chosen behaviour agrees with the basic principles of the
legal system. In this article, we show how a model based on plans can be the basis for the
ontological representation of norms, which are expressed as constraints on the possible plans an
agent may choose to guide its behaviour. Moreover, the paper describes how the proposed model
can be linked to the upper level of a philosophically well-founded ontology (DOLCE); in this way,
the model is set in a wider perspective, which opens the way to further developments.
Key words: legal knowledge representation, ontologies, planning, BDI agents

1. Introduction
The role of ontologies in computer science is to provide a formal description
of the world. They aim at enabling a machine to ﬁnd out relevant information from documents, to recognize described situations, to draw conclusions on the basis of known facts, etc. In this context, it is not relevant that
the description refers to the world ‘as it is’ (true ontology, in the classical
view), but what is important is that it represents the world as it is conceived
by sentient beings (epistemology): so far as an ontological structure is
embodied in a computational agent, it represents the way that agent sees the
world, but to the extent where that structure is shared among a community
of agents, it represents the way the community sees the world, and if the
ontology is also used in man/machine communication, it must share with
humans some basic ideas about the way the world is organized (Breuker and
Winkels In press).
So, an ontology must be properly founded, in order to make possible this
multiple sharing. But often ontologies are used in applications concerning
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speciﬁc domains, so that the proper foundations must be linked to domain
conceptualizations. However, it is not clear how this link can be achieved. A
ﬁrst problem concerns the layman/expert point of view. Obviously, a physician has a very diﬀerent view of what is a human body (and how it works)
than a non-physician. So, it may be assumed that an ontology devoted to the
medical ﬁeld must be able to express the view of the physician, in order to put
at her/his disposal, when needed, the vast body of knowledge concerned, for
instance, with the liver, or with what an illness is.1 On the other hand, a
physician must be able to talk with her/his patients: this often requires a
rephrasing of complex medical descriptions in (possibly imprecise, but
understandable) non-technical terms. And s/he must also be able to
understand what are the symptoms, even if they are not described by the
patient in the most proper way. This happens in many ﬁelds, and it is
especially important in the legal ﬁeld, where many legal concepts are inextricably linked to the commonsense view of the world. This produces two,
partially related, eﬀects: ﬁrst, in legal documents, as well as in the Statutes,
there may appear terms (as window, water, tree), which are not deﬁned in the
legal systems, so that it is assumed that the deﬁnition is borrowed from a
general ontology; second, some concepts, which are of common use (such as
property, person, duty), are changed by a legal system by means of a body of
deﬁnitions and norms appearing in the system, so that the jurist’s view of a
‘person’ is not exactly the same as the layman’s view.
The goal of this paper is twofold: ﬁrst, to show how commonsense concepts (in particular, action and behaviour) can be linked to legal concepts (in
particular, norms and rules); second, to show how the resulting structure can
be linked to a properly founded top-level ontology. It must be clear that
we do not aim at covering the ontological status of all types of rules. For
instance, in a legal system, there are rules concerning the deﬁnition of concepts (e.g. Non Governative Organization) and rules concerning the way a
given institutional role can be established (e.g. the Secretary of an NGO), and
which are its attributions. We are not concerned with deﬁnitions, since we
assume they are given in advance, and already included in the ontology. But
we are (at least partially) concerned with institutional roles and their attributions, since institutional roles, as authorities, are a (predeﬁned) category of
people, and their attributions deﬁne what they can and cannot do. Also, we
are not concerned with the way a Court gives a verdict, which is a very
complex process, but we are concerned with the presence, in the ontology, of
all the concepts required to describe the facts and the evidence available to
the court. In other words, this paper faces a small but relevant fraction of the
legal knowledge:2 it covers the norms of conduct, i.e., the norms that specify
what a legal actor can and cannot do. The claim is that these rules express
constraints on actions, and their relevance stands on the view that a legal
system aims at organizing a society in such a way that the rights and duties of
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individuals and organizations are properly balanced, on the basis of superior
principles. And these rights and duties are expressed in terms of norms of
conduct. The article shows that the same approach can be applied to the
modelling of legal powers; in this case, the constraints refer to the plans that
must be executed to establish new rights and duties.
We must point out that we do not aim just at describing norm-related
concepts, but also at showing how norms aﬀect behaviour. In other words,
the formalization of prescriptive rules is assumed to be available to an agent
that must do things, and that must choose what to do: this agent uses the
rules to decide what he will do next; in principle, he will choose a line of
action that complies with the existing rules, but in some cases he may decide
that a rule is not worth being respected, either because it is in conﬂict with
other norms, or because the risk of being sanctioned is low. Although this
behaviour is only partially moral, it is the way many rational agents choose
to act: it must be properly modelled, since it explicitly includes the concept of
sanction, and, implicitly, guides the legislator to properly choose the sanction
associated with a given rule.
The paper is organized as follows: the next section presents the upper-level
of the ontology (DOLCE), and our formalization of plans; in the third section, the representation of norms is described; the fourth section shows how
power and authorities ﬁt our approach; in Section 5, we present a case study
addressing the legal concept of ‘fruit’; then, we compare our approach with
other ontological models of the legal systems and, in Section 7, we present
some ontological models of plans; the conclusions close the paper.
2. The upper-level of the ontology, and the plans
In order to introduce our model of plans and norms into a well-founded
ontology, we have chosen, as our starting point, the DOLCE ontology
(Gangemi et al. 2002). The main advantage of DOLCE is the clear philosophical foundation of its basic categories: they have been selected as the
result of a research eﬀort that has lasted for some years, and the motivations
for the ﬁnal choices can be found in the referenced papers, and can be traced
back to various previous proposals (Guarino 1998; Gangemi et al. 2001;
Welty and Guarino 2001; Guarino and Welty 2002). Most of the structures
addressed in the paper are based on the KIF implementation reported in
(Masolo et al. 2003).
2.1.

DOLCE

Without entering in any detail (the interested reader is addressed to the
original papers), we report here some brief comments on the top-level of
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DOLCE, which seem necessary in order to explain the connections to
plans and norms. Some of the concepts deﬁned in DOLCE are depicted in
Figure 1.
The upper-level categories are Abstract, Quality, Situation, Endurant, and
Perdurant. The assumption about the existence of abstract entities and
qualities is rather common (with the known philosophical intricacies). The
distinction between Endurants3 and Perdurants can be speciﬁed by citing the
authors:
‘‘Endurants are wholly present (i.e., all their proper parts are present) at
any time they are present. Perdurants, on the other hand, just extend in
time by accumulating diﬀerent temporal parts, so that, at any time they
are present, they are only partially present, in the sense that some of their
proper temporal parts (e.g. their previous or future phases) may be not
present’’ (Gangemi et al. 2002, Section 2.1).
In our words, which could not be shared by the authors, this means that the
most relevant structuring of endurants is in space (so they extend in full
across time), while the most relevant structuring of perdurants is in time (so
they are cut in parts by the ﬂow of time).
Situation refers to states of aﬀairs (SOA). According to the authors, other
names used in the literature for a Situation are setting, Gestalt, or conﬁguration. Example of Situation are a clinical condition, a murder, and a speed
excess case. It is interesting to note that in the Documentation of Situation [in
the KIF knowledge base (Gangemi et al. 2003, p. 195)], it is stated that
situations ‘‘could be equivalently modelled as a special complex perdurant
deﬁned through its relations to qualities, regions, and endurants’’. Situations
satisfy Descriptions, in particular S-Descriptions (situation description), see

Entity

Endurant

PhysicalEndurant

Arbitrary
-sum

Quality

Abstract

Non-physical
-endurant

Region

Set

Perdurant

Situation

Fact

Achievement

Process
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-Object

Amount-ofmatter

Feature

Non-physical
-object

S-Description
Non-agentivephysical-object
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Event
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Figure 1. A portion of the upper level of DOLCE [from Masolo et al. (2003)].
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Figure 1. In our interpretation, a situation is the ‘actual’ counterpart of a
representation (description), i.e., a piece of reality, if one is a realist.
2.2.

PLANS

Descriptions, which are non-physical endurants, are particularly important in
this article, since, in DOLCE, plans are S-Descriptions (see Figure 2). So,
Plans are particular descriptions of situations. This placement reﬂects a view
where plans describe something; although we would rather take a plan as the
situation which is described, in order to maintain the compatibility with
DOLCE, we focus in this article on the description view. However, we must
point out that we do not consider an actual plan as something occurring in
the world, but rather as a ‘mental’ situation. It consists in the abstract object
(the ‘idea’) that is associated with ‘potential’ occurrences of events. Consequently, DOLCE’s Plan is taken as the mental description of this object, a
description which (in DOLCE’s terms) is represented-by a MentalInformationObject which, in its turn, is realized-by a given conﬁguration of brain
neurons. This is a very strong ontological commitment, which would require
a lengthy discussion which, for the sake of brevity, we must omit here.
What is known about Plans in DOLCE is that they are composed of Tasks
and include some Functional-Roles; moreover, there is a Planning-activity,
which is sequenced-by various types of Tasks. Actually, we must be clear
about what we mean by Plan. In particular, we must keep apart three different views on plans:
1. The description(s) which an agent is reasoning about while he is trying
to decide what to do (one or more partially speciﬁed plan schemas).
2. The intention, i.e., a single, possibly still underspeciﬁed, sequence of
steps which the agent has decided will drive her/his behaviour.
3. The execution of a plan, i.e., the actual, real-world, events that the
agent carries out.
S-Description

p-effects

C-Description

S-Participant
Plan

PartiallyDescribed
Entity

p-preconditions
Component
refines

Figure 2. The placement of Plan in the ontology.

Task
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What appears in Figure 2 is the ﬁrst view of plans, so that it can be
imagined as a tree-like structure, where some decisions have been already
taken, while others are suspended. For example, I may know about plans for
travelling to far cities. And I may have the goal of being in Rome tomorrow.
So I can examine the plans ‘‘go to a far city by train’’ and ‘‘go to a far city by
plane’’ (two diﬀerent plan schemas). If I have chosen the second schema, then
I have certainly ﬁxed the ‘airport of arrival’ and the ‘airport of departure’
(i.e., two of the participants in the plan), but, possibly, the departure time is
just given as ‘some time in the morning of tomorrow before 8.00 a.m.’, i.e.,
an underspeciﬁed description of the ‘departure time’ participant. Also note
that a diﬀerent plan is obtained when I have reserved the seat, since at that
time the ‘‘departure time’’ has been ﬁxed: this new plan is a plan ‘more
speciﬁc’ than (reﬁnes, in DOLCE’s terms) the original one (see Figure 3).
With respect to Figure 2, we note that:
• Apart from the standard subcategory arcs (thick arrows), some other
arcs have been introduced. They refer to relations in the deﬁnition, and
are shown as thin arrows with a small box. The shapes that substitute the
boxes in p-preconditions and p-eﬀects are just a shorthand, to keep more
compact the next ﬁgures. Each relation has a name shown near the box;
the arrow enters a category, which speciﬁes the range of the relation; this
is an adaptation of the KL-One notation (Brachman and Schmolze
1985), which complies with the KIF implementation of DOLCE; in
Appendix A, we report an example of how a standard ontological
language (i.e., LOOM MacGregor 1991; MacGregor and Brill 1991) can
be used to express the concepts and relations appearing in the drawings.

Go-to-a-far-city-via-plane
(depCity, arrCity, depAirport,
arrAirport, depTime, arrTime)
refines

Go-to-a-far-city-via-plane
(‘Torino’, ‘Roma’, ‘Caselle’,
‘Fiumicino’, < 8.00, arrTime)
refines

Go-to-a-far-city-via-plane
(‘Torino’, ‘Roma’, ‘Caselle’,
‘Fiumicino’, 7.20, 8.30)
Figure 3. Plans and more-speciﬁc plans.
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• The range of p-preconditions and p-eﬀects is S-Description. This is a
partial description of a state; it can be seen as an underdetermined state,
where some characteristics are ﬁxed, while others are left unspeciﬁed. In
DOLCE, precondition is a relation between S-Descriptions and situations. We believe that is more homogeneous to maintain a relation
between S-Descriptions; of course, the S-Description which acts as
p-precondition will be satisﬁed-by DOLCE’s precondition. For example,
the plan of going Rome by plane is executable if the S-Description ‘‘The
Rome Airport is open’’ is satisﬁed by the current Situation.
• s-participant speciﬁes the entities involved in the plan; its range is
PartiallyDescribedEntity. This is the role taken by a C-Descriptions (i.e.,
the Descriptions which describe anything which is not a Situation) in a
planning context; C-Descriptions describe entities having some properties, or being in some relations with other known entities (the event that
happened to me in some place at a given time, the platypus I saw in the
Sydney park). Participants in plans need not be completely speciﬁed (I
will take a taxi), but they can be described more or less precisely (I will
take a yellow taxi with an old, experienced driver). The extension of a
PartiallyDescribedEntity is a set of Endurants, such that the actual
participant in the plan must belong to this set. The dotted oval
associated with PartiallyDescribedEntity refers to its being a material
role (see Guarino and Welty 2000): no new entity has come into being,
but an existing one plays a new role (as when a person enrols in a
University s/he takes the material role of student).
Of course, many features of the plan ontology have been left out, but the
goal of this paper is mainly to address the role of norms in the planning
framework, so only the concepts necessary to enable us to specify the relationship between plans and norms have been described.
2.3.

PLANNING

As stated above, plans are the objects that are managed in the process
of planning. In Appendix B, the interested reader may ﬁnd a sketch of
an ontological representation of how planning may be carried out. In
Figure 4, instead, we refrain from going into the structure of the planning
action, but we simply represent the elements that aﬀect that action. Intuitively, the idea is that Thinking is a Perdurant which has as participants the
descriptions embodied in the brain. In particular, Planning is that type of
Thinking that works upon the mental representation of plans. It produces
new Plans by considering4 known Plans (going to Rome by bus), by specializing existing Plans (the taxi company has been chosen), or by discarding Plans (see the comments about the PLANET system in Section 7).
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Activity
C-Description

in-mind-of

Agent-role
has-agent

Planning
Course
Plan
component

+
Complex
-task

Intention

+

has-intention-on

p-effect-of

=

Figure 4. The Planning activity.

What is shown in Figure 4 is just the ﬁnal outcome of this process, i.e., the
fact that a plan has become an Intention. No Intention concept is currently
deﬁned in DOLCE, but has-BDI-on is a modality-target relation holding
between an Agent-role and a course (of events). Since Plans are composed
of Tasks, i.e., a speciﬁc type of Course, and who plans plays an Agent-role
with respect to the planning action, we call Intention the role assumed by
the sequence of Tasks which the planning agent has chosen. Correspondingly, we call has-intention-on the subrelation of has-BDI-on which refers to
intentions (wrt. beliefs and desires). Although this is the actual picture in
DOLCE (and we comply with it in Figure 4), in order to simplify the
subsequent ﬁgures, we will merge the Plan and the associated ComplexTask. Consequently, in the following, we assume that Plan embodies also
the Tasks it is composed of.
Notes to Figure 4:
• There are two eﬀects of Planning: a Complex-task associated with a Plan
has become an Intention, and the planning agent holds that intention
(has-intention-on). The black rectangle on the eﬀects arc is just used to
keep together the various eﬀects (it is just a logical And); the ‘‘+’’ on the
arcs exiting the black rectangle mean that these are positive eﬀects: they
did not hold before the action, and they hold after the action.
• The in-mind-of relation holds among a (mental) C-description and an
Agent-role. It means that the Endurant playing that role has in its brain a
physical representation of that description.
• Intention is a material role that is played by the ComplexTask. The circle
on the arc has no special function, except as a graphical means to specify
that that arc is one of the eﬀects.
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• The diamond on the arc exiting from Intention is a constraint on the
relations: it speciﬁes that the two elements identiﬁed by the dotted
arrows exiting the ‘=’ box must be the same individual. The ﬁrst of them
is the Agent-role such that the entity playing that role ‘has in mind’ the
Intention, and the second is the Agent-role of the Planning which has
produced that Intention.5 In other word, in this model, agents plan for
themselves (p-eﬀect-of is just the inverse relation of p-eﬀects).
What is not represented in Figure 4 is the role of Intention in driving
behaviour: agents always act; so, if the current time is ti, then agent A is doing
something at ti and will try to do something at ti+1; what is that something is
speciﬁed by A’s current intention.
2.4.

UTILITIES

Since, during planning, an agent considers many Plans, but just one of them
becomes his Intention, he needs some way to decide which one of two (or
more) Plans is the best. The model presented here is based on the assumption
that:
• The choice is based on the agent’s preferences;
• The preferences are applied to states that can be originated (either
directly or indirectly) by the execution of the plan;
• From a computational point of view, applying the preferences to a state
amounts to evaluating the utility of that state;
In our view, these three criteria characterize the rationality of agents. The
use of utilities in the planning activity has been described elsewhere (Boella
and Lesmo 2002). Here, some comments are needed on the second point. In
fact, the reason why the preferences are not necessarily applied to (i.e., the
utility is not necessarily evaluated on) the state directly resulting from the
execution of the plan, is one if the key features of our approach to norms.
In general, the execution of a plan has certain eﬀects on the environment
(as speciﬁed by the plan p-eﬀects). But the new situation that obtains can also
produce further foreseeable changes. This is especially true in case the world
is populated by other agents, who may interact with the planning agent. So, it
seems reasonable to try to imagine how the world would be after some
sequence of reactions from the environment. This is similar to what happens
(in a very simpliﬁed way) in two-players games, where a player must evaluate
his moves in terms of the subsequent possible moves of the opponent; it is
clear that the ability of foreseeing in advance the evolutions of the game (for
two or more moves) is one of the keys for ﬁnding a successful strategy.
So, the utility of a plan is evaluated on the basis of the state that obtains
after the execution of the plan, and after some re-actions of the environment
to the state that obtains (we assume here a two-level lookahead: plan
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execution + reaction). The major point is that the environment is assumed to
be able to react to the breach of norms; so, in order to model the behaviour of
an agent, what is needed is a way to specify how the environment reacts to
such a situation. Note that we have used the very general term ‘environment’;
this leaves unspeciﬁed which are the relevant component of such an environment. Currently, we assume the existence of a Normative-Agent-Role, who
has to enforce the respect of law. However, this agent can be a single individual (a policeman) or a social body (the set of other agents surrounding
the planning agent). Moreover, the presence of normative agents does not
exclude that the respect of a norm is a value ‘per se’, i.e., it is embodied in
preferences of the agent.
3. Norms
Since law is a social construction, its bases lie on the interaction among
agents. It has convincingly been argued that these interactions can be governed by some ‘legal relations’, and that all legal relations can be expressed in
terms of four basic relations (Hohfeld 1919; Allen and Saxon 1995). So, we
start our presentation by showing how the basic legal relations ﬁt our overall
framework (see also Boella et al. 2001). The four legal relations are: DUTY,
RIGHT, NO-RIGHT, and PRIVILEGE. They are deﬁned in terms of two
interacting agents and of an action, in the following way:
1. X has the RIGHT that Y performs A, iﬀ in case Y does not perform
A, X may react with an action R such that Y is negatively aﬀected by
R.
2. Y has the DUTY to perform A for X, iﬀ the same condition as the
one above holds (i.e., DUTY is the ‘‘opposite’’ of RIGHT, where the
roles of the two agents are interchanged).
3. X has NO-RIGHT that Y performs A, iﬀ in case Y does not perform
A, X may not react with an action R such that Y is negatively aﬀected
by R (so NO-RIGHT is the ‘‘inverse’’ of RIGHT, where the possible
reaction is not allowed, i.e., negated).
4. Y has the PRIVILEGE to perform A with respect to X, iﬀ in case Y
does perform A, X may not react with an action R such that Y is negatively aﬀected by R (so, PRIVILEGE is the ‘‘converse’’ of the ‘‘inverse’’
of the ‘‘opposite’’ of RIGHT, where we take ‘‘converse’’ to refer to the
execution of A by Y, instead to the failure to execute A, as in all other
relations).
Three comments. First, there are three parameters that come into play: the
perspective (i.e., if we look at the relation from the point of view of X or Y;
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what Hohfeld calls ‘‘opposites’’), the possibility to react (‘‘inverse’’), and the
fact that the deﬁnition refers to Y doing or not A (what we have called
‘‘converse’’). It seems that ‘‘converse’’ is not strictly required, and it is
introduced just to conform to a linguistic view (the existence of the term
‘‘privilege’’). And in fact, just four relations are deﬁned and not all eight
combinations. Second, what can be done and what cannot be done have to be
interpreted in terms of legal rules. This can be extended to general moral rules,
but cannot be interpreted in terms of factual ability of agents. So, nobody has
the RIGHT to rob you just because if you don’t give him the money, he ‘‘can’’
react by hurting you. Furthermore, also in case you actually have a RIGHT
towards somebody, your reaction to non-compliance may not be ‘‘any’’
reaction, but it is further constrained. Third, in the common use of the terms
that refer to the legal relations, they are not always ‘directed’ (Herrestad and
Krogh 1995), i.e., they do not involve two agents, but just one. The correct
interpretation of single-agent relations is obtained from DUTY and PRIVILEGE by quantifying over X: for DUTY, there exists an X that may react (or
a set of X’s, having predeﬁned features, e.g. policemen); for PRIVILEGE no
such X does exist (notice that the negation has wider scope than the quantiﬁer). What one should not say is ‘‘I have the right to do that’’, since in this
context the correct expression is ‘‘I have the privilege to do that’’.
We can now return to our planning-intention perspective. From this
perspective, Hohfeld’s approach tells us that, in case an action is a single
actor one there are two possibilities: constraints and absence of constraints
(DUTY and PRIVILEGE). But duties can also be ‘directed’ (and in such a
case, they can be called ‘rights’ from the perspective of the other agent) and
negated (no-rights): again, constraints and absence of constraints, although
expressed in a slightly diﬀerent way. It may be argued that privileges6 are
useless (although it is useful to have a linguistic term for them, of course): if
no constraint exists about an action, then the privilege is automatically
obtained, without having to state it explicitly: privileges should not be part of
legal (or moral) systems. However, they are useful for at least three reasons.
First, they help in determining if an agent is liable for having done something: if the privilege is stated explicitly, then one does not need to search for
all possible constraints related to the involved action. Second, rules are often
organized in a taxonomy; so a rule could state that all agents of a given
category (call it C) and being in a given situation type (S), have the duty to do
A; but it may be the case that the rule does not apply to a speciﬁc subcategory
of C (i.e., C’) or does not apply in a given subtype of S (i.e., S’) or both (Lex
Specialis). So, one can say that, although, in general, the members of C have
the duty to do A, the members of C’ (or the members of C, if they are in a
situation of type S’) have the privilege not to do A. Note that we are not
claiming this is the way an actual legal system works, but rather an idealization of it. In general there could not be an exhaustive coverage of all
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situations, so that in real systems, privileges are even more important than in
their idealized counterparts. The third, and perhaps the most important
reason for the explicit statement of privileges depends on the hierarchical
organization of the authorities able to enact laws: if a higher power wants to
prevent that a lower power unduly constrains the behaviour of the entities
subject to the law, it can state that these entities have some privileges: if the
Constitution states that citizens have the privilege to express freely their
political opinion, then no state or regional law can state the opposite (at least
in principle).
With respect to the placement of the legal relations in the ontology,
DOLCE states that they are subcategories of Modal-Description (which are
S-Descriptions), and have as a component a Functional-role (e.g. an Agentrole), which is in a speciﬁc Modal-relation with some Course (i.e., a course of
events). The modal relations are has-right-on, has-not-right-on, has-duty-of,
has-privilege-of. All Modal-Descriptions are parts of an S-Description including two components: the ﬁrst of them is a Functional-role and has as
Modality-Target the second one (a Course). In other words, a Duty, for
instance, is the description of a situation involving some action (a course of
events is something that describes an action) which an agent (role) has the
duty to perform.7 This approach seems to be logic-biased, where a ModalDescription recalls a formula in deontic logic. On the contrary, we are more
agent-oriented, so that we need to associate with legal relations some more
information, i.e., the author of the norm and the sanction. Also, the relation
between Norm and Plan has to be made more explicit. Moreover, powerrelated relations (see Section 4) are also viewed as Modal-Descriptions, while
it seems more reasonable, according to the usual analyses, to take them as
relating an agent to another legal relation, which is the p-eﬀect of the associated plan.
With respect to norms, in DOLCE, Norm is a subcategory of Regulation;
Norms have the function of constraining Perdurants, and their relationship
with legal relations is rather indirect. In our model, we assume that the legal
relations are subcategories of Norm in that they specify (describe) particular
constraints on behaviour (activities).
Let us now introduce an example. As we have seen, a Plan has ppreconditions and p-eﬀects. Let’s consider a plan schema. Its p-preconditions
pose some constraints on the applicability of the plan. Therefore, the
p-preconditions for cooking spaghetti with garlic, oil, and chili pepper
(GO&CP), is to have spaghetti, oil, chili pepper, water (to boil the spaghetti),
a pan, and some ﬁre (a very easy recipe). As it is usual, p-preconditions are
conditions that prevent the action from being executable (physical, or practical conditions). But it could happen that the King of That Kingdom has
prohibited this recipe. Or, perhaps, this prohibition applies just to dinners
with more than seven participants, or to dinners served after midnight, and
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so on. Also, in some situations (here and now) garlic could not be a nice
ingredient (because of its side-eﬀects on your breath); or you know that one
of your guests does not like chili pepper. All of these are not p-preconditions:
if you have all the things you need, you can cook them in all situations
described above (may be you are a spaghetti revolutionary, or you are not
very polite). Anyway, these rules constrain your freedom to cook spaghetti
GO&CP; you can pay for that: the King may imprison you, you may lose a
kiss from your love (who does not appreciate, for this night, the smell of your
mouth), or your guests may decide that they will never accept another
invitation from you.
The ‘‘norms’’ we have exempliﬁed above are not p-preconditions, but
constraints on plans. We stress that in all of these examples, the utility of that
recipe is reduced by the presence of the norm, so, it is possible that in absence
of the norms, your intention for tonight dinner is to cook spaghetti GO &
CP, but in presence of one or more of these norms, your intention is to
prepare rice with mushrooms: you have chosen a diﬀerent plan, whose utility
is lower than the plan of spaghetti without norms, but is higher than the plan
of spaghetti with norms (since the norm reduces the utility). The problem,
now, is how to express the norms.
Let us consider the case of the King’s prohibition in its basic form
(independent of the number of participants and of daytime). The rule involves three or four elements: the involved plan, the authority who posed the
norm, and the agent who is taken as responsible for the execution of the
action; the fourth element is not strictly required, but it is very common: it is
the sanction8 the agent will undergo in case he does not respect the rule. So, a
norm is not a plan, but ‘refers’ to a plan, in the sense that it (as a description)
includes (is related to) a description of the action (i.e., the plan) which is
forbidden (or permitted).
In Figure 5, we introduce the basic notions related to norms, and apply
them to our spaghetti example. In this example, we introduce instances.
They are represented as rectangles. However, see below for some comments
on the distinction between classes and instances. Instances are linked to the
category which they belong to via a thick dotted arrow. In the ﬁgure, it is
stated that
1. Norms are a subcategory of S-Description. This should not be confused
with the written law which is just a physical way to express the description: it is a medium for communicating the norm, not the norm itself.
In fact, not all norms are written: they can be transmitted via verbal
traditions and customs.
2. Norms have a topic,9 the Plan the norm is about.
3. Norms have a polarity. Its range is the abstract set composed of the
two elements pos and neg. If the value of polarity is pos, then the norm
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Figure 5. Norms and plans.
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refers to something an agent must do, otherwise (as in our example), it
refers to something he must not do. In other words, if the polarity is
pos, an agent X has the DUTY to do the action; if it is neg, it has the
DUTY not to perform the action.10
Every Norm has a bearer. More precisely, it has a set of bearers: usually, norms apply to categories of agents, and not to single individuals.
As usual, a relation arc enters another concept: that concept is associated to the set of potential bearers of the given norm.
Every Plan has an actor, who is the ‘main character’ of the plan.
Although the actor of the plan is conceptually distinct from the planning agent, we assume, in the current model, that the two roles are
played by the same individual (see Figure 4, and the comments in the
text).11 In the present example, we assume that the host of the dinner
is the actor of the plan of serving GO&CP; so, he also is the agent that
must decide about the recipe for the dinner (the planning agent).
The actor of a plan, if that plan happens to be the topic of the Norm,
and if that actor is of the right category, becomes an (individual) bearer
of the rule. Of course, this applies also during the planning phase, so
that the planning agent, which is a potential bearer, may discard the
plan not to become an actual bearer. The identiﬁcation of the actor with
the bearer may appear as an oversimpliﬁcation, but see (Kralingen et al.
1999, p. 1136): ‘‘The fourth slot is reserved for the agent who performs
the act (the agent and the norm subject must be the same person)’’.
Every Norm is associated with a sanction,12 which is a PlanWith
Patient, i.e., belongs to that subclass of Plan which is in some
has-patient relation with an individual playing a Patient-Role.
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8. The bearer of the Norm is the has-patient of its sanction. Of course, this
does not take into account the notion of responsibility, but we assume
that being an agent who freely chose a given line of behaviour is the
basis for further elaborations of this concept.
9. The author of a norm is an Authority (see Section 6).
With respect to the distinction between categories and instances, a few
words are in order. The intuition is rather simple, and well known from
decades of research on AI and KR: in standard model theory there are
individuals and relations; an instance is an individual of the model, while a
category corresponds to a one-place relation (expressed in logics as a oneplace predicate). So, we have to deﬁne the individuals in our model. Clearly
enough, the King is an individual (in particular, an Endurant), as well as
the abstract entity neg. What about norms and plans? Is the single norm
NoSpaghettiGO&CP an individual? It depends on the way we use it in a
reasoning framework. If we have to discuss a case, then we have to apply
the norm to the description of the case; in doing that, we must bind the
variables (roles) associated with the norm; in particular, we must bind
the bearer. In doing that we obtain an entity which is more speciﬁc than
NoSpaghettiGO&CP, but seems to be of the same ‘type’. So, it seems more
appropriate that NoSpaghettiGO&CP be a category, whose instances are the
various applications of the norm to real cases. However, if we refer to the
norm as a description, then NoSpaghettiGO&CP is an individual, i.e., a single
individual description, which may be in a reﬁnes relation to another individual norm description. The case of plans is even more striking: is the plan
GO&CP an individual or a set, i.e., the set of all executions of the plan? The
solution we propose is the same as above, but here we have three levels,
instead of two: there are various descriptions of the GO&CP plan (instances
of Plan); there is the execution of the plan (an instance of a Perdurant); but
we also have the particular plan the planning agent has chosen (its Intention,
which is a Complex-Task; see Figure 4).
4. Authorities: the legal relations concerning Power
Traditionally, law scholars like (Hart 1961) distinguish between primary
laws, whose purpose is to direct the behaviour of citizens, and secondary
laws, which, among other functions, serve to the maintenance and dynamic
management of the normative system. These rules form a ‘‘subsystem of
rules for change’’: rules which have legal eﬀects and which are instrumental
to the primary system, in that they regulate the regulation [e.g., art. 2 of
Italian Civil Code: ‘‘the creation of laws [...] is regulated by constitutional
laws (Cost. 70)’’]. This subsystem, according to Hart, does not include only
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the rules of change which specify how new laws are introduced or old ones
removed, but it also includes rules about ‘‘powers for the private citizen’’.
These rules are at the basis of civil code and regulate testaments and
contracts; for Hart they allow the exercise of limited legislative powers by
the citizens. These rules do not create or remove general laws but they
introduce and remove individual obligations and permissions: e.g., in the
Italian Civil Code, art. 1173 (sources of obligations) speciﬁes that obligations are created by contracts (a contract being an agreement among two
or more parties to regulate a legal relationship about valuables by art.
1321).
In Hohfeld’s framework, this distinction is reﬂected by the introduction,
beyond the four Legal Relations we discussed in Section 3 (RIGHT, DUTY,
NO-RIGHT, PRIVILEGE), of the relations of POWER, INABILITY,
LIABILITY, IMMUNITY. They concern actions aﬀecting the existing Legal
Relations. In our terms, the topic of this particular type of rules is that
subcategory of Plan whose instances have, among their eﬀects, a modiﬁcation
of a Legal Relation. As we have seen in Figure 5, Duty is viewed as a special
subcategory of Norm. Accordingly, it seems reasonable to assume that
alsoPowers are particular subcategories of Norm. So, we get:
1. Duty, Right, No-Right, Privilege, Power, Inability, Liability, Immunity
are speciﬁc subcategories of Norm ( just Duty, Privilege, and Power are
shown in the ﬁgure).
2. Some Plans have as their eﬀect ConstraintsOnBehavior, which is a speciﬁc subtype of S-Description. They are JurPlans andLawPlans.13 The
diﬀerence is that JurPlans establish new IndividualConstraintsOnBehavior, while LawPlans establish new Norms. An example of JurPlan is
‘renting a car’, where, if the plan is executed correctly and by a person
who can do it (according to an existing BasicPower norm), new IndividualConstraintsOnBehavior are set up, regulating the behaviour of the
two parties (duties and privileges of the renter and of the client). On
the contrary, the introduction of a new norm stating that car rental
may be made just to people older than 20 is the execution of a LawPlan.
3. Not every agent may execute JurPlans or LawPlans. An agent who can
do that is said to have Power. For example, the owner of a car rental
agency has the Power to rent a car, and, according to the hypothetical
rule mentioned above, anybody older than 20 (possibly, with a driving
license) has the Power to hire a car from an agency. Both of these
Powers are BasicPowers, since they enable the execution of plans that
establish individual duties. On the contrary, only people (or institutions) having some LawPower can modify the minimal age for renting
a car, since this implies a modiﬁcation of the legal system.
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Figure 6. Norms concerning Power.

The result of this conceptual analysis is depicted in Figure 6. The ontological modelling of point 3 above does not appear in the ﬁgure, but it is
(partially) reported in Figure 7.
We can now turn to the four Legal Relations concerning Power. Their
interconnections seem less clear than the ones among non-powers.
author

topic

Authority

Norm

Plan

p-effect-of
=

LawPlan

LawPower

actor
Figure 7. Authorities: what they do: the author of the Norm is the same as the actor of the
LawPlan that brought about (eﬀect-of) the Norm. This is obtained by exercising some
LawPower, which has as topic the executed LawPlan. Note that there are two Norms
involved here: the ﬁrst one is the LawPower (a speciﬁc type of Norm) which has been
executed; the second one is the ‘new’ Norm that has been created.
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1. X has the POWER to bring about that P (where P is some Legal Relation), iﬀ there exists an action A such that in case X does perform A,
P is established. In other words A has among its eﬀects P.
2. X has the INABILITY to bring about that P (where P is some Legal
Relation), iﬀ there exists no action A such that in case X does perform
A, P is established.
3. P has the LIABILITY of being brought about by X iﬀ there exists an
action A such that in case X does perform A, P is established.
4. P has the IMMUNITY of being brought about by X iﬀ there exists no
action A such that in case X does perform A, P is established.
Although the picture is simpler than in case of non-power relations (2 is
the ‘inverse’ of 1, 3 is the ‘opposite’ of 1, and 4 is the ‘opposite-inverse’ of 1),
there is just one agent involved, and the terms LIABILITY and IMMUNITY apply to Legal Relations, while in ordinary language they are more
commonly used to refer to agents. When one says that agent Y is ‘liable’, it
must be assumed that the speaker refers to a legal relation P involving Y, so
that ‘Y is liable to P’ is interpreted as ‘there is some agent X and some action
Act, such that if X performs Act, then a Legal Relation (P) involving Y is
established’ (or, alternatively, Y is liable to P iﬀ there exist an agent X such
that P has the LIABILITY of being brought about by X; remember that P
‘involves’ Y).
Consequently, since all other relations are easily deﬁned in terms of
POWER, we can now focus on it. In principle, Power does not tell us very
much: there is some action that an agent can perform that has some eﬀect
concerning Legal Relations. But, apart from the ﬁnal qualiﬁcation about the
type of eﬀect, this is true for every action: this is the very deﬁnition of an
action (or a plan, if the action is complex): a plan is something an agent may
execute to achieve some eﬀect.
So, it is suﬃcient that such an action be deﬁned, in order to obtain Power:
if the action does not exist, then no Power exists; if the action does exist, then
there is the Power; but provided that the preconditions are satisﬁed! And the
origin of Power seems to be in the preconditions. As we have already noticed,
usually, preconditions express factual constraints for the execution of an
action: if there is no lamp, you cannot turn on the light. But in this case,
something diﬀerent is involved: there are some preconditions that are ‘conventional’, in the sense that even if they do not hold, the action appears to be
executable. So, if a judge looks at a person while walking in the street, and
tells him: ‘‘I condemn you to two years’’, the ‘condemn’ action seems to have
been executed, but, of course, this is not so. But where do these further
constraints come from? The answer is that there needs to be some Norm (or a
set of norms) that deﬁnes the action. So, a Power depends on the existence of
norms deﬁning an action modifying a Legal Relation. Under this reading, the
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Hohfeldian deﬁnition applies without changes: what is important is just to
note that the action A, whose execution can bring about P, is not a ‘natural’
action, but it is a ‘conventional’ action suitably deﬁned.
We must remark that what is in order here is not the introduction of a
Norm (an action which always require an Authority), but the introduction of
a Plan, as, for instance, the ‘selling and buying’ plan. The fact is that,
according to the previous discussion, there is no way to deﬁne this plan, other
than having a (set of) norm introducing it, i.e., no JurPlan or LawPlan can
exist, unless it is the topic of some Norm. In other words, an agent cannot
‘invent’ the plan ‘selling and buying’, as he could ‘invent’ a new plan for
organizing a party: the latter can be invented, because its eﬀects are factual
eﬀects (if the party comes out to be a nice party, the plan is a good plan, since
it has achieved the eﬀects it was invented for); but the former cannot be
invented, since it will never have any eﬀect at all, unless some authority
establishes which are these eﬀects, and under which conditions they are
achieved (see Figure 6).
For instance (see Figure 6), a LawPlan for the deﬁnition of new types of
contracts can be executed for deﬁning UnsafeContract. This execution has as
its eﬀect the creation of a Norm (the one ruling UnsafeContract). This is a
Power (the one that is possessed by those who can use UnsafeContract) i.e.,
a type of Norm, but it does not seem that there is a newly deﬁned Plan
involved. However, each Norm refers (topic) to a Plan; so, the same holds for
Power; in our example, it is the Plan that must be executed for entering a
UnsafeContract. In general, it is not possible to introduce a Norm without the
associated topic, and the topic of a Power is the Plan that must be executed to
exercise the Power. Note also that we are referring to the creation of norms,
but of course nothing changes substantially in case of modiﬁcation or cancellation of norms.
The deﬁnition of UnsafeContract was an example of application of LawPower. On the contrary, the execution of the Plan associated with UnsafeContract is just an application of a JurPower. In this case, what come to
existence are just one or more instances of Legal Relations (e.g. new Duties
and Privileges). It is clear that the ﬁrst type of Power has a much greater
impact on the society, so that it must be much more constrained. So, the
Authority which can do that is restricted to be a carefully deﬁned group of
people (or the King, in our spaghetti example). Of course, the degree of
impact is diﬀerent for diﬀerent laws, so that diﬀerent levels of authority are
usually deﬁned.
The task of determining ‘‘who has power’’ is much more complex than it
might appear. Each and every institutional organization (ranging from the
Constitutional Court to the lowest levels) has received its POWER on the
basis of some set of norms, stating which are the attributions of these
organizations and how they are composed. So, they ﬁnd their proper place
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within an established social environment. But what about illegal organizations, for instance Maﬁa? How can we model the fact that a local Boss has
established that all food shops of a given area must pay 1000 Euro per month
for the protection? It seems that this is not so diﬀerent, from an ontological
point of view: even in this case, a rule has been introduced, together with its
restrictions (‘‘food’’ shops, ‘‘a given area’’), and plan (pay 1000 Euro), in this
example with a POS polarity. So, there should have been an exercise of
POWER; but which is the source of this POWER? It may be argued that it is
force and violence, but perhaps it is more precise to say that it comes from a
parallel social organization whose grounding is on force and violence. Of
course, the fact that, hopefully, there will be greater resistance to this rule
than to legal rules, depends on an evaluation of the source of the POWER
(commonly agreed Constitutional origin rather than violence), but this does
not aﬀect the ontological status of the rule itself. So, we have that Authority
(i.e., the owner of POWER) gets its status from a social body, a source which
is something diﬀerent from the Authority itself.
With respect to BasicPower, it must be added that all agents are full of
BasicPower. As legal persons, we are owners of some properties, so that we can
do things with them, as selling them, whose eﬀects are guaranteed by the legal
system, or more precisely, by the BasicPower it assigns to us (unfortunately
just in most cases, not always, see Sen (1999) and the concept of capabilities
he introduces). Now, we can decide that Authorities are agents having a Power,
in which case all of us are Authorities with respect to our home or our credit
card, or that the term Authority applies just to agents having some LawPower.
This latter usage seems more akin to the standard one, so we adopt it.
Before turning back to the technical issues, we must observe that some
rules exist independently on any POWER. They are the rules of tradition (not
to be confused with the rules coming from written religious texts). They are
rules the origin of which is unclear: rules to which everybody in a society
usually conforms, just because they exist, and because who does not respect
them is not respected by other people. This situation does not seem to pose
any special problems for the ontological framework we are proposing: the
basic structure of the norm is exactly the same as before. Simply, the author
of the rule is undeﬁned. But a sanction usually exists, and it is the probable
reaction of the other members of the society (in extreme cases, nobody wants
to have any contact with you any more).
Now, we show the placement of Authority in the ontology. Note that
Authority is a material role, since individuals or groups can become or cease
to be authorities, according to the application of some POWER. The main
ideas are depicted in Figures 7 and 8.
In Figure 7, we see that the Author of a Norm is the Actor of the LawPlan whose eﬀect is that Norm. In Figure 8, it is shown how one becomes
an Authority, i.e., as an eﬀect of a special type of LawPlan named
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Figure 8. Authorities: how they are created. The fact that some Agent becomes an Authority
is the eﬀect of a particular LawPlan (called Authority-Creation-Plan). Another example of
LawPower is the ConstitutivePower.

AuthorityCreationPlan. Notice that the second point means that a given
material role (in this case Authority) comes to be true for an individual as an
eﬀect of some action (as Intention in Figure 4).
What is not represented in the ﬁgure is that Authority is organized in
levels. This could enable us to state that an Authority may be created just by
another ‘more powerful’ authority. However, it may be argued that in many
cases the creator of an authority need not be an ancestor in the hierarchy: for
instance the commission for the ﬁnal examination of new judges need not be
viewed as more powerful than the judge, if by MorePowerful we intend that
the decisions of the ﬁrst prevail on the decisions of the second.
One can wonder if, as there exist AuthorityCreationPlans that create
Authorities, i.e., roles able to exercise a LawPower, there also exists something able to create entities to which some JurPower is assigned. In fact, they
do exist, and could be named ConstitutivePlans. ConstitutivePlans have as
their eﬀect the creation of new Legally-Constructed-Person (of a given type).
As such, this new Legally-Constructed-Person can execute some actions that
have legal eﬀects. For instance, if a new company is created as the eﬀect of
some legal procedure, the eﬀect is that this new entity inherits all the properties of the general type Company, including their internal composition and
their ability to do things (as hiring personnel, signing contracts, etc.). Of
course, not everybody has the JurPower to create a new Company, but only
some legal entity, to which this JurPower was assigned by another, previously
established Norm. Notice that we have stated that all of this is an exercise of
JurPower, and not of LawPower; accordingly, the entity who can create a
company need not be an Authority. This may be seen as contrasting the
common use of the term ‘authority’, but it seems to be consistent with the
idea that Authorities create general rules, which is not the case for the creation of an individual instance of Company. A very diﬀerent case is the one
where some organism created the very concept of Company, with all of its
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attributions (Privileges, Duties, and so on). This is a true application of
LawPower, a task of some pre-deﬁned Authority.14
5. A case study: fruits
In this section, we report the result of a preliminary study on a legal concept,
i.e., fruits (see Italian Civil Code, art. 820). A Fruit is something that is obtained by somebody as the result of his ownership of something else. For
instance, you obtain the apples if you are the owner of an apple tree, or you
obtain some money if you own a house and you rent it out. Notice that the
presence of fruits does not aﬀect the ownership of the thing. This section aims
at presenting knowledge about fruits appearing in the Italian Civil Code. In
the next section, we will report the representation of a norm concerning fruits,
in order to get a ﬁrst rough idea about the impact of norms on the ontology.
5.1.

GOODS

Goods are deﬁned as a subcategory of Endurants15 (see Figure 9). We
partition the goods in two subcategories: the goods that may undergo a
property relation (SubjectToProperty), and the ones which cannot (NotSubjectToProperty). The individuals of the ﬁrst category can play two roles:
goods that, at some time, are a property of somebody (Asset), and goods
which are temporarily not owned by anybody (ResNullius). The PropertyRel
relation involves a Legally-Constructed-Person (the owner) and a SubjectToProperty good (the owned thing: ownee). An Asset is the object of a
SubjectToProperty good, for which there is a PropertyRel relation (i.e., the
prop-of role is restricted to have at least one ﬁller: 1,n). On the contrary, a
ResNullius is not involved in any PropertyRel: prop-of is restricted to have no
ﬁller (0,0) (Figure 9).

Endurant
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ToProperty

owner
PropertyRel
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0, n
HumanBody

Figure 9. Goods.
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FRUITS

Fruits are Goods. There are two types of Fruits: NaturalFruits and CivilFruits.
NaturalFruits are goods that are ‘‘detachable’’ parts of some ‘‘original’’ good,
and which originated out of the original good via some natural process
(e.g. the growth of real fruits – apples, peaches, etc. – the birth of a lamb out of
its mother, etc.). In this paper, we will not discuss natural fruits any more.
On the contrary, CivilFruits are Assets, which have changed their owner,
after some more or less complex procedure. The general idea is that some
agent A1 owns (and possesses) some Good G1; then, he can decide to
exchange the possession (maintaining the ownership) against some Good G2,
usually for some limited period of time. A second agent A2 gets the possession of G1 and gives G2 to the ﬁrst agent. In this situation, G2 is a
CivilFruit of G1. The simplest example is the one of (house) rental, where G1
is the rented house, A1 is the owner of the house, A2 is the tenant and G2 (the
CivilFruit) is the amount paid for the rent. All of this is ruled by some
JurPlan (as a Contract), which must be executed by the involved parties (A1
and A2). As seen before, in order to be authorized to execute a JurPlan, an
agent must have some JurPower. In the example of house rental, this power
has been given to the owner A1 by the original act of buying the house. On
the contrary, the power exercised by A2 is due just to his being a LegallyConstructed-Person, and to his power on the money he pays for the rental. Of
course, all of this produces new legal relations, in particular, new Privileges
for A2; these are the Privileges associated with the Possession relation, which
has been created as an eﬀect of the execution of the Rent contract.
In Figure 10, we have depicted some of the concepts discussed above. In
particular, it has been made explicit that:
1. CivilFruit, since it is an Asset, has a owner (linked to it via the PropertyRel concept).
2. CivilFruits come from some other Good, which we have called
ExploitedGood (which is a role taken by the Good when it is used in a
FruitProducingContract; see point 10 below).
3. The owner of the ExploitedGood is the same as the owner of the CivilFruit.
4. There exists a special type of Contract involving exactly two contractors (Contract#2).
5. A subtype of type of Contract#2 is FruitProducingContract. The two
contractors are called the giver and the receiver.
6. FruitProducingContract involves two Goods, called theprimary and the
secondary (in this case, the names are not so clear; we had to keep
apart the good which change its possession, as the rented house – the
primary – from the good that changes ownership – the secondary).
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Figure 10. Fruits.

7. A ﬁrst eﬀect of a FruitProducingContract is that a new instance of the
Possess relation is created (PossessX in the ﬁgure), whose possessor is
the receiver of the FruitProducingContract, and whose possessee is its
primary.
8. A second eﬀect of a FruitProducingContract is that a new instance of
PropertyRel (PropertyY) is established.
9. The owner of PropertyY is the same as the giver of the FruitProducingContract which produced the creation of PropertyY, while the ownee of
PropertyY is the secondary of FruitProducingContract.
10. The primary of FruitProducingContract, which is an Asset, as an eﬀect
of an execution of FruitProducingContract takes the material role of
ExploitedGood, as well as the secondary takes the role of CivilFruit.
It is clear that this is just a simple example. However, it makes explicit
some interesting features; in particular, items 2 and 10 above. Item 2 implies
that there is no CivilFruit without an ExploitedGood; item 10 speciﬁes how
CivilFruits come into being; note that this is not a deﬁnition, unless one states
that the only way for an Asset to become a CivilFruit is as an eﬀect of
FruitProducingContract plan, which is not stated here. But apart from
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contracts other than FruitProducingContract, what can easily be made is to
introduce specializations of FruitProducingContract. So, we can have ApartmentRental, CarRental, LandRental, BankDeposit, etc. all of which share
(inherit) the general features of FruitProducingContract. In particular, all of
them have in common the eﬀect that some Asset becomes a CivilFruit.

5.3.

A NORM ON FRUITS

As an example of norms concerning fruits, we consider part of the article
1477 of the Italian Civil Code: the seller must give the buyer the possible
fruits produced by the sold asset (the ExploitedGood). More precisely, if the
owner of a Good, which is currently playing the role of ExploitedGood sells
that Good, then also the associated Fruits must be given to the buyer.
In Figure 11 we show the relevant part of the representation. The focus of
the example is the Norm instance Give-FruitW, which is a Duty that comes
into being as an eﬀect of the execution of SellExploitedGood, which is a
JurPlan. This instance is analogous to the instance of Property that refers to
the fact that the buyer is now the owner of the sold item, in the sense that
both of them are eﬀects of a selling action. Note also that the Norm
mentioned in the previous paragraph is not represented explicitly, since it is
actually part of the deﬁnition of the Power associated with the deﬁnition of
SellExploitedGood. In fact, as stated in Section 4, the issuer of the Italian c.c.
article 1477 had the power to (implicitly) deﬁne the SellExploitedGood action
(although no name was given to it). Within this deﬁnition, the eﬀect of
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Figure 11. A norm about selling ExploitedGoods.
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creating the Duty of transferring the CivilFruits was included, and this is what
is depicted in the ﬁgure.
1. Selling is a speciﬁc type of Contract #2 (and hence a JurPlan).
2. Among the eﬀects produced by Selling there is a change of Property: a
new instance of Property is established (shown in the ﬁgure) as well a
previous property is cancelled (not shown in the ﬁgure).
3. In case the sold item is an ExploitedGood, a speciﬁc subcategory of Sell
is deﬁned: SellExploitedGood.
4. Beyond the (inherited) eﬀects produced by Sell, SellExploitedGood produces a further eﬀect: a new Duty (Give-fruitW). The bearer is the same
legal subject who plays the role of seller of the Selling action, but this
need not be speciﬁed explicitly, since it is inferred from the general rule
that the bearer is the has-agent of the topic of the Norm (i.e., the giver).
5. On the contrary, it is explicitly stated that the giver of the Civil-Fruit is
the same as the seller of the ExploitedGood.
6. The Assets which must be given by the seller to the buyer are the CivilFruits that are produced by the asset which has been sold.
7. According to the Italian civil code, when a duty created by an obligation is violated by an agent, he must repay for the damage created to
the beneﬁciary: the sanction associated to the Give-fruit duty is thus to
repay the buyer for the damage due to not giving the fruits of the sold
assets.

6. Ontological models of the legal system
Classical formalizations of legal reasoning are based on deontic logic, as von
Wright (1951), Alchourron (1993), van der Torre and Tan (1995), Prakken
and Sergot (1997), to quote just a few examples. More recently, ontologies
have been adopted as a means to give structure to the legal domain, beyond
the basic deontic primitives. Ontologies have been used in a wide range of
applications, from legal advice [see the application of the CLIME ontology to
Maritime Law (Winkels et al. 1999; Boer et al. 2001), the representation of
cadastral data and norms ruling the Real Property Transactions
(Stuckenschmidt et al. 2001) and the reasoning about the eligibility to legal
aid for the indigent (Zeleznikow and Stranieri 2001)], to the access to legal
information (Winkels et al. 2000; Tiscornia 2001). Various studies aimed at
proposing ontological primitives (Mommers, 2001) or at comparing and
evaluating diﬀerent approaches to legal ontologies (Visser and Bench-Capon
1998; Bench-Capon 2001). In this section, we overview three models, which
seem more relevant for setting the context of the present work.
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In various papers, Breuker, Valente and Winkels (BVW) have described a
‘functional model’ of legal systems. The model, which is very articulated, and
covers many aspects of legal knowledge and reasoning, is based on the idea
that
‘‘the legal system as a whole (and therefore each of its components) exists
to accomplish a certain function, in order to obtain certain social goals. The
legal system is thus viewed as an entity with a certain internal structure,
behaving in an environment, and that was designed to work in a certain way
in order to be able to accomplish speciﬁed social goals. The main function
of the legal system is to change or inﬂuence society in speciﬁc directions,
determined by certain social goals’’ (Breuker et al. 1997).
The goal of BVW’s research activity is to provide a general framework for
law, including the legal reasoning necessary to assess the cases. The knowledge required has been classiﬁed according to its function: Normative
knowledge (it prescribes behaviour and deﬁnes a standard of comparison for
the social reality), Meta-legal knowledge (it organizes the relative position of
norms, coping with conﬂicts, validity, etc.), World knowledge (it provides the
background on which norms are built and deals with both entities and
behaviours), Responsibility knowledge (it refers to the links between causal
relations and legal responsibility of agents), Reactive knowledge (how the
legal system reacts to the behaviour of agents; i.e., with sanctions or rewards), and Creative knowledge (enabling the system to deﬁne new entities
and new types of entities). A general schema of legal reasoning involves
taking in input a case, ‘translating’ its description in legal terms (i.e.,
according to legal categories), then ‘matching’ it against the existing norms in
order to verify if there has been a violation, then assessing the responsibilities
of agents and possibly choosing the reactions of the legal system.
It is clear that BVW’s perspective is much wider than ours. The present
article, in fact, contributes mainly to the deﬁnition of the links between
Normative knowledge and World knowledge (with a possible future impact
on Responsibility knowledge). What is especially relevant in the present
context is BVW’s view of model-based reasoning; their approach moves
away from pure heuristic reasoning towards a full representation of the
principles and contents of legal knowledge. But they claim that full modelbased reasoning is not adequate for the task at hand, so that ‘‘weaker
versions of model-based reasoning that do not require full envisioning’’
(Valente et al. 1999, p. 1082) are preferable.16 It cannot be denied that fullblown model based reasoning is hardly feasible in a domain as complex as
legal reasoning. However, it seems that some further steps towards this end
can be useful to approach the goal of linking legal concepts to world
knowledge.
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In particular, we follow the suggestion of matching real-world situations
against legal knowledge, but we also claim that this match can produce
deeper insights on what happened and why, if the mental processes that lead
people to behave in a given way are properly taken into account. Also in this
respect we follow BVW, who state that:
‘‘Primary norms address individual behavior (instances of behaviour) in
the world by means of reference to patterns of behavior’’ (Valente et al.
1999, p. 1093).
and
‘‘. . . in law the causal reasoning is contingent upon notions of responsibility, i.e., one has to take into account also the concepts ‘intention’ and
‘knowledge/belief’’’ (Valente et al. 1999, p. 1102).
Our view is that many of the concepts strictly linked to the notion of agency
(i.e., behaviour, intention, knowledge/belief; see the research on BDI agents)
are relevant in legal modelling, but they still lack an adequate formalization
in terms of ontological primitives. We claim that BDI models, together with
their involvement of desires and intentions, are one of the essential bricks
required to expand and extend BVW’s analysis. In fact, in assessing a case,
it is not only necessary to decide if one or more norm have been broken,
but it is also necessary to understand the reasons why an agent did break
them. And this cannot be done, unless one has a view of the reasoning
mechanism that led the agent to choose that speciﬁc line of behaviour. This
is also made clear in the description of Agent causation in (Lehmann et al.
2003):
‘‘The agreement around cases of agent causation is not reached as easily
as in case of physical causation. This is due to the problem of detecting the
beliefs, desires and intentions of the agent that starts the physical process.
Usually a non intentional action does not fully qualify the agent that
performs it as an agential cause, despite him being the physical cause’’
(Lehmann et al. 2003, pp. 21–22).
The present article tries to specify which is the link between an agent’s
intentions, her/his behaviour and the norms that aﬀect them. In this sense, it
can be seen as an extension of BVW’s model, although our focus is more on
the reasoning of the agent than on the reasoning of the legal system that has
the task of inferring (abducing) it from the agent’s behaviour.
Similar comments apply to the system described in (Kralingen et al. 1999),
where the ‘‘conceptual frame-based ontology’’ includes three types of frames:
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norm frames, act frames, and concept-description frames. In the description
of the Norm Frames, the authors state:
‘‘A legal subject attempts to stay within the law and attempts to avoid the
breach of norms. The reason for this behaviour, whether it is social
pressure or threat of sanctions, is not important to our discussion of
norms’’ (Kralingen et al. 1999, p. 1133).
And, in fact, the norm frames include ﬁve slots, which describe the subject of
the norm, the legal modality of the norm (duty-imposing, permission or
power-conferring), the action to which the norm refers to (What must be
done or forborne?), and some extra conditions of application (place and
time). As we have seen, we assume that a sixth slot is required, i.e., the
sanction. In our view, this is essential in the task of explaining how the
existence of a norm aﬀects the behaviour of agents, who have to take into
account the various aspect of the situation (including the existence of norms
and possible sanctions) in order to choose a line of behaviour. Actually, the
act frame includes three slots that are related to agent behaviour: cause, aim,
and intentionality, but it is not clear if they have any impact on the actual
model. In any case, the glosses reveal that these terms are used in a rather
diﬀerent way than we do (see Section 4).
In order to give an example of the importance of a deep model of actions,
we may refer to the domain used in (Kralingen et al. 1999), i.e., the Imperial
College Library Regulation (ICLR). One of the norms refers to the maximum
number of books that can be borrowed. In particular, it states that that
number cannot be exceeded; it is split into two norms, the ﬁrst ones speciﬁes
that a borrower cannot take a book, if s/he has already reached the limit; the
second one says that the librarian should not lend a book to a person who has
reached the limit. Since the system has the goal of assessing if some norm has
been broken, this means that, in fact, norms can be broken. But why? If this
can happen, then the librarian must have had some reasons for doing that (an
error or a principled choice). In our view, the librarian must also have some
reason for not always breaking the rule (sanctions); but if he did that, it could
depend on the fact that the borrower was told by her thesis advisor that she
had to read a book before the day after, that she has reached the limit, that
she lives very far from the library, and that she promised to bring back one or
more book the day after. In such a case, we assume that the librarian made
the right choice, even if it goes against the norm. And this must be taken into
account when the case is assessed, if any action has to be taken against him.
A third model which is relevant here is the one presented in Hage and
Verheij (1999). It is based on three conceptual primitives, i.e., states of aﬀairs,
events and rules. States of aﬀairs concern any type of piece of reality (as ‘John
is a thief’, or ‘A minor cannot make a valid will’), and are changed by events
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(as ‘John taking away the car of Gerald’ or ‘An international treaty being
ratiﬁed’). There are subcategories of events:
‘‘A special kind of events are acts: events that consist of the intentional
behaviour of an individual. A special category of acts are the so-called
juristic acts’’ (Hage and Verheij, 1999, p. 1049).
In our view, one of the most important features of Hage and Verheij proposal is
the parallel existing between the pair <event,causality> and the pair
<rule,constitution>. The events change the state of aﬀair ‘obtaining’
(i.e holding) before the event into a new state of aﬀair obtaining after the event.
And the new state of aﬀairs is causally related (via its ‘eﬀects’) to the event. On
the contrary, two state of aﬀairs (that occur simultaneously) are related via a
constitution relation (called supervenience) if there is a rule establishing the
existence of this relation. For instance, the event ‘signing of a contract’ is
causally related to the state of aﬀair ‘the contract is signed’, and ‘the two contractors are under a contractual bond’ supervenes to the latter. It seems that the
concept of supervenience is strictly related to what Pollack (1990) called ‘generation’: in her case, the diﬀerence is mainly a matter of description, one of the
example being ‘press the switch’ and ‘turn the light on’: they are not diﬀerent
actions (the agent has not done two diﬀerent things), but the ﬁrst only produces
the second if some conditions apply (there is electric power, the wires are not cut,
etc.). In the case of supervenience, we have that the conditions for the existence
of the relation are not physical, but conventional: it is not diﬀerent to have the
contract signed and to have two individuals under a contractual bond, provided
that there is a rule stating the correspondence; so, it is mainly a problem of
description of a state of aﬀairs which actually is a single one. The ‘conventionality’ of ‘supervenience’ is of paramount importance, and has been discussed in Section 4. What is also interesting is that the chain of (inverse)
supervenience starting from the signing of a contract passes through ‘one of the
two contractors (A) is under an obligation towards the other (B)’, and ends in ‘A
ought to perform some action’: again an explicit reference to agent behaviour.
According to the previous discussion, we claim that actions, the way
people use their knowledge about actions, and the way people decide which
goal(s) to pursue via their actions, are all elements that have a basic role in
deﬁning a legal ontology. The next section is devoted to the introduction of a
few proposals about the representation of plans in ontologies.

7. Ontological models of plans
Although planning is one of the main topics of AI research, not many
attempts have been made to provide a principled formalization of planning
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concepts. Presumably, one of the main diﬃculties stands on the fact that
knowledge about planning is mostly embodied in procedures, which are
notoriously hard to represent declaratively (as an ontology demands17).
The input to a planning procedure (planner) includes at least the following
elements: a set of goals of the planning agent, an expressions of the preferences of the agent, a description of the current situation, and background
knowledge. The latter, in turns, includes both knowledge about entities and
relations existing in the world, and knowledge about the actions that can be
performed in the world (with conditions for their execution and, possibly
non-deterministic, eﬀects). The output of a planning procedure is an intention, i.e., a sequence (more or less detailed) of actions that the agent has
decided to execute; so, an intention is a speciﬁc plan of actions which the
agent has committed to. In principle, the planner has to produce all possible
plans that enable the agent to achieve one or more of his goals (using the
goals, the current situation and the background knowledge), and then must
choose one of them (using the preferences), which becomes the agent intention. Of course, the process cannot be carried out in this way, because of the
combinatorial explosion in the number of candidate plans; so actual planners
become rather complex, because of the need to reduce the search space via
heuristics and interleaving of various steps.
The most extensive attempt to formalize the notion of plan has been made
within the Planning Initiative of DARPA, resulting in Shared Planning and
Activity Representation (SPAR) (Polyak and Tate 1998, 1999). The results of
this study are impressive, and their main features are the coverage of the
formalization (which includes also probabilities and uncertainty) and range
of sources which have contributed to the ﬁnal model, among which representation languages [as PIF: Lee et al. (1998)], tools [as Prodigy: Carbonell
et al. (1991)] and true ontologies [as Ozone: Smith and Becker (1997)]; see
Polyak and Tate (1998, pp. 3–4) for a complete listing. However, the strength
of SPAR seems to bring with itself some weaknesses: the fact that various
requirements come mainly from industrial environments (e.g. the need for
standards in process speciﬁcations), and the necessity to quickly approach the
core of planning has made the top-level ontology somewhat confused,
including as sisters (under the topmost concept ‘entity’) concepts rather
dishomogenous, as Environment, Activity, TimePoint, Issue, EvaluationCriterion, WorldModel, WorldModelSpeciﬁcation, to quote just some of them. It
seems clear that many of the concept and features appearing in the SPAR
proposal are of paramount importance; but is seems equally clear that the
connections to a foundational ontology need be reﬁned.
A model which suﬀers from some of the drawbacks of SPAR (i.e., unclear
connections to a top-level ontology) is PLANET (Gil and Blythe 2000).
However, it includes a very nice feature, i.e., an explicit representation of the
partial structures which must be built and managed during the planning
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process. PLANET includes four main structures: planning-problem-contexts,
which describe the background knowledge, the constraints that the resulting
plans must satisfy, and the initial situation, plan-task-descriptions, which
refers to plan templates (i.e., knowledge about actions) and plan tasks (i.e.,
instantiated portions of plans), goal-speciﬁcations, which describes the goals
the planner must try to achieve, and plans. We want to stress here just that
there is a relation between plans and planning-problem-context called candidate-plans, which carries information about the suitability of the plan for that
problem; the possible values of this feature are unexplored, rejected, feasible,
selected. So, it is modelled the fact that plans are built as solution hypotheses
for a problem, and are then evaluated, on the basis of some criteria, in order
to make a ﬁnal choice. This is especially important in our model too, where
norms have exactly the role of further constraints on plans, aﬀecting the ﬁnal
choice of the agent.

8. Conclusions
In this article, we have presented an ontological model of norms, based on
the behaviour of agents. We have shown that norms can be characterized as
constraints on behaviour, i.e., as statements specifying what an agent can and
cannot do, and what happens when a norm is broken. The basic idea is that
agents choose a line of behaviour according to the utility they may gain; and
usually the breach of a norm produces a decrease in the estimated utility,
because of the risk of being sanctioned.
In order to include in the ontology knowledge about behaviour, we have
provided a sketch of an ontological representation of plans and intentions,
showing how a Norm can aﬀect the planning process: the presence of a Norm
can urge an agent to adopt a given line of behaviour (complying with the
norm) instead of another (breaching the norm). This is obtained by introducing the notion of utility and by letting the agent determine his intention
according to the expected maximal utility.
Although the article has mainly addressed primary norms, by also
showing how they are related to the basic Hohfeldian Legal Relations, it has
also shown that the proposed model covers authorities, i.e., it enables one to
express explicitly the role of authorities in a legal system, and the way they
are created. Finally, we have shown how the model applies to a speciﬁc case
study (Goods and Fruits).
Two ﬁnal comments concern the degree of coverage of the article with
respect to the various components of a legal system and the complexity of the
representation. As we have stated in the introduction, the goal of this paper is
not to develop a general model of a legal system (see the models described in
Section 6), but only to give an ontological characterization of a speciﬁc
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aspect, i.e., the role of primary norms. In principle, norms are just a small
portion of such a model, although they are a very important component, as
we have argued in Section 2. Representing norms in an ontologically plausible way is the ﬁrst step towards the implementation of a general model,
which can be grounded on the behaviour of agents; the agents are the entities
which populate the societies that are being regulated by legal systems and
adopting them as the foundation for the representation is, in our view, the
main contribution of this work. Of course, other agents do exist, most
noticeably the judges and the members of the courts, that must decide about
the behaviour of other agents; also judges (as all agents) are subject to norms,
but they also have the role of assessing cases; this is a particular activity, that
is not addressed in this paper, but that can be arguably assimilated to a kind
of diagnostic reasoning: given some evidence (symptoms), classify the situation according to the categories appearing in the system. Since, in doing
that, the court must respect some norms, it seems reasonable to assume that
the model applies to it equally well, provided that a suitable representation is
associated with the process of assessing the case.
Finally, the complexity of the representation. It is a matter of taste if a
graphical representation (as the one we have adopted in this paper) is more or
less readable than an equivalent representation respecting the linear syntax of
a terminological language (see Appendix A). However, independently of the
graphical way the ontology is presented, there is the usual contrast between
the expressivity of the language and the computational complexity of the
reasoning procedures. We have argued in favour of a language including
some constructs that makes the language computationally hard. Although
this is not the focus of the paper, we must stress that this appears to be
unavoidable, unless one is able to show that the same concepts can be represented with simpler constructs, or that the knowledge expressed by these
concepts can be left out of the ontology without loss of information. We
believe that neither is the case, so that we hope that suitable heuristics can
help a reasoner to obtain results within acceptable time limits.

Notes
1

A complex network of physiological causes and eﬀects with respect to ‘‘I feel bad’’.
‘‘Since the norm is the most salient construct of the legal domain, we have selected it
as the point of departure for our intermediate representation’’ (Kralingen et al.
1999, p. 1128).
3
In the text, we sometime use the category names in the plural. Although this is
imprecise, we believe it makes the reading more ﬂuent.
4
By ‘considering’, we mean here the process of moving around (e.g. from LTM to
STM) pieces of descriptions.
2
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More formally, by taking relations as functions, we have: "x [Intention(x) ﬁ
(in-mind-of(x)=has-agent(p-eﬀect-of(x))] Of course, one can preserve relations,
but the formula becomes less readable.
6
Often called explicit permissions (Boella and van der Torre 2003).
7
Note, however, that in Gangemi et al. (2003), Duty, Right, etc. are subcategories of
Regulation, i.e., sisters of Law and Obligation.
8
For diﬀerent positions on the role of sanctions in law, see Kelsen (1945) and Hart
(1961).
9
The term topic is inspired to Ross (1968)’s ‘‘theme’’.
10
The fact that only DUTY appears in the ﬁgure is not intended to mean that all
other relations are reduced to DUTY + polarity. Only DUTY is relevant in this
example, but the other relations are there as sisters of DUTY.
11
Since Planning is an Action, it is the domain of the has-agent relation; however,
since Planning is a mental action, its agent could more properly be called author
rather than actor, since the eﬀect is a mental representation. Consequently, we
could say that the author of a plan and its actor do coincide. The ‘invented’ plan
could actually involve more than one ‘actor’, but we simplify the matter by calling
actor the primary participant (the host of the dinner, and not the cook, the
waiters, etc).
12
We are dealing here with ‘normative’ rules. In other cases, the sanction may be
replaced by a reward.
13
This is consistent with Hart (1961), p. 33, who characterizes power-conferring
norms as recipes for creating duties.
14
Actually, an organization as a Company can also create an internal system of rules
that constrain and organize the behaviour of its personnel. So, in principle, it can
also be seen as an Authority. A partial solution is to create a special type of
LegalSubject which refers to aggregates having a rich internal organization, some
of whose internal organism have the role of Authorities.
15
As one referee pointed to us, the speciﬁcation of what may constitute a Good from
a legal point of view requires a more careful analysis. It is unclear, for instance,
whether a Description may be a Good, while it is certain that some kinds of
Activities (i.e., services) certainly are Goods. Since the focus of this example is on
Fruits, and, at least in principle, any Good can produce Fruits, we leave open the
problem of a better characterization of Goods.
16
On this point see also Bench-Capon and Visser (1996).
17
It is worth stating here again that we are using the world ‘ontology’ a-critically.
Breuker pointed to us that ‘‘Planning is a problem solving task, so the perspective
is an epistemological, rather than an ontological one’’. This comment reﬂects the
view that any ‘role’ taken by a physical entity in a process concerns epistemology,
i.e., the way people conceptualize the process. We share Breuker’s view, but we
cannot disregard that mental processes, as planning, have, as a physical substratum, the agents’ brains, which are ontological objects. However, the literature
in the ﬁeld of philosophy of mind concerning the relationships between mind and
brain is vast and growing at increasing speed. Consequently, we simply declare
that we agree that a ‘description’ of mental processes in terms of intentionality,
beliefs, etc. should more properly fall within the domain of epistemology, how-
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ever, we keep the term ‘ontology’ as the only term that can be used without an
in-depth discussion, which is outside the scope of this article.

Appendix A: Example of LOOM representation
In order to give an idea of the actual meaning of the structures presented in
the ﬁgures, we report here a LOOM version of the contents of Figure 10, assuming that the semantics of LOOM is clearly deﬁned (see [http://
www.isi.edu/isd/LOOM/LOOM-HOME.html]). Some comments are reported within the deﬁnitions, using the: annotations slot. In order to simplify
the match between the ﬁgure and the LOOM deﬁnition, we have split the
latter into three boxes, which have no representational function. The fourth
box reports an example of a LOOM query; when executed, it retrieves all civil
fruits known to the system. This last box has been included to show that,
although LOOM does not allow for role constraints, they can be enforced in
a query, as constraints on the data to be retrieved.
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Appendix B: The planning process
In this appendix, we present a simple model of the planning process. This has
to be viewed as a preliminary attempt at an ontological representation of a
complex activity as planning. We describe here the features that are depicted
in Figure 12. Note that the content of the ﬁgure is a sort of procedure;
although a procedure is inherently a ‘procedural’ representation of a process,
its expression in a programming language also has a declarative (descriptive)
ﬂavour, since it can be inspected as a static object (for instance by a compiler). In order to provide an ontological representation, we need the
equivalent of some basic programming concepts, as input parameter,
1,n
has-goal

Perdurant

Agent
-Role
in-mind-of
has-agent

S-Description
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Planning

Preference
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?
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Figure 12. Structure of the Planning activity.
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variable, sequence of operations, loop, etc. A ﬁrst proposal appears in
DOLCE in the section related to the Task concept (Masolo et al. 2003,
pp. 238–241). Here, we have adopted the following graphical conventions:
1. Planning is linked to its ‘body’ (the large box) via a dashed arrow.
This notion corresponds to the ‘decomposition’ of a complex action in
its steps. In DOLCE, we have that a Course (which is a Description)
sequences a Perdurant. Since a Task is a subcategory of Course, the
large box in the ﬁgure can be taken as the complex Task that sequences
(the dotted upward large arrow) the Planning Perdurant.
2. The sequence of operations is represented as lines ending in a black
diamond. Some lines having this form enter the ‘body’ box: they are
the input data, and the small box they enter is the parameter name
(ex. GoalsX); some of these arrows exit the box: they are the result (the
return values).
3. The sequence of steps is an alternation of ovals (e.g. FindPlans) and
rectangles (e.g. PlansX); the former are sub-procedures (steps, or SubTasks), while the latter are intermediate results (local variables).
4. In particular, FindPlans retrieves from the knowledge of the planning
agent all the Plans that have as p-eﬀects one or more of the Goals in
GoalsX.
5. The Cycle-Until box expresses a loop (in DOLCE, it is a subcategory
of Complex-Task): all the steps inside the box are repeated until the
exit condition (StartExecution?) is satisﬁed. The predicate is assumed
to be true if a single plan has remained in the focus (FocusedP) and
the initial steps of the focused plan are executable; this last condition
holds if that step refers to a ‘basic action’, i.e., to an action that can
drive the actuators of the agent.
6. EvaluateAndChoose aims at evaluating the foreseeable utility of the different alternatives (see Section 2.4); it gets as input the preferences of
the planning agent (PrefsX).
7. Expand takes into account all remaining focused plans (which may be
more than one in case no commitment has been made), and ﬁnds ways
for executing non-basic actions. After Expand, the resulting Plans are
more speciﬁc than the original ones.
8. It is speciﬁed (via the usual constraints on roles) that the input goals
(GoalsX) are the ones of the planning agent. A similar speciﬁcation
should be given for the preferences; we have omitted it because of
space constraints.
9. Finally, it is speciﬁed that the ﬁnal plan which is the result of the
whole process (IntendP) is the one that becomes the intention of the
planning agent (has-intention-on). This is the connection (eﬀects of
planning) to the concepts appearing in Figure 4.
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Abstract
In recent years, multi-agent systems have become one of the most promising
approaches for organizing software. However, the demand for capabilities of autonomous decision making poses some requirements on agent architectures. It is
necessary, in fact, that the behavior of an agent be suitably constrained to make
it socially compatible with the community of agents. In this paper, we propose a
model for obligations and rules which is inspired to E. Goffman’s work in sociology, and which can be integrated in existing BDI (Belief, Desire, Intention) agent
architectures. We show that Decision Theory and Anticipatory Coordination can
be the basic building blocks for an agent model where obligations are associated
with sanctions (and with another agent, the normative agent, who takes care of
making the obligation respected). Anticipatory Coordination is required to foresee the normative agent reactions, while Decision Theory enables an agent to
choose in a rational way the most promising line of action.

1

Introduction

A Multi-Agent System is composed of a set of software programs called agents; each
agent must be able to interact with other agents and to choose autonomously the next
action to execute. Usually, this choice is based on the agent’s goals and preferences,
and it aims at maximizing the agent’s satisfaction (or the satisfaction of the human
owner of the agent). But it can happen that the preferences of an agent conflict with
the preferences of other agents in the community. In such a contexts, the importance
of the concepts of norm and obligation has become apparent [27], [23]. Norms have
been proposed as a solution for improving agent performances [46] and also for regulating e-commerce [27] and electronic marketplaces [26]. In turn, the conceptual tools
developed by agent theories may be useful for a better understanding of the concepts
of norms and obligations in AI and social sciences as shown in [23].

1
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In principle, an obligation is something an agent is obliged to do. In other words,
given an initial situation, in any course of events produced by the action(s) chosen by
the agent, the obligation must be fulfilled. However, this need not be the most rational
way for an agent to act. There can be situations where different obligations contrast
with each other, or situations where an obligation cannot be reconciled with the agent’s
personal desires or goals. In these cases, the agent must evaluate the situation carefully
and must decide if the obligation (or, which obligation) must be pursued, and in which
way.
As we will see in this paper, the game theoretic approach to norms will allow to
develop deliberate normative agents ([20]), which have an explicit representation of
norms and can reason to decide whether fulfilling them or not: they will be able to
find a trade off between their goals and the norms they have accepted; fulfilling an
obligation will be just one possibility for them, and they will choose the course of
action which maximizes their advantage.
The definition of norm we propose in this paper, and the related reasoning framework for taking deliberations dealing with norms, are inspired by the work of E. Goffman ([33]) in the sociological field.
According to Goffman [32], “a norm is that kind of guide to action that is supported by social sanctions”.1 And A. Giddens adds: “a sanction is defined as a reaction of others to the behavior of an individual or a group, a reaction having the goal to
enforce the respect of a given norm”.2
Hence, from the point of view of sociology, norms come always together with sanctions3; since sanctions are actions, they presuppose, in turn, someone to perform them.
This assertion could be debatable if Goffman did not project it into a wider framework about multi-agent situations. For Goffman, “individuals, like other objects in
this world, affect the surrounding environment in a manner congruent with their own
actions and properties. Their mere presence produces signs and marks. Individuals,
in brief, exude expressions”.4 On the other hand, “all organisms after their fashion
make use of information collected from the immediate environment so as to respond
effectively to what is going on around them and to what is likely to occur”. 5
Restating this in multi-agent theory terminology, we have that an agent who acts in
an environment, affects it in such a way that other agents may recognize his intentions.
Since resources are generally scarce, and, hence, agents have conflicting objectives, it
is dangerous for an agent to act in order to achieve his own goals, without considering
what other agents know about him. In fact:
Aware that his actions, expressions, and words will provide information to the observer, the subject incorporates into the initial phases of this
activity a consideration of the informing aspects of its later phases, so
1 [32],

p.62
p.120
3 Actually, written law includes norms without sanction. We believe that they constitute an anomaly
(even if not rare): some of them are due to the difficulty of integrating a possible sanction with the rest of
the rules, others to the desire of achieving extra-legal (i.e. political) goals.
4 [33], p.4.
5 [33], p.10.
2 [29],
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that the definition of the situation he eventually provides for the observer
hopefully will be one he feels from the beginning would be profitable to
evoke.6
In this way, agents engage in “expression games”, resorting to their empathy and
ability to “take the attitude”7 of the other observer, as G.H. Mead has remarked: “the
agent takes the viewpoint of the observer, but he does not ‘identify’ his interests with
it”. He does so “only insofar as the observer is engaged in observing him and ready
to make decisions on this basis, and only long enough and deep enough to learn from
this perspective what might be the best way to control the response of the person who
will make it”.
So, when an agent considers which course of action to follow, before he takes a
decision, he depicts in his mind the consequences of his action for the other involved
agents, their likely reaction, and the influence of this reaction on his own welfare. He
will adapt his actions to the other agents’ reaction before it can even happen. Goffman
calls this form of reasoning “strategic interaction”.
As an analytical tool for modeling deliberation in situations of strategic interaction, Goffman proposes Game Theory ([51]). In fact, Game Theory enables one to
base a decision not only on the expected payoff of an action, but also to model in a
structured way the situation of other agents, to predict their rational reaction, and finally, to choose what to do on the basis of the predicted possible final outcomes and
their utility for the agent.
As Goffman has noticed, an agent who has to follow some norms can be considered as a player in a game, where the payoffs of his actions depend on the subsequent
actions of another social agent, a second player who has the role of making the norms
respected 8 .
In this paper, we focus our attention on the way the first player simulates the reasoning of the second player, in order to anticipate her possible moves. In particular,
we assume that both players are intelligent deliberative agents: the bearer of the obligation, who must respect the norm, and the normative agent (an authority, in formal
situations), which has posed the obligation, wants that the bearers of the norm fulfill
it, and (possibly) will sanction the violators. 9 So, as “it is generally acknowledged
that norms and normative action emphasize autonomy on the side of decision” 10 , we
6 [33],

p.12.
p.13.
8 The game theoretic perspective offers various ways for modeling deliberation, i.e. the techniques
developed in the area of decision theoretic planning (i.e., non classical planning based on decision theory
and/or game theory, see [13], [34], [30]). It is useful to remember that decision and game theoretic planning
have an important role in modeling multi-agent situations, as, for example, [12] and [41] have recently
argued.
9 In [23]’s terminology, we assume that the sovereign (the agent who issued the norm) is a defender too
(i.e., an agent who watches over the norm). This is a rather strong assumption, and it can be argued that
it is usually wrong. However, the origin of the norm, as well as the source of the power of the authority
who issued it, are complex problems, which are outside the scope of this paper. In other words, we aim at
modelling how the norms affect the behavior of agents, and not where they come from.
10 [23], p.100.
7 [33],
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can also pay due attention to the fact that norms and obligations are enforced by the
normative agent, who is an autonomous agent, too.
The first consequence of the approach proposed here is that the bearer of the obligation has to consider explicitly the disadvantage of facing the sanction when he considers whether to fulfill the obligation. However, the sanction is not a granted exogenous event, but it is the result of an autonomous activity of the normative agent.
She has the goal of checking the fulfillment of the norm and has a plan for doing
so and eventually posing the sanction. But she also has other goals, preferences and
obligations as any other agent.
The bearer of the obligation has to take into account all these facts when he considers the advantage of fulfilling or not the obligation: i.e., he has to model (recursively)
also the normative agent as an agent. The recursive modeling of agents is a trend in
agent theories which has been developing in the last years [30], [40], [54] and [6]:
these approaches are motivated by the fact that every action of an agent has an impact on the choices of other agents who can react to it. On the basis of the available
information about the status of the other agents (i.e., their beliefs, goals, obligations,
preferences and available plans), an agent can try to predict what they will do depending on what he decides to do [5].
A consequence of the overall approach is that norms need not be represented by
a specific primitive propositional attitude with a distinct ontological status, but as a
combination of beliefs and goals of the agent subjected to the norm, and of the agent
who has to enforce the respect of the norm: in particular, the goal of avoiding sanctions, the goal of not violating the norm and the belief that there is another agent who
has the goal of sanctioning violations. This is the basis of the integration between
norms and the other pro-attitudes. In this way, the sophisticated models developed for
agents can be exploited for modeling deontic reasoning and, at the same time, agent
models can be endowed with normative concepts.
On the other hand, the recursive modeling of the normative agent opens the way
to another opportunity for the bearer besides a better evaluation of the resulting final
state. The bearer agent can reason about how the normative agent will (decide to)
check the fulfillment and how and when she will apply the sanction if he discovers
a violation. This knowledge can allow an agent to predict when the normative agent
possibly fails to become aware of a violation and how to induce him to this failure by
means of some action. In fact, the normative agent has to check whether the obligation
has been fulfilled before applying the sanction. But, checking the fulfillment and applying the sanction have a cost for him, so he may decide not to do anything. 11 Finally,
the action of checking the fulfillment may fail with a certain probability. In this case,
the decrease in the final utility due to the sanction must be weighed according to the
probability of success of the normative agent (if she fails to discover the violations,
she cannot apply the sanction).
So, there are various motivations for an agent to decide not to fulfill an obligation  :
1. The agent wants to respect  , but he does not know how.

11 For a public administration, checking fiscal evasion has sometimes a cost which does not cover the
returns gained from the payment of monetary sanctions.
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2. All possible plans which lead to the fulfillment of  achieve a lower utility than
some other plan. In particular, this may happen if some of the actions do not
ensure that the normative agent becomes aware of the fulfillment so that she
will probably apply the sanction anyway.
3. There is some plan which does not fulfill  but which induces the normative
agent to believe otherwise.
4. There is some plan which does not fulfill  but which make the sanction impossible to apply.
5. The bearer may choose a plan which misleads the normative agent so that she
selects a sanction which she believes can be applied, whereas, as a matter of
fact, it cannot be applied.
6. The bearer of the obligation can bribe (or menace) the normative agent so that
she does not apply the sanction.
Obligations have been discussed in the field of multi-agent systems mostly in order
to build agents that respect a certain behavior. Hence, the analysis of the possible
deviations from the norm seems at first sight inappropriate. Instead, there are a number
of reasons for the present work. First of all, obligations must be distinguished from
other propositional attitudes as goals and intentions. If the only possible deviation
were of kind 1, an obligation would be similar to an intention (as happens, e.g., in
[28]): that is, it is given up only when it is impossible to achieve.
But, more importantly, possible deviations should be analysed in order to let agents
reason about the behavior of other agents (and human users), which are not necessarily
built to respect obligations. In particular, in some domains, agents must be able to
judge whether the other ones are trusted and maintain obligations concerning security
and privacy (see [21]). In other words, we claim that an agent is able to understand
the behavior of another agent just in case he is able to build a model of his behavior
in terms of possible plans and goals. So, no deceiving behavior can be understood
(i.e. recognized) unless the agent has some knowledge about deceiving: any ‘honest’
normative agent needs some knowledge about dishonest behavior if it is deemed to
detect such a behavior.
If agents who respect (if they can) obligations are needed, there are some ways to
enforce the fulfillment of norms:




The content of a certain obligation  can occur also as a preference of the agent:
in this way, when adopted, it becomes similar to an intention (reinforced by the
possible sanction): the agent directly achieves an utility from the satisfaction of
the obliged state (the content of the obligation is a value for the agent). 12
The agent may have the preference not to mislead the normative agent: the
former agent does not do anything to induce false beliefs in the normative agent,
e.g., that the obligation is fulfilled when it is not the case. In this way, the agent
cannot exploit the possibilities described at point 3 and 4 above.

12 Emotions can play an important role, as well, in the decision process leading to norm fulfillment. [31]
propose a decision-theoretic framework for modeling emotions. In this perspective, for instance, the set of
alternative actions in a decision problem can be affected by the emotional state of the agent.
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The agent has some social goal which makes him disprefer situations where he
is liable (for example because he does not want that other agents decrease the
trust they have on him).

Moreover, as [42] as noticed, the motivations that lead an agent to consider the
norm as a value for him can be further analysed. In particular, he claims that in game
theoretic formulation of norms, an agent can have preferences towards them if he
adopts a “plural perspective” rather than an individualistic one.
In this paper, we do not address generic moral assertions as “there should be no
war” or technical assertions as “in order to print a file, you should use the ‘lpr’ command”.13 Our proposal is directed towards those obligations which are personal (i.e.,
they concern certain individuals), and such that there is some entity which sanctions
who violates them.
This assumption restricts the scope of the paper. But it can be noticed that the basic
approach is only partially affected by this limitations. Our model, as shown in [7],
covers also informal norms such as those involved in natural language communication:
as [29] notices, there is a continuum between formal norms issued by some entity
and informal ones, whose respect is enforced in a spontaneous way by the members
of a group. Also for moral norms, it holds that an agent breaking the norm can be
sanctioned in the sense that he can reach a state of negative desirability: perhaps not
because of a re-action of a normative agent, but because it enters a negative mood (e.g.
shame or fear), or because the entire community he lives within comes to play the role
of the normative agent, making him an outcast.
The structure of this paper is the following: in the next section, the agent model is
described and a formal definition of obligation is presented; in Sections 3 and 3.1, a
detailed example is examined; Discussion, comparison with related work and conclusions end the paper.

2

The Definition of Obligation

According to the observations made in the introduction, we propose that an obligation
be defined as follows:
an obligation holds when there is an agent  , the normative agent, who has a goal
that another (or more than one) agent  , the bearer agent, satisfy a goal  and who,
in case he knows that the agent  has not adopted the goal  , can decide to perform
an action 
which (negatively) affects some aspect of the world which (presumably)
interests  . Both agents know these facts.14
13 Sometimes,

works on deontic logic use the notion of obligation for modeling both kinds of assertions.
generalization has an obvious limitation: it is implicit that the normative agent has chosen not
to enforce by means other than the sanction. More importantly, it hides the source of the goal of the
normative agent (that the bearer satisfy ); in particular, this goal could come from another obligation, i.e.
the obligation the normative agent has towards the sovereign (in case the sovereign and the normative agent
are distinct).
14 This
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Unlike what appears at first sight, this definition covers not only ‘institutional’
cases, but also other situations like obligations in dialog (see [48] and [8]), which
share the characteristic that new goals are acquired as a consequence of social inputs.
Moreover, also inner rewards and punishments deriving from moral obligations can
be considered.
Since this definition of norms does not introduce further propositional attitudes
like being obliged, it allows current models of BDI (Beliefs, Desires and Intentions)
agents to deal with obligations, since they are able to manage intentions, to take into
account the goals of other agents and their behavior, to devise plans for satisfying
goals, and to compare the alternative plans according to their preferences. We assume
that BDI agents are able to carry out, in a reactive way, their intentions, unless they
are already satisfied or are impossible to achieve or have become not relevant; they
decide which intention to pursue by means of a plan, starting from a set of goals; they
are able to take this decision by comparing different alternatives to achieve the goals
on the basis of their preferences.
Furthermore, a BDI agent is able to take into account the goals of other agents;
this, according to [18], is one of the key capabilities for an agent to be social: social
agents must be capable to consider the goals of other agents, and to have attitudes
towards those goals, that is, to adopt those goals (i.e., “having a state of affairs as a
goal because another agent has the same state as a goal”); 15 moreover, goal adoption
is at the basis of the definition of cooperation among agents in [6] and [5], and of
dialogical interaction in [3].
As it is obvious, the role of goals is to direct the planning process; but the fact that
a goal is provided as an input to the planner does not assure that a plan for achieving
it will be chosen: in fact, the planner builds all the plans which possibly enable the
agent to achieve one of his many goals; among them, just one plan will be chosen for
driving the next action of the agent (this chosen plan will be called intention in the
following). This choice is made on the basis of the agent’s preferences. This means
that many of the agent’s goals usually remain unsatisfied (waiting perhaps for future
actions). So, it is possible that among these unsatisfied goals there are also the ones
which represent needs or desires of other agents, and in particular the ones (originated
by norms and obligations) proper of the normative agents.
It could be observed that the term goal does not seem to suit the application of the
norm, since the norm usually involves something which is not per se advantageous
for the bearer agent. However, in general, goals which are instrumental for an agent
also exist. These are goals that are associated to intermediate steps, in the process
of satisfying the agent’s preferences, such as, for instance, the subgoals required for
achieving the preconditions of an action which satisfies the main goals of the agent.
Goals associated with norms are just a special case of these instrumental goals.
In fact, in case of obligations, the normative agent  wants 16 that the bearer of
the obligation adopt the goal  concerning the obligation. Moreover, the bearer 
15 As explained below, adopting a goal does not mean that it will be satisfied or even become an intention
of the adopter: he just considers the adopted goal as a possible further objective besides his own goals.
16 Or, in the more general case the sovereign agent wants it.
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knows the reaction of agent  if he does not adopt  ; the resulting state can be less
useful for  , so the goal  is really an instrumental goal for  (if he wants to achieve
a state of affairs desirable to him).
So, the bearer agent must be able to foresee the reaction of the normative agent
(both in case he fulfills the obligation and in case he doesn’t). This ability of anticipatory coordination is another fundamental feature of social agents, according to
[18]. In the field of BDI agents some proposals for this form of reasoning are already
present. [40] introduced the notion of “anticipation feedback loop”, [30] the “recursive modeling” of agents and [6] a planning framework for anticipatory coordination.
Since we would like to let the agent free not to fulfill an obligation, we need some
mechanism for enabling him to choose among the various alternatives. As in all the
proposals mentioned above, we exploit the notion of utility developed in Decision
Theory, in order to enable the agent to choose the best alternative for him (the best,
depending on the reaction of the partner). Utility is the formalization of the notion of
preference of persons: therefore, it is possible to express the fact that the reaction of
the normative agent leads to a less preferred state for the agent, together with the fact
that the agent achieves some utility by satisfying his own goals.

2.1

The Agent Model

In this section, we introduce the definition of agent. When in the following we refer to
states, we mean sets of attributes which are used to describe the world, together with
a probability distribution over the values of the attributes at a certain moment. Probabilities enable us to represent the uncertainty of an agent about the current situation.
Analogously, probability distributions will be associated to the effects of actions in
order to express the fact that an agent is not sure about how the world changes after
the execution of an action (either by himself or by someone else).
An agent  is a 6-tuple !"#%$"'& where:

( 
(
(
(
(
(

)

are the agent beliefs (including beliefs about other agents and beliefs about
the current state of the world);
 is the set of current goals of  ;
 is the utility function of  (a function from states to real numbers); it is used
to evaluate the outcomes of  ’s actions.  applies to states expressed as sets of
attributes;17
is a set of tuples representing the obligations known by  of which he is the
bearer (they will be described in the next Section);
#%$ is the set of actions which  knows (action recipes [15]);
 is the Current Intention to execute a plan (a newly planned plan or the remaining part of the plan  is currently executing).  is selected within the set
$ of candidate plans produced by the planner.

17 is based on the theory of multi-attribute utility functions developed by [37]. For a discussion on the
usefulness and restrictions of multi-attribute functions see [34].
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*

is based on a set of attributes, each of which is associated with a utility value, and,
by means of a combination function, produces the overall desirability of a state on
the basis of its description; so, it is clear that just the actions including effects that
*
involve some attributes appearing in can affect the evaluation of the state resulting
from the execution of the action. The action may affect the utility of the resulting
state in a positive or negative way; in particular, a decrease in the utility values is
used for representing the costs of executing the action in terms of time and resource
consumption.
The process of intention formation slightly modifies a major property of intentions
(according to [22]), i.e., their +,.-/.01/323,.46587 . In fact, from a computational point of
view, the planner takes always into account the current intention (i.e., the previously
chosen plan), by continuously evaluating what remains to be done, unless new information makes it believe that the intended goal has already been achieved, or it is not
worth being achieved any more (the basic definition of persistence). But the presence
of utilities can lead the planner to believe that a different (totally new) plan can enable
the agent to reach higher utility. So, the previous plan can be discarded or modified.
Since the planning framework has been described elsewhere ([6], [5]), in this paper
we focus on the criteria which determine the action to execute among the ones which
may be executed in the current situation. In the same way we do not present here the
agent architecture for the reactive execution of plans described in [6] and [5]: in [6],
a hierarchical decision theoretic planner is employed which is inspired to the DRIPS
planner [34].
The planner takes as input goals consisting in states or actions (state goals and
action goals in [18]’s terminology): in case the goal is a state, it is considered as a
state to be achieved, so that the planner must find all actions which can contribute
to achieving the state; in case the goal is an action, the planner assumes that it is a
complex action which has to be executed, so that its (easier) task is to find all possible
decompositions of (i.e., ways to carry out) the task and to choose the best of them.
The latter activity is called refinement of the action.
The set 9: is produced by the planner starting from the initial state ; , and inspecting the <%: to find all the action recipes which have among their effects a goal
in 9= and the recipes
* which refer to (expand) an action in 9= . Then, on the basis of
the utility function , the possible alternatives are examined and the best one ( : ) is
chosen: it becomes the current intention of the agent. The best plan is the one which
maximizes the utility:

L

:?>?@'-8ACBD@'EF GCH1IJ6GK *L :M L ;N N

where :M ;N is the state resulting from the execution of the plan :OM in the state ; .
L
L
In case of probabilistic effects and uncertain states, :OM ;N is a set of pairs ;PM1Q RCS1+CM1Q R.N ,
where +CM1Q R is the probability that ;PM1Q R is reached after the execution of :M . In this case,
the best plan is the one which maximises the expected utility, as it is usual in Decision
Theory:

* L ; M1Q RN
:?>T@'-8ACBD@'EF GCH1IJ6GK VXW U
C
+
1
M
Q
"
R
]
H Y Z Q [ H Y Z \1IGCH VXW \
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As discussed above, we have shown [6] that in the context of cooperation among
agents it is not sufficient to take into account the resulting state ^!_3`1ab , but it is also
necessary to consider the possible subsequent behavior of the other agents starting
from ^_3`1ab . For instance, in a cooperative setting, it may happen that a state very
positive for the agent endangers the activity of the partners, so that the overall (group)
goal is harder to achieve. Our solution has been to base the evaluation not on ^!_3`1ab ,
but on the states achievable from the partners starting from ^O_3`1ab (a kind of one-level
lookahead in the spirit of min-max search).
So, in presence of anticipatory coordination, c will select the plan ^ in the set of
candidate plans c^ such that:

^?d?e'f8gChDe'ij kCl1mn6ko.p`1^ kCq rl sut1v `1^_3`1ab b b
where ^ kCq rl sut1v is the plan that (according to
c executes ^_ in state a .

c

’s beliefs) will be selected by

w

when

Also in presence of anticipatory coordination, we must take into account actions
which have non-deterministic outcomes. In this case, ^O_3`1ab is a set of states with
associated probabilities.
When w plans her reaction, she will be in a specific state of ^O_3`1ab (since c will have
already executed the action he chose). Therefore, c has to simulate w ’s reaction in
each of these states. In this situation, ^ kCq rl sut1v will be a set of (state, probability, plan)
tuples (the probability is the one of the state in ^O_3`1ab from which the associated plan
has been planned); the above formula must be modified in: 18

^?dTe'f8gChDe'ij kCl1mn6ko
2.2

x

yXz l { |3} ~l { |3} k l v { |  mkul  v

 _ } " p`1^ _  }  `1a_ }  b b

Formal Definition of Obligations

According to the model outlined above, and to the last two formulae, c should foresee the possible reactions of w . However, there must occur some sensing action performed by w to detect the violation. If c assumes that w will choose to execute this
action and that the action succeeds - so that w knows that a violation occurred - he
must try to imagine which action w will do next. Although it is possible that w sanctions him, c should take into account that w has to balance this possibility against
other alternatives. So, c must reason about the motivations of w for executing the
sanction. In fact, c considers w an autonomous agent, whose behavior is driven by
her beliefs, goals and intentions.
Since w is an agent (i.e., a tuple     p  ^  c  ), her
model includes a utility function. So, if the attributes appearing in the effects of the
sanction have the greatest utility value for w , compared to doing nothing or achieving
some other goal, then she can select the sanction as her preferred action. This would
mean that w must gain an advantage if the violation of the norm is sanctioned.
18 For

the details of the planning algorithm see [5].
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But it is also possible that the sanction does not provide  with any direct personal
utility. For instance, there is no utility for a policeman to sanction the breaking of a
norm. In this case, the execution of the sanction  by  may be due to the existence of
another norm, where the policeman acts as the bearer and the local administration acts
as the normative agent. In other words, it is a duty of the policeman to sanction a driver
who parked outside the allowed areas: this is a duty established by the administration
for which the policeman works and a sanction should be applied to the policeman in
case he does not respect the norm.
This opens the possibility of a regressio ad infinitum: who monitors the normative
agent? Also in this case, our model does not pose any restriction for preventing this
possibility. As a matter of fact, also complex normative systems as constitutional
states do not succeed in ensuring a complete control on the chain of normative agents
who have to monitor and sanction other normative agents, as corruption scandals at
the higher level of the legal hierarchy prove.
The need of having some knowledge about the normative agent’s operative code,
that is the utility function and goals is a strong requirement. However, some defaults
can be applied. So that a set of definitions for the ‘standard policeman’, or the ‘standard web agent’ can be used. But in some cases, more detailed user models can be
available as the ‘policeman I meet everyday in front of my office’, the ‘notoriously
corruptable policeman’, or the ‘softbot controlling an overworked web site’ 19.

If  (the set of obligations) is not empty, then the planning phase and the selection
process of the best alternative must be modified, since  should examine whether to
satisfy (or respect) the obligations in  (for the sake of brevity, in the following description, only one obligation will be assumed). So, the planning phase must be given
as input an extended set of goals,  , which consists in the union of  (including
the current intention) together with the goal(s) appearing in the obligation(s) in  .
As we said in Section 2.1, obligations can be both action and states, and in fact the
planner takes as input both state and action goals. The planner we adopted for implementing the model is DRIPS, which is based on action expansion and refinement. So,
in case of state-goals, the higher level actions which can achieve a goal are found and
then are passed as the real input to the planner; on the other hand, in case of action
goals, these are simply fed to the planner as the real input.
In case the content of the obligation is the negation of an action or, equivalently, a
state which must not be achieved (e.g., ‘the fuel tank must not be empty’), a different
strategy is applied: if an action forbidden by the obligation (or which makes true the
state forbidden by the obligation) is inserted in a plan during the planning phase, it
will be detected during the simulation of the normative agent behavior, and used to

19 A possible alternative, suggested by [30], is to model the normative agent by assigning a probability
to the sanction which she would face if she disregards her duty, instead of modeling explicitly this sanction
as the action of an autonomous agent (i.e., the administration). For instance, a car driver does not need to
wonder why a policeman sanctions him when the car speed is above the maximum allowed; it is enough
that he believe that when a policemen notices a car running at a speed just five miles above the maximum,
there is a 0.3 probability that he sanctions the driver, while if the speed is 30 miles above the maximum, the
probability is 0.95. Of course, this simplifies the matter, but does not enable the agent to exploit in full the
foreseen behavior of the normative agent, as our model does.
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predict the possible application of the sanction.

Formally, in the  component of an agent, an obligation
4-tuple !¡¢ where:



12

is represented as a

£ 

is an agent who is called the bearer of the obligation,
is an agent called the normative agent,
is the content of the obligation, i.e., the state or action goal which  wants
to be adopted and satisfied by  ,
¡ is an action (called sanction) which  will presumably bring about in case
he detects a violation of the obligation.

£ 
£
£

When directly provides  with some advantage, she will be called the counterparty, which benefits from what the obligation is about, as in the beneficiary theory of
rights ([36]).
As stated above, the content of the obligation  , i.e. , is not necessarily a state
(e.g., “the tank must be full”), but it can be also an action where ¤ is the agent (e.g.,
“the agent should send the credit card number”) or not (e.g., “The owner of the agent
must submit his personal certificate”). But it can also be the prescription of not executing an action (“you should not send huge files by mail”) or, almost equivalently,
the prescription not to achieve a state (“the tank must not be empty”). Notice that not
achieving a state means that the state is currently false (the tank is not empty now); so,
this is equivalent to maintaining true a state that is currently true (maintenance goals:
“the door must stay closed”).20
2.2.1

Sanctions

As the sociologist Giddens notices, sanctions can be positive (a reward offered when
the obligation is respected) or negative (a punishment for a behavior in contrast with
the obligation)[29]. That is, the effect of the sanction can be to affect the world in
a way that increases or decreases the utility of the bearer of the obligation, in case
he, respectively, respects or violates the norm. In the rest of the paper we will refer
only to the case of negative sanctions; but our model can be applied also to the case
of positive sanctions, with the difference that the normative agents will ‘sanction’
the bearer when the norm is respected. But a sanction can also have side effects
which affect the normative agent’s utility, since they are actions to be executed. These
effects can be negative (the consumption of resources, but also worsening the social
20 While the difference between requiring to execute or to avoid to execute an action seems to be clear
enough, the difference between a positive and a negative state is more dubious. In fact, ’open’ and ‘not
closed’, are clearly equivalent. We assume that the difference depends on the predicates describing the
effects of the actions. A predicate appearing as an effect is considered ‘positive’, while a predicate not
appearing in any effect is considered ‘negative’. This is useful to keep apart predicates which can act as
goals from predicates which cannot. The former can be used as input to the planner, while the latter cannot.
So, if an action ‘to-open’ has, as its effect ‘open’, then both ‘open’ and ‘not closed’ are taken as positive
state specifications (assuming that suitable meaning postulates link ‘open’ and ‘closed’).
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relationship with the violator) as well as positive: some time ago, in Italy, policemen
were rewarded for every fine they assigned to a driver. 21
As we have seen, a negative sanction is executed only in case the normative agent
believes that there is a violation: in order to establish whether a violation occurred,
the normative agent has to perform a monitoring action. For this reason, in our model,
the sanction ¥ is represented by a complex action consisting of the monitoring action
followed by the very action of affecting the world in a way that is relevant (in one way
or the other) for the bearer agent.22
We have chosen to insert the monitoring action in the definition of a norm although
it would have been sufficient that the sanctioning act had as a precondition the belief
of the normative agent that a violation has possibly occurred. But it must be observed
that in formal contexts, say laws, not all ways for knowing that a violation occurred
are acceptable. For example, the italian police is not allowed to tape phone calls
without the authorisation of an attorney. Illegal recordings do not count as evidence in
trials to determine that a violation actually occurred. Therefore, the specification of a
norm includes the specification of the possible means for checking violations. In case
every means is allowed, the monitoring action will consists of a general action which
subsumes all the possible checking actions for a given type of violation.
Finally, it must be noted that the sanction itself can establish another obligation
for the violating agent. For example, a policeman can put the obligation of paying a
fine for having parked in a no parking area, where the normative agent’s role is taken
by some administration. In turn, the failure to respect the deadline for paying the fine
results in another obligation of being brought to trial before another kind of normative
agent, a judge. And so on in a crescendo of more and more negative payoffs for the
agent.23
However, there is no risk of a regression to infinitum, since this series of obligations usually ends in a sanction which does not pose a new obligation, as Goffman
notices:
still steeper penalties should their judgement be rejected, and still
deeper penalties should this, in turn, be rejected and so forth, eventually
culminating presumably in physically coerced rulings. 24
2.2.2

Determining Violations and Applying Sanctions

In our multi-agent framework the behavior of the partners of an agent ¦ is influenced
by the actions of ¦ , just insofar the effects of his actions can be noticed by the partners.
21 With the obvious social consequences this fact implies, since many policemen started sanctioning any
dubious violation.
22 In general, the checking action need not follow the breaking of the norm. It can be an action that the
normative agent executes periodically, independently of the actions that the bearer executes. This does not
affect the basic model.
23 The consequences of chaining of obligations, even if not infinite, is clear, at least in Italy: since the
deadline for respecting each obligation can be long it is possible that at some point, for example after a long
appeal, the violation can not be punished anymore since the sanction must be applied within a certain time
interval (prescription).
24 [33], p.117.
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In other words, any action can have a side-effect on the partners’ behavior just in case
they are able to detect that something relevant for them has happened. This means that
when § tries to imagine how another agent ¨ will react to his own action, he must
reason not on ©ª1«¬® (the resulting state, how § sees it), but on ©ª1«¬ ¯ , i.e. on the

state that (according to § ’s knowledge) ¨ will see.
This is particularly relevant in the case of obligations. In fact, the ¨ counterparty
of an agent § who is the bearer of an obligation cannot be assumed to become immediately acquainted with the (possible) violation of the obligation. According to § ’s
knowledge, there is some probability that this happens: in fact, § is assumed to know
that ¨ has some actions available to check the fulfillment of ° , that these actions may
fail, and that just in case of their success, ¨ will consider (not necessarily decide) to
apply the sanction.
Finally, any agent knows that actions may fail; also the action of applying the
sanction may fail. So, even if the violation has been detected, and ¨ has decided to
apply the sanction (which he would not do, in case the cost of applying it is greater
than the gained utility), the sanctioning action may fail. § must (or, at least, we claim
that rational agents do) weigh all of these possibilities when he chooses the best way
of acting.

2.3

The Behavior of the Normative Agent

As stated above, the monitor and sanction action leads to an actual punishment only
if the ‘monitor’ part enables the normative agent to know (or at least to believe) that
there is a violation. In the general case, the normative agent is (or may be) unaware
of the violation 25 and she has to decide whether to monitor and (possibly) sanction
him or to do other things, according to other goals. In order to make her choice,
she has to compare the different utilities of her alternatives. Also sanctioning actual
violations may provide her with an utility: but why should she choose the monitor
and sanction action when she is not aware of the violation? That is, if the effect of
this action depends on the actual state of the world which is not known by the agent,
how can she evaluate the utility? What is important for this discussion is the role of
the action during planning and not during execution by the normative agent. During
execution, the world can be in one and only one state, and the monitoring action will
reflect it. But during the planning process, the normative agent has no access to the
actual world. The evaluation of the result of an action and of its utility must be made
entirely from his belief space. And the normative agent may either not know anything
about the violation or she may have some a priori idea of what happened. We have to
find a framework for representing both situations.
In order to deal with this problem, we resort to the probabilistic framework exploited in [34]. [34] distinguishes two kinds of nondeterminism: first, a world state
(as well as an action effect) may not be known for sure, but an agent may know a
probabilistic distribution of the values of the attributes which describe the world. E.g.,
25 The monitoring action is a sensing action, that is an action which makes the agent’s beliefs correspond
(at least with a certain probability) to the current situation of the world; sensing involves complex forms of
reasoning that go beyond the scope of this paper (see, e.g., [39], [25]).

611

September 6, 2001

15

while at work, from our cubicle, we do not know whether it is raining or not, but the
weather forecast said that there is a .3 probability of a sunny day. Second, an agent
can have no idea of the probability distribution on those values (this does not mean
that he believes they are equally likely): the agent is uncertain about the actual state of
the world. Coming back to the example, if we haven’t listened to the weather forecast
we have no idea at all if it is raining or it is a sunny day.
Our approach follows the Theory of Evidence ([43]), where the certainty about the
world is represented by the so-called Basic Probability Assignment (BPA). In a BPA,
a probability is assigned to each subset of the universe of possible values of a random
variable. As usual, the sum of the BPA values is 1. The assignment of the total mass of
probability (1) to the whole universe is intended to mean total ignorance 26. Although
this is just a special case of BPA, it is useful to obtain a concise representation of the
amount of knowledge an agent has about the current situation. In fact, we assume that
just three situation may arise: total ignorance (BPA assigns 1 to the whole universe),
knowledge about a probability distribution (BPA assigns values different from 0 just
to singletons), certainty about the value of a given attribute (just one singleton has the
BPA value 1). In this way, since what is of interest is just the utility of the outcomes,
it is possible to focus the attention on the worst and best cases. So, the utility of the
different states is evaluated, and the situation of ignorance is represented as a pair
whose first element is the state for which the utility is worst and the second element is
the state for which the utility is best.27 The utility of an uncertain state is represented
as a pair as well, with the utility of the worst and best case scenario as first and second
element. It must be observed that the utility pair can be interpreted as an interval,
since the actual utility value necessarily falls within the bounds appearing in the pair.

3

A Sample Scenario

Consider (somewhere in the near future) two (BDI) agents working in internet with
different roles. The first agent is an electronic spider that, for the sake of his owner,
has the goal to gather information in a short time by accessing different sites, and
retrieving documents (possibly paying for them). He can also have preferences about
social goals, such as the relationships with other agents.
The second agent controls a given website: her task is to prevent some agents
from accessing the site, to assure that all agents pay for the provided data, and to
avoid possible denial of service inconvenients, which can degrade the interaction with
other users. Her concerns are that a spider agent can access the site sending requests
for documents at a high rate lowering the response time of the server with other users;
or he can use an expired credit card; or he can send to the website a huge file so that
the performance of the website is endangered.
26 This must be contrasted to an assignment of values different from 0 just to singletons, which corresponds to a standard probability assignment, and which is considered as expressing some precise knowledge
about the world, i.e. how probable the different outcomes are.
27 This solution relies on a number of assumptions on the structure of preferences of agents, as shown in
[34] or in classical works as [37].
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So far as the access rate to the site is concerned, since the site agent does not have
the computational resources to check each request and she has other tasks to perform
(as clearing payments), she poses some obligations to the (artificial) agents accessing
the site. However, posing an obligation is not enough, since this might be violated.
Hence, the spider agent must be provided with an incentive for respecting the norm,
even if it is not advantageous for him to do so. Therefore, the site agent states that
if any customer overcomes a given access rate, she will sanction him: subsequent
requests coming from that IP address will be rejected. The site agent can check the
violations by sampling the log file of the server. But the checking action has a statistical character and it may fail: for example, it can discover only 30% of the violations;
hence the violating agent may be neither identified nor sanctioned.
The spider agent, when becomes aware of the obligation, has to take it into account
in his decision process28. When he selects the access rate, he has to predict the reaction
of the site agent: the higher the rate, the greater the utility for the spider agent; but in
case the access rate is beyond the norm, the resulting state can be worse because of
the reaction of the site agent: a prohibition of further access may greatly decrease the
utility of such a state. So, the spider agent has to find a trade-off between the utility of
gathering information rapidly and the possibility of future access.
Even worse, the spider agent can act in order to increase the probability of not being discovered. For example, he can send part of his requests via one (or more) proxy
server: this is a lengthy process but it allows the agent to send, in a certain amount
of time, more requests than it is permitted to do, without disclosing the information
that they come from the same IP address; in fact, even if we assume that he and the
proxy server do not violate the norm, the spider agent can send at least twice as many
requests as the allowed amount.
We represent this scenario by means of a number of attributes. In particular:

±
±
±

±
±
±

info = x; the amount of (valuable) information gathered by the spider agent.
ip = y; the IP address used by spider agent: if it sends requests via a proxy
server, this address will be different from the spider’s one.
over(y). This predicate is true iff the agent with IP address ² has accessed too
much information in a given time, so that he has violated the norm on fair use
of the site. The spider agent obviously knows if over(y) is true; in contrast,
the site agent has to examine the log files to find that a violation occurred by
checking the timestamps of the requests from the IP address.
t = z specifies that the current time is z; time will be considered also as a
resource so that the longer the time, the lower the advantage for the agents.
working. This is a predicate which is true iff the site is functioning (it did not
suffer from a denial of service attack).
sanct(y). True in case the agent whose IP address is ² has been sanctioned;
for simplicity, we assume that the value of this attribute is known by both agents
without any effort.

28 Note that, accepting the norm depends just on the belief of the spider agent that the site agent has really
the power of applying the sanction. See [19] for a general discussion.
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The situation of uncertainty of the normative agent can be represented in this way:
if the site agent does not know whether an agent y1 has used a forbidden access rate
to the site, then she does not have any belief about the binary predicate over(y1),
so its two possible values (T and F) will appear in the pair as the limits of the interval.
The spider agent has at its disposal in ³%´ some actions:
1. HighRateRequest: the spider agent sends HTTP requests to the web site at
the highest possible rate. The effect of this action is to gather a wide amount
of information (say info=x1) in a short time (µ·¶ units of time); however, it
violates the norm contained in ¸ , so that it has among its effects over(y1).
Recall that this condition concerns ¹ ’s beliefs and the real world but not the
normative agent’s beliefs space, which is not affected by ¹ ’s action.
2. LowRateRequest: the spider agent sends HTTP requests to the web site at a
rate which respects the condition specified in ¸ . It allows him to gather a limited
amount of information (info=x2, x2<<x1) in the same time as the above
action, but it does not affect the over(y1) attribute (which remains false).
3. ViaProxyRequest: the spider agent sends HTTP requests at almost the forbidden rate directly to the web site, but it sends the same amount of requests via
a proxy agent: in this way, in the log file of the web site half ¹ ’s requests appears as bearing another IP address than ¹ ’s. ¹ gathers almost the same amount
of information as with HighRateRequests, but in a little longer time (due
to the proxy delay). This action does not violate the letter of the norm beared
by ¹ .
4. Attack: the spider agent sends HTTP requests at a high rate directly to the
web site, and, afterwards, he tries a denial of service attack which makes the
site not work anymore (not working: assume this attribute is immediately
known to both agents).
The site agent is º and we assume that each visitor is informed about the obligation to keep the access rate low. º has at his disposal three actions:
1. Monitor&sanction, that we discuss below.
2. Repair: in case the site is not working, the effect is to repair it; while repairing
it (and afterwards), it is not possible to check the violations (e.g. the log files
are deleted); hence, not sanct(Y) and working.
3. DoNothing: doing nothing and preserving resources.
As an example of the full representation of an action, in Figure 1, we have depicted
the sanctioning action to be performed by the normative agent 29; it is composed of a
sequence of two elementary actions, the monitoring action and the (conditional) action
of sanctioning the violator. Besides the actions, their (conditional) effects are depicted
in a programming language style. The bel(X, over(Y)) notation is used to represent the fact that the attribute concerns the view that the agent has about the predicate
over(Y); this must be contrasted with over(Y), which refers to the actual world
29 The

value 1 corresponds to logical truth, and 0 to falsity.
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if over(Y)
then
(bel(X,over(Y)) and sanct(Y))
(bel(X,not over(Y)) and not sanct(Y))
monitor &
t := t + 5
sanction(X,Y)
t := t + 2

p:
p:
p:
p:

0.3
0.7
0.3
0.7

if not over(Y)
then
(bel(X,not over(Y)) and not sanct(Y)) p: 1
t := t + 2
p: 1

monitor(X,Y)
if over(Y)
then
bel(X,over(Y))
p: 0.3
bel(X,not over(Y)) p: 0.7
t := t + 2
p: 1
if not over(Y)
then
bel(X,not over(Y)) p: 1
t := t + 2
p: 1

sanction(X,Y)
if bel(X,over(Y))
then
sanct(Y)
p: 1
t = t + 3
p: 1
if bel(X,not over(Y))
then
not sanct(Y)
p: 1

Figure 1: Definition of the Monitor&Sanction action.
(or, during the simulation, the beliefs of the bearer agent). The monitoring action says
that the agent can sense the world and discover whether a violation of the access rate
has occurred with a .3 probability; in contrast, if no violation happened, he knows this
fact for sure. The second action, sanction, has a deterministic effect conditioned
to the fact that the agent knows that a violation happened. The effects besides the top
level complex action Monitor&Sanction summarize the effects of its decomposition via a sequential abstraction (see [35] for details). In particular, these effects say
that, if there is a violation, there is a .3 chance that the agent becomes aware of this
fact and the violator is sanctioned. The ‘monitor’ action takes 2 time units, and the
possible sanctioning takes 3 time units.
This rather complex representation must be combined with the fact that this action,
during the planning phase, must be evaluated starting from a world which can contain
uncertainty and probability from the normative agent’s point of view.
As a starting point, we show in Figure 2(a), the notation we adopt to describe the
(probabilistic) effect of the execution of the action Monitor&Sanction. The hypothesis is that a violation actually occurred: in such a case, it is sufficient to apply the
definition appearing in the upper right corner of Figure 1, using the over(Y) branch.
In Figure 2(b), the action is evaluated in a situation where the normative agent has
some idea about the probability of a violation. The .8 probability of a (suspected)
violation makes the normative agent eager to find out and sanction it. A different
distribution could lead to optimistic agents who do not suspect of violations and decide not to monitor for them. In Figure 2(c), it is depicted the situation where the
normative agent has no idea whether a violation occurred: no precise probability can
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be associated with the possible outcomes. In fact the arcs are labelled with pairs: the
probability of finding a violation ranges from 0 (in case no actual violation occurred)
to .3 (in case there was a violation, this is the expected probability of finding it); the
probability of not finding it, on the contrary, ranges from 0 to 1. Note that the first
element of the pair (0 in both cases) is associated with the first element of the pair
characterizing the ignorance about the actual state (F, i.e. no violation) and the same
for the second element. So, the uncertainty about the initial situation is propagated to
the predicted outcomes of the action.

3.1

Obligations: An Extended Scenario

The scenario depicted above is extended by including in the » component of the agent
a norm specifying that the access rate must be below some threshold. This condition
is expressed via the predicate over(Y): it is false if the norm is respected; it is true
otherwise.
Sanctioning violations is a goal for ¼ , which gains an utility from this fact, even
if the time consumed in acting has a cost for him; moreover, ¼ has an advantage in
maintaining the site working, a goal which conflicts with the first one, since, as stated
above, it is not possible to make both of them true.
The tuple representing the norm in »¾½ is:
¿À , ¼ ,not over(À ), Monitor&Sanction( ¼ ) Á

À

À

not over( ) is the negation of a predicate and is currently true; so, need
not careÀ about finding actions
À that make it true, but any plan he devises which makes
over( ) true will make subject to the sanction. This will happen just in case ¼
realizes that a violation has occurred.
À
À
In the initial situation ÂÃ'½ (from ’s point of view), has gathered no information, he has the IP address ÄCÅ , he has not overcome the allowed
access rate and the
À
time is Æ3Ç (see Figure 3). The four alternatives available to lead
to the states Â¾ÅÈ½ ,
ÂÉ½ , ÂÊ½ , and ÂË'½ . Now, in order to make the right choice, À must imagine the
possible reactions by ¼ . A À distinctive feature of this example is that, after three of
the four possible actions by , ¼ will have no perception of a difference in the state.
Indeed, the Monitor part of Monitor&Sanction has the purpose of enabling ¼ to
ascertain which state she is in.
À
So, inside the large box labelled as N’s point of view, the four states seen by
produce just two states ÂÌÎÍ , and ÂËÍ . Reasoning on the first of them, ¼ must
½
½
choose between Monitor&Sanction and DoNothing. We assume that ¼ has no
knowledge about the attribute over(Y), which is expressed by the pair (T F) 30. Let’s
suppose that the utility function of ¼ is defined as follows:
Ï Æ ) = (-2) * Æ
Ï ((sanct(X))
= 100
Ï (not working)
= -200

Ð

30 Alternatively,
could know an a priori probability distribution over the two values of the over
attribute, as discussed in Section 2.3.
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a

real world

20

N’s belief space
0.3

over(Y)
t = t0

monitor &
sanction(X,Y)
0.7

b

bel(X, over(Y))
sanct(Y)
t = t0 + 5

bel(X, not over(Y))
not sanct(Y)
t = t0 + 2

N’s belief space
p: 0.8
over(Y)
t = t0
p: 0.2

bel(X, over(Y))
sanct(Y)
t = t0 + 5

0.76

bel(X, not over(Y))
not sanct(Y)
t = t0 + 2

monitor &
sanction(X,Y)

not over(Y)
t = t0

c

0.24

N’s belief space
p: 1
over(Y)=(F T)
t = t0

(0 0.3)

bel(X, over(Y))
sanct(Y)
t = t0 + 5

monitor &
sanction(X,Y)
(0 1)

bel(X, not over(Y))
not sanct(Y)
t = t0 + 2

Figure 2: Effects of the execution of the Monitor&Sanction action in different
situations.
so, the utility of states achievable by Ñ is obtained as the sum of the three different
components31:
Ò ( ÓÔÖÕ8×Ù Ø ): ((-2) * Ú·Û - 30) + 100 = 70
Ò ( ÓÔÖÕ8ÜØÙ ): ((-2) * Ú·Û - 30) = - 30
Ò ( ÓÔ%ÝØÙ ): ((-2) * Ú·Û - 20) = - 20
on the contrary, if Ñ sees state ÓÞßØÙ , its only possible action is repair which
can lead in one of the two states:
Ò ( ÓÞ'à×Ù Ø ): ((-2) * Ú·Û - 50) = - 50

áãâ

31 In order to simplify the expressions, in the following formulas we assume
= 0; this does not affect
in any way the various choices. Since sanct(X) and not working are binary predicates, when they
are false, the associated utility is assumed to be zero
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C

info=0
ip=y1
not over(y1)
t=t0

C’s point of view

Figure 3: Modelling of Anticipatory Coordination
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): ((-2) * ë·ì - 50) - 200 = - 250

According to the reasoning mechanism based on the theory of evidence, í , in case
she finds herself in state åîÎê é , will associate with the action b1 an expected utility in
the interval [-30, 70], and with the action b2 an utility of -20. Although í can have
no certainty that the first action is better, notwithstanding she can choose by averaging
the extreme values of the first interval. Since this gives for b1 a value of 20, this is the
action that í (according to ï ’s simulation) will choose.
On the contrary if ï executes Attack, no choice is available to í .
Now, ï must reason on the actual states (according to his knowledge) resulting
from í ’s chosen actions. Since it has been established that in absence of an attack,
í will execute Monitor&Sanction, ï has to apply êMonitor&Sanction
to
ê
ê
his view of state åîÎê é , i.e. to the three different states å¾ð , åñ , and åç . Starting
ê
from å¾ð (where there has been a violation), ï will conclude that the violation will be
detected with a .3 probability and it will not be detected with a probability of .7, thus
ê
ê
leading to states å¾ððóò or å¾ðð8è'ï . In state åñ , no violation occurred, so that nothê
ing can be detected (state åñCð8è ). With ViaProxyRequest no formal violation
ê
occurred, so the resulting state is åçCð8è . On the other hand, the consequences of an
ê
ê
Attack can be the states åæ'çÈò or åæ'çò , according to the success of the Repair
action.
Now, ï must evaluate the utility of these states (taking into account the various
probabilities, according to the last formula in section 2.1). We assume the following
values for the utility function of ï :
ä (info=K) = ô
ä ë ) = (-2) * ë
ä ((sanct(X))
= - 100
ä (not working)
= - 40
The utility of states achievable by ï is32:
ä ( å¾ðð8ò ê ): ((-2) * ë·ì - 20) + 50 - 100 = - 70
ä ( å¾ðð8è ê ): ((-2) * ë·ì - 20) + 50 = 30
ä ( åñCð8è ê ): ((-2) * ë·ì - 20) + 20 = 0
ä ( åçCð8è ê ): ((-2) * ë·ì - 20) + 40 = 20
ä ( åæ'çò ê ): ((-2) * ë·ì - 40) + 50 = 10
ä ( åæ'çè ê ): ((-2) * ë·ì - 40) + 50 - 40 = - 30
Finally, ï can evaluate the expected utility associated with each of its four possible
actions:
ä (a1) = 0.3 * (- 70) + 0.7 * 30 = 0
ä (a2) = 0
ä (a3) = 20
ä (a4) = 0.5 * 10 + 0.5 (- 30) = - 10
So, ï will eventually choose ViaProxyRequest as the action to execute.

õ

ö

32 Note that here, the value of to be used is the one in the states resulting from ’s actions, not the one
in the states reached after ’s moves; in fact, info is available to before ’s reaction.

÷

ö

÷
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Discussion

In this paper, we have described a computational model of reasoning about norms
based on decision theory and anticipatory coordination. This description could have
given the reader the impression that we claim that people (and autonomous agents)
always base their behavior on this kind of reasoning. This is not so. Our claim is
that sometimes reasoning on sanctions and on sanctioning agents is necessary and is
actually done. But we agree that in most cases this degree of sophistication is not
required. The idea is that a model which does not include the ability to reason in this
way is fundamentally limited, since there are some behaviors it cannot account for. On
the contrary, a complex model, as the one presented here, is downward scalable: this
means that this same model can pair with the full reasoning mechanism also shortcuts,
that may be used in more standardised situations. For instance, as observed in footnote 19, nothing prevents from associating with the normative agent a ‘probability of
sanction’, a move that in standard situation can cut off the need for imagining what she
will do. The same model can account for even more simplified situations, where the
normative agent does not appear at all: if I drive too fast in the U.S.A., the probability
of being sanctioned is higher than in Italy. But it is not required that I understand why
it is so; I may simply choose my behavior according to this information. The model
accounts for this very easily: it is sufficient to associate a probabilistic outcome with
the action drive fast, without any need to complicate the model.
Another relevant objection to the approach presented here concerns the relationship between sanctions and moral behavior. This problem can be faced at two different
levels: the indirect social negative utility of being sanctioned, and the blind acceptance
of norms as a cultural attitude. The first level corresponds to the observation made in
[19] that “incentives” such as sanctions or rewardings could not be enough for making
agents respect norms. Although we agree on this, we must quote Goffman again:
the meaning of rewards and sanctions is not in their intrinsic and substantial value, but in what they state on the moral status of the actor.
Norms are almost always expressed in general terms, as if they applied
to a specific event as a member of a class to which the rule must be applied. So, in any situation where the rule is supposed to apply, every
deviation can give the impression that the subject is deviant with respect
to the whole class of events33
Since the social image is (possibly) part of the utility of agents, sanctions have
a double role as incentives: they directly affect the ‘welfare’ of the agent and, indirectly, his position in the society. This argument explains why humans are afraid of
violations: the impact on the social image of the violator is amplified by the fact that
even a single violation is interpreted by the ‘society’ as a sign of the agent’s character. We are not able to capture this intuition in our model in a general way; but, in
[2], we modeled this social phenomenon in a particular setting where obligations are
33 [32],

p.64.
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involved: that is, in dialog. In particular, following [14], we modeled the choice of indirect polite speech acts, a very pervasive phenomenon in communication, as an effect
of the goal of preventing this form of generalizations; in the case of speech acts the
violation correspond to the use of a direct and unpolite speech act: the generalization
is that the hearer interpret a single direct interaction as a sign of the general attitude of
the speaker towards him.
We do not have very much to say about the second point, i.e. the attitude to respect
norms. In a very speculative way, we can suppose that education brings individuals to
associate with norm-abiding behaviors a positive utility, but this would deserve more
in-depth studies. However, the model presented here should be amended, in order to
associate with all breakings of norms a special parameter, to which a (more or less)
high negative utility can be attached.
It is worth mentioning a second argument put forward in [19] about the weakness
of incentives and sanctions, i.e the fact that they are not always applied: for example,
burglars are punished only for 5% of the robberies. Given this very low probability
why people do not all start robbing? Evidently, the not-to-rob norm is not respected
only for the fear of the sanction.
Apart from the individual attitude towards the respect of norms mentioned above, we
must observe that our model allows to show that the argument on the probability of
sanction is not entirely correct. In fact, this argument is grounded on the idea that the
probability of the sanction is the same for all violators. This idea depends, in turn, on
a paradigm according to which an agent takes deliberations only based on a decision
theoretic paradigm and not game-theoretic one: that is, the agent considers only the
probability of the effects of his action, and the sanction is only one effect which is
unlikely to happen and negative. Instead, we claim that our game theoretic view of
norm abiding behavior enables us to correlate the probability of the sanction with the
agent who violates the norm and his planning ability. In fact, the sanction is not a
direct effect of a violation, but a possible effect of the reaction of a player of the game,
i.e. the normative agent.
Hence, the probability of the sanction is related to the ability of the agent to violate
the norm in order to achieve his own goal, while leaving the normative agent unaware
of his behavior. In turn, as stated in Section 2.2, the evaluation of the possibility of
avoiding sanction is related to the model of the normative agent we have: if we do
not know exactly the monitoring process that leads to sanctions, we are not sure about
the risk we are taking in violating the norms in a smart way. For example, robbery
requires (presumably) skills, support, knowledge about how to sell stolen goods: this,
in turn, implies the risk of blackmail by the receiver, etc. Not everyone has this knowhow about robbery and acquiring a sufficient skill is too risky and too costly for most
people.34 If we look at other activities that require less know-how, like shoplifting in
department stores, well, ask the managers for the statistics.
In contrast, another argument raised in [19] becomes even more striking in a game
theoretic approach to normative reasoning; [19] notices that, in the acquisition of
34 Our argument would be stronger if we knew that the sanctioned 5% of burglar would be composed of
rookies.
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norms it is important that an agent believes what the normative agent says about the
sanction: nothing prevents, in fact, the normative agents from cheating and overstressing the probability and effect of a sanction. And, actually, not only parents but also
the states with their laws resort to cheating for ensuring norms. 35 Since in our model
the normative agent is considered a player of the game and his behavior is simulated
by the bearer agent, the information that the bearer has about the normative agent
are of paramount importance. It is relevant not only that she does not lie about the
sanction and the monitoring process, but also that she intends to monitor and sanction
violations and, most importantly, that she can do that. This set of beliefs necessary
for the bearer to predict the sanction and to respect the norm are really similar to that
proposed by [21] under the name of trust. The trust is a fundamental quality of the
normative agent for ensuring that norms are respected by agents pursuing goals which
(possibly) conflict with the norms. People would like trusted normative agents only if
they will not have goals contrasting with norms and will believe that the respect of the
norms by the community will improve the welfare.
Anyway, we have seen that our model, on the line of [30]’s one is scalable in both
directions. We can account for the strategic reasoning of the normative agent, but we
can also model bearers who disregard the strategic reasoning and model sanctions as
side effects of their actions, independently of the autonomy of the normative agent.

5

Related Work

Since [52], deontic logic has been proposed as a formalism for reasoning about obligations, normative concepts and what “should be” (or happen) in the world. The main
assumption in most proposals is that verbs as “ought”, “should”, etc., can be modeled
in the same way as other modalities as necessity or belief by means of a possible world
framework. Modal operators as ø have been introduced in order to express formulas
as ø"ù which are true in a world ú if the proposition ù is true in in all the ‘ideal’ (possible) worlds which are accessible from ú . The ideal worlds represent how the reality
should be according to some normative system or preferences.
However, the aim of deontic logic is different from the way obligations are used in
agent theories: the main goal of the former is to examine how obligations follow from
each other and where paradoxes can arise (see [50]). In contrast, agent theories aim
more at examining the relationship between intentions and obligations, i.e. how the
agents decide or not to fulfill an obligation. In deontic logic terms, we do not believe
that the û axiom ( ø"ù%üÖù ), which holds for the necessity and knowledge operators is
fully appropriate here.
35 For politicians, the strategy of overstressing the possibility of sanctioning and above all the willingness
has also a second goal; in fact, they can let the real information about the impossibility or unwillingness
of sanctioning be known to a subset of the bearers of the norm: in this way, their ‘friends’ will be able
to violate the norm, if it is advantageous to them, being conscious that the risk is low, while other people
will be compelled to follow the norm by their wrong beliefs about the risk of sanctioning. Probably, the
latter class of people will appreciate also the effort of the politician to follow the greater good by strictly
enforcing sanctions.
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While deontic logic has devoted attention to the possibility of violating norms, less
attention has been paid to the role of sanctions, even if in one of the first works about
obligations, [1], they are reduced to the alethic modality of necessity via the idea of
6ÿ ý . After a long period where
the occurrence of a sanction ý :36 þ"ÿ
sanctions have received little attention, in recent work their importance is explicitly
recognized:

 



The threat of punishment might be taken into account when the agent
designer considers building into his agent the capability of adhering [to
obligations]. [. . . ] When a rule is violated, and the violation is detected,
a sanctioning act (or an act of recovery) is effectuated. 37
In [27], deontic logic is applied in an agent framework for dealing with norms
and conventions. This work explicitly models sanctions consequent to violations and
relates the fulfillment of obligations to preferences. Moreover, recent works as [16]
have addressed interesting issues in a deontic logic framework, as the management of
norms in case of collective agency.
Finally, non modal approaches to deontic logic have been proposed, for example,
by [45], where the temporal aspects of norms are considered.
In current deontic theories, the center of attention has only been the bearer of the
norm. The remarkable exception [27] explicitly deals with sanctions, but does not
model the agent who is in charge of monitoring violations and applying the sanction.
In [49] the concept of norm is associated with that of a sanction occurring in case
of violations, even if the sanction is still viewed as an event and not an action of
an autonomous agent. In works from the field of economics, as [4], norms require
that the violations are “often punished” with a sanction imposed as the result of the
decision process of another agent. Finally, also in the area of AI and Law, norms
require sanctions [47], [10].
For what concerns agent theories, the notion of obligation has been exploited for
the goal of directing the behavior of agents; as an example, in [44] (as well as in
similar approaches) there is a different view of obligations, as [38] has noticed: in
[44] obligations are used for regimenting agents, that is, for assuring that they will
behave in a certain way. Because of this goal, the actions of the agent repertoire are
constrained by the norms, the axiom T is adopted for modeling obligations, and obligations are constrained to be consistent. In a similar way, [11] proposes to constrain
the evaluation module for enforcing norms.
On the contrary, our approach leans towards another view of obligations, which is
inspired to [24], where obligations can be violated, normative agents can be deceived
in order to avoid sanctions, and the fulfillment is motivated by some instrumental relation with some goal or preference. The main difference with [24] is in the role given
to the recursive modeling of the normative agent, a difference which is more apparent
in [20] where an implementation with the DESIRE agent architecture is proposed. In
our work too, obligations lead to goal adoption; but here, those goals becomes intentions only after the evaluation of the effects of the agent’s alternatives, obtained via
36

 should be better defined as liability since a sanction does not necessarily occur, as noticed in [53].

37 [38],

p. 163.
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the recursive modeling of the reaction of the normative agent.
Moreover, we agree with [17] when he says that the limit of deontic logic is in the
anti-mentalistic approach to obligations: “obligations and permission are just relative
to actions, i.e. to the behavior of a cognitive agent (a behavior based on beliefs and
directed by goals).
[4] proposes to use a game theoretic framework for modeling norms, too. In particular, our model is similar to Axelrod’s framework in that the sanction is not a necessary event but the result of the decision and action of another agent. However, there
are two important differences: first, [4]’s agent are simple ones with limited rationality and not BDI agents: they decide to sanction on the basis of a so called vengeance
attitude; second, and most important, the decision of the sanctioning agent includes
also the deliberation about whether it is worth to monitor violations; in contrast, in
[4], there is no monitoring action, but only a probability distribution on the events that
a normative agent comes to know about a violation.

6

Conclusion

Our proposal constitutes a step forward in the understanding of deontic reasoning
in that we include in the decision process the prediction of the normative agent’s
autonomous behavior. This is the basis not only for discovering when it does not
worth to fulfill an obligation, as well as for enabling agents to reason about how to
deceive the normative agent. Predicting the possible failures and deceits of obligations
is fundamental for building agent communities regulated by norms.
Finally, we used the reasoning process involving the prediction of the behavior
of other agents for modeling cooperation among agents ([6]) and for modeling dialog
([8]); this form of reasoning is becoming a widespread methodology in the multi-agent
field, as works like [30] witness.
In [9], the details and limitations of the planning process underlying this framework are discussed, while the phenomenon of deceits for avoiding the fulfillment of
obligation is the topic of the ongoing work. Finally, the approach described in the
paper has been applied for modelling the Hohfeldian concept of Legal Relations [10].
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Abstract
This paper describes a plan-based agent architecture for modeling NL cooperative dialogue; in particular, the paper focuses on the interpretation dialogue and
explanation of its coherence by means of the recognition of the speakers' underlying
intentions. The approach we propose makes it possible to analyze and explain in
a uniform way several apparently unrelated linguistic phenomena, which have been
often studied separately and treated via ad-hoc methods in the models of dialogue
presented in the literature. Our model of linguistic interaction is based on the
idea that dialogue can be seen as any other interaction among agents: therefore,
domain-level and linguistic actions are treated in a similar way.
Our agent architecture is based on a two-level representation of the knowledge
about acting: at the metalevel, the Agent Modeling plans describe the recipes for
plan formation and execution (they are a declarative representation of a reactive
planner); at the object level, the domain and communicative actions are de ned.
The Agent Modeling plans are used to identify the goals underlying the actions performed by an observed agent; the recognized plans constitute the dialogue context,
where the intentions of all participants are stored in a structured way, in order to
be used in the interpretation of the subsequent dialogue turns.

Keywords: Dialogue Processing, Plan and Goal Recognition, Agent Modeling, Natural

Language Interpretation.

1 Introduction
This paper presents a computational model of dialogue that conceives dialogue as an interaction among autonomous agents. Each agent has his own beliefs, goals, and intentions
and collaborates with his interlocutors: the cooperation implies that, at each step of the
interaction, the agents share some goals and act to reach them; moreover, the presence
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of such shared goals is what supports the coherence of dialogue. During the dialogue,
each agent must be able to recognize the explicit goals set forth by his partners, and
to discover some of their implicit intentions. Then, the agent can balance what he has
understood about the other agents against his own goals, in order to choose his next step
in the interaction.
The computational framework we adopt is based on plans and models the activity of
an agent as plan formation and execution; in order to behave properly, the agent needs
knowledge about the actions that can be brought about in the domain of interest and
knowledge about the linguistic actions that can be executed to interact with other agents.
Moreover, he needs knowledge about the way a plan can be built, out of the available
actions, and executed to reach a given goal. Although two substantially di erent types of
knowledge are involved (knowledge about domain/linguistic actions and knowledge about
planning), we represent them uniformly: in both cases, plan recipes express the relevant
information.
The choice of modeling agent behavior in a plan-based, declarative way is due to
the basic assumption that the knowledge structures underlying linguistic behavior are
common to the two phases of language understanding and language production. So, an
agent must resort to the same piece of knowledge both to understand, for instance, a
polite request (\Saresti cos gentile da aprire la nestra?", i.e. \Would you be so kind as
to open the window?")1 and to produce the same request in appropriate circumstances.
Note that also the plan formation activity must be properly recognized by a hearer, as
is shown by the classical case of applicability condition check (\Is the library open?",
Allen (1983)). Therefore, also knowledge about how to build plans is necessary for both
the phases of understanding and producing behavior.
A consequence of the choice of assimilating dialogue as general cooperative interaction
is that we model dialogue avoiding speci c knowledge about the admissible sequences of
turns. This is accomplished by treating the turns as instances of the possible continuations
of an interaction: a turn is coherent with respect to the previous part of the dialogue if
it can be explained as the means for achieving one of the goals that have been set forth
(implicitly or explicitly) in the dialogue and which are still pending.
The solution given in most dialogue systems is to have the list of possible turn sequences (e.g. question-answer and request-refusal) by means, for example, of a dialogue
grammar. However, the speci cations of all the possible continuations of a dialogue are
Our prototype has been developed for the Italian language: it is based on the GULL syntactic
and semantic interpreter (Lesmo & Torasso 1985, Lesmo & Terenziani 1988, Di Eugenio & Lesmo 1987,
Ardissono et al. 1991), that takes as input Italian NL sentences. However, this paper focuses on the
analysis of dialogue behavior, which is largely independent of the syntactic and semantic properties of
a given language; therefore, from now on, all the examples will be reported in English for the reader's
convenience.
1
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open-ended, too rigid, and lack a common justi cation. An approach that allows an explanation for an answer to a question, or a refusal to a request, on the basis of deeper
unifying principles of rational behavior, as the ones embodied in our model, overcomes
all these problems and, again, assimilates linguistic behavior as a general agent activity.
We will show how our goal-based model of dialogue can explain adjacency pairs, insertion sequences, presequences, grounding processes and various other phenomena, like
acknowledgements, overanswering, and subdialogues due to problems in the interpretation
process; this model also sheds light on the phenomenon of repairing to misunderstandings.
Our architecture includes two levels of plans: a metalevel, describing recipes for plan
formation and execution, and an object level, where domain and linguistic actions are
de ned. All the actions contribute to changing the state of the world: the domainlevel actions are used to modify the surrounding physical situation, the linguistic actions
are used to modify the beliefs of the partners, while plan-management recipes involve
a modi cation of the agents' own intentions about what to do next. So, in modeling
dialogue, turns can be interpreted as actions having the same status as the domain actions
performed to achieve speci c world states. We call the metalevel \Agent Modeling" (AM)
level, and the recipes therein AM plans; the Agent Modeling plans have the object-level
actions as their arguments.
In a sense, the Agent Modeling plans are the planner of our system: they embody
the strategies that lead an agent to adopt a particular line of behavior, i.e. to choose
a given sequence of (domain and/or linguistic) actions to reach his goal(s). Following
the ideas developed in the research about agents after the rst de nitions of intention
(Bratman et al. 1988), the Agent Modeling level describes behavior in terms of a \reactive
planner" (like those in George & Ingrand (1989) and Firby (1987)): in order to satisfy a
goal, the agent chooses a more or less complex action, checks its preconditions, executes
a suitable recipe down to the elementary actions; it also monitors whether the action
succeeds and it replans any action whose execution fails.2
Since the agent is embedded into a community of agents, he can ask for cooperation,
as well as o er his own collaboration to his partners: therefore, we also model the collaborative behavior described in Cohen & Levesque (1991), as notifying the partners about
how the execution of an action proceeds.
The main di erence with respect to other planners is that we chose to describe the
planner in a plan-based declarative language. The plan-based architecture allows us to
apply the plan recognition algorithms developed so far (Carberry 1990b, Lambert 1993)
in order to recognize and trace both the object-level plans carried on by the agent, and
2 The term \reactive planner" is used here to denote reactive deliberative systems, also de ned as
\practical reasoning systems" (Jennings et al. 1998); on the contrary, we are not referring to the stimulusdriven reactive agents like the \Subsumption architecture" described in Brooks (1991).
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his planning behavior; this approach enables us to identify the planning phase, the monitoring activity, etc. performed by the agent through the observation of the object-level
(domain and linguistic) actions he is doing. The Agent Modeling plans are the glue that
keeps together the various object-level actions by specifying how the turns of the dialogue
contribute to the higher goals shared by the agents.
During the interpretation process, the recognized instances of plans are recorded to
contribute to the formation of the agent's internal representation of the ongoing dialogue.
The agent also maintains the instances of his own Agent Modeling plans (i.e. the AM
actions used to plan his behavior), as well as the object-level actions considered in these
plans. In this way, the plan-based representation allows the agent to maintain in the
context the trace of his own intentional activity, which can be exploited for understanding
if and how his partners contribute to his own goals.
The declarative representation of the planning knowledge enables the system to model
in the same way the two interacting agents. This is in contrast with the traditional view,
where it is assumed that the user and the system play asymmetrical roles in dialogue. In
particular, in such a view the observed agent (the system's \user") is supposed to devise
and execute his own plans to reach his own goals. So, the interaction can be continued
coherently, on the basis of the recognition of the user's plans. This view seems unbalanced:
it can be applied correctly just in case there is a xed role for each participant: the user
asks and the system helps. Although this assumption is largely correct, it poses some
limits to the generality of the model: in an interaction of this xed type, di erent models
have to be de ned for the two roles. In our approach, where a uniform \agent" model is
de ned, the \function" of the turns of both speakers can be speci ed in the same way:
they can be a continuation of a previous activity, or they can be linguistic acts, performed
to satisfy an overt or implicit desire of the partner, and this is usually, but not necessarily,
the system's role.
To summarize, the idea is to treat linguistic and domain-level actions uniformly, and
to feed them to a reactive (collaborative) planner represented declaratively, in order to
get a more nely-grained dialogue model. Moreover, if we enable an agent to recognize his
partner's behavior in terms of his planning activity, we achieve a better understanding of
his dialogue contributions, where his domain and linguistic actions are explained uniformly
in terms of the same goal-directed behavior.
The paper is organized as follows: section 2 discusses how the work done in other
research areas supports the idea that dialogue phenomena depend upon the speakers'
intentions; then, in section 3 we sketch informally the main ideas underlying our work and
in section 4 we present a variety of phenomena which can be explained by our solution.
Sections 5 and 6 present the plan libraries used by the system and the interpretation
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process, respectively. Finally, a related work section and the conclusions close the paper.

2 The intention-based approach to dialogue modeling
It is widely accepted that dialogue depends on the intentions of the agents engaging in
an interaction. This idea has been developed in Linguistics, Philosophy and Arti cial
Intelligence.
Among the rst supporters of this conception of dialogue, Levinson (1981) highlights
that the relevant replies to a turn depend on the background activity of the interactants.
The main argument he advances is that after a question we can nd not only answers, but
also some other questions about the relevance of the original question, the negation of its
presuppositions, or a proposal for solving the higher-level goals of the speaker who asked
the question. Moreover, he notices the problem of replies concerning the perlocutionary
e ects of a speech act, which are, by de nition, loosely related to the speaker's linguistic
activity.
Also Searle (1992) agrees with this conception and advances his own explanation: he
suggests that the diculty in constraining the space of the possible replies to a speech
act is due to the fact that the relevance of a contribution cannot depend only on the
previous speech acts: in fact, illocutionary acts are de ned in terms of goals (e.g. a
request is an attempt to make the hearer perform an action) and there is no intrinsic goal
in conversation.
In the AI community, dialogue has been modeled in some works by considering only the
relation among speech acts and relying on the observable regularities in human dialogue:
for instance, see the nite-state grammar model of Winograd & Flores (1986). However,
the role of intentions and planning in dialogue has been recognized by several researchers,
such as Allen & Perrault (1980) and Hobbs & Evans (1980). Also Cohen (1994) challenges the idea that dialogue is a rule-based behavior: he claims that \no de nitions
are given for the transition types, no reasons are provided for the observed transitions
between states and no explanation is given of why or how a particular subgraph constitutes a dialogue unit" (Smith & Cohen (1996), page 29). In Smith & Cohen (1996) the
semantics of speech acts is speci ed in terms of the activity of forming and maintaining
teams aimed at achieving a speaker's goals. In this view, a sequence of speech acts is
admissible when the speakers' contributions aim at satisfying some goal prescribed by
the team activity established previously. In turn, team activity is de ned in terms of
mutual beliefs about goals, and weak mutual goals (Cohen & Levesque 1991): an agent
involved in the collaboration should inform the partner that the goal has been achieved, is
unachievable, or irrelevant, as soon as he becomes aware of this fact. Given this de nition
of joint intention, Smith & Cohen (1996) model speech acts as \attempts" to form a team
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for pursuing a goal with the minimal acceptable result of making mutually believed the
intention to form the team.3
Also Grosz & Sidner (1990) support the role of intentions in dialogue modeling: in
particular, in a development of their work, Lochbaum proposes a dialogue conception
where the agent's intentions guide his behavior and the \partner recognition of those
intentions aids in the latter's understanding of utterances" (Lochbaum (1994), page 1). In
fact, an agent engages in dialogues and subdialogues for reasons deriving from the mental
state requirements of action and collaboration. Lochbaum (1994) and Lochbaum (1995)
provide a computational model of dialogue based on the Shared Plans operator de ned in
(Grosz & Sidner 1990, Grosz & Kraus 1996); Lochbaum's model aims at recognizing the
intentional structure of dialogue and at using it in discourse processing.
Moreover, the notion of intention has been exploited to model human-computer dialogue in Bretier & Sadek (1997) and Goerz & Ludwig (1998): both works describe (belief,
desire, intention) agent architectures for modeling dialogue as rational agent interaction.
The intention-based nature of dialogue is indirectly supported also by some of the
\grammar-based" approaches to dialogue processing: for example, Stein & Maier (1994)
explain the behavior of their nite state dialogue automata in terms of agents' expectations or goal satisfaction. Moreover, they superimpose on the automaton a formalism
based on the Rhetorical Structure Theory (Mann & Thompson 1987) to explain the relations between speech acts; however, in Moore & Paris (1993), the rhetorical relations
have been explained in terms of a speaker's goals directed towards the receiver's understanding. Note also that Smith & Cohen (1996) aim at proving that the structure of such
dialogue grammars follows from the logical relationships arising from the de nition of
communicative actions in terms of team formation.
Other intention-based approaches to dialogue modeling have discussed and analyzed
the importance of considering also the agents' metalevel activity for modeling their interaction with other agents (Litman & Allen 1987, Ramshaw 1991, Carberry et al. 1992):
this metalevel activity is important to understand behaviors like plan exploration.

3 An architecture based on plans
In our architecture, the actions which an agent can execute are of three types and, correspondingly, are de ned as belonging to three di erent sets (libraries): the Agent Modeling
(AM) library, the Speech Act (SA) library, and the Domain library (D).
While the AM library has a truly distinguished role (as outlined in Section 1, it is a \metalevel"), the SA library and the Domain library are kept apart just because the former is
3 This is a minimal success condition because believing that the speaker wants the hearer to act is only
a motivation for the hearer to do it.
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domain-independent, while the contents of the latter depend on the application domain.
Currently, the system does not include a generation module, so it is clearer to consider
the implemented prototype as an external observer: it takes as input from the keyboard
the utterances of both speakers and produces the representation of a dialogue context containing the interpretations of turns, together with the coherence relations among them.4
In the following description, we assume that the input sentences are produced either by
the user (U ) or by a consultant (C ), while the system observes the exchange.
When a sentence is given as input, the system realizes that a speech act has been done.
The Agent Modeling library speci es that an action is usually carried out as a step of a
more general plan; therefore, a more general linguistic action, having the observed speech
act as a step, is looked for. This process is iterated upwards, under the control of the
AM plans; at a certain point, by analyzing the metalevel knowledge, the system realizes
that a top-level speech act (e.g. a request) can be related to a domain-level action: the
upward search is switched from the Speech Act library to the Domain library, but nothing
else changes. Again, the AM library is inspected to determine the activities concerning
plan formation and execution: so, it is possible to decide whether the recognized speech
act is related to plan formation (e.g. the possible ways to carry out an action are being
inspected) or plan execution (e.g. a request to register for an exam has been put forward).
When the subsequent dialogue turns are received, they are interpreted in exactly the
same way. During this analysis, instances of actions in the plan libraries, including AM actions, speech acts, and domain-level actions, are recognized and maintained in a separate
structure, to record a complete picture of the observed linguistic event. This structure,
an extension of the Context Models described in Carberry (1990b), is the detailed representation of the speakers' activity, as recognized by the system: it speci es what they are
doing and why, according to the system's comprehension.
Figure 1 sketches the representation of a turn in the pictorial form that will be used
throughout the paper: in the gure, the box labeled with AM1 represents the structure
containing the metalevel actions recognized while interpreting the turn; the boxes labeled as D1 and SA1 represent the structures containing the recognized Domain-level
actions and speech acts. The action instances occurring in the interpretation structures are usually represented by specifying their names, the values to which their arguments are bound (such values may be actions in the case of AM actions) and possibly
their preconditions (see the arcs labeled with \prec"), constraints (\constr") and e ects
(\e "). The dotted arrows relating AM actions to object-level actions (i.e. domain-level
actions and speech acts) represent the links between a metalevel action instance and its
This approach has clear limitations: for example, it imposes the underlying assumption that no
misunderstandings occur among the speakers. Nevertheless, this is a temporary, simplifying solution, to
be maintained until the generation phase will be implemented in our system.
4
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G1

Satisfy(U, has-credit(U, ML-exam))

has-credit(U,ML-exam)
eff

Try-execute(U, )

Take-university-exam(U,ML-exam)
prec

Satisfy(U, registered(U,ML-exam))

registered(U,ML-exam)

D1
Try-execute(U, )

Exec(U, )

G2

Request(U,C,Register(C,U,ML-exam))

Utterance-act(U,C, "Could you register me ... ?")

AM1

SA1

Figure 1. Sketch of an turn representation structure.

arguments: for instance, the bottom \Exec" action in AM1 has \U" as its rst argument
and \Utterance-act(U, C, \Could you register me ...?")" as its second argument. Instead,
the dashed lines between actions contained in the same box relate complex action instances to their substeps, omitting intermediate steps, which are not shown because only
the relevant portion of the interpretation structures is provided.
During the interpretation of a dialogue, the system maintains two models containing
the interpretation of the turns by the interactants: the user's (agent) model (UAM) and
the consultant's one (CAM). When a turn is interpreted, the system expands the speaker's
model with the turn representation. Then, in order to represent explicitly the coherence of
the dialogue, the system tries to connect the turn to some contextual goal; this operation
succeeds only if the main goal G1 (see Figure 1) which explains the reason why the turn
has been produced also appears in the UAM or in the CAM. For example, given a turn
of the consultant C , there are two possibilities:


If G appears in the UAM, then he has decided to cooperate with U and has produced
a turn to satisfy G.



Otherwise, G is contained in the CAM, so C is continuing some of his own activities,
possibly because there are no other goals belonging to U to be satis ed.

In the second case, the plan structures contained in the CAM and representing C 's
activity are extended with the model of the last turn; this integration is the classical
\focusing" step introduced in Carberry (1990b). The search for this goal G is carried out
by the system; if it succeeds, a link is established between the turn representation and
the UAM or the CAM; this link relates the two occurrences of the top-level goal G.
Note that G does not necessarily need to be satis ed by C : G is the top goal of the
turn representation because C 's reply has been produced while attempting to satisfy G;
the only requirement is that C 's reply is \in some way" connected (i.e. contributes) to G,
where the possible ways are de ned by the system's knowledge about plans, as encoded in
the Agent Modeling library. For example, after a request by a speaker U , a clari cation
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requested by C to U doesn't satisfy U 's goal, but it is a coherent reply, because it can be
explained as an attempt to satisfy one of the preconditions required to ful ll U 's desires,
perhaps a precondition on C side.
This sequence of steps can be exempli ed by the following exchange. Figure 2 shows
very sketchily the evolution of the Agent Modeling models, in order to point out the
interactions between them. We report the complete representation of this dialogue model
in Section 6. In the following paragraphs, we provide the details required to understand
the role of the di erent substructures and how are they actually built and linked together.

Example 3.1:

U-1: Could you register me for the ML exam?
C-1: What is your name?
U-2: Mario Rossi.
C-2: Ok; you are registered!
U-3: Can you tell me the exact date of the exam?
The analysis of the user's rst turn (U-1) leads the system to initialize a UAM including
a speech act model (SA1). The initialization is driven by the interpretation process under
the control of the Agent Modeling plans; they enable the system to determine that an
indirect speech act was performed with the goal of expressing a request. This request
concerns the domain action \register for an exam" (the goal that the partner registers U
is G2 in Figures 1 and 2), that probably makes true a precondition of the action \take an
exam" (contained in the structure D1, with the goal \having a credit for the exam", G1):
the AM plans specify that a rst step in executing an action is to check its preconditions
and, if needed, to make them true.5
In Step 2, the system observes C-1 and initializes the consultant's Agent Model (CAM).
The turn is interpreted as a question that aims at satisfying the precondition \know name"
of the requested action \register for an exam". So, the action \Register" is replicated in
the CAM (D2 with e ect G2 0 in Figure 2), with a suitable link connecting G2 and G2 0
(L1). This turn initiates a subdialogue and advances the new subgoal \know name",
denoted as G3 in the CAM.
In Step 3, U-2 is observed. Here, there are two alternatives: either the user U is
continuing his activity, or he is trying to satisfy one of the consultant's goals. Here, U is
contributing to G3, because providing the requested information makes it shared among
the interactants. A new structure (AM3, linked to SA3) is inserted in the UAM with the
top goal \know name" (G3 0).
In this case, the action is \Take-University-exam"; since the user knows that he is not already
registered, the check does not cause the execution of any observable actions.
5
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USER
AGENT MODEL

CONSULTANT
AGENT MODEL

Step 1 - 2

G1

AM1

G2’

D1

AM2

D2
G3

G2

SA1
U-1

L1

SA2
C-1

U-1: Could you register me for the ML exam?
C-1: What is your name?
G2’

AM1

AM2

D1

G1: has-credit(U,ML-exam)

D2
G2: Register(C,U,ML-exam)

Step 3

G3
G3: Know(C,name(U))

SA1
G3’

AM3

G4: Know(U,registered(U,ML-exam))

SA2

G5: Inform(C,U,date(ML-exam))

L2

SA3
U-2

U-2: Mario Rossi
G2’

AM1

D1

AM2

D2

Step 4

G4
G2

SA1

AM3

SA2

SA4
C-2

SA3

C-2: OK; you are registered!

AM1

AM2

D1

D2

Step 5

G5

SA1

AM3

SA5
U-3

SA2

SA4
C-2

SA3

U-3: Can you tell me the exact date of the exam ?

Figure 2. Evolution of UAM and CAM models during the interpretation of Example 3.1.
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In Step 4, C-2 signals the user U that the requested action has been executed successfully. C-2 satis es G4, a classic \noti cation" goal (Cohen & Levesque 1991); the
actions described in the Agent Modeling library prescribe that, after the execution of an
object-level action, an agent acquires the goal to notify his partner. A new speech act
representation (SA4) is inserted in the CAM to account for the linguistic interpretation
of C-2, and it is related to AM2 as the last step of the Agent Modeling action describing
how to perform the object-level actions.
In the last step, U-3 is a standard continuation step: the user has accepted the completion of the previous subtask and proceeds with his overall plan, by checking another
precondition of the domain-level action in focus (achieved by pursuing the goal G5, which
is linked to AM1).
As stressed before, the architecture outlined in this section is the one that underlies
the current implementation. To let the system really interact with the user coherently, we
have to exploit the Agent Modeling plans for satisfying the goal that the system adopts
after it has interpreted the user's turn, so that the system takes the role of the consultant
C . Given the ability of the system to generate sentences, the instances of the executed
metalevel and object-level plans can then be inserted in the CAM: in this way, the system
has a model of its own activity, against which it interprets the user's turns in order to
understand how they contribute to it.
It should be observed that the relationships existing among the various substructures
present in the agent models (AMs) re ect the intentional/attentional structure of the dialogue as de ned in Lochbaum (1994) after the work described in Grosz & Sidner (1986).
In developing these dialogue structures, we focus on an analysis of the content of utterances, and have not yet exploited cue words. It is clear that exploiting both sources of
information would make our system more robust.
The approach we have adopted requires that, given a set of dialogue phenomena to
model, the intentional aspects of agent behavior necessary to explain them are represented
in our Agent Modeling plans. In this way, the recognition algorithm (and eventually the
generation one) can be reduced to a device which works on complex and hierarchical plan
operators, but needs no other knowledge about the agent's goal-directed behavior.
Currently, we have explored a number of phenomena deriving from the acquisition
of a single high-level goal; on the other hand, we have not yet considered the problems
deriving from the acquisition of multiple high-level goals, and the cases where agents carry
on multiple plans in parallel. The next section describes a set of phenomena which are
explained by the dialogue model we have adopted.
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4 The coherence of an interaction
In our work, we aimed at analyzing dialogue coherence on the basis of general principles, which can be exploited in order to model di erent phenomena uniformly. In
Castelfranchi & Parisi (1980) and Castelfranchi & Falcone (1997), some principles were
de ned in order to model the acquisition of intentions among cooperating agents. We
found that the cooperation notion introduced in those works was particularly useful for
de ning and modeling dialogue coherence in a framework of agent interaction, where
domain-level actions, as well as speech acts, can be performed. Therefore, we have exploited that notion in our computational model of dialogue, which has been de ned under
the hypothesis that speakers are cooperating agents, and are capable of means-ends reasoning to reach the (joint) goals acquired while interacting with their interlocutors. In the
following discussion, we will see that the exploitation of Castelfranchi, Parisi and Falcone's
cooperation notion within our framework allows us to model uniformly the production of
domain-level actions and speech acts, including communicative actions usually classi ed
as meta-communication (e.g. grounding acts).
Our framework models a goal-based notion of coherence in an interaction, where the
decision about which sequences of actions are possible is based on the existence of a
relation between the goal underlying the last turn and some previous open contextual
goal, belonging to the speaker or to his partner. If the goal belongs to the partner, the
speaker may have identi ed it because it was communicated explicitly by the partner (by
means of an illocutionary act), or may have inferred it although it was not stated overtly
(Allen & Perrault 1980, Allen 1983)).
Following the notion of cooperation in terms of goal delegation and goal adoption
de ned in Castelfranchi & Parisi (1980) and Castelfranchi & Falcone (1997), we consider
an utterance coherent with the previous context if its receiver A can interpret it as the
means of the speaker B to achieve a goal g such that:
1. Goal adherence: g is a goal that A has expressed explicitly that he wants B to
achieve; in other words, B has adopted exactly one of the goals he has been delegated
by A to achieve. For example, in:
A: I need a book. Where is the library?
B: It is over there.
B 's response contributes to the satisfaction of A's overt goal of knowing where the
library is.
2. Goal adoption: g is a goal that B has inferred A is going to aim at; A has not
delegated B explicitly to achieve g, but B infers it by reasoning about A's plans.
For instance, in:
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A: I need a book. Where is the library?
B: The library is closed.
B provides A with extra-helpful information which satis es his future goal of checking whether the library is open.6
3. Plan continuation: g contributes to a plan that B is carrying on. This relation
covers the typical cases where the agent continues a domain-level (or communicative)
plan (Carberry et al. 1992); moreover, it covers the continuation of Agent Modeling
plans, as in the following example:
B: Where is the library?
A: It's over there.
B: Is it open today?
We assume that an agent continues the execution of his own plans only when there
is no other local goal of the partner to be achieved.
These three relations are de ned to model cooperative dialogues. However, as shown
in Castelfranchi (1992), the set of coherence relations can be extended straightforwardly
to consider also the interactions among con icting agents, who perform actions to contrast
the other agents' goals.
In the following, we will describe these three relations in detail; we will show how
di erent dialogue phenomena can be understood as instances of such relations. Our
approach is based on the recognition of the intentions underlying an agent's observed
actions and on the ability to appropriately relate such intentions to the interactants'
pending contextual goals.
4.1 Goal adherence

The goal adherence relation models every contribution that derives from an agent's intention to cooperate with another agent to reach the goals communicated explicitly
by him.7 It covers the direct correspondences between speech acts, like the adjacency
pairs studied by conversationalists (e.g. question-answer and request-accomplishment, see
Sacks et al. (1974)); it also covers other more complex phenomena, among which are
the occurrence of subdialogues after a question (e.g. the insertion sequences: questionquestion-answer-answer, see Scheglo (1972)) and some noti cations. Consider the following example:
Note that our goal adoption relation is more restrictive than that of Castelfranchi & Falcone (1997):
it corresponds to their literal conservative adoption.
7 Note that the goal pursued by the interlocutor is inferred from the speaker's utterances in both the
goal adherence and adoption cases. However, the di erence is that the goal adherence relation covers the
situations where the interlocutor infers that the speaker has explicitly communicated that he wants to
delegate him to achieve the goal.
6
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Example 4.1.1

A: Could you give me a pass for the CS laboratories?
B: a) Are you enrolled in a program of the CS Department?
B: b) (he checks on the computer whether A is in the enrollment list)
B: c) Can you show me your enrollment card?
B: d) Here you are (he gives A the pass)
B: e) No, you are not enrolled in any program of the CS Department.
Here, A requests the clerk B to give him a pass (he does so indirectly, by means of
a surface question); 4.1.1.(a - e) is a list of alternative replies of B to the request. B's
reactions derive from his intention of executing the requested action, but they are intrinsically di erent: 4.1.1.a is a question; 4.1.1.b is a domain-level action; 4.1.1.c is a request
(expressed as a surface question); nally, 4.1.1.(d,e) are assertions playing opposite roles.
Nevertheless, under the hypothesis that the interlocutors are cooperating, it is possible
to recognize the inner rationality of each reaction, and to explain how it contributes coherently to the interaction. The explanation is provided by analyzing the turns from
the point of view of agent behavior, as described in our Agent Modeling plans. All the
descriptions below are based on the (cooperation) hypothesis that B is trying to satisfy
A's overt goal to be given a pass:
4.1.1.a: the Agent Modeling plans prescribe that, to execute an action, an agent
(B ) must rst check its preconditions; as speci ed in the Domain library, \Give-pass"
has the precondition that the addressee is enrolled in a program of the CS Department;
therefore, the question \Are you enrolled ... ?" can be interpreted as a way to check this
precondition.
4.1.1.b: as above, but the \check precondition" activity is carried out by executing a
domain-level action (\reading the enrollment list") instead of a linguistic action.
4.1.1.c: again, an attempt to check a precondition; the domain knowledge must specify
that somebody can read from the enrollment card which program a student is enrolled in,
and that before reading something you have to see it. Moreover, showing y to x has the
e ect that x sees y. The Agent Modeling plans describe how these domain-level relations
can be used for checking the mentioned precondition.
4.1.1.d: this behavior follows from the conditional goal of \notifying" the successful
execution of a plan, after its completion; the noti cation task is the last step of the Agent
Modeling plan for achieving goals. If the object-level plan succeeds and it is executed on
behalf of another agent, that agent should be informed about the success.
4.1.1.e: the converse of 4.1.1.d: during the execution of the requested action, B has
discovered that a constraint of the action \Give-pass" is false and, since he is collaborating
with A, he informs the partner that the action cannot be executed.
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The goal adherence relation also models acknowledgements to information acts, repetitions, and other grounding behaviors (Traum & Hinkelman 1992): we interpret the
illocutionary act of \informing" as expressing the speaker's communicative intention that
the hearer update his beliefs with the new information. Therefore, the hearer's subsequent
reactions can be interpreted as positive, or negative, noti cations regarding the updating
action. Consider the following example:

Example 4.1.2

A: Dr. Smith is in oce number 214.
B: a): mhm
B: b): Oh
B: c): 214.
Here, B recognizes A's goal of making mutually believed the information conveyed in
his statement; so, similar to what happens for domain actions (see turn C-2 in Example
3.1), he noti es A that he has updated own his beliefs. The goal of letting A know that B
now believes the information makes B plan a suitable action for grounding the dialogue,
depending on the context where the \updating" action occurs: for example, di erently
from the unmarked 4.1.2.a, the reaction \oh" in 4.1.2.b is used when B previously believed that Dr. Smith was not in that oce (see Heritage (1984)); nally, in 4.1.2.c, B
performs a grounding act by repeating the main information conveyed in A's sentence
(see Clark & Schaefer (1989)).8
4.2 Goal adoption

Goal adoption models spontaneous cooperative behavior; it covers many dialogue phenomena, among which: extra-helpful behavior, the displays of behavioral and conversational
cooperation among agents, the occurrence of presequences, subdialogues, noti cations
and acknowledgments for grounding purposes; this relation is also related to repairs of
misunderstandings. We have treated these phenomena in Ardissono et al. (1997) and
Ardissono et al. (1998).
First, we consider overanswering, a phenomenon widely studied in the plan recognition
literature about information-seeking dialogues: see Allen (1983) and Carberry (1990b). In
overanswering, the receiver of a question volunteers some extra-helpful information which
was not asked explicitly by the information seeker. The rationale behind this fact is that,
by reasoning about the partner's plans, the speaker infers that the partner will also aim
8 Many subdialogues addressing the believability of statements can result from the failure of the \Update" action; for example, the execution of \Update" can detect the presence of a previous belief incompatible with the new information (Lambert 1993):
A: CS144 is taught by Prof. Smith
B: But wasn't Prof. Smith on sabbatical?
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at other goals (not only concerning knowledge) because they are crucial to his plans. For
instance, compare the two alternative responses in the following example:

Example 4.2.1

A: Could you give me a pass for the CS laboratories?
B: a): Sorry, we have nished the passes for today. Ask your tutor for a written
permission to enter the laboratory.
B: b): Sorry, today the laboratories are closed.
In 4.2.1.a, the clerk (B ) noti es the student that it is impossible to perform the
requested action (similar to 4.1.1.e); then, he suggests an alternative plan to satisfy A's
goal of entering the labs. Note that B performs a request deriving from his adoption of
A's higher-level goal to enter the labs, and therefore, to have a permission for that. On
the other hand, B 's request does not derive from the goal expressed explicitly by A, which
is that B provide him with a pass.
In 4.2.1.b, B 's reply does not satisfy A's request of being given a pass, nor his goal of
having it, but that information is useful to A: B has understood A's plan to work in the
labs and he adopts the goal that A knows that they are closed; in fact, it is possible to
work in the labs only when they are open, and A will have to check this constraint before
performing the action.
As pointed out in Airenti et al. (1993), the cooperation among agents can be clearly
divided into behavioral and conversational: an agent might refuse his cooperation at the
domain level, but he may cooperate at the shared conversational activity. In particular,
goal adoption can explain the turns where an agent states his willingness to cooperate at
the behavioral level, as well as refusals. For example:

Example 4.2.2

A: Could you give me a pass for the CS laboratories?
B: a): Here you are (he gives A the pass).
B: b): Ok, just one moment.
B: c): Sorry, but I am busy now.
In 4.2.2.a, B directly executes the action and noti es A about his success.
In 4.2.2.b, B anticipates A's intention to know whether B is going to perform the requested
action by letting him know that he's just about to do it. In fact, when an agent tries to
make somebody else intend to perform an action, the agent's success is not guaranteed:
as for any other action, he may fail (Smith & Cohen 1996). This uncertainty causes the
agent to check whether the intended e ect of his attempt has been achieved. In this
speci c example, B 's utterance provides A with the feedback he needs before A solicits
him.
On the contrary, in 4.2.2.c, B refuses to cooperate at the domain level (i.e. to perform
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the requested action), but he cooperates conversationally by telling A that he does not
intend to help him.
A particular role is played by the goal adherence and adoption relations when the
object-level plan in execution is a linguistic action: as for domain-level actions, the constraints of linguistic actions must be checked, by means of other speech acts. This provides an explanation of the phenomenon known in conversational analysis as presequences
(Scheglo 1979, Levinson 1981). Various conditions are monitored in the preparatory
activity before the execution of a linguistic action:
 The speaker monitors the receiver's attention, which is a precondition of the action
of uttering a sentence with a communicative goal. In the following dialogue, an
agent A tries to attract his partner's attention; in 4.2.3.a, A checks whether the
precondition of the uttering action holds, while in 4.2.3.b he makes it true by calling
his partner:

Example 4.2.3

A: a) Are you listening to me?
A: b) John!
B: Yes!
A: Can you give me a pencil?


In the case of requests, a speaker has to check that the preconditions of the requested
action hold; in the following dialogue, A anticipates his request for a pass by asking
B whether he has any:

Example 4.2.4

A: Do you have any passes for the laboratories?
B: Yes.
A: May I have one?
B: Here you are.


In the case of actions of informing, the speaker has to check whether the hearer
already knows the information he wants to communicate to him (this is a constraint
of the action of informing):

Example 4.2.5

A: Do you know where I've been yesterday?
B: No.
A: I've been to Liza's party.
If the above dialogues represent typical presequence patterns, in collaborative interactions the receivers of a turn initiating a presequence often anticipate their partners,
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so producing more compact dialogues. This behavior is only possible if agents perform
a plan recognition activity to infer their partners' goals and adopt them. Consider the
following examples:

Example 4.2.6

A: John!
B: Yes, tell me.

Example 4.2.7

A: Do you have any passes for the laboratories?
B: a) Here you are (B gives A a pass)
B: b) Do you want one?

Example 4.2.8

A: Do you know where I've been yesterday?
B: No, where?
In 4.2.6 and 4.2.8, B invites the rst speaker to talk; in 4.2.7.a, he anticipates A's
expression of his intention to have a pass by satisfying it directly; nally, in 4.2.7.b, B
anticipates A by o ering him the pass.
The goal adoption relation also explains subdialogues, noti cations and acknowledgements occurring when the receiver of an utterance interprets it. In fact, if a speaker A
performs an utterance act, he has the goal that the receiver B interprets it. Therefore, if B
is cooperative, he adopts the interpretation of the utterance as a joint goal, and performs
an \Interpret" action. This goal involves the identi cation of the syntactic and semantic
interpretation of the utterance, and also of its illocutionary force; moreover, since the
utterance represents a turn of a dialogue, also the coherence relation with the previous
intentional context has to be determined. So, the coherence of subdialogues concerning
interpretation problems and the noti cation of the successful execution of the interpretation action are explained by the goal adoption relation, too. These noti cations can be
performed as in 4.2.9.d, or by means of backchannels,9 as in 4.2.9.e (see Scheglo (1982)).

Example 4.2.9

A: The professor teaching the AI course is on sabbatical.
B: a): What does sabbatical mean?
B: b): The professor of the advanced course?
B: c): Why are you telling me?
B: d): Ok, I've understood.

Backchannels are also used for notifying the speaker that the receiver is paying attention to him: in
such a case, they are explained by a goal adoption relation satisfying this speci c precondition of uttering
a sentence; compare this fact with the discussion about Example 4.2.3.
9
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B: e): mhm
The \Interpret" action has the precondition that the receiver knows the meaning of
all the words occurring in the sentence and he can resolve the references unambiguously
(see Heeman & Hirst (1995)). In 4.2.9.a above, B tries to satisfy the rst precondition by
asking A what is the meaning of \sabbatical"; instead, in 4.2.9.b, B tries to disambiguate
the reference of the phrase \AI course". These replies initiate two subdialogues and
they resemble turn C-1 of Example 3.1. Also 4.2.9.c initiates a subdialogue aiming at
understanding the reason behind A's statement.
4.3 Plan continuation

This relation explains the coherence of a turn representing the continuation of an agent's
course of action, which may concern a metalevel or an object-level plan.
The ordinary continuation of a plan, as analyzed in most plan recognition frameworks,
corresponds to the sequential execution of a domain-level recipe: for example, a student
who wants to have credit for an exam rst does the laboratory work and then he takes
the exam. On the other hand, Example 3.1 provides two instances of plan continuation at
the Agent Modeling level: the user's turns U-1 and U-3 contribute to the satisfaction of
the applicability conditions of the \Take-university-exam" action; the consultant's turn
C-1 aims at learning the values of the arguments of the requested action; C-2 represents
a noti cation of the successful execution of the action.
The continuation of an agent's metalevel activity is useful for explaining the occurrence
of requests for grounding a dialogue: for instance, the grounding actions of Example 4.1.2
can be solicited by the speaker if he wants to know whether his partner has understood
or not; see the example from Traum & Hinkelman (1992):10

Example 4.3.1

(A and B discuss about a plan to move some orange tanks from town to town)
A: so there's an engine at Avon, right?
B: right
Finally, plan continuation can be performed for linguistic actions, too: although in
the paper we have considered \single-step" linguistic actions, our speech act library also
includes recipes for complex linguistic actions, which are composed of more than one
linguistic action. We have introduced these complex speech acts to model structured
discourse, where a speaker may utter a sequence of speech acts related in an intentional
structure for rhetorical purposes (Maybury 1993, Moore & Pollack 1992). For example,
As noted by a reviewer, in Traum and Hinkelman's example, only this interpretation of \right?" is
considered; the phrase also can be interpreted as an expression of doubt about the truth of the proposition,
a phenomenon we do not currently consider.
10
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in order to motivate a request, a speaker may select a recipe composed of an assertion
about the underlying domain task and the real request:

Example 4.3.2

A: I have to work in the labs. May I have a pass to enter them?
A turn composed of such a sequence of speech acts must be interpreted by identifying
a single discourse plan which explains both utterances. This interpretation process is
the same as the one performed to recognize a sequence of actions belonging to a single
domain-level plan.

5 Representation of actions
The domain, linguistic and agent modeling actions belong to three separate plan libraries,
which store the pre-compiled recipes for executing complex actions.
The Domain plan library describes the recipes for reaching the domain goals in a restricted
domain; we chose the University domain as a testing domain; see Ardissono et al. (1993)
and Ardissono & Sestero (1996).
The Speech Act library describes the speech acts (and the discourse plans) with particular
attention to the direct and indirect approaches to communication and politeness techniques (Ardissono et al. 1995a, Ardissono et al. 1995b).
The Agent Modeling library describes a reactive planner used for modeling agent behavior
and will be described in detail later on.11
We are also working on the de nition of some object-level (domain-independent) actions representing \internal" activities of agents: among them, there are the \Update"
action, that represents the updating of an agent's beliefs, and the \Interpret" action, that
represents the interpretation of the turns of a dialogue.
All the libraries are organized on the basis of a Decomposition and a Generalization
Hierarchy (Kautz 1991, Weida & Litman 1992). The rst hierarchy speci es how a complex action can be performed by executing simpler actions. The Generalization Hierarchy
supports feature inheritance among actions: this hierarchy allows the representation, at
a higher level of abstraction, of generic actions associated with di erent behaviors, depending on the context where they are executed. For example, the generic action that
represents taking an exam can be specialized into an action for taking a theoretical or an
experimental exam, which have di erent recipes: for instance, the latter contains the step
of doing laboratory work.
Actions are represented by means of the same formalism in the three plan libraries,
so that the same procedures can be used to work and reason about them. There are four
In Ardissono et al. (1996), a preliminary version of the metalevel plans was introduced and it was
referred to as \Problem-Solving" library.
11

648

1) A generic action from the Domain library (Take-university-exam):
name:
Take-university-exam
roles:
constraints:
preconditions:
e ects:
speci c-actions:

((agt, a, person)(obj, ex, exam))
enrolled(a, Turin-university)
registered(a, ex)
has-credit(a, ex)
((Take-expe-exam (a, ex)
where experimental(ex))
(Take-theor-exam (a, ex)
where theoretical(ex)))

2) A simple action from the Speech Act library (Surface-imperative):
name:
Surface-imperative
roles:
body:

((spkr, s, person)(hear, h, person)(obj, content, action))
(()(block
(Locutionary-act (s, h, content))
where (imperative(content) ^ action(content) ^ agent(h, content))))
is-substep-of: ((Direct-request, 1))

3) A complex action from the Agent Modeling library (Try-execute):
name:
Try-execute
roles:
((agt, a, person)(source, s, person)(action, act, action))
body:
(()(block (Check-constr (a, s, act))
(Verify-prec (a, s, act))
(Perform-action (a, s, act))))
is-substep-of: ((Self-act, 0.3)(Perform-body-step, 0.7))

Figure 3. Representation of some of the actions of the libraries.

action types, depending on their position in the hierarchy:


Complex actions: a complex action A includes a decomposition formed by some
substeps B1, B2, . . . , Bn, where n > 1. There is no action C more speci c than A.



Simple actions: a simple action A includes a decomposition formed by a single
substep D. In Pollack's terms, D generates A (Pollack 1990). There is no action C
more speci c than A.



Generic actions: for each generic action A there are some actions C1, C2 , . . . , Cn
(with n  2) such that A is more generic than Ci for 1  i  n. Generic actions
have no decompositions.



Elementary actions: they have no decompositions and no specializations.

The de nitions above are rather standard. The only thing to notice is that we decided
to keep apart the Decomposition and Generalization hierarchies: decomposition and specializations cannot be speci ed for the same action; moreover, decompositions are not
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inherited. Basically, we adopted this restriction in order to simplify the management of
feature inheritance in our framework.12
In any of the three plan libraries, the representation of actions includes the following
features:
 the action name;


the roles (participants) of the action, characterized by:
- a role name;13
- an internal variable associated with the role;
- the type restriction on the role llers;



the type declaration of other variables occurring in the action (if any);



the applicability conditions:

{ Wh-restrictions: they constrain the relations holding among the role llers. For

instance, the domain-level restriction \has-oce(teacher oce)" constrains the
two variables to take values such that \oce" denotes the oce of \teacher".
{ Constraints: they are conditions that specify in which contexts the action can
be executed; like the wh-restrictions, constraints cannot be made true if they
do not hold; i.e. they cannot be adopted as subgoals by an agent.
{ Preconditions: they are conditions of actions like constraints, but if the agent
believes they are false, he can adopt them as subgoals and try to satisfy them.



the e ects of the action, i.e. the conditions that may become true after it is executed
successfully. If an action execution fails, its e ects do not a ect the world state.



the output variables, bound as a side e ect of the execution of the action. They are
representation-internal: their main purpose is to assign values to variables, in order
to enable the execution of a subsequent step of the plan.



the more generic action, i.e. the name of the immediate ancestor of the action in
the Generalization Hierarchy.



the more speci c actions: i.e. the list of the actions more speci c than the action described (in the Generalization Hierarchy); each more speci c action is characterized
by a condition distinguishing it from its alternatives.

See (Weida & Litman 1992, Devanbu & Litman 1996) for an action representation language which
takes into account inheritance of recipes, and other features, like temporal constraints.
13The role names have no particular impact within the representation of the action, but they are
fundamental for establishing the correspondence between actions and linguistic expressions: role names
must correspond exactly to the -roles of the verb (where such a verb exists).
12
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the decomposition: the decomposition (body) of an action contains a number of
steps, representing occurrences of simpler actions, which have to be executed in
order to perform the main action. In the decomposition, the parameters of the
steps can be shared with those of the main action, or they can be strictly related to
the action parameters by explicit wh-restrictions. The variables shared between an
action and its steps are uni ed when the action instance is created; the others are
bound to values which satisfy the wh-restrictions where they occur.
The body of a complex action may consist of a linear sequence of steps, or of a cyclic
block; in this case, we can have either an iterative execution of the action body (\for
each" loop) with a loop variable which takes its value from a given range; or, we
can have a \while" loop, that terminates when the loop predicate becomes false.14
In each step of the recipe, there may occur further restrictions relating the step
parameters with those of the action whose decomposition is described.
In the decomposition of an action, there can be some conditional steps, which are
executed only when their execution condition holds. The execution condition of a
step \s" is reported in the \if" sub eld of the occurrence of \s" in the body of the
main action.



the \is substep of" list: this is a list of <action-name, probability> pairs which
express the probability that the described action occurs as a step of a higher-level
action, denoted as \action-name".

Figures 3 and 9 show the schemata of some actions in the representation formalism of
our system. Figures 5, 6, 7 and 8 show some portions of the plan libraries in a pictorial
and simpli ed form: the graphical notation is described in Figure 4. In the gures,
the capitalized names are used to denote constants. Note that, for space reasons, the
role labels have been omitted in all the gures representing the plan libraries and the
interpretation of utterances.
5.1 The Domain plan library

This plan library describes the knowledge which guides an agent in reaching his domain
goals, like earning a degree in Computer Science, taking the exams, and so on. It contains
the precompiled recipes describing the typical well-formed plans to achieve some domain
goal (currently, it includes about 100 actions); since the structure of this plan library and
its content are very similar to other well-known solutions, like Carberry (1990b), we will
just sketch the recipe for taking an exam. Figure 5 shows pictorially the plan for the
Providing a formal de nition of our representation of actions is future work.
See
DeGiacomo & Lenzerini (1995) for a de nition of a logic of actions which includes features like conditional actions and repetition of actions.
14
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A
A

B’

...

B

B’’’
cond

A

A’s plan has conditional step C
which must be executed only
when condition cond is true
cond

B

constr

prec

A

A

C
if cond
A

cond’

cond’’’

...

A’

"While": to complete A, B must
be repeated until cond is false

cond

Action A has as a decomposition
the plan composed of the
actions B’, ..., B’’’.

A’’’

A has some more specific actions,
A’,..., A’’’ which can be executed if,
respectively, cond’, ..., cond’’’
are true

A

eff

cond

"Constraint": if cond is false, A
cannot be executed

"Precondition": if cond is false, A
cannot be executed, but the agent
may act to make cond true

"Effects": cond becomes true after a
successful execution of A

A
c

lc

"For Each": to complete action A,
B must be repeated for each
element c of the list lc

A
[x <-]

As a side effect of the execution of
A, the variable x is assigned a
value

B(c)

Figure 4. The symbols used in the gures of actions.

\Take-university-exam" action, which is speci ed into two alternative actions, according
to the type of the exam to be taken; for the real representation of this action, see the rst
action schema in Figure 3.
1. \Take-expe-exam" describes the recipe for taking an experimental exam: rst, the
agent must do laboratory work (\Do-lab-work"); then, he must take an oral exam
(\Take-oral-exam"). In order to do the laboratory work, he must enter the labs
(\Enter") and implement a prototype (\Write-program"). The \Enter" action has
the constraint that the labs are open and the precondition that the agent has the
pass for accessing them; the action also has the e ect that, after having performed
it successfully, the agent is at the labs.
2. `Take-theor-exam" describes the recipe for taking a theoretical exam. In that case,
the agent must write a report on a topic of interest for the exam (\Write-report");
then, he must take the written and the oral parts of the exam (\Take-written-exam"
and \Take-oral-exam").
5.2 The speech act library:

In this library, about 50 linguistic actions are represented, like in the Domain plan library,
as actions which an agent tries to perform in order to change the world state: in this case,
the hearer's beliefs and intentions. We model communication by introducing an action
hierarchy where the higher-level actions regard the speakers' activity aimed at making
interlocutors acquire intentions; the lower-level actions describe the means which can be
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registered(agt,ex)

prec

eff

Take-university-exam(agt,ex)
enrolled(agt,University)

has-credit(agt,ex)

constr

experimental(ex)

theoretical(ex)
Take-theor-exam(agt,ex)

Take-expe-exam(agt,ex)

Do-lab-work(agt,prototype)
wh related(prototype,topic(ex))

Write-report(agt,rept)
wh related(rept,topic(ex))
Take-written-exam(agt,ex)

has(agt,pass(lab))

Write-program(agt,prototype)

prec

Enter(agt,lab)
open(lab)

constr

eff

at(agt,lab)

Take-oral-exam(agt,ex)

Take-oral-exam(agt,ex)

Figure 5. The \Take-university-exam" recipe.

adopted in order to perform the higher-level actions, developing them down to the surface
forms which can be used in utterances.


At the top level of the hierarchy there is the \Get-to-do" action, which describes
the agent's behavior to induce the hearer to act in a certain way
(Smith & Cohen 1996). \Get-to-do" has the e ect that the hearer intends to act
as speci ed in its \content" parameter. Note that we model standard declarative
(information-providing) sentences as expressions of the intention that the partner
believe something; more precisely, as an intention that he perform an \Update"
action on his own beliefs; therefore, \Update" can be the argument of \Get-to-do",
like any other object-level action: in this case the \Get-to-do" will be decomposed
into an action of informing.
\Get-to-do" has some more speci c actions, representing alternative ways to induce
people to act: they are associated with di erent motivations for acting (e.g. bare
cooperativity, fear) and they are not necessarily linguistic. Figure 6 shows only one
more speci c action, \Cooperative-get-to-do", which relies on the hearer's willingness to adopt the speaker's intention: this restriction is speci ed in the condition
\cooperative(hear, spkr, content)" that distinguishes \Cooperative-get-to-do" from
the other alternative actions more speci c than \Get-to-do".



The actions more speci c than \Get-to-do" are performed by means of one or more
illocutionary acts. By de nition, an illocutionary act establishes a minimal e ect:
making the interactants share that the speaker has the communicative intention
that he intends that the hearer intends to act in a certain way. For example,
\Cooperative-get-to-do" is performed by means of a request to execute an action.
\Request" has the e ect that the interlocutors mutually believe that the speaker
has the communicative intention that the speaker intends that the hearer intends
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Get-to-do(spkr,hear,content)

eff

Int(hear,done(hear,content))

cooperative(hear,spkr,content)
Cooperative-get-to-do(spkr,hear,content)

Request(spkr,hear,content)

eff

SH(hear,spkr,Cint(spkr,hear,Int(spkr,Int(hear,done(hear,content))

Direct-request(spkr,hear,content)

Surface-imperative(spkr,hear,content)
wh imperative(content)
action(content)
agent(hear, content)

Locutionary-act(spkr,hear,content)
wh content = meaning(string)

prec

Representation of other actions
more specific than ‘‘Get-to-do’’

Can-indirect-request(spkr,hear,content)
wh action(content)
agent(hear,content)

Ask-if(spkr,hear,can(hear,content))

Representation of the more specific
actions of ‘‘Ask-if’’

Utterance-act(spkr,hear,string)

Pay-attention-to(hear,spkr)

Figure 6. A fragment of the Speech Act library representing requests.

to perform the action described by \content".15


The illocutionary acts are specialized into the means for performing them, which
include indirect forms: most illocutionary acts can be expressed via di erent surface
forms, according to the adopted politeness strategy (Ardissono et al. 1995a). Figure
6 shows a direct and an indirect way of performing requests:

{ \Direct-request" describes the case where the speaker does not bother about

the hearer's face (Brown & Levinson 1987); its direct decomposition is a surface speech act in imperative mood.
{ \Can-indirect-request" is more polite: it is executed by questioning the hearer
about his capability of doing the requested action, as in \Could you open the
door?": this is represented by the occurrence of \Ask-if" in its decomposition:
note that the third argument of \Ask-if" is \can(hear, content)", while it was
\content" in \Can-indirect-request".

Consider the e ect of the \Request" action in Figure 6. The communicative intention operator,
\Cint", was introduced in Airenti et al. (1993) to model the Gricean notion of communication
(Grice 1957): Cintxy p  Intx SHyx (p ^ Cintxy p).
In the formula, \SH" is the modal operator of mutual belief: SHxy q  Belx (q ^ SHyx q). If an agent x
has the communicative intention p towards another agent y, then x has the intention that it is a common
belief among the two that p holds, and that x had that communicative intention towards y. So, x wants
it mutually believed that p, and that she wanted to communicate it.
The \done" operator in the formula has two parameters: an agent and an action performed by the agent;
the operator maps the action on the world state after the action has been executed successfully.
15
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Actually, \Ask-if" is also the way of asking real questions; so, it also appears in
the decomposition of the \Obtain-info" action, the illocutionary act used to acquire
information. Moreover, \Ask-if" has di erent more speci c actions for asking polite
questions. In this way, progressively more polite speech acts can be obtained; for
example, consider the request \I would like to ask you if you could lend me some
money", expressed by means of an assertion that performs a polite question.


All the surface speech acts are generated by the \Locutionary-act" action: as described in Austin (1962), this is the action of communicating a propositional content.
The surface speech acts are distinguished from one another by the illocutionary
force indicator devices occurring in their propositional content; these devices are
typically the sentence mode (e.g. declarative, interrogative), the verb mood and the
occurrence of modals. For example, as shown in Figure 6, the \Surface-imperative"
act is generated by a \Locutionary-act" if the syntactic/semantic representation of
the propositional content contains the feature \imperative mood" and concerns an
action having the hearer as its agent: \imperative(content) ^ action(content) ^
agent(hear, content)" in the wh-restriction.16



In turn, \Locutionary-act" is generated by an \Utterance-act", where the input
sentence, which is contained in the parameter \string" (that is bound to a text)
has \content" as its meaning: see the restriction \content = meaning(string)".

Note that the \meaning" predicate has a dual role in the interpretation and generation
task; in the interpretation phase, as in the current implementation, this predicate is
satis ed by invoking the parser and the semantic interpreter (Di Eugenio & Lesmo 1987);
so, its \string" parameter is bound to the input string, while \content" becomes bound
after the analysis. Dually, in a generation process, \content" should be bound to the
semantic representation of the locutionary act and the \meaning" predicate would produce
a call to a surface linguistic generator, which would bind \string" to the result of the
generation task.
5.3 The agent modeling library

The Agent Modeling actions represent the problem solving recipes used by an agent to
plan and execute actions for reaching his goals. In the plan recognition perspective, such
recipes are used to interpret an observed behavior of an agent, under the assumption that
all agents act following the same recipes for plan formation and execution.
In the gure only the link with the surface imperative is represented, but \Locutionary-act" occurs with di erent restrictions in the decomposition of other actions: \Surface-assertion", \Surface-ynquestion" and \Surface-wh-question".
16
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The AM plans are precompiled and contain about 50 actions. We have de ned the
Agent Modeling plans as recipes describing the behavior of the modeled agent in a complete way; i.e. they are the only knowledge source describing the system's goal-directed
behavior: in this way, we can recognize the intentions underlying many dialogue phenomena which occur between agents who cooperate at a single high-level goal; at the same
time, however, we avoid a further level of knowledge necessary for building the Agent
Modeling recipes themselves.17
The xed nature of our Agent Modeling plans requires that they take into account
all the possible outcomes of a given behavior; therefore, the AM plans may contain conditional steps; moreover, many AM actions have several more speci c actions, each one
suited to a di erent execution context.
The Agent Modeling plans de ned in the library have an homogeneous structure: any
step of the plan \enables" a subsequent one, although this is not made explicit in the
representation; e.g. the step of executing a plan comes after the one for nding an executable plan. For this reason, although these plans are precompiled, they are not just
scripts describing typical behavior patterns.
In principle, we could have justi ed the relation between the various steps by de ning their
e ects and preconditions (as in fact happens in the D and SA libraries); for instance, referring to the steps of \Satisfy" in Figure 7, \Find-plans" could have been de ned as having
the e ect \have(a, plans)" and \Cycle-do-action" as having the precondition \have(a,
plans)". However, this information cannot be used by the system, since, di erently from
the object-level actions, the Agent Modeling actions do not undergo a standard \planning
and execution" process. In fact, since AM plans de ne the planner, this could have led
to an in nite recursion, if applied to themselves. So the enablement information is left
implicit, but it stands at the basis of the AM plans that have been devised.
The main Agent Modeling actions are \Satisfy", which describes the whole activity of
an agent who reasons and acts to achieve an object-level goal, and \Try-execute", which
describes the execution of a selected action.

The \Satisfy" action.

The \Satisfy" action, shown in Figure 7, represents the behavior of an agent working
to achieve a goal. \Satisfy" models a fanatical behavior, in fact an agent who adopts a
goal \g" tries to make true the desired state of a airs until he comes to believe that he
has succeeded, or that it is impossible to achieve the goal (Rao & George 1992).
Our system does not deal with agent behavior caused by the presence of multiple high-level intentions:
e.g. we do not model agents who carry on di erent unrelated plans in parallel, abandon some of these
plans, change their high-level commitments; these events are related to phenomena like interruptions and
temporary topic changes, typically signaled by the occurrence of cue words and other linguistics markers
which help to identify changes in the agents' intentions.
17
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Satisfy(a,s,g)

Find-plans(a,s,g)

Cycle-do-action(a,s,g,plans)

6

:g ^:empty(plans)
Find-actions(a,g)
[actions <-]

:

Satisfy(a,a,Bel(s, achievable(g)))
if a = s

^:g

Explore-actions(a,s,actions)
[plans <-]

Do-act(a,s,g,act)
wh g 2 e ects-of(act)

Choose-action(a,s,g,plans)
[act <-]
[plans <-plans - {act}]
agent(act)=a

agent(act)= a
6

Self-act(a,s,act)

Other-act(a,s,act)
wh o=agent(act)

Try-execute(a,s,act)

Satisfy(a,s,Int(o,done(o,act)))

Satisfy(a,a,Knowif(a,done(a,act)))

Satisfy(a,a,Knowif(a,done(o,act)))

Satisfy(a,a,Bel(s,done(a,act)))

Satisfy(a,a,Bel(s,done(o,act)))

if a = s

if a = s

6

^ done(a,act)

6

^ done(o,act)

Figure 7. The \Satisfy" agent modeling action.

While the rst parameter of \Satisfy", \a", represents the modeled agent, and the
third one the goal \g" to be achieved, the second parameter, \s", is used to express
the fact that the agent \a" is committed to a joint intention with \s"; as discussed in
Cohen & Levesque (1991), when an agent \a" pursues a goal for the sake of a \source" \s",
he adopts some supplementary goals, in order to keep \s" informed about the execution
of the action. When he is acting for his own sake, the \s" parameter is bound to the same
value as \a". The \source" parameter occurs in most of the Agent Modeling actions to
model this form of cooperation. \Satisfy" has three steps:
1. \Find-plans" consists of:
a) Picking out the domain or linguistic actions having the desired goal \g" as an
e ect (\Find-actions");18
b) Exploring these actions in order to obtain a set of (possibly partial) plans for
\g" (\Explore-actions"). In the exploration task, which recalls the exploration
strategies described in Ramshaw (1991) and Carberry et al. (1992), the feasibility of the actions is checked and they are partially expanded, if they are
complex; moreover, the preferred plans are selected.
2. \Cycle-do-action" describes the execution of the selected plans, until either the de18Some of the actions appearing as elementary in the AM library (e.g. like \Find-actions", \Chooseaction", etc.) could be expanded by means of complex subplans; see Sestero (1998).
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sired state of a airs \g" is reached, or all the alternatives have failed.19 At each iteration, one of the candidate actions is selected in the \Choose-action" step; this step,
which is currently present in a simpli ed form, also should contain the check that the
action is compatible with the other goals of the agent (Bratman et al. 1988). After
the selection of \act", the recipe continues with its execution: \Do-act" describes
this execution. Note that the wh-restriction \g 2 e ects-of(act)" is of paramount
importance during the plan-recognition activity. Two continuations may follow, depending on which agent has been selected by \a" as the agent of the action \act"
to be performed:
a) If the agent of \act" is \a" himself, \a" performs \Self-act", by means of \Tryexecute".
b) Otherwise, \a" performs \Other-act": \a" acquires the AM goal to obtain
that another agent \o" intends that the selected action is executed (by \o"
himself): \Satisfy(a, s, Int(o, done(o, act)))".20 In order to satisfy this goal, the
agent \a" can choose to perform a suitable linguistic action more speci c than
\Get-to-do", aiming at inducing his partner to act. These possibly complex
communicative acts are subject to the same planning and (reactive) executing
process as the domain-level actions, by means of \Try-execute".
In both cases, after the execution of the action, which may have been performed by
the agent \a" or by his partner, \a" checks whether the action was successful or not:
see the two occurrences of \Satisfy" in the body of \Self-act" and \Other-act". In
fact, the successful execution of an action does not necessarily imply that its e ects
hold, so that its result must be monitored. As an example, when an agent takes
an exam, if he gets a negative mark he does not get the credit for that exam: for
this reason, before considering his plan completed, he still needs to check the e ect
of the \Take-university-exam" action. In particular, if \a" has asked his partner
to execute an action, the execution of this step can lead him to adopt linguistic
behavior like soliciting feedback from the partner. This is one of the reactive aspects
of the planner, that must recover from a failure in action execution by replanning
its behavior. Also other parts of the Agent Modeling library contain actions for
checking whether the object-level actions have been performed successfully.
The third (conditional) step occurring in \Self-act" and \Other-act" describes one
of the subsidiary goals due to the presence of a joint intention between \a" and \s":
if \a" has successfully executed the action on behalf of \s" (e.g. \done(a, act)" in
\Cycle-do-action" is represented in detail in Figure 9, where the cycle decomposition is denoted by
the \cycle-block" label, followed by the loop condition.
20For the meaning of the \done" operator, see footnote 15.
19
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Try-execute(a,s,act)

Check-constr(a,s,act)

f

Bel*(a,lpr) constr
Bel*(a,lcr)

[

wh lcr= constr(act)
wh-restr(act)

c

g

lcr

Perform-action(a,s,act)
wh lpr=prec(act) ^
lcr=fconstr(act)[ wh-restr(act)g

:elementary(act)

elementary(act)
Exec(a,act)

Satisfy(a,s,Knowif(a,c))

Perform-body(a,s,act)
wh steps=body(act)

: c))
^ Bel(a,: c)

Satisfy(a,a,Bel(s,

6

if a= s

action1
Bel(a,done(a,prev-step(action1,steps)))

Bel*(a,lcr)

constr

Verify-prec(a,s,act)
wh lpr=prec(act)

f

[

:done(a,spec-action) ^
:empty(specs)

^

lcr= constr(act)
wh-restr(act)

p

g

Choose-spec(a,a,specs)
[spec-action <-]
[specs <- ( specs -{spec-action})]

lpr

Satisfy(a,s,Knowif(a,p))

steps

Perform-body-step(a,s,action1)
constr wh specs=more-spec(action1)

Satisfy(a,s,p)

: p)

Try-execute(a,s,spec-action)

if Bel(a,

Satisfy(a,a,Knowif(a,done(a,spec-action)))

Figure 8. The \Try-execute" agent modeling action.

the gure), he acquires the goal to let the partner know about the success. This
goal may lead \a" to a further planning and to the execution of a suitable action in
order to inform the partner accordingly.
3. The third step of \Satisfy" models another subsidiary commitment induced by a
joint intention between \a" and \s": if all the actions for the initial goal \g" have
failed to reach their e ects and the agent \a" shares \g" with a partner \s", then
he will execute a \Satisfy" action on the goal of letting \s" believe that \g" cannot
be achieved: \Satisfy(a, a, Bel(s, :achievable(g)))".

The \Try-execute" action.

The \Try-execute" action, shown in Figure 8, describes the whole process of executing
an object-level action (denoted as \act" in the gure) to which may be associated a partial
plan previously built in the exploration phase (\Find-plans"); this process consists of
checking the prerequisites for its object action and performing the action steps, if there
are any.
1. First, the agent checks whether the constraints of \act" are true (\Check-constr(a,
s, act)"), which is done via a sequence of \Satisfy(a, s, Knowif(...))" actions. If
any of these conditions is discovered to be false, the agent possibly noti es his
partner about the failure and gives up the execution of the \Try-execute" plan; in
fact, the constraint \Bel*(a, lcr)"21 of the subsequent Agent Modeling step of \Tryexecute" (\Verify-prec") is true only if the agent believes that the constraints of the
21

The \Bel*" operator means that \a" believes that each of the conditions in the \lcr" list is true.
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Cycle-do-action:
name:
Cycle-do-action
roles:
body:

((agent, a, person)(source, s, person)(goal, g, state)(plans, p, plan-list))
(((action act))
(cycle-block (: g ^ : empty(p))
(Choose-action (a, s, g, p))
(Do-act (a, s, g, act)
wh g 2 e ects-of(act))
is-substep-of: ((Satisfy, 1))

Check-constr:

name:
roles:
var-types:
wh-restrictions:
body:

is-substep-of:

Check-constr

((agent, a, person)(source, s, person)(action, act, action))
((condition-list lcr))
lcr = constraints-of(act) [ wh-restrictions-of(act)
(((condition c))
(iter-block c lcr
(Satisfy (a, s, Knowif(a, c)))
(if (a 6= s) ^ (Bel(a, :c)))
Satisfy (a, a, (Bel(s, :c)))))
((Explore-actions, 0.3)(Try-execute, 0.7))

Figure 9. Detailed representation of Agent Modeling actions.

object-level action are true; as already discussed, \a" knows the truth values of the
conditions in \lcr" because he has previously checked them, when he has performed
\Check-constr".22
2. The preconditions of an action can be adopted as subgoals by the agent; so, the
\Verify-prec" plan checks the truth value of these conditions and also tries to satisfy them, if they are false (see the second step of \Verify-prec"). Di erently from
\Check-constr", the goal of informing a partner that a precondition cannot be obtained comes indirectly from the fact that the goal of making the condition true is
shared with him: in Figure 8, \Verify-prec" shares the \source" parameter with its
conditional step \Satisfy(a, s, p)".
Checking preconditions and making them true is another reactive aspect of the
Agent Modeling plans and enables the planner to repair to the changes of the environment around him by replanning the agent's subgoals.
3. \Perform-action" models the execution of actions: if its object \act" is elementary,
it is executed directly (\Exec(a, act)"); otherwise, \Try-execute" is called recursively on its steps, by means of the \Perform-body" action. The execution of the
body of an object-level action stops and fails if there is a failure in the execution of
any of its steps.23 When a failure occurs after a portion of the body of the action
Although in Figure 7 the \Explore-actions" plan is not shown, \Check-constr" may occur as a step
of \Explore-actions", too: see Figure 9.
23In Figure 8 (see the constraint of \Perform-body-step"), the \prev-step(action1, steps)" function
22
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Satisfy(U, U, has-credit(U, ML-exam))
Try-execute(U, U,

)

Verify-prec(U,U,registered(U,ML-exam)), )
wh registered(...) 2 prec(Register(...))
Satisfy(U, U, registered(U, ML-exam))

Take-university-exam(U, ML-exam)

eff

has-credit(U,ML-exam)

prec

registered(U,ML-exam)

constr

enrolled(U,University)

D

Other-act(U, U,Register(C, U, ML-exam)))
Satisfy(U,U,Int(C,Register(C,U,ML-exam)))
eff

Try-execute(U, U,

)

Cooperative-get-to-do(U, C, Register(C, U, ML-exam)))

Try-execute(U, U,

)

Can-Indir-request(U, C, Register(C, U, ML-exam)))

Try-execute(U, U,

)

Ask-if(U, C, can(C, Register(C, U, ML-exam)))

Try-execute(U, U,

)

Surface-yn-question(U, C, can(C, Register(C, U, ML-exam)))
wh interrogative(can(C, Register(C, U, ML-exam)))

Try-execute(U, U,

)

Try-execute(U, U,
Exec(U,

)

SH(C,U,Cint(U,C,Int(U,Int(C,Register(C, U, ML-exam)))

SH(C,U,Cint(U,C,Int(U,Int(C,Inform(U,C, can(C,Register...))))

Locutionary-act(U, C, can(C, Register(C, U, ML-exam)))
wh can(C, Register(C, U, ML-exam) =
meaning("Could you register me for the ML exam?")

Perform-body(U,U, )
wh Utterance-act(...) 2
steps(Locutionary-act(...))
Perform-body-step(U, U,

eff

eff

Int(C,Register(C, U, ML-exam)))

Utterance-act(U, C, "Could you register me for the ML exam?")

SA

)

)

AM

Figure 10. Local interpretation of the turn: \Could you register me for the ML exam?"

has been performed, only the e ects of the steps successfully executed hold.
\Perform-body-step" manages the execution of a step: each alternative way to execute the step is tried (if there are any), until the step has been completed, or no
alternatives exist. In particular, if the step is a generic action, one of its more
speci c actions is selected for execution (\Choose-spec"); then, the selected action
is performed by means of a \Try-execute"; nally, the agent satis es the goal of
knowing whether the action was indeed successful.

6 The interpretation process
As already mentioned, our current prototype is limited to the interpretation task; for this
reason, the system always acts as the receiver of an utterance, switching its role at every
turn; moreover, the system maintains the interpretation of the turns of both speakers
within a single overall context of the dialogue.
The system takes as input, in textual form, each utterance and interprets it from the
perspective of the current receiver; it also tries to relate the turn to the previous turns,
selects the step before \action1" in the recipe for \act".
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in order to see if the utterance is a coherent continuation of the dialogue. Meanwhile, the
system updates the representation of the dialogue context by adding to it the interpretation of the new turn, together with the hypothesized coherence relation which links the
turn to the previous ones (see section 4).
The input of a sentence is represented in the action formalism as an instance of the
Agent Modeling action \Exec", having as argument an instance of the SA (speech act)
action \Utterance-act" which, in turn, has as argument the input text: for instance,
\Exec(U , Utterance-act(U , C , \Could you register me for the ML exam?"))".
The interpretation process has the goal to nd a connection with the representation of
the previous part of the dialogue (that we call Dialogue Model - DM), making explicit the
coherence relation. However, this connection is not direct, but involves some inferences
on the observed \Exec" action, in order to identify the \local" goals that led the agent to
produce the utterance. So, what is actually connected to the existing Dialogue Model is
not the observed \Exec", but a more complex structure representing the result of these
inferences. Since this structure is built by a process called Upward Expansion (see the
next section), we will call it Upward Expanded Structure (UES).
For example, consider Figure 10, which shows the interpretation of the sentence \Could
you register me for the ML exam?", after having established the top-level local goal that
the speaker has credit for an exam.24 This goal is represented by the \Satisfy(U , U , hascredit(U , ML-exam))" action instance at the top of the Agent Modeling branch, which is
linked to the observed \Exec" via a chain of decomposition links.25 The gure shows that
the instances of the Agent Modeling actions have object-level action instances among their
arguments. In turn, the object action instances are themselves related by decomposition
links, so that the turn interpretations will be represented as two-level structures: the AM
boxes contain chains of Agent Modeling action instances, while the D (domain) and SA
(speech acts) boxes contain chains of instances of object-level actions. The dotted arrows
from the AM box to the object-level boxes link the Agent Modeling action instances to
their object-level arguments; note that more than one AM action instance may be related
to the same object-level action instance. Although we usually represent the connections
between an Agent Modeling action and its object-level argument as a link between two
structures, in Figures 10 and 18, because of typographical reasons, we have in some cases
included the referenced object-level action in the related AM action.
The Dialogue Model (DM) is a sequence of turn interpretations linked by coherence
relations, where the root of each turn interpretation is related to some action occurring in
In this gure, the grey boxes in the decomposition links are a shorthand: in fact, we have shown only
the occurrences of the Agent Modeling actions most relevant in this example. The missing actions can
be reconstructed using the action libraries described in Section 5.
25In the \Satisfy" action, the \source" parameter is bound to the speaker U of the utterance, because
we assume that he is trying to reach a goal of himself.
24
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Dialogue Model (DM)

Figure 11. The problem of searching for coherence.

the interpretation of a previous turn.26 In the next sections we describe how this complex
structure is built.
6.1 Basic Algorithm

The algorithm for extending the dialogue model with the new input aims at guaranteeing
that the coherence of the interaction is maintained, where the concept of coherence has
been discussed in the previous sections. However, it is clear that the search space is huge
since, in principle, any action for which the recognized one can act as a substep (even at
many levels of depth) could be the right one for searching a connection among the actions
in the dialogue model. The problem is described intuitively in Figure 11, where the box on
the left is the Dialogue Model built until the previous turn, with various sub-boxes which
represent the turn interpretations (see Figure 2). The reversed tree on the right (which
could actually be a graph) is the set of the actions for which the action (presumably a
Surface Speech Act) observed in the last turn can act as a substep. The thick arrow is
the connection to be found.
Traditionally, the problem has been split into two parts (see Carberry (1990b)):
1. The generation of the structure appearing on the right in Figure 11. In fact, what
is initially available is just the bottom node, \Observed Action", and the structure
must be generated incrementally by traversing the libraries. This phase has been
called Upward Expansion.
26Much work has been reported in the literature to de ne how a dialogue can be segmented in turns,
and which are the boundaries among turns. In our framework, a turn corresponds to the sequence of
sentences typed in by the user as a unique input stream. However, if more than one sentence is present
in the stream, the interpretation is performed separately for each sentence. To simplify the following
discussion, when we refer to interpretation of a turn we intend the sequential interpretation of each single
utterance in the turn.
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The interpretation algorithm
1. Set Dialogue-Node to the Current Focus of the Dialogue model
/* |||||{ Loop: Focusing |||||{ */
2. Find any connection between Observed-Action and Dialogue-Node
2.1 If just one connection is found, establish it as the proper connection, and extend the
Dialogue Model accordingly
2.2 If more than one connection is found, select the best one, establish the selected one as
the proper connection, and extend the Dialogue Model accordingly
2.3 If none is found, set Dialogue-Node to the parent of the current Dialogue-Node
2.3.1 If Dialogue-Node is now void (i.e. we were already on the root of the Dialogue Model) then
fail.
2.3.2 Otherwise, go to step 2
/* ||||||- End of Loop ||||||- */
Figure 12. Algorithm for the interpretation of a turn.

2. The search for a connection between any newly generated node (action) of such
a structure and any action in the Dialogue Model. This phase has been called
Focusing.
In our approach, the picture is made somewhat more complex by the fact that there
are three di erent libraries to take into account, and among them the Agent Modeling
library has a distinguished role. Before entering the details, the algorithm can be roughly
described as in Figure 12, where the terms in boldface will be discussed in more depth.
The algorithm starts from the literal interpretation of the last turn (\Observed Action")
and from the literal interpretation of the previous turn (\Dialogue-Node", which is the
value of the \Current Focus" of the Dialogue Model); then, it tries to nd a path (\Find
any connection") between \Observed Action" and \Dialogue-Node". The search is carried
out by looking for all the parents (and then, if needed, the ancestors) of \Observed Action",
and seeing if they match the current focus. Since the search is computationally expensive,
it is partially supported by an (o -line) precompilation of the libraries, which builds an
index of the paths existing between pairs of action schemas. In case no path is found,
so that no connection can be set up, then \Dialogue-Node" is set to the parent of the
\Current Focus" and the search is restarted. This process is iterated until a connection is
found (the coherence has been established) or the root of the dialogue model is reached
(the system judges the dialogue incoherent, according to its knowledge).
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Given an instantiated AM action CurrAct, let currAct be its action schema.
1. Let genAct be the set of action schemas more generic than currAct (including currAct itself).
2. Let parentActs be the set of all action schemas for which one of the elements in genAct is a
substep.
3. For each upAct 2 parentActs create an instance UpAct, by binding its parameters.
Figure 13. The Upward Expansion algorithm.
6.2 Details

In this section, we aim at making clear the meaning of the boldface words appearing in the
sketch of the interpretation algorithm shown in Figure 12. Since the major complexities,
with respect to other approaches, are due to the presence of the Agent Modeling actions,
we must make more precise their role in the algorithm. This can be obtained by starting
the description from the way the Upward Expansion phase is carried out.
6.2.1 Nodes reachable via (inverse) decomposition links from a given node (Upward Expansion)

Although we tried to make the basic ideas clear by keeping Figure 11 as simple as possible,
we must note that the result of \observing an action" is not only an instantiation of a
node in the Domain (or Speech Act) library, but it also includes an instantiation of an
\Exec" action, coming from the Agent Modeling library, as shown in Figure 14.a.
Starting from this structure, we must obtain the Upward Expanded Structure shown
in Figure 10. This is obtained via the Upward Expansion algorithm in Figure 13: given an
action CurrAct (a member of Current-Actions in the Interpretation Algorithm in Figure
12) to be expanded, the Upward Expansion algorithm determines the actions for which
CurrAct is a possible substep. Two points have to be taken into account: the rst one
concerns the existence of the Generalization Hierarchy (which is handled in Step 1), while
the second one is more complex, and concerns the instantiation of the actions. In fact,
the algorithm rst nds the action schemas that, in the library, have CurrAct as a step
(\parentActs"), and then binds the parameters of these schemas in the proper way.
The binding is obtained by taking into account the bindings of the arguments of the
original CurrAct, the wh-restrictions associated with \currAct" in the body of \upAct",27
and two global variables bound to the current speaker and to his interlocutor. Note that
di erent sources contribute to the binding of the parameters of the newly instantiated
actions: while the binding for the parameters shared by CurrAct and UpAct is immediately available, for the other parameters we must take into account the wh-restrictions
27We are referring to the wh-restrictions which relate the variables of the steps of an action; see, for
instance, \Cycle-do-action" in Figure 9.
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(a)

Exec(U,

)

Utterance-act(U, C, "Could you register me for the ML exam?")

AM

SA

Perform-body-step(U,U,

(b)

Try-execute(U, U,

)

)
Utterance-act(U, C, "Could you register me for the ML exam?")

SA
Exec(U,

)

AM

Figure 14. Two steps of the interpretation of a turn.

present in the body of UpAct. In fact, these restrictions specify the relations that must
exist between the parameters of UpAct and the variables occurring in its body.
Figure 14.a shows the structure given as input to the rst step of Upward Expansion.
As stated in the algorithm, the Agent Modeling actions undergo the Upward Expansion,
since it is the AM library that speci es how the various object-level actions can be linked
together. Since \Exec" occurs as a substep only in the place shown in Figure 8, i.e.
to accomplish a \Try-execute" (where the abstraction to \Perform-action", more generic
than \Try-execute", is accounted for in Step 1 of the Upward Expansion algorithm),
\parentActs" includes the single action schema \Try-execute". In this case, there are no
problems with the parameters in the instantiation, since the three parameters of \Tryexecute" are \a" (the same agent of the \Exec"), \s" (the current interlocutor), and \act"
(which is bound to the same string already available in the \Exec" instantiation).
A more intricate situation arises after a further step of expansion, whose result is
shown in Figure 15. In fact, here, the expansion of the Agent Modeling structures must
be followed by a parallel expansion of the structure of the object-level actions. This is a
consequence of the binding process on the AM action parameters, and is guided by the
evaluation of the wh-restrictions present in the body of the new Agent Modeling actions
to be attached.
\Perform-body-step" (which appears in Figure 14.b as the top Agent Modeling node,
i.e. CurrAct in the algorithm) is a step of \Perform-body"; however, the wh-restriction in
the decomposition of \Perform-body" only says that the third parameter of each instance
of \Perform-body-step" must be equal to one of the steps of the object-level action which
the \act" parameter of \Perform-body" is bound to (\steps = body(act)", and \action1
2 steps"). In our example, the loop variable \action1" is bound to the \Utterance-act" of
the observed utterance. This means that \Utterance-act" must occur in the body of some
other action, which will play the role of third parameter in the \Perform-body" to be
instantiated. In order to nd a connection, we must exploit the object-level libraries. The
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Perform-body(U,U, )
wh Utterance-act(...) 2
steps(Locutionary-act(...))
Perform-body-step(U,U,
Try-execute(U, U,

)

Locutionary-act(U, C, can(C, Register(C, U, ML-exam)))
wh can(C, Register(C, U, ML-exam))=
meaning("Could you register me for the ML exam?")

)
Utterance-act(U, C, "Could you register me for the ML exam?")

Exec(U,

)

SA

AM

Figure 15. A further expansion of the structure in Figure 14.b.

Speech Act library, to which \Utterance-act" belongs, unambiguously tells us that the
super-action is \Locutionary-act"; the wh-restriction in it (\content = meaning(string)"),
speci es that its third parameter must be bound to the \meaning" of the input utterance,
so that the parser and the semantic interpreter are activated, producing the representation
in Figure 15.28
So, the process of evaluating the action conditions in order to bind the parameters
has two important side-e ects: the parallel expansion of the object-level and metalevel
interpretation structures and the call of the syntactic and semantic interpreter. A third
noticeable result is that the evaluation process performed in Step 2 of the Upward Expansion algorithm can determine the relations between conditions and actions having them
as preconditions or constraints: this task corresponds to the action identi cation phase
described in Carberry (1990b). In fact, let's suppose that an inferred Agent Modeling action be \Satisfy(U, U, condition)"; one of the actions where \Satisfy" occurs as a substep
is \Verify-prec" (see Figure 8). In particular, if we assume that \condition" is not of the
form \Knowif(a,p)", only the second occurrence of \Satisfy" can match the input.29 Now,
the standard Upward Expansion step tries to instantiate \Verify-prec", which is done according to the wh-restrictions of \Verify-prec": these restrictions specify that \condition"
must be one of the preconditions of some to be determined object-level action (\lpr =
prec(act)", and \p 2 lpr"); this is exactly what happens in Carberry (1990b) when the
action in focus is identi ed from the attempt to make true one of its preconditions.
For example, consider \Satisfy(U, U, registered(U, ML-exam))" in Figure 10: \registered(U, ML-exam)" is a precondition of the domain-level action instance \Take-universityexam(U, ML-exam)". So, the Upward Expansion causes the instantiation of the Agent
Modeling action \Verify-prec(U, U, Take-university-exam(U, ML-exam))", and, possibly,
in the next step upward, of \Try-execute(U, U, Take-university-exam(U, ML-exam))",
In the gures we have reduced the syntactic and semantic representation of the input sentences to
logical forms for the reader's convenience without reporting details about syntactic information (such as,
for example, the presence of question marks, conditional mood and so on).
29This optional occurrence concerns the possibility that if the agent believes that \condition" is not
true, he tries to make it true.
28
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which is the required inference.
Finally, we observe that during the Upward Expansion, the actions need not be fully
instantiated; some variables can remain unbound: they will get their value when the
connection with the Dialogue Model is found.
6.2.2 Parent of a node in the Dialogue Model

This is a rather simple point, since it's only a matter of climbing up the right frontier
of the Dialogue Model (the grey circles in Figure 11), in order to take into account all
the tasks that have not been completed yet. Remember, however, that the path that
is followed is always the one of the Agent Modeling actions, so that in some cases, the
father of a node must be found not via a decomposition link, but via a link connecting
an action of agent A with an action of agent B (the dotted arcs in Figure 11). Because of
these interconnections, the actions found on the path can pertain to either agent, so that
the agents' goals are taken into account in an interleaved way, depending on the place
where the process is positioned at a given time. Consequently, the possibilities of Plan
Continuation or Goal Adherence/Adoption arise automatically.
6.2.3 Connections

As stated in the two previous sections, the Agent Modeling actions are the backbone of
both the Dialogue Model and Upward Expanded Structure (UES). So, when we say that
a connection has to be found between the Dialogue Model and the (upward expanded)
interpretation of the last turn, we mean that a connection must be found between \an
AM node" in the dialogue model and \an AM node" in the UES.
So, let's suppose the we have to check whether there is any connection between the
AM action Anew observed or inferred from the last turn, and the AM action Aold existing
in the Dialogue Model. Clearly, we are not talking of any connection, since any connection
is what needs to be found by the whole process. So we are looking for some kind of more
direct connection. In the following subsections we will discuss:


Which kind of basic connections are looked for.



How the search process takes place.



How the presence of the AM library a ects the processing

- Basic connection types

1. The most direct type of connection is the one where there is a decomposition chain
between Aold and Anew ; i.e Anew is a substep of Aold at any level of depth, as shown
in Figure 16.1 (Connection type 1).
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In order for this kind of connection to apply, we assume that, although Aold and Anew
are Agent Modeling actions, there is a corresponding decomposition chain between
their arguments, i.e. the involved object-level actions.
2. In order to increase the power of the system, we also accept more complex connections. The rst of them is shown in Figure 16.2.
The basic structure is analogous to the one of Figure 16.1, and in fact from the
Agent Modeling perspective there is no substantial di erence. However, we accept
here that the argument (the object-level action) of Aold is not connected via a decomposition chain to the argument of Anew ; so, we have to infer the argument of
Aold x before the connection can be found. The reason for introducing this facility
is that the actions appearing in the Agent Modeling library can be complex, i.e. can
have decompositions composed of more than one step. In some cases, the AM decomposition step can refer to di erent object-level actions which are not connected
via a decomposition link, or to di erent conditions related to an object-level action.
An example of this second case is the de nition of \Other-act": the second step
of this action consists of a checking of the successful execution of the domain-level
action \act", by means of \Satisfy(a, a, Knowif(a, done(o, act)))" action. Of course,
the noti cation action is not in the decomposition of the domain-level action \act".
So, if we want to nd a connection between Aold (the occurrence of \Other-act") and
Anew we cannot rely only on the links between actions in the object-level libraries,
but we must make a di erent move on the AM library in order to nd Aold x and
then let the search be based on it.
We have an example of this case in dialogue 4.3.1, where an agent A, after an utterance, makes a request in order to know whether his partner has understood or
not (\so there's an engine at Avon, right?"). The action of requesting a noti cation is not in the body of the \Update" object-level action, which is the argument
of \Other-act" (\Other-act(A, A, Update(B, ...))"). So, in order to connect Anew
(\right?") the system must rst expand the \Other-act" action and reach Aold x
(\Satisfy(A, A, Knowif(A, done(B, Update(B, ...))))") and then it can search for a
connection between Anew and Aold x.
3. A third case concerns the direct interplay of the roles of the two agents, as shown
in Figure 16.3.
Here, there is a new link, shown in the gure as a thick arrow. It is the link
representing the fact that an agent is meeting a goal of his partner. In this case,
we have the inverse problem as in the previous case: there is no diculty at the
object-level, since the action executed by the rst agent is a substep of the action
requested by the partner (a standard decomposition chain), but from the Agent
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Figure 16. Three connection types.

Modeling point of view the actions Aold and Aold x must be included in two di erent
subspaces, each concerning one of the two agents.
- Search for a connection
Although a connection has to be found between two Agent Modeling nodes, it is clear that
the AM library does not provide us with much information about the possible relations
between actions. So, only the object-level libraries can guide the search. For instance,
if we know that, in the Upward Expanded Structure, Anew is \Try-execute(U, U, act1)"
while, in the Dialogue Model, Aold is \Try-execute(U, U, act2)", no connection between
the two actions can be imagined, unless we know which are \act1" and \act2". But even
looking for an object-level path is by itself a computationally expensive process. This
problem can be mitigated by a precompilation step, where all the paths are pre-computed
by inspecting the (object-level) libraries. We say that the problem is just mitigated, but
not solved, because paths can only be used to exclude the possibility of a connection; but
if a path is found, it must still be checked in order to verify that the actual parameters (of
the object-level actions) satisfy the constraints expressed in the actions along the path.
So, the basic knowledge sources for nding a connection are two sets of compiled
paths, the rst one concerning the Speech Act library, and the second one concerning the
Domain Library. For instance, in the rst set all the possible paths are stored connecting
a \Request" action to a \Surface-Question", while in the second one we can nd all
the paths connecting \Take-university-exam" to \Enter", or to \has(agt,pass(lab))" (see
Figure 5). Note that in the last case we have a path between an action and a condition;
they are also stored in the compiled knowledge base. All these paths are pre-computed
starting from the de ned libraries.
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Although the pre-compiled paths suggest the connections described in the previous
subsection, we have extended the compilation mechanism to account for preconditione ect relations. This is described in Figure 17. Di erently from the previous gures,
we have made explicit here the relations between the Agent Modeling actions and the
object-level actions. It is possible to see that the AM path is a standard decomposition
path, while the object-level one includes a precondition-e ect link between the object-level
action \DAk " and the object-level action \DAk+1 " (via the condition \Ck "). Of course,
the Agent Modeling action \Ak" must be an instance of \Satisfy(...)", in order to make
explicit the fact that the AM plan has been developed considering the need to achieve
the condition \Ck ".
If the planning activity of the system were based exclusively on stored recipes, the
need to account for e ect-precondition connections would not arise. But we admit that
in some cases the user enters a real planning behavior;30 in such a case, a sequence of
actions is not justi ed on the basis of an existing recipe, but on the more general basis
that, in order to perform an action, the agent has to make its preconditions true, and so
he has to execute some action to make them true. The path shown in Figure 17 accounts
for this situation, from the perspective of the recognition activity. An observed action is
accepted as coherent with the previous interaction if it aims at making true a condition
enabling the execution of a subsequent action that is part of the previously recognized
plans.
It must be observed that the various complex connections described in this subsection
and in the previous one are \orthogonal", in the sense that they may combine with each
other freely. For instance, we can have a path including an e ect-precondition connection
(Figure 17) aimed at satisfying a goal of another agent (see Figure 16.3) not yet explicitly
present in the Dialogue Model (Figure 16.2).
30

See Young et al. (1994) for a planner which interleaves causal planning and action decomposition.
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However, since the precompilation of paths is made inside the libraries, the paths do
not mix domain-level and linguistic-level actions. So, assuming that the executed action is
the utterance act UAnew (but nothing changes if it is non-linguistic), and that the current
focus is a previous utterance act UAf ocus , then a linguistic path is searched, which connects
UAnew and UAf ocus. If the path is not found, then UAnew is \upward expanded", and
the search is repeated, using the compiled paths, starting from its parent(s).
If the search succeeds within the linguistic library, we obtain something which may
be seen as a purely linguistic behavior. Examples of this situation are direct answers
to questions. For instance, the connection between \what is your name?" and \Mario
Rossi" in Example 3.1 (see Figure 18) is found at this level. In fact, it is an instance of a
connection of type 3 (see Figure 16.3) where Aold is \Obtain-info(C,U,name(U,name))",
Anew is \Utterance-act(U,C,\Mario Rossi")" and Aold x is the inferred goal of \Obtaininfo" (i.e. \Inform(U,C,name(U,name))", not shown in Figure 18).
But if no such connection can be found, then the Upward expansion reaches the top of
the Speech Act library and enters the domain library. In the current implementation, we
have assumed that no path can be found between an action in the domain library and a
(focused) action in the SA library. So, the focus is moved up to the nearest domain node
in the DM, and the search continues on the basis of the same algorithm, but applied now
to domain actions.
- The role of the AM library
Much of what has been described above can be accomplished without adding the
complexities of the AM library. Consider, for instance Figure 14.b. According to the
described algorithm, there is no way to nd a connection to
\Try-execute(U,U,Utterance-act(U,C,`Could you register ...')"
unless you can nd exactly the same connection to
\Exec(U,Utterance-act(U,C,`Could you register ...')"
or to
\Perform-body-step(U,U,Utterance-act(U,C,`Could you register ...')"
So why are three di erent nodes useful in the AM part of the discourse model? The
relevant cases depend on the fact that the AM library models the reactive behavior of
agents who know that actions may fail. In particular, the recipe of the \Satisfy" action
(see Figure 7) includes a \Cycle-do-action" that is repeated until a plan for achieving the
goal g has succeeded (see the :g conjunct in the loop condition). The achievement of g
is tested in the second step of both \Self-act" and \Other-act". What is implicit in the
gure is that when \Knowif(a,done(agent,act))" (where agent can be a or o) is satis ed,
the (possible) falsity of \done(agent,act)" is assumed to imply that g is false, so that the
upper loop enters a new cycle, in order to apply a di erent recipe for achieving g.
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At the AM level, all these actions appear explicitly, so that \Satisfy(a,a, Knowif
(a,done(agent,act)))" is a node di erent from \Try-execute(a,s,act)", even if they refer to
the same domain action act. This enables the system to keep apart the meta-level action
of verifying the success of an action from its execution. The recognition of the actual
situation is accomplished by the algorithm described above on the basis of the recipe
associated with the Knowif goal. In the same way, the AM level enables the system to
observe and recognize the activity of forming plans (\Find-plans"), of notifying a partner
about the success of an action (the optional \Satisfy(a,a,Bel(s,done(a,act)))"), and so
on31. An example of the structure resulting in these cases appears at the bottom of
Figure 18. In this example, the nal \OK" has been interpreted as an anticipation by C
of the (presumed) next U 's subgoal of knowing if C got the name, i.e. if the associated
\Inform" linguistic action succeeded.
6.2.4 Best paths

In some cases, a new turn can be connected to the previous context in multiple ways; this
fact means that there are di erent possible reasons why the new input is coherent with the
discourse. In these cases, there are two alternatives: either one keeps all the hypotheses,
by duplicating the Dialogue Model as many times as there are possible connections, or
one makes a choice, preserving only the \most reasonable" connection and discarding all
the other ones. The rst alternative is computationally unfeasible, because an unmanageable number of di erent contexts should be maintained. The second alternative is more
practicable, but it requires some means to choose the best hypothesis.
Various methods have been proposed in the literature to cope with this problem. For
example, the model described in Carberry (1990a) and the one in (Bauer 1995) are based
on the Dempster-Shafer theory of evidence, whose main advantage with respect to classical
probability theory is its ability to keep apart uncertainty and ignorance. Although both
approaches are interesting in providing the basis for modeling the process of choice, it can
be observed that Carberry (1990a) allows just for local decisions, without describing a
method for combining evidence coming from di erent sources. Instead, Bauer shows how
such a combination can be carried out, but his method is not linked to any architecture
for dialogue modeling. Furthermore, both approaches are concerned only partially with
the basic diculty of Dempster-Shafer's theory, i.e. the diculty of assessing the Basic
Probability Assignment (see however Bauer (1996)).
We have not faced the problem in depth, so we decided to approach this particular
aspect of the overall architecture in the simplest way. This choice is also due to the fact
The current content of the AM library is suitable for recognition (the task currently addressed), but
some extra machinery would be required for using it in generation. In particular, it speci es that each
executed action must be followed by a check about its success (i.e. that its expected e ects actually
hold). This is clearly unreasonable for many actions, such as the linguistic ones
31
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that our architecture makes the problem a bit harder: in fact, we have to take into account
two sources of ambiguity: the rst one is the well known ambiguity inherent to Domain
Knowledge (I can want to go to the library either to get a book or to get a certi cate that
I am an authorized visitor of the library), or to Speech Act Knowledge (I can ask you if
you can raise your hand either as a request of doing so or as an inspection about your
current abilities - if I am a physician visiting you). But ambiguity arises also from the
Agent Modeling Library; in particular, any action concerning a precondition can pertain
to the planning phase or the execution phase (I can ask you where is the library for two
reasons: either because I have already decided that I want to borrow a book and I need
to know about its location - I'm just continuing the execution of a plan - or because I am
considering di erent possibilities - the rst one is to borrow the book from the library,
but I'm ready to nd an alternative plan if the library is too far away).
Our main choice has been to interrupt the process of nding a connection as soon as
a solution has been found. This means that the most local coherent interpretation of the
last turn is privileged (i.e. the one nearest to the current focus). However, even with
these hard-wired preferences, some ambiguity remains. In fact, di erent paths could link
the same action of the Upward Expanded Structure to the same action of the Dialogue
Model. These paths are related to the ambiguities discussed in the previous paragraph.
In these cases, we resort to a simple probabilistic evaluation. First, we must specify which
is the \most local coherent interpretation of the last turn" (MLCI). We de ne the set of
MLCI's, as the set of instances of \Satisfy" reachable from the \Observed Action" without
traversing, during the Upward Expansion process, any other \Satisfy".
Notice that the locality is not evaluated as the number of steps required to reach a
\Satisfy", but the measure unit is the number of \Satisfy" encountered. However, the
various \Satisfy" in the MLCI have to be weighted against each other. This would involve
a combination of the evidence of the di erent steps of Upward Expansion. In order to
avoid that, we assumed that each Upward Expansion step can take advantage of a local
\probability" of the possible alternatives, so that a depth rst search can be adopted.
Let's suppose that Anew is Upward Expanded, so that Anew1 , Anew2 , ..., Anewn are
reached, with probabilities p1 , p2 , ..., pn . If pk is the maximum of all pi (1in), then
Anewk is used for the next Upward Expansion step. When the reached action is an instance
of \Satisfy", then a connection is looked for. If it is found, then the process is completed,
otherwise, a backtrack occurs to the last choice point (most recent branching point), and
another expansion is tried, choosing the hypothesis with highest probability, among the
remaining ones. Of course, according to the basic algorithm, the search for a connection
path from any \Satisfy" identi ed as described above starts from the current focus, so
that the most local contextual connection is the rst one found.
However, there still remains a possible ambiguity: multiple paths can lead from a
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given \Satisfy" in the Upward Expanded Structure to the same action in the Dialogue
Model. This means that the attempt of an agent to make true a given condition (i.e. the
argument of \Satisfy(...)") can be coherently interpreted in di erent ways. For instance,
the attempt to satisfy a \Knowif(a, condition)" can be justi ed as a precondition check
during plan construction or as the check done after each action in a reactive planner
(assuming that the previous context has not already determined if the agent is in the
phase of planning or execution). In these cases we simply multiply the probabilities of the
single elements of a path, in order to obtain its overall score. This very rough approach
is justi ed at least in two respects:
1. The product operator decreases the overall score for long paths; if, in general, this
is a drawback, since it does not provide a good balance among the alternatives, in
our case this is acceptable, because it seems reasonable to favor the shorter paths.
2. The product is a correct operation to get the probability of a joint event AB , just in
case A and B are independent. Otherwise, you have to use conditional probabilities.
However, the probabilities stored in our plan libraries are conditional probabilities.
In fact, if the action A is declared in the library to be a possible step of A1, A2,
..., An, with probabilities p1, p2, ..., pn , what is said is that p(Ai/A)=pi, and not
that the a-priori probability of Ai is pi . Of course, this does not generalize to paths
longer than two steps, so that we must accept approximate values in these cases.
Apart from the last observation, there also is the problem of determining the correct
values for the probabilities, a problem which is common to most approaches, and
which we have not faced: we assigned the values according to our intuition just for
testing the model.
6.2.5 Extending the Dialogue Model

When a connection is found, and it has been chosen as the best one, then it has already
been checked that all constraints on the parameters of the action instances are respected.
This check is carried out by building an instantiation of the whole path. This means that
the real path is now available as a side-e ect of the process of consistency veri cation.
During this process, the variables that were left unbound in the Upward Expansion get
their values on the basis of the contextual link. Nothing more is required, except for
moving the instantiated path inside the Dialogue Model. This step involves:
- the update of an index that records which actions are part of the Dialogue Model.
- the update of the \Current Focus" of the Dialogue Model, which is set to the observed
action (\Exec") of the new turn of the dialogue.
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6.3 The first turn: Upward Expansion without Focusing

When the rst input is analyzed, the Dialogue Model is empty, so that the interpretation
process cannot be guided by it. However, the mechanism of Upward Expansion already
provides the guidelines for facing the problem. In fact, the \Observed Action" can be
Upward Expanded exactly as explained in Section 6.2.4, i.e. via a shaded depth- rst
search driven by the conditional probabilities that an action serves as a step for a possible
super-action; the only problem is when to stop the search. We believe that this is a
rather hard problem in a general Knowledge Base of actions, but within a restricted
domain there exists some top-level goal (e.g. graduating) where the upward movement
is stopped necessarily. So, we let the Upward Expansion to reach the top of the Domain
Hierarchy, and the obtained Upward Expanded Structure becomes the initial Dialogue
Model.
6.4 The system implementation

The three plan libraries and the interpretation algorithm described in the previous sections
has been fully implemented; our system is written in Lucid Common LISP and runs under
the Unix operating system.
While, in order to identify the linguistic phenomena described in this paper, we have
analyzed some corpora of task-oriented dialogues,32 we have not tested our system on such
corpora: the main reason is that, to understand such dialogues, we should have introduced
in the system a huge amount of knowledge concerning other domains. In order to avoid
this e ort, we have preferred to select out of them a set of signi cant examples, containing
the linguistic phenomena of interest to us, and adapt them to our University domain; in
this way, we could feed the examples to our system. We have paid special attention
to include in the dialogue set all the alternative user reactions to dialogue turns which
we have discussed in Section 4. In this way, we could check that the system is able to
recognize the intentions underlying dialogue, highlighting the fact that, although di erent
continuations of a dialogue are possible, many of them can be reduced to the same set of
high-level intentions.
Our system can correctly interpret almost all the examples reported in Section 4; the
only exceptions are:
 the instances of \o ers", which we have reported as interesting linguistic examples,
but we do not handle in our dialogue model (e.g. consider Example 4.2.7.b). This
limitation is due to the absence in the Speech Act library of an action suitable for
modeling this behavior. In particular, it is not clear whether o ers can be modeled
32For instance, we have analyzed some extracts from the \Trains" corpus (Gross et al. 1993); an airlines
corpus (Transcripts 1992) and some Italian corpora (de Mauro et al. 1993, Gavioli & Mans eld 1990).
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as specializations of \Get-to-do" (as it is currently the case for all the speech acts),
it requires the introduction of a more general top-level action in the Speech Act
library.


the examples where agents suggest alternative ways of action to their interlocutors
(e.g. consider the second part of Example 4.2.1.a). In particular, in our framework,
an agent can identify a plan to suggest to his partner by entering the \Find-actions"
and \Choose-action" steps of the \Satisfy" Agent Modeling action. However, suggestions may occur in various situations: our model covers the cases where the agent
is required to suggest a way to achieve a goal; on the other hand, it currently does
not cover the autonomous acquisition of the goal to monitor the actions performed
by another agent and possibly suggest a better way to achieve his goals. The treatment of such behaviors requires that supplementary goals of the interactants are
modeled.

Although in this paper we have focused on speech acts, it must be noted that our
system can receive as input both NL (Italian) sentences, and observations relative to
the execution of domain-level actions: these action instances can be introduced from the
keyboard in the internal representation used in the system (e.g. \Register(C, U, MLexam)"). So, the system also processes examples like 4.1.1.b: \the consultant checks on
the computer whether the user is in the enrollment list" (page 13).33
Figure 18 shows the interpretation context which our system builds for the dialogue:

Example 3.1:

U: \Could you register me for the ML exam?"
C: \What's your name?"
U: \Mario Rossi"
C: \OK, you are registered."
Since most of the interpretation details have already been discussed in the previous
sections, we will not repeat them here. It is only important to note that the noti cation
(\OK") by agent C is interpreted as \Inform(C, U, done(C, act))", where act is a free
variable which has been bound after the focusing step, i.e. after the system nds that
the most local pending goal was \Satisfy(U, C, Knowif(U, done(C, Update(C, name(U,
\Mario Rossi")))))".
33When the system receives an action instance as input, it processes it in the same way as it happens
to an \Utterance-act".

677

USER AGENT MODEL

CONSULTANT AGENT MODEL

Satisfy(U, U, has-credit(U, ML-exam))
Try-execute(U,U,Take-expe-exam(U, ML-exam))
Verify-prec(U,U,registered(U,ML-exam))
Satisfy(U,U,registered(U,ML-exam))

Figure 18. Interpretation context for Example 3.1.

Other-act(U,U,rRegister(C,U,ML-exam))

Satisfy(U,U,Int(C,Register(C, U, ML-exam)))
Try-execute(U,U,Ind-request(U, C, Register(...)))

Satisfy(C,U,Register(C,U,ML-exam))

Try-execute(U,U,Ask-if(U, C, can(C,...))

Try-execute(C,U,Register(C,U,ML-exam))

Perform-body(U,U,Surf-yn-question(U,C,can(...))

Verify-prec(C,U,Knowref(C,name,name(U,name)))

Perform-body-step(U,U,Surf-yn-question(...))

Satisfy(C,C,Knowref(C,name,name(U,name)))

Satisfy(C,C,Knowif(U,done(C,Register(C,...))))

Try-execute(U,U,Locutionary-act(U, C,...)

Satisfy(C,C,Int(U,Inform(U,C,name(U,name)))

Satisfy(C,C,Int(U,Update(U,C,done(...))))

Perform-body-step(U,U,Locutionary-act(...))

Try-execute(C,C,Obtain-info(C,U,name(U,...)))

Try-execute(C,C,Inform(C,U,done (...)))

Perform-body-step(U,U,Utterance-act(...))

Try-execute(C,C,Asf-if(C,U,name(...)))

Try-execute(C,C,Surface-assertion(...))

Exec(U,Utterance-act(U, C, "Could you ...?"))

Exec(C,Utterance-act(C,U,"What is your ... ?"))

Exec(C,Utterance-act(C,U, "you are ..."))

U: "Could you register me for the ML exam?"

C: "What is your name?"

C: "you are registered!"

Satisfy(U,C,Inform(U, C, name(U,"...")))

Satisfy(U,C,Knowif(U,done(C,Update(C,...))))
Try-execute(U,C,Inform(U, C, name(U,"...")))
Exec(U,Utterance-act(U, C, "Mario Rossi"))
U: "Mario Rossi"

Satisfy(C,C,Knowif(U,done(C,Update(C,...))))
Try-execute(C,C,Inform(C,U,done (C,Update(C,name(U,...))))

Exec(C,Utterance-act(C,U, "Ok"))
C: "OK"
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7 Related work
In several models of dialogue, the coherence of an agent's behavior has been related to
a continuation of domain-level activity by introducing heuristic rules associated with the
most plausible shifts in the focus of attention of agents, during a typical (task-oriented)
interaction (Carberry 1990b, Litman & Allen 1987). In particular, Carberry's model explains the coherence of an information-seeking dialogue with the reference, within all the
turns, to the steps of a single, high-level domain plan of the information seeker, admitting
smooth changes of the focus of attention. In our model, we re ne this notion of coherence
by identifying in which way the new actions in an interaction relate with the context:
as in Carberry's approach, we identify the relation between the new goals and the ones
already appearing in the context by looking for dependencies among goals. However, beyond the cases where an agent simply continues to execute one of his own plans, we treat
homogeneously the turns where an agent adheres to the partner's overt goals or adopts
one of the partner's identi able (but not stated) goals.
The work of Litman & Allen (1987) introduces a metalevel of plan operators, called
\Discourse plans" in order to model types of subdialogs that cannot be accounted for by
considering only domain plans. In particular, the discourse plans specify how an utterance
can relate to a discourse topic, where the discourse topic is represented by the objectlevel plans. The same plan recognition techniques are applied both to metalevel and to
object-level plans and the discourse context is represented as a stack of plans and they
follow the stack paradigm of discourse coherence.
Litman and Allen's goals are di erent from ours. They aim at modelling how people
communicate with each other about plans. So, their discourse-level actions specify only
how people talk about plans, and how the speech acts can be used to a ect the performance
of the plan. Consequently, they are not interested in specifying how the plan referred to
in INTRODUCE-PLAN was built, or why an agent decided to insert a new step in a
plan (CORRECT-PLAN). In particular, the plans do not say why, given that an agent
intends to execute a plan, he decides to execute an INTRODUCE-PLAN: they aim at
establishing the coherence of a given sequence of linguistic actions, but not at generating
that sequence.
On the contrary, in our approach, speech acts are considered as a support for carrying
out domain plans, not as means to talk about them. And our meta-level plans express
coherence in terms of planning, not in terms of plan recognition: the behavior of an agent
is coherent when it conforms to rational ways to plan and execute actions. So, a request
is coherent just in case an agent could have planned it for achieving his goals; and what
an agent can plan is speci ed in the AM library.
On the other hand, Litman & Allen (1987) anticipate our work in that some linguistic
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behaviors related to dialog coherence are modeled by the metalevel activity; in particular, the \Continue-plan" operator corresponds in our model to goal adherence and plan
continuation, and \Track-plan" models acknowledgments after the execution of a domain
action.
Another proposal strictly related to the one presented in this paper appears in
Lambert (1993) and Carberry et al. (1993): however, our representation of speech acts is
di erent in that we treat in a uniform way domain-level and linguistic actions. In their
model, \the domain level represents the system's beliefs about the user's plan for achieving some goal in the application domain. [...] The discourse level captures the system's
beliefs about each agent's communicative actions and how they contribute to one another" (Carberry et al. (1993), page 2). This leads them to build multiagent discourse plans,
characterized by recipes where di erent speakers perform linguistic actions in an interleaved way. Instead, in our model only linguistic single-agent plans are considered. Since
these plans justify the coherence of the dialogue, we do not need to specify separately the
admissible sequences of turns.
As discussed in Section 2, Lochbaum (1994) and Cohen & Levesque (1991) include
dialogue phenomena in the wider perspective of interaction; however, there seems to be
some dishomogeneity in their treatment of linguistic actions. In particular, in Lochbaum's
work, the role of speech acts is not always described as a collaborative activity: for
example, the occurrence of noti cations is modeled by means of speci c steps of the main
loops for modeling agent behavior and for recognizing the other agents' behavior.
Although Smith & Cohen (1996) explain noti cations in a more general way, via the
notion of Joint Intention, their treatment of speech acts still keeps apart linguistic actions
from domain-level ones: in fact, they de ne speech acts in terms of attempts. They
explain that a speci c goal of a communicative act is to alter the receiver's mental state,
in order to make him act in a desired way; but, of course, there is no certainty that the
Speech Act will succeed, so the speech act is an attempt.
In our framework, we model the di erent goals pursued in the execution of a speech
act with the \Get-to-do" and \Illocutionary-act" actions of our speech act library. In
particular, while \Get-to-do" models the action which aims at making the partner intend
to act, the illocutionary act establishes Smith and Cohen's \minimal success condition"
(that the interactants share the belief that the speaker wants the hearer to act accordingly); nally, an illocutionary act has associated the means for performing it by means
of a locutionary act. Given this structure of linguistic action, our solution enables us to
reduce the planning and execution of linguistic actions to the same process of planning
and executing any other actions; at the same time, the \attempt" nature of speech acts is
modeled in that all these actions are performed by means of metalevel actions modeling
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a reactive planner. Note that the failure to persuade, by means of a given speech act, the
hearer to perform an action, or to believe a proposition, corresponds to an unsuccessful
execution of the speech act: in this case, some other action must be planned to recover
from the failure. Our approach is able to manage the reported phenomena uniformly with
respect to domain actions; moreover, it is consistent with the classical work on politeness
(Brown & Levinson 1987), which opens the discussion on politeness by assuming that
speakers are capable of doing means-end reasoning.
In contrast to the multi-level approach to dialogue processing, Grosz, Sidner and
Lochbaum only use domain-level plans to model collaborative dialogue
(Grosz & Sidner 1986, Lochbaum et al. 1990, Lochbaum 1991, Lochbaum 1995). We
agree with Lochbaum that it is better not to introduce multiple plan types, but:
- Although we have three plan libraries, only the object-level and the metalevel plan libraries have functionally distinct roles.
- Our Agent Modeling plans aim at modeling intentional behavior in terms of a reactive
planner model. So, they play a role similar to the Shared Plan operator in Lochbaum's
framework. Although they may look more complex than the Shared Plan operator,
they describe declaratively the whole knowledge for modeling behavior and they are
the only responsibles for updating the agent's intentional state. On the contrary, in
Lochbaum (1994), the Shared Plan operator represents a static notion of \having a plan";
so, the \augmentation" and \interpretation" processes are in charge of modifying an agent's intentional state (and of recognizing those changes, respectively). These processes
work procedurally and model the occurrence of all the types of acknowledgements and
disagreement statements.
Also Heeman & Hirst (1995) consider dialogue as a goal-directed collaborative activity among agents. They propose a plan-based model for the negotiation of the meaning
of referring expressions; in their model, the speakers can perform the same actions, so
that the same plan operators account for how utterances are generated and understood.
Heeman and Hirst propose a two-tier framework where the plans for creating referring
expressions are arguments of meta-actions which describe the process of establishing the
meaning of such expressions and resolving interpretation problems by means of negotiation subdialogues.
Although we don't focus on referring expressions, in our framework we manage the difculties in the interpretation of utterances (e.g. ambiguities and unknown meanings) as
any other problem arising in the process of the execution of object-level actions under
the control of the Agent Modeling plans; in particular, these plans establish the goal of
reacting to possible failures in action execution, from which negotiation can be derived.
The feasibility of the approaches to dialogue based on intention recognition is chal-
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lenged in McRoy & Hirst (1995): they claim that these models lead to an unconstrained
search for higher-level intentions to explain a turn; therefore, they advance the idea of
relying on linguistic expectations and linguistic intentions to limit the search space. The
linguistic expectations are based on the idea that any speech act raises an expectation
on how the partner will react to it; so, they capture the notion of adjacency pairs; the
linguistic intentions are more general, but they are still strictly tied to conventional behavior. McRoy and Hirst exploit this solution in a model for detecting and repairing to
misunderstandings in dialogue. In their system, the presence of a misunderstanding is
hypothesized, when a deviance from the expected behavior occurs or when the beliefs
of a speaker look contradictory. They can manage the defeasibility of these expectations
because their system is based on a framework supporting default and abductive reasoning.
Although McRoy and Hirst's approach is one of the most akin to ours, it can be noted
that we do not require that linguistic expectations are represented as separate knowledge: they derive from the fact that linguistic actions are considered as means for making
partners act. Therefore, expectations appear in the dialogue context as low-level goals
inferred during the recognition of speech acts. When a new turn can be interpreted as
aiming at the satisfaction of such low-level goals, there is no need to proceed in searching
for higher-level goals that might explain it.
The nite-state automata approaches to dialogue have been usefully exploited in applicative domains. However, as Stein & Maier (1994) shows, these dialogue protocols
alone are not sucient to model dialogue: in fact, they introduce other devices, like dialogue scripts, to model the various phases of an information extraction dialogue, like
the system's request to re ne a user's query to constrain the search. In some way, their
scripts merge object-level and problem-solving behavior and this fact makes them suited
to model dialogues arising from xed activities, but too speci c to model general natural
language interactions. Moreover scripts are not particularly suited to cope with mixed
initiative dialogue, because they enforce the asymmetry between the roles of the system
and of the user in human-computer dialogue.
In our framework, we model the double nature of collaboration pointed out in
Airenti et al. (1993) and Traum & Allen (1994): it is not necessary that the partner cooperates at the high-level goal concerning the planning - executing activity on domain
actions; in fact, he can be engaged in conversation simply by collaborating to a goal related with the planning - execution of linguistic actions, i.e. to the conversation itself. For
example, the cooperation can be limited to informing the partner that the speaker does
not intend to cooperate with him at the domain level. In this way, the two cooperation
forms are explained by the same model for understanding dialogue.
It must be noted that the structure of the Agent Modeling plans allows us to de-
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scribe in an explicit way the rationale behind the plan recognition heuristics introduced
in Allen (1983) to identify the goals underlying an agent's behavior. Consider, for instance, the following rule:34
Precondition-Action rule:
SBAW(p)  SBAW(act), if \p" is a precondition of \act"
In our model, we represent this inference by the fact that the \Try-execute" action has
the \Verify-prec" step, where the preconditions of the action are checked and the agent
may act to obtain them, if needed. So, if the system observes that the agent veri es a
condition, it can hypothesize that the agent is trying to perform an action which has that
condition as a precondition.
Allen's work also includes rules which have the opposite role with respect to the rules
for goal recognition: e.g. the Action-Precondition rule (supporting inferences from the
intention to perform an action to the intention that the action preconditions are satis ed)
and the Action-Body rule. Similar inferences can be obtained by a generation process
able to exploit our plan libraries to produce agent behavior.

8 Conclusions
We have described a model of linguistic interaction where dialogue is treated as a form of
collaborative interaction among agents that behave directed by their beliefs, goals, and
intentions.
We consider a dialogue coherent if any new turn contributes to some goal occurring in
the previous part of the dialogue. In particular, the relation of a turn with the previous
context can be of adherence (an agent tries to satisfy a goal explicitly set forth by one of
his partners), adoption (an agent tries to satisfy a goal of a partner that the agent has
inferred) or continuation (an agent proceeds in the attempt to reach his own goals).
In our framework, the representation of dialogues consists of a set of plan instances,
which describe the activity of the interacting agents, connected via links that make explicit
the relationships between the various turns.
In order to form plans, to recognize the plans being carried on by a partner, and to
establish the proper coherence links, a set of known recipes is available. These recipes
are grouped in three libraries: the Domain library, the Speech Act library, and the Agent
Modeling library. In the paper, we argue that the introduction of the third library enables
our model to account in a perspicuous way for a number of apparently unrelated linguistic
phenomena that, in other approaches, require ad hoc treatment.
34In the formula, the SBAW notation means that the system believes that the agent A wants to obtain
a condition, or to perform an action.
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However, some assumptions limit the power of the model. The most important of
them concerns the hypothesis that all agents behave according to plans known to all
of them: an agent is able to understand (i.e. to realize the coherence of) a turn of a
dialogue just if it results from the execution of one or more recipes known to him. Some
exibility is given by the fact that the Agent Modeling plans represent a reactive agent
that can achieve action preconditions by replanning subgoals. However, some works, like
Lesh & Etzioni (1995), have faced this problem in a more general way.
Moreover, while we currently represent interactions among agents who perform singleagent actions, we do not model more complex cases of cooperation, like multiagent plans.
We hope this second restriction does not sound too limiting, since our work is focused on
linguistic actions, which are typically single-agent (moreover, the problem of shared plans
has already found satisfactory solutions as, for example, in Grosz & Kraus (1996)).
The system described in this paper is focused on the interpretation of other speakers'
turns; therefore, we have not addressed some aspects concerning the generation of turns,
like for example those considered (Moore 1995, Chu-Carroll & Carberry 1998). Most noticeably, in this work we do not distinguish goals from intentions; in fact, in the interpretation perspective, the system's role is just to recognize the intentions that lead the
speakers to produce a turn; since the turns produced by the partner are the result of
attempts to reach goals to which he has already committed, this problem is somewhat
hidden.
In some more recent work, we have extended the model described in this paper to
obtain a system that can recognize other agents' plans, as well as take the initiative to act
on the basis of its own goals. In particular, in Ardissono et al. (1999b), we have considered
the reasons underlying the selection of direct or indirect speech acts, on the basis of their
characteristics, described in the Speech Act library. Morever, in Ardissono et al. (1999a),
we have examined the motivations leading an agent to cooperate at the behavioral and
conversational level, and we have provided an alternative solution to the obligation-based
approaches to dialog (e.g. see Traum & Allen (1994)). The concept underlying both
works is that the speaker's behavior is directed by the desire to respect social goals,
like avoiding that the interlocutor is o ended (see Brown & Levinson (1987)). Finally,
the model of cooperation among agents has been re ned in Boella et al. (1999), where
a decision theoretic planning framework is exploited to allow an agent decide when it is
worthwhile that he adopts some of the partner's goals and communicates with him to
coordinate the shared activity.
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Abstract
Coordination languages and models like Linda and Reo have been developed in computer science to coordinate the interaction among components and objects, and are
nowadays used to model and analyze organizations too. Moreover, organizational
concepts are used to enrich the existing coordination languages and models. We
describe this research area of “organization and coordination” by presenting definitions, examples, and future research directions. We highlight two issues. First,
we argue for a study of value-based rather than information-based coordination
languages to model the coordination of autonomous agents and organizations. Second, we argue for a study of the balance between enforced control and trust-based
anticipation to deal with security aspects in the coordination of organizations.
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normative systems, multi-agent systems, secure systems.

1

Introduction

In human society, organizations embody a powerful way to coordinate complex behavior. Various models of organizations exist, from bureaucratic systems based on norms to competitive systems based on markets. Moreover,
organizational concepts structure the behavior of complex entities in a hierarchy of encapsulated entities. For example, roles structure departments,
which in turn structure organizations. Moreover, organizations structure interorganizational virtual organizations. Organizations specify also the interaction
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and communication possibilities of each of these entities, abstracting from the
implementation of their behavior.
In agent theory and computer science, organizational models in which organizations are autonomous entities have become popular to model coordination in open systems, and practical applications to organizational modeling
are being widely developed. This is due also to the need to ensure social order within applications like Web Services, Grid Computing, and Ubiquitous
Computing. In these settings, openness, heterogeneity, and scalability pose
new challenges for traditional organizational models. For example, organizational and individual perspectives must be integrated and the models must
dynamically adapt to organizational and environmental change.
In particular, organizational concepts are used to enrich coordination languages and models developed in computer science to coordinate the interaction among components and objects, like Linda [13] and Reo [1]. Moreover,
these languages and models are nowadays used to model and analyze human
organizations too. In this survey paper we raise the following questions:
(i) What are “coordination” and “organization” in the context of the first
workshop on coordination and organization?
(ii) What are typical examples of research topics concerning both coordination and organization?
(iii) Which results have been obtained thus far in this research area, and what
are the future research directions?
An example in electronic commerce illustrates the use of coordination techniques for modeling, analyzing and simulating human organizations, and an
example in object oriented programming languages illustrates the use of roles
for coordination. We raise the questions which properties a coordination language should have to model organizations, how such a coordination language
can be used, which organizational concepts can be used in coordination languages and models, and how these concepts should be used.
We highlight two future research directions. First, coordination in computer science is concerned with information, whereas organizations are concerned with values. Values have properties information does not have, since,
for example, it cannot be duplicated, or it can perish. Coordination languages have to be developed that deal with these properties. Second, security
aspects play an important role in coordination and organization. Whereas traditional security concerns have focussed on building control mechanisms such
as cryptographic methods, organizational coordination focusses on incentives
to motivate agents, and trust and anticipation play a central role too.
The layout of this paper follows the research questions. In Section 2 we
present some definitions, in Section 3 the two examples from electronic commerce and object oriented programming languages, and in Section 4 the future
research directions including value-based and secure coordination.
2
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2

Definitions

2.1 Coordination
For completeness, Figure 1 presents the dictionary description of the noun
‘coordination’ and the verb ‘to coordinate’, and Figure 2 presents the various
uses of ‘to coordinate’ in the lexical reference system Wordnet [16]. Here we
focus on the use of ‘coordination’ in computer science.
Main Entry: coordination
Function: noun
1 : the act or action of coordinating
2 : the harmonious functioning of parts for effective results
Main Entry: 2 coordinate
Function: verb
transitive senses
1 : to put in the same order or rank
2 : to bring into a common action, movement, or condition : HARMONIZE
3 : to attach so as to form a coordination complex
intransitive senses
1 : to be or become coordinate especially so as to act together in a smooth concerted way
2 : to combine by means of a coordinate bond

Fig. 1. Merriam Webster: ‘coordination’ and ‘to coordinate’

An often used definition due to Malone defines coordination as the “management of dependencies among independent activities” [28]. This definition
is used in particular in business and economic contexts. It emphasizes that
instead of the activities themselves the interaction among these activities are
central, and that the activities are autonomous.
In agent theory coordination has been defined as “the process by which an
agent reasons about its local actions and the (anticipated) actions of others
to try to ensure the community acts in a coherent manner [22], “the activity
that involves the selection ordering and communication of the results of agent
activities as that an agent works effectively in a group setting” [27], as “a
process in which agents engage in order to ensure a community of individual
agents acts in a coherent manner” [30], and in computational intelligence as
“a way of adapting to the environment” [35].
Finally, a more technical definition in computer science due to Arbab defines coordination as “the study of the dynamic topologies of interactions
among Interaction Machines, and the construction of protocols to realize such
topologies that ensure well-behavedness” [2].
•

the skillful and effective interaction of movements

•

the regulation of diverse elements into an integrated and harmonious operation

•

the grammatical relation of two constituents having the same grammatical form

Fig. 2. WordNet: S: (n) coordination

3
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Main Entry: 1 organization
Function: noun
1 a : the act or process of organizing or of being organized
b : the condition or manner of being organized
2 a : ASSOCIATION, SOCIETY <charitable organizations>
b : an administrative and functional structure (as a business or a political party); also : the personnel
of such a structure
Main Entry: 2 organization
Function: adjective
1

: characterized by complete conformity to the standards and requirements of an organization <an
organization man>

Fig. 3. Merriam Webster: ‘organization’

2.2 Organization
An organization is a formal group of people with one or more shared goals. In
sociology ‘organization’ is understood as planned, coordinated and purposeful
action of human beings in order to construct or compile a common tangible
or intangible product or service. This action is usually framed by formal
membership and form (institutional rules). Sociology distinguishes the term
organization into planned formal and unplanned informal (i.e., spontaneously
formed) organizations.
Management is interested in organization mainly from an instrumental
point of view. For a company organization is a means to an end in order to
achieve its goals. In this sense organizations can be distinguished into two
fundamentally different sets: Organizations whose goal is to generate certain
services and/or to produce goods (factories, service enterprises, etc.) or to
bring about certain effects in its surrounding world (e.g., authorities, police,
political parties, interest groups, trade unions, etc.), and organizations whose
goal is to change individuals (e.g., schools, universities, hospitals, prisons).
•

a group of people who work together

•

(also arrangement, system) an organized structure for arranging or classifying; “he changed the arrangement of the topics”; “the facts were familiar but it was in the organization of them that he was original”;
“he tried to understand their system of classification”

•

(also administration, governance, governing body, establishment, brass) the persons (or committees or
departments etc.) who make up a body for the purpose of administering something; “he claims that the
present administration is corrupt”; “the governance of an association is responsible to its members”; “he
quickly became recognized as a member of the establishment”

•

(also constitution, establishment, formation) the act of forming something; “the constitution of a PTA
group last year”; “it was the establishment of his reputation”; “he still remembers the organization of
the club”

•

the act of organizing a business or an activity related to a business) “he was brought in to supervise the
organization of a new department”

•

the activity or result of distributing or disposing persons or things properly or methodically; “his organization of the work force was very efficient”

•

(also system) an ordered manner; orderliness by virtue of being methodical and well organized; “his
compulsive organization was not an endearing quality”; “we can’t do it unless we establish some system
around here”

Fig. 4. WordNet: S: (n) organization

4
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3

Examples

In this section we present two examples of research on coordination and organization. On the one hand we illustrate how research on coordination can be
used within research on human organizations, by illustrating the use of coordination languages in electronic commerce. On the other hand we illustrate how
research on organizations in multi-agent systems can be used within research
on coordination, by discussing the use of roles for coordination in object.
3.1 Electronic commerce
Many social and economic constructs can be seen as mechanisms for coordination, for example marriage can be seen as a mechanism to coordinate selection,
and money can be seen as a mechanism to coordinate the exchange of goods
among three parties (known as Wicksell triangle). When someone wants to
buy a pack of milk, he takes his cash and goes to the store. The shop-keeper
and the buyer directly inspect and exchange our goods and cash, and that is
the end of the story. If he wants to buy the next season’s entire milk production of a dairy farm, or purchase a house, although the principle is the same
as buying a pack of milk, we need to use constructs such as an escrow service,
because the transaction now involves multiple steps and spans over time. All
activities involved need to be coordinated such that in the end we still get the
all-or-nothing effect of a transaction.
Therefore these social and economic constructs can be modeled or formalized using coordination languages developed in computer science. Using a
more precise mathematical language forces one to better understand what is
going on with constructs such as escrow, Letter of Credit, or other trust instruments. Moreover, formal descriptions and analysis can be used to support
the design of coordination mechanisms in electronic commerce. As an example we consider here mechanisms for the coordination of value exchanges in
economic and business contexts. As a running example we consider the well
known documentary credit procedure of a Letter of Credit [10,26,24].
Suppose we have a potential transaction between a customer and a supplier
which is located in a remote and unfamiliar part of the world. Hence there
are no common conventions or trade procedures. In such circumstances a lack
of trust is warranted. The supplier does not want to ship the goods without
first receiving payment, but the customer does not want to pay before the
goods have been shipped. To solve this deadlock situation banks introduced
the letter of credit procedure. A letter of credit is an agreement that the bank
of the customer, called the issuing bank, will arrange a credit to guarantee
payment as soon as the supplier can prove that the goods have been shipped.
The supplier can prove this by presenting the shipping documents, such as a
bill of lading, to his own bank, the corresponding bank. The shipping documents are issued by the carrier of the goods, as soon as the goods have in fact
been shipped. The corresponding bank transfers the shipping documents to
5
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the issuing bank, which only delivers the shipping documents to the customer
after payment. With the shipping documents the customer can then reclaim
the goods from the carrier.
A possible way of modeling the procedure is depicted in Figure 5, adapted
from [26]. This figure should be read as follows. It indicates the order in
which documents must be exchanged, which provides information about the
dependencies among actions: which actions should occur only provided some
other actions have occurred. For example, the objective of step 4 is to let
the supplier know that a credit has been secured, and that he can safely start
shipping the goods. Similarly, the objective of the shipping documents, is to
provide evidence that the goods have been transferred.
customer

issuing bank

corresponding bank

supplier

carrier

1. Sales Contract
2. Credit Applic.

3. Credit
4. Credit Notif.
7. Shipping Docs.
9. Shipping Docs.

5. Goods
6. Shipping Docs.

8. Payment

10. Payment
11. Arrival Notif.
12. Payment
13. Shipping Docs
14. Shipping Docs
15. Goods

Fig. 5. Interaction Diagram of the Letter of Credit Procedure

One aspect that is not covered by this diagram is the amount of value that
is transferred. For example, payment 12 by the buyer should be large enough
to cover payment 10, as well as the fees of the issuing bank for supplying the
service. Such issues are better addressed in the value perspective. Gordijn
et al. [18,19] have been advocating the value perspective for requirements
engineering in electronic commerce. They developed the e3 -value tool, which
makes it possible to calculate the respective values of exchanges for different
scenarios. The central idea is the principle of reciprocity: whatever happens,
the net value of all exchanges must be equal to zero. Kartseva et al. [24] give
a value-based account of the Letter of Credit procedure.
Consider a value based analysis of the trading practice of a Letter of Credit
in Figure 6. The Bill of Lading is issued by the carrier, as soon as the goods
6
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are shipped. The supplier’s bank transfers the Bill of Lading to the customer’s
bank, which only gives the Bill of Lading to the customer after payment. The
customer’s bank receives a fee for the letter of credit service (LoC fee), part
of which goes to the supplier’s bank for handling the payment (P fee). The
Bill of Lading is an example of a multi-modal transport document that has an
evidentiary effect. Compared to the interaction diagram, we also consider a
shipping fee the supplier pays to the carrier, and an extension with a merchant
role. The customer can claim the shipped goods from the carrier in return for
the Bill of Lading, or sell the Bill of Lading to some other company, which
can then claim the shipped goods.
ensured fee

Supplier

ensured delivery of goods
LoC fee

Customer

LoC
fee

P fee

Cust.
Bank

BoL

fee

P

BoL

fee

BoL

BoL
shipment

Suppl.
Bank
BoL

shipping fee

Carrier

goods
BoL

fee for BoL

BoL
goods

Merchant
Fig. 6. Value network

Depending on what it is that you want to model with a multi-agent-system,
it may or may not make sense to insist on having explicit agents representing
letter of credit or escrow companies. Recognizing that their role is simply to
coordinate, one can simplify the complexity of what a buyer and seller has to
deal with in the real world, and simply present a view to them as if buying a
house is the same as buying a pack of milk: everything needed by each party
must be present and verified before the actual exchange takes place; i.e, we
have an atomic transaction. We can leave it to be the responsibility of the
exogenous coordination mechanism to ensure that the integrity of this complex
transaction is preserved. However, if the intention is to model what happens
in the real world, then we will not see an explicit role or agent for banks in
this case. The atomic transaction implicitly does the same job, but eliminates
their role. So, we want to have another model that includes some explicit
construct representing the letter of credit company. Comparing what buyers
and sellers must do in their blissfully ignorant versions versus their real-life
models, clarifies the exact role of letter of credit in coordination and conduct
of these transactions, as well as what exactly needs to become endogenous.
7
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3.2 Roles for coordination of objects
In order to constrain the autonomy of agents and to control their emergent
behavior in multiagent systems, the notion of organization has been applied
[17,37]. According to Zambonelli et al. [37] “a multiagent system can be
conceived in terms of an organized society of individuals in which each agent
plays specific roles and interacts with other agents”.
The notion of role refers to the structure of social entities like institutions,
organizations, normative systems, or groups [6,17,37]. Roles are usually considered as a means to distribute the responsibilities necessary for the functioning of the organization. Moreover, roles allow the uncoupling of the features of
the individuals playing roles from those of their roles. Finally, roles are used to
define common interaction patterns, and embed information and capabilities
needed to communication and coordination [11]. E.g., the roles of auctioneer
and bidder are defined in an auction, each with their possible moves.
The use of roles in multi-agent systems has not only been beneficial to the
construction of multi-agent systems. It has also led to a better understanding
of what is a role, which are its properties and how to formalize them.
Baldoni et al. [4,5] propose to use the notion of role as it has been developed in multi-agent systems to coordinate objects and components in the
traditional object oriented paradigm rather than agents in multi-agent systems. As object orientation is a way to handle the complexity arising from
the large number of interactions in a system, roles can be a further representation mechanism to achieve the same purpose in environments which are
more varied and dynamic, and need to accommodate more local freedom and
initiative, scenarios common in multi-agent systems [23,36]. Introducing roles
in object oriented languages is a way to bring back to object orientation the
fruits of applying organizational concepts to agents.
Baldoni et al. [4] propose to introduce roles in an extension of Java. The
distinguishing features of roles in their model are the foundation of roles,
their definitional dependence from the institution they belong to, and the
powers attributed to the role by the institution. Baldoni et al. [4], thus, call
powerJava their extension of Java.
To understand these issues they propose the following example. Consider
the roles student and professor. Roles are always roles of some institution.
A student and a professor are always roles of some university. Without the
university the roles do not exist anymore: e.g., if the university goes bankrupt,
the actors (e.g. a person) of the roles cannot be called professor and students
anymore. The institution (the university) also specifies the properties of the
student, which extend the properties of the person playing the role of student:
the university specifies its enrolment number, its email address, its scores
at past examinations, and also how the student can behave. For example,
the student can give an exam by submitting some written examination. A
student can make the professor evaluate its examination and register the mark
8
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because the university defines both the student role and the professor role: the
university specifies how an examination is evaluated by a professor, and how
it maintains the official records of the examinations. Otherwise the student
could not have an effect on the professor. But in defining such actions the
university empowers the person who is playing the role of student: without
being a student the person has no possibility to give an examination and make
the professor evaluate it.
This example highlights the following properties that roles have in the
model of [8,9]:
Foundation: a (instance of) role must always be associated with an instance
of the institution it belongs to (see Guarino and Welty [21]), besides being
associated with an instance of its player.
Definitional dependence: the definition of the role must be given inside
the definition of the institution it belongs to. This is a stronger version of
the definitional dependence notion proposed by Masolo et al. [29], where
the definition of a role must use the concept of the institution.
Institutional empowerment: the actions defined for the role in the definition of the institution have access to the state and actions of the institution
and of the other roles: they are powers.
To introduce this view of roles in Java is necessary to address the following
issues:
(i) A construct defining the role with its name, who can play it and its
powers in the institution.
(ii) The implementation of a role, inside an institution and according to the
specification of its powers, so to make the role definitionally dependent
on the institution.
(iii) How an object playing a role can exercise the powers its role gives to it
in the institution to which the role belongs.
Figure 3.2 shows by mean of the above example the use of roles in powerJava. First of all, a role is specified (role - left column) by indicating who
can play the role (playedby) and which are the powers acquired by playing
the role (exam(), giving an exam in this case). Second, a role is implemented
inside an institution as a sort of inner class which realizes the role specification
(definerole). The inner class implements all the methods required by the
role specification as it were an interface.
In the right column of Figure 3.2 the use of powerJava is depicted. First,
the candidate player p of the role is created. Its type must be compatible with
the requirements of the role (Person). Before the player can play the role,
however, an instance of the institution hosting the role must be created first
(a University u). Once the University is created, the player p can become
a Student too. Note that the Student is created inside the University u
(u.new Student(p)) and that the player p is an argument of the constructor
9
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role Student playedby Person
{ int exam(); }
class University {
private int[][] marks;

p = new Person();
u = new University();

definerole Student {

u.new Student(p);

int exam(){ ...
marks[i,j]=x; ... }

((u.Student) p).exam();

}
}
Fig. 7. A role Student inside an University.

of role Student.
The player p maintains its identity and if it has to act as a Student it
must first be classified as a Student by means of a so-called role casting
((u.Student) p). Note that p is not classified as a generic Student but as
a Student of University u. Once p is casted to its Student role, it can
exercise its powers, in this example, giving an exam (exam()). Such method
is called a power since, in contrast with usual methods, it can access the state
of other objects, since its namespace shares the one of the institution defining
the role. Thus it can access the state of the institution it belongs to and of the
other roles in the institution. In the example, the method exam() can access
the private state of the University and assign a value to the private variable
marks: giving an exam successfully counts as the University assigning a
mark to the Student in the registry of exams.
Powers are used to coordinate objects. In Baldoni et al. [5] it is shown
how roles can be used for coordination purposes. First, the interaction among
objects is dealt with only inside the institution which specifies how they coordinate with each other. This is possible since powers allow roles to access the
state of the institution and of the other roles. In our example, the coordination between a Student and a Professor can be made inside the institution.
This allows to achieve a separation of concerns between the core behavior
of an object (which is given inside its class) and its interaction capabilities,
which depend on the context of the interaction and, thus, are specified in the
institution.
Second, the player of the role does not need to know which is the identity
of the other players it must coordinate with, but it has to refer only to the
roles. In our example, a Student does not need to know the identity of player
of the Professor role it has to interact with, but it needs only to know which
is the Professor of the course it attends.
10
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4

Directions for future research

We distinguish four directions for future research. The first direction concerns
research questions concerning the gap between computer science where the coordination languages and models have been developed, and the social sciences
where organizations are being studied. The second kind of questions concerns
the use of coordination languages for human organizations, and the third kind
concerns the use of organizational concepts for coordination. A separate class
of questions concerns security issues for the coordination of organizations.
4.1 Computer science and the social sciences
Coordination as considered in this paper is a concept studied in computer
science, whereas organization is a concept borrowed from the social sciences economics, business administration, and sociology. This gives rise to our first
research question.
Question 1 What are the fundamental distinctions underlying these two concepts?
Coordination in computer science is concerned with information, whereas
the letter of credit example illustrates that organizations are concerned with
values. Values have properties information does not have, since, for example,
it cannot be duplicated, or it can perish. Coordination languages have to
be developed that deal with these properties. Porter, a business scientist
who studied the notion of value chains and applied it to strategy [33], defines
value as follows. “Economic Value for a company is nothing more than the
gap between price and cost, and it is reliably measured only by sustained
profitability. To generate revenues, reduce expenses, or simply do something
useful by deploying internet technology is not sufficient evidence that value
has been created.” [34, p.65]
4.2 Coordination languages for organizations
The second research direction concerns the use of coordination languages, tools
and models, as developed in the coordination community in computer science,
for human organizations. Coordination techniques are used in formal models
of organizations to analyze or simulate them.
Question 2 What kind of properties should a coordination language for organizations have?
Dastani et al. [15] argue that coordination for organizations should be
exogenous, in the sense that coordination is defined in terms of interactions
rather than agents, because organizations are defined in terms of roles rather
than agents. They explain and promote the use of the exogenous coordination language Reo, developed by Arbab at the Center of Mathematics and
Computer Science in Amsterdam.
11
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Groenewegen et al [20] argue that the coordination language should be
able to describe and relate global and local behaviors, and they promote Paradigm as an organization-oriented coordination language. Global behaviors
described in Paradigm provide flexibility in arranging computation as well as
coordination. According to the authors, this flexibility is an organizational,
organic and human like characteristic, usually absent in system specification.
Omicini et al [32] argue that the coordination language should be able to
describe artifacts. Human intelligence has evolved along with the use of more
and more sophisticated tools, and that therefore agent intelligence should not
be considered as separated by the agent ability to perceive and affect the
environment. In contrast, agent intelligence is strictly related to the artifacts
that enable, mediate and govern any agent (intelligent) activity.
Question 3 How to use the coordination languages for human organizations?
An example of a coordination problem is the model integration problem. In
enterprise architecture, for example, many distinct models are used to describe
an organization, for example using the unified modelling language (UML) or
the Zachman framework for enterprise architecture, and it is an open problem
how these models can be related [25].
4.3 Organizational concepts for coordination
Organizational concepts are used frequently for coordination purposes in different areas of Computer Science. For example, roles are used in access control, conceptual modelling, programming languages and patterns. Contracts
are used in design by contract, and services are used in web services and
service level agreements. Message based communication is used in networking. However, most coordination languages refer mostly to different kinds of
metaphors, like blackboards, shared dataspaces, component composition and
channels.
Question 4 Which organizational concepts can be used for coordination?
Argente et al. [3] discuss how to go from human to agent organizations,
with examples from electronic institutions and virtual organizations. She compared human organizational taxonomies with approaches to coordination of
agents, with the aim to employ organizational theory to develop multi-agent
systems based on organizational meta models.
Carabelea and Boissier [12] propose to coordinate agents in organizations
using social commitments, describing how one can use social commitments to
represent the expected behavior of an agent playing a role in an organization.
Norms play a central role in many social phenomena such as coordination,
cooperation, decision-making, etc.
The example of powerJava [4,5] illustrates the use of roles, which are
adopted in agent oriented software methodologies and programming languages
like GAIA, TROPOS, 3APL, etc, to define the organizational structure in ob12

736

Boella and van der Torre

ject oriented languages. For example, roles allow to distribute responsibilities
and obligations, and to require the suitable know how to their players. However, open problems are how to transform organizational theories of roles in
computational theories and exploring mechanisms about how to assign agents
to roles, how to design organizations in terms of roles, monitoring of roles, etc.
Colman and Hun [14] explain how to use association aspects to implement
organizational contracts. They show how a coordination system can be implemented by a separate concern, and how association aspects can be used to
create contracts that bind roles together in an organization. These contracts
allow performance to be specified and monitored. They also define organiser
roles that control, create, abrogate and reassign contracts.
Question 5 How to use these concepts in coordination languages and models?
The above mentioned papers also illustrate how organizational concepts
can be used.
4.4 Security
Traditionally research on coordination and organization has been concerned
with cooperative agents, but in open systems security concerns must be addressed. Omicini et al. [31] argue that security and coordination are in some
sense complementary.
Question 6 How are coordination and organization related to security?
In electronic commerce, security is concerned with, for example, potential loss of value, sanctions and control systems. Whereas traditional security concerns have focussed on building control mechanisms such as cryptographic methods, organizational coordination focusses on incentives to motivate agents, and trust and anticipation play a central role too. In [7] we raise
the question under what circumstances we need to introduce a control system
by considering the following three scenarios. For example, when you buy a
ticket to the theater, you buy the right to view a performance that will be
delivered later on. The buyer trusts the seller concerning the validity of the
ticket. It is an open problem how to balance enforced control and trust-based
anticipation to deal with security aspects in the coordination of organizations.

5

Summary

Coordination languages and models like Linda and Reo have been developed
in computer science to coordinate the interaction among components and objects, and are nowadays used to model and analyze organizations too. Moreover, organizational concepts are used to enrich the existing coordination languages and models.
Coordination is the “management of dependencies among independent activities” [28], which emphasizes the interaction among these activities, and
13
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their autonomy. Various more precise or technical definitions are given in
agent theory and computer science. An organization is a formal group of
people with one or more shared goals. In sociology ‘organization’ is understood as planned, coordinated and purposeful action of human beings in order
to construct or compile a common tangible or intangible product or service.
Management is interested in organization mainly from an instrumental point
of view. For a company organization is a means to an end in order to achieve
its goals.
We illustrate how research on coordination can be used within research
on human organizations, by illustrating the use of coordination languages in
electronic commerce. Many social and economic constructs can be seen as
mechanisms for coordination, because transaction typically involve multiple
steps and span over time, and constructs such as an escrow service coordinate
the activities involved such that in the end we still get the all-or-nothing effect
of a transaction. Using a more precise mathematical language forces one to
better understand what is going on with constructs such as escrow, Letter of
Credit, or other trust instruments.
Moreover, we illustrate how research on organizations in multi-agent systems can be used within research on coordination, by discussing the use of
roles in object oriented programming languages. The institution roles belong
to coordinates the interaction of the players of the roles independently of their
core behavior. In this way for the objects to be coordinated it is only necessary
that they fulfill the requirements specified by a role.
We raise the questions which properties a coordination language should
have to model organizations, how such a coordination language can be used,
which organizational concepts can be used in coordination languages and models, and how these concepts should be used. We highlight two issues. First, we
argue for a study of value-based rather than information-based coordination
languages to model the coordination of autonomous agents and organizations.
Second, we argue for a study of the balance between enforced control and
trust-based anticipation to deal with security aspects in the coordination of
organizations.
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1

Introduction

According to many in computer science, the interaction paradigm provides
a new conceptualization of computational phenomena that emphasize interaction rather than algorithms: concurrent, distributed, reactive, embedded,
component-oriented, agent-oriented and service-oriented systems all exploit
interaction as a fundamental paradigm [34,5].
In this paper we consider Makinson and van der Torre’s logical input/output
nets [25], or lions for short, as a model for interactive computation. Lions
are structured assemblies of input/output operations and extend Makinson
and van der Torre’s input/output logics [22,23]. They are graphs, with the
nodes labelled by pairs (G, out) where G is a normative code and out is an
input/output operation. The edges of the graph represent channels, which
indicate which nodes have access to which other nodes and provide passage
for the transmission of local outputs as local inputs. The graph is further
equipped with an entry point and an exit point, for global input and output.
We consider also two extensions of lions in this paper, both inspired by the
work of Arbab and colleagues on abstract behavior types [4], the coordination
language Reo [3], and Boolean circuits with registers [28].
Streams. Instead of considering one input at a time, we consider input/output
logics on infinite sequences (or streams) of inputs and outputs.
Connectors. We consider AND and register gates to compose channels into
connectors (or circuits).
Finally we discuss the role of interaction in normative multi-agent systems,
and how it is used to motivate the further development of lions. Our investigations reveal a huge number of possible further extensions of lions, which raises
the question which extensions should be studied next. Input/output logic
originates from deontic logic, a branch of philosophical logic that studies logical relations among obligations, permissions and prohibitions, and which has
been used to model legal and moral systems, as well as problems in computer
science that involve constraints that can be violated [35]. Whereas deontic
logic has been very helpful in the development of input/output logics, it does
not seem very helpful to guide the development of lions. A motivation of lions
comes from agent architectures and normative multi-agent systems, i.e., “sets
of agents (human or artificial) whose interactions can fruitfully be regarded as
norm-governed; the norms prescribe how the agents ideally should and should
not behave” [21].
The layout of this paper is as follows. In Section 2 we repeat the definitions
of input/output logic, and in Section 3 we explain how the concept of ‘logic
as a secretarial assistant’ is related to interactive computing. In Section 4
we discuss input/output logics of streams and register and AND gates for
channels and connectors. In Section 5 we discuss interactive computing in
normative multi-agent systems.
2
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2

Makinson and van der Torre’s input/output logic

Makinson and van der Torre [22] argue that the new role of logic is not to
study some kind of non-classical logic, but a way of using the classical one.
From a very general perspective, logic is often seen as an ‘inference engine’,
with premises as inputs and conclusions as outputs. Instead it may be seen
in another role: as a ‘secretarial assistant’ to some other, perhaps non-logical,
transformation engine. From this point of view, the task of logic is one of
preparing inputs before they go into the machine, unpacking outputs as they
emerge and, less obviously, coordinating the two. The process is one of ‘logically assisted transformation’, and is an inference only when the central transformation is so. The general perspective is one of ‘logic at work’ rather than
‘logic in isolation’. The brief description in this section is taken from Makinson and van der Torre’s introduction to input/output logic [25]. Please refer
to the original papers for further explanations and motivations [22,23].
2.1 Unconstrained Input/Output Operations
Imagine a black box into which we may feed propositions as input, and that
also produces propositions as output. Of course, classical consequence may
itself be seen in this way, but it is a very special case, with additional features:
inputs are themselves outputs, since any proposition classically implies itself,
and the operation is in a certain sense reversible, since contraposition is valid.
However, there are many examples of logical transformations without those
features. In [22], the outputs either express some kind of belief or expectation,
or some kind of desirable situation in the conditions given by the inputs.
Technically, a normative code is seen as a set G of conditional norms, i.e.
a set of such ordered pairs (a, x). For each such pair, the body a is thought
of as an input, representing some condition or situation, and the head x is
thought of as an output, representing what the norm tells us to be desirable,
obligatory or whatever in that situation. The task of logic is seen as a modest
one. It is not to create or determine a distinguished set of norms, but rather
to prepare information before it goes in as input to such a set G, to unpack
output as it emerges and, if needed, coordinate the two in certain ways. A set
G of conditional norms is thus seen as a transformation device, and the task
of logic is to act as its ‘secretarial assistant’.
In the simplest kind of unconstrained input/output operations, a set A of
propositions serves as explicit input, which is prepared by being expanded to
its classical closure Cn(A). This is then passed into the ‘black box’ or ‘transformer’ G, which delivers the corresponding immediate output G(Cn(A)) =
{x : ∃a ∈ Cn(A), (a, x) ∈ G}. Finally, this is expanded by classical closure
again into the full output out1 (G, A) = Cn(G(Cn(A))). We call this simpleminded output. This is already an interesting operation. As desired, it does
not satisfy the principle of identity, which in this context we call throughput, i.e. in general we do not have a ∈ out1 (G, {a}), which we write briefly,
3
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dropping the parentheses, as out1 (G, a).
The input/output operation out1 is characterized by three rules. Writing
x ∈ out1 (G, a) as (a, x) ∈ out1 (G) and dropping the right hand side as G is
held constant, these rules are:
•

Strengthening Input (SI): From (a, x) to (b, x) whenever a ∈ Cn(b)

•

Conjoining Output (AND): From (a, x), (a, y) to (a, x ∧ y)

•

Weakening Output (WO): From (a, x) to (a, y) whenever y ∈ Cn(x).

However, simple-minded output lacks features that may be desirable in some
contexts. In the first place, the preparation of inputs is not very sophisticated.
Consider two inputs a and b. If x ∈ Cn(a) and x ∈ Cn(b) then x ∈ Cn(a ∨ b),
but if x ∈ out1 (G, a) = Cn(G(Cn(a))) and x ∈ out1 (G, b) = Cn(G(Cn(b)))
then we cannot conclude x ∈ out1 (G, a ∨ b) = Cn(G(Cn(a ∨ b))).
In the second place, even when we do not want inputs to be automatically
carried through as outputs, we may still want outputs to be reusable as inputs
– which is quite a different matter. Operations satisfying each of these two
features can be provided with explicit definitions, characterized by straightforward rules. We thus have four very natural systems of input/output, which are
labelled as follows: simple-minded alias out1 (as above), basic (simple-minded
plus input disjunction: out2 ), reusable (simple-minded plus reusability: out3 ),
and reusable basic (all together: out4 ).
The three stronger systems may also be characterized by adding one or
both of the following rules to those for simple-minded output:
•

Disjoining input (OR): From (a, x), (b, x) to (a ∨ b, x)

•

Cumulative transitivity (CT): From (a, x), (a ∧ x, y) to (a, y).

These four operations have four counterparts that also allow throughput. Intuitively, this amounts to requiring A ⊆ G(A). In terms of the definitions, it
is to require that G is expanded to contain the diagonal, i.e. all pairs (a, a).
Derivationally, it is to allow arbitrary pairs of the form (a, a) to appear as
leaves of a derivation; this is called the zero-premise identity rule ID. All eight
systems are distinct, with one exception: basic throughput, which we write
+
+
as out+
2 , authorizes reusability, so that out2 = out4 . This is shown by the
derivation in Figure 1, which also serves here to illustrate the proof theory
of input/output logic. In the final step (OR) we are also implicitly using a
replacement of classically equivalent propositions (or an application of SI).
(a, x)
−
si
id
(a ∧ ¬x, x)
(a ∧ ¬x, a ∧ ¬x)
and
(a ∧ ¬x, x ∧ (a ∧ ¬x))
wo
(a ∧ ¬x, y)
(a ∧ x, y)
or
(a, y)
Fig. 1. Basic throughput authorizes reusability
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2.2 Constraints
The motivation of constraints comes from the logic of conditional norms, where
we need an approach that does not presume that directives carry truth-values.
Unconstrained input/output provides us with a simple and elegant construction, with straightforward behavior, but whose application to norms totally
ignores the subtleties of violations and exceptions. Therefore input/output
operations may be subjected to consistency constraints [23]. Our strategy is
to adapt a technique that is well known in the logic of belief change - cut back
the set of norms to just below the threshold of making the current situation
contrary-to-duty. In effect, we carry out a contraction on the set G of norms.
Specifically, we look at the maximal subsets G0 ⊆ G such that out(G0 , A) is
consistent with input A. In [23], the family of such G0 is called the maxfamily
of (G, A), and the family of outputs out(G0 , A) for G0 in the maxfamily, is
called the outfamily of (G, A). To illustrate this, consider the set of norms
G = {(>, ¬(f ∨ d)), (d, f ∧ w)}, where > stands for any tautology, with the
contrary-to-duty input d. Using simple-minded output, maxfamily(G, d) has
just one element {(d, f ∧ w)}, and so outfamily(G, d) has one element, namely
Cn(f ∧ w).
Although the outfamily strategy is designed to deal with contrary-to-duty
norms, its application turns out to be closely related to belief revision and nonmonotonic reasoning when the underlying input/output operation authorizes
throughput. When all elements of G are of the form (>, x), then for the
+
degenerate input/output operation out+
2 (G, a) = out4 (G, a), the elements of
outfamily(G, a) are just maxichoice revisions, in the sense of belief revision as
defined by Alchourrón, Gärdenfors and Makinson [1]. These coincide, in turn,
with the extensions of the default system of Poole [26]. More surprisingly,
there are close connections between out+
3 and the default logic of Reiter [27],
see [23] for a further discussion on constraints in input/output logics and their
relation to constraints in belief revision and non-monotonic reasoning.
2.3 Permissions
Moreover, input/output logics also provide a convenient platform for distinguishing and analyzing several different kinds of permission [24]. They give a
clear formal articulation of the well-known distinction between negative and
positive permission. In philosophical discussion of norms it is common to
distinguish between two kinds of permission, negative and positive. Negative permission is easy to describe: something is permitted by a code iff it
is not prohibited by that code, i.e. iff nihil obstat. In other words, taking
prohibition in the usual way, something is negatively permitted by a code iff
there is no obligation to the contrary. From the point of view of input/output
logic, negative permission is straightforward to define: we simply put (a, x) ∈
negperm(G) iff (a, ¬x) 6∈ out(G), where out is any one of the four input/output
operations that we have already discussed.
5
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Positive permission is more elusive. As a first approximation, one may
say that something is positively permitted by a code if and only if the code
explicitly presents it as such. Makinson and van der Torre distinguish what
they call forward and backward permission as two distinct kinds of positive
permission. Forward permission answers to the needs of the citizen, who
needs to know whether an action that he is entertaining is permitted in the
current situation. It also corresponds to the needs of authorities assessing
the action once it is performed. If there is some explicit permission that
covers the action in question, then it is itself implicitly permitted. On the
other hand, backward permission fits the needs of the legislator, who needs to
anticipate the effect of adding a prohibition to an existing corpus of norms.
If prohibiting x in condition a would commit us to forbid something that is
implicit in what has been expressly permitted, then adding the prohibition is
inadmissible under pain of incoherence, and the pair (a, x) is to that extent
protected from prohibition.
Intuitively, forperm tells us that (a, x) is permitted whenever there is some
explicitly given permission (c, z) such that when we treat it as if it were an
obligation, joining it with G and applying the output operation to the union,
then we get (a, x). Permissions are thus treated like weak obligations, the only
difference being that while the latter may be used jointly, the former may only
be applied one by one. Backperm tells us that (a, x) is permitted whenever,
given the obligations already present in G, we can’t forbid x under the condition a without thereby committing ourselves to forbid, under a condition c
that could possibly be fulfilled, something z that is implicit in what has been
expressly permitted.
The proof theory of the various kinds of permissions contains various unexpected properties and proof-theoretic novelties. For example, whenever out
satisfies a Horn rule, then the corresponding negperm operation satisfies an
inverse one. Forperm and backperm are very different operations. Whereas
forperm satisfies SI, backperm satisfies weakening of the input WI. Like negative permission, backperm satisfies the inverse rule of any Horn rule satisfied
by out; but forperm satisfies instead a subverse rule. See [24] for the details.
Permissions in the context of constraints have not been considered yet.
2.4 Lions
Structured assemblies of input/output operations, called logical input/output
nets, or lions for short, are graphs, with the nodes labeled by pairs (G, out)
where G is a normative code and out is an input/output operation (or recursively, by other lions). The relation of the graph indicates which nodes
have access to others, providing passage for the transmission of local outputs
as local inputs. The graph is further equipped with an entry point and an
exit point, for global input and output. Lions have not been extended with
constraints or permissions yet.
6
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3

Lions for exogenous coordination

Despite its origin in deontic logic, input/output logic is clearly related to functionality descriptions of components in interactive computing. For example,
it has been shown [15] how the proof rules of input/output logic, and thus
input/output operations, are related to Treur’s functionality descriptions of
interactive reasoning components [33]. Also constraints and lions can be interpreted in the context of interactive computing. At this moment it is not clear
to us whether there is an analogue to permissions in interactive computing.
Moreover, the secretarial role of logic formalized by input/output logic can
be related to discussions in interactive computing. For example, Arbab [2] argues that “coordination models and languages can also be classified as either
endogenous or exogenous. [. . . ] Exogenous models and languages provide
primitives that support coordination of entities from without. In applications
that use exogenous models primitives that affect the coordination of each module are outside the module itself.” Typical examples of exogenous coordination
are protocols enforced by the environment.
In this section we consider the proof rules of input/output logics as properties that can be enforced on the components by exogenous coordination.
In particular, it has been suggested by Makinson and van der Torre that the
identity rule corresponds to a forward loop, and that the cumulative transitivity rule corresponds to a feedback loop. We use lions to make this idea more
precise. The problem can be phrased as follows. How far can the various ways
of strengthening the input/output operation out1 to outn (n = 2,3,4) with out
without +, be simulated by integrating other familiar devices into the system
as a whole? Before we introduce the definitions, we consider two examples.
3.1 The identity rule
Consider the lion in Figure 2. This figure should be read as follows. There
are only three nodes, the start and end nodes without input/output logics
associated with them, and a single node with which a component and therefore
an input/output logic is associated. Moreover, there is an edge from the start
node to the end node.
Informally, the behavior of the lion can be defined as follows, using some
of Arbab’s terminology.
•

An edge between two nodes is called a channel from source to sink. The
behavior of a channel is that the input of the sink contains (at least) the
output of the source.

•

When there are several channels ending in a node, then the input of this
node is the union (or logical closure) of all the inputs. So at the right hand
side of the black box in Figure 2, the output of the channel and the output
of the component are combined.

•

When there are several channels leaving a node, then the node’s output is
7
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Fig. 2. Single component with feed forward (ID)

replicated to all channels.
For example, assume that the box in Figure 2 is described by a simple-minded
operation out1 (G, A), then the output of the lion is Cn(out1 (G, A) ∪ A), which
happens to be out+
1 (G, A). So the component is exogenously (i.e., without
being aware of it or able to influence it) coordinated so that the system as a
whole behaves like a throughput operation, regardless of whether the component itself behaves as an input/output operation or a throughput operation.
3.2 Cumulative transitivity
As a second example, we consider the more complex case of a feedback loop in
Figure 3, which leads to cumulative transitivity of the associated input/output
logic. Again there are three nodes in the lion, but this time there is a feedback
loop of the intermediate (or exit) node to the start (or intermediate) node.

Fig. 3. Single component with feedback (CT)

The lion contains a cycle, and its behavior is therefore more complicated
than the behavior of the lion in Figure 2. As usual in networks with feedback
loops, we describe the behavior of the lion using a fixed point definition. The
output of the lion is the least set of formulas such that the input of the black
box contains at least its output. This is formalized in Definition 3.2 below.
For example, assume that the black box in Figure 3 can be described by
a simple-minded operation out1 (G, A), and therefore the output of the lion is
8
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∩{Cn(G(B)) | A ⊆ B = Cn(B) ⊇ G(B)}, which happens to be out3 (G, A).
So the component is exogenously coordinated such that the system behaves
like a reusable output operation, regardless of the fact whether the component
itself behaves as a simple-minded or reusable operation.
To consider more complicated examples, we define lions formally based on
the above intuitions. For simplicity we do not define recursive lions. Note
that we do not require that all nodes of the lion are reachable from the start
node, though this seems a reasonable extension.
Definition 3.1 Let L be a propositional logic. A logical input/output net or
lion is a tuple hN, s, e, E, G, Oi where N is a set of nodes, s, e ∈ N the start and
end node of the lion, E ⊆ N × (N \{s}) a set of edges, G : (N \{s, e}) → 2L×L
is a complete function from the set of nodes to sets of norms defined over L,
and O : (N \ {s, e}) → {out1 , . . . , out+
4 } a complete function associating an
input/output operation to nodes.
The behavior of a lion is defined as a least fixed point, which due to
monotonicity (and the Knaster-Tarski theorem) exists and is unique.
Definition 3.2 Let L be a propositional logic, A a set of formulas of L, and
hN, s, e, E, G, Oi a lion. Moreover, let in(n) = {m | (m, n) ∈ E} be the set of
nodes connected to n. A possible behavior of the lion is a function b : N → 2L
from the nodes to sets of propositional formulas such that:
(i) b(s) = Cn(A): A is the behavior of the start node, and
(ii) b(n) = O(n)(G(n), b(in(n))) for n ∈ N \ {s, e}, where we write b(M ) =
∪m∈M b(m) for M ⊆ N : the behavior of an internal node is defined by
the associated input/output logic, and
(iii) b(e) = Cn(b(in(e))): the behavior of the end node is the union of the
outputs of the nodes connected to the end node.
Moreover, consider the case in which the black box in Figure 2 is not simpleminded output, but reusable output out3 (G, A). The behavior of the lion is
Cn(out3 (G, A) ∪ A), which happens again to be equivalent to out+
3 (G, A) [23].
Likewise, we consider the case in which the black box in Figure 3 is simple+
minded throughput out+
1 (G, A). The output of the lion is again out3 (G, A).
3.3 The disjunction rule
Whereas the identity rule and the cumulative transitivity rule are naturally
modeled as feed forward and feedback loops, this is not the case for the disjunction rule. In the semantics of input/output logics, this rule corresponds to
reasoning by cases. We can consider reasoning by cases as a kind of exogenous
coordination, in the sense that we can ensure that a component behaves like
it is reasoning by cases, when it is not really doing so. The idea is that in the
wrapper around the component, we need to generate the cases, and then we
collect the outputs again.
9
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We cannot model this using lions as defined above. In general, there seem
to be two ways in which this can modeled using a network, since it can be
modeled using a set of copies of the component running in parallel, or using a
single component dealing with the cases sequentially. For example, consider
the network in Figure 4 in which the logical language contains three propositional atoms p, q, r and the input of the component is p. Then there are four
cases which should be considered, q ∧ r, q ∧ ¬r, ¬q ∧ r, and ¬q ∧ ¬r.

Fig. 4. Reasoning by cases as exogenous coordination

However, a drawback of this approach is that the number of cases is unknown and can be high or even infinite. The alternative of doing the cases in
sequence uses a single component, by generating the cases one after the other,
sending them through the component, and collecting them afterwards. This
deals with the unknown number of cases, but not with an infinite number.
Moreover, after each case we have to reset the component.
There are more problems related to reasoning by cases in the context of
lions. For example, if the black box in Figure 2 is not simple-minded output, but basic output out2 (G, A), then the behavior of the lion is weaker than
+
out+
2 (G, A). For example, out2 ({(a, x)}, ∅) = Cn(a → x), whereas the corresponding lion only derives the propositional tautologies. Roughly, the reason
is that we only have feed forward for the whole lion, whereas in basic throughput we have feed forward for each case. For example, in Figure 4 we need feed
forward from the node ‘all cases’ to the AND gate.
Due to these problems, one may be tempted to ignore the disjunction
rule. However, we would like to emphasize the importance of this reasoning
pattern in many kinds of reasoning. For example, a variant of reasoning by
10
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cases known as the sure thing principle is a key principle in Savage’s classical
decision theory in the foundations of statistics [29].
3.4 Combining components
As an example of a lion with multiple components, consider the simple sequence of two components in the BD architecture in Figure 5. This lion
represents the goal generation component of an agent architecture with a
component outputting beliefs (B) and a component outputting desires (D),
also see Section 5.1 for this interpretation.

Fig. 5. BD

If B and D are input/output operations, then also the lion is an input/output operation. As David Makinson observed (personal communication), we can say quite generally the following. Take any lion L = hN, s, e, E, G, Oi.
Define G0 to be the set of all ordered pairs (a, x) such that x is in the output of
L (i.e. x ∈ b(e)) when L is given input a (i.e. a ∈ b(s)), Then G0 = out1 (G0 ).
Reason: so defined, G0 is closed under SI, AND, WO.
Moreover, the properties of the lion depend on the properties of the components. For example, when both B and D satisfy identity, then the lion
satisfies the identity rule. Likewise, when both B and D satisfy cumulative
transitivity, then the lion satisfies this rule. However, when B satisfies the
disjunction rule, then the lion does not have to satisfy the disjunction rule.
Moreover, consider the BD architecture with a feedback loop over both
components in Figure 6. Using the semantic Definition 3.2 we can show that
this architecture is different from the architecture in Figure 5 when the components do not satisfy cumulative transitivity, and they are not equivalent
either when the components satisfy cumulative transitivity.

Fig. 6. BD with feedback

The proof theory of lions has not been studied yet, and neither the equivalence of lions.
11
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4

Extensions to lions inspired by interactive computing

There are many ways in which lions can be extended to cover a wider range
of interactive computing. In this section we consider two of those extensions
based on input/output logics for streams, and connectors.
4.1 Input/output logic for streams
In his section we are inspired by the notion of abstract behavior type (ABT),
which has been proposed by Arbab [4] as a proper foundation model of coordination - more precisely, as a higher-level alternative to abstract data type
(ADT). The ABT model supports a much looser coupling than is possible
with the ADT’s operational interface. The point is that ABTs do not specify
any detail about the operations that may be used to implement such behavior
or the data types the system may manipulate for its realization - just like
input/output logic does not specify the black box. ABTs are modelled as
input/output operations on infinite sequences of data, called streams, which
suggests that input/output logics should not only consider transformations at
one moment in time, but also transformations over time. In this section we
consider this extension.
4.1.1 Changing the base logic
The first input/output logic for streams we consider replaces the propositional
base logic by a logic of streams, and then applies input/output logic on this
logic of streams. We write α for an infinite sequence (called a stream) of propositions hp0 , p1 , p2 , . . .i, and we define Boolean connectives as point-wise applications of the connectives. Thus ¬α = ¬hp0 , p1 , p2 , . . .i = h¬p0 , ¬p1 , ¬p2 , . . .i.
Moreover, for binary connectives, we have hp0 , p1 , p2 , . . .i ∧ hq0 , q1 , q2 , . . .i =
hp0 ∧ q0 , p1 ∧ q1 , p2 ∧ q2 , . . .i, etc. Likewise, hp0 , p1 , p2 , . . .i ∈ Cn(hq0 , q1 , q2 , . . .i)
if and only if pi ∈ Cn(qi ) for i = 0, 1, 2, . . ..
Definition 4.1 Let L be a propositional language, let α, β, γ be infinite sequences (called streams) of elements of L, and let boolean connectives on such
streams be defined as point-wise application of the connectives on elements of
the streams.
Moreover, let the norms in G be pairs {(α1 , β1 ), . . . , (αn , βn )}, read as ‘if
input α1 , then output β1 ’, etc., and consider the following proof rules strengthening of the input (SI), conjunction for the output (AND), weakening of the
output (WO), disjunction of the input (OR), and cumulative transitivity (CT)
and Identity (Id) defined as follows:
(α, γ)
SI
(α ∧ β, γ)
(α, γ), (β, γ)
OR
(α ∨ β, γ)

(α, β), (α, γ)
AN D
(α, β ∧ γ)
(α, β), (α ∧ β, γ)
CT
(α, γ)
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The following four output operators are defined as closure operators on the
set G using the rules above.
out1 : SI+AND+WO

(simple-minded output)

out2 : SI+AND+WO+OR

(basic output)

out3 : SI+AND+WO+CT

(reusable output)

out4 : SI+AND+WO+OR+CT (basic reusable output)
Moreover, the following four throughput operators are defined as closure operators on the set G.
out+
i : outi +Id (throughput)
We write out(G) for any of these output operations, and out+ (G) for any
of these throughput operations, we write G `iol (α, β) for (α, β) ∈ out(G),
or, depending on context, (α, β) ∈ out+ (G), and we write G `iol G0 iff G `iol
(α, β) for all (α, β) ∈ G0 .
Makinson and van der Torre study only the given eight input/output operations, but this set of input/output logics is not thought to be exhaustive.
For example, we believe that also operations not satisfying strengthening of
the input may be of interest, and the extension of simple-minded output with
the transitivity rule (derive (a, y) from (a, x) and (x, y)) may have some applications. In throughput systems, assuming the simple-minded rules, the
transitivity rule is equivalent to cumulative transitivity, but this is not the
case in general. Moreover, the replacement of propositional logic by a logic of
streams may again lead to the study of new inference rules. However, we do
not consider such alternatives in this paper.
In a similar way, we can generalize the definitions of constraints, permissions and lions to point-wise operations on streams. For example, for two
streams α = hp0 , p1 , p2 , . . .i and β = hq0 , q1 , q2 , . . .i, we say that α and β are
conflicting if there is an index i such that pi ∧ qi is inconsistent. Again, the
use of streams may lead to new kinds of constraints.
4.1.2 Stronger alternatives for the input/output logic of streams
Alternatively, we can define an input/output logic on streams as if every moment in time, the box is a traditional input/output logic, i.e.,
out(G, hp1 , p2 , p3 , ...i) = hout(G, p1 ), out(G, p2 ), out(G, p3 ), ...i
where the first out is defined on streams as in Definition 4.1, and the second
out is a traditional input/output operation defined on propositions.
For a simple example of how the two treatments of streams can give different outputs, consider a component which has hq, q, >i amongst the outputs
13
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of input hp, p, >i, and hr, r, >i amongst the outputs of input hp, q, >i, where
> is an infinite sequence of tautologies. In the input/output logic of streams
of Definition 4.1, we do not necessarily have hq ∧ r, q, >i as part of the output
of input stream hp, p, >i. However, this is the case in the stronger alternative
defined in the previous paragraph.
The second treatment always gives at least as much output as the first,
which follows from a property of the logic of streams as we have defined
it. For example, consider the conjunction rule that derives (a, p ∧ q) from
(a, p) and (a, q) at every moment in time, then we can also derive the pair
of streams (hai, hp0 ∧ q0 , p1 ∧ q1 , p2 ∧ q2 , . . .i) from (hai, hp0 , p1 , p2 , . . .i) and
(hai, hq0 , q1 , q2 , . . .i), i.e., we can derive (α, β ∧ γ) from (α, β) and (α, γ).
As an intermediate solution, we can still define the input/output logic on
streams as an input/output operation at every moment in time, but allow for
the possibility that the set of norms is updated, i.e.,
out(hG1 , G2 , G3 , . . .i, hp1 , p2 , p3 , ...i) = hout(G1 , p1 ), out(G2 , p2 ), out(G3 , p3 ), ...i
This leaves it open how the set of norms can be updated. For example, in the
BD architecture in Figure 5 or 6, it is left open how the sets of beliefs and
desires are updated after outputs are generated.
4.1.3 Other input/output logics of streams
Thus far, we have assumed integer time, in the sense that the input and output
streams may be seen as a function from the natural numbers to propositions.
In other words, we have implicitly assumed that there is a clock such that
every tick of the clock, a new output is generated from the input. This can
be generalized to real time by making time explicit. For example, an abstract
behavior type defines an abstract behavior as a relation among a set of timeddata-streams. We do not further consider this extension here.
4.2 Connectors
Thus far we have defined only a single type of channel in a lion connecting
the output of a component to the input of another component. However, this
is clearly a limitation. Consider, for example, standard Boolean circuits with
AND, OR and NOT gates. How does this correspond to lions? For example,
in Figure 4 an AND gate only outputs formulas which occur in each case. So
if one channel has Cn(p ∧ q) and another channel Cn(p), then the output of
the AND gate is Cn(p). Likewise, an OR gate outputs formulae that are in
at least one of the input sets, and thus can be used to collect all inputs. Note
that under this set-theoretic interpretation, somewhat misleadingly, the logical
closure of the output of the OR gate is the consequence set of the conjunction
of its inputs. Since the input of a component collects all the outputs of the
nodes connected to it, this may implicitly be seen as an OR gate. Moreover,
a NOT gate can be defined as a special kind of component. An AND gate
14
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seems to extend the expressive power of lions.
Moreover, once we use streams, we can use more complicated channels. A
typical example is a register channel, which delays the throughput of data.
For example, a register(1) outputs its input with a delay of one clock tick.
Such a channel contains a buffer, with an initial value which is outputted as
the first element of the output stream.
4.2.1 Register gates
For example, consider the lion with registers in Figure 7. We have a circuit
which splits the input, then one direct link and on via register(1). Then it
again merges with an OR port. We have the following behavior, assuming
that initially there is a tautology in the register:
out(hp1 , p2 , p3 , . . .i) = Cn(hp1 , p1 ∧ p2 , p2 ∧ p3 , . . .i)

Fig. 7. Connector with register

4.2.2 AND gates
Consider now the extension of lions with AND gates, with the obvious behavior. Moreover, consider the lion in Figure 8, which is the result of replacing
the OR gate in Figure 7 by an AND gate. We have the following behavior, if
initially there is a contradiction in the buffer:
out(hp1 , p2 , p3 , . . .i) = Cn(hp1 , p1 ∨ p2 , p2 ∨ p3 , . . .i)

Fig. 8. Connector with register and AND gate
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4.2.3 Further extensions
Further inspiration for channels can be found in channel theory [7], based
on Dretske’s theory of information flow [19], and so-called situation theory,
which originated in natural language semantics. Channel theory has studied
signalling systems, in which a series of tokens at the physical level, is interpreted as carrying a certain meaning at the semantic level. Dretske defines a
communication channel as “that set of existing conditions (on which the signal depends) that either (1) generate no relevant information, or (2) generate
redundant information (from the point of view of the receiver) [19, p 115]”.
In other words: the channel defines a number of background conditions that
allow communication, such as for example a shared vocabulary, but it does
not add any additional information.
Moreover, several kinds of channels have been studied in the coordination
language Reo. Some interesting extensions are the following.
•

Channels generally have an input and an output end, but they can also
have two input ends, or two output ends, which can be useful to synchronize
channels.

•

A new kind of gate, called a merger, will accept the input from one of the
several channels leading into it, but not all of them at the same time. In
the context of lions, such a gate may be called an exclusive choice gate.

•

Context dependent channels, for example lossy channels which lose their
inputs whenever there is no corresponding take action at the sink side of
the channel.

It is an open question which of these channels form a useful extension for
lions. As a guidance for further development of lions we propose their use in
normative multi-agent systems, which we discuss in the following section.

5

Normative multi-agent systems

In this section we discuss the relevance of interactive computing in general,
and lions in particular, for research on agent theory and normative multiagent systems. A pioneering approach which has inspired us is the work of
Jan Treur and colleagues, on the design of interacting reasoning components
[33]. Our discussion in this section is based on some of our own research. In
the BOID agent architecture, interaction among the various mental attitudes
like belief and desire, results in certain types of behavior. In a multi-agent
system, a kind of qualitative game theory is used to describe and analyze the
interaction among agents. In normative multi-agent systems, norms are used
to coordinate the interaction among agents. Finally, in agent communication
protocols, interaction is coordinated through social commitments.
16
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5.1 BOID agent architecture
In the BOID agent architecture [13], the behavior of an agent is characterized
by the interaction among components that represent the mental attitudes belief, obligation, intention and desire. It extends the BD architecture given in
Figure 5 and 6 with components for intentions (I) and obligations (O). The desires, obligations and intentions generate the goals of the agent. Moreover, the
BOID architecture extends the BD architecture with the notion of priorities,
such that for a social agent, obligations override desires. See [14] for a logical
analysis of the interaction among mental attitudes in the BOID architecture.
A challenging issue in the formalization of the BOID architecture is the
formalization of planning in this architecture, and in particular the interaction
between goal generation and planning [18]. Goal generation is characterized
as deductive reasoning and therefore can be formalized as a lion, but planning is characterized as means-end or abductive reasoning, which is less easily
formalized as a lion. This issue has been studied using argumentation theory
in [20]. Planning has been formalized as a deductive reasoning using so-called
practical reasoning rules in the agent programming language 3APL, and an
attempt to introduce such practical reasoning rules in the BOID architecture
is given in [17].
A second challenge is the extension of the BOID architecture with streams
of inputs and outputs. One central issue is whether mental attitudes persist
over time, an issue discussed for example by the commitment strategies in the
BDI literature.
5.2 Multi-agent systems
Interaction plays a central role in the design and analysis of multi-agent systems. In particular, the interaction is often based on game-theoretic approaches borrowed from economics and bounded reasoning as studied in artificial intelligence. In these approaches, an agent itself can be seen as a black
box, with the agent’s observations as input, and the actions that constitute its
behavior as output. When an abstract behavior type characterizes a certain
type of agent behavior, it is referred to as an agent type [13].
Whereas classical game theory is based on an equilibrium analysis, theories
in artificial intelligence and agent theories are often based on the notion of
recursive modeling. Agents model other agents when making decisions, but
the number of levels in such recursive models is finite. Equilibrium analysis
can be seen as reasoning about an infinite number of levels, which conflicts
with the idea of bounded rationality.
5.3 Normative multi-agent systems
In normative multi-agent systems, norms are used to coordinate the interaction among intelligent agents. Various kinds of norms have been studied, such
17
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as regulative norms, permissive norms, constitutive norms, social laws, etc.
Norms are modeled in terms of interaction, but the set of norms or normative
system is often modeled as a component, interacting with the agents. The
Boella-van der Torre model of normative multi-agent systems [9] is based on
a more general notion of agent than is usually understood. This model makes
it possible to attribute mental attitudes to normative systems, which means
that the normative system is itself modeled as an agent – it is called a socially
constructed agent. This has two important advantages:
(i) Obligations can be defined in the BDI framework. The desires or goals of
the normative system are the obligations of the agent. This contributes to
the open problem whether norms and obligations should be represented
explicitly, for example in a deontic logic, or they can also be represented
implicitly.
(ii) The interaction between an agent and the normative system can be modeled as a game between two agents. Consequently, methods and tools
used in game theory such as equilibrium analysis can be applied to normative reasoning.
For example, a qualitative game theory can be developed as follows. The
bearer of the obligation models the decision making of the normative system,
which may itself be based on a model of the bearer of the norm. Hence the
term recursive modeling. In so called violation games, the agent bases its
decision on the consequences of the normative system’s anticipated reaction,
using a profile of the system’s beliefs, desires and goals. In particular, the
agent is interested in the question whether the normative system will consider
its decision as a violation of the norm and thus sanction the agent. So called
recursive games add one level of recursion to the game. They can be used
by a legislator, to decide which norms should be created, or what the level
of sanction should be. For example, in contract negotiation games, agents
recursively model other agents to find out whether they would obey the new
conditions and norms of the contract or not.
5.4 Norms
Regulative norms like obligations can be defined as follows. If agent A is
obliged to make sure that a, then agent N may decide that the absence of a
counts as a violation of some norm n and that agent A must be sanctioned.
In particular, this means that
(i) Agent A believes that agent N desires that A does a (objective)
(ii) Agent A believes that agent N desires ¬V (n), that there is no violation of
norm n, but if agent N believes ¬a then N has the goal V (n), ¬a counts
as a violation (detection).
(iii) Agent A believes that agent N desires ¬s, not to sanction, but if agent N
decides V (n) then it has as a goal that it sanctions agent A by doing s.
18
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Agent N only sanctions in case of violation. Moreover, agent A believes
that agent N has a way to apply the sanction (sanctioning)
(iv) Agent A desires ¬s: it does not like the sanction (deterrence)
The clauses deal with various circumstances. For example, the first clause
expresses the objective of the norm. The second clause ensures that normative
systems will only detect actual violations. Similarly, the third clause prevents
arbitrary sanctions. The last clause shows that the sanction is undesirable,
and hence will deter agents from violating the norm.
We can define different agent types. For example, respectful agents simply
desire to fulfill the norm as such, whereas for selfish agents the only motivation
to comply with obligations is the fear for sanction or the desire for reward.
Intermediate agent types are possible too. A selfish agent exploits the beliefs
and goals of the normative system to try and violate an obligation without
being detected or sanctioned.
In addition to regulative norms, we stress the importance of constitutive
norms [31]. Just as the rules of chess constitute the game by defining legal
moves, constitutive norms generate institutional facts, that allow individuals
to function in society. Constitutive norms take the form of ‘counts as’ rules.
For example, a theater ticket counts as evidence of the right to occupy a
seat. Constitutive norms apply only under certain circumstances and are
intimately linked to an authority or institution. Thus constitutive rules are of
the form “event or fact x counts as event or fact y under circumstances c in
institution i”.
Coordination in normative multi-agent systems [9] uses besides norms also
more complex concepts like contracts [11] and roles [10].
5.4.1 Contracts
Coordination can be achieved without requiring a fixed agent architecture, but
by means of roles and norms as incentives for cooperation. For this purpose,
some approaches allow agents to stipulate contracts. A contract can be defined
as a statement of intent that regulates behavior among organizations and
individuals.
Contracts have been proposed to make explicit the way agents can change
the interaction with and within the society: they create new obligations or permissions and new possibilities of interaction. From a contractual perspective,
an organization can be seen as the possible set of agreements for satisfying
the diverse interests of self interested individuals. In [11] we define a contract
as a triple:
(i) An institutional fact c ∈ I representing that the contract has been created.
(ii) A constitutive rule which makes the institutional fact c true.
(iii) A set of constitutive rules having as antecedent the creation c of the con19
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tract and as consequent creation actions modifying the mental attitudes
of the organization.
5.4.2 Roles
Multi-agent systems are often proposed as a solution for the organizational design of open systems. A key notion in the structure of an organization is that
of role. Roles specify the activities of an organization to achieve its overall
goal, while abstracting from the individuals that will eventually execute them.
A role is usually described in terms of normative descriptions, expectations,
standardized patterns of behavior, social commitments, goals and planning
rules. The normative description specifies the obligations that any agent who
plays the role (called the actor) should obey. Goals are his intrinsic motivations. Roles, thus, seem to be strictly related to the notion of agent: they are
described using notions like actions, goals and obligations.
In the Boella-van der Torre model, we attribute mental attitudes to roles
and use this model for several problems. First, if we design an organization in
terms of roles by attributing mental attitudes to them, we can design it just
as we would design an organization in terms of agents. However, the organization does not depend on the agents operating in it: agents are replacable.
Tasks can be delegated to roles, with a greater flexibility: it would be not
sufficient to describe roles as machines. Second, if we consider the problem of
assigning roles to actors and we attribute mental attitudes to roles, then the
problem becomes finding a match between the beliefs representing expertise
of the role and the beliefs of the actor. Third, if we consider the governance
of organizations, then the attribution of mental attitudes to roles makes it
easier to verify whether an agent is acting according to the overall plan of the
organization: if he is acting according to the role’s beliefs and achieving the
role’s goals, then he is fulfilling his responsibilities.
The issue discussed in the formalization is which beliefs and goals are
attributed to a role. Not all the beliefs of the organization are beliefs of a
role due to the role assignment problem: the less beliefs are ascribed to a role,
the easier it becomes to assign agents to this role. Similarly for goals – not
all the goals of an organization are the goals of a role due to the governance
problem: to distribute responsibilities over the agents, and to control the
running system. Consequently, the organizational design aims at defining
roles with minimal sets of beliefs and goals. Note that not only the beliefs
and goals of an organization may not correspond to goals of the role, but also
vice versa: a goal of a role may not be a goal of the organization.
5.5 Communication
In the communication of computer systems, interaction is regulated by a protocol: a set of rules that define which messages are allowed by which participants
at which stage of the interaction. Well known examples are the Contract Net
20
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Protocol, that regulates a distributed procedure for allocating tasks, or protocols for negotiation. Protocols have a normative aspect: they consist of rules
specifying what an agent should and shouldn’t do (prescription); based on
those rules other agents can form expectations about the behavior of other
participants (prediction).
In agent theory there are at least two kinds of semantics. One is based
on the paradigm of mental attitudes. it makes specific assumptions about the
internal architecture of the agents. The other is based on social commitments,
and makes no assumptions about the agents. This approach is more in line
with the paradigm of interactive computing. In this section we discuss the
two approaches, and also propose a synthesis [8].
5.5.1 Speech act theory
Within the autonomous agents and multi-agent systems community, agent
communication standards have been developed for structuring messages and
for simple interaction protocols. The backbone of these standards is formed
by speech act theory [6,30]. The semantics of a speech act is commonly given
by the preconditions and intended effect on the mental state of an agent,
expressed using modal operators for belief and intention. Early research in
AI [16] showed that the systematic analysis of speech acts in terms of preconditions and postconditions could be modeled straightforwardly in terms of
planning operators. That means that a sequence of messages makes sense, in
case it can be interpreted as a plan to achieve some goal.
Various aspects of speech act theory for agents have been standardized
by an organization called FIPA, and this standardization effort has been a
relative success, although it has been criticized heavily. A point of criticism
is that it is impossible to verify the correct usage of a speech act, since for
most realistic multi-agent settings the mental state of an agent is inaccessible.
Agents may well be lying. So unless a sincerity principle is postulated – which
makes no sense under common assumptions regarding multi-agent systems –
it is impossible to verify protocols [36]. What is needed instead is a semantics
that is based on public information about what agents are committed to, on
the basis of what they have said.
5.5.2 Social semantics
For this reason, Singh [32] proposes a social semantics. It is based on the
notion of commitment. Commitment binds a speaker to the community and,
unlike mental attitudes, commitments have a public character. In some cases
commitments generate a kind of obligation. For example, when a speaker asserts a proposition, the speaker generally becomes committed to subsequently
defending the proposition, when challenged by another dialogue participant.
These two approaches – mentalistic and social – are portrayed as competing
alternatives, but it is quite possible to combine them. The combination rests
on the following key idea: if we attribute mental attitudes to the roles of the
21
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participants, rather than to the individual agents that enact the roles, the
mental attitudes do get a public character, just like commitments.
Such a combination has the following advantages. On the one hand applications which take place in a restricted known cooperative environment can
re-use much of the work done on FIPA compliant agent communication. On
the other hand, stronger obligations can be added when required. In particular, in competitive or other non-cooperative circumstances, no sincerity
principle needs to be assumed. Instead an obligation to defend a publicly
attributed belief, as suggested above, must be added. However, the basic
bookkeeping and the semantics of the speech acts themselves, can remain the
same.
5.5.3 Synthesis
The method we adopt is to model dialogue as a game in which agents play
roles. Speech acts are moves in the game and their preconditions and effects
refer to the mental states attributed to the roles, not to the mental states of
the agents themselves. This approach presupposes that mental attitudes can
be attributed to roles as well as to agents. Following [10,12], we describe roles
as agents with mental attitudes, albeit of a different kind, since they are not
autonomous.
Agents playing roles in the game can affect the state of the game, the
state of the roles they play and the state of the other roles. This is possible
thanks to constitutive rules. Constitutive rules explain how an utterance by a
player counts as a move in the game and how the move affects the beliefs and
goals of the roles. In contrast with agents’ beliefs and goals, beliefs and goals
of roles have a public character in that the game defines them, and it also
defines how they evolve during a dialogue according to the moves played by
the agents. Moreover, since roles provide a description of expected behavior
they have a prescriptive character: the player of a role becomes committed
to the beliefs and goals of the role created during the dialogue. Finally, the
constitutive rules can describe, if necessary, how obligations are created during
the dialogue.
Since such dialogue games consist of both constitutive and regulative rules,
they can be considered as a normative multi-agent system. Just as for roles,
our view of normative systems is based on the agent metaphor: a normative
system can technically be considered as an agent to which mental attitudes
are attributed. Moreover, normative systems, like organizations, can be articulated in roles.
5.5.4 Example

1. s: The president will win the election.
2. r: But there is fraud,
so the president will not win.
3. s: Fraud? But why!
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4. r: Fair enough, no fraud.
So you’re right.

retract(r, s,inform(r, s, q))
accept(r, s, p)

The example is explained as follows.
Turn 1: role s informs r that p. The rules of role s now state that p is a
consequence of s’s beliefs. The rules of role r state that the belief p can be
attributed to r unless r challenges s’s inform.
Turn 2: the agent playing role r challenges s’s information by means of an
argument of the form q, (q ⊃ ¬p).
Turn 3: s is risking losing the game. Unless it does something, it will get
into a contradiction, since r’s argument supports ¬p, which is in contrast
with its current beliefs (p). It has some alternatives: retracting its first
inform or challenging r’s argument. So s decides to challenge r’s challenge
by asking for justification (why).
Turn 4: r retracts the inform about q, thus giving up its challenge to p, and
subsequently accepts p.
This example shows that indeed utterances can be modeled as constitutive
rules, with the preconditions and postconditions of the mentalistic approach,
reinterpreted as the mental attitudes of the roles.

6

Summary

In this paper we consider logical input/output nets, or lions for short, as
models of interactive computing. Lions are based on input/output logic, a
deontic logic not used as a non-classical inference engine deriving output from
input, but as a secretarial assistant for transformations from input to output.
We present a few definitions, but no formal results.
The central research question of this paper is how notions developed in
interactive computing such as abstract behavior types, the coordination language Reo, and Boolean circuits with registers, can be used to extend input/output logics and lions. In particular, we consider two extensions of
input/output logics and lions.
First, we consider input/output logics defined on infinite sequences (or
streams) of inputs and outputs. The first extension replaces the propositional
logic underlying input/output logic by a logic of streams, and the second
extension strengthens this logic by applying the input/output logic on every
input. Yet another alternative applies an input/output operation at every
propositional input, but assumes that the set of norms can change over time.
Secondly, we consider lions with AND and register gates, formalizing the
behavior of channels and connectors. The extension illustrates how gates from
Boolean circuits can be used to extend lions, and how operators for streams
can be introduced to model behavior over time. We also observe that more
complicated channels can be introduced, such as lossy channels.
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Our discussion has highlighted a number of future research directions for
lions. A proof theory for lions can be developed, constraints can be added to
lions, and permissions can be introduced to distinguish two kinds of outputs.
The introduction of time in streams introduces new possibility of studying
new proof rules of input/output logics, and the introduction of new kinds of
channels and gates introduces a variety of new conceptual and formal issues.
Given the huge number of possible extensions, we feel that we need guidance to develops lions, just like the development of input/output logic has
been guided by issues in deontic logic. We are motivated to build normative
multi-agent systems on top of lions, based on the idea that interaction plays
a crucial role in normative multi-agent systems. In the agent architecture the
behavior of an agent is determined by the interaction among the mental attitudes, in a multi-agent system game theory is used to describe and analyze the
interaction among agents, in normative multi-agent systems norms are used
to coordinate interactions among agents, and in communication interaction is
central in models based on social commitments.
One particular extension we believe can be guiding the further development of lions for normative multi-agent systems is the development of value
webs, which are networks that describe the exchange of value. For example,
a value web may model the exchange of goods for money, possibly including
third parties such as shippers and banks. We suspect that when not only
information but also values are transported over channels, new issues arise.
We also believe that the research on input/output logics, lions and normative multi-agent systems can be an inspiration for the wider study of interactive
computing. In particular, we like to emphasize three issues:
Logic The use of logic as a secretarial assistant, which facilitates exogenous
coordination.
Concepts Concepts of normative multi-agent systems to study interaction
like contracts and roles.
Communication Communication based on social commitments, and its relation to the mentalistic FIPA approach.
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Abstract
In this paper we apply the role metaphor to coordination. Roles are used in sociology as a way to structure organizations and to coordinate their behavior. In our
model, the features of roles are their dependence on an institution, and the powers
they assign to players of roles. The institution represents an environment where the
components interact with each other by using the powers attributed to them by the
roles they play, even when they do not know each other. The interaction between a
component playing a role and the role is performed via interfaces stating the requirements to play a role, and which powers are attributed by roles. Roles encapsulate
their players’ capabilities to interact with the institution and with the other roles,
thus achieving separation of concerns between computation and coordination. The
institution acts as a coordinator which manages the interactions among components
by acting on the roles they play, thus achieving a form of exogenous coordination.
As an example, we introduce the role construct in the Java programming language,
providing a precompiler for it. In order to better explain the proposal, we show
how to use the role construct as a coordination means by applying it to a dining
philosophers problem extended with dynamic reconfiguration.

1

Introduction

Coordination, according to Malone and Crowston [16], is managing dependencies among independent activities. Coordination models and languages
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all aim at providing frameworks for enhancing modularity, reuse of existing
components, portability and language interoperability.
Papadopoulos and Arbab [23] distinguish two different approaches to coordination: the data-driven approach and the control-driven one. The difference rests in who drives the evolution of computation. In the former approach
computation evolves driven by the data involved in the coordination, while
in the latter one processes evolve according to events following state changes.
Control-driven languages allow to achieve a more complete separation – even
at the syntactic level – between coordination and computational concerns,
which are dealt with by different processes. The state of the computation can,
thus, be defined by the coordinated patterns that the processes involved in the
computation adhere to. Moreover, control-driven approaches allow to treat the
computational parts as black-boxes with clearly defined input/output interfaces. Finally, control-driven approaches allow a dynamic reconfiguration of
the system, since the components specifying initial and evolving configurations
are separated from the ones performing the actual computation.
The various coordination models and languages rely on distinct metaphors,
like the shared dataspace, the blackboard model, the actor model, the chemical
model, the channel model, etc. One reason for the diversity of metaphors is
that coordination is an emerging area with an interdisciplinary focus going
from economics to operational research, from organization theory to biology.
One basic metaphor in social theory and organization theory is the role
metaphor. Roles are often defined as descriptions of expected behavior, and
are used in organization theory to distribute responsibilities, obligations and
rights among the agents working in an organization and, above all, to distribute institutional powers among them [22]. For example, an agent in the
role of director of an organization has not only the right but also the power to
sign buy orders on the behalf of the organization itself. Moreover, the agent
playing the role of director has the power to commit the director to new responsibilities, as well as the power to commit to new duties the other members
of the organization by ordering them. Finally, players of roles, exercising their
powers, can change the structure itself of the organizations, by, e.g., merging
departments, introducing new roles, hiring new employees, etc. Thus, roles, as
entities endowed with powers, are used as a means to coordinate the behavior
of an organization.
The research question of this paper is: “How to introduce and use the
role metaphor in control-driven coordination?” To answer this question, our
methodology is to start from our work on conceptual modelling [9], ontological analysis [7] and social reality of multiagent systems [8] to develop a new
view on roles. Then, based on this model of roles we introduce a new role
programming construct in a real programming language like Java; to prove its
feasibility we translate it to pure Java by means of a precompilation phase.
Finally, we show how the new language can be used for coordination purposes since it emphasises the separation of interactional aspects from the core
2
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behavior of a class and it allows the exogenous coordination of components.
It is beyond the scope of this paper to provide a formal semantics of the
new constructs or to define the associated type theory. Moreover we do not
address in this paper other issues related to roles like the problem of method
delegation or of roles playing other roles, but we leave them for future work.
The structure of this paper is as follows. In Section 2 we describe our definition of roles. In Section 3 we discuss how coordination can benefit from our
definition of roles. In Section 4 we introduce the new language powerJava and
in Section 5 we use it to model the dining philosophers example. Conclusion
ends the paper.

2

Properties of roles

The characteristic features of roles in our model are their foundation, their
definitional dependence from the institution they belong to, and the powers
attributed to the role by the institution. To understand these issues we propose an example. Consider the roles student and teacher. A student and
a teacher are always a student and a teacher of some school. Without the
school the roles do not exist anymore: e.g., if the school goes bankrupt, the
actors (persons) of the roles cannot be called teachers and students anymore.
The institution (the school) also specifies the properties of the student, which
extend the properties of the person playing the role of student: the school
specifies its enrolment number, its email address, its scores at past examinations, but also how the student can behave. For example, the student can
try an exam by submitting some written examination. A student can make
the teacher evaluate its examination and register the mark because the school
defines both the student role and the teacher’s role: the school specifies how
an examination is evaluated by a teacher, and maintains the official records
of the examinations. Otherwise the student could not have any effect on the
teacher. In defining such actions the school empowers the person who is playing the role of student: without being a student the person has no possibility
to give an examination and to make the teacher evaluate it.
The above example highlights the following properties that roles have
in our model of normative multiagent systems [9,7,8]:
Foundation: an instance of role must always be associated with an instance
of the institution it belongs to (see Guarino and Welty [12]), besides being
associated with an instance of its player.
Definitional dependence: The definition of the role must be given inside
the definition of the institution it belongs to. This is a stronger version of
the definitional dependence notion proposed by Masolo et al. [18], where
the definition of a role must include the concept of the institution.
Institutional empowerment: the actions defined for the role in the definition of the institution have access to the state and actions of the institution
3
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and to the other roles’ state and actions: they are powers.
Finally, following Steimann [24]’s analysis of roles, in our approach a role
can be played by different kinds of actors. For example, the role of customer
can be played by instances both of person and of organization, i.e., two classes
which do not have a common superclass. The role must specify how to deal
with the different properties of the possible actors. This requirement is in
line with UML, which relates roles and interfaces as partial descriptions of
behavior. This requirement compels to avoid modelling roles as dynamic specializations as, e.g., [2,11] do. If customer were a subclass of person, it could
not be at the same time a subclass of organization, since person and organization are disjoint classes. In the same way, person and organization cannot be
subclass of customer, since a person can be a person without ever becoming
a customer [12].

3

Roles and coordination

According to Arbab [3], extending the traditional Object Oriented model (OO)
towards coordination of components presents some difficulties. They are related to the underlying notion of abstract data type with its idea of providing
a set of operations in its interface while encapsulating data structures and the
implementation of operations.
Components in OO are often seen as fortified collections of classes and
objects with their interfaces. As a consequence the interactions among and
the composition of components must use the same mechanisms as in the interaction among objects. The problem is that the method invocation semantics
of the message passing metaphor in OO requires a very tight coupling between the caller and the callee objects. Amongst other things, the caller of a
method of another object must know how to find this object and the syntax
and semantics of the method. So, a component, to use another component,
has to know it in advance, so that it can transfer control to it. The reason is
that the operational interface of abstract data types induces an asymmetrical
semantic dependency of consumers of operations on providers of operations:
a consumer makes the decision on what operation to perform and it relies
on the provider to carry out the operation. This reduces the “pluggability”
of pre-existing components in a new system. Moreover, in inter-components
interaction, method invocation does not allow to reach a minimum level of
“control from the outside” of the participating components.
To resolve this problem, a different view of inter-component communication is advocated: untargeted passive messages exchanged with the environment that carry no control information in that they do not imply method
invocation. For example, messages can be exchanged through channels. In
contrast with targeted messages of method invocation, with untargeted messages the sender is not required to know who is the receiver of a message.
In this way, a third party is given the possibility to set up the interaction
4
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between the sender and a receiver of his choice. We believe that the notion of
role we propose in this paper can contribute to the solution of these problems
in the inter-components interaction in OO. The role metaphor isolates the
interaction between components at the level of the roles they play.
It is possible to draw a comparison between roles and the IWIM (Idealized Worker Idealized Manager) model [10,4,23]. Components playing roles
are the workers carrying out the computation, while the institutions are the
managers coordinating the other processes. The major difference is that institutions (managers) do not directly manipulate components (workers), but
they coordinate them through the roles they play, which represent the state
of the component inside the institution. Symmetrically, the components do
not interact with other components, but they interact with the institution and
with the other roles only through the powers offered by the roles they play.
Roles give to their players the powers to interact with the other roles and the
institutions. At the same time these powers, which are modelled as methods,
are inside and defined by the institution, so components are not required to
know their implementation, while they can be invoked on them when acting
in a role.
By means of roles it is possible to connect the output of a component to
the input of another component without requiring them to be aware of the
connection, and to encapsulate the modalities of this connections, like concurrency synchronization. In this way we achieve the separation of concerns:
components which act as the primary unit of computation in a system, and
institutions which specify interaction and communication patterns between
the components by means of roles.
Since powers are methods inside and defined by the institution they have
the possibility to access both the institution and the other roles in it: hence,
they can also reconfigure the interaction between the components playing the
role. In the same way, the institution itself can modify these interconnections,
thus achieving an exogenous coordination of the components composing the
system. The implementation of the powers in the institution contains the
information necessary to interact with the other components which play roles
in the institution. At this level the interaction can be carried out by the
standard intra component method invocation, since all the roles belong to
the same component as the institution. Results of invocation can be then
delivered to the calling component according to the preferred protocol, e.g.,
synchronous or asynchronous.
Finally, the interaction between components and their roles is relieved from
the asymmetry of method invocation. Even if roles are object instances as any
other, they represent a perspective on the object playing them. To invoke a
method of a role, i.e., a power, the player of the role does not need a reference
to the role instance. Rather, it needs only to specify which roles it is playing
and in which institution and, then, it can invoke the method. The association
between the player instance and the related role instance is managed in a
5
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transparent way by the framework we propose in the next section.
In this paper we illustrate the proposed powerJava language by means of
the dining philosophers problem as a running example. It can be seen as a case
of coordination between two types of components: resources to be concurrently
shared by consumers, and consumers of resources which periodically need the
output of a specific pair of resources to perform their computation. Resources
provide data which are feeded as input to the consumers. Consumers do not
know which resources are feeding them and how the concurrent access to the
resources is synchronized. We assume that resources and consumers do not
have any knowledge about the participants to the dinner, how the participants
are disposed around the dinner table and how the resources have to be shared.
Finally, consumers should not care about how to join and leave the dinner:
they just exercise powers offered by the roles they play. All these coordination
issues are dealt with by the roles and by the institution roles belong to, which
constitutes at the same time the manager coordinating the workers via roles
and the environment where the interaction takes place. Hence, the description
of the coordination part of the system is given in a transparent and exogenous
way and the components are plugged without requiring any knowledge of it.

4

Introducing roles in Java

In this section we discuss how our definition of roles can be introduced in
Object Oriented programming languages. Since, as discussed, the role-asspecialization approach is not possible, we define roles as instances which can
be associated runtime to objects which can play those roles. However, the
extension of an object to roles must be transparent to the programmer.
Since powers are a distinguishing feature of roles, we call our language for
coordination powerJava. To introduce roles in powerJava we have to address
the following issues:
(i) The construct defining roles.

Fig. 1. Roles and Institutions.
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(ii) The implementation of a role inside an institution according to its definition.
(iii) A way to invoke the powers, which a role has in an institution, from an
object playing that role.
To achieve our goals, we need very limited modifications of the Java syntax
(see Figure 3). In Figure 1 we summarize the overall model using a UML
diagram. Roles require to specify both who can play the role and which
powers are offered by the institution in which the role is defined. The objects
which can play the role might be of distinct classes, so that roles can be
specified independently of the particular class playing the role. This is a form
of polymorphism. For example a role customer can be played both by a person
and by an organization.
Our proposal is to define the role construct as a sort of “double-sided” interface which allows the connection of a player to an institution. The interface
is double in that it specifies:
The methods that a class must offer for playing the role (requirements).
In order to play a role, a class must offer some methods. These are specified
in the role by an interface.
The methods offered to objects playing the role (powers). An object
of a class, offering the required methods, plays the role: it is empowered
with new methods as specified by this part of the role definition.
This “double face” pervades the life of a role: first, a role is defined with its
requirements and powers, then its powers are implemented in a class which
connects a role with a player satisfying its requirements, and, finally, the class
implementing the role is instantiated passing to the constructor an instance
of an object satisfying the requirements.
Requirements of a role in Java correspond to the notion of interface, specifying which methods must be defined in a class playing the role. As for
interfaces, this mechanism of partial descriptions allows the polymorphism
necessary for a role to be played by different classes.
The definition of a role (roledef in Figure 3) using the keyword role
is similar to the definition of an interface: it is in fact the specification of
the powers acquired by the role in the form of abstract methods signatures
(interfacebody). The only difference is that the role definition does not allow
even static variables to be declared, and it refers also to another interface,
that in turn gives the requirements which an object, willing to play that role,
must conform to. Such an interface is identified by the keyword playedby.
In the example of Figure 4, the role definition Philosopher specifies the
powers (eat, think, start, and leaveTable), whilst the playedby interface
PhilosopherReq specifies its requirements (putData and processData).
This “double face” of a role definition captures the idea of Guillen-Scholten
7
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Fig. 2. The players will interact according to the acquired powers (they will follow
the protocol implemented by the institution and its roles).
roledef ::= "role" identifier ["extends" identifier*]
"playedby" identifier interfacebody
roleimplementation ::=
[public | private | ...] [static] "class" identifier
["realizes" identifier] ["extends" identifier]
["implements" identifier*] classbody
keyword ::= that | ...
rcast ::= (expr "." identifier) expr
Fig. 3. The extension of Java syntax in powerJava.

et al. [13] that the concept of interface for an object is different from the
corresponding notion for a component. An interface of an object involves
only a one-way flow of dependencies from the object providing a service to its
clients. In contrast, the interface of a component involves a two way reciprocal
interaction between the component and its environment. Analogously, roles
in our model allow the usability of components by specifying two interfaces:
the interface required by a component to plug in the system in a role and
the interface specifying which services it can provide to the system once it
plays its role. The difference is that powers are implemented in the role
and not in the component, since the role encapsulates how the component
interacts with the rest of the system. In this way, the component can offer
services integrated in the system while being developed independently without
requiring any knowledge of it (see Figure 2).
The implementation of the requirements is given inside the class of the
object playing the role. The implementation of the powers must be necessarily
8
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interface ChopstickReq {
Object getData();
}
role Chopstick playedby ChopstickReq {
Object use();
}
interface PhilosopherReq {
void putData(Object input1, Object input2);
void processData();
}
role Philosopher extends Runnable playedby PhilosopherReq {
void eat();
void think();
void start();
void leaveTable();
}
Fig. 4. Role definitions.

given in the definition of the class defining the institution of the role.
To implement roles inside an institution we extend the notion of Java
inner class, by specifying with the new keyword realizes the name of the role
definition that the class is implementing (see Figure 3). In powerJava, an inner
class that realizes a role must implement the corresponding role definition in
the very same way as a class implements an interface. For example, in Figure 5
and 6, the inner class PhilosopherImpl of the institution Table realizes the
role Philosopher.
As a Java inner class, a role implementation has access to the private
fields and methods of the outer class (in our case the institution) and of the
other roles defined in the outer class; this possibility does not disrupt the
encapsulation principle since all roles of an institution are defined by who
defines the institution itself (see, e.g, the method eat in Figure 6). In other
words, an object that has assumed a given role, by means of it, has access and
can change the state of the corresponding institution and of the sibling roles.
In this way, we realize the powers envisaged by our analysis of the notion
of role. Moreover, since an inner class is a class, it can extend other classes
(unless they implement roles), it can be an institution itself and thus, have,
its own role implementations, etc.
The behavior of a role instance depends on the player instance of the role,
so in the method implementation the player instance can be retrieved via a new
reserved keyword: that, which is used only in the role implementation. See,
for example, the implementation of method think in PhilosopherImpl. The
value of that is initialized when the constructor of the role implementation is
9
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class Table {
java.util.ArrayList phils = new java.util.ArrayList();
Table(PhilosopherReq[] philsReq, ChopstickReq[] chopsReq) {
...
ChopstickImpl res = this.new ChopstickImpl(chopsReq[i]);
...
// the implicit first parameters passes the player of the role
...
PhilosopherImpl phil =
this.new PhilosopherImpl(philsReq[i], res, ...);
...
phils.add(phil);
...
}
public void addPhilosopher(PhilosopherReq philReq,
ChopstickReq chopReq) {
// Add a philosopher with its chopstick.
}
public void startDinner() {
// This starts the philosophers’ threads
for(int i=0; i<phils.size(); i++)
((Philosopher)phils.get(i)).start();
}
class ChopstickImpl realizes Chopstick {
[...]
}
class PhilosopherImpl realizes Philosopher {
[...]
}
}

Fig. 5. The definition of an institution and its roles.

invoked. The referred object has the type defined by the role requirements.
All the constructors of all roles have an implicit first parameter which must
be passed as value the player of the role. 4 The reason is that to construct a
role we need both the institution the role belongs to (the object the construct
new is invoked on) and the player of the role (the first implicit parameter). For
this reason, the parameter has as its type the requirements of the role: e.g., the
constructor PhilosopherImpl has a first parameter of type PhilosopherReq.
At the moment it is not possible to create an instance of a role without any
player associated with but this could be object of further investigation.
A role instance is created by means of the construct new and by specifying
the name of the inner class implementing the role which we want to instanti4

The parameter is added by the precompiler of powerJava.
http://www.powerjava.org for details.
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class Table {
[...]
class ChopstickImpl realizes Chopstick {
Object owner = null;
private synchronized void grab(Object f) {
try {
while(owner != null) wait();
} catch(InterruptedException e) {}
owner = f;
}
private synchronized void release(Object f) {
if (f == owner) owner = null;
notify();
}
public Object use() {
return that.getData();
}
}
class PhilosopherImpl realizes Philosopher {
private ChopstickImpl left, right;
private boolean done = false;
// the implicit first parameter is added by the precompiler
public PhilosopherImpl(ChopstickImpl l, ChopstickImpl r) {
left = l; right = r;
}
public void eat() {
left.grab(this); right.grab(this);
that.putData(left.use());
right.use());
left.release(this); right.release(this);
}
public void think() {
that.processData();
}
public void start() {
Thread thread = new Thread(this);
thread.start();
}
public void run() {
while(!done) {
eat();
think();
}
}
public void leaveTable() {
// The current philosopher is removed.
}
}
}

Fig. 6. The definition of an institution and its roles (continued).

11

781

M. Baldoni, G. Boella and L. van der Torre
class Consumer implements PhilosopherReq {
// Fields and methods of Consumer ...
public void putData(Object input1, Object input2) {
// The consumer gets the data produced by the resources
}
public void processData() {
// The consumer uses the data
}
}
class Resource implements ChopstickReq {
// Fields and methods of Resource ...
public Object getData() {
// The resource returns the data in order to send it to the consumer
return ... ;
}
}

Fig. 7. Classes playing roles.

ate. This is like it is done in Java for inner class instance creation. Note that
it is not possible to directly instantiate a role: first of all, roles are used like
interfaces, secondly, roles can be implemented in different ways in the same
institution. For example, the class Table could contain different implementations the role Philosopher. In Figure 5, a philosopher is created by this.new
PhilosopherImpl(philsReq[i],...), where the parameter philsReq[i] is
an object implementing the requirements PhilosopherReq.
In order for an object to play a role it is sufficient that it conforms to
the role requirements. Since the role requirements are implemented as a Java
interface, it is sufficient that the class of the object implements the methods of such an interface. In Figure 7, the class Consumer can play the role
Philosopher, because it conforms to the interface PhilospherReq by implementing its methods.
Differently than other objects, role instances do not exist by themselves
and are always associated to their players: when it is necessary to invoke a
method of a philosopher it is sufficient to have a reference to its player object;
it is not necessary to know which is the role instance played by the object.
Methods can be invoked from the players, given that the player is seen in its
role (e.g., PhilosopherImpl). To do this, we use the Java idea of casting with
a difference: the object is not casted to a type. Casting is done in powerJava
by casting the player of the role to the role implementation we want to refer
to. It is not possible, however, to cast to a role (e.g., Philosopher since it
could have been implemented by different role implementations in the same
institution: hence, the casting would have been ambiguous.
However, since roles do not exist outside an instance of the institution
defining them, in order to specify a role, it is necessary to specify the institution it belongs to. In the syntax of powerJava the structure of a role casting
is captured by rcast in Figure 3. For instance, in Figure 8
12
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class Test {
public static void main(String[] args) {
Consumer[] consumers = new Consumer[] {
new Consumer(), new Consumer(), ...
};
Resource[] resources = new Resource[] {
new Resource(), new Resource(), ...
};
Table table = new Table(consumers, resources);
table.startDinner();
// ...
Consumer newConsumer = new Consumer();
Resource newResource = new Resource();
table.addPhilosopher(newConsumer, newResource);
// Role cast
((table.PhilosopherImpl)newConsumer).start();
((table.PhilosopherImpl)newConsumer).eat();
((table.PhilosopherImpl)newConsumer).think();
// ...
((table.PhilosopherImpl)newConsumer).leaveTable();
}
}

Fig. 8. How the main sets up the dinner.

((table.PhilosopherImpl) newConsumer).eat()
takes the Philosopher role played by the newConsumer in the institution
table and invokes on it methods like eat which are powers of the role. In
this way, the Consumer component is relieved from the burden of having an
explicit reference to the role instance it is playing: the role is directly accessed
via its player.
We call this role casting. Type casting in Java allows to see the same
object under different perspectives while maintaining the same structure and
state. In contrast, role casting views an object as having a different, even if
related, state and different behaviors. This is because, it conceals a delegation mechanism: the player instance hiddenly delegates the role instance the
execution of the method. The delegated object can only act as allowed by the
powers of the role, but it can access the state of the institution via its powers.
Finally powerJava allows the definition of roles which can be further articulated into other roles. For example, a school can be articulated in teaching
classes (another social entity) which are, in turn, articulated into student roles.
In this way, it is possible to create a hierarchy of managers and workers as
suggested by the IWIM model [10,4,23]: at the bottom level are component
workers which do no coordinate any other component, while at the upper levels there are components managing other components (either workers or other
managers).
13
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5

Example

In order to illustrate how roles can be used for coordination purposes, we use,
as well as Arbab did [3], the dining philosophers example, presenting it in
powerJava; we do this by introducing roles in the implementation that is
proposed in the Java tutorial [26]. To fully explain the potential of roles we
extend the dining philosophers introducing some reconfiguration issues. In
particular, we assume that new components playing the role of philosophers
and new resources playing the role of chopsticks can join the table, as well
as that philosophers can leave at any moment. The example is modelled by
means of five kinds of objects:
(i) The dinner Table, which constitutes the environment where the components interact, and which coordinates them. The table is an institution
which is organized in two types of roles: philosophers and chopsticks.
(ii) Philosophers offer to the consumers playing them four powers: the
method for eating after grabbing the chopsticks (eat), the method for
thinking (think), the method for starting the dinner intermixing thinking
and eating (start), and the method for leaving the table (leaveTable).
(iii) Chopsticks offer the resources playing them a method for being used by
other components (use) to get the data from the resource playing the
role.
(iv) The Resources are components, whose interface only offers a method for
getting data from them (getData).
(v) The Consumers are components, which must offer a way to pass the data
to them (putData(Object input1, Object input2)) and to perform a
computation on them (processData).
The Table is the coordination environment maintaining an ordered list of
the philosophers sitting at it with their chopsticks and the implementation of
the two roles. Its constructor takes two arrays, one containing objects that
can play the philosopher role, the other containing objects that can play the
chopstick role (in our example, a Consumer and a Resource which implement
respectively the PhilosopherReq and ChopstickReq interfaces). Using these
objects, the table creates the instances of the required roles, puts the philosophers around the table and connects them with their chopsticks (see Figure 9).
The implementations of Chopsticks and Philosophers encapsulate the
fields relating them to each other (left and right) and the methods for
accessing in a concurrent way to the shared resources: this information is
hidden to the components playing them. However, their powers ensure that
the components are made interact with each other in a way which prevents
deadlocks and interferences.
In particular, the implementation ChopstickImpl of the role Chopstick
implements not only the powers of that role, but also suitable private meth14
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ods for grabbing (grab) and releasing (release) chopsticks in a synchronized
way. These methods block and reactivate processes accessing chopsticks which
are already used (owner) by a philosopher or by the table. Note that these
methods are private, but, since they are defined in an inner class, they are
still visible to the other roles (indeed, they are used in the implementation of
the powers of a Philosopher, see, e.g., the method eat).
The implementation PhilosopherImpl of the role Philosopher implements the powers eat, think, start, and leaveTable. The method eat
allows a consumer, playing the role Philosopher, to participate to the dinner. The method first gets the chopsticks, it takes the expected data by using
the chopsticks (left.use() and right.use()), and then invokes putData
with the obtained information as parameters, thus passing the results to the
consumer. Observe that the consumer will get an outcome without being
aware of the information source (a sort of channel of information). Finally,
it releases the chopsticks. Note that this method must be defined inside the
role and not in its player since the player component is not required to know
how to get, use, and release the chopstick; the component uses the data while
the data source management is encapsulated in the role. In other words, the
two classes representing the players of the roles need only implementing the
methods specified by the interfaces as their requirements. These classes do
not make any reference to each other, nor to the coordination structure of
the environment they interact into: all these aspects are dealt with by the

Fig. 9. The table is the coordination environment, coordination between resources
and consumers is carried on through the roles.

15

785

786

M. Baldoni, G. Boella and L. van der Torre
  
    

     

  

  

   

 

 
 
 

   

    

 

 ! 
    
   
    ! 

Fig. 10. Roles, institution and coordination.
public void addPhilosopher(PhilosopherReq philReq,
ChopstickReq chopReq) {
// ...
PhilosopherImpl phil0 = (PhilosopherImpl)phils.get(0);
ChopstickImpl chop = phil0.left;
chop.grab(this);
phils.add(new PhilosopherImpl(philReq, phil0.left,
new ChopstickImpl(chopReq)));
phil0.left = ((PhilosopherImpl) phils.get(phils.size()-1)).left;
chop.release(this);
// ...
}

Fig. 11. Sketch of reconfiguring the dinner table by adding a philosopher.

roles they play thanks to the precompiling phase (see the underlying model in
Figure 1). Figure 10 visualizes the sequence diagram of the example.
The class Resource implements the interface ChopstickReq, which contains the method for getting the data: getData. The class Consumer implements the interface PhilosopherReq, which allows it to play the role of
Philosopher. It implements putData, to read data produced by the information sources and the method to process them (processData). We implemented
here synchronous communication for simplicity, but nothing prevents implementing an asynchronous version, e.g., by adding a buffer to the role’s state.
A Consumer accesses its role of PhilosopherImpl by casting itself to that
role in the table, e.g.: ((table.PhilosopherImpl)newConsumer).start()
in Figure 8.
Our philosophers are able to reconfigure the system using the method
addPhilosopher(PhilosopherReq philReq, ChopstickReq chopReq) of
Table and the method leaveTable() of Philosopher. addPhilosopher has
two objects as parameters, one able to play the Philosopher (Figure 11) role
and the other one able to play the Chopstick role and adds them at the end
of the table. To do so, essentially the table grab the chopstick of the first
16
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philosopher (not to use them, but to prevent others from using them), creates
a new philosopher and a new chopstick role and adjusts the connections between the philosophers and their chopsticks. Finally it releases the reserved
chopstick (which is now distributed among the remaining philosophers). In
contrast with the former method, leaveTable (Figure 12) is the method directly invoked on a Consumer in its role of Philosopher (see main in Figure
8) in order to leave the table.
The main in Figure 8 simply constructs the required arrays of Consumers
and Resources, invokes the constructor of the Table which creates the coordination environment, and starts the dinner of the philosophers. Finally, it adds
a further philosopher invoking the method addPhilosopher on the table. The
computation of the corresponding role played by the new consumer is started
after the proper role cast, and, after a while, it leaves the table by invoking
leaveTable on its role:
((table.PhilosopherImpl)newConsumer).leaveTable()
In summary, the interaction between the Consumer and Resource components is realized without requesting them to know each other to be able to
invoke their methods, to know the configuration they are involved into, and
the connections among the components (i.e., which the chopsticks of each
philosopher are and how they are distributed around the table), and how to
reconfigure the system. Roles are the connectors which relate the components
to the system and among each other. The interconnections among the components can be changed by the institution or by the roles themselves, while
the components remain unaware of the reconfiguration. In our model we can
replace any component with another version of it without having to change
any other component or the coordination scheme of the system. Finally, the
coordination scheme of the system that is independent of the computation
parts of components can also be updated without the necessity to change the
components of the system.

public void leaveTable() {
// ...
int i = phils.lastIndexOf(this);
PhilosopherImpl next =
(PhilosopherImpl)phils.get( (i+1) % (phils.size() - 1));
right.grab(this);
phils.remove(i);
next.left=this.left;
right.release(this);
done = true;
// ...
}

Fig. 12. Sketch of how a philosopher leaves the table.
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6

Conclusion and related work

In this paper we show how to introduce the role metaphor in Object Oriented
languages and how to use it in control-driven coordination. Component objects interact with each other only via the roles they play in an institution
which constitutes the interaction environment, thus achieving the separation
of concerns, and exogenously coordinates the behavior of the system. We
show how Java can be extended with roles, and how the resulting language
powerJava can be used to model the dining philosophers problem enriched
with reconfiguration issues. Many characteristics of this proposal of role definition have origin in the multi-agent systems research area. In [5] details
about this relationship are discussed.
As Guillen-Scholten et al. [13] do for channels, we extend Java to show
how it is possible to model components in a self-contained way in a widely
used Object Oriented language. We implement a precompiler to pure Java
for the language powerJava, using the tool javaCC, provided by Sun Microsystems [1]. The precompiler together with the complete example, more
information on the language and on its translation to Java can be found
at http://www.powerjava.org. Briefly, each role specification is translated
into couple of interfaces, while role implementations are translated into inner
classes, whose constructors are extended appropriately. Players are modified
in order to manage a list of roles and role casting is translated into an instruction that allows finding the corresponding roles inside these lists (using
the name of the role and the instance of the institution), then delegating this
object for the execution of the power.
Roles definition has a strong relationship with the specification of a communication protocol [17,15]. Indeed, roles (as entities endowed with powers)
are a means to coordinate the behavior within an organization. Playing a
role means acquiring specific powers (given by the organization); the players
interact according to the acquired powers. In other words, the players follow
the protocol implemented by the institution and its roles in order to interact with each other. The institution itself is an abstraction of the protocol.
Protocols as institutions can be collected together in order to constitute a
library of protocols (coordination patterns). The designers must verify and
prove properties of their coordination pattern just once [27], specifying which
requirements should be satisfied in order to play the role involved in the protocol (to be “plugged” in the pattern, see Figure 2).
The notion of role used in powerJava has some similarities with the notion
of agent coordination context developed by Omicini [21]. Agent coordination
contexts are based on the control room metaphor. According to this metaphor,
an agent entering a new environment is assigned its own control room, which is
the only way in which it can perceive the environment, as well as the only way
in which it can interact. In our terminology, an environment is an institution
and a control room defines the powers of an agent working in an environment.
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Our approach shares the idea of gathering roles inside wider entities with
languages like Object Teams [14] and Ceasar [19]. These languages emerge as
refinements of aspect oriented languages aiming at resolving practical limitations of other languages. In contrast, our language starts from a conceptual
modelling of roles and then it implements the model as language constructs.
Differently than these languages we do not model aspects. The motivation
is that we want to stick as much as possible to the Java language. However,
aspects can be included in our conceptual model as well, under the idea that
actions of an agent playing a role “count as” actions executed by the role itself.
In the same way, the execution of methods of an object can give raise by advice weaving to the execution of a method of a role. On the other hand, these
languages do not provide the notion of role casting we introduce in powerJava.
By using role casting, it is possible to play a role at any point of the code and
not only inside specific methods, as instead in [14]. Therefore, flexibility is
increased.
Our notion of role, as a double-sided interface, bears some similarities
with Traits [20] and Mixins. However, the latter are distinguished because
roles are used to extend instances and not classes, with a few exceptions,
e.g., [6]. Another difference of our approach, with respect to others that we
have mentioned and, in particular, [14], stands in the use of interfaces. There
is a wide agreement that variables should be declared with interfaces as their
types, not classes. In fact, in this way a greater modularity is obtained. This is
particularly important in the development of frameworks where classes must fit
in at various points in the design and in component-based programming [25].
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Abstract. This paper describes the philosophy behind our tool called “Legal
Taxonomy Syllabus”, the analytical instruments it provides and some case studies. The Legal Taxonomy Syllabus is an ontology based tool designed to annotate
and recover multi-lingua legal information and build conceptual dictionaries. The
Legal Taxonomy Syllabus allows to build legal dictionaries in a bottom up fashion
starting from the annotation of legal terms by lawyers and to let ontologist refine the
resulting taxonomies of concepts. The Legal Taxonomy Syllabus and its analytical
tools provide help to lawyers to study the peculiarities of European Union Directives
concerning the polysemy of legal terms, and the terminological and conceptual misalignment. By means of two case studies we show how the Legal Taxonomy Syllabus
can helps the process of drafting and translating the Directives.
Keywords: Multilingual Legal Ontologies, dictionaries, terminologies

1. Introduction
The European union each year produces a large number of Union
Directives (EUD), which are translated in each of the communitary
languages. The EUD are sets of norms that have to be implemented
by the national legislations. The implementation of a EUD however
can not correspond to the straight transposition in a national law. An
EUD is subject to further interpretation, and this process can lead
to unexpected results. Comparative Law has studied in details the
problematics concerning EUD and their complexities.
Based on this research, in this paper, we describe the tool for building multilingual conceptual dictionaries we developed for representing
an analysing the terminology and concepts used in EUD.
The main assumptions of our methodology, motivated by studies in
comparative law, are the following ones:
− Terms and concepts must be distinguished; for this purpose, we
use lightweight ontologies.
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− Each national legislation may refer to a distinct legal ontology. Furthermore, we distinguish the ontology which is implicitly defined
by EUD, the EU level. We do not assume that the transposition of
a EUD introduces automatically in a national ontology the same
concepts present at the EU level.
− Corresponding concepts at the EU level and at the national level
can be described by different terms in the same national language.
The main features of our tool for building multilingual conceptual
dictionaries are:
− The system has been designed to be web based, and, thus, it
is distributed; in this way, different teams can work on different
languages at the same time from different places.
− The system provides different interfaces to different class of users.
We assume that people with different expertise contribute to the
construction of the dictionary. The first class is composed by legal
experts which annotate the terms and relate them to concepts by
using basic semantic relations. The second class refines the work of
legal experts by adding more complex relations among the concepts
− The system allows to visualize and navigate the ontologies underlying the terms at both the European and national levels, and the
relations among them.
− The system allows to mine the ontological data in order to find
peculiar situations and possible inconsistencies in the use of terms
between the EU level and the national ones.
In this paper, we show how the tool is used to build a dictionary of
consumer law.
The structure of this paper is the following one. In Section 2 we stress
two main problems which comparative law has raised concerning EUD
and their transpositions. In Section 3 we describe how the methodology
of the Legal Taxonomy Syllabus allows to cope with these problems
In Section 4 we describe how the conceptual dictionary is built in a
bottom-up fashion, by distinguishing the role of legal experts from
the one of ontology engineers. Finally, in Section 5, we present which
analyses can be performed on the Legal Taxonomy Syllabus and two
cases studies concerning translation and drafting on EUD.
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2. Terminological and conceptual misalignment
Comparative law has identified two key points in dealing with EUD,
which makes more difficult dealing with the polysemy of legal terms:
the terminological and conceptual misalignment.
In the case of EUD (usually adopted for harmonising the laws of the
Member States), the terminological matter is complicated by their necessity to be implemented by the national legislations. In order to have
a precise transposition in a national law, a Directive may be subject to
further interpretation. Thus, a same legal concept can be expressed in
different ways in a Directive and in its implementing national law. The
same legal concept in some language can be expressed in a different way
in a EUD and in the national law implementing it. As a consequence
we have a terminological misalignment. For example, the concept corresponding to the word reasonably in English, is translated into Italian
as ragionevolmente in the EUD, and as con ordinaria diligenza in the
transposition law.
In the EUD transposition laws a further problem arises from the
different national legal doctrines. A legal concept expressed in an EUD
may not be present in a national legal system. In this case we can
talk about a conceptual misalignment. To make sense for the national
lawyers’ expectancies, the European legal terms have not only to be
translated in a sound national terminology, but they need to be correctly detected when their meanings are to refer to EU legal concepts
or when their meanings are similar to concepts which are known in
the Member states. Consequently, the transposition of European law
in the parochial legal framework of each Member state can lead to a
set of distinct national legal doctrines, that are all different from the
European one. In case of consumer contracts (like those concluded by
the means of distance communication as in Directive 97/7/EC, Art.
4.2), the notion to provide in a clear and comprehensible manner some
elements of the contract by the professionals to the consumers represents a specification of the information duties which are a pivotal
principle of EU law. Despite the pairs of translation in the language
versions of EU Directives (i.e., klar und verständlich in German - clear
and comprehensible in English - chiaro e comprensibile in Italian), each
legal term, when transposed in the national legal orders, is influenced
by the conceptual filters of the lawyers’ domestic legal thinking. So, klar
und verständlich in the German systems is considered by the German
commentators referring to three different legal concepts: 1) the print or
the writing of the information must be clear and legible (gestaltung der
information), 2) the information must be intelligible by the consumer
(formulierung der information), 3) the language of the information
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must be the national of consumer (sprache der information). In Italy,
the judiciary tend to control more the formal features of the concepts
1 and 3, and less concept 2, while in England the main role has been
played by the second concept, though considered as plain style of language (not legal technical jargon) thanks to the historical influences of
plain English movement in that country.
3. The methodology of the Legal Taxonomy Syllabus
To manage properly terminological and conceptual misalignment we
distinguish in the Legal Taxonomy Syllabus project the notion of legal
term from the notion of legal concept and build a systematic classification based on this distinction. The basic idea is that the basic
conceptual backbone consists in a taxonomy of concepts (ontology) to
which the terms can refer to express their meaning. One of the main
points to keep in mind is that we do not assume the existence of a
single taxonomy covering all languages. In fact, it has been convincingly
argued that the different national systems may organize the concepts in
different ways. For instance, the term contract corresponds to different
concepts in common law and civil law, where it has the meaning of bargain and agreement, respectively (Sacco [1999], Pozzo [2003]). In most
complex instances, there are no homologous between terms-concepts
such as frutto civile (legal fruit) and income, but respectively civil law
and common law systems can achieve functionally same operational
rules thanks to the functioning of the entire taxonomy of national
legal concepts (Graziadei [2004]). Consequently, the Legal Taxonomy
Syllabus includes different ontologies, one for each involved national
language plus one for the language of EU documents. Each languagespecific ontology is related via a set of association links to the EU
concepts, as shown in Fig. 1.
Although this picture is conform to intuition, in Legal Taxonomy
Syllabus it had to be enhanced in two directions. First, it must be
observed that the various national ontologies have a reference language.
This is not the case for the EU ontology. For instance, a given term in
German could refer either to a concept in the UK ontology or to a concept in the EU ontology. In the first case, the term is used for referring
to a concept in the national UK legal system, whilst in the second one, it
is used to refer to a concept used in the European directives. This is one
of the main advantages of Legal Taxonomy Syllabus. For example klar
und verständlich could refer both to concept Ger-379 (a concept in the
German Ontology) and to concept EU-882 (a concept in the European
ontology). This is the Legal Taxonomy Syllabus solution for facing the

abstract-3.tex; 14/11/2006; 18:54; p.4

798

5

Multilingual Conceptual Dictionaries Based on Ontologies

Term-Ger-A

Term-Ita-A

Ger-5
EU-1

Ger-3

Ita-2
Ita-4

Italian ontology

EU ontology

German ontology

Figure 1. Relationship between ontologies and terms. The thick arcs represent the
inter-ontology “association” link.

possibility of a correspondence only partial between the meaning a term
has in the national system and the meaning of the same term in the
translation of a EU directive. This feature enables Legal Taxonomy
Syllabus to be more precise about what “translation” means. It puts
at disposal a way for asserting that two terms are the translation of
each other, but just in case those terms have been used in the translation of an EU directive: within Legal Taxonomy Syllabus, we can talk
about direct EU-translations of terms, but only about indirect nationalsystem translations of terms. The situation enforced in Legal Taxonomy
Syllabus is depicted in Fig. 1, where it is represented that: The Italian
term Term-Ita-A and the German term Term-Ger-A have been used as
corresponding terms in the translation of an EU directive, as shown by
the fact that both of them refer to the same EU-concept EU-1. In the
Italian legal system, Term-Ita-A has the meaning Ita-2. In the German
legal system, Term-Ger-A has the meaning Ger-3. The EU translations
of the directive is correct insofar no terms exist in Italian and German
that characterize precisely the concept EU-1 in the two languages(i.e.,
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Conclusione del contratto
Difesa del consumatore
Diritto di recesso
Recesso
Risoluzione

Cancellation
Consumer protection
Termination
Withdrawal

Eng-1
EU-1

Ita-1
purpose

purpose

Eng-2
is-a

Eng-3

purpose
is-a

EU-2
Eng-4

Ita-3
concerns

Ita-5

Ita-2
purpose

Ita-4
concerns

Ita-6

Figure 2. An example of interconnections among terms.

the “associated” concepts Ita-4 and Ger-5 have no corresponding legal
terms). A practical example of such a situation is reported in Fig. 2,
where we can see that the ontologies include different types of arcs.
Beyond the usual is-a (linking a category to its supercategory), there
are also a purpose arc, which is self-explanatory, and concerns, which
refers to a general relatedness. The dotted arcs represent the reference
from terms to concepts. Some terms have links both to a National
ontology and to the EU Ontology (In particular, withdrawal vs. diritto
di recesso and difesa del consumatore vs. consumer protection).
The last item above is especially relevant: note that this configuration of arcs specifies that: 1) withdrawal and diritto di recesso have been
used as equivalent terms (concept EU-2) in some European Directives
(e.g., Directive 90/314/EEC). 2) In that context, the term involved an
act having as purpose the some kind of protection of the consumer. 3)
The terms used for referring to the latter are consumer protection in
English and difesa del consumatore in Italian. 4) In the British legal
system, however, not all withdrawals have this goal, but only a subtype
of them, to which the code refers to as cancellation (concept Eng-3).
5) In the Italian legal system, the term diritto di recesso is ambiguous,
since it can be used with reference either to something concerning the
risoluzione (concept Ita-3), or to something concerning the recesso
proper (concept Ita-4).
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4. Building the Legal Taxonomy Syllabus knowledge base
The Legal Taxonomy Syllabus aims at building an ontology based
representation of legal knowledge, but it differs from other proposals
in the ontology field. The underlying philosophy of the project is to
affirm the difference between knowledge in the law field and in other
disciplines. First of all, legal knowledge is specific of national entities
or institutional entities like the EU. So from the start, it is open to
differences. Moreover, it is based on different philosophical traditions,
and open to a continuous reinterpretation process.
Finally, we accept the idea of several scholars (Sacco [1987], Vanderlinden [1995], De Groot [1999]) that there is more in legal knowledge
that the knowledge contained in statutory rules, since also case law,
jurisprudence must be taken into account.
For these reasons, it is difficult to adopt a traditional top-down
approach to the development of legal ontologies (see e.g. Visser and
Bench-Capon [1998] for a survey of ontologies for the law).
The top-down approach works well for the topmost level, where the
basic conceptual primitives are precisely defined (concept, relation, role,
qualia, processes, etc.), and the representation instruments are put at
disposal of those who build the ontology. Moreover, this level can be
based on insights coming from cognitive science, a fact which assure
the generality of the proposed primitives (e.g., the DOLCE approach
of Gangemi et al. [2002]).
However, when the core ontology level is considered, it becomes more
difficult to proceed in a top down fashion. The need to deal with a long
tradition of studies which proceed in a parallel way in different countries
and following different philosophical traditions makes it unlikely to try
to achieve from the beginning an agreement on a common core ontology
of the basic legal concepts (see the example of contract in Section 3).
This is instead possible in other disciplines, e.g., biological data or
specific domains related to computer science.
To avoid the risk that the knowledge engineers do not take into
account the interpretation process of the legal specialists on the real
multilingual data, we use a different bottom up approach. Many top
down ontologies aim at modelling the legal code but not the legal doctrine, that is the work of interpretation and re-elaboration of the legal
code which is fundamental for transposing EUD into national laws. In
the development of the ontologies described in the previous section, we
used a two-step procedure.
As a first step, terms are collected in a database together with
the legal sources where they appear, and the underlying concepts are
identified. In this phase, polysemy is identified, different meanings are
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separated. Moreover, terms at the European level are associated to
their transpositions in the national languages. As a second step, for
each different ontology (i.e., each specific language ontology and the
general EU ontology), the set of concepts is organized in an ontology
which can be different for different national traditions.
At the end of these two steps, the result is a light-weight ontology rather than an axiomatic one. Only relations among concepts are
identified without introducing restrictions and axioms. The function of
these ontologies is to compare the taxonomic structure in the different
legislations, to provide a form of intelligent indexing and to draw new
legal conclusions.
On the basis of this two step procedure, we introduce different interfaces for the two kinds of users for the Legal Taxonomy Syllabus.
The first kind of users (“lawyer”) is allowed to collect the legal terms,
identifying the concepts. Moreover these users can only employ basic
ontological relations (e.g. “IS-A” that allows to build a taxonomy, “near
synonym”) to connect the various concepts. We stress that this process
regards each distinct national ontology corresponding to the various
languages, as well as the European ontology that is common to the
various languages.
The second kind of users (“ontologist”) is allows by the interface to
rearrange the concepts inserted into the system with the aim to take
into account the national legal doctrine. These users can define and
employ complex ontological relations in order to clarify some peculiar
relation among legal concept deriving from national legal doctrine.

5. Can the Legal Taxonomy Syllabus improve the EUD
production? Analytical tools and case studies
The Legal Taxonomy Syllabus allows several ways for studying the
data and identify critical issues concerning the use of EUD terms in
the European and national context. We present in this section the
analytical tools of the Legal Taxonomy Syllabus and two case studies.
First of all, the ontology of the European level is shared between the
national languages. Hence, for each concept in the ontology, it should be
possible to find (at least) a term describing it in each national language.
This is, however, not guaranteed. See the case study in Section 5.1
below where this specific issue is used for the translation of EUD.
Mind that the lack of a term in a certain language for a certain
concept does not necessarily means a problem, but only that the work
does not proceed in all languages at the same time.
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Second, terms at the European level are transposed in the national
level when a Directive is implemented. The European term, however, is
not transposed directly at the national level: first of all, an equivalent
concept can already exist at the national level but described by a
different term, or the European term can be already used for other
concepts at the national level, etc., as discussed in Section 2. Thus,
the Legal Taxonomy Syllabus offers a method for listing the European
terms which are transposed in a different way at the national level,
European terms which already exist at the national level with other
meanings, or even terms which are transposed at the national level
into (different) terms which exists also at the European level with a
different meaning.
Third, the Legal Taxonomy Syllabus can show ontological discrepancies between the European and national level. Given a pair of concepts
at the European level and the pair of corresponding transpositions, it
is possible that they are not related by the same ontological relation
(IS-A, etc.) in the European and national level (see the example of
Figure 2).
Finally, it is possible to use the Legal Taxonomy Syllabus to translate terms in different national systems via the concepts which they
are transposition of at the European level. For instance suppose that
we want to translate the legal term credito al consumo from Italian to
German. In the Legal Taxonomy Syllabus credito al consumo is associated to the national umeaning ita-175. We find that ita-175 is the
transposition of the European umeaning EU-26 (contratto di credito).
EU-26 is associated to the German legal term Kreditvertrag at European
level. Again, we find that the national German transposition of EU-26
corresponds to the national umeaning ger-32 that is associated with
the national legal term Darlehensvertrag. Then, by using the European
ontology, we can translate the Italian legal term credito al consumo into
the German legal term Darlehensvertrag.
Now we describe how the Legal Taxonomy Syllabus can improve the
EUD production The EUD production has two basic processes, e.g.
drafting, translation. We believe that the Legal Taxonomy Syllabus
can help in working on these two process, and in the implementation
of directives as well. Below we present two case studies which explain
how the Legal Taxonomy Syllabus can help in translation and drafting.
5.1. Translation
By searching in the European ontology of the Legal Taxonomy Syllabus,
we find that the legal concept EU-74 correspond to the legal words
comerciante, commerçant, trader, commerciante in Spanish, French,
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English and Italian respectively (Fig. 3). In other words, in four language versions several EC provisions on consumer law currently employ
the hyperonym trader. Moreover we find that there is no equivalent
word for German. This consideration can help translators that can use
a new term to denote the legal concept EU-74.
From the point of view, at national level, both the Italian and the
German legislator employ only one term in the general definitions
instead of the different ones provided by the EC Directives (Professionista, in Decreto Legislativo 6 settembre 2005, n. 206, Art. 3.1.c.,
Unternehmer, in BGB 14). This is the result of consolidating consumer
law in accordance with the national private law.
However, the effectiveness of such solution remains questioned. In
German legislation one general definition today covers all the cases
of trader, seller, final seller, and so forth, but the rules are not clearly
unified. In Italian legislation the term professionista coexists with other
specific consumer provisions relating to venditore (seller) without disambiguating the different uses. Moreover, the term professionista also
refers to one diverse concept, arising out from the rules on professioni
liberali (Art. 2229 ff.).

Figure 3. A fragment of the EU level ontology in different languages

Figure 4. The same fragment in German is not completely translated
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5.2. Drafting
The EC secondary law on contract law is assumed to be partially incoherent: in addition to the well known reasons regarding substantive law
(competing rules and policies), the terminological-conceptual matters
should not be underestimated. Starting from this alleged situation, the
European Commission has promoted the recasting of consumer law
provisions. The Legal Taxonomy Syllabus could be useful to highlight
some terminological inconsistencies of EC law in order to (re)draft EC
consumer law.
Any attempt to recast the consumer law provisions should consider
carefully that only an ontological mapping of all the relations among
concepts might avoid inconsistent definition.
One example may be drawn out from Directive 84/450/EEC on
misleading advertising (and Directive 97/55/EC concerning comparative advertising, amending that Directive). In all language versions
advertising is the hyperonym of misleading advertising and comparative
advertising (see Fig. 5) Anyway the EUD drafters have to consider
carefully the ontological status of these two terms for two distinct
reasons:

1. Advertising is not only the hyperonym of misleading advertising,
but also another concept, although correlated, concerning the information duties to be provided to consumers (i.e. consumer credit,
sale of goods).
2. Misleading advertising is strictly connected to the misleading commercial practices that represents a broader concept including comparative advertising in some circumstances (as shown in Directive
2005/29/EC Art. 6.2 lit. a)

Figure 5. The EU level ontology on advertising
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6. Conclusions
In this paper we discuss some aspects of the Legal Taxonomy Syllabus,
a tool for building multilingual conceptual dictionaries for the EU law.
The tool is based on lightweight ontologies to allow a distinction of
concepts from terms. Distinct ontologies are built at the EU level and
for each national language, to deal with polysemy and terminological
and conceptual misalignment. The Legal Taxonomy Syllabus has been
extended by adding analytical tools which help the users to identify
complex situations and misleading translations of terms when EUD
are implemented in the national legislations. Thus, the Legal Taxonomy
Syllabus can be fruitfully used in the process of drafting, translating
and implementing EUD.
Future work is to study how the Legal Taxonomy Syllabus can be
used as a thesaurus for the EUD. Even if the current model the domain
is limited to consumer law, the Legal Taxonomy Syllabus provides a
general purpose tool for dealing with EU law. As discussed by Rossi
[2005], the current instruments provided by EurLex have several limitations, in particular, the Eurovoc thesaurus is based on the EU Treatise
structure rather than on a taxonomy of law. The Legal Taxonomy
Syllabus could provide the basis for a thesaurus based on ontologies
built by the lawyers while populating the legal dictionaries.
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Abstract: Even if, at first sight, deciding whether to respect obligations and coordinating cooperation seems two unrelated
behaviors, they are both grounded in the social rationality of agents: in fact, they depend on the ability of
predicting the actions of other agents. In this paper, we present a proposal for managing anticipatory
coordination, which is used to regulate the autonomy of and to control agents in a definition of cooperation
among agents and in a framework for dealing with obligations.
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1.

want to delegate in order to recover or, more
generally, improve the group’s performance and, as a particular case, to decide whether to
communicate with the partners. Finally, in
order to evaluate the performance of the group,
she has not only to plan her own part but also to
predict what are the most likely actions of her
partners.
In a similar way, in deliberate normative
behavior, an agent has to decide whether to
fulfill an obligation, knowing that some other
agent (the normative agent) wants to delegate
her a goal (the content of the obligation); the
goal to be adopted may concern the execution
or the exclusion of an action, or the
achievement or avoidance of a state. Also in
this situation, the agent has to evaluate the
outcome of her choices not from a local point of
view, but only after having considered the
behavior of the other agent: in fact, our agent
knows that, if she does not respect a obligation,
a reaction of the normative agent (the sanction)
will possibly follow. The reaction is only
‘possible’, because the normative agent is an
autonomous agent, too: he has to decide what is

INTRODUCTION

Cooperation and obligations1 constitute
situations where the autonomy of an agent and
the possibility to control her are of primary
importance. In fact, the agent has to make
decisions in an environment where her choice
directly affects the behavior of other agents humans or artificial ones - who, in turn, may
affect her performance.
In the first case, cooperation, the agent must
perform her part of a shared plan, and she must
autonomously decide how to perform it, while
keeping an eye on the effects her choice has on
the part of the shared plan assigned to her
partners. Moreover, she has to decide whether
to help them by adopting some of the goals they
1

In this paper, we prefer to use the term obligation instead
of norm, since we focus on the behavior of a single
agent subjected to an instance of a norm and we do not
address the problem of accepting norms as such and of
understanding whether the agent is subjected to a
general norm.

1

2
rational for him to do and perhaps ascertaining
violations and sanctioning them is not the best
thing to do for him. Hence, our agent must
model the autonomous decision process of the
other agent.
What have these two scenarios in common?
First of all, the agent is facing alternatives
among which she has to choose the best one
(for her or for some other entity, as the group).
Some criterion for deliberating is therefore
necessary. In particular, choosing the most
promising course of action is important since
what is involved is not only the benefit of the
agent, but also the benefit of the other ones,
since the agent may be considered as partially
responsible for the success of the partner’s
actions.
Second, in choosing what to do, she has not
only to consider the alternative ways of action
stemming from her private goals, but she must
also consider whether to adopt some goals
which are proper of other agents: either
belonging to the shared plan she participates in,
or to some obligation issued by a normative
agent. In both cases, even if she considers in the
planning process also the adopted goals, this
does not mean that the agent will do something
for achieving them, but only that she must
inspect them in order to verify if it is rational
for her to try to achieve them.
Finally, the evaluation of the outcomes of
the agent’s choices must not be performed on
the basis of the direct effects of the chosen
actions. Rather, the resulting situation must be
first updated with the predicted actions of the
partners or of the normative agent involved. In
the cooperation case, the interdependence of the
agent’s actions with those of the partner may
cause a decrease/increase of the performance of
the overall group. In deontic contexts, the
agent’s action must be possibly followed by the
sanction performed by the normative agent if
(he believes that) the obligation has been
violated.
In this paper, we will describe our definition
of cooperation and of deliberate normative
behavior in an agent framework whose basic
elements are:

Chapter #
•

decision theoretic planning: the intention of
the agent is selected among the plans which
achieve her goals, by maximising the utility
(in the decision theoretic sense) that their
outcomes provide her with.

•

recursive modeling: the selection of the
most
promising
plan
takes
into
consideration the behavior of the other
agents. Game theoretic notions have been
introduced in the context of decision
theoretic planning in the form of
anticipatory coordination. The aim is to
improve the agent’s own performance, her
partners’ one or, symmetrically, to worsen
another agent’s.

•

goal adoption: the goals of the agent which
are given in input to the planner are either
her own private goals or goals adopted
from those that other agents want to
delegate, even if those goals are not directly
desirable for the agent.

In the following we will describe how the
first two issues are dealt with in our proposal
and then we will present our definitions of
cooperation and normative behavior where goal
adoption plays a fundamental role.

2.

DECISION THEORETIC
PLANNING FOR AGENTS

In this Section, we introduce the definition
of agent. We assume that an agent has a set of
preferences and goals and that she does
planning in order to find a (possibly partial)
plan which satisfies one or more of these goals
and maximizes the agent’s utility. The chosen
plan constitutes the current (individual)
intention of the agent, an intention which
respects the specification of [Cohen and
Levesque, 1990]. Then, the plan is executed in
a reactive manner, i.e., monitoring effects and
triggering replanning in case of failure or new
information.
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When in the following we refer to states, we
mean sets of attributes which are used to
describe the world, together with a probability
distribution over the values of the attributes at a
certain moment. Moreover, we use also states
where the probabilities of the values are not
known to represent the total uncertainty of an
agent about the current situation. Analogously,
probability distributions will be associated to
the effects of actions in order to express the fact
that an agent is not sure about how the world
changes after the execution of an action (either
by himself or by someone else).
An agent A is a 6-tuple {IB, CG, f, L, KP,
CI} where:
•

IB are the agent beliefs (including beliefs
about other agents and beliefs about the
current state of the world);

•

CG is the set of current goals of A;

•

f is the utility function of A (a function from
states to real numbers); it is used to
evaluate the outcomes of A’s actions. f
applies to states expressed as sets of
attributes;2

•

L is a set of tuples representing the
obligations known by A of which she is the
bearer;

•

KP is the set of actions which A knows
(action recipes [Carberry, 1990]);

•

CI is the Current Intention to execute a plan
(a newly planned plan or the remaining part
of the plan A is currently executing). CI is
selected within the set CP of candidate
plans produced by the planner.

desirability of a state on the basis of its
description. The action may affect the utility of
the resulting state in a positive or negative way;
in particular, a decrease in the utility values is
used for representing the costs of executing the
action in terms of time and resource
consumption.
The planner takes as input goals consisting
in states or actions (state goals and action goals
in [Castelfranchi, 1998]’s terminology): in case
the goal is a state, it is considered as a state to
be achieved, so that the planner must find all
actions which can contribute to achieving the
state; in case the goal is an action, the planner
assumes that it is a complex action which has to
be executed, so that its (easier) task is to find all
possible decompositions of (i.e., ways to carry
out) the task and to choose the best of them.
The latter activity is called refinement of the
action.
The set CP of the agent A is produced by the
planner starting from the initial state S, and
inspecting the KP to find all the action recipes
which have among their effects a goal in CG
and the recipes which refer to (expand) an
action in CG. Then, on the basis of the utility
function f, the possible alternatives are
examined and the best one (P) is chosen: it
becomes the current intention of the agent. The
best plan is the one which maximizes the
utility:
P = argmax{Pi∈CP} f(Pi(S))
where Pi(S) is the state resulting from the
execution of the plan Pi in the state S.
In case of probabilistic effects and uncertain
states, Pi(S) is a set of pairs (Si,j, pi,j), where
pi,j is the probability that Si,j is reached after
the execution of Pi. In this case, the best plan is
the one which maximises the expected utility,
as it is usual in Decision Theory:

f is based on a set of attributes, each of which is
associated with a utility value, and, by means of
a combination function, produces the overall
2

Σ

f is based on the theory of multi-attribute utility functions
developed by [Keeney and Raiffa, 1997]. For a
discussion on the usefulness and restrictions of multiattribute functions see [Haddawy and Hanks, 1998].

P=argmax{Pi∈CP}
pi,j*f(Si,j)
(Si,j,pi,j)∈Pi(S)

3
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However, this decision procedure is not enough
for building an agent architecture. As [Schut
and Wooldridge, 2000] notice, decision theory
is not directly applicable to bounded agents. It
must be integrated in a planning framework,
since the agent has not at his disposal the plans
Pi or they are to many to be considered with
respect to the available time.
A recent solution is [Haddawy and Hanks,
1998], where they described a way to relate the
notions of goals and planning to that of utility
in decision theory. So, in order to develop our
approach, we adopted the decision theoretic
planner DRIPS described in [Haddawy and
Suwandi, 1994], and we built our proposal on
the top of it.
DRIPS is a hierarchical planner (with both
an abstraction and decomposition hierarchies
relating actions) which merges decision theory
with standard planning techniques. A utility
function is used for evaluating how promising a
given plan is with respect to an agent’s
preferences. In particular, a multi-attribute
utility function is used which does not compute
just the payoff of each possible outcome
considered as a whole: the expected utility is
computed starting from functions representing
the preferences of the agent about single
attributes of the world3; since some of these
attributes appear also among the goals and the
action effects, the expected utility depends
directly on goal satisfaction.
Moreover DRIPS allows to model different
degrees of achievement of a goal (satisfying a
goal to a greater extent is considered preferable
to satisfying it to a lesser extent) and the
success in satisfying one goal component is
traded off against the success in satisfying
another goal, or against consuming resources.
Therefore, by using multi-attribute utility
functions, we can take into account both the
individual utility of an agent and the utility of
performing a plan for achieving the goal, given
the related costs - in terms of resource
3

If some independence assumptions hold (see [Haddawy
and Hanks, 1998]).

consumption. Since partial satisfaction of goals
is accounted for, it is possible to compare how
the alternatives contribute to the satisfaction of
the shared goal at different degrees and how
different amounts of resources are consumed:
the multi-attribute utility represents the
rationality criterion of the action.
Finally, DRIPS is based on an anytime
algorithm [Zilberstein and Russell, 1993]. That
is it always produce that best solution available
and the quality of this solution is a function of
the time devoted to computing it. As [Helwig
and Haddawy, 1996] show it is possible to use
the planner for refining partial plans so long as
the agent has time to do so. When the time
allocated to computation is over, the planner
can return the agent the best partial plan
constructed so far, so she can execute it.
However, DRIPS deals only with singleagent plans and individual utility. So its basic
planning mechanism was extended to deal with
anticipatory coordination. As we discuss in the
next Section.

3.

RECURSIVE MODELING

According to [Castelfranchi, 1998], in order
to prevent damage or losses of resources and to
exploit
opportunities,
some
form
of
anticipatory coordination is needed, based on
mind reading: «the understanding of the goals
and the plan of the other [Castelfranchi, 1998]».
In our model, we will express this «coevolutionary coupling between planning in a
multi-agent world and the mind-reading ability»
by means of [Goffman, 1970]’s notion of
strategic interaction.
For Goffman, «individuals, like other objects in
this world, affect the surrounding environment
in a manner congruent with their own actions
and properties. Their mere presence produces
signs and marks. Individuals, in brief, exude
expressions» (p.4). On the other hand, «all
organisms after their fashion make use of
information collected from the immediate
environment so as to respond effectively to
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5
and [Boella, 2000] do: we have extended in a
game theoretic perspective the planner DRIPS
of [Haddawy and Suwandi, 1994] which
integrates the decision theoretic notion of utility
(a numerical representation of preferences) with
classical goal-satisfaction planning.
As discussed above, it is not sufficient to
take into account the resulting state Pi(S) after
an action Pi, but it is also necessary to consider
the possible subsequent behavior of the other
agents starting from Pi(S). For instance, in a
cooperative setting, it may happen that a state
very positive for the agent endangers the
activity of the interactants, so that the overall
(group) goal is harder to achieve. Or that a state
that can be achieved easily is then made
undesirable by a sanction. Our solution has
been to base the evaluation not on Pi(S), but on
the states achievable by the interactant B
starting from Pi(S) (a kind of one-level
lookahead in the spirit of min-max search).
So, in presence of anticipatory coordination,
A will select the plan P in the set of candidate
plans CP such that:

what is going on around them and to what is
likely to occur» (p.10).
In fact: “Aware that his actions, expressions,
and words will provide information to the
observer, the subject incorporates into the initial
phases of this activity a consideration of the
informing aspects of its later phases, so that the
definition of the situation he eventually
provides for the observer hopefully will be one
he feels from the beginning would be profitable
to evoke” (p.12).
In this way, agents engage in «expression
games», resorting to their empathy and ability
to «take the attitude» (p.13) of the other
observer, as G. H. Mead has remarked: «the
agent takes the viewpoint of the observer, but
he does not ‘identify’ his interests with it». He
does so «only insofar as the observer is engaged
in observing him and ready to make decisions
on this basis, and only long enough and deep
enough to learn from this perspective what
might be the best way to control the response of
the person who will make it».
So, when an agent considers which course
of action to follow, before he takes a decision,
he depicts in his mind the consequences of his
action for the other involved agents, their likely
reaction, and the influence of this reaction on
his own welfare. He will adapt his actions to the
other agents’ reaction before it can even
happen. This form of reasoning is what
Goffman calls strategic interaction.
As an analytical tool for modeling
deliberation in situations of strategic
interaction, Goffman proposes Game Theory
[von Neumann and Morgenstern, 1947]. In fact,
Game Theory enables one to base a decision not
only on the expected payoff of an action, but
also to model in a structured way the situation
of other agents, to predict their rational
reaction, and finally, to choose what to do on
the basis of the predicted possible final
outcomes and their utility for the agent.
Hence, we chose to model this form of
reasoning by means of Game theory, too. In
particular, we integrate game theoretic concepts
with planning - as for example, [Gmytrasiewicz
and Durfee, 1995], [Ndiaye and Jameson, 1994]

P = argmax{Pi∈CP}f(PbestBPi (Pi (S)))
where PbestBPi is the plan that (according to
A’s beliefs) will be selected by B when A
executes Pi in state S. The decision about
PbestBPi will be taken by B according to some
private utility function or by taking into account
also the benefit for the group.
In presence of anticipatory coordination, we
must take into account actions which have nondeterministic outcomes. In this case, Pi(S) is a
set of states with associated probabilities.
When B plans her reaction, she will be in a
specific state of Pi(S) (since A will have already
executed the action he chose). Therefore, A has
to simulate B’s reaction in each of these states.
In this situation, PbestBPi will be a set of (state,
probability, plan) tuples (the probability is the
one of the state in Pi(S) from which the
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associated plan has been planned); the above
formula must be modified in:

P=argmax{Pi∈CP}

Σ

(Si,,j,pi,,j,P

B

pi,j*f(PBi,j(Si,j))

∈P

i,j)

bestB

Pi

Again, the formula above must not assume
that the agents A and B already have at their
disposal the set of plans involved. Hence the
formula must be translated into a planning
algorithm for computing and selecting the plans
in an efficient way, as we said in the previous
Section.
The construction of a plan by the planner is
carried out by an agent A in a stepwise fashion:
if A has to refine an action βA for achieving
goal ϕ, she first has to find the recipes for βA
(let’s say Ryi, 1≤ i≤ t) and then she can start
refining them. The approach of DRIPS is to
expand βA in all possible ways; then, it
proceeds onward and expands the new partial
plans. The search goes on in parallel, but the
search tree is pruned using the utility function
(applied to the states resulting from the
potential execution of the recipes to the current
state S, a set of attribute-value pairs); it acts as a
heuristic able to exclude some (suboptimal)
ways (recipes) to execute an action, while the
algorithm allows to find an optimal solution.
In order to implement anticipatory
coordination, we had to make the evaluation of
the heuristics somewhat more complex: before
the evaluation of an action outcome is carried
out, the outcome is updated with the effects of
the interactant’s reaction which the agent tries
to predict via a recursive modeling of the
planning and decision making activity of her
interactant about his part of the shared plan.
First of all, A’s plans may have nondeterministic outcomes: they are a set of
probability-state pairs S’i = {(p’i,1, S’i,1), …,
(p’i,n, S’i,n)}. The anticipatory coordination
taking into account B’s reaction must be applied

from each of these different states, and then the
expected utility is computed by combining the
probability of each S’i,j with that of the
outcomes of B’s non-deterministic action.
Second, B’s point of view must be
constructed, starting from the outcomes of each
A’s alternative Ryi. In many situations, in fact,
B is not aware of all the effects of A’s action. In
this proposal, a STRIPS-like solution to this
subjective form of the frame problem is
adopted; B’s knowledge of a state is updated by
an action of A only with the effects which are
explicitly mentioned as believed by B in the
action definition.4 Communicative actions with
B as a receiver are a particular case of actions
affecting the partner’s beliefs. The attribute
values of the initial state that are not affected by
changes in the interactant’s beliefs are by
default propagated. Two different solutions are
possible: either the beliefs of the two agents in
the initial state are assumed to be the same or
the agent has a representation of the beliefs
concerning the initial state attributed to the
partner.
Since not all states are distinguishable from
his point of view, B’s beliefs are represented by
means of the Game Theoretic notion of the
information sets which abstract away the
information not known by B:
1. Given S’i = {(p℡i,1, S℡i,1), …, (p’i,n,
S℡i,n)}, create the set of equivalence
classes
S$ i
=
$
$
$
{Si,1, …, Si,r} where each class Si,j
contains those states of S’i which are not
distinguishable from B’s point of view (in
practice, which contain the same attribute
values).
4

This solution is clearly a simplification. [Ideki and
Hirofumi, 2000] presents a more complex
methodology for reasoning on changes in the beliefs of
other agents.
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2. From each S$ i,j in S$ i, pick up a state S’i,j1
and produce B’s point of view SBi,j as
described above.
3. The probability of each SBi,j is derived as
the sum of the probabilities of the states
contained in the equivalence classes S$ i,j
(p’i,k is the probability of state S’i,k in S$ i,j):

Σ p’ i,k

Restart the planning process from the
perspective of the interactant B and try to
solve his current task β B for achieving a
given goal. The result is a set of
candidate recipes {Ru1, …, Ruv}.

(b)

For each l (1≤ l≤ v) by means of the
recipe Rul expand the state SBi,j
obtaining again a set of (probability,
state) pairs S’Bi,j,l = {(p’Bi,j,l,1,
S’Bi,j,l,1), …,(p’Bi,j,l,rl, S’Bi,j,l,rl)}.6

For each l (1 ≤ l ≤ v), the utility
(c)
function fB of B is applied to these sets of
(probability, state) pairs, and the plan Rbesti,j
which maximizes the following formula is the
one selected by agent B for execution in SBi,j
(its outcome is SBi,j,besti,j= {(p’Bi,j,besti,j,1,
…,
(p’Bi,j,besti,j,ri,
S’Bi,j,besti,j,1),
S’Bi,j,besti,j,ri)}):

pBi,j=

S’i,k∈S$ i, j
4. B’s point of view is the set of probabilitystate pairs (SBi={SBi,1, … , SBi,w})
constructed in the previous steps.
As a consequence of B’s different point of
view, the outcomes of the simulation cannot be
directly used in the evaluation of the expected
utility, since they can reflect an incomplete
point of view. Hence, A takes the actions
chosen by B from each state and re-computes
the resulting outcomes when they are executed
from her own point of view.
The evaluation of A’s alternative Ryi with
outcome S’i, under the light of anticipatory
coordination is made in the following way.5

Σ p’

B
B
B
i,j,l,z*f (S’ i,j,l,z)
S’Bi,j,l,z∈S’Bi,j,l

3. Expand each state S’i,j in S’i with the recipe
Rbesti,e, where S$ i,e is the equivalence class in
S$ i which S’i,j belongs to; for each j, the
result is a set of (probability, state) pairs:
S’Ai,j = {(p’Ai,j,1, S’Ai,j,1), … , (p’Ai,j,qi,
S’Ai,j,qi)}

1. From S’i (the result of recipe Ryi), form the
corresponding information sets and B’s
point of view SBi = {SBi,1, …, SBi,r};

4. Given the n initial states S’i,k in S’i, the
probability of each state S’Ai,j,l is p’i,k*p’Ai,j,l
(the latter depends on the probability
distribution of Rbesti,j effects). Consequently,
the expected utility (according to A’s utility
function fA) of the initial states S’i is:

2. On each state SBi,j in SBi:

5

(a)

For the sake of simplicity, in this paper we do not
consider the dimension of uncertainty, which is
necessary for the DRIPS’s pruning process: in some
cases, B may have no idea about the probability
distribution on the different outcomes.

6

7

The process is repeated on further refinements of the
recipe, as DRIPS does.

816

8

Chapter #

Σ Σ(p’ *p’
n

j=0

i,k

A
A
A
i,j,l)*p’*f (S’ i,j,l)

{S’Ai,j,l∈S’Ai,j }

Note that the algorithm above is a
modification of a two-level min-max algorithm:
actually, it is a max-max, since at both levels
the best option is selected, although at the
second level it is evaluated from B’s
perspective. As in min-max, A, when predicting
B’s behavior, assumes that her partner is a
rational agent, i.e., that he will choose the plan
that gets the highest utility. The algorithm
scales to further levels of depth, but, as
[Gmytrasiewicz and Durfee, 1995] notice, the
cognitive load of the agents would become
implausible.
In Figure 1, an example of a trace of the
algorithm is depicted. In state S0A, the agent A
has three alternative action to choose among:
a1, a2, a3; note that a3 is a nondeterministic
action which has two outcomes according to a
probability distribution. However, the choice
about what to do is not made by evaluating
these outcomes S1A, S2A, S3’A, S3’’A, but by
simulating first the behavior of the interactant
B. First, for each outcome, B’s point of view is
constructed S1BA from S1A, etc. (assume each
outcome corresponds to a different information
set of the interactant). From each state, the
behavior of B is simulated. Note that, in
particular, in the branch corresponding to action
a3, B’s behavior is simulated in a different way
according to each possible outcome of a3. If we
focus on the last outcome S3’’B, we see that B
has two feasible alternative b3’’1 and b3’’2. In
A’s simulation, according to their respective
outcomes and the utility function fB, B will
choose b3’’1 (see the dark circle). This
information is used by A to update the outcome
of the current branch: the utility of a3 must be
computed using not S3’’A, but it must be

updated with the effect of executing b3’’1 by B.
However, A cannot, in general, use the states
S3’’BA, since it is biased by B’s perspective on
the original state S3’’A. Hence, the real outcome
of b3’’1 must be computed by executing it from
S3’’A, thus reaching S3’’1’A and S3’’1’’A.
Finally, the respective probability of these two
states (0.5) must be combined with that of the
branch of S3’’A, i.e. 0.4.
The mechanism described above for the
choice of the best recipe is computationally
expensive. However, a first step toward a more
efficient solution is achieved by exploiting the
DRIPS mechanism of pruning the search tree
when a partial plan looks unpromising
compared to the other hypotheses: this
algorithm is applied both when the agent’s
plans and her partner’s ones are devised.
Moreover, the use of information sets reduces
the number of simulation runs necessary for
anticipatory coordination.
Finally, since our proposal admits partial
plans, DRIPS can be stopped after it has
reached a certain level of detail without
expanding the plan completely. In reactive
planning, as [Bratman, 1987] noticed, agents
limit the search for solutions to partial ones,
because working in a dynamic world makes
overdetailed plans often useless.

4.

GOAL
ADOPTION/DELEGATION

[Castelfranchi, 1998] has posed goal
adoption in the basic ontology of social
rationality: «an agent B performs an action for a
given goal, since this action or the goal are
included in the plan of another agent A».
This notion is basic in case of cooperation,
where it is part of the explanation of the
commitment of an agent towards the actions of
the partner, explanation which does not resort
to the notion of intention or intention-that

817

#. Errore. Lo stile non è definito.

9

Figure 1. : The recursive modeling of the partner’s choice.
towards
another
agent’s
action.
In case of deliberate normative behavior, goal
adoption explains the exogenous origin of the
goal of fulfilling a norm.

4.1 The definition of cooperation
A group GR composed of agents G1, …, Gn
cooperates to a shared plan αx for achieving a

goal ϕ (with an associated plan Rx composed of
steps β x,k11, …, β x,kqm), when:7
1. each step β x,kl has been assigned to an
agent Gk in GR for its execution;
2. each agent Gk of the group GR has the
single agent intention to perform her part
β x,kl, an intention relative (in [Cohen and
7

The notation β x,kl refers to the l-th step of the plan Rx, a
step which has to be executed by agent Gk.
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Levesque, 1990]’s sense) to the existence of
the group shared plan8;
3. all the agents of GR have the mutual belief
that each one (Gk) is engaged in
cooperating to ϕ with GR by means of plan
Rx;
4. all the agents mutually know that they share
a utility function fGR based on a weighed
sum of the utility of the goal ϕ, which the
shared plan aims at, and of the resource
consumption of the single agents;
5. when an agent Gk becomes aware that a
partner Gj has a goal ψ that stems from his
intention to do his part β x,jp, Gk will
consider whether to adopt it;
6. each agent Gk remains in the group so long
as the group’s expected utility of going on
in performing β x,km for ϕ or adopting
some of the goals of her partners is greater
than the expected utility of doing nothing
more for the group.
For what concerns point 5, the goals that are
adopted by an agent Gk are the subgoals ψ
which Gj has formed while planning how to
perform his part and while executing them in a
reactive way. Therefore, Gk considers not only
the steps of β x,bp she may execute to assist Gj
in performing his task, but also Gj’s goals
deriving from his single agent intention to
perform β x,jp: knowing how to perform β x,jp,
achieving its preconditions, monitoring the
effects of its execution.
Symmetrically, the agent can rely on the fact
that she can delegate a goal of herself if they
can be better achieved by her partners.
It must also be observed that at point 5 the
term «aware» is used. So, mind reading, in the
8

This does not mean that Gk has to execute the action by
herself: in fact, she could delegate this action to another
partner or contract it out; she remains, however,
responsible for ensuring the success of her part.

Chapter #
form of plan recognition techniques (e.g.,
[Carberry, 1990]) can play an important role in
helping agents to infer what their partners are
doing and therefore improving the cooperation
of the group.
Moreover, the control of the group is not
necessarily in charge of a single agent, but it is
distributed among the agents, as long as they
have the relevant information about what the
other agents can do. In this way, mixed
initiative arises as a natural phenomenon in our
framework.
In the definition there is no mention of
anticipatory coordination: this form of
reasoning is, indeed, implicit in the planning
algorithm of the agents described above.
Therefore, anticipatory coordination is not by
itself a characterizing property of cooperation,
but a general property of socially rational
agents.

4.2 Cooperation phenomena
explained
Models of cooperation are required to
explain a number of phenomena ranging from
helpful behavior to conflict avoidance via
communication for coordination purposes.
Helpful behavior: helpful behavior (i.e., goal
adoption) is at the basis of cooperation: the
agent considers the goals of the partners and,
only if it is useful for the group, she (tries to)
satisfies them. Helpful behavior should be
provided not only when the group cannot
otherwise proceed in its plan, but, also, it
should not be provided indiscriminately. By
exploiting the decision theoretic paradigm, it is
possible to keep apart the forms of help that are
rational from those that appear to be just a
waste of resources. If the effort for satisfying
adopted goals conflicts with the ability of the
agent to do her own part, then, a decrease in the
group utility is obtained, instead of an increase.
The limitation of adoption only to «rational
cases» rules out the possibility that an agent
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spends all his time in adopting goals of the
other partners.
Communication: As a special case of
helpful behavior, it is possible to predict
various forms of communication: they arise
when the goal to be adopted is a control goal;
that is, a goal of B to know some information,
like the truth value of constraints and
preconditions of actions, and whether an action
succeeded or not. The effect of a
communicative action is to make such a goal
true (at least with some probability).
In this model, communicating that the
shared plan is successful, impossible to execute
or irrelevant - a behavior which has a great
relevance in group cooperation - is just a special
case of help concerning the control goal that an
action has been executed. Furthermore, beside
communicating the success or failure of the
entire shared plan, the members of a group can
consider also the success of the part of the
shared plan assigned to the single members,
since it is also a control goal of them.
Communication allows to «keep the team
acting as a unit», but it does not always worth
its cost for the group. The agent A has to
consider the cost of communicating with B. If
communication is expensive, then it is not
convenient for the group to waste resources in
kindly communicating, since B could discover
the desired information in a less expensive
manner. The same holds if communication is
not reliable (the message can get lost) or slow:
there is a probability that communication has
not the desired effect (or the receiver gets it too
late). In these cases, the utility resulting from a
successful communication must be combined
with the utility that is achieved when
communication fails and the partner wastes the
group’s resources anyway. Our model is able to
cope with all of these aspects: A compares the
communicative alternative with the other ones,
and can foresee what B will do in all these
situations. If the communicative action
succeeds, B, e.g., will choose not to go on in his
task, since, under the light of the new
information, he can evaluate that continuing it
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does not produce any utility for the group.
Moreover, even if an agent decides that is better
(for the group) not to communicate, her choice
does not disrupt the group: in fact, neither
communication nor mutual beliefs are explicitly
prescribed by the definition of cooperation.
This approach has the advantage that it does
not require the assumption of perfect
communication: that is, communication actions
do not need to achieve the desired goal
necessarily, but they can be faulty. On the
contrary, [Cohen and Levesque, 1991] assume
that communication never fails, since otherwise
the joint intention would be disrupted when an
agent fails in notifying to the other partners that
he succeeded.
As
[Castelfranchi,
1998]
noticed,
communication at the end of the group activity,
as prescribed in [Cohen and Levesque, 1991], is
sometimes even irrational. The exemplar case is
when the group is in a context of conflict and
the internal exchange of information causes the
adversary to become aware of important
information.
For instance, the group can have the goal not to
let other agents know when they achieved their
goal: if they are looking for a certain object,
communicating that they have found it would
mean for the adversary to know who has the
object. In this model, the group’s goal of
preventing the opponents from knowing an
information - a side effect of communication can be included in the group’s multi-attribute
utility function shared by the members.
No benevolence: group’s utility does not
mean benevolence, but only a criterion for
enhancing the group’s performance and
provides a means for regulating the agent
control: the definition prescribes what an agent
in a group can be accounted for by the partner if
she fails to conform to it. The definition
expresses the rationality of cooperation, and not
what it is rational for the individual agent to do
from her self-interested point of view. We will
return on this issue in Section 6.
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820

12
Hierarchical groups: the consumption of
resources need not be weighed in a uniform
way for all members of the group; a sort of
hierarchy in the group can be induced by
weighing - in the multi-attribute utility function
- resource consumption differently depending
on the agent who executes an action. For
example, if A’s communication is more costly
than B’s one and A first succeeds in knowing
that the goal holds, she may not communicate
this fact to B, while B would notify her when he
becomes aware of that.
Conflict avoidance: since agents share a
group utility function and perform anticipatory
coordination, they will (try to) avoid conflicts
with other agents’ intentions: performing an
action that interferes with the plans of other
team members decreases the utility of the whole
team.
When
A
considers
the
possible
developments of her partial plan, she examines
what effects her action will have on the
partners’ plans. So also the possible
interferences are weighed as any other cost that
decreases the group utility: conflicts result in
less preferred choices, but they are not
necessarily ruled out.
For example, if two partners who are
preparing a meal together have only one pan
and one of them needs it urgently, she can
decide to use it - even if she knows that her
partner will need it later - because this is more
convenient, for the group, since the pan can be
easily washed. On the contrary, if the shared
resource is not reusable, like for example eggs,
then A will use it only if she cannot change his
plan without a significant decrease of utility.
Contracting out: one of the requirements of
cooperation posed by [Grosz and Kraus, 1996]
is that an agent of the group can contract out her
task without the contracted agent becoming a
member of the group. An agent A can delegate a
step βx,al of her own part to another agent C
that does not belong to the group GR; A and C
will form a new group sharing the goal to
perform β x,al and a corresponding utility

Chapter #
function. In any case, C does not become a
member of the group GR: in fact, he will not
necessarily know which are the group’s shared
goal and utility function. It is possible,
therefore, that C interferes with GR. C’s
behavior may lead to a decrease in the
performance of the group, but he cannot be
accounted for interfering with the group
activity, since C is not requested to know the
ongoing shared plan.
Ending cooperation: when all members
know that the top-level goal of the group has
been achieved, has become impossible or
irrelevant, then no more utility can be obtained
by any other actions than terminating the group:
in fact, termination gets higher utility by saving
resources. Therefore, the shared plan is
naturally ruled out, without the need of
stipulating other explicit conditions for its
termination.
Another way for an agent to close
cooperation is to opt out from it. This can
happen if increasing the utility of the group
produces an unacceptable decrease with respect
to the agent’s private utility. However, as
[Grosz and Kraus, 1996] notice, this is not an
harmless choice since the other agents can
retaliate for being abandoned (for example by
not helping her in future situations). When the
cost of remaining in the group is greater than
the consequences of leaving it, the agent will
choose to pursue his private goals.

5.

THE DEFINITION OF
OBLIGATION

In principle, an obligation is something an
agent is obliged to do. In other words, given an
initial situation, in any course of events
produced by the agent chosen action(s) the
obligation must be fulfilled. However, this need
not be the most rational way for an agent to act.
There can be situations where different
obligations contrast with each other, or
situations where an obligation cannot be
reconciled with the agent’s personal desires or
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goals. In these cases, the agent must evaluate
carefully what to do and must decide if the
obligation (or, which obligation) must be
pursued, and in which way.
For examining the problem of deciding
whether to fulfill an obligation, we adopt an
approach which is inspired to E. Goffman’s
work in sociology: we focus our attention on
the fact that an obligation involves at least two
individuals, both of which have to be modeled
as (intelligent) agents: the bearer of the
obligation, who must respect the obligation, and
the normative agent, which has posed the
obligation, wants that the bearers of the
obligation fulfill it, and (possibly) will sanction
the violators.
While «it is generally acknowledged that
norms and normative action emphasize
autonomy on the side of decision»
[Castelfranchi, 1998], no attention has been
paid to the fact that norms and obligations are
enforced by the normative agent, who is an
autonomous agent, too. In fact, up to now, the
center of attention has been the bearer of the
obligation. A remarkable exception [Dignum,
1996] explicitly deals with sanctions, but it
does not model the agent who is in charge of
monitoring violations and applying the
sanction. The first consequence of our approach
is that, when he considers whether to fulfill the
obligation, the bearer of the obligation has to
consider explicitly the disadvantage of facing
the sanction. [Axelrod, 1986] makes a similar
proposal in economics.
According to Goffman, «a norm is that kind
of guide to action that is supported by social
sanctions» (p.62). And A. Giddens adds: «a
sanction is defined as a reaction of others to the
behavior of an individual or a group, a reaction
having the goal to enforce the respect of a given
norm» [Giddens, 1987], p.120.
Hence, from the point of view of sociology,
norms come always together with sanctions;
since sanctions are actions, they presuppose, in
turn, someone to perform them.
As Goffman has noticed, an agent who has
to follow some norms can be considered as a
player in a game, where the payoffs of his
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actions depend on the subsequent actions of
another social agent, a second player who has
the role of making the obligations respected.
In fact, the sanction is not a granted
exogenous event, but it is the result of the
activity of the normative agent. He has the goal
of checking the fulfillment of the norm and has
a plan for doing so and eventually posing the
sanction. But she also has other goals,
preferences and obligations as any other agent.
The bearer of the obligation has to take into
account all these facts when she considers the
advantage of fulfilling or not the obligation:
i.e., she has to model (recursively) also the
normative agent as an agent.
On the other hand, the recursive modeling of
the normative agent opens the way to another
opportunity for the bearer besides a better
evaluation of the resulting final state. The
bearer agent can reason about how the
normative agent will (decide to) check the
fulfillment and will apply the sanction if he
discovers a violation. This knowledge can
enable an agent to predict when the normative
agent possibly fails to become aware of a
violation and/or enable him to devise a way to
induce her to this failure by means of some
action.
More specifically, in our model an
obligation consists in a situation where an
agent B has a goal ϕ that another (or more than
one) agent B satisfy a goal ϕ’, and who, in case
the agent B acts without adopting the goal ϕ’,
has to decide whether to perform an action
βx,ni which (negatively) affects some aspect of
the world which (presumably) interests B (as
represented by her utility function). Both agents
know these facts.
An obligation Ω is represented as a 4-tuple {B,
B, O, R} where:
•

B is an agent who is called the bearer of the
obligation,

•

B is an agent called the normative agent,
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•

is the content of the obligation, i.e., the
state or action goal which B wants to be
adopted by B,

•

R is an action (called sanction) which B will
presumably bring about in case he detects a
violation of the obligation.

The content of the obligation Ω, O, is not
necessarily a state (e.g., «the font of the
submitted paper should be courier»), but it can
be also an action where B is the agent (e.g., «the
author should send a signed copyright form») or
not (e.g., «the head of the department of the
author should authorize him to participate to the
conference»). Finally, it can be the prescription
of not executing an action: «you should not
send the submitted paper to other conferences».
Differently from what appears at first sight,
this definition covers not only ‘institutional’
cases, but also other situations like obligations
in dialog (see [Ardissono et al., 1999] and
[Boella et al., 2000b]); they share the
characteristic that new goals are acquired as a
consequence of social inputs.
This definition allows BDI (Beliefs, Desires
and Intentions) agents to deal with obligations
since they are able to manage intentions, to take
into account the goals of other agents and their
behavior, to devise plans for satisfying goals,
and to compare the alternative plans according
to their preferences.
Again, in the definition of obligations there
is no mention of anticipatory coordination.
Since our socially rational agents use the
planning algorithm described in Section 3, they
are able to foresee the reaction of the normative
agent both in case they adopt the content of the
norm and they don’t.
The B counterparty of an agent B who is the
bearer of an obligation cannot be assumed to
become immediately acquainted with the
(possible) violation of the obligation.
According to B’s knowledge, this happens: in
fact, B is assumed to know that B has some
actions available to check the fulfillment of O,
that these actions may fail, or can be induced to
fail by some B’s action, and that just in case of

their success, B will consider (not necessarily
decide) to apply the sanction.
For this reason, in our model, the sanction R
is represented by a complex action consisting of
the monitoring action followed by the very
action of affecting the world in a way that is
relevant (in one way or the other) for the bearer
agent.
We have chosen to insert the monitoring
action in the definition of an obligation
although it would have been sufficient that the
sanctioning act had as a precondition the belief
of the normative agent that a violation has
possibly occurred. But it must be observed that
in formal contexts, say laws, not all ways for
knowing that a violation occurred are
acceptable. For example, the Italian police is
not allowed to tape phone calls without the
authorisation of an attorney. Illegal recordings
do not count as evidence in trials to determine
that a violation actually occurred. Therefore, the
specification of a norm includes the
specification of the possible means for checking
violations. In case every means is allowed, the
monitoring action will consists of a general
action which subsumes all the possible
checking actions for a given type of violation.
Finally, it must be noted that the sanction
itself can establish another obligation for the
violating agent. For example, a policeman can
put the obligation of paying a fine for having
parked in a no parking area, where the
normative agent’s role is taken by some
administration. In turn, the failure to respect the
deadline for paying the fine results in another
obligation of being brought to trial before
another kind of normative agent, a judge. And
so on in a crescendo of more and more negative
payoffs for the agent.
However, there is no risk of a regression to
infinitum, since this series of obligations
usually ends in a sanction which does not pose
a new obligation, as Goffman notices: “still
steeper penalties should their judgement be
rejected, and still deeper penalties should this,
in turn, be rejected and so forth, eventually
culminating presumably in physically coerced
rulings” ([Goffman, 1970], p. 117).
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Figure 2. Monitoring and sanctioning an agent.
But during the planning process, the normative
agent has no access to the actual world. The
evaluation of the result of an action and of its
utility must be made entirely from his belief
space. And the normative agent may either not
know anything about the violation or she may
have some a priori idea of what happened. We
have to find a framework for representing both
situations.
In order to deal with this problem, we resort
to the probabilistic framework exploited in
[Haddawy and Hanks, 1998]. [Haddawy and
Hanks, 1998] distinguish two kinds of
nondeterminism: first, a world state (as well as
an action effect) may not be known for sure, but
an agent may know a probabilistic distribution
of the values of the attributes which describe
the world. E.g., while at work, from our
cubicle, we do not know whether it is raining or
not, but the weather forecast said that there is a
.3 probability of a sunny day. Second, an agent
can have no idea of the probability distribution
on those values (this does not mean that he
believes they are equally likely): the agent is
uncertain about the actual state of the world.
Coming back to the example, if we haven’t

5.1 The Behavior of the
Normative Agent
As stated above, the monitor and sanction
action R leads to an actual punishment only if
the ‘monitor’ part enables the normative agent
to know (or at least to believe) that there is a
violation. In the general case, the normative
agent is (or may be) unaware of the violation
and he has to decide whether to monitor and
(possibly) sanction her or to do other things,
according to other goals. In order to make his
choice, he has to compare the different utilities
of his alternatives. Also sanctioning actual
violations may provide him with an utility: but
why should he choose the monitor and sanction
action when he is not aware of the violation?
That is, if the effect of this action depends on
the actual state of the world which is not known
by the agent, how can he evaluate the utility?
What is important for this discussion is the role
of the action during planning and not during
execution by the normative agent. During
execution, the world can be in one and only one
state, and the monitoring action will reflect it.

1
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listened to the weather forecast we have no idea
at all if it is raining or it is a sunny day.

Figure 3. Monitoring and sanctioning an agent.
The representation of action abstraction and
uncertainty in the DRIPS planner ([Ha and
Haddawi, 1996]) is grounded on the same
bases of the Theory of Evidence ([Shafer,
1976]). So we can exploit this theory for
representing the situation of the normative
agent. In of the Theory of Evidence, the
certainty about the world is represented by the
so-called Basic Probability Assignment (BPA).
In a BPA, a probability is assigned to each
subset of the universe of possible values of a
random variable. As usual, the sum of the BPA

values is 1. The assignment of the total mass of
probability (1) to the whole universe is intended
to mean total ignorance9 . Although this is just a
special case of BPA, it is useful to obtain a
concise representation of the amount of
knowledge an agent has about the current
9

This must be contrasted to an assignment of values
different from 0 just to singletons, which corresponds
to a standard probability assignment, and which is
considered as expressing some precise knowledge
about the world, i.e. how probable the different
outcomes are.
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#. Errore. Lo stile non è definito.
situation. In fact, we assume that just three
situation may arise: total ignorance (BPA
assigns 1 to the whole universe), knowledge
about a probability distribution (BPA assigns
values different from 0 just to singletons),
certainty about the value of a given attribute
(just one singleton has the BPA value 1). In this
way, since what is of interest is just the utility
of the outcomes, it is possible to focus the
attention on the worst and best cases. So, the
utility of the different states is evaluated, and
the situation of ignorance is represented as a
pair whose first element is the state for which
the utility is worst and the second element is the
state for which the utility is best. The utility of
an uncertain state is represented as a pair as
well, with the utility of the worst and best case
scenario as first and second element. It must be
observed that the utility pair can be interpreted
as an interval, since the actual utility value
necessarily falls within the bounds appearing in
the pair.
But also the action of applying the sanction
may fail. So, even if the violation has been
detected, and B has decided to apply the
sanction (which he would not do, in case the
cost of applying it is greater than the gained
utility), the sanctioning action may fail. B must
(or, at least, we claim that rational agents do)
weigh all of these possibilities when he chooses
the best way of acting.
As an example of the full representation of
an action, in Figure 2, we have depicted the
sanctioning action to be performed by the
normative agent; it is composed of a sequence
of two elementary actions, the monitoring
action and the (conditional) action of
sanctioning the violator. Besides the actions,
their (conditional) effects are depicted in a
programming language style. The bel(X,
violation(Y)) notation is used to represent
the fact that the attribute concerns the view that
the
agent
has
about
the predicate
violation(Y); this must be contrasted with
violation(Y), which refers to the actual
world (or, during the simulation, the beliefs of
the bearer agent). The monitoring action says

17
that the agent can sense the world and discover
whether a violation has occurred with a .3
probability; in contrast, if no violation
happened, he knows this fact for sure. The
second action, sanction , has a deterministic
effect conditioned to the fact that the agent
knows that a violation happened. The effects
besides the top level complex action
Monitor&Sanction summarize the effects
of its decomposition via a sequential abstraction
(see [Haddawy and Suwandi, 1994] for details).
In particular, these effects say that, if there is a
violation, there is a .3 chance that the agent
becomes aware of this fact and the violator is
sanctioned. The ‘monitor’ action takes 2 time
units, and the possible sanctioning takes 3 time
units.
This rather complex representation must be
combined with the fact that this action, during
the planning phase, must be evaluated starting
from a world which can contain probability or
uncertainty from the normative agent’s point of
view: i.e., B may or may not know the
probability distributions of the outcomes of A’s
actions.
As a starting point, we show in Figure (a),
the notation we adopt to describe the
(probabilistic) effect of the execution of the
action Monitor&Sanction . The hypothesis
is that a violation actually occurred: in such a
case, during the execution phase, it is sufficient
to apply the definition appearing in the upper
right corner of Figure 2, using the
violation(Y) branch.
In 3 (b), the action is evaluated during the
planning phase in a situation where the
normative agent has some idea about the
probability of a violation. The .8 probability of
a (suspected) violation makes the normative
agent eager to find out and sanction it. A
different distribution could lead to optimistic
agents who do not suspect of violations and
decide not to monitor for them. In Figure 3 (c),
it is depicted the situation where the normative
agent has no idea whether a violation occurred:
no precise probability can be associated with
the possible outcomes. In fact the arcs are
labelled with pairs: the probability of finding a

17
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violation ranges from 0 (in case no actual
violation occurred) to .3 (in case there was a
violation, this is the expected probability of
finding it); the probability of not finding it, on
the contrary, ranges from 0 to 1. Note that the
first element of the pair (0 in both cases) is
associated with the first element of the pair
characterizing the ignorance about the actual
state (i.e., no violation) and the same for the
second element. So, the uncertainty about the
initial situation is propagated to the predicted
outcomes of the action.
Uncertainty has the effect that the expected
utility of a set of outcomes must be represented
as an interval having as lower and upper bounds
the lowest and highest expected utility of the
various uncertain outcomes. In order to
compare utility interval it is possible to use any
of the decision criteria developed in decision
theory for dealing with uncertainty [von
Neumann and Morgenstern, 1947].

5.2 Is it worth fulfilling an
obligation ?
So, as we have seen, there are various
motivations for an agent to decide not to fulfill
an obligation Ω:
1. The agent has adopted the obligation but he
cannot do anything for it (i.e., she has no
feasible plan).
2. The possible plans which include some
actions for fulfilling Ω achieve a lower
utility than some other plan (due to the cost
of fulfilling the obligation). In particular,
this may happen if there is no certainty that
the normative agent becomes aware of the
fulfillment so that he will probably apply
the sanction anyway.
3. There is some plan which does not fulfill
the obligation but which induces the
normative agent to believe otherwise.

4. There is some plan which does not fulfill
the obligation but which makes the sanction
impossible to apply.
5. The bearer of the obligation can bribe or
menace the normative agent so that he does
not apply the sanction.
If agents who respect obligations (when they
can) are needed, a trade off between autonomy
and control must be found; there are various
ways to enforce the fulfillment of obligations,
besides the incentive of sanctions:
1. The content of an obligation Ω can occur
also as a preference of the bearer agent: in
this way, when adopted, it becomes similar
to an intention (but reinforced by the
possible sanction): the agent directly
achieves an utility from the satisfaction of
the obligation (the content of the obligation
is a value for the agent.)
2. The agent may have the preference not to
mislead the normative agent: the former
agent does not do anything to induce false
beliefs in the normative agent, e.g., that the
obligation is fulfilled when it is not the
case. In this way, the agent does not exploit
the possibilities described above.
3. The agent has some social goal which
makes her not prefer situations where he is
liable (for example, because she does not
want that other agents decrease the trust
they have on her).
4. the normative agent can overstate his
willingness and capability of discovering
violations, so that (if he is trusted by the
bearers of the obligation) the result of
anticipatory coordination favors (i.e., gives
higher probability to) states resulting from
the application of the sanction.
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A FURTHER RELATION
BETWEEN COOPERATION
AND OBLIGATIONS

still plays a role in that it specifies which are
the limits of her cooperation.

7.

As we said in Section 4.2, the definition of
cooperation does not imply the unrestricted
benevolence of the agent. For example, if a
partner has some other goals which conflicts
with his task in the shared plan, the agent is not
required to do anything for him, such as helping
him in achieving the private goal; even if, in
doing that, the performance of the entire group
would be improved. Rather it is the partner who
should be blamed for endangering the
performance of the group.
From a strictly self-interested point of view,
sticking to the definition is not always rational
for the agent. If it were, indeed, there would be
no need of a separate definition of group
rationality. For example, if the agent knows that
the goal has been achieved, she generally does
not gain anything from communicating this fact
to the partners. The agent is not motivated at all
to follows the definition of cooperation. Why
should she do so?
Rather, the definition provides a notion of
accountability for the agent in the group’s
acting. And this accountability is the indirect
motivation for the agent to stick to the
definition. This fact shows that the notion of
cooperation and obligation are not only based
on the same social abilities of the agents, but
that the definition of cooperation does make
sense only as the content of an obligation the
agent is subject to when she enters a group.
The sanction of this implicit obligation
involving the agents of a group is generally an
informal one: the agent’s social image is
affected by her unreliability. As we discuss in
[Boella et al., 2000] also these informal
sanctions can be accounted for in our model.
Second, the normative agents are all the
members of the groups which can monitor and
sanction all the other partners.
Finally, also in case the agent cooperates
correctly since it is a value for her to do so (i.e.,
it is motivated to do so by some internal reward
and not by external sanctions), the definition

CONCLUSIONS

In this paper, we have shown that social
rationality is at the basis of cooperation among
autonomous agents and deliberate normative
behavior even if they seem very different
phenomena and they have been traditionally
dealt with in very different manners.
In the case of cooperation the autonomy of
the agent in performing her part is traded off
against the necessity of controlling it under the
light of anticipatory coordination. In the case of
obligations, we have analysed how to ensure
the control of the agent by means of internal
and external (i.e., sanctions) incentives and we
have shown that the autonomy of the normative
agent deserves more attention.
The basic elements of social rationality, in
our model, are goal adoption and anticipatory
coordination, which are used in an agent
framework based on decision theoretic
planning.
Finally, the present framework has been
described in more detail for what concerns
cooperation in [Boella, 2000] and [Boella et al.,
2000a] and for what concerns obligations in
[Boella and Lesmo, 2001a]. In [Boella et al.
2001b], the present model of obligations has
been exploited form modeling legal relations.
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ABSTRACT

Agent theories have developed on epts and methodologies
that an be applied for having a better understanding of
reasoning about obligations. This work proposes an agentbased framework for modeling obligations and norms: agents
are able to deal with norms and to de ide autonomously
whether to respe t them or not. The key idea is that the addressee of the norm expli itly models the agent who wat hes
on the norms and who an san tion him.
1.

INTRODUCTION

The on epts of norm and obligation have a hieved a renewed interest for their importan e in multi-agent systems
[19℄, [17℄. In turn, the on eptual tools developed by agent
theories may be useful for a better understanding of the onepts of norms and obligations. However, there seems to be
some missing points about norms whi h have to be analysed
in greater depth and that an re eive a meaningful explanation inside a multi-agent framework. What is needed is
a framework where the omponents of the distributed system are deliberate normative agents ([14℄): that is, agents
whi h have an expli it representation of norms and an reason about whether a epting and ful lling them.
We propose an agent framework for reasoning about obligations and norms in whi h these on epts does not have a
distin t ontologi al status, but are stri tly integrated with
goals and intentions: in this way, the sophisti ated models
developed for agents an be exploited for modeling deonti reasoning and, at the same time, agent models an be
endowed with normative on epts.
In prin iple, an obligation is something an agent is obliged
to do. In other words, given an initial situation, in any
ourse of events produ ed by the agent hosen a tion(s) the
obligation must be ful lled. However, this need not be the
most rational way for an agent to a t. There an be situations where di erent obligations ontrast with ea h other, or

situations where an obligation annot be re on iled with the
agent's personal desires or goals. In these ases, the agent
must evaluate the situation arefully and must de ide if the
obligation (or, whi h obligation) must be pursued, and in
whi h way.
Our attention is not devoted to moral assertions as \there
should be no war" or \you should not kill" or to te hni al
assertions as1 \in order to print a le, you should use the `lpr'
ommand". Our proposal is dire ted towards those obligations whi h are personal (i.e., they on ern ertain individuals), and whi h are issued by some entity whi h san tions
who violates some norm.
This assumption restri ts the s ope of the paper. But it an
be noti ed that the basi approa h is only partially a e ted
by this limitations. Also for moral norms, it holds that an
agent breaking the norm an rea h a state of negative desirability: perhaps not be ause of a re-a tion of a normative
agent, but be ause it enters a negative mood (e.g. shame
or fear), or be ause the entire ommunity he lives within
omes to play the role of the normative agent, making him
an out ast.
The main aspe ts of norms whi h we onsider in this paper
are:




the san tion waiting an agent who has violated the
norm and the way it is applied,
when it is rational for him to violate the norm,
how he an do so redu ing the probability of undergoing the san tion.

In parti ular, we fo us our attention on the fa t that a norm
involves at least two individuals, both of whi h have to be
modeled as (intelligent deliberative) agents: the bearer of the
obligation, who must respe t the norm, and the normative
agent (an authority, in formal situations), whi h has posed
the obligation, wants that the bearers of the
norm ful lls it,
and (possibly) will san tion the violators.2
1
Sometimes, works on deonti logi use the notion of obligation
for modeling both kinds of assertions.
2
In [17℄'s terminology, we mostly onsider situations where
the sovereign (the agent who issued the norm) is a defender
too (i.e., the agent who wat hes over the norm).
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While \it is generally a knowledged that norms and normative a tion emphasize autonomy on the side of de ision"3 ,
no attention has been devoted to the fa t that norms and
obligation are enfor ed by the normative agent, who is an
autonomous a tor, too.
Up to now, the enter of attention has been only the bearer
of the norm. The remarkable ex eption [19℄ expli itly deals
with san tion, but does not model the agent who is in harge
of monitoring violations and applying the san tion.
In this work we will show the advantages of modeling as an
agent also the ounterpart of the bearer of the obligation.
The rst onsequen e of this approa h is that the bearer of
the obligation has to onsider expli itly the disadvantage of
fa ing the san tion when he onsiders whether to ful ll the
obligation. However, the san tion is not a granted exogenous event, but it is the result of an a tivity of the normative agent. He has the goal of he king the ful llment of
the norm and has a plan for doing so and eventually posing
the san tion. But he also has other goals, preferen es and
obligations as any other agent.
The bearer of the obligation has to take into a ount all
these fa ts when he onsiders the advantage of ful lling or
not the obligation: i.e. he has to model (re ursively) also
the normative agent as an agent.
Using re ursive modeling of agents is a trend in agent theories whi h is developing in the last years [22℄, [28℄, [35℄
and [5℄: these approa hes are motivated by the fa t that
every a tion of an agent has an impa t on the hoi es of
other agents who an rea t to it. If the agent has enough
information about the state of the other agents (i.e., their
beliefs, goals, obligations, preferen es and available plans),
he an try to predi t what they will do depending on what
he de ides to do. When this is possible, the agent has the
opportunity to evaluate the goodness of his a tion not only
from a lo al point of view, but from a state whi h in ludes
the onsequen es due to the behavior of other agents. In
parti ular, this form of reasoning has been proven useful in
ases of ooperation among agents as in [23℄, [5℄ and [4℄.
On the other hand, the re ursive modeling of the normative
agent opens the way to another opportunity for the bearer
besides a better evaluation of the resulting nal state. The
bearer agent an reason about how the normative agent will
(de ide to) he k the ful llment and will apply the san tion
if he dis overs a violation. This knowledge an allow an
agent to predi t when the normative agent possibly fails to
be ome aware of a violation and how to indu e him to this
failure by means of some a tion.
Probably, many agent designers would think that the ability
to de eive is not a desirable feature of agents, but, as also [17℄
states, there are some possible situations where this form of
reasoning is useful; at least, for making agents aware about
the possibility that rogue agents exploit them. In general,
we laim that an agent is able to understand the behavior
of another agent just in ase he is able to build a model of
his behavior in terms of possible plans and goals. So, no deeiving behavior an be understood (i.e. re ognized) unless
the agent has some knowledge about de eiving: any 'honest' normative agent needs some knowledge about dishonest
3

[17℄, p.100.

behavior if it is deemed to dete t su h a behavior. Moreover, as we will see, eluding the san tion is only one of the
possible alternatives for agents who have to nd a trade o
among di erent fa tors ranging from their (material) utility
and osts to so ial goals (as being sin ere with other agents).
The stru ture of this paper is the following: rst a referen e example s enario is presented and dis ussed; in Se tion
3.1, the agent model is des ribed and a formal de nition of
norm is presented in Se tion 3.2; then, we dis uss how the
agent model must be modi ed for dealing with obligations
by means of re ursive modeling. Finally, in Se tion 4, the
di erent fa tors involved in the de ision to ful ll an obligation are examined. Dis ussion, omparison with related
work and on lusions end the paper.

2. A SAMPLE SCENARIO

As an example of obligation onsider the assertion taken
from a all for paper \authors should not submit their paper to other onferen es". This norm is personal (we are the
agents obliged not to send this paper to other onferen es),
the SmartAgents2000 program ommittee is the institution
who issued the norm and the possible san tion is the reje tion of the paper by the SmartAgents2000 PC (and the
less measurable, but still relevant, shame on the authors).
The obligation has been posed for assuring the outstanding quality of the workshop for the onvenien e of all the
parti ipants.
The author agent (assume one for simpli ity) has the goal
of having as mu h publi ations as possible (for obvious a ademi purposes); however, he ( urrently) has just one arti le to submit: to over ome this short oming, he has the
possibility to send the same paper to two prestigious onferen es: SmartAgents2000 and DummyAgents2000. Sin e
he has read the SmartAgents2000 all for papers, he knows
that there is a norm on erning multiple submissions: multiple submissions are not infrequent in his s ienti ommunity, so, for a realisti s enario, the norm should (!) not
be automati ally a epted by the agent (otherwise, we ould
not model the less virtuous agents who populate onferen es
with loned papers).
On the other hand, the san tion is not automati ally applied
when the author submits the paper: the SmartAgents2000
program ommittee (the other agent involved in the example) has to exe ute some `sensing' a tions for he king if
authors have respe ted the norm. If he dis overs a dupliated paper, he will apply the san tion by exe uting the
`reje tion' a tion.
If the author sends the paper to both onferen es and he
is dis overed, the SmartAgents2000 program ommittee reje ts the paper: besides not a hieving the advantage of having a further publi ation, he also in urs in the shame of the
prestigious olleagues belonging to the program ommittee.
Therefore, the agent has to ompare the alternatives of sending the paper to a single onferen e or to both, being aware
of the possible rea tions of the program ommittee.
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3.

THE DEFINITION OF OBLIGATION

The des ription of the above simple normative situation allows us to highlight the similarities with other problems
treated by agent theories; in parti ular, this example ould
be explained in terms of multi-agent intera tion. We believe that what is relevant for the agent reasoning is when
and how the san tion is applied and not only whi h is the
ideal situation. Therefore, it is ne essary a model where the
players intera t and reason about ea h others' behaviors.
In brief, we have an agent (the normative one) who has
the power4 to a ept or reje t papers and has the goal that
the papers he re eives are not already submitted; in doing
so, she de ides to exe ute and exe utes a plan omposed of
he king and a epting/reje ting submissions.5
Se ond, there is another agent (the bearer of the obligation)
who has the goal of submitting his paper to one or more
onferen es and who knows the goal of the program ommittee agent to a ept only paper not published elsewhere
and to reje t the others: he has read the norm on the all
for papers and now he has an internal representation of it.
Generalizing this example, we have that an obligation holds

when there is an agent A who has a goal G that another
(or more than one) agent B satisfy it and who, in ase the
agent B has not adopted the goal G, has to de ide whether
to perform an a tion A t whi h (negatively) a e ts some
aspe t of the world whi h (presumably) interests B . Both
agents know these fa ts.

Di erently from what appears at rst sight, this de nition
overs not only `institutional' ases, but also other situations
like obligations in dialog (see [31℄ and [6℄) whi h share the
hara teristi that new goals are a quired as a onsequen e
of so ial inputs. Moreover, also inner rewards and punishments deriving from moral obligations an be onsidered.
We will dis uss this topi in more depth in Se tion 5.
This de nition allows BDI (Beliefs, Desires and Intentions)
agents to deal with obligations sin e they are able to manage
intentions, to take into a ount the goals of other agents and
their behavior, to devise plans for satisfying goals, and to
ompare the alternative plans a ording to their preferen es.
Some more words must be devoted to these di erent apabilities.
First of all, taking into a ount the goals of the other agents
is, a ording to [13℄, one of the key apabilities for an agent
to be so ial: so ial agents must be able to onsider the goals
of other agents and to have attitudes towards those goals,
that is, to adopt those goals (i.e., \having a state of a airs as
4
Even if we do not dis uss these topi s here, other features,
beside power, should pertain to the normative agent, otherwise the de nition risks to be undistinguishable from that of
oer ion (as [17℄ noti e). For example, the normative agent
should only pose norms whi h do not provide him with any
personal advantage or that in rease the overall utility of the
so
iety.
5
We disregard the e e t of the quality of the paper on the
a eptan e pro ess.

a goal be ause another agent has the same state as a goal");
moreover, goal adoption is at the basis of the de nition of
ooperation among agents in [5℄ and [4℄, and of dialogi al
intera tion in [2℄.
It must be noted that the satisfa tion of a goal adopted from
another agent is not per se advantageous for an agent .
However, an adopted goal an be instrumental for .
In the same way, an agent has normally a number of (private) goals whi h are only instrumental to other goals whi h
appear among his preferen es; the satisfa tion of these goals
is not by itself advantageous for the agent; onsider the standard situation of adopting a subgoal for a hieving the preondition of an a tion whi h satis es the main goals of the
agent.
A

B

B

The role of goals is to dire t the planning pro ess, but the
fa t that a goal is provided as an input to the planner does
not assure that a plan for a hieving it will be ome an intention of the agent: the andidate plans produ ed by the
planning pro ess are sele ted on the basis of the agent's
preferen es. In a similar way, the goals of other agents an
be adopted (i.e., given as input to the planning pro ess)
not only be ause the agent has a preferen e towards them:
there are also other external sour es of goals like norms and
obligations, requests by other agents or the need to provide
help during ooperation, whi h an lead an agent to adopt
another agent's goals.
In ase of obligations, the normative agent wants that
the bearer of the obligation adopt the goal on erning the
obligation. Moreover, the bearer knows the rea tion of
agent if he does not adopt ; the resulting state an be
less useful for , so the goal is really an instrumental goal
for (if he wants to preserve the urrent state of a airs).
A

G

B

A

G

B

G

B

Se ond, the agent must be able to foresee the rea tion of the
normative agent (both) in ase he ful lls the obligation and
in ase he doesn't. This ability of anti ipatory oordination
is another fundamental feature of so ial agents, a ording to
[13℄. In the eld of BDI agents there are already some proposals for this form of reasoning. [28℄ introdu ed the notion
of \anti ipation feedba k loop", [22℄ the \re ursive modeling" of agents and [5℄ a planning framework for anti ipatory
oordination.
Note that this form of reasoning is borrowed from the eld
of Game Theory; however, for what on erns the treatment
of obligations, we do not resort to what has been dis ussed
about norms and obligations in Game Theory. In fa t, as noti ed by [17℄, the proposals oming from Game Theory seem
to forget the role of san tions in the normative reasoning.
Moreover, sin e we would like to let the agent free not to
ful ll an obligation, we need some me hanism for enabling
him to hoose among the various alternatives. As in all the
proposals mentioned above, we exploit the notion of utility
developed in De ision Theory in order to hoose the best
alternative of the agent (depending on the rea tion of the
partner). Utility is the formalization of the notion of preferen e of persons: therefore, it is possible to express the
fa t that the rea tion of the normative agent leads to a less
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preferred state for the agent together with the fa t that the
agent a hieves some utility by satisfying his own goals.
3.1 The Agent Model

An agent

C

is a 6-tuple f

g

I B; G; f; L; K P; }

where:

In turn, ea h element of BA t is a 5-tuple BA tS h =
f
g, i.e. a Basi A tion
s hema, whi h is a s hema where the body (de omposition)
is repla ed with an exe utable pro edure (for instan e to
a tivate a sensing a tion, or to exe ute a transa tion on a
data base). They represent exe utable a tions.
Sin e onsiders the set of predi ates, ea h of whi h is asso iated with a value (desirability degree), and, by means
of a ombination fun tion, produ es the overall desirability
of a state on the basis of its des ription, it is lear that just
the a tions in luding e e ts that involve some predi ates appearing in an a e t the evaluation of the state resulting
from the exe ution of the a tion. So, just these predi ates
an provide an utility for the agent; the predi ate may affe t the utility of the resulting state in a positive or negative
way; in parti ular, negative utilities are used for representing the osts of exe uting the a tion in terms of time and
resour e onsumption.
A tA;

A tV;

A tP;

P ro ;

A tE

f

are the agent beliefs ( on erning also the beliefs
about the possible normative agents);



IB



G



is the set of private goals of ;
C

is the utility fun tion of (a fun tion from states
to real numbers); it is used to evaluate the out omes
of 's a tions. applies to states expressed as sets of
ground predi ates (impli itly onjoined). It embodies
a de nition of the basi desirability degrees of ea h
predi ate and a ombination fun tion used to obtain
the overall evaluation of the state.
f

C

C



f

f

is a set of tuples representing the obligations known
by of whi h he is the bearer (see next Se tion).6
L

C

is the set of plan re ipes whi h knows. The plan
re ipes are de ned below.



KP



}

C

is a planner able to sele t the plans that may be possibly be exe uted by an agent (the agent's andidate
plans) in any situation.

is a rather standard set of plan re ipes (see, for example, [10℄). However, in order to simplify the evaluation of
the foreseen utility of a plan, we have assumed that ea h
plan built out of the re ipes is a two-level plan. At the
rst level, there are omplex a tions, whi h involve a deomposition into simple a tions (whi h appear at the se ond7
level). The simple a tions annot be de omposed further.
So,
is a pair
,
.
is a set of Complex A tion s hemata, ea h of whi h is a 5-tuple CA tS h =
f
g,8 where:

In the following, we introdu e situated agents. An agent,
as de ned above, in ludes general beliefs about the world,
about what is good in it, and about what an be done in
it. Now, what is needed is knowledge about the parti ular
ontext where the agent has to move in a spe i situation.
A situated agent SA is a 5-tuple = f
g
where:
SA




KP

KP

< CA t

BA t >



A tA are the A tion Arguments,



A tV are the A tion lo al Variables,



A tP are the A tion Pre onditions,



A tB is the A tion Body, i.e. is a sequen e of elements



2



BA t.

A tE are the A tion E e ts: they are onditioned to
the pre onditions A tP, so that di erent out omes (with

di erent probabilities) may derive from the exe ution
of the a tion in di erent situations (a detailed de nition of a tion s hemata appears in [4℄).
6
For the sake of brevity, here we limit ourselves to one normative agent.
7
A tually, a plan may be omposed of a single simple a tion.
8
In this paper, we do not onsider the possibility of an abstra tion hierar hy among a tions. But see [2℄.

is an agent, i.e. a tuple f
g, as
de ned above,
is a set of beliefs about the urrent situation (i.e., a
state),
is a set of Current Goals, i.e. predi ates to be possibly made true via an a tion exe utable in the urrent
situation,
is the set of andidate plans produ ed by the planner in the situation (that is, is a set of potential
intentions in the sense of [24℄),
is the Current Intention to exe ute a plan (a newly
planned plan or the remaining part of the previous
part).
A

I B; G; f; L; K P; }

S

CG

CP

}

CA t

A tA; A tV; A tP; A tB; A tE

BAi





A; S; C G; C P; C I

S

CP

CI

We do not aim at providing a formal spe i ation of an
intention, but it may be observed that one of its main properties (a ording to [16℄), i.e. the
of intentions,
is a hieved from a omputational point of view by making
take always into a ount the urrent intention (i.e. the previously hosen plan). In fa t, ontinuously tries to expand
or update the urrent plan, unless new information makes
it believe that the intended goal has already been a hieved,
or it is not worth being a hieved any more. Noti e that the
presen e of utilities an lead to believe that a di erent (totally new) plan an enable the agent to rea h higher utility.
So, the previous plan is dis arded.
persisten y

}

}

}

Sin e the planning framework has been des ribed elsewhere
([5℄, [4℄), in this paper we fo us on the riteria for the sele tion of the a tions to exe ute in the urrent situation. In
the same way we do not present here the agent ar hite ture
for the rea tive exe ution of plans des ribed in those papers.
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In [5℄, a hierar hi al de ision theoreti planner is employed
whi h is inspired to [25℄.9 In [7℄ we des ribe how the planner
deals with obligations.



is an a tion ( alled san tion) whi h will presumably bring about in ase he dete ts a violation of the
obligation.
R

N

The planner takes as input goals onsisting in states or a tions: in ase the goal is a state, it is onsidered as a state
to be a hieved, so that must nd all a tions whi h an
ontribute to a hieving the state; in ase the goal is an a tion, assumes that it is a omplex a tion whi h needs to
be exe uted, so that its (easier) task is to nd all possible
de ompositions of (i.e. ways to arry out) the task. The
latter a tivity is alled
of the a tion.

The ontent of the obligation , , is not ne essarily a state
(e.g., \the font of the submitted paper should be ourier"),
but it an be also an a tion where is the agent (e.g., \the
author should send a signed opyright form") or not (e.g.,
\your hildren should go to s hool"). Finally, it an be the
pres ription of not exe uting an a tion: \you should not
send the submitted paper to other onferen es".

In ase no obligations exist ( is empty), the set
is produ ed by starting from the initial state , and inspe ting
the to nd all the re ipes of a tions whi h have as among
their e e ts a predi ate in and the re ipes whi h refer to
(expand) an a tion in . Then, on the basis of , the possible alternatives are examined and the best one ( ), whi h
be omes the urrent intention of the agent, is hosen.
The best plan is the one whi h maximizes the expe ted utility:

It must be observed that in our multi-agent framework the
behavior of the partners of an agent is in uen ed by the
a tions of , just insofar the e e ts of his a tions an be noti ed by the partners. In other words, any a tion an have
a side-e e t on the partners' behavior just in ase they are
able to dete t that something relevant for them has happened. This means that when arries out his `lookahead'
he must start not from ( ) (the resulting state how sees
it), but from ( ), i.e. from the state that (a ording
to 's knowledge) his partners will see.

}

}

ref inement

L

CP

}

S

KP

CG

CG

f

P

P

=

i

( ( ))

M axfP 2CP g f Pi S

Pi S

S

In [5℄, we have shown that in a multi-agent ontext, it is
not suÆ ient to take into a ount the resulting state ( ),
but it is also ne essary to onsider the possible subsequent
behavior of the other agents starting from ( ). For instan e, in a ooperative setting, it may happen that a state
very positive for the agent endanger the a tivity of the partners, so that the overall (group) goal is harder to a hieve.
Our solution has been to base the evaluation not on ( ),
but on the states a hievable from the partners starting from
( ) (a kind of one-level lookahead in the spirit of min-max
sear h).
Pi S

Pi S

Pi S

Pi S

In the next Se tion, we aim at showing that the same approa h an be adopted to handle obligations, where the
, in this ase, is not a generi member of a group,
but he is the agent in harge of he king that obligations are
respe ted.
partner

3.2 Formal Definition of Obligations

In the omponent of an agent, an obligation
sented as a 4-tuple f
g where:
L

is repre-

O; B; N; R

is the ontent of the obligation, i.e., the state or
a tion goal whi h wants to be adopted by ,

is an agent who is alled the bearer of the obligation,

is an agent alled the normative agent,
9
In [5℄, the planner prunes suboptimal plans during the renement of non-primitive plans: therefore, the number of
plans onsidered in
is smaller than the set of possible
primitive plans for a hieving the set of goals.


O

N

B

N

CP

C

C

C

C

P S

P S

C

0

S

B

0

C

This is parti ularly relevant in the ase of obligations. In
fa t, the
ounterparty of an agent who is the bearer
of an obligation annot be assumed to be ome immediately
a quainted with the (possible) violation of the obligation.
A ording to 's knowledge, there is some probability that
this happens: in fa t is assumed to know that has some
a tions available to he k the ful llment of , that these
a tions may fail, and that just in ase of their su ess,
will onsider (not ne essarily de ide) to apply the san tion.
N

where ( ) is the state resulting from the exe ution of the
plan in the state .
Pi

O

C

C

C

N

O

N

Finally, any agent knows that any a tion may fail; also the
a tion of applying the san tion may fail. So, even if the
violation has been dete ted, and has de ided to apply
the san tion (whi h he may not, in ase the ost of applying
it is greater than the gained utility), the san tioning a tion
may fail. must (or, at least, we laim that rational agents
do) weigh all of these possibilities when he hooses the best
way of a ting.
N

C

3.3 The Behavior of the Normative Agent

In general, the san tion is an a tion of the normative agent
(e.g. he k out the driver li ense of the violator of a norm),
but it an also involve an a tion to be exe uted by the bearer.
For instan e, the san tion ould be:
`Request(N,C,Pay(C,Money,State))'
It is up to the normative agent, however, to issue the request, i.e. to ommuni ate to C the ontent of the request.
Noti e also that the (su esful) exe ution of a request in a
formal ontext has the e e t to make true another obligation
(\you must pay the sum of money to the state"). Therefore,
the san tioning of a violation results in the fa t that a new
obligation arises, whi h is treated again in the same way in
the ourse of 's reasoning.
C

A ording to the model outlined above, the bearer should
foresee the possible rea tions of . As we have seen, there
must o ur some sensing a tion enabling to dete t the viC

N

N
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olation. If assumes that this a tion su eeded, and so that
knows that a violation o urred, he must try to imagine
whi h a tion will do next. Although the san tioning a tion is a possibility, should take into a ount that has
to balan e it against other alternatives. So, must reason
about the motivations of for exe uting the san tion.
C

N

N

C

N

C

N

As for any other a tion, there are two fa tors that ontribute
to a tion hoi e.
First, sin e is an agent, his model in ludes a utility fun tion. So, if the predi ates appearing in the e e ts of the
san tion have a positive desirability degree for , then
an sele t the san tion as his preferred a tion. This would
mean that an gain
an advantage if the violation of the
norm is san tioned.10
N

N

N

N

But it is also possible that the san tion does not provide
with any personal utility. For instan e, there is no utility
for a poli eman to san tion the breaking of a norm. In this
ase, the exe ution of by may be due to the existen e of
another norm, where the poli eman a ts as and the lo al
administration a ts as . In other words, it is a duty of
the poli eman to san tion a driver who parked outside the
allowed areas: this is a duty established by the administration for whi h the poli eman works and a san tion should
be applied to the poli eman in ase he does not respe t the
norm.
N

R

N

C

N

The need of having some knowledge about the normative
agent's utility fun tion and goals is a strong requirement.
However, some defaults an be applied. So that a set of
de nitions for the `standard poli eman', or the `standard
program ommittee' an be used. But in some ases, more
detailed user models an be available as the `poli eman I
meet everyday in front of my oÆ e', or the `program ommittee of a prestigious workshop'.

urrent intentions , but also a di erent alternative
whi h onsists in the union of
[
together with the
goal(s) of the obligation(s) in .11

If (the set of obligations) is not empty, then the planning
phase and the sele tion pro ess of the best alternative must
be modi ed for two reasons:
L



besides the built-in goals of the agent, there are other
goals that must be examined (even if not ne essarily
satis ed): should examine whether to satisfy the
omponent in the obligations in (for the sake of
brevity, only one obligation will be assumed in the following).
the agent knows that the world resulting after his a tion is then modi ed by the rea tion of the normative
agent: the expe ted utility must be evaluated after the
rea tion (if there is one).
C

O



L

The rst modi ation is that the planning phase must be
given as input not only the goals in
together with the
10
The advantage gained by san tioning should be justi ed
by a more sophisti ated form of reasoning: the normative
agent has posed the norm for a hieving a state, e.g., that
the taxes are paid by everyone; su h a state is useful for her
or for the ommunity: the respe t of the norm provides an
indire t utility sin e it is a means for a hieving the desired
state.
CG

CG

CG

O

CI

L

As we said in Se tion 3.1, the planner takes in input both
state and a tion goals. The di eren e is that in ase of stategoals, the a tions whi h an a hieve the goal are sele ted
and passed as the real input of the planner; on the other
hand, in ase of a tion goals, these are added dire tly to
the plans identi ed for satisfying the goals in . Instead,
in ase of negations of a tions, we have hosen a di erent
strategy: if an a tion whi h is forbidden by the obligation is
inserted in a plan (while planning how to a hieve goals from
) during the planning phase it is an eled from the plan,
leaving a possibly in omplete plan whose (in)utility will be
omputed at the end of the planning pro ess (remember that
the elimination of steps o urs only in the plans deriving
from
, so that a opy of the omplete plan is examined
by the planner anyway).
CG

0

CG

0

CG

The resulting
a solution for

CP
CG

will be the union of the results of planning
and then
.
0

CG

The se ond modi ation on erns the sele tion of the plan
to be exe uted among the in . It is not suÆ ient
to onsider the utility of the resulting state ( ) sin e the
rea tion of the normative agent must be simulated rst.
P

CP

P S

N

is modeled as an agent f
g,
the san tioning pro edure of in is a goal of in
(together with other goals known by ), is the (presumed)
utility fun tion, may be empty. may have the same
knowledge
about plans as or not.
0

N

0

IB ;

0

G ;

R

0

0

L ;

KP ;
N

}

0

G

f

N

0

KP

0

f ;

L

C

O

C

is situated by reating f
g. Given
, the initial state from 's point of view (a ording to 's
beliefs ): the set of intentions
must be reated by
(in 's simulation) by planning how to a hieve the goals
not from state , but from the state whi h follows the
exe ution of ea h plan in the set of andidate plans .
We will all the state on erning what believes about
a state ( ): only the e e ts of the plan whi h a e t 's
beliefs (a ording to the de nition of in the knowledge
base ) are onsidered. State is reated by propagating from those propositions
whi h are not a e ted (in 's
beliefs) by the plan .12
N

S

3.4 The Deliberate Normative Agent Model

0

CI

N; S

0

00

0

0

; CG ; CP ; CI

0

N

C

S

CI

0

N

0

C

G

S

0

00

SP

P

CP

00

SP

N

P S

P

N

P

00

KP

S

SP

0

N

P

Therefore, for ea h plan in the set of andidate plans ,
given
the
situated
agent
ff ,
, , ,
g
g, the set
of urrent intentions
is produ ed by means of the planner , with inputs and
(the set of urrent goals).
P

00

SP

0

G

f

0

L

0

KP ;

CI

00

}

SP

CP

} ;

S

00

;

0

CG ;

0

CP ;

CI

0

0

0

CG

The union of with the set of the powerset of the in
in
the general ase.
12
Note that we assume that and have the same knowledge about the very initial situation. This is learly a simpli ation sin e the topi of belief revision in a multi-agent
setting is not the fo us of the arti le. For a more sophisti ated framework for reasoning about other agents' belief
hange see [26℄.
11

G

O

C

N

L
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By applying the formula:

san tioning ; is in luded in the
of .14 In turn,
is modeled as an agent where in ludes the obligation 2 .
The normative agent of is the administration, and is
would be a suitable a tion of the administration for
1;
he king the poli eman and san tioning him.
C

R

KP

L

0

N

N

0

N

CI

=

0

best

PP

=

P

P

M axfP 0 2CP 0 g f

0

( ( ))
0

R

00

PP SP

the rea tion of in ea h situation ( ) is omputed:
( ( )) will be the real out ome of plan of , that is,
the state ontaining the possible san tion for his behavior
(re all that the di erent s in the set of andidate plans
are plans whi h may or may not ful ll the obligation of
together with a hieving his own goals).
As we said in Se tion 3.1, will sele t a plan for san tioning only if it is rational for him to do so ( has a
greater utility for him than other options).
N

best

PP

P S

P S

P

C

P

CP

C

N

P

C

P

will sele t the plan
su h that:
C

P

best

=

P

best

in the set of andidate plans
(

best

M axfP 2CP g f PP

CP

( ( )))
P S

where
is the plan sele ted by when exe utes
(note that the plan is exe uted from state instead of
, sin e is 's point of view).
best

PP

N

C

P

00

SP

S

P

S

C

A further modi ation is needed when a tions may have
non-deterministi out omes. In this ase, ( ) is a set of
states with asso iated probabilities.
When plans her rea tion, she will be in a spe i state
of ( ) (sin e will have already exe uted the a tion he
hose). Therefore, has to simulate 's rea tion in ea h
of these states. In this situation,
will be a set of
(state, probability, plan) tuples (the probability is the one
of the state in ( ) from whi h the asso iated plan has
been planned); the above formula must be modi ed in:13
P S

N

P S

C

C

N

best

PP

P S

P

best

=

X

M axfP 2CP g

i

(S

;p;P

N ) PPbest

p

 f (P N (Si ))

2

Note that the des ribed framework does not model the fa t
that , as the modeled agent does, may examine the
future rea tions of other agents. It is possible to extend
the theoreti model and the orresponding implementation
by allowing a further level of re ursion ( onsiders that
onsiders the subsequent rea tion of or some other agent).
But, as noti ed also by [22℄, re ursion must be blo ked somewhere sin e the resour es of the planning agent are limited.
A possible appli ation of a further level of re ursion is the
modeling of nested obligations.
As an example, take the obligation of a poli eman dis ussed
in Se tion 3.
N

C

C

N

C

That situation would be modeled by means of an obligation
is the poli eman;
1 , where the bearer is our agent and
would be not to park and the a tion of he king and
13
For the details of the planning algorithm see [4℄.
N

O

R

O

0

0

4. WHY TO FULFILL AN OBLIGATION

The bearer of an obligation has to de ide whether to (try
to) ful ll the obligation: that is, he has to de ide whether
it is worth adopting a plan in
whi h derives from the
planning of the goals [ [ fOg. As des ribed above, he
will sele t
a ording to the utility of the state following the rea tion of the partner; in this way, no dire t utility
is (in general) a hieved from the ful llment of the obligation (rather, he would get just osts), but a state where
the obligation is ful lled may have a greater utility for the
agent, due to the san tion e e t. Therefore, he will possibly
hoose the plan whi h also in ludes the ful llment obligation. This de ision, however, is a trade o between the ost
(in terms of time or resour es onsumed) of doing something
for a hieving the obligation (plus the ost of postponing his
own goals), and the e e t of the rea tion of the normative
agent.
CP

G

P

CI

best

The trade o of osts and san tions is only one of the fa tors
whi h an lead an agent not to do anything for the obligation. As appears in the de nition, the normative agent has
to he k whether the obligation has been ful lled before applying the san tion. But, he king the ful llment and applying the san tion have a ost for her, so she may de ide
not to do anything.15 Finally, the a tion of he king the
ful llment may fail with a ertain probability. In this ase,
the de rease in the nal utility due to the san tion must
be weighed a ording of the probability of su ess of the
normative agent (if she fails to dis over the violations, she
annot apply the san tion).
The last observation opens the way to a di erent possible
way for avoiding the san tion while not respe ting the obligation: the bearer of the obligation may do something for
misleading the normative agent in his task of he king the
ful llment of the obligation or for making the san tion impossible to be applied.
In other words, the bearer an make the normative agent
believe that he has ful lled the obligation or that he is
not liable.
As noti ed by [12℄ it is not suÆ ient that an obligation is
ful lled only in a subje tive manner (as, e.g., [21℄ proposes).
That is, the satisfa tion of an obligation is not de ned in
terms of what believes. He noti es, in fa t, that the
normative agent ould dis over the violation later or a third
party may be aware of the violation.
In fa t, in our agent model, the a knowledgement that an
obligation is ful lled depends on the the beliefs of that
spe ify whether it is ful lled in the real world (a ording to
's belief spa e) and in the beliefs of the normative agent .
14
In this situation, the defender of the obligation is di erent
from
the sovereign who issued it, in [17℄'s terminology.
15
For a publi administration, he king s al evasion has
sometimes a ost whi h does not over the returns gained
from the payment of monetary san tions.
C

N

N

C

C

N
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So it is possible that believes that has not been ful lled,
and, at the same time, that he believes that does not (or
will not or annot) realize that fa t, or, vi eversa, that he
believes that has in fa t been ful lled but that ould
fail to realize that. Finally, may believe that he ful lled
the obligation, while it is not a tually the ase.
C

O

N

O

N

C

Our de nition does not give su h a subje tive notion of satisfa tion: we are just pointing out that an agent has this
opportunity if there is no third party or the normative agent
has no other way of subsequently he king the ful llment.
Symmetri ally, if is not aware that the obligation has been
ful lled, she may apply the san tion anyway; therefore, the
bearer, besides ful lling the obligation (from the obje tive
point of view), has to make the normative agent aware of
this fa t.
N

For what on erns the rst issue, assume that, in the example of Se tion 2, the SmartAgents2000 PC agent has only
one way for he king the obligations of authors: she sends
the title of the submitted papers to other onferen es and
re eives a response from them. The mali ious author may
have a plan for submitting arti les whi h ensures that ea h
submission has a slightly di erent title. In this way, he will
not be san tioned sin e the PC agent will fail (perhaps with
a ertain probability) to dete t the multiple submission.16

obligations must be distinguished from other propositional
attitudes as goals and intentions. If the only possible deviation were of kind 1 an obligation would be similar to an
intention (as happens, e.g., in [20℄). Se ond, as [27℄ noti es,
there ould be ases of \wrong" obligations whi h the agent
designer would like to avoid [9℄.
But, most importantly, possible deviations should be analysed in order to let agents reason about the behavior of other
agents (and human users), whi h are not ne essarily built to
respe t obligations. In parti ular, in some domains, agents
must be able to judge whether the other ones are trusted
and maintain obligations on erning se urity and priva y
(see [15℄).
If agents who respe t (if they an) obligations are needed,
there are some ways to enfor e the ful llment of norms:




In summary, there are various motivations for an agent to
de ide not to ful ll an obligation :
1. The agent has adopted the obligation but he annot
do anything for it (i.e., he has no feasible plan in ).
2. The possible plans whi h in lude some a tions for fullling a hieve a lower utility than some other plan
(due to the ost of ful lling the obligation). In parti ular, this may happen if some of the a tions do not
ensure that the normative agent be omes aware of the
ful llment so that she will probably apply the san tion anyway (de reasing furthermore the utility of the
plan).
3. There is some plan whi h does not ful ll the obligation but whi h indu es the normative agent to believe
otherwise.
4. There is some plan whi h does not ful ll the obligation
but whi h make the san tion impossible to be applied.
5. The bearer of the obligation an bribe the normative
agent so that he does not apply the san tion.



KB

Obligations have been dis ussed in the eld of multi-agent
systems mostly in order to build agents whi h respe t a ertain behavior. Hen e, the analysis of the possible deviations
from the norm seems at rst sight misleading. Instead, there
are a number of reasons for the present work. First of all,
16
A further interesting problem to analyse is how to devise
these misleading plans: note that they an be built only by
in luding in the de nition of norms the knowledge about
how the normative agent arries out he king.

The ontent of a ertain obligation an o ur also as
a preferen e of the agent: in this way, when adopted, it
be omes similar to an intention (reinfor ed by the possible san tion): the agent dire tly a hieves an utility
from the satisfa tion of the obliged state (the ontent
of the obligation is a value for the agent.)
The agent may have the preferen e not to mislead the
normative agent: the former agent does not do anything to indu e false beliefs in the normative agent,
e.g., that the obligation is ful lled when it is not the
ase.
In this way, the agent does not exploit the possibility
des ribed at point 3 and 4 above.
The agent has some so ial goal whi h makes him not
prefer situations where he is liable (for example beause he does not want that other agents de rease the
trust they have on him).

5. DISCUSSION

For what on erns the lassi ation of norm-abiding systems
proposed in [17℄, our framework is lassi able as with builtin obligations. In fa t:









reliability: the agent is not as reliable as in a model

where norms are treated as onstraints, but the goals
deriving from norms are more persistent than standard
ones, sin e the san tion is omputed in the evaluation
of the agent's utility. On the other hand, the autonomy
of the agent is in reased.
learning: due to the de larative representation of norms,
they an be a quired and dis harged while the system
is on-line.
novelty: both pres riptions and prohibitions may be
the ontent of norms.
repair: sin e norms are treated as any other goals,
they are subje t to the standard (rea tive) planning
pro ess.
so ial ontrol: that is, the bearer agents should be interested on the monitoring of the respe t of the norms
they follow; The ability of reasoning about what other
agents do is a ne essary pre ondition for enabling soial ontrol.
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As we show in [6℄, in our model obligations an arise even if
not expli itly stated, but as a result of ommon knowledge
and so ial goals. In that work, obligations arise as a result
of spee h a ts as requests and questions in non- ooperative
ontexts. In order not to o end the requester (a so ial goal),
the requestee is led to adopt the requested goal if it is easy to
a omplish (say, showing understanding or telling the time).
Spee h a ts are modeled as having the standard illo utionary e e t (e.g., making mutually believed believed the illo utive purpose) in both ooperative and non- ooperative
situations. The illo utionary e e ts of spee h a ts make mutually known between the speaker and the addressee
that wants to be adopted by (e.g., = Inform( , ,
)). Moreover, it is mutually known that refusing `simple' requests may be o ensive for the requester: the o ense
of the requester plays the role of the san tion if has the
so ial goal not to o end anyone (i.e., he prefers states where
is not o ended, other things being equal). Moreover, the
o ended agent may express publi protest and re eive the
support and onsent of the ommunity. The san tion ,
from 's point of view orresponds to the a tion of interpreting and evaluating negatively the reply of . [29℄ show
how the interpretation pro ess an a e t not only the beliefs
but also the attitudes of speakers.
Re all that, as stated in Se tion 3.4, the bearer of the obligation ompares both the plans whi h do something for the
requester and those where he goes on with his a tivity without hanging his behavior. Therefore, after a request the addressee ompares the result of replying to the partner with
the result of ignoring him.
A

A

G

B

B

G

B

A

time

B

A

R

A

agents de ide or not to ful ll an obligation. In our work,
this in ludes reasoning about the appli ation of san tions
and, also, about how to avoid them.
While deonti logi has devoted attention to the possibility of violating norms, less attention has been addressed to
the role of san tions, even if in one of the rst works about
obligations, [1℄, they are redu ed to the alethi modality of
ne essity via the idea of the o urren e of a san tion :17
s

Op

Moreover, one of the main goals of agent theories is to model
why agents follow or violate norms and when it is rational
to do so; in deonti logi terms, we do not want the axiom (  , whi h holds for the ne essity and knowledge
operators).
T

Op

Norms, in other words, are but a spe ial ase
of a general so ial law: in order for autonomous
agents to a ept others' requests (in luding normative ones) they ought to nd some onvenien e
for doing so. That su h a onvenien e oin ides
or not with the request's reasons and obje tives
is irrelevant.
6.

RELATED WORK

Sin e [33℄ deonti logi has been proposed as a formalism for
reasoning about obligations, normative on epts and what
\should be" (or happen) in the world. The main assumption
in most proposals is that the verbs as \ought", \should" an
be modeled in the same way as other modalities as ne essity
or belief by means of a possible world framework. Modals
operators as have been introdu ed in order to express
formulas as whi h are true in a world if the proposition
is true in a world in all the `ideal' (possible) worlds whi h
are a essible from . The ideal worlds represent how the
reality should be a ording to some normative system or
preferen es.
O

Op

w

p

w

However, the aim of deonti logi is di erent from the way
obligations are used in agent theories: the main goal of the
former is to examine how obligations follow from ea h other
and whi h are the paradoxes of deonti reasoning (see [32℄).
In ontrast, agent theories aim more at examining the relationship between intentions and obligations, i.e. how the

p

In re ent works on deonti logi , the importan e of taking
into a ount san tions has been expli itly re ognized:

B

The stri t relation between respe ting obligations and other
behaviors like ful lling requests has been highlighted by [17℄:

 N EC (:p  s)

The threat of punishment might be taken into
a ount when the agent designer onsiders building into his agent the apability of adhering [to
obligations℄. [ ℄ When a rule is violated, and
the violation is dete ted, a san tioning a t (or an
a t of re overy) is e e tuated.18
:::

In [19℄, deonti logi is applied in an agent framework for
dealing with norms and onventions. This work expli itly
models san tions onsequent to violations and relates the
ful llment of obligations to preferen es.
Moreover, re ent works as [11℄ have addressed interesting
issues in a deonti logi framework as the management of
norms in ase of olle tive agen y.
For what on erns agent theories, the notion of obligation
has been exploited for the goal of dire ting the behavior
of agents; as an example, in [30℄ (as well as in similar approa hes) there is a di erent view of obligations, as [27℄ has
noti ed: in [30℄ obligations are used for regimenting agents,
that is, for assuring that they will behave in a ertain way.
Be ause of this goal, the a tions of the agent repertoire are
onstrained by the norms and the axiom T is adopted for
modeling obligations, and obligations are onstrained to be
onsistent. In a similar way, [8℄ proposes to onstrain the
evaluation module for enfor ing norms.
On the ontrary, our approa h leans towards another view
of obligations whi h is inspired to [18℄, where obligations
an be violated, normative agents an be de eived in order
to avoid san tions, and the ful llment is motivated by some
instrumental relation with some goal or preferen e. The
main di eren e with [18℄ is in the role given to the re ursive
modeling of the normative agent, a di eren e whi h is more
apparent in [14℄ where an implementation with the DESIRE
agent ar hite ture is proposed. In our work too, obligations
17
should be better de ned as liability sin e a san tion does
not ne essarily o urs, as noti ed by [34℄.
18
[27℄, p. 163.
s
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lead to goal adoption; but here, those goals be omes intentions only after the evaluation of the e e ts of the agent's
alternatives, obtained via the re ursive modeling of the rea tion of the normative agent.
On the other hand, with respe t to [18℄ we do not onsider
here the problem of a epting a norm as su h.
7.

CONCLUSION

Our proposal onstitutes a step forward in the understanding of deonti reasoning in that we in lude in the de ision
pro ess the predi tion of the normative agent's autonomous
behavior. This is the basis not only for dis overing when it
does not worth to ful ll an obligation, but also for enabling
agents to reason about how to de eive the normative agent.
Predi ting the possible failures and de eits of obligations is
fundamental for building agent ommunities regulated by
norms.
Finally, we used the reasoning pro ess involving the predi tion of the behavior of other agents for modeling ooperation
among agents ([5℄) and for modeling dialog ([6℄); this form
of reasoning is be oming a widespread methodology in the
multi-agent eld, as works like [22℄ witness.
In [7℄, the details and limitations of the planning pro ess underlying this framework are dis ussed, while the phenomenon
of de eits for avoiding the ful llment of obligation is the
topi of the ongoing work.
8.
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Abstract. In this paper we consider the dynamics of abstract argumentation in
Baroni and Giacomin’s framework for the evaluation of extension based argumentation semantics. Following Baroni and Giacomin, we do not consider individual approaches, but we define general principles or postulates that individual
approaches may satisfy. In particular, we define abstraction principles for the attack relation, and for the arguments in the framework. We illustrate the principles
on the grounded extension. In this paper we consider only principles for the single
extension case, and leave the multiple extension case to further research.

1 Introduction
Argumentation is a suitable framework for modeling interaction among agents. Dung
introduced a framework for abstract argumentation with various kinds of so-called semantics. Baroni and Giacomin introduced a more general framework to study general
principles of sets of semantics [1]. This is a very promising approach, since due to the
increase of different semantics we need abstract principles to study the proposals, compare them, and select them for applications. So far Dung’s argumentation framework
has been mainly considered as static, in the sense that the argumentation framework is
fixed. The dynamics of argumentation framework has attracted a recent interest where
the problem of revising an argumentation framework has been addressed [5,7]. In this
paper, we address complementary problems and study how the semantics of an argumentation framework remains unchanged when we change the set of arguments or the
attack relations between them. In particular, we consider the case in which arguments or
attack relations are removed, for example when agents retract arguments in a dialogue.
More precisely, we address the following questions:
1. Which principles can be defined for abstracting (i.e., removing) an attack relation?
2. Which principles can be defined for abstracting (i.e., removing) an argument?
3. Which of these principles are satisfied by the grounded semantics?
We use the general framework of Baroni and Giacomin for arbitrary argumentation
semantics, but we consider only semantics that give precisely one extension, like the
C. Sossai and G. Chemello (Eds.): ECSQARU 2009, LNAI 5590, pp. 107–118, 2009.
c Springer-Verlag Berlin Heidelberg 2009
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grounded extension or the skeptical preferred semantics. Baroni and Giacomin [1] define the so-called directionality and resolution principles, which may be considered as
argument and attack abstraction principles respectively. However, whereas directionality only considers abstraction from disconnected arguments, we also consider abstraction from arguments which are connected. To define the principles, we use Caminada’s
distinction between accepted, rejected and undecided arguments [4]. We find some
results for the most popular semantics used in argumentation, namely the grounded
extension.
In this paper we consider only principles for the single extension case, and leave the
multiple extension case to further research. Moreover, we consider only abstractions
which differ only one attack or one argument.
The layout of this paper is as follows. In Section 2 we give a recall of Dung’s argumentation framework, the framework of Baroni and Giacomin, Caminada labeling,
and we introduce the notion of abstraction. In Section 3 we consider the abstraction of
attack relations and in Section 4 we consider the abstraction of arguments.

2 Formal Framework for Abstraction Principles
2.1 Dung’s Argumentation Framework
Argumentation is a reasoning model based on constructing arguments, determining
potential conflicts between arguments and determining acceptable arguments. Dung’s
framework [6] is based on a binary attack relation. In Dung’s framework, an argument
is an abstract entity whose role is determined only by its relation to other arguments.
Its structure and its origin are not known. We restrict ourselves to finite argumentation
frameworks, i.e., those frameworks in which the set of arguments is finite.
Definition 1 (Argumentation framework). An argumentation framework is a tuple
B, → where B is a finite set (of arguments) and → is a binary (attack) relation defined
on B × B.
The output of B, → is derived from the set of selected acceptable arguments, called
extensions, with respect to some acceptability semantics. We need the following definitions before we recall the most widely used acceptability semantics of arguments given
in the literature.
Definition 2. Let B, → be an argumentation framework. Let S ⊆ B.
– S defends a if ∀b ∈ B such that b → a, ∃c ∈ S such that c → b.
– S ⊆ B is conflict-free if and only if there are no a, b ∈ S such that a → b.
The following definition summarizes the well-known acceptability semantics.
Definition 3 (Acceptability semantics). Let AF = B, → be an argumentation
framework. Let S ⊆ B.
– S is an admissible extension if and only if it is conflict-free and defends all its
elements.
– S is a complete extension if and only if it is conflict-free and S = {a | S defends a}.
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– S is a grounded extension of AF if and only if S is the smallest (for set inclusion)
complete extension of AF .
– S is a preferred extension of AF if and only if S is maximal (for set inclusion)
among admissible extensions of AF .
– S is the skeptical preferred extension of AF if and only if S is the intersection of
all preferred extensions of AF .
– S is a stable extension of AF if and only if S is conflict-free and attacks all arguments of B\S.
Which semantics is most appropriate in which circumstances depends on the application domain of the argumentation theory. The grounded extension is the most basic one,
in the sense that its conclusions are not controversial, each argumentation framework
has a grounded extension (it may be the empty set), and this extension is unique. The
grounded extension therefore plays an important role in the remainder of this paper.
The preferred semantics is more credulous than the grounded extension. There always
exists at least one preferred extension but it does not have to be unique. Stable extensions have an intuitive appeal, but their drawbacks are that extensions do not have to be
unique and do not have to exist. Stable extensions are used, for example, in answer set
programming, where it makes sense that some programs do not have a solution.
2.2 Baroni and Giacomin’s Framework
In this paper we use the recently introduced formal framework for argumentation of
Baroni and Giacomin [1]. They assume that the set B represents the set of arguments
produced by a reasoner at a given instant of time, and they therefore assume that B
is finite, independently of the fact that the underlying mechanism of argument generation admits the existence of infinite sets of arguments. Like in Dung’s original framework, they consider an argumentation framework as a pair B, → where B is a set and
→⊆ (B × B) is a binary relation on B, called the attack relation. In the following it will
be useful to explicitly refer to the set of all arguments which can be generated, which
we call N for the universe of arguments.
The generalization of Baroni and Giacomin is based on a function E that maps an argumentation framework B, → to its set of extensions, i.e., to a set of sets of arguments.
However, this function is not formally defined. To be precise, they say: “An extensionbased argumentation semantics is defined by specifying the criteria for deriving, for a
generic argumentation framework, a set of extensions, where each extension represents
a set of arguments considered to be acceptable together. Given a generic argumentation
semantics S, the set of extensions prescribed by S for a given argumentation framework AF is denoted as ES (AF ).” The following definition captures the above informal
meaning of the function E. Since Baroni and Giacomin do not give a name to the function E, and it maps argumentation frameworks to the set of accepted arguments, we call
E the acceptance function.
Definition 4. Let N be the universe of arguments. A multiple extensions acceptance
N
function E : N × 2N ×N → 22 is
1. a partial function which is defined for each argumentation framework B, → with
finite B ⊆ N and →⊆ B × B, and

846

110

G. Boella, S. Kaci, and L. van der Torre

2. which maps an argumentation framework B, → to sets of subsets of B:
E(B, →) ⊆ 2B .
The generality of the framework of Baroni and Giacomin follows from the fact that
they have to define various principles which are built-in in Dung’s framework. For example, Baroni and Giacomin identify the following two fundamental principles underlying the definition of extension-based semantics in Dung’s framework, the language
independent principle and the conflict free principle (see [1] for a discussion on these
principles). In the following, we assume that these two principles are satisfied.
Definition 5 (Language independence). Two argumentation frameworks AF 1 =
B1 , →1  and AF 2 = B2 , →2  are isomorphic if and only if there is a bijective
mapping m : B1 → B2 , such that (α, β) ∈→1 if and only if (m(α), m(β)) ∈→2 . This
.
is denoted as AF 1 =m AF 2 .
A semantics S satisfies the language independence principle if and only if
.
∀AF1 = B1 , →1 , ∀AF2 = B2 , →2  such that AF1 =m AF2 we have ES (AF2 ) =
{M (E) | E ∈ ES (AF1 ))}, where M (E) = {β ∈ B2 | ∃α ∈ E, β = m(α)}.
Definition 6 (Conflict free). Given an argumentation framework AF = B, →, a set
S ⊆ B is conflict free, denoted as cf (S), iff a, b ∈ S such that a → b. A semantics S
satisfies the conflict free principle if and only if ∀AF, ∀E ∈ ES (AF ), E is conflict free.
2.3 The Single Extension Case
In this paper we consider only the case in which the semantics of an argumentation
framework contains precisely one extension. Examples are the grounded and the skeptical preferred extension.
Definition 7. Let N be the universe of arguments. A single extension acceptance function A : N × 2N ×N → 2N is
1. a total function which is defined for each argumentation framework B, → with
finite B ⊆ N and →⊆ B × B, and
2. which maps an argumentation framework B, → to a subset of B: A(B, →) ⊆ B.
Principles of Baroni and Giacomin defined for multiple acceptance functions such as
directionality and conflict free are defined also for the single extension case, because
the set of all single extension acceptance functions is a subset of the set of all multiple
extensions acceptance functions. For example, a semantics S satisfies the conflict free
principle when the unique extension is conflict free: ∀AF, AS (AF ) is conflict free.
2.4 Abstraction
We now define abstraction relations between argumentation frameworks.
Definition 8 (Abstraction). Let B, R and B  , S be two argumentation frameworks.
– B, R is an argument abstraction from B  , S iff B ⊆ B  and ∀a, b ∈ B, aRb if
and only if aSb.

847

Dynamics in Argumentation with Single Extensions

111

– B, R is an attack abstraction from B  , S iff B = B  and R ⊆ S.
– B, R is an argument-attack abstraction from B  , S iff B ⊆ B  and R ⊆ S.
Baroni and Giacomin also introduce two principles which may be interpreted as argument abstraction or attack abstraction principles, the so-called directionality and resolution principles. Directionality says that unattacked sets are unaffected by the remaining
part of the argumentation framework as far as extensions are concerned (a principle
which, as they show, does not hold for stable semantics, but it does hold for most other
semantics). This may be seen as an argument abstraction principle, in the sense that
when we abstract away all arguments not affecting a part of the argumentation framework, then the extensions of this part of the framework are not affected either (see their
paper for the details).
2.5 Caminada Labeling
In the definition of principles in the following section, it is useful to distinguish between
rejected and undecided arguments. The following definition gives Caminada’s [4] translation from extensions to three valued labelling functions. Caminada uses this translation
only for complete extensions, such as the grounded extension, such that an argument is
accepted if and only if all its attackers are rejected, and an argument is rejected if and
only if it has at least one attacker that is accepted. We use it also for extensions which are
not complete, such as the skeptical preferred extension, such that Caminada’s labelling
principles may not hold in general. We assume only that extensions are conflict free,
i.e., an accepted argument cannot attack another accepted argument.
Definition 9 (Rejected and undecided arguments). Let A(AF ) be a conflict free
extension of an argumentation framework AF = B, →, then B is partitioned into
A(AF ), R(AF ) and U(AF ), where:
– A(AF ) is the set of accepted arguments,
– R(AF ) = {a ∈ B | ∃x ∈ A(AF ) : x → a} is the set of rejected arguments, and
– U(AF ) = B \ (A(AF ) ∪ R(AF )) is the set of undecided arguments.

3 Attack Abstraction Principles
In this section, we consider the situation where the set of arguments remains the same,
but the attack relation may shrink (abstraction). Our framework considers principles
where we remove a single attack relation a → b from an argumentation framework. We
distinguish whether arguments a and b are accepted, rejected or undecided.
Principle 1 (Attack abstraction). An acceptance function A satisfies the X Y attack
abstraction principle, where X , Y ∈ {A, R, U}, if for all argumentation frameworks
AF = B, →, ∀a ∈ X (AF )∀b ∈ Y(AF ) : A(B, → \{a → b}) = A(AF ).
We start with two useful lemmas. The first says that there cannot be an attack relation
from an accepted argument to another accepted or an undecided argument, denoted AA
and AU respectively.
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Lemma 1. Each semantics that satisfies the consistency principle (and thus each semantics defined by Dung) satisfies the following principle.
AA; AU: There is no attack from an accepted argument to an accepted or undecided
argument.
Proof (sketch). AA is a reformulation of the consistency principle. AU follows directly
from the notion of undecided in Definition 9.
The second lemma gives a new characterization of the distinction between grounded
and skeptical preferred semantics. It says that there cannot be an attack relation from
an undecided argument to an accepted argument, denoted UA. In other words, if an accepted argument is attacked, then its attacker is itself attacked by an accepted argument
and thus rejected.
Lemma 2. The grounded semantics satisfies the following principle, whereas the skeptical preferred semantics does not.
UA: There is no attack from an undecided argument to an accepted argument.
Proof (sketch). A counterexample for the skeptical preferred semantics is a well known
example distinguishing the two semantics, that contains four arguments {a, b, c, d}
where a and b attack each other, both a and b attack c, and c attacks d. The grounded
extension is empty, whereas the skeptical preferred extension contains only d. All the
other arguments are undecided, there are no rejected arguments. Thus, in the skeptical
preferred semantics there is an undecided argument that attacks an accepted argument,
whereas in the grounded semantics, there is no such argument. The fact that in the
grounded semantics there are no undecided arguments attacking accepted arguments
follows by structural induction on the construction of the grounded extension.
The following proposition shows that the grounded extension satisfies seven of the nine
abstraction principles.
Proposition 1. The grounded semantics satisfies the AA, AU, UA, UR, RA, RU
and RR attack abstraction principles, and it does not satisfy the AR and UU attack
abstraction principles. Intuitively the satisfied principles reflect the following ideas:
AA; AU; UA: hold vacuously, since there is nothing to remove (Lemma 1 and 2).
RA; RR; RU: the attacks from a rejected argument do not influence the extension.
This principle holds for any attacked argument b.
UR: the attacks on a rejected argument b by an undecided argument a do not influence
the extension. Intuitively, this means that an argument is rejected only when it is
attacked by an accepted argument.
Proof (sketch). The satisfied principles can be proven by induction. Take the argumentation framework and the abstracted one, and show that in each step of the construction
of the grounded extension, the two remain the same. Counterexamples for UU and AR
attack abstraction are given below.
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UU: Consider an argumentation framework composed of two arguments a and b attacking each other so both will be undecided. If we remove the attack from a to b,
then b attacks a, so b will be accepted and a is rejected by the grounded extension,
and all other reasonable acceptability semantics.
AR: For the latter, consider again an argumentation framework composed of two arguments a and b, where a attacks b. a is accepted while b is rejected. If we remove
this attack relation, then both are accepted.
Proposition 1 leaves two interesting cases for further principles: the removal of an attack
relation from an undecided argument to another undecided argument, i.e., UU, and the
removal of an attack relation from an argument that is accepted to an argument that is
rejected, i.e., AR. In both cases, the extension can stay the same only under conditions:
the challenge is therefore to define suitable conditions. We first define conditional attack
abstraction. The idea is that if we remove an attack from a to b, then in those two cases
there must be another reason why b does not become accepted.
Principle 2 (Conditional attack abstraction). An acceptance function A satisfies the
X Y(Z) attack abstraction principle, where X , Y, Z ∈ {A, R, U}, if for all argumentation frameworks AF = B, →,
∀a ∈ X (AF )∀bY(AF ): if ∃c ∈ Z(AF ) such that c = a, c → b then
A(B, → \{a → b}) = A(AF ),
Proposition 2. The grounded semantics satisfies the UU(A) and UU(U) attack abstraction principles. It does not satisfy the AR(A), AR(U), AR(R), UU(R) attack
abstraction principles.
UU(A): holds vacuously since this situation never occurs.
UU(U): represents that for attacks among undecided arguments, it is only important
that there is at least one of such attacks, additional attacks to the same undecided
argument do not change the extension.
Proof (sketch). UU(U) can be proven by induction. Take the argumentation framework
and the abstracted one, and show that in each step of the construction of the grounded
extension, the two remain the same.
AR(A): Consider three arguments {a, b, c} with a attacks b, b attacks c and c attacks
b. The grounded extension is {a, c}, and b is rejected. If we remove the attack from
a to b, then the grounded extension is {a}.
AR(U): Consider five arguments {a, b, c, d, e} with a attacks b, b attacks c, c attacks
b, c attacks d and d attacks c, b attacks e. The grounded extension is {a, e}, b
is rejected, c and d are undecided. If we remove the attack from a to b, then the
grounded extension is {a}, all others are undecided.
AR(R): Follows from Proposition 1. Due to RR abstraction principle, we can remove
the attack among the rejected arguments without changing the extension. Do this for
all attacks among rejected arguments. Then due to the fact that grounded extension
does not satisfy AR, it also does not satisfy AR(R).
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UU(R): Follows from Proposition 1. Due to RU abstraction principle, we can remove
the attack from the rejected arguments to the undecided arguments without changing the extension. Do this for all attacks among rejected arguments. Then due to the
fact that grounded extension does not satisfy UU, it also does not satisfy UU(R).
Note that the skeptical extension does not satisfy UU(U). Consider again the example
given in the proof of Lemma 2. The preferred extensions are {a, d} and {b, d}. So the
skeptical extension is {d}. All other arguments are undecided. Let us now remove the
attack from a to c. Then the preferred extensions are {a, c} and {b, d}. Thus the skeptical extension is empty. In other words, the UU(U) abstraction principle characterizes
another distinction between the grounded and skeptical preferred semantics.
Summarizing, for argument b to remain undecided when we remove the attack from
a to b, there must be another reason besides a why b is undecided. The other reason
cannot be an accepted argument attacking b, since in that case b would be rejected.
Consequently the extension may change. And the other reason cannot be a rejected
argument attacking b since an attack from a rejected argument doesn’t necessarily make
an argument undecided. Therefore, we ask that there is another undecided argument c
attacking b. This motivates the UU(U) principle.
Proposition 2 leaves two interesting cases for further development, AR(A) and
AR(U) abstraction. We start with AR(A). Due to the removal of the attack, the status
of argument b may remain rejected or change from rejected to accepted or undecided.
When the argument becomes accepted then it should belong to the extension following all reasonable acceptability semantics. Therefore we consider the cases where b
remains rejected or becomes undecided. When b is still rejected, this means that there
is another accepted argument c unequal to a, which attacks b. This motivates AR(A)
principle. However, the counterexample shows that the reason that c is accepted, may
be b itself! The counterexample indicates ways in which conditional abstraction can be
further developed: the rejection of b should not be the reason for the acceptance of c.
One simple way to prevent the possibility that the rejection of b is the cause of the
acceptance of c, is to prevent any paths from b to c. In fact, we can do a little better,
because only odd paths can lead to acceptance. This motivates the following principle.
Principle 3 (Acyclic conditional attack abstraction). An acceptance function A satisfies the acyclic X Y(Z) attack abstraction principle, where X , Y, Z ∈ {A, R, U}, if
for all argumentation frameworks AF = B, →,
∀a ∈ X (AF )∀bY(AF ): if ∃c ∈ Z(AF ) such that c = a, c → b, and there is no odd
length sequence of attacks from b to c, then A(B, → \{a → b}) = A(AF ),
Proposition 3. The grounded semantics satisfies the acyclic AR(A) abstraction
principle.
We now consider AR(U). Thus there is an accepted argument a attacking rejected
argument b, which is also attacked by undecided argument c. In this case, the argument
b may change into undecided. In that case, argument b is still not in the extension,
but there may be implications in other parts of the argumentation framework. As the
counterexample in Proposition 2 shows, b should not be the cause of acceptance of
another argument.
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Principle 4 (Stronger conditional attack abstraction). An acceptance function A
satisfies the X Y(Z, W) attack abstraction principle, if for all argumentation frameworks
AF = B, →,
∀a ∈ X (AF )∀bY(AF ): if ∃c ∈ Z(AF ) such that c = a, c → b and ∀d ∈ W(AF ) ,
we do not have b → d, then A(B, → \{a → b}) = A(AF ),
where X , Y, Z, W ∈ {A, R, U}.
Proposition 4. The grounded semantics satisfies the AR(U, A) abstraction principle.

4 Argument Abstraction Principles
In this section we consider the abstraction of an argument, including the attack relations
involving this argument. It builds on the abstraction principles for attack relations in the
previous section. As before, we distinguish between removal of an argument which is
accepted, which is rejected and which is undecided. In the first case the extension should
be the extension without the accepted argument, in the other two cases the extension
should stay the same. So we have to consider three cases. Let →a denote the set of
attack relations related to an argument a. Formally, we have the following principles:
Principle 5 (Argument abstraction). An acceptance function A satisfies the
X ∈ {R, U, A} argument abstraction principle if for all argumentation frameworks
AF = B, →, if a ∈ X (AF ), then A(B \ {a}, → \ →a ) = A(AF ) \ {a}.
The following proposition shows that only R abstraction is satisfied. For example, if
we remove an accepted argument, then arguments attacked by the removed accepted
argument may become accepted.
Proposition 5. The grounded extension satisfies R argument abstraction, and it does
not satisfy A and U argument abstraction. This represents the following idea.
R Rejected arguments do not play a role in the argumentation and can be removed.
Proof (sketch). Follows from the abstraction principles of the attack relation or their
counterexamples in Proposition 1. For U abstraction take two arguments a and b attacking each other, and for A abstraction take two arguments a and b where a attacks b.
This leave two interesting cases, U abstraction and A abstraction. We start with U abstraction. Unlike rejected arguments whose attacks are inoffensive, an attack from an
undecided argment may “block” an argument, i.e., prevents the argument to be accepted.
Therefore the removal of an undecided argument may change the extension. One way
to keep the extension unchanged is that the removed undecided argument only attacks
arguments which are in the extension (so the attacks have not been successful) or out of
the extension but due to other arguments. Formally, we have the following principles:
Principle 6 (U argument abstraction 1). A satisfies the undecided argument abstraction 1 principle if for all argumentation frameworks AF = B, →, if a ∈ U(AF )
is an undecided argument and a attacks only accepted arguments in A(AF ), then
A(B \ {a}, → \ →a ) = A(AF ).
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Principle 7 (U argument abstraction 2). A satisfies the undecided argument abstraction 2 principle if for all argumentation frameworks AF = B, →, if a ∈ U(AF ) is an
undecided argument and a attacks only rejected arguments in R(AF ), then
A(B \ {a}, → \ →a ) = A(AF ).
Moreover, inspired by UU(U) attack abstraction principle, we define the following U
argument abstraction principle.
Principle 8 (U argument abstraction 3). A satisfies the undecided argument abstraction 3 principle if for all argumentation frameworks AF = B, →, if a ∈ U(AF ) is an
undecided argument and for each undecided argument b attacked by a, there is another
undecided argument c = b that attacks b, then A(B \ {a}, → \ →a ) = A(AF ).
Proposition 6. The grounded extension satisfies U argument abstraction principle 1, 2
and 3.
Proof (sketch). U argument abstraction 1 principle holds vacuously (Lemma 2). The
others follow from Proposition 1 and 2.
Finally, we consider weakened A abstraction principles. The first principle of accepted
argument abstraction is Baroni and Giacomin’s principle of directionality restricted to
single arguments. If we remove an argument that does not attack another argument
besides possibly itself, then the extensions will remain the same.
Principle 9 (A abstraction 1). A satisfies the accepted argument abstraction 1 principle if for all argumentation frameworks AF = B, →, if a ∈ A(AF ) is an accepted
argument, and there is no argument b ∈ B unequal to a such that a attacks b, then
A(B \ {a}, → \ →a ) = A(AF ) \ {a}.
The second principle of accepted argument abstraction is inspired by Proposition 3. It
says that if we remove an argument b ∈ B which attacks only arguments which are also
attacked by other arguments, then the extensions remain the same.
Principle 10 (A abstraction 2). A satisfies the accepted argument abstraction 2 principle if for all argumentation frameworks AF = B, →, if a ∈ A(AF ) is an accepted
argument, and for each rejected argument b ∈ R(AF ) such that a → b, there is another argument c ∈ A(AF ) such that c → b, and there is no odd attack sequence from
b to c, then A(B \ {a}, → \ →a ) = A(AF ) \ {a}
Proposition 7. The grounded extension satisfies A abstraction 1 and 2 principles.

5 Related Research
Besides the work of Baroni and Giacomin on principles for the evaluation of argumentation semantics, there is various work on dialogue and a few very recent approaches
on the dynamics of argumentation. Researchers in the multi-agent systems area have
been looking at this problem under various names. Cayrol et al. [5] define a typology
of refinement (the dual of abstraction) (called revision in their paper), i.e. adding an

853

Dynamics in Argumentation with Single Extensions

117

argument. Then they define principles and condition so that each type of refinement
becomes a revision (called classical revision in their paper), i.e., the new argument is
accepted. Refinement and revision is different from abstraction considered in this paper,
and they do not define general principles as we do. Rotstein et al. [7] introduce the notion of dynamics into the concept of abstract argumentation frameworks, by considering
arguments built from evidence and claims. They do not consider abstract arguments and
general principles as we do in this paper. Barringer et al. [2] consider internal dynamics
by extending Dung’s theory in various ways, but without considering general principles.

6 Summary and Further Research
Motivated by situations where the argumentation framework may change, for example by dialogues in which arguments can be retracted or added, we study principles
where the extension does not change when we consider the dynamics of the argumentation framework. The most interesting attack abstraction principles are listed in Table 1.
This table should be read as follows. Each line represents a principle. For example,
the first line says that A satisfies the RA; UA principle if for all argumentation frameworks AF = B, →, if b ∈ A(AF ) is an accepted argument, then for all arguments
a ∈ R(AF ) ∪ U(AF ), A(B, → \{a → b}) = A(AF ). For each principle, we
state whether it is satisfied by the grounded extension or not. Vacuously means that the
situation does not occur for the grounded extension.
Table 1. Attack abstraction: if ∀AF = B, → condition, then A(B, → \{a → b}) = A(AF )
Principle
AA, AU, UA

Condition
Grounded extension
a ∈ A(AF ) ∪ U(AF ), b ∈ A(AF ) or
yes (vacuously)
a ∈ A(AF ), b ∈ A(AF ) ∪ U(AF )
a ∈ R(AF )
yes
a ∈ U(AF ), b ∈ R(AF )
yes
a ∈ U(AF ), b ∈ U(AF ), ∃c ∈ A(AF ), c → b
yes (vacuously)
a ∈ U(AF ), b ∈ U(AF ), ∃c ∈ U(AF ), c = a, c → b
yes

RA, RR, RU
UR
UU(A)
UU(U)
AR(U), AR(R),
UU(R)
AR(A)
a ∈ A(AF ), b ∈ R(AF ), ∃c ∈ A(AF ), c = a, c → b
no odd length sequence of attacks from b to c
AR(U, A)
a ∈ A(AF ), b ∈ R(AF ), ∃c ∈ U(AF ), c → b,
∀d ∈ A(AF ), we do not have b → d

no
yes
yes

Moreover, the most interesting argument abstraction principles are listed in Table 2.
There are several directions of future research. We would like to extend our dynamic
analysis to a wider range of principles. For example, we are interested in refinement
of argumentation frameworks [3], and their relation to argument abstraction. Moreover,
besides considering situations in which the extension stays the same, we are interested
in questions about the change needed to change an argument from being accepted to
rejected, or vice versa. Also, we would like to study principles for the multiple extension
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Table 2. Argument abstraction: if ∀AF = B, → condition, then A(B\{a}, → \ →a ) =
A(AF )\{a}
Condition
Grounded extension
Principle
R
a ∈ R(AF )
yes
a ∈ U(AF )
no
U
a ∈ U(AF ), if a → c then c ∈ A(AF )
yes (vacuously)
U1
a ∈ U(AF ), if a → c then c ∈ R(AF )
yes
U2
a ∈ U(AF ), if a → c and c ∈ U(AF ) then . . .
yes
U3
a ∈ A(AF )
no
A
a ∈ A(AF ), b = a, a → b
yes
A1
yes
A 2 a ∈ A(AF ), ∀b ∈ R(AF ), a → b, ∃c ∈ A(AF ), c → b

case. Also, we would like to apply our theory to practical problems such as evaluation
of argumentation semantics, or sensitivity analysis of a dispute.
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Abstract. In this paper, we propose a representation of excuses in the context
of multiagent systems. We distinguish five classes of excuses, taking as starting point both jurisprudential and philosophical studies about this topic, and we
discuss their acceptance criteria. We highlight the following classes of excuses:
epistemic excuses, power-based excuses, norm-based excuses, counts as-based
excuses and social-based excuses and we represent them using social dependence networks. The acceptance criteria individuate those excuses which success
in maintaining the trust of the other agents, e.g. in the context of social networks,
excuses based on norms seem better than counts as-based ones in achieving this
aim.

1 Introduction
One of the aims of multiagent systems is the representation of agents’ social behaviour
using notions as, for instance, trust, social laws, cooperation and so on. A notion which
seems to have received less attention in this context is the concept of excuse. In jurisprudence, an excuse means to grant or obtain an exemption for a group of persons sharing
a common characteristic from a potential liability. This means that the shown behavior
cannot be approved but some excuse may be found, e.g. that the accused was a serving
police officer or suffering from a mental illness. The notion of excuses is also treated in
the context of philosophy, for example in Austin’s “A Plea for Excuses” [1]. The New
York Times of March 6, 1984 presents a new social theory about excuses. Particularly,
they reported The garden variety - white lies that prevent hurt feelings (“Sorry, I can’t
make the party, I’m all tied up”) - are so common, the research team says, because
they are a social lubricant vital to the smooth operation of daily life. The presence of
excuses in real life is everywhere thus the use of excuses as social lubricant should
be extended from humans to intelligent agents of multiagent systems, especially where
they are governed by social laws.
In this paper, we are interested in the distinction of the possible classes of excuses,
representing them using social dependence networks in different ways. Moreover, using social dependence networks, we discuss what kinds of excuses seem more useful
in convincing the other agents to trust you again. We address the following research
questions: How to distinguish classes of excuses?, What are their acceptance criteria?
and How to represent excuses in multiagent systems?.
R. Serra and R. Cucchiara (Eds.): AI*IA 2009, LNAI 5883, pp. 365–374, 2009.
© Springer-Verlag Berlin Heidelberg 2009
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Norms and social laws can be represented as soft constraints, allowing for violations
to be detected, instead of hard constraints that cannot be violated. Normally an agent
fulfills its obligations, because otherwise its behavior counts as a violation that is sanctioned, and the agent dislikes sanctions. There are five categories of exceptions to this
normal behavior which we call excuses. We distinguish these five classes of excuses
considering the common human behaviours and the sources of the excuses. This classification seems the simplest one allowing anyway a certain variety of representation.
The discussion of the acceptance criteria of excuses is strictly related to the way of
representing them, by means of social dependence networks. First, epistemic excuses
such as I did not know, I was not aware, I forgot. Second, excuses based on power such
as I did not have the ability, opportunity or power to do it, others prevented me from
doing it. Third, excuses based on normative conflicts such as there was another more
important norm. Fourth, excuses based on difference of opinion on counts-as norms,
such as I did comply, my act did not count as a violation. Finally, the common excuse
Everybody does it.
We propose to use the methodology of dependence networks to represent these
classes of excuses in multiagent systems’ theory. The dependency modeling, used in
software design by the TROPOS methodology [4], represents the multiagent system by
means of goal-based dependencies and norm-based dependencies [10]. The advantage
in using this methodology consists particularly in the representation of excuses like Everybody does it which are really difficult to be represented, for example in deontic logic.
As in TROPOS, each agent has a dependence network representing its world knowledge
and the network explicitly represents agents’ excuses.
The reminder of the paper is as follows. In Section 2, we present the notion of excuses
in philosophy and jurisprudence while section 3 describes the dependency modeling. In
Section 4, we propose the five classes of excuses and their representation using social
dependence networks. Related work and conclusions end the paper.

2 Excuses in Social Sciences and Jurisprudence
The word ‘excuses’ is strictly connected to terms such as ‘plea’, ‘defence’ and ‘justification’. The main question sociologists and psychologists try to answer is When are
‘excuses’ proffered?. As described by Austin [1], the situation is one where someone is
accused of having done something, or where someone is said to have done something
which is bad, wrong, inept, unwelcome, or in some other of the numerous possible ways
untoward. Thereupon he, or someone on his behalf, will try to defend his conduct or to
get him out of it. One way of going about this is to admit flatly that he, X, did do that
very thing, A, but to argue that it was a good thing, or the right or sensible thing, or a
permissible thing to do, either in general or at least in the special circumstances of the
occasion. To take this line is to justify the action, to give reason for doing it: not to say,
to brazen it out, to glory in it, or the like. A different way of going about it is to admit
that it was not a good thing to have done, but to argue that it is not quite fair or correct to
say baldly ’X did A’. We may say it is not fair just to say X did it; perhaps he was under
somebody’s influence, or was nudged. A usual problem with excuses consists in their
distinction from justifications. The two certainly can be confused. Let us consider the
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following example by Austin [1]. You dropped the tea-tray: Certainly, but an emotional
storm was about to break out: or, Yes, but there was a wasp. In each case the defence
insists on a fuller description of the event in its context but the first is a justification
while the second is an excuse.
In jurisprudence [7], an excuse or justification is a form of immunity that must be
distinguished from an exculpation. On the one hand, an exculpation is a defense in which
the defendant argues that despite the fact that he has done everything to constitute the
crime and so, in principle already has guilt for those actions or a liability to compensate
the victim, he should be exculpated because of the special circumstances said to operate
in favor of the defendant at the time the law was broken. On the other hand, a justification
describes the quality of the act, whereas an excuse relates to the status or capacity (or
lack of it) in the accused. To be excused from liability means that although the defendant
may have been a participant in the sequence of events leading to the prohibited outcome,
no liability will attach to the particular defendant because he belongs to a class of person
exempted from liability. For instance, members of the armed forces may be granted a
degree of immunity for causing prohibited outcomes while acting in the course of their
official duties, e.g. for an assault or trespass to the person caused during a lawful arrest.
Other excuses may due to a particular status and capacity. Finally, others may escape
liability because the quality of their actions satisfied a general public good.

3 Dependency Modeling
Our model is a directed labeled graph whose nodes are instances of the metaclasses
of the metamodel, e.g., agents, goals, and whose arcs are instances of the metaclasses
representing relationships between them such as dependency and conditional dependency. In a multiagent system, since an agent is put into a system that involves also
other agents, he can be supported by the others to achieve his own goals if he is not
able to do them alone. In order to define these relations in terms of goals and powers,
we adopt, as said, the methodology of dependence networks [8]. In this model, an agent
is described by a set of prioritized goals, and there is a global dependence relation that
explicates how an agent depends on other agents for fulfilling its goals. For example,

Fig. 1. The UML class diagram specifying the main concepts of the metamodel
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dep({a, b}, {c, d}) = {{g1 , g2 }, {g3 }} expresses that the set of agents {a, b} depends
on the set of agents {c, d} to see to their goals {g1 , g2 } or {g3 }. A definition of dependence networks is provided in [5].
The introduction of norms in dependence networks is based on the necessity to adapt
the requirements analysis phases to model norm-based systems. An example of this
kind of application consists in the introduction of obligations in virtual Grid-based organizations where obligations are used to enforce the authorization decisions. The UML
diagram of Figure 1 provides a unified vision of the concepts of the ontology representing our conceptual metamodel. We define a normative view to describe the normative
system, as follows:
Definition 1 (Normative View). Let the institutional view RL, IF, RG, X, igoals :
RL → 2RG , iskills : RL → 2X , irules1 : 2X → 2IF , the normative view is a tuple
A, RG, N, oblig, sanct, ctd where:
– A is a set of agents, RG is a set of institutional goals, N is a set of norms;
– the function oblig : N ×A → 2RG is a function that associates with each norm and
agent, the institutional goals the agent must achieve to fulfill the norm. Assumption:
∀n ∈ N and a ∈ A, oblig(n, a) ∈ power({a})2 .
– the function sanct : N × A → 2RG is a function that associates with each
norm and agent, the institutional goals that will not be achieved if the norm is
violated by agent a. Assumption: for each B ⊆ A and H ∈ power(B) that
(∪a∈A sanct(n, a)) ∩ H = ∅.
– the function ctd : N × A → 2RG is a function that associates with each norm
and agent, the institutional goals that will become the new goals the agent a has to
achieve if the norm is violated by a. Assumption:∀n ∈ N and a ∈ A, ctd(n, a) ∈
power({a}).
We relate norms to goals following two directions. First, we associate with each norm n
a set of institutional goals oblig(n) ⊆ RG. Achieving these normative goals means that
the norm n has been fulfilled; not achieving these goals means that the norm is violated.
Second, we associate with each norm a set of institutional goals sanct(n) ⊆ RG which
will not be achieved if the norm is violated and it represents the sanction associated
with the norm. Third, we associate with each norm (primary obligation) another norm
(secondary obligation) represented by a set of institutional goals ctd(n) ⊆ RG that have
to be fulfilled if the primary obligation is violated. Dependence networks representing
norms are called conditional dependence networks and they are defined as follows:
Definition 2 (Conditional Dependence Networks (CDN)).
A conditional dependence network is a tuple A, RG, cdep, odep, sandep, ctddep where:
– A is a set of agents and RG is a set of institutional goals;
RG
– cdep : 2A × 2A → 22 is a function that relates with each pair of sets of agents
all the sets of goals on which the first depends on the second.
1

2

irules associates sets of institutional actions with the sets of institutional facts to which they
lead.
Power relates each agent with the goals it can achieve.
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RG

– odep : 2A × 2A → 22 is a function representing a obligation-based dependency
that relates with each pair of sets of agents all the sets of goals on which the first
depends on the second.
RG
RG
– sandep ⊆ (OBL ⊆ (2A × 2A × 22 )) × (SAN CT ⊆ (2A × 2A × 22 )) is a
function relating obligations to the dependencies which represent their sanctions.
Assumption: SAN CT ∈ cdep and OBL ∈ odep.
RG
RG
– ctddep ⊆ (OBL1 ⊆ (2A × 2A × 22 )) × (OBL2 ⊆ (2A × 2A × 22 )) is a
function relating obligations to the dependencies which represent their secondary
obligations. Assumption: OBL1 , OBL2 ∈ odep and OBL1 ∩ OBL2 = ∅.

4 Representing Excuses in Dependence Networks
4.1 Classes of Excuses
In this section we answer the research question: How to distinguish classes of excuses?. We highlight five classes of excuses: epistemic excuses, power-based excuses,
norm-based excuses, counts as based excuses, social based excuses. These classes take
into account different aspects of the social system from knowledge representation
to norms and social laws. Particularly, the description of the classes of excuses is as
follows:
1. Epistemic excuses: this class of excuses is related to the agents’ knowledge. The
distinction between epistemic excuses and moral ones consists in its relation with
knowledge: an epistemic excuse transforms a true belief into knowledge. An example of this class of excuses consists in the following sentences: “I did not know,
I was not aware, I forgot”. Their peculiarity is the absence of knowledge which
would make you able to see to your obligations or goals.
2. Power-based excuses: this class of excuses is based on an absence of the power to
see to the obligation/goal the agent has to see to. An example of this class of excuses
consists in the following sentences: “I did not have the ability, opportunity or power
to do it, others prevented me from doing it”. Their peculiarity is the absence of skills
of the agent to perform the goal.
3. Norm-based excuses: this class of excuses is based on the presence of a norm with
an higher priority which prevents the agent to see to its goals/obligations. An example of this class of excuses consists in the following sentence: “There was another
more important norm I have to follow first”. The peculiarity of this class of excuses consists in the presence of a preference order among the obligations of the
agent.
4. Counts as-based excuses: this class of excuses is based on the idea that the excuse
is about the fact that a violation did not occur because it did not count as one. An
example of this class of excuses consists in the following sentence: “I did comply,
my act did not count as a violation”. This class of excuses could be seen as a sort
of subclass of the epistemic class of excuses.
5. Social-based excuses: this class of excuses is based on society’s common behaviours.
The usual excuse of this kind is “Everybody does it”.
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4.2 Excuses in Dependence Networks
In this section we answer the research question: How to represent excuses in multiagent
systems?. The representation of excuses using the dependency modeling is presented by
means of a semiformal language of visual modeling where the goal-based dependency
is depicted as a plain arrowed line and the obligation-based dependency is depicted as
a dashed arrowed line. The label of the arrow is the goal on which the dependency is
based (normative goals for obligation-based dependencies and material goals for goalbased dependencies).
As in TROPOS [4], each agent has its own dependence network which represents his
view of the systems’ stakeholders. Epistemic excuses are represented by means of these
multiple dependence networks as depicted in Figure 2. In this figure, we show two kinds
of epistemic excuses, the first one related to a goal-based dependency and the second
one related to an obligation-based dependency. Agent a has his dependence network
(the first square titled a) and it is involved as depender (see Figure 1 for the notion
of depender) only in one norm-based dependency with agent d but, as can be noted
observing the other dependence networks, a is also involved in a goal-based dependency
with agent b. In this example, the excuse comes from the depender to convince the
dependee, for instance if we see agent a as a node of a Grid network having to store
a file too big for its memory he can say that he has not this goal in order to not be
dependent on agent b. In the second example, agent a depends for a normative goal on
agent d but d does not have in its dependence network this obligation-based dependency.
In this case, the excuse comes from the dependee to convince the depender since the
dependee does not want to support the depender in achieving its goal.
The representation of power-based excuses is achieved by means of absence of goalbased and obligation-based dependencies and it is connotated by grey arrows which
represent a lack of power in terms of lacking skills. In Figure 3, agent a depends on
agent b for achieving its goal but b has the excuse that it has not the power to achieve
this goal for agent a. A second case of this kind of excuses’ representation is provided
by the dependence network of agent d which depends on itself for achieving its goal, for
instance node d has to run a computation and it is able to do it alone, but it can say that
it does not have the power to do it, in order to have an help by the other agents. Note that

Fig. 2. Epistemic excuses
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Fig. 3. Power-based excuses

the other agents of the system have in their dependence networks this self-dependence
as an “active” one, since they “know” that agent d is able to achieve its goal, thus this
is an excuse.
Norm-based excuses are represented by means of the addition to the label not only
of the goal on which the dependency is based, but also the priority on agents’ goals. The
formal addition of goal-based preferences is presented in [10]. In Figure 4, we have two
possible cases of norm-based excuses. The first one involves agents a, b and d. Agent a
depends on agent b for normative goal g1 and on agent d for normative goal g2. Agent a
prefers the dependency on b than the one on d so that in its dependence network g1 is
preferred over g2. Agent b agrees with a while agent d “thoughts” that for a, g2 is
preferred over g1. Agent a has an excuse for agent d regarding the priority of normbased dependencies. The second case we highlight involves agents b, c and d. Agent d
depends both on b and c respectively for normative goals g3 and g4. The difference
consists in the preferences of agent b which is the dependee of two norm based dependencies. Node b can say to node d that g1 has the priority on g3, so that it cannot achieve
the normative goal g3.

Fig. 4. Norm-based excuses
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Fig. 5. Counts as-based excuses

Counts as based excuses are represented similarly to epistemic excuses. In Figure 5,
counts as excuses are represented by the dependency between agent d and agent c.
Concerning agent d, its dependency on agent c is a common one so that not achieving
it does not mean a violation while for all the other agents this is an obligation-based
dependency. The excuse of agent d, in the case this goal is not achieved, is that this
does not count as a violation since it is not a normative goal.
Social-based excuses are the most difficult to be represented since they are summarized by sentences like “Everybody does it!”. We represent this class of excuses by
self-dependencies in the mind of the agent which uses this excuse since it sees that every agent is able in doing, for instance g1, by itself. In Figure 6, agent a is the agent
using the excuse while, as shown by the dependence networks of the other agents of the
system, it is not true that the other agents achieve g1 alone since all of them depend on
d for g1. This class of excuses cannot be directly represented using logical formalisms
such as deontic logic while, using the dependency modeling technique, it is represented
using self-dependencies on norms.
Concerning the acceptance criteria, we can fix the following points. Dependence
networks represent how agents need each other to reach their goals. Agents need each

Fig. 6. Social-based excuses
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other and make promises, which can be seen as a kind of contract, to each other. In some
cases, something goes wrong and some agent does not deliver. He is not immediately
expelled if he has a good excuse. We can note that not knowing seems a bad excuse in
these contexts, especially if there are explicit contracts. Higher authority, such as the
preference order between norms, might be a good excuse, although agents should not
make to much promises. Counts-as excuses seem a little far-fetched here. ‘Everybody
does it’ is an excuse, but not a very constructive one in this context. One agent can
say to the others: “I break my promise because you broke yours”, and, besides, nobody
holds his promises around here but then the dependency causes the system to halt.

5 Related Work
As far as we know, the only approach in the field of multiagent systems related to the
topic of excuses consists in the definition of the notion of forgiveness by Vasalou et
al. [9]. Online offences are generally considered as frequent and intentional acts performed by a member with the aim to deceive others. However, an offence may also
be unintentional or exceptional, performed by a benevolent member of the community.
Vasalou et al. [9] examine whether a victim’s decrease in trust towards an unintentional
or occasional offender can be repaired in an online setting, by designing and evaluating systems to support forgiveness. In their experiments, an apology from the offender
restores the victim’s trust only if the offender cooperates in a future interaction; it does
not alleviate the trust breakdown immediately after it occurs. By contrast, the forgiveness component restores the victims trust directly after the offence and in a subsequent
interaction. Forgiveness is a prosocial process during which negative motivations towards the offender are reduced and replaced with positive motivations [6]. It should
be noted that ,while a certain violation may be forgiven, other past behaviours may
still impede one’s trust towards another. Forgiveness mediates and resolves conflicts to
sustain healthy long-term relationships [6]. A forgiving attitude promotes cooperation
when compared to a vengeful outlook [2].

6 Summary
In this paper, we highlight five classes of excuses: epistemic excuses, power-based excuses, norm-based excuses, counts as-based excuses and social-based excuse. This classification seems to cover the main kinds of excuses, anyway it is possible that an excuse
falls into two classes at the same time, such as for example epistemic excuses and counts
as ones since the last one could be seen as a subclass of the former. The classification
can be used to define different representations of the classes of excuses and consequently, to define different acceptance criteria due to the chosen representation. We
represent excuses in multiagent systems using the methodology of social dependence
networks. This methodology has the advantage, particularly in contrast with logical
approaches, due to the representation of the last kind of excuses such as the common
excuses ”Everybody does it!”. While, on the one side, these excuses are represented
using dependence networks, as depicted in Figure 6, on the other side, they cannot be
represented in deontic logic in a direct way. Moreover, dependence networks are used
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in design methodologies like the TROPOS one [4] and they are abstract, so they can be
used, for example, for conceptual modeling, simulation, design and formal analysis.
Concerning future works, we are studying how excuses could help the formation of
coalitions [3] acting as social lubricant. The idea is that each coalition has to maintain
its stability but certain agents’ behaviours may destroy this stability, such as laying to
the other members of the coalition, decreasing in this way the level of trust inside it. Excuses can be seen as a social lubricant able to maintain, always due to time limits, coalition’s stability despite negative behaviours of one or more of its members. Moreover,
this study has to consider the addition of the notion of trust in dependence networks.
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Abstract. Organizations and roles are often seen as mental constructs, good to
be used during the design phase in Multi Agent Systems, but they have also been
considered as first class citizens in MAS, when objective coordination is needed.
Roles facilitate the coordination of agents inside an organization, and they give
new abilities in the context of organizations, called powers, to the agents which
satisfy the necessary requirements to play them. No general purpose programming languages for multiagent systems offer primitives to program organizations
and roles as instances existing at runtime, so, in this paper, we propose our extension of the Jade framework, with Java primitives to program organizations structured in roles, and to enable agents to play roles in organizations. We provide
classes and protocols which enable an agent to enact a new role in an organization, to interact with the role by invoking the execution of powers, and to receive
new goals to be fulfilled. Roles and organizations can be on a different platform
with respect to the role players, and communication is protocol-based. Since they
can have complex behaviours, they are implemented by extending the Jade agent
class. Our aim is to give to programmers a middle tier, built on the Jade platform,
useful to solve with minimal implementative effort many coordination problems,
and to offer a first, implicit, management of norms and sanctions.

1 Introduction
Roles facilitate the coordination of agents inside an organization, giving new abilities in
the context of organizations, called powers, to the agents which satisfy the requirements
necessary to play them. Organizations and roles are often seen as mental constructs,
good to be used during the design phase in MAS, but they have also been considered as
first class citizens in multiagent systems [13], when objective coordination is needed.
No general purpose programming language for multiagent systems offers primitives to
program organizations and roles as instances existing at runtime yet.
So, this paper answers the following research questions:
– How to introduce organizations and roles in a general purpose framework for programming multiagent systems?
– Which are the primitives to be added for programming organizations and roles?
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– How is it possible to restructure roles at runtime?
Our aim is to give to programmers a middle tier, built on the Jade platform, useful to
solve coordination problems with minimal implementative effort. Our proposal extends
of the Jade multiagent system framework, with primitives to program, in Java, organizations that are structured in roles, and for enabling agents to play roles in organizations.
As ontological model of organizations and roles we rely on [8] which merges two different and complementary views or roles, providing a high-level logical specification.
To pass from the logical specification to the design and implementation of a framework for programming multiagent systems, we provide classes and protocols which enable an agent to enact a new role in an organization, to interact with the role by invoking
the execution of powers (as intended in OO programming [11], see Section 2.5), and
to receive new goals to be fulfilled. Since roles and organizations can be on a different
platform with respect to the role player they need to communicate. Communication is
based on protocols. Complex behaviours are implemented by extending the Jade agent
class.
In this paper we do not consider the possibility to have BDI agents yet, although
both the ontological model (see [11]) and the Jade framework allow such extension.
However, we give some hints on the usefulness of introducing BDI into our proposal.
This issue will be faced in future work.
The paper is organized as follows. First, Section 2 summarizes the model of organizations and roles we take inspiration from, and we give a short description of our
concept of “role”, “organization”, “power”. Section 2.6 describes an example of a typical MAS situation that motivates our proposal; Section 3 describes how our model is
realized introducing new packages in Jade; Section 4 discusses a possible powerJade
solution to a practical problem (the manager-bidder one), and Section 5 finishes this
paper with related work and conclusions.

2 The model of organizations and roles
Since we speak about organizations and roles, we need to define both, and to refer to
a formalized ontological model. In the following subsections we introduce the notions
of role and organization, based on previous work ([5]), then we give two different (but
complementary) views about roles (see [11] and [14]), we introduce a unified model,
and define a well-founded meta-model. Last, we explain the notions “power”, “capability”, and “requirement”.
2.1

Our definition for Organizations and Roles

In ontology and knowledge representation (like [9], [10], [23], and [25]), we can find a
quite complete analysis for organizational roles. Our intention is to introduce a notion
of role which is well founded, on which there is a wide agreement and which is justified
independently from the practical problems we want to solve using it. We use a metaphor
directly taken from organizational management. An organization (or, more generally, an
institution) is not an “object” which can be manipulated from the outside but rather it
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belongs to the social reality, and all the interactions with it can be performed only via
the roles it offers ([12]). The utility of roles is not only for modeling domains including
institutions and organizations, because we can consider every “object” as an institution
or an organization offering different ways for interacting with it. Each way is offered
by a different role. So, our roles are based on an organizational metaphor.
2.2

The Ontological Model for the Organization

In [11] an ontological analysis shows the following properties for roles:
– Foundation: a role instance has always to be associated to an instance of the organization to which it belongs, and to an instance of the player of the role;
– Definitional dependence: the role definition depends the one of the organization it
belongs to;
– Institutional powers: the operations defined into the role can access to the state of
the organization, and to the states of the other roles of the organization too;
– Prerequisites: to play a role, it is necessary to satisfy some requirements, i.e. the
player must be able to do actions which can be used in the role’s execution.
Also the model in [11] is focused on the definition of the structure of organizations,
based on their ontological status, which is only partly different from the one of agents or
objects. On the one hand, roles do not exist as independent entities, since they are linked
to organizations. Thus, they are not components like objects. Moreover, organizations
and roles are not autonomous and act via role players. On the other hand, organizations
and roles are descriptions of complex behaviours: in the real world, organizations are
considered legal entities, so they can even act like agents, albeit via their representative
playing roles. So, they share some properties with agents, and, in some respects, can be
modeled using similar primitives.
2.3

The Model for the Role Dynamics

In [14] Dastani et al. propose a model, which focuses on role dynamics, rather than on
their structure; four operations to deal with role dynamics are defined: enact and deact, which mean that an agent respectively starts/ends occupying (playing) a role in a
system, and activate and deactivate, which respectively mean that an agent starts executing actions (operations) belonging to the role or suspends their execution. Although
it is possible to have an agent with multiple roles enacted simultaneously, only one role
can be active at the same time: specifically, when an agent performs a power, in that
moment it is playing only one role .
2.4

The Unified Model

Using the distinction of Omicini et al. [26], we use the model presented in [11] as
an objective coordination mechanism, in a similar way as, for example, artifacts do:
organizations are first class entities of the MAS rather than a mental construction which
agents use to coordinate themselves. However, this model leaves unspecified how, given
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a role, its player will behave. For this reason, we merged it with [14], and solved the
problem of formally defining the dynamics of roles, by identifying the actions that can
be done in a open system, so that agents can enter and leave. Organizations are not
simple mental constructions, roles are not only abstractions used at design time, and
players are not isolated agents: they are all agents interacting with the one anothers. A
logical specification of this integrated model can be found in [8].
Also considering what we can find in [7] about mental attitudes, we can summarize
some points of the model:
– Roles are instances with associated beliefs and goals attributed to them. These mental attitudes are public.
– The public beliefs and goals attributed to roles are changed by speech acts executed
either by the role or by other roles. The former case accounts for the addition of
preconditions and of the intention to achieve the rational effect of a speech act,
the latter accounts for the case of commands or other speech acts presupposing a
hierarchy of authority among roles.
– The agents execute speech acts via their roles.
This model has been applied to provide a semantics to both FIPA and Social Commitment approaches to agent communication languages, and this semantics overcomes the
problem of the unverifiability of private mental attitudes of agents. The implementation
of this model is shown in Section 3.
2.5

“Powers” and “capabilities”/“requirements” in our view

We know that roles work as “interfaces” between organizations and agents, and they
give so called “powers” to agents. A power can extend agents abilities, allowing them
to operate inside the organization and inside the state of the other roles. An example of
such powers, called “institutional powers” in [22], is the signature of a director which
counts as the commitment of the entire institution.
The powers added to the players, by means of the roles, can be different for each role
and, thus, represent different affordances offered by the organization to other agents in
order allow them to interact with it [4].
Powers are invoked by players on their roles, but they are executed by the roles,
since they own both state and behaviour.
For what concerns the “requirements”, we consider them as needed capabilities
that a candidate player must have to be able to play a particular role. An example of
“capability” can be the ability for a bank employee to log into the software of his/her
bank.
2.6

An example

The usefulness of the above proposal, that brought to the development of powerJade,
introduced in the next section, can be seen by an example. The scenario we consider
involves two organizations: a bank, and a software house. Bob is a programmer in a
software house. The software house management requires him to own a bank account,
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in order to directly deposit his salary on it. Bob goes to the bank, where the employee,
George, gives him some forms to fill. Once Bob has finished filling in the forms, George
inputs the data on a terminal, creating a new account, which needs to be activated.
George forwards the activation request to his director, Bill, who is the only person in
the bank, who can activate an account. Once the account is activated, Bob will be a new
bank customer.
Years later Bob, who in the meantime became a project manager, decides to buy a
little house. He has to obtain a loan, and the bank director informs him that for having
a loan, his wage packet is needed. Bob asks to the management of the software house
for his wage packet, and brings it to Bill. After some days (and other filled forms), the
bank gives Bob the loan and he can finally buy his new house.
Each organization offers some roles, which have to be played by some agents,
called, for this reason, players. In the bank, Bob plays the customer role, while George
plays the employee one, and Bill the director role. Since Bob interacts with both organizations, he has to play a role also inside the software house: he enters as a programmer,
but after some years he changes it, becoming a project manager. As a bank customer,
Bob has some powers: to open an account, to transfer money on it, to request a loan. As
a simple employee, George has only the power to create Bob’s account, but the account
activation is to be done by Bill, the director. The activation is done by means of a specific request from George to Bill, who has a specific responsability. For loan request,
the director has to examine Bob’s account, and ask him for his wage packet. Another
of Bob’s powers is to ask for his wage packet. Speaking about personal capabilities, we
can imagine that Bill, in order to access the bank procedures, he is allowed to execute,
must fill a login page with his ID and password; the same happens to George, and for
Bob, in the moment in which he accesses his account using Internet. However, Bob has
also another capability, that is requested when he plays the programmer role (but the
same happens for the project manager one): to give his login name and password for
entering the enterprise IT system. Finally, the director is required to have more complex
capabilities, like evaluating the solvency of a client requesting a loan.

3 PowerJade
The main idea of our work is to offer to programmers a complete middle tier with the
primitives for implementing organizations, roles, and players in Jade (see Figure 1), giving a declarative model based on Finite State Automaton (FSM), which is modifiable
also at run-time. We called this middleware powerJade, remembering the importance of
powers in the interaction between roles and organizations. The powerJade conceptual
model is inspired to open systems: participants can enter the system and leave it whenever they want. For granting this condition, and for managing the (possibly) continuous operations for enacting, deacting, dactivating, and deactivating roles (in an asynchronous and dynamic way), many protocols have been implemented. Another starting
point was the re-use of the software structure already implemented in powerJava [5],
based on an intensive use of so-called inner classes.
In order to give an implementation based on the conceptual model we discussed in
Section 2.4, not only the three subclasses of the Jade Agent class (Organization,
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Fig. 1. The Jade architecture and the powerJade middle tier.

Role, and Player) have been realized (they will be described in Sections 3.1, 3.2,
3.3), but also classes for other important concepts, like Power, and Requirement
were implemented (and shown in Sections 3.2, 3.3). For representing the dynamics of
the roles, we also implemented all the needed communication protocols, that will be
described in Section 3.4.
It can sound strange that we implemented Organization, Role, and Player
as subclasses of the Jade Agent class. We adopted this solution for taking advantage of
the possibility for agents in Jade to communicate by mean of FIPA messages. The only
agent having the full autonomy is the Player: it can decide whether enacting a role,
or activating/deactivating it, and also to deact it. The Role, instead, has a very limited
autonomy, due, for example, to hierarchical motivation (but, however, it’s always the
Player which decides...). The Organization, we would like to extend our middleware giving an organization the opportunity to play a role inside another one, like
in the real world. This consideration also answers the question: what is the advantage
of programming roles and organizations as instances? More details can be found in [8,
5, 3, 6], where we started from a theoretical well-formed model for organizations and
roles applied it to object-oriented programming (with the language powerJava), then to
multiagent systems, to the web world (currently under implementation).
Organization, Role, and Player have similar structures: they contain a finite
state machine behaviour instance which manages the interaction at the level of the new
middle tier by means of suitable protocols for communication.
To implement each protocol in Jade two further FSMBehaviour are necessary, one
for each of the interacting partners; for example, the enactment protocol between the
organization and the player requires two FSMBehaviours, one in the organization and
one in the player.
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3.1

The Organization Class

The Organization class is structured as in Figure 2. The OrgManagerBehaviour
is a finite state machine behaviour created inside the setup() method of
Organization. It operates in parallel with other behaviours created by the programmer of the organization, and allows the organization to interact via the middle
tier. Its task is to manage the enact and deact requests done by the players. At each iteration, the OrgManagerBehaviour looks for any message having the ORGANIZATION PROTOCOL
and
the
performative
ACLMessage.Request.
EnactProtocolOrganization and DeactProtocolOrganization are the
counterparts of the respective protocols inside the players which realize the interaction
between organizations and players: instances of these two classes are created by the
OrgManagerBehaviour when needed.

Fig. 2. The Organization diagram.

When the OrgManagerBehaviour detects a message to manage, it extracts the
sender’s AID, and the type of request. In case of an Enact request (and whether all
the controls described on Subsection 3.4 about the Enact protocol succeeded), a new
instance of EnactProtocolOrganization behaviour is created, and added to
the queue of behaviours to be executed. The same happens (with a new instance of
the DeactProtocolOrganization behaviour) if a Deact request has been done,
while if the controls related to the requested protocol do not succeed, the iteration terminates, and the OrgManagerBehaviour its cycle. In the behavioural part of this
class, programmers can add a “normative” control on the players’ good intentions, and
manage the possibility of discovering lies before enacting the role, or immediately after
having enacted it. Primitives implementing these controls are ongoing work.
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3.2

The Role Class

As described in [3], the Role class is an Agent subclass, but also an Organization
inner class. Using this solution, each role can access the internal state of the organization, and the internal state of other roles too. Like the Organization class has the
OrgManagerBehaviour, the Role has the RoleManagerBehaviour, a finite
state machine behaviour created inside the setup() method of Role. Its task is to
manage the commands (messages) coming from the player: a power invocation, an Activate, or a Deactivate.
Inside the role, an instance of the PowerManager class is present. The
PowerManager is a FSMBehaviour subclass, and it has the whole list of the powers of the role (linked as states of the FSM). It is composed as follows:
– a first state, the ManagerPowerState, that must understand which power has
been invoked;
– a final state, the ResultManager, that has to return the power result to its caller;
– a self-created and linked state for each power implemented by the role programmer.
All the transitions between states are added at run-time to the FSM, respecting the code
written by the programmer.
The Powers Powers are a fundamental part of our middleware. They can be invoked by
a player on the active role, and they represent the possibility of action for that role inside
the organization. For coherence with the Jade framework and to exploit the scheduling
facility, powers are implemented as behaviours, taking also advantage from their more
declarative nature with respect to methods.
Sometimes, a power execution needs some requirements to be completed; this is
a sort of remote method call dealt by our middleware, since requirements are player’s
actions. In our example, George, as a bank employee, has the power of creating a bank
account for a customer; to exercise this power, George as player has to input his credentials: the login and the password.
The problem to be solved is that requirements invocations must be transparent to
the role programmer, who should be relieved from dealing the message exchange with
the player.
We modeled the class Power as a FSMBehaviour subclass, where the complete
finite state machine is automatically constructed from a declarative specification containing the component behaviours to be executed by the role and the name of the requirements to be executed by the player; in this way, we can manage the request for
any requirement as a particular state of the FSM. When a requirement is invoked, a
RequestRequirementState (that is another subclass of FSMBehaviour) is automatically added in the correct point invoking the required requirement by means of a
protocol: the programmer has only to specify the requirement name.
The complexity of this kind of interaction is shown in Figure 3. The great balloon
indicating one of the powers for that particular role contains the final state machine
obtained writing the following code:
addState(new myState1("S1", "R1", "E1"));
addState(new myState2("S2"));

876

where S1 and S2 are names of possibly complex behaviours implemented by the role
programmer which will be instanced and added to the finite state machine representing
the power, R1 is the requirement, and E1 is a behaviour for managing errors. Analyzing
the structure of the power, we can see that the execution of S1 is followed by a macrostate (that is a FSMBehaviour), managing the request for a requirement, automatically created by the addState() method. This state will send the player the request
for the needed requirement, waiting for the answer. If the answer is positive, the transition to the next state of the power is done (or to the
ResultManager, if needed); otherwise, the error is managed (if possible), or the
power is aborted. The ErrorManager is a particular state that allows to manage all
the possible kinds of error, including the case of a player lying about its requirements).
Error management is done via the middle tier. We can detect two kinds of possible
errors: (i) accidental ones, and (ii) voluntary ones. Typical cases of (i) are “practical”
problems (i.e. network too busy and timeout expired), or the ones linked to a bad working player or to programming problem; those indicated as (ii) are related to an incorrect
(malicious) behaviour of the player, e.g. when an agent lies about its requirements during a protocol enactment, pretending to own them, while this is not the truth. The latter
case of error management allows the organization and the programmer a first, rough,
implicit, normative and sanctioning mechanism: if the player, for any reason, shows
a lack of requirements, it could be obliged to the deact protocol w.r.t. that particular
role, or it can be “marked” with a negative score, that could mean a lower trust level
exercised from the organization on it.
An advantage given by using a declarative mechanism like behaviours (we can use
instructions to add or remove states to a FSMBehaviour) for modeling powers is that
new powers can be dynamically added or removed from the role. It is sufficient to add
or remove (at run-time) transactions linking the power to the ManagerPowerState
which is a FSMBehaviour too.
This mechanism can be used to model both dynamics of roles in organizational
change or access restrictions. In the former case we can model situations like the power
of the director to give the employee the power of giving loans. In the latter case, we can
model security restrictions by removing powers from roles, thus avoiding the situation
where first a power is invoked and then aborted after controlling an access control list.
3.3

The Player Class

Analogously to Organization and Role, also the Player class is an Agent subclass. Like in the other two cases, we have a PlayerManagerBehaviour, a FSMBehaviour managing all the possible messages that the player can receive. The player
is the only agent that is totally autonomous. It contains other behaviours, created by
the agent programmer, which are scheduled in parallel with the manager behaviour and
it can obviously also interact with other agents, not involved in any organization, but
it’s constrained to interact with any kind of organization using a role offered by the organization itself. Any activity, communication, or action that both the agents could do
without passing through their roles will not have effects on the internal state of the organization at all. Only the player can use all the four protocols described in Subsection
2.3: Enact and Deact with the organization, Activate and Deactivate with the role.
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Fig. 3. Power management.

It is important to notice that, as we discuss in Subsection 3.4, only the Player is
able to start the Enact protocol, which can be refused by the Organization, but it
has the absolute control on activation and deactivation of the roles (once enacted). A
role can be deacted because the Player wants to deact it (e.g., a clerk who leaves for
a new job), or because the Organization forces the deacting (the same clerk can be
fired).
While the role has to manage powers, the player deals with requirements: this is
done by a RequirementManager.
The Player class offers some methods. They can be used in programming the
other behaviours of the agent when it is necessary to change the state of role playing
or to invoke powers. We assume invocations of powers to be asynchronous via the
invokePower method from any behaviour implemented by the programmer. The call
informs the PlayerManagerBehaviour which the interaction with the role has
started and returns a call id which is used to receive the correct return value in the
same behaviour. It is left to the programmer how to manage the necessity of blocking
the behaviour till an answer is returned, with the usual block instruction of JADE. This
solution is coherent with the standard message exchange of JADE and allows to avoid
the use of more sophisticated behaviours based on threads. The behaviour can then
consult the PlayerManagerBehaviour to get the return value of the power.
The player, once having invoked a power, i.e., for messages o requests from the active
role.
When
the
role
needs
some
requirements,
the
PlayerManagerBehaviour passes the control to the RequirementManager,
which executes all the tasks which are needed.
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It’s important to notice that a player can always grow w.r.t. its capabilities/requirements.
A player can know organizations and roles on the platform by using the Yellow
Pages mechanism, that is a basic JADE feature.
The Requirements Requirements are, for a player, a subset of the behaviours representing its capabilities, and, in some sense, the plans for achieving the personal goals of
the agent. By playing a role, an agent can achieve multiple goals (i.e., the goals achievable invoking a power), but, in a general case, the execution of requirements may be
necessary during the invocation of a power. Referring to our bank example, George can
achieve many goals through its employee role (i.e., create a new account), but to do it,
it is necessary for him to log in inside the bank IT system. Seen as a requirement, its
log in capability denotes “attitude”, “possibility” of playing the employee role.
During the enact protocol, the organization sends (see Section 3.4) the agent, willing
to play one of its roles, the list of requirements to be fulfilled. As we said, the candidate
player could lie (e.g., telling that it is able to fulfill some requirement), however, the
organization and the programmer have the possibility to check the truth of the candidate
player’s answer before it begins to play the role, not enacting it, or deacting immediately
after the enact. Also this kind of choice has been done to grant the highest degree of
freedom.
3.4

Communication Protocols

In this Section, an example of a complex communication between a player, an organization, and a role is shown. We have to make some preliminary considerations,
about communication. Each protocol is split in two, specular, but complementary behaviours, one for each actor. In fact, if we consider a communication, two “roles” may
be seen: an initiator, which is the object sending the first message, and a responder,
which can never begin a communication. For example, when a player wants to play
a role inside an organization, an EnactProtocolPlayer instance is created. The
player is the initiator, and a request for a role is done from its new behaviour to the
OrgManagerBehaviour, which instantiates an EnactProtocolOrganization
behaviour. This behaviour will manage the request, sending to the
EnactProtocolPlayer an Inform containing the list of the requirements needed
to play the requested role.
The EnactProtocolPlayer evaluates the list, answering to the organization
whether it agrees (notice that the player programmer could implement a behaviour that
always answers in a positive way, that sounds like a lie). Only after receiving the agreement, the EnactProtocolOrganization creates a RoleManager instance, and
sends the AID of the role just created to the player. The protocol ends with the update
of the player’s internal state.
Since the instance of a role, once created, is not yet activated, when the player wants
to “use” a role, has to activate it. Only one role at a time is active, while the others,
for which the agent finished successfully the enactment protocol, are deactivated. The
activation protocol moves from the player to the role instance. The player creates an
ActivateProtocolPlayer, which sends a message to the role, calling for the
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activation. This message produces a change into the internal state of the role, which
answers with an inform telling its agreement.
Once the role has been activated, the player can proceed with a power invocation. As
discussed in [3], this is not the only way in which player and role can communicate. We
consider it, because it can require a complex interaction, beginning from the invoke
done by the player on a power of the role. As we shown in Subsection 3.2, the power
management can involve the request to the player for the execution of one or more
requirements. In this case, the role sends a request with the list of requirements to
be fulfilled. The player, since autonomous, can evaluate the opportunity to execute the
requirement(s), and take the result(s) to the role (using an inform, waiting for the
execution of the power and for receiving the inform with the result. A particular case,
not visible in Figure 4, is the one in which the player, for any reason, does not execute
the requirements. This “bad” interaction will finish with an automatic deactment of the
role.

Fig. 4. The Sequence Diagram for a complex communication.

4 The CNP scenario in powerJade
In Section 2.6, we discussed the bank example, trying to focus on roles’ powers, players’ requirements, responsibility calls, and all that has a place in our middleware. In
this Section, we show a more technical example: the Contract Net Protocol (CNP), or
manager-bidder problem. In the left part of Figure 5, the inside of a player is shown,
with its Player Manager, and its RequirementManager too.
Attached to the RequirementManager, we see two possible requirements: they
can be requested by a role, in this case, the M CNP, which is shown in the right part
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Fig. 5. Player and Manager role for the CNP example. The player is the candidate to play the
Manager role in the CNP. The interaction after a successfully enactment is shown in Figure 6.

of the same Figure. The double rounded states are the ones created at run-time for the
power called CNP. By figure 6 we try to explain a little part of the interactions between
the player playing the manager role, and its role.
Our scenario considers an agent executing one of its behaviours. When a task is to
be executed, but the agent cannot do it because it does not have the right capabilities.
The only solution is to find someone able to execute the task. The agent knows that
there is an organization that offers the CNP by means of its roles. The agent contacts
the organization, starting the enact protocol for the role of manager in the CNP M CNP.
The organization sends the list of requirements to be fulfilled, composed by the “task”
requirement (that is the ability to send a task for a call for proposal operation), and the
“evaluate” task (that is the ability to evaluate the various bidders’ proposals, choosing
the best one). The candidate player owns the requirements, so the role is created. When
the player executes once again the behaviour containing the previously not executable
task, an invokePower is executed, calling for the power with name CNP (the bold
arc labeled with letter a, starting from the state with label 1 in the left part and arriving
in the right part of Figure 6, to the RoleManager, which has label 2).
The RoleManager passes the control to the PowerManager (label 3), which
finds the appropriate power in its list, and begins its execution (the first state is the one
with label 4). The first step is the call for the task which will be evaluated by bidders,
but the task is known only by the player of the role, so a request for a requirement is
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Fig. 6. The various interactions between player and role. The double circled states inside the role
M CNP are the ones composing the ContractNet power.

done (label 5). This means, a message is sent to the player, calling for the execution
of a requirement (in this case, “task”). The dotted arc with label b simulates this message, which is received and managed by the PlayerManager (label 6, which passes
the control to the RequirementManager (7). Once the requirement identified, the
correct state is reached (label 8). After the execution, the control is passed again to the
RequirementManager (label 9), which passes, through an appropriate message,
the result(s) to the role’s RequestRequirementState (simulated by the dotted
arc with label c). Supposing that a valid result has been returned, the power execution
goes on, arriving (label 10) to the SEND CFP state, that provides the call for proposal
to any bidder known inside the organization (dotted arc with label 4, we assume that
some agents already enacted the bidder role), going directly to add the appropriate behaviour to the PowerManager of the B CNP instances found. The bidder roles will
send messages back to the manager role, after requesting to their players the requirement to specify or not a price for the task to be delegated (with a process that is quite
the same of the one just described).
The complex interaction between players and their roles, and between role and role,
is executed without players to know the CNP dynamics, since all the complexity has
been introduced in the roles. For the player playing the manager role, and for the ones
playing the bidder role, the organization is a kind of black box; roles are the “wizards”
managing the communication logics, and opportunely calling operations to be done
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by the players (that are absolutely autonomous: they are the only agents able to take
decisions).

5 Related and future works, and conclusions
In this paper we introduce organizations and roles as new classes in the Jade framework
which are supported by a middle tier offering to agents the possibility to enact roles,
invoke powers and to coordinate inside an organization. The framework is based on a set
of FSMBehaviours which realize the middle tier by means of managers keeping track
of the state of interaction and protocols to make the various entities communicate with
each other. Powers offered by roles to players have a declarative nature that does not
only make them easier to be programmed, but allows the organization to dynamically
add and remove powers so to have a restructuring of the roles.
Speaking about organizations and roles, we can find very different approaches and
results: models like the one in [17], applications modeling organizations or institutions like in [26], software engineering methods using organizational concepts like roles
(GAIA, in [32]). GAIA is a general methodology which can be applied to a wide range
of MAS, but also deals with social (macro) level, and agent (micro) level. Under the
GAIA vision, a MAS can be modeled as a computational organization composed by
many interactive roles. Regarding the analysis of organizations, in [30] can be found
what is called the perspective of computational organization theory and artificial intelligence, in which organizations are basically described at the role, and group, composed
of roles, levels.
Under the point of view of programming languages, an example is 3APL [31]. 3APL
is a programming language developed for implementing cognitive agents and also for
programming constructs for implementing cognitive agents and provides programming
constructs for implementing agents’ beliefs, goals, basic capabilities (e.g., beliefs update, etc.), and a set of practical reasoning rules for updating or revising agents’ goals,
but it has not primitives for modeling organizations and roles. Another language is
the Normative Multi-Agent Programming Language in [29], which is more oriented
to model the institutional structure composed by obligations, more than the organizational structure composed by roles. ISLANDER [15], is a tool for the definition and
verification of agent mediated electronic institutions. The declarative textual language
of ISLANDER can be used for specifying the institution components, and a graphical
editor is also available. The definition of organizations as electronic institutions is done
mainly in terms of norms and rules.
Speaking about frameworks, MetateM is a multi-agent framework using a language
in which each agent is programmed using a set of (augmented) temporal logic specifications of the behaviour it should adopt. The behaviour is generated by the direct
execution of the specifications. The framework is based on the notion of group, and is
BDI oriented. Even if the language is not general purpose, the idea of groups can be considered similar to the one of roles. Moise [19] is an organizational model that helps the
developer to cope with the agent-centered and the organizational-centered approaches.
The MOISE model is structured along three levels: the individual level (in which, for
each agent, the definition of its responsibilities is given), the agency level (which spec-
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ifies aggregations of agents in large structures), and the society level (which defines
global structures and interconnections of the agents, and their relations with each other).
SMoise+ [21] (which ensures that agents will follow the organizational constraints, is
suitable for open systems, and supports for reorganisation) and J-MOISE+ [20] (which
is more oriented to programming how agents play roles in organizations) are framework
based on the MOISE model, but seem to be limited for programming organizations.
MadKit [18] is a modular and scalable multiagent platform written in Java. It’s built
upon the AGR (Agent/Group/Role) organizational model: agents are situated in groups
and play roles. It allows high heterogeneity in agent architectures and communication
languages, and various customizations, but seems to be also limited in programming
organizations.
With respect to organizational structures, Holonic MAS [28] present particular pyramidal organizations in which agents of a layer (under the same coordinator, also known
as the holon’s head) are able to communicate and to negotiate directly between them
[1]. Any holon that is part of a whole is thought to contribute to achieving the goals
of this superior whole. Apart from the head, each holon consist of a (possibly empty)
set of other agents, called body agents. Roles and groups can express quite naturally in
Holonic structures, under the previously described perspective.
Looking at agent platforms, there are two other—other than JADE—which can be
considered relevant in this context. JACK Intelligent Agents [2] support organizational
structures through the Team Mode, where goals can be delegated to team members.
JADEX [27] presents another interesting platform for the implementation of organizations, even if it does not currently have organizational structures.
The authors of [24] make a very similar proposal to powerJade. However, they do
not propose a middle tier supported by a set of managers and behaviours making all
the communication transparent to agent programmers. The approach relies mostly on
the extension of agents through behaviours and represents Roles as components on an
ontology, while in our approach roles are implemented as agents. Further decoupling
is provided by brokering between organizations and players; a state machine permits
precise monitoring of the state of the roles.
The normative part of our work is to be improved, since, at the moment, only a kind
of “implicit” one is present. It can be seen, for example, in the constraints which make
possible to play a role only if some requirements are respected. We are also considering
possible merge with Jess (in order to use an engine for goals processing), and Jason,
and some works using defeasible logic [16], in order to obtain the BDI part which is
not present at this moment. We are also applying our model to the web, in order to use
roles and organizations, and to improve the concept of session, introducing a typed, and
permanent, session.
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Abstract. The organization metaphor is often used in the design and implementation of multiagent systems. However, few agent programming languages
provide facilities to define them. Several frameworks are proposed to coordinate
MAS with organizations, but they are not programmable with general purpose
languages. In this paper we extend the JADE framework with primitives to program in Java organizations structured in roles, and to enable agents to play roles
in organizations. Roles facilitate the coordination of agents inside an organization and offer new abilities (powers) in the context of organizations to the agents
which satisfy the requirements necessary to play the roles. To program organizations and roles, we provide primitives which enable an agent to enact a new role
in an organization to invoke powers.

1 Introduction
Organizations are the subject of many recent papers in the MAS field, and also among
the topics of workshops like COIN, AOSE, CoOrg and NorMAS. They are used for
coordinating open multiagent systems, providing control of access rights, enabling the
accommodation of heterogeneous agents, and providing suitable abstractions to model
real world institutions [10].
Many models have been proposed [13], applications modeling organizations or institutions [17], software engineering methods using organizational concepts like roles
[21]. However, despite the development of several agent programming languages among
which 3APL [20], few of them have been endowed with primitives for modeling organizations and roles as first class entities. Exceptions are MetateM [12], J-MOISE+
[15], and the Normative Multi-Agent Programming Language in [19]. MetateM is BDI
oriented and not a general purpose language and is based on the notion of group. JMOISE+ is more oriented to programming how agents play roles in organizations,
while [19], besides not being general purpose, is more oriented to model the institutional structure composed by obligations than the organizational structure composed by
roles. On the other hand, frameworks for modelling organizations like SMoise+ [16]
and MadKit [14] offer limited possibilities to program organizations. The heterogeneity of solutions shows a lack of a common agreement upon a clear conceptual model of
what an organization is; the ontological status of organizations has been studied only
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recently and thus it is difficult to translate the organizational model into primitives for
programming languages. Moreover, it is not clear how an agent can interact with an organization, whether the organization has to be considered like an object, a coordination
artifact, or as an agent [11]. The same holds for the interaction with a role. Thus, in this
paper, we address the following research questions: How to program organizations?
How to introduce roles? How agents interact with organizations by means of the roles
they play? And as subquestions: How to specify the interaction between an agent and
its roles? How to specify the interaction among roles? Moreover, How can an agent
start playing a role? and, finally, What is the behaviour of an agent playing a role?
We start from the ontological model of organizations developed in [6], since it provides a precise definition of organizations and specifies their properties, beyond the
applicative needs of a specific language or framework, and allows a comparison with
other models. Moreover, this model has been successfully used to give a logical specification of multiagent systems and to introduce roles in object oriented languages [2].
This approach, due to the agent metaphor, allows to model organizations and roles using
the same primitives to model agents, like in MetateM [11]. Despite the obvious differences with agents, like the lack of autonomy and of an independent character in case
of roles, the agent metaphor allows to understand the new concepts using an already
known framework. In particular, interaction between agents and organizations and the
roles they play can be based on communication protocols, which is particularly useful
when agents and organizations are placed on different platforms.
For the description of the interaction among players, organizations and roles we
adopt the model of [5]. For what concerns the modeling of how an agent plays a role
we take inspiration from [9]. We implement this conceptual model with JADE (Java
Agent DEvelopment framework) [3], providing a set of classes which extends it and
offer the primitives for constructing organizations when programming multiagent systems. We extend JADE not only due to its large use, general purpose character and
open-source philosophy, but also because, being developed in Java, it allows to partly
adopt the methodology used to endow Java with roles in the language powerJava [2].
Given the primitives for modeling agents and their communication abilities, transferring
the model of [6] in JADE is even more straightforward than transferring it in Java. The
extension of JADE consists in a new library of classes and protocols. The classes provide the primitives used to program organizations, roles and player agents, by extending
the respective class.
The paper is organized as follows. In Section 2, we summarize the model of organizations and roles we take inspiration from. In Section 3, we describe how the model is
realized by extending JADE, and in Section 4 we describe the communication protocols
which allow the interaction of the different entities. In Section 5 we underline related
and future work.

2 A model for organizations and roles
In [6] a definition of the structure of organizations given their ontological status is given,
roles do not exist as independent entities but they are linked to organizations (in other
words, roles are not simple objects). Organizations and roles are not autonomous, but
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act via role players, although they are description of complex behaviours: in the real
world, organizations are considered legal entities, so they can even act like agents, albeit
via their representative playing roles. So, they share some properties with agents, and,
in some aspects, can be modelled using similar primitives. Thus, in our model roles
are entities, which contain both state and behaviour: we distinguish the role instance
associated with a player and the specification of a role (a role type). As recognized
by [8] this feature is quite different from other approaches which use roles only in the
design phase of the system, as, e.g., in [21].
Goals and beliefs, attributed to a role (as in [9]) describe the behaviour expected
from the player of the role, since an agent pursues his goals based on his beliefs. The
player should be aware of the goals attributed to the roles, since it is expected to follow
them (if they do not conflict with other goals). Most importantly, roles work as “interfaces” between organizations and agents: they give “powers” to agents, extending the
abilities of agents, allowing them to operate inside the organization and inside the state
of other roles. If on the one hand roles offer powers to agents, they request from agents
to satisfy a set of requirements, abilities that the agents must have [7].
The model presented in [6] focuses on the dynamics of roles in function of the
communication process: role instances evolve according to the speech acts of the interactants. Where speech acts are powers, that can change not only the state of its role, but
also the state of other roles (see [4]). For example, the commitments made by a speaker
of a promise or by commands made by other agents playing roles which are empowered
to give orders. In this model, sets of beliefs and goals (as [9] does) are attributed to the
roles. They are the description of the expected behaviour of the agent. The powers of
roles specify how the state of the roles changes according to the moves played in the
interactions by the agents enacting other roles.
Roles are a way to structure the organization, to distribute responsibilities and a
coordination means. Roles allow to encapsulate all the interactions between an agent
and an organization and between agents in their roles. The powers added to the players
can be different for each role and thus represent different affordances offered by the
organization to other agents to interact with it [1].
However, this model leaves unspecified how, given a role, its player will behave. In
[9], the problem of formally defining the dynamics of roles is tackled identifying the
actions that can be done in an open system such that agents can enter and leave. In [9]
four operations to deal with role dynamics are defined: enact and deact, which mean
that an agent starts and finishes to occupy (play) a role in a system, and activate and
deactivate, which mean that an agent starts executing actions (operations) belonging
to the role and suspends the execution of the actions. Although is possible to have an
agent with multiple roles enacted simultaneously, only one role can be active at the
same time: when an agent performs a power, it is playing only one role in that moment.

3 Organizations, roles, and players in JADE
We introduce organizations and roles as first class entities in JADE, with behaviours, albeit not autonomously executed, and communication abilities. Thus, organizations and
roles can be implemented using the same primitives of agents by extending the JADE
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Agent class with the classes Organization and Role. Analogously, to implement
autonomous agents who are able to play roles, the Player class is defined as an extension of the Agent class. The Role class and its extensions represent the role types.
Their instances represent the role instances associated with an instance of the Agent.1
Organizations and roles, however, differ in two ontological aspects: first roles are associated to players; second, roles are not independent from the organization offering
them. Thus, the Role class is subject to an invariant, stating that it can be instantiated
only when an instance of the organization offering the role is present. Conversely, when
an organization is destroyed all its roles must be destroyed too.
A further difference of role classes is that to define “powers”, they must access the
state of the organization they belong too. To avoid making the state of the organization
public, the standard solution offered by Java is to use the so-called “inner classes”.
Inner classes are classes defined inside other classes (“outer classes”). An inner class
shares the namespace of the outer class and of the other inner classes, thus being able
to access private variables and methods. The class Role is defined as an inner class
of the Organization class. Class extending the Role class must be inner classes
of the class extending the Organization class. In this way the role can access the
private state of the organization and of the other roles. Since roles are implemented as
inner classes, a role instance must be on the same platform as the organization instance
it belongs to. Moreover, the role agent can be seen as an object from the point of view of
the organization and of the other roles which can have a reference to it, besides sending
messages to it. In contrast, outside an organization the role agent is accessed by its
player (which can be on a different platform) only as an agent via messages, and no
reference to it is possible. So not even its public methods can be invoked.
The inner class solution for roles is inspired to the use of inner classes to model
roles in object oriented programming languages like in powerJava [2]. The use of inner
classes is coherent with the organization of JADE, where behaviours are often defined
as inner classes with the aim to better integrate them with the agent containing them.
3.1 Organizations
To implement an organization it’s necessary to extend Organization, subclass of
Agent, which offers protocols necessary to communicate with agents who want to
play a role, and the behaviours to manage the information about roles and their players.
Moreover, the Organization class includes the definition of the Role inner class
that can be extended to implement new role classes in specific organizations. To support
the creation and management of roles the Organization class is endowed with the
(private) data structures and (private) methods to create new role instances and to keep
the list of the AIDs (Agent IDs) of role instances which have been created, associated
with the AIDs of their players. Since roles are Java inner classes of an organization,
the organization code can be written in Java mostly disregarding what is a JADE application. Moreover, the inner class mechanism allows the programmer to access the role
state and viceversa, while maintaining the modularity character of classes.
1

Nothing prevents to have organizations which play roles in other organizations, like in [8], for
this, and other combinations, it is possible to predefine classes and extend them.
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The Enact protocol allows starting the interaction between player and organization. A player sends a message to an organization requesting to play a role of a certain
type; if the organization considers the agent authorized to play that role type, it sends
to the caller a list of powers (what the role can do) and requirements (what the role can
ask to player what to do). At this point, the player can compare his requirements list
with the one sent from the organization and communicate back if he can play the role
or if he can’t. The operation of leaving a role, Deact, is asked by the player to the role
itself, so the class organization does not offer any methods or protocols for that.
For helping players to find quickly one or more organizations offering a specific
role, Yellow Pages are used. They allow to register a pair (Organization, RoleType) for
each role in each organization; the interested player will only have to query the Yellow
Pages to obtain a list of these couples and choose the best for itself.
3.2 Roles
A role is implemented by extending the Role class which offers the protocols to communicate with the player agent. Notice that, since the Role class is an inner class of
the Organization class, this class should be an inner class of the class that extends
Organization as well. The protocols to communicate with the player agent allows:
(i) To receive the request of invoking powers; (ii) To receive the request to deact the role;
(iii) To send to the player the request to execute a requirement; (iv) To receive from the
player the result of the execution of a requirement; (v) To notify the player about the
failure of executing the invoked power or the failure to receive all the results of the
requested requirements. The role programmer, thus, has to define the powers which can
be invoked by the player, and to specify them in a suitable data structure used by the
Role class to select the requests of powers which can be executed.
Allowing a player to invoke a power, which results in the execution of a method by
the role, could seem a violation of the principle of autonomy of agents. However, the
powers are the only way the players have to act on an organization and, the execution
of an invoked power may request, in turn, the execution by the player of requirements
needed to carry on the power.
Moreover, since the player may refuse to execute a requested requirement (see Section 3.3), and the requirements determine the outcome of the power, this outcome, thus,
varies from request to request, and from player to player. Since role instances are not
autonomous, the invocation of a power is not subordinated to the decision of the role to
perform it or not. In contrast with powers, a requirement cannot be invoked. Rather it is
requested by the role, and the player autonomously decides to execute it or not. In the
latter case the player is not complying anymore with its role and it is deacted. To remark
this difference we will use the term invoking a power versus requesting a requirement.
Requests for the execution of requirements are not necessarily associated with the
execution of a power. They can be requested to represent the fact that a new goal has
been added to the role. For example, this can be the result of a task assignment when the
overall organization is following a plan articulated in subtasks to be distributed among
the players at the right moments [16]. In case the new goal is a requirement of the
player the method requestRequirement is executed, otherwise, if it is a power of the
role, a requestResponsibility is executed. The method requestResponsibility asks to the
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player to invoke a power of the role, while the method requestRequirement invokes a
requirement of the player. It returns the result sent by the player if he complies with
the requirement. The failure of executing of a requirement results in the deactment
of the role. Analogously to requirements when the role notifies its player about the
responsibility, it cannot be taken for granted that it will invoke the execution of the
power. Note that both methods can be invoked also by other roles or by the organization
itself, due to the role’s limited autonomy.
Other methods are available only when agents are endowed with beliefs, which
could be represented, for instance, in Jess. The method sendInform is used to inform
the player that the beliefs of the roles are changed. This does not imply that the player
adopts the conveyed beliefs as well. Methods addBelief and addGoal are invoked by the
role’s behaviours or by other roles’ to update the state of the role.
Besides the connection with its player, the role is an agent like any other, and it can
be endowed with further behaviours and further protocols to communicate with other
roles of the organization or even with other agents. At the same time it is a Java object
as any other and can be programmed, accessing both other roles and the organization
internal state to have a better coordination.
3.3 Players
Players of roles in organizations are JADE agents, which can reside on different platforms with respect to the organization. To play a role, a special behaviour is needed; for
this reason the Player class is offered. An agent which can become a player of roles
extends the Player class, which, in turn, extends the Agent class. This class defines the
states of the role playing (enact, active, deactivated, deacted), the transitions from one
state to the others, and offers the protocols for communicating with the organization
and with the role. A player agent can play more than one role. The list of roles played
by the agent, and the state of each role, is kept in an hashtable.
The enactment procedure takes the AID of an organization and of a role type and,
if successful, it returns the AID of the role instance associated to this player in the
organization. From that moment the agent can activate the role and play it. The activate
state allows the player to receive from the role requests of requirement execution and
responsibilities (power invocation). Analogously, the Player class allows an agent to
deact and deactivate a role.
The behaviour of playing a role is modelled in the player agent class by means of
a finite state machine (FSM) behaviour. The behaviour is instantiated for each instance
of the role the agent wants to play, by invoking the method enact and specifying the
organization AID and the role type. The states are inspired to the model of [9].
Enact: The communication protocol (which contains another FSM itself) for enacting roles is entered. If it ends successfully with the reception of the new role instance
AID the deactivated state is entered. The hashtable containing the list of played roles is
updated. Otherwise, the deacted state is reached.
Activate: This state is modelled as a FSM behaviour which listens for events coming from outside or inside the agent. If another behaviour of the agent decides to invoke
a power of the role by means of the invokePower method (see below), the behaviour
of the activated state checks if the power exists in the role specification and sends an
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Fig. 1. (a) The states of role playing. - (b) The behaviour of roles - A: ManagePwRequest (manages the request from player); B: ManageReqRequest (if a requirement is needed); C: Execute
(executes the called power); D: MatchReq (checks if all requirements are ok); E: InformResult
(sends results to player); F: InformFail (sends fail caused by requirement missing); G: InformPowerFail (sends fail caused by power failure)

appropriate message to the role agent. Otherwise an exception is raised. If another behaviour of the agent decides to deactivate the role the deactivated state is entered. If a
message requesting requirements or invoke powers arrives from the role agent it plays,
the agent will decide whether or not to comply with the new request sent by the role.
First of all it checks that the required behaviour exists or there has been a mismatch at
the moment of enacting a role. If the role communicates to its player that the execution
of a power is concluded and sends the result of the power, this information is stored
waiting to be passed back to the behaviour which invoked the power upon its request
(see receivePowerResult). The cyclic behaviour associated with this state blocks itself
if no event is present and waits for an event.
Deactivated: The behaviour stops checking for the invocation of requirements or
powers from respectively the role and the player itself, and blocks until another behaviour activates the role again. The messages from the role and the power invocations
from other behaviours pile up in the queue waiting to be complied with, until an activation method is called and the active state is entered.
Deact: The associated behaviour informs the role that the agent is leaving the role
and cleans up all the data concerning the played role in the agent.
One instance of this FSM, that can be seen in Figure 1, is created for each role
played by the agent. This means that for a role only one power at time is processed,
while the others wait in the message queue. Note that the information whether a role is
activated or not is local to the player: from the role’s point of view there is no difference.
However, the player processes the communication of the role only as long as it is acti-
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vated, otherwise the messages remains in the buffer. More sophisticated solutions can
be implemented as needed, but they must be aware of the synchronization problems.
The methods in the Player can be used to program the behaviours of an agent
when it is necessary to change the state of role playing or to invoke powers. We assume
that invocations of powers to be asynchronous. The call returns a call id which is used
to receive the correct return value in the same behaviour. It is left to the programmer to
stop of a behaviour till an answer is returned by JADE primitive block. This solution is
coherent with the standard message exchange of JADE and allows to avoid using more
sophisticated behaviours based on threads.
– enact(organizationAID, roleClassName): to request to enact a role an agent has to
specify the AID of the organization and the name of the class of the role. It returns
the AID of the role instance or an exception is raised.
– receivePowerResult(int): to receive the result of the invocation of a power.
– deact(roleAID), activate(roleAID), deactivate(roleAID) respectively deacts the role,
activates a role agent that is in the deactivate state, and temporarily deactivates the
role agent.
– invokePower(roleAID, power): to invoke a power it is sufficient to specify the role
AID and the name of the behaviour of the role which must be executed. It returns
an integer which represent the id of the invocation.
– addRequirement(String): when extending the Player class it is necessary to specify
which of the behaviours defined in it are requirements. This information is used
in the canPlay private method which is invoked by the enact method to check if
the agent can play a role. This list may contain non truthful information, but the
failure to comply with the request of a commitment may result in the deactment to
the role as soon as the agent is not able to satisfy the request to execute a certain
requirement.
Moreover, an agent, in order to be a player, has to implement an abstract method to
decide whether to execute the requirements upon request from the roles. The method
adoptGoal is used to preserve the player autonomy with reference to requirement requests from the role he’s playing. The result is true if the player decides to execute the
requirement.

4 Interaction
In this section we describe the different protocols used in the interaction between agents
who want to play roles and organizations, and between players and their roles. All
protocols use standard FIPA messages, to enable also non JADE agents to interact with
organizations without further changes. Figure 2 describes the sequence diagram of the
interaction.
4.1 Agents and the organization
Behind the enacting state of the player described in the previous section, there is an enactment protocol inherited, respectively, as concern the initiator and the receiver, from
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: Player

: Organization
request(roleA)
inform(true, reqlist[ ], powlist[ ])
[RoleA instantiable]

check_request()

inform(failure)
[RoleA non−instantiable]
agree(roleA)
[check_req() true]
failure(debug_info)
[check_req() false]

:RoleA

<<create>>

[agreed RoleA]
inform(roleAID)
[ID RoleA]
request(pow1)
request(requirements)
[if any req]
exec requirements()
inform(results)
exec_pow1()
inform(pow1_results)
[if pow1 executed]

Fig. 2. The interaction protocol

the classes Player and Organization. It forwards from the player to the organization the request of enacting a specified role, and manages the exchange of information:
sending the specification of requirements and powers of the roles and checking whether
the player complies with the requirements.
The organization listens from messages from any agent (even if some restrictions
can be posed at the moment of accepting to create the role), while the subsequent communication between player and role is private. After a request from an agent the behaviour representing the protocol forks creating another instance of itself to be ready to
receive requests of other agents in parallel.
The first message is sent by the player as initiator and is a request to enact a
role. The organization, if it considers the agent authorized to play the role, returns to
the candidate player a list of specifications about the powers and requirements of the
requested role which are contained in its knowledge base, sending an inform message
containing the list; otherwise, it denies to the player to play the role, answering with an
inform message, indicating the failure of the procedure. In case of positive answer,
the player, invoking the method canPlay using the information contained in the player
about the requirements, decides whether to respond to the organization that it can play
the role (agree) or not (failure).
The first answer results in the creation of a new role instance of the requested type
and in the update of the knowledge base of the organization with the information that
the player is playing the role. To the role instance the organization passes the AID
of the role player, i.e., the initiator of the enactment, so that it can eventually filter
out the messages not coming from its player. An inform is sent back to the player
agent, telling him the played role instance’s AID, The player, in this way, can address
messages to the role and it can identify the messages it receives from the role it plays.
Then the agent updates its knowledge base with this information, labeling the role as
still deactivated. The protocol terminates in both the player and the organization. This
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completes the interaction with the organization: the rest of the interaction, including
deacting the role, passes through the role instance only.
4.2 Players and their roles
The interaction between a player and its role is regulated by three protocols: the request
by the role of executing a requirement, the invocation of a power by the player, and the
request of the role to invoke a power. In all cases, the interaction protocol works only
between a player and the role instances it plays. Messages following the protocol but
which do not respect this constraint are discharged on both sides.
We start from the first case since it is used also in the second protocol during the
execution of a power. According to Dastani et al. [9] if a role is activated, the player
should (consider whether to) adopt its goals and beliefs. Since our model is distributed,
the role is separated from its player: the goals (i.e., the requirements) and beliefs of
the role have to be communicated from the role to its player by means of a suitable
communication protocol. Each time the state of the role changes, since some new goal
is added to it, the agent is informed by the role about it: either a requirement must be
executed or a power must be invoked. In this protocol, the initiator is the role, which
starts the behaviour when its method requestRequirement is invoked.
First of all, the agent checks if the requested requirement is in the list of the player’s
requirements, but this does not mean that it will be executed. Since the player agent
is autonomous, before executing the requirement, it takes a decision by invoking the
method adoptGoal which is implemented by the programmer of the player. The protocol
ends by informing the role about the outcome of the execution of the requirement or the
refusal of executing it, using an “inform” (see bottom of Figure 1 b).
This protocol is used inside the protocol initiated by the player for invoking a power
of the role. After a request from the player, the role can reply with the request of executing some requirements which are necessary for the performance of the power. In
fact, in the behaviour corresponding to the power, some invocation of the method requestRequirement can be present. The protocol ends with the role informing the agent
about the outcome of the execution of the power.
A third protocol is used by the role to remind the agent about its responsibilities, i.e.,
the role asks its player to invoke a power executing the method
requestResponsibility. In this case the object of the request is not a requirement executable by the player, but a power, i.e., a behaviour of the role. So the player has to
decide whether and when to invoke the power.
In principle, the programmer could have invoked a power directly from the role, instead of requesting it by means of requestResponsibility. However, with this mechanism
we want to model the case where the player is obliged to invoke the power but the decision of invoking the power is left to the player agent who can have more information
about when and how invoke the power. It is left to the programmer of the organization
to handle the violation of such obligations.
The final kind of interaction between a player and its role is the request of a player
to deact the role. While deactivation is an internal state of the player, which is not
necessarily communicated to the role, deacting requires that the role agent is destroyed
and that the organization clears up the information concerning the role and its player.
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5 Conclusions
In this paper we use the ontological model of organizations proposed in [6] to program
organizations. We use as agent framework JADE since it provides the primitives to
program MAS in Java. We define a set of Java classes which extends the agent classes
of the JADE to have further primitives for building organizations structured into roles.
To define the organizational primitives JADE offered advantages but also posed some
difficulties. First of all, being based on Java, it allowed to reapply the methodology used
to implement roles in powerJava [2] to implement roles as inner classes. Moreover, it
provides a general purpose language to create new organizations and roles. Finally,
being based on FIPA speech acts, it allows agents programmed in other languages to
play roles in organizations, and viceversa, JADE agents to play roles in organizations
not implemented in JADE. However, the decision of using JADE has some drawbacks.
For example, the messages used in the newly defined protocols can be intercepted by
other behaviours of the agents. This shows that a more careful implementation should
use a more complex communication infrastructure to avoid this problem. Moreover,
since JADE behaviours differently from methods do not have a proper return value,
they make it difficult to define requirements and powers. Finally, due to the possible
parallelism of behaviours inside an agent, possible synchronization problems can occur.
Few agent languages are endowed with primitives for modeling organization.
MetateM [11] is one of these, and introduces the notion of group by enlarging the notion of agent with a context and a content. The context is composed by the agents (also
groups are considered as agents like in our model organizations are agents) which the
agent is part of, and the content is a set of agents which are included. The authors propose to use these primitives to model organizations, defining roles as agents included
in other agents and players as agents included in roles. This view risks to leave apart
the difference between the play relation and the role-of relation which have different
properties (see, e.g., [18]). Moreover it does not distinguish between powers. Finally
MetateM is a language for modeling BDI agents, while JADE has a wider applicability
and is built upon on the Java general purpose language.
About S-Moise+ features [16], we will improve our system with agent sets and subset as particular inner classes in the Organization class. Very interesting is the matter
of cardinality, constraint that we will implement considering both minimum than maximum cardinality allowed for each group.
The principles of permission will be implemented through a specific new protocol,
called Permissions, which will allow to a role a call to another role’s power, if
and only if the first role’s player can show (at the time of execution) his credentials
(additional requirements); if no additional requirement is given, the other role’s power
invocation cannot be done.
Another future work is related to Obligations [16]; we are going to implement them
by particular requirements that have to produce some result in a fixed time. If no result
is produced, then a violation occours and this behaviour is sanctioned in some way.
Planning goals too will be realized by requirements, that can be tested one after another
to play single missions.
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Abstract. In this paper we generalize and merge two models of roles
used in multiagent systems which address complementary aspects: enacting roles and communication among roles in an organization or institution. We do this by proposing a metamodel of roles and specializing
the metamodel to fit the two existing models. We show how the two approaches can be integrated since they deal with complementary aspects:
roles in organizations are used to specify interactions among agents, and,
thus, they emphasize the public character of roles. Role enactment focuses instead on how roles are played, and thus it emphasizes the private
aspects of roles: how the beliefs and goals of the roles can become the
beliefs and goals of their players. The former approach focuses on the
dynamics of roles in function of the communication process. The latter
approach focuses on the internal dynamics of the agents when they start
playing a role or shift the role they are currently playing.

1

Introduction

In the last years, the usefulness of roles in designing agent organizations has been
widely acknowledged. Witness not only the papers appeared at AAMAS, IAT,
but also the creation of specialized workshops which have agent organizations
(COIN, ROLES, AOSE, NorMAS, etc.) among their topics.
Many different models have been designed. Some of them use roles only in
the design phases of a MAS [3], while other ones consider roles as first class
entities which exist also during the runtime of the system [4]. Some of them
focus on how roles are played by agents [2], other ones on how roles are used in
communication among agents in organizations [1].
This heterogeneity of the way roles are defined and used in MAS risks to
be a danger for the interoperability of agents in open systems, since each agent
entering a MAS can have a radically different notion of role. Thus, the newly entered agents cannot be governed by means of organizations regulating the MAS.
Imposing to all agent designers a single notion of role is a strategy that cannot
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have success. Rather, it would be helpful to design both multiagent infrastructures that are able to deal with different notions of roles, and to have agents
that are able to adapt to open systems which use different notions of roles in
the organizations they set up. This alternative strategy can be costly if it is not
possible to have a general model of roles that is compatible, or can be made
compatible, with other existing concepts.
In this paper we generalize and merge two models of roles used in MAS, in
order to promote the interoperability of systems. The research question is: How
to combine the model of role enactment by proposed by [2] with the model of
communication among organizational roles of [1]?
We answer these questions by extending to agents a metamodel of roles applied up to now to object oriented systems [5]. The relevant questions, in this
case, are: how to introduce beliefs, goals and other mental attitudes in objects,
and how to pass from the method invocation paradigm to the message passing
paradigm.
Then we specialize the metamodel to model the two existing approaches and
we show how they can be integrated in the metamodel since they deal with
complementary aspects. We choose to model the proposals of [1] and [2] since
they are representative of two main traditions. The first tradition is using roles
to model the interaction among agents in organizations, and the second one is
about role enactment, i.e., to study how agents have to behave when they play
a role.
From one side, organizational models are motivated by the fact that agents
playing roles may change, for example a secretary may be replaced by another
one if she is ill. Therefore, these models define interaction in terms of roles
rather than agents. In [1] roles model the public image that agents build during
the interaction with other agents; such image represents the behavior agents
are publicly committed to. However, this model leaves unspecified, how given a
role, its player will behave. This is a general problem of organizational models
which neglect that when, for example, a secretary falls ill, there are usually
some problems with ongoing issues (the new secretary does not know precisely
the thing to be done, arrangements already made etc.). So having a model of
enacting and deacting agents surely leads to some new challenges, which could
not be discussed, simulated or formally analyzed without this model.
In contrast, the organizational view focuses on the dynamics of roles in function of the communication process: roles evolve according to the speech acts
of the interactants, e.g. the commitment made by a speaker or the commands
made by other agents playing roles which are empowered to give orders. In this
model roles are modeled as sets of beliefs and goals which are the description
of the expected behavior of the agent. Roles are not isolated, but belongs to
institutions, where constitutive rules specify how the roles change according to
the moves played in the interactions by the agents enacting the roles.
[2] focuses, instead, on how roles are played by an agent , and, thus, on the
private aspects of roles. Given a role described in terms of beliefs, goals, and other
components, like plans, their model describe how these mental attitudes become
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the beliefs and goals of the agents. In this model roles are fixed descriptions,
so they do not have a dynamics like in the model of [1]. Moreover, when roles
are considered inside organizations new problems for role enactment emerge:
for example, how to coordinate with the other agents knowing what they are
expected to do in their role, and how to use the powers which are put at disposal
of the player of the role in the organization. The same role definition should lead
to different behaviors when the role is played in different organizations.
In contrast, it specifies the internal dynamics of the agents when they start
playing (or enacting in their terminology) a role or shift the role they are currently playing (called the activated role). So they model role enacting agents:
agents that know which roles they play, the definitions of those roles, and which
autonomously adapt their mental states to play the roles.
Despite the apparent differences, the two approaches are compatible since
they both attributes beliefs and goals to roles. So we study by means of the
metamodel how they can be combined to have a more comprehensive model of
roles.
The paper is structured as follows. In Section 2 we describe the requirements
on agents and roles in order to build a metamodel; in Section 3 we formally
define the metamodel for roles together with its dynamics; in Section 4 we define the basic notions to model agents that play roles; Section 5 deals with the
modeling of enacting agents as in [2]; Section 6 introduces and models roles to
deal with coordination in organizations; in Section 7 we merge [2] and [1] into
the framework introduced in Section 3; Conclusions end the paper.

2

Agents and roles

Since the aim of this paper is to build a metamodel to promote interoperability,
we make minimal assumptions on agents and roles.
The starting point of our proposal is a role metamodel for object orientation.
The relation of objects and agents is not clear, and to pass from object to agents
we take inspiration from the Jade model [6].
Agents, differently than objects, do not have methods that can be invoked
starting from a reference to the object. Rather, they have an identity and they
interact via messages. Messages are delivered by the MAS infrastructure, so that
agents can be located in different platforms. The messages are modeled via the
usual send-receive protocol. We abstract in the metamodel from the details of
the communication infrastructure (whether it uses message buffers, etc.).
Agents have beliefs and goals. Goals are modeled as methods which can be
executed only by the agent itself when it decides to achieve the goal.
As said above, we propose a very simple model of agents to avoid controversial
issues. When we pass to roles, however, controversial issues cannot be avoided.
The requirements to cope with both models of roles we want to integrate are:
– Roles are instances, associated in some way to their players.
– Roles are described (at least) in terms of beliefs and goals.
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– Roles change over time.
– Roles belong to institutions, where the interaction among roles is specified.
– The interaction among roles specifies how the state of roles changes over
time.
In [1] roles are used to model interaction, so agents exchange messages according to some protocol passing via their roles. This means that the agent have
to act on the roles, e.g., to specify which is the move the role has to play in
certain moment. Moreover, roles interact with each other.
[2]’s model specifies how the state of the agent changes in function of the
beliefs and goals of the roles it plays. However, it does not consider the possibility
that the state of the role change and, thus, it ignores how the agent becomes
aware of the changes of beliefs and goals of the role.
To combine the two models we have to specify how the interaction between
an agent and its role happens when the agent changes the state of the role or
the state of the role is changed by some event. A role could be considered as an
object, and its player could invoke a method of the role. However, this scenario
is not possible, since the roles are strictly related to the institution they belong
to, and we cannot assume that the institution and all the agents playing roles in
the institution are located on the same agent platform. So method invocation is
not possible unless some sophisticated remote method invocation infrastructure
is used. Moreover, the role have to communicate with its player when its beliefs
and goals are updated. Given that the agent is not an object, the only possibility
is that a role sends a message to its player. As a consequence, we decide to model
the interaction between the agent and the role by means of messages too.
Finally, we have to model the interaction among roles. Since all roles of an
institution belongs to the same agent platform, they do not necessarily have to
communicate via messages. To simplify the interaction, we model communication
among roles by means of method invocation.
The fact that roles belong to an institution has another consequence. According to the powerJava model of roles in object oriented programming languages,
roles, seen as objects, belong to the same namespace of the institution. This
means that each role can access the state of the institution and of the sibling
roles. This allows to see roles as a way to specify coordination [7].
In a sense, roles are seen both as objects, from the internal point of view of
the institution they belong to, and as agents, from the point of view of their
players, with beliefs and goals, but not autonomous. Their behavior is simply
to:
– Receive the messages of their players.
– Execute the requests of their player of performing the interaction moves
according to the protocol allowed by the institution in that role.
– Send a message to their players when the interaction move performed by the
role itself or by some other role results in a change of state of the role.
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3

A Logical Model for Roles

In [5] the model is structured in three main levels: universal, individual and
dynamic; here we decide not to talk about the universal level an concentrate
ourself on agents dynamics. We define the formalism of the framework in a way
as much general as possible, this gives us an unconstrained model where special
constraints are added later.
3.1

Individual level

The individual level includes in this paper some elements of the universal one
and the elements of this level are individuals (or instances) of the types defined
at the universal level. In the formalization of the model we use objects as basic
elements upon which the model is based; we refer to Section 4 for a complete
discussion that underlines how the model can be used to grasp roles dynamics
in MAS.
Definition 1 A snapshot model is a tuple
< O, R types, I contexts, I players, I roles, Val, I contraints
IRoles , I Attributes, I Operations, IAttr >
where:
– O is a domain of objects, for each object o is possible to refer to its attributes
and operations through πI Attr (o) and πI Op (o), respectively.
– R types is a set of types of roles.
– I contexts ⊆ O is a set of institutions.
– I players ⊆ O is a set of actors.
– I roles ⊂ O is a set of roles instances.
– I Attributes is the set of attributes.
– I Operations is the set of operations.
– Val is a set of values.
– I constraints is a set of integrity rules that constraint elements in the snapshot.
We usually refer elements in I contexts, I players and I roles respectively, institutions, actors and roles instances.
The snapshot model has also a few functions and relations:
– IRoles is a role assignment function that assigns to each role R a relation on
I context x I players x I roles.
– IAttr is an assignment function which it takes as arguments an object d ∈ O,
and an attribute p ∈ πI Attr (d), if p has a value v ∈ Val it returns it, ∅
otherwise.
– I AS ⊆ O x I Attributes: is an attribute assignment relationship, through
which we define what are the attributes assigned to an object in the defined
snapshot.
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– I OS ⊆ O x I Operations: is an operations assignment relationship, through
which we define what are the operations assigned to an object in the defined
snapshot.
– I OT ⊆ O x R types: is an type assignment relationship, through which we
define the type of every role instance in the snapshot.
– I PL ⊆ I players x R types: this relation states, which are the players that
can play a certain role types.
– I RO ⊆ I roles x I contexts: each role is linked with one or (potentially more)
context.
Generally, when a role instance x is an individual of the type D, we write
x :: D. If a ∈ πI Attr (x) we write x.a ∈ I Attributes as the attribute instance
assigned to object x, the same holds for elements in I Operations.
The role assignment function IRoles gives us the notion of an actor who plays
a role within a specific context: if i is an institution, a an actor, and o :: R a
role, (i,a,o)∈ IRoles (R) is to be read as: “the object o represents agent a playing
the role R in institution i ”. We will often write R(i,a,o) for this statement, and
we call o the role instance.
Suppose we have a role instance employee, and that the value of the attribute
salary is 1000 e usually, instead of writing IAttr (employee, salary) = 1000, we
write
salary(employee) = 1000
3.2

The dynamic model

The dynamic model defines a structure to properly describe how the framework
evolves as a consequence of executing an action on a snapshot. In Section 4 and
5, we describe how this model constraints agents’ dynamics.
Definition 2 A dynamic model is a tuple
< S, TM, Actions, Requirements, D constraints, IActions , IRolest πReq , IRequirementst >
where:
– S is a set of snapshots.
– TM ⊆ S x IN: it is a time assignment relationship, such that each snapshot
has an associated unique time t. For the sake of simplicity we define a discrete
time through positive natural numbers.
– Actions is a set of actions.
– Requirements is a set of requirements for playing roles in the dynamic model.
– D contraints is a set of integrity rules that constraints the dynamic model.
– IActions maps each action from Actions to a relation on a set of snapshots P.
IActions (s, a, t) tells us which snapshots are the result of executing action a
at time t from a certain snapshop. 1 This function returns a couple in TM
1

Notice that given an action, we can have several snapshots because we model actions with modal logic in which, from a world it is possible to go to more than
one other possible world. This property is often formalized through the accessibility
relationship. Thus, each snapshot can be seen as a possible world in modal logic.
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that binds the resulting snapshot with time t + 1. In general, to express that
at time t is carried action a we write at .
– About IRolest we say that Rt (i, a, o) is true if there exists, at a time t, the
role instance R(i, a, o).
– πReq (t, R) returns a subset of Requirements present at a given time t for the
role of type R, which are the requirements that must be fulfilled in order to
play roles of type R.
Intuitively, the snapshots in S represent the state of a system at a certain time.
Looking at IActions is possible to identify the course of actions as an ordered
sequence of actions such that:
a1 ; b2 ; c3
represents a system that evolves due to the execution of a, b and c at consecutive
times. We refer to a particular snapshot using the time t as a reference, so that
for instance πI Attrt refers to πI Attr in the snapshot associated with t in TM.
Actions are described using dynamic modal logic [8], in paricular they are
modelled through precondition laws and action laws of the following form:
2(A ∧ B ∧ C ⊃ hdi>)
0

0

0

2(A ∧ B ∧ C ⊃ [d]E)

(1)
(2)

Where the 2 operator express that the quantified formulas hold in all the possible
words. Precondition law (1) specifies the conditions A,B and C that make an
atomic action d executable in a state. (2) is an action law 2 which states that if
0
0
0
preconditions A ,B and C to action d holds, after the execution of d also E
holds.
In addition we introduce complex actions which specify complex behaviors
by means of procedure definitions, built upon other actions. Formally a complex
action has the following form:
hp0 iϕ ⊂ hp1 ; p2 ....; pm iϕ
p0 is a procedure name, “;” is the sequencing operator of dynamic logic, and
the pi ’s, i ∈ [1, m], are procedure names, atomic actions, or test actions3 .
Now we show some examples of actions that can be introduced in the dynamic
model in order to specialize specialize the model.
Role addition and deletion
For role addition and deletion actions we use, respectively R, i ,→t a, and
R, i ←-t a. Then using the notation of dynamic logic introduced above, we
write:
2(Reqt (i, a, R) ⊃ hR, i ,→t ai>)
2
3

Sometimes action laws are called effect rules because E can be considered the effect
of the execution of d.
Test actions are of the form hψ?iϕ ≡ ψ ∧ ϕ.
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to express that, if actor a fills the requirements at time t (Reqt (i, a, R) is True),
a can execute the role addition action that let him play role of type R.
The above definition gives us the possibility to model that a role assignment
introduces a role instance:
2(> ⊃ [R, i ,→t a]∃xRt+1 (i, a, x))
or the fact that if a does not already play the role R within institution i, then
the role assignment introduces exactly one role instance:
2(¬∃xR(i, a, x) ⊃ [R, i ,→t a]∃!xRt+1 (i, a, x))
Methods
There are other actions through which is possible to change the model as
well, for instance agents may assign new values to their attributes [5]. Again,
the effects of such changes may depend on choices made earlier (e.g. in the case
of delegation, changing the attribute value of an object may change the value of
that attribute also in some roles he plays).
Here, we will focus on the case in which the attribute’s values can be changed
by the objects themselves. What we will do is to define methods of objects with
which they can change attributes of their own or those of others. Actually, to simplify the model, we define one single primitive action: sett (o1 , o2 , attr, v), which
means that agent o1 sets the value of attr on agent o2 to v at time t.
Now, we will of course have that:
2(> ⊃ [sett (o1 , o2 , attr, v)]attrt+1 (o2 ) = v)
which means that in any state, after the execution of set, if the action of setting
this attribute succeeds, then the relevant object will indeed have this value for
that attribute.
Operations
Elements of our framework come with operations that can be executed at
the individual level in order to change the model dynamically, the semantics
of each operations can be given exploiting the actions defined for the dynamic
model. Suppose, for instance, to have an object individual x :: P erson with
x.mail address attribute, and an operation x.change mail that changes the value
of x.mail address to its argument. Using the set primitive is possible to define
how the model evolves after the execution of x.change mail operation trough the
following axiom:
[x.change mailt (s)]ϕ ≡ [sett (x, x, mail adress, s)]ϕ
Where x.change mailt (s) identifies the action carried by x at time t to execute
the instance operation x.change mail; objects can execute only operations that
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are assigned to them by I OS relation. In Section 5 we define exec of certain
operations as complex actions because we have to describe a more complex
semantics.

4

Roles in Multiagent Systems

Since here we have been talking about objects as cornerstone of the individual
level, now in order to switch from objects to agents, it must be underlined that
an object of the meta-model does not necessarily overlap with object in OO
programming. We used the terms object to refer to individuals, and terms like
attribute and operation to talk about state and bheavior of an entity.
In order to be as much general as possible, we define elements of the metamodel with only those features that are essential to talk about roles and leave
the possibility to specify the abstract model depending on which account of role
we want to grasp. This appraoch gives us the possibility to talk about object
and agent using the same framework, and specifing each time which are the
charateristics of role’s player. In moving form objects to agents we need to state
the following:
– Attributes are complex properties of the agent which describe its internal
features as well as its mental attitudes (belief, goals, plans etc.).
– Operations are actions that the agent does in the system.
– Agents at individual level are supposed to be autonomous so they cannot be
forced to execute an action from an external entity.
– The only way to interact between agents is through message passing.
– The system in which agents interacts is represented by a unique institution.
– Role instances are linked with one and only one system. In order to express
this point we add into I Constraint of every snapshot the following integrity
rule:
r ∈ I roles ↔ ∃!c ∈ I contexts :< r, c >∈ I RO
For the sake of generality, we prefer not to specify how agents reason on the
basis of their mental attitudes; what we want to model is how mental attitudes
evolve as a consequence of playing a role and what are the elements on which
the agent have to carry out its resoning process.
It is important to understand that the meta-model is not a framework for
agent specification, the elements listed above are the basic features that we think
are foundamental to talk about role in MAS, but of course they are not sufficient
to utterly model agents.

5

Enact and Deact Roles

In [2], the problem of formally defining the dynamics of roles, is tackled identifing
the actions that can be done in a open system such that agents can enter and
leave. In this setting roles have existence outside the agents in the implemented
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system, so “agents are not completely defined by the roles they play”[2]. This
view leads to a defnition of roles that sees them as strictly linked with a system
(context), instantiable and with their own proper identity.
In [2] four operations to deal with role dynamics are defined: enact and deact,
which mean that an agent starts and finishes to occupy (play) a role in a system,
and activate and deactivate, which means that an agent starts executing actions
(operations) belonging to the role and suspends the execution of the actions.
Although is possible to have an agent with multiple roles enacted simultaneously, only one role can be active at the same time.
Before diving into modeling the four basic operations to deal with roles, we
need to match with our framework a few concept defined in [2], following we
report a list of elements together with their definition and then how they fit in
our meta-model:
– Multiagent system: In [2] roles are taken into account at the implementation
level of open MAS, they belong to the system which can be entered or left
by agents dynamically. In our framewor is possible to view a system as a
context to which are linked all roles that can be played by the agents.
– Agent role: A role is a tuple hσ, γ, ωi. Where σ are beliefs, γ goals and ω
rules representing conditional norms and obligations. This definition specifies
a role “in terms of the information that becomes available to agents when
they enact the role, the objectives or responabilities that the enacting agent
should achieve or satisfy, and normative rules which can for example be used
to handle these objectives” [2]. With this view we define, for roles of our
framework, a set of complex attributes {beliefs, goals, plans, rules} ∈ I Attr
toghether with the operations that represent actions that an agent can carry
out when it activates the roles instance chosing it from the set of roles it is
playing.
– Agent type: We consider an agent type “as a set of agent roles with certain
constraints and assume that an agent of a certain type decides itself to enact
or deact a role”. To talk about agent types we use classes instroduced in
the framework as a specification of agent instances at the individual level,
with this in mind we use the PL relationship to link agent classes to agent
roles (role’s classes) so that the set of roles that an agent can enact (play),
is constrainted by I PL.
– Role enacting agent: “We assume that role enacting agents have their own
mental attitudes consisting of beliefs, goals, plans, and rules that may specify
their conditional mental attitudes as well as how to modify their mental
attitudes. Therefore, role enacting agents have distinct objectives and rules
associated to the active role it is enacting, and sets of distinct objectives
and rules adopted from enacted but inactive roles”. In our framework we
define a role enacting agent as a instance x having a set of attributes A that
represent the internal structures used to deliberate.
A = {beliefsa , objectivesa , plansa , rulesa , enacted roles[], active role} ∈ πI

Attr (x)
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The enacted roles attribute is a role ordered record where each entry with
index i corresponds to a triple hσi , γi , ωi i which represents the set of beliefs,
objectives, plans and rules associated to roles instance i enacted by x.
As introduced above, the model in [2] identifies four operations to deal with
role dynamics, in order to to grasp the foundamental ideas proposed in the cited
paper, we redefine the enact, deact, activate and deactivate operations respecting
their original meaning. Given a role enacting agent x, a role instance i :: R played
by x in context c such that,
beliefsr , objectivesr , plansr , rulesr ∈ πI Attr (i)
{beliefsa , objectivesa , plansa , rulesa , enacted roles[], active role} ∈SA πI
enact, deact, activate, deactivate ∈ πI Op (x)

Attr (x)

Next we report the semantics of each operation exploiting the set primitive:
hx.enactt (i)iϕ ⊂ hR, s ,→ x; sett (x, x, beliefsa , beliefsa ∪ beliefsr );
sett (x, x, enacted roles[i], < objectivesr , plansr , rulesr >)iϕ

(3)

hx.deactt (i)iϕ ⊂ hR, s ←- x; sett (x, x, enacted roles[i], null)iϕ

(4)

hx.activatet (i)iϕ ⊂ hsett (x, x, active role, enacted roles[i])iϕ

(5)

hx.deactivatet (i)iϕ ⊂ hsett (x, x, active role, null)iϕ

(6)

In order to be coherent it must be respected a logical order in the execution
of these operations, as in [2]:
– each operation deact(i) is preceded by a enact(i).
– each operation deactivate(i) is preceded by only one instruction activate(i)
that is not preceded by another activate(j).

6

The public dimension of roles

In [9] roles are introduced inside institutions to model the interaction among
agents. In [1] the model is specifically used to provide a semantics for agent
communication languages in terms of public mental attitudes attributed to roles.
The basic ideas of the model are:
– Roles are instances with associated beliefs and goals attributed to them.
These mental attitudes are public.
– The public beliefs and goals attributed to roles are changed by speech acts
executed either by the role or by other roles. The former case accounts for the
addition of preconditions and of the intention to achieve the rational effect
of a speech act, the latter one for the case of commands or other speech acts
presupposing a hierarchy of authority among roles.
– The agents execute speech acts via their roles.
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This model has been applied to provide a semantics to both FIPA and Social
Commitment approaches to agent communication languages [1]. This semantics
overcome the problem of the unverifiability of private mental attitudes of agents.
– In order to maintain the model simple enough, we model message passing
extending the dynamic model with two actions (methods) send(x,y,sp) and
receive(y,x,sp. Were send(x,y,sp) should be read as the action carried by x of
sending a speech act (sp) to y and similar considerations hold for the receive
action.
– A role only listens for the messages sent by the agents playing it:
hlisten(r)iϕ ⊂ hP; played by(r, x)?; receive(r, x, sp); Diϕ
These rules define a pattern of protocol where P and D have to be read
as possible other actions that can be executed before and after the receive.
– The reception of a message from the agent has the effect of changing the
state of other roles. For example, a command given via a role amounts to
the creation of a goal on the receiver if the sender has authority (within the
system) over it.4
0

0

2authoritysys (r, request) ⊃ [receive(r, x, request(r, r , act))]Grt (act)
– To produce a speech act, the agent has to send a message to the role specifying the illocutive force, the receiver and the content of the speech act:
hcommunicate(a)iϕ ⊂ hP; send(x, r, sp); Diϕ

7

The combined model

The two models presented above model complementary aspects of roles: the
public character of roles in communication and how agents privately adapt their
mental attitudes to the roles they play.
In this section we try to merge the two approaches using the metamodel we
presented. On the one hand, the model of [1] is extended from the public side
to the private side, by using [2] as a model of role enacting. In this way, the
expectations described by the roles resulting from the interaction among agents
can become a behavior of agents and they do not remain only a description.
On the other hand, the model of [2] is made more dynamic. In the original model the role is given as a fixed structure. The goals of agent can evolve
according to the goal generation rules contained in it, but the beliefs and goals
described by the role cannot change. This is unrealistic, since during the activity
of the agent enacting its role, it is possible that further information are put at
disposal of the role and that new responsibilities are assigned, etc.
4

0

0

request(r, r , act) is a speech act that has to be read as following: role r asks to r ’s
player to do act.
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This problem can be overcomed by the merging with the model of [1] and by
the addition of a further element, which is anyway necessary in [1]’s model.
First of all, in [2] roles cannot change since they are not related to a more
extensive context. Instead, in [1], roles belong to institutions together with other
roles. Sibling roles and the institution they belong to are the sources of changes
for the role. Second, in [1], the changes of roles are described by the effects of
the speech acts which can be performed via roles. These two elements can be
added to [2]’s model without apparent contradictions.
The missing element is that both models do not consider the problem of how
the player of a role become aware of the changes in the state of the played role
as a consequence of the actions of other roles. Furthermore, in [2] a role is given
as known by the agent playing the role. This is not a realistic assumption, in
particular, when the state of the role changes over time, but also the way an
agent comes to know the initial state of the role must be explicitly modeled.
Otherwise, all roles instances must be assumed to be publicly known in advance.
In order to merge the two models within the same framework, we need to add
(complex) actions which are able to grasp the dynamics introduced in [1] and [2].
Interactions among agents is done through message passing and, in particular,
through actions send and receive introduced in section 6. Next we are going to
introduce all the speech-acts and complex actions which are needed to grasp the
combined model and then we introduce a running example to clarify their use
defining a course of actions in the dynamic model defined in section 3.2.
An agent who wants to play a role within an open system has to ask to the system for a role instance; this process is handled by two speech act: ask to play(R)
and accept to play(r,A), where the first one is sent from the agent to the system
in order to ask to play a role of type R, whereas the second is sent from the
system to the agent, together with the identifier of the role instance r and a set
A of other role instances present in the system, in order to inform the agent with
which roles is possible to interact. Next we report the two effect rules associated:
2(> ⊃ [receive(s, x, ask to play(R); send(s, x, accept to play(r, A)]
played bysys (r, x, s)

(7)

2(> ⊃ [send(x, s, ask to play(R); receive(x, s, accept to play(r, A)]
played byag (r, x, s))

(8)

Where s is the system, x the agent, and r a role instance of type R. In this
0
00
section we use x,y,z. . . to denote agents, s for the system and r, r , r . . . for role
instances. Notice that played bysys (r, x, s) and played byag (r, x, s) refer to two different infrastructures; in Rule 7 is the system that, after having acknowledged
the agent request, knows that x is going to play r, whereas in Rule 8 is the
agent that becomes aware of the play relation between x and r. To link the two
predicates with the logical model introduced in Section 3 we have that:
played bysys (r, x, s) ∧ played byag (r, x, s) → R(s, x, r)
When we are dealing with a single system we can omit s writing played bysys (r, x)
and played byag (r, x).
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To enact a role, an agent, provided the identifier of the role instance it wants
to enact, has to send a message to the role and to wait till the role replies with
the information about the state of the role: its beliefs, goal, plans, etc. When
the state is received, the agent can enact the role in the same way described
by Rule 3 in Section 5. In order to model such interaction we introduce two
complex actions tell enact, accept enact and two speech acts accept enact and
inform enact. Following the specification of the complex actions:
htell enact(x, r)iϕ ⊂ hplayed byag (r, x)?; (send(a1, r1, enact(x, r))iϕ
haccept enactment(r, x)iϕ ⊂ hreceive(r, x, enact(x, r)); played bysys (r, x)?;
send(r, x, inform enact(< beliefsr , objectivesr , plansr , rulesr >))iϕ

(9)
(10)

When the agent receives the specification of the role he wishes to enact, it can
internalize them as in Rule 3:5
2(> ⊃ [receive(x, r, inform enact(< beliefsr , objectivesr , plansr , rulesr >))]
Bx (beliefsr ) ∧ x.enacted roles[r] =< objectivesr , plansr , rulesr >)

(11)

In this combined view is possible that role’s specifications change dynamically, in that case it is up to the role to send a message to its player each time
its state is updated:
hudpate state(r, x)iϕ ⊂ hplayed bysys (r, x)?; (¬Grt (q) ∧ Grt+1 (q))?;
send(r, x, inform goal(q))iϕ

(12)

Last but not least, we need to model the deactment of a role respecting the
formalization as in Rule 4, therefore we introduce two speech acts deact, ok deact
and a complex action confirm deact defined as follows:
hconfirm deact(r, x)iϕ ⊂ hreceive(r, x, deact); played bysys (r, x)?;
send(r, x, ok deact)iϕ

(13)

After sending the ok deact, the system will not consider anymore agent x as
player of r:
2(> ⊃ [confirm deact(r, x)]¬played bysys (r, x)
(14)
If it is possible for the agent to deact the role, it will receive an ok deact from
its role:
2(> ⊃ [receive(x, r, ok deact)]x.enacted roles[r] = null ∧ ¬played byag (r, x)) (15)
Fig. 1 depicts two agents which interact through roles in an open system. At
time t the system has already agent B that enacts role r2 as represented by the
black arrow which goes from agent B to r2. The system evolves as following:
5

Referring to our metamodel introduced in section 3 we have that Bx (a) is equivalent
to state x.beliefs = πI Attr (x) ∪ a.
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Fig. 1. Roles in MAS
– At time t+1 agent A asks to institution system C to play a role of type R1:
sendt+1 (agent A, system C, ask to play(R1))
– At time t+2 system C replies to agent A assigning to him the role instance
r1:
sendt+2 (system C, agent A, accept to play(r1, {r2}))
– At time t+3 agent A wants to enact (internalize) role r1:
tell enactt+3 (agent A, r1)
– At time t+4 role r1 receives the speech act from agent A asking for enactment
and accepts it, replying to agent A with its specifications:
accept enactmentt+4 (r1, agent A)
– Once that agent A has enacted the role as in Rule 3 it decides, at time t+5,
to activate it 6 and then to ask to the agent playing r2 to do an action act.
In other words:
sendt+5 (agent A, r1, request(r1, r2, act))
When r1 receives a send from agent A asking for an act of r2, first it checks
if the sender has the authority in the system to ask such an act, if so r2
acquires the goal to do act:
0

0

0

authoritysys (r , act) ⊃ [receive(r, agent A, request(r, r , act))]Gr (act)
6

Activating a role means to take into account its specification during the private agent
deliberation process, so there is no need to introduce a public action in the dynamic
model to represent the activation of a role.
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Is important to underline that because role internals are public to other roles
in the same system, it is always possible for r1 to check or modify r2’s goals.
So, at time t+6 we have:
receivet+6 (r1, agent A, request(r1, r2, act))
– Now that r2 has updated its internal state (i.e. its goals) it must inform its
player agent B:
update statet+7 (r2, agent B)
Where update state is modelled as in Rule 12
– At time t+8 agent A decides to deact the role r1:
sendt+8 (agent A, r1, deact)
– Finally, at time t+9, r1 confirm the deact:
confirm deactt+9 (r1, agent A)

8

Conclusions and Further Works

In this article we merged two represetative role’s models in MAS by introducing
a metamodel taken from [5] and adapting it to agents. In particular, we added
representations of typical agents’ mental attitudes and a framework to deal with
message passing. The model has been specialized in order to describe both public
and private dimensions of roles [1,2]. Finally, we merged the two dimensions
defining a group of actions together with their semantics and we modelled a
running example to show a possible course of events.
Further works point in two main directions: adapting the proposed metamodel to other roles approaches like [10], and introducing a formal proof theory
of roles’ actions dynamics and related apects starting from [8].
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Abstract. In social mechanism design, norm negotiation creates individual or
contractual obligations fulfilling goals of the agents. The social delegation cycle
distinguishes among social goal negotiation, obligation and sanction negotiation
and norm acceptance. Power may affect norm negotiation in various ways, and we
therefore introduce a new formalization of the social delegation cycle based on
power and dependence, without referring to the rule structure of norms, actions,
decision variables, tasks, and so on.

1 Introduction
Normative multiagent systems [1,2,3,4] provide agents with abilities to automatically
devise organizations and societies coordinating their behavior via obligations, norms
and social laws. A distinguishing feature from group planning is that also sanctions and
control systems for the individual or contractual obligations can be created. Since agents
may have conflicting goals with respect to the norms that emerge, they can negotiate
amongst each other which norm will be created.
The social delegation cycle [5] explains the negotiation of new social norms from
cognitive agent goals in three steps. First individual agents or their representatives negotiate social goals, then a social goal is negotiated in a social norm, and finally the
social norm is accepted by an agent [6] when it recognizes it as a norm, the norm contributes to the goals of the agent, and it is obeyed by the other agents. A model of norm
negotiation explains also what it means, for example, to recognize or to obey a norm,
and how new norms interact with existing ones.
Power may affect norm negotiation in various ways, and we therefore propose to analyze the norm negotiation problem in terms of social concepts like power and dependence. Power has been identified as a central concept for modeling social phenomena
in multi-agent systems by various authors [7,8,9,10], as Castelfranchi observes both to
enrich agent theory and to develop experimental, conceptual and theoretical new instruments for the social sciences [11].
To motivate our social-cognitive model, we contrast it with an abstract description
of the social delegation cycle using game theoretic artificial social systems. The problem studied in artificial social systems is the design, emergence or more generally the
creation of social laws. Shoham and Tennenholtz [12] introduce social laws in a setting
without utilities, and they define rational social laws as social laws that improve a social
game variable [13]. We follow Tennenholtz’ presentation for stable social laws [14].
N.T. Nguyen et al. (Eds.): KES-AMSTA 2007, LNAI 4496, pp. 436–446, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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Moreover, we also contrast our social-cognitive model with existing highly detailed
models of the social delegation cycle, like the ones we have proposed within normative
multiagent systems [5]. The challenge to define social mechanisms, as we see it, is to go
beyond the classical game theoretic model by introducing social and cognitive concepts
and a negotiation model, but doing so in a minimal way. In the model proposed in
this paper we therefore keep goals and obligations abstract and we do not describe
them by first-order (or propositional) logic or their rule structure, we do not introduce
decisions, actions, tasks, and so on. Similar concerns are also mentioned by Wooldridge
and Dunne in their qualitative game theory [15].
The layout of this paper is as follows. In Section 2 we discuss an abstract model
of the social delegation cycle in Tennenholtz’ game-theoretic artificial social systems.
In Section 3 we define our social-cognitive conceptual model of multiagent systems in
which we study and formalize the social delegation cycle, and in Section 4 we define
the negotiation protocol. In Section 5 we formalize goal negotiation, in Section 6 we
formalize norm negotiation, and in Section 7 we formalize the acceptance relation.

2 Social Delegation Cycle Using Artificial Social Systems
In Tennenholtz’ game-theoretic artificial social systems, the goals or desires of agents
are represented by their utilities. A game or multi-agent encounter is a set of agents
with for each agent a set of strategies and a utility function defined on each possible
combination of strategies. Tennenholtz only defines games for two agents to keep the
presentation of artificial social systems as simple as possible, but he also observes [14,
footnote 4] that the extension to the multi-agent case is straightforward.
Definition 1. A game (or a multi-agent encounter) is a tuple N, S, T, U1 , U2 , where
N = {1, 2} is a set of agents, S and T are the sets of strategies available to agents 1
and 2 respectively, and U1 : S × T → IR and U2 : S × T → IR are utility functions for
agents 1 and 2, respectively.
The social goal is represented by a minimal value for the social game variable. Tennenholtz [14] uses as game variable the maximin value. This represents safety level
decisions, in the sense that the agent optimizes its worst outcome assuming the other
agents may follow any of their possible behaviors.
Definition 2. Let S and T be the sets of strategies available to agent 1 and 2, respectively, and let Ui be the utility function of agent i. Define U1 (s, T ) = mint∈T U1 (s, t)
for s ∈ S, and U2 (S, t) = mins∈S U2 (s, t) for t ∈ T . The maximin value for agent 1
(respectively 2) is defined by maxs∈S U1 (s, T ) (respectively maxt∈T U2 (S, t)). A strategy of agent i leading to the corresponding maximin value is called a maximin strategy
for agent i.
The social norm is represented by a social law, characterized as a restriction of the
strategies available to the agents. It is useful with respect to an efficiency parameter e if
each agent can choose a strategy that guarantees it a payoff of at least e.
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Definition 3. Given a game g = N, S, T, U1 , U2  and an efficiency parameter e, we
define a social law to be a restriction of S to S ⊆ S, and of T to T ⊆ T . The social law
is useful if the following holds: there exists s ∈ S such that U1 (s, T ) ≥ e, and there
exists t ∈ T such that U2 (S, t) ≥ e. A (useful) convention is a (useful) social law where
|S| = |T | = 1.
A social law is quasi-stable if an agent does not profit from violating the law, as long as
the other agent conforms to the social law (i.e., selects strategies allowed by the law).
Quasi-stable conventions correspond to Nash equilibria.
Definition 4. Given a game g = N, S, T, U1 , U2 , and an efficiency parameter e, a
quasi-stable social law is a useful social law (with respect to e) which restricts S to
S and T to T , and satisfies the following: there is no s ∈ S − S which satisfies
U1 (s , T ) > maxs∈S U1 (s, T ), and there is no t ∈ T − T which satisfies U2 (S, t ) >
maxt∈T U2 (S, t).
The efficiency parameter can be seen as a social kind of utility aspiration level, as studied by Simon [16]. Such aspiration levels have been studied to deal with limited or
resource-bounded reasoning, and have led to the development of goals and planning in
artificial intelligence; we therefore use a goal based ontology in this paper. The three
steps of the social delegation cycle in this classical game-theoretic setting can be represented as follows. Goal negotiation implies that the efficiency parameter is higher than
the utility the agents expect without the norm, for example represented by the Nash
equilibria of the game. Norm negotiation implies that the social law is useful (with respect to the efficiency parameter). The acceptance relation implies that the social law is
quasi-stable.
We use the game-theoretical model to motivate our conceptual model of normative
multiagent systems. Due to the uniform description of agents in the game-theoretic
model, it is less clear how to distinguish among kinds of agents. For example, the unique
utility aspiration level does not distinguish the powers of agents to negotiate a better
deal for themselves than for the other agents. Moreover, the formalization of the social
delegation cycle does neither give a clue how the efficiency parameter is negotiated, nor
how the social law is negotiated. For example, the goals or desires of the agents as well
as other mental attitudes may play a role in this negotiation. There is no sanction or
control system in the model (adding a normative system to encode enforceable social
laws to the artificial social system complicates the model [17]). Finally, an additional
drawback is that the three ingredients of the model (agent goals, social goals, and social
laws) are formalized in three completely different ways.

3 Power Viewpoint on Normative Multiagent Systems
In this paper we follow the definition of power as the ability of agents to achieve goals.
Thus, an agent is more powerful than another agent if it can achieve more goals.
For example, in the so-called power view on multi-agent systems [18], a multi-agent
system consists of a set of agents (A), a set of goals (G), a function that associates with
each agent the goals the agent desires to achieve (goals), and a function that associates
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with each agent the sets of goals it can achieve (power). To be precise, since goals
can be conflicting in the sense that achieving some goals may make it impossible to
achieve other goals, the function goals returns a set of set of goals for each set of
agents. Such abstract structures have been studied as qualitative games by Wooldridge
and Dunne [15], though they do not call the ability of agents to achieve goals their
power. To model trade-offs among goals of agents, we introduce a priority relation
among goals.
Definition 5. Let a multiagent system be a tuple A, G, goals, power, ≥ where:
– the set of agents A and the set of goals G are two finite disjoint sets;
– goals : A → 2G is a function that associates with each agent the goals the agent
desires to achieve;
G
– power : 2A → 22 is a function that associates with each set of agents the sets of
goals the set of agents can achieve;
– ≥: A →⊆ 2G × 2G is a function that associates with each agent a partial preordering on the sets of his goals;
To model the role of power in norm negotiation, we extend the basic power view in a
couple of ways. To model obligations we introduce a set of norms, we associate with
each norm the set of agents that has to fulfill it, and of each norm we represent how
to fulfill it, and what happens when it is not fulfilled. In particular, we relate norms to
goals in the following two ways.
– First, we associate with each norm n a set of goals O(n) ⊆ G. Achieving these
normative goals O(n) means that the norm n has been fulfilled; not achieving these
goals means that the norm is violated. We assume that every normative goal can be
achieved by the group, i.e., that the group has the power to achieve it.
– Second, we associate with each norm a set of goals V (n) which will not be achieved
if the norm is violated (i.e., when its goals are not achieved), this is the sanction
associated to the norm. We assume that the group of agents does not have the power
to achieve these goals.
Since we accept norms without sanctions, we do not assume that the sanction affects
at least one goal of each agent of the group the obligation belongs to.
Definition 6. Let a normative multi-agent system be a tuple M AS, N, O, V  extending a multiagent system M AS = A, G, goals, power, ≥ where:
– the set of norms N is a finite set disjoint from A and G;
– O : N × A → 2G is a function that associates with each norm and agent the goals
the agent must achieve to fulfill the norm; We assume for all n ∈ N and a ∈ A that
O(n, a) ∈ power({a});
– V : N × A → 2G is a function that associates with each norm and agent the goals
that will not be achieved if the norm is violated by agent a; We assume for each
B ⊆ A and H ∈ power(B) that (∪a∈A V (n, a)) ∩ H = ∅.
An alternative way to represent normative multiagent systems replaces the function
power by a function representing dependencies between agents. For example, a function
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of minimal dependence can be defined as follows. Agent a depends on agent set B ⊆ A
regarding the goal g if g ∈ goals(a), g ∈ power({a}), g ∈ power(B), and there is
no C ⊂ B such that g ∈ power(C). Note that dependence defined in this way is more
abstract than power, in the sense that we have defined dependence in terms of power,
but we cannot define power in terms of dependence.

4 Generic Negotiation Protocol
A negotiation protocol is described by a set of sequences of negotiation actions which
either lead to success or failure. In this paper we only consider protocols in which the
agents propose a so-called deal, and when an agent has made such a proposal, then
the other agents can either accept or reject it (following an order ( ) of the agents).
Moreover, they can also end the negotiation process without any result.
Definition 7 (Negotiation Protocol). A negotiation protocol is a tuple Ag, deals,
actions, valid, finished, broken, , where:
– the agents Ag, deals and actions are three disjoint sets, such that actions =
{propose(a, d), accept(a, d), reject(a, d) | a ∈ Ag, d ∈ deals} ∪ {breakit(a) |
a ∈ Ag}.
– valid, finished, broken are sets of finite sequences of actions.
We now instantiate this generic protocol for negotiations in normative multiagent systems. We assume that a sequence of actions (a history) is valid when each agent does an
action respecting this order. Then, after each proposal, the other agents have to accept
or reject this proposal, again respecting the order, until they all accept it or one of them
rejects it. When it is an agent’s turn to make a proposal, it can also end the negotiation
by breaking it. The history is finished when all agent have accepted the last deal, and
broken when the last agent has ended the negotiations.
Definition 8 (NMAS protocol). Given a normative multiagent system M AS, N, O, V 
extending a multiagent system M AS = A, G, goals, power, ≥, a negotiation protocol
for NMAS is a tuple N P = A, deals, actions, valid, finished, broken, , where:
–
⊆ A × A is a total order on A,
– a history h is a sequence of actions, and valid(h) holds if:
• the propose and breakit actions in the sequence respect ,
• each propose is followed by a sequence of accept or reject actions respecting
until either all agents have accepted the deal or one agent has rejected it,
• there is no double occurrence of a proposal propose(a, d) of the same deal by
any agent a ∈ Ag, and
• the sequence h ends iff either all agents have accepted the last proposal
(finished(h)) or the last agent has broken the negotiation (broken(h)) instead
of making a new proposal.

922

Power in Norm Negotiation

441

In theory we can add additional penalties when agents break the negotiation. However,
since it is in the interest of all agents to reach an agreement, we do not introduce such
sanctions. In this respect norm negotiation differs from negotiation about obligation
distribution [19], where it may be the interest of some agents to see to it that no agreement is reached. In such cases, sanctions must be added to the negotiation protocol to
motivate the agents to reach an agreement.
Example 1. Assume three agents and the following history.
action1 : propose(a1 , d1 )
action2 : accept(a2 , d1 )
action3 : reject(a3 , d1 )
action4 : propose(a2 , d2 )
action5 : accept(a3 , d2 )
action6 : accept(a1 , d2 )
We have valid(h), because the order of action respects , and we have accepted(h),
because the history ends with acceptance by all agents (action5 and action6 ) after a
proposal (action4 ).
The open issue of the generic negotiation protocol is the set of deals which can be
proposed. They depend on the kind of negotiation. In social goal negotiation the deals
represent a social goal, and in norm negotiation the deals contain the obligations of the
agents and the associated control system based on sanctions.

5 Social Goal Negotiation
We characterize the allowed deals during goal negotiation as a set of goals which contains for each agent a goal it desires. Moreover, we add two restrictions. First, we only
allow goals the agents have the power to achieve. Moreover, we have to consider the
existing normative system, which may already contain norms that look after the goals
of the agents. We therefore restrict ourselves to new goals. Additional constraints may
be added, for example excluding goals an agent can see to itself. However, since such
additional restrictions may be unrealistic in some applications (e.g., one may delegate
some tasks to a secretary even when one has the power to see to these tasks oneself),
we do not consider such additional constraints.
Definition 9 (Deals in goal negotiation). In the goal negotiation protocol, a deal d ∈
deals is a set of goals satisfying the following restrictions:
1. d ∈ power(A)
2. for all a ∈ A there exists a g ∈ d such that
(a) g ∈ goals(a)
(b) there does not exist a norm n in N such that g ∈ ∪a∈A O(n, a)
The following example illustrates a case in which each agent may desire to be alive. In
artificial social systems, it would be based on the utility to be alive.
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Example 2. Let M AS = A, G, goals, power, ≥ be a multi-agent system with goals
G = {not-killed-bya,b | a, b ∈ A}, and not-killed-bya,b ∈ goals(a) for all a, b ∈ A.
Moreover, let N M AS = M AS, N, O, V  with N the empty set. Then G is a social
goal (i.e., an element of deals) iff G ∈ power(A).
We could easily further refine our model by defining more abstract goals such as ”we
have a safe society” and by adding a goal hierarchy reflecting that if some goal is fulfilled, another goal is fulfilled too. For example, if the goal safe-society if fulfilled then
the goals not-killed-bya,b are all fulfilled too. However, to keep our model simple, and
to focus on the social delegation cycle, we do not do so in this paper.
We now consider a variant of the running example from [5]. Three agents can work
together in various ways. They can make a coalition to each perform a task, or they can
distribute five tasks among them and obtain an even more desirable social goal.
Example 3. Let M AS = {a1 , a2 , a3 }, {g1 , g2 , g3 , g4 , g5 }, goals, power, ≥ be a multiagent system, where:
power: power(a1 ) = {{g1 }, {g2 }, {g3 }}, power(a2 ) = {{g2}, {g3 }, {g4 }},
power(a3 ) = {{g3 }, {g4}, {g5 }}, if G1 ∈ power(A) and G2 ∈ power(B) then
G1 ∪ G2 ∈ power(A ∪ B). Agent a1 has the power to achieve goal g1 , g2 , g3 ,
agent a2 has the power to achieve goal g2 , g3 , g4 , and agent a3 can achieve goal g3 ,
g4 , and g5 . There are no conflicts among goals.
goals: goals(a1 ) = {g4 , g5 }, goals(a2 ) = {g1 , g5 }, goals(a3 ) = {g1 , g2 }. Each agent
desires the tasks it cannot perform itself.
Moreover, let N M AS = M AS, N, O, V  be a normative multiagent system with
N = {n}, O(n, a1 ) = {g1 }. Since there has to be some benefit for agent a2 and a3 , the
goals g5 and g2 have to be part of the social goal. Therefore, social goals (i.e., possible
deals) are {g2 , g5 } and {g2 , g4 , g5 }.
Finally, consider the negotiation. Assuming agent a1 is first in the order , he will
propose {g2 , g4 , g5 }. The other agents may accept this, or reject it and agent a2 will
them propose {g2 , g5 }. The latter would be accepted by all agents, as they know that
according to the protocol no other proposals can be made.
The example illustrates that the negotiation does not determine the outcome, in the
sense that there are multiple outcomes possible. Additional constraints may be added to
the negotiation strategy to further delimit the set of possible outcomes.

6 Social Norm Negotiation
We formalize the allowed deals during norm negotiation as obligations for each agent to
see to some goals, such that all goals of the social goal are included. Again, to determine
whether the obligations imply the social goal, we have to take the existing normative
system into account. We assume that the normative system only creates obligations that
can be fulfilled together with the already existing obligations.
Definition 10 (Fulfillable nmas). A normative multiagent system M AS, N, O, V  extending a multiagent system M AS = A, G, goals, power, ≥ can be fulfilled if there
exists a G ∈ power(A) such that all obligations are fulfilled ∪n∈N,a∈A O(n, a) ⊆ G .
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Creating a norm entails adding obligations and violations for the norm.
Definition 11 (Add norm). Let N M AS be a normative multiagent system
M AS, N, O, V  extending a multiagent system M AS = A, G, goals, power, ≥.
Adding a norm n ∈ N with a pair of functions d1 , d2  for obligation
d1 : A → 2G and for sanction d2 : A → 2G leads to the new normative multiagent
system M AS, N ∪ {n}, O ∪ d1 (n), V ∪ d2 (n).
Moreover, if every agent fulfills it obligation, then the social goal is achieved.
Definition 12 (Deals in goal negotiation). In the norm negotiation protocol, a deal
d ∈ deals for social goal S is a pair of functions d1 , d2  for obligation d1 : A → 2G
and for sanction d2 : A → 2G satisfying the following conditions:
1. Adding d1 , d2  to N M AS for a fresh variable n (i.e., not occurring in N ) leads
again to a normative multiagent system N M AS  ;
2. N M AS  achieves the social goal, ∪a∈A d1 (a) = S.
3. If N M AS is fulfillable, then N M AS  is too.
The following example models the norm not to kill someone else. Thus, this example
of the social delegation cycle is an instance of the Kantian categorical imperative: you
should not do to others what you don’t want them to do to you. Note that we can also
represent alivea as an abbreviation of the conjunction of not-killed-bya,b for all agents
b when we extend the language with definitions, but this does not change the principle
of the social mechanism.
Example 4. Assume {not-killed-bya,b | a ∈ A} ⊆ power(b) for all agents b. A possible deal for the social goal that there are no murders is that
d1 (b) = {not-killed-bya,b | a ∈ A} for all agents b ∈ A.
The second example illustrates the negotiation protocol.
Example 5. Consider the social goal {g2 , g4 , g5 }. A possible solution here is that each
agent sees to one of the goals. For the social goal {g2 , g5 }, there will always be one of
the agents who does not have to see to any goal.
Sanctions can be added in the obvious way. In the norm negotiation as defined thus far,
the need for sanctions has not been formalized yet. For this need, we have to consider
the acceptance of norms.

7 Norm Acceptance
An agent accepts a norm when it believes that the other agents will fulfill their obligations, and the obligation implies the goals the cycle started with. For the former we use
the quasi-stability of the norm (e.g., if the norm is a convention, then we require that the
norm is a Nash equilibrium). Each agent b fulfills the norm given that all other agents
fulfill the norm. Again we have to take the existing normative system into account, so
we add the condition that all other norms are fulfilled. In general, it may mean that an
agent does something which it does not like to do, but it fears the sanction more than
this dislike. We use the trade-off among goals ≥.
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Definition 13 (Stability). A choice c of agent b ∈ A in N M AS with new norm n is
c ∈ power(b) such that ∪m∈N \{n} O(m, b) ⊆ d. The choices of the other agents are
oc = ∪a∈A\{b},m∈N O(n, a) ∪ V (n, a). The effect of choice c is c ∪ oc ∪ V (n, a) if
O(n) ⊆ c, c ∪ oc otherwise. N M AS is stable if ∀b ∈ A, there is a choice c such that
O(n, b) ⊆ c, and there is no choice c ≥(b)c with O(n, b) ⊆ c .
Finally, we have to test whether the new situation is better than the old one for all agents.
Here we assume that the outcome in both the original multiagent system as in the new
multiagent system is a Nash equilibrium, and we demand that each Nash outcome in
the new system is better than each Nash outcome in the original normative multiagent
system. The formalization of these concepts is along the same lines as the definition of
acceptance in Definition 13.
Example 6. The norm in the ‘don’t kill me’ example is quasi-stable, since there is no
reason for an agent to divert from the norm. Moreover, it is effective since it sees to his
goals of the agents. If we assume that agents minimize the set of goals they see to if it
does not affect the priority of the agents, or there are some agents who would like to
kill other agents, then a sanction has to be added to make sure that no-one is killed. The
priority of the goal not to be sanctioned should be higher than the priority to kill.

8 Concluding Remarks
In this paper we introduce a norm negotiation model based on power and dependence
structures. It is based on a distinction between social goal negotiation and the negotiation of the obligations with their control system. Roughly, the social goals are the
benefits of the new norm for the agents, and the obligations are the costs of the new
norm for the agents in the sense that agents risk being sanctioned. Moreover, in particular when representatives of the agents negotiate the social goals and norms, the agents
still have to accept the negotiated norms. The norm is accepted when the norm is quasistable in the sense that agents will act according to the norm, and effective in the sense
that fulfilment of the norm leads to achievement of the agents’ desires – i.e., when the
benefits outweigh the costs.
Our new model is based on a minimal extension of Tennenholtz’ game theoretic
model of the social delegation cycle. We add a negotiation protocol, sanction and control, and besides acceptance also effectiveness. It is minimal in the sense that, compared
to our earlier model [5] in normative multiagent systems, we do not represent the rule
structure of norms, we do not use decision variables, and so on. Also, as discussed in
this paper, we do not add goal hierarchy, definitions, etc. The model therefore focusses
on various uses of power: the power as ability to achieve goals and in negotiation.
The present paper may be seen as a preliminary study of the expressive power of
power and dependence views on multiagent systems. As has been argued by Castelfranchi and Conte for some time, and has been supported by various researchers since
then, the power and dependence viewpoint have advantages over classical game theory. However, it remains an open question whether such power structures (or qualitative games in Wooldridge and Dunne’s theory) cannot be mapped on classical games by
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mapping goals on outcomes, power on strategies, and so on. In future research we intend
to study under which conditions or assumptions such mappings can be made.
There are several other issues for further research. First, the motivation of our model
is to design social mechanisms. Second, we would like to perform formal analysis, like
the complexity results obtained for qualitative games [15] or in game-theoretic artificial social systems [12,13,14]. Third, we like to study more general notions of norm
creation including permission creation and creation of constitutive norms or counts-as
conditionals. Fourth, we are interested in the role of coalition formation, contract negotiation, and obligation distribution in the the new norm negotiation model. Finally, we
would like to extend the model with the distinction between uncontrollable (or external)
and controllable (or police) agents as studied by Brafman and Tennenholtz [20].
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Abstract. This report describes the “Roles‘07 — Roles and Relationships” workshop held at ECOOP‘07 in Berlin on July 30 and 31, 2007. The aims and organization of the workshop are described, and the main contributions of the presentations
and invited talks are summarized, so to have a useful survey of current issues in
the field. The description of the discussion and conclusions end the paper.

1 Introduction
The notion of role is almost ubiquitous in computer science: it occurs in fields such as
conceptual modeling, programming languages, software engineering, coordination languages, database systems, multiagent systems, knowledge representation, formal ontology, computational linguistics, and security. Also, it appears to be indispensable outside
computer science: fields like sociology, cognitive science, organizational science, and
linguistics make heavy use of it. In fact, it seems that like objects and relationships,
roles are so fundamental a notion that they should be granted the status of an ontological primitive.
The definition of roles inherently depends on the definition of relationships. With the
advent of Object Technology, however, relationships have moved out of the focus of
attention, giving way to the more restricted concept of attributes or, more technically,
references to other objects. A reference is tied to the object holding it and as such is
asymmetric — at most the target of the reference can be associated with a role. This
is counter to the intuition that every role should have at least one counter-role, namely
the one it interacts with. It seems that the natural role of roles in object-oriented designs
can only be restored by installing relationships (collaborations, teams, etc.) as first-class
programming concepts.
By contrast, the relational nature of roles is already acknowledged in the area of
Multiagent Systems, since roles are related to the interaction among agents and to communication protocols. However, even in this area there is no convergence on a single
definition of roles yet, and different points of view, such as agent software engineering,
specification languages, agent communication, or agent programming languages, make
different use of roles.
M. Cebulla (Ed.): ECOOP 2007 Workshop Reader, LNCS 4906, pp. 108–122, 2008.
c Springer-Verlag Berlin Heidelberg 2008
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In computer science, the discussion about roles started in the 1970s with Bachman
and Daya [1], and since then, it has kept recurring to the attention of the research community. Interestingly, Bachman developed his Role Data Model as an alternative to the
then emerging Relational and Entity-Relationship Data Models [2], fully acknowledging the dependency of roles on relationships. More recently, roles have been used in various areas to handle behavior and interaction, for example, role based access control in
security with the RBAC model [3], collaboration roles in UML to describe the interaction among classes [4], channels connecting components in coordination languages [5],
the separation of concerns to describe the interaction properties of objects in new contexts in programming languages [6], etc. With the rise of the internet, new communication possibilities and interactive computing created a new demand of research about
roles, for example, in organizations in open multiagent systems, in role based programming languages, in using roles for the composition of web services, and in defining
roles in standards for interoperability.
Notwithstanding this revival of the research about the notion of role, little agreement
seems possible among the proposals in the different fields. This lack of agreement leads
to considerable problems with transferring the results from one area to the other, even
inside a single area, a consequence which is unacceptable in times in which the sharing
of knowledge and standardization alone represent added value in many fields. The likely
reasons of these divergences are that many papers on the notion of role fail to have an
interdisciplinary character, that much work proposes new definitions of roles to deal
with particular practical problems, and that role seems an intuitive notion which can be
grasped in its prototypical characters, yet is really an elusive one when details must be
clarified. Few proposals, like Steimann [7] or Masolo et al. [8], have a more general
attitude and try to find a problem independent definition of the role concept and its
formalization.
The recognition of the need of a wider agreement on roles lead Guido Boella to organize — together with James Odell, Leendert van der Torre, and Harko Verhagen — the
first Roles event, titled “Roles, an Interdisciplinary Perspective - Roles‘05” [9]. To acknowledge its interdisciplinary character, it was organized as an American Association
for Artificial Intelligence (AAAI) Fall Symposium and held on November 3-6, 2005 at
Hyatt Crystal City in Arlington, Virginia (http://normas.di.unito.it/zope/roles05). The
call for papers of Roles‘05 produced 30 submissions, of which 22 were presented at the
workshop. From the presented papers five were selected for a special issue in Applied
Ontology — An Interdisciplinary Journal of Ontological Analysis and Conceptual Modeling, representing the different areas involved in the workshop: ontology, programming
languages and multiagent systems. Moreover, the article of Friedrich Steimann [2], the
invited speaker of the workshop, complemented the other ones by presenting an historical perspective on the subject, analysing the seminal work of Bachman and Daya [1]
on the Role Data Model for databases. No other previous event focussed on roles
only, even if some other workshops offered the environment for discussing roles, like
AOSE‘00-‘07, CorOrg‘05,‘06, NorMas‘05,‘07,‘08, VAR‘05, COIN‘06,‘07. However,
they either did not have an interdisciplinary character, or they discussed roles from a
specific perspective, for example, NorMas is focused on normative systems.
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Like its predecessor Roles‘05, Roles‘07 aimed at gathering researchers from different disciplines to foster interchange of knowledge and ideas concerning roles and
relationships, trying to converge on ontologically founded proposals which can be applied to programming as well as agent languages. Roles‘07, organized in the context
of the ECOOP‘07 conference, attracted 10 submissions (of which 8 got accepted), 10
presentations, and about 30 participants. Invited talks were held by one of the fathers of
the notion of roles in modelling languages, Trygve Reenskaug, and by one of today’s
most active researchers in the study of relationships, James Noble. The proceedings
of the workshop are available at http://iv.tu-berlin.de/TechnBerichte/2007/2007-09.pdf,
the workshop website is http://normas.di.unito.it/zope/roles07.
The scope of Roles‘07 was outlined by the following list topics:
– Roles as first-class constructs in programming, modelling, ontologies, and multiagent systems.
– Relationships as first-class programming constructs.
– Applications that would profit from roles and relationships.
– Patterns dealing with the realization of relationships and roles.
– Roles in foundational ontologies and applicative ontologies.
– Roles in models (e.g. UML) and domain-specific languages.
– Roles in multiagent systems design, specification and programming.
– Experience reports with role-oriented approaches.
– Existing and new programming constructs related to roles.
– Literature surveys on roles.
– Reports on roles from other disciplines, like sociology, organizational theory, linguistics, etc.

2 Organizers
Guido Boella (guido@di.unito.it)
Guido Boella received the PhD degree in Computer Science at Università di Torino in
2000. He is currently professor at Dipartimento di Informatica of this university. His
research interests include programming languages, multiagent systems, in particular,
normative systems, institutions and roles using qualitative decision theory. He organized
the workshops on normative multiagent systems (NorMas‘05,‘07,‘08), on coordination
and organization (CoOrg‘05,‘06), the AAAI Fall Symposium on roles Roles‘05 and the
COIN@ECAI‘06 workshop. He developed the programming language powerJava, an
extension of Java with roles.
Steffen Göbel (steffen.goebel@sap.com)
Steffen Göbel works as a senior researcher in the Software Engineering & Architecture
program at SAP Research CEC Dresden. He received his Diploma and his doctoral
degree in computer science from Technische Universität Dresden. His main research
interests are model-driven development, software product lines and component-based
software engineering.
Friedrich Steimann (steimann@acm.org)
Friedrich Steimann is currently a full professor at the Fernuniversität in Hagen, Germany. He heads the department of Programming Systems and conducts research on
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object-oriented programming concepts, software modelling, and development tools. He
is a leading researcher on roles in object orientation. He has a past in computational
linguistics and medical informatics.
Steffen Zschaler (sz9@inf.tu-dresden.de)
Steffen Zschaler graduated from Technische Universität Dresden in 2002, where he
is now working as a research assistant. His main research interests are model-driven
development, non-functional properties and component-based software engineering. He
is currently involved in the Modelplex research project.

3 Contributions of the Workshop
The three different sessions in which we can ideally organize the presentations are: roles
and programming languages, roles and relationships, and roles and ontologies. For each
one of them, we illustrate the main issues faced by the presentations.
3.1 Roles and Programming Languages
BabyUML - Roles and Classes in Object Oriented Programming [10]. The value of a
system is greater than the sum of its parts; the system organization giving the added
value. Trygve Reenskaug’s talk shows how a system description can be split into state
and behavior parts. Despite being one of the inspirators of UML, Trygve Reenskaug
is still unsatisfied by the modelling language. So it is proposing an alternative project
named BabyUML. The project goal is to create a programming environment with explicit specification of system state and behavior.
Trygve Reenskaug starts from a quotation of Steven Pinker’s “How the Mind
Works” [11]: he claims that the meaning of a system comes from the meaning of its
parts and from the way they are combined. Objects encapsulate state and behavior. Object state is represented in the object’s instance variables. Object behavior is specified
in the object’s methods. The execution of a method is triggered by the object receiving
a message. The binding of message to method is dynamic and depends on the implementation of the receiving object. But the value of a system is greater than the sum of
its parts. The properties of a system are similar to the properties of an unattached object. System state is the accumulated state of its objects and their associations. System
behavior is triggered by messages that the system receives from its environment and is
accomplished through an organized process of message interaction between its objects.
Current mainstream programming languages are class oriented; they specify sets of
objects with common properties. Class based languages work well in simple cases;
but they are less than ideal in complex cases where the system as a whole tends to be
hidden among the details of the classes and methods. In this article, Trygve Reenskaug
remedies this deficiency by showing how class centred programming can be augmented
by role centred programming where system behavior is specified explicitly in terms of
collaborations and roles.
The role is a slippery concept. Roles cannot be defined by their shape or their constitution, only by what they do in the context of a system. The essence of object orientation
is that in a system objects collaborate to achieve a common goal. Roles are references to
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participating objects; each role represents the contribution these objects make towards
a system goal. The concept of role conforms to the common usage of the word:
– A role represents a functionality.
– This functionality can be utilized in its collaboration with other roles.
– A role is bound to one or more objects selected from a universe of objects. These
selected objects are called the players of the role.
– A role delegates the performance of its functionality to its players.
– A role specifies requirements for its players. An important property is the set of
messages that its players must understand.
– The required properties can be implemented by several classes so the players need
not be instances of the same class. Different objects can thus perform the same role
in different ways.
A collaboration is a structure of interconnected roles that enables the system to
perform one or more tasks. First, a collaboration describes a structure of collaborating roles, each performing a specialized function, which collectively accomplish some
desired functionality. Second, a collaboration structure constitutes a graph where the
nodes are roles and the edges are the message interaction paths.
One of the crucial points in this work is the link between role and objects. It is
annotated by select from; this signifies that objects are dynamically selected from a
set of relevant objects to play the roles. Many different selection mechanisms can be
used. These methods dynamically select the appropriate player objects. In principle,
the methods should perform the selection on each call to ensure up-to-date mapping.
Roles for Robots - Roles and Self-Reconfigurable Robots [12]. A self-reconfigurable
robot is a robotic device that can change its own shape. Self-reconfigurable robots
are commonly built from multiple identical modules that can manipulate each other
to change the shape of the robot. Programming a modular, self-reconfigurable robot is
however a complicated task: the robot is essentially a real-time, distributed embedded
system, where control and communication paths often are tightly coupled to the current
physical configuration of the robot, control is distributed across the modules that constitute the robot constraints on the physical size and power consumption of each module
limits the available processing power of each module.
The issue of providing a high-level programming platform for developing
controllers remains largely unexplored. To facilitate the task of programming modular, self-reconfigurable robots, Nicolai Dvinge, Ulrik P. Schultz, and David Christensen
developed a declarative, role-based language RAPL, for the ATRON modular, selfreconfigurable robot, that allows the programmer to associate roles and behavior to
structural elements in a modular robot.
Roles provide the abstraction necessary to focus on the behavior of a specific module
in a given context. The conceptual view of a role is that it defines the module structure
and the active and reactive behavior of each module in a robot. There is a one-to-one
mapping between a role and a module, but modules can change their roles (and thus
their behavior) as a reaction to messages from other modules or internal events.
An ATRON robot as a whole is implicitly assigned a role using the object oriented
concept of a whole-part structure. Behavior for the robot is declared for each individual
role. The functionality of the whole and the role that it can play is thus created in
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coordination between the individual modules, corresponding to how the control of a
modular robot necessarily must be implemented in practice.
A Metamodel for Roles: Introducing Sessions [13]. Role is a widespread concept, it is
used in many areas like multiagent systems, databases, programming languages, organizations, security and OO modeling. Unfortunately, it seems that the literature is not
actually able to give a uniform definition of roles, there exists several approaches that
model roles in many different (and opposite) ways. Valerio Genovese’s aim is to build a
formal framework through which describe different definitions appeared in the literature
or implemented in computer systems by means of different configurations of parameters. In particular, he gives a new role’s foundation introducing sessions, which are a
formal instrument to talk about role’s states and he shows how sessions may be useful
to model relationships. In the presented work it has been shown how the great majority
of proposed role’s accounts can be unified within a general infrastructure which is based
on 4 basic notions: Role, Player, Context, Session (where is kept the state of a specific
interaction), and where the role notion is pivotal in the interaction of two entities: one
that offers the role (context) and the other one that plays it (player). Exploiting the
session’s formalization, it has been stressed how roles can be employed in specifying
relationships in a rich and complete way.
Short presentations. Besides the presentations of papers we had two short presentations.
The first one is by Stephan Herrmann, about the definition of a metamodel for the
ObjectTeams/Java language he developed [14]. He starts from an intuition of Friedrich
Steimann, who in [2] proposes as a criterium for evaluating role models the possibility
to use the role model as a metamodel of itself (see Section 5.1).
During the development of ObjectTeams/Java the author developed several metamodels as a way to facilitate implementation in Java. While doing so he fell into the
trap of a naive metamodel which contains three fundamental classes: Team (the context of a role), Role and Base (the player of a role). While it looks natural at first, this
approach fails to support some combinations, where Teams play roles themselves or
Teams contain other Teams. These combinations require a model, where Teams, Roles
and Bases are not disjoint sets, but actually each intersection is populated with legal
elements, too. Since overlapping classes are problematic in object-oriented design, the
author chooses to use Object Teams as the language for the metamodel. The central
idea behind this model is to leave the metaclass Class untouched, i.e., to refrain from
sub-classing Class to produce Team, Role and Base. Instead the model identifies additional properties that can be attached to a Class if it appears in a certain context. Classes
appearing in a Collaboration may play either the role of the Collaboration’s Team, or
they may play a role of a Role within the Collaboration. This models the fact that Teams
and Roles only occur in the context of a Collaboration, where each Collaboration has
exactly one defining Team and any number of interacting Roles.
The second presentation is by Roberto Grenna, showing his work with Luisa
Leonardelli. This work is based on the intuition of Steimann [7] that design patterns
are inherently based on roles, and on the implementation of a role based programming
language, powerJava [15]. The target was realizing the implementation in powerJava for
some design patterns: the State and the Mediator. The primitives offered by powerJava
allows the programmer to use roles in the implementation of the patterns. In particular,
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the advantages are that the number of parameters decreases, since roles use the principle
of Java inner classes, the number of written classes is less than in the correspondent Java
code, and when a role is defined, it can be played by each class implementing the requirements needed for that role. However, it is difficult to give a precise measure of the
advantages of using roles in design patterns besides the improvement of the conceptual
clearness.
3.2 Roles and Relationships
Member interposition: Defining Classes [16]. The collaborations between objects are
the key to understand large object oriented programs. Software systems do not accomplish their tasks with a single object in isolation, but only by employing a collection
of objects. Conceptual modeling languages, such as the Unified Modeling Language
(UML) and the Entity-Relationship (ER) model, allow explicit representation of object
collaborations through associations and relationships, respectively.
Today’s languages allow the description of objects through the programming language abstraction of a class, yet they lack a peer abstraction for object collaborations.
Programmers must resort to the use of references to indicate collaborations and thereby
often hide the intent and, at the same time, further complicate any analysis of a program
since references are a powerful, all encompassing programming construct. To use Rumbaugh [17]’s words, “class-based object oriented implementations of object collaborations hide the semantic information of collaborations but expose their implementation
details”.
As classes allow the description of a collection of individual objects, relationships in
relationship-based language proposed by Stephanie Balzer and Thomas Gross allow the
description of a collection of groups of interacting objects. The description involves the
declaration of attributes and methods. Relationships indicate the classes of which the
interacting objects are instances to delimit the scope of the collaboration. Relationshipbased languages also allow the declaration of multiplicities (consistency constraints).
Roles emerge from relationships. The participants of a relationship declaration can
be named to indicate the conceptual role the particular class plays in the relationship.
Some properties of objects only apply when the object is fulfilling a particular role.
Member interposition is a mechanism proposed by the authors to accommodate
relationship-dependent properties of objects, without resorting to inheritance and role
classes. For example, consider the relationship Assist between a collaborating
student and a course. If the attribute instructionLanguage of the role
teachingAssistant is interposed, then each student uses the same language in
all the courses he assists. If, instead, the attribute is not interposed, the attribute describes the language used by the student in each course it teaches, and it can differ from
course to course.
Whereas an interposed member describes a class that plays a particular role in a relationship, a non-interposed member describes the collaboration that exists between
the participants of a relationship. The authors also refer to interposed members as
participant-level members and to non interposed members as relationship-level members. Like non-interposed members, interposed members are part of the interface
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of their defining relationships (and not part of the interface of the classes they are interposed into).
Relationships define roles, objects offer them [18]. Matteo Baldoni, Guido Boella and
Leendert van der Torre show how to use the powerJava language (an extension of Java
with roles) to model relationships with roles. The powerJava approach is based on the
definition of roles as affordances [19]. Inspired by research in cognitive science, this
view sees the properties (attributes and operations) of an object as something not independent from whom is interacting with it. In this way, an object affords different ways
of interaction to different kinds of objects. The idea behind roles as affordances is that
the interaction with an object does not happen directly with it by accessing its public
attributes and invoking its public operations. Rather, the interaction with an object happens via a role: to invoke an operation, it is necessary first to be the player of a role
offered by the object the operation belongs to. The roles which can be played depend
on the properties of the role player (the requirements), as it follows from the definition
of affordance. The language extension implements roles as inner classes, so to associate
with them attributes and methods, which share the same namespace of the outer class
and of other roles: thus, roles are instances having a different identity respect to the
players that play them.
Baldoni et al. [20] shows how the relationship as attribute pattern to model relationships in OO can be extended with roles, thus endowing the relationship with a state and
a behavior, albeit distributed in the two roles composing the relationship. In [18] the authors show how the relationship object pattern can be extended with roles as well. The
authors start from an intuition of Steimann [7] who proposes to model roles as classifiers
related to relationships, but such that these classifiers are not allowed to have instances.
In Java terminology, roles should be modelled as abstract classes, where some behavior
is specified, but not all the behavior, since some abstract methods must be implemented
in the classes extending them. These abstract classes representing roles should be then
extended by other classes in order to be instantiated. However, given that in a language
like Java multiple inheritance is not allowed, this solution is not viable, and roles can
be identified with interfaces only.
In [18], the authors overcome the problem of the lack of multiple inheritance, by allowing objects participating to the relationship to offer roles which inherit from abstract
roles related to the relationship, rather than imposing that objects extend the roles themselves. The advantage of this solution is a tighter coupling between the relationship and
its participants, since the roles belong both to the namespace of the relationship and to
the namespace of the player, thus having access to the private state of both of them.
3.3 Roles and Ontologies
Role Representation Model Using OWL and SWRL [21]. Roles are very important in
ontology engineering. Although the ontology language OWL is a standard, consideration about roles is not enough. This fact can cause to decrease semantic interoperability of ontologies because of conceptual gaps between OWL and developers who need
roles. In this paper Kouji Kozaki, Eiichi Sunagawa, Yoshinobu Kitamura, Riichiro Mizoguchi merge an ontological analysis of roles with practical considerations about designing tools for building ontologies, applying it to the OWL language. The most novel
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element of their model is the notion of role holder, an abstraction of a composition of a
role-playing entity with an instance of a role concept. In turn, the role concept instance
can exist only in presence of an instance of the context the role is associated with.
Roles (in the sense of role concept instances) can exist without a player, due to their
relation with a context. Conversely, some contexts exist only in presence of the roles
which compose the context. For example, a marriage exists only as far as both the roles
of wife and husband exist. As Loebe [22] does, the authors provide a classification of
roles basing on the type of context they are related to. Besides relational roles, processual roles and social roles, Hozo distinguishes action related roles, attribute roles and
composite roles. Composite roles allow to model a role like teacher, which includes
both the role of staff member of a school and of agent of a teaching activity, and, thus,
they depend on multiple contexts at a time. Details can be found in [23].
The authors represent the Hozo role model in OWL. E.g., hozo:BasicConcept class,
hozo:RoleConcept class and hozo:RoleHolder class express basic concepts, role concepts and role-holders respectively. hozo:playedBy property represents a relation between classes of role concept and classes of potential player. Besides concept definitions
the authors give rules which are applied into classes and properties. They are implemented as SWRL rules. Rules are not only applied to instance models for inference, but
also to imply the policies on using the classes and properties underlying Hozo.
The distinction between role concepts and role-holders is realized via the category
hozo:RoleHolder. Role-Holders are described with the property hozo:inheritFrom: it is
used for representing that a role-holder inherits definitions both from the role concept
and its player. But the property does not imply inheritance of identity, and in that respect
hozo:inheritFrom differs from rdfs:subClassOf.
Towards a Definition of Roles for Software Engineering and Programming Languages
[24]. Frank Loebe describes an analytic, ontology-oriented view on roles, starting from
the plurality of views and definitions that role has in literature. A major goal of the work
is the provision of a role definition which maximizes the coverage of applications of the
term “role”. To the extent possible this should be independent from specific application
areas, spanning from conceptual modeling to software engineering to linguistics, etc.
This leads to a very general, yet weak, analytical definition for the notion of role:
“Definition 1. A role is an entity which is dependent on two other entities, referred
to as the player of the role and the context of the role.”
The author classifies three kinds of roles according to the different kinds of contexts
they belong to. Roles are parts of contexts (in some sense of the term) and the contexts
emerge from the existence of the roles, in a mutual existential dependence. Three kinds
of contexts are considered in the classification of role, which determine different playing
relations:
– Relational role: corresponds to the way in which an argument participates in the
context of some relationship; e.g., two as a factor of four refers to a relationship.
Relational roles are special properties, and the “plays” relationship between entities
and relational roles is thus subsumed by the “has-property” relation.
– Processual role: corresponds to the manner in which a player behaves in the context
of some process (i.e., it participates in the process): e.g., John as the mover of some
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pen is categorized as a processual role. Processual roles are parts of processes, and,
therefore, processes themselves.
– Social role: corresponds to the involvement of a social object within the context of
some society; e.g., a student in a university. Social roles are often defined with their
own properties, relations and processes in which they (may) participate (confirming the view of roles as “patterns of behavior”). This means that social roles are
considered as objects.
Theories of programming and software engineering, in different shapes like object-,
agent-, or aspect-orientation, form a major area of using and applying roles in computer
science. In this context it does not appear reasonable to argue for the direct adoption
of Definition 1 above, which would be too weak while the broadness of coverage is
not necessary. Most occurrences of roles in this area seem to require properties for
roles and involvement in complex systems, closely resembling social roles from above
(a slight generalization to non-social objects may be required). For a common use of
“role” in this area, Loebe proposes the following adaptation of Definition 1 as a working
hypothesis:
“Definition 2. A role R is an entity which mediates between a context C, comprehended as a system or a society of interrelated entities E1 , E2 ,..., and exactly one of
these entities, Ei . R depends on both, Ei and C, and it exhibits specific properties and
behavior.”
Note that this definition exhibits some similarity to the UML 2.0 definition of role [4,
p.575]: “Role: A constituent element of a structured classifier that represents the appearance of an instance (or possibly, a set of instances) within the context defined by
the structured classifier.”

4 Invited Talks
4.1 The OOram Software Engineering Method
For this workshop Trygve Reenskaug, one of the fathers of object orientation and
ideator of the model-view-controller pattern for GUI software design in 1979, while
visiting Xerox Parc, resurrected the software for modelling with the OOram Software
Engineering Method. OOram is a precursor of the UML modelling language, but it is
still impressive the simplicity it offers to model a system in terms of roles, only later
passing to the design of classes.
On his webpage (http://folk.uio.no/trygver/) Trygve Reenskaug says:
“Roles are about objects and how they interact to achieve some purpose. For thirty
years I have tried to get them into the main stream, but haven’t succeeded. I believe the
reason is that our programming languages are class oriented rather than object oriented.
So why model in terms of objects when you cannot code them? And why model at all
when you cannot keep model and code synchronized?”
So the discussion after his invited talk could not but lead to the question: what are
the reasons of the difficulty of introducing the notion of role in the object oriented community? Under the light of his long experience in proposing roles as a fundamental
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concept, Trygve Reenskaug’s answer is the cognitive difficulty which people experiences in conceptualizing both the notions of class and role. Witness the fallacy, made
also in prominent books about OO, of saying that classes send or receive messages.
Only objects send and receive messages and, if a more abstract notion is needed to precise a model, we should better say that roles send and receive messages. Instead, we
keep teaching to students in programming language courses to think only in terms of
classes and objects as the only elements when designing a program, thus perpetuating
the difficulty of using roles.
He considers, however, a positive evolution in OO the recent debate about the notion of trait, which seems to be able to decompose a class into the different behaviors
required by the specific roles that its instances can play.
Finally, Trygve Reenskaug gives us the explanation about the genesis of collaboration roles in UML. He was not directly involved in the standardization of this part, and
he does not approve the idea of roles as classifiers in UML 1.0. He considers UML
2.0, where roles are properties through which the interaction between two objects takes
place, an improvement with respect to UML 1.0.
4.2 Where Are the Relationships?
James Noble starts from a quotation about the programming language Smalltalk: “a
program ... a community of communicating objects”. Thus, the question of his talk
becomes: “But where are the relationships?”.
The need of introducing the notion of relationship as a first class citizen in Object
Oriented programming, in the same way as this notion is used in OO modelling, has
been argued by several authors, at least since Rumbaugh [17]: he claims that relationship are complementary to, and as important as, objects themselves. For this reason,
they should be available in programming languages too, and not only in modelling languages, like UML or ER, either as primitives, or represented by means of suitable patterns. Noble [25] proposed two main alternatives for modelling relationships by mean
of patterns: the relationship as attribute pattern, reducing the relationship to references,
and the relationship object pattern, introducing a new class to represent the relationship.
Each of these two solutions have pros and cons, as discussed by Noble [25].
However, we would like to have relationships as a real programming primitive. Many
languages offer such primitives: Two-way Pointers, JavaFX, RelJ Relationships, RJ
Relationships.
These solutions do not capture all the characteristics we would like to have in a
relationship primitive; first, it should be abstract: its implementation is encapsulated.
Second, participants and clients should be decoupled from implementation, so to have
polymorphism and relationship interfaces. Third, to have reusability, relationships
should not depend on participants and multiple instantiation of relationships and participants should be possible. Fourth, there should be compositionality, so to build new
relationships from old ones. Finally, separation of concerns should hold: participants
should be reusable without the relationship and reusable without each other.
These properties are satisfied by the Relationship Aspect Library proposed by Noble [26]. This proposal, however, does not satisfy some other requirements. For example, Balzer et al. [27] allows to add invariants to relationships, JQL and RAL
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allow to access the relationships of databases. In summary, the hypothesis is:
Relationship = Tuples + Roles + Extents. Where, tuples are associations between participating objects, per-tuple data and behavior are classes, per-participant data and behavior are roles and collections of tuples are the extents.
This raises the question: what comes first? relationships or roles? Noble’s hypothesis
is that roles are relationship monopoles. A role provides behavior - perhaps with some
state. But it makes sense only in the context of a relationship - where the object is
playing that role. Thus, support for relationships should precede the support for roles.

5 Discussion
5.1 The Metarole Challenge
In his presentation titled “Towards a Role Manifesto”, Friedrich Steimann made the
point that if the attendees agreed on his position that the role concept deserves the status
of an ontological primitive, roles should be found in the metamodel of any modelling
formalism offering roles. According to Steimann’s argumentation, this ruled out the
role-as-adjunct-instance representation of roles, since this capture, like the Role Object
Pattern, resorts to roles itself (namely the Role role and the Subject role), starting an infinite regress. In fact, so Steimann argued, any metamodel introducing the notion of roles
(which a metamodel should do if role is to be regarded an ontological primitive) while
at the same time resorting to the concept of role should use the very modelling construct
it defines, or it raises doubts of the so defined role construct being the acclaimed primitive. Because roles are tied to relationships and metamodels without relationships seem
unthinkable, any metamodel will also use roles, and the role concept the metamodel defines had better be (very similar to) the one it uses. Otherwise, the question why the one
it uses is unsuitable for the modelling language it defines must be answered. Steimann
conceded that this still leaves room for using the role-as-adjunct-instance approach to
representing roles on the model level, but made clear that this capture cannot be the
ontological primitive being sought for.
5.2 Group Discussion
Following Steimann’s presentation, a discussion was started based on the following
questions:
– Roles and state: Does each instance of role playing come with its own state? Or is
this state part of the relationship? Does playing a role alone contribute to the state
of an object?
– Role and relationship: Can roles be viewed independently from relationships?
– Composability of collaborations: Can a system be lumped together as a set of collaborations? If not, what else needs to be provided?
– Role interference: How can we deal with the fact that an object participating in
several collaborations can change its state in unpredictable manners (as seen from
each collaboration)?
– Why don’t current programming languages come with a role construct?
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To address these and other questions, the participants divided into four groups according to their different perspectives:
1. Ontology group (Kouji Kozaki, Frank Loebe, and Riichiro Mizoguchi): How are
roles defined in ontologies? Which are their properties? Are roles an ontological
primitive? In the ontology community there is an increasing consensus towards the
idea that roles are entities (also called qua entities) which depend not only on the
player of the role but also on a context. In fact, discussants agreed on the idea that
the relationship of role to context is more prominent than that to role player and
that roles can exist in some cases even without their players.
2. Multiagent systems group (Guido Boella and Thibaud Brocard): How are roles
used in multiagent systems? Which is the relation between roles and organizations?
Which are the properties attributed to roles in such field? The main debate in the
multiagent community is whether to use roles as first class entities at runtime or
only as a modelling concept. Recent works are leaning towards the first position. In
this field, the concept of role is strictly related to the notion of organization which
provides the context of the role. Roles are associated not only with a state and
behavior but also with obligations, permissions, and institutional powers.
3. Roles and relationships group (Stefanie Balzer, Valerio Genovese, and Ulrik
Schultz): Which is the relation between roles and relationships? Which of these
notions come first? Can roles be reduced to relationships or vice versa? Roles are
a promising abstraction when we have to understand the behavior of large systems.
Roles are dependent on collaborations, and they are at the core of the answer to the
question: how to compose collaborations safely? Roles belong to collaborations
and players can be seen as a constellation of the roles they play. The interaction
inside the collaboration happens via the roles played by objects. Roles, since they
depend on the collaboration, can exist even detached from their players.
4. Roles in modelling and programming languages group (Uwe Assmann and Trygve
Reenskaug): Which is the role of roles in modelling and programming systems?
The result of the discussion goes against the position of the invited talk of James
Noble: roles have priority over relationships. To summarize, roles can be seen from
two different and opposite points of view, depending on how they are related with
relationships. In the first view, roles are simply labels of their players in the relationship. Whereas, in the second view, roles identify a state of the particular interaction
they describe, and they have an identity. In this approach, it is possible to extend the
interaction capabilities of the players adding attributes and behavior, or also unifying the state of the interaction within a single entity (the relationship). Of course,
with this approach some problems arise as concerns the coherence of the states of
the two roles. The problem of roles and collaborations should be faced by studying
respectively, the structure of the systems, its invariants and then its behavior, like
proposed in the metamodel of roles of Genovese [13].
Friedrich Steimann as the moderator tried to reach a common agreement among the
different groups, but the result was that the different communities are still on diverging
positions. Moreover, the moderator had to accept that the discussants all insisted on
roles having their identity separated from that of the player, that in fact roles can even
exist without a player.
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6 Conclusions
While relationship is a widely accepted notion, indeed one whose definition is (except
perhaps for small variations) clear and generally agreed upon, role is still not. With
this workshop, we tried to make the unequivocalness of the relationship concept carry
over to the role concept, by putting the inherent relatedness of the two into focus. To a
certain extent, this approach has failed: it seems that the traditional differences of the
role conceptions created by the different disciplines are stronger than the commonalities suggested by the fact that the very concept of role is meaningless without that of
counter role, and thus without relationship. To a certain extent, however, it has also succeeded: it showed that all application scenarios in which roles are identified and used
are sufficiently similar to agree on its reason for existence and its general purpose (but
not its representation!), and that there is a common vocabulary in which the differences
can be formulated.
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Abstract. In this paper we study how roles can be added to patterns modelling
relationships in Object Oriented programming. Relationships can be introduced
in programming languages either by reducing them to attributes of the objects
which participate in the relationship, or by modelling the relationship itself as a
class whose instances have the participants of the relationships among their attributes. However, even if roles have been recognized as an essential component
of relationships, also in modelling languages like UML, they have not been introduced in Object Oriented programming when it is necessary to model relationships. Introducing roles allows to add attributes and behaviors to the participants
in the relationship, rather than to the relationship itself, and to distinguish the
natural types of the participants in the relationships from the roles the participants acquire in the relationships. We show how the role model of the language
powerJava can be used to endow the relationship as attribute pattern with roles.

1 Introduction
The need of introducing the notion of relationship as a first class citizen in Object Oriented (OO) programming, in the same way as this notion is used in OO modelling,
has been argued by several authors, at least since Rumbaugh [1]. Rumbaugh [1] claims
that relationships are complementary to, and as important as, objects themselves. For
example, a student can be related to a university by an enrollment relationship, he can
attend a course, and have a tutor. Thus, relationships should not only be present in modelling languages, like ER or UML, but they should also be available in programming
languages, either as primitives, or, at least, represented by means of suitable patterns.
Two main alternatives have been proposed for modelling relationships by means of
patterns, e.g., by Noble [2]:
– The relationship as attribute pattern: the relationship is modelled by means of an
attribute of the objects which participate in the relationship. E.g., the Attend relationship between a Student and a Course can be modelled by means an attribute
attended of the Student and of an attribute attendee of the Course.
– The relationship object pattern: the relationship is modelled as a third object linked
to the participants Student and Course. A class Attend must be created and
its instances related to each pair of objects in the relationship. This solution underlies programming languages introducing primitives for relationships, e.g., [3].
F. Arbab and M. Sirjani (Eds.): FSEN 2007, LNCS 4767, pp. 440–448, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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class Student {
class BasicCourse {
String name;
String code, title;
int number;
HashSet<Student> attendees;
HashSet<BasicCourse> attends;
void enrol(Student s) {
attendees.add(s);
}
s.attends.add(this); }}
Fig. 1. The relationship as attribute pattern

These two solutions have different pros and cons, as Noble [2] discusses. But they
both fail to capture an important modelling and practical issue. If we consider the kind
of examples used in the works about the modelling of relationships, we notice that
relationships are also essentially associated with another concept: students are related to
tutors or professors [3,4], courses are basic courses and advanced courses [4], customers
buy from sellers [5], employees are employed by employers, underwriters interact with
reinsurers [2], etc. From the ontological point of view these concepts are not natural
kinds like person or organization: rather, they all are roles involved in a relationship [6].
Roles have different properties than natural kinds, and, thus, are difficult to model
with classes: they are dynamically acquired, they depend on other entities - the relationship they belong to and their players - and they add properties and behaviors to the
objects playing roles. Moreover, roles can be played by objects of different classes. In
particular, when an object of some natural type plays a certain role in a relationship, it
acquires new properties and behaviors. For example, a student in a course has a tutor,
he can give the exam and get a mark for the exam, another property which exist only as
far as he is a student of that course.
As Steimann [7] argues, there is an intrinsic role of roles as intermediaries between
relationships and the objects that engage in them. Thus, in this paper, we focus on the
following research question: How to introduce roles in relationships? And as subquestion: Which are the advantages given by roles in the relationship as attribute pattern?
In this paper as methodology we use our model of roles in OO programming languages which has been added to an extension of the Java programming language, called
powerJava, described in [8,9].
The language powerJava introduces roles as a way to structure the interaction of
objects (callee) with other objects calling their methods (caller). Roles express the possibilities of interaction offered by a callee to another one, i.e., the methods it can call.
First, these possibilities change according to the class of the caller of the methods. Second, a role maintains the state of the interaction with a certain caller. As roles have a
state and a behavior, they share some properties with classes. However, roles can be
dynamically acquired and released by an object playing them. Moreover, they can be
played by different types of classes. This is why roles in powerJava can be added to
model relationships, where the behavior of an object changes when it enters a relationship until it subsequently abandons it.
In Section 2 we discuss how relationships are introduced in OO programming. In
Section 3 we summarize our model of roles in powerJava and in Section 4 we use it to
introduce roles in the relationship as attribute pattern.
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2 Introducing Relations in OO
We will describe in this section the relationship as attribute pattern with reference to a
university domain. Consider a student who can attend different kinds of courses: basic
ones and advanced ones. The same course can be a basic one in the curriculum of a
senior student and an advanced one for junior student. A student can give the exam of
the basic course he is attending, and his mark is reported on a registry, and it is possible
to send a message to the student of the course. Finally, a course is associated with a
tutor if it is taken as a basic course; the tutor, which is not present in advanced courses,
can be different for every student attending a given course.
The relationship as attribute pattern is described in Figure 1: the relationship between a student and a course he attends is modelled by means of an attribute attends
of the instances of class Student which participate in the relationship. The type of
the attribute is a set of BasicCourses. Symmetrically, the Student appears in the
attribute attendees of the type set of Students in the class BasicCourse.
This solution, however, does not allow to add a state and behavior to the pairs of
elements related by the relationship. For example, it is not possible to specify a different
tutor for each Student of the BasicCourse.
This is possible in the alternative pattern, the relationship object, where the participants in the relationship are linked to an object representing a relationship instance.
This alternative solution can be modelled in UML, which specifies information proper
of an association via an association class, which can be endowed with properties and
behaviors. An association class has exactly one instance for each set of objects linked
through the association and a lifetime delimited by the existence of the association. If
a link is dissolved, the association class instance is destroyed. Due to the association,
certain information exists that is specific to the association.
But the relationship object solution shares with the relationship as attribute a limitation. We would like to model the scenario introducing natural types like Person rather
than the Student class only. The reason for such modelling choice is that a Person
is not always a Student, but only as long as he attends courses. Moreover, he can give
exams or receive communications concerning the course, only if he is registered and,
thus, related by the relationship with a Course which he follows as a BasicCourse.
He has different marks in different exams, and even different students can have different
tutors for the same course. Analogously a Course has a tutor only if it plays the role
of BasicCourse. Note that Person instances can play also other roles while they
are Student, like, e.g., employee.
Moreover, even if the relationship object pattern allows to add new properties and
behaviors, it does not allow to satisfy completely the requirement that properties and
behaviors are associated to the participants: this pattern does not distinguish which
properties and behaviors belong to the Student and which ones to the Course. All
properties and behaviors are associated to the instance of the class representing the
relationship.
We leave modelling this pattern for future work, even if its realization in powerJava
is straightforward.
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class Printer {
private int printedTotal;
definerole User {
private int printed;
public void print(){ ...
printed = printed + pages;
printedTotal = printedTotal
+ printed;
Printer.print(that.getName());
}}}
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role User playedby UserReq
{ void print();
int getPrinted(); }
interface UserReq
{ String getName();
String getLogin();}
jack = new AuthPerson();
laser1 = new Printer();
laser1.new User(jack);
((laser1.User)jack).print();

Fig. 2. A role User inside a Printer

3 Roles in Powerjava
Baldoni et al. [8,9] introduce roles in powerJava, an extension of the object oriented
programming language Java. Java is extended with:
1. A construct specifing the role with its name, the methods required to play the role,
and the operations it offers to its players.
2. The implementation of a role, inside another object and according to its definition.
3. How an object can play a role and invoke the operations offered by the role.
Figure 2 shows the use of roles in powerJava by means of the example of a printer
which can be accessed via roles, e.g. User. First of all, a role is specified as a sort of
interface (role - right column) by indicating via an interface which classes can play
the role (playedby) and which are the operations acquired by playing the role (e.g.,
print). Second (left column), a role is implemented inside an object as a sort of inner
class which realizes the role specification (definerole). The inner class implements
all the methods required by the role specification as it were an interface.
In the bottom part of the right column of Figure 2, the use of powerJava is depicted. First, the candidate player jack of the role is created. It implements the requirements of the roles (the class AuthPerson implements UserReq). Before the
player can play the role, however, an instance of the object hosting the role must be
created first (a Printer laser1). Once the Printer is created, the player jack
can become a User too. Note that the User is created inside the Printer laser1
(laser1.new User(jack)) and that the player jack is an argument of the constructor of role User of type UserReq, which becomes the value of the special variable that, thus allowing to refer to the player from the role implementation.
The player jack to act as a User must be first classified as a User by means of
a so-called role casting ((laser1.User) jack). Note that jack is not classified
as a generic User but as a User of Printer laser1. Once jack is casted to
its User role, it can exercise its powers, in this example, printing (print()). Such
method is called a power since, in contrast with usual methods, it can access the state of
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role Student playedby Person {int giveExam(String work);}
role BasicCourse playedby Course {void communicate(String text);}
class Person{
String name;
private Queue messages;
private HashSet<BasicCourse> attended; //BasicCourse followed
definerole BasicCourse {
Person tutor;
// the method communicate access the state of the outer class
void communicate (String text) {Person.this.messages.add(text);}
BasicCourse(Person t){
tutor=t;
Person.this.attended.add(this); }//add link
}
}
class Course {
String code;
String title;
private HashSet<Student> attendees; //students of the course
private HashTable registry = new HashTable();
private int evaluate(String x){...}
definerole Student {
int number;
int mark;
int giveExam(String work){ mark = Course.this.evaluate(work);
registry.set(that.name.hashCode(), mark); ... }
Student (){ Course.this.attendees.add(this); }}}//add link

Fig. 3. Relationship-role as attribute pattern in powerJava

other objects: the role namespace shares the one of the object including the role (called
institution). In the example, the method print() can access the private state of the
Printer and invoke Printer.print() or modify printedTotal.

4 The Relationship-Role as Attribute Pattern
In this section we describe how a new pattern for modelling relationships with roles can
be defined, in analogy with the relationship as attribute pattern. We will use the example
of Section 2 to present it.
First of all, using powerJava we can distinguish natural types like Person and
Course from the respective roles Student and BasicCourse. Person and
Course become, respectively, Student and BasicCourse when they enter the
relationship. Roles are represented in powerJava by instances dynamically associated
with the players of the roles, which include the state and behaviors acquired by the
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class University{
public static void main (String[] args){
Course c = new Course();
Person p = new Person();
Student s = c.new Student(p); //create role Student for p
BasicCourse b = p.new BasicCourse(c,tutor);
//p as a Student of Course c gives the exam by submitting work
((c.Student)p).giveExam(work);
//a message is sent to p since he attends c as a BasicCourse
((p.BasicCourse)c).communicate(text); }
Fig. 4. Using the relationship-role as attribute in powerJava

players of the roles in the relationship (see Figures 3 and 5 where the UML representation is illustrated1 ).
Second, in the relationship as attribute pattern, a relationship is reduced only to two
symmetric attributes attended and attendees. In the new pattern, the relationship
is modelled also by means of a pair of roles implemented in the two classes representing
the natural types. Thus, the attribute attendees in Course of type Student in
Course becomes Course.Student, and its values will be role instances which are
played by instances of type Person. The role Student is associated with players
of type Person in the role specification, which specifies that a Student can give
an exam (giveExam). Analogously, the attribute attended of Person becomes
of type Person.BasicCourse and its values are associated with players of type
Course as in the role specification, which specifies that a Course can communicate
with the attendee.
The role Student is implemented locally in the class Course by the class
Course.Student, and, viceversa, the role BasicCourse is implemented locally
in the class Person by the class Person.BasicCourse. Note that this is not contradictory, since roles describe the way an object offers interaction to another one: a
Student represents what a Course offers a Person to interact with it, and, thus,
the role is implemented inside the class Course. Moreover the methods associated
with the role Student, i.e., giving exams, and implemented in Course.Student,
modify the state of the class including the role (Course) or call its private methods,
thus violating the standard encapsulation. Analogously, the communicate method
of Person.BasicCourse, implementing the method signature specified in the role
BasicCourse, modifies the state of the Person hosting the role by adding a message to the queue. These methods, in powerJava terminology, exploit the full potentiality
that powers have of violating the standard encapsulation of objects.
To associate a Person and a Course in the relationship, the role instances must
be created starting from the objects offering the role, e.g.: c.new Student(p) (see
the main in Figure 4) where the player p is passed as a parameter.
When the player of a role must invoke a power it must be first role casted to the
role. For example, to invoke the method giveExam of Student, the Person must
1

The arrow starting from a crossed circle, in UML, represents the fact that the source class can
be accessed by the arrow target class.
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first become a Student. To do that, however, also the object offering the role must
be specified, since the Person can play the role Student in different instances of
Course; in this case the Course c: ((c.Student)p).giveExam(...).
The pattern has different pros and cons; the following list integrates Noble [2]’s
discussions on them. Advantages of the Relationship-role as attribute pattern:
– It allows simple one-to-one relationships: it does not require a further class and its
instance to represent the relationship between two objects.
– It allows to introduce a state and operations to the objects entering the relationship,
which was not possible without roles in the relationship as attribute pattern.
– It allows the integration of the role and the element offering it by means of powers.
– It allows to show which roles can be offered by a class, and, thus, in which relationships they can participate, since they are all defined in the class.
Disadvantages of the Relationship-role as attribute pattern:
– It requires that the roles are already implemented offline inside the classes which
participate in the relationship.
– It does not assure coherence of the pair of roles like student-course, buyer-seller,
bidder-proponent, since they are defined separately in two different classes.
– The role cast to allow a player to invoke a power of its role requires to know the
identity of the other participant in the relationship.
– It does not allow to distinguish which is the role played in the other object participating in the relationship (e.g., a Student in the attendees set of a Course
can follow the Course as a BasicCourse or an AdvancedCourse).
In summary, we can define an informal program transformation, to add roles to the
relationship as attribute pattern using powerJava:
1. Identify the natural types of the objects playing the roles (e.g., Person for
Student, or Person and Organization for Customer).
2. Change the type of the classes which participate in the relationship from the name
of the role to the name of the natural kinds playing the role (now there can be more
than one class playing the role); e.g., the class Student becomes Person.
3. Add a role definition relating the role to the natural types which can play the role,
or to an interface implemented by these natural types, and insert in the role specification the signature of the powers (e.g., communicate, giveExam).
4. Identify the two links to the participants in the relationships in the classes representing the participants (e.g., attendees of type Student in Course), now of
natural types.
5. In the same class the link belongs to, add a role class implementing the role definition with the same name as the type of the link (e.g., Student in the
BasicCourse class which is now called Course). Add to this role class the
attributes and the implementation, according to the role specification, of the powers.
6. In the code which relates the two participant instances to the relationship, instead
of adding the players to the links, first create two roles instances played by the
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respective players (of natural types), and, second, add these instances to the links
modelling the relationship in the class of the players, e.g., Person (this can be
done in the role constructors).
7. When a method added by the relationship must be invoked, first, make a role cast
from the object playing the role to the role it plays.
Person
p:Person

:Course.Student

RQ

+ name: John
− messages: ...
− attended: ...

that

− ...

BasicCourse.this

+ number: 1234
+ mark: 10
:Person.BasicCourse
+ tutor: person
+ BasicCourse(Course)
+ communicate(String)

+ Student(Person)
+ giveExam(String)

c.Course
Student.this + code: CS110
+ title: "programming"
Course
− attendees: ...
RQ
that − evaluate(String)

Fig. 5. The UML representation of the relationship-role as attribute pattern example

5 Conclusion
In this paper we discuss why roles need to be introduced when relationships are modelled in OO programs: it is possible to distinguish between the natural type of objects
populating the program and the roles they play, and objects acquire new states and
behaviors when they participate in a relationship. The state and behaviors which are
dynamically acquired are modelled by roles.
Using the language powerJava, a role endowed version of Java, we show how to introduce roles in the the relationship as attribute pattern and we discuss the pros and cons
of the pattern when roles are introduced. In particular, we show that the relationship as
attribute pattern extended with roles enables to model the extension of behavior of the
objects entering a relationship, without the introduction of a further class modelling the
relationship. Future work is introducing roles in the relationship as object pattern and
designing new patterns where both patterns can be considered at the same time.
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Abstract. Logical architectures combine several logics into a more complex logical system. In this paper we study a logical architecture using input/output operations corresponding to the functionality of logical components. We illustrate
how the architectural approach can be used to develop a logic of a normative
system based on logics of counts-as conditionals, institutional constraints, obligations and permissions. In this example we adapt for counts-as conditionals and
institutional constraints a proposal of Jones and Sergot, and for obligations and
permissions we adapt the input/output logic framework of Makinson and van der
Torre. We use our architecture to study logical relations among counts-as conditionals, institutional constraints, obligations and permissions. We show that in
our logical architecture the combined system of counts-as conditionals and institutional constraints reduces to the logic of institutional constraints, which again
reduces to an expression in the underlying base logic. Counts-as conditionals and
institutional constraints are defined as a pre-processing step for the regulative
norms. Permissions are defined as exceptions to obligations and their interaction
is characterized.

1 Introduction
In this paper we are interested in logical architectures. The notion of an ‘architecture’
is used not only in the world of bricks and stones, but it is used metaphorically in
many other areas too. For example, in computer science it is used to describe the hardor software organization of systems, in management science it is used to describe the
structure of business models in enterprise architectures [16], and in psychology and
artificial intelligence it is used to describe cognitive architectures of agent systems like
SOAR [15], ACT [2] or PRS [13]. Though architectures are typically visualized as a diagram and informal, there are also various formal languages to describe architectures,
see, for example, [16]. The notion of architecture reflects in all these examples an abstract description of a system in terms of its components and the relations among these
components. This is also how we use the metaphor in this paper. In logic and knowledge representation, architectures combine several logics into a more complex logical
system.
Advantages of the architectural approach in logic are that logical subsystems can
be analyzed in relation to their environment, and that a divide and conquer strategy
can reduce a complex theorem prover to simpler proof systems. These advantages are
related to the advantages of architectural approaches in other areas. For example, in
L. Goble and J.-J.C. Meyer (Eds.): DEON 2006, LNAI 4048, pp. 24–35, 2006.
c Springer-Verlag Berlin Heidelberg 2006
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computer science a devide and conquer strategy is used frequently to develop computer systems. In this area, the architectural approach is used also to bridge the gap
between formal specification and architectural design, and to facilitate the communication among stakeholders discussing a system, using visual architectural description
languages [16].
The logical architecture we introduce and discuss in this paper is based on an architecture we recently introduced for normative multiagent systems [7]. In Figure 1,
components are visualized by boxes, and the communication channels relating the
components are visualized by arrows. There are components for counts-as conditionals (CA), institutional constraints (IC), obligations (O) and permissions (P). Moreover,
the norm base (NB) component contains sets of norms or rules, which are used in the
other components to generate the component’s output from its input. This component
does not have any inputs, though input channels can be added to the architecture to represent ways to modify the norms. The institutional constraints act as a wrapper around
the counts-as component to enable the connection with the other components, as explained in detail in this paper. The open circles are ports or interface nodes of the components, and the black circles are a special kind of merge nodes, as explained later
too. Note that the architecture is only an abstract description of the normative system,
focussing on the relations among various kinds of norms, but for example abstracting
away from sanctions, control systems, or the roles of agents being played in the system.

Fig. 1. A Logical Architecture of a Normative System

Figure 1 is a visualization of a logical architecture, where logical input/output operations correspond to the functionality of components. Considering a normative system
as an input/output operation is not unusual. For example, inspired by Tarski’s definition of deductive systems, Alchourrón and Bulygin [1] introduce normative systems
with as inputs factual descriptions and as output obligatory and permitted situations.
For counts-as conditionals and institutional constraints we adapt a proposal of Jones
and Sergot [14], and for obligations and permissions we adapt the input/output logic
framework of Makinson and van der Torre [17]. Moreover, we use Searle’s distinction
between regulative and constitutive norms [21], and brute and institutional facts.
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The contribution of the paper thus lies not in the components, but in their mutual
integration. Rather than following some highly general template for such an integration
we stick closely to the contours of the specific domain: complex normative structures
with multiple components. We focus on two kinds of interactions.
The main issue in the logical architecture is the relation among regulative and constitutive norms, that is, among on the one hand obligations and permissions, and on the
other hand so-called counts-as conditionals. The latter are rules that create the possibility of or define an activity. For example, according to Searle, “the activity of playing
chess is constituted by action in accordance with these rules. Chess has no existence
apart from these rules. The institutions of marriage, money, and promising are like the
institutions of baseball and chess in that they are systems of such constitutive rules or
conventions.” They have been identified as the key mechanism to normative reasoning
in dynamic and uncertain environments, for example to realize agent communication,
electronic contracting, dynamics of organizations, see, e.g., [6].
Extending the logical analysis of the relation between constitutive and regulative
norms, we also reconsider the relation between obligations and permissions in our architecture. In the deontic logic literature, the interaction between obligations and permissions has been studied in some depth. Von Wright [22] started modern deontic logic
literature by observing a similarity between the relation between on the one hand necessity and possibility, and on the other hand obligation and permission. He defined
permissions as the absence of a prohibition, which was later called a weak permission.
Bulygin [10] argues that a strong kind of permissions must be used in context of multiple authorities and updating normative systems: if a higher authority permits you to
do something, a lower authority can no longer make it prohibited. Moreover, Makinson
and van der Torre distinguish backward and forward positive permissions [19]. In this
paper we consider permissions as exceptions of obligations.
This paper builds on the philosophy and technical results of the input/output logic
framework. Though we repeat the basic definitions we need for our study, some knowledge of input/output logic [17] or at least of its introduction [20] is probably needed.
The development of input/output logic has been motivated by conditional norms, which
do not have a truth value. For that reason, the semantics of input/output logic given by
Makinson and van der Torre is an operational semantics, which characterizes the output as a function of the input and the set of norms. However, classical semantics for
conditional norms exists too. Makinson and van der Torre illustrate how to recapture
input/output logic in modal logic, and thus give it a classical possible worlds semantics.
More elegantly, as illustrated by Bochman [4], the operational semantics of input/output
logic can be rephrased as a bimodel semantics, in which a model of a set of conditionals
is a pair of partial models from the base logic (in this paper, propositional logic).
The layout of this paper is as follows. We first represent a fragment of Jones and
Sergot’s logic of counts-as conditionals as an input/output operation, then we represent
their logic of institutional constraints as an input/output operation, and characterize their
interaction. Thereafter we adapt Makinson and van der Torre’s logic of input/output for
multiple constraints, and we characterize the interaction among institutional constraints
and obligations. Finally we introduce permissions as an input/output operation with
multiple outputs, and we use them as exceptions to obligations.
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2 Counts-as Conditionals (Constitutive Norms)
For Jones and Sergot [14], the counts-as relation expresses the fact that a state of affairs
or an action of an agent “is a sufficient condition to guarantee that the institution creates
some (usually normative) state of affairs”. Jones and Sergot formalize this introducing a
conditional connective ⇒s to express the “counts-as” connection holding in the context
of an institution s. They characterize the logic for ⇒s as a conditional logic together
with axioms for right conjunction,
((A ⇒s B) ∧ (A ⇒s C)) ⊃ (A ⇒s (B ∧ C))
left disjunction,
((A ⇒s C) ∧ (B ⇒s C)) ⊃ ((A ∨ B) ⇒s C)
and transitivity.
((A ⇒s B) ∧ (B ⇒s C)) ⊃ (A ⇒s C)
Moreover, they consider other important properties not relevant here.
In this paper, we consider an input/output operation corresponding to the functionality of the counts-as component. This means that we restrict ourselves to the flat conditional fragment of Jones and Sergot’s logic. Despite this restriction, we can still express
the relevant properties Jones and Sergot discuss.1 The input of the operation is a set
of counts-as conditionals CA, a normative system or institution s, and the sufficient
condition x, and an output is a created state of affairs y. Calling the operation outCA ,
we thus write y ∈ outCA (CA, s, x). To relate the operation to the conditional logic, we
equivalently write (x, y) ∈ outCA (CA, s), where (x, y) is read as “x counts as y”.
Jones and Sergot propose a combined logic that incorporates besides the conditional
logic also an action logic. We therefore assume a base action logic on which the input/output operation operates. This may be a logic of successful action as adopted by
Jones and Sergot, according to which an agent brings it about that, or sees to it that,
such-and-such is the case. But alternatively, using a simple propositional logic based on
the distinction between controllable and uncontrollable propositions [9] most relevant
properties can be expressed as well, and of course a more full-fledged logic of action
can also be used, incorporating for example a model of causality.
Definition 1. Let L be a propositional action logic with  the related notion of derivability and Cn the related consequence operation Cn(x) = {y | x  y}. Let CA be
a set of pairs of L, {(x1 , y1 ), . . . , (xn , yn )}, read as ‘x1 counts as y1 ’, etc. Moreover,
consider the following proof rules: conjunction for the output (AND), disjunction of the
input (OR), and transitivity (T) defined as follows:
(x, y1 ), (x, y2 )
AN D
(x, y1 ∧ y2 )
1

(x1 , y), (x2 , y)
OR
(x1 ∨ x2 , y)

(x, y1 ), (y1 , y2 )
T
(x, y2 )

When comparing their framework to a proposal of Goldman, Jones and Sergot mention (but
do not study) irreflexive and asymmetric counts-as relations. With an extension of our logical
language covering negated conditionals, these properties can be expressed too.
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For an institution s, the counts-as output operator outCA is defined as closure operator on the set CA using the rules above, together with a silent rule that allows
replacement of logical equivalents in input and output. We write
(x, y) ∈ outCA (CA, s)
Moreover, for X ⊆ L, we write
y ∈ outCA (CA, s, X)
if there is a finite X  ⊆ X such that (∧X  , y) ∈ outCA (CA, s), indicating that the output
y is derived by the output operator for the input X, given the counts-as conditionals
CA of institution s. We also write outCA (CA, s, x) for outCA (CA, s, {x}).
Example 1. If for some institution s we have CA = {(a, x), (x, y)}, then we have
outCA (CA, s, a) = {x, y}.
Jones and Sergot argue that the strengthening of the input (SI) and weakening of the
output (WO) rules presented in Definition 2 are invalid, see their paper for a discussion.
The adoption of the transitivity rule T for their logic is criticized by Artosi et al. [3].
Jones and Sergot say that “we have been unable to produce any counter-instances [of
transitivity], and we are inclined to accept it”. Neither of these authors consider to
replace transitivity by cumulative transitivity (CT), see Definition 4.
Jones and Sergot give a semantics for their classical conditional logic based on minimal conditional models. For our reconstruction, the following questions can be asked
(where the second could provide a kind of operational semantics analogous to the semantics of input/output logics [17], and the third to the semantics of input/output logic
given in [4]):
– Given CA of s, and (x, y), do we have (x, y) ∈ outCA (CA, s)?
– Given CA of s and x, what is outCA (CA, s, x)?
– Given CA of s, what is outCA (CA, s)?
The following theorem illustrates a simpler case.
Theorem 1. With only the AND and T rule, assuming replacements by logical equivai
lents, outCA (CA, s, X) = {∧Y | Y ⊆ ∪∞
i=0 outCA (CA, s, X)} is calculated as follows.
out0CA (CA, s, X) = ∅
i


i
outi+1
CA (CA, s, X) = outCA (CA, s, X) ∪ {y | (∧X , y) ∈ CA, X ⊆ outCA (CA, s, X)}
With the OR rule the situation is more complicated due to reasoning by cases. However,
as we show by Theorem 3 in Section 3, we do not need the semantics of this component
to define a semantics of the whole normative system.

3 Institutional Constraints
Jones and Sergot’s analysis of counts-as conditionals is integrated with their notion of
so-called institutional constraints. Note that the term “constraints” is used here in another way than it is used in input/output logic for handling contrary-to-duty obligations
and also permissions, as we discuss in the following section, because the input/output
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constraints, but not the institutional constraints, impose consistency requirements. We
have chosen not to avoid the possible confusion, given the existence of the institutional
constraints in the literature and the appropriateness of input/output constraints for what
it is actually doing.
Jones and Sergot introduce the normal KD modality Ds such that Ds A means that
A is “recognized by the institution s”. Ds is represented by a so-called wrapper around
the counts-as component in our normative system architecture. In computer science,
a wrapper is a mechanism to pre-process the input and to post-process the output of a
component. there are various ways to formalize this idea in a logical architecture. In this
section we formalize it by stating that the input/output relation of the counts-as component is a subset of the input/output relation of the institutional constraints component.
Jones and Sergot distinguish relations of logical consequence, causal consequence,
and deontic consequence. We do not consider the latter, as they are the obligations
and permissions which we represent by separate logical subsystems. An institutional
constraint “if x then y” is represented by Ds (x → y).
Definition 2. Let IC be a set of pairs of L, {(x1 , y1 ), . . . , (xn , yn )}, read as ‘if x1
then y1 ’, etc. Moreover, consider the following proof rules strengthening of the input
(SI), weakening of the output (WO) and Identity (Id) defined as follows:
(x1 , y)
SI
(x1 ∧ x2 , y)

(x, y1 ∧ y2 )
WO
(x, y1 )

(x, x)

Id

For an institution s, the institutional constraint output operator outIC is defined as
closure operator on the set IC using the three rules of Definition 1, together with the
three rules above and a silent rule that allows replacement of logical equivalents in
input and output.
The output of the institutional constraints can be obtained by a reduction to the base
logic. Whereas the logic of counts-as conditionals is relatively complicated, the logic
of institutional constraints is straightforward.
Theorem 2. outIC (IC, s, x) = Cn({x} ∪ {x ⊃ y | (x, y) ∈ IC})
Proof. (sketch). T follows from the other rules, and the property for the remaining
rules follows from results on throughput in [17].
Counts-as conditionals and institutional constraints are related by Jones and Sergot by
the axiom schema:
(A ⇒s B) ⊃ Ds (A ⊃ B)
Using our input/output operations, the combined system of counts-as conditionals and
institutional constraints are thus characterized by the following bridge rule.
Definition 3. Let outIC+CA be an operation on two sets of pairs of L, IC and CA, defined
as outIC (with all six rules discussed thus far) on the first parameter, together with the
following rule:
(x, y) ∈ outCA (CA, s)
(x, y) ∈ outIC+CA (IC, CA, s)
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The following theorem shows that we can calculate the output of the joint system without taking the logic of counts-as conditionals into account.
Theorem 3. outIC+CA (IC, CA, s, X) = outIC (IC ∪ CA, s, X).
Proof. (sketch). Clearly we have outIC+CA (IC, CA, s, X)= outIC (IC∪outCA (CA), s, X).
Since the proof rules of outIC contain the proof rules of outCA , the result follows.
The limitation of Jones and Sergot approach, according to Gelati et al. [11], is that the
consequences of counts-as connections follow non-defeasibly (via the closure of the
logic for modality Ds under logical implication), whereas defeasibility seems a key
feature of such connections. Their example is that in an auction if a person raises one
hand, this may count as making a bid. However, this does not hold if he raises his hand
and scratches his own head. There are many ways in which the logic of institutional
constraints can be weakened, which we do not further consider here.

4 Obligations
There are many deontic logics, and there are few principles of deontic logic which
have not been criticized. In this paper we do not adopt one particular deontic logic,
but Makinson and van der Torre’s framework [17] in which various kinds of deontic
logics can be defined. Their approach is based on the concept of logic as a ‘secretarial
assistant’, in the sense that the role of logic is not to formalize reasoning processes
themselves, but to pre- and post-process such reasoning processes. Though a discussion
of this philosophical point is beyond the scope of this paper, the idea of pre- and postprocessing is well suited for the architectural approach.
A set of conditional obligations or rules is a set of ordered pairs a → x, where
a and x are sentences of a propositional language. For each such pair, the body a is
thought of as an input, representing some condition or situation, and the head x is
thought of as an output, representing what the rule tells us to be obligatory in that
situation. Makinson and van der Torre write (a, x) to distinguish input/output rules from
conditionals defined in other logics, to emphasize the property that input/output logic
does not necessarily obey the identity rule. In this paper we also follow this convention.
We extend the syntax of input/output logic with a parameter s for the institution to
match Jones and Sergot’s definitions.
Definition 4 (Input/output logic). For an institution s, let O be a set of pairs of L,
{(a1 , x1 ), . . . , (an , xn )}, read as ‘if a1 then obligatory x1 ’, etc. Moreover, consider the
following proof rules strengthening of the input (SI), conjunction for the output (AND),
weakening of the output (WO), disjunction of the input (OR), and cumulative transitivity
(CT) defined as follows:
(a, x)
SI
(a ∧ b, x)

(a, x ∧ y)
WO
(a, x)

(a, x), (a, y)
AN D
(a, x ∧ y)

(a, x), (a ∧ x, y)
(a, x), (b, x)
OR
CT
(a ∨ b, x)
(a, y)

A Logical Architecture of a Normative System

31

The following output operators are defined as closure operators on the set O using
the rules above, together with a silent rule that allows replacement of logical equivalents in input and output. Moreover, we write (a, x) ∈ outO (O, s) to refer to any of
these operations. We also write x ∈ outO (O, s, A) if there is a finite A ⊆ A with
(∧A , x) ∈ outO (O, s).
out1O : SI+AND+WO (simple-minded output)
out2O : SI+AND+WO+OR (basic output)
out3O : SI+AND+WO+CT (reusable output)
out4O : SI+AND+WO+OR+CT (basic reusable output)
Example 2. Given O = {(a, x), (x, z)} the output of O contains (x ∧ a, z) using the
rule SI. Using also the CT rule, the output contains (a, z). (a, a) follows only if there is
an identity rule in addition (when Makinson and van der Torre call it throughput [17]).
The institutional constraints (and thus the counts-as conditionals) can be combined with
the obligations using iteration.
Definition 5. For an institution s, let outIC+CA+O be an operation on three sets of pairs of
L, IC, CA, and O, defined in terms of outIC+CA and outO using the following rule:
(x, y) ∈ outIC+CA (IC, CA, s), (y, z) ∈ outO (O, s)
(x, z) ∈ outIC+CA+O (IC, CA, O, s)
Theorem 4
outIC+CA+O (IC, CA, O, s, x) = outO (O, s, outIC+CA (IC, CA, x))
In case of contrary-to-duty obligations, the input represents something which is inalterably true, and an agent has to ask himself which rules (output) this input gives rise
to: even if the input should have not come true, an agent has to “make the best out of
the sad circumstances” [12]. In input/output logics under constraints, a set of mental
attitudes and an input does not have a set of propositions as output, but a set of sets of
propositions. We can infer a set of propositions by for example taking the join (credulous) or meet (sceptical), or something more complicated. In this paper we use the meet
to calculate the output of the obligation component. Moreover, we extend the definition
to a set of constraints. Although we need only one constraint set for Definition 7, we
will need arbitrary sets in the following section in order to integrate permissions.
Definition 6 (Constraints). For an institution s, let O be a set of conditional obligations, and let {C1 , . . . , Cn } be a set of sets of arbitrary formulas, which we will call
the “constraint set”. For any input set A, we define maxfamily(O,s,A,{C1 , . . . , Cn })
to be the family of all maximal O ⊆ O such that outO (O , A) is consistent with Ci for
1 ≤ i ≤ n. Moreover, we define outfamily(O, s, A, {C1 , . . . , Cn }) to be the family
of outputs under input A, generated by elements of maxfamily(O, s, A, {C1 , . . . , Cn }).
The meet output under constraints is
(O, s, A, {C1 , . . . , Cn }) = ∩outfamily(O, s, A, {C1 , . . . , Cn })
out∩
O
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We can adopt an output constraint (the output has to be consistent) or an input/output
constraint (the output has to be consistent with the input). The following definition uses
the input/output constraint, because the output of the obligation component is consistent
with the output of the institutional constraints.
Definition 7
∩
out∩
IC+CA+O (IC, CA, O, s, x) = outO (O, s, {outIC+CA (IC, CA, s, x)}, outIC+CA (IC, CA, s, x))

See [17, 18] for the semantics of input/output logics, further details on its proof theory,
its possible translation to modal or propositional logic, the extension with the identity
rule, alternative constraints, and examples.

5 Permissions
Permissions are often defined in terms of obligations, called ‘weak’ permissions, in
which case there are no conditional permissions in NB. When they are not defined
as weak permissions, as in this paper, then the norm databse also contains a set of
permissive norms [19]. Such ‘strong’ permissions are typically defined analogously to
obligation, but without the AND rule. The reason AND is not accepted is that p as well
as ¬p can be permitted, but it does not make sense to permit a contradiction. Permissions
are simpler than obligations, as the issue of contrary-to-duty reasoning is not relevant,
and therefore we do not have to define constraints. Here we consider only the rules SI
and WO. As the output of the permission component we do not take the union of the
set indicated, as this would lose information that we need in the next integrative step.
Definition 8 (Conditional permission). For an institution s, let conditional permissions P be a set of pairs of L, {(a1 , x1 ), . . . , (an , xn )}, read as ‘if a1 then permitted
x1 ’, etc. The output of the permission component is
outP (P, s, A) = {Cn(x) | (∧A , x) ∈ P, A ⊆ A}
In the normative system, we merge the output of permission component X with the
output of the obligation component Y to get the property that if something is obliged,
then it is also permitted.
Definition 9. Let X ⊆ 2L and Y ⊆ L. The merger of the two sets is defined as follows
merge(X, Y ) = {Cn(x ∪ Y ) | x ∈ X}
The combination of the counts-as conditionals and the permissions is analogous to the
combination of the counts-as conditionals and obligations.
Definition 10
(x, y) ∈ outIC+CA (IC, CA, s), (y, Z) ∈ outP (P, s)
(x, Z) ∈ outIC+CA+P (IC, CA, P, s)
Finally, we consider the output of the normative system. For obligations, the output of
the institutional constraints is merged with the output of the permissions component
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as defined in Definition 9. It is an extension of the output of the obligation component
given in Definition 7, where we did not consider permissions yet.
Definition 11. out∩
IC+CA+P+O (IC, CA, O, P, s, X) =

out∩
O (O, merge(outIC+CA+P (IC, CA, P, s, X), outIC+CA (IC, CA, s, X)), s, outIC+CA (IC, CA, s, X))

We have now defined the output of each component in the normative system architecture visualized in Figure 1, and the final step is to define the output of the whole
normative system. The first output is the set of obligations as given in Definition 11.
The second output is the set of permissions, which combines the output of the permission component with the output of the obligation component. The permissions of the
normative system are defined as follows.
Definition 12. outIC+CA+P+O+P (IC, CA, P, O, s, X) =
merge(outIC+CA+P (IC, CA, P, s, X), out∩
IC+CA+P+O (IC, CA, O, P, s, X))

6 Further Extensions
In a single component, feedback is represented by the cumulative transitivity rule, in the
following sense [5]. If x is in the output of a, and y is in the output of a∧x, then we may
reason as follows. Suppose we have as input a, and therefore as output x. Now suppose
that there is a feedback loop, such that we have as input a ∧ x, then we can conclude as
output y. Thus in this example, feedback of x corresponds with the inference that y is
in the output of a.
Moreover, there may be feedback among components, leading to cycles in the network. As a generalization of the cumulative transitivity rule for the obligation component, we may add a feedback loop from the obligation component to the counts-as
component, such that new institutional facts can be derived for the context in which the
obligations are fulfilled. Likewise, we may add a feedback loop from obligation to permission. Since there is already a channel from permission to obligation, this will result
in another cycle.
Another interesting feedback loop is from counts-as conditional to a new input of
the norm database. In this way, the normative system can define how the normative
system can be updated, see [6] for a logical model how constitutive norms can define
the role and powers of agents in the normative system. This includes the creation of
contracts, which may be seen as legal institutions, that is, as normative systems within
the normative system [8].
A more technical issue is what happens when we create a feedback loop by connecting the permissions in the output of the normative system component to the constraints
input of the obligation component.

7 Concluding Remarks
In the paper we have presented a logical architecture of normative systems, combining the logics of counts-as conditionals and institutional constraints of Jones and
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Sergot with the input/output logics of Makinson and van der Torre. The contribution
of the paper thus lies not in the components, but in their mutual integration. The results established are all fairly straightforward given familiarity with the background on
input/output logics. Finally, we have discussed various ways in which the normative
system can be further extended using timed streams, feedback loops and hierarchical
normative systems.
The architecture presented is just one (rather natural) example, and there may be additional components, and other kinds of interactions which would also be worth studying using the same techniques. We believe that it may be worthwhile to study other
logical components and other ways to connect the components, leading to other relations among counts-as conditionals, institutional constraints, obligations and permissions. An important contribution of our work is that it illustrates how such studies can
be undertaken.
Besides the further logical analysis of the architecture of normative system, there are
two other important issues of further research. First there is a need for a general theory
of logical architectures, besides the existing work on combining logics and formal software engineering, along the line of logical input/output nets as envisioned in [20, 5].
Second, in agent based software engineering there is a need for a study whether the logical architecture developed here can be used for the design of architectures in normative
multi-agent systems.
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Abstract. This paper begins with the comparison of the messagesending mechanism, for communication among agents, and the methodinvocation mechanism, for communication among objects. Then, we
describe an extension of the method-invocation mechanism by introducing the notion of “sender” of a message, “state” of the interaction and
“protocol” using the notion of “role”, as it has been introduced in the
powerJava extension of Java. The use of roles in communication is shown
by means of an example of protocol.

1

Introduction

The major diﬀerences of the notion of agent w.r.t. the notion of object are often
considered to be “autonomy” and “proactivity” [25]. Less attention has been
devoted to the peculiarities of the communication capabilities of agents, which
exchange messages while playing roles in protocols. For example, in the contract
net protocol (CNP) an agent in the role of initiator starts by asking for bids,
while agents playing the role of participants can propose bids which are either
accepted or rejected by the Initiator.
The main features of communication among agents which emerge from the
CNP example are the following:
1. The message identiﬁes both its sender and its receiver. E.g., in FIPA the
acceptance of a proposal is:
(accept-proposal :sender i :receiver j :in-reply-to
bid089 :content X :language FIPA-SL).
2. The interaction with each agent is associated to a state which evolves according to the messages that are exchanged. The meaning of the messages is
inﬂuenced by the state. E.g., in the FIPA iterated contract net protocol, a
“call for proposal” is a function of the previous calls for proposals, i.e., from
the session.
3. Messages are produced according to some protocol (e.g., a call for proposal
must be followed by a proposal or a reject).
4. The sender and the receiver play one of the roles speciﬁed in the protocol
(e.g., initiator and participant in the contract net protocol).
R.H. Bordini et al. (Eds.): ProMAS 2006, LNAI 4411, pp. 149–164, 2007.
c Springer-Verlag Berlin Heidelberg 2007
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5. Communication is asynchronous: the response to a message does not necessarily follow it immediately. E.g., in the contract net protocol, a proposal
must follow a call for proposal and it must arrive, no matter when, before a
given deadline.
6. The receiver autonomously decides to comply with the message (e.g., making
a proposal after a call for proposal).
The message metaphor has been originally used also for describing method
calls among objects, but it is not fully exploited. In particular, message-exchange
in the object oriented paradigm has the following features:
1. The message is sent to the receiver without any information concerning the
sender.
2. There is no state of the interaction between sender and receiver.
3. The message is independent from the previous messages sent and received.
4. The sender and the receiver do not need to play any role in the message
exchange.
5. The interaction is synchronous: an object waits for the result of a method
invocation.
6. The receiver always executes the method invoked if it exists.
These two scenarios are rather diﬀerent but we believe that the object-oriented
(OO) paradigm can learn something from the agent-oriented world. The research
question of this paper is thus: is it proﬁtable to introduce in the OO paradigm
concepts taken from agent communication? how can we introduce in the OO
paradigm the way agents communicate? And as subquestions: which of the above
properties can be imported and which cannot? How to translate the properties
which can be imported in the OO paradigm? What do we learn in the agentoriented world from this translation?
The methodology that we use in this paper is to map the properties of agent
communication to an extension of Java, powerJava [3,4,5], which adds roles to
objects. Roles are used to represent the sender of a message (also known as the
“player of the role”), to represent the state of the interaction via role instances,
allowing the deﬁnition of protocols and asynchronous communication as well as
the representation of the diﬀerent relations between objects.
The choice of the Java language is due to the fact that it is one of the prototypical OO programming languages; moreover, MAS systems are often implemented
in Java and some agent programming languages are extensions of Java, e.g., see
the Jade framework [8] or the JACK software tool [24]. In this way we can directly use complex interaction and roles oﬀered by our extension of Java when
building MAS systems or extending agent programming languages.
Furthermore, we believe that in order to contribute to the success of the
Autonomous Agents and Multiagent Systems research, the theories and concepts
developed in this area should be applicable also to more traditional views. It is
a challenge for the agent community to apply its concepts outside strictly agentbased applications. The OO paradigm is central in Computer Science and, as
observed and suggested also by Juan and Sterling [18], before AO can be widely
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used in industry, its attractive theoretical properties must be ﬁrst translated to
simple, concrete constructs and mechanisms that are of similar granularity as
objects.
The paper is organized as follows. In Section 2 we show which properties
of agent communication can be mapped to objects. In Section 3 we introduce
how we model interaction in powerJava and in Section 4 we discuss how to use
roles in order to model complex forms of interaction between object inspired
by agent interaction, we also illustrate the contract net protocol among objects
using powerJava. Conclusions end the paper.

2

Communication Between Objects

When approaching an extension of a language or of a method, the ﬁrst issue that
should be answered is whether that extension brings along some advantages. In
our speciﬁc case, the question can be rephrased as: Is it useful for the OO
paradigm to introduce a notion of communication as developed in MAS? We
argue that there are several acknowledged limitations in OO method invocation
which could be overcome, thus realizing what we could call a “session-aware
interaction”.
First of all, objects exhibit only one state in all interactions with any other object. The methods always have the same meaning, independently of the identity
or type of the object from which they are called.
Second, the operational interface of Abstract Data Types induces an asymmetrical semantic dependency of the callers of operations on the operation provider:
the caller takes the decision on what operation to perform and it relies on the
provider to carry out the operation. Moreover, method invocation does not allow to reach a minimum level of “control from the outside” of the participating
objects [2].
Third, the state of the interaction is not maintained and methods always oﬀer
the same behavior to all callers under every circumstance. This limit could be
circumvented by passing the caller as a further parameter to each method and
by indexing, in each method, the possible callers.
Finally, even though asynchronous method calls can be simulated by using
buﬀers, it is still necessary to keep track of the caller explicitly.
The above problems can be solved by using the way communication is managed between agents and deﬁning it as a primitive of the language. By adopting
agent-like communication, in fact, the properties presented in Section 1 – with
the only exception of autonomy, (6), which is a property distinguishing agents
from objects – can be rewritten as in the following:
1. When methods are invoked on an object also the object invoking the method
(the “sender”) must be speciﬁed.
2. The state of the interaction between two objects must be maintained.
3. In presence of state information, it is possible to implement interaction protocols because methods are enabled to adapt their behavior according to
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the interaction that has occurred so far. So, for instance, a proposal method
whose execution is not preceded by a call for proposals can detect this fact
and raise an exception.
4. The object whose method is invoked and the object invoking the method play
each one of the roles speciﬁed by the other, and they respect the requirements
imposed on the roles. Intuitively, requirements are the capabilities that an
object must have in order to be able to play the role.
5. The interaction can be asynchronous, thanks to the fact that the state of
the interaction is maintained.
For a better intuition, let us consider as an example the case of a simple
interaction schema which accounts for two objects. We expect the ﬁrst object
to wait for a “call for proposal” by the other object; afterwords, it will invoke
the method “propose” on the caller. The idea is that the call for proposal can
be performed by diﬀerent callers and, depending on the caller, a diﬀerent information (e.g. the information that it can understand) should be returned by the
ﬁrst object. More speciﬁcally, we can, then, imagine to have an object a, which
exposes a method cfp and waits for other objects to invoke it. After such a call
has been performed, the object a invokes a method propose on the caller. Let
us suppose that two diﬀerent objects, b and c, do invoke cfp. We desire the data
returned by a to be diﬀerent for the two callers.
Since we look at the agent paradigm the solution is to have two diﬀerent interaction states, one for the interaction between a and b and one for the interaction
between a and c. In our terminology, b and c interact with a in two distinct
roles (or better, role instances) which have distinct states: thus it is possible to
have distinct behaviors depending on the invoker. If the next move is to “accept” a proposal, then we must be able to associate the acceptance to the right
proposal.
In order to implement these properties we use the notion of role introduced
in the powerJava language in a diﬀerent way with respect to how it has been
designed for.

3

Modelling Interaction with powerJava

In [1,12,21,23] the concept of “role” has been proved extremely useful in programming languages for several reasons. These reasons range from dealing with
the separation of concerns between the core behavior of an object and its interaction possibilities, reﬂecting the ontological structure of domains where roles
are present, from modelling dynamic changes of behavior in a class to fostering coordination among components. In [3,4,5] the language powerJava is introduced: powerJava is an extension of the well-known Java language, which
accounts for roles, deﬁned within social entities like institutions, organizations,
normative systems, or groups [7,14,26]. The name powerJava is due to the fact
that the key feature of the proposed model is that institutions use roles to supply
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the powers for acting (empowerment). In particular, three are the properties
that characterize roles, according to the model of normative multiagent systems
[9,10,11]:
Foundation: A (instance of) role must always be associated with an instance
of the institution it belongs to (see Guarino and Welty [16]), besides being
associated with an instance of its player.
Deﬁnitional dependence: The deﬁnition of the role must be given inside the
deﬁnition of the institution it belongs to. This is a stronger version of the
deﬁnitional dependence notion proposed by Masolo et al. [19], where the
deﬁnition of a role must include the concept of the institution.
Institutional empowerment: The actions deﬁned for the role in the deﬁnition
of the institution have access to the state and actions of the institution and
to the other roles’ state and actions: they are powers.
Roles require to specify both who can play the role and which powers are
oﬀered by the institution in which the role is deﬁned. The objects which can play
the role might be of diﬀerent classes, so that roles can be speciﬁed independently
of the particular class playing the role. For example a role customer can be
played both by a person and by an organization. Role speciﬁcation is a sort
of double face interface, which speciﬁes both the methods required to a class
playing the role (requirements, keyword “playedby”) and the methods oﬀered to
objects playing the role (powers keyword “role”). An object, which plays a role,
is empowered with new methods as speciﬁed by the interface.
To make an example, let us suppose to have a printer which supplies two different ways of accessing to it: one as a normal user, and the other as a superuser.
Normal users can print their jobs and the number of printable pages is limited
to a given maximum. Superusers can print any number of pages and can query
for the total number of prints done so far. In order to be a user one must have
an account which is printed on the pages. The role speciﬁcation for the user is
the following:
role User playedby AccountedPerson {
int print(Job job);
int getPrintedPages();
}
interface AccountedPerson {
Login getLogin();
}

The superuser, instead:
role SuperUser playedby AccountedPerson {
int print(Job job);
int getTotalPrintedPages();
}
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Requirements must be implemented by the objects which act as players.
class Person implements AccountedPerson {
Login login; // ...
Login getLogin() {
return login;
}
}

Instead, powers are implemented in the class deﬁning the institution in which
the role itself is deﬁned. To implement roles inside an institution we revise the
notion of Java inner class, by introducing the new keyword definerole instead
of class followed the name of the role deﬁnition that the class is implementing.
class Printer {
final static int MAX_PAGES_PER_USER;
private int totalPrintedPages = 0;
private void print(Job job, Login login) {
totalPrintedPages += job.getNumberPages();
// performs printing
}
definerole User {
int counter = 0;
public int print(Job job) {
if (counter > MAX_PAGES_USER)
throws new IllegalPrintException();
counter += job.getNumebrPages();
Printer.this.print(job, that.getLogin());
return counter;
}
public int getPrintedPages(){
return counter;
}
}
definerole SuperUser {
public int print(Job job) {
Printer.this.print(job, that.getLogin());
return totalPrintedPages;
}
public int getTotalPrintedpages() {
return totalPrintedPages;
}
}
}

Roles cannot be implemented in diﬀerent ways in the same institution and
we do not consider the possibility of extending role implementations (which is,
instead, possible with inner classes), see [5] for a deeper discussion.
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As a Java inner class, a role implementation has access to the private ﬁelds
and methods of the outer class (in the above example the private method print
of Printer used both in role User and in role SuperUser) and of the other roles
deﬁned in the outer class. This possibility does not disrupt the encapsulation
principle since all roles of an institution are deﬁned by who deﬁnes the institution
itself. In other words, an object that has assumed a given role, by means of it,
has access and can change the state of the corresponding institution and of the
sibling roles. In this way, we realize the powers envisaged by our analysis of the
notion of role.
The class implementing the role is instantiated by passing to the constructor an instance of an object satisfying the requirements. The behavior of a role
instance depends on the player instance of the role, so in the method implementation the player instance can be retrieved via a new reserved keyword: that,
which is used only in the role implementation. In the example the invocation of
that.getLogin() as a parameter of the method print.
All the constructors of all roles have an implicit ﬁrst parameter which must
be passed as value the player of the role. The reason is that to construct a
role we need both the institution the role belongs to (the object the construct
new is invoked on) and the player of the role (the ﬁrst implicit parameter). For
this reason, the parameter has as its type the requirements of the role. A role
instance is created by means of the construct new and by specifying the name
of the “inner class” implementing the role which we want to instantiate. This
is like it is done in Java for inner class instance creation. Diﬀerently than other
objects, role instances do not exist by themselves and are always associated to
their players.
Methods can be invoked from the players, given that the player is seen in its
role. To do this, we introduce the new construct

receiver <-(role) sender
This operation allows the sender (player of the role) to use the powers given
by “role” when it interacts with the receiver (institution) the role belongs to. It
is similar to role cast as introduced in [3,4,5] but it stresses more strongly the
interaction aspect of the two involved objects: the sender uses the role deﬁned
by the receiver for interacting with it. Let us see how to use this construct in
our running example. The ﬁrst instructions in the main create a printer object
hp8100 and two person objects, chris and sergio. chris is a normal user while
sergio is a superuser. Indeed, instructions four and ﬁve deﬁne the roles of these
two objects w.r.t. the created printer. The two users invoke method print on
hp8100. They can do this because they have been empowered of printing by
their roles. The act of printing is carried on by the private method print. Nevertheless, the two roles of User and SuperUser oﬀer two diﬀerent way to interact
with it: User counts the printed pages and allows a user to print a job if the
number of pages printed so far is less than a given maximum; SuperUser does
not have such a limitation. Moreover, SuperUser is empowered also for viewing the total number of printed pages. Notice that the page counter is maintained
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in the role state and persists through diﬀerent calls to methods performed by a
same sender/player towards the same receiver/institution as long as it plays the
role.
class PrintingExample {
public static void main(String[] args) {
Printer hp8100 = new Printer();
Person chris = new Person();
Person sergio = new Person();
hp8100.new User(chris);
hp8100.new SuperUser(sergio);
(hp8100 <-(User) chris).print(job1);
(hp8100 <-(SuperUser) sergio).print(job2);
(hp8100 <-(User) chris).print(job3);
System.out.println("Chris has printed " +
(hp8100 <-(User) chris).getPrintedPages() + " pages");
System.out.println("The printer hp8100 has printed a total of " +
(hp8100 <-(User) sergio).getTotalPrintedPages() + " pages");
}

}

By maintaining a state, a role can be seen as realizing a session-aware interaction, in a way that is analogous to what done by cookies or Java sessions
for JSP and Servlet. So in our example, it is possible to visualize the number of
currently printed pages, as in the above example. Note that, when we talk about
playing a role we always mean playing a role instance (or qua individual [19] or
role enacting agent [13]) which maintains the properties of the role.
An object has diﬀerent (or additional) properties when it plays a certain role,
and it can perform new activities, as speciﬁed by the role deﬁnition. Moreover,
a role represents a speciﬁc state which is diﬀerent from the player’s one, which
can evolve with time by invoking methods on the roles. The relation between the
object and the role must be transparent to the programmer: it is the object which
has to maintain a reference to its roles. However, a role is not an independent
object, it is a facet of the player.
Since an object can play multiple roles, the same method will have a diﬀerent
behavior, depending on the role which the object is playing when it is invoked.
It is suﬃcient to specify which the role of a given object, we are referring to, is.
In the example chris can become also superuser of hp8100, besides being a
normal user
hp8100.new SuperUser(chris);
(hp8100 <-(SuperUser) chris).print(job4);
(hp8100 <-(User) chris).print(job5);
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(a)

(b)

(c)

(d)

Fig. 1. The possible uses of roles

Notice that in this case two diﬀerent sessions will be kept: one for chris as
normal user and the other for chris as superuser. Only when it prints its jobs
as a normal user the page counter is incremented.

4

Uses of Roles in powerJava

In this paper we exploit the language powerJava in a new way which allows
modelling the agent inspired vision of interaction among objects. The basic idea
of powerJava is that objects (e.g. hp8100), called institutions, are composed of
roles which can access the state of the institution and of other sibling roles and,
thus, can coordinate with each other [3]. However, since an institution is just an
object which happens to contain role implementations, nothing prevents us to
consider every object as an institution, and to consider the roles as diﬀerent ways
of interacting with it. Many objects can play the same role (a printer can have
many users) as well as the same object can play diﬀerent roles (chris is both
a user and a superuser). Each role instance has its own state, which represents
the state of the interaction with the player of the role.
Figure 1 illustrates the diﬀerent interaction possibilities given by roles, which
do not exclude the traditional direct interaction with the object when roles are
not necessary. Other possibilities like sessions shared by multiple objects are not
considered for space reasons.
Arrows represent the relations between players and their respective roles,
dashed arrows represent the access relation between objects, i.e., their powers.
– Drawing (a) illustrates the situation where an object interacts with another
one by means of the role oﬀered by it. This is, for instance, the case of sergio
being a SuperUser of hp8100.
– Drawing (b) illustrates an object (e.g., chris) interacting in two diﬀerent
roles with another one (hp8100 in the example). This situation is used when
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an object implements two diﬀerent interfaces for interacting with it, which
have methods (like print) with the same signature but with diﬀerent meaning. In our model the methods of the interfaces are implemented in the roles
oﬀered by the objects to interact with them. The role represent also the
diﬀerent sessions of the interaction with the diﬀerent objects.
– Drawing (c) illustrates the case of two objects which interact by means of the
roles of an institution (which can be considered as the context of execution).
This is the original case, powerJava has been developed for [3]; in this paper,
we used as a running example the well-known 5 philosophers scenario. The
institution is the table, at which philosophers are sitting and coordinate to
take the chopsticks and eat since they can access the state of each other. The
coordinated objects are the players of the role chopstick and philosopher.
The former role is played by objects which produce information, the latter by
objects which consume them. None of the players contains the code necessary
to coordinate with the others, which is supplied by the roles.
– In drawing (d) two objects interact with each other, each playing a role
oﬀered by the other. This is often the case of interaction protocols: e.g., an
object can play the role of initiator in the Contract Net Protocol if and only
if the other object plays the role of participant. Indeed, the Contract Net
Protocol is reported as an example in the following section.
The four cases can be combined to represent more complex interaction schemas.
This view of roles inspires a new vision of the the OO paradigm, which accounts for the way humans conceptualize objects performed in philosophy and
above all in cognitive science [15]. In particular, cognitive science has highlighted
that properties of objects are not objective properties of the world, but they
depend on the properties of the agent conceptualizing the object: objects are
conceptualized on the basis of what they “aﬀord” to the actions of the entities
interacting with them. Thus, diﬀerent entities conceptualize the same object
in diﬀerent ways. We translate this intuition in the fact that an object oﬀers
diﬀerent methods according to which type of object it is calling it: the methods oﬀered (the powers of a role) depend on the requirements oﬀered by the
caller.
4.1

The Contract Net Protocol Example

Hereafter, we report an example set in the framework of interaction protocols,
describing an implementation of the well-known contract net protocol. The example follows the interaction schema (d), reported in the previous section, and
it is substantially diﬀerent than the analogous example reported in a previous
paper [4]. In fact, the solution proposed here is distributed instead of being centralized (let us denote by this name a solution respecting case (c) in the previous
section). The advantage of the old solution was that players did not need to
know anything about the coordination mechanism. In this case, instead, each
object also supplies a role for its counterpart, which describes the powers that
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are given to the counterpart in the interaction. For instance, the object that will
play the initiator role will deﬁne the powers of the participants, and vice
versa. The powers are the messages that the initiator will understand; this
is very diﬀerent than our previous proposal, where the powers only allowed to
start a negotiation or to take part to a negotiation, depending on the role, and
the exchanged messages were hidden inside the institution.
In this new version, roles are also used for maintaining interaction sessions. In
the following example, refuseProposal can be executed only if cfp has already
been executed, this can be tracked thanks to the role state and, in particular,
thanks to variable state.
Observe that when the object, oﬀering a role, is supposed to answer something,
it needs to invoke a method, which is supplied as a power of a role, which is in
turn oﬀered by the object to which it is responding. In the contract net, a
possible answer to a cfp is the performative propose. In this case, see also the
code reported at the end of this section, the above interaction is implemented
by the instruction:
(that <-(Participant) Peer.this).propose(getProposal(task))
Here, Peer.this refers to the object oﬀering the role initiator; such an object
means to play the role of Participant and, in particular, to invoke the power
propose oﬀered by this role. The role participant is oﬀered by the object which
is currently playing the initiator (identiﬁed in the above code line by that), see
Fig. 2.

Peer
Initiator
evaluateTask
this
Peer.this

cfp
propose

Peer
Participant
that

Fig. 2. Description of the interaction between an Initiator and a Participant, when,
after a “cfp” performative, the answer will be a “propose” performative

The communication is asynchronous, since the proposal is not returned by
the cfp method.
Notice that an object which is currently playing the role of participant in
a given interaction, can at the same time play the role of initiator in another
interaction. See the method evaluateTask, in which a new interaction is started
for executing a subtask by creating the two roles in the respective objects and
by linking players to them:
role Initiator playedby InitiatorReq {
void cfp(Task task);
void rejectProposal(Proposal proposal);
void acceptProposal(Proposal proposal);
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}
interface InitiatorReq { // must implement the role specification Participant
}
role Participant playedby ParticipantReq {
void propose(Proposal proposal);
void refuse(Task task);
void inform(Object result);
void failure(Object error);
}
interface ParticipantReq { // must implement the role specification Initiator
}
class Peer implements ParticipantReq, InitiatorReq
{
definerole Initiator {
final static int STATE_1 = 1;
final static int STATE_2 = 2;
int state = STATE_1;
public void cfp(Task task) {
if (state != STATE_1)
throws new IllegalPerfomativeException();
state = STATE_2;
if (evaluateTask(task))
(that <-(Participant) Peer.this).propose(getProposal(task));
else
(that <-(Participant) Peer.this).refuse(task);
}
public void refuseProposal(Proposal proposal) {
if (state != STATE_2)
throws new IllegalPerformativeException();
removeProposal(proposal);
state = STATE_1;
}
public void acceptProposal(Proposal proposal) {
if (state != STATE_2)
throws new IllegalPerfomativeException();
try {
(that <-(Participant) Peer.this).inform(performTask(proposal, task));
} catch(TaskExecException err) {
(that <-(Participant) Peer.this).failure(err);
}
state = STATE_1;
}
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}
private boolean evaluateTask(Task task) {
Task subTask; // ...
this.new Participant(peer);
peer.new Initiator(this);
(peer <-(Initiator) this).cfp(subTask);
}

// ...

definerole Initiator { ... }
}

5

Conclusion

In this work, we have proposed the introduction of a form of interaction between
objects, in the OO paradigm, which borrows from the theory about agent communication. The main advantage is to allow session-aware interactions in which
the history of the occurred method invocations can be taken into account and,
thus, introducing the possibility of realizing, in a quite natural way, agent interaction protocols. The key concept which allows communication is the role played
by an object in the interaction with another object. Besides proposing a model
that describes this form of interaction, we have also proposed an extension of
the language powerJava that accounts for it.
One might wonder whether the introduction of agent-like communication between objects gives us some feedback to the agent world. We believe that the
following lessons can be learnt, in particular, concerning roles:
– Roles must be distinguished in role types and role instances: role instances
must be related to the concept of session of an interaction.
– The notion of role is useful not only for structuring institutions and organizations but for dealing with interaction among agents.
– The notion of aﬀordance can be used to allow agents to interacts in diﬀerent
ways with diﬀerent kind of agents.
In this paper, we show a diﬀerent way of using powerJava exploiting roles to
model communications where: the method call speciﬁes the caller of the object,
the state of the interaction is maintained, methods can be part of protocols,
objects play roles in the interaction and method calls can be asynchronous as in
agent protocols.
This proposal builds upon the experience that the authors gathered on the
language powerJava [3,4,5,6], which is implemented by means of a precompiler.
Basically powerJava shares the idea of gathering roles inside wider entities with
languages like Object Teams [17] and Ceasar [20]. These languages emerge as
reﬁnements of aspect oriented languages aiming at resolving practical limitations
of other languages. In contrast, our language starts from a conceptual modelling
of roles and then it implements the model as language constructs. Diﬀerently
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than these languages we do not model aspects. The motivation is that we want
to stick as much as possible to the Java language. However, aspects can be
included in our conceptual model as well, under the idea that actions of an
agent playing a role “count as” actions executed by the role itself. In the same
way, the execution of methods of an object can give raise by advice weaving to
the execution of a method of a role. On the other hand, these languages do not
provide the notion of role casting we introduce in powerJava. Roles as double face
interfaces have some similarities with Traits [22] and Mixins. However, they are
distinguished because roles are used to extend instances and not classes. Finally,
C# allows for multiple implementations of interfaces. None of the previous works,
however, considers the fact that roles work as sessions of the interaction between
objects.
By implementing agent like communication in an OO programming language,
we gain in simplicity in the language development, importing concepts that
have been developed by the agent community inside the Java language itself.
This language is, undoubtedly, one of the most successful currently existing
programming languages, which is also used to implement agents even though it
does not supply speciﬁc features for doing it. The language extension that we
propose is a step towards the overcoming of these limits.
At the same time, introducing theoretically attractive agent concepts in a
widely used language can contribute to the success of the Autonomous Agents
and Multiagent Systems research in other ﬁelds. Developers not interested in the
complexity of agent systems can anyway beneﬁt from the advances in this area
by using simple and concrete constructs in a traditional programming language.
Future work concerns making explicit the notion of state of a protocol so to
make it transparent to the programmer and allow to deﬁne the same method
with diﬀerent meanings in each state. Finally, the integration of centralized and
decentralized approaches to coordination among roles (drawings (c) and (d) of
Figure 1) must be studied.
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Abstract. In this paper we present a new vision of objects in knowledge representation where the objects’ attributes and operations depend on who is interacting with them. This vision is based on a new definition of the notion of role,
which is inspired by the concept of affordance as developed in cognitive science.
The current vision of objects considers attributes and operations as being objective and independent from the interaction. In contrast, in our model interaction
with an object always passes through a role played by another object manipulating it. The advantage is that roles allow to define operations whose behavior
changes depending on the role and the requirements it imposes, and to define session aware interaction, where the role maintains the state of the interaction with
an object. Finally, we provide a description of the model in UML and we discuss
how roles as affordances have been introduced in Java.

1 Introduction
Object orientation is a leading paradigm in knowledge representation, modelling and
programming languages and, more recently, also in databases. The basic idea is that
the attributes and operations of an object should be associated with it. The interaction
with the object is made via the public attributes of the class it is an instance of and via
its public operations, for example, as specified by an interface. The implementation of
an operation is specific of the class and can access the private state of it. This allows
to fulfill the data abstraction principle: the public attributes and operations are the only
possibility to manipulate an object and their implementation is not visible from the other
objects manipulating it; thus, the implementation can be changed without changing the
interaction capabilities of the object.
This view can be likened with the way we interact with objects in the world: the same
operation of switching a device on is implemented in different manners inside different
kinds of devices, depending on their functioning.
The philosophy behind object orientation, however, views reality in a naive way. It
rests on the assumption that the attributes and operations of objects are objective, in the
sense that they are the same whatever is the object interacting with it.
This view has two consequences which limit the usefulness of object orientation in
modelling knowledge:
J. Lang, F. Lin, and J. Wang (Eds.): KSEM 2006, LNAI 4092, pp. 42–54, 2006.
c Springer-Verlag Berlin Heidelberg 2006
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– Every object can access all the public attributes and invoke all the public operations
of every other object. Hence, it is not possible to distinguish which attributes and
operations are visible for which classes of interacting objects.
– The object invoking an operation (caller) of another object (callee) is not taken into
account for the execution of the method associated with the operation. Hence, when
an operation is invoked it has the same meaning whatever the caller’s class is.
– The values of the private and public attributes of an object are the same for all other
objects interacting with it. Hence, the object has always only one state.
– The interaction with an object is session-less since the invocation of an operation
does not depend on the caller. Hence, the value of private and public attributes and,
consequently, the meaning of operations cannot depend on the preceding interactions with the object.
The first three limitations hinder modularity, since it would be useful to keep distinct the core behavior of an object from the different interaction possibilities that
it offers to different kinds of objects. Some programming languages offer ways to
give multiple implementations of interfaces, but the dependance from the caller cannot be taken into account, unless the caller is explicitly passed as a parameter of each
method.
The last limitation complicates the modelling of distributed scenarios where communication follows protocols.
Programming languages like Fickle [1] address the second and third problem by
means of dynamic reclassification: an object can change class dynamically, and its operations change their meaning accordingly. However, Fickle does not represent the dependence of attributes and operations from the interaction.
Sessions are considered with more attention in the agent oriented paradigm, which
is based on protocols ([2,3]). A protocol is the specification of the possible sequences
of messages exchanged between two agents. Since not all sequences of messages are
legal, the state of the interaction between two agents must be maintained in a session.
Moreover, not all agents can interact with other ones using whatever protocol. Rather
the interaction is allowed only by agents playing certain roles.
However, the notion of role in multi-agents systems is rarely related with the notion
of session of interaction ([4]). Moreover, it is often related with the notion of organization rather than with the notion of interaction ([5]).
In this paper, we address the four above problems in object oriented knowledge representation by introducing a new notion of role. This is inspired by research in cognitive
science, where the naive vision of objects is overcome by the so called ecological view
of interaction in the environment. In this view, the properties (attributes and operations)
of an object are not independent from whom is interacting with it. An object “affords”
different ways of interaction to different kinds of objects.
The structure of this paper is as follows. In Section 2 we discuss the cognitive foundations of our view of objects. In Section 3 we define roles in terms of affordances and
in Section 4 we explain how to describe roles in UML. In Section 6 we summarize
how our approach to roles leads to the design of a new object oriented programming
language, powerJava. Related work and conclusion end the paper.
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2 Roles as Affordances
The naive view of objects sees them as having objective attributes and operations which
are independent from the observer or from other objects interacting with them. Instead,
recent developments in cognitive science show that attributes and operations emerge
only at the moment of the interaction and change according to what kind of object is
interacting with another one:
1. Objects are conceptualized on the basis of what they “afford” to the actions of the
entities interacting with them. Thus, different entities conceptualize and interact
with the same object in different ways.
2. The classification of entities in taxonomies of categories is not composed by uniform levels. Rather, some levels of categories have a privileged status. In the taxonomy of natural kinds this level is the level of the genus (i.e., dog, cat, pine, oak):
the likely explanation is that this is the level where the characteristic ways of interacting with the entities classified by these categories are located. At the upper
level (e.g., mammal, tree) no common way of interaction is possible with all the
entities of the category; while at the lower level (e.g., terrier, white oak) there is
less difference in the way entities of different categories are manipulated.
Interaction, thus, is the common denominator. Since we do not consider in this paper
the problem of class hierarchies, we will focus on the first aspect: “affordances”.
The notion of “affordance” has been made popular by Norman [6] (p. 9):
“The term affordance refers to the perceived and actual properties of the
thing, primarily those fundamental properties that determine just how the thing
could possibly be used. A chair affords (‘is for’) support, and, therefore, affords
sitting.”
This is the view in which the notion of affordance has been adopted in another branch
of computer science: human-computer interaction (e.g., [7]). Seeing affordances in this
way, however, does not solve the problem of the subjectivity of attributes and operations, and, indeed, it is a partial reading of the original theory of affordances. We resort
here to the original vision, instead.
The notion of affordance has been developed by a cognitive scientist, James Gibson,
in a completely different context, the one of visual perception [8] (p. 127):
“The affordances of the environment are what it offers the animal, what
it provides or furnishes, either for good or ill. The verb to afford is found in
the dictionary, but the noun affordance is not. I have made it up. I mean by
it something that refers to both the environment and the animal in a way that
no existing term does. It implies the complementarity of the animal and the
environment...
If a terrestrial surface is nearly horizontal (instead of slanted), nearly flat
(instead of convex or concave), and sufficiently extended (relative to the size
of the animal) and if its substance is rigid (relative to the weight of the animal),
then the surface affords support...
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(e)

Fig. 1. The possible uses of roles as affordances

Note that the four properties listed - horizontal, flat, extended, and rigid would be physical properties of a surface if they were measured with the scales
and standard units used in physics. As an affordance of support for a species
of animal, however, they have to be measured relative to the animal. They are
unique for that animal. They are not just abstract physical properties. If so, to
perceive them is to perceive what they afford. This is a radical hypothesis, for
it implies that the ‘values’ and ‘meanings’ of things in the environment can be
directly perceived.
The activity of an observer that is afforded depends on the layout, that is,
on the solid geometry of the arrangement. The same layout will have different affordances for different animals, of course, insofar as each animal has a
different repertory of acts. Different animals will perceive different sets of affordances therefore. ... Animals, and children until they learn geometry, pay
attention to the affordances of layout rather than the mathematics of layout.
Gibson refers to an ecological perspective, where animals and the environment are
complementary. But the same vision can be transferred to objects. By “environment”
we intend a set of objects and by animal of a given specie we intend another object of a
given class which manipulates them. Besides physical objective properties objects have
affordances when they are considered relative to an object managing them.
How can we use this vision to introduce new modelling concepts in object oriented
knowledge representation? The affordances of an object are not isolated, but they are
associated with a given specie. So we need to consider sets of affordances. We will call
a role type the different sets of interaction possibilities, the affordances of an object,
which depend on the class of the interactant manipulating the object: the player of the
role. To manipulate an object it is necessary to specify the role in which the interaction
is made.
But an ecological perspective cannot be satisfied by considering only occasional interactions between objects. Rather it should also be possible to consider the continuity
of the interaction for each object, i.e., the state of the interaction. In terms of a distributed scenario, a session. Thus a given role type can be instantiated, depending on a
certain player of a role (which must have the required properties), and the role instance
represents the state of the interaction with that role player.
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3 Roles and Sessions
The idea behind affordances is that the interaction with an object does not happens
directly with it by accessing its public attributes and invoking its public operations.
Rather, the interaction with an object happens via a role: to invoke an operation, it is
necessary first to be the player of a role offered by the object the operation belongs to.
The roles which can be played depend on the properties of the player of the role (the
requirements), since the roles represent the set of affordances offered by the object.
Thus an object can be seen as a cluster of classes gathered around a center class. The
center class represents the core state and behavior of the object. The other classes, the
role types, are the containers of the operations specific of the interaction with a given
class, and of the attributes characterizing the state of the interaction. Not only the kind
of attributes depend on the class of the interacting object, but also the values of these
attributes may vary according to a specific interactant. A role instance, thus, models the
session of the interaction between objects and can be used for defining protocols.
If a role represents the possibilities offered by an object to interact with it, the methods of a role must be able to affect the core state of the objects they are roles of and
to access their operations; otherwise, no effect could be made by the player of the role
on the object the role belongs to. So a role, even if it seems a usual object, is, instead
different: it depends on the object the role belongs to and they access its state.
Many objects can play the same role as well as the same object can play different
roles. In Figure 1 we depict the different possibilities. Boxes represent objects and role
instances (included in external boxes). Arrows represent the relations between players
and their roles, dashed arrows the access relation between objects.
– Drawing (a) illustrates the situation where an object interacts with another one by
means of the role offered by it.
– Drawing (b) illustrates an object interacting in two different roles with another
one. This situation is used when an object implements two different interfaces for
interacting with it, which have methods with the same signature but with different
meanings. In our model the methods of the interfaces are implemented in the roles
offered by the object to interact with it. Moreover, the two role instances represent
the two different states of the two interactions between the two objects.
– Drawing (c) illustrates the case of two objects which interact with each other by
means of the roles of another object (which can be considered as the context of
interaction). This achieves the separation of concerns between the core behavior of
an object and the interaction possibilities in a given context. The meaning of this
scenario for coordination has been discussed in [9].
– In drawing (d) a degenerated but still useful situation is depicted: a role does not
represent the individual state of the interaction with an object, but the collective
state of the interaction of two objects playing the same role instance. This scenario
is useful when it is not necessary to have a session for each interaction.
– In drawing (e) two objects interact with each other, each one playing a role offered
by the other. This is often the case of interaction protocols: e.g., an object can play
the role of initiator in the Contract Net Protocol if and only if the other object plays
the role of participant [10]. The symmetry of roles is closer to the traditional vision
of roles as ends of a relation (like also in UML, see Section 7).
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4 Representing Affordances in UML
Despite the conceptual difference between the traditional view of object orientation and
the addition of roles as affordances, it is still possible to represent them in a object
oriented modelling language like UML. So in this paper, rather than introducing new
constructs in UML, we less ambitiously present how to model roles as affordances in
the existing UML, to make our proposal more comprehensible.
The first problem is how to represent the roles as set of affordances of an object. Role
types describe attributes and operations, so they can be modelled as classes in UML.
Role instances maintain the specific values of the attributes in an interaction with the
role player, so they are modelled as objects.
However, role instances are always associated with two other objects: the object of
which they are roles and the object playing the role. We represent these relations by
means of two composition arrows between the object and the role instance (denoted
as Class.this in the role instance) and between the player and the role instance
(denoted as that in the role instance). A role instance can be a role of one object
only, but it can have more than one player. Instead, different role instances can have
associated the same object they are role of.
Second, as discussed in Section 3, the role can access the attributes and operations of
the object the role belongs to. This can be represented by saying that the namespace of
the role belongs to the namespace of the class it is a role of. In UML the nested notation
used in Figure 1 is not the correct way to show a class belonging to the namespace of
another class. Instead, the anchor notation (a cross in a circle on the end of a line) is
Role1Def

Requirements1

+ publicMethod()

Role1Impl

hasRole

+ public attribute: Type
− private attribute: Type
1..*

Class

+ publicMethod()

RQ

Class1
1..*

1..*

+ public attribute: Type
− private attribute: Type

that + publicMethod()
− privateMethod()

+ publicMethod()
− privateMethod()

Class.this
Requirements2

Role1Def

+ public attribute: Type
− private attribute: Type

1

+ publicMethod()
− privateMethod()

+ publicMethod()

+ publicMethod()

RQ

hasRole

1
Class.this

Class2

Role2Impl
+ public attribute: Type
− private attribute: Type
1..*

1..*

+ publicMethod()
− privateMethod()

Fig. 2. Roles as affordances in UML

1..*

+ public attribute: Type
− private attribute: Type

that + publicMethod()
− privateMethod()
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used between two class boxes to show that the class with the anchor icon declares the
class on the other end of the line. This is the way inner classes are denoted in UML. As
we discuss in Section 6 the construct of inner classes can be used to introduce roles in
object oriented programming languages.
Moreover, we have to represent the dependence of a role from the properties of the
player object. As discussed in Section 3, the role represents the attributes and operations
which depend on a specific kind of object playing the role: a role can be played (i.e., an
object can be manipulated in a certain way) only by a specific kind of players. Thus, we
need to specify the requirements for playing each role class. If we specify requirements
by means of a class, we restrict the set of possible players too much. We only need a
partial specification to describe what is needed to play a role. Thus requirements are
specified by an interface: only the objects which are instance of a class implementing
the requirements can play the role.
However, there is still one unresolved issue. The class with roles cannot be given a
partial specification of its interaction possibilities by means of a single interface, since
the roles associated with it may share some operations but not other ones. Thus, we associate with the class a set of role definitions, one for each role class associated with it.
The role definitions specify the operations which the player of the role is endowed to invoke. A role definition differs from an interface since it has associated the requirements
of the role.
In Figure 2 we represent our model. We have a class class with two role definitions
(hasRole relates it to Role1Def and Role2Def) representing the set affordances
offered by the object to players satisfying the requirements (the interface related by the
RQ association). The role definitions are implemented by classes which are connected
with the class Class by a composition relation and by a namespace association (anchor
link).
In Figure 2 we consider the possibility to directly interact with the class Class by
directly accessing its “objective” attributes and operations. However, nothing prevents
that the object does not have any public attribute or operation, so that the interaction
can be only made via one of its roles.

player: Class2

object: Class

new Role1Impl(player)
:Role1Impl

get role instance
publicMethod()

privateMethod()

Fig. 3. The interaction with an object via a role

invoke method
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Finally, note that it is possible to have a single instance of a role implementation
which is associated with multiple players: this can be used to represent the situation
where no session is needed and it is sufficient to model multiple implementations of the
same operation in a single class.
This means that we have three possibilities of interaction in our model:
– Traditional direct interaction with an object via its objective properties.
– Session-less interaction with an object via a role which presents to the object a state
and operations different from the core object, but common with all the other objects
playing that role (and which satisfy the role’s requirements).
– Session aware interaction via a role instance representing the state of the interaction
with a particular player of the role.
Thus, it is possible to select the option most suited for the situation to model, without
necessarily having a role type or a role instance for each object interacting.
In summary, an object with affordances is represented by a core object associated
with other objects of the classes representing the role implementations. Each role instance represents the state of the interaction with another object, and its class specifies
which methods can be invoked by the players of that role if they satisfy the role’s requirements.
What is still missing is how our model must be used. When another object wants to
interact with it, it has to choose which role to play - assuming that it has the requirements
to play it.
The sequence diagram in Figure 3 reports the interactions between the object that
defines the role implementation of the role instance (object:Class) and a player
of that role (player:Class2), via a role instance (:Role1Impl). The figure is
relative to the class diagram described in Figure 2. The player and the object that defines the role exist independently from each other, while, the role instance is created
in the context of the instance of the object that defines it (object:Class). A role
instance, representing a set of affordances, depends both on the object that defines it,
in the context of which it is created, and on its player, which is actually passed as a
parameter during its creation. In other words, a role instance object represents an association relation with a independent state (the session of the interaction between the
former two objects). The object player, in order to interact with the other object, should
use an affordance of the last one, more precisely of the role instance that represents the
interactions between them. First of all, it has to find the right role instance (get role
instance) and then to invoke the method on the role instance. However, as a difference with a normal association relation, a role instance (a set of affordances) has access
to the object that defines it. In this way, the role can effectively specify a way to interact
with its defining object in terms of affordances, providing also a controlled access to its
methods and state. In Figure 3, the role instance (Role1Impl) offers a way to access,
in a controlled way, a private method through an affordance - i.e., a public method used by the player. The player delegates the role instance for the access to the state of
the other object, and, on the other hand, the role instance offers a power to access to the
state of the other object.
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5 Example
Figure 4 represents a UML object diagram of a printer which can be used in different
ways by playing different roles: SuperUser, User and AnonymousUser. Different requirements are needed to play these roles: SuperUserReq, e.g., requires the
methods getName(), getLogin() and getCertificate(). Each role provides
different operations (e.g., only a SuperUser can remove a job from a queue), or the
same operation in different manners. E.g., the print() method of a SuperUser
does not count the number of printed copies, the User’s updates the copy counter
printed. The local information about the number of printed copies (printed) is
stored in the User instance, since it depends on its player. The object Printer has no
public properties. Its private operation print() is used by the print() operations
of the roles User and SuperUser, which are different from it. The private attribute
queue is accessed by the operation viewQueue() of the AnonymousUser operation. It can access the private attribute since the class AnonymousUser belongs to the
same namespace as Printer.
There are four unnamed instances of the three role types. jack, a AuthPerson,
plays two roles, so it is both part of an instance of SuperUser and of an instance of
User. As a User it has different attributes than as a SuperUser and different operations avaliable. The role AnonymousUser has only one instance since it is not necessary to keep a session for each anonymous player. The same role instance is played by
different objects implementing AnonymousReq (which requires only getName()).
The requirements can be used via the that reference, linking the role to its player.
E.g., the method print() of a SuperUser calls the private print() operation of
the Printer, passing as parameter the name of the player (that.getName()).
:AnonymousUser

RQ

AnonymReq

al:Person
− name: Al

that

+ viewQueue()

+ getName()
+ getLogin()

RQ
AnonymReq
:User
− printed: 10

john:Person
RQ

UserReq

+ print()
+ getPrinted()

− name: John
+ getName()
+ getLogin()

that
Printer.this
laser1:Printer

:User
Printer.this

− totalPrinted: 100
− queue nil
− print()

Printer.this

− printed: 90
+ print()
+ getPrinted()

RQ

UserReq

that

Printer.this
:SuperUser

{ Printer.print(that.getName()); }

RQ

SuperUserReq

+ print()
+ remove()
+ reboot()

Fig. 4. Three ways of accessing a printer

that

jack:AuthPerson
− name: Jack
+ getName()
+ getLogin()
+ getCertificate()

Modelling the Interaction Between Objects: Roles as Affordances

51

6 From Modelling to Programming Languages
Baldoni et al. [11,10] introduce roles as affordances in powerJava, an extension of the
object oriented programming language Java. Java is extended with:
1. A construct defining the role with its name, the requirements and the operations.
2. The implementation of a role, inside an object and according to its definition.
3. How an object can play a role and invoke the operations of the role.
Figure 5 shows by means of the example of Section 5 the use of roles in powerJava.
First of all, a role is specified as a sort of interface (role - right column) by indicating
who can play the role (playedby) and which are the operations acquired by playing
the role. Second (left column), a role is implemented inside an object as a sort of inner
class which realizes the role specification (definerole). The inner class implements
all the methods required by the role specification as it were an interface.
In the bottom part of the right column of Figure 5 the use of powerJava is depicted.
First, the candidate player jack of the role is created. It implements the requirements
of the roles (AuthPerson implements UserReq and SuperUserReq). Before the
player can play the role, however, an instance of the object hosting the role must be
created first (a Printer laser1). Once the Printer is created, the player jack
can become a User too. Note that the User is created inside the Printer laser1
(laser1.new User(jack)) and that the player jack is an argument of the constructor of role User of type UserReq. Moreover jack plays the role of SuperUser.
The player jack to act as a User must be first classified as a User by means of
a so-called role casting ((laser1.User) jack). Note that jack is not classified
as a generic User but as a User of Printer laser1. Once jack is casted to
its User role, it can exercise its powers, in this example, printing (print()). Such
method is called a power since, in contrast with usual methods, it can access the state
of other objects: its namespace shares the one of the object defining the role. In the
example, the method print() can access the private state of the Printer and invoke
Printer.print().
class Printer {
private int printedTotal;
definerole User {
private int printed;

}

}

public void print(){ ...
printed = printed + pages;
Printer.print(that.getName());
}

role User playedby UserReq
{ void print();
int getPrinted(); }
interface UserReq
{ String getName();
String getLogin();}
jack = new AuthPerson();
laser1 = new Printer();
laser1.new User(jack);
laser1.new SuperUser(jack);
((laser1.User)jack).print();

Fig. 5. A role User inside a Printer
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7 Related Work
There is a huge amount of literature concerning roles in knowledge representation, programming languages, multiagent systems and databases. Thus we can compare our approach only with a limited number of other approaches.
First of all, our approach is consistent with the definition of roles in ontologies
given by Masolo et al. [12]. They define a role as a social entity which is definitionally dependent on another entity and which is founded and antirigid. Definitionally
dependent means that a concept is used in its definition. As discussed in [13], in our
approach this corresponds to the stronger property that a role is defined “inside” the
object it belong to (i.e., in its namespace or as an inner class). Foundation means that
the existence of a role instance requires the existence of another entity. In our model a
role instance requires both the existence of a player and the existence of the object the
role belongs to. Antirigidity means that the role is not a permanent feature of an entity.
In our model a role can cease to exist even if both its player and the object maintain
their original class.
A leading approach to roles in programming languages is the one of Kristensen and
Osterbye [14]. A role of an object is “a set of properties which are important for an
object to be able to behave in a certain way expected by a set of other objects”. Even
if at first sight this definition seems related, it is the opposite of our approach. By “a
role of an object” they mean the role played by an object. They say a role is an integral
part of the object and at the same time other objects need to see the object in a certain
restricted way by means of roles. A person can have the role of bank employee, and thus
its properties are extended with the properties of employee. In our approach, instead, by
a role of an object we mean the role offered by an object to interact with it by playing the
role. We focus on the fact that to interact with a bank an object must play a role defined
by the bank, e.g., employee, and to play a role some requirements must be satisfied. The
properties of the player of the role are extended, but only in relation with the interaction
with the bank.
Roles based on inner classes have been proposed also by [15,16]. However, their
aim is to model the interaction among different objects in a context, where the objects
interact only via the roles they play. This was the original view of our approach [17],
too. But in this paper and in [10] we extend our approach to the case of roles used to
interact with a single object to express the fact that the interaction possibilities change
according to the properties of the interactants.
The term of role in UML is already used and it is related to the notion of collaboration: “while a classifier is a complete description of instances, a classifier role is a
description of the features required in a particular collaboration, i.e. a classifier role
is a projection of, or a view of, a classifier.” This notion has several problems, thus
Steimann [18] proposes a revision of this concept merging it with the notion of interface. However, by role we mean something different from what is called role in UML.
UML is inspired by the relation view of roles: roles come always within a relation. In
this view, which is also shared by, e.g., [19,20], roles come in pairs: buyer-seller, clientserver, employer-employee, etc.. In contrast, we show, first, that the notion of role is
more basic and involves the interaction of one object with another one using one single
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role, rather than an association. Second, we highlight that roles have a state and add
properties to their players besides requiring the conformance to an interface.

8 Conclusion
In this paper we introduce the notion of affordance developed in cognitive science to
extend the notion of object in the object orientation paradigm for knowledge modelling.
In our model objects have attributes and operations which depend on the interaction
with other objects, according to their properties. Sets of affordances form roles which
are associated with players which satisfy the requirements associated with roles. Since
roles have attributes they provide the state of the interaction with an object.
The notion of affordance has been used especially in human computer interaction.
In this field the difference between Gibson’s interpretation of the concept and the one
proposed by Norman has been clarified for example by McGrenere and Ho [21]. In particular, they notice that a feature of Gibson’s interpretation is “the offerings or action
possibilities in the environment in relation to the action capabilities of an actor”. However, to our knowledge the fact that affordances depend on the ability of the actor has
not been exploited elsewhere.
Our model allows by means of affordances a more flexible interaction with objects,
composed of the non-exclusive following alternatives:
– Traditional direct interaction with an object via its objective properties.
– Session-less interaction with an object via a role which presents to the object a state
and operations different from the core object.
– Session aware interaction via a role instance representing the state of the interaction
with a particular player of the role.
In this paper we describe this model in UML without extending the language. In
Section 6 we summarize how this model has been used to extend Java with roles.
In [17] we present a different albeit related notion of role, with a different aim:
representing the organizational structure of institutions which is composed of roles.
The organization represents the context where objects interact only via the roles they
play by means of the powers offered by their roles (what we call here affordances).
E.g., a class representing a university offers the roles of student and professor. The role
student offers the power of giving exams to players enrolled in the university.
In [11] we investigate the ontological foundations of roles, while in [9] we explain
how roles can be used for coordination purposes.
In this paper, instead, we use roles to articulate the possibility of interaction provided
by an object.
Future work concerns the symmetry of roles as part of a relation. In particular, the
last diagram of Figure 1 deserves more attention. For example, the requirements to
play a role must include the fact that the player must offer the symmetric role (e.g.,
initiator and participant in a negotiation). Moreover, in that diagram the two roles are
independent, while they should be related. Finally, the fact that the two roles are part of
a same process (e.g., a negotiation) should be represented, in the same way we represent
that student and professor are part of the same institution.
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Abstract. In this paper, we consider the design of normative multiagent systems
composed of both constitutive and regulative norms. We analyze the properties
of constitutive norms, in particular their lack of reflexivity, and the trade-off between constitutive and regulative norms in the design of normative systems. As
methodology we use the metaphor of describing social entities as agents and of
attributing them mental attitudes. In this agent metaphor, regulative norms expressing obligations and permissions are modelled as goals of social entities, and
constitutive norms expressing “counts-as” relations are their beliefs.

1 Introduction
Legal systems are often modelled using regulative norms, like obligations, prohibitions,
and permissions [1]. However, a large part of the legal code does not contain obligations,
prohibitions and permissions, but definitions for classifying the commonsense world
under legal categories, like contract, money, property, marriage. Regulative norms can
refer to this legal classification of reality.
Consider the consequences for the design of legal systems. For example, in [2]
we address the issue of designing obligations to achieve the objectives of the legal
system. However, the problem has not been studied of how to design legal systems
composed of both constitutive and regulative norms. For modelling constitutive norms,
specialized formalisms for counts-as conditionals have been introduced [3–5], but it
remains unclear how to relate them to regulative norms. In contrast, as Artosi et al. [3]
argue, for constitutive norms to be norms it is necessary that “their conditional nature
exhibits some basic properties enjoyed by the usual normative links”. Thus constitutive
and regulative norms should be more strictly related.
Obligations, prohibitions and permissions have a conditional nature. Their conditions could directly refer to entities and facts of the commonsense world, but they can
rather refer to a legal and more abstract classification of the world, making them more
independent from the commonsense view. E.g., they refer to money instead of paper
sheets, to properties instead of houses and fields. This more natural and economical
way to model the relation between commonsense reality and legal reality uses “countas” conditionals, and allows regulative norms to refer to the legal classification of reality. In this way, e.g., it is not necessary that each regulative norm refers to all the
conditions involved in the classification of paper as money or of houses and fields as
properties. Moreover, it is not necessary that regulative norms manage the exceptions in
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the classification, e.g., that a fake bill is not money or that some field is not considered
as a property. Finally, by referring to the legal classification of reality only, regulative
norms are not sensitive anymore to changes in the classification: a new bill can be introduced without changing the regulative norms concerning money, or a new form of
property or a new kind of marriage can be introduced without changing the relevant
norms.
However, the trade-off and equivalences between systems made purely of regulative
norms and those including also constitutive norms cannot be easily captured by specialized formalisms. They either consider only regulative norms, such as deontic logic, or
only constitutive norms, such as logics of counts-as conditionals, or, finally, with formalisms using very different formalizations for modelling the two kinds of norms. This
is a problem for the design of normative systems.
In [6], to model social reality, we have introduced constitutive norms in our normative multiagent systems. In this paper we use normative multiagent systems to model
the design of legal systems. In particular, the research questions of this paper are: What
properties have constitutive norms? In [6] we use rules satisfying the identity property,
thus making the “counts-as” relation reflexive. This is a undesired property if constitutive norms provide a classification of reality in term of legal categories. In this paper
we remedy this by modelling “counts-as” as input/output conditionals. This is an alternative solution with respect to the one proposed by Artosi et al. [3]. Secondly, how can
regulative and constitutive norms be traded-off against each other in the design of legal
systems? If we replace constitutive norms in a legal system with regulative ones, then
we lose the abstraction provided by legal classification.
The main advantage of our approach in comparison with other accounts, is that we
combine constitutive and regulative norms in a single conceptual model. As methodology we use our model of normative multiagent systems introduced in AI and agent
theory to model social reality and agent organizations [7, 8]. The basic assumptions of
our model are that beliefs, goals and desires of an agent are represented by conditional
rules, and that, when an agent takes a decision, it recursively models [9] the other agents
interfering with it in order to predict their reaction to its decision as in a game. Most
importantly, the normative system itself can be conceptualized as an agent with whom it
is possible to play games to understand what will be its reaction to the agent’s decision:
to consider its behavior as a violation and to sanction it. In the model presented in [6],
regulative norms are represented by the goals of the normative system and constitutive
norms as its beliefs. In this paper we discuss the properties of counts-as relations relating them to the properties of beliefs and how trade-off problem between constitutive
and regulative norms can be handled by as the trade-off between beliefs and goals of
the normative system. The cognitive motivations of the agent metaphor underlying our
framework are discussed in [10].
The paper is organized as follows. In Section 2 we describe the agent metaphor. In
Section 3 we introduce a logic which does not satisfy identity. In Section 4 we discuss
the relation between constitutive and regulative norms. In Section 5 we introduce a
formal model where we discuss the properties of constitutive norms and in Section 6
the trade-off with regulative ones. Comparison with related work and conclusion end
the paper.
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2 Attributing mental attitudes
We start with a well known definition:“ Normative systems are sets of agents (human
or artificial) whose interactions can fruitfully be regarded as norm-governed; the norms
prescribe how the agents ideally should and should not behave [...]. Importantly, the
norms allow for the possibility that actual behaviour may at times deviate from the
ideal, i.e. that violations of obligations, or of agents rights, may occur” [1].
This definition of Carmo and Jones does not seem to require that the normative
system is autonomous, or that its behavior is driven by beliefs and desires.
In [6] we use the agent metaphor which attributes mental attitudes to normative
systems in order to explain normative reasoning in autonomous agents. The normative
system is considered as an agent with whom the bearer of the norms plays a game.
Henceforth, we can call it the normative agent.
Our motivation for using the agent metaphor is inspired by the interpretation of normative multiagent systems as dynamic social orders. According to Castelfranchi [11],
a social order is a pattern of interactions among interfering agents “such that it allows
the satisfaction of the interests of some agent”. These interests can be a delegated goal,
a value that is good for everybody or for most of the members; for example, the interest
may be to avoid accidents. We say that agents attribute the mental attitude ‘goal’ to the
normative system, because all or some of the agents have socially delegated goals to the
normative system; these goals are the content of the obligations regulating it.
Moreover, social order requires social control, “an incessant local (micro) activity
of its units” [11], aimed at restoring the regularities prescribed by norms. Thus, the
agents attribute to the normative system, besides goals, also the ability to autonomously
enforce the conformity of the agents to the norms, because a dynamic social order requires a continuous activity for ensuring that the normative system’s goals are achieved.
To achieve the normative goal the normative system forms the subgoals to consider as
a violation the behavior not conform to it and to sanction violations. Norms, however,
do not aim only at regulating behavior.
Searle argues that there are two types of norms: “Some rules regulate antecedently
existing forms of behaviour. For example, the rules of polite table behaviour regulate
eating, but eating exists independently of these rules. Some rules, on the other hand,
do not merely regulate an antecedently existing activity called playing chess; they, as
it were, create the possibility of or define that activity. The activity of playing chess is
constituted by action in accordance with these rules. Chess has no existence apart from
these rules. The institutions of marriage, money, and promising are like the institutions
of baseball and chess in that they are systems of such constitutive rules or conventions”
([12], p. 131).
According to Searle, institutional facts like marriage, money and private property
emerge from an independent ontology of “brute” natural facts through constitutive
norms of the form “such and such an X counts as Y in context C” where X is any
object satisfying certain conditions and Y is a label that qualifies X as being something
of an entirely new sort. Examples of constitutive norms are “X counts as a presiding
official in a wedding ceremony”, “this bit of paper counts as a five euro bill” and “this
piece of land counts as somebody’s private property”.
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In our model, we define constitutive norms in terms of the normative system’s belief
rules and the institutional facts as the consequences of these beliefs rules.
The propositions describing the world are distinguished in two categories: first, what
Searle calls “brute facts”: natural facts and events produced by the actions of the agents.
Second, “institutional facts”: a legal classification of brute facts; they belong only to
the beliefs of the normative system and have no direct counterpart in the world. Belief
rules connect beliefs representing the state of the world to other beliefs which are their
consequences. They have a conditional character and are represented in the same rule
based formalism as goals and desires. In the case of the normative system the belief
rules have as consequences not other beliefs about brute facts in the world (e.g., “if a
glass drops, it breaks”), but new legal, institutional facts whose existence is related only
to the normative system. These belief rules, moreover, can connect also institutional
facts to other institutional facts.
This type of belief rules expresses the counts-as relations which are at the basis of
constitutive norms. It is important that belief rules have a conditional character, since
they must reflect the conditional nature of the counts-as relation as proposed by Searle:
“such and such an X counts as Y in context C”.
A fact p counts as an institutional fact q in context C for normative system n
counts-asn (p, q | C), iff agent n believes that p ∧ C has q as a consequence.
The agent metaphor attributing mental attitudes to normative systems allows to understand how humans can conceive social reality by resorting to a better known domain.
In [10], we discuss the cognitive basis of our model. In this way we are able to ground
the ontology of social reality into a domain which can be modelled with the existing
formal instruments. Most approaches, in contrast see social entities as black boxes, of
which they describe the properties from an external point of view. In our model, instead,
we explain the properties of normative systems as stemming from its conceptualization
as an agent.
Mental attitudes of agents, however, have usually a private character: it is not possible to know which are the real goals and beliefs of an agent apart from inferring them
from its behavior. In contrast, norms have a public character, otherwise it would not be
possible to achieve a social order. When we map norms into beliefs and goals of the
normative agent, we do not mean that they get a private character. The normative agent
is only a socially constructed agent which exists only due to the collective acceptance
by all the agents of the normative multiagent system.
Another advantage of considering normative systems as agents is that agents can
play games with the normative system to understand whether they will be sanctioned.
The attribution of mental entities to normative systems is a methodology which
can be grounded in different formal models, among which modal logic [13]. However,
mental attitudes, as well as norms, are traditionally considered as conditional attitudes,
thus we resort to a specialized logic which has been developed for this purpose: the
Input/output logic.
We extend this approach advocated in [6] in two ways. First we give a logical analysis of counts-as, and we argue that it requires an identity free logic. Second we discuss
the trade-off between the two kinds of norms.
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3 Input/output logic
A disadvantage of the approach in [6] is that given the reflexivity of counts-as we have
that “A counts as A”, which is in contrast with our intuition and with other approaches
(but see Section 7 for a discussion). In particular, since the counts-as relation classifies
brute facts in legal categories, a brute fact A cannot be also a legal category: they are
ontologically heterogeneous concepts, thus we keep them separate for the purpose of
legal classification. We therefore want to use an identity free logic, for which we take
a simplified version of the input/output logics introduced in [14, 15]. In this section we
explain how it works. A rule set is a set of ordered pairs P → q, where P is a set of
propositional variables and q a propositional variable. For each such pair, the body P
is thought of as an input, representing some condition or situation, and the head q is
thought of as an output, representing what the rule tells us to be believed, desirable,
obligatory or whatever in that situation. Makinson and van der Torre write (P, q) to
distinguish input/output rules from conditionals defined in other logics, to emphasize
the property that input/output logic does not necessarily obey the identity rule. In this
paper we do not follow this convention.
In this paper, to keep the formal exposition simple, input and output are respectively
a set of literals and a literal. In input/output logics, the input and output can be arbitrary
propositional formulas, not just sets of literals and literal as we do here and additional
rules for conjunction of outputs and for weakening outputs are added.
Definition 1 (Input/output logic).
Let X be a set of propositional variables, the set of literals built from X, written as Lit(X), is X ∪ {¬x | x ∈ X}, and the set of rules built from X, written as
Rul (X) = 2Lit(X) × Lit(X), is the set of pairs of a set of literals built from X and
a literal built from X, written as {l1 , . . . , ln } → l. We also write l1 ∧ . . . ∧ ln → l
and when n = 0 we write > → l. For x ∈ X we write ∼x for ¬x and ∼(¬x) for x.
Moreover, let Q be a set of pointers to rules and MD : Q → Rul (X) is a total function
from the pointers to the set of rules built from X.
Let S = MD(Q) be a set of rules {P1 → q1 , . . . , Pn → qn }, and consider the
following proof rules strengthening of the input (SI), disjunction of the input (OR),
cumulative transitivity (CT) and Identity (Id) defined as follows:
p→r
SI
p∧q →r

p ∧ q → r, p ∧ ¬q → r
OR
p→r

p → q, p ∧ q → r
CT
p→r

p→p

Id

The following output operators are defined as closure operators on the set S using
the rules above.
out 1 : SI (simple-minded output) out 3 : SI+CT (simple-minded reusable output)
out 2 : SI+OR (basic output)
out 4 : SI+OR+CT (basic reusable output)
Moreover, the following four throughput operators are defined as closure operators
on the set S. out +
i : out i +Id (throughput) We write out(Q) for any of these output
operations and out + (Q) for any of these throughput operations. We also write l ∈
out(Q, L) iff L → l ∈ out(Q), and l ∈ out + (Q, L) iff L → l ∈ out + (Q).
A technical reason to distinguish pointers from rules is to facilitate the description
of the priority ordering we introduce in the following definition.
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Example 1. Given MD(Q) = {a → x, x → z} the output of Q contains x ∧ a → z
using the rule SI. Using also the CT rule, the output contains a → z. a → a follows
only if there is the Id rule.
The notorious contrary-to-duty paradoxes such as Chisholm’s and Forrester’s paradox have led to the use of constraints in input/output logics [15]. The strategy is to adapt
a technique that is well known in the logic of belief change - cut back the set of norms
to just below the threshold of making the current situation inconsistent.
In input/output logics under constraints, a set of mental attitudes and an input does
not have a set of propositions as output, but a set of set of propositions. We can infer
a set of propositions by for example taking the join (credulous) or meet (sceptical), or
something more complicated. Besides, we can adopt an output constraint (the output
has to be consistent) or an input/output constraint (the output has to be consistent with
the input). In this paper we only consider the input/output constraints. The following
definition is inspired by [16] where we extend constraints with priorities:
Definition 2 (Constraints).
Let ≥: 2Q × 2Q be a transitive and reflexive partial relation on the powerset of
the pointers to rules containing at least the subset relation. Moreover, let out be an
input/output logic. We define:
– maxfamily(Q, P ) is the set of ⊆-maximal subsets Q0 of Q such that out(Q0 , P )∪P
is consistent.
– preffamily(Q, P, ≥) is the set of ≥-maximal elements of preffamily(Q, P ).
– outfamily(Q, P, ≥) is the output under the elements of maxfamily, i.e.,
{out(Q0 , P ) | Q0 ∈ preffamily(Q, P, ≥)}.
– P → x ∈ out ∪ (Q, ≥) iff x ∈ ∪outfamily(Q, P, ≥)
P → x ∈ out ∩ (Q, ≥) iff x ∈ ∩outfamily(Q, P, ≥)
In case of contrary to duty obligations, the input represents something which is
inalterably true, and an agent has to ask himself which rules (output) this input gives
rise to: even if the input should have not come true, an agent has to “make the best out
of the sad circumstances” [17].
Example 2. Let MD({a, b, c}) = {a = (> → m), b = (p → n), c = (o → ¬m)},
{b, c} > {a, b} > {a, c}, where by A > B we mean as usual A ≥ B and B 6≥ A.
maxfamily(Q, {o}) = {{a, b}, {b, c}},
preffamily(Q, {o}, ≥) = {{b, c}},
outfamily(Q, {o}, ≥) = {{¬m}}
The maxfamily includes the sets of applicable compatible pointers to rules together
with all non applicable ones: e.g., the output of {a, c} in the context {o} is not consistent. Finally {a} is not in maxfamily since it is not maximal, we can add the non
applicable rule b. Then preffamily is the preferred set {b, c} according to the ordering
on set of rules above. The set outfamily is composed by the consequences of applying
the rules {b, c} which are applicable in o (c): ¬m.
Due to space limitations we have to be brief on details with respect to input/output
logics, see [14, 15] for the semantics of input/output logics, further details on its proof
theory, its possible translation to modal logic, alternative constraints, and examples.
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4 Constitutive norms vs regulative norms
Why are constitutive norms needed in a normative system? In [6], we argue that, first,
regulative norms are not categorical, but conditional: they specify all their applicability
conditions. In case of complex and rapidly evolving systems new situations arise which
should be considered in the conditions of the norms. Thus, new regulative norms must
be introduced or existing ones revised each time the applicability conditions must be
extended to include new cases. In order to avoid changing existing norms or adding new
ones, it would be more economic that regulative norms could factor out particular cases
and refer, instead, to more abstract concepts only. Hence, the normative system should
include some mechanism to introduce new institutional categories of abstract entities for
classifying possible states of affairs. Norms could refer to this institutional classification
of reality rather than to the commonsense classification: changes to the conditions of the
norms would be reduced to changes to the institutional classification of reality. Second,
the dynamics of the social order which the normative system aims to achieve is due to
the evolution of the normative system over time, which introduces new norms, abrogates
outdated ones, and, as just noticed, changes its institutional classification of reality. So
the normative system must specify how the normative system itself can be changed
by introducing new regulative norms and new institutional categories, and specify by
whom the changes can be done. This second aspect has been addressed in [7].
In this paper we discuss how constitutive norms, even if they can be replaced by
regulative norms, allow to create a level of abstraction to which regulative norms can
refer to, making to less sensitive to the changes in the legal system. The cons of introducing constitutive norms is that new rules are necessary, so that a trade-off must be
found between the need of abstraction and the complexity of the normative system.
As a running example, consider a society where the fact that a field has been fenced
by an agent counts as the fact that the field is property of that agent. In our model this
relation is expressed as a belief attributed to the normative system. The fence is a physical “brute” fact, while the fact that it is a property of someone is only an institutional
fact attributed to the beliefs of the normative system.
Assume now that the normative system has as goals that if a field is fenced, no one
enters it and that if a fenced field is entered, this action is considered as a violation
and the violation is sanctioned. These goals form an obligation not to trespass a fenced
field. However, the same legal system could have been designed in a different way
using the constitutive norm above: a fenced field counts as property. The constitutive
norm introduces the legal category of property which an obligation not to trespass a
property can refer to: it is obligatory not to trespass property. The two legal systems
are equivalent in the sense that in the same situation, the same violations hold; on the
other hand, they are different since the latter introduce a legal classification of reality;
thus, the obligation has as condition the institutional fact that the field is a property: the
field being a property is an institutional fact believed by the normative system, while
entering the field is a brute fact.
Analogously, in the purely regulative legal system, a permission to enter a fenced
field if it is close to a river could be added. This permission is an exception to the
obligation not to trespass fenced fields. In the second legal system, the same purpose
can be reached by adding a constitutive norm which states that a field close to the river,
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albeit fenced, is not a property. Note that this is different from saying that a field on the
river is a property that can be trespassed, a fact which is expressed by a permission to
enter a property close to the river.
The possibility that institutional facts appear as conditions in the goals of the normative system or as goals themselves explains the following puzzling assertion of Searle
[18]: “constitutive rules constitute (and also regulate) an activity the existence of which
is logically dependent on the rules” (p.34). How can constitutive rules regulate an activity, if this is the role played by regulative rules? E.g., Hindriks [19] argues that constitutive rules consist of also regulative ones.
In our model constitutive norms regulate a social activity since they create institutional facts that are conditions or objects of regulative norms. In our metaphorical
mapping regulative norms are goals, and goals base their applicability in a certain situation on the beliefs of the agent: if the beliefs change, the goals which the agent pursues
change too. Analogously, the institutional facts which are the consequences of constitutive rules determine what is obligatory, since the institutional facts determine which
regulative rules are applicable. In the previous example, being a property indirectly regulates the behavior of agents, since entering a field is a violation only if it is a property;
if a field is not a property, the goal of considering trespassing a violation does not apply.
Searle [18] interprets the creation institutional facts also in terms of what he calls
“status functions”: “the form of the assignment of the new status function can be represented by the formula ‘X counts as Y in C’. This formula gives us a powerful tool
for understanding the form of the creation of the institutional fact, because the form of
the collective intentionality is to impose that status and its function, specified by the Y
term, on some phenomenon named by the X term”, p.46.
Where “the ascription of function ascribes the use to which we intentionally put
these objects”, p.20. Functions are usually defined in relation to goals. In our model,
this teleological aspect of the notion of function depends on the fact that institutional
facts make conditional goals relevant as they appear in the conditions of regulative
norms or as goals themselves. The aim of fencing a field is to prevent trespassing:
the obligation defines the function of property, since it is defined in terms of goals of
the normative system. Hence, Searle’s assertion that “the institutions [. . . ] are systems
of such constitutive rules” is partial: institutions are systems where constitutive (i.e.,
beliefs) and regulative (i.e., goals) rules interacts. In our model, they interplay in the
same way as goals and beliefs do in agents.
From a knowledge representation point of view, constitutive norms behave as data
abstraction in programming languages: types are gathered in new abstract data types;
new procedures are defined on the abstract data types to manipulate them. So it is possible to change the implementation of the abstract data type without modifying the
programs using those procedures. In our case, we have that regulative norms can be
defined on abstract institutional facts: it is possible to change the constitutive norms
defining the institutional facts without modifying the regulative norms which refer to
those institutional facts. This analogy supports also our decision not to require identity
as a property of counts-as. Data abstraction allows to hide the details concerning the
implementation of the data type. Analogously, if the institutional facts are abstractions
of the reality, they should hide the details consisting in the brute facts.

1008

5 The formal model
The definition of the agents is inspired by the rule based BOID architecture [20], though
in our theory, and in contrast to the BOID architecture, obligations are not taken as
primitive concepts. Beliefs, desires and goals are represented by conditional rules rather
then in a modal framework. We use in our model only goals rather than intentions since
we consider only on decision step instead of having plans for the future moves.
We assume that the base language contains boolean variables and logical connectives. The variables are either decision variables of an agent, which represent the agent’s
actions and whose truth value is directly determined by it, or parameters, which describe both the state of the world and institutional facts, and whose truth value can only
be determined indirectly. Our terminology is borrowed from Lang et al. [21].
Given the same set of mental attitudes, agents reason and act differently: when facing a conflict among their motivations and beliefs, different agents prefer to fulfill different goals and desires. We express these agent characteristics by a priority relation
on the mental attitudes which encode, as detailed in [20], how the agent resolves its
conflicts. The priority relation is defined on the powerset of the mental attitudes such
that a wide range of characteristics can be described, including social agents that take
the desires or goals of other agents into account. The priority relation contains at least
the subset-relation which expresses a kind of independence among the motivations.
Definition 3 (Agent set). An agent set is a tuple hA, X, B, D, G, AD, ≥i, where:
– the agents A, propositional variables X, agent beliefs B, desires D and goals G
are five finite disjoint sets.
– B, D, G are sets of pointers to rules. We write M = D ∪ G for the motivations
defined as the union of the desires and goals.
– an agent description AD : A → 2X∪B∪M is a total function that maps each agent
to sets of variables (its decision variables), beliefs, desires and goals, but that does
not necessarily assign each variable to at least one agent. For each agent b ∈ A,
we write Xb for X ∩ AD(b), and Bb for B ∩ AD(b), Db for D ∩ AD(b), etc. We
write parameters P = X \ ∪b∈A Xb .
– a priority relation ≥: A → 2M ∪B × 2M ∪B is a function from agents to a transitive
and reflexive partial relation on the powerset of the motivations containing at least
the subset relation. We write ≥b for ≥ (b).
Since goals have priority over desires we have that given S, S 0 ⊆ M , for all a ∈ A,
S >a S 0 if S \ S 0 ⊆ G and S 0 \ S ⊆ D.
Example 3. A = {a}, Xa = {trespass}, P = {s, fenced }, Da = {d1 , d2 },
≥a = {d2 } ≥ {d1 }. There is a single agent, agent a, who can trespass a field. Moreover,
it can be sanctioned and the field can be fenced. It has two desires, one to trespass (d1 ),
another one not to be sanctioned (d2 ). The second desire is more important.
In a multiagent system, beliefs, desires and goals are abstract concepts which are
described by rules built from literals.
Definition 4 (Multiagent system). A multiagent system is a tuple
hA, X, B, D, G, AD, MD, ≥i, where hA, X, B, D, G, AD, ≥i is an agent set, and the
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mental description MD : (B ∪ M ) → Rul (X) is a total function from the sets of
beliefs, desires and goals to the set of rules built from X. For a set of mental attitudes
S ⊆ B ∪ M , we write MD(S) = {MD(q) | q ∈ S}.
Example 4 (Continued). MD(d1 ) = > → trespass, MD(d2 ) = > → ¬s.
In the description of the normative system, we do not introduce norms explicitly,
but we represent several concepts which are illustrated in the following sections. Institutional facts (I) represent legal abstract categories which depend on the beliefs of the
normative system and have no direct counterpart in the world. F = X \ I are what
Searle calls “brute facts”: physical facts like the actions of the agents and their effects.
Va (x) represents the decision of agent n that recognizes x as a violation by agent a. The
goal distribution GD(a) ⊆ Gn represents the goals of agent n the agent a is responsible
for.
Definition 5 (Normative system). A normative multiagent system, written as NMAS ,
is a tuple hA, X, B, D, G, AD, MD, ≥, n, I, V, GDi where the tuple
hA, X, B, D, G, AD, MD, ≥i is a multiagent system, and
– the normative system n ∈ A is an agent.
– the institutional facts I ⊆ P are a subset of the parameters.
– the norm description V : Lit(X) × A → Xn ∪ P is a function from the literals and
the agents to the decision variables of the normative system and the parameters.
We write Va (x) for V (x, a).
– the goal distribution GD : A → 2Gn is a function from the agents to the powerset
of the goals of the normative system, such that if L → l ∈ MD(GD(a)), then
l ∈ Lit(Xa ∪ P ).
Agent n is a normative system who has the goal that fenced fields are not trespassed.
Example 5 (Continued). There is agent n, representing the normative system.
Xn = {s, Va (trespass)}, P = {fenced }, Dn = Gn = {g1 },
MD(g1 ) = {fenced → ¬trespass}, GD(a) = {g1 }.
Agent n can sanction agent a, because s is no longer a parameter but a decision variable. Va (trespass) represents the fact that the normative system considers a violation
the action of a trespassing the field. It has the goal that fenced fields are not trespassed,
and it has distributed this goal to agent a.
In the following, we use an input/output logic out to define whether a desire or
goal implies another one and to define the application of a set of belief rules to a set of
literals; in both cases we use the out 3 operation since it has the desired logical property
of not satisfying identity.
Regulative norms are conditional obligations with an associated sanction and conditional permissions. The definition of obligation contains several clauses. The first and
central clause of our definition defines obligations of agents as goals of the normative
system, following the ‘your wish is my command’ metaphor. It says that the obligation
is implied by the desires of the normative system n, implied by the goals of agent n,
and it has been distributed by agent n to the agent. The latter two steps are represented
by out(GD(a), ≥n ).
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The second and third clause can be read as “the absence of p is considered as a
violation”. The association of obligations with violations is inspired by Anderson’s reduction of deontic logic to alethic logic [22]. The third clause says that the agent desires
that there are no violations, which is stronger than that it does not desire violations, as
would be expressed by > → Va (∼x) 6∈ out(Dn , ≥n ).
The fourth and fifth clause relate violations to sanctions. The fourth clause says
that the normative system is motivated not to count behavior as a violation and apply
sanctions as long as their is no violation, because otherwise the norm would have no
effect. Finally, for the same reason the last clause says that the agent does not like the
sanction. The second and fourth clauses can be considered as instrumental norms [23]
contributing to the achievement of the main goal of the norm.
Definition 6 (Obligation). Let NMAS = hA, X, B, D, G, AD, MD, ≥, n, I, V, GDi
be a normative multiagent system. Agent a ∈ A is obliged to see to it that
x ∈ Lit(Xa ∪ P ) with sanction s ∈ Lit(Xn ∪ P ) in context Y ⊆ Lit(X) in NMAS ,
written as NMAS |= Oan (x, s|Y ), if and only if:
1. Y → x ∈ out(Dn , ≥n ) ∩ out(GD(a), ≥n ): if Y then agent n desires and has as
a goal that x, and this goal has been distributed to agent a.
2. Y ∪ {∼x} → Va (∼x) ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n ): if Y and ∼x, then agent n
has the goal and the desire Va (∼x): to recognize it as a violation by agent a.
3. > → ¬Va (∼x) ∈ out(Dn , ≥n ): agent n desires that there are no violations.
4. Y ∪ {Va (∼x)} → s ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n ): if Y and agent n decides
Va (∼x), then agent n desires and has as a goal that it sanctions agent a.
5. Y → ∼s ∈ out(Dn , ≥n ): if Y , then agent n desires not to sanction. This desire of
the normative system expresses that it only sanctions in case of violation.
6. Y → ∼s ∈ out(Da , ≥a ): if Y , then agent a desires ∼s, which expresses that it
does not like to be sanctioned.
The rules in the definition of obligation are only motivations, and not beliefs, because
a normative system may not recognize that a violation counts as such, or that it does
not sanction it: it is up to its decision. Both the recognition of the violation and the
application of the sanction are the result of autonomous decisions of the normative
system that is modelled as an agent.
The beliefs, desires and goals of the normative agent - defining the obligations are not private mental states of an agent. Rather they are collectively attributed by the
agents of the normative system to the normative agent: they have a public character,
and, thus, which are the obligations of the normative system is a public information.
Since conditions of obligations are sets of decision variables and parameters, institutional facts can be among them. In this way it is possible that regulative norms refer
to institutional abstractions of the reality rather than to physical facts only.
Example 6 (Continued). Let: {g1 , g2 , g4 } = Gn , Gn ∪{g3 , g5 } = Dn , {g1 } = GD(a)
MD(g2 ) = {fenced , trespass} → Va (trespass) MD(g3 ) = > → ¬Va (trespass)
MD(g4 ) = {fenced , Va (trespass)} → s
MD(g5 ) = fenced → ∼s
NMAS |= Oan (¬trespass, s | fenced ), since:
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1.
2.
3.
4.
5.
6.

fenced → ¬trespass ∈ out(Dn , ≥n ) ∩ out(GD(a), ≥n )
{fenced , trespass} → Va (trespass) ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n )
> → ¬Va (trespass) ∈ out(Dn , ≥n )
{fenced , Va (trespass)} → s ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n )
fenced → ∼s ∈ out(Dn , ≥n )
fenced → ∼s ∈ out(Da , ≥a )

Permissions are defined as exceptions to obligations [16], and can be overridden by
obligations in turn. A permission to do x is an exception to an obligation not to do x
if agent n has the goal that x is not considered as a violation under some condition.
The permission overrides the prohibition if the goal that something does not count as a
violation (Y ∧ x → ¬Va (x)) has higher priority in the ordering ≥n on goal and desire
rules with respect to the goal of a corresponding prohibition that x is considered as a
violation (Y 0 ∧ x → Va (x)):
Definition 7 (Permission). Agent a ∈ A is permitted by agent n to see to it that
x ∈ Lit(Xa ∪ P ) under condition Y ⊆ Lit(X), written as NMAS |= Pan (x | Y ),
iff Y ∪ {x} → ¬Va (x) ∈ out(Gn , ≥n ): if Y and x then agent n wants that x is not
considered a violation by agent a.
Example 7 (Continued). Let P = {fenced , river }, {g6 } > {g2 },
MD(g6 ) = {fenced , river , trespass} →∼Va (trespass)
Then {fenced , river , trespass} →∼Va (trespass) ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n )
Hence, NMAS |= Pan (trespass | fenced ∧ river )
Constitutive norms introduce new abstract categories of existing facts and entities,
called institutional facts. We formalize the counts-as conditional as a belief rule of the
normative system n. Since the condition x of the belief rule is a variable it can be an
action of an agent, a brute fact or an institutional fact. So, the counts-as relation can be
iteratively applied.
Definition 8 (Counts-as relation). Let NMAS =hA, X, B, D, G, AD, MD, ≥, n, I,
V, GDi be a normative multiagent system. A literal x ∈ Lit(X) counts-as y ∈ Lit(I)
in context C
⊆
Lit(X), NMAS
|=
counts-as n (x, y|C), iff
C ∪ {x} → y ∈ out(Bn , ≥n ): if agent n believes C and x then it believes y.
Example 8. P \ I = {fenced }, I = {property}, Xa = {trespass}, Bn0 = {b01 },
MD(b01 ) = fenced → property
Consequently, NMAS |= counts-as n (fenced , property|>). This formalizes that
for the normative system a fenced field counts as the fact that the field is a property of
that agent. The presence of the fence is a physical “brute” fact, while being a property
is an institutional fact. In situation S = {fenced }, given Bn0 we have that the consequences of the constitutive norms are out(Bn0 , S, ≥n ) = {property}
As shown in the example, the logic of constitutive norms does not satisfy identity:
fenced is not a consequence, since it represents a brute fact and not an institutional
fact. Constitutive norms, in contrast, provide a legal classification of reality in terms of
institutional facts only.
The institutional facts can appear in the conditions of regulative norms as the following example shows.
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Example 9 (Continued). A regulative norm which forbids trespassing can refer to the
abstract concept of property rather than to fenced fields: Oan (¬trespass, s | property).
Let: {g10 , g20 , g40 } = G0n , G0n ∪ {g30 , g50 } = Dn0 , {g10 } = GD(a)
MD(g10 )=property → ¬trespass MD(g20 )={property, trespass} → Va (trespass)
MD(g30 ) = > → ¬Va (trespass) MD(g40 ) = {property, Va (trespass)} → s
MD(g50 ) = property → ∼s
Then:
1.
2.
3.
4.
5.
6.

property → ¬trespass ∈ out(Dn , ≥n ) ∩ out(GD(a), ≥n )
{property, trespass} → Va (trespass) ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n )
> → ¬Va (trespass) ∈ out(Dn , ≥n )
{property, Va (trespass)} → s ∈ out(Dn , ≥n ) ∩ out(Gn , ≥n )
property → ∼s ∈ out(Dn , ≥n )
property → ∼s ∈ out(Da , ≥a )

As the system evolves, new cases can be added to the notion of property by means
of new constitutive norms, without changing the regulative norms about property. E.g.,
if a field is inherited, then it is property of the heir: inherit → property ∈ MD(Bn ).
Since counts-as rules are beliefs and the logic is non-monotonic due to the priority
ordering on the beliefs, counts-as can be used to express exceptions to the classification
thus mirroring the relation between obligations and permissions as exceptions [2].

6 The trade-off between constitutive and regulative norms
In this section, we extend our scenario described in Example 8-9 to design a legal system equivalent to the one of Example 6-7.
Example 10 (Continued). Bn0 = {b02 }, {b02 } > {b01 },
MD(b02 ) = fenced ∧ river → ¬property.
out(Bn0 = {b01 , b02 }, ≥n ) = {{fenced ∧ river → ¬property}} since
maxfamily(Bn0 , S = {fenced , river }) = {{b01 }, {b02 }},
preffamily(Bn0 , S = {fenced , river }, ≥n ) = {{b02 }},
outfamily(Bn0 , S = {fenced , river }, ≥n ) = {{¬property}}
Thus, NMAS |= counts-as n (fenced , ¬property | river ) and this belief overrides
the former one behind counts-as n (fenced , property | >). This formalizes that the
normative system does not consider as a property a fenced field if it is close to a river.
We show how a system containing constitutive and regulative norms like in Example 8-10 can be interchanged with an equivalent system of regulative norms only like
the one of Example 6-7. By equivalence we mean that in the same state of the world the
same violations hold. Since it is possible to replace constitutive norms with regulative
norms only, a trade-off can be found between adding constitutive norms and achieving
a sufficient level of abstraction.
Even if input/output logic is an inference system on rules we cannot directly prove
the equivalence on the rules defining regulative and constitutive norms since they refer
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to different sets of rules: goal rules and belief rules. We provide the equivalence in an
indirect way by considering the combined output of the rules.
Given the operation out, we define a combined output relation:
output(Q, Z, S, ≥n ) = out(Z, out(Q, S, ≥n ) ∪ S, ≥n ) where Q ⊆ Bn , Z ⊆ Mn
and S ⊂ Lit(X \ I). The institutional facts are the result of the reasoning of the normative system, so they cannot be present in the initial state composed of brute facts.
Note that we reintroduce the brute facts S as the input of the output operation on
the motivations Z since the output operation on beliefs does not satisfy identity. We
need S since the conditions of regulative norms can refer to brute facts as well as to the
institutional facts which are the consequences of the constitutive norms. In this way we
distinguish between the legal classification of reality and the information concerning
commonsense, among which the brute facts which are the input to constitutive norms.
Even if we attribute belief rules to the normative system these must be distinguished
from the belief rules of agents: these belief rules concern the relation between brute facts
and constitute their commonsense view of the work. The normative system as agent,
in contrast, does not contain any knowledge of this kind. The relevant commonsense
inferences are performed by the real agents playing roles in the normative system.
In our examples we have:output(Bn , Gn , S, ≥n ) = output(Bn0 , G0n , S, ≥n ) for
any S ∈ Lit(X \ I).
Sketch of proof. We consider only the cases where the conditions of the goals and
beliefs are satisfied. First, the normative system made of regulative norms only:
output(Bn , Gn , S = {fenced , trespass}, ≥n ) = out(Gn , out(Bn , S, ≥n ) ∪ S, ≥n ) =
{¬trespass, Va (trespass), s}
from g1 , g2 , g4 , where out(Bn , S, ≥n ) = ∅ since Bn = ∅.
In contrast:
output(Bn , Gn , S={fenced , river , trespass}, ≥n ) =
out(Gn , out(Bn , S, ≥n ) ∪ S, ≥n ) = {¬trespass, ¬Va (trespass), ∼s}
(from g1 , g5 , g6 ) where again out(Bn , S, ≥n ) = ∅.
In case of the legal system of Example 8 made of both constitutive and regulative norms:
output(Bn0 , G0n , S={fenced , trespass}, ≥n )=out(G0n , out(Bn0 , S, ≥n ) ∪ S, ≥n ) =
{¬trespass, Va (trespass), s}
(from g10 , g20 , g40 ) where out(Bn0 , S, ≥n ) = {property} (from b01 ).
In contrast:
output(Bn0 , G0n , S={fenced , river , trespass}, ≥n ) =
out(G0n , out(Bn0 , S, ≥n ) ∪ S, ≥n )={¬trespass, ¬Va (trespass), ∼s}
(from g10 , g30 , g50 ) where out(Bn0 , S, ≥n ) = {¬property} (from b02 ).
In summary, the trade-off between constitutive and regulative rules has to take into
considerations, first, how many regulative rules share the same conditions. The design
of the system of norms can be simplified by introducing abstractions representing the
overlapping conditions. Second how frequently the normative system is updated. In case
of dynamic situations, the preferred design of the system introduces constitutive rules
introducing institutional facts which are abstractions which hide the details concerning
the brute facts. In this way, new cases can be dealt with without changing the regulative
part of the system, but only revising what counts as an institutional fact.
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7 Related work
While the formalization of regulative norms, like obligations, prohibitions and permissions, is often based in deontic logic on modal operators representing what is obligatory,
forbidden or permitted, the formalization of constitutive norms is rather different. An
attempt to make the notion of constitutive norm more precise is Jones and Sergot [5]’s
formalization of the counts-as relation. For Jones and Sergot, the counts-as relation expresses the fact that a state of affairs or an action of an agent “is a sufficient condition
to guarantee that the institution creates some (usually normative) state of affairs”. As
Jones and Sergot suggest, this relation can be considered as “constraints of (operative
in) [an] institution”, and they express these constraints as conditionals embedded in a
modal operator. Jones and Sergot formalize this introducing a conditional connective
⇒s to express the “counts-as” connection holding in the context of an institution s.
They characterise the logic for ⇒s as a classical conditional logic plus the axioms:
((A ⇒s B) ∧ (A ⇒s C)) ⊃ (A ⇒s (B ∧ C))
((A ⇒s B) ∧ (C ⇒s B)) ⊃ ((A ∨ C) ⇒s B)
((A ⇒s B) ∧ (B ⇒s C)) ⊃ (A ⇒s C)
In addition, Jones and Sergot’s analysis is integrated by introducing the normal
KD modality Ds such that Ds A means that A is “recognised by the institution s”.
Accordingly, it is adopted the schema: (A ⇒s B) ⊃ Ds (A ⊃ B).
The limitation of this approach, according to Gelati et al. [24], is that the consequences of counts-as connections follow non-defeasibly (via the closure of the logic
for modality Ds under logical implication), whereas defeasibility seems a key feature
of such connections. The classical example is that in an auction if a person raises one
hand, this may count as making a bid. However, this does not hold if he raises his hand
and scratches his own head.
Finally, the adoption of the transitivity for their logic is criticized by Artosi et al. [3].
Artosi et al. [3]’s characterisation of the counts-as adopts a different perspective. Rather
than introducing a logic for the counts-as connection, and then linking it with a Ds
logic, they use one conditional operator ⇒ to express any defeasible normative connections in any institutions. They use the same Ds operator as in [5] but they apply it
to the components of normative links, to relativise them to a particular institution. Any
institution can only state what normative situation holds for itself, given certain conditions, but according to a general type of conditionality. On the basis of ⇒ they define a
relativised ⇒s operator: (A ⇒s B) =def (A ⇒ Ds B) ∧ (Ds A ⇒ Ds B)
The connective ⇒ is characterised by reflexivity and cumulative transitivity, whose
combination does not prevent defeasibility. The system is completed by introducing a
restricted version of the detachment of the consequent. To avoid losing non-monotonicity, Artosi et al. [3] do not accept the strengthening of antecedent property (SI in our
input/output logic), thus making their logic weaker.
In contrast, in our model we accept the strengthening of antecedent (SI) rule and
the cumulative transitivity (CT ). We do not accept instead identity (Id). First of all,
the adoption also of Id would make the system accepting also full transitivity. Nonmonotonicity is achieved via the constraint mechanism which uses also a priority ordering on the mental attitudes. Secondly, we do not accept Id because we want to keep
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separate brute facts and institutional facts “whose nature - as also Artosi et al. [3] accept - is conceptually distinct from that of the empirical facts”.
Our position is congruent also with Castelfranchi and Tummolini [25] who argue
that counts-as rules regulate a cognitive activity, viz. the proper application of a concept:
A constitutive rule describes, albeit very abstractly, a recognition process.
[...] The application of a concept in fact can be represented in form of a rule
that associates a specific set of stimuli (“something such and such”) X with a
linguistic label Y.
Since the stimuli and the linguistic label Y are ontologically heterogeneous, the
“counts-as” relation cannot be reflexive.
Grossi and colleagues [26, 27] develop a notion of counts-as as a contextual classification in a modal logic setting, where for the classification aspect they use either
description logic [26] or plain propositional logic [27]. They end up with a very strong
logic for counts-as, satisfying rules not satisfied by Jones and Sergot’s logic or the logic
proposed in this paper, such as the identity rule (x counts-as x). They argue that the new
rules are explained by their particular concept of counts-as as a contextual classification.

8 Conclusions
In this paper we discuss the design of legal systems composed of constitutive and regulative norms. We model legal systems as normative multiagent systems where the normative system is modelled as an agent using the agent metaphor: constitutive norms are
defined by the beliefs of the normative system and the regulative norms by its goals. The
characteristic of the counts-as relation is that it is not reflexive. The trade-off problem
between constitutive and regulative norms can be handled by as the trade-off between
beliefs and goals of the normative system. We show that constitutive norms, even if
they can be replaced by regulative norms, allow to create a level of abstraction to which
regulative norms can refer to, making it less sensitive to the changes in the legal system.
In [6] we extend this framework to model the problem of how the normative system itself specifies who can change the normative system. This specification is made by
means of constitutive norms describe what facts count as the creation of new regulative
and constitutive norms in the normative system. This work is at the basis of the definition of contracts we make in [7]. Future work is, for example, elaborating the notion of
context to study which properties hold for it, and introducing hierarchies of normative
systems composed of both constitutive norms and regulative norms, as we do for obligations and permissions in [16]. Moreover in [8] we discuss global policies about local
policies in secure knowledge management. However, it has still to be studied global
policies about constitutive rules.
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Abstract. In this paper we propose a foundational ontology of the social concepts of organization and role which structure institutions. We identify which
axioms model social concepts like organization and roles and which properties
distinguish them from other categories like objects and agents: the organizational
structure of institutions and the relation between roles and organizations. All social concepts depend on descriptions defining them, which are collectively accepted, and the descriptions defining the components of organizations, including
roles, are included in the description of the organizations they belong to. Thus,
the relational dependence of roles means that they are defined in the organizations
they belong to.

1 Introduction
In order to constrain the autonomy of agents and to control their emergent behavior in
multiagent systems, the notion of organization has been applied [8,22]. According to
Zambonelli et al. [22] “a multiagent system can be conceived in terms of an organized
society of individuals in which each agent plays specific roles and interacts with other
agents”. For Zambonelli et al. [22] “an organization is more than simply a collection
of roles [...] further organization-oriented abstractions need to be devised and placed in
the context of a methodology [...] As soon as the complexity increases, modularity and
encapsulation principles suggest dividing the system into different sub-organizations”.
There is not yet a common agreement, however, on how to model organizations, suborganizations and roles, and, in particular, which are the ontological assumptions behind
them. For example, departments and roles are parts of an organization, but they do not
exist without it. Can organizations be explained by means of agent based models? Or
can they be better modelled with the object oriented paradigm?
Since the existence of institutions depends on what Searle [18] calls the construction of social reality, it is possible that institutions, organizations and roles have very
different properties with respect to objects or agents. Searle [18] argues that social reality is constructed by means of so called “constitutive rules” which state what “counts
as” institutional facts in the institution. Constitutive rules define institutions: they exist
only because of the collective acceptance of constitutive rules by a community. Searle’s
construction of social reality does not explain all issues, in particular, the fact that
some institutions have a structure in terms of sub-institutions and roles. We will call
structured institutions organizations. Thus Searle’s analysis is not sufficient starting
point for a foundational ontology, that specifies which are the properties distinguishing
organizations from objects and agents. We need to know the axioms which allow to
M. Baldoni and U. Endriss (Eds.): DALT 2006, LNAI 4327, pp. 78–88, 2006.
c Springer-Verlag Berlin Heidelberg 2006
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distinguish organizations from other concepts, rather than specifying all the properties
of organizations, including those in common with agents. Thus the research questions
of this paper are:
– How do organizations and roles differ from objects and agents?
– How can a foundational ontology of social entities like, organizations and roles be
constructed?
We are inspired by [2,3] which study some properties of social entities. However,
these works are based on a very specific multiagent framework, which uses the so called
agent metaphor, i.e., the attribution of mental attitudes to social entities to explain them.
So in this paper we analyse organizations using a more abstract axiomatic ontology
and we consider additional properties. The methodology we choose is to extend the
ontology of Masolo et al. [15]. The main properties of their framework are three. First,
it allows to express the fact that social concepts are defined by means of descriptions.
Second, it explains the definitional dependence of a role from another concept and the
relational nature of roles. Last, it offers a temporalized classification relation, used for
modelling the fact that roles are anti-rigid.
We extend Masolo et al. [15]’s axiomatic ontology to model institutions and their
organizational structure and to explain the asymmetry in the relations defining roles.
This paper is structured as follows. First, we consider the differences between social
reality and objects and agents. In Section 3, we present Masolo et al. [15]’s model. In
Section 4, starting from the limitations of [15] we extend it to define the foundational
ontology. Conclusions end the paper.

2 The Properties of Organizations
The role of knowledge representation and software engineering is to provide models
and techniques that make it easier to handle the complexity arising from the large number of interactions in a system [13]. Models and techniques allow expressing knowledge
and to support the analysis and reasoning about a system to be developed. As the context and needs of software change, advances are needed to respond to changes. For
example, today’s systems and their environments are more varied and dynamic, and
accommodate more local freedom and initiative [21].
For these reasons, agent orientation emerged as a new paradigm for designing and
constructing software systems [13,21]. The agent oriented approach advocates decomposing problems in terms of autonomous agents that can engage in flexible, high-level
interactions. Much like the concepts of activity and object that have played pivotal roles
in earlier modelling paradigms - Yu [21] argues - the agent concept can be instrumental
in bringing about a shift to a much richer, socially-oriented ontology that is needed to
characterize and analyze today’s systems and environments.
The notions of institution, organization and role are part of this socially-oriented
ontology. It is not clear, however, if the ontological assumptions behind this kind of
entities are the same which underlie objects and agents. Many approaches recognize as
properties of social entities being the addressee of obligations [7], like agents are, the
delegation mechanisms among roles [11], etc. Moreover, organizations are modelled
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as collections of agents, gathered in groups [8], playing roles [13,16] or regulated by
organizational rules [22]. We focus instead on the distinguishing properties of the social
concepts of organization and role.
Consider, for example, an organization which is composed by a direction area and a
production area. The direction area is composed by the CEO and the board. The board
is composed by a set of administrators. The production area is composed by two production units; each production unit by a set of workers. The direction area, the board,
the production area and the production units are sub-organizations. In particular, the
direction area and the production areas belong to the organization, the board to the
direction area, etc. The CEO, the administrators and the members of the production
units are roles, each one belonging to a sub-organization, e.g., the CEO is part of the
direction area. This recursive decomposition terminates with roles: roles, unlike organizations and sub-organizations, are not composed by further social entities. Rather, roles
are played by other agents, real agents who have to act as expected by their role.
Besides the decomposition structure, as [3] argue in organizations we have relations
among the components of the organization which specify which are the powers of each
component to modify the institutional properties of the other component institutions.
This relation does not necessarily matches the decomposition hierarchy. For example,
the senior board member has the power to command other members of the board to
participate to a board meeting, even if it is at the same decomposition level of the other
members. We do not consider yet this aspect in this paper.
Is it possible to model such structures in the object oriented paradigm? The object
oriented paradigm is based on the idea that software design and implementation can
be inspired by our commonsense view of the reality made of objects. For Booch [5] a
basic property of objects is that they can be decomposed. Decomposition allows coping
with complexity: “the most basic technique for tackling any large problem is to divide it
into smaller, more manageable chunks each of which can then be dealt with in relative
isolation”. Isolation is the idea that code should be encapsulated in classes hiding the
implementation of the objects’ state; thus, other objects can access an object’s state only
via its public interface. Decomposition means that an object can include other objects
which exist independently of it, like they were parts of the object.
In case of organizations, the situation is different. In the decomposition structure, the
components of an organization do not exist independently from the organization itself.
For example a department does not exist without the organization it belongs to. If an
organization goes bankrupt its departments do not exist anymore and similarly the roles
in them (there is no CEO nor employee anymore). Viceversa, an organization can close
a department without necessarily giving up its identity.
One alternative could be to see whether organizations can be modelled as agents, but
again some difficulties arise. Organizations can have organizations as their parts, while
agents cannot have parts which are homogeneous with the whole. Moreover, agents can
play roles but they cannot have roles as their parts.
However, some form of decomposition should be added to multiagent systems, as
noticed by Zambonelli et al. [22]: agents alone, and also roles, are not sufficient to
deal with the complexity of a system; an organizational structure added to a multiagent
system fosters modularity and encapsulation.
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3 Background
Masolo et al. [15] present a formal framework for developing axiomatical ontologies
of socially constructed entities, and study the ontological nature of roles. Social entities
and roles exist just because of social conventions, i.e., constitutive rules accepted by
communities of agents: these can be social concepts like organization, nation, money,
or social individuals like the ECAI Conference or the FIAT company.
In Masolo et al. [15] roles are ‘properties’ according the position defended by
Sowa [19]: roles can be ‘predicated’ of different entities, i.e., different entities can play
the same role, e.g., different persons can all be students. The basic properties of roles
are the anti-rigidity (see Section 1) and being founded. According to Guarino and Welty
[12] the definition of foundation is: “a property a is founded on a property b if, necessarily, for every instance x of a there exists an instance y of b which is not ‘internal’
to x”. The notion of ‘internalness’ is complex: e.g., if x is a car, things internal to it
can be parts of it (its wheels), but also constituents of it (the metal it is made of) or
qualities of it (its color). To avoid all trivial cases, Fine [9] introduces another notion
of dependence: “to say that an object x depends upon an F is to say that an F will be
ineliminably involved in any definition of x”.
This notion can be generalized to properties considering that a property a is definitionally dependent on a property b if, necessarily, any definition of a ineliminably
involves b. To model this ‘definitions’ are explicitly introduced in the domain of discourse. [15] consider ‘reified’ social concepts and roles, as well as their descriptions,
i.e, the constitutive rules that define them. This allows to formally characterize in a firstorder theory the relationships among all these entities and to talk of roles as ‘first-class
citizens’, similarly to more common entities like objects, events, etc.
Masolo et al. [15]’s approach is based on a distinction between the properties and
relations in the ground ontology (like DOLCE [10]) and those at the object level representing the social reality. The former ones are represented as predicates and, therefore,
assumed as static, rigid, extensional, and not explicitly defined or linked to a description
(i.e., the primitive predicates of the theory). The latter ones (called “concepts”) are reified
and not necessarily static, rigid, and extensional, and for which it is possible to explicitly
describe some aspects of the conventions that define them (called “descriptions”).
Social concepts, denoted by CN (x) are defined (DF ) or used (U S) by descriptions
(DS) and they classify (CF ) other individuals: DF (x, y) stands for “the concept x is
defined by the description y” to deal with the social, relational, and contextual nature of
social concepts. U S(x, y) stands for “the concept x is used by the description y”; they
introduce a temporalized classification relation to link concepts with the entities they
classify, while accounting for the dynamic behavior of social roles: CF (x, y, t) stands
for “at the time t, x is classified by the concept y” or, more explicitly, “at the time t, x
satisfies all the constraints stated in the description of y”.
In the axioms defining [15]’s theory, ED(x) stands for “x is an endurant”, i.e., an
entity that is wholly present at any time it is present, e.g., a book, Trento, a law, some
metal, etc. N ASO(x) stands for “x is a non-agentive social object”, i.e., an endurant
that: (i) is not directly located in space and, has no direct spatial qualities; (ii) has
no intentionality; (iii) depends on a community of intentional agents, e.g., a law, an
organization, a currency, an asset etc.; T L(x) stands for “x is a temporal location”,
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i.e., a temporal interval or instant; P (x, y) stands for “x is part-of y”, for perdurants
and temporal locations; P RE(x, t) stands for “x is present at the time t”.
We report here the most important axioms of their theory. Concepts, and descriptions as well, are non-agentive social objects; concepts are linked to descriptions by the
relations used-by (U S) and defined-by (DF ). Theorem T2 below captures the fact that
a concept must be defined by a single description. This is not true for the U S relation:
concepts can be used by different descriptions.
(A1) DS(x) ⊃ N ASO(x)
(A2) CN (x) ⊃ N ASO(x)
(A3) DS(x) ⊃ ¬CN (x)
(A4) U S(x, y) ⊃ (CN (x) ∧ DS(y))
(A5) DF (x, y) ⊃ U S(x, y)
(A8) (DF (x, y) ∧ DF (x, z)) ⊃ y = z
(T1) DF (x, y) ⊃ (CN (x) ∧ DS(y))
(T2) CN (x) ⊃ ∃!y(DF (x, y))
(A11) CF (x, y, t) ⊃ (ED(x) ∧ CN (y) ∧ T L(t))
(A14) CF (x, y, t) ⊃ ¬CF (y, x, t)
(A15) (CF (x, y, t) ∧ CF (y, z, t)) ⊃ ¬CF (x, z, t)
The properties of anti-rigidity (AR) and foundation (F D) for roles can be defined
in this formalism. A concept is anti-rigid if, for any time an entity is classified under it,
there exists a time at which the entity is present but not classified under the concept:
(D1) AR(x) ≡df ∀y, t(CF (y, x, t) ⊃ ∃t (P RE(y, t ) ∧ ¬CF (y, x, t )))
A concept x is founded if its definition involves (at least) another concept y (definitional dependence) such that for each entity classified by x, there is an external entity
classified by y:
(D2) F D(x) ≡df
∃y, d(DF (x, d) ∧ U S(y, d) ∧ ∀z, t(CF (z, x, t) ⊃
∃z  (CF (z  , y, t) ∧ ¬P (z, z  , t) ∧ ¬P (z  , z, t)))
Roles are anti-rigid and founded:
(D3) RL(x) ≡df AR(x) ∧ F D(x)
Masolo et al. [14] extend [15]’s framework introducing explicitly a relation between
an institution and a role to express that a role like student is relationally dependent, e.g.,
for a person to be a student it requires the existence of another entity, namely a certain
university, to which this person is related by an enrollment relation. As Steimann [20]
shows, this view of roles as anti-rigid and relationally dependent predicates is supported
by the vast majority of approaches in the conceptual modeling and object-modeling
literature.
Roles can be defined on the basis of a relation whose arguments are characterized
by specific properties. For example, the role of ‘being a student’ can be defined as: “a
student is a person enrolled in a university”. In this case, ‘being a student’ is defined
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on the basis of ‘being enrolled in’, ‘being a person’, and ‘being a university’. Formally,
considering the previous properties as predicates, this definition can be formulated as:
Student(x) ≡df P erson(x) ∧ ∃y(enr(x, y) ∧ U niversity(y))
But given a specific relation r of arity n, it is possible to define n different predicates
rm . For example, in the case of the relation enr(x, y) ⊃ (P erson(x)∧U niversity(y)),
the predicate EnrollingU ni can be defined as:
EnrollingU ni(x) ≡df ∃y(enr(y, x))
Hence the authors are aware that there is an asymmetry in the relation defining roles.
EnrollingU ni has exactly the “same logical form” as Student, but this does not imply
that EnrollingU ni is a role. Let us assume a theory containing an axiom stating that,
necessarily, universities enroll at least one student, i.e., when a university loses all its
students, it ceases to be a university. In this theory, ‘being an enrolling university’ is a
rigid property of universities, and therefore it cannot be a role (assuming U niversity as
rigid). In addition, the two predicates EnrollingU ni and U niversity coincide from an
extensional point of view (since all universities are enrolling universities) and they cannot be distinguished by means of the theory. In this case, the predicate EnrollingU ni
seems “redundant” with respect to the predicate U niversity because they are provably
equivalent.
Bottazzi and Ferrario [6] start analysing organizations in [15]’s framework. They
consider organizations as agentive entities, but they act in a very peculiar way, namely
through the actions of some agents who, in virtue of the institutionalized (IN ST ) roles
(RL) they play (AF F ), are delegated to act on their behalf (REP ):
(B1) AF F (x, y, t) ≡df AG(x) ∧ ∃z(RL(z) ∧ CF (x, z, t) ∧ IN ST (z, y))
Moreover organizations are social individuals (SI), thus, differently from social concepts and roles, they don’t classify particulars (like agents or physical objects):
(B2) ORG(x) ⊃ SI(x)
A necessary condition for social individual to be an organization (ORG) is the existence of at least one representative agent who is affiliated to it.
(B3) ORG(x) ⊃ ∃y, z(AF F (y, x, t) ∧ REP (z, x))

4 The Ontology of Organizations
Summarizing the discussion in Section 2, the basic properties of institutions, organizations and roles are, first, that organizations are institutions with an organizational
structure in terms of sub-organizations and roles. Second, sub-organizations and roles
are defined by the organizations they belong to. The decomposition hierarchy of the
organizational structure, however, is not based on the part-of relation of objects. In particular, it is transitive (a role in a department is part of the organization the department
belongs to), but the parts do not exist without and before the whole.
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The formal framework of Masolo et al. [15] is the suitable starting point for defining
a foundational ontology of organizations and roles. Our requirements, however, are not
fully satisfied in their axiomatization.
First of all, they do not consider the structure of social entities. They do not define sub-organizations nor roles as parts of organizations. So an institution does not
have a recursive decomposition structure. Roles have been recognized as depending on
some other entity which is used in their definition, but they are not defined in the entity
they depend on. Moreover, we need to extend this dependence relation to specify that
also sub-organizations, and not only roles, depend on the organizations. The extended
framework of [14] is a closer starting point for our axiomatization. The introduction of
an explicit relation between an institution and a role explains the link between them.
But still they do not capture the fact that a role is part of the institution and it is defined
by it as we claim.
We will fulfill the above requirements in our ontology in the following way. The
organizational structure of an institution is defined exploiting the fact that an institution
is defined by a description. We say that a sub-organization or a role are defined by a
description which is part of the description defining the institution they belong to. This
explains also why the relations associating roles to institutions are asymmetric and why
roles are part of the institution and not only involved in a relation with the institution.
In the ontology we define the following predicates used in the definitions below:
– The predicates social concept CN and description DS are borrowed from [15].
Non agentive social object (N ASO), agent (AG), affiliate (AF F ), representative
(REP ) and social individual (SI) are inspired by [6].
– The part-of relation P is extended to hold between descriptions: a description d
of a concept c can use U S other concepts, but it can also include the definition of
another concept. We assume P is a transitive property and that a part (pre)exists
independently of the whole:
P (a, b) ⊃ ∃t(P RE(a, t) ∧ ¬P RE(b, t))
– The relation defined-by of [15] relates concepts and descriptions DF (c, d): the
concept c (CN (c)) is defined by the description d (DS(d)). The defined-by relation
is used also to define the relation MDF which identifies a minimal description of
a concept c: a description which cannot be reduced without being unable to define
the concept.
MDF(c, d) ≡df DF (c, d) ∧ ¬∃d P (d , d) ∧ DF (c, d )
Note that to have non-minimal descriptions we have to change Axiom A8 of [15]
(and thus theorem T2), so that only minimal descriptions are unique:
(A8’) (MDF(x, y) ∧ MDF(x, z)) ⊃ y = z
The first requirement of our foundational ontology is that organizations are institutions which have a structure. We do not introduce here a primitive part-of relation
between organizations and suborganizations, nor we can use P since we need different
properties, like the fact that the parts do not exist without the whole. Thus we introduce
a new predicate IP. An organization c is institutionally part-of (IP) another organization c if it is defined inside the minimal description defining the other one. Note that we
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need a minimal description, otherwise we could have a description d which is the union
of two (minimal) descriptions d and d defining two unrelated concepts. Requiring a
minimal description thus means that the definition of c is essential to define c .
IP(c, c ) ≡df ∃d, d MDF(c, d) ∧ MDF(c , d ) ∧ P (d, d )
Since the P relation between descriptions is transitive, also the IP relation is transitive: a role which is part of a sub-organization of an organization, it is also part of the
organization.
The following axiom states that if a sub-organization c is part of organization c then
the concept c is used in the definition of c.
(C1) IP(c, c ) ⊃ ∃d MDF(c, d) ∧ U S(c , d)
We can use the IP predicate to define our notion of definitional foundation DFD
for roles. Our definition is a revised version of the founded F D predicate of [15]. It
captures the idea that a role is not only a concept which is part of (IP) another concept,
but it requires the existence of an instance of such concept for each of its instances.
Definition 1 (Definitional foundation)
DFD(x) ≡df
∃y IP(x, y) ∧ ∀z, t (CF (z, x, t) ⊃ ∃z  (CF (z  , y, t)¬P (z, z  , t) ∧ ¬P (z  , z, t)))
We write also:
DFD(x, y) ≡df
IP(x, y) ∧ ∀z, t (CF (z, x, t) ⊃ ∃z  (CF (z  , y, t) ∧ ¬P (z, z  , t) ∧ ¬P (z  , z, t)))
The difference with respect to the F D predicate of [15] is that DF D requests that a
concept is used in a definition of x, but also that this definition is part of the definition
of another concept.
Which is the relation between the two definitions? The DFD property is stronger
than F D since we assume Axiom C1.
Theorem 1
From Axiom C1 and from the fact that MDF(x, d) ⊃ DF (x, d) we have:
DFD(x) ⊃
[∃y, d DF (x, d) ∧ U S(y, d)∧
∀z, t (CF (z, x, t) ⊃
∃z  (CF (z  , y, t) ∧ ¬P (z, z  , t) ∧ ¬P (z  , z, t)))] ⊃ F D(x)
We can introduce now our definition of institutions, organizations and roles. Extending [14] institutions (IN S) are social individuals (SI, thus defined by descriptions)
which act through their representatives (REP ); organizations (ORG) are institutions
which have affiliates, and thus may have sub-organizations and roles as their parts. Suborganizations (S-ORG) are organizations which are part of some organization and roles
are anti-rigid definitionally founded concepts, and there is no institution part of them.
Definition 2 (Institutions, organizations and roles)
INS(x) ≡df SI(x) ∧ ∃y AG(y) ∧ REP (y, x)
ORG(x) ≡df INS(x) ∧ ∃y AF F (y, x)
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S-ORG(x) ≡df ORG(x) ∧ ∃y IP(x, y)
RL(x) ≡df AR(x) ∧ DFD(x) ∧ ¬∃y IP(y, x)
where affiliation AF F is redefined in the following way since we do not have yet a
notion of institutionalization and validity as [14]:
(C2) AF F (x, y) ≡df
AG(x) ∧ ∃z(RL(z) ∧ CF (x, z) ∧ IP (z, y))
As a consequence of this definition an organization must have at least a role. Since
IP is transitive, it is possible that this role belongs to a sub-organization of the organization itself.
In the following example a simple organization composed by one institution with
one role is illustrated:
Example 1
c1 is an organization which is minimally defined by description d1 (see Figure 1). Description d1 includes also a subdescription d2 which is the minimal description of the
concept c2 , a role of c1 . c2 classifies an agent a1 .
DS(d1 ), DS(d2 ), SI(c1 ), RL(c2 ), AG(a1 )
MDF(c1 , d1 ), MDF(c2 , d2 )
P (d2 , d1 ), CF (a1 , c2 ), REP (a1 , c2 )
Thus, c2 is a part of c1 : IP(c2 , c1 ), and c1 is an organization ORG(c1 ), which is
represented by its affiliate a1 .
Note that with respect to [14] we do not define roles in terms of relations. As discussed
in Section 3, the limitation of their approach is that by defining roles based on relations,
the asymmetry due to the definitional dependence of roles is lost. In our approach,
instead, a relation like enrolment enr between the role Student and U niversity is
defined based on these two concepts: e.g.,
enr(x, y) ≡def P erson(x) ∧ U niversity(y) ∧ CF (x, Student)∧
IP (Student, U niversity)

5 Conclusions
In knowledge representation, and more specifically in the field of description logics, the
term ‘role’ is nowadays synonymous of an arbitrary binary relation used to characterize
the structure of a concept. The concept ‘person’, for instance, may have the role ‘likes’,
which represents the relationship between a person and what she likes best. But this is
not what is meant by social roles.
In multi-agent systems (MAS) roles are generally viewed as descriptions of agent’s
acting and interacting, where agents include also societies or organizations of agents.
The characterization of this kind of social roles (in the restricted sense) is founded on
theories of action and behavior (involving tasks, goals, plans, etc.) and deontic notions.
In [22] a role is viewed as an “abstract description of an entity’s expected function”
which is defined by four attributes: responsibilities (that determine the functionality
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of the role), permissions, activities, and protocols. Pacheco and Carmo [17] clearly
distinguish roles from agents (agents can act, and roles cannot). But these descriptions
do not tell much about what distinguish roles from objects or agents.
In object-oriented programming languages the focus has been on technical issues
(multiple and dynamic classification, multiple inheritance, objects changing their attributes and behaviors, etc.), rather than what are the roles’ distinguishing properties.
In this paper we propose a foundational ontology of organizations and roles which
extend Masolo et al. [15]’s proposal. Institutions are social concepts which exist because of descriptions defining them, which are collectively accepted, and act through
representatives. Organizations are institutions which have a structure in terms of subinstitutions. Sub-organizations are organizations which are parts of other organizations.
Finally, roles are components which do not have further organizational structure and
which can be played by agents.
This work can be seen as the ontological justification of other different approaches
in the area of multiagent systems and also in programming languages.
For example, [3,4] study organizations composed of sub-organizations and roles using the so called agent metaphor. The agent metaphor allows to describe social entities,
like normative systems, as they were agents, and thus attributing them mental attitudes
like beliefs and goals. Since an organization is described as an agent, then it can attribute mental attitudes to other social entities, thus creating them. In this way, it can
define sub-organizations and roles by describing them as agents, in a recursive way.
Moreover our ontology can be used to model organizations by means of standard object oriented representation languages, like UML. No new primitive in UML is needed,
but just a pattern can be used, where, first, classes which are definitionally dependent on
other classes are defined inside the class which they depend on; secondm each instance
of the dependent class is related to an instance of the class it depends on. This pattern
is used by Baldoni et al. [1] for extending object oriented programming languages like
Java.
Future work is introducing the notion of power among the components of organizations. The difficulty is that powers access the institutional properties of the other
components even if they are considered as private properties. Moreover, we do not distinguish descriptions from descriptions which are valid as [6] do.
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Abstract. In this paper we introduce organizations and roles in Shoham and Tennenholtz’ artificial social systems, using a normative system. We model how real
agents determine the behavior of organizations by playing roles in the organization, and how the organization controls the behavior of agents playing a role in it.
We consider the design of an organization in terms of roles and the assignment of
agents to roles, and the evolution of organizations. We do not present a complete
formalization of the computational problems, but we illustrate our approach by
examples.

1 Introduction
The basic idea of the artificial social systems approach of Shoham and Tennenholtz
[12, 13] is to add a mechanism, called a social law, that will minimize the need for both
centralized control and on-line resolution of conflicts. A social law is defined as a set of
restrictions on the agents’ activities which allow them enough freedom on the one hand,
but at the same time constrain them so that they will not interfere with each other. Several variants have been introduced to reason about the design and emergence of social
laws. Shoham and Tennenholtz use game theoretic approach and inherit the advantages
and drawbacks of game theory. On the one hand they work in a well understood framework, agent interactions can be defined precisely and computational problems can be
defined in a precise way, but on the other hand due to the used abstractions it is difficult
to differentiate agents and to simulate complex systems.
Several extensions have been proposed to this game-theoretic approach to artificial
social systems. Shoham and Tennenholtz [12] introduce off-line design of useful social laws for artificial agent societies, and Fitoussi and Tennenholtz [7] distinguish two
criteria to choose social laws called minimal and simple social laws. Shoham and Tennenholtz [13] study the emergence of rational social laws in repeated games instead of
their off-line design. Briggs and Cook [6] introduce so-called flexible social laws that
can be violated if an agent cannot obey the law [1]. Moreover, Tennenholtz [14] introduces stable social laws as a kind of qualitative equilibrium, in the sense that agents
can deviate from the law, but they do not want to do so when the other agents follow
it. This approach deals with bridging social laws with conflict resolution. Brafman and
Tennenholtz [5] study efficient learning equilibria in repeated games. Boella and van
der Torre [3] introduce enforceable social laws by extending artificial social systems
with a control system – called a normative system – that represents the (consequences
of) social laws.
O. Boissier et al. (Eds.): ANIREM and OOOP 2005, LNAI 3913, pp. 198–210, 2006.
c Springer-Verlag Berlin Heidelberg 2006
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There is a significant body of literature on the role of organizations in multi-agent
systems going back to the beginnings of the field in the late 70’s [9]. Despite the popularity of the game theoretic approach to artificial social systems as initiated by Shoham
and Tennenholtz, as far as we know organizational concepts have not yet been introduced in them. However, the use of organizations could be useful to explain the interaction of social laws and other social concepts such as roles and norms. Moreover,
organizations allow to describe the system at different levels of abstraction. Finally, the
introduction of organizational concepts leads to new interesting computational problems which can be defined and studied using the game-theoretic framework, such as an
organizational design problem (decompose the organization into a set of roles such that
the organizational goals are achieved if the roles’ goals are achieved), a role assignment
problem (assign real agents to roles such that goals of roles and thus goals of organization are achieved), etc. We are therefore interested in the following research questions
in this paper:
1. How can organizations and roles be defined in artificial social systems?
2. How do role playing agents determine the behavior of an organization?
3. How does the organization use real agents playing roles in organization to enforce
social laws (so-called defender agents)?
4. How can we define an organizational design problem in artificial social systems?
5. How can we define a role assignment problem in artificial social systems?
6. How can we model the evolution of organizations in artificial social systems?
To answer these questions, we use a model of artificial social systems and enforceable social laws developed in [3, 4] as an extension of Tennenholtz’ stable social laws.
The normative system is represented by a socially constructed agent. Roughly, a social
law is in force when it can be extended to a stable social law. Design of social laws can
be formalized as updating the utility function of the normative system. In this paper the
organization is modeled as the normative system, i.e., a a control system, and we extend
the model of artificial social systems with another class of socially constructed agents
called roles.
This extension with a normative system of the game-theoretic approach to artificial
social systems builds on work in normative multiagent systems. This work formalizes
norms as a kind of soft constraint, jut like other approaches, but it also considers what
happens when a norm is violated (and how this can be repaired), permissions and rights
and their relations to obligations, how norms change in time, the negotiation of new
norms, decision making in normative systems, the interaction among normative systems, norms as a coordination mechanism, etc. Moreover, as Searle [10] argues, a distinction can be made between two types of rules, a distinction which also holds for
formal rules like those composing normative systems:
“Some rules regulate antecedently existing forms of behaviour. For example,
the rules of polite table behaviour regulate eating, but eating exists independently of these rules. Some rules, on the other hand, do not merely regulate an
antecedently existing activity called playing chess; they, as it were, create the
possibility of or define that activity. The activity of playing chess is constituted
by action in accordance with these rules. The institutions of marriage, money,

1032

200

G. Boella and L. van der Torre

and promising are like the institutions of baseball and chess in that they are
systems of such constitutive rules or conventions” ([10], p. 131).
For Searle, institutional facts like marriage, money and private property emerge from
an independent ontology of “brute” physical facts through constitutive rules of the form
“such and such an X counts as Y in context C” where X is any object satisfying certain conditions and Y is a label that qualifies X as being something of an entirely new
sort. E.g., “X counts as a presiding official in a wedding ceremony”, “this bit of paper counts as a five euro bill” and “this piece of land counts as somebody’s private
property”.
In this paper we consider how the behavior of an organization is determined by the
behavior of role playing agents. We therefore consider how real agents enforce control
in artificial social systems. To be able to reason about roles when no agent has been
assigned to it yet, we distinguish between the possible behaviors of the role and the
possible behaviors of the real agent. In a fully specified organization, the behavior of
the organization is determined by the behavior of the roles, and the behavior of the role
is determined by the behavior of the real agents. We formalize how role playing agents
determine the behavior of a organization using the constitutive norms of the normative
systems. The relations between the behaviors is represented by a counts-as relation
among strategies, such that a strategy of a real agent can count as a strategy of a role,
and a strategy of a role can count as a strategy of the organization. These counts-as rules
are abstractions of constitutive norms defining the organization.
As an illustrating example of the kind of analysis which can be done in our extension of the game-theoretic approach to artificial social systems, consider some real
agents and an organization controlling their behavior. The behavior of the socially constructed organization is determined by the real agents in the system, for example by
a policeman. Moreover, the behavior of the policeman is also controlled by the normative system, so to get system stability, we may have an infinite set of agents each
controlling one another. So there is a police-policeman controlling the policeman, a
police-police-policeman controlling the police-policeman, etc. In reality there is no infinite set of agents. Instead it is assumed that at some point the agents are trusted, due to
the bounded reasoning of agents, or we have two policemen, each controlling the other
and thus breaking the infinite sequence. For example, assume that we have four agents
{a1 , a2 , p1 , p2 } and the usual kind of prisoner’s dilemma for {a1 , a2 }. Then we have
two policemen {p1 , p2 }, where p1 can punish a1 if he defects, and p2 can punish a2 if
he defects. Moreover, p1 can punish p2 if a2 defects but p2 does not punish him, and p2
can punish p1 if a1 defects but p1 does not punish him. Our game theory can be used to
analyze under which conditions this solution works.
The layout of this paper is as follows. In Section 2 we discuss artificial social systems
and stable social laws as introduced by Tennenholtz and colleagues, and we introduce
our extension with explicit normative system and enforceable social laws. In Section
3 we discuss how role playing agents determine the behavior of the organization, and
how the organization controls agents playing a role in it. In Section 4 we discuss the
(top-down) design of organizations, in Section 5 the assignment of roles, and in Section
6 we discuss the evolution of organizations in artificial social systems.
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2 Artificial Social Systems and Social Laws
Shoham and Tennenholtz [12] introduce social laws in a setting without utilities. They
define also rational social laws [13] as social laws that improve a social game variable. A game or multi-agent encounter is a set of agents with for each agent a set of
strategies and a utility function defined on each possible combination of strategies. We
extend artificial social systems with a control system, called a normative system, to
model enforceable social laws. Following Boella and Lesmo [2], the normative system
is represented by a socially constructed agent called the normative agent or agent 0.
In [3], the normative system is represented by the set of control strategies of agent 0,
but not by a utility function.
Definition 1. A normative game (or a normative multi-agent encounter) is a tuple
N, R, S, T, U1 , U2 , where N = {0, 1, 2} is a set of agents, R, S and T are the sets of
strategies available to agents 0, 1 and 2 respectively, and U1 : R × S × T → IR and
U2 : R × S × T → IR are real-valued utility functions for agents 1 and 2, respectively.
We use here as game variable the maximin value, following Tennenholtz [14]. This
represents safety level decisions, see Tennenholtz’ paper for a motivation.
Definition 2. Let R, S and T be the sets of strategies available to agent 0, 1 and
2, respectively, and let Ui be the utility function of agent i. Define U1 (R, s, T ) =
minr∈R,t∈T U1 (r, s, t) for s ∈ S, and U2 (R, S, t) = minr∈S,s∈S U2 (r, s, t) for t ∈ T .
The maximin value for agent 1 (respectively 2) is defined by maxs∈S U1 (R, s, T ) (respectively maxt∈T U2 (R, S, t)). A strategy of agent i leading to the corresponding maximin value is called a maximin strategy for agent i.
A social law is useful with respect to an efficiency parameter q if each agent can choose
a strategy that guarantees it a payoff of at least q.
Definition 3. Given a normative game g = N, R, S, T, U1 , U2  and an efficiency parameter q, we define a social law to be a restriction of S to S ⊆ S, and of T ⊆ T . The
social law is useful if the following holds: there exists s ∈ S such that U1 (R, s, T ) ≥ q,
and there exists t ∈ T such that U2 (R, S, t) ≥ q.
A social law is quasi-stable if an agent does not profit from violating the law, as long as
the other agent conforms to the social law (i.e., selects strategies allowed by the law).
Definition 4. Given a normative game g = N, R, S, T, U1 , U2 , and an efficiency
parameter q, a quasi-stable social law is a useful social law (with respect to q) which
restricts S to S and T to T , and satisfies the following: there is no s ∈ S \ S which
satisfies U1 (R, s , T ) > maxs∈S U1 (R, s, T ), and there is no t ∈ T \ T which satisfies
U2 (R, S, t ) > maxt∈T U2 (R, S, t).
When the set of strategies R of agent 0 is a singleton, then our definitions reduce to those
of Tennenholtz [14]. With the extension of agent 0 representing the control system we
define enforceable social laws as quasi-stable social laws in normative games where the
strategies of agent 0 may have been restricted [3].
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Definition 5. Given a normative game g = N, R, S, T, U1 , U2 , and an efficiency
parameter e, a social law (i.e., a restriction of S to S ⊆ S, and of T ⊆ T ) is enforceable
if there is a restriction of R to R ⊆ R such that S, T is quasi-stable in the normative
game g = N, R, S, T, U1 , U2 .
In [4] we extend normative games with a utility function of agent 0, to represent the enforced norms. Since agent 0 is a socially constructed agent, in the sense of Searle [11],
its utility function can be updated. In particular, the enforcement of a social law by
R ⊆ R is represented by giving R strategies a high utility, and R \ R strategies a low
utility. Moreover, we vary the utility of agent 0 depending on the strategies played by the
other agents, and by considering incremental updates of the utility function to represent
the evolution of artificial social systems. Formally, we extend a normative game with a
utility function U0 : R × S × T ⇒ IR, we define U0 (r, S, T ) = mins∈S,t∈T U0 (r, s, t)
for r ∈ R, and we define useful and quasi-stable social laws in the obvious way. Enforced social laws are defined as follows.
Definition 6. Given a normative game g = N, R, S, T, U0 , U1 , U2 , and an efficiency
parameter e, a social law (i.e., a restriction of S to S ⊆ S, and of T ⊆ T ) is enforced
if there is a unique restriction of R to R ⊆ R such that R, S, T is quasi-stable.
The game in Table 1 illustrates that the computational problem to find quasi-stable laws
corresponds in extended normative games to the identification of enforced social laws.
The table should be read as follows. Strategies are represented by literals, i.e., atomic
propositions or their negations. Each table represents the sub-game given a strategy of
agent 0, represented by ¬n and n, respectively. Agent 1 is playing columns and agent 2
is playing rows. The values in the tables represent the utilities of agent 0 (in italics), 1
and 2.
Table 1. What is the enforced social law?
¬p
¬n p
q 3,3,3 0,4,1
¬q 0,1,4 1,2,2

n
p
¬p
q 3,3,3 1,2,1
¬q 1,1,2 0,2,2

Agent 0 can play strategy ¬n or n, agent 1 can play strategy p or ¬p, agent 2 can
play strategy q or ¬q. When the normative system plays ¬n, the sub-game of agent 1
and 2 is a classical prisoner’s dilemma. Intuitively, the strategy ¬n corresponds to the
state before the social law is introduced, and n corresponds to the introduction of a
control system that sanctions an agent for deviating from p, q. For example, the utility
of agent 1 in ¬p, q, n (2) is lower than its utility in ¬p, q, ¬n (4) due to this sanction.
When the normative system plays n, the agents are always worse off compared to
the normative agent playing ¬n, all else being equal. Nevertheless, due to the dynamics
of the game, the overall outcome is better for both agents. For example, in the subgame defined by strategy ¬n, the only Nash equilibrium is 2, 2. Now suppose we set the
efficiency parameter to 3, which means that all agents will be better off. If the normative
system plays n, then the sub-game has a Nash equilibrium which is the (Pareto optimal)
3, 3. This explains why the agents accept the possibility to be sanctioned.
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3 Role Playing Agents Enforcing Social Laws
The behavior of the organization is determined by real agents. We formalize this intuition in our game theoretic setting such that in a fully specified organization, the organization can play only one strategy. Likewise, if a role is assigned to an agent, then the role
can play only the unique strategy determined by the agent playing the role. However, if
the organization has not been fully specified yet, or the role has not yet been assigned
to agents, then the behavior of the socially constructed agents is not deterministic.
3.1 Organized Games
To define that role playing agents determine the behavior of an organization, we assume
that there is a set of counts as conditionals defined on strategies of agents, which decrease the set of strategies socially constructed agents can play. At first sight, it may
seem strange that we relate the behaviors of agents with counts-as conditionals. Normally, at a much more detailed level of analysis, counts-as conditionals are used to say
that a piece of paper counts as money, or that going through a particular kind of ceremony counts as marrying two people. In general, counts-as conditionals are used to
create institutional acts, such as money, marriage, property, liability, etc. However, at
our level of abstraction, this implies that the behavior of the organization is defined by
counts-as conditionals. We do not claim that our notion of counts-as conditionals covers
all possible notions of counts-as conditionals, but it is sufficient for our purposes.
The basic idea of an organizational structure with counts-as conditionals is as follows. First, an organizational structure is a relation Org ⊆ 2N × N that relates a set
of agents to an agent, such that (A, i) ∈ Org means that set of agents A directly determines the behavior of agent i. The relation {(a, b) | ∃(A, b) ∈ Org, a ∈ A} reflects
a hierarchy on agents and is therefore anti-reflexive, anti-symmetric and anti-transitive.
Moreover, for each (A, i) ∈ Org, a counts-as conditional from a set of agents A to
agent i is a function from the set of strategies played by the agents A to a function on
the strategies of agent i: counts-as : ×k∈A Sk → (Si → Si ). Applying the countsas conditional to a game results in a new game, defined by Uj (s1 , . . . , si , . . . , sn ) =
Uj (s1 , . . . , counts-as(sA )(si ), . . . , sn ). Applying all counts-as conditionals is formalized by applying all these rules from the bottom of the organizational structure to the
top. The counts-as conditionals have to satisfy the following properties, which intuitively represents that the agents can no longer distinguish between the strategies within
an equivalence class of agent i.
1. The strategies of the agents A determine an equivalence relation on the set of strategies of agent i. For all (A, i) ∈ Org with associated counts-as, and for any set of
strategies S1 and S2 of the agents A, the reflexive, symmetric and transitive closures on counts-as(S1 ) and on counts-as(S2 ) are the same equivalence relation. If
A determines the behavior of agent i, then it is a universal relation.
2. For each equivalence class, all strategies of the equivalence class are mapped onto
the same strategy. For all (A, i) ∈ Org with associated counts-as, and all set of
strategies S of the agents A, if (s1 , s2 ), (s2 , s3 ) ∈ counts-as(S), then s2 = s3 .
3. If there are two sets of agents that together determine the behavior of agent i, then
the order of applying the counts-as rules to a game is irrelevant (to simplify the
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procedure). For all (A, i), (B, i) ∈ Org with associated counts-as1 and counts-as2 ,
we have counts-as1 (SA ) ◦ counts-as(SB ) = counts-as1 (SB ) ◦ counts-as(SA ).
Definition 7. An organized game (or an organizational multi-agent encounter) is a tuple N, S0 , . . . , U0 , . . . , Org, counts-as, where N = {0, 1, 2, . . .} is a set of n agents,
Si is the set of strategies available to agent i, and Ui : S0 × ×Sn−1 → IR is the utility
function for agent i, and Org and counts-as are as defined above.
An organized game can be reduced to a normal game using the procedure described
above. Thus, from the bottom of the organizational structure to the top, we apply the
counts-as rules. We call the bottom of the organizational structure the real agents, and all
the other agents socially constructed agents. Moreover, if the top of the organizational
structure is unique, then we refer to it as the organization. If there are more socially
constructed agents in between the real agents and the organization, then we call the
socially constructed agents just above the real agents the roles, and the other socially
constructed agents we call functional areas.
3.2 Illustration of Organized Games
We illustrate the counts-as conditionals first by extending the running example with
a defender or police agent enforcing the control system. Assume a police agent 3
playing either the strategy to work w or not to work ¬w. We assume he is lazy and
gives utility 10 to not working and utility 0 to working. The organizational structure
is such that the behavior of the policeman determines the behavior of the organization,
Org(3, 0). There are no roles or functional areas. Moreover, assume that the associated counts-as conditional is that w counts as n, and ¬w counts as ¬n. Thus, we have
counts-as(w)(x) = n and counts-as(¬w)(x) = ¬n for x ∈ {n, ¬n}.
If we reduce the game using the counts-as rules, the game in Table 2 results. The
cells of the table have been extended with the utility of agent 3. The left table contains
the utilities when agent 3 does not work and the right table represents the utilities when
agent 3 does work. Since the utilities of agent 0 for all its strategies have become the
same due to the counts-as rules, we only represent one of its strategies.
Table 2. p, q is not an enforced social law
p
¬p
¬w
q 3,3,3,10 0,4,1,10
¬q 0,1,4,10 1,2,2,10

w
p
¬p
q 3,3,3,0 1,2,1,0
¬q 1,1,2,0 0,2,2,0

In this game the norm will not be enforced, because the policeman is lazy and will
play ¬w whatever the other agents play. From a role assignment perspective, assigning
agent 3 to enforce the social law of the organization was not a smart choice. Moreover,
the example illustrates that the organization should also contain mechanisms to motivate
the agents playing a role in it. There two issues are discusses in further sections.
We now illustrate how the mechanism used to define the behavior of the organization can be used to define the behavior of roles and role playing agents. We assume
that there is an additional socially constructed agent for the police role, as an abstraction from the real agent playing the police role. Assume that there is a role 4 which
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can play strategy police in role r and no police in role ¬r respectively. We define this
socially constructed role by giving utility 10 to r and utility 0 to ¬r. The organizational structure is such that the behavior of the police role determines the behavior of
the organization, Org(4, 0), and we no longer assume Org(3, 0). Moreover, assume
that the associated counts-as conditional is that r counts as n, and ¬r counts as ¬n.
Thus, we have counts-as(r)(x) = n and counts-as(¬r)(x) = ¬n for x ∈ {n, ¬n}.
If we reduce the game using the counts-as rules, the game in Table 3 results. This
figure can be read as follows. The cells of the table have been extended with the utility
of role 4 (in italics, since it is a socially constructed agent). The left table contains the
utilities when role 4 is not being played and the right table represents the utilities when
agent 4 is being played. Agent 3 does not influence the game so we have not represented
its utilities. In the case of an ideal police role, p, q is an enforced social law.
Table 3. p, q is an enforced social law (enforced by r)
¬r
p
¬p
q 3,3,3,?,0 0,4,1,?,0
¬q 0,1,4,?,0 1,2,2,?,0

r
p
¬p
q 3,3,3,?,10 1,2,1,?,10
¬q 1,1,2,?,10 0,2,2,?,10

Moreover, assume that agent 3 is assigned to the role 4. The organizational structure
is such that the behavior of the police role determines the behavior of the organization
as before, Org(4, 0), and now we also have that the behavior of the police agent determines the behavior of the police role, Org(3, 4). Moreover, assume that the associated
counts-as conditional is that as before r counts as n, and ¬r counts as ¬n, but now also
w counts as r, and ¬w counts as ¬r. Thus, we have as before counts-as(r)(x) = n
and counts-as(¬r)(x) = n for x ∈ {n, ¬n}, and now also counts-as(w)(x) = r and
counts-as(¬w)(x) = ¬r for x ∈ {n, ¬n}. If we reduce the game using the counts-as
rules, the game in Table 4 results.
Table 4. p, q is not an enforced social law
p
¬p
¬w
q 3,3,3,10,0 0,4,1,10,0
¬q 0,1,4,10,0 1,2,2,10,0

w
p
¬p
q 3,3,3,0,10 1,2,1,0,10
¬q 1,1,2,0,10 0,2,2,0,10

This figure can be read as follows. The cells of the table have been extended with the
utility of role 4. The left table contains the utilities when role 4 does not being played
and the right table represents the utilities when agent 4 is being played. As before in
Table 2, with a lazy policeman, p, q is not an enforced social law.

4 Organizational Design Problem
We now consider the construction of socially constructed agents. The design problem
consists of various sub-problems: we have to design the utility function of the organization (or normative system), the socially constructed agents such as functional areas
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and roles with their utility functions, and the organizational structure with the counts-as
norms. While doing this, we have to ensure that the organizational goals are achieved.
In the previous examples, for example, when we assigned the ideal police role the social law was enforced, but when we assigned a lazy police agent to the police role, the
social law was no longer enforced. Likewise, if we would assign another role such as a
secretary, probably the social social law would not be enforced either.
We now consider the example in the introduction, where, to get system stability,
we may have an infinite set of agents each controlling one another. So there may be a
police-policeman controlling the policeman, a police-police-policeman controlling the
police-policeman, etc. In real life there is no infinite set of agents, for example because
at each step of recursion control become easier (it is easier to check a policeman or
a judge than a mafia boss), sanctions are easier to apply (just remove earning), and
the controller is more motivated to stick to the rules since its power depends on the
reputation of the institution he works in (no fun to be a policeman of a corrupted police:
no one listen to you). Here we consider the possibility that police agents control each
other.
So we consider an organization, agent 0, with four real agents, 1, 2, 3, 4. For simplicity we do not consider roles or functional areas. Agent 1 and 2 play the same prisoner’s
dilemma as before. The behavior of the socially constructed organization is determined
by policemen 3 and 4. Agent 3 can play w1 or ¬w1 , and agent 4 can play w2 or ¬w2 .
Moreover, the behavior of the policeman is also controlled by the normative system, in
the sense that the two policemen are controlling each other. Consider the utility functions in Table 5, where we assume that the behavior of the organization is deterministic
(i.e., determined by the two policemen).
Table 5. p, q is an enforced social law
w1 , w2
p
¬p
p
¬p
¬w1 , ¬w2
q
3,3,3,5,5 0,4,1,5,5
q
3,3,3,3,3 1,2,1,3,3
0,1,4,5,5 1,2,2,5,5
¬q
¬q 1,1,2,3,3 0,2,2,3,3
w1
¬w1
w2 ?,?,?,3,3 ?,?,?,0,10
¬w2 ?,?,?,10,0 ?,?,?,5,5

This table should be read as follows. The first two tables are the same as before,
besides the fact that they do not depend on w but on w1 and w2 , that is, whether both
the agent 3 and agent 4 work. Both agents prefer not to work over working; we did
not represent the case in which only one of them works in these tables. The third table
details the utilities of the two policemen. When one of them works but the other does
not, then the working agent gets a high utility and the one not working a low one.
This represents that the one not working is sanctioned by the other one. To keep things
simple, the utilities of the policemen do not depend on the strategies of the two other
agents.
If we consider only the last table, then we see that this is again a prisoner’s dilemma.
The two policemen would prefer not to work, but the only stable outcome is that they
work. The reason is that if they do not work, they may be punished by the other police
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agent. This is independent of the strategies of the other agents. Consequently, we have
w1 and w2 , and therefore the prisoner’s dilemma for the first two agents is evaded too.
Summarizing, p, q is again an enforceable social law.
It is instructing to consider the case in which agent 1 and 2 play ¬p and ¬q, but
agent 3 and 4 do not punish them, and they do not punish each other. Before our formal analysis, intuition might tell us that this should also be an equilibrium. However,
it is not the case, because agent 3 and agent 4 cannot cooperate. Remarkably, the prisoner’s dilemma for agent 3 and 4 has led to this solution, which shows that although the
prisoner’s dilemma may indicate a social problem in general, in some particular cases
like the one under consideration, the prisoner’s dilemma may be used to solve a social
problem.
One may object to our analysis that agent 1 and 2 have increased their utilities by
introducing a social law, so why don’t agent 3 and 4 also create a social law to increase their utilities? The answer is, of course, that an artificial social system must be
designed such that defender agents like our policemen cannot change the normative
system. Agent 1 and 2 would suffer from such a new social law, and they should have
the power to block it.
We have a huge freedom in designing organizations in this framework, and it is
therefore at this point not clear how to define the organizational design problem as a
computational problem. We leave this for further research.

5 Role Assignment Problem
The role assignment problem is to find a set of real agents such that the real agents
determine the behavior of the roles, and enforce the social law. In other words, in the
role assignment function a game is given, and we are looking for an organizational
structure with counts-as conditionals.
At this moment, it may be useful to take a further look into our roles: what are they
precisely? When there is no agent playing the role, then the role describes the ideal
behavior of a role playing agent. If there is an agent playing the role, then the role
describes the actual role playing agent.
From this interpretation follows that there can be only one agent playing a particular
role. If there are for example two policemen, as in our running example, then we have
to introduce two roles. This illustrates that roles in our setting are what is sometimes
called a role instance.

6 Evolution of Organizations
We may further extend the example by introducing another role and another agent who
has the power to change the normative system. This is well known from political science, in particular from the separation of powers in the Trias Politica.
The social law design problem in this setting is, given a normative game, to define a
new utility function for the normative system [4]. The principle that we like to maintain
as much as possible from the existing social laws can be represented by the use of
the principle of minimal change. Table 6 represents the evolution of an artificial social
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Table 6. Iterated design
p2 ¬p1 , ¬p2
¬n1 , ¬n2 p1
q1
0,3,3 0,4,1
0,6,0
0,1,4 0,2,2
0,0,0
q2
0,0,0
¬q1 , ¬q2 0,0,6 0,0,0
n2
q1
q2
¬q1 , ¬q2

n1
p1 p2
¬p1 , ¬p2
q1
1,3,3
1,4,1 1,0,0
1,1,4
1,2,2 1,0,0
q2
1,0,0
¬q1 , ¬q2 1,0,0 1,0,0
p1
p2 ¬p1 , ¬p2
3,3,3 3,1,1
3,0,0
3,1,1 3,0,0
3,0,0
3,0,0 3,0,0
3,0,0

system by an incremental increase of the utility of agent 0 to the efficiency parameter
of the new social law.
The first table represents that the normative system does not impose a control system,
the second table represents that there is a sanction for playing ¬p1 , ¬p2 or ¬q1 , ¬q2 , and
the third table represents that there is an additional sanction for playing something else
than p1 and q1 . The first social law is S = {p1 , p2 }, T = {q1 , q2 } based on control
system R = {n1 , n2 }, and the second social law is S = {p1 }, T = {q1 } based on
control system R = {n2 }.

7 Related Research
There is a lot of related research in organizational science, in multiagent systems, in
normative multiagent systems, and in game theory. For example, evolutionary game
theory can be used as an inspiration to make the ideas in this paper more precise. However, as ar as we know, these game theories have not been reduced to artificial social
systems setting we have considered in this paper.
There are also many systems where the issues discussed in this paper can be used
to study the interaction among agents. For example, it can be used in the development
of electronic institutions where self-interest agents (from different organizations) form
virtual organizations (coalitions) to solve a users problem [8].

8 Concluding Remarks
Enforceable social laws are a bridge between two important theories of social systems.
On the one hand artificial social systems based on social laws, and on the other hand normative multiagent systems based on norms and deontic logic. In this paper we illustrate
how organizations and roles, which were already defined in normative multiagent systems, can be defined in artificial social systems. Moreover, we illustrated how the game
theory used in artificial social systems can be used to analyze the interaction among
role playing agents in an organization. The use of organizations could be useful to explain the interaction of social laws and other social concepts such as roles and norms.
Moreover, organizations allow to describe the system at different levels of abstraction.
Finally, the introduction of organizational concepts leads to new interesting computational problems which can be defined and studied using the game-theoretic framework,
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such as an organizational design problem (decompose the organization into a set of
roles such that the organizational goals are achieved if the roles’ goals are achieved), a
role assignment problem (assign real agents to roles such that goals of roles and thus
goals of organization are achieved), etc.
Organizations, functional ares and roles are defined as agents in artificial social systems. The advantage is that we do not extend the ontology of the games we play, and
we can use the same game theory as used in other artificial social systems. Role playing
agents determine the behavior of an organization using counts-as rules, which transform
a game into another game. The resulting game is again a standard game which can be
used to determine quasi-stable and enforceable social laws. An organized game with
organizational hierarchy and counts-as conditionals can be used to define new computational problems. The organization uses real agents playing a role in the organization
by controlling their behavior too. We can define the control of such defender agents by
using the game dynamics. In particular we have illustrated that we can use a prisoner’s
dilemma to ensure that agents do not cooperate to evade the control of the normative
system.
Two kinds of organizational design problems are given. The first organizational design problem is given a game including the roles, find counts-as rules to associate roles
to the organization such that its behavior is determined by the roles, and there is stable social law such that organizational goals are achieved. The second organizational
problem is to create roles (with appropriate utilities) such that the first problem can be
solved. The role assignment problem can simply be defined as associating the roles with
the agents, such that the agents determine the behavior of the roles, and the organization
goals are achieved. The evolution of organizations can be modeled by updating the utilities of the organization. Here additional principles can be accepted, such as minimal
change criteria.
In future work, we intend to further formalize the various notions introduced in this
paper, study the complexity of the decision problems, and test the model on some examples. We are also interested in further extensions of our model, for example for other
organizational structures, or systems in which all powers of the Trias Politica are formalized.
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Abstract. In this paper we are interested in argument based reasoning for access
control, for example in the context of agents negotiating access to resources or
web services in virtual organizations. We use a logical framework which contains
agents with objectives concerning access to a resource or provision of a service,
including security objectives. The access control mechanism is described by a
set of policy rules, that specify that access to a resource or service requires a
specific set of credentials. Our contribution is a formalization of the reasoning
about access control using a planning theory formalized in Dung’s abstract argumentation framework. We build on Amgoud’s argumentation framework for plan
arguments, which is based on an adaptation of Dung’s notion of defence. Our formal argumentation framework allows arguments about the backward derivation
of plans from objectives and policy rules (abduction), as well as arguments about
the forward derivation of goals from general objectives. We show that reasoning
about the feasibility of goals requires mixed goal-plan arguments, and we show
how to formalize the plan arguments in Dung’s framework without adapting the
notion of defence.

1 Introduction
Traditionally, access control mechanisms are centered around the certification of identities, as for example in the X.509 protocol. When managing access control becomes
more complex, and agents want to reason about access control, a declarative approach
to the specification and verification of access control policies becomes necessary [3].
Declarative policy rules state which signed credentials are needed for actions. Moreover, with the advent of web services and virtual organizations, access control becomes
not only based on the identity of a client, but on the credentials needed to access the service. Since the required credentials are not always known to the client, the process of accessing a resource becomes an interaction between client and server, discussing modalities until they reach an agreement. Thus, based on declarative policies, Koshutanski and
Massacci [7,8] developed interactive access control. A similar approach is advocated
by Bonatti and Samarati [4].
In interactive access control approaches, a so called trust management system is introduced, which contains a logical reasoning engine to make it easier to reason about
the details of an access request, and about the context in which access requests are
evaluated. The application that makes the access request does not have to guess beforehand which credentials may be needed. Credentials are provided by the applicant and
verified, using deduction. If the credentials are insufficient to satisfy the access control
S. Bandini and S. Manzoni (Eds.): AI*IA 2005, LNAI 3673, pp. 86–97, 2005.
c Springer-Verlag Berlin Heidelberg 2005
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policy, abduction is used to work out which (minimal) set of credentials is missing.
The server will then request the applicant to provide these missing credentials. This
process is repeated until the access is granted or the applicant runs out of credentials.
This explains the term interactive access control.
We are interested in the case in which parties negotiate to find an agreement about
which policy to apply, because there may be more than one way to achieve a security
objective. Parties use arguments to support their case until one wins the dispute. Moreover, during this negotiation process, further security objectives can arise. For example,
once an agent has gained access to a resource, requests for another resource may have
to be denied, to avoid potential conflicts of interest.
To model this situation we suggest the following conceptualization. The search for
credentials can be modeled as a planning process, where presentation of the credentials
corresponds to actions. A declarative access control policy corresponds to a skeleton
plan. It consists of the combinations of credentials that are required to achieve some
overall security objective. Thus different alternative combinations of credentials may
exist to achieve the same objective. The set of objectives need not remain stable; as
the environment changes, or as the underlying security preferences change, new objectives may be triggered. Thus we distinguish between two processes: plan generation,
the derivation of combinations of credentials that will achieve those objectives, and
goal generation, the derivation of security objectives on the basis of the state variables
and basic security principles. This conceptualization is based on an analogy with nonclassical planning, where goals are derived on the basis of more basic desires and beliefs
about the current situation [15].
A formal framework for negotiation about access control needs (i) a formal representation of the content, in this case arguments about access control, and (ii) a formal
representation of the possible moves (request, grant, challenge, defend, etc.) and a interaction protocol to specify what sequences of moves are well formed. In this paper
we address only the former of these two issues: the the formalization of arguments
about interactive and declarative access control situations. This breaks down into two
sub-questions:
1. Which kind of arguments can be distinguished in interactive access control?
2. What is a logical framework for arguments about interactive access control?
We define arguments as trees that represent a line of reasoning. To distinguish the arguments in this theory, we distinguish goal and plan arguments for two relevant kinds
of reasoning. Goal generation needs forward reasoning from the current state of affairs
to preferable objectives (deduction). In case several sets of mutually compatible objectives are derived, so called options, a selection has to be made on the basis of some
priority principle. Plan generation on the other hand, needs backward or “means-ends”
reasoning from objectives to required and missing credentials (abduction). Moreover,
we define mixed goal-plan arguments for the interaction between goal and plan generation. Goal generation and the subsequent process of selecting objectives partly depend
on plan generation, because potential goals are required to be feasible. A goal or objective is called feasible when some policy exists that is likely to achieve it. In the context
of agent planning Rao and Georgeff [11] call an agent that only generates feasible goals
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strongly realistic. It is waste of resources to consider infeasible goals. The feasibility
restriction requires that plan generation can somehow constrain goal generation.
For the logical framework we apply techniques from formal argumentation theory,
which allow us to cope with both the interaction and the planning aspects of interactive
access control, and which also offers the advantages of non-monotonic reasoning. Formal argumentation theory originates from theories of dialogue and natural language, but
it has become popular in artificial intelligence as a formal framework for default reasoning. Dung’s [5] abstract framework characterizes many instances of non-monotonic
reasoning, such as Reiter’s default logic, autoepistemic logic, logic programming, and
circumscription, as instances of argumentation. Amgoud’s version of Dung’s argumentation framework allows reasoning about conflicting plans [1,2]. The central analogy is
the following. An objective that has several possible plans, i.e. policies or combinations
of credentials, can be modeled just like an argument which consists of a claim with the
supporting argumentations. The attack relation defined over the set of arguments can
serve as a criterium to deal with possible conflicts among policies, and to select a set
of compatible policies that achieves a set of objectives. However, Amgoud argues that
the framework must be adapted, because conflicts between plans are fundamentally different from the kinds of conflicts studied in non-monotonic reasoning, such as defaults.
This alteration is discussed in depth.
To illustrate the use of arguments for interactive access control, we present a running
example throughout this paper.
The paper is structured as follows. In Section 2 we introduce the running example
and explain formal arguments of policies and objectives. In Section 3 we show how
to reason about these arguments in an argumentation framework. Related work and
concluding remarks end the paper.

2 Arguments for Policies and Objectives
In interactive access control situations we consider the possibility that clients and servers
have their own preferences and principles concerning which credential to disclose or require. Hence, parties may be said to argue about the outcome of an access request. We
introduce a running example to illustrate this possibility. The following dialogue between a client A and a library clerk B could take place in a traditional library, but it
is easy to imagine a similar exchange – formalized – at some automated online article
repository. This example illustrates two aspects. First, different sets of credentials can
be used to access a service. In our example, a pass, credit and a signed order are applied in turn. Secondly, during the interaction process new objectives can pop up. In our
example the requirement to let successful applicants participate in a survey leads the
librarian to request the applicant to fill in a questionnaire.
A:
B:
A:
B:
A:

I would like to retrieve an article.
Yes, but you have to buy a subscription to the library
I am a University employee.
Please show me your pass.
< showing pass >
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B:
A:
B:
A:
B:
A:
B:
B:

89

You have to pay for the copy of the paper anyway.
Ok, I will use my credit.
Your credit has already depleted.
I will use a signed order from my boss, instead.
< checking order > Ok.
This is the article I would like to retrieve.
Here it is. Could you please fill out this questionnaire about the article?
Ok.

To formalize the example we need to introduce quite some notation. We need to
represent credentials and facts about the world. More importantly, we need policy rules
that indicate what credentials are needed to grant some access or service request. And
finally, we need rules that indicate how additional objectives can be derived. In the
logical language, we distinguish among credentials (C) and state variables (S).
Definition 1. Let C and S be two disjoint sets of credentials and state variables respectively. Let L be a propositional language built from C ∪ S. A literal l is an element of C or S, or its negation. A rule is an ordered nonempty finite list of literals:
l1 ∧ l2 ∧ . . . ∧ ln−1 → ln . We call l1 ∧ l2 ∧ . . . ∧ ln−1 the body of the rule, and ln
the head. If n = 1 the body is empty and we write ln . 
The closure of a set of rules
i=∞
R over a set of literals V , is defined by Cl(R, V ) = i=0 S i with S 0 = V and
i+1
i
i
= S ∪ {l | l1 ∧ ... ∧ ln → l ∈ R, {l1 ...ln } ⊆ S }.
S
A so called objective-policy description consists of a set of conditional objectives (O),
a set of policy rules (P ), and a set of integrity constraints (K), representing general
knowledge. A conditional objective l1 ∧ . . . ∧ ln−1 → ln in O means that ln is required
in the context l1 ∧ . . . ∧ ln−1 ; a policy rule means that ln is achieved if l1 ∧ . . . ∧ ln−1
is achieved, and an integrity constraint represents that ln is true when l1 ∧ . . . ∧ ln−1
are true. Since a credential needs no further policy rules, we require that the head of a
policy rule is not a credential. In general, an objective is something which should be true
but is not true yet, a policy rule explains how objectives can be achieved, and integrity
constraints contain all other relevant rules. These rules behave as production rules. For
explanatory reasons, we restrict the language here to conjunction and a syntactic form
of negation. The general idea is to use these rules to generate extensions. An extension
is a set of arguments or ‘policies’, depending on how you look at it, that are mutually
compatible. Ideally, an extension will contain policies to fulfill all objectives, while no
integrity constraints are violated. More elaborate logics exist in the literature on logic
programming. Some of those are mentioned in section 4.
Definition 2. Let C, S and L be as defined in Definition 1. An objective-policy description is a tuple O, P, K with O, P and K sets of rules from L, such that the heads
of rules in P are built from a variable in S.
We illustrate the three kinds of rules in an objective-policy description of our running
example.
Example 1 (Access Control). Suppose you want to get an electronic copy of an article from the digital library. To do so you have to be authorized to use the library and
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you have to comply with the digital rights. Authorization is only given after paying a
subscription to the library with your e-money, or after showing a university employee
pass. To comply with the digital rights you have to pay with your e-money or present a
signed order of your employer. Moreover, if you want to get an mp3 file, you also have
to pay with e-money. Since you have a limited budget, using your e-money in this way
prevents you from paying the rights for the paper. So these objectives conflict.
Granting access to an article is relevant only when there is a request by an applicant.
Once the applicant gets the paper, the system wants to collect a survey, and to do so the
applicant has to fill in and send a questionnaire. Moreover, if the system receives a
request for an mp3 file, it will let the applicant access it if it complies with the policy.
Once the applicant has access to the mp3 file, the system will want to improve its
bandwidth. This objective is achieved when the applicant decreases the downloading
speed or shares the file.
Let C = {es, sp, el, sr, em, ra, f, rm, ds, sm} and S = {a, al, cr, m, cs, ib }, where
a access article from digital library
al authorized to access library
ra request article
es subscribe to library with e-money cs collect survey
sp send university employee pass
f fill in questionnaire
cr comply with digital rights
rm request mp3 file
el pay library with e-money
ib improve bandwidth
sr signed order by employer
ds decrease download speed
m access mp3 file
sm share downloaded mp3 file
em pay mp3 file with e-money
Consider the following objective-policy description:
O = {ra → a, a → cs, rm →m, m→ ib}
P = {al ∧ cr → a, sp → al, es→ al, sr → cr, el → cr, f → cs, em →m, sm → ib,
ds → ib}
K = {ra, rm, em → ¬es, em → ¬el}
The system has the objective to grant access to an article or mp3 file, when requested
(ra → a, rm → m). There are several ways to achieve both objectives, but if we add
em → ¬sr as a rule to K, there is no way to achieve both.
The applicant requests an article or an mp3 file. When the system sends an article,
it further requires to collect a survey, and when it sends an mp3 file it further requires to
improve the bandwidth. There are several ways in which the applicant can comply with
these objectives of the system. E.g., to participate in the survey, the applicant can fill in
a questionnaire and send it to the system, and to improve bandwidth the applicant can
reduce the downloading speed or share the file it just downloaded.
We now define our first kind of arguments about interactive access control, involving
the derivation of security objectives on the basis of the state variables and basic security
principles. We define arguments for a goal set. A goal set is an option that is selected
to be enforced, and which is derived from a set of related objectives, such that we can
find mutually compatible policies that can realize them. A goal argument is simply a
sequence (linear tree) that represents a derivation of a goal set. Using goal arguments,

1050

Argumentation for Access Control

91

we say that a conditional objective depends on another conditional objective, if the
former can only be applied on the basis of the latter.
There is one technical complication which has to do with the minimality of arguments, sometimes these are called minimal arguments. In our argumentation theory
where an argument involves the derivation of a set of formulas (goal set) from another
set of formulas (objectives), we can consider a minimality restriction on either the goal
set or on the variables that occur in the tree. We define our notion of minimality using
the intermediate notion of a candidate goal tree for potential goal sets, which contains
all conditional objectives which can be applied, based on application of earlier conditional objectives. Intuitively, a candidate goal argument is a goal argument, if its goal
set cannot be split into a set of goal sets.
Definition 3. Let O, P, K be an objective-policy description.
– A goal set G is a set of literals.
– A candidate goal argument for goal set G, written c(G), is a finite linear tree consisting of pairs of sets of literals with its unique leave (B, G) or any B, such that
for each node (B, H) there exists a conditional objective l1 ∧ . . . ∧ ln → l ∈ O
such that:
(a) B = {l1 , ..., ln } ⊆ Cl(K, U ), where U is the union of all literals occurring in
the ancestors of (B, H).
(b) if (B, H) is the root, then H = {l}, otherwise H = {l} ∪ H  when the unique
parent of (B, H) is (B  , H  ) for some B  .
– A goal argument for goal set G, written g(G), is a candidate goal argument c(G)
such that there is no set of goal sets {G1 , ..., Gn } with each Gi = G and G =
G1 ∪ ... ∪ Gn . A maximal goal set is a goal set which has a goal argument and
which is maximal with respect to set inclusion.
– We say that two goal arguments conflict if they contain nodes B1 , H1  and B2 , H2 
such that Cl(K ∪B1∪H1 ∪B2∪H2 , ∅) ⊥, where ⊥ stands for any contradiction.
The running example illustrates that a goal set is derived from a set of related objectives.
Example 2 (Continued). The goal sets are {a}, {a, cs}, {m} and {m, ib}. The set
{a, cs, m, ib} is not a proper goal set, because it can be split in {a, cs} and {m, ib}.
The latter two are the maximal goal sets. Here, a and cs are related, because the objective to collect a survey (cs) is conditional on granting access (a). Likewise, (m) and (ib)
are related, because the objective to improve bandwidth (ib) is conditional on access to
an mp3 file (m).
The following proposition illustrates that constructing a goal argument is analogous
to deductively applying inference rules in classical logic, together with the minimality
constraint. Note that this is a recursive definition, but since the goal set decreases and
its finiteness, the definition is well founded.
Proposition 1 (Goal Set with goal argument). We write H(R) for the set of heads of
rules in R. Given an objective-policy description O, P, K, a finite set of literals G is
a goal set with a goal argument iff there exists a subset O of O such that:
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a, {al, cr}
a, {al, cr}
a, {al, cr}
a, {al, cr}
 
 
 
 
m, {em}
al, {sp} cr, {sr} al, {sp} cr, {el} al, {es} cr, {el} al, {es} cr, {sr}
↑
em, ∅
↑
↑
↑
↑
↑
↑
↑
↑
sr, ∅
sp, ∅
el, ∅
sp, ∅
el, ∅
es, ∅
sr, ∅
es, ∅
t2
t3
t4
t5
t1

Fig. 1. The plan arguments for Example 1

– G = Cl(O ∪ K, ∅) ∩ H(O );
– Cl(O ∪ K, ∅) is consistent, i.e., does not contain l and ¬l;
– There is no set of goal sets with goal arguments {G1 , ..., Gn } with each Gi = G
and G = G1 ∪ ... ∪ Gn .
The second type of argument we consider are plan arguments constructed from policies, which serve as a way to represent and reason with policies and their motivating
objectives. Each node of the tree represents a pair of a literals and a set of literals. Note
that this is distinct rom the nodes in a goal arguments, where nodes are pairs of sets of
literals. These nodes are interpreted as atomic plans to be executed for having access,
are defined as tuples h, H analogous to a claim for h with support H [1,5]. The leaves
of the tree are credentials.
Definition 4. A plan argument for O, P, K for a goal in a goal set g ∈ G, written
t(g), is a finite tree whose nodes are pairs of a literal and a set of literals, either h, ∅ for
any h ∈ C, called a credential; or h, {l1 , ..., ln } for any rule l1 ∧...∧ln → h ∈ P ∪K,
such that
– g, H is the root of the tree, for some H;
– h, {l1 , . . . , ln } has exactly n children l1 , H1 , . . . , ln , Hn ;
– The leaves of the tree are credentials.
We say that two plan arguments conflict if they contain nodes h1 , H1  and h2 , H2 
such that Cl(K ∪ H1 ∪ H2 , {h1 , h2 }) ⊥.
The plan arguments generated by Example 1 are shown in Figure 1. We visualize
plan arguments with arrows directed from the leaves to the root.
Example 3 (Continued). There are five plan arguments, four for the objective a, and
one for the objective m. We call the plan arguments for a t1 , t2 , t3 and t4 , based on
respectively {sp, sr}, {sp, el}, {es, el} and {es, sr}. The plan argument for m is called
t5 , and is based on {em}.
The third type of argument we consider is called goal-plan argument and combines a
goal argument with plan arguments for each of the goals in the goal set. Because a goal
argument is a linear tree, there is only one leaf, which contains the goal set. A goal set
represents a cluster of objectives that belong together. The policy generation process
produces plan arguments, i.e. combinations of policies, for each of the objectives in the
goal set.
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{ra}, {a}
{rm}, {m}
↓
↓
{a}, {cs, a}
{m}, {ib,m}
 
 
a, {al,cr} cs, {f} ib, {sm} m, {em}
 
↑
↑
↑
al, {sp} cr, {sr}
f, {}
sm, {} em, {}
↑
↑
sp, {} sr, {}
Fig. 2. Two goal-plan arguments

Definition 5. Given an objective-policy description O, P, K, a goal-plan argument
is a goal argument g(G), which is linked to a plan argument t(l) for each literal l ∈ G.
Figure 2 shows two goal-plan arguments for Example 1. The goal generation steps are
visualized with downward arrows.
In principle more complex arguments can be constructed, in which plan arguments
are connected again to goal arguments. Such complex arguments are more difficult to
handle, and therefore left for further research. We now turn to the argumentation theory
to deal with these kinds of arguments.

3 Argumentation Theory for Interactive Access Control
In this section we develop a formal argumentation theory for our arguments for interactive access control. We use Dung’s abstract framework, in which an argumentation
framework is defined as a set of arguments with a binary relation that represents which
arguments attack which other arguments [5]. In general, the attack relation is the parameter that covers domain dependent aspects of argumentation. In our case, the arguments are goal-plan arguments, and the attack relation has to be derived from conflicts
between arguments [1].
Definition 6. An argumentation framework is a tuple T, Attack such that T is a set
of arguments and Attack is a binary relation over T .
At this point, it may seem that we can simply define the attack relation among goalplan arguments by saying that argument 1 attacks argument 2 when argument 1 and
2 are conflicting. However, Amgoud [1] shows that such a symmetric attack relation
leads to counterintuitive results. In her theory of plan arguments the semantics of a plan
argument is a complete plan to achieve an objective. The aim is to achieve a maximum
of objectives. If a given objective o1 can be achieved with a plan p1 then if another plan
p2 for the same objective attacks a plan p3 of another objective o2 , we will accept p3 to
enable the agent to achieve its two objectives. In the running example in Figure 1, read
o1 = a, p1 = t4 , p2 = t1 , o2 = m, and p3 = t5 . Therefore, Amgoud proposes to alter
the definition of defend since there is a difference between conflicts among the usual
kinds of arguments, i.e., defaults or beliefs, and conflicts among plans.
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We consider a different notion of attack. The basic idea is as follows. We want
to achieve a maximal number of objectives, and consequently an extension contains a
maximal number of goal-plan arguments. However, considering different policies for
the same objective may burden the client with requests for unnecessary credentials,
which it could prefer not to disclose for privacy reasons. We therefore exclude the possibility that an extension contains two goal-plan arguments for the same objective. In a
sense, this is the opposite of Amgoud’s approach. Under her definition a basic extension, for example, may contain several plan arguments for the same objective.
There is one complication due to our introduction of goal arguments. With only plan
arguments, each argument is for a single goal literal. However, with goal arguments,
arguments can be for a goal set, and such sets may overlap. For example, consider three
goal-plan arguments for goal sets {p, q}, {q, r} and {r, p}. In that case we only want to
include two of the three goal-plan arguments in an extension. We deal with this issue
by two ideas. First we define an argument as a pair of a goal-plan argument and a literal
in the goal set of the goal-plan argument. Secondly, we say that an argument attacks
another argument when either there are complementary literals in the goal-plan trees,
or the objective literal of the latter occurs in the goal set of the former.
Our approach can be motivated as follows. We model the deliberation process of
an access control manager. During goal generation, alternative policies for an objective
are considered, to test the feasibility of the objective. Objectives may conflict, which
is why we use argumentation theory: to reason with multiple extensions. In our view,
an extension corresponds to a maximally consistent subset of objectives, along with
their policies. Thus an extension models a potential set of related objectives: an option.
Ultimately, an access control manager must select one option to be enforced. Therefore
it does not make sense to also consider alternative options within an extension. Keeping
alternative options open requires additional deliberation effort. Moreover, policies may
compete for resources and thus be incompatible.
The definitions of attack free, defend, preferred extension and basic extension are
taken from Dung’s framework.
Definition 7. An argumentation framework T, Attack for a objective-policy description O, P, K is an argumentation framework in which T contains all pairs t(G), l
such that t(G) is a goal-plan argument and l ∈ G. Let S ⊆ T and t, t1 , t2 ∈ T be (sets
of) such pairs.
– t1 (G1 ), l1  attacks t2 (G2 ), l2 , iff either
1. there exist two nodes p1 and p2 in the goal-plan arguments of t1 and t2 respectively, such that p1 and p2 conflict, or
2. t1 = t2 and l2 ∈ G1 : the literal of t2 occurs in t1 ’s goal-plan tree.
– S is attack free iff there are no t1 , t2 ∈ S such that t1 attacks t2 .
– S defends t iff for all t1 ∈ G such that t1 attacks t, there is an alternative t2 ∈ S
such that t2 attacks t1 .
– S is a preferred extension iff S is maximal w.r.t. set inclusion among the subsets of
G that are attack free and that defend all their elements.
– S is a basic extension iff it is a least fixpoint of function F (S) = {t|t defended by S}
Our running example shows that, unfortunately, the basic extension no longer contains
t1 and t5 .
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Example 4 (Continued). Under the new definition, the plan arguments t1 , t2 , t3 , t4 for
objective a attack each other. There are four preferred extensions: S1 = {t2 }, S2 =
{t3 }, S3 = {t4 }, S4 = {t1 , t5 }. The basic extension is ∅.
The reason that the basic extension no longer works as desired, is that multiple policies
for the same objective attack each other. In such cases the basic extension does not
contain any of these. This is a consequence of the fact that basic extensions are always
unique. There are various ways to repair this. One approach is to define a notion of
extension∗ which is constructive, like a basic extension, but which splits in case of
multiple policies for the same objective. The following definition adds all arguments
which are defended, and non-deterministically adds one argument that is only attacked
by alternative plans for the same objective.
Definition 8. Let C(S) = {t(o) ∈ T \S | ∀t (o ) ∈ T if t defend t then o = o } and
let F be as in Definition 7.
∗
– S is a basic
 extension iff it is a least fixpoint of the non-deterministic function
F (S),
if C(S) = ∅,
F  (S) =
F (S) ∪ {t}, t ∈ C(S) otherwise.

There is always at least one basic extension∗. In the running example, the basic extension∗
comes out as desired.
Example 5 (Continued). The unique basic extension∗ is {t1 , t5 }.

4 Related Research
Despite the analogy between arguments and plans, we know of few other researchers
apart from Amgoud, that have combined planning and argumentation theory.
There has been relevant research on the differences of deduction and abduction in
knowledge representation and reasoning. Often deduction is associated with prediction,
whereas abduction is associated with explanation [14]. A combination of deduction and
abduction has been applied to agent-architectures before [9,12]. In that case, deduction is used for reasoning with integrity constraints; abduction finds those actions or
subgoals, that are required to achieve some goal.
A combination of abduction and deduction can also be applied to agent interaction.
Hindriks et al. [6] use abduction to generate responses to queries, and Sadri et al. [13]
use it in the deliberation cycle for agents in a dialogue.
Our application of goal generation and planning to interactive access control owes
much to Koshutanski and Massacci [7,8]. They too apply both deduction and abduction. Deduction is used to verify that a set of credentials would satisfy a request for
access control, given a set of policy rules. Similar to planning, abduction is used to
find the missing credentials to satisfy some request r. Suppose CP is the set of current
credentials, expressed as literals, and PA is the set of policy rules, expressed as a logic
program. Now use abduction to find a minimal set of missing credentials CM , such that
both PA ∪ CP ∪ CM |= r and PA ∪ CP ∪ CM |= ⊥. If no such set exists, access is
denied. Otherwise the set CM is sent as a response to the client, after which the process
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is repeated. Our contribution to this line of work, apart from the application of argumentation theory, is that we allow derivation of additional objectives on the basis of
an earlier set of objectives. As the access control process becomes interactive and even
argumentative, handling such additional requirements becomes necessary.

5 Concluding Remarks
In this paper we address the formalization of interaction and argumentation about access
control and service provision. Interactive argumentation about access control requires
on the one hand a representation of the moves and the interaction protocol, and on the
other hand a representation of the content: a logical framework to express argumentations about access control. We develop a logical framework for access control in which
policies are described by sets of credentials, and two kinds of rules: conditional objectives that tell us when new objectives are created, and policy rules that tell us which
credentials are needed to achieve these objectives.
In this logical framework we define arguments for access control as complex trees
that relate credentials to objectives. Putting these arguments in Dung’s abstract argumentation framework, we can use the attack relation derived from conflicts between
basic policies and credentials, to derive extensions. The traditional ways of comparing
extensions, e.g. preferred extensions, can now be reapplied. An extension corresponds
to a set of related objectives along with the mutually compatible policies that realize
them. In this way, a trust management system that must choose between different possibly conflicting security objectives, can now do so using the standard techniques of
argumentation theory.
A subject of further research is a more detailed conflict resolution for policy conflicts. In selection of objectives, the application of a priority order is difficult. The easiest
solution is to define a local priority order over rules. However, single rules often have
undesired consequences. Rules should therefore be compared by their outcomes, using a utility value for example. Other research makes use of maximally consistent sets
of rules to represent a set of related objectives. This has some drawbacks, both practical and conceptual. The sets themselves become large, and their consistency becomes
difficult to check and maintain.
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Abstract. Social roles structure social institutions like organizations in MultiAgent Systems (MAS). In this paper we describe how to introduce the notion
of social role in programming languages. To avoid the commitment to a particular agent model, architecture or language, we decided to extend Java, the most
prominent object oriented programming language, by adding social roles. The
obtained language allows an easier implementation of MAS’s w.r.t. the Java language. We also show that many important properties of social roles, studied in
the MAS field, can be applied to objects. Two are the essential features of social
roles according to an analysis reported in the paper: social roles are defined by
other entities (called institutions), and when an agent plays a role it is endowed
with powers by the institution that defines it. We interpret these two features into
the object oriented paradigm as the fact that social roles are objects, which are
defined in and exist only inside other objects (corresponding to institutions), and
that, through a role, external objects playing the role can access to the object
(institution) the role belongs to.

1 Introduction
Social roles are central in MAS since they are the basis for coordinating agents by
means of organizations [1]. Roles are central also in object oriented modelling and programming (OO), where they are used to dynamically add behaviors to objects, to factorize features of objects like methods or access rights, and to separate the interactional
properties of objects from their core behavior, thus achieving a separation of concerns.
Although it would surely be useful to find a unified notion of role, in both agent
oriented (AO) and object oriented systems, the existence of many distinct notions of
role (as well as of agent) makes this task a difficult challenge. Starting from the analysis
of Boella and van der Torre [2], in this paper we describe how to introduce the notion of
social role in programming languages. Since it is difficult to choose among the different
agent systems and languages proposed by the MAS community, because each of them
has its own idiosyncrasies (many types of agents are used, from reactive to cognitive
ones; many architectures are used, from mobile to robotic ones; different definitions of
organizations with social roles are used, from groups [4] to set of rules [5]), we propose
an implementation that is set in the more traditional OO framework, whilst using the
analysis developed in MAS research. More specifically, the research question of this
paper is: How to extend Java by introducing the notion of social role? To answer this
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question we first analyze the relevant properties of social roles and, then, we map them
to programming constructs in the OO context.
The choice of the Java language is due to the fact that it is one of the prototypical OO
programming languages; moreover, MAS systems are often implemented in Java and
some agent programming languages are extensions of Java, e.g., see the Jade framework
[6]. In this way we can directly use roles offered by our extension of Java when building
MAS systems or extending agent programming languages.
Furthermore, we believe that to contribute to the success of the Autonomous Agents
and Multiagent Systems research, the theories and concepts developed in this area
should be applicable also to more traditional views. It is a challenge for the agent community to apply its concepts outside strictly agent based applications, and the object
oriented paradigm is central in Computer Science. As suggested also by Juan and Sterling [7], before AO can be widely used in industry, its attractive theoretical properties
must be first translated to simple, concrete constructs and mechanisms that are of similar granularity as objects.
The methodology that we use in this paper is to map the properties of social roles
to roles in objects. To provide a semantics for the new programming language, called
powerJava, we use a mapping to pure Java by means of a precompilation phase.
In Section 2 we discuss how social roles can fit the ontology of OO. In Section 3 we
provide our definition of social roles and in Section 4 we map it to the OO domain. In
Section 5 we introduce powerJava and in Section 7 we describe how it is translated
to Java. Conclusions end the paper.

2 Social roles among objects
Why should it be useful for the OO paradigm to introduce a notion of social role, as developed in MAS? Even if the utility of roles is widely recognized in OO for organizing
software programs, the diversity of conflicting approaches witnesses some difficulties,
as the survey of Steimann [8] shows.
The success of the OO paradigm in many disciplines (KR, SE, DB, programming
languages) is due also to the large conceptual modelling work behind it. The object orientation paradigm is inspired to the ontology used by humans to conceptualize material
reality, in particular the fact that objects are composed of other objects, that they can
be classified in classes, and that each class offers a different distinct behavior. These
features find straightforward counterparts in programming languages. In particular, the
abstraction and encapsulation principles, polymorphism, modularity and software reuse
can be realized by means of the notion of object with its methods, and of class hierarchy.
The likely reason why the object oriented paradigm cannot accommodate easily the
notion of role is that the notion of role does not belong to the fragment of ontology to
which object orientation refers.
In this paper we extend the domain of the reference ontology of OO to the domain
of social reality, which social roles belong to. The ontology of social reality represents
the conceptual model of the social life of humans. Researches in this domain mostly
stem from the agent oriented paradigm as a way to solve coordination problems among
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agents in multiagent systems. But it is also an area of interest of ontological research,
like in [9,10].
The notion of social role refers to the structure of social entities like institutions,
organizations, normative systems, or even groups. These social entities are organized in
roles [1,4,5]. Roles are usually considered as a means to distribute the responsibilities
necessary for the functioning of the institution or organization. Moreover, roles allow
the uncoupling of the features of the individuals from those of their roles. Finally, roles
are used to define common interaction patterns, and embed information and capabilities
needed to communication and coordination [11]. E.g., the roles of auctioneer and bidder
are defined in an auction, each with their possible moves.
We call our extension of Java powerJava, since the powers given by institutions
to roles are a key feature of roles in our model. An example is the role of director
of a department: a buying order, signed by the agent playing the role of director, is
considered as a commitment of the institution, that will pay for the delivered goods.

3 Properties of social roles
We consider as characteristic of roles two properties highlighted respectively in the
knowledge representation area [10] and in the multiagent system area [12].
Definitional dependence: The definition of the role must be given inside the definition
of the institution it belongs to. This property is related to the foundation property
of roles [13]: a role instance is always associated with an instance of the institution
it belongs to.
Powers: When an agent starts playing a role in an institution, it is empowered by the
institution: the actions which it performs in its role “count as” [14] actions of the
institution itself. This is possible only because of the definitional dependence: since
the role is defined by the institution it is the institution itself which gives it some
powers.
Institutions like groups, organizations, normative systems are not material entities,
since they belong to the social reality, which exists only as a construction of human
beings. According to the model of Boella and van der Torre [15,16], social entities can
be modelled as agents, albeit of a special kind since they act in the world via the actions
of other agents. In [2,12], also roles are considered as (description of) agents.
In this work, agents - like their players and institutions are - are modelled as objects, and, thus, by the previous observation, roles are modelled as objects too. In order
to work at the level of objects we do not consider typical properties of agents like autonomy or proactiveness.
To understand these issues we propose a running example. Consider the role “student”. A student is always a student of some school. Without the school the role does
not exist anymore: e.g., if the school goes bankrupt, the actor (e.g. a person) of the role
cannot be called a student anymore. The institution (the school) also specifies which
are the properties of the student which extend the properties of the person playing the
role of student: the school specifies the role’s enrollment number, its email address in
the school intranet, its scores at past examinations. Most importantly the school also
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specifies how the student can behave. For example, the student can give an exam by
submitting some written examination; this action is clearly defined by the school since
it is the school which specifies how an examination is valued and it is the school which
maintains the official records of the examinations which is updated with the new mark.
Finally, the student can contact the secretary who is obliged to provide it with an enrollment certificate; also this action depends on the definition the school gives both to
the student role and to the secretary role, otherwise the student could not have an effect
on the her.
But in defining such actions the school empowers the person who is playing the role
of student.

4 Modelling roles as objects
To translate the notion of social role in OO we need to find a suitable mapping between
the agent domain and the object domain. The basic idea is that agents are mapped to
objects. Their behaviors are mapped in methods invoked on the objects. We have to
distinguish at least three different kinds of agents:
– Players of roles: their basic feature is that they can exercise the powers given by
their roles when they act in a role, since their actions “count as” actions of their
roles [14].
– Institutions: their basic feature is to have parts (roles) which are not independent,
but which are defined by themselves. They must give to the defined roles access to
their private fields and methods.
– Roles: they describe how the player of the role is connected to the institution via its
powers. They do not exist without the institution defining them and they do not act
without the agent playing the role.
The mapping between agents and objects must preserve this classification, so we
need three kinds of objects.
– Objects playing roles: when they play a role, it is possible to invoke on them the
methods representing the powers given by the role.
– Institutions: their definition must contain the definition they give to the roles belonging to them.
– Roles: they must specify which object can play the role and which powers are added
to it. They must be connected both to the institution, since the powers have effect
on it, and to the player of the role.
In OO terms, the player of the role can determine the behavior of the object, in
which the role is defined, without having either a reference to it or access to its private
fields and methods. In this way, it is possible to exogenously coordinate its behavior, as
requested by Arbab [17].
In the next sections we will address in details the three different kinds of objects we
need to model in powerJava.
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4.1

Playing a role

An object has different (or additional) properties when it plays a certain role, and it can
perform new activities, as specified by the role definition. Moreover, a role represents
a specific state which is different from the player’s one, which can evolve with time
by invoking methods on the roles (or on other roles of the same institution, as we have
seen in the running example). The relation between the object and the role must be
transparent to the programmer: it is the object which has to maintain a reference to
its roles. For example, if a person is a student and a student can be asked to return its
enrollment number, then, we want to be able to invoke the method on the person as a
student without referring to the role instance. A role is not an independent object, it is a
facet of the player.
Since an agent can play multiple roles, the same method will have a different behavior, depending on the role which the object is playing when it is invoked. It must
be sufficient to specify with is the role of a given object we are referring to. On the
other hand, methods of a role can exhibit different behaviors according to whom is
playing a role. So a method returning the name of the student together with the name of
the school returns not only a different school name according to the school, but also a
different value for the name according to whom is playing the role of student.
Note that roles are always roles in an institution. Hence an object can play at the
same moment a role more than once, albeit in different institutions. For example, one
can be a student at the high school, a student of foreign languages in another school,
etc. We do not consider in this paper the case of an object playing the same role more
than once in the same institution. However, an object can play several roles in the same
institution. For example, a person can be an MP and a minister at the same time (even
if it is not required to be an MP to become minister).
In order to specify the role under which an object is referred to, we evocatively use
the same terminology used for casting by Java. For example, if a person is playing the
role of student and we want to invoke a method on it as a student, we say that there is
a casting from the object to the role. Recall that to make this casting we do not only
have to specify which role we are referring to, but also the institution where the object
is playing the role, too. Otherwise, if an object plays the same role in more than one
institution, the cast would be ambiguous.
We call this role casting. Type casting in Java allows to see the same object under
different perspectives while maintaining the same structure and identity. In contrast, role
casting conceals a delegation mechanism: the delegated object can only act as allowed
by the powers of the role; it can access the state of the institution and, by exploiting a
construct that will be introduced shortly (that) can also refer to the delegating object.
4.2

Institutions defining roles

The basic feature of institutions, as intended in our framework, is to define roles inside themselves. If roles are defined inside an institution, they can have access to the
private variables and methods of the institution. The “definition” of an object must be
read as the definition of the class the object is an instance of, thus, we have that the
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class defining an institution includes the class definition of the roles belonging to the
institution.
The fact that the role class definition is included inside the institution class definition determines some special properties of the methods that can be invoked on a role. In
fact, for the notion of role to be meaningful, these methods should go beyond standard
methods, whose implementation can access the private state of the role only. Roles add
powers to objects playing the roles. Power means the capability of modifying also the
state of the institution which defines the role and the state of the other roles defined in
the same institution. This capability seems to violate the standard encapsulation principle, where the private variables and methods are visible only to the class they belong to:
however, here, the role definition is itself inside the class definition, so encapsulation is
not violated. This means also that the role must have a reference to the institution, in
order to refer to its private or public methods and fields.
In our example, the method by which a student takes an examination must modify
the private state of the school. If the exam is successful, the mark will be added to
the registry of exams in the school. Similarly, if the method of asking the secretary
a certificate should be able to access the private method of the secretary to print a
certificate.
In MAS, roles can be played by different agents, it is sufficient that they have the
suitable capabilities. This is translated in OO as the fact that to play a role an object must
implement the suitable methods. In Java this corresponds to implementing an interface,
i.e., a collection of method signatures. To specify who can play it, a role specifies an
interface representing the requirements to play a role. Thus, an object to play a role
must implements an interface.
The objects which can play the role can be of different classes, so that roles can be
specified independently of the particular classes playing the role. This possibility is a
form of polymorphism which allows to achieve a flexible external coordination and to
make roles reusable.
At the same time a role expresses the powers which can be exercised by its player.
Again, since powers are mapped into methods, a role is related to another interface
definition. In summary, a role has two faces (see also Figure 1):
– It describes the methods that an object must show in order to play/enact the role.
We call them requirements.
– It describes the methods that are offered by the role to an object that might enact it.
We call them powers.
For Steimann and Mayer [18] roles define a certain behavior or protocol demanded in a
context independently of how or by whom this behavior is to be delivered. In our model
this translates to the fact that a role defines both the behavior required by the player of
the role and the behavior offered by playing the role. However, the implementation of
both the requested and offered behavior is not specified in the role.
The implementation of the requirements is obviously given inside the class of the
object playing the role. The implementation of the powers must be necessarily given
in the definition of the institution, which the role belongs to; the reason is that only in
this way such methods can really be powers: they can have access to the state of the
institution and change it.
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Fig. 1. The players will interact according to the acquired powers (they will follow the protocol
implemented by the institution and its roles).

5 Introducing roles in Java: powerJava
We now have all the elements to introduce roles as the new construct in powerJava.
5.1

The syntax of powerJava

To introduce roles in powerJava we need very limited modifications of the Java syntax (see sketch in Figure 2):
1. A construct specifying the role with its name, requirements and powers (non-terminal
symbol rolespec).
2. A construct that allows the implementation of a role, inside an institution and according to the specification of its powers (non-terminal symbol roledef).
3. A role casting construct, together with the specification of the institution to which
the role belongs (non-terminal symbol rcast).
Note that nothing is required for an object to become the player of a role, apart from
having the appropriate behavior required by the role specified by the keyword enacts.
The definition of a role using the keyword role is similar to the definition of an
interface: it is in fact the specification of the powers acquired by the role in the form
of methods signatures. The only difference is that the role specification refers also to
another interface (e.g., StudentRequirements in Figure 3), that in turn gives the
requirements to which an object, willing to play the role, must conform. This is implemented by the keyword playedby. This mechanism mirrors the idea, discussed in
the previous section, that roles have two faces: the requirements and the powers. In the
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rolespec := "role" identifier "playedby"
identifier interfacebody
classdef ::= ["public"|"private"|...]
"class" identifier ["enacts" identifier*]
["extends" identifier] ["implements" identifier*]
classbody
classbody ::= "{" fielddef* constructors*
methoddef* roledef* "}"
roledef ::= "definerole" identifier
["enacts" identifier*] rolebody
rolebody ::= "{" fielddef* methoddef* roledef* "}"
rcast ::= (expr.identifier) expr

Fig. 2. Syntax

example, role specifies the powers of Student, whilst StudentRequirements
- trivially - specifies its requirements.
Roles must be implemented inside an institution; the keyword definerole has
been added to implement a role inside another class. A role implementation is like
an inner-class definition. It is not possible, however, to define constructors; only the
predefined one is available, having as a parameter the player of the role. Moreover, the
definition of a role can contain other roles in turn (in this case the role itself becomes
an institution). Finally, it is worth noting that the definition of institution is a class
which can be extended by means of the normal Java constructs but the roles cannot be
overridden.
Since the behavior of a role instance depends on the player of the role, in the method
implementation the player instance can be retrieved via a new reserved keyword: that.
So this keyword refers to that object which is playing the role at issue, and it is used
only in the role implementation. The value of that is initialized when the constructor
of the role is invoked. Notice that the type of the referred object is the type defined by
the role requirements or a subtype of it.
The greatest conceptual change in powerJava is the introduction of role casting
expressions with the original Java syntax for casting. A rcast specifies both the role
and the instance of the institution the role belongs to (or no object in case of a single institution). Note that the casting of an object returns an object which can be manipulated
as any other object invoking methods and accessing variables on it.
We do not need a special expression for creating roles since we use the notation of
Java for inner classes: starting from an institution instance the keyword “new” allows
the creation of an instance of the role as if the role were an inner class of the institution.
For example, let us suppose that harvard is a instance of School and that chris is
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role Student playedby StudentRequirements {
public String getName ();
public void takeExam (int examCode, String text);
public int getMark (int examCode);
}
interface StudentRequirements {
public String getName ();
public int getSocSecNum ();
}

Fig. 3. Specification of the powers and requirements.

a person who wants to become a student of harvard. This is expressed by the instruction harvard.new Student(chris), using the predefined parameter having the
role requirements StudentRequirements as type.
5.2

How to use powerJava

In Figures 3-5 we present our running example in powerJava. In Figure 3, the name of
the role Student is introduced as well as the prototypes of the methods that constitute
the powers and requirements. For example, returning the name of the Student, submitting a text as an examination, and so forth. As in an interface, no non-static variables
can be declared. Differently from a Java interface, we couple a role with the specification of its requirements. This specification is given by means of the name of a Java
interface, in this case, StudentRequirements, imposing the presence of methods
getName and getSocSecNum (the person’s social security number).
As explained, roles must be implemented inside some institution. In our running
example (Figure 4), the role Student is implemented in a class School. The implementation must respect the method signature of the role powers. As for an inner class
in Java, a role implementation has access to the private fields and methods of the outer
class and of the other roles defined in the outer class; this possibility does not disrupt
the encapsulation principle since all roles of an institutions are defined by who defines
the institution itself. In other words, an object that has assumed a given role, by means
of it, has access and can change the state of the corresponding institution and of the
sibling roles. In this way, we achieve what envisaged by the analysis of the notion of
role.
The object playing a role can be accessed by means of the special construct that,
which refers to the object that enacts the role. In the example such an object has type
StudentRequirements; the that construct is used in the method getName()
in order to combine the player’s name with the name of the school it attends. Like an
instance of a class, a role instance can have a state, specified by its private fields, in this
example, studentID.
In order for an object to play a role it is sufficient that it conforms to the role
requirements. Since the role requirements are implemented as a Java interface, it is
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class School {
private int[][] marks;
private String schoolName;
public School (String name) {
this.schoolName = name;
}
definerole Student {
private int studentID;
public void setStudentID (int studentID) {
this.studentID = studentID;
}
public int getStudentID () {
return studentID;
}
public void takeExam (int examCode, String text) {
marks[studentID][examCode] = eval(text);
}
public int getMark (int examCode) {
return mark[studentID][examCode];
}
public int getName () {
return that.getName() + " at " + schoolName;
}
}
public int eval (String text){...}
}
Fig. 4. Defining the institution and implementing a role specification.

sufficient that the class of the object implements the methods of such an interface.
In Figure 4, the class Person can play the role Student, because it conforms to
the interface StudentRequirements by implementing the methods getName and
getSocSecNum.
A role is created by means of the construct new as well as it is done in Java for inner
class instance creation. For example, (see Figure 5, method main of class TestRole),
the object referred by chris can play the part of the student of the school harvard
by executing the following instruction: harvard.new Student(chris). In this
context, i.e. within the role definition, that will refer to chris. Moreover, note that
the same person can play the same role in more than one school. In the example chris
is also a student of mit: mit.new Student(chris).
Differently than other objects, role instances do not exist by themselves and are
always associated to their players: when it is necessary to invoke a method of the student
it is sufficient to have a referent to its player object. Methods can be invoked from the
players of the role, given that the player is seen in its role (e.g. Student). This is done
in powerJava by casting the player of the role to the role we want to refer to.
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class Person enacts Student {
private String name;
private int SSNumber;
public Person (String name) { this.name = name; }
public String getName () { return name; }
public int getSocSecNum () { return SSnumber; }
}
class TestRole {
public static void main(String[] args) {
Person chris = new Person("Christine");
School harvard = new School("Harvard");
School mit = new School("MIT");
harvard.new Student(chris);
mit.new Student(chris);
String x=((harvard.Student)chris).getName();
String y=((mit.Student)chris).getName();
}
}
Fig. 5. Palying a role.

We use the Java cast syntax with a difference: the object is not casted to a type, but
to a role. However, since roles do not exist out of the institution defining them, in order
to specify a role, it is necessary to specify the institution it belongs to. In the syntax
of powerJava the structure of a role casting is captured by rcast (see Figure 2).
For instance, ((harvard.Student) chris).getName() takes chris in the
role of student in the institution harvard. As a result, if getName applied to chris
initially returned only the person’s name, after the cast, the same invocation will return
“Christine at Harvard”. Obviously, if we cast chris to the role of student at mit
((mit.Student) chris).getName(), we obtain “Christine at MIT”.
With respect to type casting, role casting does not only selects the methods available
for the object, but it changes also the state of the object and the meaning of the methods:
here, the name returned by the role is different from the name of the player since the
method has a different behavior. As it is done in Java for the interfaces, roles can be
viewed as types, and, as such, they can be used also in variable declarations, parameter
declarations, and as method return types. Thus, roles allow programmers to conform to
Gamma et al. [19]’s principle of “programming to an interface”.
powerJava allows the definition of roles which can be further articulated into
other roles. For example, a school can be articulated in school classes (another social
entity) which are, in turn, articulated into student roles. This is possible because, as we
discuss in next section, roles are implemented by means of classes, which can be nested
one into the other. In this way, it is possible to create a hierarchy of social entities, where
each entity defines the social entities it contains. As described by [12], this hierarchy
recalls the composition hierarchy of objects, which have other objects as their parts.
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6 An example about protocols
Hereafter, we report an example set in the framework of interaction protocols, describing an implementation of well-known contract net protocol [3] in our language. Contract net is used in electronic commerce and in robotics for allowing object of the class
Agent which are unable to do some task to have them done. The protocol is only concerned with the realization of a specific pattern of interaction, in which the manager
sends a call for proposal to a set of bidders. Each bidder can either accept and send a
proposal or refuse. The manager collects all the proposals and selects one of them.
The powerJava implementation comprises the roles of Manager and that of
Bidder. A Manager has the power of of starting a negotiation. Bidders have the
power of taking part to a negotiation. The contract net protocol is the institution inside
which the two roles are defined. Notice that the capability of the Bidder of defining a
proposal as well as that of the Manager of evaluating the proposals depend on the specific task that is the object of the negotiation and on the business logics of the two role
players. The requirements of the two roles express the need of having this capabilities
in the role players.
role Manager {
public void startNegotiation(Task task);
}
interface ManagerReq {
public int evaluateProposal(Proposal[] proposal);
public void receiveResult(Object result);
}
interface Bidder {
public void partecipateNegotiation();
}
interface BidderReq {
public boolean evaluateTask(Task task);
public Proposal getProposal(Task task);
public void removeProposal(Task task, Proposal proposal);
public ResultTask performTask(Task task);
}
class ContractNetProtocol {
Task task;
Manager manager;
Bidders[] bidders;
Proposal[] proposals;
int i; int count;
public ContractNetProtocol() {
// initializes the state
}
definerole Manager {
public void startNegotiation(Task task) {
ContractNetProtocol.this.manager = that;
ContractNetProrocol.this.task = task;
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for (int i=0; i < count; i++)
bidders[i].cfp(task);
}
private void refuse(Bidder bidder) {
i = i + 1;
if (i >= count) notifyBidders();
}
private void propose(Proposal proposal, Bidder bidder) {
i = i + 1;
proposals[bidder.getID()] = proposal;
if (i >= count) notifyBidders();
}
private void failure(TaskExecException err, Bidder bidder) {
that.receiveResult(err);
}
private void inform(ResultTask result, Bidder bidder) {
that.receiveResult(result);
}
private void notifyBidders() (
int selectedProposal =
that.evaluateProposals(proposals);
bidders[selectedProposal].acceptProposal(
proposals[selectedProposal]);
for (int j=0; j<count; J++)
if (selectedProposals != j)
bidders[j].refuseProposal(
proposals[selectedProposal]);
}
}
definerole Bidder {
int ID;
public void partecipateNegotiation() {
// add this new bidder to the array of bidders
// assign an ID and increments count
}
private void cfp() {
if (that.evaluateTask(task))
manager.propose(that.getProposal(task));
else
manager.refuse(this);
}
private void refusePoposal(Proposal proposal) {
that.removeProposal(proposal);
}
private void acceptProposal(Proposal proposal) {
try {
manager.inform(that.performTask(proposal, task)), this);
} catch(TaskExecException err) {
manager.failure(err, this);
}

1071

}
}
}

Notice that in LifeTimeManager, which is the part of the code in which three
“agents” are created and used to play a Manager and two Bidders, to carry on the negotiation it is sufficient that the players respectively invoke the power for initiating and
the power for partecipating to the negation itself. The interaction at this level is “hidden” because it is carried on within the institution corresponding to the protocol. For
the sake of simplicity the code does not contain references to threads, which are indeed
necessary for a correct execution. An object of class Agent that shows a complete set of
requirements could play different roles even at the same time even in the same instance
of protocol.
class LifeTimeManager {
public static void main(String[] args) {
Agent initiator = new Agent(...);
Agent partecipant1 = new Agent(...);
Agent partecipant2 = new Agent(...);
ContractNetProtocol cnp = new ContractNetProtocol();
cnp.new Manager(initiator, task);
cnp.new Bidder(partecipant1);
((cnp.Bidder)partecipant1).partecipateNegotiation();
cnp.new Bidder(partecipant2);
((cnp.Bidder)partecipant1).partecipateNegotiation();
((cnp.Manager)initiator).startNegotiation();
}
}

7 Translating roles in Java
In this section we provide a translation of the role construct into Java, for giving a
semantics to powerJava and to validate our proposal. This is done by means of a
precompilation phase, as, e.g., [17] proposes for introducing components and channels
in Java, or in the way inner classes are implemented in Java. The precompiler has been
implemented by means of the tool javaCC, provided by Sun Microsystems [20].
The role definition is simply an interface (see Figure 6) to be implemented by the
inner class defining the role. So the role powers and its requirements form a pair of
interfaces used to match the player of the role and the institution the role belongs to.
The relation between the role interface and the requirement interface is used to constrain
the creation of role instances relatively to players that conform to the requirements.
While a role definition is precompiled into a Java interface, a specific role implementation is precompiled into a Java inner class which implements such an interface.
The inner class resides in the class that implements the institution. For example, the
implementation of the role Student in the class School is precompiled into an inner
class of School, named automatically StudentPower. StudentPower implements the interface into which the role is translated, Student. The that construct,
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interface Student {
public String getName();
public void giveExam(int examCode, String text);
public int getMark(int examCode);
}
class Person enacts StudentRequirements {
private java.util.Hashtable studentList =
new java.util.Hashtable();
public void setStudent (Student sp, Object inst) {
studentList.put(inst, sp);
}
public Student getStudent (Object inst) {
return studentList.get(inst);
}
private String name;
private int SSNumber;
public Person (String name) { this.name = name; }
public String getName() { return name; }
public int getSocSecNum () { return SSNumber; }
}
Fig. 6. Translation of a role and its player.

which keeps the relation between the player instance and the role instance, is precompiled into a field of StudentPower of type StudentRequirements. This field is
automatically initialized by means of an ad hoc constructor School. This predefined
constructor is introduced by the precompiler in the inner class and it takes the player
as a parameter which must have the type required by the role definition. In this case
StudentRequirements.
All the constructor does is to initialize the that parameter with the player instance
and to manipulate the player instance in order to let it have a referent to the role instance.
This is necessary for establishing a correspondence between the instance of the player
class and the instance of the inner class. The remaining link between the instance of the
inner class and the outer class defining it (the institution) is provided automatically by
Java (e.g., School.this).
Since every object can play many roles simultaneously, it is necessary to keep, related to the object at hand, the set of its roles. This is obtained by adding, at precompilation time, to every class for each different kind of role that it can play, a structure for
book-keeping its role instances. As an example, Person enacts the role Student. So
its instances will have a hash-table that keeps the many student roles played by them in
different institutions. In the case of chris there will be an instance corresponding to
the fact that she is a student of harvard and one for her being a student of mit. Methods for accessing to this structure are supplied. In the example they allow setting and
getting the Student role: setStudent and getStudent. Notice that book-keeping
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class School {
public School (String schoolName) {
this.schoolName = schoolName;
}
class StudentPower implements Student {
StudentRequirements that;
public Student (StudentRequirements that) {
this.that = that;
(this.that).setStudent(this, School.this);
//role’s fields and methods ...
}
//institution’s fields and methods ...
}
Fig. 7. Translation of institution.
class TestRole {
public static void main(String[] args) {
Person chris = new Person("Christine");
School harvard = new School("harvard");
School mit = new School("MIT");
harvard.new StudentPower(chris);
mit.new StudentPower(chris);
String x = chris.getStudent(harvard).getName();
String y = chris.getStudent(mit).getName();
}
}
Fig. 8. Translation of main.

could be implemented in a more general way, using just one hash table and indexing
w.r.t. the institution and the role.
Finally, we describe how role casting is precompiled. The expression referring to an
object in its role (a Person as a Student, e.g., (harvard.Student)chris) is
translated into the selector returning the reference to the inner class instance, representing the desired role w.r.t. the specified institution. The translation will be
chris.getStudent(harvard) (see Figure 7).
A summary of all this translation is shown in Figure 9 as an UML class diagram,
where dashed lines represent the newly introduced concepts.

8 Conclusion
In this paper, we extend Java by introducing the notion of social role developed in MAS.
The basic features of roles in our model are that they are definitionally dependent on the
institution they belong to, and they offer powers to the entities playing them. We map
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agents, institutions and roles to objects, and powers to methods, that are offered by roles
to the objects playing those roles. The characteristic feature of powers is that they can
access the private fields and methods of the institution they belong to and those of the
sibling roles defined in the same institution. In order to allow an object to be seen in the
role it plays we extend the notion of casting offered by Java: type casting in Java allows
to see the same object under different perspectives while maintaining the same structure
and identity; in contrast, role casting allows to see the object as having a different state
and different methods, as specified by the role powers.
We are currently working at an extension of powerJava some preliminary results
can be found in [24]. In particular, in this work powerJava is compared to proposals
coming from the Object-Oriented community.
Our approach shares the idea of gathering roles inside wider entities with languages
like Object Teams [21] and Ceasar [22]. These languages emerge as refinements of aspect oriented languages aiming at resolving practical limitations of other languages. In
contrast, our language starts from a conceptual modelling of roles and then it implements the model as language constructs. Differently than these languages we do not
model aspects. The motivation is that we want to stick as much as possible to the Java
language. However, aspects can be included in our conceptual model as well, under
the idea that actions of an agent playing a role “count as” actions executed by the role
itself. In the same way, the execution of methods of an object can give raise by advice
weaving to the execution of a method of a role. On the other hand, these languages do
not provide the notion of role casting we introduce in powerJava. Roles as double
face interfaces have some similarities with Traits [23] and Mixins. However, they are
distinguished because roles are used to extend instances and not classes.
By implementing roles in an OO programming language, we gain in simplicity in
the language development, importing concepts that have been developed by the agent
community inside the Java language itself. This language is, undoubtedly, one of the
most successful currently existing programming languages, which is also used to implement agents even though it does not supply specific features for doing it. The language
extension that we propose is a step towards the overcoming of these limits.
At the same time, introducing theoretically attractive agent concepts in a widely
used language can contribute to the success of the Autonomous Agents and Multiagent
Systems research in other fields. Developers not interested in the complexity of agent
systems can anyway benefit from the advances in this area by using simple and concrete
constructs in a traditional programming language.
Future work concerns, on one hand, the provision of a formal semantics to
powerJava and the extension of the Java type system with roles; on the other hand, the
role construct of powerJava can be extended, for example, by allowing roles playing
roles (e.g., a student can play the role of representative in the school), and we also study
how our definition of social roles can directly be used in Java based agent programming
languages, in frameworks like Jade [6].
In this paper we present a “lite” version of the powerJava language. We are currently developing a full fledged version that allows more natural programming for the
Java expert, in which the role implementation does not require a specific construct
(definerole), but it entirely relies upon the inner class definition mechanism. Such
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Fig. 9. The UML class diagram.

inner classes must implement the role specifications. The advantages are many: on a
hand, one can have more implementations of a role inside the same institution, inner
classes can enact other roles, they can be institutions themselves, and use extensions.
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Abstract. In this paper we introduce a logic of abstract argumentation capturing
Dung’s theory of abstract argumentation, based on connectives for attack and defend. We extend it to a modal logic of abstract argumentation to generalize Dung’s
theory and define variants of it. Moreover, we use the logic to relate Dung’s theory of abstract argumentation to more traditional conditional and comparative formalisms, and we illustrate how to reason about arguments in meta-argumentation.

1 Introduction
Dung’s theory of abstract argumentation [7] is popular in agent theory. For example,
Prakken and Vreeswijk note that on the one hand it unifies theories on argumentation [14], and on the other hand it unifies theories of non-monotonic reasoning [6].
However, it has also been criticized. For example, Horty observes that the pattern called
reinstatement is an integrated part of Dung’s theory, whereas this pattern has been criticized in non-monotonic reasoning [9]. In multiagent systems argumentation theory is
used for dialogue, for example by Parsons et al [12], because there is no commonly
known truth to refer to. In other words, argumentation is all there is to establish agreement. This is analogous to the situation in legal reasoning.
However, argumentation theory is hardly used in agent technology. For example, it
is not used for model checking agent dialogues [17]. There are two related problems.
First, various researchers have claimed that the model-theoretic approach is not suitable
for argumentation, such that the model-theoretic approach to argumentation has not
been developed. Secondly, the relation between argumentation theory and other formal
systems has not been studied, such that that existing technologies cannot be used for
argumentation. There is a tendency within argumentation theory to develop specialized
procedures rather than to connect to existing technologies.
In this paper we study argumentation theory from a logical point of view, using
model-theoretic semantics, and we relate it to other formal systems. From a formal point
of view, Dung does not consider conditionals used in traditional argumentation and nonmonotonic reasoning, such as for example a → b: a is an argument for (supports) b.
Instead, the central concept studied in abstract argumentation is a binary attack relation
among arguments. In this paper we represent it by ‘’. We write a  b for argument a
attacks argument b.
Though both a → b and a  b are binary connectives, they have distinct logics. For
example, whereas most conditional logics accept the identity rule, a → a, we definitely
do not have that all arguments attack itself: a 
 a. Moreover, whereas a conditional connective ‘→’ might satisfy the transitivity or the cut rule, this does not make sense for the
S. Parsons et al. (Eds.): ArgMAS 2005, LNAI 4049, pp. 29–41, 2006.
c Springer-Verlag Berlin Heidelberg 2006
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attack connective ‘’. The latter also distinguishes the attack connective from binary
comparatives like preference connectives, e.g., p > q for ‘p is preferred to q’ [16].
Despite the popularity of Dung’s framework, it seems that the logical relations
among attack statements have not been studied yet. Moreover, in abstract argumentation
the notion of a set of arguments defending another argument has been defined. Again
the logical relations among defend statements, and their relation to attack statements,
seems unexplored. However, such an analysis would be useful for several reasons. It
would give insight in Dung’s abstract argumentation, it would be a basis for generalizations of Dung’s theory, it would enable a comparison with other formalisms, and
it would support reasoning about arguments in meta-argumentation [18]. We therefore
raise the following questions in this paper:
1.
2.
3.
4.
5.

What is a logic for abstract argumentation?
What are logical properties of abstract argumentation?
How to use such a logic to generalize Dung?
How is it related to conditional and preference logics?
How can agents reason about arguments?

Following Besnard and Doutre [1], to study these questions we represent arguments
by propositions, such that “argument a together with argument b attacks argument c”
is represented by a ∧ b  c. We introduce connective ‘’ for defence, so “argument a
defends argument b” is represented by a  b. Moreover, in the relation with conditional
logic, we pursue the intuition that “argument a attacks argument b” is related to “if a
holds then b does not hold”. We relate, e.g.,
– if a attacks b and c defends b, then c attacks a,
to the following inference:
– from a → ¬b and c → b, derive c → ¬a.
At present, this relation is not only unknown, but the question could not be raised,
because there was no language in which it could be expressed.
Finally, reasoning about arguments in meta-argumentation is illustrated by the following dialogue:
A: I think arguments a and b defend argument c.
B: But argument d attacks argument c!
A: No problem, since argument a attacks argument d.
This dialogue illustrates how our logic contributes also to traditional argumentation
theory.
The layout of this paper follows the research questions. In Section 2 we introduce
a logical framework to reason about abstract argumentation. In Section 3 we consider
logical properties among attack and defend statements, and in Section 4 we introduce
a modal generalization of the logic to define variants and generalizations of Dung’s
theory. In Section 5 we consider the relation between the logic and more traditional
formalisms, and in Section 6 we consider reasoning about arguments.
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2 Semantics
We start with Dung’s theory of argumentation. It is nowadays called a theory of abstract
argumentation, because it ignores the internal structure of arguments. Here we use the
presentation of Besnard and Doutre [1], who in contrast to Dung also define sets of
arguments attacking other sets of arguments. Moreover, they write “argument system”
where Dung writes “argument framework”.
Definition 1 (Argument System). An argument system is a pair A, R, where A is a
set (of arguments), and R is a binary relation over A which represents a notion of attack
between arguments (R ⊆ A × A). Given two arguments a and b, (a, b) ∈ R means that
a attacks b or that a is an attacker of b. A set of arguments S attacks an argument a if a
is attacked by an argument of S. A set of arguments S attacks a set of arguments S  if
there is an argument a ∈ S which attacks an argument b ∈ S  .
Dung assumes an argument system A, R to be given. Moreover, he gives several
semantics which produce none, one or several sets of acceptable arguments called extensions. Most of these semantics depend on an additional notion of what is nowadays
called defence. Instead of “S defends a”, Dung says “a is acceptable with respect to S.”
We also define a set of arguments defending another set of arguments.
Definition 2 (Argument Semantics). Let A, R be an argument system.
– S ⊆ A is conflict free iff there are no a and b in S such that a attacks b.
– A conflict free set S ⊆ A is a stable extension iff for each argument which is not in
S, there exists an argument in S that attacks it.
– An argument a ∈ A is defended by a set S ⊆ A (or S defends a) iff for any
argument b ∈ A, if b attacks a, then S attacks b.
– A conflict free set S ⊆ A is admissible iff each argument in S is defended by S.
– A preferred extension is an admissible subset of A, which is maximal w.r.t. set
inclusion.
– An admissible S ⊆ A is a complete extension iff each argument which is defended
by S is in S.
– The least (with respect to set inclusion) complete extension is the grounded
extension.
We say that S ⊆ A defends S  ⊆ A iff S defends each a ∈ S  .
The basic idea of the logic of abstract argumentation is that there is no longer a fixed
argument system, in the following sense. A model of the logic represents an argument
system, and such a model satisfies formulas representing that arguments attack or defend each other, or whether sets of arguments are extensions. Now, a formula is a theorem if it holds in all models, i.e., when it is true for every argument system. Theorems
thus quantify over argument systems.
There are many ways to design a logic of abstract argumentation. In this section
we stay close to Dung’s argument system, and we generalize it in Section 4. We first
assume a fixed signature or alphabet, which consists of the set of arguments A. L0 is
the set of conjunctions of atoms, representing sets of arguments, and L is the language
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that contains the notions of Dung’s theory of argumentation. L1 is the fragment of L
that contains only the attack and defend connectives. Note that modalities in L cannot
be nested.
Definition 3 (LAA language). Given a set of arguments A = {a1 , . . . , an }, we define
the set L0 of argument sets and the set L of LAA formulas as follows.
L 0 : ai | p ∧ q
(p, q ∈ L0 )
L: (p  q) | (p  q) | F (p) | S(p) | A(p) | P (p) | C(p) | G(p) | ¬φ | (φ ∧ ψ)
(p, q ∈ L0 ; φ, ψ ∈ L)
We write L1 for the fragment of L that does not contain a monadic modal operator.
Moreover, disjunction ∨, material implication ⊃ and equivalence ↔ are defined as
usual. We abbreviate formulas using the the following order on logical connectives:
¬ | ∨, ∧ | ,  |⊃, ↔. For example, ¬p  q ∧ r is short for (¬p  (q ∧ r)).
A semantic structure just consists of the binary attack relation R.
Definition 4 (LAA semantics). Let A be set of arguments, let p and q be elements of
L0 and let φ and ψ be elements of L, and let R be a binary relation over A. We have:
R |= p  q iff in argument system A, R, the set of arguments in p attack the set of
arguments in q.
R |= p  q iff in argument system A, R, the set of arguments in p defend the set of
arguments in q.
R |= F (p) iff the set of arguments in p is conflict free in argument system A, R.
R |= S(p) iff the set of arguments in p is a stable extension in argument system A, R.
R |= A(p) iff the set of arguments in p is admissable in argument system A, R.
R |= P (p) iff the set of arguments in p is a preferred extension in arg. system A, R.
R |= C(p) iff the set of arguments in p is a complete extension in arg. system A, R.
R |= G(p) iff the set of arguments in p is a grounded extension in arg. system A, R.
R |= ¬φ iff not R |= φ.
R |= φ ∧ ψ iff R |= φ and R |= ψ.
Moreover, logical notions are defined as usual, in particular:
– R |= {φ1 , . . . , φn } iff R |= φi for 1 ≤ i ≤ n,
– |= φ iff for all R, we have R |= φ,
– S |= φ iff for all R such that R |= S, we have R |= φ.
In this paper we are in particular interested in logic L1 that only contains the
attack and defend connectives, which constitute the basis of Dung’s theory. We believe
that to understand Dung’s theory, one has first to better understand these two binary
connectives.
Example 1. If a attacks b and c defends b, then c attacks a,
– |= (a  b) ∧ (c  b) ⊃ (c  a).
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3 Logical Properties
The logical relations among attack formulas are characterized by the left (LD) and right
distribution (RD) properties. They follow from the definition of attack among sets of arguments in terms of attacks among individual arguments. To understand this characterization we consider two logical consequences. First, logical consequences of the distribution properties (read from right to left) are left (LS) and right strengthening (RS). Right
strengthening indicates that the attack connective does not behave like a conditional connective, but it behaves in this respect like a comparative connective (see Section 5 for
details). Secondly, the more remarkable logical consequences of the distribution properties (read from left to right) is that if two arguments together attack another argument,
then one of these arguments individually attacks the other argument (LT and RT). These
splitting properties indicate room for generalizing Dung’s theory (see Section 4).
LD |= (a ∧ b  c) ↔ (a  c) ∨ (b  c) LA |= (a  c) ∨ (b  c) ⊃ (a ∧ b  c)
RD |= (a  b ∧ c) ↔ (a  b) ∨ (a  c) RD |= (a  b ∧ c) ↔ (a  b) ∧ (a  c)
LS |= (a  c) ⊃ (a ∧ b  c)
LS |= (a  c) ⊃ (a ∧ b  c)
RS |= (a  b) ⊃ (a  b ∧ c)
RW |= (a  b ∧ c) ⊃ (a  b)
LT |= (a ∧ b  c) ⊃ (a  c) ∨ (b  c) RC |= (a  b) ∧ (a  c) ⊃ (a  b ∧ c)
RT |= (a  b ∧ c) ⊃ (a  b) ∨ (a  c)
The logical relations among defend relations are characterized by left additivity (LA)
and right distribution (RD) properties. These properties follow from the definition of defend among sets of arguments in terms of attacks among individual arguments. The first
logical consequences of these two properties (read from left to right) are left strengthening (LS) and right weakening (RW). Right weakening indicates that the defend connective behaves like a conditional connective (see Section 5 for details). Secondly, we
have the conjunction property RC (read from right to left).
The relation among attack and defence connectives is as follows. If a set of arguments
is finite, we can simply define the defend connective in terms of attack connective.

– (a  b) ↔ c∈A ((c  b) ⊃ (a  c))
An instance of this relation, which characterizes the infinite case, is the following
property already observed in Example 1. It says that the only possible defence is a direct
counterattack, and thus rules out other defence tactics. This may seem counterintuitive
at first sight, but it makes Dung’s system effective.
– (a  b) ∧ (c  b) ⊃ (a  c)
Though we are primarily interested in the logic L1 , the following example illustrates
that the logic can be used to express well known relations among extensions.
Example 2. A stable extension is also a preferred extension, and a preferred extension
is also a complete extension.
– |= S(p) ⊃ P (p)
– |= P (p) ⊃ C(p)
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Two important properties are the expressive power of the language, and compactness of
the logic.
Proposition 1 (Expressive power). The logical language is expressive enough to distinguish two distinct argumentation theories based on the same set of arguments.
Proof. If two argumentation systems are distinct, then there are two arguments a and
b such that R1 (a, b) holds in one argument system A, R1 , but R2 (a, b) does not hold
in the other A, R2  – or vice versa. Then we have R1 |= a  b, but not R2 |= a  b –
or vice versa.
Proposition 2 (Compactness). The logic is not compact, when the set of arguments A
is infinite.
Proof. Follows directly from universal quantification in the definition of the semantics.
For example, assume that A is infinite. We can derive that argument a defends argument
b when there is an infinite set of formulas for each argument c ∈ A that either a attacks
c or c does not attack b. However, we cannot derive that a defends b from a finite set of
formulas.
A non-monotonic extension can be defined based on distinguished models and subset
minimal attack relations. Sometimes such distinguished models are called preferred
models and non-monotonic entailment is called preferential entailment.
Definition 5. A model R is a distinguished model of a set of sentences S iff
1. R |= S, and
2. there is no R ⊂ R such that R |= S.
Nonmonotonic entailment is defined as usual:
– T |∼ φ iff for all distinguished models R of T we have R |= φ.
The typical use of our logic is when an argument system is specified by a set of attack
statements; we call such a set an argument specification.
Proposition 3. An argument specification is a set of attack formulas AS = {p1 
q1 , . . . , pn  qn }. The distinguished model of an argument specification AS is unique.
There are some limitations to the logic proposed here. First, the semantics leave little
room for generalizations of Dung’s theory. Secondly, we cannot express the characterizations in propositional logic provided by Besnard and Doutre. Thirdly, we cannot express that stable, preferred and complete semantics admit multiple extensions whereas
the grounded semantics ascribes a single extension to a given argument system. In the
following section we therefore discuss an extension of LAA in modal logic.

4 Modal Logic of Abstract Argumentation
To define variants and generalizations of Dung’s theory, we now generalize LAA in a
modal logic setting. We restrict ourselves to finite sets of arguments. Since sentences of
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the logic are finite, we cannot represent and reason about infinite extensions. The logic
therefore seems most suitable for finite argument systems.
Our generalization is based on an attack relation between sets of arguments. Such
sets of arguments are called positions and represented in the semantics of the logic by
worlds in a possible worlds model. The attack relation is thus a binary relation between
worlds, that is, a standard accessibility relation of possible worlds semantics.
Our motivation is that Dung’s assumption that the attack relation exists between
individuals arguments instead of sets of arguments is quite strong, and that it is not
warranted in cases where the cumulative weight of arguments is decisive [15, 2]. For
example, in some legal cases circumstantial evidence may be used in a cumulative way.
Each piece of evidence individually would not be enough to connect a suspect to the
crime scene, but many pieces of evidence taken together would be enough to conclude
that the suspect was present at the crime scene. So only a set of arguments taken together
would attack a position in this case.
Formally, we define a normal bimodal semantics in which modal operator 1 represents the attack relation, and 2 is a universal modality used for technical reasons.
Since we have right strengthening for attack connectives where normal modal operators have right weakening, we use a negation in the definition of the attack connective.
Propositional formulas represent positions, i.e., sets of arguments. The logic also has
negations and disjunctions in the left and right hand side of our connectives, but we do
not use this in this paper. We adapt the definition of defend in terms of attack to deal
with our generalized setting (s represents a set of atoms as well as a conjunction of
atoms).
Definition 6 (MLAA language). Given a set of arguments A = {a1 , . . . , an }, we
define the set M L of MLAA formulas as follows.
M L: ai | 1 (φ) | 2 (φ) | F (φ) | S(φ) | A(φ) | P (φ) | C(φ) | G(φ) | ¬φ | (φ ∧ ψ)
(φ, ψ ∈ M L).
We write M L1 for the fragment of M L that contains only monadic modal operators
1 and 2 . Moreover, disjunction ∨, material implication ⊃ and equivalence ↔ are
defined as usual. We extend the modal logic with the definition:
– pq =
2 (p ⊃ 1 ¬q)
– p  q = s⊆A (s  q ⊃ p  s)
We abbreviate formulas using the the following order on logical connectives:
¬ | ∨, ∧ | ,  |⊃, ↔.
For space reasons we only introduce a semantics for M L1 . The other modalities can be
described by a non-normal modal semantics only, as they do not satisfy weakening nor
strengthening. From a logical point of view, MLAA is a standard normal modal logic
with universal relation. Complexity and axiomatization of this logic are well known,
see for example [8].
Definition 7 (MLAA semantics). Let A be a set of arguments. A possible worlds
model M is a structure W, R, V  where W is a set (of worlds), R is a binary (attack) relation on W , and V is a valuation function which assigns a subset of A to each
element of W .
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M, w
M, w
M, w
M, w
M, w

|= a iff a ∈ V (w) for all arguments a ∈ A
|= ¬φ iff not M, w |= φ
|= φ ∧ ψ iff M |= φ and M |= ψ
|= 1 φ iff for all w such that R(w, w ) we have M, w |= φ.
|= 2 φ if for all w ∈ W , we have M, w |= φ.

We assume that W contains exactly one world for each subset of A.
Clearly, the language L is a fragment of M L. Moreover, Dung’s theory can be characterized by the properties we already discussed:
– |= (a ∧ b  c) ↔ (a  c) ∨ (b  c)
– |= (a  b ∧ c) ↔ (a  b) ∨ (a  c)
We also consider some instances of Dung’s theory. As far as we know, there is no
systematic study of the possible instances of Dung’s theory. We consider additional axioms we can impose on the logic MLAA. The first property we consider is irreflexivity
of R, which corresponds to the property that no argument can attack itself:
IR ¬(a  a)
The second property we consider is symmetry of the attack relation, which corresponds to the property that if argument a attacks argument b, then argument b attacks
argument a.
S (a  b) ↔ (b  a)
Symmetry is not accepted often, because a counterexample attacks a general rule, but
a general rule does not necessarily attack a counterexample. E.g., if Swans are white (a),
but in Australia they found black swans (b) then we have b  a without a  b. If the
attack relation is symmetric, then the defend relation becomes reflexive, that is, each
argument defends itself: a  a.
Note that when we take traditional properties of conditional logic, we do not seem to
get something useful. In particular, reflexivity (R) does not hold. Transitivity (T) means
that if argument a attacks argument b, and argument b attacks argument c, then argument
a should attack argument c. This does not hold either. Take a = c for example, then we
get a  a, which conflicts with IR.
R aa
T (a  b) ∧ (b  c) ⊃ (a  c)
Finally, if we would add accessibility relations for the monadic modal operators, then
we can deal with the remaining problems observed at the end of Section 3.
Example 3. Grounded extension is unique:
– |= G(p) ∧ G(q) ⊃ 2 (p ↔ q)
Characterization of conflict free sets based on satisfiability checking condition of [1]:
– C(p) ∧ (p  q) ⊃ 2 (p ∧ ¬q)
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5 Relation with Traditional Formal Systems
5.1 Preference Logic
Since the logic of the attack connectives satisfies left and right strengthening, it seems
that it may be related to preference logic. In particular, “argument a attacks argument
b” may be interpreted as “argument a is preferred to argument b”. However, this is less
helpful than it may seem at first sight, because the area of preference logic is characterized by lack of consensus. In this subsection we make some observations.
First, the most popular branch of preference logic, as initiated in the sixties by Von
Wright [16], is concerned with ceteris paribus preferences. This means that p > q is interpreted as a preference of p over q all else being equal, typically interpreted as ‘under
the same (or similar) circumstances’. When we consider a language that does not contain disjunction or negation, then such preferences are characterized by the following
property of simultaneous left and right strengthening. This is strictly weaker than left
and right strengthening of attack connectives considered in this paper.
– p>q ⊃p∧r >q∧r
Secondly, in preference logic left and right strengthening are properties of so-called
strong preferences, whereas so-called weak preferences do not satisfy left and right
strengthening. The typical example of a strong preference p > q is interpreted as “all
p ∧ ¬q worlds are strictly preferred to all q ∧ ¬p worlds”. Without a ceteris paribus
proviso these strong preferences are known to be too strong to be useful in practice,
because for example p > ¬p together with q > ¬q is inconsistent. The reason is that
such strong preferences also satisfy the following property of asymmetry. However, for
the attack connective we can easily have that argument a attacks argument b, while at
the same time argument b attacks argument a.
– p > q → ¬(q > p).
Thirdly, the attack relation behaves like a non-strict preference interpreted on a partial pre-order and defined by “p ≥ q iff there is no q ∧ ¬p world that is strictly preferred
to a p ∧ ¬q world”. As far as we can see at this moment, this relation seems coincidental
and does not seem to refer to any deep connection between the two logical systems.
5.2 Conditional Logic
The defend connective behaves like a standard conditional connective, with one important exception: it does not satisfy the identity rule. An argument a does not necessarily
defend argument a, because when another argument b attacks argument a, there is no
reason why argument a attacks argument b (unless the attack relation is symmetric, of
course).
Consequently, to consider the defend connective we need an identity free logic,
which are rare. Here we use input/output logic [10, 11], which has been proposed in
philosophical logic for normative or deontic reasoning, and which have been used in
artificial intelligence to characterize causal reasoning [3] and logic programming [4].
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To emphasize the lack of identity, Makinson and van der Torre write their conditional
“if input a, then output x” as (a, x).
The defend connective behaves like so-called simple-minded output, which is defined as a closure on a set of conditionals under replacements of logical equivalents, and
the following three proof rules of strengthening of the input, weakening of the output,
and the conjunction rule for the output. See the above mentioned papers for semantics
of this proof system.
Definition 8. Let AS be a set of defend formulas {p1 q1 , . . . , pn qn }. Simple-minded
output is the closure of AS under replacement of logical equivalents, and the following
three rules.
ax
SI
a∧bx

ax∧y
WO
ax

a  x, a  y
AN D
ax∧y

We can also formalize the attack relation as an input/output logic, if we use the same
encoding as we used in modal logic MLAA, that is, if we add a negation before the
output. This is done by representing “argument a attacks b” by “if input a, then output
¬b”. Weakening of the output is then transformed into strengthening of the output, and
the right conjunction rule is transformed into right disjunction. However, the latter rule
is not meaningful as we have not defined disjunctions for argument sets.
Definition 9. Let AS be an argument specification. Simple-minded output is the closure
of AS under replacement of logical equivalents, and the following three rules.
ax
SI
a∧bx

ax
SO
ax∧y

a  x, a  y
OR
ax∨y

At this point, it is very tempting to define both attack and defend in a single conditional
logic to study their interaction. In other words, it is tempting to consider an input/output
logic in which a conditional (p, q) is read as ‘p defends q’, and (p, ¬q) is read as ‘p
attacks q’, for p and q conjunctions of atomic propositions. This is formalized in the
following definition of the input/output logic of abstract argumentation.
Definition 10. Let IOLAA be simple minded output, together with the following two
definitions for p and q conjunctions of atomic propositions.
– p  q = (p, ¬q)
– p  q = (p, q)
Let us now consider the relation between attack and defend in IOLAA. The characteristic axiom that a defends b implies that if c attacks b, then a also attacks c, is given by
the following unusual rule: (a,b),(c,¬b)
(a,¬c) . However, clearly we do not want to derive that

a defends b implies that if c attacks b, then c also attacks a, that is: (a,b),(c,¬b)
(c,¬a) . Note that
the distinction between these two inference rules is whether the formulas start with a
negation symbol. Consequently we cannot accept one without the other, unless we add
additional syntactic constraints. This illustrates that the formalization of argumentation
theory in input/output logic needs further investigation.
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6 Use in Argumentation
The typical approach in argumentation is that each participant makes an argument, and
then argumentation theory is used to determine grounded, stable, or preferred sets of
arguments. Reasoning of the agents occurs only at the level of constructing arguments,
and the role of logic has been restricted to the internal structure of arguments.
A: I think p.
B: I think not p, because q.
A: But not q, because of r.
In the analysis of argumentation, reasoning about arguments has been restricted to
meta-rules such as, for example, the order of arguments, or the choice of words. However, Dung [7] has shown that reasoning about arguments can also be based on concepts
such as attack and defence. A typical example may be:
A: I think p and q defend r.
B: But s attacks r.
C: No problem, since p attacks s.
Note that the agents do not enumerate the complete argument system, that is, they do
not list the complete attack relation R of the argument system A, R. To formalize this
example we therefor cannot assume a fixed argument system A, R, as Dung does. We
need the logical language to quantify over argument systems.
In this example, the agents make arguments like “p and q defend r” which themselves
refer to arguments p, q and r. The former may therefore be called meta-arguments. The
logic that formalizes or characterizes the reasoning of agents about arguments, when
they construct meta-arguments, is therefore at first sight quite different from the logic
typically used in argumentation. We therefore believe that the confinement of logic to
the internal structure of arguments is too limited; there is also a role of logic in the
formalization of reasoning about arguments.
We agree with Wooldridge et al that meta-argumentation is particularly useful for
agent theory [18]. This meta-level could be used, potentially, to speed up argumentations by means of a kind of “caching” function. Just like in chess (Polish opening), you
can use patterns of arguments, give them a name, and know that such a pattern attacks
or defends another pattern. If you respect your opponent, there is no need to “play out”
the whole argument.
Wooldridge et al [18] propose a hierarchical first-order meta-logic, which enables
them to distinguish object level statements, arguments made about these object level
statements, and statements about arguments. Such a distinction is commonly accepted
in dialogue systems [13]. However, as a consequence their formal system appears to
be more complex, and it is less clear how to relate their formal system to other formal approaches in the way we have related our system to reasoning about preferences or conditionals. A comparison between the two approaches is left for further
research.
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7 Concluding Remarks
In this paper we introduce a logic of abstract argumentation called LAA, with two properties usually not considered in formal theories of argumentation: it formalizes logical
relations among attack and defend formulas, and it formalizes reasoning which does
not assume a fixed argument system, but which quantifies over argument systems. We
first define a logical system that is very close to Dung’s theory. We show some properties of this logical system, focussing on the logical relations among attack and defend
formulas. We also relate the logic and its properties to more traditional preference and
conditional logics. To generalize Dung’s setting, we turn the logic LAA into a normal
bimodal logic MLAA. We define positions as sets of arguments, and define the attack
relation as a binary relation between positions. We suggest that in reasoning about arguments, Dung’s assumption that an argument system is given is too strong.
There are several issues for further research. For example, the modal logic represents
negations and disjunctions in the left and right hand side of the attack and defend connectives. Can they be given a useful interpretation? When ‘a’ means that argument a
has been made, then ‘¬a’ may mean that a is withdrawn in the sense that there is no
longer a commitment to defend it. In such a setting, one may look into properties like:
a  b ∧ c, a  b ∧ ¬c
ab

a  b, ¬b  c
ac

Moreover, the content level of argumentation contains much more than just propositional logic, including attacks and defend expressions. In a straightforward extension of
our logic, reasoning about arguments such as “a  b attacks c  b” can be studied using
nested connectives:
(a  b)  (c  b)
Reasoning becomes argumentation once there are two agents with opposing views.
Such agents may have have beliefs and goals. Moreover, in a goal-based dialogue with
sub-goals to achieve it, there may be dialogue fragments representing each of the subgoals, probably in the same order. The use and extension of our logic for such dialogues
is another topic for further research.
The modal characterization outlined in the paper raises an interesting issue, which
might be worth exploring in future research. At first sight it opens the door for the application of model-checking techniques, initially used for automatically verifying a Kripke
structure (describing the execution of a program) against a number of ‘correctness’ requirements. It is natural to ask if such techniques can be applied to argumentation. The
Kripke structure to be model-checked describes an argument system (or, if you wish,
a dialogue) rather than the execution of a program. And the “correctness” requirement
is expressed as a formula f in MLAA rather than a temporal formula. For instance,
termination seems to be an essential property of both programs and dialogues.
Finally, Bochman [5] recently introduced a logic of propositional argumentation
based on the assumption-based argumentation framework of Bondarenko et al. [6]. A
comparison is left for further research.
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Abstract. In this paper we propose a new role for the agent metaphor in the definition of the organizational structure of multiagent systems. The agent metaphor
is extended to consider as agents also social entities like organizations, groups and
normative systems, so that mental attitudes can be attributed to them - beliefs, desires and goals - and also an autonomous and proactive behavior. We show how
the metaphor can be applied also to structure organizations in functional areas
and roles, which are described as agents too. Thus, the agent metaphor can play
a role similar to the object oriented metaphor which allows structuring objects
in component objects. Finally, we discuss how the agent metaphor addresses the
problems of control and communication in such structured organizations.

1 Introduction
The role of software engineering is to provide models and techniques that make it easier to handle the complexity arising from the large number of interactions in a software
system [12]. Models and techniques allow expressing knowledge and to support the
analysis and reasoning about a system to be developed. As the context and needs of
software change, advances are needed to respond to changes. For example, today’s systems and their environments are more varied and dynamic, and accommodate more
local freedom and initiative [23].
For these reasons, agent orientation emerged as a new paradigm for designing and
constructing software systems [12, 23]. The agent oriented approach advocates decomposing problems in terms of autonomous agents that can engage in flexible, high-level
interactions. In particular, this is a natural representation for complex systems that are
- as many real systems are - invariably distributed [12]. Compared to the still dominant
software paradigm, namely object orientation, agent orientation offers a higher level of
abstraction for thinking about the characteristics and behaviors of software systems. It
can be seen as part of an ongoing trend towards greater interactivity in conceptions of
programming and software system design and construction. Much like the concepts of
activity and object that have played pivotal roles in earlier modelling paradigms - Yu
[23] argues - the agent concept can be instrumental in bringing about a shift to a much
richer, socially-oriented ontology that is needed to characterize and analyze today’s
systems and environments.
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The shift from the object oriented perspective to the agent oriented one is not, however, without losses. Booch [7] identifies three tools which allow coping with complexity: “1) Decomposition: the most basic technique for tackling any large problem is to
divide it into smaller, more manageable chunks each of which can then be dealt with
in relative isolation. 2) Abstraction: the process of defining a simplified model of the
system that emphasises some of the details or properties. 3) Organisation: the process
of identifying and managing interrelationships between various problem solving components.”
In the agent oriented approach, however, decomposition, abstraction and organization are not yet addressed with the same efficacy as in the object oriented approach,
where an object can be composed of other objects, which can be ignored in the analysis at a certain level of abstraction. The agent metaphor is sometimes proposed as a
specialization of the object metaphor [1]: agents do not only have - like objects - a behavior which can be invoked by the other agents, but they also autonomously act and
react to changes in the environment following their own goals and beliefs. In contrast,
the component view of objects in the object metaphor could to be lost. The property
of agents, i.e., sociality, closest to the property allowing the aggregation of objects to
form more complex objects is not enough to overcome the gap. In particular, multiagent
systems offer as aggregation methods the notion of group or of organization. According
to Zambonelli et al. [24] “a multiagent system can be conceived in terms of an organized society of individuals in which each agent plays specific roles and interacts with
other agents”. At the same time, they claim that “an organization is more than simply
a collection of roles (as most methodologies assume) [...] further organization-oriented
abstractions need to be devised and placed in the context of a methodology [...] As soon
as the complexity increases, modularity and encapsulation principles suggest dividing
the system into different suborganizations”. According to Jennings [12], however, most
current approaches “possess insufficient mechanisms for dealing with organisational
structure”. Moreover, what is the semantic principle which allows decomposing organizations into suborganizations must be still made precise.
The research question of this paper, thus, is: how can the agent oriented paradigm be
extended with a decomposition structure isomorphic to the one proposed by the object
oriented paradigm? How can a multiagent system be designed and constructed as an
organization using this structure?
The methodology we use in this paper is a normative multiagent framework we
proposed in [2, 3, 6, 5]. The basic idea of this framework is: agents attribute mental attitudes, like beliefs, desires and goals, to the other agents they interact with and also
to social entities like groups, normative systems, and organizations. Thus these social
entities can be described as agents too, and at the same time, the components of organizations, namely, functional areas and roles, can be described as agents, as in the
ontology we present in [3]. We call them socially constructed agents.
This paper is organized as follows. In Section 2 we discuss the progress from object orientation to agents and socially constructed agents. In Section 3 we present the
formal model and in Section 4 we discuss the issue of control and communication in an
multiagent system structured as an organization. A summary closes the paper.
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2 From objects to socially constructed agents
The trend in software and requirements engineering and in programming languages
paradigms has been from elements that represent abstract computations towards elements that represent the real world: from procedural to structured programming, from
objects to agents. Agent systems have no central control authority, instead each agent
is an independent locus of control, and the agent’s task drives the control. Delegating control to autonomous components can be considered as an additional dimension
of modularity and encapsulation. Intentional concepts such as goals, beliefs, abilities,
commitments, etc., provide a higher-level characterization of behavior. One can characterize an agent in terms of its intentional properties without having to know its specific
actions in terms of processes and steps. Explicit representation of goals allows motivations and rationales to be expressed. The agent concept provides a local scope, for
reconciling and making tradeoffs among competing intentionality, such as conflicting
goals and inconsistent beliefs. By adopting intentional modelling, the networks of dependencies among the agents can be modelled and reasoned about at a high level of
abstraction. Moreover, cooperation among agents cannot be taken for granted. Because
agents are autonomous, the likelihood of successful cooperation is contingent upon
many factors. However, an agent that exists within a social network of expectations and
obligations has behaviors that are confined by them. The agent can still violate them,
but will suffer the consequences. The behavior of a socially situated agent is therefore
largely predictable, although not in a precise way.
Given that agents are nowadays conceived as useful abstractions for modelling and
engineering large complex systems, the need for a disciplined organizational principle
for agent systems emerges clearly in the same way as the formalizatoin of the object
decomposition principle does in the case of object oriented systems.
One of the main features of the object perspective is that objects are composed by
other objects and that objects can be replaced by other objects with the same properties (e.g., the same interface). This is not entirely true for agents. According to Jennings [12], “the agent oriented approach advocates decomposing problems in terms of
autonomous agents”, but no further decomposition seems possible. To overcome this
flatness limitation, the organization metaphor has been proposed, e.g., by [10, 24]. Organizations are modelled as collections of agents, gathered in groups [10], playing roles
[12, 17] or regulated by organizational rules [24]. What is lacking is a notion of organization as a first class abstraction which allows decomposing into subproblems the
problem which a system wants to solve, using a recursive mechanism (as the object decomposition is) until autonomous agents composing a multiagent system are reached.
The desired solution is required to model at least simple examples taken from organizational theory in Economics as the following one. Consider a simple enterprise
which is composed by a direction area and a production area. The direction area is
composed by the CEO and the board. The board is composed by a set of administrators.
The production area is composed by two production units; each production unit by a set
of workers. The direction area, the board, the production area and the production units
are functional areas. In particular, the direction area and the production areas belong to
the organization, the board to the direction area, etc. The CEO, the administrators and
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the members of the production units are roles, each one belonging to a functional area,
e.g., the CEO is part of the direction area.
This recursive decomposition terminates with roles: roles, unlike organizations and
functional areas, are not composed by further social entities. Rather, roles are played by
other agents, real agents (human or software) who have to act as expected by their role.
The object metaphor is not adequate to deal with such a structure, because each
entity can be better described in terms of belief, desires and goals, and of its autonomous
behavior. We talk, e.g., about the decisions of the CEO, or about the organization’s goal
to propose a deal, about the belief of the production area that the inventory is finished,
etc. Hence, at first sight, these entities can be described as autonomous agents. But
this is not sufficient, since the agent metaphor does not account for the decomposition
structure of an organization relating it with its functional areas and roles. Moreover,
organizations, functional areas and roles do not exist in the same sense as (human or
software) agents do. Thus, if we want to follow this intuition, the agent metaphor must
be extended. Inspired by Searle [21]’s analysis of social reality we define organizations,
functional areas and roles as socially constructed agents. These agents do not exist
in the usual sense of the term, but they are abstractions which other agents describe
as if they were agents, with their own beliefs, desires and goals, and with their own
autonomous behavior. The argument goes as follows:
1. agents can attribute to other (human or software) agents mental attitudes and an
autonomous behavior to explain how they work, regardless of the fact that they
really have any mental attitudes (the intentional stance of Dennett [8]);
2. according to Searle [21], agents create new social entities like institutions - e.g.,
money and private property - by means of collectively attributing to existing entities
- e.g., paper bills - a new functional status - e.g., money - and new qualities.
3. if the new functional status is composed by mental attitudes and autonomous behavior, the new entities are described as agents: socially constructed agents.
4. hence, socially constructed agents, qua agents, can create new socially constructed
agents by attributing mental attitudes to them, in turn.
Agents create organizations by collectively attributing them mental attitudes; organizations, as socially constructed agents, can create new social entities like functional areas and roles which are the components of the organization. Functional areas,
as agents, can in turn apply the agent metaphor to create subareas and further roles, and
so on. Roles are descriptions of the behavior which is expected by agents who, with
their own mental attitudes, play these roles: the role’s expected behavior is described in
terms of mental attitudes, since roles are considered socially constructed agents. Modelling roles by attributing them mental attitudes allows a more expressive way to describe the expected behavior with respect, e.g., the scripts proposed by Activity Theory
[20]. In this manner, we have a way to structure an organization in components with
an homogeneous character - since they are all agents - in the same way as the object
orientation allows structuring objects by means of objects. An advantage of this way of
structuring an organization is that its components can be described as agents with beliefs, desires and goals. Hence, the same decomposition approach advocated by [12] is
used for structuring an organization: it is decomposed in a set of autonomous agents: not
only real ones, but socially constructed agents like functional areas and roles; socially
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constructed agents do not exist, but they are only used as abstractions in the design
analysis to structure an organization. At the end of the process there are only human
or software agents which, to coordinate their behavior, behave as if they all attribute
the same beliefs, desires and goals to the organization. This is a subjective approach to
coordination [20].
Another reason why organizations, functional areas and roles should be all considered as agents - and not simply groups - is that they have private properties and agents
who are employed in them; so a department can possess a building and machines, employ people, etc. Moreover they are the addressees of obligations (e.g., to pay the employees), permissions (e.g., a role can use a certain machine) and powers (e.g., the role
of CEO can take decisions). This is what is also meant by the law when such social
entities are defined as “legal persons”: they are considered persons with obligations and
rights [19]. Finally, organizations and functional areas, as legal institutions, are normative agents themselves: they are agents who can pose obligations on the roles and on the
employees, e.g., by giving orders to them, or endow them with permissions and powers.
There is a difference with the decompositional view of the object oriented perspective which must be noticed. The parts of an object exist by themselves and the object
itself exists only as long as its (essential) parts exist. In contrast, in an organization the
perspective is reversed: the “components” of the organization exist only as long as the
organization exists, while the organization itself can exist even without its components.
The role of CEO does not have sense if the organization which the role belongs to does
not exist anymore. The reason is that an organization as a social entity has no physical
realization. The organization exists because of the attribution of mental attitudes by the
agents of a society. In turn, functional areas and roles exist only as long as the organization attributes mental attitudes to them. An important consequence of this view is that
an organization can restructure itself while continuing to exist.
As [9, 10] claim, a multiagent system should not make any assumption about the
implementation of the agents. As Yu [23] notices, the agent perspective does not mean
necessary that entities should be implemented with mental attitudes:
Agent intentionality is externally attributed by the modeller. From a modelling point of view, intentionality may be attributed to some entity if the modeller feels that the intentional characterization offers a useful way for describing and analyzing that entity. For example, some entity that is treated as an
agent during modelling may end up being implemented in software that has no
explicit representation and manipulation of goals, etc.
Socially constructed agents defined in terms of beliefs, desires and goals are only
an abstraction for designing the system. Moreover, the behavior of roles is described
by mental attitudes, but this does not require that the agents playing roles in the organizations are endowed with beliefs and motivations: it is sufficient that their behavior
conforms to that of the role they are playing.
In Figure 1, we summarize the approach: the multiagent system in the oval is composed of three real agents (boxes) who collectively attribute beliefs (B), desires (D)
and goals (G) to the organization (parallelogram). The organization, in turn, attributes
mental attitudes to two functional areas and functional areas to three roles. The organization and the functional areas are attributed also norms (V ), facts (f ), institutional
facts (i) and decisions (the triangle d).
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Fig. 1. The attribution of mental attitudes.

3 The conceptual model

We introduce the conceptual model necessary to cope with socially constructed agents:
first the multiagent system with the attribution of mental attitudes to agents, then the
normative system.
First of all, the structural concepts and their relations. We describe the different
aspects of the world and the relationships among them by introducing a set of propositional variables X and extending it to consider also negative states of affairs: L(X) =
X ∪ {¬x | x ∈ X}. The relations between the propositional variables are given by
means of conditional rules written as R(X) = 2L(X) × L(X): the set of pairs of a
set of literals built from X and a literal built from X, written as l1 ∧ . . . ∧ ln → l or,
when n = 0, > → l. The rules are used to represent the relations among propositional
variables existing in beliefs, desires and goal of the agents.
Then there are the different sorts of agents A we consider. Besides real agents RA
(either human or software) we consider as agents in the model also socially constructed
agents like organizations OA, functional areas F A, and roles RO. The different sorts of
agents are disjoint and are all subsets of the set of agents A: RA∪OA∪F A∪RO ⊆ A.
All these agents have mental attitudes; by mental attitudes we mean beliefs B, desires
D and goals G.
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Mental attitudes are represented by rules, even if they do not coincide with them:
M D : B ∪D∪G → R(X). When there is no risk of confusion we abuse the notation by
identifying rules and mental states. To resolve conflicts among motivations we introduce
a priority relation by means of ≥: A → 2M × 2M a function from agents to a transitive
and reflexive relation on the powerset of the motivations M = D ∪ G containing at
least the subset relation. We write ≥a for ≥ (a). Moreover, different mental attitudes
are attributed to all the different sorts of agents by the agent description relation AD :
A → 2B∪D∪G∪A . We write Ba = AD(a) ∩ B, Aa = AD(a) ∩ A for a ∈ A, etc.
Also agents are in the target of the agent description AD relation for the following reason: organizations, functional areas and roles exist only as profiles attributed
by other agents. So they exist only as they are described as agents by other agents,
according to the agent description relation. The AD relation specifies that an agent
b ∈ OA ∪ F A ∪ RO exists only as far as some other agents {a ∈ A | b ∈ Aa } attribute
to it mental attitudes. The set (F A ∪ RO) ∩ Ao represents the immediate “components”
of the organization or functional area o ∈ OA ∪ F A. The decomposition structure of an
organization ends with roles. Roles are described as agents, but they do not create further socially constructed agents; rather, roles are associated with agents playing them,
P L : RO → RA.
We introduce now concepts concerning informational aspects. First of all, the set
of variables whose truth value is determined by an agent (decision variables) [14] are
distinguished from those P which are not (the parameters). Besides, we need to represent also the so called “institutional facts” I. They are states of affairs which exist only
inside normative systems and organizations: as Searle [21] suggests, money, private
property, marriages, etc. exist only as part of social reality; since we model social reality by means of the attribution of mental attitudes to social entities, institutional facts
can be modelled as the beliefs attributed to these agents, as done by [6]. Similarly, we
need to represent the fact that social entities like normative systems and organizations
are able to change their mental attitudes. The actions determining the changes are called
creation actions C. Finally, inspired by Lee [15] we introduce the notion of documents
DC: “we use the term ‘document’ since most information parcels in business practice
are mapped on paper documents”.
As concerns the relations among these concepts, we have that parameters P are a
subset of the propositional variables X. The complement of X and P represents the
decision variables controlled by the different agents. Hence we associate with each
agent a subset of X \ P by extending again the agent description relation AD : A →
2B∪D∪G∪A∪(X\P ) . We write Xa = AD(a) ∩ X.
Moreover, the institutional facts I are a subset of the parameters P : I ⊆ P . When
a belief rule Y ∧ c → p ∈ Ba has an institutional fact p ∈ I as consequent, we say
that c ∈ X counts as p in context Y - using Searle [21]’s terminology - for agent
a ∈ OA ∪ F A ∪ RO.
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The creation actions C are a subset of the institutional facts C ⊂ I. Since agents are
attributed mental attitudes, we represent their modification by adding new mental attitudes expressed as rules. So the creation action relation CR : {b, d, g}×A×R(X) → C
is a mapping from rules (for beliefs, desires and goals) to propositional variables, where
CR(b, a, r) stands for the creation of m ∈ Ba , CR(d, a, r) stands for the creation of
m ∈ Da , and CR(g, a, r) stands for the creation of m ∈ Ga , such that the mental
attitude m is described by the rule r ∈ R(X): r = M D(m).
Finally, the document creation relation CD : DC → X is a mapping from documents to decision variables representing their creation. We write CD(d) ∈ Xa for the
creation of document d ∈ DC.
We define a multiagent system as M AS = hRA, OA, F A, RO, X, P, B, D, G, AD,
M D, ≥, I, C, DCi.
We introduce obligations posed by organizations and functional areas by means of
a normative multiagent system. Let the norms {n1 , . . . , nm } = N be a set. Let the
norm description V : OA ∪ F A → (N × A → X) be a function from agents to
complete functions from the norms and agents to the decision variables: we write Vo
for the function V (o) and Vo (n, a) for the decision variable of agent o ∈ RA∪OA∪F A
representing that it considers a violation of norm n by agent a ∈ A.
N M AS = hRA, OA, F A, RO, X, P, D, G, AD, M D, P L, ≥, I, C, DC, N, V i is
a normative multiagent system .
Following [2], obligations are defined in terms of goals of the addressee of the norm
a and of the agent o. The definition of obligation contains several clauses. The first one
defines obligations of agents as goals of the normative agent, following the ‘Your wish
is my command’ strategy, the remaining ones are instrumental to the respect of the
obligation.
Agent a ∈ A is obliged by normative agent o ∈ OA ∪ F A to decide to do x ∈
L(Xa ∪ P ) with sanction s ∈ L(Xo ∪ P ) if Y ⊆ L(Xa ∪ P ) in N M AS, written as
N M AS |= Oao (x, s|Y ), if and only if there is a n ∈ N such that:
1. Y → x ∈ Do ∩ Go : if agent o believes Y then it desires and has as a goal that x.
2. Y ∪ {∼x} → Vo (n, a) ∈ Do ∩ Go : if agent o believes Y and ∼x, then it has the
goal and the desire Vo (n, a): to recognize it as a violation by agent a.
3. Y ∪ {Vo (n, a)} → s ∈ Do ∩ Go : if agent o believes Y and decides Vo (n, a), then
it desires and has as a goal that it sanctions agent a.
4. > → ∼ s ∈ Da : agent a desires ∼ s, which expresses that it does not like to be
sanctioned.
Since obligations are defined in terms of mental states, they can be created by means
of the creation actions C introducing new desires and goals, as shown by [6]. In this
paper, we will use the shorthand CR(o, Oao (x, s|Y )) to represent the set of creation
actions necessary to create an obligation Oao (x, s|Y ).
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4 Control and communication in organizations
Instead of having a single global collection of beliefs and motivations, modelling organizations as socially constructed agents allows allocating different beliefs Ba , desires
Da and goals Ga to separate agents a ∈ Ao composing the organization o ∈ OA.
Agents can be thought of as a locality for intentionality. In this way it is possible to
distribute subgoals of Go among the different functional areas and roles a ∈ Ao to decompose problems in a hierarchical way and to avoid to overburden them with too much
goals. In particular, the goals Gr attributed to role r ∈ RO represent the responsibilities
which agent b ∈ A playing that roles (P L(r) = b) has to fulfill.
The beliefs attributed to the organization (Bo ) and attributed by the organization
to its components (Bm and m ∈ Ao ) represent their know how and the procedures
used to achieve the goals of the organization; these beliefs are represented for example
by statutes and manuals of organizations. As in case of goals, different beliefs Ba can
be distributed to functional areas and roles a ∈ Ao . In this way the organization can
respect the incapsulation principle and preserve security and privacy of information, as
requested by [10].
The beliefs, desires and goals of the components of an organization play also another role. They express the institutional relations among the different components:
in particular, the control and communication relations among the functional areas and
roles. Both issues will be addressed using the notion of document. Documents are the
way information parcels are represented in organizations and represent also the records
of decisions and information flow.
The institutional relations of control and communication among the components of
an organization are defined in terms of the “counts as” relation. For Jones and Sergot
[13], the “counts as” relation expresses the fact that a state of affairs or an action of an
agent “is a sufficient condition to guarantee that the institution creates some (usually
normative) state of affairs”. As [13] suggest this relation can be considered as “constraints of (operative in) [an] institution”. In Section 3 we propose to model “counts
as” relations by means of belief rules of the socially constructed agents. They express
how an organization, a functional area or a role provide an institutional classification of
reality.
In an organization it is fundamental to specify how agents can control other agents
by giving orders to them [10, 24]; the control is achieved by the command structure
of an organization. In fact, organizations can be seen as burocracies according to [18].
Control has two dimensions: how the organization and its functional areas can pose
obligations (commands) to roles, and who has the power to create these obligations
(since, as organizations and their units are socially constructed agents, they do not act).
For example, a production unit can decide to give a production order to its members
and the decision of the production unit can be taken by a director of that unit. The
basic block of control is the creation of obligations. As described in the conceptual
model, an agent can change its own mental attitudes. In particular, an organization o
can change its desires and goals so to create a new obligation Oao (x, s | Y ) by means
of the creation action CR(o, Oao (x, s | Y )). It is possible to create sanction-based
obligations addressed to agent a ∈ A since the agents involved in organizations are
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depended on them, for example, for the fact that organizations pay them salaries and
decide benefits.
The creation actions C of an organization o are parameters, hence they are not
directly controlled by it: the organization does not act directly, but only by means of the
actions of the agents composing it. Creation actions achieve their effect to introduce new
obligations if some other action “counts as” a creation action for the organization: this
relation is expressed by a belief rule of the organization o, e.g., c → CR(o, Oao (x, s |
Y )) ∈ Bo . Since there is no other way for making true the creation action, only the
organization itself can specify who create new obligations. In particular, c ∈ Xr can
be an action CD(d) of a role r ∈ RO of producing a document d ∈ DC: in this way
the organization o specifies that the role r has control over some other role a ∈ RO
such that a ∈ Ao . The document d represents the record of the exercise of the power
of agent r. Also functional areas are modelled as agents in an organization: hence, the
same mechanism can be used to specify that an agent r has control over role a ∈ RO,
where r and a can belong to the same functional area m ∈ F A ({r, a} ⊆ Am ∩ RO).
Since the “counts as” relation can be iterated, it is possible to specify how a role
r ∈ RO belonging to a functional area m ∈ F A (r ∈ Am ) of an organization o ∈
OA can create an obligation Oao (x, s | Y ) directed to a functional area or role a ∈
F A ∪ RO directly belonging to the organization: a ∈ Ao . This is possible since an
action c ∈ Xr of role r can count as an institutional fact p ∈ I for the functional
area m: c → p ∈ Bm . In turn, the institutional fact p can count as the creation of an
obligation Oao (x, s | Y ) by the organization o: p → CR(b, o, Oao (x, s | Y ) ∈ Bo ;
this obligation is directed towards agent a which belongs to the organization o. These
relations are only possible since the beliefs Bm of the functional area m are attributed
to agent m by the organization o itself, since m ∈ Ao . For example, a decision of the
CEO counts as an obligation of the entire organization since the direction functional
area to which the CEO belongs considers the CEO’s decision as made by itself and the
organization, in turn, considers the decision of the direction as having the obligation as a
consequence. In this way, the organization, when it creates its components by attributing
mental attitudes to them, at the same time, constructs its control structure.
The second issue is communication among roles. It is often claimed [10] that the
organizational structure specifies the communication possibilities of agents. Agents can
communicate almost by definition and standard communication languages have been
defined for this aim [11]. What the organization can specify is their possibility to communicate to each other in an institutional way by means of documents; as Wooldridge
et al. [22] claim, organizations specify “systematic institutionalized patterns of interactions”.
Communication among socially constructed agents is based on the same principle as
control. It relies on the fact that the beliefs of a functional area or of a role are attributed
to them by the higher level socially constructed agent which they are attributed mental
attitudes by. In this way we can express the fact that a document created by a role r ∈
RO communicates some belief p to an organization or functional area m ∈ OA ∪ F A
it belongs to r ∈ Am : CD(d) → p ∈ Bm , where CD(d) ∈ Xr is an action creating
a document d ∈ DC. This is read as the fact the action of role r “counts as” the
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official belief p of agent m. The document d represents the record of the communication
between r and m.
Analogously, we can specify official communication among roles. A role r ∈ RO
communicates to a role a ∈ RO that p ∈ P if there is some action CD(d) ∈ Xr
creating a document d ∈ DC such that CD(d) → p ∈ Ba . Note that Ba are not the
beliefs of the agent b ∈ RA playing role a (b = P L(a)). Rather they are the beliefs
attributed to the role by the functional area m ∈ F A: since the role a is created by the
functional area m, those beliefs are attributed to a by the functional area m. When an
agent b ∈ RA which plays the role a ∈ RO knows that document d has been created,
it has to act as if it had the belief p, while it is not requested to be psychologically
convinced that p is true. Otherwise agent b does not stick to its role anymore and it
becomes liable to having violated its duties.

5 Summary
In this paper we propose a way to model the organizational structure of multiagent
systems. Organizations are composed by functional areas and roles; functional areas,
in turn, are composed by functional areas and roles. Roles are played by agents. Using the methodology of attributing mental attitudes to social entities, we show that
organizations and their components can be described as agents: socially constructed
agents. Since socially constructed agents are agents, they can construct, in turn, other
agents which constitute their components. This strategy allows creating a decomposition structure as rich as the one in object orientation. Moreover, it allows progressively
decomposing an organization in simpler agents described by beliefs and motivations to
manage the complexity of a multiagent system. Finally, since agents can be subject to
obligations and endowed with permissions and powers, all the social entities composing
an organization can be the addressees of norms and powers; at the same time, socially
constructed agents can be normative systems imposing obligations on their components,
i.e., organizations can be modelled as burocracies [18].
This paper is part of a wider project modelling normative multiagent systems. In [6]
we model normative systems by means of the agent metaphor: we attribute them beliefs, desires and goals: beliefs represent the constitutive rules of the organization while
regulative rules, like obligations, are modelled in terms of goals of the system. In [2] we
extend the model to virtual communities and we use the agent metaphor to describe local and global policies. In [5], constitutive rules are used to define contracts and games
among agents are extended to allow an agent to change the obligations enforced by the
normative system. Roles have been introduced in [4]. This paper constitutes a step forward in this project in that the agent metaphor is used to explain how organizations can
create other social entities like functional areas and roles and, at the same time, specify
their behavior. In this way we account for their definitional dependency characteristic
of social entities [16]. Our ontology of social reality is presented in [3].
Future work concerns defining the relation between roles described as agents and
the agents playing those roles. Moreover, contracts, described in [5] can be introduced
to regulate the possibility to create new obligations, new roles and new social entities
inside an organization [10].
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Abstract. In this paper we use recursive modelling to formalize sanction-based
obligations in a qualitative game theory. In particular, we formalize an agent
who attributes mental attitudes such as goals and desires to the normative system
which creates and enforces its obligations. The wishes (goals) of the normative
system are the commands (obligations) of the agent. Since the agent is able to reason about the normative system’s behavior, our model accounts for many ways
in which an agent can violate a norm believing that it will not be sanctioned. We
thus propose a cognitive theory of normative reasoning which can be applied in
theories requiring dynamic trust to understand when it is necessary to revise it.

1

Introduction

Recently there has been interest in extending multiagent systems with concepts traditionally studied in deontic logic, such as obligations, permissions, rights, commitments,
et cetera. In this paper we discuss the impact on trust of the theory behind our approach
of obligations in virtual communities [1,2], which is based on two assumptions:
1. We define a theory of rational decision making in normative multiagent systems
as a combination of multiagent systems and normative systems, for which we use
recursive modelling and the attribution of mental attitudes to normative systems [2].
2. The role of deontic logic in our normative multiagent systems is to define the logic
of the mental attitudes of the agents, for which we use input/output logics [3].
We focus on the motivations of agents when they violate norms. In particular, a
sophisticated theory of trust dynamics would not increase trust if an agent only fulfills
promises out of selfishness, because in the future the promise may not serve its needs.
Analogously, it would not decrease the trust if the other agent did its best to fulfill the
promise, but failed due to circumstances beyond its control. As applications of normative multiagent systems get more sophisticated, we need a more detailed model of
rational decision making agents in such systems.
In Section 2 we discuss rational decision making, and in Section 3 the effect of
violations on trust. In Section 4 we introduce the multiagent system, in Section 5 we
define obligations and in Section 6 decisions of the agents, illustrated in Section 7.
R. Falcone et al. (Eds.): Trusting Agents, LNAI 3577, pp. 1–17, 2005.
c Springer-Verlag Heidelberg 2005
°
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Rational Decision Making in Normative Multiagent Systems

A theory of rational decision making is essential for many theories and applications in
which agents are able to violate norms and such norm violations have consequences,
such as theories of trust and reputation, fraud and deception [4], threats in persuasion
[5] electronic commerce, virtual communities [1,6], social agents [7], agent-based software engineering [8,9], et cetera. This can be opposed to the Shoham and Tennenholtz’
characterization of social laws in game theory [10], because their theory may be useful
to study the use of norms in games and the emergence of norms in multiagent systems,
but it is less useful to study the effectiveness of norms. We thus assume that norms are
represented as soft constraints, which are used in detective control systems where violations can be detected (you can enter a train without a ticket, but you may be checked
and sanctioned), instead of hard constraints, which are restricted to preventative control systems that are built such that violations are impossible (you cannot enter a metro
station without a ticket).
Normally an agent fulfills its obligations, because otherwise its behavior counts as
a violation that is being sanctioned, and the agent dislikes sanctions. Moreover, it may
not like that its behavior counts as a violation regardless of the sanction, and it may act
according to the norm regardless of whether its behavior counts as a violation, because
it believes that this is fruitful for itself or for the community it belongs to. There are
three categories of exceptions to this normal behavior.
First, an agent may violate an obligation when the violation is preferred to the sanction, like people who do not care about speeding tickets. In such cases of norm violations, the system may wish to increase the sanctions associated with the norms which
are violated (for speeding) or decrease the sanction of another norm (death penalty).
Secondly, the agent may have conflicting desires, goals or obligations which it considers more important. Obligations may conflict with the agent’s private preferences
like wishes, desires, and goals. In the case of conflict with goals the agent has committed to, the agent has to decide whether the obligation is preferred to the goal, as well as
whether it should change its mind. Moreover, even respectful agents, that always first
try to fulfill their obligations before they consider their private preferences, do not fulfill
all obligations in the case of contradictory obligations.
Thirdly, the agent may think that its behavior does not count as a violation, or
that it will not be sanctioned. This may be the case when the normative system has
no advantage in sanctioning the agent. One possibility is that the sanction has a cost
for the system which overcomes the damage done by the violation: e.g., the sanction
for not having payed taxes may be applied only above a certain threshold of money.
But more likely the absence of violation is due to an action of the agent. The agent
can change the system’s behavior by affecting its desires or its goals. Its action may
abort the goal of the normative system to count the agent’s behavior as a violation
or to sanction it, as in the case of bribing, or it may trigger a conflict for the normative system. The agent can use recursive modelling to exploit desires and goals of the
normative system thus modifying its motivations and inducing it not to decide for the
sanction.
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3

3

Trust

There are many definitions of trust: the agents have a goal which can be achieved by
means of the other agent’s action [4]. They “bet” on the behavior of the other agents
[11], since they could get the same good in other ways (i.e., buying the same good at
an higher price from another agent they know already) [12,13]. One prominent class
of trust scenarios is when an agent believes that the trustee “is under an obligation to
do Z”. In these situations, according to Jones [14] “trust amounts to belief in de facto
conformity to normative requirements”. Jones [14] aims at providing an “identifiable
core” of this concept. He builds a classification of scenarios involving trust based on
two parameters: the “rule belief” - the belief that exists a regularity in the trustee’s
behavior - and the “conformity belief” - the belief that “this regularity will again be
instantiated on some given occasion”.
Less attention, instead, has been devoted to trust dynamics. In particular, Falcone
and Castelfranchi [15] notice that many approaches to trust dynamics adopt a naı̈ve
view where:
“to experiences to each success of the trustee corresponds an increment in
the amount of the trustier’s trust towards it, and vice versa, to every trustee’s
failure corresponds a reduction of the trustiers trust towards the trustee itself.
They argue that the motivation of this simplification rests in the lack of cognitive
models of trust:
“this primitive view cannot be avoided till Trust is modelled just as a simple index, a dimension, a number; for example, reduced to mere subjective
probability. We claim that a cognitive attribution process is needed in order to
update trust on the basis of an ‘interpretation of the outcome of A’s reliance on
B and of B’s performance. [...] In particular we claim that the effect of both B’s
failure or success on A’s Trust in B depends on A’s ‘causal attribution’ of the
event. Following ‘causal attribution theory’ any success or failure can be either
ascribed to factors internal to the subject, or to environmental, external causes,
and either to occasional facts, or to stable properties.”
The cognitive model of trust of [15] is based on a portrait of the mental state of
trust in cognitive terms (beliefs, goals). Their model includes two main basic beliefs.
First, a competence belief which includes a sufficient evaluation of Y’s abilities is, that
X should believe that Y is useful for this goal of its, that Y can produce/provide the
expected result, and that Y can play such a role in X’s plan/action. Second a willingness
belief where X should think that Y not only is able and can do that action/task, but Y
actually will do what X needs This belief makes the trustee’s behavior predictable and
includes the trustees reasons and motives for complying. In particular, X believes that
Y has some motives for helping it (for adopting its goal), and that these motives will
probably prevail -in case of conflict- on other motives. Notice that motives inducing
adoption are of several different kinds: from friendship to altruism, from morality to
fear of sanctions, from exchange to cooperation. Moreover, when X trusts someone, X
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is in a strategic situation: X believes that there is interference and that his rewards, the
results of his projects, depend on the actions of another agent Y.
Since we propose a cognitive theory of decisions under norms, which, as said above,
constitute one prominent case of trust situations, our theory can be useful for a dynamic
theory of trust. In particular, we can consider two respects:
– A structural dimension for characterizing trust and its dynamics.
– A behavior dimension relating recursive modelling and trust dynamics.
First, a characterization of trust dynamics should be based on norm behavior: trust
should be increased if an agent followed its commitments and obligations, while it
should be decreased in case norms are violated. But as we discussed, norms can be
violated for different reasons, which should be considered in the dynamic adjustment
of trust:
– Behavioristic trust dynamics: increase trust when the norm is fulfilled, decrease
when the norm is violated.
– Sanction trust dynamics: decrease trust if the norm is violated if the associated
sanction does not provide a motivation for the trustee.
– Goal trust dynamics: increase trust when the agent has a goal to fulfil the norm,
even if it is not able to respect the norm for some external reason, decrease when it
has no goal to fulfil norm or the goal is conflicting with more important goals.
– Desire trust dynamics: increase trust when the agent desires to fulfill the obligations; desires represent the inner motivations of an agent, while goals can be
adopted from other agents’ ones.
– Cooperative trust dynamics: in case of norm violation the agent informs the other
agents (an example of mutual support or mutual responsiveness). This problem is
addressed, e.g., [16,17,18].
The second dimension concerns the behavior of agents. If the fact that the agents
have a goal which can be achieved by means of the other agent’s action is at the basis
of trust, a trust situation is inherently a strategic situation, as highlighted by [4,15]. Two
agents are in a strategic situation if an agent “believes that there is an interference and
that her rewards, the results of her projects, depend on the actions of another agent”. For
this reason, an agent must have a profile of the other agents (apart from the first case
above, where it can simply observe its behavior). As we discuss in Section 6, a basic
ability of agents is to recursively model the behavior of the other agents. In our model
this is at the basis of the definition of obligation: only by recursively modelling the
decision of the normative system an agent can understand whether it will be sanctioned
or not. Thus, to build a dynamic model of trust under obligations, it is useful to have
a complete model of the decision making under obligations which includes also the
recursive modelling abilities of agents.
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Fig. 1. Conceptual model of normative multiagent system

4

Normative Multiagent System

The conceptual model of the normative multiagent system is visualized in Figure 1.
Following the usual conventions of for example class diagrams in the unified modelling
language (UML), 2 is a concept or set, — and → are associations between concepts,
−−⊲ is the “is-a” or subset relation, and −⋄ is a relation called “part-of” or aggregation.
The logical structure of the associations is detailed in the definitions below.
We first explain the multiagent system and thereafter the normative extension.
Agents (A) are described (AD) by actions called decision variables (X) and by motivations (M ) guiding its decision making. The motivational state of an agent is composed by its desires (D) and goals (G). Agents may share decision variables, desires
or goals, though this is not used in the games discussed in this paper. Desire and goal
rules can be conflicting, and the way the agent resolves its conflicts is described by a
priority relation (≥) that expresses its agent characteristics [19]. The priority relation
is defined on the powerset of the motivations such that a wide range of characteristics
can be described, including social agents that take the desires or goals of other agents
into account. The priority relation contains at least the subset-relation, which expresses
a kind of independence between the motivations.
Definition 1 (Agent set). An agent set is a tuple hA, X, D, G, AD, ≥i, where
– the agents A, decision variables X, desires D and goals G are four finite disjoint
sets. M = D ∪ G are the motivations defined as the union of the desires and goals.
– an agent description AD : A → 2X∪D∪G is a complete function that maps each
agent to sets of decision variables, desires and goals, such that each decision variable is assigned to at least one agent. For each agent a ∈ A, we write Xa for
X ∩ AD(a), Da for D ∩ AD(a), Ga for G ∩ AD(a).
– a priority relation ≥: A → 2M × 2M is a function from agents to a transitive and
reflexive relation on the powerset of the motivations containing at least the subset
relation. We write ≥a for ≥ (a).
Desires and goals are abstract concepts which are described (M D) by – though
conceptually not identified with – rules (R) built from literals (L). Rules consist of
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an antecedent (body, input) and a consequent (head, output), which are in our case respectively a set of literals and a literal. This simple structure of rules keeps the formal
exposition simple and is sufficient for our purposes here, for the extension of rules to
pairs of propositional sentences we can use input/output logics [3]. As priorities are
associated with mental attitudes instead of rules, the priority of a rule associated with
a desire may be different from the priority of the same rule associated with a goal. We
do not use more complex constructions of rules, as used for example in logic programming, nonmonotonic reasoning or in description logics, because we do not seem to need
the additional complexity and moreover, these rules typically focus on a limited set of
reasoning patterns which cannot be used for our purposes. In particular, they assume
the identity rule ‘if p then p’, see [3,20] for a discussion. It is well known that desires
are different from goals, and we can adopt distinct logical properties for them. For example, goals can be adopted from other agents, whereas desires cannot. In this paper
we do not make any additional assumptions on desires and goals, and we thus do not
formally characterize the distinction between desires and goals, because it is beyond
the scope of this paper.
Definition 2 (MAS). A multiagent system M AS is a tuple hA, X, D, G, AD, M D, ≥i:
– the set of literals built from X, written as L(X), is X ∪ {¬x | x ∈ X}, and the set
of rules built from X, written as R(X) = 2L(X) × L(X), is the set of pairs of a set
of literals built from X and a literal built from X, written as {l1 , . . . , ln } → l. We
also write l1 ∧ . . . ∧ ln → l and when n = 0 we write ⊤ → l. Moreover, for x ∈ X
we write ∼ x for ¬x and ∼ (¬x) for x.
– the motivational description M D : M → R(X) is a complete function from the
sets of desires and goals to the set of rules built from X. For a set of motivations
S ⊆ M , we write M D(S) = {M D(s) | s ∈ S}.
We illustrate the notation by the example visualized in Figure 2. In the example,
there are two agents, called agent a and agent n, who in turn make a decision: agent a
chooses between x and ¬x, and agent n chooses between y and ¬y.
Agent a desires x only when agent n does not do y. In the example, we only formalize the mental attitudes; how the agents make decisions and the meaning of the function
U at the right hand side of Figure 2 are explained in Section 6.
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Example 1. Consider a multiagent system hA, X, D, G, AD, M D, ≥i with
A = {a, n}, Xa = {x}, Xn = {y}, Da = {d1 , d2 }, Dn = {d3 }, G = ∅, M D(d1 ) =
⊤ → x, M D(d2 ) = y → ¬x, M D(d3 ) = ⊤ → y, ≥a is such that {⊤ → x, y →
¬x} ≥ {y → ¬x} ≥ {⊤ → x} ≥ ∅. Agent a could also consider d3 in his priority
ordering, but we assume that d3 does not have any impact on it. Agent a desires unconditionally to decide to do x, but if agent n decides y, then agent a desires ¬x, since the
second rule is preferred over the first one in the ordering. Agent n desires to do y.
To describe the normative system, we introduce several additional items. The basic
idea of the formalization of our normative multiagent system is that the normative system can be modelled as an agent, and therefore mental attitudes like desires and goals
can be attributed to it, because it is autonomous and it possesses several other properties
typically attributed to agents. Example 1 can be interpreted as a game between an agent
and its normative system instead of between two ordinary agents. In the context of this
paper, this idea is treated as a useful way to combine multiagent systems and normative
systems, though it can also be defended from a more philosophical point of view. A motivation has been discussed in [21], though in that paper we did not give a formalization
of normative multiagent systems as we do in this paper. First we identify one agent in
the set of agents as the normative agent. We represent this normative agent by n ∈ A.
Moreover, we introduce a set of norms N and a norm description V that associates violations with decision variables of the normative agent. Finally, we associate with each
agent some of the goals GD of the normative agent, which represents the goals this
agent is considered responsible for. Note that several agents can be responsible for the
same goal, and that there can be goals no agent is considered responsible for. We do
not assume that agents can only be responsible for their own decisions. In some more
complex social phenomena agents may also be responsible for other agents’ decisions,
and this assumption may be relaxed in the obvious way. For example, in some legal
systems, parents are responsible for actions concerning their children, or the owners of
artificial agents are responsible for the actions the agents perform on their behalf.
Definition 3 (Norm description). A normative multiagent system N M AS is a tuple
hA, X, D, G, AD, M D, ≥, n, N, V, GDi, where hA, X, D, G, AD, M D, ≥i is a multiagent system, and:
– the normative agent n ∈ A is an agent.
– the norms {n1 , . . . , nm } = N is a set disjoint from A, X, D, and G.
– the norm description V : N × A → Xn is a complete function from the norms
to the decision variables of the normative agent: we write V (n, a) for the decision
variable which represents that there is a violation of norm n by agent a ∈ A.
– the goal distribution GD : A → 2Gn is a function from the agents to the powerset
of the goals of the normative agent, where GD(a) ⊆ Gn represents the goals of
agent n the agent a is responsible for.
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Obligations

We define obligations in the normative multiagent system. The definition of obligation
incorporates a simple logic of rules, for which we write r ∈ out(R) if the rule r is
in the closure of the set R following notational conventions in input/output logic [3].
Due to the simple structure of rules, the logic is characterized by the single proof rule
monotony, i.e., from L → l we derive L ∪ L0 → l. A rule follows from a set of rules
if and only if it follows from one of the rules of the set. We discuss the implied logical
properties of obligations after the definition.
Definition 4 (Out). Let M AS = hA, X, D, G, AD, M D, ≥i be a multiagent system.
– A rule r1 = L1 → l1 ∈ R(X) follows from a set of motivations S ⊆ M , written as
r1 ∈ out(S), if and only if there is a r2 = L2 → l2 ∈ M D(S) such that L2 ⊆ L1
and l1 = l2 .
The definition of obligation contains several clauses. The first one is the central
clause of our definition and defines obligations of agents as goals of the normative
agent n, following the “Your wish is my command” strategy. It says that the obligation
is implied by the desires of agent n, implied by the goals of agent n, and it has been
distributed by agent n as a responsibility of agent a. The latter two steps are represented
by out(GD(a)). The following four clauses describe the instrumental part of the norm
(according to Hart [22]’s terminology), which aims at enforcing its respect. The second
clause can be read as “the absence of p counts as a violation”. The third clause says that
the agent desires the absence of violations, which is stronger than saying that it does
not desire violations, as would be expressed by ⊤ → V (n, a) 6∈ out(Dn ). This is the
only rule which does not hold only in the context of the obligation (Y ), but which holds
in general (⊤), since violations are always dispreferred. The fourth and the fifth clause
relate violations to sanctions. Note that these four rules are only motivations, which
formalizes the possibility that a normative system does not recognize that a violation
counts as such, or that it does not sanction it. Both the recognition of the violation and
the application of the sanction are the result of autonomous decisions of the normative
system. We moreover assume that the normative system is also motivated not to apply
sanctions as long as there is no violation, because otherwise the norm would have no
effect. Finally, for the same reason we assume in the last clause that the agent does not
like the sanction.
Definition 5 (Obligation). Let N M AS = hA, X, D, G, AD, M D, ≥, n, N, V, GDi
be a normative multiagent system. In N M AS, agent a ∈ A is obliged to decide to
do x ∈ L(Xa ) with sanction s ∈ L(Xn ) if Y ⊆ L(Xa ), written as N M AS |=
Oan (x, s|Y ), if and only if ∃n ∈ N such that:
1. Y → x ∈ out(Dn ) ∩ out(GD(a)): if Y , then agent n desires and has as a goal
that x, and this goal has been distributed to agent a.
2. Y ∪ {∼ x} → V (n, a) ∈ out(Dn ) ∩ out(Gn ): if Y and ∼ x is done by agent
a, then agent n has the goal and the desire V (n, a): to recognize it as a violation
done by agent a.
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3. ⊤ → ¬V (n, a) ∈ out(Dn ): agent n desires that there are no violations.
4. Y ∪ {V (n, a)} → s ∈ out(Dn ) ∩ out(Gn ): if Y and agent n decides V (n, a),
then agent n desires and has as a goal that it sanctions agent a.
5. Y →∼ s ∈ out(Dn ): if Y , then agent n desires the absence of s. This desire not to
sanction expresses that it only sanctions in case of a violation.
6. Y →∼ s ∈ out(Da ): if Y , then agent a desires the absence of s, which expresses
that agent a does not like to be sanctioned.
The following proposition shows that obligations satisfy the monotony property,
also called more precisely the strengthening of the antecedent property, or the strengthening of the input property, which means that an obligation in context Y is also an
obligation in context Y ∪ Z. This is in accordance with Kant’s interpretation of norms
and with standard approaches in deontic logic such as input/output logic [3].
Proposition 1 (Monotony). If a normative multiagent system N M AS satisfies
O(x, s|Y ), then it also satisfies O(x, s|Y ∪ Z).
Proof. First, note that the monotony property holds for out, i.e., Y → x ∈ out(R)
implies Y ∪ Z → x ∈ out(R) for any Y , x, R and Z, because if there is a L → l ∈
M D(S) such that L ⊆ Y and l = x, then using the same rule we have that there is a
L → l ∈ M D(S) such that L ⊆ Y ∪ Z and l = x. Second, note that all clauses of the
definition of obligation consist of expressions of out. Consequently, obligation satisfies
the monotony property.
However, the monotony property does not imply that a conflict between obligations
leads to a kind of inconsistency or trivialization. In certain cases there may be conflicting obligations. This is in accordance with Ross’ notion of prima facie obligations,
which says that there can be a prima facie obligation for p as well as a prima facie obligation for ¬p (but only an all-things-considered obligation for one of them), and with
input/output logics under constraints [3]. It has been observed many times in deontic
logic, that there are good reasons why classical deontic logics make a conflict inconsistent, but in practical applications conflicts occur and deontic logics should be able to
deal with conflicting obligations.
Proposition 2. There is a normative multiagent systems N M AS that satisfies both
O(x, s|Y ) and O(¬x, s0 |Y ).
Proof. There is such a system, which basically contains for both obligations the six
items mentioned in Definition 5. N M AS = hA, X, D, G, AD, M D, ≥, n, N, V, GDi
with A = {a, n}, Xa = {x}, Xn = {V (n, a), s, V (n0 , a), s0 }, N = {n, n0 }, and
M D(GD(a)) = {Y → x, Y → ¬x}. Agent a desires ¬s: M D(Da ) = {Y →
¬s, Y → ¬s0 }. Agent n’s desires and goals are: M D(Dn ) = {Y → x, Y ∧ ¬x →
V (n, a), V (n, a) → s, Y → ¬V (n, a), Y → ¬s, Y → ¬x, Y ∧ x → V (n0 , a),
V (n0 , a) → s0 , ⊤ → ¬V (n0 , a), Y → ¬s0 } and M D(Gn ) = {Y → x, Y ∧ ¬x →
V (n, a), V (n, a) → s, Y → ¬V (n, a), Y ∧ x → V (n0 , a), V (n0 , a) → s0 , }. Clearly
we have N M AS |= O(x, s|Y ) and N M AS |= O(¬x, s0 |Y ).
The following proposition shows that (cumulative) transitivity, also known as deontic detachment, does not hold for obligations. The absence of transitivity is a desirable
property since it leads to paradoxical results, as known in the deontic logic literature.
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> →1 ¬x, > →2 ¬s

> →2 ¬V (n, a), > →1 ¬s

x, V (n, a), ¬s

> →1 ¬x

V (n, a) →4 s, > →2 ¬V (n, a)

x, ¬V (n, a),

> →1 ¬x, > →2 ¬s

> →1 ¬s

x, V (n, a),

s

s

x, ¬V(n, a), ¬s
¬x, V(n, a),

s

> →1 ¬x
> →2 ¬s

> →5 ¬x, V (n, a) →3 s, > →2 ¬V (n, a)

¬x, V (n, a), ¬s
¬x, ¬V (n, a),

s

¬x, ¬V (n, a), ¬s

> →5 ¬x, > →2 ¬V (n, a), > →1 ¬s

> →2 ¬s

> →5 ¬x, ¬x →4 V (n, a), > →1 ¬s
> →5 ¬x, ¬x →4 V (n, a)

Fig. 3. The decision of agent a to respect an obligation

Proposition 3. If N M AS satisfies O(x, s|{y} ∪ Z) and O(y, s0 |Z), then there does
not have to be a s00 such that N M AS satisfies O(x, s00 |Z).
Proof (sketch). Construct an NMAS that contains all necessary rules for the two
premises O(x, s|{y} ∪ Z) and O(y, s0 |Z), analogous to the construction in the proof of
Proposition 2. This model does not satisfy Z → x ∈ out(Da ), basically because out is
not closed under transitivity. Consequently N M AS 6|= O(x, s00 |Z) for all s00 .
Other properties discussed in the logical literature of rules and norms [3] are not
valid, due to the limited structure of the rules without disjunctions and with only a single
literal in the head of the rule. We finally note that sanctions are directly associated with
obligations and not represented by means of further obligations, because this is the way
it works in many legal systems. Moreover, obligations which have the same head but
different sanctions are represented as distinct obligations.
The following definition formalizes reward-based obligations. The sanction is a positive one, so that the agent a’s attitude towards it must be reversed with respect to negative sanctions; second, in case of positive sanctions, agent n’s recognition of a violation
overrides the goal of rewarding agent n.
Definition 6 (Reward-based Obligation). Let N M AS = hA, X, D, G, AD, M D,
≥, n, N, V, GDi be a normative multiagent system. In N M AS, agent a ∈ A is obliged
to decide to do x ∈ L(Xa ) with reward r ∈ L(Xn ) if Y ⊆ L(Xa ), written as
N M AS |= Oan (x, r|Y ), if and only if ∃n ∈ N such that the first three conditions
of Definition 5 hold, together with:
4. Y ∪ {¬V (n, a)} → r ∈ out(Dn ) ∩ out(Gn ): if Y and agent n decides ¬V (n, a),
then agent n desires and has as a goal that it rewards agent a.
5. Y →∼ r ∈ out(Dn ): if Y , agent n does not desire to reward r. This desire of the
normative system expresses that it only rewards in absence of violation.
6. Y → r ∈ out(Da ): if Y , then agent a desires r, which expresses that it likes to be
rewarded.
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Behavior

We now take a subjective view on the multiagent system. That is, we consider an agent
a ∈ A that considers an action of itself followed by an action of the normative agent
n. The agent description of the agent AD(a) is the agent’s self-image, and the agent
description of the normative agent AD(n) is agent a’s profile of the normative agent. Finally, the normative multiagent description N M AS satisfies an obligation when agent
a believes to be obliged. This is in accordance with Castelfranchi’s idea that for obligations to be fulfilled they must be believed and accepted as such [23].
The basic picture is visualized in Figure 3 and reflects the deliberation of agent a in
various stages. This figure should be read as follow. Agent a is the decision maker: it is
making a decision δa , and it is considering the effects of the fulfilment or the violation
of the obligations it is subject to. To evaluate a decision δa according to its desires and
goals (Da and Ga ), it must consider not only its actions, but also the reaction of agent n:
agent n is the normative system, which may recognize and sanction violations. Agent
a recursively models agent n’s decision δn (that agent n takes according to agent a’s
point of view), typically whether it counts the decision δa as a violation and whether
it sanctions agent a or not, and then bases its decision on it. Now, to find out which
decision agent n will make, agent a has a profile of agent n: it has a representation of
agent n’s motivational state. When agent a makes its decision and predicts agent n’s,
we assume that it believes that agent n is aware of it.
The agents value, and thus induce an ordering on, decisions by considering which
desires and goals have been fulfilled and which have not. In the general case, agent
a may consider its own desires and goals as well as the desires and goals of agent
n, whereas agent n only considers its own goals and desires. For example, respectful
agents care not only about their own desires and goals, but also about the ones attributed
to the normative agent. Given a decision δa , a decision δn is optimal for agent n if it
minimizes the unfulfilled motivational attitudes in Dn and Gn according to the ≥n
relation. The decision of agent a is more complex: for each decision δa it must consider
which is the optimal decision δn for agent n.
Definition 7 (Recursive modelling). Let hA, X, D, G, AD, M D, ≥, n, N, V, GDi be
a normative multiagent system, moreover:
– the set of decisions ∆ is the set of subsets of L(Xa ∪ Xn ) that do not contain a
variable and its negation. A decision is complete if it contains, for each variable in
Xa ∪ Xn , either this variable or its negation. For an agent a ∈ A and a decision
δ ∈ ∆ we write δa for δ ∩ L(Xa ).
– the unfulfilled motivations of decision δ for agent a ∈ A are the set of motivations
whose body is part of the decision but whose head is not.
U (δ, a) = {m ∈ M ∩ AD(a) | M D(m) = L → l, L ⊆ δ and l 6∈ δ}.
– A decision δ (where δ = δa ∪ δn ) is optimal for agent n if and only if there is no
decision δn0 such that U (δ, n) >n U (δa ∪ δn0 , n). A decision δ is optimal for agent
a and agent n if and only if it is optimal for agent n and there is no decision δa0
such that for all decisions δ 0 = δa0 ∪ δn0 and δa ∪ δn00 optimal for agent n we have
that U (δ 0 , a) >a U (δa ∪ δn00 , a).
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The following proposition shows that optimal decisions always exist. This is an
important property, since the decision theory has to guide agents in all circumstances.
Proposition 4. For every NMAS, there exist optimal decisions.
Proof (sketch). If a decision is not optimal, then there is a decision that is better than
it. There cannot be an infinite sequence of better and better decisions, due to the fact
that the set of motivations is finite. Consequently, there is always an optimal decision.
The following example illustrates unfulfilled motivational states.
Example 2 (Example 1, continued). Given a decision δn = {y}. For δa = {¬x}, the
unfulfilled motivations are U (δa ∪ δn , a) = {⊤ → x}: {y} ⊆ δa ∪ δn and ¬x ∈ δa ∪ δn
so the rule y → ¬x is satisfied. For δa0 = {x}, U (δa0 ∪ δn , a) = {y → ¬x}. The optimal
decision of agent a is δa = {¬x}, because {y → ¬x} ≥ {⊤ → x}.

7

Examples

Before we discuss the formalization of the examples in Section 2, we introduce some
notational conventions to represent the examples compactly. In particular, in the first
example there are ten rules, and consequently there are 210 = 1024 sets to be ordered.
Definition 8 introduces standard lexicographic ordering used in the examples in this
paper, which says that a single rule with high priority is more important than any set of
rules with lower priority (formalized using exponential functions).
Definition 8. Let S be a set of motivations and |S| be the number of elements of S. Let
the motivation priority M P : S → {0, . . . , |S|} be a function from S to integers between 0 and S. We say that S 0 ⊆ S is preferred to S 00 ⊆ S according to lexicographical
ordering if and only if Σs∈S ′ M P (s)|S| ≥ Σs∈S ′′ M P (s)|S| .
Moreover, in the examples we assume that the priority of each agent’s own desires
and goals are written as superscript on the arrow, thus x →i y means M P (x → y) =
i, and the priority of the motivations of other agents is 0 unless explicitly indicated
otherwise. We typically do not distinguish between a motivation and the rule describing
it, such that for example we write M P (L → l) = i for M P (m) = i with M D(m) =
L → l. In the tables we visualize agent a on the left hand side and agent n on the
right hand side. The upper part describes the normative system, and the lower part the
optimal decisions with the associated unfulfilled rules.
The first example is visualized in Figure 3 and represents the normal behavior of
an agent that acts according to the norm. The first two branches represent the two different alternatives decisions δa of agent a: {x} and {¬x}. The subsequent ones represent the decisions δn of agent n: {V (n, a), s}, {V (n, a), ¬s}, {¬V (n, a), s}, and
{¬V (n, a), ¬s}.
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The agent includes the content x of the obligation Oan (x, s | ⊤) in δa for the fear
of sanction s (⊤ →2 ¬s ∈ Da ), even if it prefers not to do x (⊤ →1 ¬x ∈ Da ). In this
case the agent can be trusted only as long as it is known that the sanction is effective.
Example 3. Oan (x, s | ⊤)
Xa x
Da

⊤ →2 ¬s,
⊤ →1 ¬x

Ga

δa

x

Ua ⊤ →1 ¬x

Xn V (n, a), s
Dn

⊤ →5 x, ¬x →4 V (n, a),
V (n, a) →3 s,
⊤ →2 ¬V (n, a), ⊤ →1 ¬s

Gn

⊤ →5 x,
¬x →4 V (n, a), V (n, a) →3 s

δn

¬V (n, a), ¬s

Un

We illustrate this example in some detail to illustrate the notion of recursive modelling. The basic idea is to reason backwards, that is, we first determine the optimal
decisions of agent n for any given decision of agent a, and thereafter we determine
the optimal decision of agent a, assuming the optimal replies of agent n. The optimal
decisions of agent n depending on the corresponding decision of agent a are visualized in boldface. On the right side, the unfulfilled desires and goals of both agents are
represented. Agent a can only make two complete decisions, either x or ¬x.
If agent a decides δa = {x}, then agent n decides δn = {¬V (n, a), ¬s}, because this
is the only decision in which all its goals and desires are fulfilled. Its unconditional
desire and goal that agent a adopts the normative goal which is the content of the
obligation ⊤ →5 x ∈ out(GD(a)) is satisfied since δa = {x}. Analogously
the desires not to prosecute and sanction indiscriminately are satisfied in δa ∪ δn :
⊤ →2 ¬V (n, a) ∈ out(Dn ) and ⊤ →1 ¬s ∈ out(Dn ). The remaining conditional
attitudes ¬x →4 V (n, a) ∈ out(Gn ), etc. are not applicable and hence they are not
unsatisfied (¬x 6∈ δa ∪ δn ). Given δa whatever other decision agent n would have
taken, it could not satisfy more important goals or desires, so δn = {¬V (n, a), ¬s}
is an optimal decision. E.g. δn0 = {¬V (n, a), s} would leave ⊤ →1 ¬s unsatisfied:
U (δa ∪ δn0 , n) = {⊤ →1 ¬s} ≥n U (δa ∪ δn , n) = ∅ (≥n contains at least the
subset relation, so M P (∅) = 0).
If agent a’s decides δa0 = {¬x} , then agent n chooses δn00 = {V (n, a), s}, with unfulfilled desires and goals U (δa0 ∪ δn00 = {¬x, V (n, a), s}, a) = {⊤ →2 ¬s} and
U (δa0 ∪ δn00 , n) = {⊤ →5 x, ⊤ →2 ¬V (n, a), ⊤ →1 ¬s}.
Finally, agent a compares the optimal decisions of agent n. Neither of them fulfill all
the desires and goals of agent a. It decides for δa instead of δa0 , by comparing unsatisfied
goals and desires: U (δa0 ∪ δn00 , a) = {⊤ →2 ¬s} ≥a U (δa ∪ δn , a) = {⊤ →1 ¬x}.

1117

14

1118

G. Boella and L. van der Torre

Conditional obligations work in exactly the same way, as the following variant
shows. Agent a cannot perform both the action x and y since performing y makes x
forbidden. Again the agent is trustworthy only as long as the sanction is effective.
Example 4. Oan (¬x, s | y)
Xa x, y

Xn V (n, a), s
Dn

y →5 ¬x, y ∧ ¬x →4 V (n, a),
y ∧ V (n, a) →3 s,
⊤ →2 ¬V (n, a), y →1 ¬s

Gn

y →5 x, y ∧ ¬x →4 V (n, a),
V (n, a) →3 s

y, ¬x

δn

¬V (n, a), ¬s

Ua ⊤ → ¬x

Un

Da

y →3 ¬s,
⊤ →2 y,
⊤ →1 x

Ga

δa

1

A variant of the normal behavior in which an agent fulfills its obligations is when the
obligation is not fulfilled out of fear of the sanctions, but because the agent is respectful.
In this cases the agent can be trusted also in cases where the sanction is not applicable
or the violation cannot be recognized.
There is another subtlety not discussed yet: the agent may internalize the obligation,
in which case it does not have a desire ⊤ →1 x, but instead a goal ⊤ →1 x, or even
stronger, it may even have a desire ⊤ →1 x (thus approaching saint status).
In the third example, we consider an agent who does not violate an obligation even
if there were no sanction associated with it. In fact, the content of the obligation is its
goal (for example, agent a could belong to the respectful agent type who always adopts
a norm as its goal, see [19]).

Example 5. Oan (x, s | ⊤)
Xa x

Xn V (n, a), s

Da ⊤ →2 ¬s,

Dn

Ga ⊤ →1 x

Gn

⊤ →5 x, ¬x →4 V (n, a),
V (n, a) →3 s, ⊤ →2 ¬V (n, a),
⊤ →1 ¬s
⊤ →5 x, ¬x →4 V (n, a), V (n, a) →3 s

δn

¬V (n, a), ¬s

δa

x

Ua ⊤ → ¬x
1

Un

Alternatively, if the norm is not internalized, then the agent a is described by
M P (⊤ → x) > 0 for rule in mental state of agent n (⊤ → x ∈ Mn ). The formal
machinery of recursive modelling works exactly the same.
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We finally consider some categories of reasons not to fulfill obligations. First, a
violation may be preferred to the sanction, which can be formalized in Example 3 by
switching the priorities of the desires of agent a: ⊤ →1 ¬s, ⊤ →2 ¬x.
The last example of this category concerns conflicting obligations. The example below is based on the two contradictory obligations Oan (x, s | ⊤) and Oan (¬x, s0 | ⊤).
To take a decision it bases on its preferences about which sanction to
avoid ({⊤ →2 ¬s, ⊤ →1 ¬s0 } ∈ out(Da )).
Example 6. Oan (x, s | ⊤) and Oan (¬x, s0 | ⊤)
Xn V (n, a), s, V (n′ , a), s′

Xa x

Da ⊤ →2 ¬s, ⊤ →1 ¬s′

Ga

δa

x

Ua ⊤ →1 ¬s′

Dn

⊤ →10 x, ¬x →9 V (n, a),
V (n, a) →8 s,
⊤ →4 ¬V (n, a), ⊤ →3 ¬s,
⊤ →7 ¬x, x →6 V (n′ , a),
V (n′ , a) →5 s′ ,
⊤ →2 ¬V (n′ , a), ⊤ →1 ¬s′

Gn

⊤ →10 x, ¬x →9 V (n, a),
V (n, a) →8 s,
⊤ →7 ¬x, x →6 V (n′ , a),
V (n′ , a) →5 s′

δn

V (n′ , a), s′

Un ⊤ →7 ¬x, ⊤ →2 ¬V (n′ , a), ⊤ →1 ¬s′

Finally, the last category contains examples in which agent a manipulates agent n’s
decision making. In the last example we consider the case of an agent n who can be
bribed by agent a: agent n wants also that agent a does y, and if it does y, then agent n
has as a goal not to sanction agent a: {⊤ →7 y, y →6 ¬s} ⊆ out(Gn ). Since the cost
of the bribe is less then the cost of the sanction ({⊤ →2 ¬s} >a {⊤ →1 ¬y}), agent a
decides to bribe agent n rather than to fulfill its obligation Oan (x, s | ⊤):
Example 7. Oan (x, s | ⊤)
Xa x, y

Xn V (n, a), s

Da ⊤ →2 ¬s, ⊤ →1 ¬y

Dn

⊤ →5 x, ¬x →4 V (n, a), V (n, a) →3
s, ⊤ →2 ¬V (n, a), ⊤ →1 ¬s

Ga ⊤ →3 ¬x

Gn

⊤ →7 y, y →6 ¬s, ⊤ →5 x,
¬x →4 V (n, a), V (n, a) →3 s

¬x, y

δn

V (n, a), ¬s

δa

1

Ua ⊤ → ¬y

Un ⊤ →5 x, V (n, a) →3 s
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Concluding Remarks

In this paper we consider the impact on trust dynamics of our approach to virtual communities [1,2], which combines game theory and deontic logic. Game theory is used to
model an agent who attributes mental attitudes to normative systems and plays games
with them, and deontic logic is used to describe the mental attitudes. Obligations are defined in terms of mental attitudes of the normative system, and its logical properties are
considered. Since the agent is able to reason about the normative system’s behavior, our
model accounts for many ways in which an agent can violate a norm without believing
to be sanctioned. The theory can be used in theories or applications that need a model
of rational decision making in normative multiagent systems, such as for example theories of fraud and deception, reputation, electronic commerce, and virtual communities.
In particular, we considered the impact for the study of trust dynamics, classifying the
different motivations for fulfilling norms and analysing the role of recursive modelling
in the decisions of agents. Finally, the attribution of mental attitudes has been explained
by philosophical ideas such as the social delegation cycle [21]. Another extension is the
introduction of other kinds of norms such as permissive norms and constitutive norms
[24] in order to define contracts [2].
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Abstract. We study the design of policies for virtual communities of agents
based on peer-to-peer systems or the grid infrastructure. In a virtual community
agents can play both the role of resource consumers and the role of resource
providers. Moreover, the agents remain in control of their resources, and therefore we distinguish between the authorization to access a resource given by the
virtual community and the permission to do so issued by the resource providers.
We propose a logical multiagent framework for virtual communities that distinguishes three roles: resource consumption, provision, as well as authorization.

1 Introduction
Peer-to-peer systems and the grid infrastructure allow to create virtual communities. For
example, Pearlman et al. [1] define a virtual community as a large, multi-institutional
group of individuals using a set of rules, a policy, to specify how to share their resources, such as disk space, bandwidth, data, online services, etc. In order to control the
distributed nature of peer-to-peer or grid systems, policies are defined using norms, i.e.,
deontic notions like obligations, prohibitions and permissions. Inspiration comes from,
amongst others, computer security and distributed systems [2,3]. For example, in the
Kazaa file sharing system a user is obliged by the system to share files, otherwise his
bandwidth for downloading files is reduced as a sanction.
However, policies in virtual communities are more complex than policies in traditional distributed systems, due to the following reasons.
– Every agent in the community can play both the role of a resource consumer as
well as that of a resource provider. Resource providers retain the control of their
resources and they specify in local policies the conditions of use of their resources.
– When there is a central manager, it permits agents to access the resources which it
owns and controls, according to the policies defined by itself. In contrast, in virtual
communities, access control cannot be directly implemented, since nobody owns
all the resources.
– Resource providers implement local access control according to the community’s
security policies. However, they should not be overburdened by the task of updating
the policies as they change and new members join the community.
– Agents who participate to the community are heterogeneous and change frequently,
so they cannot be assumed to be always cooperative and to stick to the system
G. Moro, S. Bergamaschi, and K. Aberer (Eds.): AP2PC 2004, LNAI 3601, pp. 86–97, 2005.
c Springer-Verlag Berlin Heidelberg 2005
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policies, concerning both requesting access to resources and providing access to
their resources.
The problem of designing policies for virtual communities has been raised recently,
e.g., by Pearlman et al. [1] and Sadighi Firozabadi and Sergot [4]. Pearlman et al. argue
that the solution is “to allow resource owners to grant access to blocks of resources
to a community as a whole, and let the community itself manage fine-grained access
control within that framework”. The centralized management of resources owned by
the single resource providers is performed by a Community Authorization Service (or
CAS): “A community runs a CAS server to keep track of its membership and finegrained access control policies. A user wishing to access community resources contacts
the CAS server, which delegates rights to the user based on the request and the user’s
role within the community. These rights are in the form of capabilities which users can
present at a resource to gain access on behalf of the community”.
In this paper we discuss the design of virtual communities policies composed by
prohibitions, permissions and authorizations. We address the following problems.
1. Is the task of authorizing requests performed by the CAS - henceforth called also
authority - identical to the task performed by a resource provider when it permits
access? How should permissions and authorizations be distinguished and how are
they related? What is the relation between the CAS and the resource providers?
2. How can a resource provider delegate to the CAS the power of authorizing resource
consumers and why can the power to issue permissions not be delegated?
We analyze these distinctions using our framework for normative multiagent systems [5]. As Jin and Liu [6] notice, multiagent systems “have been widely used in
peer-to-peer computing” and “it is regarded as a perfect match to integrate peer-to-peer
computing and agent-based systems, because since their inception, multiagent systems
have been always thought of as network of peers”. We extend the use of multiagent systems in peer-to-peer to normative multiagent systems, i.e., multiagent systems regulated
by norms.
We use the following example in this paper, based on Pearlman et al.’s description of
the process of accessing a resource in a virtual community. When a resource provider a3
wants to join a community, it informs the CAS a2 , which replies with the requirements
on how its resource must be shared with the community. When a resource consumer
a1 wants to access the resource of agent a3 , it must not only authenticate itself with
agent a2 providing its credentials, but it must also get a proof that its request conforms
to the community’s access policy. This proof is expressed by a capability (e.g., a X.509
certificate) provided by agent a2 to a1 , which identifies the agent and states that it is
authorized to access the resource. Now, agent a1 can make the actual request to a3 ,
forwarding it the capability. After checking the truthfulness of the capability, agent a3
replies to a1 . In a virtual community, agent a3 maintains the control of its resource: the
request is granted only if it is also permitted by the local policy of agent a3 . Hence,
the authorization by agent a2 contained in the capability is not enough for agent a1 ’s
request being granted.
This paper is organized as follows. In Section 2 we discuss the notion of authorization. In Section 3 we introduce the formal agent model with the definition of norms
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(prohibitions and permissions), authorizations and delegation, which is illustrated by
the above scenario. In Section 4 we discuss the theoretical foundations of the design
and in Section 5 we summarize the results of the paper.

2 Authorization
A first cue that authorization and permission have different properties is found in the
ordinary use of the terms authorization and permission. E.g., for the Cambridge Advanced Learner’s Dictionary [7] permitting is “to allow something”, “to make it possible for someone to do something, or to not prevent something from happening”, while
authorizing means “to give someone official permission to do something”. Moreover,
dictionaries of law like [8] argue that authorizations and permissions are related but
different concepts, and that authorizations do not create new permissions.
In virtual communities, the authorization issued by the CAS is conceptually different from the permission granted by the resource provider, because the power of issuing
permissions requires being in control of a resource. Resource providers delegate to the
CAS the power to issue authorizations, but not the power to issue permissions. The
notion of authorization to access a resource and the notion of permission should be
kept distinct to correctly model of the situation. Moreover, they should be kept apart to
prevent dangerous misunderstandings in the design of access policies.
Consider the following example. An agent a3 joins some virtual community; it will
both use the resources provided by the community, say downloading shared files, and
provide its resource to the other members of the community, say some of its disk space
to store files: agent a3 plays both the role of a resource consumer, c(a3 ), and that of a
resource provider, p(a3 ). Since agent p(a3 ) controls its disk space (it is the only one
who can decide that storing or retrieving files take place), it regulated the access to the
disk by means of some local policy: prohibitions and permissions. E.g., it prohibited to
read files during the day and it prohibited to store files exceeding 2.5Mb.
When agent a3 joins the community, it agrees that also some other members use its
disk space resource. In principle, agent p(a3 ) could modify the policy regulating the
access to its resource: e.g., by maintaining the prohibitions to read file during the day
and to store large files, and by adding the permission about which members of the community can store and retrieve files on its disk space. However, this solution imposes an
heavy burden. Even if the problem of authenticating which are the current users of the
community can be dealt with by some trusted third party who gives them e-certificates,
another problem remains: which members of the community are the ones which the
community currently wants that they can access the resource and under which conditions they can do so. Moreover, the community’s access policies may change with time,
so that agent p(a3 ) should be kept informed and should modify the norms (prohibitions
and permissions) regulating access to the resource it owns. The complexity of modifications could also introduce unwanted errors in the access policy of agent p(a3 ).
What is needed is a solution which transfers the burden of managing the community
policies to other agents, playing the role of authorities, which have the knowledge and
resources to perform this task. However, it is impossible to say that the CAS u(a2 )
changes the prohibitions and permissions posed by agent p(a3 ): in our model [5] norms
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are defined in terms of the goals which resource providers want to achieve concerning
the use of their resources. The difficulty is that nobody can change the goals of an
autonomous agent. Moreover, u(a2 ) is not in control of the resource so it cannot impose
sanctions to motivate the respect of prohibitions. Finally, agent p(a3 ) wants to preserve
its autonomy, so that it does not accept that someone else can change the prohibitions
and permissions regulating access to its resource.
The solution is that agent p(a3 ) creates a permission saying that authorized agents
can access the resource. But the decision to authorize agents to access the resource is
delegated to the CAS u(a2 ) which has up to date knowledge on the system policies and
members. Delegating the decision to authorize is easier than delegating permissions:
the authorization is not a goal of the agent p(a3 ) but just a belief which can be induced
by the CAS by issuing e-certificates and capabilities to the agents which are authorized.
Moreover, it does not require that the delegated agent is in control of the resource.
When the set of agents which can be authorized changes as a consequence of new
community policies, agent p(a3 ) does not have to change the prohibitions and permissions regulating access: new authorizations are created when the CAS u(a2 ) issues new
capabilities (or, in our abstract terminology, u(a2 ) declares them authorized). The capabilities are recognized by agent p(a3 ) as the proof that the permission to access the
resource applies to a consumer c(a1 ) requesting access to it.
Authorizations, thus, are the means used by authorities like the CAS to regulate the
access of consumers to resources which they do not control. But there is no way to
make authorized users access a resource without a permission by the resource provider
which controls the resource: hence, authorizations are distinct from and presuppose
permissions. An authorization is useless unless the resource provider permits authorized
agents to access the resource it controls: authorizations change what is prohibited to an
agent and legitimate an action but without introducing or removing any prohibition and
permission.
Finally, nothing requires that agent u(a2 ), who is delegated the authority to authorize other agents, is itself permitted nor authorized nor delegated to authorize itself.
The separation of institutional power from the permission to exercise it, identified by
Makinson [9], is important for virtual communities. An organization could, e.g., outsource some administrative task such as assigning access rights to some agent without
allowing it to have those access rights. In summary, the key notions are:
Prohibition is defined as a goal of resource providers. This is paraphrased as: Your
wish (goal, desire) is my command (prohibition). The unfulfillment of the goal is
considered as a violation and is sanctioned.
Permission is behavior which not considered by a provider as a violation and thus it
is not sanctioned. The main role of permissions is to provide exceptions to prohibitions in a given context.
Authorization is a belief of a provider which appears as a condition in some permission it issued.
Declaration of authorization is an action of an authority which states that an agent
can be considered authorized according to its own policy. Using Searle [10]’s terminology, in [5], we say that a declaration generates an actual authorization if it
“counts as” an authorization for the resource provider.
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Delegation establish who is considered as an authority. The declaration of someone
recognized as an authority turns into a belief of the resource provider that an agent
is authorized. A provider delegates the power to authorize to the CAS when it joins
the community.

3 A Formal Model
3.1 Individual Agent Design
In virtual communities there is no separation of resource providers from resource consumers, and they can play the role of authorities too. So we introduce a single set of
agents, which can each play one or more roles. For the individual agent design we are
inspired by the BOID architecture [11]. However, in contrast to the BOID architecture,
prohibitions are not taken as primitive concept. Beliefs, desires and goals are represented by conditional rules.
Definition 1 (Agents). Let A = {a1 , a2 , . . . , an } be a set of n agents. An agent ai ∈ A
can play three roles:
1. Resource consumer, denoted as c(ai ): it can access resources to achieve its goals,
is subject to norms regulating security, prohibitions and permissions, and also endowed with authorizations to access resources.
2. Resource provider, denoted as p(ai ): it can provide access to the resources it owns.
We call this the normative role, since it can issue norms, i.e., prohibitions and permissions about the access of a resource, and enforce their respect by means of
sanctions, and delegate the power to authorize resource consumers.
3. Authority, denoted as u(ai ): it can declare resource consumers authorized when
they are requested to do so. They know that their declarations are considered as
authorizations by the resource providers since they have been delegated the power
to authorize resource consumers on behalf of resource providers.
Actions, represented by decision variables, can have conditional and indirect effects
with a non-monotonic character. We assume that the base language contains boolean
variables and logical connectives. The variables are either decision variables of an
agent, which represent the agent’s actions and whose truth value is directly determined
by it, or parameters, which describe the state of the world and whose truth value can
only be determined indirectly. Our terminology is borrowed from Lang et al. [12]. Institutional facts, a subset of the parameters, represent the legal classification of reality
made by agents.
Definition 2 (Decisions). Let Ai = {m, m , m , . . .}, the decision variables of ai ∈
A, and P = {p, p , p , . . .}, the parameters, be n + 1 disjoint sets of propositional
variables. Let the institutional facts I be a subset of P . A literal is a variable or its
negation. di ⊆ Ai is a decision of agent ai .
The consequences of decisions are defined by the agent’s epistemic state, i.e. its
beliefs about the world: how a new state is constructed out of previous ones given a
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decision is expressed by a set of belief rules, denoted by Bi . Belief rules can conflict
and agents can deal with such conflicts in different ways. The epistemic state therefore
also contains an ordering on belief rules, denoted by ≥B
i , to resolve such conflicts.
Definition 3 (Epistemic states). Let a rule built from a set of literals be an ordered
sequence of literals l1 , . . . , lr , l written as l1 ∧ . . . ∧ lr → l where r ≥ 0. If r = 0, then
we also write  → l. The epistemic state of agent ai , 1 ≤ i ≤ n, is σi = Bi , ≥B
i ,
where Bi is a set of rules; ≥B
is
a
transitive
and
reflexive
relation
on
the
powerset
of
i
Bi containing at least the subset relation.
Example 1. Let s = {p} be the current state, d1 = {a}, B1 = {a → q, a ∧ p → ¬q}
and ≥B
1 = {a ∧ p → ¬q} > {a → q}: q is a consequence of action a, unless p
is true: the second rule is an exception to the first one. The new state resulting from
the decision d1 in state s given the belief rules B1 is {p, ¬q}: the applicable rules are
{a → q, a ∧ p → ¬q}, but since they are conflicting only the rule a ∧ p → ¬q with
higher priority in the ordering ≥B
1 is applied.
The agent’s motivational state contains two sets of rules for each agent. Desire (Di )
and goal (Gi ) rules express the attitudes of the agent ai towards a given state, depending
on the context. When facing a conflict between their motivations, different agents prefer
to fulfill different goals and desires. We express these agent characteristics by a priority
relation on the rules which encode, as detailed in Broersen et al. [11], how the agent
resolves its conflicts.
Definition 4 (Motivational states). The motivational state Mi of agent ai 1 ≤ i ≤ n
is a tuple Di , Gi , ≥i , where Di , Gi are sets of rules, ≥i is a transitive and reflexive
relation on the powerset of Di ∪ Gi containing at least the subset relation.
The decision process of an agent ai tries to minimize (according to the ordering ≥i
on goal and desire rules) the goal and desire rules in Gi and Di which remain unsatisfied
given a certain decision di .
Definition 5 (Unfulfilled motivational states). Let U (R, s) be the unfulfilled rules
of state s U (R, s)={l1 ∧. . .∧ln →l ∈ R | {l1 , . . . , ln } ⊆ s and l∈s} The unfulfilled
mental state description of agent ai is Ui = UiD = U (Di , s), UiG = U (Gi , s) .
Example 2. Given D1 = { → z}, G1 = { → x, y → w, z → u}, ≥1 as the
motivational state of agent a1 , the unfulfilled motivational state of agent a1 in state
s = {x, y} is U1 = U1D = { → z}, U1G = {y → w}
In calculating which are the effects of a decision di given an initial state s, the
agent uses the belief rules Bi and the ordering on them ≥B
i to resolve the possible
conflicts. Moreover, agent ai must predict the decisions of the agents acting after itself
by recursively modelling ([13]) them using the information on their belief, goal and
desire rules captured by their motivational states. The reader can find the details of the
qualitative decision model in [5].
3.2 Norms
Prohibitions and permissions are defined in terms of goals and desires of the bearer
of the norm and of the normative role, together with two auxiliary concepts. The first
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concept is violation. The normative role can decide whether something is considered a
violation or not.
Definition 6 (Violation variables). The violation variables of agent p(aj ) are a subset
of the decision variables of p(aj ) written as Vj ={Vji (x) | x a literal built out of a
propositional variable in P ∪ Ai }: x is a violation by agent c(ai ).
The second concept is sanction. Since it is not possible to assume that all agents are
cooperative and respect the norms, sanctions provide motivations to fulfill the norms. A
sanction is an action negatively affecting an agent, i.e., the agent desires the absence of
the sanction.
Definition 7 (Conditional prohibition with sanction). Agent c(ai ) is prohibited by
agent p(aj ) to decide to do x (a literal built out of a variable in P ∪ Ai ) with sanction
s (a propositional variable) under condition q (a proposition), F(i,j) (x, s | q), iff:
1. q → ¬x ∈ Gj : if agent p(aj ) believes that q it has as a goal that agent c(ai ) adopts
¬x as its decision.
2. q ∧ x → Vji (x) ∈ Gj : if agent p(aj ) believes that q ∧ x then it has the goal Vji (x):
to recognize x as a violation done by agent c(ai ).
3. Vji (x) → s ∈ Gj : if agent p(aj ) decides Vji (x) then it has as a goal that it
sanctions agent c(ai ).
4.  → ¬s ∈ Di : agent c(ai ) has the desire not to be sanctioned.
A permission to do x is an exception to a prohibition to do x if agent p(aj ) has the
goal that x does not count as a violation under some condition.
Definition 8 (Conditional permission). Agent c(ai ) is permitted by agent p(aj ) to
decide to do x (a literal built out of a propositional variable in P ∪ Ai ) under condition
q (a proposition), P(i,j) (x | q), iff q ∧ x → ¬Vji (x) ∈ Gj : if agent p(aj ) believes q ∧ x
then it wants that x is not considered a violation done by agent c(ai ).
The permission overrides the prohibition if the goal that something does not count
as a violation (q ∧ x → ¬Vji (x)) has higher priority in the ordering on goal and desire rules ≥j with respect to the goal of a corresponding prohibition that x is considered as a violation (q ∧ x → Vji (x)): ≥j ⊇ {q ∧ x → ¬Vji (x)} > {q ∧ x →
Vji (x)}. We do not consider here the problem of how normative role’s characteristics
can be generated; e.g., see [14] for a discussion of the problem of the legal sources of
norms.
3.3 Resource, Authorization and Delegation
We introduce now the notion of resource, of control of a resource, of authorization and
delegation of the institutional power to authorize access to a resource. An agent who
manipulates a resource by means of some action is called a resource consumer:
Definition 9 (Resources). Let RS be a set of resources. Let RAj = {fj (r) | r ∈ RS}
be a set of resource actions of agent c(aj ) on r ∈ RS.
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The possibility to punish violations by means of some sanction s is among the preconditions for creating a prohibition; for this reason, it appears in the notion of controlling a resource, which is a precondition for issuing norms concerning access control.
An agent who controls a resource is a resource provider.
Definition 10 (Control of resource). Agent p(aj ) controls a resource action fi of
agent c(ai ) on resource r ∈ RS, controlj (fi (r)), iff Agent p(aj ) can negatively influence agent c(ai ) when it executes fi (r) by means of some decision variable or parameter which it can control s ∈ Aj ∪ P such that  → ¬s ∈ Di : agent c(ai ) desires
not to be sanctioned.
As a particular case, s = ¬p can be a literal built out of a parameter representing
the failure of accessing a resource: e.g., reading a file has the desired effect of knowing
the content of the file, and blocking the reading action results in the impossibility of
knowing the information contained in the file. c(ai ) believes that p(aj ) with m ∈ Aj
prevents to achieve the effect p of fi (r) which c(ai ) desires; fi (r) → p ∈ Bi ,  →
p ∈ Di and m has the effect ¬p: m → ¬p ∈ Bi and ≥B
i ⊇ {m → ¬p} > {fi (r) → p}.
Besides issuing norms, an agent which controls a resource can consider other agents
authorized to access the resource it controls; authorizations, are a legal classification of
reality for agents, and, thus, are represented by institutional facts:
Definition 11 (Authorizations). Let the institutional facts I contain a set of so-called
authorization variables: Hj ={uj (fi (r)) | ai ∈A and fi (r)∈RAi and controlj (fi (r))}
They are institutional facts representing that the resource provider p(aj ) considers
agent c(ai ) authorized to access r with action fi . An authorization has a meaning only
if it appears among the conditions of a permission.
Instead, declaring an agent authorized does not have the requirement to control a
resource.
Definition 12 (Declarations). Let the decision variables of agent u(ak ) contain a set
of so-called declaration variables Tk = {gk (fi (r)) | ai ∈ A and fi (r) ∈ RAi }. Here
gk (fi (r)) means that agent u(ak ) declares agent c(ai ) authorized to access r with
action fi .
The point of declaring agents authorized is that a declaration generates an actual
authorization if it counts as an authorization for the normative role controlling the resource. An example of this relation is the fact that a signature by the head of the department on a purchase order counts as the institutional commitment of the department
to pay for that order: the head of the department has the institutional power to buy on
behalf of the department.
Definition 13 (Counts as relation). A decision variable x ∈ Ak of agent u(ak ),
counts-as q, where q is a literal, for agent p(aj ), counts-asj (x, q), only if x → q ∈ Bj :
agent p(aj ) believes that x has q as a consequence.
An agent who has been delegated the institutional power to authorize access is called
an authority. It is not requested to control any resource.
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ask1(g2(read1(file)))

P(read1(file)|u3(read1..))
CAS

3

ask1(g2(read1..)) Del(g2..,u2..)
-> g2(read1..) in G2 1
a2

4

g2(read1(file))
read1(file)

Resource
consumer
info_1(file) in G1
a1

2
5

info1(file) /
not info1(file)

6

Resource
producer
read1..->
V(read1..) in G3
a3

Fig. 1. Requesting access

Definition 14 (Delegation of authorization). Agent u(ak ) is delegated by agent p(aj )
the institutional power to authorize agent c(ai ) to do fi (r) ∈ RAi by means of declaration gk (fi (r)) ∈ Tk (uj (fi (r)) ∈ Hj ), Del(k,j) (gk (fi (r)), uj (fi (r))), iff we have
counts-asj (gk (fi (r)), uj (fi (r))).
3.4 Applicative Scenarios
In this section we sketch an applicative scenario in our model in the context of a virtual
community. As shown in Figure 1 we have three agents: agent a3 , a provider p(a3 ) of
resource f (a file), the resource consumer c(a1 ), and the CAS agent a2 : an authority
u(a2 ). Agent p(a3 ) can block c(a1 )’s attempt of accessing with action r1 (r1 (f )) the
resource, since it is in control of the resource. When agent p(a3 ) joined the community
(step 1) it maintained the prohibition to access f (F(1,3) (r1 (f ), ¬inf o(f ) | )) but
it agreed to share r1 (f ) the resource with the other members of the community by
means of a permission to do r1 (f ). Unfortunately, p(a3 ) does not know which are
the current members (in this case whether agent a1 is a member) nor which is the
access policy of the community concerning the resource f which p(a3 ) is sharing. Thus,
agent p(a3 ) decides to consider what agent u(a2 ) says (or declares, in our terminology:
g2 (r1 (f )) ∈ T2 ) about c(a1 )’s access to f as an authorization u3 (r1 (f )) by itself:
u(a2 )’s action g2 (r1 (f )) counts as u3 (r1 (f )) ∈ H3 for p(a3 ). Then it permits agent
c(a1 ) to access only if it is authorized: P(1,3) (r1 (f )|u3 (r1 (f ))).
Agent c(a1 ) compares the different alternatives for achieving its goal of knowing
the content of the file inf o(f ): requesting the resource by doing r1 (f ) alone (step 5)
or first asking agent u(a2 ) for a declaration (ask1 (g2 (r1 (f ))))(3) and then requesting
to access the resource (5). It knows that a request for access is considered as a violation V (r1 (f ), c(a1 )) by agent p(a3 ) and, thus, sanctioned by negating the information
contained in the file (¬(inf o(f ))). For this reason, it decides to ask agent u(a2 ) for
an authorization to access agent p(a3 )’s resource. Agent u(a2 ) will provide c(a1 ) with
the declaration since it is a goal of the u(a2 ) to cooperate with resource providers in
enforcing the policy (ask1 (g2 (r1 (f ))) → g2 (r1 (f )) ∈ G2 ). Finally, agent c(a1 ) knows
that the declaration g2 (r1 (f )) of agent u(a2 ) is considered as an authorization u3 (r1 (f )
by agent p(a3 ): g2 (r1 (f )) → u3 (r1 (f )) ∈ B3 .
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4 Related Work
This use of the terms right, authorization and permission as synonyms is frequent in
policies for managing access control in distributed systems (e.g., [15]). In this paper
we show why and how these concepts should be kept distinct in the context of virtual
communities.
The necessity of a fine grained analysis of the concepts of permission and authorization in the security policy field is witnessed also by Sadighi Firozabadi and Sergot
[16] who argue that a mere permission given by the resource provider to access a resource which it controls must be distinguished from the entitlement to access the resource: an agent is entitled and not merely permitted when the policies regulating the
virtual community prohibit the resource provider not to permit the agent to access the
resource.
Another distinction comes from deontic logic. Jones and Sergot [17] distinguish
permissions from powers in the sense of having been delegated the institutional power
to do something: “when we say that the Head of Department is authorized1 to purchase
equipment, we mean first and foremost that he has been granted by the institution the
power to enter valid purchase agreements”. Instead, “sometimes when we say that an
agent is authorized to do such-and-such we mean no more than that he has been granted
permission to do it”.
Law studies argue that a further distinction must be drawn also in this last sense
of the term authorization as mere permission. The [8]’s dictionary of law argues that
adding or removing an authorization does not change the normative status of an agent
while a new permission does; i.e., authorizations do not change the norms (prohibitions
and permissions), an agent is subject to; rather, authorizations lift the legal obstacles
and limitations, thus legitimating an action of the agent: they change the sphere of
what is prohibited or permitted to the agent without adding or removing norms. This is
possible since norms have a conditional character so that what is currently considered as
a violation or not depends on which are the norms that have their conditions satisfied in
the current situation. The fact that authorizations do not modify the existing norms, but
change what is prohibited and permitted to an agent anyway, means that authorizations
enable the conditions of some permissions. Hence, the institutional power to authorize
can be delegated to other agents who do not directly control the resources, since creating
an authorization does not require to change prohibitions and permissions.
Some scholars argue, instead, that the power to create permissions can be delegated. [18], for example, propose a framework where this power can be delegated as
any other power to create institutional facts. We show in this paper that once prohibitions and permissions are not considered as primitive logical entities, the preconditions
for their creation emerge. When we define them in terms of goals of the normative role,
it emerges that controlling a resource is necessary for issuing a norm.
In Section 1, we highlighted that according to Cambridge Advanced Learner’s Dictionary [7] officiality seems to be the first dimension distinguishing permissions from
authorizations: the official character of authorizations depends on the fact that they are
1

Note that Jones and Sergot use the term “authorization” in another sense with respect to this
paper, i.e., as a synonym of “having the institutional power”.
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institutional facts, and this character distinguishes them from permissions; an authorization is an institutional fact which appears among the conditions of some permission
issued by a normative role: if the normative role believes this fact, the permission is enabled so that what is permitted in the current situation is changed by the authorization.
The creation of institutional facts is a commonplace feature of legal systems and normgoverned organizations. According to [17], “it is that particular agents are empowered
to create certain types of states by mean of the performance of specific types of acts.
Typically, the states created will have a normative character”.
An authority has been delegated the power to create an institutional fact if the
institution recognizes the authority’s action as counting as something else (as in Searle
[10]’s notion of construction of social reality). E.g., the fact that an authority declares an
agent authorized counts as an authorization by a normative role. For Jones and Sergot
[17], the counts as relation expresses the fact that a state of affairs or an action of an
agent “is a sufficient condition to guarantee that the institution creates some (usually
normative) state of affairs”. They suggest this relation can be considered as “constraints
of (operative in) [an] institution”, and they express them as conditionals embedded in a
modal operator.

5 Summary
We discuss policies for virtual communities based on peer-to-peer systems and the grid
infrastructure with a community authorization service (CAS). Pearlman et al. [1] use
the term ‘right’ both for the authorizations provided by the CAS and the permissions
granted by the resource providers: “the user effectively gets the intersection of the set of
rights granted to the community by the resource provider and the set of rights defined
by the capability granted to the user by the community.” We base our model on the
distinction of the notions of permission and authorization, which leads to three roles
for each agent: as a resource provider, a resource consumer and authority. The role
played by the CAS in virtual communities is formalized in terms of what we called the
authority role.
The task of authorizing requests performed by the authority CAS is not identical to
the task performed by a resource provider when it permits access. Permissions and authorizations are distinguished, because authorizations can be delegated. They are related
to prohibitions by the resource providers. The relation between the CAS and resource
providers is that resource provides can be sanctioned. A resource provider can delegate
to the CAS the power of authorizing resource consumers by declarations. The power
to issue permissions cannot be delegated, because issuing permissions is restricted to
control of the resource.
There are several issues for further research. First, delegation of authorization
should be regulated,since not all authorities can be authorized themselves. Second, we
can model hierarchies of policies to represent norms issued by local resource providers
which can be constrained by obligations and permissions posed at the global level
[19,20]. In [5] we discuss the counts as relation and constitutive rules in normative
systems. Finally, in [21] we explore how to formalize our model using the standard
BDICT L logic [22] for agent verification.
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Abstract. In this paper we formalize sanction-based obligations in the
context of Searle’s notion of construction of social reality. In particular,
we deﬁne obligations using a counts as conditional, Anderson’s reduction
to alethic modal logic and Boella and Lesmo’s normative agent. Our
analysis presents an alternative criticism to the weakening rule, which
has already been criticized in the philosophical literature for its role in
the Ross paradox and the Forrester paradox, and the analysis presents
a criticism to the generally accepted conjunction rule. Moreover, we show
a possible application of these results in a qualitative decision theory.
Finally, our analysis also contributes to philosophical discussions such as
the distinction between violations and sanctions in Anderson’s reduction,
and between implicit and explicit normative systems.

1

Introduction

In agent theory, mental and social attitudes used in folk psychology such as
knowledge, beliefs, desires, goals, intentions, commitments, norms, obligations,
permissions, et cetera, are attributed to artiﬁcial systems [15]. The conceptual
and logical study of these attitudes changes with the change of emphasis from
autonomous agent systems to multiagent systems. For example, new challenges
have been posed by new forms of multiagent systems such as web based virtual
communities realized by the grid and peer to peer paradigms. In these settings it
is not possible to design a central control since they are made of heterogeneous
agents which cannot be assumed always to stick to the system regulations. The
main driving force of single agent systems was Newell and Simon’s study of
knowledge and goals as knowledge level concepts in bounded or limited reasoning in knowledge based systems [20], and more recently Bratman’s study of
intentions as, amongst others, stabilizers of behavior in the agent’s deliberation
and planning process [9]. Likewise, joint intentions, joint commitments, norms
and obligations are studied as stabilizers of multiagent systems.
However, from philosophical and sociological studies it is well known that
there is more to multiagent concepts than stabilizing behavior. For example,
multiagent behavior may spontaneously emerge without being reducible to the
behavior of individual agents (known as the micro-macro dichotomy). Moreover,
in a society the emersion of normative concepts is possible since they are constructed due to social processes. Searle’s notion of construction of social reality
A. Cappelli and F. Turini (Eds.): AI*IA 2003, LNAI 2829, pp. 27–39, 2003.
c Springer-Verlag Berlin Heidelberg 2003
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explains these processes, e.g., how due to social conventions banknotes may be
more than just pieces of paper, and what it means to be married [22]. The core
concept of this construction is that in a social reality, certain actions and facts
may count as something else. Under certain conditions, a priest performing a ritual counts as marrying a couple. Considering normative conceptions inspired by
how human societies work and are constructed may have a decisive role also in
the coordination of multiagent systems such as virtual communities, especially
when artiﬁcial agents have to interact with human ones, as they do on the web.
We are interested in formal accounts of obligations that build on Searle’s
notion of construction of social reality. The obvious candidate for a formalization
of norms and obligations is deontic logic, the logic of obligations. In particular, we
may use Anderson’s reduction of O(p), read as ‘p is obligatory’, to ✷(¬p → V ),
read as either ‘the absence of p leads to a sanction’ or ‘the absence of p leads to
a bad state’ [1]. Anderson’s reduction has proven useful in agent theory as part
of Meyer’s reduction of deontic action logic to dynamic logic [19], in which F (α),
to be read as ‘action α is forbidden, is reduced to [α]V , after the execution of
α V holds. However, these studies do not distinguish violations from sanctions,
and they do not show how Searle’s notion of social construction may ﬁt in.
In this paper we introduce and study a deontic logic, using ideas developed
in agent theory to formalize the notion of social construction. We formalize and
extend an idea recently proposed by Boella and Lesmo [2]. They attribute mental
attitudes to the normative system - which they therefore call the normative
agent. They relate the external motivation of the agent to the internal motivation
of the normative agent. The wishes (or desires, or goals) of the normative agent
are the commands (or obligations) of the agent.
The relevance of this paper for agent theory is that it can be applied to several
norm-based agent architectures that have recently been developed [2, 10, 12, 16].
The formalization of sanction-based obligations shows which are the motivations
for the agents to fulﬁl the obligations they are subject to. In this way it is not necessary to assume that agents are designed so to fulﬁl obligations from which they
do not gain any advantage. In this paper we also consider a decision-theoretic
account of norms and obligations as an application of our results. Moreover,
the relevance of our study for deontic logic is an alternative criticism to the
weakening rule, which has already been criticized in the philosophical literature
for its role in the Ross and Forrester paradoxes, and a criticism, based on legal
reasoning, to the generally accepted conjunction rule.
We are motivated in this study by our research on norms for multiagent
systems. In other works we propose obligations deﬁned in a qualitative decision
theory inspired by the BOID architecture of Broersen et al. [10]. In this paper
we study logical relations between such obligations. This paper is thus a kind of
analysis of an element of the model we present in [3, 8], which extends Boella
and Lesmo’s deﬁnition of sanction-based obligations, and distinguish between
what counts as a violation, and which sanctions are applied: the agents take
a decision based on the recursive modelling of the behavior of the normative
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agent according to whether it sanctions them or not. In [5, 4, 6] the same model
is used to formalize policies regulating virtual communities on the web.

2

Social Constructions

We have to ﬁx some terminology. First, we identify normative systems with normative agents and switch freely between them. This is based on the attribution of
mental attitudes to the normative system, as discussed in the introduction [3, 8].
We speciﬁcally do not restrict the normative system or normative agent to human agents. Second, during the last two decades, knowledge and goals have been
replaced by beliefs, desires and intentions. Since for the normative agent we have
to choose between goals and desires we opt for the latter, though in the context
of this paper desires and goals can be interchanged (see Section 2.3).
Our method to formalize obligations is modal logic [13]. Assume a modal
language that contains at least the modalities OAN (p): in normative system N ,
agent A is obliged to see to it that p, DN (p): the normative agent desires p,
VN A (p): according to N , p counts as a violation by A, and SN A (p): according
to N , A is sanctioned for p. The following two choices determine our deontic logic.
First, the deﬁnition of OAN in terms of DN , VN A and SN A . An agent is obliged
to see to it that p iﬀ the normative agent desires that p, the normative agent
desires that ¬p counts as a violation by A, and the normative agent desires that
if ¬p counts as a violation, then A is sanctioned for ¬p. Note that an obligation
for p implies that the normative agent has a desire for p, but this does not imply
that all agents have an obligation for p. For the other agents absence of p does not
have to count as a violation. Moreover, the fact that ¬p counts as a violation is
not a fact independent from the normative agent’s behavior: rather, it is a desire
of N, so that it must decide to do something for making ¬p count as violation.
Given this deﬁnition, in case of a violation, it is possible to predict N’s behavior from his desires and goals: he will decide that ¬p is a violation and he
will sanction A. Second, the logical properties of DN , VN A and SN A . Instead of
choosing one particular logic for these three primitive concepts, which would lead
to a unique deontic logic for a particular deﬁnition, in this paper we take the logical properties of DN , VN A and SN A as a parameter. That is, we show that OAN
has a certain property if DN , VN A and SN A have certain other properties. In
this way our results can be applied to a wide variety of logical systems.
Boella and Lesmo’s construction introduces a new problem, which may be
called the obligation distribution problem. Given a set of goals or desires of the
normative agent, how are they distributed as obligations over the agents? Typical
subproblems which may be discussed here are whether a group of agents can be
jointly obliged to see to something, without being individually obliged. Similar
problems are studied, e.g., by [11]. Another subproblem is whether agents can
transfer their obligations to other agents. In this paper we do not study these
questions, and we simply deﬁne that a desire of the normative agent counts as an
obligation of agent A, when the unfulﬁllment of this desire counts as a violation
by agent A.
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Counts as a Violation

In Searle’s theory, counts as is a conditional relativized to an institution or society. Thus, when p and q are descriptions of some state of aﬀairs or action,
and N is a description of an institution, then p ⇒N q may be read as ‘p counts
as q according to institution N ’. A conditional logic along this line has been
developed by Jones and Sergot [17]. Jones and Sergot study the counts as conditional p ⇒i q in the context of modal action logic Ea (p) for agent a sees
to it that p. The conditional p ⇒i q is closed under left-OR, right-AND, and
TRANS, but not under right-W nor left-S. The latter makes their conditional
a defeasible one. Their motivation is that their action operator satisﬁes the success postulate Ea (p) → p, and that they do not like to infer Ey (Ex (A)) ⇒i B
from Ex (A) ⇒i B.
In a normative system with norms {n1 , . . . , nk }, with p and N as before, n
a norm and V as a violation operator, p ⇒N VA (n) may be read as ‘p counts as
a violation by agent A according to norm n of institution N ’. However, in deontic
logic the formal language usually abstracts away from agents, institutions and
explicit norms, because either they are irrelevant for the logical relations between
obligations, or they seem to block such an analysis. In Section 2 and 3 we also
abstract away from the explicit norms, such that ‘p counts as a violation’ may
be represented as p ⇒N VN A , which we abbreviate by VN A (p). In Section 4 we
discuss explicit normative systems. For an extensive discussion for and against
explicit norms in deontic logic see the discussion on the so-called diagnostic
framework for deontic reasoning (diOde) in [24].
There is no consensus on the logical properties of the counts as conditional,
maybe because the conditional can be used in many diﬀerent kinds of applications. We therefore do not build our analysis on the conditional. The approach
we follow in this paper is to study a default interpretation of VN A (p), together
with various other alternatives. That is, a particular interpretation of it will be
used by default, in absence of information to the contrary.
For our default interpretation, we say that the following property called
strengthening (S) holds, whereas the property called weakening (W) does not
hold. For example, if speeding counts as a violation, then speeding in a red
car counts as a violation too. However, if driving under 18 counts as a violation,
then driving by itself does not count as a violation. Note that the property called
conjunction (AND) follows from S. We write → for the material implication.
S
 VN A (p) → VN A (p ∧ q)
not-W  VN A (p) → VN A (p ∨ q)
AND  VN A (p) ∧ VN A (q) → VN A (p ∧ q)
If both S and W hold, then we have VN A (p) → VN A (q), i.e., when some formula counts as a violation, then all formulas count as a violation. In other words,
in such a case the logic only distinguishes between no violation and violation.
In such a case, we say that the ‘counts as a violation’ operator VN A trivializes.
This trivial operator VN A corresponds to the notion of violability studied by
Anderson [1], because it does not distinguish between distinct violations (see
e.g., [24]). Note that this kind of trivialization should be distinguished from the
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trivialization represented by p ↔ VN A (p). In the latter kind of trivialization, the
modal operator has become superﬂuous. In our kind of trivialization, we go from
a ﬁne-grained to binary distinction.
Moreover, by default we assume that the following property called disjunction
(OR) holds. For example, assume that ‘driving 120 km/hour’ counts as a violation and that ‘driving drunk’ counts as a violation. By default we conclude that
‘driving drunk or 120 km/hour’ counts as a violation, because we know that
some norm has been violated.
OR  VN A (p) ∧ VN A (q) → VN A (p ∨ q)
Clearly, for our default interpretation we cannot use standard normal modal
operators, because they satisfy W. This suggests the use of a minimal modal
logic, as used in several recent agent logics [18]. However, when ✷ is a normal
modal operator, then ✷ deﬁned by ✷ (p) =def ✷(¬p), satisﬁes S instead of W.
This deﬁnition in terms of a normal modal operator is the default choice for VN A .
We say that ✷ is the negation or negative of ✷. For example, prohibitions are
the negative of obligations. Note that permission P (p) =def ¬O(¬p) is also
sometimes called the negation (or dual) of an obligation. Thus, what we call the
negation should be distinguished from other uses in the literature.
2.2

Being Sanctioned

Sanctioning is an action of the normative agent. The normative agent sanctioning
A for ¬p with s due to norm n may be represented by SN A (¬p, s, n). A logical
property we discuss later in this paper is that the normative agent can sanction
only if the agent’s behavior counts as a violation of this norm.
Whether an action of the normative agent is a sanction or just any other
action, i.e., whether it counts as a sanction, is also a social construction. For
example, whether giving a ﬁne counts as a sanction for late delivery, may depend
on a convention in the society. We may thus write s ⇒N SN A (¬p, n): according
to institution N , s counts as a sanction for ¬p, agent A and norm n. However,
it is important to notice that SN A (¬p) in the deﬁnition of obligation should not
be read as ‘¬p counts as a sanction’. The normative agent does not desire that s
counts as a sanction, but that ¬p is sanctioned with s. This is subtly diﬀerent.
If we abstract away from norm n and sanction s, then we write SN A (¬p) for
¬p is being sanctioned. As far as we know, this operator has not been discussed
in the literature. Again, it seems reasonable to accept, as a starting point, S,
AND, and OR, and reject W. This is therefore our default choice.
S
 SN A (p) → SN A (p ∧ q)
not-W  SN A (p) → SN A (p ∨ q)
AND  SN A (p) ∧ SN A (q) → SN A (p ∧ q)
OR
 SN A (p) ∧ SN A (q) → SN A (p ∨ q)
Alternatively, we may abstract away from the reason for the sanction, and
write SN A (s) for A is sanctioned with s. The latter can also be simpliﬁed to
a single proposition s.
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Desires

There has been some discussion on the distinction between desires and goals. If
we consider a deliberation cycle, then desires are usually considered to be more
primitive, because goals have to be adopted [14] or generated [10]. Goals can
be based on desires, but also on other sources. For example, a social agent may
adopt as a goal the desires of another agent, or an obligation. In knowledge based
systems [20], goals are related to utility aspiration level and to limited (bounded)
rationality. Moreover, here goals have desirability aspect as well as intentionality
aspect, whereas in BDI circles it has been argued that this desirability aspect
should be separated.
An important distinction for our present purposes is whether we may
have DN (p) and DN (¬p) at the same time. If such conﬂicts are considered to be
inconsistent, then the desires can be formalized by a normal modal operator of
type KD. System KD is the smallest set that contains the propositional formulas,
the axioms K : DN (p → q) → (DN (p) → DN (q)) and D : ¬(DN (p) ∧ DN (¬p)),
and is closed under modus ponens and necessitation. This is the formalization
used in e.g., [21], and our default choice.
If desires are allowed to conﬂict, and DN (p) ∧ DN (¬p) has to be represented
in a consistent way, then desires may be represented by a so-called minimal
modal operator [13, 18], in which the conjunction rule AND is not valid.

3
3.1

Obligations
Basic Definition

We start with the deﬁnition of obligations in terms of desires, counts as a violation, and being sanctioned. The basic deﬁnition contains three clauses. (1) says
that an obligation of A is a desire of N . (2) says that if ¬p is the case, then N
desires that it counts as a violation. (3) says that if ¬p counts as a violation,
then N desires that it is sanctioned. Permissions are deﬁned as usual.
Definition 1 (Obligation). Consider a modal logic with modal operators DN
(for desire or goal), VN A (for counts as a violation) and SN A (for being sanctioned). Obligation and permission are deﬁned by:
(1)
OAN (p) =def DN (p)∧
¬p → DN (VN A (¬p))∧
(2)
VN A (¬p) → DN (SN A (¬p)) (3)
PAN (p) =def ¬OAN (¬p)
We now consider various properties for the three modal operators of the
normative agent. We ﬁrst consider the case in which the three modal operators
are deﬁned as either modal operators of type KD or negatives of them.
Proposition 1. Let the modal operator DN be a normal modal operator of
type KD, and let VN A and SN A be negated operators of type KD in the sense
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that VN A ¬ and SN A ¬ are normal modal operators of type KD. The logic does
not satisfy weakening (W), strengthening (S), conjunction (AND), or disjunction
(OR). It only satisﬁes the following formula called Deontic (D):
not-S
 OAN (p) → OAN (p ∧ q)
not-W
 OAN (p) → OAN (p ∨ q)
not-AND  OAN (p) ∧ OAN (q) → OAN (p ∧ q)
not-OR  OAN (p) ∧ OAN (q) → OAN (p ∨ q)
D
 OAN (p) → PAN (p)
Proof. AND does not hold due to (2), and W and OR do not hold due to (3).
The following proposition studies in more detail the conditions under which
the properties are satisﬁed.
Proposition 2. OAN does not satisfy S.
OAN satisﬁes W if DN satisﬁes W, VN A trivializes in the sense that it satisﬁes W as well as S, and SN A satisﬁes W.
OAN satisﬁes AND if DN satisﬁes AND and W, VN A trivializes, and SN A
satisﬁes OR.
OAN satisﬁes OR if DN satisﬁes OR and AND, VN A satisﬁes W and AND,
and SN A satisﬁes AND.
OAN satisﬁes D if DN satisﬁes D.
Corollary 1. OAN satisﬁes W, AND and OR if DN is a normal modal operator, VN A trivializes and SN A is the negative of a normal modal operator.
3.2

Interpretation of Results

The corollary explains why Anderson’s reduction, as well as most deontic logics
developed along this line, only consider a single violation constant. Such a simple
notion of violability leads to a logic with many desirable properties. Let us
consider the results in more detail.
In so-called Standard Deontic Logic (SDL), a normal modal system of type
KD, the obligations satisfy weakening and conjunction, but lack strengthening.
The result that our OAN lacks weakening is thus in conﬂict with this logic,
but it is in line with a long standing tradition in deontic logic that rejects it,
see [23] for a survey and discussion. The reason is that this proof rule leads to
counterintuitive results in the so-called Ross paradox (‘you ought to mail the
letter’ implies that ‘you ought to mail the letter or burn it’) and the Forrester
paradox (‘you should not kill’, but ‘if you do so then you should do it gently’).
However, here the reason is completely diﬀerent. W does not hold due to (3),
which means that the reason is not the violability but the association of sanctions
with violations.
The result that OAN lacks conjunction is surprising, because most deontic
logics satisfy this rule. The motivation of deontic logics not satisfying this rule
is that they want to represent conﬂicts in a consistent way. Moreover, our result
is in particular surprising since the rule is already blocked by clause (2), i.e.,
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it is blocked due to the violability clause. The reason is the condition of (2).
For an example, consider the two obligations ‘driving 120 km/hour’ counts as
a violation and ‘driving drunk’ counts as a violation. In the logic, if we have that
‘either someone drives 120 km/hour or he drives drunk’, then this does not count
as a violation. This phenomena can also be observed in reality. For example, in
many legal courts someone cannot be sentenced if it is not clear which norm
has been violated. There is only a violation if the norm which is violated can be
identiﬁed. In such circumstances, if someone has committed a violation, but we
do not know which one, then we cannot sanction him.
3.3

Two Variants that Disturb AND

There are several issues in this formalization of obligation in Deﬁnition 1. For
example, the three conditions informally given in the introduction can be represented in another way, and additional conditions can be added. However, from
the perspective of our logical analysis, all changes we have considered only lead
to minor variations of the two propositions, and they do not interfere with the
analysis. The following two deﬁnitions imply a small change to Proposition 2.
First, the formalization of ‘the absence of p’. In clause (2), the absence of a
is represented by ¬a. Consequently, if nothing is known then it does not count
as a violation. An alternative way to formalize it is to use not(a), where not is
the negation by failure as used in logic programming.
Second, introduction of a particular perspective, such as the perspective of
an external observer, of agent A or of the normative agent. For example, if
everything is considered from the perspective of agent A, then we may write:
Definition 2 (Subjective Obligations). Consider a modal logic as before,
with additionally a normal modal operator BA for ‘agent A believes . . . ’. Agent
A believes to be obliged to see to it that p iﬀ:
(1)
BOAN (p) =def BA (DN (p))∧
(2)
BA (¬p) → BA (DN (VN A (¬p)))∧
BA (VN A (¬p)) → BA (DN (SN A (¬p))) (3)
Clearly, for obligations based on not operator and for subjective obligations,
Proposition 1 still holds. Proposition 2 also holds, with the minor adaptation that
AND no longer holds under these conditions (nor under any other reasonable
conditions).
Moreover, for various variations of Deﬁnition 2, for example the one in which
(2) would read BA (¬p → DN (VN A (¬p))), Proposition 2 still valid, but for other
variations, such as the one in which (2) reads BA (BN (¬p) → DN (VN A (¬p))),
the adapted proposition holds. Summarizing, our analysis can directly be applied
to such subjective obligations.
3.4

Four Equivalent Variations

In this section we discuss four more variations to the central deﬁnition, which
do not inﬂuence our result.
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First, the formalization of ‘if . . . then . . . ’ structures. In clause (2) and (3),
they are represented by a material implication (within the desire modality),
whereas it is well known that this is problematic. However, other conditional
logics proposed in the literature are weaker than the material implication, such
that the logic of OAN can only become weaker.
Second, additional clauses that represent realism and other borderline cases.
For example, we may add a clause that OAN (p) implies that p is consistent, or
that OAN (p) implies that ¬p is consistent. Such borderline cases do not inﬂuence
the two propositions in any signiﬁcant way.
Third, additional clauses that distinguish goals from desires (i.e., by introducing besides desires also goals), require that the normative agent does not
desire violations (or desires that there are no violations), assume that the normative agent has at least one way to apply the sanction, etc. Again, for any
reasonable additional clauses we have considered, such additional clauses only
make the logic of OAN weaker.
Fourth, in the following deﬁnition sanctions are made explicit. That is, we
may say not only that ¬p is sanctioned but also which sanction is applied. This
leads to the introduction of an additional clause which says that the normative
agent does not desire to apply the sanction anyway, i.e., even without a violation.
Such rare cases are known, of course, but they are excluded in our model. The
formalization of this new clause seems not completely satisfactory. We would
have like to add the unconditional DN (¬s). However, this unconditional clause
is incompatible with our interpretation of DN as a normality, because (3) and
(4) together would imply ¬VN A (¬p). In other words, (4) can only be formalized
by DN (¬s) if we adopt for DN a non-normal modality, or a non-monotonic logic.
Definition 3 (Modal Logic with Explicit Sanctions). Consider a modal
logic with modal operators DN (for desire or goal) and VN A (for counts as a
violation). Obligation with explicit sanction is deﬁned by:
(1)
OAN (p, s) =def DN (p)∧
¬p → DN (VN A (¬p))∧ (2)
VN A (¬p) → DN (s)∧ (3)
¬VN A (¬p) → DN (¬s) (4)
For ﬁxed s, Proposition 1 and 2 both still hold, when in the latter the conditions on SN A are dropped.

4
4.1

Decision Theory
Normative Systems

This section illustrates an area where our theory can be applied. The logical
analysis has shown that there are many ways to formalize obligations in a modal
logic of desires, counts as and being sanctioned. However, in the logical analysis
of such obligations, the following pattern emerges. If VN A does not trivialize,
then the logic does not satisfy several proof rules which are often accepted in
deontic logic. Now consider the following deﬁnition of a normative system.
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Definition 4. Let L be a propositional language. A normative system is a tuple
N, V, S in which N = {n1 , . . . , nk } is a set of norms, V is a function that
associates with every norm a formula of L called its violation, and S is a function
that associates with every norm a propositional formula called its sanction.
In this setting, we may say that the normative system implies the obligation
O(p, s) if there is a norm whose violation condition is ¬p. However, it is not
very clear what the logical relations between these norms are, and what other
methods we have to analyze the properties of such a system. If the norms are
closed under for example weakening, then if this system would contain a norm
with violation condition p would be equivalent to a normative system which
contains the same norm, and moreover a norm with violation condition p ∧ q.
Moreover, if the system is closed under conjunction and the system contains
a norm with violation condition r, then the system is equivalent to a normative
system which in addition contains a norm with violation condition p ∨ r. But
what does this equivalence mean? Moreover, such an account does not take the
sanctions into account.
We propose the following idea. Given a set of obligations. If for every decision
making context, adding a new obligation to this set of obligations does not
inﬂuence the decision making of the agent, then this new obligation is already
implied (or accepted) by the set of obligations.
4.2

Decisions

In this section we introduce decisions in the logic.
Definition 5 (Decision). Let the atomic variables be partitioned into three
sets A, the decision variables of agent A, N , the decision variables of the normative agent, and P , the parameters. A state of the world w is a propositional
sentence. A decision d of agent A (N) in state w is a propositional formula built
from A (N ) only, such that w ∧ d is consistent.
We make several strong assumptions. A full qualitative decision theory has
to incorporate a way to encode consequences of decisions. If we assume complete
knowledge, i.e., the state of the world implies a truth value for each parameter,
then we do not have to consider such eﬀects, because eﬀectively we only reason
with ought-to-do obligations. An obligation OAN (p) is an ought-to-do obligation
if p contains variables of A only, and an ought-to-be obligation otherwise.
Definition 6. A state of the world contains complete knowledge if it implies
either each variable of P , or its negation.
With this new machinery, we can formalize the condition that the normative
agent has a way to apply the sanction. We may formalize a new variant of our
deﬁnition of obligation, with an additional clause is thus that there is a decision
of N such that this decision implies sanction s. In our case, this means that s is
a decision variable of N.
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Decision Rule

To evaluate its decisions, an agent may either consider the violations or the
sanctions. This represents diﬀerent agent types: an obedient or respectful agent
considers its violations, whereas a selﬁsh agent may only consider the sanctions.
Definition 7 (Decision Evaluation). Let w be a state of the world and d
a (partial) decision. The set of violated norms is V iol(w, d) = {n ∈ N | w ∧ d 
V (n)} and the set of sanctions is Sanc(w, d) = {S(n) | n ∈ V iol(w, d)}.
The evaluations are used in the agent’s decision rule, assuming that all sanctions have the same cost:
Definition 8 (Decision Rule). Given state of the world w. An obedient agent
selects a decision d that minimizes (with respect to set inclusion) V iol(w, d).
A selﬁsh agent minimizes (with respect to set inclusion) the logical closure of
Sanc(w, d).
4.4

Acceptance

We analyze the normative system using the notion of acceptance.
Definition 9. Given an agent type. A normative system accepts an obligation
O(p, s) if for any state of the world, adding to the normative system the norm n
with violation V (n) = ¬p and sanction S(n) = s, does not change the optimal
decisions.
We can consider the logical properties of the acceptance condition by abstracting away from the normative systems. The following proposition implies
that the set of accepted obligations is not closed under weakening, strengthening,
or conjunction. The results are in line with our logical analysis.
Proposition 3. There is a normative system that accepts O(a) but not O(a ∨ b)
or O(a ∧ b), and there is a normative system that accepts O(a) and O(b) but not
O(a ∧ b) or O(a ∨ b).

5

Summary

In this paper we obtain the following results.
– We propose a logical framework to study social constructions.
– We deﬁne obligations in terms of this social construction, and study its
properties.
– We deﬁne acceptance relations for normative systems.
– We contribute to the philosophical discussions on the distinction between
violations and sanctions in Anderson’s reduction, and between implicit and
explicit normative systems.
Further relations between deontic logic and the theory of normative systems is
subject of ongoing research, e.g., in [7] we consider the notion of strong permission. In [8] we consider the problem of norm creation.
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Abstract. We present a reactive agent architecture which incorporates
decision-theoretic notions to drive the deliberation and meta-deliberation
process, and illustrate how this architecture can be exploited to model
an agent who reacts to contextually instantiated norms by monitoring
for norm instantiation and replanning its current intentions.

1

Introduction

The amount of research devoted to norms in Artificial Intelligence has evidenced
their role in guaranteeing a general advantage for a society at a reasonable
cost for the individuals, both in cooperative and non-cooperative context. The
existence of implicit or explicit norms is now recognized as one of the distinctive
features of social systems, including multi-agent systems.
While norms can be embodied in a normative model in the form of hardwired constraints on individual behavior ([10]), this solution drastically limits the
ability of the model to mirror real-world situations in which explicit normative
reasoning is required. Explicit normative reasoning, in fact, must account for the
possibility that an agent decides to deliberately violate a norm, as a consequence
of conflicts between norms, or between norms and individual goals. Further,
normative reasoning cannot be disjoint from reactivity: as norms are instantiated
as a consequence of the changes in the environment, a norm-aware agent must
actively monitor for the contextual instantiation of norms and react to them
accordingly.
Consider, for example, a domain where a robot accomplishes simple tasks like
taking objects from an office to another: in order to take some mail to the office
of the boss, the robot has devised a plan for getting to the mail box and picking
up the mail. However, suppose that the robot’s supervisor issues a prohibition
to go through a certain door, by invalidating the robot’s plan to get to the mail
box by taking the shortest path. Should this prohibition – or, more precisely, the
obligation it sets on the robot – affect the robot’s commitment to its higher level
goal to deliver mail? The obvious answer is that the commitment to the higher
level goal should be not affected by the prohibition: instead, the robot should
replan by keeping an eye on the respect of the prohibition, as disobedience would
expose it to the risk of a sanction. Moreover, we argue that, should the option
of opening the door turn out to be the only viable one, it should even consider
violating the prohibition.
K. Kuwabara and J. Lee (Eds.): PRIMA 2002, LNAI 2413, pp. 1–17, 2002.
c Springer-Verlag Berlin Heidelberg 2002
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Notice that the situation depicted in the example is similar to a replanning
problem in a dynamic environment: in that it can be compared with a situation
in which the robot finds the door locked on its way to the boss’ office and is
forced to replan.
But how can the compliance to norms be reconciled with the activities that an
agent is currently bringing about? In this paper, we propose a model of normative
reasoning that allows an agent to react to norms in dynamically changing social
contexts by forming norm-related intentions based on utility considerations. The
model relies on the use of a reactive agent architecture, that provides the agent
with the ability to react to the exogenous goals – and, in particular, to the goals
posed by norms – by possibly modifying its current intentions.
In the example, this corresponds to realizing that the prohibition to open
the door has been instantiated, forming the goal to respect this prohibition, and
eventually considering this goal for satisfaction.
The reactive agent architecture is integrated with an interactional framework ; in this framework, the utility of a norm-compliant behavior is evaluated
with respect to the social environment in which the agent is situated: the agent
decides whether a norm is worth respecting or not by comparing the utility it
may gain from respecting it (thus avoiding a sanction) with the utility it may
gain from non respecting it.
In practice, the robot should not automatically opt for complying with the
prohibition: in order to exhibit an intelligent, flexible behavior, it should first
devise a line of behavior that complies with the prohibition to go through the
door, and then trade it off against its original line of behavior, in the light of the
utility associated with each option.
This paper is organized as follows: in the section 2, we present the reactive
agent architecture the overall model relies on; in section 3 and 4, the utilitydriven deliberative component is described. Then, in section 5, we introduce the
model of normative reasoning that, in conjunction with the reactive agent architecture described in previous sections, yields the reactivity to norms described
and exemplified in section 6.

2

The Agent Architecture

The architecture is composed of a deliberation module, an execution module, and
a sensing module, and relies on a meta-deliberation module to evaluate the need
for re-deliberation, following [11]. The internal state of the agent is defined by
its beliefs about the current world, its goals, and the intentions (plans) it has
formed in order to achieve a subset of these goals. The agent’s deliberation and
redeliberation are based on decision-theoretic notions: the agent is driven by the
overall goal of maximizing its utility based on a set of preferences encoded in a
utility function.
The agent is situated in a dynamic environment, i.e. the world can change
independently from the agent’s actions, new obligations may arise, and actions
can have non-deterministic effects, i.e., an action can result in a set of alternative
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WORLD

META-DELIBERATION

effects. Moreover, there is no perfect correspondence between the environment
actual state and the agent’s representation of it.
In this architecture, intentions
are dynamic, and can be modified as a result of re-deliberation:
goals
intentions
if the agent detects a significant
mismatch between the initially exDELIBERATION
pected and the currently expected
EXECUTION
utility brought about by a plan,
planning
the agent revises its intentions by
performing re-deliberation. As a result, the agent is likely to become
replanning
SENSING
committed to different plans along
time, each constituted of a different sequence of actions. However,
subjective
world
while the intention to execute a
certain plan remains the same until it is dropped or satisfied, the
Fig. 1. The structure of the agent architeccommitment to execute single ac- ture. Dashed lines represent data ﬂow, solid
tions evolves continuously as a con- lines represent control ﬂow. The grey composequence of both execution and re- nents determine the agent’s state.
deliberation.
In order to represent dynamic
intentions, separate structures for representing plan-level commitment and
action-level commitment have been introduced in the architecture. So, intentions
are stored in two kind of structures: plans, representing goal-level commitment,
and action-executions, representing action-level commitment. New instances of
the plan structure follow one another in time as a consequence of the agent’s redeliberation; on the contrary, the action-level commitment of an agent is recorded
in a unitary instance of the action-execution structure, called execution record,
whose temporal extent coincides with the agent’s commitment to a goal and
which is updated at every cycle.
The behavior of the agent is controlled by an execution-sensing loop with a
meta-level deliberation step (see figure 1). When this loop is first entered, the
deliberation module is invoked on the initial goal; the goal is matched against
the plan schemata contained in the library, and when a plan schema is found,
it is passed to the planner for refinement. The best plan becomes the agent’s
current intention, and the agent starts executing it. After executing each action
in the plan, the sensing module monitors the effects of the action execution,
and updates the agent’s representation of the world. If the agent realizes that
the world has changed, the meta-deliberation module evaluates the updated
representation of the world by means of an execution-monitoring function: if the
world meets the agent’s expectations, there is no need for re-deliberation, and
the execution is resumed; otherwise, if the agent’s intentions are not adequate
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anymore to the new environment, then the deliberation module is assigned the
task of modifying them.
As discussed in the next section, due to the agent’s uncertainty about the
outcome of the plan, the initial plan is associated to an expected utility interval,
but this interval may vary as the execution of the plan proceeds. The executionmonitoring function, which constitutes the core of the meta-deliberation module,
relies on the agent’s subjective expectations about the utility of a certain plan:
this function computes the expected utility of the course of action constituted
by the remaining plan steps in the updated representation of the world. The new
expected utility is compared to the previously expected one, and the difference
is calculated: replanning is performed only if there is a significant difference.
If new deliberation is not necessary, the meta-deliberation module simply
updates the execution record and releases the control to the execution module,
which executes the next action. On the contrary, if new deliberation is necessary,
the deliberation module is given the control and invokes its replanning component on the current plan with the task of finding a better plan; the functioning
of the replanning component is inspired to the notion of persistence of intentions
([3]), in that it tries to perform the most local replanning which allows the expected utility to be brought back to an acceptable difference with the previously
expected one.

3

The Planning Algorithm

The action library is organized along two abstraction hierarchies. The sequential
abstraction hierarchy is a task decomposition hierarchy: an action type in this
hierarchy is a macro-operator which the planner can substitute with a sequence of
(primitive or non-primitive) action types. The speciﬁcation hierarchy is composed
of abstract action types which subsume more specific ones.
In the following, for simplicity, we will refer to sequentially abstract actions as
complex actions and to actions in the specification hierarchy as abstract actions.
A plan (see section 2) is a sequence of action instances and has associated
the goal the plan has been planned to achieve. A plan can be partial both in
the sense that some steps are complex actions and in the sense that some are
abstract actions. Each plan is associated with the derivation tree (including both
abstract and complex actions) which has been built during the planning process
and that will be used for driving the replanning phase.
Before refining a partial plan, the agent does not know which plan (or plans)
– among those subsumed by that partial plan in the plan space – is the most
advantageous according to its preferences. Hence, the expected utility of the
abstract action is uncertain: it is expressed as an interval having as upper and
lower bounds the expected utility of the best and the worst outcomes produced
by substituting in the plan the abstract action with all the more specific actions
it subsumes. This property is a key one for the planning process as it makes it
possible to compare partial plans which contain abstract actions.
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The planning process starts from the topmost action in the hierarchy which
achieves the given goal. If there is no time bound, it proceeds refining the current
plan(s) by substituting complex actions with the associated decomposition and
abstract actions with all the more specific actions they subsume, until it obtains
a set of plans which are composed of primitive actions.
At each cycle the planning algorithm re-starts from a less partial plan, i.e.,
a plan that subsumes a smaller set of alternatives in the plan space: at the
beginning this plan coincides with the topmost action which achieves the goal,
in the subsequent refinement phases it is constituted by a sequence of actions;
this feature is relevant for replanning, as it make it possible to use the planner
for refining any partial plan, no matter how it has been generated.
At each refinement step, the expected utility of each plan is computed by
projecting it from the current world state; notice that, as observed above, it is
possible to compute the expected utility of a partial plan, which encompasses the
expected utilities of the alternatives plans it subsumes. Now, a pruning heuristic can be applied, by discarding the plans identified as suboptimal, i.e., plans
whose expected utility upper bound is lower than the lower bound of some other
plan p. The sub-optimality of a plan p with respect to p means that all possible
refinements of p have an expected utility which dominates the utility of p , and,
as a consequence, dominates the utility of all refinements of p : consequently,
suboptimal plans can be discarded without further refining them. On the contrary, plans which have overlapping utilities need further refinement before the
agent makes any choice.

4

The Replanning Algorithm

If a replanning phase is entered, it means that the current plan does not reach
the agent’s goal, or that it reaches it with a very low utility compared with
the initial expectations. In the norm instantiation example introduced in the
Introduction, for instance, the possibility for the robot to be sanctioned if it
violates the prohibition to go through the door may decrease the utility of the
current plan – although it satisfies the robot’s original goal to deliver mail.
However, even if the utility of the current plan drops, it is possible that the
current plan is ‘close’ to a similar feasible solution, where closeness is represented
by the fact that both the current solution and a new feasible one are subsumed
by a common partial plan at some level of abstraction in the plan space defined
by the action hierarchy.
The key idea of the replanning algorithm is then to make the current plan
more partial, until a more promising partial plan is found: at each partialization
step, the current plan is replaced by a more partial plan – which subsumes
it in the plan space – by traversing the abstraction hierarchies in a upsidedown
manner, and the planning process is restarted from the the new partial plan. The
abstraction and the decomposition hierarchy play complementary roles in the
algorithm: the abstraction hierarchy determines the alternatives for substituting
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procedure plan replan(plan p, world w){
/* find the first action which will fail */
action a := find-focused-action(p,w);
mark a; //set a as the FA
plan p’ := p;
plan p’’ := p;
/* while a solution or the root are not found */
while (not(achieve(p’’,w, goal(p’’)))
and has-father(a)){
/* look for a partial plan with better utility */
while (not (promising(p’, w, p))
and has-father(a)){
p’ := partialize(p’);
project(p’,w); } //evaluate the action in w
/* restart planning on the partial plan */
p’’ := refine(p’,w);}
return p’’;}
Fig. 2. The main procedure of the replanning algorithm, replan

the actions in the plan, while the decomposition hierarchy is exploited to focus
the substitution process on a portion of the plan.
The starting point of the partialization process inside the plan is the first
plan step whose preconditions do not hold, due to some event which changed the
world or to some failure of the preceding actions.
In [7]’s planning framework the Strips-like precondition/ effect relation is
not accounted for: instead, an action is described as a set of conditional effects.
The representation of an action includes both the action intended effects, which
are obtained when its ‘preconditions’ hold, and the effects obtained when its
‘preconditions’ do not hold. For this reason, the notation of actions has been
augmented with the information about the action intended effect, which makes
it possible to track the motivations why it has been included int he plan, and to
identify its preconditions.1
The task of identifying the next action whose preconditions do not hold (the
‘focused action’) is accomplished by the Find-focused-action function (see the
main procedure in Figure 2); mark is the function which sets the current focused
action of the plan). Then, starting from the focused action (FA), the replanning
algorithm partializes the plan, following the derivation tree associated with the
plan (see the partializes function in Figure 3).
If the action type of the FA is directly subsumed by an abstract action type
in the derivation tree, the focused action is deleted and the abstract action
substitutes it in the tree frontier which constitutes the plan.
1

Since it is possible that more than one condition-eﬀect branch lead to the goal (maybe
with diﬀerent satisfaction degrees), diﬀerent sets of preconditions can be identiﬁed
by selecting the condition associated to successful eﬀects.
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function plan partialize(plan p){
action a := marked-action(p); /* a is the FA of p */
/* if it is subsumed by a partial action */
if (abstract(father(a))){
delete(a, p); /* delete a from the tree */
return p;}
/* no more abstract parents: we are in a decomposition */
else if (complex(father(a)){
a1 := find-sibling(a,p);
if (null(a1)){
/* there is no FA in the decomposition */
mark(father(a)) //set the FA
//delete the decomposition
delete(descendant(father(a)),p);
return p;}
else { //change the current FA
unmark(a);
mark(a1);}}}
Fig. 3. The procedure for making a plan more abstract, partialize.

On the contrary, if FA appears in a decomposition (i.e., its father in the
derivation tree is a sequentially abstract action) then two cases are possible (see
the find-sibling function in 4):
1. There is some action in the plan which is a descendant of a sibling of FA in
the decomposition and which has not been examined yet: this descendant of
the sibling becomes the current FA. The order according to which siblings are
considered reflects the assumption that it is better to replan non-executed
actions, when possible: so, right siblings (from the focused action on) are
given priority on left siblings.
2. All siblings in the decomposition have been already refined (i.e., no one has
any descendant): all the siblings of FA and FA itself are removed from the
derivation tree and replaced in the plan by the complex sequential action,
which becomes the current FA (see Figure 4).2
As discussed in the Introduction, the pruning process of the planner is applied
in the refinement process executed during the replanning phase. In this way, the
difficulty of finding a new solution from the current partial plan is alleviated by
the fact that suboptimal alternatives are discarded before their refinement.
Beside allowing the pruning heuristic, however, the abstraction mechanism
has another advantage. Remember that, by the definition of abstraction discussed in Section 2, it appears that, given a world state, the outcome of an
abstract action includes the outcomes of all the actions it subsumes.
2

Since an action type may occur in multiple decompositions3 , in order to understand
which decomposition the action instance appears into, it is not suﬃcient to use the
action type library, but it is necessary to use the derivation tree).
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function action find-sibling(a,p){
/* get the next action to be refined (in the same decomposition as a) */
action a0 := right-sibling(a,p);
action a1 := leftmost(descendant(a0,p));
while(not (null (a1))){
/* if it can be partialized */
if (not complex(father(a1))){
unmark(a); //change FA
mark(a1)
return a1;}
/* move to next action */
a0 := right-sibling(a0,p);
a1 := leftmost(descendant(a0,p));}
/* do the same on the left side of the plan */
action a1 := left-sibling(a,p);
action a1 := rightmost(descendant(a0,p));
while(not (null (a1))){
if (not complex(father(a1))){
unmark(a);
mark(a1)
return a1;}
action a1 := left-sibling(a,p);}
Fig. 4. The procedure for ﬁnding the new focused action.

Each time a plan p is partialized, the resulting plan p has an expected utility
interval that includes the utility interval of p. However p subsumes also other
plans whose outcomes are possibly different from the outcome of p. At this point,
two cases are possible: either the other plans are better than p or not. In the
first case, the utility of p will have an higher higher bound with respect to p,
since it includes all the outcomes of the subsumed plans. In the second case, the
utility of p will not have a higher upper bound than p. Hence, p is not more
promising than the less partial plan p.
The algorithm exploits this property (see the promising condition in the
procedure replan) to decide when the iteration of the partialization step must
be stopped: when a promising partial plan (i.e., a plan which subsumes better
alternatives than the previous one) is reached, the partialization process ends
and the refinement process is restarted on the current partial plan.
In order to illustrate how the replanning algorithm works, we will resort to
the domain of the office world t illustrated in fig. 5. This domain consists of
four interconnected rooms, where a robot accomplishes simple tasks like moving
objects and delivering mail.
Consider the situation in which the robot X has the goal of getting the mail
from room 2 to room 1, but wrongly believes that the door between 4 and 2 is
open, and thinks that passing through it will suffice to get to room 2.
In order to satisfy the goal to get the mail from room 2 to room 1, X has
devised a plan composed of the following steps (represented in the first box of
figure 6):
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Fig. 5. The plan of the agent X before replanning (left) and after replanning (right).

GO-X-4-2-door TAKE-MAIL-X GO-X-2-1 PUT-MAIL-X
After executing the step GO-X-4-2-door, X enters the meta-deliberation
phase. At this point, X realizes that the plan has failed (it is still in room
4) because the door is locked, and starts replanning:
– First of all, the replanning algorithm identifies the focused action (F A): the
focused action is the first action in the sequence of non-executed actions
whose preconditions are not satisfied. In this example, TAKE-MAIL-X is
marked as the Focused Action: as TAKE-MAIL-X requires the agent to be
in the same room (room 2) as the mail in order to successfully perform the
taking action, its preconditions are clearly not satisfied.
– Since the abstract action which subsumes the focused action (F A) in the
action hierarchy, GET-MAIL-X, is a sequentially abstract action, the replanning algorithm examines the right siblings of GO-X-4-2-door, GO-X-2-1
and PUT-MAIL-X, in search of a non-elementary, abstract action to become
the new F A.
However, none of the right siblings of the currently focused action, TAKEMAIL-X, can be marked as the new F A, as GO-X-2-1 and PUT-MAIL-X
are both elementary action types.
– At this point, the only left-side sibling of the F A in the action hierarchy,
GO-X-2, is examined: this action type has a descendant, GO-X-4-2-door,
which is subsumed by an abstract action type (GO-X-4-2): GO-X-4-2-door
becomes the new F A.
– Since GO-X-4-2-door is directly subsumed by a abstract action type, GOX-4-2, the latter is substituted for GO-X-4-2-door in the plan frontier, and
the new partial plan thus obtained is feeded to the planner for refinement.
As it can be seen by looking at the action hierarchy depicted in figure 6, the
partial plan GO-X-4-2 TAKE-MAILX GOX-2-1 PUT-MAILX is a promising
one: as it subsumes an alternative refinement of the initial plan which is
contextually more appropriate than the now inexecutable initial plan (GOX4-2-long GOX-2-1 PUT-MAILX does not require the door to be open, as it
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consists of taking a longer path through rooms 3 and 1), it has a higher
upper utility bound.
– When the planner reﬁnes the new partial plan, it produces the following
reﬁnement of the partial plan (graphically represented in the second box of
ﬁgure 6 and in ﬁgure 5): GOX-4-3 GOX-3-1 GOX-1-2 TAKE-MAILX GOX2-1 PUT-MAILX
Finally, the execution is resumed, starting from the ﬁrst action of the new plan.
As it has been remarked on by ([9]), reusing existing plans raises complexity
issues. They show that modifying existing plans is advantageous only under
some conditions: in particular, when, as in our proposal, it is employed in a
replanning context (instead of a general plan-reuse approach to planning) in
which it is crucial to retain as many steps as possible of the plan the agent is
committed to. Second, when the complexity of generating plans from the scratch
is hard, as in the case of the decision-theoretic planner we adopt.
For what concerns the complexity issues, it must be noticed that the replanning algorithm works in a similar way as the iterative deepening algorithm. At
each stage, the height of the tree of the state space examined increases. The difference with the standard search algorithm is that, instead of starting the search
from the tree root and stopping at a certain depth, we start from a leaf of the
plan space and, at each step, we select a higher tree which rooted by one of the
ancestors of the leaf.
In the worst case, the order of complexity of the replanning algorithm is the
same as the standard planning algorithm. However, two facts that reduce the
actual work performed by the replanning algorithm must be taken into account:
ﬁrst, if the assumption that a feasible solution is “close” to the current plan is
true, then the height of the tree which includes both plans is lower than the
height of root of the whole state space. Second, the pruning heuristics is used
to prevent the reﬁnement of some of the intermediate plans in the search space,
reducing the number of reﬁnement runs performed.
[8] has proposed a similar algorithm for an SNLP planner. The algorithm
searches for a plan similar to known ones ﬁrst by retracting reﬁnements: i.e.,
actions, constraints and causal links. In order to remove the reﬁnements in the
right order, [8] add to the plan an history of ‘reasons’ explaining why each new
element has been inserted.

5

A Model of Normative Reasoning

In the approach proposed by [2], the normative knowledge of an agent, beside
the content of the norm, encodes the representation of the behavior of the normative authority, who is in charge of enforcing the respect of norms by means of
sanctions or rewards. The decision about whether to comply with the norm or
not is reduced to a rational choice, given the expected behavior of the normative
agent.
The agent reasons on the alternatives constituted by respecting or non respecting a norm in terms of the reaction of the normative agent: the norm-
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Fig. 6. A representation of the steps performed by the replanning algorithm on the
action hierarchy given X’s plan. The original plan (1); a new node is marked as the
focused action (GO-X-4-2) and a diﬀerent instantiation of the it is chosen (2), the
sequence of steps composing the action GOX-4-2-long.

compliant behavior has a cost but avoids the risk of a sanction, while not respecting the norm allows the agent to save resources but exposes him to a sanction. Alternatively, the satisfaction of a norm can be associated with a reward,
whose aim is to motivate agents to respect the norm.
The bearer of the norm is the agent who is obliged to respect the norm.
The normative authority is the agent who is in charge of enforcing the
respect of the norm; in order to do so, he has the faculty of sanctioning or
rewarding the bearer depending on her compliance to the norm.
The sanction (or reward) is an action of the normative authority, which
provides the bearer with the rational motivation for respecting the norm.
The content of the norm is the prescription it contains; in other words, the
norm establishes for the bearer the obligation to adhere to a certain behavior.
The triggering condition of a norm describes the condition in which the
norm becomes relevant for the bearer, by making her obliged to bring about
the content of the norm.
The existence of a norm in the agent normative knowledge is independent of
the obligation it establishes for the bearer, which is contextually determined. If
the current situation matches the triggering condition of a norm stored in the
knowledge base of an agent (i.e., a norm of which he is bearer), the norm is
instantiated, and the agent becomes obliged to respect it. Every time an agent is
obliged to a norm, he forms a normative goal with reference to that norm, i.e.,
he forms the goal to comply with the norm, or, more specifically, to bring about
the prescription contained in the norm. This goal is an exogenous goal, deriving
from the obligation to respect the norm which is pending on the agent as a
consequence of the triggering of the norm; it becomes an agent’s goal by means
of adoption. Again, adoption is the bridge between the agent’s commitment and
its social environment.
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During the normative deliberation, the agent who is subject to the obligation to respect the norm (the bearer of the norm, according to the deﬁnition
above) evaluates the reaction of the normative authority by performing a lookahead step. In practice, the bearer considers the possibility that the normative
agent sanctions him for violating the norm, or rewards him for respecting the
norm, as prescribed in the deﬁnition of the norm itself. This process – similar
to game-theoretic approaches – is carried out by means of the anticipatory planning technique illustrated in [1]. The agent computes the plans for bringing the
about the normative goal, and trade them oﬀ against his current intentions from
an utilitarian point of view. However, the expected utility is not evaluated on
the outcome of these plans, but in the light of the normative authority’s subsequent reaction: the agent becomes committed to the normative goal only if the
corresponding plans yield a higher utility in the agent preference model.
In this way, the sanction is not an external event, but the result of the
activity of the normative authority, who is an intelligent reactive agent as well:
the normative authority has the goal of enforcing the respect of the norm, by
detecting the violations to the norm and sanctioning them accordingly. When
the agent who is subject to an obligation reasons on the utility of complying with
it, he must have a model of the normative authority, that he uses to predict the
reaction of normative authority.
Under certain circumstances, in fact, the agent may decide that it is not worth
complying with the norm because there is a low probability that the normative
authority will detect the violation, or that he will issue a sanction. Besides, an
agent may try to deceive the normative authority by inducing the normative to
incorrectly believe that he complied with the norm part, or by preventing the
normative authority from becoming aware of the violation. Finally, an agent may
violate a norm by planning to avoid the eﬀects of the sanction in some way.

6

Reactivity to Norms

Being situated in a social environment, an agent must be able to react to norms
which are contextually triggered: a norm can be triggered by the agent’s behavior itself, by a change in the environment, or else as a consequence of the
behavior of another agent. Here, we are concerned with reactivity to norms, i.e.,
with the situations in which the preference for the compliance to a contextually
instantiated norm must be reconciled with existing intentions;
An agent does not devise and evaluate a norm-compliant behavior in isolation
from its current intentions. The agent’s current commitment constitutes the
background ([3]) against which the agent devises a plan which complies with
the norm: the agent reasons on its current intentions trying to modify them in
order to devise a norm-compliant plan. This line of behavior is then traded oﬀ
with the option of not complying with the norm, in the light of the reaction of
the normative authority. In this model, norms are treated as an exogenous and
asynchronous source of goals which are submitted to the agent for deliberation;
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at the same time, norm instances modify the utility that the diﬀerent alternatives
have for the agent, depending on the application of the sanction.
In section 2, we described an architecture for reactive agents, focussing on
how the agent modiﬁes its current intentions depending on how the changes of a
dynamic environment aﬀect the utility provided by his current intentions. Here,
we want the agent to react to events which set up new goals and modify the
utility as a consequence of a possible sanction, like the instantiation of norms.
In order to do so, we exploit the architecture presented in section 2 to provide
the agent with the capability to monitor for new goals and to modify its current
intentions in order to achieve them.
Norms are stored in the agent’s normative knowledge base; as illustrated
above, the deﬁnition of a norm includes a triggering condition, which, when instantiated, gives rise to a normative goal. After the deliberation phase (see the
reactive agent architecture presented in Chapter 2), the agent monitors for normative goals, by checking if the conditions of the norms stored in her knowledge
base are veriﬁed: if one or more norms are triggered, new normative goals arise,
and are adopted by the agent.
After adopting a normative goal, the agent tries to integrate its current intentions with actions for satisfying the new goal; the integration process yields a
set of new plans, but the agent’s commitment is not aﬀected so far. The expected
utility of the original plan and of the new plans is evaluated after performing
the look-ahead step (which is carried out by exploiting the anticipatory planning
framework), i.e. in the light of the reaction of the normative agent ([1], [2]): as a
result of the utility-based trade-oﬀ between the alternatives (preference-driven
choice), the agent may commit to a plan which complies with the normative
goal.
As illustrated above, when the triggering condition included in the deﬁnition
of a norm is instantiated, it gives rise to a normative goal. After the deliberation
phase in the reactive agent architecture presented in section 2, the agent monitors
for normative goals, by checking if the conditions of the norms stored in his
knowledge base are veriﬁed: if one or more norms are triggered, new normative
goals arise, and are adopted by the agent. After adopting a normative goal, the
agent tries to modify his current intentions in order to satisfy the new goal; the
replanning process yields a set of new plans, but the agent’s commitment is not
aﬀected so far (see ﬁgure 7).
Norms can be classiﬁed according to their content, given the distinction between prescriptions and prohibitions; given a plan which constitutes the
agent’s current intention, prescriptions normally require the bearer of the norm
to add new action to the current plan in order to bring about the normative
goal, while the prohibitions, by posing constraints to the viable courses of actions, normally require that the agent modiﬁes the current plan. At the same
time, both normative prescriptions and prohibitions can concern states of affairs of courses of action. From the point of view of the integration with
current intentions, norms referred to state of aﬀairs require more reasoning to
the agent, as the relation with courses of action is not given in the norms.
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In summary, the content of a norm can be constituted by:
– The prescription to bring about a certain state of aﬀair; in this case, the
agent forms a normative goal to achieve the prescribed state of aﬀair, without
being constrained to a speciﬁed course of action. In other words, the norm
does not give any instruction about how the prescribed state of aﬀair must
be produced.
– The prescription to execute a certain course of action, in order to get
a certain state of aﬀair. In this case, the focus is on the execution of the
prescribed course of action.
– The prohibition to bring about a certain state of aﬀairs. In this case, the
normative goal is to avoid achieving the prohibited state of aﬀairs. Again,
the norm does not pose any constraints to the courses of action the agent
may be committed to execute.
– The prohibition to execute a certain course of action.
In this paper, we focus on norms which express prohibitions, i.e., they concern
a state which holds and must not be made false by the agent’s plan, or an action
which must not occur in the agent’s plan4 . Prohibitions cause maintenance goals
to arise: diﬀerently from achievement goals ([4]), which require the agent to do
something to achieve them, the agent needs not insert new steps in the plan to
satisfy a maintenance goal; on the contrary, he only has to assure that the plan
achieving his intentions does not make the prescribed state false.5
However, the expected utility of the original plan and of the new plans should
be evaluated after performing the look-ahead step (which is carried out by exploiting the anticipatory planning framework), i.e. in the light of the reaction
of the normative agent ([1], [2]): as a result of the utility-based trade-oﬀ between the alternatives (preference-driven choice), the agent may commit to a
plan which complies with the normative goal. Since the details of planning with
anticipatory coordination are described elsewhere, here we will not discuss this
issue: we simply assume that the utility of the plans which violates the norm is
lowered as an eﬀect of the sanction.
The normative behavior of an agent is generated through the following steps:
1. Reactivity: if the agent comes to believe that the triggering condition of
a norm is true, he checks whether his currently intended plan violates the
prohibition (i.e. some step makes the goal false); if this is not the case,
he continues his activity. In case the prohibition is violated the agent has to
consider whether to replan his current plan in order to ﬁnd a more proﬁtable
plan which avoids the sanction. Since a violation can be equated to a failure,
the replanning algorithm described in section 4 is used: the focused action
is the step which makes the prohibited goal true.
4

5

For an account of how prescription norms lead the agent to modify his plans see [6]
and how norms ﬁlter the agent’s choices in the intention formation phase itself, see
[2].
Unless the agent is explicitly required to watch for the goal to hold, thus actively
acting to prevent it from being falsiﬁed by other agents.
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procedure agent (goal, subj-world){ /* initial planning phase */
plan := deliberate (goal, subjective-world);
execution := initialize-execution (plan);
loop { /* the agent loop begins here */
/* execute next action */
objective-world := execute (next action);
subj-world := monitor (next-action); /* sensing */
/* check if goal has been achieved */
if (execution.actions-to-execute = empty
and achieved-goal (subj-world, goal) = T) return success;
else{ /* The meta-deliberation phase is entered: */
if (monitor-execution (subj-world) =‘‘replan"){
/* the agent tries to revise its intentions */
/* redeliberation is attempted */
new-plan := re-deliberate (execution, subj-world, goal);
if (new-plan)
{/* new feasible plan found, update intentions */
plan := new-plan;
update-intentions (plan, execution)}
else return failure /* no new feasible plan */
}}}}
if (not (Monitor-Norms = empty))
/* the agent monitors for norms */
/* norms triggered: normative reasoning */
plan :=Normative-Deliberation(plan, norms, subj-world)
/* set the next action to resume execution */
set-next-action (execution)
}}}}
Fig. 7. The procedure for ﬁnding the new focused action.

2. Utility evaluation under anticipatory coordination: during the replanning phase under a prohibition, the agent evaluates the utility of complying
with the norm or not in the light of the reaction of the normative authority, by performing the anticipatory reasoning mentioned above: plans which
violate the prohibition will receive a lower utility evaluation with respect to
the plans which respect it.
3. Normative deliberation: at the end of the replanning phase, the agent is
returned with the plan which provides the best individual utility, i.e., which
optimizes the trade-oﬀ between the advantage of achieving the individual
goals of the agent against the disadvantage of being sanctioned.
Now consider again the replanning problem illustrated in section 4. Suppose
that the supervisor of the robot has issued a prohibition to open the door between
rooms 4 and 2 (see ﬁgure 5): the utility of the robot’s current plan drops, as it
involves violating the prohibition. In order to ﬁnd a new plan which complies
with the prohibition, X enters a replanning phase on its current plan (GO-X-42-door TAKE-MAIL-X GO-X-2-1 PUT-MAIL-X).
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In parallel to the replanning example, the replanning component outputs a
plan where the step of going through the door has been replaced by a sequence of
steps which don’t require the robot to go through the door. However, diﬀerently
to the previous example, in this case the utility of the initial plan for the robot
does not decrease as a consequence of a mismatch between the subjective knowledge of the agent and the world (where the plan turned out to be inexecutable),
but, rather, as a consequence of the preference for not being sanctioned for violating the prohibition to open the door. Notice that, in this case, the initially
focused action (F A) is GO-X-4-2-door, so the replanning algorithm begins by
replacing it with GO-X-4-2.

7

Related Work and Conclusions

The model of normative reasoning and the norm-reactive architecture which is
implemented in our agent allows the generation of a ﬂexible normative behavior,
in which the compliance to norms is subordinated to a rational decision process
based on individual utility. The evaluation of the utility of complying to norms is
accomplished within the context of the agent’s current intentions and accounts
for the reaction of the normative authority, thanks to the use of anticipatory
reasoning. At the same time, this solution does not exclude that the agent decides
to comply with the norm as a result of an existing private goal.
The work presented here shares the advantage of generating a ﬂexible behavior with the architecture proposed by [5], where norm-compliance is ﬁltered
through the agent’s goals and intentions by means of a process which makes use
of individual strategies. However, in our proposal, ﬂexible norm-compliance is
obtained by means of a utility-driven comparison of the norm-compliant line of
behavior with the agent’s current intentions.
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Abstract. In this paper we describe the extension of the EasyDial developer interface of Dialogos, the spoken dialog system of Loquendo. EasyDial has been
integrated with an XML-based representation of data structures and procedural
knowledge which are dependent on the application domain. A set of XSLT programs translates this knowledge into textual data and C language procedures which
are integrated in Dialogos after the processing by EasyDial. The adoption of an
XML-based representation for declaring the domain dependent knowledge speeds
up the application development process significantly.

1 Introduction
The increasing demand for spoken dialog systems in different domains, ranging from
providing information about trains or flights to personal services for accessing e-mail by
telephone and to answering machines, is making more and more apparent the necessity
for a rapid development of new applications, not necessarily involving the experts who
implemented the dialog system shell.
In order to fulfill this requirement, the dialog system shell must be encapsulated
in a further level of abstraction which hides the details concerning data structures and
centralizes the knowledge shared by the modules of the system.
In this paper, we describe an approach to domain knowledge representation in Dialogos, the LOQUENDO spoken dialog system [1], and EasyDial, the developer toolkit for
Dialogos [4], which aims at facilitating the development of spoken language applications
in the telecommunication domain.
This approach is based on an XML based representation of the knowledge to be
acquired by the system in order to provide its service; in particular, this knowledge
concerns the structure of the sentences to be generated. Based on the XML representation,
an XSLT program produces both the data in the internal representation format of the
system and a relevant portion of the C language procedures to be used by the Dialogos
engine in a given application.
XML has been chosen to define languages for representing the system knowledge
since:
V. Matoušek et al. (Eds.): TSD 2001, LNAI 2166, pp. 381–387, 2001.
c Springer-Verlag Berlin Heidelberg 2001
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1. Its rapid diffusion as a standard ensures that it will be easier to find developers able
to use it.
2. The precise definition of the syntax of documents via Document Type Definitions
prevents errors during editing, while XML editors facilitate the editing by suggesting
options and by signalling errors.
3. Its portability ensures the availability of programs for processing it on all platforms,
both for producing XML documents and for operating on it (e.g., XSLT translators).
4. The automatic translation of XML documents in programming language procedures
restricts the possibility of errors by the developers. In fact, the procedures are represented at a higher level of detail, via languages which are defined by means of
XML.
5. The abstraction from implementation details and the rigorous DTD declarations
make XML documents easily adaptable to new versions of the dialog system.
In the following, we will describe examples of use of XML in four cases: the representation of system parameters, the generation of dialogic turns, the generation of natural
language phrases that describe the value of parameters, and the partially automated generation of procedures for managing parameters.

2 The Parameter Definition
The parameters of Dialogos are knowledge structures which contain data which must
be acquired by the system to provide the service.
For example, in order to build a query to a database of flights, at least the cities
of departure and arrival and some information about the date of flight are required.
So DEPARTURE CITY, ARRIVAL CITY, and DEPARTURE DATE, are parameters
in Dialogos’ terms, and must be acquired by the system in order to provide the caller
with an answer. Parameters may have atomic values (for example “Rome”) or complex
values obtained from the meaningful composition of a set of atomic values (for example,
“the eleventh of November”).
The XML definition of parameters allows to gather some information about items
which are often spread across different files. In particular, the XML definition specifies
the structure of each parameter (e.g., which parameters it subsumes or which parameters it is composed of), its type, and the information about the initiative of the system
towards it: whether it must be requested or confirmed. Finally, the information about
the compatibility of the possible atomic sub-parameters is specified as well (see next
Section).
The parameter definitions not only allow to centralize the information about the parameters themselves, but they constitute the source for the generation (by an appropriate
XSLT program) of the data structures in C language which are used by Dialogos, and
which were previously to be hand-written. In particular, the generation process exploits
the knowledge about the type of parameters, and the subsumption information (i.e., the
same C structure is shared by more than one parameter).
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3 The Generation of Sentences
As described in [3], the generation of sentences in Dialogos is organised in two levels:
Dialog Moves (DMs, like Request for asking information, Verify for checking the system
understanding, etc.) and Dialog Acts (DAs).
DAs contain the knowledge about the form of the sentences which must be generated
to perform a certain Dialog Move. They depend on the set of parameters (e.g., which are
needed and which have already been acquired), and show a large variability. For example,
a Verify DM concerning the departure city of a flight differs from one concerning the
departure time:
1 Vuole partire da Torino ?
(Do you want to leave from Turin ?)
2 Vuole partire alle quattro del pomeriggio ?
(Do you want to leave at four o’ clock ?)
Moreover, the same parameter (say DEPARTURE TIME) can be expressed in different ways according to what the caller said:
3 Vuole partire fra le tre e le cinque ?
(Do you want to leave between three and five o’ clock ?)
Finally, the form of the same DA may vary according to the context; e.g., within the
context of a misunderstanding [2]:
4 Mi scusi, non ho capito. Vuole partire fra le tre e le cinque ?
(Sorry, I did not understand. Do you want to leave between three and five ?)
When the developing shell of Dialogos, EasyDial, was not supported by the XML
module, such knowledge took the form of a long list of templates including all possible
combinations of parameters and contextual flags. For example, the fourth DA listed
above was represented as:
PARAMETER: TIME INTERVAL
CONTEXTUAL FLAG: NOT UNDERSTOOD
PATTERN: Mi scusi, non ho capito. Vuole ∼ ?
where the first attribute denotes the parameter to be verified, the second one identifies
the current state of the context (this DA should be used in case the previous caller’s turn
was not understood properly by the system) and the third one the pattern to be generated
(provided that the gap ‘∼’ be filled with the value of the parameter, see next Section).
The verbs ‘partire’ (‘leave’) and ‘arrivare’ (‘arrive’) (which are missing from the
template) are generated together with the value of the parameter, depending on the
parameter to which the template applies (departure or arrival) and on the presence of
a contextual flag (e.g., in case of the destination city of a return flight, the verb takes the
form of ‘ritornare’, ‘to go back’).
The XML based representation of Dialog Acts captures the above generalities and
provides a more compact representation. An XSLT program is used to generate automatically all possible combinations of parameters and contextual flags. The output of
the XSLT program is in the human-readable format which currently constitutes the input
of EasyDial, so that the development system needs not to be modified and the generated
Dialog Act can be checked and refined by hand.
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The DAs which generate sentences 1–3 above (with many others) can be captured
by a single XML construct together; it takes the following (somewhat simplified) form:
<DA type=”VERIFY” NOT UND=”YES”>
<PARAMETER name=”TIME”/>
<PATTERN>Vuole ∼ ?</PATTERN>
</DA>
Since the parameter TIME can take different forms according to the availability of
its component parameters, different DAs will be generated, among which the one above,
where only the TIME INTERVAL was involved.
Since not all the combinations of component parameters make sense, (e.g., HOUR,
the hour of departure, is not compatible with TIME INTERV, ”*Vuole partire alle cinque,
fra le tre e le sei?”, ”*Do you want to leave at five, between three and six?”), the illegal
combinations of component parameters are contained in the XML parameter definition
described in the previous section, which can be accessed by the XSLT program when
generating the alternatives.

4 The Generation of Parameters
As discussed in the previous section, the generation of DAs does not cope with the
problem of generating the values of the parameters.
This task is accomplished by a set of procedures, which in the previous version of
the system, had to be written by hand in C language.
In order to automatize the task, we defined by means of XML a simple programming
language: a DTD has been built for representing at a higher level of abstraction the
instructions necessary for generating the value of parameters. In this way, one XML
document contains the rules for generating the value for each parameter (and for the
component ones).
As a short example consider the representation corresponding to a C switch construct
for transforming a number in the name of the corresponding weekday.
<ITEM>
<PAR NAME=”WEEK DAY”/>
<CASE><NUMCONST VALUE=”1”/><STRING TEXT=”lunedi’”/>
</CASE>
<CASE><NUMCONST VALUE=”2”/><STRING TEXT=”martedi’”/>
</CASE>
...
</ITEM>
The automatic translation via XSLT of this construct accounts for the tasks of checking if WEEK DAY is already bound, retrieving its value and assigning the output string
to the appropriate variable (see Figure 2 for an example XSLT rule).
Note that in the hand written functions all these tasks, together with the management
of possible failures in case of missing values, had to be complied with for each parameter.
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Since the XML syntax may seem to some people clumsier than standard programming languages, it must be noted that the developer has at his disposal an XML editor. In
the research project, we are using Xeena (developed by AlphaWorks)1 which checks the
correspondence with the DTD and suggests the developer the syntax of the generation
rules (see in Figure 1 a snapshot of the Xeena editor).

5 Functions for the Parameters
Besides the functions for generating natural language descriptions of the value of the
parameters, the application developer currently has to write a number of functions for
checking the consistency of parameters and for transforming their values or for retrieving them from the database or from the application. Some typical examples are the
consistency control that Dialogos applies for validating the recognition results of time
expressions, and the ones applied for checking that the return date is after the departure
date acquired in a previous dialog turn. An automatic generation of these procedures is
more problematic than the description of the natural language form of parameters, since
they are more application-dependent: currently, they must be written by a developer who
has a deep knowledge of the structure of the database and of the underlying application.
Instead of developing an XML-based language for describing this knowledge at a
higher level, we have chosen a semi-automatic approach. Starting from the knowledge
about the parameters (see Section 2), a skeleton of each function is generated in an
automatic way. This approach is inspired by the JavaBeans methodology for generating
the ’interface’ of java classes.
In fact, a number of functions are structured in a similar way and are associated to
the parameters depending on their structure.
For example, the prototypical function for checking the internal consistency of a
parameter composed of simpler ones (like the parameter TIME described above, which
is composed of HOUR, TIME INTERV, PART OF DAY) is structured in the following
way:
1. declare local variables;
2. check the existence and retrieve the value of component parameters;
3. perform a domaind dependent consistency check on the possible combinations of
component parameters;
4. return the result.
While the task 3 is complex and is different for each parameter, the procedures for
executing the remaining ones can be generated automatically by knowing the structure
of the parameter and its type, which (as we saw in Section 2) are stored in an XML
document.
Even if the conceptual part of the work of the application developer must be made
case by case, the existence of the structure of the functions to be written is of great
help. Moreover, the automated generation of functions restricts the possibility of errors
or missing configurations of parameters which should be detected by means of runtime
debugging.
1

The Xeena editor of IBM Alphaworks can be found at
http://www.alphaworks.ibm.com/tech/xeena.
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Fig. 1. The Xeena XML-editor displaying generation rules.

6 Conclusion
In this paper, we have described the work on the EasyDial developer interface for Dialogos. We have defined via XML some languages which are used as a representation
formalism for storing both knowledge about data structures and procedural knowledge.
This knowledge is then directly processed by EasyDial and integrated in Dialogos without any further intervention of the application developer.
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<xsl:template match=”PAR”>
if (exist param gps(<xsl:apply-templates select=”@NAME”/>))
<xsl:if test=”following-sibling::CASE”>
char string<xsl:number level=”multiple”/>[50]=””;
string<xsl:number level=”multiple”/> =
get value param gps(<xsl:apply-templates select=”@NAME”/>);
switch(string <xsl:number level=”multiple”/>) {
<!– switch on the value of the local variable –>
</xsl:if>
<xsl:apply-templates select=”following-sibling::CASE/STRING”/>
<!– . . . –>}
<xsl:if test=”following-sibling::ITEM[position()=last()]”>
if(strgen == ””){
<xsl:apply-templates select=”following-sibling::ITEM”/> } </xsl:if>
<xsl:if test=”not(following-sibling::ITEM[position()=last()])”>
if(strgen == ””){local-flag=false;} </xsl:if>
else { <xsl:apply-templates select=”following-sibling::OBL”/> };
</xsl:template>
Fig. 2. An example of XSLT rule for translating generation rules. Text in italics corresponds to
actual C code. Some pieces of them are generated or not according to XSLT conditionals. For
instance, the input XML specifications can include constructs such as ’CASE’; in correspondence
to it, a C ’switch’ will be generated. The ’xsl:apply-templates’ tag takes care of calling recursively
the XSLT rules on the rest of the XML document.

In this task, XSLT has proven to be a flexible and complete instrument for translating
an XML document into data structures and C procedures, even if it was originally
developed for dealing with document styles.
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Abstract. In this paper, we propose an definition of cooperation to shared plans
that takes into account the benefit of the whole group, where the group’s benefit is
computed by considering also the consequences of an agent’s choice in terms of
the actions that the other members of the group will do. In addition, the members
of a group consider whether to adopt the goals of their partners: an agent should
adopt these goals only when the adoption results in an increase of the group’s
benefit.

1 Introduction
Jennings and Campos [16] claim that socially responsible agents, when they decide
what actions to perform, should not consider just the individual benefit they may achieve
or the society benefit alone, but a combination of both. This hybrid measure of benefit,
called joint benefit, allows to improve the performance of the agents and of the overall
community of agents as well. [16] evaluates the advantage of performing an action
without including explicitly the consequences that the action may have on the choices
that the other agents will make afterwards. But in some cases these consequences need
to be taken into account. For example, as [11] highlighted, an agent belonging to a
group should decide to perform an action for the sake of a partner only if this decision
reduces the overall cost. But in order to evaluate that cost, he must consider how his
action affects the subsequent actions of his partner.
But the notion of society benefit can be seen from different perspectives. In a general
model of agent behavior (as the one described in [8]), the social behavior is reduced to
the existence of social norms that are usually obeyed by an agent. The norms interact
with the individual benefit according to a flexible schema, where the personality of the
agent suggests him to give more or less weight to the norms.
Although this approach seems reasonable, it draws a picture where just individuals
and society are relevant. On the contrary, at least three levels seem required: the individual level, the group level, and the society level. In fact, not all interactions among
agents are governed by social rules. In some cases, a group can be formed to achieve
some specific goal. If this is the case, the internal dynamics of the group are mainly
ruled by the common decision to cooperate towards the achievement of the shared (or
common, or joint) goal. In this context, social rules do not disappear, but they interact
with the need of an agent to take into account how the other agents in the group may
behave to achieve the common goal. In other words, the existence of a common goal
N.R. Jennings and Y. Lespérance (Eds.): Intelligent Agents VI, LNAI 1757, pp. 319-333, 2000.
 Springer-Verlag Berlin Heidelberg 2000
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can force an agent to execute (and another agent to accept) an action which goes against
the social norms.
It is possible that the distinction between the group level and the social level is not
so sharp. For instance, [13] observes that when the number of agents involved in a group
grows above a certain threshold (the authors refer to groups of hundreds or thousands of
agents), computational constraints prevent an agent from taking into account the effects
of his actions on all agents in the group. It could be speculated that it is this difficulty
that gave rise to societies: since an agent cannot, by himself, determine by means of
rational evaluation the effects of his actions on all the people that surround him, then
social norms are established, in order to favour the overall benefit (which, unfortunately,
is not the case for all social norms).
In this paper, we address the problems that arise in the internal coordination of
(small) groups of agents. We claim that in such a context, when an agent chooses a
line of action, it does so by trying to figure out how his individual action can affect
the advancement of the whole group towards the common goal. But the evaluation of
the impact of an action on the group activity is not an easy task. The choice of action
Ai by agent Gi can be very profitable in case another agent in the group (Gj ) chose
the action Aj for carrying out his task, but the same action Ai can have destructive
consequences in case Gj chose A0j . This happens, for instance, when some resources
are shared among the group’s members. If Ai decides to use the only big truck available
to the group to carry around something, just because the big truck is easier to load than
a smaller truck, then the goal of the group is not achieved in case another agent needs
that truck to accomplish his duty.
So, the approach described in this paper is a three-step approach: first, figure out the
state resulting from your action; second, imagine how the partners in the group can start
from this state to plan their part; third, figure out the states resulting from the actions
executed by the partners and choose the action according to the final resulting state. It
is clear that this approach is based on various assumptions, some of which are safe and
some of which are just simplifications of problems that require deeper analysis:
1. any state can be evaluated in order to decide how close it is to the achievement of
the goal of the group. This is a safe assumption: the evaluation can be more or less
accurate (a kind of heuristic function), but some static evaluation function is always
required, unless it is possible to build a complete group plan that achieves the goal.
2. an agent can determine which states result from his actions. Again, this seems to
be safe, provided that some probabilistic setting describes the possible outcomes.
Again, the probability values associated with the outcomes can be approximate, but
they appear to be the most reasonable way to reason about action effects (see, for
instance, [21]).
3. an agent can foresee the choices of other agents. In principle, the model should
include a set of nested beliefs (i.e. beliefs about what the other agents believe they
can do, about how they evaluate the cost of their actions, about how they evaluate
the states resulting from their actions, etc.). With respect to this problem, we assume
identity between all agents, that is an agent believes that the other agents in the
group know exactly the action he knows and use the same functions to evaluate
cost and benefits. This is clearly a simplifying assumption.
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4. an agent can predict the choices of other agents (again). This is the same as above,
but here we point out a different underlying difficulty. Agent Ai decides what to
do on the basis of what he foresees will do Aj (let’s consider just two agents). But
the choice of Aj does not depend (in our model) just on the desirability of the state
resulting from his actions, but also on the consequences that his choice has on the
subsequent behavior of Ai . So, we have a one-level lookahed of Ai that cannot
take into account the one-level lookahed that Aj will apply next (otherwise, we
would have an infinite lookahead). So the model implies that the foreseeing of Aj
moves is inaccurate. A possible solution could be to let the degree of lookahed vary
according to the importance of the consequences.
In this paper, we propose an operational definition of cooperation to shared plans
that takes into account the benefit of the whole group, where the group’s benefit is
computed by considering also the consequences of an agent’s choice in terms of the
actions that the other members of the group will do. In addition, the members of a
group consider whether to adopt the goals of their partners: an agent should adopt these
goals only when the adoption results in an increase of the group’s benefit.
In order to define the notion of benefit, our proposal exploits the decision theoretic
planning approach of [12]: the utility of an outcome is computed as a weighted sum
of the utility functions associated to the single goals of the agents and to resource consumption. By using these multiattribute utility functions, we can take into account both
the individual utility of an agent and the utility of performing a plan for achieving the
group’s goal, given the related costs for the group - in terms of resource consumption.

2 The Deliberative Agent Architecture
In [1], we describe the agent architecture of the system that underlies this work. In this
system, the knowledge about how to act is stored in three libraries of actions. For each
action, its preconditions, its constraints and its effects are specified. The libraries are organized as abstraction/decomposition hierarchies. The abstraction hierarchy represents
alternative ways of executing an action; the decomposition of actions is given in terms
of recipes: the execution of the subactions (steps) in a recipe constitutes the execution
of the action.
Here, we assume that an agent has a set of goals and that he does planning in order
to find a plan which satisfies one or more of these goals and maximizes the agent’s
utility. The chosen plan constitutes the current intention of the agent. Then, the (possibly
partial) plan is executed in a reactive manner, i.e. monitoring effects and triggering
replanning in case of failure.
Once an agent has selected a set of intentions, the process of plan formation can be
re-triggered by other external events; in fact, external events can lead to the formation of
new goals, which must be balanced against the existing intentions. The agent, exploiting
his utility function, considers if it is possible to modify the previous plan to include the
new goal - so that it becomes an intention beside the existing ones - or if it is better to
continue with his previous plan - the goal does not become an intention; in summary,
he has to consider both the utility of adopting the possible goal as a new intention (and
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doing something to achieve it) and the utility that results from the consequences of not
adopting it.
As stated in the introduction, the strategy for action selection described in the paper
applies to an agent acting within a group. A first basic problem we do not address in the
paper concerns the way the group is formed: we assume that a group is already at work,
with different tasks assigned to the various members of the group.
We also assume that the shared plan is partial [11] in the sense that the assigned
actions need not be (and usually are not) expanded to a great level of detail. In this
stage, all involved agents are committed to execute the actions which they are in charge
of. However, the main point of the paper is that the agents are not alone in carrying out
their tasks, but that in some cases they may interact either to ask for help or to volunteer
some help.
The request for help is rather easy to model, since all plans may fail, and all agents
are assumed to have some means of communication available that enable them to interact (at some cost) with other agents in the group (and, possibly, also with agents outside
the group). So, if an agent detects some obstacle in his autonomous activity, he can start
up a planning (or re-planning) activity, that could result in a new multi-agent plan, in
the sense that it is a plan involving the help of another agent. The process is standard,
provided that the agent is able to take into account the decreased group utility resulting
from the need to distract another agent in the group from his current task.
More complex is the case of volunteering help. In principle, this would require every
agent continuously monitoring the other agents in the group, with an indefinite waste
of resources devoted to checking if any partner is doing something that could be done
more efficiently (greater utility) if he adopted the partner’s goal.1
A possible approach to this kind of help involves two kinds of mechanisms. First, the
model requires that every agent has at his disposal a complete picture of the original
goals of the partners (and this, in fact, is what happens when the initial shared plan
is formed). So, for instance, if an agent A has been assigned the task of providing
some fruit for a dinner, in case another agent B builds a plan involving going to the
supermarket to buy some pasta, B could realize that a pending goal of A could be solved
more cheaply by adopting it (”If you like, I can buy some fruit at the supermarket”).
The model we present in the paper is able to cope both with requested help and with this
first kind of volunteered help (a special case of which are the notifications discussed in
section 5).
The second kind of mechanism is outside the reach of the current implementation,
since it involves a filtered monitoring of sensed events. Some heuristic filter should be
available to agents in order to enable them to detect potentially relevant environmental
events, which could lead to replanning. In particular, such an event could produce the
need to replan the whole shared plan, but more frequently they just require a local
modification in the plan to include the agent’s intervention in the activity of a single
partner. Although we have not worked on this, from a general point of view it can be
observed that the reaction to requests could be viewed as a special case of it, where
the incoming request goes through the filter and is considered for a possible reaction
(which must be planned) by the receiver.
1

We must thank an anonymous referee for this observation.
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Turning back to the details of our approach, it is clear that, since in many situations a
decision must be taken about which plan to choose, we need some techniques to balance
the different possibilities. [18] is a first attempt to integrate agent theories and decision
theory. A more recent solution is the one in [12], where it is described a way to relate
the notions of goals and planning to that of utility. So, in order to develop our approach,
we adopted the decision theoretic planner DRIPS described in [12], and we built our
architecture on the top of it.
DRIPS is a hierarchical planner which merges some ideas of decision theory with
standard planning techniques. A utility function is used for evaluating how promising
a given plan is. The utility function does not compute just the payoff of the possible
outcomes of the plan: it is computed starting from simpler utility functions associated
with the goals of the agent 2 , so that utility depends directly on goal satisfaction [6].
The important properties of DRIPS are that it allows to model different degrees of
achievement of a goal (satisfying a goal to a greater extent is considered preferable
to satisfying it to a lesser extent) and that the success in satisfying one goal component is traded off against the success in satisfying another goal, or against consuming
resources.3
The choice to adopt an approach based on utility functions has been challenged
by Jennings and Wooldridge’s claim that the existing models based on the notion of
utility “. . . are not computational models and ignore the practicalities of computing an
appropriate action to perform” [14], p.5. Although DRIPS is based on decision theory,
it is in fact a computational model based on the notion of utility, which exploits various
techniques to account for probability and uncertainty: these are important factors that,
as [10] has noticed, tend to be underestimated in logic-based formalizations. It can be
also noted that the use of utility for choosing a line of behavior is gaining favour also in
applicative settings (see, for instance [20]).
However, DRIPS deals only with single-agents plans and individual utility. So its
basic planning mechanism was extended to build the planning architecture which satisfies our definition of cooperation to a shared plan.

3 The Definition of Cooperation
We introduce the notion of a utility function, shared by the group and associated to
the goal that the group wants to achieve by means of a shared plan. The group utility
function is just one of the components of the global utility functions of each single
agent: therefore, if the utility of achieving a personal goal overcomes the utility of
performing the shared plan, the agent can give up the cooperation.
The group utility function has a fundamental role in case of helpful behavior: we
claim that any member, beside doing his part in the shared plan, will consider whether
to adopt the goals of his partners, but will adopt them only if this results in an increase
2

3

This aggregation of simpler utility functions in a global one is possible only if some independence assumptions hold (see [12]).
Notice that the utility is associated in DRIPS with a resulting state, but in such a state the
consumption of resources in executing the plan is accounted for, so that what one actually gets
is the utility of that plan and not only the utility of the associated goal.
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of the overall utility. The notion of goal adoption has been introduced by [7]: “an agent
B performs an action for a given goal, since this action or the goal are included in the
plan of another agent A”.
A group of agents GR composed of agents G1 . . . Gn cooperates to a shared plan
x;im when:5
for 4 with an associated recipe Rx composed of steps 1x;i1 . . . m

1. each step rx;i has been assigned to an agent Gi in GR for its execution
2. each agent Gi of the group GR has the single agent intention to perform his part
x;i
x
r of the shared plan for formed on the basis of the recipe R ;
3. the agents of GR have the mutual belief that each one (Gi) has the intention to
perform his part rx;i of the shared plan for ;
4. all agents mutually know that they share a utility function GF based on a weighted
sum of the utility of the goal which the shared plan aims at and of the resource
consumption of the single agents; each agent, when he plans his own part of the
shared plan, has to consider also this global utility as part of the his individual
utility function Fi ;
5. when an agent Gi becomes aware that a partner Gj has a goal  that stems from
his intention to do his part px;j , Gi will consider whether to adopt it; if Gi believes
that the adoption of  produces an increase of the utility GF of the whole group,
then he adopts that goal;
6. each agent remains in the group as long as the value of the utility function GF can
be increased by executing his part of the shared plan for or by adopting some of
the goals of the partners.

For what concerns point 5, the goals that can be potentially adopted by an agent Gi
are all the goals stemming from the intention of a partner Gj to perform an action px;j :
therefore, he considers not only the steps he may execute to assist Gj in performing
x;j
p , but also the need to make its preconditions true and other goals possibly deriving
from the reactive execution of px;j . In particular, Gi will consider Gj ’s goals deriving
from the single agent intention of Gj to perform px;j : knowing how to perform px;j ,
monitoring the effects of its execution and, possibly, replanning. If Gi knows what Gj
is currently doing, he can infer what move Gj will subsequently consider.
So, plan recognition techniques (e.g. [5], [2], [1]) can play an important role in helping agents to infer what their partners are doing and therefore improving the cooperation
of the group.
It must also be observed that at point 5 the term “aware” is used. This is related
to the comments made in the Section 2 about requesting help and volunteering help.
Currently, we assume that an agent A can become aware of another agent B ’s need
for help either because B communicated to A something which can be interpreted as a
direct or an indirect request (see [3]), or when A realizes that there is some action he
can do to achieve a sub-goal of B in a cheaper way. Apart from the mutual knowledge
4

5

Actually, we assume here that the initial shared plan has a particular structure; i.e. it is a onelevel plan composed of a top-level action ( ) decomposed into a sequence of steps. In a general
plan, each step could in turn have been expanded into substeps, and so on recursively.
The notation lx;i refers to the l-th step of the recipe Rx , a step which has to be executed by
agent Gi .
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about the top-most goal appearing in the initial shared-plan, the only way an agent A
can get knowledge about the plan another agent B is carrying on is B ’s communication
to A (which may activate the plan recognition process).

4 The Planning Algorithm
Since the agent’s world is populated by other agents, the consequences of an action may
affect the subsequent behavior of other agents. So, in case of interaction, an agent has
to consider the consequences of his behavior with respect to what the other agents will
do afterwards: in order to evaluate the real expected utility of the plan, he must explore
the outcomes that may result from the expected reactions of other agents.
The construction of a plan is carried out by an agent Gi in a stepwise fashion: if Gi
x;i of the recipe Rx shared with Gj 6 for achieving goal , then he
is in charge of step m
x;i (let’s say Ry , with steps y;i , y;i , . . . , y;i ),
first has to find the best recipe for m
m;nm
m;1 m;2
y;i
and then he can start refining m;1 . The approach of DRIPS to this process is to expand
x;i
m in all possible ways (i.e. applying to the current state S all existing recipes); then, it
proceeds onward and expands the new partial plans. The search goes on in parallel, but
the search tree is pruned using the utility function (applied to the state resulting from
the potential execution of the recipe): so, the utility function acts as a heuristic able to
exclude some possible ways (recipes) to execute an action.
In order to implement the ideas presented in the previous section, we had to make
the evaluation of the heuristics somewhat more complex. The method is as follows:
– Using DRIPS (playing the role of Gi ), we expand the current state S according to
x;i , thus producing the states S1 , S2 , . . . , Sr (where r is
all alternative recipes for m
x;i ).
the number of different recipes for m
– This set of states is transformed in the set of the same states as viewed by Gj , S10 ,
S20 , . . . , Sr0 .7
0
– On each state Sm
(1  m  r), we restart the planning process from the perspective
of his partner Gj (i.e. trying to solve his current task hx;j ).
– This produces a set of sets of states SS 0 = ffS10 ;1, . . . , S10 ;n1 g, fS20 ;1, . . . , S20 ;n2 g,
0
. . . , fSn0 r ;1 , . . . , Sr;n
gg.
r
– The group utility function is applied to these states, and the best state of each subset
0
is identified: SSbest
=fS10 ;best(1), S20 ;best(2), . . . , Sn0 r ;best(nr) g. These states are the
ones assumed to be reached by Gj ’s best action, for each of the possible initial
moves of Gi.
– The group utility function is applied to the states Sk;best(k) (1  k  r) from Gi ’s
point of view. This models the perspective of Gi on what could happen next.
6
7

G

For simplicity we have assumed a single partner j .
The problem of simulating another agent’s planning is very difficult. For instance, in some
situations, j could not be aware of x effects. In our implementation, we adopted the simplification that j ’s knowledge of a state is updated by an action of i only with the effects
which are explicitly mentioned as believed by j (e.g. the result of a communicative action
having j as receiver).

G

G

G

R

G

G
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– The best one of these states is selected (Smax;best(max)). This corresponds to the
x;i of Gi (i.e. Rmax ).
selection of the best recipe for m
Note that the algorithm above is just a modification of a two-level min-max algorithm: actually, it is a max-max, since at both levels the best option is selected, although
at the second level it is evaluated from Gj ’s perspective. As in min-max, Gi, when predicting Gj behavior, assumes that his partner is a rational agent, i.e. that he will choose
the plan that gets the highest utility for the group.
The mechanism described above for the choice of the best recipe is computationally expensive. However, a first step toward a more efficient solution is achieved by
exploiting the DRIPS mechanism of pruning the search tree when a partial plan looks
unpromising compared to the other hypotheses: this algorithm is applied both when the
agent’s plans and his partner’s ones are devised.
Moreover, since our system admits partial plans, we decided to let DRIPS stop after
it has reached a certain level of detail without expanding the plan completely. This is a
rather standard method in reactive planning since, as [4] noticed, agents limit the search
for solutions to partial ones, because working in a dynamic world makes overdetailed
plans often useless.

5 Predictions of the Model
In this section we consider the predictions deriving from our definition of cooperation.
Helpful behavior and communication: in our model, helpful behavior (i.e. adoption)
is at the basis of cooperation: the agent considers the goals of other agents and, only if
it is useful for the group, he adopts them.
Consider the situation where two agents, Gi and Gj , are preparing a meal together.
One of them, say Gi , is following a recipe that requires beaten eggs, but his partner,
Gj , is using the food-processor. After Gi communicates to Gj that he needs the foodprocessor to beat the eggs, for example by means of a communicative act (“Can I use
the food-processor to beat the eggs?”), two alternatives are open to Gj : he can give
the food-processor to Gi or, since he later needs beaten eggs too, he can volunteer to
prepare two portions of beaten eggs. If the latter option results less expensive for the
group than Gi doing the action by himself (it does not require that the food processor
be unplugged, moved and washed twice), Gj will choose this option, thus adopting
Gi’s goal. Note that, as stated in section 3, the planning process which considers the
possibility of adoption is triggered by an explicit request of Gi , which enables Gj to
infer a (sub)goal of Gi , i.e. having some beaten eggs.
Alternatively, suppose that Gj cannot give Gi the food-processor and cannot use it
to beat eggs for Gi without interference with the preparation of his own recipe. If this
is the case, Gj does not adopt Gi ’s goal, since this would result in a lower group utility
(so that Gi must resort to beating the eggs by hands or to changing recipe).
As a special case of helpful behavior, the model predicts that an agent, whenever he
comes to know that the shared goal has been achieved, is impossible to achieve or has
become irrelevant, will notify this fact to his partners (see [9]). In fact, as stated above,
if an agent Gi knows that a partner Gj has a goal Hj , Gi can infer that Gj will also have
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the subsidiary goal of having information about the status of Hj . Assume that, suddenly,
Gi comes to know (without any further cost) that Hj holds. In his next planning phase
he has to reconsider whether to adopt Gj ’s goal of knowing if Hj holds; if Gi adopts
this goal, he has just to communicate to Gj that Hj holds, a low-cost action that does
not add much overhead to Gi and therefore to the group’s utility. On the contrary, the
alternative of going on with his activity involves a greater waste of group resources (Gj
will continue his - now useless - work).8
Of course, Gi has to consider the cost of communicating with Gj . If the cost of the
communication outweights the saving of resources (due to the reduced cost of the work
of Aj ), then no communication is started up. The same can happen if the communication is not effective (the message has high probability of getting lost or of arriving too
late).
In these cases, even if an agent decides that it is better (for the group) not to communicate, his choice does not disrupt the group: in fact, communication is not explicitly prescribed in our definition of cooperation. For the same reasons, adopting another agent’s
intention doesn’t necessarily involve communicating the adoption to the beneficiary;
again, communication is subject to utility evaluation, that includes, in turn, evaluating
the risk of two agents doing the same action twice.
Hierarchical groups: the consumption of resources need not be weighted in a uniform
way for all members of the group; we can induce a sort of hierarchy in the group by
allowing actions that are weighted differently depending on who executes them. For
example, if Gi ’s communication is more costly than Gj ’s one and Gi first succeeds in
knowing that the goal holds, he may not communicate this fact to Gj , while Gj would
notify Gi when he becomes aware of that.
Conflict avoidance: since agents share a group utility function, we can predict that
they will (try to) avoid conflicts with other agents’ intentions: performing an action that
interferes with the plans of other team members decreases the utility of the whole team.
Considering the differential in utility among the various alternatives of an agent Gi
doesn’t not rule out every possible conflict; when Gi considers the possible developments of his partial plan, he examines what effects his action will have on the partners’
plans. So also the possible interferences are weighted as any other cost that decreases
the group utility.
For example, if two partners who are preparing a meal together have only one pan
and one of them needs it urgently, he can decide to use it - even if he knows that his
partner will need it later - because this is more convenient, for the group, since the pan
can be easily washed later. On the contrary, if the shared resource is a not reusable one,
like for example eggs, then Gi will use it only if he cannot change his plan without a
significant decrease of utility, while the same does not hold for the partner (for example,
he is in the middle of the preparation of his recipe, while Gj has not begun yet).
Contracting out: an agent Gk can delegate a step lx;k of his own part to another agent
A that does not belong
to the group GR; Gk and A will form a new group sharing the
goal to perform lx;k and a corresponding utility function. In this situation, A does not
8

The same happens for goals become impossible or irrelevant.
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become a member of the group: in fact, he will not necessarily know the group’s goal
and utility function. So, it is easier that he interferes with GR while performing lx;k .
Ending cooperation: when all members know that the top-level goal of the group has
been achieved, has become impossible or irrelevant, no more utility can be obtained by
any other actions than terminating: in fact, termination gets higher utility by saving resources. Therefore, the shared plan is naturally ruled out, without the need of stipulating
conditions for its termination.
Increasing the utility of the group sometimes produces an unacceptable decrease of
the private utility. But the basis on which an agent decides his behavior is his own utility
function, of which the global one is just a component. In this case he will opt out from
the shared activity: as [11] notice, this is not an harmless choice since the other agents
can retaliate for being abandoned (for example by not helping him in future situations).
When the cost of remaining in the group is greater than the consequences of leaving it,
the agent will choose to pursue his private goals.

6 A Simple Example
The set of actions reported at the end of this section represents the situation where
agents A and B are looking for an object: therefore, the shared plan is composed of
the single-agent actions of searching in separate places and when an agent finds the
object, the other will not be aware of it. The shared utility function is U(S) = k1 UG(S)
+ k2UR(S), where UG(S) is 1 if, in outcome S , the object is found before a given deadline and 0 otherwise; UR(S) is the utility of saving resources and is equal to (fuelA fuelB)/maxfuel. Until the object has been found, the expected utility of the action of
searching is different from zero, while after the discovery, the only utility is provided
by saving resources.
Consider the situation where A finds the object (BelAfound = true): the planning process is retriggered by this event. A now has three alternatives: a) going on looking for
the object (that amounts to wasting resource without further utility); b) communicating
to B that he has found the object (BelBfound = true), as a consequence of the adoption of B ’s goal of knowing whether the group succeeded in its goal; c) doing nothing
more for the group, since the goal has been obtained (or, in general, doing an action for
achieving some other goal).
If A chooses alternative (a) or (c), he knows that B will go on searching the object,
since BelBfound = false. Only if A communicates with B , the utility of the group results
in an increase: in fact, if the action succeeds, BelBfound = true and, therefore, B will
stop searching. In this situation, the group will gather the highest utility, since the action
of communicating is less costly than B ’s action of continuing to search.
However, after the deadline has expired, B will stop searching, whatever A does: in this
case, A will choose alternative (c) since communication is useless.
/* In this example, we have slightly simplified DRIPS’ syntax in order to enhance readability.
E.g. the actual appearance of ‘donothingA’ below would be:
(add-action donothingA (cond (t (1 ())))).
In our syntax, the lists following the action name specify the effects of the action.
The numbers following the lists are the probabilities that the action achieves the effect;
for instance, the ‘communicateA’ action succeeds (BelBfound := true) only with a probability
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of 0.9 (see Appendix for more details about probabilities in DRIPS).
The effects can be conditioned to contextual situations (see the ‘cond’ in ‘searchA’).*/
/* action of doing nothing more for the shared plan: no resources are consumed by A (fuelA) */
(add-action donothingA ())
/* action of communicating to B that the object they are looking for has been found
(BelBfound := true means that B knows that). */
(add-action communicateA (time := time + 5) 1
(fuelA := fuelA - 2) 1
(BelBfound := true) 0.9)
/* action of looking for the object; possibly (0.4) A will eventually find it:
even if this happens, B will not be aware of this fact */
(add-action searchA (cond ((BelAfound = false)
(time := time + 30) 1
(fuelA := fuelA - 3) 1
(BelAfound := true) 0.4)
((BelAfound = true)
(time := time + 30) 1
(fuelA := fuelA - 3) 1)))
/* the action that is given in input by A to the planning procedure: its main function
is to specify the more specific actions that can be executed to accomplish the plan,
i.e. searching, communicating or leaving the group.
Its effects subsume those of the more specific actions. */
(add-action planA (time := time + (0 5)) 1
(fuelA := fuelA - (0 2)) 1
(BelBfound := (false true)) 1
(more-specific /* list of more specific actions */
communicateA searchA donothingA))

7 Comparison with Related Work
The problem of modeling group cooperation for achieving a common goal has been
widely discussed in the last decade. In [9] the authors propose a formalization of joint
intention which has been the basis for much research. The main contribution of that
work is the association of the notion of persistent goal with the need for the agents to
coordinate their activity during the execution of a joint plan. In particular, their formalization highlights the need of making mutually believed among the members of the
group the status of the conditions for the termination (or continuation) of the execution
(i.e. that a goal has been achieved, or that it is unachievable, or that it has become irrelevant). Apart from this simplification, we need not associate to the “communicate”
action any special status: it is just one of the actions an agent has at disposal. And, as
any other action, it undergoes an evaluation of the advantage of choosing it as the next
action. In particular, its execution is subordinated to the utility of achieving a given
mutual belief (in our simplified version), a utility evaluated in terms of its gain and its
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cost. As it has been shown, when the termination conditions are met, the evaluation of
the utility can produce, depending on the context, different behaviors: usually, but not
necessarily, it produces the communication of this information to the partner(s). [19]
uses in a similar way utility theory for deciding whether to communicate to the partners
that the group has to be disbanded.
Jennings [15] distinguishes between commitments and conventions in order to keep
apart the notion of commitment from the means for monitoring them. In this way, Jennings is able to tune the coordination of the team by means of communication depending on the circumstances (available communication bandwidth, hierarchical relations in
the group). In our model, coordination is not explicitly prescribed by the definition of
cooperation but it is derived by the fact that agents consider what their partner will do
as a consequence of their behavior. Different coordination strategies will arise, since
the decision to communicate is sensitive to the context: in fact, it takes into account
the characteristics of the communication means (cost, times, reliability) as well as the
group’s utility produced by communication.
Grosz and Kraus [11] propose a formal specification of the notion of sharing a plan.
They introduce the operator Intend-that in order to account for the commitment of each
group member to the shared plan; from the intention-that the plan be performed, the
agents derive that they have to avoid conflicts and to coordinate the group’s behavior through communication. In addition, the definition of shared plans prescribes that
agents intend that their partners are able to do their part in the plan. In our model, we
have tried to obtain a similar effect by means of the interaction of the shared utility
function with the mechanism of goal adoption. In particular, conflicts are avoided since
a plan that interferes with the partners’ actions normally makes the utility of the group
decrease. The goal adoption mechanism makes an agent consider whether, by adopting
the partners’ goals, a gain for the group is achieved.
Jennings and Campos [16] have proposed a method for modeling socially responsible agents on the basis of a combination of member benefit/loss and social benefit/loss.
They have shown that taking into account social benefit/loss makes the group work better towards the achievement of the common goal(s). We believe that their proposal is
compatible with the work described herein: we have focused on the way different possible courses of actions can be identified and examined and on how the choice of the
action is affected by this search process; on the contrary, the way utilities are evaluated
locally has received less attention. We believe that Jennings and Campos’ contribution
is fundamental in this respect.
In [14] Jennings and Wooldridge introduce in their definition of cooperation the
characterization of the preliminary phases of forming a group. On the contrary, in this
work we start from the situation where the group has already formed and a recipe for
achieving the shared goal has been selected. However, as [14] notice, an agent chooses
a cooperative solution when he believes that this allows to achieve the goal more accurately or more quickly than acting in isolation.
DAI has devoted much attention to distributed planning. For example Lesser [17]
has introduced a graph formalism to model the interdependences among the actions of
agents performing a distributed goal search. Our work has a narrower scope: we assume
that a recipe for executing a shared plan has already been given and the planning mech-
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anism is exploited by an agent to find the way for executing his part in the plan which
maximizes the utility of the group. Moreover, the goal adoption mechanism accounts
for the new goals that arise during the execution of the plan.
Finally, with respect to the probabilistic schema, [21] proposes a framework for
dealing with uncertainty in action outcomes. Although our work is not focused on uncertainty (we have used almost entirely the method embodied in DRIPS, see the appendix), we can note that the methods for choosing the the initial plan are rather different. In [21], there are explicit enablement links between the action chosen by the agent
and the one chosen by his partner, while in our approach the reasoning is based on the
states resulting from the actions. It seems that the method in [21] is more knowledgeintensive than ours, but it enables the authors to face more efficiently the problems
associated with failures in action execution.

8 Conclusions
[10] has highlighted the role that the economical theories of rationality, as decision
theory is, can have in AI, notwithstanding the many restrictive assumptions that it is
necessary to make in order to exploit this kind of theories.
In this paper, we show how a decision theoretic approach to planning can be exploited in understanding coordination in a team of agents. In doing this, we tried to
overcome the limitation of rational decision noticed by Jennings and Campos [16]: the
methodological solipsism that leads agents to maximize their individual utility without
considering the society in which they act.
In particular, taking into consideration benefits and costs for both an agent and his
partners, as suggested in [16], and exploiting the expectations about what he is going to
do, it is possible to predict conflict avoidance among agents and to tailor coordination
to the context.
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9 Appendix
Some more words must be devoted to the probability that an effect holds after the execution of a recipe Rx . Note that if a recipe Rx of Gi makes a proposition Prop true
only with probability p(Prop) the simulation of Gj ’s planning phase must be carried on
starting from both “possible” worlds resulting from the execution of Rx (i.e. one where
Prop is true and one where Prop is false).9
Therefore, we simulate separately what Gj would plan if Prop were true and if Prop
were false; since also Gj ’s recipes may involve uncertain effects, we adopted a simple
scheme of multiplying the probability of the different outcomes of Gj ’s actions with
the probability of Gj ’s initial states in order obtain the set of worlds representing the
possible outcomes of Gj ’s reactions to the plan Rx .
In the following, we report the procedure that, given a plan, produces a set of refined
plans together with their expected utility.
/* in input the one-level plan of agent Gi (gi) for kx;i (plan-x-i-k), the identifier of agent Gj (gj),
j (action-j-m) and an initial world*/
the step in charge of Gj , i.e. m
plan-shared-actions(gi, Plan-x-i-k, gj, action-j-m, initial-world)
begin
/* refinement of plan-x-i-k by selecting an alternative or adding the decomposition
of an action belonging to the plan */
refined-plans := refine-plan (plan-x-i-k, gi, initial-world);
final-worlds := nil;
/* for each possible outcome of each possible alternative */
for-each plan in refined-plans
begin /* outcomes of a plan of Gi from the initial worlds (their probability sums to one) */
for-each world in resulting-worlds(plan, initial-world)
begin /* save the probability of the outcome of plan */
prob := world.prob;
/* simulate Gj planning from an outcome as it were the only possible one */
world.prob := 1;
primitive-plans-j := plan(action-j-m, gj, world);
/* select best plan from Gj ’s point of view: Gi considers only Gj ’s
best alternative */
chosen-plan-j := best-plan-EU(primitive-plans-j, gj, world);
final-worlds := resulting-worlds(chosen-plan-j, gj, world);
/* restore the probability of the outcomes w that come after world */
for-each w in final-worlds begin w.prob := w.prob * prob; end
/* the probability of worlds in final worlds sums to one */
all-final-worlds := all-final-worlds + final-worlds;
end
/* assign to each Gi ’s alternative the expected utility from Gi ’s perspective */
plan.EU := compute-EU(plan, all-final-worlds, gi);
end/* eliminate plans that are not promising */
return(filter-plans(refined-plans, gi));
end
9

Using as Gj ’s initial world one where Prop has p(Prop) probability to be true, would correspond to the situation in which Gj is planning with uncertainty about Prop.
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inition is the common agreement in the community that normative systems specify how and to which extent the agents can modify the norms. It is therefore known as “the normchange deﬁnition" of normative multiagent systems. The central problem of
changing norms lead to a workshop on norm change in 2007 [10],
which highlighted that there are many distinct and complicated approaches, without a common framework or consensus on how to
change norms. The only formal framework to evaluate and classify
normative system change methods is the so-called AGM framework of theory change [2], which has originally been developed as
a framework to describe and classify both belief and normative system change. AGM theory studies how a set of propositions should
change in view of a possibly new conﬂicting information, by providing a set of postulates that the new belief or norm set should
satisfy. Typically there are several sets that satisfy the conditions
and no solution about which one to chose is provided. AGM theory respects a number of postulates which are useful in the setting
of norm change, like success, the retracted proposition should not
be obligatory anymore, or minimality. However, it has been used
for belief change only, since the beliefs or norms are represented as
propositional formulas. This leads to our central research question:

Normative systems in a multiagent system must be able to evolve
over time, for example due to actions creating or removing norms
in the system. The only formal framework to evaluate and classify
normative system change methods is the so-called AGM framework of theory change, which has originally been developed as a
framework to describe and classify both belief and normative system change. However, it has been used for belief change only, since
the beliefs or norms are represented as propositional formulas. We
therefore propose, as a normative framework for normative system
change, to replace propositional formulas in the AGM framework
of theory change by pairs of propositional formulas, representing
the rule based character of norms, and to add several principles
from the input/output logic framework. In this new framework, we
show that some of the AGM properties cannot be expressed, and
other properties are consistent only for some logics, but not for
others.

Categories and Subject Descriptors
I.2.11 [Distributed Artiﬁcial Intelligence]: Multiagent systems

How should we evaluate and classify norm change methods?

General Terms
Theory

This breaks down into the following questions:
1. Which abstract model of normative system change?

Keywords

2. How to classify norm contraction methods?

Normative systems, norm change, input/output logic, belief revision

3. How to classify norm revision methods?
The description level of this paper is methodologies and languages. In our abstract model, we start from AGM theory of belief
revision. However, we represent norms as pairs of propositional
formulas, which are interpreted as rules that can be applied to a
context to lead to a set of obligations. In our norm change approach we adopt principles from the input/output logic framework.
As examples of normative systems, we consider three input/output
logics. The properties for norm change are derived from properties
of belief change like success, recovery, and so on.
The inspiration source of our work is from law, social sciences
and philosophy. In law, norms represent the legal code, and change
due to actions of legislators. In sociology, norms describe expectations about interactions among agents, and change due to changes
in expectations. In philosophy and ethics, norms are studied in deontic logic.
The layout of this paper follows the research questions of this paper and is as follows. In Section 2 we introduce our abstract model
of normative system change, in Section 3 we discuss contraction,
and in Section 4 we consider the revision of normative systems.

1. INTRODUCTION
The focus of this paper is the social/organizational structure of a
multiagent system, and in particular norms and normative behavior.
The consensus deﬁnition of the ﬁrst workshop on normative multiagent systems in 2005 is that “Normative MultiAgent Systems
are multiagent systems with normative systems in which agents
can decide whether to follow the explicitly represented norms, and
the normative systems specify how and in which extent the agents
can modify the norms” [5]. In this deﬁnition, the explicit representation of norms and the possibility to violate norms were directly borrowed from the deontic logic in computer science tradition, and therefore uncontroversial. What was new in this defCite
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ABSTRACT MODEL NORM CHANGE

the situation can be represented by a ﬁnite set of sentences, and
thus by their conjunction. The function that associates with each
context the set of obligations describes the meaning of the normative system, because it is a kind of ‘operational semantics’ of
the normative system. We put the term ‘operational semantics’ in
quotes, because this terminology is not used by Makinson and van
der Torre. We use this terminology, because we hope it clariﬁes
the notion of ‘implied norm’ in Deﬁnition 6 below. We represent
the set of derived obligations and prohibitions as a set of propositional formulas, because that is the simplest representation and it
facilitates the comparison with the AGM framework.

Norm change in multiagent systems

If the agents have an explicit representation of norms, and the
normative system is endowed with mechanisms to change norms,
then the multiagent system becomes more ﬂexible and it can adapt
itself to changes in the environment or in the goals of agents.
There are various kinds of norm modiﬁcation in legal theories.
The most common case is when the legal system is revised by introducing new norms that are incompatible with existing ones. A national law can derogate a regional law in a more restricted context,
since obligations and permissions work as exceptions to previous
norms, as, for example, we study in [4].
Besides this implicit modiﬁcation mechanism, legal systems have
explicit modiﬁcations. In this case, the law introduces norms whose
peculiar objective is to change the system by specifying what and
how other existing norms should be modiﬁed. Governatori and Rotolo [8] study such mechanisms, where norms can be annulled,
eliminating also their effects in the past, abrogated, leaving their
effects in the past hold, their temporal extension changed, etc.
Both implicit and explicit modiﬁcations may lead to more and
more complex normative systems. Thus, in legal or normative multiagent systems, it is necessary at some point to redesign the system, for example by removing redundant norms. The problem of
deﬁning when a norm is redundant has been studied in [6].
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D EFINITION 2 (‘O PERATIONAL SEMANTICS ’ [11]). An
input/output operation out : (2L×L ) × L → 2L is a function from
the set of normative systems and contexts, to a set of sentences of L.
We say that x is obligatory in normative system N and context a if
x ∈ out(N, a).
The following property expresses irrelevance of syntactic presentation.
D EFINITION 3 (I RRELEVANCE OF SYNTAX ). out satisﬁes irrelevance of syntax if the following two properties hold.
IS1 If x ∈ out(N, a), a is logically equivalent to b in propositional
logic, and x is logically equivalent to y, then
y ∈ out(N, b).
IS2 If x ∈ out(N ∪ {(b, y)}, a), b is logically equivalent to c in
propositional logic, and y is logically equivalent to z, then
x ∈ out(N ∪ {(c, z)}, a).

Abstract model of normative system

In this paper we start from a general deﬁnition of an input/output
logic framework introduced by Makinson and van der Torre [11],
by discussing several of their principles.
The ﬁrst input/output logic principle we adopt in this paper is
that norms are not represented by propositional sentences, as in
AGM framework for theory change [2], or as modal formulas, as
in deontic logic, but as pairs of formulas of an arbitrary logic. In
this paper, following most of the work on input/output logic, we
use propositional logic for this arbitrary logic, and norms are thus
represented by pairs of propositional formulas. The results in this
paper hold also if we use a ﬁrst-order, temporal or action logic, but
the use of propositional logic makes the formal exposition simpler,
and makes it also straightforward to relate our study to the AGM
framework of theory change. In contrast to [11], we assume that
the set of propositional atoms is ﬁnite, such that for each set of
propositional formulas, there is a single propositional formula that
is equivalent to it. The pair of propositional formulas represents a
rule, and the two propositional formulas are called the antecedent
and consequent of the rule. We restrict ourselves to the class of
regulative norms that are used to generate obligations and prohibitions.

The simplest input/output logic deﬁned by Makinson and van der
Torre is so-called simple-minded output.
D EFINITION 4 (S IMPLE - MINDED OUTPUT [11]). x is in the
simple-minded output of N in context a, written as x ∈ out1 (N, a),
if there is a set of norms (a1 , x1 ), . . . , (an , xn ) ∈ N such that
ai ∈ Cn(a) and x ∈ Cn(x1 ∧ . . . ∧ xn ), where Cn(S) is the
consequence set of S in L.
In this paper we use the following running example on the welfare policies of a virtual community on Second Life.
E XAMPLE 1. Let the normative system consist of two norms
N = {(poor, house), (old, healthins)}, stating that the community
has to give a house with low rent (house) to low income agents
(poor), and to provide free health insurance (healthins) to elderly
agents (old). Therefore we have that the community has to provide a house to someone with no income if no-income implies poor,
house ∈ out1 (N, (no-income → poor) ∧ no-income), because
we have poor ∈ Cn((no-income → poor) ∧ no-income)) and
house ∈ Cn(house). Moreover, the obligations of the community
for low income elderly agents are all logical consequences of giving a house with low rent and providing a free health insurance,
because we have out1 (N, poor ∧ old) = Cn(house ∧ healthins).

D EFINITION 1 (N ORMS AS RULES [11]). Let L be a propositional logic built on a ﬁnite set of propositional atoms A. A
normative system N ⊆ L × L is a set of pairs of L, written as
N = {(a1 , x1 ), (a2 , x2 ), . . . , (an , xn )} and read as “if a1 , then
it is obligatory that x1 ”, and so on. It may also be read as “if a1 ,
then it is forbidden that ¬x1 ”, etc.

The operational semantics of a set of norms can be used to deﬁne
the two fundamental concepts of equivalence of normative systems,
and the redundancy of a norm in a normative system. For example,
since normative systems tend to grow quickly and become difﬁcult
to understand, redundancy is a useful notion to simplify normative
systems.

The second principle of the input/output logic framework we
adopt in this paper is that the primary role of norms in a normative system is the derivation of obligations and prohibitions. Which
obligations and prohibitions can be derived from a normative system depends on the factual situation, which we call the context or
input and represent by a propositional formula. Makinson and van
der Torre use a set of propositional formulas as input, but to simplify the third principle in the following section, we assume that

D EFINITION 5 (E QUIVALENCE AND REDUNDANCY ).
Normative systems N and M are equivalent if and only if for all
propositional formulas a, we have that out(N, a) = out(M, a). A
norm (a, x) ∈ N is redundant in normative system N if and only
if N is equivalent to N \ {(a, x)}.
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2.3 ‘Implication’ among norms

consequence set of a, written as x ∈ Cn(a). However, it is important to see that the notion of ‘implication’ should not be identiﬁed
with the notion of implication among conditionals in classical conditional logic. This is illustrated by the Tarskian properties on the
closure operation on the input/output pairs. Whereas these properties hold by deﬁnition for a classical conditional logic, they represent non-trivial principles for a logic of rules. These additional
principles may either be accepted or rejected.
Reﬂexivity expresses that if the input is precisely the antecedent
of one of the norms, then the output contains the consequent of the
norm. Monotony expresses that the application of one rule cannot
block another rule, as in most rule based non-monotonic logics like,
for example, Reiter’s default logic. Idempotence expresses that if
we have x in the output of a, then we can add (a, x) as a rule
without changing the output.

The third principle we adopt from the input/output logic framework is that we deﬁne a notion of ‘implication’ among rules – again
we write ‘implication’ in quotes, because Makinson and van der
Torre do not use this terminology. It is not deﬁned as a primitive notion, but derived from the ‘operational semantics’ of the set
of norms, in the sense that a set of norms ‘implies’ another norm
(a, x) if and only if x is obligatory in context a. Likewise, we say
that a, x is implied if x is not obliged in context a. Note that this
corresponds to a weak permission of ¬x, which is derived from
regulative norms only, not from permissive norms (see [13] for a
discussion on this distinction).
D EFINITION 6 (N ORM ‘ IMPLICATION ’ [11, 13]). Norm
(a, x) is ‘implied’ by normative system N , written as (a, x) ∈
out(N ), if and only if x ∈ out(N, a), and a, x is ‘implied’ by
N , written as a, x ∈ out(N ) if and only if x ∈ out(N, a). If it
is clear from content which input/output logic out is used, then we
write also N for out(N ).

D EFINITION 7 (C LOSURE ). out is a closure operation when
the following three conditions hold.
Reﬂexivity x ∈ out(N ∪ {(a, x))}, a) (i.e., N ⊆ out(N )), if the
context is precisely the antecedent of one of the rules, then
the output contains the consequent of that rule.

Makinson and van der Torre use this new representation of norm
‘implication’, because it shortens the notation in the deﬁnitions of
the proof theory, as illustrated in the following example. In this
paper we use this notation to enable the use of AGM revision postulates to input/output logics. For example, with a notion of implication deﬁned among rules, we can deﬁne a success postulate
on norm contraction by saying that the new set of norms does not
‘imply’ the contracted norm (see Section 3.4 for the formal details).

Monotony x ∈ out(N1 , a) implies x ∈ out(N1 ∪ N2 , a) (i.e.,
out(N1 ) ⊆ out(N1 ∪ N2 )), if the set of norms increases,
then no conclusions are lost.
Idempotence if x ∈ out(N, a), then for all b, we have out(N, b) =
out(N ∪ {(a, x)}, b) (i.e., out(N ) = out(out((N ))), if x is
obligatory in context a, then (a, x) can be added to the normative system without any consequence.

E XAMPLE 2. Strengthening of the Input or SI is represented by
out(N, a) ⊆ out(N, a ∧ b), which is equivalent to x ∈ out(N, a)
implies x ∈ out(N, a ∧ b), and which therefore can be represented
by: if (a, x) ∈ out(N ), then (a ∧ b, x) ∈ out(N ). Visualized
as proof rules, this property can thus be represented either by the
following rule on the left using the ‘operational semantics’, or the
rule with the norm ‘implication’ on the right. If the set of norms N
does not change, then the two notations are equivalent.
x ∈ out(N, a)
SI
x ∈ out(N, a ∧ b)

Makinson and van der Torre show that their seven input/output
logics satisfy the Tarskian properties, and their notion of ‘implication’ among norms is therefore a Tarskian consequence relation. In
this paper we consider only the ﬁrst three of their logics.
D EFINITION 8 ([11]). Let N (a) = {x | (a, x) ∈ N }, and
a complete formula v is a conjunction of a maxiconsistent set of
literals, or the conjunction of all literals of L. Simple-minded, basic
and reusable output are deﬁned as follows.
out1 (N, a) = Cn(N (Cn(a)))
out2 (N, a) = ∩{out1 (v) | a ∈ Cn(v), v complete}
out3 (N, a) = ∩{out1 (b) | a ∈ Cn(b), out1 (b) ⊆ Cn(b)}

(a, x)
SI
(a ∧ b, x)

Yet another way to represent this principle is the contrapositive: if
(a ∧ b, x) ∈ out(N ), then (a, x) ∈ out(N ), which can be represented by the following two equivalent representations of the Weakening of the Input or WI proof rule. It may be seen as the inverse
of the Strengthening of the Input rule, and Makinson and van der
Torre therefore write also SI −1 .
x ∈ out(N, a ∧ b) −1
SI = W I
x ∈ out(N, a)

The following property illustrates the major properties of the
three logics, and implies that none of the logics satisﬁes identity
((a, a) for all a) or contraposition. Basic output handles reasoning
by cases, and reusable output handles iterated detachment. See [11]
for examples and additional properties.

a ∧ b, x
SI −1 = W I
a, x

Other properties can be represented as proof rules too. For example, the ﬁrst item of irrelevance of syntax or IS1 in Deﬁnition 3 can
be represented as follows, where |= stands for logical implication
in propositional logic.
(a, x), |= a ↔ b, |= x ↔ y
x ∈ out(N, a), |= a ↔ b, |= x ↔ y
IS1
IS1
y ∈ out(N, b)
(b, y)

Thus, to decide when a set of norms ‘implies’ another norm, we
resort to the ‘operational semantics’ of the norms.

P ROPOSITION 1 ([11]). out1 (N ) is the minimal set that contains N ∪ {( , )}, is closed under replacement of logical equivalents in antecedent and consequent, and the following proof rules
strengthening of the input SI, weakening of the output W O, and
conjunction rule AN D.
(a, x)
SI
(a ∧ b, x)

2.4 Tarskian closure properties on norms

(a, x ∧ y)
WO
(a, x)

(a, x), (a, y)
AN D
(a, x ∧ y)

out2 satisﬁes in addition the proof rule disjunction OR, and out3
the proof rule cumulative transitivity CT .

Makinson and van der Torre observe that the relation between
the ‘implication’ among rules (a, x) ∈ out(N ) and the ‘operational semantics’ x ∈ out(N, a) has an analogy in classical logic,
where the pair a |= x is equivalent to the membership of x in the

(a, x), (b, x)
OR
(a ∨ b, x)
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3. NORM CONTRACTION

The AGM framework [2] for theory revision is the formal study
of how a set of propositions should change in view of a new information that may cause an inconsistency with the existing ones.
Expansion, revision and contraction are the three theory change
operations that Alchourrón, Gärdenfors and Makinson identiﬁed in
their AGM approach. The initial inspiration was a formal analysis
of the dynamics of a legal code. How can a norm be removed or
added to a code? What happens when the addition of a new law
conﬂicts with some of the existing ones?
They observed that these operations are more general and can be
deﬁned on any deductively closed set K of propositional formulas.
In particular, the expansion of K by a formula x is a set that accepts
the unproblematic x and it is denoted by K + x. A contraction
of K by x results in a set K − x from which x does not follow
anymore. Finally, the revision of K by x yields to a set K ∗ x
which contains x and from which parts of K that were conﬂicting
with x have been removed.
AGM theory is a well established formal theory. Here, we want
to take back its original inspiration and use AGM postulates for
norm change. Therefore, we deﬁne norm expansion, norm revision, and norm contraction. To generalize the AGM postulates for
our framework, we deﬁne a norm set as a set of norms closed under an input/output logic, denoted by N . Since we do not want to
restrict ourselves to one particular logic, we use out to refer to any
input/output logic. We write N ⊕ (a, x) to indicate the expansion
of a normative system N by a new rule, N  (a, x) for the contraction of a norm (a, x) from N , and N  (a, x) for the revision of N
by the new norm (a, x).
Like AGM expansion, the deﬁnition of norm expansion is straightforward. The new norm that the legislator wants to enforce does
not cause any conﬂict with the existing legal code. Hence, (a, x) is
added to N together with all the norms that can be derived from the
union of N and (a, x) (similarly to theory revision, we assume N
to be closed under input/output logic): N ⊕(a, x) = N ∪ {(a, x)}.

We start by reminding the AGM contraction postulates.
D EFINITION 9. Let K be a deductively closed set of propositional formulas. An AGM contraction operation − satisﬁes the following postulates.
K-1: K − x is a deductively closed set (closure or type)
K-2: K − x ⊆ K (inclusion or contraction)
K-3: If x ∈ K then K = K − x (vacuity or min. action)
K-4: If  x then x ∈ (K − x) (success)
K-5: If x ∈ K then K ⊆ (K − x) + x (recovery)
K-6: If  x ↔ y then K − x = K − y (extensionality)
K-7: ((K − x) ∩ (K − y)) ⊆ K − (x ∧ y) (min-conjunction)
K-8: If x ∈ (K − (x ∧ y)) then K − (x ∧ y) ⊆ K − x (maxconjunction)
The ﬁrst problem we encounter is that the last two postulates
refer to conjunctions, which are not deﬁned for norms. This is not
a major problem, since the ﬁrst six postulates of AGM theory are
known as the basic postulates, whereas the latter two are optional.
So we restrict ourselves to the basic postulates.
D EFINITION 10. Let out be an input/output logic. A norm contraction operator  satisﬁes the following postulates.
N-1: N  (a, x) is closed under out (closure or type)
N-2: N  (a, x) ⊆ N (inclusion or contraction)
N-3: If (a, x) ∈ N then N = N  (a, x) (vacuity or min. action)

E XAMPLE 3. {(poor, house)} ⊕ (old, healthins) =
{(poor, house), (old, healthins)}

N-4: If (a, x) ∈ out(∅) then (a, x) ∈ N  (a, x) (success)

Theory contraction and revision are the more complex and interesting types of change. The Levy and Harper identities highlight
that revision and contraction are interdeﬁnable. More speciﬁcally,
the Levy identity deﬁnes the revision of a set by x as the expansion of the contracted set by ¬x. Because of the simplicity of this
deﬁnition, the contraction is often considered as the basic type of
change in revision. For this reason, we will also start from norm
contraction.
Does revision really offer a satisfactory framework for norm revision? Some of the AGM axioms seem to be rational requirements
in a legal context, whereas they have been criticized when imposed
on theory change operators. An example is the success postulate,
requiring that a new input must always be accepted in the set. It
seems to be reasonable to impose such a requirement when we wish
to enforce a new norm or obligation. On the other hand, when we
consider a legal code as a set of conditional norms, the AGM principles prove to be too general to deal with the revision of a normative
system.
In order to have a closer look to these questions, we now need to
turn to the postulates for AGM theory contraction and revision and
to the corresponding norm contraction and revision.

N-5: If (a, x) ∈ N then N ⊆ (N  (a, x)) ⊕ (a, x) (recovery)
N-6: If out({(a, x)}) = out({(b, y)}) then N  (a, x) =
N  (b, y) (extensionality)
In the remainder of this section, we are going to study these postulates. We approach them by translating the ‘implied norm’ representation back to the ‘operational semantics’.

3.1

N-1: Closure

K-1: K − x is a deductively closed set (closure or type)
N-1: N  (a, x) is closed under out (closure or type)
The ﬁrst postulate for theory change requires that the result of
the contraction is a deductively closed set. Expansion, contraction
and revision operators are indeed deﬁned as functions from a deductively closed set and a formula x to a new deductively closed
set.
The corresponding closure (type) postulate for norm contraction says that N  (a, x) is closed under out. In other words, if
(b, y) ∈ out(N  (a, x)), then (b, y) ∈ N  (a, x). Therefore, if
y ∈ out(N  (a, x), b), then (b, y) ∈ N  (a, x).
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poor
¬poor
poor ∨ old
poor ∧ old
poor ∧ ¬old
poor ∧ old ∧ young
...

N = N1
{(poor, house ∧ healthins)}

N2
{(poor, healthins)}

N3
{(poor, healthins),
(poor ∧ ¬old, house ∧ healthins)}

Cn()
Cn(house ∧ healthins)
Cn()
Cn()
Cn(house ∧ healthins)
Cn(house ∧ healthins)
Cn(house ∧ healthins)

Cn()
Cn(healthins)
Cn()
Cn()
Cn(healthins)
Cn(healthins)
Cn(healthins)

Cn()
Cn(healthins)
Cn()
Cn()
Cn(healthins)
Cn(house ∧ healthins)
Cn(healthins)

N4
{(poor, healthins),
(poor ∧ ¬old, house ∧ healthins),
(poor ∧ old ∧ young, house ∧ healthins)}
Cn()
Cn(healthins)
Cn()
Cn()
Cn(healthins)
Cn(house ∧ healthins)
Cn(house ∧ healthins)

Figure 1: Four alternatives for N  (poor ∧ old, house), N2 , N3 and N4 satisfy the success postulate.

3.2

N-2: Inclusion

K-2: K − x ⊆ K (inclusion or contraction)
N-2: N  (a, x) ⊆ N (inclusion or contraction)
K-2 states that, because K − x is obtained from K by giving up
x, it is required that no new formulas occur in K − x.
The corresponding inclusion (contraction) postulate for norm
contraction says that N  (a, x) ⊆ N . Together with N-1, this
property says that if y ∈ out(N  (a, x), b), then y ∈ out(N , b).
In other words, for any context b, if something is obligatory after
norm contraction, then it was already obligatory before the contraction.

3.3

N-3: Vacuity

K-3: If x ∈ K then K = K − x (vacuity or min. action)
N-3: If (a, x) ∈ N then N = N  (a, x) (vacuity or min. action)
If x ∈ K, the criterion of minimal change requires that nothing
is retracted from K.
The corresponding vacuity (min. action) postulate for norm contraction says that if (a, x) ∈ N then N = N  (a, x). Together with N-1, this property says that if x ∈ out(N , a), then
N = N  (a, x). In other words, if we contract a norm (a, x), but
x is not obligatory in context a, then the contraction does not have
any effect.

3.4

N-4: Success

K-4: If  x then x ∈ (K − x) (success)
N-4: If (a, x) ∈ out(∅) then (a, x) ∈ N  (a, x) (success)



The success condition says that house ∈ out(N , poor ∧ old),
which is not satisﬁed by N1 , but it is satisﬁed by N2 , N3 and N4 .
Thus, there are several ways in which a set of norms can be contracted. The purpose of the postulates is precisely to distinguish the
admissible solutions from the inadmissible ones.
However, unlike in AGM theory revision, the question here is not
only what and how much to contract, but also for which inputs to
contract. This is what distinguishes the different solutions in the
example. All the possible Ni prescribe that a free health insurance
must be given to the poor. Independently of whether the input is
the poor people only, or the poor and old or, again, the poor and
the not old, we obtain the same Ni . Hence, in order to obtain a
normative system that performs a contraction for all poor people
(also the not old ones), Ni should contain an additional norm as in
N3 and N4 .
P ROPOSITION 2. Logical consequences of the success criterion
for out1 , out2 and out3 are the inverses of proof rules given in Definition 8.
P ROOF. Follows from [13, Observation 3], which says that the
non-repetition property holds for:
• out1 with TAUT, SI, WO, AND
• out2 with TAUT, SI, WO, AND, OR
• out3 with TAUT, SI, WO, CTA
where CTA derives (a, x ∧ y) from (a, x) and (a ∧ x, y).

3.5 N-5: Recovery
K-5: If x ∈ K then K ⊆ (K − x) + x (recovery)
N-5: If (a, x) ∈ N then N ⊆ (N  (a, x)) ⊕ (a, x) (recovery)

K-4 says that, unless x is logically valid (in which case it can
never be retracted), if we remove x from K, the resulting set will
not contain x.
The corresponding success postulate for norm contraction says
that if (a, x) ∈ out(∅) then (a, x) ∈ N  (a, x). In other words, if
x ∈ out(∅, a), then x ∈ out(N (a, x), a). The following example
illustrates the success postulate.

K-5 requires that expanding K − x by x should give the same
set as before the contraction, that is K.
The corresponding recovery postulate for norm contraction says
that, if (a, x) ∈ N , then N ⊆ (N (a, x))⊕(a, x). In other words,
contracting a normative system by (a, x) and then expanding by the
same (a, x) should leave N unchanged.

E XAMPLE 4. Assume out1 , N = {(poor, house ∧ healthins)}
and four possible normative systems N  (poor ∧ old, house) visualized in Figure 1. This ﬁgure must be read as follows. Each
column represent one possible way in which (poor ∧ old, house)
can be contracted from N . The short notation in on top, and the
output of the set of norms for each input on the left is written below
it.

E XAMPLE 5. Assume N = {(poor, house ∧ healthins),

(old, house ∧ healthins)} and N = N  (poor, house). Sup
pose that N is calculated by the obviously too strong principle
that house is contracted from the consequent of each rule, such that

N = out({(poor, healthins), (old, healthins)}). This does not satisfy recovery since for all reasonable input/output logics, adding

(poor, house) to N does not give us N again.
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N
{(poor, house)}

N1 = N  (poor ∧ old, house)
{(poor ∧ ¬old, house),
(poor ∧ old ∧ young, house)}

Cn( )
Cn(house)
Cn( )
Cn( )
Cn(house)
Cn(house)
Cn(house)

Cn( )
Cn( )
Cn( )
Cn( )
Cn( )
Cn(house)
Cn(house)

N2 = N1 ⊕ (poor ∧ old, house)
{(poor ∧ ¬old, house),
(poor ∧ old ∧ young, house),
(poor ∧ old, house)}
Cn( )
Cn( )
Cn( )
Cn( )
Cn(house)
Cn(house)
Cn(house)

Figure 2: Recovery. (N  (poor ∧ old, house)) ⊕ (poor ∧ old, house).
K ∗ 2: x ∈ (K ∗ x) (success)

The following result shows that, surprisingly, the ﬁve postulates
considered thus far are consistent only for some input/output logics,
but not for others. In particular, if we adopt out1 or out3 then there
is no single norm contraction operator satisfying the postulates.

K ∗ 3: K ∗ x ⊆ K + x (inclusion)
K ∗ 4: If ¬x ∈
/ K then K + x = K ∗ x (vacuity)

P ROPOSITION 3. N-1 until N-5 cannot hold together for out1
or out3 , but they can hold together for out2 .

K ∗ 5: K ∗ x = K⊥ iff  ¬x (triviality)
K ∗ 6: If  x ↔ y then K ∗ x = K ∗ y (extensionality)

P ROOF. (sketch) A counterexample for out1 and out3 is
(poor, house) ∈
/ ({(poor, house)}  (poor ∧ old, house)) ⊕
(poor∧old, house). (poor, house) is not part of {(poor, house)}
 (poor ∧ old, house), and there is no way to derive it when
(poor ∧ old, house) is added again. The same counterexample
also works for out3 . It is visualized in Figure 2.
An operator for out2 can be deﬁned as follows. From Deﬁnition 8 it follows directly that the output is determined by complete
formulas. Assume we contract (a, x). Let V be a complete formula
implying a, and contract x from out(N, V ) using a belief revision
contraction.

3.6

K ∗ 7: K ∗ (x ∧ y) ⊆ (K ∗ x) + y (iterated K∗ 3)
K ∗ 8: If ¬y ∈
/ K ∗ x then (K ∗ x) + y ⊆ K ∗ (x ∧ y) (iterated
K ∗ 4)
The same argument as for contraction applies to the last two revision postulates. Hence, we restrict ourselves to the ﬁrst six postulates. The corresponding postulates for norm revision are the following.
D EFINITION 12. Let out be an input/output logic, and N a set
of norms closed under out: A norm revision operator  satisﬁes
the following postulates.

N-6: Extensionality

N  1: N  (a, x) is closed under out (closure or type)

K-6: If  x ↔ y then K − x = K − y (extensionality)

N  2: (a, x) ∈ (N  (a, x)) (success)

N-6: If out({(a, x)}) = out({(b, y)}) then N  (a, x) =
N  (b, y) (extensionality)

N  3: N  (a, x) ⊆ N ⊕ (a, x) (inclusion)

It is the content of x rather than its particular linguistic formulation that determines the contraction of K by x. This means that
logically equivalent sentences should lead to identical revisions.
The extensionality postulate for norm contraction says that if
out({(a, x)}) = out({(b, y)}) then N  (a, x) = N  (b, y). In
other words, if for all c, we have out({(a, x)}, c) = out({(b, y)}, c),
then we have for all c: out({(a, x)}  (b, y), c) = out({(b, y)} 
(b, y), c).

4. NORM REVISION
In this section we discuss norm revision. We start by recalling
the AGM postulates for revision, and we then introduce the corresponding postulates for norm revision. Possible deﬁnitions of a
coherent normative system conclude the section.

4.1

Postulates for norm revision

D EFINITION 11. Let K be a deductively closed set. An AGM
revision operation ∗ satisﬁes the following postulates.
K ∗ 1: K ∗ x is a deductively closed set (closure or type)
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N  4: If ¬(a, x) ∈
/ N then N ⊕ (a, x) = N  (a, x) (vacuity)
N  5: N  (a, x) = N ⊥ iff ¬(a, x) ∈ out(∅) (triviality)
N  6: If out({(a, x)}) = out({(b, y)}) then N  (a, x) =
N  (b, y) (extensionality)
Closure, success and extensionality state for revision the homonymous conditions we have seen for theory and norm contraction.
N  3 and N  4 deﬁne the relation between revision and expansion: When ¬(a, x) ∈
/ N , revision and expansion coincide, i.e.
N  (a, x) = N ⊕ (a, x). More generally, the result of revising
N by (a, x) should contain the new norm together with all those
norms that have not been excluded from N in order to accommodate (a, x), hence N  (a, x) should be a subset of N ⊕ (a, x), as
the inclusion condition states. Finally, N  5 says that the revision
of a normative system should be coherent if the new norm is not
contradictory.
However, ¬(a, x) and N ⊥ are not deﬁned in input/output logic
thus far. Since revision is the type of change that occurs when a
new information conﬂicts with the existing ones, we now have to
turn to investigate what it means that a norm ‘conﬂicts’ with a set
of existing ones.
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4.2

Coherent normative systems

logically consistent. We might therefore demand that the output is
not consistent simpliciter, but consistent with the input:

Theory revision postulates prescribe how a deductively closed
set of formulas should change when the addition of a new formula
causes an inconsistency to the initial set. Similarly, a legislator
who wishes to add a new norm to a normative system N , and the
addition conﬂicts with N , needs to make some changes to N in
order to accommodate the new norm.
As norms do not bear truth values, we cannot, in any usual sense,
say that a normative system is inconsistent. All we can consider
is the consistency of the output of a set of norms. As in [9], we
like to use the term coherence with respect to a set of norms with
consistent output. However, when a normative system can be said
to be coherent is not a trivial question, as the following tentative
deﬁnitions show. The ﬁrst proposal is to say that N is coherent if
no inconsistent output can be derived:
(1) A normative system N is coherent iff ⊥ ∈
/ out(N, a).
However, one might argue that one should be able to determine
whether a set of norms N is coherent or not regardless of what
arbitrary facts a might be assumed. A better deﬁnition would be:
(1a) A normative system N is coherent iff there exists a context a
such that ⊥ ∈
/ out(N, a).
For (1a) it sufﬁces that there exists a situation in which the
norms can be, or could have been, fulﬁlled. However, consider the
set of norms N = {(poor, house), (poor, ¬house)} that requires
both house and ¬house to be realized in condition poor. If we denote by out any of the output operations out1 , out2 , out3 , we can
say that ⊥ ∈
/ out(N, ¬poor): no conﬂicting demands arise when
¬poor is factually assumed. Yet something seems wrong with a
normative system that explicitly considers a fact only to tie to it
conﬂicting normative consequences. The dual of (1a) would be:
(1b) A normative system N is coherent iff for all contexts a,
⊥∈
/ out(N, a).
Now a set N = {(poor, house), (poor, ¬house)} would no
longer be termed coherent. However, we cannot be satisﬁed with
this deﬁnition as (1b) makes the claim that for no situation a, two
norms (poor, house), (old, house) would ever come into conﬂict,
which might seem too strong. We may wish to restrict a to contexts that are consistent, or that are not in violation of the norms.
The question is, basically, how to distinguish situations that the
norm-givers should have taken care of, from those that describe
misfortune of otherwise unhappy circumstances. A weaker claim
than (1b) would be:
(1c) A normative system N is coherent iff for all a with
(a, x) ∈ N , ⊥ ∈
/ out(N, a).
By this change, consistency of output is required just for those
factual situations that the norm-givers have foreseen, in the sense
that they have explicitly tied normative consequences to such facts.
Still, (1c) might require further modiﬁcation, since if poor is a
foreseen situation, and so is house, then also poor ∨ house or
poor ∧ house might be counted as foreseen situations for which
the norms should be coherent.
However, there is a further difﬁculty: let N contain a norm
(poor, ¬poor) that, for conditions in which poor is unalterably
true, demands that ¬poor be realized. For the principal output
operations out, we then have ¬poor ∈ out(N, poor), but not
⊥ ∈ out(N, poor). Certainly the term ‘incoherent’ should apply
to a normative system that requires the agent to accomplish what
is — given the facts in which the duty arises — impossible. But
since the input is not necessarily included in the output for all output operations, neither (1) nor its variants implies that the agent can
actually realize all propositions in the output, though they might be

(2) A normative system N is coherent iff ⊥ ∈
/ out(N, a) ∪ {a}.
But with deﬁnition (2) we obtain the questionable result that for
any case of norm-violation, i.e. for any case in which (poor, house)
∈ N and (poor ∧¬house) ∈ Cn(a), N must be termed incoherent
– Adam’s fall would only indicate that there was something wrong
with God’s commands. One remedy would be to leave aside all
those norms that are invariably violated, i.e. instead of out(N, a)
take out({(poor, house) ∈ N | (poor ∧ ¬house) ∈
/ Cn(a)}, a)
– but then a set N such that (poor, ¬poor) ∈ N would not be
incoherent.
As can be seen from the discussion above, input/output logic
provides the tools to formally discuss this question, by rephrasing
the question of coherence of the norms as one of consistency of
output, and of output with input. Both notions have been explored
in the input/output framework as ‘output under constraints’ [12]:
Deﬁnition (Output under constraints) Let N be a set of conditional norms and C a set of propositional formulas. Then N is
coherent in a under constraints C when out(N, a)∪C is consistent.
Future study must deﬁne an output operation, determine the relevant contexts a, and ﬁnd the constraints C, such that any set of
norms N would be appropriately termed coherent or incoherent by
this deﬁnition.

5.

RELATED WORK

The use of norms in multiagent systems allows to regulate the
behavior of the agents. However, agents may possess conﬂicting or
incoherent norms. A way to detect and resolve conﬂicts is proposed
in [16], where norms are speciﬁc to the agents and agents can adopt
roles as in [15].
In this paper we take AGM theory change as a framework to
evaluate the change of a normative system. The ﬁrst work on the
logic of the revision of a set of norms goes back to Bulygin and Alchourrón [1], and to Alchourrón and Makinson [3]. There, a legal
code is taken to be a set of propositions together with their logical
consequences. In other words, a norm x is taken to be simply a
formula in propositional logic.
Although the amendment and the derogation of a legal code were
the initial motivation in Alchourrón and Makinson’ research on theory change, they considered a very general framework. Here we
claimed that an appropriate account of norm change should be able
to represent conditional norms, as in the input/output framework.
So far, however, little attention has been paid on how the formalization of changes occurring in legal systems.
In [14] Maranhão focuses on the relation between belief revision
and the jurisdictional activity. The AGM success postulate is criticized. Instead of accepting the new formula and removing some of
the existing beliefs in the set, he deﬁnes a new operation, called reﬁnement. According to reﬁnement, the agent modiﬁes his belief set
by accepting the new sentence under certain condition. Formally,
the reﬁnement of K by a is the partial meet revision K ∗ (b → a).
The reﬁnement operator is an attempt to capture the process in the
legal practice in which a judge has to assess a case that presents a
condition that was not foreseen by the legislator.
Governatori and Di Gusto [7] consider ﬁnite base revision (the
revision of not deductively closed sets) where facts are distinguished
from rules. They study a procedure which deﬁnes the revision of
a base by a new fact as a change of the rules part of the base: new
rules are found in order to accommodate the new information.
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[5] G. Boella, L. van der Torre, and H. Verhagen. Introduction to
normative multiagent systems. Computation and
Mathematical Organizational Theory, 12(2-3):71–79, 2006.
[6] J. Broersen and L. van der Torre. Reasoning about norms,
obligations, time and agents. In Proc. of PRIMA 2007,
LNCS, 2008.
[7] G. Governatori and P. DiGiusto. Modifying is better than
deleting: A new approach to base revision. In E. Lamma and
P. Mello, editors, AI*IA 99, pages 145–154. Pitagora, 1999.
[8] G. Governatori and A. Rotolo. Changing legal systems:
Abrogation and annulment part I: Revision of defeasible
theories. In Proc. of DEON 2008, LNCS, pages 3–18, 2008.
[9] J. Hansen, G. Pigozzi, and L. van der Torre. Ten
philosophical problems in deontic logic. In G. Boella,
L. van der Torre, and H. Verhagen, editors, Normative
Multi-Agent Systems. Dagstuhl Seminar Proc. 07122, 2007.
[10] http://icr.uni.lu/normchange07/.
[11] D. Makinson and L. van der Torre. Input-output logics.
Journal of Philosophical Logic, 29:383–408, 2000.
[12] D. Makinson and L. van der Torre. Constraints for
input-output logics. Journal of Philosophical Logic,
30(2):155–185, 2001.
[13] D. Makinson and L. van der Torre. Permissions from an
input-output perspective. Journal of Philosophical Logic,
32(4):391–416, 2003.
[14] J. Maranhão. Reﬁnement. A tool to deal with inconsistencies.
In Proc. of the 8th ICAIL, pages 52–59, 2001.
[15] O. Pacheco and J. Carmo. A role based model for the
normative speciÞcation of organized collective agency and
agents interaction. In Proc. of AAMAS 2003, pages 145–184.
[16] W. W. Vasconcelos, M. J. Kollingbaum, and T. J. Norman.
Resolving conﬂict and inconsistency in norm-regulated
virtual organizations. In Proc. of AAMAS 2007, pages
632–639, 2007.

Norm change allows not only to adapt multiagent systems to the
new situation, but also agents to simplify normative systems by recognizing and removing redundant ones. Given the current development of norm change methods in multiagent systems, we need
a normative framework to evaluate and classify normative system
change. Since the AGM theory has been developed as such a framework, we start from there, and to represent the rule based character
of norms, we introduce various ideas from the input/output logic
approach. Within this framework, we identify the principle to represent norms by pairs of formulas, the ‘operational semantics’ of a
set of norms to derive obligations, prohibitions and weak permissions, and the notion of ‘implication’ between norms, indirectly
deﬁned in terms of the operational semantics.
In the tradition of theory change, we taken contraction to be the
more elementary kind of change. We show that the basic postulates
can easily carry over to the norm case, but the two additional postulates do not seem to have a straightforward counterpart in norm
change. We illustrate that the success postulate may be interpreted
as a set of success conditions on outputs. Then we show the surprising result that for two common systems for norms, called simpleminded and reusable output, the postulates do not allow for any
norm change operation. On the positive side, we show that norm
change operations exist for basic output. We also show that the
proof theory of norm change is closely related to the proof theory
of permissions from an input/output perspective.
Finally we consider norm revision, where we only give a partial
answer to the question how norm revision methods can be classiﬁed. The translation of the AGM postulates is much more difﬁcult
than for the contraction case, because we have to deﬁne when a set
of norms is “consistent”, which in the area of normative systems is
usually called coherent. We therefore introduce and discuss various notions of coherence in this setting. We leave to future work
to investigate whether norm contraction and norm revision can be
inter-deﬁned as in the theory revision and contraction case.
Other topics of further research are an extension of the proposed
framework with permissive and constitutive norms, and the study of
norms under constraints, for example to represent contrary-to-duty
reasoning, dilemmas and hierarchical normative systems. Existing
developments of the input/ouput logic framework can be applied
here directly. Moreover, when proposals of norm change methods
are presented in a detailed way, the framework will be applied to
study these methods.
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ABSTRACT
In this paper we introduce a semantics for agent communication
languages based on social networks, providing us with a principled
way to deﬁne and reason about their dynamics. As an instance we
consider dependence networks, where the social relations represent
that an agent depends on another agent to achieve its intentions.
We suggest how FIPA semantics can be reconstructed in this social
semantics. Our approach reveals that we need special semantics for
relations like ownership, authority or fear: all kinds of interesting
social relations, not previously studied by multiagent systems.

1. DYNAMICS OF SOCIAL NETWORKS
Social networks are a popular way to represent social relationships, because due to their graph structure, representation and reasoning methods from graph theory can directly be applied to an area
where before mostly informal methods were used. One of the main
current challenges at this moment is to deﬁne formal representation and reasoning methods for the dynamics of social networks,
because, on the one hand, social networks, like virtual communities on the web, change continuously, and, on the other hand, most
graph theoretic methods are based on static graphs. One of the informal frameworks to model the dynamics of social networks is
Searle’s notion of the construction of social reality [9]. There are
many relationships between people: love, family ties, dependency
on goals, dependency on resources, parenthood, and also properties of people, like knowledge, ownership, etc., whose dynamics
(change) needs to be regulated in some way.
E XAMPLE 1. In the well known game called diplomacy, the
state of the game is a map with countries, which are occupied by
armies of players. At each move, countries attack other countries,
possibly in alliance with other countries; countries collect taxes
from their domains; countries invest in their army, or in their economy. The main social relation is that countries need an alliance
with another country for an attack to succeed, otherwise their army
is not powerful enough.
It is well known since Austin [1] that speech acts (performatives)
both presuppose and create or change social facts. The classic example is a marriage created by a formula “I hereby declare you
man and wife” being uttered by an appropriate ofﬁcial or clergyman in front of a congregation. Many of these social facts take the
forfor
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shape of a relationship, marriage being just one of them. Another
interesting social relationship is power or authority. For example,
a command presupposes that the speaker has some authority over
the addressee. If there is no authority a command is not appropriate. Moreover, when the command is accepted by the addressee,
this reinforces the authority of the speaker, but when the addressee
refuses to ‘take up’ the command, this undermines the authority
relation [8].
Some social relationships take the shape of a dependency. For
example, social commitments are created by an accepted promise,
or by an accepted request. The commitment means that one agent
is now dependent on the other agent for the execution of some task
or the achievement of some condition. Social commitments are
only one example of such a dependency relation, which has been
studied widely [6, 10, 11]. Other dependencies are based on access
to resources, such as money, tools, or labour. A special kind of
resource one may depend upon is information. Thus a question is a
speech act which signals that the speaker depends on the addressee
to provide some information.
This leads to a general view of the semantics of communication as relationship building, rather than mental attitude building.
Such a view is more in the spirit of multiagent systems, than the
traditional mental attitude semantics. Essentially, it views communication as the means to express the dynamics of social networks.
E XAMPLE 2. In the diplomacy game, players can make requests,
promises, form coalitions (some of it public, some of it only known
in separate coalitions), make threats and induce fear, and so on.

2. SOCIAL ACL SEMANTICS
We propose a semantics of speech acts as ‘relationship building’.
The meaning of a speech act (type of utterance) can be given by
its pre and post conditions. In our social semantics, the pre and
post conditions of speech acts are given as (constraints on) social
networks.
D EFINITION 1. A social network is a tuple A, R, L where A
is a set of agents, L is a set of labels, and R ⊆ A × A × L is a
labelled binary relation on the set of agents. We write N for the set
of all social networks. A speech act theory is a tuple A, S where
A is a set of agents and S is a set of speech acts. The semantics of
speech act s(a, b) with a, b ∈ A, s ∈ S is a function from N to N .
Social networks allow us to take a ‘data structure view’ on semantics. Here, the data structure is a social network, which is assumed to be commonly known. Transitions add and del modify relations. In Figure 1 (where dep_bel means dependency on
a belief, dep_int dependency on an intention, and comm_bel
commitment to a belief), we illustrate the results of some of those
transitions communicated through speech acts (performatives).
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dep_int(attack(b,d))
a

own

b

army12

comm_bel(enemy(b,d)) enemy
c

fear

d

Figure 1: Resulting state after the performatives of Example 3.
E XAMPLE 3 (S AMPLE P ERFORMATIVES ).
Who is your enemy?
ask(a, b, ?y enemy(b, y)) =
add(dep_bel(a, b, ?y enemy(b, y)))
My enemy is d.
answer(b, a, ?y enemy(b, y), enemy(b, d) =
del(dep_bel(a, b, ?y enemy(b, y)));
add(comm_bel(b, a, enemy(b, d)))
Will you attack d?
request(a, b, attack(b, d)) =
add(dep_int(a, b, attack(b, d)))
– giving –
give(a, b, army12 ) =
del(ownership(a, army12 ));
add(ownership(b, army12 ))
– threatening –
menace(c, d, attack(c, d)) = add(fear(d, c))

• 10–15 May, 2009 • Budapest, Hungary

Dependence networks are often studied in coalition theory since
they allow to study reciprocity structures [3]. In the case of dialogue, we see two issues. First, communication protocols like contract net aim at creating such reciprocity structures, for example to
exchange goods. Second, a request from an agent reveals that he
considers the addressee as a possible partner of a coalition, since
the speaker cannot hope that the request is accepted just for benevolence, but he believes that the addressee is dependent on him.
This last point raises another issue: are the dependence networks
public and objective or private and subjective? In [5] dependencies
have a subjective nature. However, communication has a public
character and it cannot be based on private representations [2, 7].
Thus, transitions should operate at the public level, since they represent the meaning of speech acts. However, we need also to represent private networks, even if they do not have a role in the proper
semantics, since a speech act can reveal information about the view
of the speaker, like in the example above.

4.

SUMMARY

We re-invent speech acts at a different level, because they are
needed to communicate changes to social networks. An advantage
is that we can use a relatively simple graph-theory like language
for the representation of the ‘data structure’. This is exactly what
is needed, e.g., in the Semantic Web community: a semantics of
speech acts in terms of another well established formalism. But it
also works the other way around: speech acts can account for the
dynamics of dependency networks, or more generally, social networks. The dynamics of dependence networks has been not studied
enough yet [4].

3. DEPENDENCE ACL SEMANTICS
We explore a particular kind of social network for ACL semantics, called dependence networks, to replace mental attitudes approaches like the FIPA standard. Roughly, dependence networks
are a social network where the relations among agents are labelled
with intentions, to represent that agents depend on other agents to
achieve their intentions. Agent a depends on agent b when agent
a has an intention i, and agent b can ensure that the intention i is
achieved. FIPA speech act theory is mainly based on two primitives: inform and request. Other speech acts are deﬁned in terms
of these two primitives. For example, a question is a request to
be informed. Roughly, the effect of an inform action of agent a
is the intention that agent b adopts a belief, and the effect of a request of agent a is the intention that agent b adopts an intention. In
other words, they both have result in the creation of a dependence
of agent a on agent b, that agent b accepts the message.
The interesting dynamics of dependence networks due to agent
communication is determined by the indirect effect of speech acts.
If agent b accepts a request, then he adopts an intention, and if he
cannot achieve the intention himself, then he becomes dependent
on other agents. For example, if agent b accepts the request of
agent a to attack agent c together, he becomes dependent on agent
a. Likewise, if agent b accepts an inform and, thus, adopts a new
belief, then this new belief may create new dependencies. For example, if agent a informs agent b that he is going to attack agent
c and agent b believes it, then b becomes committed to defend his
belief when requested by other agents.
D EFINITION 2. A conditional dependence network is a tuple
A, I, D, C where A is a set of agents, I is a set of intentions,
D ⊆ A × 2A × I is a set of dependencies, and C ⊆ I × A × 2A × I
is a set of conditional dependencies that are created when the ﬁrst
intention is achieved. As before, we write N for the set of all social
networks, speech act theory is a tuple A, S and the semantics of
speech act s(a, b) is a function from N to N .
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D EFINITION 1. Let N be the universe of arguments. A single
extension acceptance function A : 2N × 2N ×N → 2N is

We introduce nine attack reﬁnement principles stating whether the
extension stays the same if we add a single attack, and we show
that the grounded extension satisﬁes ﬁve of them. We deﬁne also
an extension called acyclic attack reﬁnement by adding a loop condition, and we show that the grounded extension satisﬁes one of
the acyclic attack reﬁnement principles. Moreover, we deﬁne an
extension called conditional attack reﬁnement taking alternative attackers into account, and we give an example of a conditional attack
reﬁnement principle satisﬁed by the grounded extension.

The reﬁnement relation between argumentation frameworks considers either the arguments, the attack relation, or both.

Categories and Subject Descriptors

D EFINITION 2 (R EFINEMENT ). Let B, R and C, S be two
argumentation frameworks.

I.2.11 [Distributed Artiﬁcial Intelligence]: Multiagent systems

1. a total function which is deﬁned for each argumentation framework B, → with ﬁnite B ⊆ N and →⊆ B × B, and
2. which maps an argumentation framework B, → to a subset
of B: A(B, →) ⊆ B.

• B, R is an argument reﬁnement from C, S iff C ⊆ B and
∀a, b ∈ C, aRb if and only if aSb.

General Terms
Theory

• B, R is an attack reﬁnement from C, S iff B = C and
S ⊆ R.

Keywords
Argumentation theory, abstract argumentation, dynamics of argumentation, argumentation reﬁnement

1. REFINEMENT IN ARGUMENTATION
Dung [5] introduces a framework for abstract argumentation with
various kinds of so-called semantics, and Baroni and Giacomin [1]
introduce a framework to study general principles of such semantics. Since Dung’s argumentation framework is static in the sense
that the argumentation framework is ﬁxed, the dynamics of argumentation has been studied mainly in dialogue games, for example
as a proof theory for argumentation semantics. We are interested
in deﬁning principles for the dynamics of argumentation. In this
paper, we study whether the semantics of an argumentation framework changes when we reﬁne or add attack relations between arguments. In this paper we consider only the case in which the
semantics of an argumentation framework contains precisely one
extension. Examples are the grounded and the skeptical preferred
extension.

• B, R is an argument-attack reﬁnement from C, S iff
C ⊆ B and S ⊆ R.
For the deﬁnition of principles in the following section, it is useful
to distinguish between rejected and undecided arguments. The following deﬁnition gives Caminada’s [3] translation from extensions
to three valued labelling functions. Caminada uses this translation
only for complete extensions, such as the grounded extension, such
that an argument is accepted if and only if all its attackers are rejected, and an argument is rejected if and only if it has at least one
attacker that is accepted. We use it also for extensions which are not
complete, such as the skeptical preferred extension, such that Caminada’s labelling principles may not hold in general. We assume
only that extensions are conﬂict free, i.e., an accepted argument
cannot attack another accepted argument.
D EFINITION 3 (R EJECTED AND UNDECIDED ARGUMENTS ).
Let A(AF ) be a conﬂict free extension of an argumentation framework AF = B, →, then B is partitioned into A(AF ), R(AF )
and U (AF ), where:
• A(AF ) is the set of accepted arguments,
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• R(AF ) = {a ∈ B | ∃x ∈ A(AF ) : x → a} is the set of
rejected arguments, and
• U(AF ) = B \ (A(AF ) ∪ R(AF )) is the set of undecided
arguments.
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2. ATTACK REFINEMENT PROPERTIES

3. RELATED RESEARCH

We consider the situation where the set of arguments remains the
same but the attack relation may grow. In particular, we consider
principles where we add a single attack a → b to an argumentation framework. We distinguish whether arguments a and b are
accepted, rejected or undecided.

Besides the work of Baroni and Giacomin on principles for the
evaluation of argumentation semantics, there is various work on
dialogue and a few very recent approaches on the dynamics of argumentation. Cayrol et al. [4] deﬁne a typology of argument reﬁnement (called revision in their paper), and they deﬁne conditions
so that each type of reﬁnement becomes a revision (called classical revision in their paper), in the sense that the new argument is
accepted. Rotstein et al. [6] introduce the notion of dynamics into
abstract argumentation frameworks, by considering arguments built
from evidence and claims. They do not consider abstract arguments
and general principles like we do in this paper. Barringer et al. [2]
consider internal dynamics by extending Dung’s theory in various
ways, but without considering general principles.

P RINCIPLE 1 (ATTACK REFINEMENT ). A single extension acceptance function A satisﬁes the X Y attack reﬁnement principle,
where X , Y ∈ {A, R, U }, if for all argumentation frameworks
AF = B, →, ∀a ∈ X (AF )∀b ∈ Y(AF ): we have
A(B, → ∪{a → b}) = A(AF ).
The following proposition states that the grounded extension satisﬁes ﬁve of the nine AA, AR, AU , RA, RR, RU, U A, U R and
U U attack reﬁnement principles.
P ROPOSITION 1. The grounded extension satisﬁes the AR,
RR, UR, RU and U U attack reﬁnement principles.
The AR, RR and U R attack reﬁnement principles are satisﬁed,
because an attack on a rejected argument does not change the extension, and the RU and U U attack reﬁnement principles are satisﬁed, because an attack on an undecided argument that does not
change its status does not change the extension. This can be shown
by induction on the construction of the grounded extension. AA
attack reﬁnement is not satisﬁed, because extensions have to be attack free. Likewise, U A attack reﬁnement is not satisﬁed, because
in the grounded extension there is no undecided argument attacking an accepted argument, so the accepted argument becomes undecided. AU attack reﬁnement is not satisﬁed, because the undecided
argument becomes rejected, which may make other arguments accepted. RA attack reﬁnement is not satisﬁed, because if we add
an attack from a rejected argument a to an accepted argument b,
then b may turn to undecided when a is rejected because of b. The
latter counterexample suggests the following principle, which adds
a loop condition to the basic reﬁnement principles.
P RINCIPLE 2 (ACYCLIC ATTACK REFINEMENT ). A single extension acceptance function A satisﬁes the acyclic X Y attack reﬁnement principle, where X , Y ∈ {A, R, U }, if for all argumentation frameworks AF = B, →, ∀a ∈ X (AF )∀b ∈ Y(AF ): if
there is no odd length sequence of attacks from b to a then
A(B, → ∪{a → b}) = A(AF ).
P ROPOSITION 2. The grounded extension satisﬁes the acyclic
RA attack reﬁnement principle.
The case of AU attack reﬁnement is more complicated since an attack from an accepted argument to an undecided argument changes
the status of the latter to rejected. The following principle says that
there are alternative attackers ensuring that the extension does not
change.
P RINCIPLE 3 (C ONDITIONAL ATTACK REFINEMENT ). A single extension acceptance function A satisﬁes the conditional
X Y(ZT )
attack
reﬁnement
principle,
where
X , Y, Z, T ∈ {A, R, U }, if for all argumentation frameworks
AF = B, →, ∀a ∈ X (AF )∀b ∈ Y(AF ): if ∀c ∈ Z(AF ) with
b → c, ∃d = b ∈ T (AF ) with d → c, then
A(B, → ∪{a → b}) = A(AF ).
P ROPOSITION 3. The grounded extension satisﬁes the conditional AU (U U) attack reﬁnement principle.
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4. CONCLUDING REMARKS
Argument reﬁnement can be deﬁned incrementally as the addition of an unconnected argument, and afterwards adding attack relations. Here we can distinguish again three cases, whether the
added argument is accepted, rejected or undecided.
Attack and argument abstraction can be deﬁned as the duals of
reﬁnement. For example, the grounded semantics satisﬁes the AA,
AU , U A, U R, RA, RU and RR attack abstraction principles,
leaving two interesting cases for further principles: the removal
of an attack relation from an undecided argument to another undecided argument, i.e., U U, and the removal of an attack relation
from an argument that is accepted to an argument that is rejected,
i.e., AR. Thus, the interesting cases are different from the interesting cases for argument reﬁnement, RA and AU .
Besides the grounded semantics, other single extension semantics can be tested against our principles, such as the skeptical preferred semantics or the ideal semantics, and our principles can be
generalized to the multiple extension case, for example for preferred or stable semantics.
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ABSTRACT
We introduce four measures for the change of coalitions in social
networks. The first one measures the change of the agents in the
network over time, The second one measures the change of dependencies among the agents, due to addition or removal of powers
and goals of the agents. The third one measures the change in normative dependencies like obligations and prohibitions introduced
by norms. The fourth one measures changes in coalitions. If one
of the first three measures is high, then the fourth measure is probably high too, if the change in agents and dependencies is a cause
for a change in coalitions. If the first three measures are low, but
the change in coalitions is high, it is due to internal processes like
violations of the coalition agreements.

General Terms
Social dependence networks, measures, coalitions’ evolution.
Coalitions play a central role in social reasoning, and thus various theories have been used and developed in multiagent systems.
For example, coalitional game theory has been adopted from economics and extended for multiagent systems [3], and social networks have been adopted from social sciences and modified to represent dependence networks among agents [4, 2]. These theories
differ in various ways. For example, in the former, coalitions are
represented by sets of agents while in the latter, coalitions are represented by sets of dependencies. Moreover, in the former various
notions of stability are defined, whereas in the latter they are not.
In this paper, we address the question how to measure the evolution
and the changes of a coalition over time in terms of:
Changes of the agents and dependencies. Agents enter or leave
the system over time and dependencies may be added or deleted
depending on the fulfillment of the related goal or the presence of
the power to fulfill this goal.
Changes of the dependencies related to norms. Norms and, in
particular, obligations aim to design systems regulated by norms.
The norm sets a particular kind of dependency among two agents
which can be deleted if the obligation is fulfilled or a new obligation can be inserted into the system to regulate its behaviour.

villata@di.unito.it

Internal dynamics. Changes of the coalition are expressed in
terms of additions and removals of goal-based and norm-based dependencies composing the coalition, e.g., an agent is excluded from
a coalition because of a malicious behaviour.
Consider the coalition of players in a soccer team. It can change
because new players come in, or players retire. It can change, because agents acquire new abilities or loose abilities, e.g., they loose
their form, they break a leg, or get new goals, e.g., they want to play
in the national team. Concerning norms, there can be the obligation
set by the trainer for a player to play in the left wing position. Concerning internal dynamics, there may be a malicious behavior of a
player, e.g., he gets too many red cards since he is too aggressive
and he is no longer allowed to play. The first version of dependence
networks introduced by Sichman and Conte [5] describes only one
type of relation, a goal-based dependency. Social structures, however, are often multiple with multiple different kinds of ties among
social actors. To model a social structure more realistically, we
add the normative component introducing norm-based dependencies [1]. Our model aims to distinguish and represent not only short
term situations such as, e.g., a virtual meeting on Second Life but
also long term situations as, e.g., the work of an office. We define
two measures associated to the number of agents and the number
of goal-based dependencies present in each time frame.

D EFINITION 1 (AGENTS AND D EPENDENCIES M EASURES ).
Let i be a time frame, NiAgent is given by the number of agents en−
tering the system A+
i and leaving the system Ai , depending on the
total number of agents Ai−1 present at time frame i − 1:
X  A+  X  A− 
i
i
NiAgent =
+
Ai−1
Ai−1
Let i be a time frame, NiDep is given by the number of goal-based
dependencies added to the network Di+ and deleted form the network Di− , depending on the total number of goal-based dependencies Di−1 present at time frame i − 1:
X  D+  X  D− 
i
i
NiDep =
+
Di−1
Di−1

We distinguish, represent and measure both short term contracts,
e.g., a transaction on e-Bay such as an agreement carried out between separate entities involving the exchange of goods and money,
and long term contracts, e.g., the marriage contract which hopefully
lasts forever.
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Figure 1: Coalition changes.
D EFINITION 2 (N ORMS M EASURE ). Let i be a time frame,
NiN orm is given by the number of norm-based dependencies added
to the network Oi+ and deleted form the network Oi− , depending
on the total number of norm-based dependencies Oi−1 present at
time frame i − 1:
X  O+  X  O− 
i
i
NiN orm =
+
Oi−1
Oi−1

coalition changes and it is formed by all the four agents. From
instant t3 to instant t4 , the situation changes back to the original
configuration but the coalition is fixed. From instant t4 to instant
t5 , agent d disappears, a norm-based dependency is deleted and
the coalition changes its actors, involving now a, b and c. From
instant t5 to instant t6 , the situation cames back to the situation of
instant t4 . Measures vary as shown in Table 1.
NiAgent
NiDep
NiN orm
NiCoal
Changes

We define the measure counting the number of dependencies composing the coalition in each time frame, as follows:
D EFINITION 3 (C OALITIONS M EASURE ). Let i be a time frame,
NiCoal is given by the number of norm-based and goal-based dependencies of a coalition added to the network (Di+ + Oi+ ) ∈ Ci
and deleted from the network (Di− + Oi− ) ∈ Ci depending on the
total number of norm-based and goal-based dependencies composing the coalition (Di−1 + Oi−1 ) ∈ Ci−1 at time frame i − 1:

NiCoal =

P



(Di+ +Oi+ )Ci
(Di−1 +Oi−1 )Ci−1


+

P



(Di− +Oi− )Ci
(Di−1 +Oi−1 )Ci−1



Coalitions change dynamically due to rapid changes in the tasks
and resource availability, and therefore relying on the initial configurations is misleading. Coalitions’ evolution has to be described
with the aim to maintain a history of the changes occurring to
coalitions. The above measures are defined for one time moment
only. We can unify these measures for a sequence of dependence
networks associating to each time frame the average number of
changes as follows:
D EFINITION 4 (C HANGES M EASURES ). Let i be a time frame
of a sequence of social dependence networks, the measure of the
changes’ average is given by the fraction of the sum of the single
measures and the number of available measures:

NiAgent + NiDep + NiN orm + NiCoal
measures
E XAMPLE 1. In Figure 1, we present the case of six time frames
visualizing the evolution of a coalition. In the first time frame, we
have five agents and a coalition involving agents a, b, c, as shown
by the dependencies composing it. There are also two norm-based
dependencies and three goal-based dependencies. The passage
from the first instant t1 to the second one shows the deletion of
agent e. From instant t2 to instant t3 , we observe the deletion of
the goal-based dependency connecting agents c and b. Also the

t1
0/5
0/3
0/2
0/3
0

t2
1/5
0/3
0/2
0/3
0, 05

t3
0/4
1/3
0/2
3/3
0, 33

t4
0/4
1/2
0/2
0/4
0, 12

t5
1/4
1/3
1/2
3/4
0, 55

t6
1/3
1/2
1/1
3/3
0, 85

Table 1: Measures of Figure 1
Thanks to the changes measure, we underline that the two time
frames with the main changes in comparison with their previous
time frame are t3 and t5 , as can be supposed observing the relative
figure. It can be noted that in our measures the deletion of a component increases the difference of the changes measure associated
to two time frames in a row while the addition of these components
causes a minor change. This behaviour is due to the relation of our
measure with the game theoretical approaches for defining stability: the stability is maintained in order to avoid the breaking off of
the agents from the grand coalition and form their own group.
With a more detailed model, we could make more detailed and precise distinctions between the four kinds of changes. However, often we only have the given information, for example in systems’
design, and we already would like to do the analysis on these models. Concerning future work, although stability in our model can be
identified intuitively in the absence of coalitions’ changes, it is necessary to provide a formal definition of this notion and to associate
it a measure able to represent it.

1.
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Belief revision e argomentation theory rimangono due teorie largamente separate. Vista la necessità
di modellare agenti che rappresentano le motivazioni sottostanti ai loro belief per mezzo di argomenti e aggiornano i loro belief di fronte a nuove informazioni, in questo articolo si esamina come
integrare belief revision e argumentation theory.
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Abstract We study the interplay between argumentation and belief revision within
the MAS framework. When an agent uses an argument to persuade another one,
he must consider not only the proposition supported by the argument, but also the
overall impact of the argument on the beliefs of the addressee. Different arguments
lead to different belief revisions by the addressee. We propose an approach whereby
the best argument is defined as the one which is both rational and the most appealing
to the addressee.

1 A motivating example
Galbraith [5] put forward examples of public communication where speakers have
to address a politically oriented audience. He noticed how it is difficult to propose
them views which contrast with their goals, values, and what they already know.
Speaker S , a financial advisor, has to persuade addressee R, an investor, who
desires to invest a certain amount of money (im). S has two alternative arguments
in support of a proposition wd (“The dollar is weak”) he wants R to believe, one
based on bt → wd and one on hb → wd:
1. “The dollar is weak (wd) since the balance of trade is negative (bt), due to high
import (hi)” (a = h{bt → wd, hi → bt, hi}i)
Guido Boella
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2. “The dollar is weak (wd) due to the housing bubble (hb) created by excess subprime mortgages (sm)” (hb → wd, sm → hb, sm). And to the reply of R: “There
is no excess of subprime mortgages (sm) since the banks are responsible (rb)”
(rb → ¬sm, rb), S counters that “The banks are not responsible (rb) as the Enron case shows (ec)” (ec → ¬rb, ec).
Assume that both agents consider a supported proposition stronger than an unsupported one (e.g., ec → ¬rb prevails on rb alone). Although, from a logical point
of view, both arguments make the case for wd, they are very different if we consider
other dimensions concerning the addressee R. For example, even if R could accept
wd, other parts of the arguments have different impacts.
Accepting the arguments implies not only believing wd, but also the whole argument from which wd follows (unless we have an irrational agent which accepts
the conclusion of an argument but not the reasons supporting the conclusion). This
means that R undergoes a phase of belief revision to accept the support of the argument, resulting in a new view of the world. Before dropping his previous view of
the world and adopting the new one, he has to compare them.
• The state of the world resulting from the revision is less promising from the point
of view of the possibility for R of reaching his goals. E.g., if the banks are not
responsible, it is difficult to achieve his goal of investing money im.
• The state of the world resulting from the revision contrasts with his values. E.g.,
he has a subprime mortgage and he does not like a world where subprime mortgages are risky due to their excess.
• He never heard about hb → wd, even if he trusts S ; this is new information for
him.
Thus R is probably leaning to accept the first argument which does not interact
with his previous goals and beliefs, rather than to accept the second one, which,
above all, depicts a scenario which is less promising for his hopes of making money
by investing. Thus, a smart advisor, which is able to figure out the profile of the
investor, will resort to the first argument rather than to the second one.
Even if such evaluation of R’s in deciding what to believe can lead to partially
irrational decisions, this is what happens in humans. Both economists like Galbraith
and cognitive scientists like Castelfranchi [8] support this view. Thus, S should
take advantage of this mechanism of reasoning.
In particular, an agent could pretend to have accepted the argument at the public
level, since he cannot reply anymore to the persuader and he does not want to appear
irrational. However, privately, and in particular when the time comes to make a
decision, he will stick to his previous beliefs.
For this reason, if we want to build agents which are able to interact with humans, or believable agents, or if we want to use agent models as formal models for
phenomena which are studied informally in other fields like economics, sociology,
and cognitive science, and, moreover, to avoid that our agents are cheated by other
agents which exploit mechanisms like the one proposed here, these phenomena must
be studied.
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2 Argumentation Theory
We adopt a simple framework for argumentation along the lines of Dung’s original proposal [4] by instantiating the notion of argument as an explanation-based
argument. Given a set of formulas L, an argument over L is a pair A = hH, hi such
that H ⊆ L, H is consistent, H ` h, and H is minimal (for set inclusion) among the
sets satisfying the former three conditions. On the set of arguments Arg, a priority
relation º is defined, A1 º A2 meaning that A1 has priority over A2 .
Let A1 = hH1 , h1 i and A2 = hH2 , h2 i be two arguments. A1 undercuts A2 , in symbols A1 Ã A2 , if ∃h02 ∈ H2 such that h1 ≡ ¬h02 . A1 rebuts A2 , in symbols A1 ( A2 ,
if h1 ≡ ¬h2 (note that ( is symmetric); finally, A1 attacks A2 , in symbols A1 Ã
( A2 ,
if (i) A1 ( A2 or A1 Ã A2 and, (ii) if A2 ( A1 or A2 Ã A1 , A2 6Â A1 .
The semantics of Dung’s argumentation framework is based on the two notions
of defence and conflict-freeness.
Definition 1. A set of arguments S defends an argument A iff, for each argument
B ∈ Arg such that B Ã
( A, there exists an argument C ∈ S such that C Ã
( B.
Definition 2. A set of arguments S is conflict-free iff there are no A, B ∈ S such that
AÃ
( B.
The following definition summarizes various semantics of acceptable arguments
proposed in the literature. The output of the argumentation framework is derived
from the set of acceptable arguments which are selected with respect to an acceptability semantics.
Definition 3. Let S ⊆ Arg.
• S is admissible iff it is conflict-free and defends all its elements.
• A conflict-free S is a complete extension iff S = {A | S defends A}.
• S is a grounded extension iff it is the smallest (for set inclusion) complete extension.
• S is a preferred extension iff it is a maximal (for set inclusion) complete extension.
• S is a stable extension iff it is a preferred extension that attacks all arguments
in Arg\S.
In this paper we use the unique grounded extension, written as E(Arg, º). Many
properties and relations among these semantics have been studied by Dung and
others.
Example 1. The example of Section 1 can be formalized as follows in terms of arguments.
a = h{bt → wd, hi → bt, hi}, wdi, b = h{eg → ¬hi, eg}, ¬hi)i,
c = h{de → ¬eg, de}, ¬egi, c º b, d = h{hb → wd, sm → hb, sm}, wdi,
e = h{rb → ¬sm, rb}, ¬smi, f = h{ec → ¬rb, ec}, ¬rbi, f º e,
b Ã a, c Ã b, e Ã d, f Ã e,
Arg = {a, b, c, d, e, f },
E(Arg, º) = {a, c, d, f }.
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3 Arguments and Belief Revision
Belief revision is the process of changing beliefs to take into account a new piece
of information. Traditionally the beliefs are modelled as propositions and the new
piece of information is a proposition. In our model, instead, the belief base is made
of arguments, and the new information is an argument too.
Let ∗ be an argumentative belief revision operator, it is defined as the addition of
the new argument to the base as the one with the highest priority. Given A = hH, hi,
a base of arguments Q and a priority relation ºQ over Q:
hQ, ºQ i ∗ A = hQ ∪ {A}, º(Q,{A}) i

(1)

where ºQ ⊂º(Q,{A}) ∧∀A0 ∈ Q A Â(Q,{A}) A0 .
The new belief set can be derived from the new extension E(Q ∪ {A}, º(Q,{A}) )
as the set of conclusions of arguments:
B(Q ∪ {A}, º(Q,{A}) ) = {h | ∃hH, hi ∈ E(Q ∪ {A}, º(Q,{A}) )}.

(2)

Note that, given this definition, there is no warranty that the conclusion h of argument A is in the belief set; indeed, even if A is now the argument with highest
priority, in the argument set Q there could be some argument A0 such that A0 Ã
( A.
An argument A0 = hH 0 , h0 i ( A (i.e., h0 ≡ ¬h) would not be able to attack A, since
A ÂQ A0 by definition of revision. Instead, if A0 Ã A, it is possible that A does not undercut or rebut A0 in turn, and, thus, A0 Ã
( A, possibly putting it outside the extension
if no argument defends it against A0 .
Success can be ensured only if the argument A can be supported by a set of arguments S with ºS which, once added to Q, can defend A in Q and defend themselves
too.
Thus, it is necessary to extend the definition above to sets of arguments, to allow
an argument to be defended:
hQ, ºQ i ∗ hS, ºS i = hQ ∪ S, º(Q,S) i

(3)

where the relative priority among the arguments in S is preserved, and they have
priority over the arguments in Q:
ºQ ⊂º(Q,S) ∧
∀A0 , A00 ∈ S A0 Â(Q,S) A00 iff A0 ÂS A00 ∧
∀A ∈ S, ∀A0 ∈ Q A Â(Q,S) A0 .
Example 2. Q = {e}, S = {d, f }, d ÂS f , f ÂS d,
hQ, ºQ i ∗ S = hQ ∪ S, º(Q,S) i,
E(Q ∪ S, º(Q,S) ) = {d, f },
d Â(Q,S) e, f Â(Q,S) e, d Â(Q,S) f , f Â(Q,S) d,
B(E({d, e, f }, º(Q,S) )) = {wd, sm}.
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4 An Abstract Agent Model
The basic components of our language are beliefs and desires. Beliefs are represented by means of an argument base. A belief set is a finite and consistent set of
propositional formulas describing the information the agent has about the world and
internal information. Desires are represented by means of a desire set. A desire set
consists of a set of propositional formulas which represent the situations the agent
would like to achieve. However, unlike the belief set, a desire set may be inconsistent, e.g., {p, ¬p}.
Let L be a propositional language.
Definition 4. The agent’s desire set is a possibly inconsistent finite set of sentences
denoted by D, with D ⊆ L .
Goals, in contrast to desires, are represented by consistent desire sets.
We assume that an agent is equipped with two components:
• an argument base hArg, ºArg i where Arg is a set of arguments and ºArg is a
priority ordering on arguments.
• a desire set: D ⊆ L ;
The mental state of an agent is described by a pair Σ = hhArg, ºArg i, Di. In
addition, we assume that each agent is provided with a goal selection function G,
and a belief revision operator ∗, as discussed below.
Definition 5. We define the belief set, B, of an agent, i.e., the set of all propositions
in L the agent believes, in terms of the extension of its argument base hArg, ºArg i:
B = B(Arg, ºArg ) = {h | ∃hH, hi ∈ E(Arg, ºArg )}.
We will denote by ΣS , ArgS , E(ArgS , ºArg ) and BS , respectively, the mental
state, the argument base, the extension of ArgS , and the belief set of an agent S .
In general, given a problem, not all goals are achievable, i.e. it is not always possible to construct a plan for each goal. The goals which are not achievable or those
which are not chosen to be achieved are called violated goals. Hence, we assume
a problem-dependent function V that, given a belief base B and a goal set D0 ⊆ D,
returns a set of couples hDa , Dv i, where Da is a maximal subset of achievable goals
and Dv is the subset of violated goals and is such that Dv = D0 \ Da . Intuitively,
by considering violated goals we can take into account, when comparing candidate
goal sets, what we lose from not achieving goals.
In order to act an agent has to take a decision among the different sets of goals
he can achieve.
The aim of this section is to illustrate a qualitative method for goal comparison
in the agent theory. More precisely, we define a qualitative way in which an agent
can choose among different sets of candidate goals. Indeed, from a desire set D,
several candidate goal sets Di , 1 ≤ i ≤ n, may be derived. How can an agent choose
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among all the possible Di ? It is unrealistic to assume that all goals have the same
priority. We use the notion of preference (or urgence) of desires to represent how
relevant each goal should be for the agent depending, for instance, on the reward for
achieving it. The idea is that an agent should choose a set of candidate goals which
contains the greatest number of achievable goals (or the least number of violated
goals).
We assume we dispose of a total pre-order º over an agent’s desires, where
φ º ψ means desire φ is at least as preferred as desire ψ .
The º relation can be extended from goals to sets of goals. We have that a goal
set D1 is preferred to another one D2 if, considering only the goals occurring in
either set, the most preferred goals are in D1 . Note that º is connected and therefore
a total pre-order, i.e., we always have D1 º D2 or D2 º D1 (or both).
Definition 6. Goal set D1 is at least as important as goal set D2 , denoted D1 º D2 iff
the list of desires in D1 sorted by decreasing preference is lexicographically greater
than the list of desires in D2 sorted by decreasing importance. If D1 º D2 and D2 º
D1 , D1 and D2 are said to be indifferent, denoted D1 ∼ D2 .
However, we also need to be able to compare the mutual exclusive subsets
(achievable and violated goals) of the considered candidate goal, as defined below.
We propose two methods to compare couples of goal sets.
Given the ºD criterion, a couple of goal sets hDa1 , Dv1 i is at least as preferred as
the couple hDa2 , Dv2 i, noted hDa1 , Dv1 i ºD hDa2 , Dv2 i iff Da1 º Da2 and Dv1 ¹ Dv2 .
ºD is reflexive and transitive but partial. hDa1 , Dv1 i is strictly preferred to hDa2 , Dv2 i in
two cases:
1. Da1 º Da2 and Dv1 ≺ Dv2 , or
2. Da1 Â Da2 and Dv1 ¹ Dv2 .
They are indifferent when Da1 = Da2 and Dv1 = Dv2 . In all the other cases, they are not
comparable.
Given the ºLex criterion, a couple of goal sets hDa1 , Dv1 i is at least as preferred
as the couple hDa2 , Dv2 i (noted hDa1 , Dv1 i ºLex hDa2 , Dv2 i) iff Da1 ∼ Da2 and Dv1 ∼ Dv2 ; or
there exists a φ ∈ L such that both the following conditions hold:
1. ∀ φ 0 º φ , the two couples are indifferent, i.e., one of the following possibilities
holds: (a) φ 0 ∈ Da1 ∩ Da2 ; (b) φ 0 6∈ Da1 ∪ Dv1 and φ 0 6∈ Da2 ∪ Dv2 ; (c) φ 0 ∈ Dv1 ∩ Dv2 .
2. Either φ ∈ Da1 \ Da2 or φ ∈ Dv2 \ Dv1 .
ºLex is reflexive, transitive, and total.
In general, given a set of desires D, there may be many possible candidate goal
sets. An agent in state Σ = hArg, Di must select precisely one of the most preferred
couples of achievable and violated goals.
Let us call G the function which maps a state Σ into the couple hDa , Dv i of goal
sets selected by an agent in state Σ . G is such that, ∀Σ , if hD̄a , D̄v i is a couple of
goal sets, then G(Σ ) º hD̄a , D̄v i, i.e., a rational agent always selects one of the most
preferable couple of candidate goal sets [3].
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5 An Abstract Model of Speaker-Receiver Interaction
Using the above agent model, we consider two agents, S , the speaker, and R, the
receiver. S wants to convince R of some proposition p.
How does agent S construct a set of arguments S? Of course, S could include
all the arguments in its base, but in this case it would risk to make his argumentation
less appealing and thus to make R refuse to revise its beliefs, as discussed in the
next section. Thus, we require that the set of arguments S to be communicated to R
is minimal: even if there are alternative arguments for p, only one is included.
We include the requirement that S is chosen using arguments which are not already believed by R. S is a minimal set among the T defined in the following way:
T ⊆ ArgS ∧ B(hArgR , ºArgR i ∗ hT, ºS i)) ` p.

(4)

Example 3. S = {a, c}, p = wd, ArgR = {b}E(ArgR ∪ S, º(ArgR ,S) ) = {a, c},
B(E(ArgR ∪ S, º(ArgR ,S) )) = {wd, ¬eg}.
This definition has two shortcomings: first, such an S may not exist, since T could
be empty. There is no reasonable way of assuring that S can always convince R:
as we discussed in Section 3, no success can be assumed.
Second, in some cases arguments in E(ArgR ∪ S, º(ArgR ,S) ) may be among the
ones believed by R but not by S . If they contribute to prove p, there would be a
problem: ∃A ∈ ArgR \ArgS B(E((ArgR \{A}) ∪ S, º(ArgR ,S) )) 6` p
This would qualify S as a not entirely sincere agent, since he would rely (even if
he does not communicate them explicitly) on some arguments he does not believe,
which are used in the construction of the extension from which p is proved.
The second problem, instead, can be solved in the following way, by restricting set S not to require arguments not believed by S to defend S. S is now a
minimal T such that T ⊆ ArgS and B(hArgR , ºArgR i ∗ hT, ºS i) ` p and ¬∃A ∈
ArgR \ArgS B(hArgR \{A}, ºArgR i ∗ hT, ºS i) 6` p
Example 4. ArgS = {a, c, i}, ArgR = {b, g, h}, g Ã c, h Ã
( g, i Ã
( g.
If S = {a, c}, p = wd: E(ArgR ∪ S, º(ArgR ,S) ) = {a, c, h},
B({a, b, c, g, h}) = {wd, ¬eg . . .}.
If S = {a, c, i}, p = wd: E(ArgR ∪ S, º(ArgR ,S) ) = {a, c, i},
B({a, b, c, g, h, i}) = {wd, ¬eg . . .}.
The belief revision system based on argumentation (see Section 2), is used to
revise the public face of agents: the agents want to appear rational (otherwise they
lose their status, reliability, trust, etc.) and, thus, when facing an acceptable argument (i.e., they do not know what to reply) have to admit that they believe it and to
revise the beliefs which are inconsistent with it.
We want to model social interactions among agent which do not necessarily tell
the truth or trust each other completely, although they may pretend to. In such a
setting, an agent revises its private beliefs only if someone provides an acceptable
argument in the sense of Section 2.
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Fig. 1 A diagram of mutual inclusion relations among the belief bases and sets involved in the
interaction between S and R.

Thus, while publicly an agent must pretend to be rational and thus shall revise its
public belief base according to the system discussed in Section 3, nothing forbids
an agent to privately follow other types of rules, not even necessarily rational. As a
worst-case scenario (from S ’s standpoint), we assume that R uses a belief revision
system based on Galbraith’s notion of conventional wisdom discussed in [2] as a
proposal to model the way an irrational (but realistic) agent might revise its private
beliefs.
The idea is that different sets of arguments S1 , . . . , Sn lead to different belief revisions hArg, ºArg i ∗ hS1 , ºS1 i, . . . , hArgArg , ºArg i ∗ hSn , ºSn i. R will privately accept
the most appealing argument, i.e., the Si which maximizes the preferences according
to the notion of Galbraith’s conventional wisdom.
In order to formalize this idea, we have to define an order of appeal on sets of
beliefs.
Definition 7. Let Arg1 and Arg2 be two argument bases. Arg1 is more appealing
than Arg2 to an agent, with respect to the agent’s desire set D, in symbols Arg1 º
Arg2 , if and only if G(hhArg1 , ºArg1 i, Di) º G(hhArg2 , ºArg2 i, Di).
We will denote by • the private, CW-based belief revision operator. Given an
acceptable argument set S,
hArgR , ºArgR i • hS, ºS i ∈ {hArgR , ºArgR i, hArgR , ºArgR i ∗ hS, ºS i}.
This definition is inspired to indeterministic belief revision [6]: “Most models of
belief change are deterministic. Clearly, this is not a realistic feature, but it makes
the models much simpler and easier to handle, not least from a computational point
of view. In indeterministic belief change, the subjection of a specified belief base to
a specified input has more than one admissible outcome.
Indeterministic operators can be constructed as sets of deterministic operations.
Hence, given n deterministic revision operators ∗1 , ∗2 , . . . , ∗n , ∗ = {∗1 , ∗2 , . . . , ∗n }
can be used as an indeterministic operator.”
We then define the notion of appealing argument, i.e., an argument which is preferred by the receiver R to the current state of its beliefs:
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Definition 8. Let S be a minimal set of arguments that supports A = hH, pi, such
that S defends A and defends itself, as defined in the previous section:
hArgR , ºArgR i • hS, ºS i = hArgR , ºArgR i ∗ hS, ºS i,
i.e., R privately accepts revision hArgR , ºArgR i ∗ hS, ºS i, if
hArgR , ºArgR i ∗ hS, ºS i º hArgR , ºArgR i
otherwise hArgR , ºArgR i • hS, ºS i = hArgR , ºArgR i.
Example 5. The investor of our example desires investing money. Assuming this is
his only desire, we have DR = {im}. Now, the advisor S has two sets of arguments
to persuade R that the dollar is weak, namely S1 = {a, c} and S2 = {d, f }. Let us
assume that, according to the “planning module” of R,
V (hhArgR , ºArgR i ∗ hS1 , ºS1 i, DR i) = h{im}, 0i,
/
V (hhArgR , ºArgR i ∗ hS2 , ºS2 i, DR i) = h0,
/ {im}i.
Therefore, G(hhArgR , ºArgR i∗hS1 , ºS1 i, DR i) º G(hhArgR , ºArgR i∗hS2 , ºS2 i, DR i),
because, by revising with S1 = {a, c}, R’s desire im is achievable.
A necessary and sufficient condition for the public and private revisions to coincide is thus that the set of arguments S used to persuade an agent is the most
appealing for the addressee, if one exists.
Since CW-based belief revision is indeterministic and not revising is an alternative, R decides whether to keep the status quo of his beliefs or to adopt the belief
revision resulting from the arguments proposed by S .
Seen from S ’s standpoint, the task of persuading R of p is about comparing
R’s belief revisions resulting from the different sets of arguments supporting p and
acceptable by R, and choosing the set of arguments that appeals most to R.
To define the notion of the most appealing set of arguments, we need to extend
the order of appeal º to sets of arguments.
Definition 9. Let S1 and S2 be two sets of arguments that defend themselves; S1 is
more appealing to R than S2 , in symbols S1 ºR S2 , if and only if
hArgR , ºArgR i • hS1 , ºS1 i º hArgR , ºArgR i • hS2 , ºS2 i.
The most appealing set of arguments S∗p for persuading R of p, according to
conventional wisdom, is, among all minimal sets of arguments S that support an
A = hH, pi, such that S defends A and S defends itself as defined in Section 5, the
one that is maximal with respect to the appeal ºR , i.e., such that S∗p ºR S.

6 Conclusions
We studied how to choose arguments in persuasion to maximize their acceptability
with respect to their receiver. In some applications, when agents have to interact with
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human users who act in a non fully rational way, like, e.g., following the principle
of conventional wisdom, it is necessary to model such a behavior.
To model the process of selecting acceptable arguments, in this paper:
• We derive the beliefs of an agent from a base of arguments. An agent believes the
propositions which are supported by the arguments of the grounded extension of
its argument base.
• We propose a definition of belief revision of an argument base as an expansion
of the base with the new arguments and by giving priority to the last introduced
argument.
• We define the notion of appeal of an argument in terms of the goals which the
revision triggered by the argument allows to satisfy by means of a plan.
It would be interesting to investigate how the work by Hunter [7] relates with
conventional wisdom and our definition of appeal. Note that appeal must not be
confused with wishful thinking: the receiver does not prefer a state of the world
which makes its goals true, but one which gives him more opportunities to act to
achieve its goals. The rationality of this kind of reasoning is discussed, e.g., by [1].
In this paper we do not study the formal properties of argumentative belief revision, and we do not relate it to the AGM postulates. However, from the paper it
already appears that postulates like success are not meaningful in this framework.
Moreover, we do not study how the different types of argumentation frameworks
impact on belief revision [9].

References
1. G. Boella, C. da Costa Pereira, A. Tettamanzi, G. Pigozzi, and L. van del Torre. What you
should believe: Obligations and beliefs. In Proceedings of KI07-Workshop on Dynamics of
Knowledge and Belief, 2007.
2. G. Boella, C. D. C. Pereira, G. Pigozzi, A. Tettamanzi, and L. van der Torre. Choosing your
beliefs. In G. Boella, L. W. N. van der Torre, and H. Verhagen, editors, Normative Multi-agent
Systems, volume 07122 of Dagstuhl Seminar Proceedings. Internationales Begegnungs- und
Forschungszentrum für Informatik (IBFI), Schloss Dagstuhl, Germany, 2007.
3. C. da Costa Pereira and A. Tettamanzi. Towards a framework for goal revision. In BNAIC 2006,
pages 99–106. University of Namur, 2006.
4. P. M. Dung. On the acceptability of arguments and its fundamental role in nonmonotonic
reasoning, logic programming, and n-person games. Artificial Intelligence, 77(2):321–358,
1995.
5. J. K. Galbraith. The Affluent Society. Houghton Mifflin, Boston, 1958.
6. S. O. Hansson. Logic of belief revision. In E. N. Zalta, editor, The Stanford Encyclopedia of
Philosophy. Summer 2006.
7. A. Hunter. Making argumentation more believable. In AAAI 2004, pages 269–274, 2004.
8. F. Paglieri and C. Castelfranchi. Revising beliefs through arguments: Bridging the gap between
argumentation and belief revision in MAS. In I. Rahwan, P. Moraitis, and C. Reed, editors,
ArgMAS 2004, volume 3366 of Lecture Notes in Computer Science, pages 78–94. Springer,
2005.
9. N. D. Rotstein, A. J. Garcia, and G. R. Simari. From desires to intentions through dialectical
analysis. In AAMAS ’07, pages 1–3, New York, NY, USA, 2007. ACM.

1221
7. G. Boella in collaborazione con L. van der Torre e S. Villata. Institutional Social
Networks for Ambient Intelligence. Procs. of Artificial Intelligence and Social
Behavior Society Convention AISB’08, pp. 1-6, 2008aisb.
Le istituzioni elettroniche sono uno strumento diffuso per gestire il comportamento di sistemi aperti.
In questo articolo si estende in formalismo delle reti di dipendenza introducendo una formalizzazione
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Institutional Social Networks for Ambient Intelligence
Guido Boella1 and Leendert van der Torre2 and Serena Villata3
Abstract. Ambient Intelligence creates scenarios in which the reality is modified by devices that augment the possibilities of social
interaction. In this paper we propose an approach based on institutions to describe and model the virtual reality created by an application of Ambient Intelligence. First, using the multiagent systems,
we give a model of institution in terms of the relations of power and
dependence, defined by means of a description of goals and skills of
a single agent. We show with our framework, with the help of an example, how it is possible to model the social structures developed in
a system of Ambient Intelligence thanks to the notion of institution.

1 INTRODUCTION
Ambient Intelligence [12] is a vision that enables intelligent environments by means of pervasive technology. This vision puts human
users at the center of the discussion, but technological devices and
humans are seen as equal inside the environment, collaborating, to
improve both human being and machine performance. Ambient Intelligence offers many benefits. For example, by instrumenting public and private spaces to understand their users activities and requirements, embedded intelligent systems can react by guiding an elderly
person, helping students to improve their learning and others relevant contributions. Artificial intelligence is the key technology for
enabling and catalyzing this vision. In particular, AI theories, like the
Multiagent one [15], will make it possible to model complex realities
that represent new levels of interaction among groups of humans that
are created by the use of technological devices.
A Multiagent system can be viewed as an environment populated by
agents. These agents interact with each others creating a complex net
of dynamics inside the system. The study of these dynamics and, as
a consequence, of the social structures [2] (such as groups and collectives) is an important aim in the field of Multiagent Systems. In a
single agent framework, to achieve a given goal an agent has to be
able to do it. On the contrary in Multiagent frameworks, especially
those in which agents are heterogeneous and have different abilities,
it is possible that, when an agent is not self-sufficient with respect
to some goal, he can resort to some other agent, given that the latter
cannot be self-sufficient itself in every respect. Hence, agents benefit
from the interaction with the other agents and cooperate with them to
achieve the goals of the other agents of the system. This makes clear
the existence of relations as power and dependence that are the base
of the social and organizational structure of a system.
In a scenario of Ambient Intelligence, we can see humans as the
agents of a Multiagent system or associated with agents assisting
1
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them that have to interact with each other. The reality that describes
the internal state of the agent, in terms of its goals and beliefs can
be defined the private realty of the agent. This kind of reality can be
viewed not only as the private beliefs and goals of the agent but, from
a multiagent point of view, also as the realtionships among agents
of the system that describe the power to achieve goals and can be
visualized thanks to dependence networks. The use of a technological device, such as a pocket pc, establishes a new level of reality in
the relationships between the involved people. This reality is created
only thanks to the use of the technological device and can be defined the public or institutional reality. This new kind of reality can
be considered as the public version of the private reality because it
contains public beliefs and goals of the agent. Moreover, the relationships among agents changes thanks to the addition of the institutional reality and dependence networks have to represent also the
institutional powers to achieve goals. For example, if students use a
pocket pc during a lesson at the same time the teacher can limit the
number of messages that they can send to their school friends not
nearby. In this case, we have on one hand the private reality of the
relationships among people (I can speak with my school friends, also
if the teacher won’t) and, on the other hand, the institutional reality
of the relationships developed thanks to the device that improve a
new type of communication (the teacher can block the possibility to
send messages among students). It is important to note that also the
roles of the people involved in the system are relevant to establish
the relation among people in both realities. This breaks down in the
following questions:
• How to describe the new level of reality that is established by the
use of a technological device?
• How to describe the superimposition of the private and the institutional reality in Ambient Intelligence?
From a methodological point of view, inspired by Sichman
and Conte [13], we use the notion of agent dependence to create
dependence graphs extended in [3], in order to highlight the topology and the symmetries of dependencies. Giving the agents the
ability to reason about their social relations it enables us to model
the institutional reality, moreover it makes it possible to proceed
from a hierarchical view of institutional design to a more dynamic
approach, where the agents are able to define their own powers,
obligations and permissions on the actions performed by the other
agents.
We use a scenario for Ambient Intelligence to illustrate the different
facets and cases in which the two levels of reality are more evident.
We propose to apply to this problem a framework, based on the
agent model, in which the reality tied to the devices is modeled
using the concept of institutions. This choice is based on a extended
notion of power similar to [5] and has the aim to model the reality in
such a way to represent the new types of power that emerge. Then
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we introduce an extension of the social dependence networks called
dynamics social dependence networks with the aim to represent the
development introduced by the institution.
In this paper we don’t treat the management of the system of pocket
pc from a point of view of the implementation of software agents
and of the architecture of the system [10].
The layout of this paper is as follows. In Section 2 we introduce
our running example of Ambient Intelligence for teaching a lesson
with the supply of pocket pc for the students and the teacher. In
Section 3 we formalize the concepts of power and social dependence
networks. In Section 4 we apply the dependence framework to
role-based institutions to model the scenario for Ambient Intelligence and its dynamics. Related work and conclusions end the paper.

2 THE ENHANCED CLASSROOM SCENARIO
The scenario we will describe is based on the use of technological
devices during a lesson in a classroom. Our aim is to create a situation in which the participants (in this case, students) augments their
possibilities of interaction thanks to the presence of the technological interface. Each student and the teacher have been provided with
a pocket pc that augment the possibilities of communication among
the students and also between the students and the teacher. We will
follow the development of a lesson to underline the discordance from
a common lesson. First, the teacher arrives in the classroom. At this
point it is important to note that the privileges associated to the two
types of pocket pc are different. In fact, the pocket pc of the teacher
is provided by a software that lets him to see the flow of messages
that the students send to each other (also with a graphic visualization) and he has also the possibility to stop selectively this type of
messages if the students don’t pay attention to the lesson. The reasons of this attention to the messages lies in the great importance
that the possibility to communicate has for new generations. This is
a fundamental component of their lives and the technological devices
add new possibilities. In that way, the teacher can detect groups that

Figure 1.

Flow of messages among students and groups of students.

take a form inside the class. From the point of view of emotional intelligence this is a relevant information. The number of groups can
be changeable compared with the total number of students of a class.
Moreover, these groups have not to be disjoint each other and some
students can belong to more than one group. From the point of view
of the social relationships, these groups represent (“happy islands”
where these relationships are very intense because the members are
strictly related to each others (thing that is documented by the flow of

messages) by connections that can represent requests, acceptance of
favors and meetings. In this context, we can also put in evidence the
negative connotation of groups because they seem to be also close
entities where it is difficult to enter for, for example, a new student
arrived from another school. In this way the teacher can remedy if he
notes that someone remains secluded from the other students trying
more to involve him in the activity of the class.
Another point of view that has to be considered is the one of the presence of groups created virtually by the teacher with the aim to put together students with the same level of preparation in the subject without moving physically. First, this subdivision has not to be seen as a
sort of discrimination because the reasons underlying a worse performance can be multifaceted, like the origin from another school,
a different mother language and many others. The subdivision has
the aim to help the teacher to do in parallel different kinds of lesson. For example, if the teacher is explaining a new topic, like the
post-impressionist movement, he can send a preliminary material on
the artists of this movement like Gauguin and Seurat, to the students
that are on a base level and another material, consisting in quotations
from the critic Rewald about this movement, to the students of high
level. In this way, explaining the same topic, the teacher has given to
the different students the kind of material more appropriate to them,
allowing so a better preparation to all. The same point of view can
be applied to the questions that the teacher poses to the students; as
a matter of fact, he can pose questions with different level to the different groups to help the learning of everyone. The teacher can also
individuate a representative for each group and he can send the material and the questions only to him. The representative is the only
member of the group that has to send the answer of the group to the
teacher and eventually the questions of the group to the teacher on the
lesson. The students with a low level in the subject feel themselves
in an ambient that, staring from their level, encourage themselves
to do better, without the bad situation in which they don’t understand anything because the lesson is too hard and advanced for them.
The students of high level have so the possibility to increase their
knowledge without hearing a lesson of a lower level that becomes
boring. The analysis of the flow of messages is possible evidently
only with the adoption of these devices and in a common lesson it
is not possible to do that. Moreover, the subdivision of the material
or, in particular, of the questions is more difficult, in particular the
point of the questions. Another thing that has to be considered is that
the teacher doesn’t make public the groups that are created, so the
students cannot be mocked by the others if they are in the group of
lowest level. In a common lesson it is not possible or, better, do this
distinction, taking care also of these problems is very difficult. Figure 1 represents the flow of messages among students. These messages underlines two spontaneous groups of students. The first one
is composed by students S4, S5, S7 and S10 (normal arrow) and the
second one is composed by students S1, S2, S3, S4, S6, S8, S9 (dotted arrow). As can be seen, student S4 (dark gray square) belongs to
both the groups and so the groups are overlapping. There are other
two different groups in Figure 1 that represent two groups created
by the teacher to divide the students of different level of preparation
on the matter. The low level group is composed by students S2, S6,
S7, S10 while the high level group is composed by students S1, S3,
S4, S5, S8, S9 (bold squares). The teacher poses two different questions to the two groups. The two bold arrows represent the answers
of the students to the teacher. An advantage of this type of learning is
the possibility, connecting the pocket pc, to take part to the lesson as
well if the student is ill or not in the classroom. This can help those
students that have to stay at home (or also at the hospital) for long
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periods, but maintaining the physical possibility to follow a lesson.
In this way, the student doesn’t feel himself out of the class and gets
behind also respect with the program of the subjects. This type of
integration increases the sensation to be in a ambient that helps them
moreover all these things are not possible without the technological
devices. Going on with the lesson, the teacher can start a new topic.
The previous topic was the impressionist movement. Before starting with the new matter, the teacher would like to understand if the
previous one is clear so he puts some questions to the students. The
questions are posed using the pocket pc and they appear on all the
pocket pc of the students. For example, the teacher can ask “What is
the painting that represents the beginning of the impressionist movement?”. The students who knows (or thinks to know) the answer can
write it and than send it to the teacher (the answers can be send also to
the class). The teacher reads the answers that appear on his monitor
and then he can give the correct answer to the whole class, underlining or not the students that have supplied it. If we think to the same
situations but without the use of any type of device, the students who
want to answer the question have to do it in front of the whole class,
risking to be mocked if it is wrong and to give a bad impression to the
teacher. Because of one of these two reasons, a student can choose
not to do answer to the question. These motivations can be solved
also using anonymity in the messages. In practice, it is possible to
use of pocket pc with a software that associates an alias or avatar to
every student like “Student 1”, “Student 2”, ..., etc. In this perspective, another interesting reason to use the anonymity is the problem
of prejudices of the teacher. If a student is considered to not have
a gift for a particular subject, for example art, it is possible that the
teacher has a different behavior with him during the lessons and during the answering of the questions. If the answering is done with the
anonymity such behaviors disappeared automatically.
Another point can be that the teacher can choose every week a different student to substitute him during the lesson to answer to the
questions of the other students. During the week all the questions
done to the teacher are re-addressed to the pocket pc of the chosen
student, that has to answer to them. This can be seen as a sort of training for the student or it can be used as method to do the exam of the
matter. As said, the students can send messages to each other, apart
from the possibility to send messages to the teacher. Such type of
messages can contain different kinds of communications, from communications inherent to the lesson to communications inherent to a
date for the next afternoon. First, it seems necessary that the teacher
has the possibility to stop messages among the students if these are
the reasons for a loss or a decrease of the attention of the class. The
teacher is provided with a software that allows him to see the number of messages that the students send each other in real time. So, if
this number overcomes a given threshold he can decide to stop the
messages.
During the explanation of a new topic the teacher would like to know
if the matter and the method used to treat it are considered interesting by the class. This is an important type of feedback that allows the
teacher to know the degree of interest of the students and eventually
to do some changes to make the lesson more interesting. In fact, the
students can have a previous knowledge of a particular aspect of the
topic, for example because they have treat it during another lesson of
another subject. This type of feedback can be considered more realistic thanks to the presence of the anonymity that helps the students
to be sincere. From the point of view of the students, this feedback
return them a sensation of interest for their thoughts. A problem that
can come out is that to the teacher can arrive too many questions
at the same time and he is not able to answer. Moreover, the risk is

that the teacher answers always to the questions of the same students
and never or very rarely to the ones of the others (there is always
anonymity). To manage this problem it is necessary to set a protocol
that allows to every student to communicate to the teacher. This type
of protocol can be used also to manage the answers that arrive from
the students or from the representatives, if present. So it is possible to
establish a protocol like the Delphi method that is used in the field of
business to obtain answers to a problem from a panel of independent
experts through a number of rounds. Since the physical space helps
social interaction, the lesson has to be supported by a virtual ambient into the pocket pc with the features of visibility, awareness and
accountability (a so called translucent system) as seen in Erickson
[9].
The above scenario underlines the big difference that the use of the
pocket pc brings to a traditional situation as a lesson. This addiction
divides the reality into two parallel levels, one that is maintained from
the traditional lesson and a new level that allows new interactions
among students. The formalization of this difference can be made
introducing the notion of institution with the aim to describe this
new level. The institution adds new powers that are not possible in
a situation without technological devices such as the possibility to
communicate not only with the student seats near by but also with
the students on the other side of the classroom or the possibility to
communicate with the class when we are ill at home or the possibility
to stop the flow of messages among students or the creation of virtual
groups inside the class.

3 POWER AND SOCIAL DEPENDENCE
NETWORKS
We can start formally modeling the humans involved in the system of
Ambient Intelligence as agents in our model. A simple representation
of an agent is characterized by a set of features like the set of goals
that he wants reach, the set of his beliefs and the set of skills that
represent his capabilities. When an agent is put in a system that involves also other agents, he can be supported by the others to achieve
his goals if he is not able to do them alone, thanks to the concept of
power. In a Multiagent system, the concept of power, taken from the
basic notions of Castelfranchi’s social model [8], represents the capability of a group of agents (possibly composed only by one agent)
to achieve some goals (theirs or of other agents) performing some actions without the possibility to be obstructed. The power of a group
of agents can by defined as follows:
G

Definition 1 (Agents’ power) hA, G, power : 2A → 22 i where
A is a set of agents, G is a set of goals. The function power relates
with each set S ⊆ A of agents the sets of goals G1S , . . . , Gm
S they
can achieve.

3.1 Social dependence networks
In order to define the relations that exist between the agents of the
system in terms of goals and powers to achieve these goals, we adopt
the idea of social dependence networks as developed by Conte and
Sichman [13]. In these models, an agent is described by a set of prioritized goals, and there is a global dependence relation that explicates
how an agent depends on other agents for fulfilling its goals. For example, dep({a, b}, {c, d}) = {{g1 , g2 }, {g3 }} expresses that the set
of agents {a, b} depends on the set of agents {c, d} to see to their
goals {g1 , g2 } or {g3 }. For each agent we add a priority order on its
goals, and we say that agent a gives higher priority to goal g1 than to
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goal g2 , written as {g1 } >(a) {g2 }, if the agent tries to achieve goal
g1 before it tries to achieve g2 . In other words, it gives more attention to g1 than to g2 . A social dependence network can be defined as
follows:
Definition 2 (Social dependence networks) A social dependence
network is a tuple hA, G, dep, ≥i where:
• A is a set of agents and G is a set of goals.
G
• dep : 2A × 2A → 22 is a function that relates with each pair
of sets of agents all the sets of goals on which the first depends on
the second.
• ≥: A → 2G × 2G is for each agent a total pre-order on goals
which occur in his dependencies: G1 ≥ (a) G2 implies that
∃B, C ⊆ A such that a ∈ B and G1 , G2 ∈ depend(B, C).
We model a part of the scenario as a social dependence network.
Example 1 Consider the following social dependence network
DP = hA, G, dep, ≥i:
1. Agents A = {E, S, M, P, K} where agent P represents the
teacher and the other agents represent the students and Goals
G = {g1 , g2 , g3 , g4 }
2. The teacher has created two groups for the base level of preparation on the subject Art and the high one. The two groups are
{S, M } and {E, K} where the chosen representatives are agents
E and G.
dep({M }, {S}) = {{g1 }}: agent M depends on agent S to
achieve the goal g1 : to obtain the material sent by the teacher
for its group from his pocket pc.
dep({K}, {E}) = {{g1 }}: agent K depends on agent E to
achieve the goal g1 : to obtain the material sent by the teacher
for its group from his pocket pc.
dep({K, S, M, E}, {P }) = {{g2 }}: agents {K, S, M, E} depend on agent P to achieve goals {g2 }: to communicate with their
own school friends using the pocket pc.
dep({K, S}, {P }) = {{g4 }}: agents {K, S} depend on agent P
to achieve goals {g4 }: to obtain an answer to the question ”Why
artists as Van Gogh or Gauguin are often considered as impressionists?”.
dep({P }, {M, K, S, E}) = {{g3 }}: agent P depends on agents
{M, K, S, E} to achieve the goal g3 : to obtain some feedbacks
via pocket pc on the topic of Post-impressionism.
3. Agents K, M and S have the following pre-order on goals: {g1 } >
(E) {g2 } >(P ) {g4 } and {g1 } >(G) {g2 } and {g1 } >(P ) {g4 }.

3.2 Agent view
The passage from the concept of power to the social dependence networks can be explained using the concept of α-ability, as said by [3].
In fact, the definition of a social dependence network based on the
abilities of agents and goals can be done using the notion of power
as the so called α-ability, that is the capability of a group of agents to
assure a state of affairs, independently from what the other agents do.
This concept, coming from the classical game theory [11], does not
consider the presence of useless agents in the system, so it is necessary to require that all the agents of the system play a profitable role
in the achievement of the set of goals. In general, a dependence concerns the possibility of a group of agents to satisfy goals of agents,
with the condition that in the group all members should be useful
to the fulfillment of goals. After the definition of the relationships

among the agents of the Multiagent system, the next step to perform
is the modeling of the two levels of reality that emerge in a system of
Ambient Intelligence such as by our scenario.
The first level of reality is the one that describes beliefs, goals and
skills of the agent, the real ones. Skills or abilities of a group of agents
(or of a single agent) play a relevant role as regards the power to
achieve goals but power does not consist only of the group’s abilities
to achieve affects. There should also be at least one agent that desires
those effects. In our model, skills can be represented as beliefs common to every agent, about the environment. Another component that
has to be mentioned are the rules, also called effect rules in [3]. The
environment of a multiagent system can be described by a pair of
states, the initial one and the next one. A rule is conditional both on
the initial state and on the actions performed by the agents. The link
between rules and power is given by the concept of goal that contains
rules and is contained in the definition of power. For example, in our
scenario student S1 can have the goal to communicate with student
S3 and student S6 can have the belief that the questions done by the
other students to the teacher are useless. This level of reality can be
called Agent view and can be defined as follows:
Definition 3 (Agent view) hA, F, B, G, X, beliefs : A → 2B goals :
A → 2G , skills : A → 2X , R : 2X → 2G i consists of a set of agents
A, a set of facts F , a set of beliefs B ⊂ F , a set of goals G ⊂ F ,
a set of actions X, a function beliefs that relates with each agent
the set of its beliefs, a function goals that relates with each agent
the set of goals it is interested in, a function skills that describes the
actions each agent can perform, and a set of rules R that relate sets
of actions with the sets of goals they see to.

4 INSTITUTIONAL MECHANISM
The addition of a technological device changes in a relevant way the
relationships among agents, giving a different aspect also to different roles composing an institution. For example, in our scenario we
can recognize three different roles: the role of the teacher that has
more power as regards the other roles, the one of the representative
of a group that is not a common student because he has the power to
communicate to the teacher and, finally, the role of the common student. In a multiagent perspective, roles are instances to be adjoined to
the agents which play the role and they can be called also social roles.
Obligations and permissions are a fundamental feature of normative
positions of roles but, in general, we need also powers to specify normative or institutional positions. For more details, see [4].
The second level of reality is the one that describes public beliefs
and goals of the role played by an agent and represents the institutional level. For example, taking again our scenario, student S3 can
have the public goal to answer to the questions of the students instead of the teacher, so in spite of his private beliefs, he has in his
public ones the utility of the answering to these questions. All the
other students expect that Student S3 will conform to his role otherwise he will be sanctioned or even enforced. At this level becomes
important, as previously said, the role of the agents because to some
roles are associated more powers than to other roles. The role of the
teacher, for example, has the power to change beliefs and goals of
other roles changing the institutional reality. Social institutions are
entities which exist thanks to the collective acceptance of the public
believes and goals and the rules regulating them. A role can not do
any institutional action without the consent of the social entity (the
system in which agents are). The reason is that social entities are not
material ones and depend just on the collective acceptance.
This level, called Institutional view, can be defined as follows:
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Definition 4 (Institutional view)
IV = hRL, IF, RB, RG, IX, beliefs : RL → 2RB , goals : RL →
2RG , skills : RL → 2X∪IX , IR : 2X∪IX × 2RB → 2IF , roles :
RL → Ai consists of a set of role instances RL, a set of institutional
facts IF , a set of public beliefs attributed to roles RB ⊂ F ∪ IF ,
a set of public goals attributed to roles RG ⊂ F ∪ IF , a set of
institutional actions IX, a function beliefs that relates with each role
the set of its public beliefs, a function goals that relates with each
role to the set of public goals it is committed to, a function skills that
describes the institutional actions each role can perform, and a set
of institutional rules IR that relates sets of institutional actions, sets
of facts and institutional facts with the sets of institutional facts they
see to. A function roles assigns a role to its player in A.
The two levels, the public level and the private one have to be
related together. To pass from the Agent view to the Institutional one
we need a function that takes the private beliefs and goals of the agent
and returns the public ones (this function is represented in Figure
2 as the bold arrow from the private level to the public one). The
difference between the two sets of beliefs is not trivial, because there
can be beliefs that remain from the passage from the private set to the
public one, beliefs that disappear from the private set to the public
one and, finally, beliefs that are present only in the public set and not
in the private one. The same considerations can be done for goals.
The difference between the private level and the public one is the
existence of power. An agent can have the power to delete or add
new goals and beliefs in the public sets of another agent such as the
case in which the teacher stops the flow of messages and this action
in our model is represented by a deletion of goals (the goal to send
a message to other students) from the public set of goals of students.
The separation of the sets of public goals and beliefs has the aim to
avoid contradictions between what the agent believes and what it has
to perform (its goals) [1].

and goals, describing what he can do (e.g., authorize to download
material) and should do (e.g., give feedback to the teacher). Our scenario allows to enforce the behavior of the agents in the institution,
for example, by blocking them from making statements which contradict common beliefs, or by performing (virtual) actions which are
not allowed (e.g., taking a turn in the wrong situation).

4.1 Dynamic social dependence networks
The gap between the abstract social dependence network and the detailed institutional model is represented by the absence in the social
dependence networks of the possibility for some roles to add new
dependencies to other agents. We therefore propose an extension of
the social dependence networks called dynamic social dependence
networks as in [7], which cover the most essential property needed
for the institution: the possibility to model the institution and to introduce goals to make agent dependent on them.
Definition 5 (Dynamic social dependence networks) A social dependence network is a tuple hA, G, dep, ≥i where:
• A is a set of agents and G is a set of goals.
G
• dep : 2A × 2A × 2A → 22 is a function that relates with each
triple of sets of agents all the sets of goals on which the first depends on the second, if the third creates the dependency.
• ≥: A → 2G × 2G is for each agent a total pre-order on goals
which occur in his dependencies: G1 ≥ (a) G2 implies that
∃B, C ⊆ A such that a ∈ B and G1 , G2 ∈ depend(B, C).
Dynamic social dependence networks allow so the introduction of
new dependencies thanks to the institutional powers. These powers
are associated to some roles and give them the possibility to change
the dependencies inside the network as can be seen in Example 2.
In fact, these dynamic social dependence networks correspond to a
change of the institutional view.
Example 2 Consider the social dependence network
DDP = hA, G, dep, ≥i of Example 1:

Figure 2.

Representation of the two levels of the reality, the agent one
(private) and the institutional one (public)

In fact, taking our scenario, there are public goals such as the necessity to download the material useful for the lesson sent to the representative by the teacher or to give authorizations to send messages
among students or to answer to the questions send for the teacher.
The agent that represents the teacher has the function of facilitator
and so he has the aim to give the turn to the next student that desires to put a question and eventually to give the task to answer to
these questions to a student. Agents with the role of representative
can have the institutional goal to manage the questions that the members of its group want to send to the teacher while agents with the role
of common students can perform the institutional action that send a
message to a school friend on the other side of the classroom. In this
framework each participant is assigned with a set of public beliefs

1. Agents A = {E, S, M, P, K} and Goals G = {g1 , g2 , g3 , g4 }
2. dep({M }, {S}, ∅) = {{g1 }}: agent M depends on agent S to
achieve the goal g1 : to obtain the material sent by the teacher for
its group from his pocket pc.
dep({K}, {E}, ∅) = {{g1 }}: agent K depends on agent E to
achieve the goal g1 : to obtain the material sent by the teacher for
its group from his pocket pc.
dep({K, S, M, E}, {P }, ∅) = {{g2 }}: agents {K, S, M, E} depend on agent P to achieve goals {g2 }: to communicate with their
own school friends using the pocket pc.
dep({K, S}, {M }, {P }) = {{g4 }}: agents {K, S} depend on
agent M to achieve goals {g4 } if it is created by agent P : to
obtain an answer to the question “Why artists as Van Gogh or
Gauguin are often considered as impressionists?”.
dep({P }, {M, K, S, E}, ∅) = {{g3 }}: agent P depends on
agents {M, K, S, E} to achieve the goal g3 : to obtain some feedback via pocket pc on the topic of Post-impressionism.
3. Agents K, M and S have the following pre-order on goals: {g1 } >
(E) {g2 } > (M ) {g4 } and {g1 } > (S) {g2 } and {g1 } >
(M ) {g4 }.
Figure 3 represents the graphical version of the previous examples
where the bold and gray circles represent the two groups of students
and the arrows the dependencies among agents.
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similar to our one in the establishment of a different level of reality
related to the institution.

6 CONCLUSIONS AND FUTURE WORK

Figure 3. Following examples 1 and 2, old dependencies (bold arcs) are
replaced by new dependencies (dotted arcs) created by agent P.

5 RELATED WORK
The formal model can be extended with the obligations, as done by
Boella and van der Torre [5]. In this work, to model obligations they
introduce a set of norms, associated with each norm the set of agents
that has to fulfill it and what happens when it is not fulfilled. In particular, they relate norms to goals in the following two ways. First,
each norm is associated to a set of goals. Achieving these normative goals means that the norm has been fulfilled; not achieving these
goals means that the norm is violated. They assume that every normative goal can be achieved by the group, that means that the group
has the power to achieve it. The second point is that each norm is
associated to another set of goals which will not be achieved if the
norm is violated, this is the sanction associated to the norm. We assume that the group of agents does not have the power to achieve
these goals, otherwise they would avoid the sanction.
An interesting approach to the application of the notion of institution to multiagent systems is defined in [14]. Electronic Institutions
(EIs) provide the virtual analogue of human organizations in which
agents, playing different organizational roles, interact to accomplish
individual and organizational goals. As in human societies, it seems
necessary the need of regulatory structures establishing what agents
are permitted and forbidden to do. EIs introduce sets of artificial constraints that articulate and coordinate interactions among agents. In
this approach, roles are defined as patterns of behavior and are divided into institutional roles (those enacted to achieve and guarantee institutional rules) and non-institutional roles (those requested to
conform to institutional rules). Like us, the purpose of their normative rules is to affect the behavior of agents by imposing obligations
or prohibitions. This approach is more practical as regards ours indeed they present a set of tools with the aim to support the engineering of MAS as electronic institutions.
Another approach to EIs is given by [6]. In this approach they propose the use of 3D Virtual Worlds to include humans into software
systems with a normative regulation of interactions. Their methodology has two independent phases: the specification of the institutional
rules and the design of the 3D Interaction environment. The normative part can be seen as defining which actions require an institutional
verification assuming that any other action is allowed. Inside the 3D
Interaction Space, an institution is represented as a building where
the participants are represented as avatars. Once they enter the building their actions are validated against the specified institutional rules.
Norms determine the consequences of user actions that are modeled
as commitments and these commitments may restrict future activities of the users. In the last two works, unlike us, the methodology
is applied to an practical approach without a formal definition of the
concept of institution and a description of its dynamics while they are

We have observed as the possibility of interaction increases in a scenario of Ambient Intelligence thanks to the technological devices.
The new level of reality that is established by the use of the technological device has been described thanks to the concept of institution.
To model this level of reality institutions and dynamic dependencies,
represented in social networks, are used because they are public. We
have presented our framework using as basis an example of scenario
from Ambient Intelligence. We have defined the concept of power
in a Multiagent system, used to model the reality of our scenario.
We have represented the dependencies that the power sets in the system using social dependence networks. We have formalized the concept of institution, relating it with the one of power to give a more
complex and realistic model of the reality. The description of the
dynamism of this new level is done with the formalization of an evolution of social dependence networks, called dynamic social dependence networks that represent the changes that institutional powers
carry to dependencies. Presently we are working on the definition of
a dynamic model of the institutional view to represent the changes
in the dependencies with the application of institutional actions. We
are also defining some measures on social dependence networks and
their variations with the previously cited dynamics. Finally, we are
working on a model that relates this type of power based on the institutions with the one based on norms to represents obligations and
on the application of our results to the social concept of conviviality
as in [7].
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ABSTRACT
In this paper we study tools for conviviality to develop user-friendly
multiagent systems. First, we show how to use the social-cognitive
concept of conviviality in multiagent system technology by relating
it to agent power and social dependence networks. Second, we define conviviality masks as transformations of social dependencies
by hiding power relations and social structures to facilitate social
interactions. Third, we introduce dynamic dependence networks
to model the creation of conviviality using conviviality masks. We
illustrate the use of conviviality masks with a multiagent teleconferencing application for virtual worlds.

Categories and Subject Descriptors
I.2 [Artificial intelligence]: Distributed artificial intelligence—Multiagent systems

General Terms
Agent theory, human factors

Keywords
Dependence networks, conviviality, virtual worlds

1. CONVIVIALITY MASKS
Conviviality is concerned with user-friendliness, and it is often
identified with it. For example, one of the four themes of the European Community fifth framework program was entitled the “societe
de l’information conviviale” (1998-2002) [10], which was translated as “the user-friendly information society.” This translation
refers to the popular definition of a convivial place or group as one
in which individuals are welcome and feel at ease, but it ignores the
scientific literature in human-computer interaction on tools for conviviality [7]. For a further discussion on the concept of conviviality
and its use in computer science, see [4].
A drawback of identifying conviviality with user-friendliness is
that “user-friendly” seems to emphasize the relation between user
and machine, whereas the “use” of machines is typically associated
with a concept called “affordance” and “conviviality” is concerned
with social relations among users. For example, Wu [11] distinguishes among “affordance,” “user-friendly” and “conviviality” to
Cite as: Conviviality Masks in Multiagent Systems (Short Paper), P. Caire,
S. Villata, G. Boella, L. van der Torre, Proc. of 7th Int. Conf. on Autonomous Agents and Multiagent Systems (AAMAS 2008), Padgham,
Parkes, Müller and Parsons (eds.), May, 12-16., 2008, Estoril, Portugal, pp.
XXX-XXX.
Copyright c 2008, International Foundation for Autonomous Agents and
Multiagent Systems (www.ifaamas.org). All rights reserved.

define good qualities of interaction with users in a system. If userfriendliness is interpreted as interaction between user and machine,
then it refers typically to ergonomics standards and usability rules.
Conviviality concerned with social relations among users is used in
areas such as adaptive systems, augmented cognition and ambient
intelligence [3].
In this paper we are interested in the social aspects of user-friendly
systems and thus in conviviality. The research question of this paper is as follows.
How to model and measure the creation of conviviality
in multiagent systems?
Multiagent systems technology can be used to realize tools for
conviviality. Tools for conviviality are concerned in particular with
dynamic aspects of conviviality, such as the emergence of conviviality from the sharing of properties or behaviors whereby each
member’s perception is that their personal needs are taken care
of [7], or Ashby’s observation that enforcing conviviality for the
majority reinforces non-conviviality for a minority [1]. Illich defines conviviality as “individual freedom realized in personal interdependence” [7]. We therefore model it using dependence networks [5, 8], representing on which agents and agent depends to
fulfill its goals. An agent depends on a set of agents to fulfill one
of its goals, when the set of agents has the power to fulfill the goal.
We define conviviality masks based on Taylor’s idea that conviviality “masks the power relationships and social structures that
govern societies.” [9]
A conviviality mask is a transformation of social dependencies by hiding power relations and social structures to facilitate social interactions.
We use a teleconferencing system for virtual worlds to illustrate
conviviality masks, because such meetings are a rich source of nonconvivial situations, which can be modeled using social dependencies among agents. E.g., meetings may not be convivial if participants fear to post comments, when they are not able to get their
turn to talk, or when the discussion diverges due to irrelevant goals
of the participants.
The conviviality literature discusses many definitions and relations with other social concepts, which we do not introduce in the
formal model in this paper, referring to qualities such as trust, privacy and community identity. Also, in this paper we do not consider Polanyi’s notion of empathy, which needs trust, shared commitments and mutual efforts to build up and maintain conviviality.
The layout of this paper is as follows. In Section 2 we introduce
dynamic dependence networks to model conviviality masks for the
creation of conviviality and we discuss how to measure conviviality
in such networks. In Section 3 we discuss the example.
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2. DYNAMIC DEPENDENCE NETWORKS
2.1 Formalization
To model Illich’ notion of personal interdependence, we start
with dependence networks developed by Conte and Sichman [8].
D EFINITION 1 (D EPENDENCE NETWORKS ). A dependence
network is a tuple hA, G, dep, ≥i where:
• A is a set of agents
• G is a set of goals
G

• dep : 2A × 2A → 22 is a function that relates with each
pair of sets of agents all the sets of goals on which the first
depends on the second.
• ≥: A → 2G ×2G is for each agent a total pre-order on goals
which occur in his dependencies: G1 ≥ (a)G2 implies that
∃B, C ⊆ A such that a ∈ B and G1 , G2 ∈ depend(B, C).
To model conviviality masks that introduce goals to make agent
dependent on them, we introduce dynamic dependence networks.
The dependence relations among agents can change in time due
to the actions of agents. Dynamic dependence networks therefore
extend dependence networks with the power of agents to create a
dependency in the network.
D EFINITION 2 (DYNAMIC DEPENDENCE NETWORKS ). A dynamic dependence network is a tuple hA, G, dyndep, ≥i where:
• A is a set of agents
• G is a set of goals
G

• dyndep : 2A ×2A ×2A → 22 is a function that relates with
each triple of sets of agents all the sets of goals on which the
first depends on the second, if the third creates the dependency.
• ≥: A → 2G ×2G is for each agent a total pre-order on goals
which occur in his dependencies: G1 ≥ (a)G2 implies that
∃B, C ⊆ A such that a ∈ B and G1 , G2 ∈ depend(B, C).

and structure of interagent dependencies is also a measure for the
environment facilitating the emergence of coalitions. Dependence
networks have been used to define potential reciprocity based coalitions [2], which are sets of agents together with a subset of the dependencies for these agents, such that each agent contributes something and receives something from the coalition.
D EFINITION 3 (R ECIPROCITY BASED C OALITION ). Given a
dependence network hA, G, dep, ≥i, a reciprocity based coalition
is represented by coalition C ⊆ A together with dependencies
dep′ ⊆ dep, such that for each agent a ∈ C we have ∃G, B, D with
G ∈ depend(B, D) such that a ∈ D (agent a contributes something) and ∃G, B, D with G ∈ depend(B, D) such that a ∈ B
(agent a receives something from the coalition).
The definition can be extended to dynamic dependence networks,
and the priority relation can be taken into account to define preferred reciprocity based coalitions. Like conviviality, coalitions
emerge from sharing of properties or behaviors whereby each member’s perception is that their personal needs are taken care of [2].

2.3

Conviviality measures

The conviviality measure starts from the number of dependencies presents in the dependence network that represent the system.
This measure is low if there are few dependencies among agents:
few coalitions become possible. However, the number of dependencies is not the only relevant measure, but also their distribution
must be considered.
• Whether a dependence can allow an agent to enter a coalition, since he has some power which allows him to reciprocate.
• Whether the powers and dependencies are distributed on different sets of agents or not. In the first case, the risk of an
unconvivial environment increases.
To increase this measure, there are several ways in which we
can add powers creating new dependencies change a non convivial
dependence network into a convivial one, such as the following.

The three place dependence relation reflects that the goals or
powers of the agent are conditional and can be changed. In the dynamic dependence network, agents have the power to see to goals
and to create new goal dependencies. The power to create goal dependencies combines the power to create goals, the power to create
new powers, and the power to change the priority relation.

• If an agent is dependent on a set of agents for a given goal,
it could be made dependent for this goal also on other sets
of agents. In this way his negotiation power for entering a
coalition increases [2].

2.2 Reciprocity and coalitions

• If an agent is dependent on a set of agents, powers can be
added to him to make him independent.

The power to change the goals of an agent allows to increase
the conviviality of the dependence network due to the conviviality
mask. The powers can be used in a positive way, with the aim to
increase conviviality. However, they can be used also to decrease
conviviality, by adding and removing goals and powers. Moreover,
conviviality decreases dependencies in the sense that certain goals
can be made irrelevant, or new skills can be assigned to agents to
make them independent. This raises the question how to measure
conviviality.
The degree of conviviality is related to reciprocity and coalition,
because in a convivial space agents cooperate more easily with
each other. Moreover, conviviality emerges more easily if there
is the possibility of reciprocity. Consequently, the amount of interagent dependencies is a measure for conviviality. The amount

• If an agent is dependent on a set of agents, powers can be
added to him to make those agents dependent on him.
• Powers can be removed from agents who are too independent
to make them dependent.
• Goals can be added to independent agents to make them dependent on other agents.
During this measurement, we have to consider real and institutional powers at the same time, because both contribute to conviviality [4].
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3. EXAMPLE
Consider a teleconferencing house on Second Life, as they are
now emerging, where each person is represented by an agent and
visualized by an avatar. Multiagent institutions or organizations
are used to realize the above solutions to achieve conviviality by
defining roles with their powers and responsibilities and realize the
standard solutions. For example, a role of the Delphi method is that
of “facilitator" coordinating the method and arbitrating the meeting,
or so-called “rathole watchers” who have the power to take the turn
if the discussion is diverging. Each agent has real abilities such
as the use of language or the possibility to download material like
pictures, as well as institutional powers such as the power to delete
comments of other agents, the power to give the turn or, on the
contrary, to revoke the turn (the functions that have this powers can
be called rathole, as in real panels), the power to give an obligatory
invitation to an agent, the power to give the permission to download
some material from other agents, the power to give a restriction on
parallel communication, or the power to assign or to match tasks. If
an agent has the goal to delete a comment, he depends on the agent
who has the power to do so.

Figure 1: Following example 2, old dependencies (bold arcs) are
replaced by new dependencies (dotted arcs) created by agents
E and G. Notice that goal names do not change.

3.1 Dynamic dependence network
E XAMPLE 1. Consider the following dependence network
DP 1 = hA, G, dep1 , ≥i:
1. Agents A = {E, G, M, P, K}
2. Goals G = {g1 , g2 , g3 , g4 , g5 , g6 , g7 }
3. dep1 ({M }, {K}) = {{g4 }}: agent M depends on agent K
to achieve the goal g4 : knowledge on financial mathematics
dep1 ({K}, {M }) = {{g1 , g2 }}: agent K depends on agent
M to achieve goals {g1 , g2 }: the availability of financial
resources and knowledge on marketing
dep1 ({K}, {P }) = {{g1 }}: agent K depends on agent P
to achieve the goal g1 : the availability of financial resources
dep1 ({P }, {M, K, G, E}) = {{g3 }}: agent P depends on
agents {M, K, G, E} to achieve the goal g3 : to understand
the conversation that has to be in English
dep1 ({E}, {P }) = {{g6 }}: agent E depends on agent P
to achieve the goal g6 : knowledge on human resources
dep1 ({K, E}, {G}) = {{g5 }}: agents {K, E} depends on
agent G to achieve the goal g5 : material supply
4. Agent K prefers the availability of financial resources to material supply or to getting help on marketing: {g1 } >(G)
{g5 } >(M ) {g2 }
Moreover, consider the following dependence network
DP2 = hA, G, dep2 , ≥2 i:
1. dep2 = dep1 together with
dep2 ({M }, {E}) = {{g7 }}: agent M depends on agent E
to achieve the goal g7 : to read the technical report

Example 2 illustrates that a dynamic dependence network can
represent various static networks, by representing the two networks
in Example 1 into a single dynamic dependence network.
E XAMPLE 2. Consider the following dynamic dependence network DDP = hA, G, dyndep, ≥i:
1. Agents A = {E, G, M, P, K}
2. Goals G = {g1 , g2 , g3 , g4 , g5 , g6 , g7 }
3. dyndep({M }, {K}, ∅) = {{g4 }}: agent M depends on
agent K to achieve the goal g4 : knowledge on financial
mathematics
dyndep({M }, {G}, {E}) = {{g7 }}: agent M depends on
agent G to achieve the goal g7 if it is created by agent E: to
read the technical report
dyndep({K}, {M }, ∅) = {{g1 , g2 }}: agent K depends on
agent M to achieve goals {g1 , g2 }: the availability of financial resources and knowledge on marketing
dyndep({K}, {P }, ∅) = {{g1 }}: agent K depends on agent
P to achieve the goal g1 : the availability of financial resources
dyndep({P }, {M, K, G, E}, ∅) = {{g3 }}: agent P depends
on agents {M, K, G, E} to achieve the goal g3 : to understand the conversation that has to be in English
dyndep({E}, {P }, ∅) = {{g6 }}: agent E depends on agent
P to achieve the goal g6 : knowledge on human resources
dyndep({K}, {E}, {G}) = {{g5 }}: agent K depends on
agent E to achieve the goal g5 if it is created by agent G:
material supply

dep2 ({G}, {M }) = {{g1 }}: agents {G} depends on agent
M to achieve the goal g1 : the availability of financial resources

4. Agent K prefers the availability of financial resources to getting help on marketing: {g1 } >(E) {g5 } >(M ) {g2 }
Agent M prefers to read the technical report to getting help
on financial mathematics: {g7 } >(K) {g4 }

Conviviality masks are a mechanism to turn dependence network
DP1 into the dependence network DP2 . For example, without the
mask agent G does not depend on other agents, whereas others
depend on him, and it will therefore be difficult to motivate him to
participate in a convivial way.

E XAMPLE 3. In dependence network hA, G, dep1 , ≥i there is
no potential reciprocity based coalition including agent G, because
agent G does not depend on his colleagues so it does not participate
in a coalition. Thanks to the conviviality mask, there is a coalition
{M, K, P, G, E} in dependence network hA, G, dep2 , ≥i.
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3.2 Conviviality

4.

Professional meetings are a good source for non-convivial situations in the sense of lack of positive relations among the participants. For example, suggestions from younger employees may not
be taken in consideration, a boss may not allow diverging opinions, maybe exploiting that employees fear retaliation for disagreeing with him, tasks and aims of the meeting may be unclear, also
due to fear of participants to be mocked, discussions may tend to
go into side-issues without important decisions being made, and
so on. Standard solutions for these examples distribute speaking
time evenly by a protocol defining speaker, speaker time, turn taking and so on, allow the possibility to post anonymous comments
using group decision software, make common agreements explicit
using a blackboard, coordinate the meeting using an agenda containing the tasks, increase visibility, awareness and accountability
by distributing the physical space to help social interaction [6], or
introduce efficient decision making using management protocols
like the Delphi method. These solutions may be seen as a conviviality mask in the sense that they change the social dependencies
among agents such that a more convivial situation emerges.
Various aspects of conviviality are present in our example. The
agents involved in the panel depends each other both for real dependencies (real goal of the agent) and for institutional dependencies
but with the possibility to realize individual freedom. The emphasis on “community life and equality rather than hierarchical functions” [7] is represented by the anonymity giving a wide degree of
freedom both to express the own personal opinion and to interrupt
the turn of an agent – including the boss. Moreover, the system can
assign to a specific agent a role, for example the one of facilitator if
it “knows" that the agent will occupy this position in a good way or
it can assign to him a role devoid of powers if the agent had an incorrect behavior. The public level of the institution is a conviviality
mask, regulated by norms, giving a sense of security.
We aim to manage the degree of conviviality creating new dependencies that increase it, involving those agents that previously
do not participate to the conviviality of the network. Thus, we allow to add or delete goals from the set of public goals of agents.
For example, an agent who has some ability, e.g., he knows some
technical information, feels excluded since none is depending on
him and thus going to ask advice to him. The coordinator could put
on the agenda of other agents the goal to know such information,
making him dependent on the agent who feels unease.
Concerning powers, for example it could be necessary to disable
the possibility that an agent speak a language such as French that is
not understood by all the other agents, to avoid the formation of a
majority which excludes the other or could be necessary to exclude
an agent from the meeting disabling the possibility to intervene.
Besides removing powers, it is possible to assign new powers. For
example, an agent can be assigned the power of deciding who is
speaking in the next turn. All agents who want to talk will depend
on this agent.
When dynamic dependence networks are extended with beliefs,
also other dimensions can be modeled. For example, if there are
common beliefs previously decided, the coordinator has to put these
beliefs in the set of beliefs of all the agents as for a due date for a
delivery. If an agent has a belief that is completely irrelevant due
to the conversation topics such as the possibility to put a time limit
decided by the government, the coordinator can delete this belief.
Obviously the agent may be not convinced privately, but as long as
he participates to the meeting he has to behave consistently with
this belief. Advanced software could even prevent that he communicates information which is inconsistent with the public beliefs.

Conviviality is a social-cognitive concept which can be used in
agent theory to realize requirements on user-friendly systems, to
ensures that considerations on the user-friendliness of multiagent
systems get the same importance and considerations on the functionality of the system, to model organizations and communities,
emphasizing the social side of them as well as their legal side, and
to take the inherent threads of conviviality into account when developing user-friendly multiagent systems. We therefore show how the
concept of conviviality can be related to existing social-cognitive
concepts in agent theory such as dependence networks, power and
coalitions, based on Taylor’s idea that conviviality a conviviality
mask is a transformation of social dependencies by hiding power
relations and social structures to facilitate social interactions. We
propose a minimal extension to dependence networks called dynamic dependence networks, that can model conviviality masks.
We use a teleconferencing system for virtual worlds to illustrate
conviviality masks and the dynamic dependence networks.
Topics for further research are the role of institutions to enforce
conviviality masks [4], and the use of our formal conviviality model
in agent oriented software methodologies to develop user-friendly
multiagent systems. The measures introduced in this paper are a
first step to define such a methodology.

5.

SUMMARY
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Abstract
Abstract
Social viewpoints become more popular in multiagent
systems, since the representation of multiagent systems as,
for example, social networks, dependence networks, organizations, or normative systems, focusses on the interactions
among the agents and facilitates the development of interaction mechanisms, agreement technologies or adaptive organizations. Boella et al. [1] formally define social viewpoints
on MAS, and relate views of these viewpoints to each other
using abstraction and refinement relations. For example, a
detailed BDI model can be abstracted to a dependence network as used in early requirements analysis in Tropos [4].
In related work, they show how to use these formal representations to define criteria for coalition formation [2], or
measures for multiagent systems inspired by social network
analysis, such as the social importance of an agent in a system [3]. However, they consider only absolute goals and
static dependence networks. This prevents from modelling
more adaptive situations, where for example a coalition dynamically self adapt to a situation.
In this paper we therefore address the following three
problems to introduce self adaptability in Boella et al. ’s
social viewpoints on multiagent systems: How to define a
dynamic dependence network for agents with conditional
goals? Which kind of powers can be distinguished in a dynamic dependence network? How to define self adaptive
coalitions for dynamic dependence networks?
Like Boella et al. [1], we use the simplest representation
possible to relate the views. For example, we do not consider actions, tasks, planning, or resources. Moreover, we
follow Boella et al.’s terminology and call the four viewpoints respectively the mind view, the power view, the dependence view, and the coalition view.
In planning, goals are given. Therefore, many models
define the goals of a set of agents A by a function goals :
A → 2G , where G is the complete set of goals. However,
in many agent programming languages and architectures,
goals are conditional and can be generated. We therefore

extend the mind view of [1] with conditional goals.
Definition 1 (Mind view) is represented by the tuple
hA, G, X, goals : A × 2X → 2G , skills : A → 2X , R :
2X → 2G i where A is a set of agents, G is a set of goals,
X is a set of decisions and R is a set of rules.
Example 1 (See Figure) A = {a1 , a2 , a3 , a4 , a5 } and G =
{g1 , g2 , g3 , g4 } and X = {x1 , x2 , x3 , x4 , x5 };
goals({a1 }, ∅) = {g1 }, goals({a3 }, ∅) = {g2 },
goals({a5 }, {x1 , x3 }) = {g3 }, goals({a5 }, {x5 }) =
{g3 }, goals({a2 }, {x1 }) = {g4 };
skills(a1 ) = {x1 }, skills(a2 ) = {x2 }, skills(a3 ) =
{x1 , x3 }, skills(a4 ) = {x5 }, skills(a5 ) = {x4 };
R({x4 })={g1 , g2 }, R({x2 })={g3 }, R({x1 , x3 })={g4 };
With conditional goals, two kinds of powers can be distinguished: to trigger a goal, and to fulfill it.
Definition 2 (Power view) is represented by the tuple
hA, G, power − goals : 2A → 2(A×G) , power : 2A → 2G i
A set of agents B has the power to see to it that agent a
has the goal g, written as (a, g) ∈ power −goals(B), if and
only if there are a set of decisions of B such that g becomes
a goal of a. A set of agents B has the power to see to goal
g if and only if there are a set of decisions of B such that g
is a consequence of it.
Definition 3 hA, G, power-goals, poweri is an abstraction from hA, G, X, goals, skills, Ri if and only if:
• (a, g) ∈ power-goals(B) if and only if Y =
∪{skills(b) | b ∈ B} such that g ∈ goals(a, Y ), and
• g ∈ power(B) if and only if ∃Y ⊆ skills(B) such
that g ∈ R(Y ).
Example 2 A = {a1 , a2 , a3 , a4 , a5 } and G =
{g1 , g2 , g3 , g4 }; power-goals(∅) = {(a1 , g1 ), (a3 , g2 )},
power-goals({a3 }) = {(a5 , g3 )}, power-goals({a4 }) =
{(a5 , g3 )}, power-goals({a1 }) = {(a2 , g4 )};
power({a5 }) = {g1 , g2 }, power({a3 }) = {g4 },
power({a2 }) = {g3 };
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H ∈ dyndep(a, B, D), then the set of agents D is committed to create the dependency, and the set of agents B is
committed to see to the goals H of agent a. The rationality constraints on reciprocity based coalitions are that each
agent contributes something, and receives something back.
Definition 6 (Reciprocity based Coalition) Given a dynamic dependence network hA, G, dyndepi, a reciprocity
based coalition is represented by coalition C ⊆ A together
with dynamic dependencies dyndep0 ⊆ dyndep, such that

Due to the power to create goals, dependence relations
are no longer static but can be created by the agents. We
therefore have to extend the dependence networks developed by Conte and Sichman [5] to dynamic ones.
Definition 4 (Dynamic dependence view) A dynamic dependence network is a tuple hA, G, dyndepi where A and
G
G are as before, and dyndep : A × 2A × 2A → 22 is a
function that relates with each triple of a agent and two sets
of agents all the sets of goals on which the first depends on
the second, if the third creates the dependency.
Abstracting power view to a dynamic dependence network can be done as below. Here, the creation of a dynamic
dependency is based only on the power to create goals. In
other models, creating a dependency can also be due to creation of new skills of an agent.
Definition 5 hA, G, dyndepi
is
an
abstraction
of
hA, G, power-goals, poweri,
if
we
have
dyndep(a, B, C, H) iff 1) ∀g ∈ H : (a, g) ∈
power-goals(C), and 2) H ⊆ power(B).
Example 3 A = {a1 , a2 , a3 , a4 , a5 } and G =
{g1 , g2 , g3 , g4 }; dyndep(a1 , {a5 }, ∅) = {{g1 }},
dyndep(a3 , {a5 }, ∅) = {{g2 }}, dyndep(a2 , {a3 }, {a1 }) =
{{g4 }}, dyndep(a5 , {a2 }, {a3 }) = {{g3 }},
dyndep(a5 , {a2 }, {a4 }) = {{g3 }};
We combine these two abstractions, abstracting mind
view to a dynamic dependence network as follows.
Proposition 1 hA, G, dyndepi is an abstraction of
hA, G, X, goals, skills, Ri, if we have dyndep(a, B, C, H)
iff 1) ∃Y ⊆ skills(C) such that H ⊆ goals(a, Y ), and 2)
∃Y ⊆ skills(B) such that H ⊆ R(Y )
Finally, we define reciprocity based coalitions for dynamic dependence networks. Like Boella et al [1], we represent the coalition not only by a set of agents, as in game
theory, but as a set of agents together with a partial dynamic dependence relation. Intuitively, the dynamic dependence relation represents the “contract” of the coalition: if

• if ∃b, B, D, H with H ∈ dyndep0 (a, B, D) then a ∈
C, B ⊆ C and D ⊆ C (the domain of dyndep0 contains only agents in coalition C), and
• for each agent a ∈ C we have ∃b, B, D, H with
H ∈ dyndep0 (b, B, D) such that a ∈ B ∪ D (agent
a contributes something, either creating a dependency
or fulfilling a goal), and
• for each agent a ∈ C ∃B, D, H with H ∈
dyndep0 (a, B, D) (agent a receives something from the
coalition).
Example 4 Figure 1 shows the formation of C =
{a1 , a2 , a3 , a5 }. Agent a4 is excluded from C because it
has a power-goal (the same as a3 ) but he does not depend
on any agent in C.
We define dynamic dependence networks by making the
dependence relation conditional to the agents that have the
power to create the relation. In such a dynamic dependence
network we distinguish two kinds of power, not only to fulfill goals as in static networks but also the power to create
dependencies. Coalitions are defined by a kind of “contracts” in which each agent both contributes to and profit
from it: the coalition can self adapt to the situation by exploiting - via goal triggering - the dynamics of dependence
networks to exploit opportunities which are not currently
present.
Subjects of further research are the use of our new theory for coalition formation. For example, when two agents
can make the other depend on itself and thus create a potential coalition, when will they do so? Do these new ways
to create coalitions make the system more efficient, or more
convivial? Moreover, new measures have to be defined for
the dynamic dependence networks, where we may find inspiration in dynamic social network analysis.
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Abstract
In this paper is we apply insights from mechanism design to the design of agent interaction protocols. We show how this allows
us a more flexible approach to the design of
agent interaction protocols. By way of an
analysis of a dialogue game from the literature we show how a protocol with many constraints on the moves allowed can be replaced
by one in which we relax the rules, but make
stronger assumptions on the type of participant that is involved in the dialogue. We can
then use techniques from game theory and
mechanism design to show that many of the
constraints in the original protocol can be derived as properties of rational behavior.

1

Introduction

Mechanism design is the art of designing a protocol
to achieve some desirable outcome. For example, a
protocol must be shown to terminate, or produce a
fair outcome for all participants. This is achieved by
setting up a structure in which each participant has
an incentive to behave in such a way that the desired
outcome is reached. If this is so, the protocol is said
to implement the desired outcome.
The protocol must implement the desired outcome for
all potential participants, and usually few assumptions
are made about these participants. That means that
the resulting mechanism must place relatively strong
constraints on the behavior of players – that is, limit
the moves allowed – to force a wide range of types of
players to behave in the intended way.
In some cases, however, we may not be able or want to
enforce strict protocol rules, but we are in a position to
make strong assumptions on the type of participants in
the protocol. To give a very simple example: suppose
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the game is tic-tac-toe, and we want to implement a
mechanism such that the game will always end in a
draw. One way to enforce a draw for all player types
is to simply forbid all moves that let either player win.
But if we make certain assumptions on the players –
that they want to win, that they have enough reasoning capabilities to reason about all possible outcomes
– we do not need to impose any extra rules: with such
players, we already know that they will play in such a
way that the result is a draw.
This situation – less rules, more knowledge about
player types – is of particular interest in interaction
and communication protocols. In an open environment participants can not be assumed to share a complete and fixed interaction protocol. So researchers are
looking for more open or flexible approaches to agent
interaction (Yolum and Singh, 2002; Mazouzi et al.,
2002). For each interaction purpose, agents may for
example download partial protocols from a repository,
and jointly construct more complex protocols to suit
their needs. Alternatively, designers may develop context dependent protocols, to be selected at runtime.
In such scenarios, an important parameter to select
appropriate (components of) protocols will be the dialogue type, such as negotiation, information seeking,
or debate (Walton and Krabbe, 1995, p 65).
We can use the fact that participants want to engage
in an interaction in a specific role to make assumptions about their expectations and preferences about
the outcome of the interaction. We show in this paper how we can use such assumptions to predict the
behavior of the participants in one particular example.
To illustrate this idea, we take a relatively restricted
protocol for persuasion dialogue from the literature
(Mackenzie, 1979), and show how many of the dialogue rules need not be explicitly imposed, but can be
derived as properties of rational behaviour, given certain assumptions about the preferences of the players
based on their roles. The purpose of the paper is to
demonstrate the feasibility of this approach.
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In section 2 we review some basic definitions from
mechanism design. In section 3 we define and discuss our mechanism for persuasion dialogue, and show
how it implements many of the rules from Mackenzie
(1979). The paper ends with a comparison with similar research, and some ideas for future work. Details
about the proofs can be found in the appendix.

We can use tools from game theory to predict how
rational players – with specific preferences – will behave within a protocol. Even if game theory does not
give us a general answer to the question what a rational player will do in any kind of strategic situation, it
does give us a number of solution concepts: ways of
defining what constitutes rational behavior in a given
situation.

2

Without claiming that this is the most appropriate
notion, in this paper, we will use what is perhaps the
most famous among these solution concepts: the notion of a Nash Equilibrium. A suitable alternative solution concept would be survival after iterated elimination of dominated strategies. Like dialogues, this
solution concept is constructive: it partly depends on
how the outcome is reached. For players with bounded
rationality, only outcomes that can actually be constructed are relevant. Despite this apparent suitability,
we have selected the Nash equilibria solution concept
for this paper, because it is well known, and relatively
easy to make illustrative proofs.

Basic definitions

We start with a quick review of a number of standard
definitions from game theory and mechanism design,
adapting terminology to suit our purposes.
A protocol (or mechanism) is essentially a game frame,
in which a number of participants can choose, alternately, one of a set of available moves until a certain
outcome is reached. Specific participants will have
preferences over these outcomes, and a protocol together with a specification of these preferences defines
a game.
Definition 1 (Protocols)
A protocol P is a tuple (S, −→, s0 , roles, τ ) where
(S, −→, s0 ) is a tree with s0 as its root, roles a set
of roles, and τ is a turn-taking function which assigns
to each non-final state s an element from roles. Intuitively, it is the player of the role τ (s) that is to choose
among the branches leaving s.
An outcome in P is a maximal path in P .
A preference order (or type) for a protocol P is total
ordering on its outcomes. We write s r s′ if the
player in role r prefers s over s′ .
A role specification (or type space) Θ = (θr )r∈roles is a
set of preference orderings θr for each role r.

A protocol together with a role specification can be
seen as a game of imperfect information. We assume
that the players know their own preferences, but know
no more about that the preferences of the other players as is given by the role specification. And we assume that all of this is common knowledge. We diverge somewhat from standard practice in game theory by identifying outcomes with paths in the game.
In mechanism design it is useful to identify a set of
outcomes that are independent of the structure of the
game itself. As we are interested in communication
games, we are also interested in the way the outcome
is reached, and we have taken a shortcut by defining
outcomes by plays in the game itself. In terms of the
persuasion dialogue that we will introduce later: we
are interested in the speech acts that are made during
the dialogue just as much as in the final commitments
of the players.
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Definition 2 (Game Theory) Let G be a protocol,
Θ a role specification.
A strategy σr for role r is a function that assigns to
each θr ∈ Θr and each state s in G such that τ (s) = r,
a move in s (that is, a successor state of s).
A strategy profile σ is a tuple of strategies, one for each
role. Given a specific preference profile θ ∈ ×r∈roles Θ,
a strategy profile determines a unique maximal path in
the game, and we write outcome(σ(θ)) for this value.
Moreover, since σ defines a choice in each non-terminal
node, it identifies a unique outcome given any state in
the tree: we write outcome(σ, s) for that path.
We say that a strategy σr is a best response in a strategy profile σ iff for all θ ∈ Θ, and for all strategies τr
for r, the outcome of σ given θ is at least as preferred
by r as as the outcome, given θ, of the strategy profile
σ[r/τr ] obtained by replacing σr in σ by τr .
A strategy profile is a Nash equilibrium in a game G
just in case each strategy in the profile is a best response.
We write τ [r/σr ] for the strategy profile that results if
we replace the strategy τr for r in τ by σr .

A social choice function takes a preference profile and
returns the desired outcomes. An implementation of
such a function is a mechanism that is set up in such
a way that the best strategies – according to some solution concept taken from game theory proper, such
as Nash Equilibrium, or survival after iterated elimination – for the individual players gives the desired
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result. The idea is that the mechanism implements
the function in the sense that it is in player’s best interest to behave in such a way that the intended result
is obtained.
Definition 3 (Implementation) We say that a protocol P implements a certain property X for a role
specification Θ just in case for each strategy profile
θ ∈ Θ and each Nash Equilibrium σ, the play generated by σ(θ) has the property X.

Now, usually, mechanism design is concerned with
finding protocols that are ‘robust’ in the sense that
they implement a given social choice function within
large classes of preference profiles. In our dialogue system above, we take a somewhat orthogonal approach:
given a relatively unconstrained mechanism, we try
to relate assumptions about preferences of the players
with desired properties over the outcomes.

3

Persuasion Dialogue

In this section, we apply our approach to persuasion
dialogues. A persuasion is characterized by a conflict of opinions between the proponent and the opponent of a claim. The purpose of the participants is
to resolve the conflict by persuading the other party
to give up their opinions. Protocols, or dialogue systems, for argumentation, persuasion or debate have
been discussed extensively, originally in the literature
on rhetoric and law (Hamblin, 1970; Mackenzie, 1979;
Walton and Krabbe, 1995), but increasingly also by researchers interested in agent communication (Parsons
et al., 1998; McBurney and Parsons, 2002). For a recent review of formal dialogue systems for persuasion,
we refer to Prakken (2006).
3.1

Mackenzie’s dialogue system

We take the existing argumentation system of Mackenzie (1979), and show how some of its structural dialogue rules can be replaced by assumptions on the
player’s preferences. We selected Mackenzie because
it is a ‘classic’ in the field of argumentation theory.
The system contains explicit structural rules, and can
therefore be seen as a relatively restricted protocol.
This makes it suitable for our experiment.
Mackenzie (1979) defines rules for a dialogue game
in which two participants have a limited number of
locutions available: statements, questions, answers,
challenges, withdrawals and a kind of defense move.
MacKenzie’s definitions are two-fold: he defines the
effect that each locution has on the set of commitments of each of the players, and he defines a number
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of rules that specify at which point a certain locution
may or may not be used.
Unlike many contemporary dialogue systems for persuasion, statements in Mackenzie’s system do not only
affect the commitments of the speaker, but also – implicitly – those of the hearer. This is called the principle of ‘silence means consent’. The hearer can only
avoid making such tacit commitments by challenging
the speaker, or explicitly withdrawing the commitment. Moreover, the system is designed to avoid the
fallacy of “begging the question”, which occurs when
(i) in order to know some premiss of the argument,
one must already know the conclusion, or (ii) when
one participant asks the other to grant him a premiss
which involves the topic under dispute. According to
an earlier paper by ?, begging the question could only
be avoided by requiring dialogues to be ‘cumulative’:
once a proposition has been established, it remains so.
Mackenzie’s dialogue system is designed to show them
wrong: it is non-cumulative, but avoids begging the
question.
Although we try to stay as close as possible to
MacKenzie’s original system, we have adapted his definitions. Our aim here is to show that, if we add certain
assumptions about the preferences of the dialogue participants, we can make do without the rules, and derive them instead as properties of rational behavior. In
other words, we show how many of MacKenzies rules
can be implemented in a relatively liberal protocol together with a specification of a number of reasonable
constraints on the preferences of the players.
3.2

Dialogue Protocol

In the dialogue protocol that we are defining, two players, Ann and Bob, alternatingly choose from a limited
number of locutions. Ann starts. Moreover, at each
point in the dialogue a participant can, if it is his turn,
terminate the dialogue. A locution is a speech act
with a propositional content ϕ expressed in propositional logic. The speech act can be either a statement,
a question or a discommitment.
Definition 4 (Locutions) For ϕ a sentence of
propositional logic, the set of locutions L is given by:
l ::= state(ϕ) | question(ϕ) | discommit(ϕ)
We will call any sequence of locutions generated by
this protocol a dialogue. It will be useful to represent
a dialogue as a sequence of pairs from {Ann, Bob }×L.
We write (i, l)k for the k-th turn in a dialogue.
With each turn k we associate in the dialogue the sets
CkA , DkA , CkB and DkB – the commitments and doubts
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locution
statement
(A, state(ϕ))k and
not (B, discommit(ψ))k−1
and not (B, question(ϕ))k−1
withdrawal, challenge:
(A, discommit(ϕ))k
defense:
(A, state(ϕ))k and
(B, discommit(ψ))k−1
question:
(A, question(ϕ))k
answer:
(A, state(ϕ))k and
(B, question(ψ))k−1
(with ϕ ∈ {ψ, ¬ψ})

effect on speaker (A)

effect on hearer (B)

A
Ck+1
= CkA ∪ {ϕ}
A
Dk+1 = DkA

B
Ck+1
= CkB ∪ {ϕ}
B
Dk+1 = DkB \ {ϕ}

A
Ck+1
= CkA \ {ϕ}
A
Dk+1
= DkA ∪ {ϕ}

B
Ck+1
= CkB
B
Dk+1
= DkB ∪ {ϕ}

A
Ck+1
= CkA ∪ {ϕ, ϕ → ψ}
A
Dk \ {ψ}

B
Ck+1
= CkB ∪ {ϕ, ϕ → ψ}
B
Dk+1 = DkB

A
Ck+1
= CkA
A
Dk+1 = DkA ∪ {ϕ, ¬ϕ}

B
Ck+1
= CkB
A
Dk+1 = DkA ∪ {ϕ, ¬ϕ}

A
Ck+1
= CkA ∪ {ϕ}
A
Dk \ {ϕ}

B
Ck+1
= CkB ∪ {ϕ}
B
Dk+1 = DkB \ ϕ

Table 1: Adapted Dialogue System of MacKenzie
of, respectively, Ann and Bill, based on the locutions
they have made up to that point. Intuitively, the commitments of a player are those sentences that he publicly expressed to believe, while the doubts are those
facts that he professed to question or doubt1 . The dialogue rules that regulate the effect of locuations on
commitments and doubt are presented in table 1.
Our protocol only has three types of basic locutions.
The exact effects of these locutions on the commitments of speaker and hearer depend on the context in
which they are made. The locutions from Mackenzie’s
dialogue system can be expressed in terms of these
primitives, given the dialogue context:
• Whenever a locution state(ϕ) does not immediately follow a question or a discommitment, it is
called a statement. The result is that both speaker
and hearer are committed to the truth of its content ϕ. If ϕ was doubted by the hearer earlier, it
is now retracted from her doubts.
The fact that a statement not only affects the
speaker’s commitments to ϕ, but also those of the
hearer, is meant to model the principle of ‘silence
means consent’. The hearer can avoid making a
tacit commitment, by immediately following up
with a challenge or withdrawal.

to his doubts, and moves ϕ to the doubts of the
hearer as well.
• In a context in which ϕ is a part of the commitments of the hearer and not of the speaker,
discommit(ϕ) is called a challenge.
• A locution state(ϕ) is called a defense whenever it
immediately follows a discommit(ψ) by the other
participant. The effect is that ϕ is interpreted as
providing an argument or a motivation for ψ: the
speaker will be committed to both ϕ and ϕ → ψ.
Consequently, the challenged proposition ψ is now
considered to be defended and can be removed
from the doubts.
• A question question(ϕ) puts both ϕ and ¬ϕ in the
doubts of the speaker, indicating that an answer
to the question is not known.
• A location state(ϕ) is called an answer if it immediately follows a question. An answer commits
both speaker and hearer to the truth of ϕ, and
removes ϕ from the doubts of either of them.

• In a context in which the speaker is committed to
ϕ, a locution discommit(ϕ) is called a withdrawal.
It moves ϕ from the commitments of the speaker

• A demand for resolution makes use of the relation
of immediate consequence that is defined below. A
locution by A of the form state(Φ → ψ) at time
k is called a demand for resolution just in case
imc
(1) Φ −→ ψ and (2) the commitments (CB , DB )
at time k are such that Φ ⊆ CB and ¬ψ ∈ CB or
ψ ∈ DB .

1
In Mackenzie, challenges are represented as special
commitments of the form (i, why(ϕ)). Here we use a separate set of doubts.

The main difference with MacKenzie’s system is that
in our dialogue protocol, the players are at complete
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liberty to choose the locutions they want, and can exit
at any moment. This fits in with our policy of leaving
the game structure as liberal as possible, and deriving
the (in)felicity of dialogue moves from the preferences
of the participants.
3.3

Role Specification

We can now proceed to define a role specification that
embodies natural assumptions about participants in
persuasion dialogues, to predict rational behavior in
the resulting dialogue game. We have a wide range of
reasonable choices here. In antagonistic settings, players’ interests are opposed – for example, in a political
debate, participants may try to convince the other of
opposing views. This contrasts with more cooperative
games, in which the interests of the participants are
aligned, for example in a situation in which participants try to learn from each other. We may even consider absurdist Ionesco-type settings, in which players
say more or less arbitrary, unconnected things – dialogues in which players do not have very much interest
in the coherence of their utterances, and in which they
are, perhaps, more interested in the aesthetics of the
resulting sequences of locutions.
Absurdism aside, we will consider a relatively weak
role specification for a more or less antagonistic setting: we assume that players do not want to contradict
themselves, and that, all things being equal, they prefer to catch the other participants in a contradiction
rather than not. Moreover, all else being equal, they
prefer finite dialogues over infinite ones.
For the purpose of this particular example, we will
assume with MacKenzie that participants have very
limited logical capabilities – in particular, they do not
oversee all the logical consequences of their commitments. To capture this, MacKenzie introduces a simimc
ple relation Φ −→ ϕ between sets of sentences and single sentence, called immediate consequence. MacKenzie remains vague about the details, and so will we,
but he reasonably assumes that it should include at
least direct applications of modus ponens: if ϕ ∈ Φ
imc
and ϕ → ψ ∈ Φ, then Φ −→ ψ. We will assume it
includes identity as well. The idea is that ‘immediate
consequence’ represents the minimal logic that agents
are aware of: immediate consequence conditionals are
undeniably true even for imperfect reasoners.
Definition 5 (immediate consequence) A
pair
(C, D) is said to be immediately inconsistent iff there
imc
is a finite Φ ⊆ C such that Φ → ψ ∈ C, Φ −→ ψ, and
¬ψ ∈ C or ψ ∈ D.
Let d be a dialogue in our dialogue game of length k,
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and suppose the last move was the termination of the
dialogue by player A. We say that the outcome commitments of the other player, B, are his commitments
just before the termination, i.e. at move k − 1, while
the outcome commitments of A are those from before
that move, at state k − 2. When k = 1, we just let
these commitments be empty. Less formally, in a finite
dialogue terminated by A, the commitments of B are
determined by all that has been said, while A’s commitments are determined by all locutions except the
last locution by B.
We can now define a possible role specification: players
try to avoid outcome commitments which are immediately inconsistent, but, all things being equal, prefer
those of the other player to be just that.
1. A player strictly prefers a dialogue in which her
outcome commmitments are not immediately inconsistent but her opponents are over other outcomes (we say that in this case she wins the dialogue).
2. Among the dialogues that she wins, a player
prefers shorter dialogues over longer ones.
3. A player looses a dialogue if her outcome commitments are immediately inconsistent. She prefers
any other outcome over loosing the dialogue.
Of course, these assumptions are arbitrary, up to a
point. We have chosen them because they have some
intuitive attraction, and are strong enough to allow us
to derive a large part of MacKenzie’s dialogue rules as
implemented properties.
Proposition 1 (Derived Dialogue Rules) The
protocol and the role specifications of the previous
sections implement the following properties, in the
sense that the following properties are true for all
dialogues generated by a Nash Equilibrium:
• Resolve personal inconsistencies immediately. In
each dialogue, if it is A’s turn and her commitments are immediately inconsistent, then she will
(and can) choose a locution that removes this inconsistency.
• An immediate consequence condition may not be
withdrawn (MacKenzie’s rule RImcon )
• An immediate consequence condition may not be
challenged (MacKenzie’s rule RLogChall )
• Answer questions immediately, or be committed
to having the content of the question among your
doubts. (weaker version of MacKenzie’s RQuest )
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• Respond to a challenge by either withdrawing the
challenged proposition, or by defending it with an
argument that is consistent with your previous
commitments. (stronger version of MacKenzie’s
RChall )

available about the context of application, which warrants the kinds of assumptions about preferences of
participants that we want to make.

• Respond to a demand for resolution by either
withdrawing one of its premisses, or its conclusion (Rresolve in MacKenzie.)

Argumentation provides an interesting case study for
our approach. First, because in argumentation theory
– like for us – the focus is not so much on the outcome
of a debate, but rather on the arguments that are put
forward during the debate, and their structure. Second, because argumentation techniques may also be
applied to other kinds of interaction, like negotiation
(Parsons et al., 1998). Thirdly, because we observe a
similar tendency to make assumptions about dialogue
participants. For example, Parsons et al. (2003) distinguish the following agent types: a confident agent
can assert any proposition for which he can construct
an argument, a careful agent can do so only if cannot construct a stronger counterargument (in terms of
some measure of strength between arguments), and a
thoughtful agent can do so only if he can construct an
acceptable argument for the proposition (in terms of
the underlying inference relation). Based on the agent
type, Parsons et al. prove whether or not a move is
rational, in a certain dialogue. We differ from this
approach. To prove rationality, Parsons et al. need
access to the individual belief bases of the agents. We,
on the other hand, only make general assumptions,
based on conventions of the dialogue type and the role
of the participant.

Proof: Precise proofs of these claims (and precise formulations of them) can be found in the appendix. 
This shows that many of the crucial properties of the
dialogues generated by Mackenzie’s structural dialogue
rules, can now be derived. Because of the ‘silence
means consent’ principle, a statement that goes unchallenged, implicitly also commits the hearer to its
truth. To avoid this, the hearer may challenge the
statement, or explicitly withdraw the commitment.
Typically, this will lead to a long chain of challenges,
followed by defense moves, and further challenges, until either of the players gives up. For Mackenzie, it is
important that the resulting dialogues avoid ‘begging
the question’. To prevent this Mackenzie mainly uses
RChall , which originally states that after a challenge by
A, B must respond by (i) a withdrawal, (ii) a demand
for resolution, or (iii) a defense move. This characteristic is preserved in our version. Our version of the
system also remains non-cumulative in this sense: it is
always possible to withdraw a previously made commitment.

4

4.3

Related Research

There are three kinds of research related to our crossover of game theory and dialogue design.
4.1

4.2

About Flexible Interaction

Our work relates to research in the multi-agents systems community, which is looking for more open
or flexible approaches to agent interaction (Mazouzi
et al., 2002; Yolum and Singh, 2002). There are two
ways in which an interaction protocol can be made
more flexible: by the designer, off-line, or by the participants themselves, on-line.
We expect that techniques from the Semantic Web
community, like automated search facilities and tools
for combining web-services (Antoniou and van Harmelen, 2004), will make it increasingly possible for automated agents to establish coordination rules themselves. On the Semantic Web, the interaction protocols and the activities that they regulate are typically
offered in conjunction. Thus, detailed information is
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About Argumentation and Persuasion

About Game Theory and Dialogue

Even if we believe that our work uncovers a new way
of combining mechanism design with dialogue games,
we are, of course not the only ones to use game theory
techniques for the study of dialogue. Here, we very
shortly discuss some related work in this field.
Parikh (1991), who uses game theory to study
the Gricean maxims for cooperative dialogue (Grice,
1975). In particular, Parikh develops an approach that
combines game theory and situation theory to obtain a
framework in which it is possible to model the strategic
considerations that lead a speaker to choose a certain
utterance and the hearer to interpret that utterance
in a certain way. This provides a way to explain how
the a speaker can, in a particular context, convey more
information beyond that contained in the literal meaning of an utterance. Also (Gerbrandy, 2007) is related
here. The main difference with our approach in this
paper is that we are not so much concerned with the
pragmatics of single utterances, but rather with the
structure of a rather abstract type of dialogue game.
Another branch of research on persuasion using game
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theoretic tools, is carried out by Glazer and Rubinstein (2004, 2006). They study a restricted scenario
of information asymmetry, in which a speaker tries
to persuade a listener to take a certain action, which
is claimed to beneficial to both. Now the listeners
preferred action depends on the agent type of the
speaker, which is known only to the speaker himself.
The speaker therefore sends a message to the listener
about his type. The listener can only find out the truth
about one of the aspects that determine the type of the
speaker. The objective for the designer of the game, is
to determine which rules the listener should follow in
order to avoid selecting the wrong action as much as
possible.
There are several mechanisms. The listener can ask
about one specific aspect deterministically, or select
one at random to check. Glazer and Rubinstein (2004)
show that selecting the optimal mechanism comes
down to solving a linear programming problem to minimize mistakes. An optimal mechanism always exists,
partly randomized, and only under certain assumptions, a deterministic mechanism can be shown to exist. Glazer and Rubinstein (2006) show for a slightly
different scenario, that any optimal persuasion rule is
also ex-post optimal, which is quite remarkable. However, as a general analysis of persuasion dialogue, the
scenario is somewhat restricted. But as Glazer and
Rubinstein admit, their purpose is “not to suggest a
general theory for the pragmatics of persuasion, but
rather to demonstrate a rationale for inferences in persuasion situations” (Glazer and Rubinstein, 2006).

5

Conclusions

Participants in an interaction can be seen as players in
a game, specified by a protocol. Based on conventions
of the interaction type and the roles of the players, we
can make assumptions about their expectations and
references. Using such assumptions, we can use game
theoretic techniques to predict (up to a point) what a
rational player will do. This observation gives us some
leeway when defining a protocol. Instead of having
to specify in detail what moves players are allowed to
make at each point, we can replace the protocol by
a more liberal one that specifies only partially what
role players must do. One could say that we move the
responsibility for the desired outcome of the protocol
away from the designer and towards the participants.
Whether this is useful or not depends on the application, of course. A protocol for preventing nuclear
meltdown should perhaps not be made more liberal,
relying on the rationality of the players. Such a protocol is needs to be foolproof: safe even when the players
are not completely rational. Similarly, protocols that
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are designed to implement a technical convention, like
the TCP-IP protocol, cannot be generated by rationality assumptions. However, if a protocol is meant to
streamline communication flows in a particular context, a designer may be better off by not defining that
flow explicitly. Instead, a limited set of locutions and
syntactic and semantic agreements may be sufficient.
Smart role players may even improve on the protocol
rules by just choosing the best action, so that explicit
rules might turn out to be a hindrance.
The point of this paper is to illustrate, by example,
how such a flexible approach to interaction design
might work, and which kind of formal tools can be
used for proving properties of the resulting ‘liberal’
protocols.

Appendix: Proofs
We show that the protocol we defined in this paper
indeed implements the properties of Proposition 1.
The Role Specification of the participants – that is,
the minimal constraints on their preferences – must
be the following:
• A player wins a dialogue iff her final commitments are not immediately inconsistent and the
other player’s final commitments are immediately
inconsistent. A player absolutely prefers those dialogues that she wins.
• Among those dialogues that she wins, a player
prefers shorter dialogues over longer ones.
• A player looses a dialogue iff her final commitments are immediately inconsistent. A player
least prefers those outcomes in which she looses.
Lemma 1 (always immediately resolve personal
inconsistencies) In each dialogue, if (C, D)A
k is
immediately inconsistent, and it is A’s turn, then
(C, D)A
k+1 is consistent (and the same holds for B).
proof: We prove the desired result by induction on k.
Suppose (σA , σB ) is in Nash Equilibrium, and generates a dialogue of length k in which (C, D)A
k is immediately inconsistent. We need to show that if this
is the case, it is A’s turn, and at the next turn, her
commitments are consistent.
If k = 0, this holds trivially, as the antecedent is false.
So, assume k > 0. By induction hypothesis, we know
that (C, D)A
k−1 ) is consistent (because it was A’s turn
at k−2). Also (C, D)B
k must be consistent by induction
hypothesis.
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Now, suppose that A chooses a locution that renders
her own state inconsistent. B has the option to exit
at k + 1. Since this would lead to a final outcome in
which B’s commitments are consistent, but A’s is not,
it is actually in B’s advantage to do just that. Given
our assumptions, B prefers winning immediately over
winning later, so if σ is a Nash Equilibrium, then σB
will prescribe to exit at this point k + 1.
But this outcome – in which A’s commitments are inconsistent – is absolutely dispreferred by A; she is better off choosing a different locution at k (or to exit).
Which means that σA is not a Nash Equilibrium. 
We now are ready to prove some of MacKenzie’s rules:
Lemma 2 RImcon : A conditional whose consequent is
an immediate consequence of its antecedent must not
be withdrawn.
proof: Using lemma 1, because this withdrawal would
render A’s state immediately inconsistent, and this
move is excluded in any rational dialogue.

Lemma 3 RLogChall : A conditional whose consequent
is an immediate consequence of its antecedent must
not be challenged.
proof: This immediately follows from lemma 1.
Lemma 4 (Answer questions) Answer a question
question(ϕ) immediately by either stating ϕ or its
negation, or by withdrawing either ϕ or its negation
(when appropriate). Otherwise, be committed to having the content of the question among your doubts.
(This is a weaker form of MacKenzie’s RQuest , which
reads: After “Is is the case that P ?”, the next event
must either be ‘P ’, ‘Not P ’, or ‘Withdraw P ’.)
proof: This observation is not so much a gametheoretic consequence of our solution concept, but
rather an observation about the way we have defined
the commitment rules. Suppose A has asked the question whether ϕ. Now, we can distinguish three cases:
(1) B was already committed to ϕ (or to ¬ϕ). In this
case his commitments are immediately inconsistent,
and he must (by lemma 1) resolve this inconsistency
by either stating that ϕ or ¬ϕ and thereby removing
ϕ or ¬ϕ form his doubts, or by withdrawing his commitment to ϕ (or to ¬ϕ).
(2) B is not committed to ϕ or ¬ϕ, and answers the
question; and
(3) B continues with an unrelated locution. In this
case, B will have both ϕ and ¬ϕ among his Doubts.
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Lemma 5 (Respond to a challenge with a withdrawal, or a defense)
A challenge by A with ϕ is followed by either:
(1) a withdrawal by B of the challenged ϕ, or
(2) giving a defending argument for it: (B, state(ψ))
for some ψ 6∈ DkA .
(This is a strong variant of MacKenzie’s RChall , which
reads: “After Why P?, the next event must be either
(i) No commitment P; or (ii) The resolution demand
of an immediate consequence conditional whose consequent is P and whose antecedent is a conjunction of
statements to which the challenger is committed; or
(iii) A statement not under challenge with respect to
its speaker , i.e., a statement to whose challenge its
hearer is not committed.)
proof: Remember that (A : discommit(ϕ))k is a challenge just in case ϕ ∈ CkB .
B
and
This results in a state such that ϕ ∈ Ck+1
B
ϕ ∈ Dk+1 , which is an immediate inconsistency in B’s
commitments.

We know from lemma 1 that B will resolve this with
his next utterance. B has the choice between two locutions to resolve this conflict. He can give a defense
by using state(ψ) for some ψ that is consistent with
his commitments (and in particular, with his doubts).
This resolves the conflict, by withdrawing ϕ from his
commitments. (The new assertion must be consistent
with his commitments up till now, again by 1.) Alternatively, B may withdraw ψ.

Lemma 6 (withdraw premiss or conclusion after a demand for resolution)
After a demand for resolution of ϕ → ψ by A, B must
either withdraw or challenge one of the premisses ϕ or
the sentence ¬ψ.
(This is our version of Mackenzies rule RResolve )
proof: Recall the definition of a demand for resolution.
imc
It holds (A : Φ → ψ)k , and that Φ −→ ψ, that Φ ⊆ CkB
and ψ ∈ DkB or ¬ψ ∈ CkB .
B
Now, Ck+1
is immediately inconsistent, and we know,
by lemma 1 that B must resolve this inconsistency at
k + 2. He cannot do this by discommitting Φ → ψ,
because it is an immediate consequence, and it would
leave his commitments inconsistent. So he must resolve the inconsistency by discommitting (that is, challenge or withdraw) one of the premisses of Φ, or, if the
inconsistency arises because ¬ψ ∈ C (and ψ 6∈ I), by
discommitting ¬ψ.
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Università del Piemonte
Orientale - Italy

mazzei@di.unito.it

piercarlo.rossi@eco.unipmn.it
ABSTRACT
This paper describes the philosophy behind our tool called
“Legal Taxonomy Syllabus”, the analytical instruments it
provides and some case studies. The Legal Taxonomy Syllabus is an ontology based tool designed to annotate and
recover multi-lingua legal information and build conceptual
dictionaries. The Legal Taxonomy Syllabus allows to build
legal dictionaries in a bottom up fashion starting from the
annotation of legal terms by legal terminological experts
and to let legal ontology engineers refine the resulting taxonomies of concepts. The Legal Taxonomy Syllabus and its
analytical tools provide help to lawyers to study the peculiarities of European Union Directives concerning the polysemy of legal terms, and the terminological and conceptual misalignment. By means of two case studies we show
how the Legal Taxonomy Syllabus can help the processes of
drafting and translating of the Directives.

tional law. An EUD is subject to further interpretation,
and this process can lead to unexpected results. Comparative Law has studied in details the problematics concerning
EUD and their complexities. On the other hand managing
with appropriate tools this kind of complexity can facilitate
the comparison and harmonization of national legislation [1].
Based on this research, in this paper, we describe the tool for
building multilingual conceptual dictionaries we developed
for representing an analysing the terminology and concepts
used in EUD.
The main assumptions of our methodology, motivated by
studies in comparative law [13] and ontologies engineering
[9], are the following ones:
• Terms and concepts must be distinguished; for this
purpose, we use lightweight ontologies.
• Each national legislation may refer to a distinct legal
ontology. Furthermore, we distinguish the ontology
which is implicitly defined by EUD, the EU level. We
do not assume that the transposition of an EUD introduces automatically in a national ontology the same
concepts present at the EU level.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

1. INTRODUCTION
The European union each year produces a large number
of Union Directives (EUD), which are translated in each of
the communitary languages. The EUD are sets of norms
that have to be implemented by the national legislations.
The problem of multi-linguality in European legislation has
recently been addressed by using linguistic and ontological
tools (e.g. [16, 7, 4, 1]). The management of EUD is particularly complex since the implementation of a EUD however not correspond to the straight transposition into a na-
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• Corresponding concepts at the EU level and at the
national level can be described by different terms in
the same national language.
Lightweight ontologies are simple taxonomic structures of
primitive or composite terms together with associated definitions. They are hardly axiomatized as the intended meaning of the terms used by the community is more or less
known in advance by all members, and the ontology can be
limited to those structural relationships among terms that
are considered as relevant [11]1 .
The main features of our tool for building multilingual
conceptual dictionaries are:
• The system has been designed to be web based, and,
thus, it is distributed; in this way, different teams can
work on different languages at the same time from different places.
1

Cf. http://cos.ontoware.org/
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• The system provides different interfaces to different
class of users. We assume that people with different
expertise contribute to the construction of the dictionary. The first class is composed by legal terminological experts which annotate the terms and relate them
to concepts by using basic semantic relations. The second class composed by legal ontology engineers refines
the work of legal experts by adding more complex relations among the concepts.
• The system allows to visualize and navigate the ontologies underlying the terms at both the European
and national levels, and the relations among them.
• The system allows to mine the ontological data in order to find peculiar situations and possible inconsistencies in the use of terms between the EU level and
the national ones.
In this paper, we show how the tool is used to build a
dictionary of consumer law, to support the Uniform Terminology Project2 [13]. The structure of this paper is the
following one. In Section 2 we stress two main problems
which comparative law has raised concerning EUD and their
transpositions. In Section 3 we describe how the methodology of the Legal Taxonomy Syllabus allows to cope with
these problems. In Section 4 we describe how the conceptual
dictionary is built in a bottom-up fashion, by distinguishing
the role of legal terminological experts from the one of legal
ontology engineers. Finally, in Section 5, we present which
analyses can be performed on the Legal Taxonomy Syllabus
and two cases studies concerning translation and drafting
on EUD.

2. TERMINOLOGICAL AND CONCEPTUAL MISALIGNMENT
Comparative law has identified two key points in dealing
with EUD, which makes more difficult dealing with the polysemy of legal terms: we call them the terminological and
conceptual misalignments.
In the case of EUD (usually adopted for harmonising the
laws of the Member States), the terminological matter is
complicated by their necessity to be implemented by the
national legislations. In order to have a precise transposition in a national law, a Directive may be subject to further
interpretation. Thus, a same legal concept can be expressed
in different ways in a Directive and in its implementing national law. The same legal concept in some language can
be expressed in a different way in a EUD and in the national law implementing it. As a consequence we have a
terminological misalignment. For example, the concept corresponding to the word reasonably in English, is translated
into Italian as ragionevolmente in the EUD, and as con ordinaria diligenza into the transposition law. Another example
is offered by the concept of good faith. Several EUD refer to
the general principle of good faith. Terminological variants
can be identified between various language versions, see for
instance Art. 4(2) Directive 1997/7/EC (EN good faith, ES
buena fe, FR loyauté, IT lealtà, DE lauterkeit) in comparison with Art. 3(2) Directive2002/65/EC (EN good faith,
ES buena fe, FR bonne foi, IT buona fede, DE Treu und
2

http://www.uniformterminology.unito.it
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Glauben). Again, as a result of transposition, terminologi1250
cal fragmentation of the concept good faith is increased, see
for instance Art. 4(2) Directive 1997/7/EC (IT lealtà) as
implemented in Italian law D.Lgs. 206/2005 (buona fede e
lealtà), and Art. 3(2) Directive2002/65/EC (buona fede) in
comparison with Italian transposition law D.Lgs. 190/2005
(correttezza e buona fede).
In the EUD transposition laws a further problem arises
from the different national legal doctrines. A legal concept
expressed in an EUD may not be present in a national legal system. In this case we can talk about a conceptual
misalignment. To make sense for the national lawyers’ expectancies, the European legal terms have not only to be
translated into a sound national terminology, but they need
to be correctly detected when their meanings are to refer
to EU legal concepts or when their meanings are similar to
concepts which are known in the Member states. Consequently, the transposition of European law in the parochial
legal framework of each Member state can lead to a set of
distinct national legal doctrines, that are all different from
the European one. In case of consumer contracts (like those
concluded by the means of distance communication as in Directive 97/7/EC, Art. 4.2), the notion to provide in a clear
and comprehensible manner some elements of the contract
by the professionals to the consumers represents a specification of the information duties which are a pivotal principle of EU law. Despite the pairs of translation in the language versions of EU Directives (i.e., klar und verständlich
in German - clear and comprehensible in English - chiaro e
comprensibile in Italian), each legal term, when transposed
in the national legal orders, is influenced by the conceptual filters of the lawyers’ domestic legal thinking. So, klar
und verständlich in the German system is considered by the
German commentators referring to three different legal concepts: 1) the print or the writing of the information must be
clear and legible (gestaltung der information), 2) the information must be intelligible by the consumer (formulierung
der information), 3) the language of the information must
be the national of consumer (sprache der information). In
Italy, the judiciary tend to control more the formal features
of the concepts 1 and 3, and less concept 2, while in England
the main role has been played by the concept 2, though considered as plain style of language (not legal technical jargon)
thanks to the historical influences of plain English movement
in that country.
Note that this kind of problems identified in comparative
law has a direct correspondence in ontologies. In particular Klein [9] has remarked that two particular forms of
ontology mismatch are terminological and conceptualization
ontological mismatch which straightforwardly correspond to
our definitions of misalignments.

3. THE METHODOLOGY OF THE LEGAL
TAXONOMY SYLLABUS
To manage properly terminological and conceptual misalignment we distinguish in the Legal Taxonomy Syllabus
project the notion of legal term from the notion of legal
concept and build a systematic classification based on this
distinction. The basic idea is that the basic conceptual backbone consists in a taxonomy of concepts (ontology) to which
the terms can refer to express their meaning. One of the
main points to keep in mind is that we do not assume the
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Term-Ger-A

Term-Ita-A

Ger-5
EU-1

Ger-3

Ita-2
Ita-4

Italian ontology

EU ontology

German ontology

Figure 1: Relationship between ontologies and
terms. The thick arcs represent the inter-ontology
“association” link.
existence of a single taxonomy covering all languages. In
fact, it has been convincingly argued that the different national systems may organize the concepts in different ways.
For instance, the term contract corresponds to different concepts in common law and civil law, where it has the meaning of bargain and agreement, respectively [15, 12]. In most
complex instances, there are no homologous between termsconcepts such as frutto civile (legal fruit) and income, but
respectively civil law and common law systems can achieve
functionally same operational rules thanks to the functioning of the entire taxonomy of national legal concepts [8].
Consequently, the Legal Taxonomy Syllabus includes different ontologies, one for each involved national language
plus one for the language of EU documents. Each languagespecific ontology is related via a set of association links to
the EU concepts, as shown in Fig. 1.
Although this picture is conform to intuition, in Legal
Taxonomy Syllabus it had to be enhanced in two directions.
First, it must be observed that the various national ontologies have a reference language. This is not the case for the
EU ontology. For instance, a given term in English could
refer either to a concept in the UK ontology or to a concept in the EU ontology. In the first case, the term is used
for referring to a concept in the national UK legal system,
whilst in the second one, it is used to refer to a concept used
in the European directives. This is one of the main advantages of Legal Taxonomy Syllabus. For example klar und
verständlich could refer both to concept Ger-379 (a concept
in the German Ontology) and to concept EU-882 (a concept
in the European ontology). This is the Legal Taxonomy
Syllabus solution for facing the possibility of a correspondence only partial between the meaning of a term has in
the national system and the meaning of the same term in
the translation of a EU directive. This feature enables the
Legal Taxonomy Syllabus to be more precise about what
“translation” means. It puts at disposal a way for asserting
that two terms are the translation of each other, but just
in case those terms have been used in the translation of an
EU directive: within Legal Taxonomy Syllabus, we can talk
about direct EU-translations of terms, but only about indirect national-system translations of terms. The situation
enforced in Legal Taxonomy Syllabus is depicted in Fig. 1,

Figure 2: An example of interconnections among
terms.
where it is represented that: The Italian term Term-Ita-A
and the German term Term-Ger-A have been used as corresponding terms in the translation of an EU directive, as
shown by the fact that both of them refer to the same EUconcept EU-1. In the Italian legal system, Term-Ita-A has
the meaning Ita-2. In the German legal system, TermGer-A has the meaning Ger-3. The EU translations of the
directive is correct insofar no terms exist in Italian and German that characterize precisely the concept EU-1 in the two
languages (i.e., the “associated” concepts Ita-4 and Ger-5
have no corresponding legal terms). A practical example of
such a situation is reported in Fig. 2, where we can see that
the ontologies include different types of arcs. Beyond the
usual is-a (linking a category to its supercategory), there
are also a purpose arc, which relates a concept to the legal principle motivating it, and concerns, which refers to a
general relatedness. The dotted arcs represent the reference
from terms to concepts. Some terms have links both to a
National ontology and to the EU Ontology (in particular,
withdrawal vs. recesso and difesa del consumatore vs. consumer protection).
The last item above is especially relevant: note that this
configuration of arcs specifies that: 1) withdrawal and recesso have been used as equivalent terms (concept EU-2) in
some European Directives (e.g., Directive 90/314/EEC). 2)
In that context, the term involved an act having as purpose the some kind of protection of the consumer. 3) The
terms used for referring to the latter are consumer protection in English and difesa del consumatore in Italian. 4) In
the British legal system, however, not all withdrawals have
this goal, but only a subtype of them, to which the code
refers to as cancellation (concept Eng-3). 5) In the Italian
legal system, the term diritto di recesso is ambiguous, since
it can be used with reference either to something concerning
the risoluzione (concept Ita-4), or to something concerning
the recesso proper (concept Ita-3).

4.

BUILDING THE LEGAL TAXONOMYSYLLABUS KNOWLEDGE BASE

The Legal Taxonomy Syllabus aims at building an ontology based representation of legal knowledge, but it differs
from other proposals in the ontology field. The underlying
philosophy of the project is to affirm the difference between
knowledge in the law field and in other disciplines. First of
all, legal knowledge is specific of national entities or insti-
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tutional entities like the EU. So from the start, it is open
to differences. Moreover, it is based on different philosophical traditions, and open to a continuous reinterpretation
process.
Finally, we accept the idea of several scholars [14, 17, 3]
that there is more in legal knowledge that the knowledge
contained in statutory rules, since also case law, jurisprudence must be taken into account.
For these reasons, it is difficult to adopt a traditional topdown approach to the development of legal ontologies (see
e.g. [18] for a survey of ontologies for the law).
The top-down approach works well for the topmost level,
where the basic conceptual primitives are precisely defined
(concept, relation, role, qualia, processes, etc.), and the representation instruments are put at disposal of those who
build the ontology. Moreover, this level can be based on
insights coming from cognitive science, a fact which assure
the generality of the proposed primitives (e.g., the DOLCE
approach of [6]).
However, when the core ontology level is considered, it becomes more difficult to proceed in a top down fashion. The
need to deal with a long tradition of studies which proceed
in a parallel way in different countries and following different
philosophical traditions makes it unlikely to try to achieve
from the beginning an agreement on a common core ontology of the basic legal concepts (see the example of contract
in Section 3). This is instead possible in other disciplines,
e.g., biological data or specific domains related to computer
science.
To avoid the risk that the knowledge engineers do not take
into account the interpretation process of the legal specialists on the real multilingual data, we use a different bottom
up approach. Many top down ontologies aim at modelling
the legal code but not the legal doctrine, that is the work
of interpretation and re-elaboration of the legal code which
is fundamental for transposing EUD into national laws. In
the development of the ontologies described in the previous
section, we used a two-step procedure.
As a first step, terms are collected in a database together
with the legal sources where they appear, and the underlying
concepts are identified. In this phase, polysemy is identified,
different meanings are separated. Moreover, terms at the
European level are associated to their transpositions in the
national languages. As a second step, for each different ontology (i.e., each specific language ontology and the general
EU ontology), the set of concepts is organized in an ontology
which can be different for different national traditions.
At the end of these two steps, the result is a light-weight
ontology rather than an axiomatic one. Only relations among
concepts are identified without introducing restrictions and
axioms. The function of these ontologies is to compare the
taxonomic structure in the different legislations, to provide
a form of intelligent indexing and to draw new legal conclusions.
On the basis of this two step procedure, we introduce different interfaces for the two kinds of users for the Legal Taxonomy Syllabus. The first kind of users (“legal terminological expert”) is allowed to collect the legal terms, identifying
the concepts. Moreover these users can only employ basic
ontological relations (e.g. “IS-A” that allows to build a taxonomy, “near synonym”) to connect the various concepts.
We stress that this process regards each distinct national
ontology corresponding to the various languages, as well as
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the European ontology that is common to the various
lan1252
guages.
The second kind of users (“legal ontology engineer”) is allows by the interface to rearrange the concepts inserted into
the system with the aim to take into account the national
legal doctrine. These users can define and employ complex
ontological relations in order to clarify some peculiar relation
among legal concept deriving from national legal doctrine.

5. CAN THE LEGAL TAXONOMY SYLLABUS IMPROVE THE EUD-PRODUCTION?
Analytical tools and case studies
The Legal Taxonomy Syllabus allows several ways for studying the data and identify critical issues concerning the
use of EUD terms in the European and national context.
We present in this section the analytical tools of the Legal
Taxonomy Syllabus and two case studies.
First of all, the ontology of the European level is shared
between the national languages. Hence, for each concept in
the ontology, it should be possible to find (at least) a term
describing it in each national language. This is, however,
not guaranteed. See the case study in Section 5.1 below
where this specific issue is used for the translation of EUD.
Mind that the lack of a term in a certain language for a
certain concept does not necessarily means a problem, but
only that the work does not proceed in all languages at the
same time.
Second, terms at the European level are transposed in
the national level when a Directive is implemented. The
European term, however, is not transposed directly at the
national level: first of all, an equivalent concept can already
exist at the national level but described by a different term,
or the European term can be already used for other concepts
at the national level, etc., as discussed in Section 2. Thus,
the Legal Taxonomy Syllabus offers a method for listing the
European terms which are transposed in a different way at
the national level, European terms which already exist at the
national level with other meanings, or even terms which are
transposed at the national level into (different) terms which
exists also at the European level with a different meaning.
Third, the Legal Taxonomy Syllabus can show ontological discrepancies between the European and national level.
Given a pair of concepts at the European level and the pair
of corresponding transpositions, it is possible that they are
not related by the same ontological relation (IS-A, etc.) in
the European and national level (see the example of Figure
2).
Finally, it is possible to use the Legal Taxonomy Syllabus
to translate terms in different national systems via the concepts which they are transposition of at the European level.
For instance suppose that we want to translate the legal
term credito al consumo from Italian to German. In the Legal Taxonomy Syllabus credito al consumo is associated to
the national umeaning Ita-175. We find that Ita-175 is the
transposition of the European umeaning EU-26 (contratto di
credito). EU-26 is associated to the German legal term Kreditvertrag at European level. Again, we find that the national
German transposition of EU-26 corresponds to the national
umeaning Ger-32 that is associated with the national legal term Darlehensvertrag. Then, by using the European
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Figure 3: A fragment of the EU level ontology in different languages
ontology, we can translate the Italian legal term credito al
consumo into the German legal term Darlehensvertrag.
Now we describe how the Legal Taxonomy Syllabus can
improve the EUD production. The EUD production has
two basic processes, e.g. drafting, translation. We believe
that the Legal Taxonomy Syllabus can help in working on
these two process, and in the implementation of directives
as well. Below we present two case studies which explain
how the Legal Taxonomy Syllabus can help in translation
and drafting.

5.1

Translation

By searching in the European ontology of the Legal Taxonomy Syllabus, we find that the legal concept EU-74 correspond to the legal words comerciante, commerçant, trader,
commerciante in Spanish, French, English and Italian respectively (Fig. 3). In other words, in four language versions
several EC provisions on consumer law currently employ the
hyperonym trader. Moreover we find that there is no equivalent word for German (Fig. 4). This consideration can help
translators that can use a new term to denote the legal concept EU-74.
From another point of view, at national level both the
Italian and the German legislators employ only one term in
the general definitions instead of the different ones provided
by the EC Directives (Professionista, in Decreto Legislativo
6 settembre 2005, n. 206, Art. 3.1.c., Unternehmer, in BGB
14). This is the result of consolidating consumer law in
accordance with the national private law.
However, the effectiveness of such solution remains questioned. In German legislation one general definition today
covers all the cases of trader, seller, final seller, and so forth,
but the rules are not clearly unified. In Italian legislation
the term professionista coexists with other specific consumer
provisions relating to venditore (seller) without disambiguating the different uses. Moreover, the term professionista also
refers to one diverse concept, arising out from the rules on
professioni liberali (Art. 2229 ff.).

5.2

Drafting

The EC secondary law on contract law is assumed to be
partially incoherent: in addition to the well known reasons
regarding substantive law (competing rules and policies), the
terminological-conceptual matters should not be underestimated. Starting from this alleged situation, the European
Commission has promoted the recasting of consumer law
provisions. The Legal Taxonomy Syllabus could be useful
to highlight some terminological inconsistencies of EC law

Figure 4: The same fragment in German is not completely translated
in order to (re)draft EC consumer law.
Any attempt to recast the consumer law provisions should
consider carefully that only an ontological mapping of all
the relations among concepts might avoid inconsistent definition.
One example may be drawn out from Directive 84/450/EEC on misleading advertising (and Directive 97/55/EC
concerning comparative advertising, amending that Directive). In all language versions advertising is the hyperonym
of misleading advertising and comparative advertising (see
Fig. 5) Anyway the EUD drafters have to consider carefully
the ontological status of these two terms for two distinct
reasons:
1. Advertising is not only the hyperonym of misleading
advertising, but also another concept, although correlated, concerning the information duties to be provided
to consumers (i.e. consumer credit, sale of goods).
2. Misleading advertising is strictly connected to the misleading commercial practices that represents a broader
concept including comparative advertising in some circumstances (as shown in Directive 2005/29/EC Art.
6.2 lit. a)

6. CONCLUSIONS
In this paper we discuss some aspects of the Legal Taxonomy Syllabus, a tool for building multilingual conceptual
dictionaries for the EU law. The tool is based on lightweight ontologies to allow a distinction of concepts from
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Figure 5: The EU level ontology on advertising
terms. Distinct ontologies are built at the EU level and for
each national language, to deal with polysemy and terminological and conceptual misalignment. The Legal Taxonomy
Syllabus has been extended by adding analytical tools which
help the users to identify complex situations and misleading
translations of terms when EUD are implemented in the national legislations. Thus, the Legal Taxonomy Syllabus can
be fruitfully used in the process of drafting, translating and
implementing EUD.
Several other works proposed ontologies as tools for dealing with law. For example, Despres and Szulman proposed
a new methodology for the construction of a legal ontology
modelling EUD [4]. Their idea is to merge several microontologies which are semi-automatically extracted and aligned. As in our case they adopt the bottom-up approach
and propose to link the domain ontology to higher level ontology. However they test the system on a single language
and on a limited number of concepts.
Also OPJK methodology [2] proposes a bottom-up approach in the construction of the ontology. As in our case
they distinguish several kind of users, e.g. domain expert,
ontology engineer, control board editor.
LOIS Project3 aims at extending EuroWordnet with legal
information, then it adopt a similar approach to multilinguism and aims at connect legal ontology to a higher level
ontology. Whilst the final goal of LOIS is to support applications concerning information extraction, the Syllabus
we propose herein is concerned with the access of human
experts to the EU documents.
In this paper we have performed some qualitative comparison of national legislations by using ontologies. The present
work can be extended performing quantitative analysis on
ontological/legislative mismatch by adopting the recent proposal of [5].
Future work is to study how the Legal Taxonomy Syllabus can be used as a thesaurus for the EUD. Even if the
current model the domain is limited to consumer law, the
Legal Taxonomy Syllabus provides a general purpose tool
for dealing with EU law. As discussed by [10], the current
instruments provided by EurLex have several limitations, in
particular, the Eurovoc thesaurus is based on the EU Treatise structure rather than on a taxonomy of law. The Legal
Taxonomy Syllabus could provide the basis for a thesaurus
based on ontologies built by the lawyers while populating
the legal dictionaries.

7.
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coalizione come insieme di agenti in grado di eseguire un certo task, utilizzando le reti di dipendenza permetto di esaminare la struttura interna delle coalizioni, assicurando che ognuno dei partecipanti allo stesso tempo contribuisca e tragga beneficio dall’entrare nella coalizione. Nell’articolo
si forniscono algoritmi basati su grafi per la creazione di coalizioni e si studia la loro complessità.
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Strengthening Admissible Coalitions
Guido Boella and Luigi Sauro1 and Leendert van der Torre2
Abstract. We develop a criterion for coalition formation among
goal-directed agents, the indecomposable do-ut-des property. The indecomposable do-ut-des property refines the do-ut-des property (literally give to get) by considering the fact that agents prefer to form
coalitions whose components cannot be formed independently. A
formal description of this property is provided as well as an analysis
of algorithms and their complexity.

1

Introduction

In this work we study the formation of coalitions among goaldirected agents. We start from a theory of social power and dependence introduced by Castelfranchi et al. [3]. In this context a coalition is intended as a group of agents which agree to cooperate for
the achievement of a shared goal or to exchange with each other the
achievement of their own goals. The second case is of particular interest as different networks of exchanges can be considered but not
all of them are realizable.
We assume that the formation of a coalition is supported by unanimous and enforced agreements, i.e. a coalition is effectively formed
only when all its members agree to it (unanimousness) and they cannot deviate from what established in the agreement, once they decide
to enter it (enforcement). Under these assumptions, we develop a criterion of admissibility, the indecomposable do-ut-des property (i-dud
in the following), establishing which coalitions cannot be formed under the assumption that the agents are self-interested. The i-dud property is a refinement of the do-ut-des property [2] which describes a
condition of reciprocity: an agent gives a goal only if this fact enables
it to obtain, directly or indirectly, the satisfaction of one of its own
goals. The i-dud property refines the do-ut-des property by taking
into account also the fact that a coalition formation process can itself be costly and usually the costs involved in a coalition formation
process increase with the number of agents involved. Furthermore,
being a coalition agreed unanimously, the more agents are involved
in it, the larger is the risk of defections which can jeopardize the formation of the coalition. Thus, agents prefer to form coalitions which
are as small as possible.
In Section 2 we define the i-dud property and provide some examples of this notion. In Section 3, we provide an algorithm to search all
the sub-coalitions of a given coalition which satisfies the i-dud property. Even if this problem is not computationally tractable, we show
in Section 4 that the problem to verify if a single coalition satisfies
the i-dud property is tractable and, in several cases, also the complexity of the first problem may decrease considerably. Conclusions end
the paper.
1
2

Università di Torino, Italy, email: {guido,sauro}@di.unito.it
University of Luxembourg, Luxembourg, email: leon.vandertorre@uni.lu

2 From do-ut-des to i-dud coalitions
Depending on the problem, a multiagent system can be represented
at different levels of abstraction. For example, if you want to study
how agents have to coordinate in order to achieve a goal or how
agents should optimally use their resources, then a multiagent system can involve resources, actions, plans [1, 6]. Instead, if you want
to study which coalitions are strategically admissible to be formed,
you usually do not need such fine-grained descriptions of a multiagent system, coalitions are directly described by means of the consequences that they can attain collaborating, without any description
about which joint plans agents have to perform [7, 10]. Following this
idea, we describe potential coalitions abstracting from actions, plans
or resources. However, in contrast with these approaches, we do not
represent a coalition just indicating the set of goals that it can attain.
We want to use the topology of goal exchanges inside a coalition to
define our admissibility criterion.
Thus, inspired by Conte and Sichman [4] we represent a (potential) coalition as a labeled AND-graph of dependencies among
agents. A labeled AND-graph consists of a set of nodes V - which
denotes the agents involved in the coalition - and a set E of labeled
AND-arcs. Denoting with Gl the goals exchanged in the coalition, a
labeled AND-arc connects an agent ag i to a nonempty set of agents
Q and it is labelled with a goal g ∈ Gl , so it can be represented as a
triple (ag i , Q, g). The meaning of such an arc is that the agent ag i
desires the goal g and the achievement of g is delegated to the set of
agents Q. In order to represent a coalition a labeled AND-graph has
to satisfy two further conditions. Since a coalition is intended as the
result of an agreement process, the first condition is that only those
agents that contribute to the achievement of some goals are admitted in this process. The second condition establishes that a coalition
formation process does not involve private commitments that do not
require any form of collaboration.
Definition 1 A coalition is represented as a labeled AND-graph
which is a tuple C = hV, Ei, where V is a finite set of nodes and
E ⊆ V × (2V \ {∅}) × Gl is a set of labeled AND-arcs.
C satisfies two conditions: (1) for each node ag j ∈ V, there exists
at least an AND-arc (ag i , Q, g) such that ag j ∈ Q and (2) E does
not contain an AND-arc in the form (ag i , {ag i }, g).
With an abuse of notation we mean with (Q, g) ∈ C that there exists a (ag i , Q, g) ∈ E. Following [8] we call (Q, g) a commitment
of C. A sub-coalition C 0 is intended a subgraph of C where some
commitments are suppressed, (Q, g) 6∈ C 0 , for some (Q, g) ∈ C.
We want to restrict the notion of coalitions assuring, first, reciprocity, and, second, that no sub-coalitions of a coalition can be
formed independently. The former property is called do-ut-des [2, 8],
and we refine it to match the second requirement called indecomposability.
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Figure 1. Two coalitions that satisfy the do-ut-des property but that do not
satisfy the i-dud property.

The do-ut-des property assures that each chain of exchanges involved in a coalition returns something back to each agent involved
in it. This property has been characterized in [2, 8] by means of a
qualitative preference relation and a notion of dominance similar to
those used in Game Theory, such as the notion of core. Here, instead,
we propose a version of the do-ut-des property which is grounded on
topological property of chains of exchanges; the equivalence with the
dominance-based approach is shown in [8]. In [8] a goal is meant as
a state of affairs that, once attained by a group of agents, benefits one
or, in case, more agents. To simplify our formalism, we consider that
there do not exist two agents which desire the same goal.
We introduce some preliminary notions. A finite sequence of
AND-arcs P = (ag i1 , Q1 , g1 ), . . . , (ag in , Qn , gn ) is a path if
for all 2 ≤ h ≤ n, ag ih ∈ Qh−1 . Paths formalize possible
chains of exchanges among the agents. We denote with out(ag i ) the
set of labeled AND-arcs outgoing the agent ag i , i.e. out(ag i ) =
{(ag j , Q, g)}. Given O ⊆ out(ag i ), we call O∗ the propagation of O, i.e. the set of AND-arcs containing all the paths P =
(ag i1 , Q1 , g1 ), . . . , (ag in , Qn , gn ) such that (1) (ag i1 , Q1 , g1 ) ∈ O
and P does not contain an arc in out(ag i ) \ O. We notice that
out ∗ (ag i ) contains all (and only) the paths starting from ag i .
The do-ut-des property consists of two conditions. The first condition is an efficiency condition: there do not exist two distinct sets of
agents in a coalition which are committed to the achievement of the
same goal. The second condition expresses the notion of reciprocity:
given an AND-arc (ag i , Q, g) ∈ E, each agent ag j involved in Q
agrees to provide the goal g to ag i , only in the case this commitment
returns the satisfaction of some of its goals by means of a path P.
Definition 2 A coalition hV, Ei satisfies the do-ut-des property iff
(1) there do not exist two commitments (Q, g), (Q0 , g) ∈ C such
that Q 6= Q0 and (2) for all (ag i , Q, g) ∈ E and for all ag j ∈ Q,
(ag i , Q, g) ∈ out ∗ (ag j ).
It can be seen that both the coalitions in Figure 1 (a) and (b) satisfy
Definition 2.
However, the do-ut-des property does not consider the possibility
that a coalition can be decomposed in smaller sub-coalitions which
can be formed independently. Forming smaller coalitions can be preferred by agents because, e.g., involving less agents they reduce the
risk of defections, are easier to monitor, less expensive to form by
means of agreements, less trust is required among all the agents, etc.
The coalitions in Figure 1 (a) and (b) show two cases of this fact.
Consider in Figure 1 (a) the sub-coalitions C1 , involving only agents
ag 1 and ag 2 and the relative arcs, and C2 , involving only agents ag 3
and ag 4 and the relative arcs. As the agents involved in C1 are not
interested in the goals achieved in C2 and vice versa, the two sub-

coalitions can be formed independently.
Concerning Figure 1 (b), C denotes the whole coalition, C1 the
coalition consisting of the nodes ag 1 and ag 2 and the two arcs labelled with the goals g1 and g2 . C2 denotes the coalition consisting
of the nodes ag 2 and ag 3 and the remaining arcs labelled with the
goals g3 and g4 . The difference is that in Figure 1 (a) both ag 1 and
ag 2 are indifferent between C1 and the whole coalition, while in
Figure 1 (b) ag 2 is not indifferent between C1 and C since in C it
receives the goal g4 which is not provided in C1 .
However, ag 1 is indifferent between C1 and C and ag 3 is indifferent between C2 and C as they receive and have to obtain the same
goals in both coalitions. Thus, if they agree to C, then they would
agree respectively to C1 and C2 . When agent ag 2 wants to propose
to ag 1 and ag 3 to form coalitions, it has to decide whether to propose
C to both agents or C1 and C2 separately. It knows that if they agree
to C, then they would also agree respectively to C1 and C2 . Agent
ag 2 chooses C1 or C2 since forming one of them does not affect the
possibility for ag 2 to reach an agreement on the other sub-coalition,
and C1 and C2 are individually more reliable to succeed with respect
to the whole C - as they involve individually less agents.
The i-dud property consists of three conditions. Given a coalition
C, the first condition is the condition (1) of the do-ut-des property.
The second condition strengthens the condition (2) of do-ut-des property by imposing that for each agent ag i in C, out ∗ (ag i ) = E.
Thus, a coalition cannot be decomposed in two subgraphs which are
disconnected as in Figure 1 (a). Finally, the third condition takes
into account the case shown in Figure 1 (b): there does not exist
an agent ag i and a bi-partition O1 , O2 of out(ag i ) - where we assume that bi-partitions are composed by nonempty sets - such that
O1∗ ∩ O2∗ is empty. The idea underlying this third condition is that if
O1∗ ∩ O2∗ = ∅, then no agent ag j 6= ag i involved in O1∗ would be
interested in one of the goals achieved in O2∗ and vice versa. So, ag i
can deal separately with the formation of these two sub-coalitions.
Definition 3 A coalition hV, Ei satisfies the i-dud property iff for all
the agents ag i ∈ V, (cond1) there do not exist two commitments
(Q, g), (Q0 , g) ∈ C such that Q 6= Q0 , (cond2) out ∗ (ag i ) = E and
(cond3) there does not exist a bi-partition O1 , O2 of out(ag i ) such
that O1∗ ∩ O2∗ = ∅.
Considering again the coalitions in Figure 1 (a) and (b), as expected, they both do not satisfy the i-dud property. In Figure 1
(a), the first condition of Definition 3 is not satisfied as, for example, out ∗ (ag 1 ) = {(ag 1 , {ag 2 }, g1 ), (ag 2 , {ag 1 }, g2 )} ⊂ E.
In Figure 1 (b), the third condition of Definition 3 is not satisfied. Indeed, considering the bi-partition of ag 2 composed by
O1 = {(ag 2 , {ag 1 }, g2 )} and O2 = {(ag 2 , {ag 3 }, g4 )}, we have
that O1∗ = {(ag 2 , {ag 1 }, g2 ), (ag 1 , {ag 2 }, g1 )} and O2∗ =
{(ag 2 , {ag 3 }, g4 ), (ag 3 , {ag 2 }, g3 )}. Thus, O1∗ ∩ O2∗ is empty.
A labeled AND-graph can represent a potential coalition consisting of all, or a large part of, the opportunities of collaboration
in a multiagent system. So we would like to establish not only if
the whole coalition is admissible or not, but also which of its subcoalitions are admissible to be formed. Figure 2 (a) shows a quite
complex coalition that does not satisfy the i-dud property. Indeed,
given the bi-partition of out(ag 1 ) O1 = {(ag 1 , {ag 4 , ag 5 }, g1 )}
and O2 = {(ag 1 , {ag 3 }, g6 )}, it can be verified that O1∗ ∩ O2∗ = ∅.
Figure 2 (b), (c), (d) and (e) show all the sub-coalitions of Figure 2
(a) which satisfy the i-dud property. These coalitions clearly satisfy
also the do-ut-des property. However, since the do-ut-des property
seeks only the reciprocity in a coalition, any composition of coalition
(e) with one of the coalitions (b), (c) and (d) satisfies the do-ut-des
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nected components of G the maximal strongly connected sub-graphs
which contains at least one arc.
Now we consider how to reformulate cond3. Under the assumption that G[C] is strongly connected, cond3 is closely related to the
notion of biconnectivity for undirected graphs. An undirected graph
G is biconnected if and only if it is connected and for all triples of
distinct nodes ag i , agj and ag k , there exists a path p connecting ag j
and ag k such that ag i is not in p. In the contrary case, ag i is called an
articulation node [9]. As for strongly connected components of a directed graph, the biconnected components of an undirected graph G
are the maximal biconnected subgraphs of G which contain at least
one arc. It is easy to see that two distinct biconnected components
share at most one node and, if so, this node is an articulation node.
Starting from the directed graph G[C] = hV, Ei, we define an
undirected graph G[C] = hV, Ei as follows: V = V and, for ag i 6=
ag j , {ag i , ag j } ∈ E if and only if (ag i , ag j ) or (ag j , agi ) are in E.
The following theorem shows that the fact that cond3 is not satisfied
is indicated by the presence of an articulation node ag i .
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Theorem 1 Let C = hV, Ei be coalition such that G[C] is strongly
connected, if there exists an agent ag i ∈ V and a bipartition O1 , O2
of out(ag i ) such that O1∗ ∩ O2∗ = ∅, then ag i is an articulation node
of G[C].
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Figure 2. A complex coalition (a) and the sub-coalitions which satisfy the
i-dud property (b), (c), (d) and (e).

property as well.
Given a coalition C, Definition 3 could be used tout court in order
to design an algorithm which find all the sub-coalitions satisfying
the i-dud property (C included). However, Definition 3 requires to
verify, for each agent ag i involved in C, a condition on the set of
bi-partitions of out(ag i ). The number of bi-partitions of a set A is
equal to the Stirling number S(n, 2) = 2n−1 − 1, where n is the
cardinality of A. Therefore, the problem to verify if just C satisfies
the i-dud property would increase in complexity exponentially with
the cardinality of out(ag i ). For this reason we consider an alternative approach in order to make at least the verification of a single
coalition tractable.
We reformulate cond2 as a property of strong connectivity of a directed graph. We define a direct graph G[C] = hV, Ei relative to the
coalition C = hV, Ei as follows: the set of nodes V is equal to the
set V of agents involved in C and (ag i , ag j ) ∈ E if and only if there
exist a goal g and a group of agents Q such that (ag i , Q, g) ∈ E
and ag j ∈ Q. It easy to see that if (ag j , Q, g) ∈ out ∗ (ag i ), then
there exists a path in G[C] from ag i to ag j . So, since each agent
is involved in the achievement of at least a goal, the condition that
out ∗ (ag i ) = E is equivalent to say that G[C] is strongly connected,
i.e. for each pair of nodes ag i and ag j there exists a path from ag i
to ag j . Given a generic directed graph G, we call the strongly con-

proof: Assume that there exists an agent ag i ∈ V and a bipartition
O1 , O2 of out(ag i ) such that O1∗ ∩ O2∗ = ∅ and, per absurdum, ag i
is not an articulation node.
Strong connectivity of G[C] assures that (ass1) there exist two
agents, say ag 1 and ag 2 , such that ag i , ag 1 and ag 2 are distinct
and ag 1 is involved in O1∗ and ag 2 is involved in O2∗ , and (ass2)
O1∗ ∪ O2∗ = E. Since ag i is not an articulation node, there exists an
undirected path p connecting ag 1 and ag 2 such that ag i is not a node
of p. For (ass2) and condition (1) of Definition 1, each node in the
path is an agent in O1∗ or O2∗ . Thus, starting from ag 1 it is possible to
walk through p until an agent ag h is in O1∗ and the successor ag k is in
O2∗ . The presence of an undirected arc connecting ag h to ag k means
that one of them is involved in set out of the other one. Without loss
of generality we assume that there exists a set of agents Q and a goal
g such that ag h ∈ Q and (ag k , Q, g) ∈ E. This means that out(ag h )
is contained in both O1∗ and O2∗ . For strong connectivity of G[C],
we also have that out ∗ (ag h ) = E and hence out(ag h ) is not empty,
then O1∗ ∩ O2∗ 6= ∅ against the hypothesis.
2
So, if G[C] is biconnected (i.e. it does not have articulation points),
then it satisfies cond3. However, the inverse implication of Theorem 1 does not hold and cond3 can be satisfied even if G[C] has
an articulation point ag i . This is due to the fact that the undirected
graph G[C] breaks an AND-arc in several undirected arcs, so the
biconnected components sharing ag i may not correspond to any bipartition of out(ag i ). Figure 3 considers this fact. Figure 3 (b) represents the undirected graph G[C] of the coalition C in Figure 3
(a). There exist two biconnected components of G[C], one for each
arc, sharing ag 1 as articulation node. However, both arcs {ag 1 , ag 2 }
and {ag 1 , ag 3 } correspond to the AND-arc (ag 1 , {ag 2 , ag 3 }, g1 ),
thus they have to be considered as a single component because
{(ag 1 , {ag 2 , ag 3 }, g1 )}∗ contains both of them. Being out(ag 1 )
equal to {(ag 1 , {ag 2 , ag 3 }, g1 )}, there does not exist a bi-partition
O1 , O2 of out(ag 1 ) such that O1∗ ∩O2∗ = ∅. Thus, C satisfies cond3.
This property holds in general, when some biconnected components of G[C] contain some arcs which correspond to the same ANDarc of C, they are considered as a single component. If this grouping
process ends with a single component consisting of the whole undirected graph G[C], then no bi-partitions of out(ag 1 ) falsify cond3.
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Algorithm 1: FIND-I-DUD
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Data: C = hV, Ei.
Result: I DUD, the set of sub-coalitions of C that satisfy the
i-dud property
I DUD ← ∅;
NDC =NO-DUPL-COMMITMENTS (C);
forall C 0 ∈ NDC do
I DUD ← I DUD ∪FIND-2-3 (C 0 );

8
9
10
11
12
13
14
15

The algorithm for finding coalitions

20
21

else

17
18

In this section we design a procedure FIND-I-DUD (see Algorithm 1) which finds all the sub-coalitions of a coalition C satisfying
the i-dud property (C included). We use the reformulation of cond2
and cond3 in Definition 3 in terms of strong connectivity of directed
graphs and biconnectivity of undirected graphs. By doing so, we also
decompose our problem as much as possible in well known problems
in graph theory.
The variable I DUD in line 1 stores the set of subcoalitions of C which satisfy the i-dud property. In line 2
NO-DUPL-COMMITMENTS checks in E the presence of commitments with the same goal but assigned to different sets of agents
(cond1) and it returns the set NDC of all combinations C 0 obtained
from C by deleting all the duplicated commitments except one.
This way, the sub-coalitions in NDC are the maximal sub-coalitions
which satisfy cond1. Since all their sub-coalitions satisfy this condition as well, we do not need to check recursively this condition on
them, i.e. NO-DUPL-COMMITMENTS can be run only once.
For each coalition in NDC the procedure FIND-2-3 is run (lines
3-4). FIND-2-3 (Algorithm 2) takes as input a coalition C - which
satisfies cond1 - and it returns the set of sub-coalitions of C, C included, that satisfy cond2 and cond3. As we already have checked
cond1, we can add the results of FIND-2-3 to the set I DUD.
The variable S stores the subsets of C that satisfy cond2 and
cond3, in line 1 this variable is initialized to the empty set.
In line 2 SC-COMPONENTS calculates the strongly connected
components SCC of G[C] - algorithms for this procedure are well
known [5, 9]. Three cases are distinguished.
Case 1: G[C] has no strongly connected components. Since strong
connectivity is a necessary condition for the satisfaction of cond2, no
sub-coalitions of C satisfy the i-dud property. Therefore, S is empty.
Case 2: G[C] is not strongly connected, but there exist some strongly
connected components. In this case only the sub-coalitions of C
such that the relative directed graphs are subgraphs of a strongly
connected component can satisfy cond2. Therefore, in lines 7-10,
for each strongly connected component, the maximal labeled ANDgraph hV 0 , E 0 i, included in the component, is constructed. The func-

case G[C] is strongly connected
(BC , A NODES ) ←BC-COMPONENTS (G[C]);
forall (ag i , Q, g) ∈ E s.t. ag i ∈ A NODES do
BC 0 ← {hV0 , E0 i ∈ BC | {ag i , ag j } ∈
E0 with ag j ∈ Q};
S
BC ← [BC \ BC 0 ] ∪ { BC 0 };
if |BC | = 1 then
S ← {C};
forall (Q, g) ∈ C do
C 0 ← C \ {(Q, g)};
S ← S ∪ FIND-2-3 (C 0 );

16

3

Data: C = hV, Ei.
Result: S , the set of sub-coalitions of C that satisfy cond2 and
cond3.
S ← ∅;
SCC ←SC-COMPONENTS (G[C]);
switch do
case G[C] has no strongly connected components
S ← ∅;
case G[C] is not strongly connected, but it has some
strongly connected components
forall hV, Ei ∈ SCC do
V 0 ← V;
E 0 ← {(ag i , Q, g) ∈ E | ag i ∈ V ∧ Q ⊆ V};
S ← S ∪ FIND-2-3 (hV 0 , E 0 i);

19

forall hV, Ei ∈ BC do
E 0 ← {(ag i , Q, g) ∈ E | ag i ∈ V ∧ Q ⊆ V};
V 0 ← V;
S ← S ∪ FIND-2-3 (hV 0 , E 0 i);

22
23
24
25
26
27

return S ;

tion FIND-2-3 is recursively called on hV 0 , E 0 i and its output is
added to S .
Case 3: G[C] is strongly connected, therefore, cond2 is satisfied. It
remains to check cond3 and for complexity reasons we use the characterization by means of the biconnected components of G[C] (see
Section 2).
In line 12 the set of biconnected components BC and the set
of articulation points A NODES are calculated. In lines 13-15
FIND-2-3 checks, for each articulation node ag i , if there exists an
AND-arc (ag i , Q, g) such that the other agents in Q are involved in
two, or more, biconnected components, then these biconnected components replaced with their union (see Figure 3). In the case we end
with a single component, |BC | = 1, C satisfies also cond3 and it
is added to S . Then, in lines 18-20, the sub-coalitions C 0 obtained
removing a single commitment (Q, g) from C are constructed and
FIND-2-3 is recursively called on them. If |BC | > 1, then C does
not satisfy cond3. Also all the subsets C 0 of C such that G[C 0 ] is not
included in a component of BC cannot satisfy cond3, therefore for
each component hV, Ei in BC , the maximal subgraph of C included
in hV, Ei is selected. FIND-2-3 is recursively called on C 0 and the
output is added to S (lines 22-25). Finally, S is returned, line 27.
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4

Complexity of the algorithm

In this section we discuss the complexity of FIND-I-DUD. First
of all, we show that the problem of checking if a coalition satisfies the i-dud property is tractable. Algorithms FIND-I-DUD and
FIND-2-3 can be easily modified to simply check if a given coalition satisfies the i-dud property. First, in FIND-I-DUD we replace
the FOR statement with an IF-THEN-ELSE statement which returns
false if C does not satisfy cond1, it calls FIND-2-3 on C, otherwise. In FIND-2-3 we replace lines 5,7-10, 22-25 with an instruction returning false, and lines 17-20 with an instruction returning
true. We denote with m the number of agents involved in C and with
l the number of arcs in G[C]. The procedure SC-COMPONENTS
takes a time proportional to l [5]. In the case G[C] is not strongly
connected, C does not satisfies the i-dud property and FIND-2-3
returns false. In the contrary case, the procedure BC-COMPONENTS
is called on the undirected graph G[C].
Also BC-COMPONENTS can be executed in a time that is proportional to |E| and, since |E| ≤ l, so far Algorithm 2 has a complexity that is proportional to l. We have to consider now the complexity of the cycle corresponding to the lines 13-15. The number
of iterations of the cycle 13-15 is less than l. The instruction in line
14 has as upper bound m, assuming that, during the execution of
BC-COMPONENTS, a data structure is stored associating each arc
with the biconnected component in which it is included. Since the
sets of arcs of two distinct biconnected components are disjoint, also
the instruction in line 15 can be performed in time proportional to the
set of distinct biconnected components found in line 12, which has
an upper bound in m. Therefore, the cycle 13-15 has an upper bound
in O(l · m). Since O(l · m) is an upper bound also to check cond1, it
is an upper bound for the problem to verify if a coalition satisfies the
i-dud property.
With respect to the original problem to find all the sub-coalitions
of C that satisfy the i-dud property, consider that C satisfies cond1
and it contains only AND-arcs as (ag i , {ag j }, g). In this case we
can represent C as a directed graph G[C], where each arc (u, v)
univocally corresponds to a goal. We show that a single run of
FIND-2-3 is not computationally tractable. FIND-2-3 finds all
the sub-coalitions of a coalition G[C] that satisfy cond2 and cond3.
This requires to find in particular all the subgraphs of G[C] that
are the strongly connected subgraphs and such that the relative
undirected graph, G[C], is biconnected. Since an hamiltonian cycle in G[C] - if any exists - satisfies the previous two conditions,
FIND-2-3 has to find a set of subgraphs which contains all the
hamiltonian cycles of G[C]. Thus, this problem is exponential with
respect to the number of arcs l. In contrast, since checking if a subgraph of G[C] is an hamiltonian cycle is linear with the cardinality of
the nodes V , also the problem of finding an hamiltonian cycle would
be polynomial with respect to number of arcs.
In the case a coalition C can be represented by the corresponding directed graph G[C], the set of subgraphs to check is equal to
2l . However, if C does not satisfy the i-dud property, then, either
G[C] is not strongly connected or G[C] has more than one component as calculated in the lines 12-15. In both cases FIND-2-3 is
called directly on the subgraphs calculated respectively in lines 8-9
and 23-24. So, if there are k of these subgraphs, each of them with
li arcs, we have that the number of the graph which remain to be
verified is 2l1 + · · · + 2lk instead of (approximately from below)
2l1 +···+lk − 1. In the worst case G[C] is not strongly connected and
it has one strongly component with l−1 arcs. In this case 2l−1 graphs
remain to be verified instead of 2l − 1.

We note that this fact occurs not only once, but every time a subcoalition of C does not satisfy the i-dud property. Moreover, if C is a
proper AND-graph this phenomenon can be amplified by the fact that
when an AND-arc is removed in line 8, it may disconnect a strongly
connected component of G[C].
Returning to the coalition C in Figure 2 (a), the number of ANDarcs is 7, so a priori 27 = 128 sub-coalitions should be checked
by the algorithm FIND-I-DUD. However, C does not satisfy cond3
and, after BC results to be greater than 1 in line 16 of FIND-2-3,
FIND-2-3 is called on the sub-coalitions in Figure 2 (d) and (e).
The first sub-coalition has 4 AND-arcs and the second one has just 3
arcs. So after a single call of FIND-2-3, it remains 24 + 23 = 24
sub-coalitions instead of 127. It can be shown that the total number
of sub-coalitions checked is equal to 16, i.e. only the 12,5% of the
number of all sub-coalitions of C.

5

Conclusion

In this work we define a criterion of admissibility for coalition formation which is based on the representation of a coalition as a net of
exchanges [4]: the i-dud property. This property refines the do-ut-des
property [2] by taking into account the fact that two distinct coalitions cannot be considered a whole coalition if they can be formed
independently. This condition arises from the fact that agents prefer
to form small coalitions because, as coalitions spring from unanimously agreements, the more are the agents involved in a coalition
the more is the risk that one of them gives up joining it.
The i-dud property inherits from the do-ut-des property the fact
that it uses only the internal topology of exchanges to check the admissibility of a coalition. Approaches based on Cooperative Game
Theory, as [7, 10], abstract from this internal structure, and hence
they need to compare a coalition with the other possible coalitions in
order to establish its admissibility. This way, also the problem to see
if a coalition is admissible, applying for example the notion of core,
in intractable.
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Abstract

This paper introduces a number theoretical and practical issues related to the “Syllabus”. Syllabus is a multi-lingua ontology based tool,
designed to improve the applications of the European Directives in the various European countries.

1. Introduction
The european union each year produces a large number of
Union Directives (EUD), which are translated in each of the
communitary languages. The EUD are sets of norms that
have to be implemented by the national legislations. The
implementation of a EUD however can not correspond to
the straight transposition in a national law. An EUD is subject to further interpretation, and this process is problematic
for several reasons. Here we investigate two major problems: extra-EU polysemy and conceptual misalignment.
In the case of EUD (usually adopted for harmonising the
laws of the Member States), the terminological matter is
complicated by their necessity to be implemented by the
national legislations. In order to have a precise transposition in a national law, a Directive may be subject to further
interpretation. Thus a same legal concept can be expressed
in different ways in a Directive and in its implementing national law. The same legal concept in some language can be
expressed in a different way in a EUD and in the national
law implementing it. As a consequence we have an extraEU polysemy. For example, the concept corresponding to
the word reasonably in English, is translated into Italian
as ragionevolmente in the EUD, and as con ordinaria diligenza in the transposition law.
In the EUD transposition laws a different problem arises
from the different national legal doctrines. A legal concept expressed in an EUD can not be present in a national
legal system. In this case we can talk about a conceptual
misalignment. To make sense for the national lawyers’ expectances, the European legal terms have not only to be
translated in a sound national terminology, but they need
to be correctly detected when their meanings are to refer
to EU legal concepts or when their meanings are similar to
concepts which are known in the Member states. Consequently, the transposition of European law in the parochial
legal framework of each Member state can lead to a set of
distinct national legal doctrines, that are all different from
the European one. In case of consumer contracts (like those
concluded by the means of distance communication as in
Directive 97/7/EC, Art. 4.2), the notion to provide in a clear
and comprehensible manner some elements of the contract

by the professionals to the consumers represents a specification of the information duties which are a pivotal principle of EU law. Despite the pairs of translation in the language versions of EU Directives (i.e., klar und verständlich
in German - clear and comprehensible in English - chiaro e
comprensibile in Italian), each legal term, when transposed
in the national legal orders, is influenced by the conceptual filters of the lawyers’ domestic legal thinking. So, klar
und verständlich in the German systems is considered by
the German commentators referring to three different legal concepts: 1) the print or the writing of the information
must be clear and legible (gestaltung der information), 2)
the information must be intelligible by the consumer (formulierung der information), 3) the language of the information must be the national of consumer (sprache der information). In Italy, the judiciary tend to control more the
formal features of the concepts 1 and 3, and less concept 2,
while in England the main role has been played by the second concept, though considered as plain style of language
(not legal technical jargon) thanks to the historical influences of plain English movement in that country.
To manage properly extra-EU polysemy and conceptual
misalignment we distinguish in the Syllabus project the notion of legal term from the notion of legal concept and build
a systematic classification based on this distinction. In Section 2 we describe the major issues of the Syllabus project,
in Section 3 we relate the Syllabus approach with respect to
similar projects and in Section 4 we give some conclusions.

2.

The syllabus system

The tool that we propose is based on a clear distinction between the notions of legal term and legal concept. The basic idea is that the basic conceptual backbone consists in
a taxonomy of concepts (ontology) to which the terms can
refer to express their meaning. One of the main points to
keep in mind is that we do not assume the existence of a
single taxonomy covering all languages. In fact, it has been
convincingly argued that the different national systems may
organize the concepts in different ways. For instance, the
term contract corresponds to different concepts in common
law and civil law, where it has the meaning of bargain

Term-Ger-A

Term-Ita-A
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Ger-5
EU-1

Italian ontology

EU ontology

German ontology

Figure 1: Relationship between ontologies. The thick arcs
represent the inter-ontology “association” link.
and agreement, respectively (Sacco, 1999; Pozzo, 2003).
In most complex instances, there are no homologous between terms-concepts such as frutto civile (legal fruit) and
income, but respectively civil law and common law systems can achieve functionally same operational rules thanks
to the functioning of the entire taxonomy of national legal concepts (Graziadei, 2004). Consequently, the Syllabus
includes different ontologies, one for each involved language plus one for the language of EU documents. Each
language-specific ontology is related via a set of association links to the EU concepts, as shown in Fig. 1.
2.1. Polysemy, conceptual misalignment and
translations
Although this picture is conform to intuition, in Syllabus
it had to be enhanced in two directions. First, it must be
observed that the various national ontologies have a reference language. This is not the case for the EU ontology.
For instance, a given term in German could refer either to
a concept in the UK ontology or to a concept in the EU
ontology. In the first case, the term is used for referring
to a concept in the national UK legal system, whilst in the
second one, it is used to refer to a concept used in the European directives. This is one of the main advantages of
Syllabus. For example klar und verständlich could refer
both to concept Ger-379 (a concept in the German Ontology) and to concept EU-882 (a concept in the European
ontology). This is the Syllabus solution for facing the possibility of a correspondence only partial between the meaning a term has in the national system and the meaning of the
same term in the translation of a EU directive. This feature
enables Syllabus to be more precise about what “translation” means. It puts at disposal a way for asserting that two
terms are the translation of each other, but just in case those
terms have been used in the translation of an EU directive:
within Syllabus, we can talk about direct EU-translations of
terms, but only about indirect national-system translations
of terms. The situation enforced in Syllabus is depicted in
Fig. 2, where it is represented that: The Italian term TermIta-A and the German term Term-Ger-A have been used as
corresponding terms in the translation of an EU directive,
as shown by the fact that both of them refer to the same EUconcept EU-1. In the Italian legal system, Term-Ita-A has
the meaning Ita-2. In the German legal system, TermGer-A has the meaning Ger-3. The EU translations of
the directive is correct insofar no terms exist in Italian and
German that characterize precisely the concept EU-1 in the

Ger-3

Ita-2
Ita-4

Italian ontology

EU ontology

German ontology

Figure 2: Relationship between ontologies and terms.
two languages (i.e., the “associated” concepts Ita-4 and
Ger-5 have no corresponding legal terms). A practical example of such a situation is reported in Fig. 3, where we can
see that the ontologies include different types of arcs. Beyond the usual is-a (linking a category to its supercategory),
there are also a purpose arc, which is self-explanatory, and
concerns, which refers to a general relatedness. The dotted
arcs represent the reference from terms to concepts. Some
terms have links both to a National ontology and to the EU
Ontology (In particular, withdrawal vs. diritto di recesso
and difesa del consumatore vs. consumer protection).
The last item above is especially relevant: note that this
configuration of arcs specifies that: 1) withdrawal and
diritto di recesso have been used as equivalent terms (concept EU-2) in some European Directives (e.g., Directive
90/314/EEC). 2) In that context, the term involved an act
having as purpose the some kind of protection of the consumer. 3) The terms used for referring to the latter are consumer protection in English and difesa del consumatore in
Italian. 4) In the British legal system, however, not all withdrawals have this goal, but only a subtype of them, to which
the code refers to as cancellation (concept Eng-3). 5) In
the Italian legal system, the term diritto di recesso is ambiguous, since it can be used with reference either to something concerning the risoluzione (concept Ita-3), or to
something concerning the recesso proper (concept Ita-4).
All of this seems to correspond neatly to the conception
of terminology that is currently accepted by the scholars in
comparative law. For instance, it can safely be stated that
the term diritto di recesso as used in consumer law directives (i.e., the right of a consumer to withdraw from a contract) does not correspond to the same legal concept in the
Italian legislation (i.e., Art. 1373 c.c.). Moreover, the right
of withdrawal appearing in EU directives also differs from
the term with the same label of the British system. Particularly, the EU right of withdrawal (for the lack of providing
information to consumers or for an incorrect information)
appears to be both an incomplete definition of a right and an
indeterminate remedy, where in some remedial legal order
(e.g. English) it is difficult to accept the notion of such a
right, but easier to apply it in the courts as a flexible type of
cancellation or, alternatively, termination of contract; while
in substantive rights based orders (Italy) it is easy to en-

Conclusione del contratto
Difesa del consumatore
Diritto di recesso
Recesso
Risoluzione

Cancellation
Consumer protection
Termination
Withdrawal

Eng-1
EU-1

Ita-1
purpose

purpose

Eng-2
is-a

Eng-3

purpose
is-a

EU-2
Eng-4

Ita-3
concerns

Ita-5
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Ita-2
purpose

Ita-4
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Ita-6

Figure 3: An example of interconnections among terms.
shrine a new right, but more difficult to enforce it beyond
the classical remedy of contractual law. From the standpoint of the Syllabus, the legal concepts have been sorted
in three different classification schemes: notions, rights and
remedies. The analysis of such taxonomy is not presented
here.
2.2. Top-down and bottom-up concept annotation
This complex scenario shows how the traditional top-down
approach to the development of legal ontologies (Visser and
Bench-Capon, 1998) is not flexible enough. Usually, ontologies are built starting from very general concepts which
are then specialised in more detailed concepts. Moreover
most ontologies are oriented to a single national tradition.
In this process the knowledge engineers risk not to take
into account the interpretation process of the legal specialists on the real multilingual data. These ontologies aim at
modelling the legal code but not the legal doctrine, that
is the work of interpretation and re-elaboration of the legal code which is fundamental for transposing EUD into
national laws. In the development of the ontologies described in the previous section, we propose the two-step
procedure pursued in the UT project (Ajani and Ebers,
2005; Rossi and Vogel, 2004). UT project (Uniform Terminology For European Private Law) is a Research Training
Network (RTN) funded by European Commission (Contract n. HPRN-CT-2002-00229). The research network involves researchers from 7 universities spread across England, France, Germany, Italy, Netherlands, Poland, Spain.
The results achieved by the Network can be divided between those relating to a better understanding of the historical divergences hampering uniform terminology, and those
relating to the promotion of a common terminology in EU
private law.
As a first step, terms are collected in a database together
with the legal sources where they appear, in order to identify the concepts. Then, for each different ontology (i.e.,

each specific language ontology and the general EU ontology), the set of concepts is organized in an ontology
which can be different for different legal traditions. This
reconstruction work is done by legal experts rather than
knowledge engineers. In this phase the result is a lightweight ontology rather than an axiomatic one. Only relations among terms are identified without introducing restrictions and axioms. The function of these ontologies is
to compare the taxonomic structure in the different legislations, to provide a form of intelligent indexing and to draw
new legal conclusions. In a second phase, a knowledge engineer can reorganize the ontology and integrate it with a
top-level well-founded ontology like DOLCE (Gangemi et
al., 2002). This is a very complex step, since the legal concepts are linked to concepts related to our everyday life in a
rather intricate way (Boella et al., 2006). But it is important
to note that this second step affects only in part the proper
function of Syllabus, that can be used as an access tool (see
below) before the integration step is completed.
2.3. Implementation features
Even if many tools for the construction of ontologies are
available (e.g., Protegè), we had to design a new development system based on the constraints of being distributed
and user-friendly. As described in Section 2.2., the central
step of the legal concepts annotation is performed by legal
experts from different countries rather than knowledge engineer. As a consequence, the Syllabus has been designed
by using a very simple client-server web application1. The
ontology framework has been inspired by the Gene Ontology project (http://www.geneontology.org/), from which it
inherits the logical and graphical representation, and the
ability to import and export the ontology in representation
languages like OWL. The tool has two levels of use.
1
The web server has been implemented by using a WAPP
(Windows, Apache, PostgreSQL, PHP) platform.

1265

Figure 4: A screenshot of the Syllabus interface for navigation and update of the ontologies.
In the first level the web interface makes available to the
legal expert a friendly way to introduce data about terms
and concepts. At this level, the tool aims at providing the
expert with a support in her/his activity of term comparison, Fig. 4. In other words, instead of using a standard
database interface, the expert can specify the correspondences among terms found via the manual inspection of
EU directives or ECJ decisions (or in national legislation
and case-law) in a controlled way and save in an ontology
structure the result of her/his analysis.
The second level is devoted to a user who wants to retrieve
the documents related to a given legal term. At this level,
Syllabus acts as the desired extension of a standard legal
database (cf. “EUR-Lex”, see below), by enabling the user
to find the relevant documents taking into account the complex net of semantic correspondences that characterize the
relationships between legal terms at the international level
(Fig. 5).
The importance of such two levels of use has ever not been
stressed sufficiently. As pointed out in jurisprudence and
European law literature (Patterson, 1996; Gerven, 2000),
the classification schemes of legal objects (such as the distinction between rights in rem and rights in personam with
the reference to the time-share property) does not exist externally to the legal domain and exists only because the
legal science deems it does. The principle of consensus
(the intentional use of the majority of scholars operating
within the relevant discipline) and not only the interoperability may foster the ontological knowledge at the level of
legal domain. Consequently, if many classification schemes
are adopted in several legal orders the ontology should take

all into account before refining them.

3. Related work
There is a number of works that consider the theoretical
issues related to the construction of legal ontologies (McCarty, 1989; Stamper, 1991; Breuker et al., 1997). In particular the framework presented in (Kraligen, 1997) is a
frame-based system that classify the legal facts. A basic
component of this system is the legal concept description,
i.e. Kralingen proposes a distinction between a legal term
and a legal concept similar to the distinction that we have
adopted in Syllabus.
From a practical point of view, there are two projects that
are related in someway to the Syllabus. The “EURLex”
system (http://europa.eu.int/eur-lex/) is a web portal that interfaces a number of databases in order to access a wide
collection of legal documents produced by the EU. However, in order to obtain a full coverage, EURLex limits the
complete accessibility to legal documents, particularly for
the needs of lawyers. Each query, even when using boolean
search, reports too large instances without comprehensible
classifications for the expectances of national jurists and
practitioners, and thus hinders the applicability of EURLex for most legal uses in the Member States’ legal.
“Eurovoc” (http://europa.eu.int/celex/eurovoc/) is a web
application that accesses a number a multilingual thesauri.
The main point of this project is the splitting of the legal
terms into two sets: the descriptor and non-descriptor. A
non-descriptor legal term can be always be mapped into a
descriptor legal term that has the same meaning. Moreover,
the basic hypothesis is that each descriptor can be translated
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Figure 5: A screenshot of the Syllabus interface for searching a legal term.
straightforwardly into the official languages of the EU. In
contrast to Syllabus, the main purpose of Eurovoc is the
information extraction. Indeed, the sparsness problems related to the bags of word techniques can be reduced by replacing the non-descriptor with the corresponding descriptor. However Eurovoc does not distinct between a legal
terms and a legal concepts, and cannot resolve easily the
problems related to the polysemy.
“LOIS” Project (http://www.loisproject.org) aims at extending EuroWordnet with legal information. Whilst the
final goal of LOIS is to support applications concerning
information extraction, the Syllabus we propose herein is
concerned with the access of human experts to the EU documents.

4. Conclusion and development
In this paper we have described the Syllabus. The first ongoing phase of this project involves the collections of the legal terms and legal concepts by a group of legal experts belonging to a number different countries (in particular Italy,
England, Germany). Moreover these groups are organizing
the ontologies by taking into account the national doctrines.
In the second phase of the project, a group knowledge engineer will reorganize the ontology and integrate it with a
top-level well-founded ontology like DOLCE (Gangemi et
al., 2002).
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ABSTRACT
In this paper we present a new vision in object oriented programming languages where the objects’ attributes and operations depend
on who is interacting with them. This vision is based on a new definition of the notion of role, which is inspired to the concept of
affordance as developed in cognitive science. The current vision of
objects considers attributes and operations as being objective and
independent from the interaction. In contrast, in our model interaction with an object always passes through a role played by another
object manipulating it. The advantage is that roles allow to define
operations whose behavior changes depending on the role and the
requirements it imposes, and to define session aware interaction,
where the role maintains the state of the interaction with an object.
Finally, we discuss how roles as affordances can be introduced in
Java, building on our language powerJava.

1.

INTRODUCTION

Object orientation is a leading paradigm in programming languages,
knowledge representation, modelling and, more recently, also in
databases. The basic idea is that the attributes and operations of an
object should be associated with it. The interaction with the object
is made via its public attributes and via its public operations. The
implementation of an operation is specific of the class and can access the private state of it. This allows to fulfill the data abstraction
principle: the public attributes and operations are the only possibility to manipulate an object and their implementation is not visible
from the other objects manipulating it; thus, the implementation
can be changed without changing the interaction capabilities of the
object.
This view can be likened with the way we interact with objects
in the world: the same operation of switching a device on is implemented in different manners inside different kinds of devices,
depending on their functioning. The philosophy behind object orientation, however, views reality in a naive way. It rests on the assumption that the attributes and operations of objects are objective,
in the sense that they are the same whatever is the object interacting
with them.
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not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, or
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This view limits sometime the usefulness of object orientation:
1. Every object can access all the public attributes and invoke
all the public operations of every other object. Hence, it is
not possible to distinguish which attributes and operations
are visible for which classes of interacting objects.
2. The object invoking an operation (caller) of another object
(callee) is not taken into account for the execution of the
method associated with the operation. Hence, when an operation is invoked it has the same meaning whatever the caller’s
class is.
3. The values of the private and public attributes of an object
are the same for all other objects interacting with it. Hence,
the object has always only one state.
4. The interaction with an object is session-less since the invocation of an operation does not depend on the caller. Hence,
the value of private and public attributes and, consequently,
the meaning of operations cannot depend on the preceding
interactions with the object.
The first three limitations hinder modularity, since it would be useful to keep distinct the core behavior of an object from the different
interaction possibilities that it offers to different kinds of objects.
Some programming languages offer ways to give multiple implementations of interfaces, but the dependance from the caller cannot be taken into account, unless the caller is explicitly passed as
a parameter of each method. The last limitation complicates the
modelling of distributed scenarios where communication follows
protocols.
Programming languages like Fickle [9] address the second and third
problem by means of dynamic reclassification: an object can change
class dynamically, and its operations change their meaning accordingly. However, Fickle does not represent the dependence of attributes and operations from the interaction. Aspect programming
focuses too on the second and third issue, while it is less clear how
it addresses the other ones.
Sessions are considered with more attention in the agent oriented
paradigm, which bases communication on protocols ([10, 13]). A
protocol is the specification of the possible sequences of messages
exchanged between two agents. Since not all sequences of messages are legal, the state of the interaction between two agents must
be maintained in a session. Moreover, not all agents can interact
with other ones using whatever protocol. Rather the interaction is
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allowed only by agents playing certain roles. However, the notion
of role in multi-agents systems is rarely related with the notion of
session of interaction. Moreover, it is often related with the notion
of organization rather than with the notion of interaction.
Roles in object oriented programming, instead, aim at modelling
the properties and behaviors of entities which evolve over time,
while the interaction among objects is mostly disregarded [7, 14,
18]. Hence, they adopt the opposite perspective.
In this paper, we address the four problems above in object oriented programming languages by using a new notion of role we
introduced in [4] . This is inspired to research in cognitive science,
where the naive vision of objects is overcome by the so called ecological view of interaction in the environment. In this view, the
properties (attributes and operations) of an object are not independent from whom is interacting with it. An object “affords” different
ways of interaction to different kinds of objects.
The structure of this paper is as follows. In Section 2 we discuss
the cognitive foundations of our view of objects. In Section 3 we
define roles in terms of affordances. In Section 4 we show how
our approach to roles impact on the design of a new object oriented
programming language, powerJava. Related work and conclusion
end the paper.

2.

ROLES AS AFFORDANCES

The naive view of objects assignes them objective attributes and
operations which are independent from the observer or other objects interacting with them. Instead, recent developments in cognitive science show that attributes and operations, called affordances,
emerge only at the moment of the interaction and change according
to what kind of object is interacting with another one.
The notion of affordance has been developed by a cognitive scientist, James Gibson, in a completely different context, the one of
visual perception [11] (p. 127):

“The affordances of the environment are what it
offers the animal, what it provides or furnishes, either
for good or ill. The verb to afford is found in the dictionary, but the noun affordance is not. I have made
it up. I mean by it something that refers to both the
environment and the animal in a way that no existing
term does. It implies the complementarity of the animal and the environment... If a terrestrial surface is
nearly horizontal (instead of slanted), nearly flat (instead of convex or concave), and sufficiently extended
(relative to the size of the animal) and if its substance
is rigid (relative to the weight of the animal), then the
surface affords support... Note that the four properties
listed - horizontal, flat, extended, and rigid - would be
physical properties of a surface if they were measured
with the scales and standard units used in physics. As
an affordance of support for a species of animal, however, they have to be measured relative to the animal.
They are unique for that animal. They are not just abstract physical properties.
The same layout will have different affordances for
different animals, of course, insofar as each animal has
a different repertory of acts. Different animals will
perceive different sets of affordances therefore.”

Gibson refers to an ecological perspective, where animals and the
environment are complementary. But the same vision can be transferred to objects. By “environment” we intend a set of objects and
by “animal of a given specie” we intend another object of a given
class which manipulates them. Besides physical objective properties objects have affordances when they are considered relative to
an object managing them. Thus, we have that the properties which
characterize an object in the environment depend on the properties
of the interactant. Thus, the interaction possibilities of an object in
the environment depend on the properties of the object manipulating it.
How can we use this vision to introduce new modelling concepts in
object oriented programming? Different sets of affordances of an
object are associated with each different way of interaction with the
objects of a given class. We will call a role type the different sets
of affordances of an object. A role type represents the interaction
possibilities which depend on the class of the interactant manipulating the object: the player of the role. To manipulate an object
the caller of a method has to specify the role in which the interaction is made. But an ecological perspective cannot be satisfied by
considering only occasional interactions between objects. Rather
it should also be possible to consider the continuity of the interaction for each object, i.e., the state of the interaction. In terms of
a distributed scenario, a session. Thus a given role type can be instantiated, depending on a certain player of a role (which must have
the required properties), and the role instance represents the state
of the interaction with that role player.

3. ROLES AND SESSIONS
The idea behind affordances is that the interaction with an object
does not happen directly with it by accessing its public attributes
and invoking its public operations. Rather, the interaction with an
object happens via a role: to invoke an operation, it is necessary
first to be the player of a role offered by the object the operation
belongs to, and second to specify in which role the method is invoked. The roles which can be played depend on the properties
of the player of the role (the requirements), since the affordances
depend on the “different repertories of acts”.
Thus, a class is seen as a cluster of classes gathered around a central
class. The central class represents the core state and behavior of the
object. The other classes, the role types, are the containers of the
operations specific of the interaction with a given class, and of the
attributes characterizing the state of the interaction. Not only the
kind of attributes and methods depend on the class of the interacting
object and on the role in which it is interacting, but also the values
of these attributes may vary according to a specific interactant: they
are memorized in a role instance. A role instance, thus, models the
session of the interaction between two objects and can be used for
defining protocols.
Since a role represents the possibilities offered by an object to interact with it, the methods of a role must be able to affect the core
state of the objects they are roles of and to access their operations;
otherwise, no effect could be made by the player of the role on the
object the role belongs to. So a role, even if it can be modelled as
an object, is, instead different: a role depends both on its player and
on the object the role belongs to and it can access the state of the
object the role belongs to.
Many objects can play the same role as well as the same object can
play different roles. In Figure 1 we depict the different possibil-
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(a)

(b)

(d)
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Figure 1: The possible uses of roles as affordances.
ities. Boxes represent objects and role instances (included in external boxes). Arrows represent the relations between players and
their roles, dashed arrows the access relation between objects.
• Drawing (a) illustrates the situation where an object interacts
with another one by means of the role offered by it.
• Drawing (b) illustrates an object interacting in two different
roles with another one. This situation is used when an object implements two different interfaces for interacting with
it, which have methods with the same signature but with different meanings. In our model the methods of the interfaces
are implemented in the roles offered by the object to interact with it. Moreover, the two role instances represent the
two different states of the two interactions between the two
objects.
• Drawing (c) illustrates the case of two objects which interact
with each other by means of the two roles of another object (the two role instances may be of the same class). This
object can be considered as the context of interaction. This
achieves the separation of concerns between the core behavior of an object and the interaction possibilities in a given
context. The meaning of this scenario for coordination has
been discussed in [5]; in this paper, we used as a running example the well-known philosophers scenario. The institution
is the table, at which philosophers are sitting and coordinate
to take the chopsticks and eat since they can access the state
of each other. The coordinated objects are the players of the
role chopstick and philosopher. The former role is
played by objects which produce information, the latter by
objects which consume them. None of the players contains
the code necessary to coordinate with the others, which is
supplied by the roles.
• In drawing (d) a degenerated but still useful situation is depicted: a role does not represent the individual state of the
interaction with an object, but the collective state of the interaction of two (or more) objects playing the same role instance. This scenario is useful when it is not necessary to
have a session for each interaction.
• In drawing (e) two objects interact with each other, each one
playing a role offered by the other. This is often the case
of interaction protocols: e.g., an object can play the role of
initiator in the Contract Net Protocol if and only if the other
object plays the role of participant [3]. The symmetry of
roles is closer to the traditional vision of roles as ends of a
relation.

4.

AFFORDANCES IN POWERJAVA

Baldoni et al. [3] introduce roles as affordances in powerJava, an
extension of the object oriented programming language Java. Java
is extended with:
1. A construct defining the role with its name, the requirements
and the signatures of the operations which represent the affordances of the interaction with an object by playing the
role.
2. The implementation of a role, inside an object and according
to its definition.
3. A construct for playing a role and invoking the operations of
the role.
We illustrate powerJava by means of an example. Let us suppose
to have a printer which supplies two different ways of accessing to
it: one as a normal user, and the other as a superuser. Normal users
can print their jobs and the number of printable pages is limited to
a given maximum. Superusers can print any number of pages and
can query for the total number of prints done so far. In order to be a
user one must have an account, which is printed on the pages. The
role specification for the user and superuser is the following:

role User playedby AccountedPerson {
int print(Job job);
int getPrintedPages();}
role SuperUser playedby AccountedPerson {
int print(Job job);
int getTotalPages();}

Requirements must be implemented by the objects which act as
players.

class Person implements AccountedPerson {
Login login; // ...
Login getLogin() {return login;}
}

interface AccountedPerson {
Login getLogin();}
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Instead, affordances are implemented in the class in which the role
itself is defined. To implement roles inside it we revise the notion of
Java inner class, by introducing the new keyword definerole
instead of class followed the name of the role definition that the
class is implementing (see the class Printer in Figure 2). Role
specifications cannot be implemented in different ways in the same
class and we do not consider the possibility of extending role implementations (which is, instead, possible with inner classes), see
[4] for a deeper discussion.
As a Java inner class, a role implementation has access to the private fields and methods of the outer class (in the above example the
private method print of Printer used both in role User and in
role SuperUser) and of the other roles defined in the outer class.
This possibility does not disrupt the encapsulation principle since
all roles of a class are defined by the same programmer who defines
the class itself. In other words, an object that has assumed a given
role, by means of the role’s methods, has access and can change
the state of the object the role belongs to and of the sibling roles.
In this way, we realize the affordances envisaged by our analysis of
the notion of role.
The class implementing the role is instantiated by passing to the
constructor an instance of an object satisfying the requirements.
The behavior of a role instance depends on the player instance
of the role, so in the method implementation the player instance
can be retrieved via a new reserved keyword: that, which is
used only in the role implementation. In the example of Figure 2
that.getLogin() is parameter of the method print.
All the constructors of all roles have an implicit first parameter
which must be passed as value the player of the role. The reason is
that to construct a role we need both the object the role belongs to
(the object the construct new is invoked on) and the player of the
role (the first implicit parameter). This parameter has as its type the
requirements of the role an dit is assigned to the keyword that. A
role instance is created by means of the construct new and by specifying the name of the “inner class” implementing the role which
we want to instantiate. This is like it is done in Java for inner class
instance creation. Differently than other objects, role instances do
not exist by themselves and are always associated to their players
and to the object the role belongs to.
The following instructions create a printer object laser1 and two
person objects, chris and sergio. chris is a normal user
while sergio is a superuser. Indeed, instructions four and five
define the roles of these two objects w.r.t. the created printer.
Printer hp8100 = new Printer();
//players are created Person
chris = new Person();
Person sergio = new Person();
//roles are created
hp8100.new User(chris);
hp8100.new SuperUser(sergio);

An object has different (or additional) properties when it plays a
certain role, and it can perform new activities, as specified by the
role definition. Moreover, a role represents a specific state which
is different from the player’s one, which can evolve with time by
invoking methods on the roles. The relation between the object
and the role must be transparent to the programmer: it is the object
which has to maintain a reference to its roles.

Methods can be invoked from the players, given that the player is
seen in its role. To do this, we introduce the new construct:

receiver <-(role) sender

This operation allows the sender (the player of the role) to use the
affordances given by role when it interacts with the receiver
the role belongs to. It is similar to role cast as introduced in
[1, 4, 5] but it stresses more strongly the interaction aspect of the
two involved objects: the sender uses the role defined by the receiver for interacting with it. Let us see how to use this construct in
our running example.
In the example the two users invoke method print on hp8100.
They can do this because they have been empowered of printing by
their roles. The act of printing is carried on by the private method
print. Nevertheless, the two roles of User and SuperUser
offer two different way to interact with it: User counts the printed
pages and allows a user to print a job if the number of pages printed
so far is less than a given maximum; SuperUser does not have
such a limitation. Moreover, SuperUser is empowered also for
viewing the total number of printed pages. Notice that the page
counter is maintained in the role state and persists through different
calls to methods performed by a same sender/player towards the
same receiver as long as it plays the role.

(hp8100 <-(User) chris).print(job1);
(hp8100 <-(SuperUser) sergio).print(job2);
(hp8100 <-(User) chris).print(job3);
System.out.println("Chris printed "+
(hp8100 <-(User) chris).getPrintedPages());
System.out.println("The printer printed" +
(hp8100 <-(SuperUser) sergio).getTotalPages());

By maintaining a state, a role can be seen as realizing a sessionaware interaction between objects, in a way that is analogous to
what done by cookies on the WWW or Java sessions for JSP and
Servlet. So in our example, it is possible to visualize the number of
currently printed pages, as in the above example. Note that, when
we talk about playing a role we always mean playing a role instance
(or qua individual [17] or role enacting agent [8]) which maintains
the properties of the role.
Since an object can play multiple roles, the same method will have
a different behavior, depending on the role which the object is playing when it is invoked. It is sufficient to specify which is the role of
a given object, we are referring to. In the example chris can become also SuperUser of hp8100, besides being a normal user

hp8100.new SuperUser(chris);
(hp8100 <-(SuperUser) chris).print(job4);
(hp8100 <-(User) chris).print(job5);

Notice that in this case two different sessions will be kept: one for
chris as normal User and the other for chris as SuperUser.
Only when it prints its jobs as a normal User the page counter is
incremented.
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class Printer {
private int totalPrintedPages = 0;
private void print(Job job, Login login) {
totalPrintedPages += job.getNumberPages(); ... // performs printing
}
definerole User {
int counter = 0;
public int print(Job job) {
if (counter > MAX_PAGES_USER) throws new IllegalPrintException();
counter += job.getNumberPages();
Printer.this.print(job, that.getLogin());
return counter;}
public int getPrintedPages(){ return counter; }
}
definerole SuperUser {
public int print(Job job) {
Printer.this.print(job, that.getLogin());
return totalPrintedPages;}
public int getTotalpages() { return totalPrintedPages; }
}
}

Figure 2: The Printer class and its affordances

5.

RELATED WORK

There is a huge amount of literature concerning roles in programming languages, knowledge representation, multiagent systems and
databases. Thus we can compare our approach only with a limited
number of other approaches.
First of all, our approach is consistent with the definition of roles in
ontologies given by Masolo et al. [17], as we discuss in [4].
The term of role is already used also in Object Oriented modelling
languages like UML and it is related to the notion of collaboration: “while a classifier is a complete description of instances, a
classifier role is a description of the features required in a particular collaboration, i.e. a classifier role is a projection of, or a view
of, a classifier.” This notion has several problems, thus Steimann
[19] proposes a revision of this concept merging it with the notion
of interface. However, by role we mean something different from
what is called role in UML. UML is inspired by the relation view
of roles: roles come always within a relation. In this view, which
is also shared by, e.g., [15, 16], roles come in pairs: buyer-seller,
client-server, employer-employee, etc.. In contrast, we show, first,
that the notion of role is more basic and involves the interaction of
one object with another one using one single role, rather than an
association. Second, we highlight that roles have a state and add
properties to their players besides requiring the conformance to an
interface which shadows the properties of the player.
A leading approach to roles in programming languages is the one
of Kristensen and Osterbye [14]. A role of an object is “a set of
properties which are important for an object to be able to behave in
a certain way expected by a set of other objects”. Even if at first
sight this definition seems related to ours, it is the opposite of our
approach. By “a role of an object” they mean the role played by an
object, we mean, instead, the role offered by an object to interact
with it. They say a role is an integral part of the object and at the
same time other objects need to see the object in a certain restricted
way by means of roles. A person can have the role of bank employee, and thus its properties are extended with the properties of
employee. In our approach, instead, by a role of an object we mean
the role offered by an object to interact with it by playing the role:
roles allow objects which can interact in different ways with play-

ers of different roles. We focus on the fact that to interact with a
bank an object must play a role defined by the bank, e.g., employee,
and to play a role some requirements must be satisfied.
Roles based on inner classes have been proposed also by [12, 20].
However, their aim is to model the interaction among different objects in a context, where the objects interact only via the roles they
play. This was the original view of our approach [1], too. But in this
paper and in [3] we extend our approach to the case of roles used to
interact with a single object to express the fact that the interaction
possibilities change according to the properties of the interactants.
Aspect programming addresses some of the concerns we listed in
the Introduction. In particular, aspect weaving allows to change the
meaning of methods. Sometimes aspects are packed into classes
to form roles which have their own state [12]. However, the aim
of our proposal is different from modelling crosscutting concerns.
Our aim is to model the interaction possibilities of an object by
offering different sets of methods (with a corresponding state) to
different objects by means of roles. Roles are explicitly expressed
in the method call and specify the affordances of an object: it is
not only the meaning of methods which changes but the possible
methods that can be invoked. If one would like to integrate the
aspect paradigm within our view of object oriented programming,
the natural place would be use aspects to model the environment
where the interaction between objects happens. In this way, not
only the interaction possibilities offered by an object would depend
on the caller of a method, but they would also depend on the environment where the interaction happens. Consider the within
construct in Object Teams/Java [12] which specifies aspects as the
context in which a block of statements has to be executed. Since,
when defining the interaction possibilities of an object it is not possible to foresee all possible contexts, the effect of the environment
can be better modelled as a crosscutting concern. Thus aspect programming is a complementary approach with respect to our one.
Some patterns partially address the same problems of this paper.
For example, the strategy design pattern allows to dynamically
change the implementation of a method. However, it is complex
to implement and it does not address the problem of having different methods offered to different types of callers and of maintaining
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the state of the interaction between caller and callee.
Baumer et al. [6] propose the role object pattern to solve the problem of providing context specific views of the key abstractions of
a system. They argue that different context-specific views cannot
be integrated in the same class, otherwise the class would have a
bloated interface, and unanticipated changes would result in recompilations. Moreover, it is not possible either to consider two views
on an object as an object belonging to two different classes, or else
the object would not have a single identity. They propose to model
context-specific views as role objects which are dynamically attached to a core object, thus forming what they call a subject. This
adjunct instance should share the same interface as the core object.
Our proposal is distinguished by the fact that roles are always roles
of an institution. As a consequence they do not consider the additional methods of the roles as powers which are implemented using
also the requirements of the role. Finally, in their model, since the
role and its player share the same interface, it is not possible to
express roles as partial views on the player object.

6.

CONCLUSION

In this paper we introduce the notion of affordance developed in
cognitive science to extend the notion of object in the object orientation paradigm. In our model objects have attributes and operations which depend on the interaction with other objects, according
to their properties. Sets of affordances form role types whose instances are associated with players which satisfy the requirements
associated with roles. Since role instances have attributes they provide the state of the interaction with an object.
In [1] we present a different albeit related notion of role, with a different aim: representing the organizational structure of institutions
which is composed of roles. The organization represents the context where objects interact only via the roles they play by means of
the powers offered by their roles (what we call here affordances).
E.g., a class representing a university offers the roles of student and
professor. The role student offers the power of giving exams to
players enrolled in the university. In [5] we explain how roles can
be used for coordination purposes. In [4] we investigate the ontological foundations of roles. In [2] we describe the preprocessor
translating powerJava into Java. In this paper, instead, we use roles
to articulate the possibility of interaction provided by an object.
Future work concerns modelling the symmetry of roles. In particular, the last diagram of Figure 1 deserves more attention. For
example, the requirements to play a role must include the fact that
the player must offer the symmetric role (e.g., initiator and participant in a negotiation). Moreover, in that diagram the two roles are
independent, while they should be related. Finally, the fact that the
two roles are part of a same process (e.g., a negotiation) should be
represented, in the same way we represent that student and professor are part of the same institution.

7.
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Count-as Conditionals, Classification and Context
Guido Boella1 and Leendert van der Torre2
Abstract. Searle represents constitutive norms as count-as conditionals, written as ‘X counts as Y in context C’. Grossi et al. study a
class of these conditionals as ‘in context C, X is classified as Y ’.
In this paper we propose a generalization of this relation among
count-as conditionals, classification and context, by defining a class
of count-as conditionals as ‘X in context C0 is classified as Y in
context C’. We show that if context C0 can be different from context C, then we can represent a larger class of examples, and we
have a weaker logic of count-as conditionals.

1

Count-as conditionals, classification and context

Searle [7] argues that there is a distinction between two types of rules.
“Some rules regulate antecedently existing forms of behaviour.
For example, the rules of polite table behaviour regulate eating,
but eating exists independently of these rules. Some rules, on
the other hand, do not merely regulate an antecedently existing
activity called playing chess; they, as it were, create the possibility of or define that activity. The activity of playing chess
is constituted by action in accordance with these rules. The institutions of marriage, money, and promising are like the institutions of baseball and chess in that they are systems of such
constitutive rules or conventions” ([7], p. 131).
For Searle, regulative and constitutive norms are related via institutional facts like marriage, money and private property. They
emerge from an independent ontology of “brute” physical facts
through constitutive rules of the form “such and such an X counts
as Y in context C” where X is any object satisfying certain conditions and Y is a label that qualifies X as being something of an
entirely new sort. E.g., “X counts as a presiding official in a wedding ceremony”, “this bit of paper counts as a five euro bill” and
“this piece of land counts as somebody’s private property”. Regulative norms refer to these institutional facts. E.g., consider a society
which believes that a field fenced by an agent counts as the fact that
the field is the agent’s property. The fence is a physical “brute” fact,
while being a property is an institutional fact. Regulative norms forbidding trespassing refer to the abstract concept of property rather
than to fenced fields.
Grossi et al. [4] study the relation between on the one hand countas conditionals and on the other hand classification and context. They
formalize a class of count-as conditionals as contextual classifications, and thus do not claim that all count-as conditionals can be represented in this way. Roughly, as we understand it, their idea of classification is that X and Y are interpreted as sets (of facts, objects,
1
2

Dipartimento di Informatica - Università di Torino - Italy. E-mail:
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events, actions, etc) and that ‘X is classified as Y ’, or ‘X is-a Y ’
for short, is interpreted as ‘the set of interpretations of X is a subset of the set of interpretations of Y ’. Thus, classification is the is-a
relation frequently studied in conceptual modeling, for example as
a subsumption relation in type theory, or as a T-Box expression in
description logics.
Moreover, Grossi et al. use modal logic to represent their count-as
conditionals as contextual classifications. They represent X and Y as
propositions, and the context as a modal operator (to be precise, as a
particular kind of KD45 modality). Roughly, representing the classification relation as a material implication ‘X → Y , they propose the
following definition.
‘X counts as Y in context C’ is represented by [C](X → Y ).
For example, consider a regulative norm stating that vehicles are
forbidden in the park, and the constitutive norm ‘bicycles count as
vehicles in the park’. This count-as conditional classifies bicycles as
vehicles in the context of being in the park, and can be formalized as
[park](bicycles → vehicles).
The logic of Grossi et al. turns out to be much stronger than other
logics of count-as conditionals, such as the one of Jones and Sergot [5]. In Jones and Sergot’s study of count-as conditionals, the logic
of count-as conditionals is very weak. It just satisfies replacements of
logical equivalents, left disjunction and right conjunction. Moreover,
they are inclined to accept transitivity. In addition, the logic of Grossi
et al. satisfies, for example, reflexivity and contraposition.
We believe that there are two important advantages in representing
count-as conditionals as contextual classifications. The first advantage is that it may help to better understand constitutive norms. Defining count-as conditionals as contextual classifications might lead to
a more precise characterization of count-as conditionals – though it
will not cover the whole class of count-as conditionals.
The second advantage of defining count-as conditionals as contextual classifications is that it may help us to understand how countas conditionals are related to regulative norms like obligations and
permissions, which is one of the main open questions in normative
systems. Since regulative norms can be defined as classifications of
behaviors in obligatory, permitted and unnormed ones, count-as conditionals as contextual classifications may explain this relation.
Given these two advantages, we are interested in generalizing the
class of count-as conditionals that can be considered as contextual
classifications. One reason to look for generalizations is that the formalization does not seem to take Searle’s distinction between brute
and institutional facts into account. For example, since X are brute
facts and Y are institutional facts, this distinction may suggest that
X and Y themselves refer to distinct contexts. Another reason is that
it does not seem straightforward to represent examples. For example,
what is the context in “this bit of paper counts as a five euro bill” or
in “this piece of land counts as somebody’s private property”?
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2

Contexts as views

To generalize the notion of count-as conditionals as contextual classifications, we again make use of the terminology and methodology
developed in conceptual modeling. As we already observed, classification is a central relation used in conceptual modeling. In software
engineering, for example, the world (or a system) is modeled using
various models of the Unified Modelling Language (UML) (class
diagrams, sequence diagrams, etc.), and the is-a relation is used to
define classification of concepts in class diagrams.
In this paper we use the notion of viewpoint and view to give an
interpretation of context. A viewpoint is a particular way to look at
the world [1]. For example, a structural viewpoint only describes the
things staying the same over time, an action or process viewpoint describes the behavior over time, a brute viewpoint describes only brute
facts, an institutional viewpoint describes only institutional facts, a
power viewpoint describes the world in terms of powers of agents, a
dependency viewpoint describes the world in terms of dependencies
among actors, etc. Such a viewpoint is associated with a stakeholder
having particular concerns; this aspect is not further discussed here.
Each viewpoint gives a view on the system or the world.
There are two issues in conceptual modeling: defining each of
these models or views, and defining the relations among them. In
practice, it is the latter which is most problematic [3]. System descriptions often comprise many heterogeneous models and other descriptions, with ill-defined or completely lacking relations, inconsistencies, and a general lack of coherence and vision. UML for example does not define the relations among its models (nor does it define
a semantics for its models).
In this interpretation, ‘X counts as Y in context C’ is interpreted
as ‘X counts as Y in viewpoint C’. Our notion of context as view
seems to be compatible with the framework of Grossi et al. In this
interpretation, the conditional is interpreted as ‘X is classified as Y
in viewpoint C’. However, the count-as conditional can be used only
to classify concepts within a single view, not to relate concepts in
two or more views.

3

Count-as as relations among contexts or views

Generalizing the contextual classification to incorporate relations
among contexts is straightforward. If we represent the classification
relation again as a conditional ‘X → Y , then we propose the following definition.
‘X in context C0 counts as Y in context C’ is represented by
[C0 ]X → [C]Y .
The following examples illustrate our definition. The third example illustrates how counts-as conditionals can be used to define properties of regulative norms too.
1. [brute](‘p is a piece of paper’) → [institutional](‘p is money’):
This piece of paper p counts as money. The contexts or views are
the physical world and social (institutional) reality, respectively.
2. [facts](‘this is a piece of paper’) → [actions](‘using the piece of
paper for paying’): This piece of paper can be used to pay for
things. The contexts or views are facts and actions, respectively.
3. [brute](‘the occurrence of behavior p’) → [deontic](‘p is a violation’): Behavior p counts as a violation. The contexts or views are
physical world and deontic reality, respectively.
The context or view C0 often refers to the world of physical (observable) facts. As an abbreviation, we can thus use ‘X counts as Y

in context C’ to mean that ‘X in context ‘brute facts’ counts as Y
in context C’. Moreover, as a first approximation of the relation between count-as conditionals, classification and context, we can use
the following definition:
‘X counts as Y in context C’ is represented by (X → [C]Y ).
The advantage of this definition is that we can compare the logical properties among count-as conditionals of our proposal with the
existing ones in the literature. In this case we end up with a weaker
logic than the one proposed by Grossi et al., since we no longer have
reflexivity or contraposition. It is more in line with earlier proposals,
such as the approach of Jones and Sergot.

4

Concluding remarks

Constitutive norms play an important role in normative systems like
organizations and institutions, which have received much attention in
artificial intelligence and multi-agent systems. According to Searle,
the simple mechanism of count-as conditionals can explain the complexity of the construction of social reality. This aspect of constitutive
norms does not get a satisfactorily explanation in Grossi et al.’s definition of count-as conditional as a contextual classification. It is hard
to believe that all complex mechanisms found in social reality, can
be explained by classifications only.
When count-as conditionals act also as bridges between contexts
or views, then they can be used to define new contexts from existing ones. They can be used to relate for example observable brute
facts and institutional facts, or observable and legal facts. This at least
partly explains why constitutive norms play such an important role
in the construction of social reality. However, there are still aspects
of count-as conditionals which cannot be satisfactorily explained by
our generalized contextual classifications. For example, as we have
shown in [2], constitutive norms can also be used to formalize how
normative systems like organizations can regulate their own evolution. How to incorporate this aspect is subject of further research.
Another subject of further research is the logical analysis of
counts-as conditionals as contextual classifications. We do not have
that X counts as X, the absence of this reflexivity property was suggested also by Jones and Sergot’s analysis. We thus need a logical
framework of conditionals that not necessarily satisfy this property,
such as the framework of input/output logic [6].
Finally, a subject of further research is to examine relationships
between concepts. For example, the context [facts] consists of the
contexts [brute] and [institutional]. Existing logics of context may be
useful here.
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Fair Distribution of Collective Obligations
Guido Boella1 and Leendert van der Torre2
Abstract. In social mechanism design, obligation distribution creates individual or contractual obligations that imply a collective obligation. A distinguishing feature from group planning is that also the
sanction of the collective obligation has to be distributed, for example by creating sanctions for the individual or contractual obligations.
In this paper we address fairness in obligation distribution for more
or less powerful agents, in the sense that some agents can perform
more or less actions than others. Based on this power to perform actions, we characterize a trade-off in negotiation power. On the one
hand, more powerful agents may have a disadvantage during the negotiation, as they may be one of the few or even the only agent who
can see to some of the actions that have to be performed to fulfill the
collective obligation. On the other hand, powerful agents may have
an advantage in some negotiation protocols, as they have a larger variety of proposals to choose from. Moreover, powerful agents have
an advantage because they can choose from a larger set of possible
coalitions. We present an ontology and measures to find a fair tradeoff between these two forces in social mechanism design.

1

Ontology

Power may affect the distribution of obligation in various ways, and
we therefore propose to analyze the obligation distribution problem
in terms of social concepts like power and dependence. Power has
been identified as a central concept for modeling social phenomena
in multi-agent systems by various authors [5, 6, 8, 12], as Castelfranchi observes both to enrich agent theory and to develop experimental, conceptual and theoretical new instruments for the social
sciences [6]. In most of these proposals, power is interpreted as the
ability of agents to achieve goals. For example, in the so-called power
view on multi-agent systems [2], a multi-agent system consists of
a set of agents (A), a set of goals (G), a function that associates
with each agent the goals the agent desires to achieve (goals), and
a function that associates with each agent the sets of goals it can
achieve (power). To be precise, to represent conflicts the function
goals returns a set of set of goals for each set of agents. Such abstract
structures have been studied as qualitative games by Wooldridge and
Dunne [11].
To model the role of power in obligation distribution in normative
multiagent systems, we associate with each norm the set of agents
that has to fulfill it, and of each norm we represent how to fulfill it,
and what happens when it is not fulfilled.
• First, we associate with each norm n a set of goals O(n) ⊆ G.
Achieving these normative goals O(n) means that the norm n has
been fulfilled; not achieving these goals means that the norm is
1
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violated. We assume that every normative goal can be achieved by
the group, i.e., that the group has the power to achieve it.
• Second, we associate with each norm a set of goals V (n) which
will not be achieved if the norm is violated (i.e., when its goals
are not achieved), this is the sanction associated to the norm. We
assume that the sanction affects at least one goal of each agent of
the group the obligation belongs to, and that the group of agents
does not have the power to achieve these goals.
Definition 1 Let a normative multi-agent system be a tuple
hA, G, goals, power, N, OD, O, V i where:
• the agents A, goals G and norms N are three finite disjoint sets;
• goals : A → 2G is a function that associates with each agent the
goals the agent desires;
G
• power : 2A → 22 is a function that associates with each set of
agents the sets of goals the set of agents can achieve;
• OD : N → 2A is a function that associates with every norm a set
of agents that have to see to it that the norm is fulfilled.
• O : N → 2G is a function that associates with each norm the
goals which must be achieved to fulfill the norm; We assume for all
n ∈ N that there exists H ∈ power(OD(n)) with O(n) ⊆ H;
• V : N → 2G is a function that associates with each norm the
goals that will not be achieved if the norm is violated; We assume
that for all n ∈ N and a ∈ OD(n) that V (n) ∩ goals(a) 6= ∅,
and for all B ⊆ OD(n) and H ∈ power(B) that V (n)∩H = ∅.

2

Power of the people

Some studies of obligation distribution consider logical relations
among collective and individual obligations [9]. Cholvy and Garion [7] claim that if there is a set of agents subject to an obligation to
perform some task, then the derivation of individual obligations from
collective obligations depends on several parameters, among which
the ability of the agents. If an agent is the only one able to perform a
part of that task, then it is obliged to do that part and it is also obliged
to do that towards the other members of the set.
For example, they consider three children who are obliged by their
mother to prepare the table for dinner. The oldest child is the only
one who is tall enough to get the glasses on the cupboard. The whole
group is responsible for the violation of the collective obligation, but
in case the violation is due to the fact that the oldest boy did not bring
the glasses, only he can be taken responsible by the group because
he was the only one able to take the glasses.
This disadvantage of more powerful agents is measured for each
agent a and norm n as the number of normative goals it has the power
to achieve, each weighted by the number of other agents within the
group that can achieve the same goal. m1 (a, n) = 0 if a 6∈ OD(n),
and otherwise:
1
• m1 (a, n) = Σg∈power(a)∩O(n) |{b∈OD(n)|g∈power(b)}|
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3

Power of the king

An analysis based on power and dependence, as is common in social
theory, suggests that the ability possessed by only one agent makes
the remaining agents depend on him, since they lack the power to do
part of the task they are obliged to. In this sense the oldest boy is in
the best position, rather than having an additional burden and being
sanctioned both for not respecting the collective obligation and his
own obligation.
The dependence on more powerful agents can be made explicit
when the negotiation process is made explicit. For example, the oldest boy has more power in the negotiation for the distribution of the
task, and, by exercising this power, he may end up doing less than
the other boys. An agreement is the result of a negotiation which has
to take into account the dependence relations among the agents. E.g.,
the kids are first obliged to negotiate the distribution of the obligation, and then, only if they find a successful distribution of obligations, the oldest kid becomes obliged to see to the glasses. Note that
in this negotiation model the distribution is not centralized, which is
another reason why it is more complex that a planning problem.
In the negotiation protocol proposed in [4], each agent in turn
makes a proposal of a complete distribution, which can be accepted
or rejected by the other agents. Agents may not repeat their own proposal. If no proposal is accepted, then the norm will be violated.
Roughly, when an agent can make many proposals, he has the advantage that he can propose deals which are beneficial to himself in
all rounds. This models the intuition that an agent with more possible
proposals has more power in the negotiation. This holds regardless
of the penalty for breaking the negotiation.
For example, assume for a norm n that an agent a ∈ OD(n) is
allowed to propose a distribution d(n) : OD(n) → 2power(OD(n))
that associates with every agent some of the goals he has the power
to achieve, such that the distribution implies all the goals of the norm
O(n) ⊆ ∪a∈OD(n) d(n)(a) (note that here we assume that if a goal
can be achieved by a set of agents, then it can be achieved by an
individual agent). With D(n) we refer to the set of all such d(n).
Moreover, assume that an agent cannot make two proposals in which
itself is dealt the same goals. The measure of this example is the
number of elements of D(n) in which d(n)(a) is distinct.
• m2 (a, n) = |{d(n)(a) | d(n) ∈ D(n)}|
If the distributions that may be proposed have to satisfy other criteria, for example related to the distribution of the sanction [4], then
the definition of d can be adapted accordingly.

4

Coalition power

Agents depend on more powerful agents not only to accomplish collective obligations, but also to fulfill their other desires. Thus, if we
not only consider the collective obligation that has to be distributed
but also the other desires of the agents, then powerful agents have an
additional advantage in negotiation. For example, they may threaten
to do something the other agents dislike, who therefore will accept
an inferior solution.
A framework to study such dependencies is coalition formation.
In contrast to the negotiation model in the previous section, coalition
formation considers not only a single collective obligation to be distributed, but many of them. Such a setting is given in our definition
of normative multi-agent system in Definition 1. A way to calculate
the possible coalitions from a power view on normative multi-agent
systems is given in [1, 3]. In that paper, a coalition is only considered

in a power structure if each agent contributes and receives something
in a coalition (called do-ut des).
• m3 (a) = |coalitions(a)|
Of the three measures proposed in this paper, this third measure is
the most abstract. It is tempting to make it more precise by quantifying over the goals of the norms the agent is involved in. However,
the impact of the dependencies in coalition formation on obligation
distribution has not been studied in any detail thus far, and therefore
we have chosen this more general measure. Consequently, it can only
be taken as an indication of the impact on obligation distribution.

5

Concluding remarks

In some social mechanisms the agents with more power will end up
doing more, but in other ones they will end up doing less. In the extreme case, a very powerful agent might do nothing at all - or the
distribution is not made at all. The measures discussed in this paper
can be used to enforce fairness in the distribution of agents. Another
solution is to build a normative system that ensures a fair distribution. In this approach, there are norms that, for example, indicate the
number of deals an agent can propose.
Most multi-agent system models concerned with complex cognitive tasks like obligation creation, negotiation and distribution
[4, 7, 9, 10] are based on relatively detailed cognitive models incorporating, for example, beliefs, obligations, desires, intentions, goals,
preferences, and so on. Some of these elements can be used to make
the measures more precise. For example, another advantage may
have more reliable knowledge about the goals and abilities of other
agents. If we extend the model with such beliefs of agents about the
power and goals of other agents, then this advantage can be measured
too.
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ABSTRACT
In this paper we study the enforcement of social laws in artificial social systems using a control system. We define the
enforceable social law problem as an extension of Tennenholtz’ stable social law problem. We distinguish the choice
of social laws from the choice of control systems, where the
latter leads to new computational problems. We consider
also properties of sanction based control systems, and monitoring when there is no full observability.

Categories and Subject Descriptors
I.2.11 [Distributed Artificial Intelligence]: Multi-agent
systems

General Terms
MAS theory

Keywords
Artificial social systems, normative systems, normative multiagent systems

1.

INTRODUCTION

The basic idea of the artificial social systems approach is
to add a mechanism, called a social law, that will minimize
the need for both centralized control and on-line resolution
of conflicts. A social law is defined as a set of restrictions on
the agents’ activities which allow them enough freedom on
the one hand, but at the same time constrain them so that
they will not interfere with each other [16].
Social laws may be seen as a kind of social norms, and
artificial social systems may therefore be seen as normative multi-agent systems, that is, “sets of agents (human or
artificial) whose interactions can fruitfully be regarded as
norm-governed; the norms prescribe how the agents ideally
should and should not behave” [12]. Moreover, norms have
also been studied in deontic logic, a branch of philosophical logic that studies logical relations among obligations,
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permissions and prohibitions. Deontic logic has been developed to model legal and moral systems, though it has also
been applied to problems in computer science that involve
soft constraints, i.e., constraints that can be violated [17].
Shoham and Tennenholtz [14] introduce off-line design of
useful social laws for artificial agent societies, and Fitoussi
and Tennenholtz [10] distinguish two criteria to choose social laws called minimal and simple social laws. Shoham and
Tennenholtz [15] study the emergence of rational social laws
in repeated games instead of their off-line design. However,
these approaches can be criticized, because they do not incorporate the possibility that social laws can be violated [1].
This criticism has been addressed by Briggs and Cook [8],
who introduce so-called flexible social laws that can be violated if an agent cannot obey the law. However, it is assumed that agents obey the laws whenever possible. Moreover, Tennenholtz [16] introduces stable social laws as a kind
of qualitative equilibrium, in the sense that agents can deviate from the law, but they do not want to do so when
the other agents follow it. This approach bridges social laws
with conflict resolution. Brafman and Tennenholtz [7] study
efficient learning equilibria in repeated games. However,
such flexible and stable laws can be criticized too, because
they assume that social laws are followed by agents voluntarily, whereas normative multi-agent systems are based on
a control system. For example, in legal systems norms can
be enforced and violations can be sanctioned.
In this paper we therefore address the following three
questions:
1. How can we extend artificial social systems with a control system such that enforceable social laws can be
defined? We model a normative system as an agent as
proposed by Boella and Lesmo [3].
2. How to model the monitoring of violations? We extend
the model to deal with the possibility that violations
are not observed, or that sanctions cannot be enforced.
3. Which control system to choose, if there are several
alternatives? For example, in principle very high sanctions can be added for any violation, but from the social sciences it is known that high sanctions for minor
offences have drawbacks [2].
The layout of this paper is as follows. In Section 2 we
discuss Tenneholtz notion of stable social laws in artificial
social systems, in Section 3 we discuss control systems in
normative multi-agent systems, and in Section 4 and 5 we
introduce enforceable social laws. In Section 6 we discuss
the choice of the control system.
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2.

ARTIFICIAL SOCIAL SYSTEMS

The problem studied in artificial social systems is the design, emergence or more generally the creation of social laws.
Shoham and Tennenholtz [14] introduce social laws in a setting without utilities. Since we need utilities to explain why
agents follow the law, we use the kind of social laws introduced by Shoham and Tennenholtz in [15]. They define
rational social laws as social laws that improve a social game
variable. All definitions in this section are taken from Tennenholtz’ presentation of artificial social systems for stable
social laws [16].

2.1

Game

A game or multi-agent encounter is a set of agents with for
each agent a set of strategies and a utility function defined on
each possible combination of strategies. Tennenholtz only
defines games for two agents to keep the presentation of
artificial social systems as simple as possible, but he also
observes in [16, footnote 4] that the extension to the multiagent case is straightforward. For the same reason, in this
paper we consider only games with two agents (extended
with a normative system).

A social law is quasi-stable if an agent does not profit from
violating the law, as long as the other agent conforms to the
social law (i.e., selects strategies allowed by the law).
Definition 4. Given a game g = hN, S, T, U1 , U2 i, and
an efficiency parameter e, a quasi-stable social law is a useful social law (with respect to e) which restricts S to S and
T to T , and satisfies the following: there is no s0 ∈ S − S
which satisfies U1 (s0 , T ) > maxs∈S U1 (s, T ), and there is no
t0 ∈ T − T which satisfies U2 (S, t0 ) > maxt∈T U2 (S, t).
A quasi-stable social law is a stable social law if the pay-off
guaranteed to each of the agents is independent of the strategy (conforming to the law) it selects, as long as the other
agent conforms to the social law. Tennenholtz motivates the
use of stable social laws as follows.
“A quasi-stable social law will make a deviation
from the social law irrational as long as the other
agent obeys the law. However, the above definition of stability may not be satisfactory in our
context. In a multi-agent encounter an agent has
specific goals to obtain, and there is no reason to
assume an agent will execute a strategy which
yields to it a payoff guarenteed to it by another
strategy, assuming the other agent obeys the law.
[...] There is no reason to include in the set of
allowed strategies a strategy which is (maximin)
dominated by another strategy in the set.”

Definition 1. A game (or a multi-agent encounter) is a
tuple hN, S, T, U1 , U2 i, where N = {1, 2} is a set of agents,
S and T are the sets of strategies available to agents 1 and
2 respectively, and U1 : S × T → IR and U2 : S × T → IR
are utility functions for agents 1 and 2, respectively.
We use here as game variable the maximin value, following Tennenholtz [16]. This represents safety level decisions,
in the sense that the agent optimizes its worst outcome assuming the other agents may follow any of their possible
behaviors. See Tennenholtz’ paper for a discussion why this
is natural in many multi-agent systems, where a payoff corresponds to the achievement of a particular user’s specification.
Definition 2. Let S and T be the sets of strategies available agent 1 and 2, respectively, and let Ui be the utility
function of agent i. Define U1 (s, T ) = mint∈T U1 (s, t) for
s ∈ S, and U2 (S, t) = mins∈S U2 (s, t) for t ∈ T . The
maximin value for agent 1 (respectively 2) is defined by
maxs∈S U1 (s, T ) (respectively maxt∈T U2 (S, t)). A strategy
of agent i leading to the corresponding maximin value is
called a maximin strategy for agent i.

2.2

Social laws

In the traditional so-called useful social law problem defined by Shoham and Tennenholtz [14], both the state with
and without the social law are traditional games; the only
distinction is that the sets of strategies of the agents in the
former game are subsets of the ones in the latter game. A
social law has therefore been characterized as a restriction
of the strategies available to the agents. It is useful with
respect to an efficiency parameter e if each agent can choose
a strategy that guarantees it a payoff of at least e.
Definition 3. Given a game g = hN, S, T, U1 , U2 i and
an efficiency parameter e, we define a social law to be a restriction of S to S ⊆ S, and of T ⊆ T . The social law is
useful if the following holds: there exists s ∈ S such that
U1 (s, T ) ≥ e, and there exists t ∈ T such that U2 (S, t) ≥ e.
A (useful) convention is a (useful) social law where
|S| = |T | = 1.

However, the existence of a quasi-stable social law does not
imply the existence of a stable social law, which may be an
argument to prefer for some applications the use of quasistable social laws.
Definition 5. Given a game g = hN, S, T, U1 , U2 i and
an efficiency parameter e, the quasi-stable social law that
restricts the agents to S and T respectively is a stable social law if: for all s1 , s2 ∈ S, and t1 , t2 ∈ T , we have that
U1 (s1 , t1 ) = U1 (s2 , t2 ) and U2 (s1 , t1 ) = U2 (s2 , t2 ).
Note that there is no clear distinction between the state
before the social law was introduced, and after it. In the
traditional approach of Shoham and Tennenholtz [14], the
creation of a social law leads to a new game, of which again
the sets of strategies can be further reduced by a new social
law. In the stable social law approach, the social law is
implicit in the assumption of the agents that other agents
follow it.

2.3

Computational problem

Finally Tennenholtz defines the computational problem
he studies, called the stable social law problem or SSLP.
Definition 6 (SSLP). Given a multi-agent encounter
g, and an efficiency parameter e, find a Stable Social Law
which guarantees to the agents a payoff which is greater than
or equal to e if such a law exists, and otherwise announce
that no such law exists.
Tennenholtz proves NP completeness for his problem SSLP,
and he shows that the SSLP when one of the agents is logarithmically bounded is polynomial. He also gives a graphtheoretic representation of stable social laws.
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3.

NORMATIVE MULTI-AGENT SYSTEMS

In this section we discuss insights from normative multiagent systems and deontic logic, which we use in the following sections in artificial social systems.

3.1

Violability of norms

It is commonly understood in normative multi-agent systems and deontic logic that the violability of norms is of
central importance: “Importantly, the norms allow for the
possibility that actual behavior may at times deviate from
the ideal, i.e., that violations of obligations, or of agents’
rights, may occur” [12]. There are many reason why norms
can be violated. There might be conflicts among norms and
norms also cannot predict and successfully frame all possible circumstances. There might be some important event
or fact to be handled, where no norm applies or some norm
applies with bad results [9]. Shoham and Tennenholtz [14]
acknowledge the relevance of this issue for artificial social
systems.
“Harder assumptions to relax include the assumption of law-abiding citizenshp; here we have assumed that all agents obey the social laws, but
what happens if some don’t? How vulnerable is
the society to rogue agents?” [14]

3.2

Norm creation

Several models of norm creation have been proposed. For
example, our model of the social delegation cycle [5] models
the creation of social norms in the following three steps.
Social goal generation. From the individual desires of the
agents we can derive joint (or social, or group) goals.
For example, from the desire to be safe we can derive
the joint goal that we want a safe society.
Norm generation. From a social goal, the norm generation process generates a norm for individual agents,
together with a control system. For example, from the
joint goal that we want a safe society, we can derive the
norm not to kill, otherwise the killer is put in prison.
Norm acceptance. The norm with its control system must
be accepted by the agents. For example, I accept the
norm not to kill, which restricts my freedom to kill,
because it achieves my desire to be safe if everyone
follows the norm.
Note that the norm acceptance criterion represents a kind
of normative equilibrium. It is an extension of the qualitative equilibrium condition encoded in stable social laws and
discussed in Section 2, because an additional condition is
that for each agent (or at least, for most agents) the social
law is better than the original state.

3.3

Normative system as agent

Boella and Lesmo [3] formlize the normative system as
an agent to study games between ordinary agents and the
normative system. The idea is borrowed from Goffman’s
strategic interaction [11]. In a normative system, the “enforcement power is taken from mother nature and invested
in a social office specialized for this purpose, namely a body
of officials empowered to make final judgements and to institute payments” [11, p.115]. Such a game is unusual since

“the judges and their actions will not be fully fixed in the
environment, many unnatural things are possible. [...] the
payment for a player’s move ceases to be automatic but is
decided on and made by the judges” [11, p.115]. “Strategic
interaction” here means the, according to Goffman unavoidable, taking into consideration of the other agents’ actions.
“When an agent considers which course of action to follow, before he takes a decision, he depicts in his mind the consequences of his action
for the other involved agents, their likely reaction, and the influence of this reaction on his
own welfare” [11, p. 12].
Besides modelling the normative system as an agent, we
may also attribute it mental attitudes. In [4] we observe
three advantages of the attribution of mental attitudes to
normative systems.
1. Obligations can be defined in the BDI framework. The
desires or goals of the normative system are the obligations of the agent. This contributes to the open
problem whether norms and obligations should be represented explicitly, for example in a deontic logic, or
they can also be represented implicitly.
2. The interaction between an agent and the normative
system can be modeled as a game between two agents.
Consequently, methods and tools used in game theory
such as equilibrium analysis can be applied to normative reasoning.
3. Behavior which counts as a violation is distinguished
from behavior that is sanctioned. The normative system may autonomously decide which behavior counts
as a violation, and whether violations are sanctioned.

3.4

Comparison with artificial social systems

The characterization of social laws in classical game theory is more abstract than models of norm creation in normative multi-agent systems and deontic logic. However, this
does not exclude the applicability of the ideas developed in
normative multi-agent systems and deontic logic in artificial
social systems. The assumption of this paper is that artificial social systems and normative multi-agent systems are
studying a related problem, and that social laws and social
norms are comparable mechanisms.
However, there is some terminology which differs in these
two areas. For example, conventions are defined in artificial social systems as social laws in which there is only one
strategy for each agent, whereas in normative multi-agent
systems conventions are defined as norms which do not need
a control system. These distinctions in terminology seem to
refer to superficial distinctions only.
In the following section we show how, as suggested by the
social delegation cycle, enforceable social laws can be defined
in artificial social systems by introducing a control system.
For example, the creation of enforceable social laws can be
defined by first off-line designing a social law, then adding a
control system such that the social law is stable, and finally
checking that the stable social law with its associated control
system is acceptable for the agents.
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4.

CONTROL SYSTEM FOR SOCIAL LAWS

In this section we bridge artificial social systems with normative multi-agent systems. In particular, we extend artificial social systems with a control system represented by a
normative system. In this section, a control system is represented by a (control) strategy.

4.1

¬n
q
¬q

Normative game

Following Boella and Lesmo [3], we introduce a normative agent representing the normative system, which we call
agent 0. We therefore have to extend the notion of a game
from a two player game to a three player game. Strategies
of agent 0 are called control strategies.
Definition 7. A normative game (or a normative multiagent encounter) is a three player game hN, R, S, T, U1 , U2 i,
where N = {0, 1, 2} is a set of agents including agent 0 ∈ N
that represents the normative system, R, S and T are the
sets of strategies available to agents 0, 1 and 2 respectively,
and U1 : R × S × T → IR and U2 : R × S × T → IR are utility
functions for agents 1 and 2, respectively.

4.2

represents the sub-game given a strategy of agent 0, represented by ¬n and n, respectively. Agent 1 is playing columns
and agent 2 is playing rows. The values in the tables represent the utilities of agent 1 and 2.

Directly enforceable social laws

In this section we interpret the strategies of agent 0 as
either introducing no control system, or selecting a control
system from a set of alternatives. The state before and after
the creation of a social law is modelled as a sub-game of the
agents given by a strategy of agent 0. Given the strategies
of agents 1 and 2, the outcome of the game is completely
determined.
Definition 8. Given a normative game represented by
g = h{0, 1, 2}, R, S, T, U10 , U20 i, the sub-game of g defined by
strategy r ∈ R is the game h{1, 2}, S, T, U1 , U2 i is the subgame of the if and only if ∀s ∈ S, t ∈ T : U1 (s, t) = U10 (r, s, t)
and U1 (s, t) = U20 (r, s, t).
A social law is directly enforceable if there is a strategy for
agent 0 such that S, T is a quasi-stable social law. We use
quasi-stable social laws instead of stable social laws, because
we do not want the social laws to restrict the freedom of
the agents more than necessary. This allows the agents the
freedom to act autonomously. We further address this issue
when we discuss the choice of control systems in Section 6.
Definition 9. Given a normative game represented by
g = hN, R, S, T, U10 , U20 i, and an efficiency parameter e, A
social law S, T (i.e., a restriction of S to S ⊆ S, and of T
to T ⊆ T ) is directly enforceable if there is a strategy for
agent 0 such that the social law is stable in the sub-game
defined by this strategy.
An alternative and stronger definition of enforceable social
laws asks not only for the existence of a quasi-stable social
law, but it also asks that such a quasi-stable social law is
unique. This represents that the control system identifies a
unique solution to the agent’s coordination problem. The
following example illustrates the use of uniqueness in Lewis’
classical coordination game, also discussed extensively by
Tennenholtz.
Example 1. Consider the game in Table 1. These tables
should be read as follows. Strategies are represented by literals, i.e., atomic propositions or their negations. Each table

p
1, 1
0, 0

¬p
0, 0
1, 1

n
q
¬q

p
1, 1
0, 0

¬p
0, 0
−1, −1

Table 1: Control system for coordination game
When the normative system plays ¬n, then agent 1 and 2
play a classical coordination game, which represents that the
agents have to coordinate their actions to obtain the highest
payoff. Agent 0 (the normative system) can play strategy
¬n or n, agent 1 can play strategy p or ¬p, agent 2 can play
strategy q or ¬q. Intuitively, the strategy ¬n corresponds
to the state before the social law is introduced, and n corresponds to the introduction of a control system that punishes
an agent for deviating from p, q. When agent 0 plays ¬n,
both p, q and ¬p, ¬q are stable social laws. However, when
agent 0 plays n, then one of the stable social laws is eliminated, and only p, q is a stable social law.

4.3

Computational problem

The new computational problem is called the directly enforceable social law problem or DESLP.
Definition 10 (DESLP). Given a normative game g,
and an efficiency parameter e, find a Directly Enforceable
Social Law which guarantees to the agents a payoff which is
greater than or equal to e if such a law exists, and otherwise
announce that no such law exists.
The condition that a social law is acceptable for the agents,
is represented by setting the efficiency parameter e to a value
higher than the expected pay-off before the social law is created. Directly enforceable social laws are illustrated by the
following discussion of the prisoner’s dilemma.
Example 2. Consider the game in Table 2. When the
normative system plays ¬n, the sub-game of agent 1 and
2 is a classical prisoner’s dilemma. When the normative
system plays n, the agents are never better off compared to
the normative agent playing ¬n. Nevertheless, due to the
dynamics of the game, the overall outcome is better for both
agents. For example, in the sub-game defined by strategy ¬n,
the only Nash equilibrium is 2, 2. Now suppose we set the
efficiency parameter to 3, which means that all agents will
be better off. If the normative system plays n, then the subgame has a Nash equilibrium which is the (Pareto optimal)
3, 3. This explains why the agents accept the possibility to
be sanctioned.

¬n
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n
q
¬q

p
3, 3
1, 2

¬p
2, 1
0, 0

Table 2: Control system for prisoner’s dilemma
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5.

MONITORING VIOLATIONS

When not all violations are sanctioned, we may represent
the behavior of the control system by a set of strategies (a
kind of mixed strategy). In this section we characterize the
monitoring of violations as a game involving the normative
system.

5.1

Enforceable social laws

We first define maximin strategies in case agent 0 can
choose from a set of strategies.
Definition 11. Let R, S and T be the sets of strategies
available to agent 0, 1 and 2, respectively, and let Ui be the
utility function of agent i. U1 (R, s, T ) = minr∈R,t∈T U1 (r, s, t)
for s ∈ S, and U2 (R, S, t) = minr∈S,s∈S U2 (r, s, t) for t ∈ T .
The maximin value for agent 1 (respectively 2) is defined by
maxs∈S U1 (R, s, T ) (respectively maxt∈T U2 (R, S, t)).
Again, a social law is useful with respect to an efficiency
parameter e if each agent can choose a strategy that guarantees it a payoff of at least q.
Definition 12. Given a normative game represented by
g = hN, R, S, T, U1 , U2 i and an efficiency parameter e, we
define a social law to be a restriction of S to S ⊆ S, and of
T ⊆ T . The social law is useful if the following holds: there
exists s ∈ S such that U1 (R, s, T ) ≥ e, and there exists t ∈ T
such that U2 (R, S, t) ≥ e.
We adapt the definition of quasi-stable social law to take
sets of strategies into account. A social law is quasi-stable
if an agent does not profit from violating the law, as long
as the other agent conforms to the social law (i.e., selects
strategies allowed by the law).
Definition 13. Given a normative game represented by
g = hN, R, S, T, U1 , U2 i, and an efficiency parameter e, a
quasi-stable social law is a useful social law (with respect
to q) which restricts S to S and T to T , and satisfies the
following: there is no s0 ∈ S \ S which satisfies condition
U1 (R, s0 , T ) > maxs∈S U1 (R, s, T ), and there is no t0 ∈ T \T
which satisfies U2 (R, S, t0 ) > maxt∈T U2 (R, S, t).
We define enforceable social laws analogous to directly
enforceable social laws.
Definition 14. Given a normative game represented by
g = hN, R, S, T, U1 , U2 i, and an efficiency parameter q, a
social law (i.e., a restriction of S to S ⊆ S, and of T ⊆
T ) is enforceable if there is a restriction of R to R ⊆ R
such that S, T is quasi-stable in the normative game g =
hN, R, S, T, U1 , U2 i.

5.2

Computational problem

Replacing directly enforceable by enforceable social laws
gives us the main problem.
¬n1 , ¬n2
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n1
q
¬q

p
3, 3
1, 4

¬p
1, 1
0, 0

n2
q
¬q

p
3, 3
1, 1

¬p
4, 1
0, 0

Table 3: Mixed strategy of normative system

Definition 15 (ESLP). Given a normative multi-agent
encounter g, and an efficiency parameter e, find an Enforceable Social Law which guarantees to the agents a payoff
which is greater than or equal to e if such a law exists, otherwise announce that no such law exists.
The monitoring of violations using enforceable social laws
is illustrated by the following example.
Example 3. Consider the game in Table 3. The first
table represents that the normative system does not impose
a sanctioning system, the second table represents that the
first agent is being monitored and if he deviates from the
law he is sanctioned, and the third table represents that the
second agent is being monitored and thus in case of violation
is sanctioned.

5.3

Sanction-based control systems

In this section we consider some additional assumptions
on normative multi-agent encounters that reflect the concept
of sanction-based obligations.
First, we assume that there is an ideal situation in which
no norms are violated.
Secondly, we assume that the normative system only sanctions violations, while it does not reward good behavior. As
a consequence of the first assumption, there is a strategy of
the normative system in which the system does not sanction, and the payoffs in the ideal situation are higher than
the payoffs in other situations. The game in Table 2 satisfies
this assumption. The game in Table 4 does not, because the
payoffs in the sub-game of strategy ¬n are higher for ¬p, q,
and the payoffs in the sub-game of strategy n are higher for
pay-off ¬p, ¬q.
¬n
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n
q
¬q

p
3, 3
2, 2

¬p
2, 2
1, 1

Table 4: Sanctions and rewards
Thirdly, we assume that the only agents sanctioned in a
state are agents that have chosen a strategy which deviates
from the ideal one. This represents the property that norms
are individualized. The games in Table 2 and Table 4 satisfy
this condition. The game in Table 5 does not, because the
strategies ¬p, q lead to a decrease in pay-off not only for
agent 1, but also for agent 2.
¬n
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n
q
¬q

p
3, 3
0, 0

¬p
0, 0
0, 0

Table 5: Sanctioning the innocent
Fourthly, the normative system only sanctions in case of
violation, that is, it does not sanction good behavior. This
implies that the control system does not come with a cost.
¬n
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n
q
¬q

p
2, 2
1, 1

¬p
1, 1
0, 0

Table 6: Sanctioning good behavior
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6.

CHOOSING A CONTROL SYSTEM

An important issue within artificial social systems is the
choice of a particular social law, when there are several available. For example, Fitoussi and Tennenholtz [10] distinguish
two criteria to choose social laws called minimal and simple
social laws. In our case of enforceable social laws, there is
an additional issue. Besides the choice for a social law, there
is also for each social law a possible choice among control
systems.

6.1

Minimal change

Consider the game in Table 7. When the normative system plays ¬n1 , ¬n2 , ¬n3 , then the agent 1 and 2 play again
a classical coordination game. Now there are three control
systems. The first control system n1 enforces p, q as the social law, and n2 enforces ¬p, ¬q as the social law. The choice
between n1 and n2 chooses which social law is enforced (e.g.,
whether to drive on right or left side of the street). Strategy n3 is another control system which also enforces p, q as
a social law, like n1 , but it does so using another control
system, with other payoffs (e.g., whether people driving on
the wrong side of street have to pay a penalty, or they are
put in prison).
¬n1 , ¬n2 , ¬n3
p
¬p
q
1, 1 0, 0
¬q
0, 0 1, 1
n2
p
¬p
q
−1, −1 0, 0
¬q
0, 0
1, 1

n3
q
¬q

Autonomy of agents

Freedom to act autonomously can be defined as set of
strategies allowed by the social law. This criterium prefers
control strategies which maximize the set of strategies of
the enforced social law. Table 8 illustrates this criterium.
Control strategy n1 does not restrict more than necessary,
and leaves more freedom to act autonomously than control
strategy n2 .
p1
3, 3
3, 3
1, 4
p1
3, 3
3, 3
1, 1
p1
3, 3
0, 0
0, 0

p2
3, 3
3, 3
1, 4
p2
3, 3
3, 3
1, 1
p2
0, 0
0, 0
0, 0

¬n1 , ¬n2
q1
q2
¬q1 , ¬q2
n1
q1
q2
¬q1 , ¬q2
n2
q1
q2
¬q1 , ¬q2

p
¬p
1, 1
0, 0
0, 0 −1, −1
p
¬p
1, 1
−1, −1
−1, −1 −2, −2

According to the minimal change criterium, control strategy n1 is preferred to control strategy n3 . A motivation for
this criterium is that it may lead to simpler control systems.

¬n1 , ¬n2
q1
q2
¬q1 , ¬q2
n1
q1
q2
¬q1 , ¬q2
n2
q1
q2
¬q1 , ¬q2

Example 4. Consider the normative game in Table 9.
The first table represents that the normative system does not
impose a sanctioning system, the second table represents that
there is a sanction for playing ¬p1 , ¬p2 , and the third table
represents that there is an additional sanction for playing
p2 . The first social law is {p1 , p2 }, {q1 , q2 } based on control
system {n1 , n2 }, and the second social law is p1 , q1 based on
control system n1 .

n1
q
¬q

Table 7: Choice among three control systems

6.2

to further restrict the agents’ sets of strategies, that is, to
introduce new social laws. For example, creation of the first
social law is the identification of R ⊆ R, S ⊆ S and T ⊆ T ,
and the second social law creation is the identification of
R ⊆ R ⊆ R, S ⊆ S ⊆ S and T ⊆ T ⊆ T . Example 4
illustrates this.

¬p1 , ¬p2
4, 1
4, 1
2, 2
¬p1 , ¬p2
1, 1
1, 1
0, 0
¬p1 , ¬p2
0, 0
0, 0
0, 0

Table 8: n1 leaves more freedom than n2
An additional advantage of leaving much freedom to the
agents, is that in the future there is also more possibilities

p1
3, 3
1, 4
0, 6
p1
3, 3
1, 4
0, 0
p1
3, 3
1, 1
0, 0

p2
4, 1
2, 2
0, 0
p2
4, 1
2, 2
0, 0
p2
1, 1
0, 0
0, 0

¬p1 , ¬p2
6, 0
0, 0
1, 1
¬p1 , ¬p2
0, 0
0, 0
0, 0
¬p1 , ¬p2
0, 0
0, 0
0, 0

Table 9: Iterated social law creations

6.3 Cost of control system
Another important criterium is to minimize the costs of
the control system, as illustrated by the following table.
¬n1 , ¬n2
q
¬q

p
3, 3
1, 4

¬p
4, 1
2, 2

n1
q
¬q

p
3, 3
1, 1

¬p
1, 1
0, 0

n2
q
¬q

p
1, 1
0, 0

¬p
0, 0
0, 0

Table 10: n2 is more expensive than n1

6.4

Other criteria

Many other criteria can be defined. For example, we may
prefer stable over quasi-stable social laws. Note that this
criterium is not compatible with the autonomy criterium.
Another criterium prefers unique social laws. A challenging
example is discussed by Beccaria [2], who argues that it is
not efficient to sanction minor offences with high penalties,
because once a minor offence has been committed, there is
no motivation anymore for an offender to obey the law. For
example, if there is a death penalty for theft, then there is
no motivation for thieves not to kill all witnesses. There
are many aspects to Beccaria’s example. First, there is the
notion of monitoring: the thief has not been captured yet,
and is playing a game such that if he is caught, he does not
care whether he is caught for being a thief or for being a
murderer. Secondly, another aspect of the example is that
the thief is not making safety level decisions. He deliberately
takes his chances of being caught as a thief and getting the
death penalty for it. For this reason, we leave this example
for further research.
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7.

FURTHER RESEARCH

In this section we consider various further extensions of
artificial social systems, based on theories developed in normative multiagent systems and deontic logic. For example,
we can model the normative system as a full agent with a
utility function, and we can use role based organizations to
explain how role playing agents determine the behavior of
the normative system.

7.1

The utility function of agent 0

We consider in [6] the extension of normative games with
a utility function of agent 0, to represent the norms which
are enforced. Since agent 0 is a socially constructed agent,
in the sense of Searle [13], its utility function can be updated. In particular, the enforcement of a social law by
R ⊆ R is represented by giving R strategies a high utility,
and R \ R strategies a low utility. Moreover, we go beyond the framework of enforceable social laws by varying
the utility of agent 0 depending on the strategies played by
the other agents, and by considering incremental updates
of the utility function to represent the evolution of artificial social systems. Formally, we extend a normative game
with a utility function U0 : R × S × T ⇒ IR, we define
U0 (r, S, T ) = mins∈S,t∈T U0 (r, s, t) for r ∈ R, and we define useful and quasi-stable social laws in the obvious way.
Enforced social laws are defined as follows.
Definition 16. Given a normative game represented by
g = hN, R, S, T, U1 , U2 i, and an efficiency parameter q, a
social law (i.e., a restriction of S to S ⊆ S, and of T ⊆ T )
is enforced if there is a unique restriction of R to R ⊆ R
such that R, S, T is quasi-stable.
The game in Table 11 illustrates that the computational
problem to find quasi-stable laws corresponds in extended
normative games to the identification of enforced social laws.
The values in the tables represent the utilities of agent 0 (in
italics), 1 and 2.
¬n
q
¬q

p
3,3,3
0,1,4

¬p
0,4,1
1,2,2

n
q
¬q

p
3,3,3
1,1,2

¬p
1,2,1
0,2,2

Table 11: What is the enforced social law?
We also consider the problem, given a normative game, to
define a new utility function for the normative system. The
principle that we like to maintain as much as possible from
the existing social laws can be represented by the use of the
principle of minimal change.

7.2

Roles, organizations, contracts, rights, . . .

Despite the fact that we model the normative system as
an autonomous agent, the behavior of the normative system
is determined by agents playing a role in it. We can model
also this aspect of normative systems. For example, we can
extend the model of artificial social systems with another
class of socially constructed agents – called roles – determining the behavior of the normative system. In particular,
we replace the set of strategies of the normative system R
by a set of set of strategies of the roles in the normative
system, written as R1 , . . . , Rn . A strategy of the normative
system corresponds to a strategy for each of its roles, which
is represented by R = R1 × . . . × Rn . The strategies of the

role are its possible behaviors associated with exercising the
rights of the role.We can represent the various roles in the
Trias Politica, one for counting behavior as a violation, one
for sanctioning in case the first one counts behavior as a
violation, etc.
The use of organizations could be useful to explain the
interaction of social laws and other social concepts such as
roles. Moreover new computational problems can be defined, such as an organizational design problem (decompose
the organization into a set of roles such that the organizational goals are achieved if the roles’ goals are achieved),
a role assignment problem (assign real agents to roles such
that goals of roles and thus goals of organization are achieved),
etc. Organizational structures can also be used to introduce
a multi-agent structure of the normative system, defining
multiple normative systems motivating each other.
The interaction structure in many multiagent systems is
not completely fixed in advance to preserve the autonomy
of agents. For example, in (virtual) organizations the interaction possibilities can be changed and negotiated. For
this reason, several approaches introduce the possibility for
agents to stipulate contracts. A contract can be defined as
a statement of intent that regulates behavior among organizations and individuals. Contracts have been proposed as
means to make explicit how agents can change the interaction with and within the organization: they create obligations, permissions and new possibilities of interactions.
From a contractual perspective, organizations can be seen
as the possible sets of agreements for satisfying the diverse
interests of self interested individuals.
Rights have been addressed by Alonso [1], who says that
“a right is considered as a set of restrictions on the agent’s
activities which allow them enough freedom, but at the same
time constraint them.” He then continues to distinguish
rights from social laws, and illustrates his notion by an example from traffic law, where two cars would drive into each
other on a crossroads. However, we believe that this example
should be modeled with obligations or prohibitions instead
of rights, and in general that the characteristic property of a
right is that it increases the set of possible agent strategies.
Moreover, role assignment means that an agent can decide
the strategy the role is playing (i.e., ca decide which rights
are exercised). Of course, roles come not only with rights
but only with responsibilities and obligations that may decrease the agent’s freedom.

7.3

Game theory

Of course, not only insights of normative multi-agent systems and deontic logic can be used for further developing
artificial social systems. There are many issues discussed in
game theory which are relevant for the further development
of artificial social systems. For example, we can replace
the present classical game-theoretic setting of artificial social systems, where everything is known to every agent, by
variants of game theory that include uncertainty.
Stability of artificial social systems is defined as following
a norm when other agents do so. However, in game theory
the following situation has been discussed. Two agents do
not want to meet. Agent 1 can go to room a or room b,
agent 2 can go to room b or room c. The equilibrium is
that agent 1 goes to room a and agent 2 goes to room c.
However, this is not stable in the sense that in this state,
agent 1 can as well go to room b.
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8.

SUMMARY

In this paper we extend the artificial social systems approach with the notion of enforceable social laws. We introduce the enforceable social law problem for both directly enforceable social laws, and social laws with a monitoring system. This new computational problem is based on a bridge
between two important theories of social systems. On the
one hand artificial social systems based on social laws, and
on the other hand normative multi-agent systems based on
norms and deontic logic.
In this new setting of artificial social systems, we can distinguish between the choice of social law (that is, the sets of
strategies the agents can play according to the social law),
and the choice among control systems. For example, we
can first design a social law and therefore design a control
system, but we may also do so in parallel.
Having established the bridge between artificial social systems and normative multi-agent systems, we can start to use
results and techniques from one area into the other one. In
particular:
Artificial social systems can be further extended using
the concepts developed in normative multi-agent systems, as discussed in Section 7.
Normative multi-agent systems can be studied from a
more computational viewpoint. Moreover, the emergence of social norms can be studied following the
emergence of social laws. In this setting, also the sanctions themselves can emerge.
Other issues for further research are determining the complexity of the new computational problems, and defining
new computational problems for the choice of control system.

9.
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Abstract
In this paper we argue that the hypothesis of the theory of mind
advanced in cognitive science can be the basis not only of the
social abilities which allow interaction among individuals, but
also of the construction of social reality. The theory of mind
is the attribution, via the agent metaphor, of mental attitudes,
like beliefs and goals, to other agents. Analogously, we attribute mental attitudes to social entities, like groups, normative systems and organizations with roles. The agent metaphor
explains the necessary abilities to deal with complex aspects
of social behavior, like acting in a group, playing a role in an
organization, and living in a reality organized in institutions
which create regulative and constitutive norms to regulate behavior. To show the feasibility of this approach we provide a
computational model of the construction of social reality based
on multiagent systems.

Introduction
Interpreting other people’s actions and intentions involves a
mutual attribution of mental states so that the understanding
of the people around us becomes coherent and intelligible.
Our interpretive abilities should be viewed as a specific endowment of the human mind to understand others and ourselves in terms of mental states, like beliefs and goals. A new
field of investigation, exploring the so-called theory of mind,
has emerged as a major issue in cognitive science in the last
two decades.
The ability to reason about mental states has been called a
theory of mind because it shares some features with scientific
theories: humans postulate unobservables, predict them from
observables, and use them to explain other observables. Different views of the theory of mind have been proposed. Some
scholars describe the underlying cognitive structure responsible for the theory of mind as an innate, dedicated, fast, automatic, at least partly encapsulated module, that is activated
around three years of age.
A different view is proposed by [Wellman, 1990] who has
argued for a theoretical model of the theory of mind: instead
of seeing it as a mental mechanism, he conceives it as a naive
theory, with axioms and rules of inferences.
A striking different hypothesis,
suggested by
[Gordon, 1986], is mental simulation: the idea that our
capacity of psychological understanding depends on our
ability to run cognitive simulations. According to this view,
it is possible to infer other people’s intentions and future
actions by using our own mind as a model for theirs. This
presupposes only a capacity of pretense and of putting
oneself in the other’s place, and is a more economical

explanation. Even if this last model seems different from
the preceding ones, some authors argue that the approaches
are homogeneous if one regards simulation as one of several
processes involved in attributing mental states (another being
inference) and if one recognizes that both processes rely
crucially on a conceptual framework of mental states and
their relation to behavior.
The theory of mind enables social behavior by means of
the attribution of mental attitudes to other people. Less attention, instead, has been devoted to study which abilities
are necessary to deal with more complex aspects of social
behavior, like acting in a group, playing a role in an organization, living in a reality organized in institutions which
create regulative and constitutive norms to regulate behavior.
In [Searle, 1995]’s terms, these are the abilities necessary to
construct the social reality humans live in.
This paper addresses the following research question: how
is it possible to pass from a theory of mind to the construction of social reality? Moreover, as a sub-question: how it is
possible to explain social reality without introducing further
primitive abilities with respect to the theory of mind?
As methodology we apply the agent metaphor underlying
the theory of mind, where we interpret “agent” as an entity
whose behavior is explained in terms of beliefs, desires and
goals. We claim that like humans attribute mental attitudes to
other humans, thus considering them as agents, humans conceive social reality by attributing mental entities to social entities like groups, roles, institutions, normative systems and organizations [Boella and van der Torre, 2004b]. Thus we say,
metaphorically, that social entities are agents. The attribution
of mental attitudes to social entities is used to conceptualize
them, to reason about them and to predict their behavior as
well as to understand how to behave cooperatively in a group,
how to play a role in an organization or in a society regulated
by norms.
To to make these notions more precise and to provide a
first step towards a computational model for simulation or
analysis, we summarize the logical multiagent framework developed in [Boella and van der Torre, 2004b] illustrating how
the formal model of an agent can be used to describe both the
behavior of an agent and its ability to attribute mental attitudes to other agents, either real or socially constructed.
The paper is organized as follows. First, we motivate the
agent metaphor. Then we apply it to different types of social
entities: groups, normative systems and organizations with
roles. Afterwards, we present the formal model. Conclusion
ends the paper.
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The agent metaphor
Social reality, to which groups, normative systems and organizations with roles belong, is a complex phenomenon and
it is not directly accessible to our bodily experience. So it is
plausible that to conceptualize and reason about it humans resort to analogical reasoning starting from some better known
source domain which has a structure rich enough to be informative when mapped onto the new target domain of social
reality.
First of all, to proceed in our analysis, we must identify a suitable domain to start from. As source domain in
this paper we use the notion of agent, which is at the basis
also of the theory of mind. This idea is also proposed by
[Dennett, 1987]: attitudes like belief and desire are folk psychology concepts that can be fruitfully used in explanations
of rational human behavior. For an explanation of behavior it
does not matter whether one actually possesses these mental
attitudes: we describe the behavior of an affectionate cat or
an unwilling screw in terms of mental attitudes. Dennett calls
treating a person or artifact as a rational agent the intentional
stance:
“Here is how it works: first you decide to treat the
object whose behavior is to be predicted as a rational
agent; then you figure out what beliefs that agent ought
to have, given its place in the world and its purpose.
Then you figure out what desires it ought to have, on
the same considerations, and finally you predict that this
rational agent will act to further its goals in the light of
its beliefs. A little practical reasoning from the chosen
set of beliefs and desires will in most instances yield a
decision about what the agent ought to do; that is what
you predict the agent will do.”
Predicting the actions of other agents is a necessity when
agents interact in a common environment where they compete for resources. This requirement has been put forward by
[Goffman, 1970], who argues that human actions are always
taken in a situation of strategic interaction:
“When an agent considers which course of action to
follow, before he takes a decision, he depicts in his mind
the consequences of his action for the other involved
agents, their likely reaction, and the influence of this reaction on his own welfare” [Goffman, 1970, p. 12].
To predict the reaction of other agents it is necessary to
have a model of their decision making process. The most economical way is to use the same decision model an agent uses
to take decision himself. In the field of agent theory this idea
has been formalized by [Gmytrasiewicz and Durfee, 1995] as
recursive modelling:
“Recursive modelling method views a multiagent
situation from the perspective of an agent that is individually trying to decide what physical and/or communicative actions it should take right now. [...] In order to
solve its own decision-making situation, the agent needs
an idea of what the other agents are likely to do. The
fact that other agents could also be modelling others, including the original agent, leads to a recursive nesting of
models.”

Recursive modelling considers the practical limitations of agents, since they can build only a finite nesting of models about other agents’ decisions.
[Gmytrasiewicz and Durfee, 1995] uses a quantitative model
of decisions, while in [Boella and van der Torre, 2004b] we
use the attribution of mental attitudes to recursively model
the behavior of other agents in a qualitative model.
To make predictions about behavior, mental attitudes are
attributed to already existing entities, i.e., other agents in the
environment. Nothing prevents, however, that mental attitudes are attributed to entities which do not exist yet. Consider the case of expectations about the behavior of another
agent. Since complex behavior can be better described by
beliefs and goals, as Bratman argues, expectations can be explained by in terms of beliefs and goals too. But these mental
attitudes are not attributed to the agent whose behavior is expected, since the expectations can be different from what he is
predicted to do. Thus expectations describe in terms of beliefs
and goals a fictional entity which is the desired representation of some real agent according to someone else. However,
since this fictional entity is attributed beliefs and goals, we
metaphorically consider it as an agent too.
Expectations are different from predictions of behavior:
both can be given in terms of beliefs and goals, but the entity
whose behavior is predicted is not requested to know what it
is predicted to do. Expectations, instead, have a public character: they are known by the other agents who are associated
with a desired representation of their behavior in terms of beliefs and goals. Moreover, they are also expected to act in
the desired way due to their knowledge of what they are expected to do [Castelfranchi, 1998]. If an agent must be aware
of what he is expected to do, he is requested to understand the
description given in terms of beliefs and goals, i.e., to be an
agent, too.
Using the attribution of mental attitudes to describe expectations is a first step towards a construction of social reality
based on the theory of mind. While predictions describe what
an agent is believed to do, expectations describe something
which different from what is believed to happens: they describe a desired behavior. In the next section, the second step
is to attribute mental attitudes to fictional entities which do
not have a counterpart in the reality, in order to describe the
behavior of these entities.
The use of analogical reasoning to exploit the theory of
mind to construct social reality is cognitively plausible. For
example, [Lakoff and Johnson, 1980] argue that metaphorical reasoning explains complex cognitive abilities in terms of
other more basic abilities. Metaphors, as Lakoff and Johnson
argue, are not only a form of figurative use of language, but
they are at the basis of the cognitive ability of humans. Our
minds use metaphors to understand and reason about concepts which we have no direct bodily experience of. For example, the domain of time is conceptualized and talked about
by means of spatial notions and expressions. In the “time-asspace” metaphor, space is the source domain which is mapped
to the target domain of time: the first is better known to us so
that we can attribute its properties to the less known domain
of time.
Our agent metaphor maps beliefs and goals of agents onto
the features of the social entities we want to understand.
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The construction of social reality
We apply the agent metaphor to explain how humans conceptualize, reason and talk about social entities, like groups,
institutions, normative systems and organizations with roles.
Social entities, which we cannot have a direct bodily experience of, are conceptualized via the agent metaphor: they
are described as they were agents by attributing them mental attitudes. Social entities exist only as far as the members
of a community collectively attribute them a functional status
[Searle, 1995]. In our model this status is defined in terms
of the mental attitudes attributed to social entities. In contrast, the theory of mind is the attribution of mental attitudes
to already existing entities.
A similar view is supported also by [Tuomela, 1995] with
his analysis of collectives like groups, institutions and organizations:
The possibility of ascribing goals, beliefs, and actions to collectives relies on the idea that collectives can
be taken to resemble persons. [. . . ] Following commonsense examples, I will accept [...] that both factual and
normative beliefs can be ascribed (somewhat metaphorically) to groups, both formal and informal, structured
and unstructured.
The analogy underlying the agent metaphor, however, is
not complete, since it must respect the constraints on the
target domain: in particular, social entities are not capable
of performing actions, but they only act indirectly via their
members and representatives.
In the following sections we apply the agent metaphor to
groups, normative systems and organizations structured into
roles, detailing the mapping between beliefs and goals and
the features of the different social entities.

Groups as agents
In the model presented in [Boella and van der Torre, 2004a],
we explain cooperative behavior by considering the group as
an agent: a group exists because it is collectively attributed
by all its members mental attitudes like beliefs, desires and
goals. Its beliefs represent the knowledge about how to
achieve their shared goals. Its goals and desires represent the
shared goals of its members as well as their preferences about
the means to fulfill their goals and about costs they incur into.
Note that to the group are attributed as motivations not only
the shared goals, but also some private desires of the agents,
so to minimize the costs for each agent; otherwise, the partners would not agree to stay in the group.
Following [Bratman, 1992] we consider as key features of
shared cooperative activity the following behaviors of the
members: commitment to the joint activity, commitment to
the mutual support and mutual responsiveness. In our model
Bratman’s conditions are realized since agents of a group coordinate with each other, in the following way:
a. When they take a decision, they consider first the goals
of the group and they try to maximize their fulfillment.
Hence, they are committed to the joint activity.
b. When they take a decision, they include in it some actions
which contribute to the efforts of their partners to reach the

goals of the group. Hence, they are committed to mutual
support.
c. When they take a decision, they recursively model the decisions of their partners and their effects under the assumption that the partners are cooperative, too. Hence, they are
mutually responsive to each other.
In more detail, when an agent evaluates a decision, he first
considers which goals and desires of the group are fulfilled by
his decision and which are not (a); only after maximizing the
fulfillment of these motivations he includes in his decision
some actions fulfilling also his private goals. When agents
base their decisions on the goals and desires of the group we
will say that their agent type is cooperative. This classification of agents according to the way they give priority to
desires, goals or obligations is inspired by the BOID agent
architecture presented in [Dastani and van der Torre, 2002].
Taking into accounts the motivations of other agents, and,
thus also the goals and desires of the group, is a cognitive ability called adoption: “having a state of affairs as a
goal because another agent has the same state as a goal”,
[Castelfranchi, 1998]. According to him, adoption is a key
capability for an agent to be social: social agents must be
able to consider the goals of other agents and to have attitudes towards those goals. Hence, sociality also in this case
presupposes a theory of mind.
An agent, to understand the impact of his decisions on his
partners and, thus, on the goals of the group, has to recursively model what his partners will decide and how their decisions will affect the group’s motivations (c). First, by using recursive modelling, the agent understands whether the
group’s performance can be improved by including in his decisions some actions which contribute to his partners’ efforts
(b). Second, the agent understands whether his decision conflicts with the predicted decisions of the other agents. Third,
he understands when he needs to inform the partners when
their goal has been achieved, or to proactively inform them
about his decisions.
Our approach departs from the idea due to [Bratman, 1992]
that shared cooperative activity is defined by individual mental states and their interrelationships, without collective forms
of attitudes that go beyond the mind of individuals and without further mental states characterizing cooperative behavior.
Bratman’s “broadly individualistic” approach contrasts also
with [Tuomela, 1995], who introduces we-intentions - “we
shall do G” - which represent the internalization of the notion of group in its members, and [Searle, 1990] for whom
“collective intentional behavior is a primitive phenomenon”.

Normative systems as agents
In [Boella and van der Torre, 2004b], we use the agent
metaphor of attributing mental attitudes to normative systems in order to explain normative reasoning in autonomous
agents. The normative system is considered as an agent playing a game with the bearer of the obligation.
We start with a well known definition.
Normative systems are sets of agents (human or artificial) whose interactions can fruitfully be regarded as
norm-governed; the norms prescribe how the agents ideally should and should not behave [...]. Importantly,
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the norms allow for the possibility that actual behaviour
may at times deviate from the ideal, i.e. that violations of obligations, or of agents rights, may occur
[Jones and Carmo, 2001].
This definition of Carmo and Jones does not seem to require that the normative system is autonomous, or that its behavior is driven by beliefs, desires and goals.
Our motivation for using the agent metaphor in
[Boella and van der Torre, 2004b] is inspired by the interpretation of normative multiagent systems as dynamic social orders. According to [Castelfranchi, 2000], a social order is
a pattern of interactions among interfering agents “such that
it allows the satisfaction of the interests of some agent A”.
These interests can be a shared goal, a value that is good for
everybody or for most of the members; for example, the interest may be to avoid accidents. We say that agents attribute the
mental attitude ‘goal’ to the normative system, because all or
some of the agents have socially delegated goals to the normative system; these goals are the content of the obligations
regulating it, we will call them normative goals.
Moreover, social order requires social control, “an incessant local (micro) activity of its units” [Castelfranchi, 2000],
aimed at restoring the regularities prescribed by norms. Thus,
the agents attribute to the normative system, besides goals,
also the ability to autonomously enforce the conformity of the
agents to the norms, because a dynamic social order requires
a continuous activity for ensuring that the normative system’s
goals are achieved. To achieve the normative goal the normative system forms the subgoal to consider as a violation the
behavior not conform to it and to sanction violations.
Thus, in [Boella and van der Torre, 2004b] we define obligations in this way: an agent a is obliged by a normative agent
b to do x in context c, Oab (x, s | c) or else he is sanctioned
with s, iff:
1. If agent b believes that condition c holds, it wants x holds
too and that agent a adopts x as his decision.
2. If agent b believes ¬x ∧ c then it has the goal that ¬x is
considered as a violation and to sanction a with s.
3. Agent a has the desire not to be sanctioned.
Hence, to reason about what is obligatory for him, an agent
has to recursively model the behavior of the normative agent
to understand whether he will be considered a violator and
sanctioned. Note that obligations are modelled only by means
of motivations, which formalizes the possibility that a normative system does not recognize that a violation counts as such,
or that it does not sanction it. Both the recognition of the violation and the application of the sanction are the result of
autonomous decisions of the normative system who is considered as an agent (but acts via its representatives).
While regulative norms like obligations are defined in
terms of goals, beliefs in our metaphorical mapping define
constitutive rules. Constitutive rules have of the form “such
and such an X counts as Y in context C” where X is any object satisfying certain conditions and Y is a label that qualifies
X as being something of an entirely new sort: an institutional
fact. Examples of constitutive rules are “X counts as a presiding official in a wedding ceremony”, “this bit of paper counts

as a five euro bill” and “this piece of land counts as somebody’s private property”. According to [Searle, 1995], they
are at the basis of the construction of social reality. In our
model, a bit of paper counts as money if the community collectively attributes to the normative system the belief that the
bit of paper is money [Boella and van der Torre, 2004b].
Constitutive norms provide an abstract classification of reality which regulative rules can refer to, in the same way as
the goals of an agent refer to the believed state of the world
when an agent has to decide what to do.
We take here full advantage of the metaphor, as also
[Tuomela, 1995] argues for collectives like groups:
“The notions of goal, belief, and action are linked
in the case of a group to approximately the same degree
as in the individual case. In the latter case their interconnection is well established; given that the personanalogy applies to groups [. . . ], these notions apply to
groups as well.”

Roles as agents
In this section, we apply the agent metaphor to explain the
structure of organizations in terms of roles, like director, employee, etc., i.e., the representatives through which a social
entity acts.
Roles are defined in sociology as descriptions of expected
behavior. Again, as descriptions of behavior, roles can be
defined in terms of belief and goals. As expectations these
mental attitudes are attributed to a fictional agent which represents how the real agent playing the role should behave. But
how do roles differ from mere expectations discussed in the
previous section?
The difference between mere expectations towards someone and roles rests in who is attributing mental attitudes to
these fictional agents defining the expected behavior. To have
an expectation it is sufficient that a single agent attributes
mental attitudes to another agent. In contrast, roles are always parts of a social entity, like an organization, which defines them to describe its own structure: they are social roles.
Hence roles are defined via the attribution of mental attitudes,
but these mental attitudes are attributed by a social entity (the
organization) to another social entity: the role. This means
that the entity defining a role needs to be considered as an
agent: attributing mental attitudes to other entities and being
able to behave directed by beliefs and goals are fundamental
features of agents.
This view of roles nicely fits our general approach based
on the agent metaphor. Social entities like normative systems, organizations and groups are considered as agents and
attributed mental attitudes: social entities, qua agents, are
able to define roles by attributing them mental attitudes.
In the metaphorical mapping the role’s expertise is represented by beliefs of the agent and his responsibilities as the
goals of the agent. To play a role an agent has to adopt the
goals representing his responsibilities and to carry out them
according to the beliefs representing his expertise: the player
has to act as if he had the beliefs and goals of the role. Hence,
to play a role it is necessary to understand descriptions of
behaviors in terms of beliefs and goals and to figure out by
recursive modelling which is the expected behavior. Again,
to play a role the theory of mind is necessary.
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The formal model
In this section we sketch the formal model of multiagent systems which makes precise our theory and
can be used to validate it.
Full details can be
found in other papers like [Boella and van der Torre, 2004a,
Boella and van der Torre, 2004b]. To support the extension
of the agent metaphor to social entities we need a way to
describe agents’ behavior in terms of mental attitudes, and
to model how agents can attribute mental attitudes to other
agents in order to foresee their decisions by means of recursive modelling.
First of all, we need a simple language to describe states
of affairs. For this reason, we introduce a set of propositional
variables X and we extend it to consider also negative states
of affairs: Lit(X) = X ∪ {¬x | x ∈ X} are the literals built
out of X.
To represent mental attitudes like beliefs B, desires D and
goals G we use a rule based formalism: in this way we capture their conditional nature. The rules represent the relations
among propositional variables existing in conditional beliefs,
desires and goals of the agent: Rul(X) = 2Lit(X) × Lit(X)
is the set of pairs of a set of literals built from X and a literal
built from X, written as l1 ∧ . . . ∧ ln → l, and, when n = 0,
⊤ → l.
Starting from a set of literals representing a state - for example a set of observations - and a set of belief rules, it
is possible to incorporate the consequences of belief rules,
using a simple logic of rules called out: out(E, S) is the
transitive closure of a set of literals S ⊆ Lit(X) under the
rules E. For details see the reusable input/output logic in
[Makinson and van der Torre, 2000]. out(Ba , S), e.g., represents the beliefs of agent a which derive from the observations S and the application of its belief rules on S.
Mental attitudes are represented by rules, even if they do
not coincide with them: M D : B ∪D ∪G → Rul(X). To resolve conflicts among motivations M = D ∪ G we introduce
a priority relation by means of a function ≥: A → 2M × 2M
from the set of agents to a transitive and reflexive relation on
the powerset of the motivations containing at least the subset
relation. We write ≥a for ≥ (a).
Different mental attitudes are attributed to the agents A by
the agent description relation AD : A → 2B∪D∪G∪A . We
write Ba = AD(a) ∩ B, Aa = AD(a) ∩ A, for a ∈ A, etc.
As discussed in the previous sections, in our model there
are different sorts of agents in the set of agents A. Besides
real agents RA ⊆ A (either human or artificial) we consider as agents in the model also socially constructed agents
like groups, normative systems, organizations and roles SA
(RA ∩ SA = ∅ and RA ∪ SA = A). Roles are described
as agents but they are also associated with agents playing the
role, P L : SA → RA.
This does not mean that agents SA exist in the usual sense
of the term. Rather, social entities exist only as they are accepted as such by other agents (either real or not): considering
a social entity as an agent allows to describe its behavior in
terms of mental attitudes. Agents are in the target of the AD
relation for the this reason: groups, normative systems and
organizations exist only as profiles attributed by other agents.
The AD relation induces an exists-in-profile relation specifying that an agent b ∈ SA exists only as some other agents

attribute to it mental attitudes: {a ∈ RA | b ∈ Aa } =
6 ∅.
To model actions of agents we adopt a simple solution:
the set of variables whose truth value is determined by
an agent (decision variables representing actions) is distinguished from the set of variables which are not controllable (the parameters P ). The parameters P are a subset of
the propositional variables X. The complement of X and
P represents the decision variables controlled by the different agents. Hence we associate to each agent a subset
of X \ P by extending again the agent description relation
AD : A → 2B∪D∪G∪A∪(X\P ) .
We can now define a multiagent system as M AS =
hRA, SA, X, P, B, D, G, AD, M D, ≥, P Li.

Games among agents
The advantage of the attribution of mental attitudes to social
entities is that standard techniques developed in qualitative
decision and game theory can be applied to interaction among
agents: either real agents or socially constructed ones, whose
behavior can be recursively modelled and predicted using the
mental attitudes attributed to them. Here we consider a simple form of games between two agents a and b in A. For
example, a and b can be two partners in a group, or b can be
a normative system and a is predicting whether his behavior
will be sanctioned.
The set of decisions ∆ is the set of subsets δ = δa ∪ δb ⊆
Lit(X). For an agent a ∈ A and a decision δ ∈ ∆ we write
δa for δ∩Lit(Xa ): the decision of a is the set of actions it performs in a certain situation. When agent a takes its decision
δa it has to minimize the unfulfilled motivational attitudes it
considers relevant: its own desires Da and goals Ga , but also
the desires Db and goals Gb of the group it belongs to or of
the normative system which a is subject to or of the role it
is playing. But when it considers these attitudes, it must not
only consider its decision δa and the consequences of this decision; it must consider also the decision δb of its interactant
b and its consequences out(Ba , δ). So agent a recursively
considers which decision agent b will take depending on its
different decisions δa : out(Bb , δb ∪ (out(Ba , δa )).
On the decisions ∆ we require that their closures under the
beliefs out(Ba , δ) and out(Bb , δb ∪ (out(Ba , δa ))) do not
contain a variable and its negation: a decision of an agent
cannot lead to a situation which is believed inconsistent.
Note that there is no restriction to the possibility that decisions include decision variables which do not contribute to
the goals of the agent. In particular, the decisions can contain
decision variables contributing to the goals to be achieved by
the partners of the agent in a group, or decision variables aiming at respecting the obligations of the normative system.
Given a decision δa , a decision δb is optimal for agent b if
it minimizes the unfulfilled motivational attitudes in Db and
Gb according to the ≥b relation. The decision of agent a is
more complex: for each decision δa it must consider which is
the optimal decision δb for agent b. More formally:
• the unfulfilled motivations of decision δ according to agent
a ∈ A be the set of motivations whose body is part of the
closure of the decision under belief rules but whose head is
not.
U (δ, a) = {m∈M |M D(m)=l1 ∧ . . . ∧ ln → l,
{l1 , . . . , ln } ⊆ out(Ba , δ) and l 6∈ out(Ba , δ)}
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• the unfulfilled motivations of decision δ = δa ∪ δb according to agent b be the set of motivations whose body is in
the observable part of the closure of the decision under belief rules, but whose head is not:
U (δ, b) = {m∈M |M D(m)=l1 ∧ . . . ∧ ln → l,
{l1 , . . . , ln } ⊆ out(Bb , δb ∪ (out(Ba , δa ))) and
l 6∈ out(Bb , δb ∪ (out(Ba , δa )))}
• a decision δ is optimal for agent b if and only if there is
no decision δb′ such that U (δ, b) >b U (δa ∪ δb′ , b). A
decision δ is optimal for agent a and agent b if and only
if it is optimal for agent b and there is no decision δa′ such
that for all decisions δ ′ = δa′ ∪ δb′ and δa ∪ δb′′ optimal for
agent b we have that U (δ ′ , a) >a U (δa ∪ δb′′ , a).

Decision making
The agents value decisions according to the desires and goals
which have been fulfilled and which have not. The agents
can be classified according to the way they give priority to
the different possible motivations: private desires and goals
and desires and goals of the group or of the normative system
or of the role they play that can be adopted. We define agent
types as they have been introduced in the BOID architecture
[Dastani and van der Torre, 2002].
For example, cooperative agents give priority to the desires
and goals of the group; they pursue their private goals only if
they do not prevent the achievement of the group’s objectives:
Selfish agent A selfish agent always tries to minimize its
own unfulfilled desires and goals:
Given decisions δ, δ ′ ∈ ∆, if U (δ, a) ≥a U (δ ′ , a) then
U (δ, a) ∩ (Da ∪ Ga ) ≥a U (δ ′ , a) ∩ (Da ∪ Ga )
Cooperative agent A cooperative agent always tries to minimize the unfulfilled desires and goals of the group b, before minimizing its private goals and desires:
Given decisions δ, δ ′ ∈ ∆, if U (δ, a) ≥a U (δ ′ , a) then
U (δ, a) ∩ (Db ∪ Gb ) ≥b U (δ ′ , a) ∩ (Db ∪ Gb )
Similar definitions can be provided for agents who give
precedence to goals with respect to desires, agents who adopt
as their goals the obligations they are subject to, etc.

Conclusion
In this paper we discuss the role of the theory of mind in the
construction of social reality. We argue that the attribution
of mental attitudes proper of the theory of mind can be fruitfully used to conceptualize social entities like groups, normative systems, organizations and roles. This agent metaphor is
a conceptually economical and cognitively plausible way to
explain a complex aspect of reality and it is supported also
by philosophers like [Tuomela, 1995]. Furthermore, we provide a computational model of the agent metaphor based on
multiagent systems. This model, which is only summarized
in this paper, allows to explain various aspects of social reality, from groups [Boella and van der Torre, 2004a] to legal
reasoning [Boella and van der Torre, 2006]. See these papers
for further details and references.
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Abstract
There are two main traditions in defining a semantics for
agent communication languages, based either on mental attitudes or on social commitments. In this paper we show
how the role metaphor can be used to bridge the gap between these two approaches. First, we show how dialogues
can be modelled as games - a form of normative systems
- and how mental attitudes can be attributed not only to
agents, but also, in a public manner, to the roles of the game.
The dialogue moves allow an agent playing a role to modify the roles’ mental states, as specified by the counts-as
conditionals (also known as constitutive norms) defining the
game. The player of a role is expected to act as if it has the
mental attitudes attributed to its role during the dialogue
and to prevent its role’s mental attitudes from becoming incoherent, as it does for its own private mental attitudes. Secondly, we show how roles as descriptions of expected behavior maintain the normative character of social semantics. Due to the bridge between the two approaches, results
and tools from one approach can be used in the other one.

1. Introduction
The modelling of communication in agent theories was
originally inspired by Searle [15]’s theory of speech acts.
Cohen and Perrault [9] show that their systematic analysis
in terms of preconditions and postconditions of speech acts
can be modelled straightforwardly in terms of planning operators. The preconditions of these operators refer to the beliefs of the speaker and of the addressee of the speech acts
and the postconditions to changes in their beliefs and goals.
This view led to the creation of agent communication languages (ACL) of which the semantics are given by preconditions (feasibility conditions) and postconditions (rational
effects), formulated in terms of the mental attitudes of the
interactants, like FIPA-ACL [11].
In contrast, Singh [17] proposed a social semantics for
agent communication languages, based on the notion of
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commitment. A commitment binds a speaker’s attitudes to
the community and, thus, it has a public character. Commitment is interpreted as a kind of obligation which is undertaken by the speaker through uttering a speech act; for
example, Walton and Krabbe [19] argue that: “to assert a
proposition may amount to becoming committed to subsequently defending the proposition, if one is challenged to
do so by another speaker.” Are these two approaches, presented as competing alternatives, really incompatible?
In this paper we ask the following research question: how
can we use the role metaphor to bridge the gap between the
mental attitudes approach and the social commitments approach to the semantics of agent communication languages?
Roles are useful because mental attitudes attributed to roles
of a dialogue game instead of attributed to agents capture
the public character of meaning which is offered by commitment approaches.
The motivation of maintaining a mentalistic semantics,
albeit referred to roles and not to agents, is to reuse the extensive work on the semantics of ACL in terms of mental
attitudes [11]. It is sufficient to refocus the model from the
agents’ beliefs and goals to the roles’ beliefs and goals. This
shift is also coherent with the separation of concerns requirement put forward by the conceptual modelling community. Separation of concerns means that the behavior of
an agent should be specified separately from the interaction
capabilities of an agent.
Reconciling the two semantics is not only a theoretical or philosophical problem, since there is still no consensus about which one to choose. Moreover, to combine
two legacy systems, one with social semantics and one with
mental attitudes semantics, one has a problem. It is also difficult to predict what happens when two agents developed
separately interact, one based on mental attitudes semantics
and one with social commitments semantics.
The layout of the paper is as follows. In Section 2 we
discuss our approach to dialogue by modelling games as
normative systems with roles. In Section 3 we introduce a
formal model of normative systems for defining dialogue
games and an example. Conclusions end the paper.
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2. Dialogue as a game and its roles
2.1. Thesis - Antithesis - Synthesis
The most natural interpretation of a speech act is as an
action that alters the mental attitudes of the agents involved.
By making an inform act, the speaker shows that it intends
the addressee to believe some information. This view has
become popular by the FIPA semantics of agent communication [11]. However, such mentalistic thesis appears to be
flawed, as argued by Singh [17], e.g., because:
1. Communication is intersubjective and public
(Singh [17], Walton and Krabbe [19], Brandom [7],
Kibble [12], Verdicchio and Colombetti [18]). In contrast, beliefs and goals of the speakers are not accessible by the addressee, since they have a private
character.
2. An independent observer cannot verify whether agents
conform to the ACL semantics [20].
3. The sincerity assumption that is necessary to reason
with mentalistic semantics does not apply to non-fully
cooperative dialogue contexts - e.g., negotiation and
persuasion - or, more generally, to open systems.
As a consequence, the mentalistic thesis of communication has been countered by an antithesis, the socially oriented perspective: since private mental attitudes cannot be
the basis of communication, mental attitudes should be replaced by or embedded into commitments.
The antithesis, however, can be countered in turn. In particular, one could argue that the interpretation of a commitment as an obligation to defend the communicated content is too strong in many circumstances. It makes sense for
competitive environments, like argumentation dialogue or
negotiation, but it does not in a cooperative one, like information seeking or inquiry dialogues, where a commitment
can simply be interpreted as an expectation.
The method we adopt in this paper is to model dialogue
as a game in which agents play roles. Speech acts are moves
in the game executed by the players of the roles, and their
preconditions and effects refer to the mental states attributed
to the roles, not to the inaccessible private mental states of
the agents themselves. To propose a synthesis of the two approaches based on the notion of a role, we show that roles
can support the intuitive notion that speech acts refer to
mental attitudes, but also that roles preserve the public character of meaning, and support, when necessary, the commitment of speakers to what they have said. A precondition of
this method is that mental attitudes can be attributed to roles
as well as to agents. As in [5], we describe roles as agents
with mental attitudes, albeit a different kind of agents.
A game is a rule governed social activity. A game is
built from constitutive rules, according to Searle [16]’s

view of construction of social reality. Rules create activities like playing chess, as well as social institutions like
money, property, and normative systems. Institutional facts
like these emerge from an independent ontology of “brute”
physical facts through constitutive rules of the form “such
and such an X “counts as” Y in context C” where X is
any object satisfying certain conditions and Y is a label that
qualifies X as being something of an entirely new sort. An
example of a constitutive rule is “this bit of paper counts as
a five Euro bill”. By contrast, regulative rules, like obligations and permissions, regulate the newly created games.
Thus, a game is composed of both regulative and constitutive rules: it is a normative system. This view also captures the intuition that in many games illegal moves are associated with sanctions to have obligations. To model games
as normative systems, we use and extend our model [5], in
which normative systems are considered as agents. The basic methodology of our work is to model complex entities
of social reality like groups, normative systems, organizations and roles as a kind of agent [4]. Social entities exist because they are collectively accepted by agents [15].
To define the behavior of social entities, the agents collectively, and thus publicly, attribute mental attitudes to them.
The agent metaphor allows us to explain the properties and
features of social entities in terms of the properties and features of agents. In [5] a normative system is considered as an
agent, where: the regulative norms, like obligations and permissions, are mapped onto the goals of the agent; the constitutive norms are mapped onto the beliefs of the agent.
Moreover, a normative system is supposed to behave autonomously to restore the regularities prescribed by norms
through a process of monitoring violations and sanctioning
them. The metaphor, however, stops here since social entities cannot directly act. Monitoring and sanctioning are carried out by real agents playing roles in the system.

2.2. Constitutive rules and roles
Roles have been introduced in the multiagent systems
community as a way to coordinate the behavior of individual agents by means of a normative system or an organization. Roles are associated with expertise, capabilities such
as planning rules, and with responsibilities to maintain or
achieve some state of affairs. Roles are often also associated with obligations and permissions that restrict the means
by which they can fulfill the responsibilities.
In sociology, roles are often defined as descriptions of
expected behavior. To describe behavior, agent theory uses
beliefs and goals: hence, in [4, 6] we consider roles as descriptions of agents made in terms of beliefs and goals. In
the same way as social entities are constructed by the collective attribution of mental entities, roles exist only because
they are publicly attributed mental attitudes by the norma-
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tive system they belong to. However, roles do not act in the
world, and therefore are agents of a special kind. This fact,
as first sight, seems in contrast with the possibility to use expressions like “the president has sold the enterprise” where
the president is a role in an organization. However, an action like selling is not a physical action. It is the exercise of a
power by the agent playing the role of president. Roles are
associated with powers which are exercised by the agents
that play the roles. Powers allow players of roles to:
• change the normative system which the roles belong to
(e.g., by making it commit to a payment),
• change the features of roles themselves (e.g., the president commits itself to new responsibilities), and
• change the features of other roles (e.g., the president
creates an obligation for an employee by ordering it).
A player of a role can exercise its powers only because
its physical actions “count as” institutional acts, for example, as the creation of an obligation for another role. Constitutive rules, thus, explain how an utterance by a player
“counts as” a move in the game and how the move impacts
on the beliefs and goals of the roles: the moves performed
by a role in a game are the powers of the player of the role.
To play a role an agent is expected to adopt the goals
that correspond to its responsibilities and to carry out them
according to the beliefs that correspond to its expertise. In
other words: the agent must act as if the beliefs and goals
of the role were its own beliefs and goals, and maintaining
them coherent, as it does for its own mental attitudes. The
pressure of coherence is basic principle of cognition, and,
as shown in next section, according to Pasquier and Chaibdraa [14], a basic point in the explanation of dialogue.
Hence, roles possess both the features that we need to
model dialogue: they have mental attitudes and they represent expectations to which a player is bound. Finally, a role
does not force a player to actually have the mental attitudes
of its role: roles are flexible enough to represent dialogues
where sincerity is not assumed or necessary.

2.3. The rules of the dialogue
The FIPA-ACL semantics [11] of speech acts is composed of feasibility conditions and rational effects. For the
inform speech act the feasibility conditions are that, first,
the speaker believes that the propositional content is true,
and, second, it does not already believe that the addressee
has any knowledge about the truth of the propositional content. The rational effect is that the addressee also comes to
believe the propositional content. Interpreting the first feasibility condition as a precondition means that the move cannot be played if the proposition is not believed. In our model
we interpret this condition not as a precondition but as a presupposition: if the speaker plays an inform move, this means

that it must believe the proposition. This presupposition is
modelled by a constitutive rule and must be accommodated,
if possible, otherwise a contradiction is created, e.g., when
the speaker asserts first p and then ¬p without retracting its
first move. The speaker makes its role’s beliefs incoherent.
The belief we are talking about is the belief publicly ascribed to the role played by the speaker, not a private belief
of the player. Thus, it is possible that the proposition is accommodated in the beliefs of the role, while it cannot be accommodated in the player’s beliefs: the agent is lying. This
explains how it is possible that role’s beliefs can become
contradictory, while the agent is not in an inconsistent state.
In contrast, we do not model the second precondition,
since, as noticed by Amgoud et al. [1], it belongs to the
reasoning level of the agents and, thus, it is not part of the
game: it concerns the strategies used by an agent in playing a role. In the game an agent is free to inform the addressee about propositions it believes the addressee already
believes: this is a legitimate, even if dumb, move.
Concerning the rational effect that the addressee comes
to believe what communicated, we do not model it in terms
of the beliefs of the receiver agent. Rather, we model only
the public effect of an inform via a constitutive rule expressing a power of the addressee role: inform affects the beliefs
publicly attributed to the role played by the receiver. Moreover, the addressee role is held to believe the proposition
only if the proposition is not challenged by the addressee.
This idea relies on Brandom’s view of dialogue: “when a
commitment is attributed to an interlocutor, entitlement to
it is attributed as well, by default” [7, p.177].
We adopt Pasquier and Chaib-draa [14]’s view that dialogue arises from the need of maintaining coherence of
mental states: “two agents communicate if an incoherence
forces them to do so. [...] Conversation might be seen [...] as
a generic procedure for attempting to reduce incoherence”.
An agent engaged in the dialogue goes on to avoid entering in contradiction. Thus, if a new belief may be in conflict with other ones, the agent is compelled to challenge
the inform to avoid a contradiction in its role. In contrast
with [14], we do not consider here the coherence of the private mental states of the agents, but the coherence of the
mental attitudes of the roles. Referring only to the agents’
beliefs would not be realistic, since there is no way to ensure
that the addressee, as an autonomous agent, accepts to believe a proposition. This is one of the limitations of the traditional mentalistic approach. We overcome it using rules
referring to mental attitudes, but those of the roles composing the game, rather than to the agents’ private ones. As
long as an agent plays a game, it cannot refuse that what it
has said will be considered as a public display of its position in the game, according to its role.
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3. The formal model
For a formal definition of the agents in a multiagent
system we are inspired by the rule-based BOID architecture [8]. Beliefs and goals are represented by conditional
rules gathered in different sets representing the mental and
motivational states of an agent.
We assume that the base language contains boolean variables and logical connectives. The variables are either decision variables of an agent, which represent the agent’s actions and whose truth value is directly determined by the
agent, or else parameters - among which institutional facts,
which describe the state of the world, whose truth value can
only be determined indirectly via belief rules. The agent’s
motivational state contains two sets of rules. Goal rules Ga
express the attitudes of agent a towards a given state, depending on the context. Beliefs Ba are expressed as rules,
too. Consequences of beliefs are produced via a closure operator out.
Definition 1 (Multiagent system)
A
multiagent
system
M AS
is
a
tuple
hRA, N S, RO, X, B, G, AD, M D, ≥, I, P Li such that:
• Real agents RA, games as normative systems N S,
roles RO, variables X, beliefs B, goals G, and institutional facts I ⊂ X are finite disjoint sets. We write
A = RA ∪ N S ∪ RO for the set of all agents.
• Lit(X) is the set of literals from X ∪ {¬x | x ∈ X}.
Lan(X) is the set of logical formulas built out of
X with the usual connectives. The set of rules built
from X, written as R(X) = Lan(X) × Lan(X),
is the set of pairs hχ, φi, written as χ → φ where
χ, φ ∈ Lan(X).
• An agent description AD : A → 2X∪B∪G∪A is a complete function that maps each agent to a set of decision variables, beliefs and goals, and agents. For each
agent a ∈ A, we write Xa for X ∩ AD(a), Ba for
B∩AD(a), Ga for G∩AD(a), and Aa for A∩AD(a).
• The function AD assigns decision variables only to
real agents RA: normative systems and roles are not
autonomous and can act only through the intermediation of role players. AD does not necessarily assign
each variable in X to at least one agent in RA. We
write P = X \ ∪a∈RA Xa for the set of parameters.
• The function AD associates also agents with
agents, because normative systems and roles exist only as they are described as agents by, respectively, real agents and normative systems. Formally,
a socially constructed agent b ∈ N S ∪ RO exists only as some other agents attribute mental attitudes to it: ∀b ∈ N S ∪ RO ∃a ∈ A : b ∈ AD(a).

• The mental description M D : (B ∪ G) → R(X) is a
complete function from the sets of beliefs and goals to
the set of rules built from X.
• A priority relation ≥: A → 2G × 2G is a function from
agents to a transitive and reflexive relation on the powerset of goals containing at least the subset relation.
• The role playing function P L : RO → RA associates
a role to its player.
A game modelled as a normative system includes both
regulative and constitutive rules. Regulative norms are
based on the notion of a conditional obligation with an associated sanction as we do in [5]. Obligations are defined in
terms of goals of both the bearer of the norm and the normative system. We do not discuss regulative norms here in detail, because for the purpose of this paper we only need
constitutive norms. We formalize the “counts-as” conditional of constitutive rules as a belief rule of the normative
agents N S or of roles. For the logic of rules we use an input/output logic, called out3 [13], which provides us with
the consequences of a set of belief rules.
Definition 2 (Counts-as relation)
Let M AS= hRA, N S, RO, X, B, G, AD, M D, ≥, I, P Li
be a normative multiagent system, and let out(S) be the
smallest set of conditionals that contains the set of rules S
and is closed under left and right replacement by logical
equivalents, and the following inference rules:
χ→φ
SI
χ∧ψ →φ

χ → φ, χ ∧ φ → ψ
CT
χ→ψ

φ→φ

Id

where χ, φ, ψ ∈ Lan(X). We write y ∈ out(S, x) iff
x → y ∈ out(S). A literal x ∈ Lit(X) counts as
y ∈ Lit(I) in context C ∈ Lan(X) for agent c, written as
M AS |= counts-asc (x, y|C), iff C ∧ x → y ∈ out(Bc ).

3.1. The rules of dialogue
In this section, we focus on persuasion dialogues. We
consider how an inform move can be played, and how such
a move can be challenged or accepted. We introduce the
constitutive rules which the semantics of inform in terms of
mental attitudes.
Although technically the multiagent formalism is based
on atomic propositions, we use a notation convention for
speech acts that makes the speaker, addressee, content and
type of speech act explicit. Since at no place we use quantifiers and variables that range over these placeholders, they
can all be regarded as constants.
We distinguish between the locutionary level of the utterances, represented by utter, and the illocutionary acts
like inform, accept, retract and why-question. We distinguish two kinds of moves in the dialogue game: those di-
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Turn

Moves of role a

1

inform(a, b, p)

Consequences of B for role a
(1)

p

(5)

2

3

why-question(a, b, q)
challenge(a, b, q)

q, q ⊃ ¬p, ¬p, p
if ¬challenge(a, b, q) or
if ¬challenge(a, b, p ⊃ q)
(2)
(4)

Moves of role b

inform(b, a, q ⊃ ¬p)
inform(b, a, q)
challenge(b, a, p)

Consequences of B for role b

(1)
(1)
(3)

(6)

q, q ⊃ ¬p, ¬p

(5)

¬q, q ⊃ ¬p
if ¬challenge(b, a, ¬q)

(8)

(6)

p, q ⊃ ¬p
retract(b, a, inform(b, a, q))
hence ¬inform(b, a, q)
hence ¬challenge(b, a, p)
accept(b, a, ¬q ∧ p)

4

p if ¬challenge(b, a, p)

(2)
(2)

q ⊃ ¬p
¬q, p

(7)

Figure 1. The consequences of applying rules in the example of Section 3.1.
rectly played by making an utterance and those which are
played by means of other moves.
Definition 3 (Speech acts) In the propositional variables
X \ P we distinguish two subsets of speech acts P SA ∪
CSA = SA, where a, b ∈ RO, φ ∈ Lan(X \ SA),
α ∈ SA, and the integer t is the time the move is uttered:
• P SA
⊆
I are the primitive speech acts:
inform(a, b, φ, t), accept(a, b, φ, t), retract(a, b, α, t),
why-question(a, b, φ, t) are directly played by means
of making an utterance (Rules 1 and 2 below).
• CSA ⊆ I are the complex speech acts generated by
means of other speech acts; e.g., challenge(a, b, φ, t)
can be performed by means of sets of inform moves or
by a why-question (Rules 3 and 4 below).
For each Ψ(a, b, φ, t) ∈ P SA there exists a corresponding decision variable of a real agent a in RA which is the act
of making an utterance e.g., utter(x, y, Ψ(a, b, φ, t), t) ∈
Xx , where x, y ∈ RA, x = P L(a) and y = P L(b).
Since speech acts are institutional facts in I, and, hence,
parameters in P , they cannot be made true directly by
agents. They are made true, and, hence, moves are played,
indirectly, as specified by the constitutive rules of the game.
The constitutive rules, attributed to the roles’ beliefs, are
public, thus the consequences of those rules according to
the out operation are public too.
Definition 4 (Constitutive rules of the game) The
following rule schemata are general beliefs of both the
roles a and b (where σ ∈ {a, b}), involved in a game,
i.e., the rule instances are included in AD ∩ Bσ . In
the following, x is an agent participating in the dialogue with role a, and y is an agent with role b.
utter(x, y, Ψ(a, b, φ, t), t) is a decision variable referring
to an action of agent x, inform(a, b, φ, t) and Ψ(a, b, φ, t)

(where Ψ ∈ {retract, why-question, accept}) are illocutionary acts performed by role a played by agent
x, directed to a role b played by agent y, φ is a formula of Lan(X \ SA), and t, t0 are time instants, where
t < t0 .
1. ( utter(x, y, inform(a, b, φ, t), t)∧
¬retract(a, b, inform(a, b, φ, t), t0 ) →
inform(a, b, φ, t)
) ∈ Bσ
2. ( utter(x, y, Ψ(a, b, φ, t), t) → Ψ(a, b, φ, t) ) ∈ Bσ
3. ( inform(a, b, χ, t) ∧ inform(a, b, χ ⊃ ¬φ, t) →
challenge(a, b, φ, t)
) ∈ Bσ
4. (why-question(a, b, φ, t)→challenge(a, b, φ, t))∈Bσ
Rule 1 explains how an agent x can perform an inf orm
illocutionary act as role a by uttering a sentence. Note that
this rule does not have any effect if the agent retracts subsequently the move it played.
Rule 2 explains how an agent x can perform the remaining illocutionary acts in P SA by means of its utterances.
This game does not allow the retraction of these moves.
Rules 3 and 4 model two ways of playing the complex
speech act challenge: either by introducing a counterargument by means of two informs or by asking a justification
of the speaker. The meaning of challenge is below.
Given a move played by role a, the following rules describe the specific effects on role a and role b. Symmetrical
rules exist when the two roles are inverted:
5. ( inform(a, b, φ, t) → φ ) ∈ Ba
6. ( inform(a, b, φ, t) ∧
¬challenge(b, a, φ, t0 ) → φ ) ∈ Bb
7. ( inform(a, b, φ, t) ∧ accept(b, a, φ, t0 ) → φ ) ∈ Bb
8. ( why-question(a, b, φ, t) ∧
¬challenge(b, a, ¬φ, t0 ) → ¬φ ) ∈ Bb
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Rule 5 expresses a precondition of inform. Informing
that φ implies that the speaker a believes the presupposition that φ. Note that the belief that φ holds only as long as
the inform is not retracted (Rule 1).
Rule 6 models Brandom’s intuition that an unchallenged
inform by default entitles the speaker role a to believe that
the addressee b believes (in its role in the game) the conveyed proposition, unless b does not explicitly challenge the
information conveyed. Rule 7, instead, models explicit acceptance by b of the proposition φ which a informed about.
Rule 8 models the effect on b of being challenged by a
why-question move of a. Such an inference will be made
unless b challenges the challenge. We do not claim that this
is the general case, since all these rules work for a specific
kind of dialogue game. A more general rule would be that
if the speaker is unable or unwilling to provide justifications after a why-question, then it is committed not to use
the challenged proposition to support its arguments.
Consider the following example:
1. a: The president will win the election.

inform(a, b, p, 1)

2. b: But there is fraud,
so the president will not win.

inform(b, a, q, 2)
inform(b, a, q ⊃ ¬p, 2)

3. a: Fraud? But why!

why-question(a, b, q, 3)

4. b: Fair enough, no fraud.
So you’re right.

retract(b, a,inform(b, a, q, 2), 4)
accept(b, a, ¬q ∧ p, 4)

The consequences of the constitutive rules driving the
game, due to the out operation, are shown in Figure 1,
which illustrates the example above. Notice that the number of the applied rule is shown on the right while the time
instants are omitted. For clarity, in the second and fourth
columns the moves are shown separately, even if they are
consequences of beliefs of both roles; in the third and fifth
column the consequences on the beliefs of role a and role b
are shown, respectively. For simplicity we do not report the
utterances of the agents. Representing the agent’s own mental states is not important, since the dialogue is determined
by roles’ mental states only.
In Turn 1, role a informs b that p. The rules of role a now
state that p is a presupposed belief of a. The rules of role b
state that the belief p can be attributed to b unless b challenges a’s inform.
In Turn 2, the agent playing role b challenges a’s information by means of an argument of the form q ∧ (q ⊃ ¬p).
In Turn 3, a is facing the risk of entering in an incoherent state: if it does not do anything, it will get into a contradiction, since b’s argument supports ¬p, which is in contrast
with its current beliefs (p). It has some alternatives: retracting its first inform or challenging b’s argument. So a decides to challenge b’s challenge by asking for justification
(why-question).
Finally, in Turn 4 role b retracts the inform about q, thus
giving up its challenge to p, and, subsequently, it accepts p.

Note that while inform introduces beliefs, similar definitions can be given for other speech acts, like propose,
promise or request, which introduce or remove goals and
obligations via suitable constitutive rules. Like for inform,
these speech acts can create entitlement by default or by explicit acceptance, depending on the rules of the game. In
case of goals and obligations, the role can become incoherent because the agent commits to conflicting goals or it behaves in a way that leaves unsatisfied the goals of the role it
is playing, which represent its expected behavior.

3.2. Commitments and their public character
We introduce the rules of a dialogue game to show that
they can safely refer to beliefs since the beliefs they refer
to are not private and inaccessible. Rather they are the beliefs attributed to the role the agents are playing in the dialogue game. These beliefs are publicly attributed following
the constitutive rules which define the role in the game.
There is still an open question: how do we capture the appealing idea of the commitment of a speaker to defend what
it said, an idea which has been put forward by [17, 19]?
We do not introduce an explicit commitment referring to
actions like defending, but we use only the beliefs and goals
of the role. The commitment emerges from the necessity of
maintaining the coherence of the role’s beliefs.
After an inform move the speaker should be committed
to defend its assertion from challenges. In our model this
commitment does not derive as an effect of the inform. Assume that role a does not reply to a challenge by role b to its
inform. This means that, by default, it accepts the content of
the challenge. But since a challenge negates the content of
the previous inform of a, accepting the content of the challenge amount for a to entering in an inconsistent belief state.
Thus a is compelled to defend its position. The same mechanism is used to explain why an agent is compelled to retract some previous information it is committed to if it is not
able to challenge it. Retracting a preceding inform is just another way of preventing the contradiction.
Since commitment is not directly part of the model, we
can defend the model against the objection that social commitment semantics are too strong in cooperative situations.
In non-cooperative contexts we can strengthen the expectations concerning the roles by adding sanctions to define
obligations which apply to non-legal moves.
In this way we get a parametric framework: it does not
only allows us to model different types of dialogue by using specific constitutive rules, and different initial goals and
beliefs, but also to model different types of commitments
ranging from mere expectations in cooperative dialogue, to
formal obligations enforced by a kind of normative system
i.e., the community of players of the game.
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4. Conclusion and future research
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In this paper we propose a synthesis between the approaches to the semantics of agent communication based
on mental attitudes and those based on social commitments.
As a bridge between the mentalistic approach and the social
commitments approach, we use the role metaphor. We show
how mental attitudes can be attributed to roles – which are
public – instead of to agents. First, the behavior of an agent
in the role it is playing is formalized by “counts-as” conditionals, also known as constitutive norms. The player of a
role is expected to act as if it has the mental attitudes that are
attributed to it during the dialogue. Secondly, we show how
roles as descriptions of expected behavior maintain the normative characterization given by social semantics.
The motivation of maintaining a mentalistic semantics,
albeit referred to roles, is to be able to reuse the extensive
work on the semantics of ACL in terms of mental attitudes,
e.g., the FIPA standards [11]. It is sufficient to refocus the
model from the agents’ beliefs and goals to the roles’ beliefs and goals. By using roles we solve the three issues of
criticism that were raised against the mentalistic approach.
While Bentahar et al. [3]’s model integrate mental attitudes and social commitments, we claim that social commitments, even if necessary, can be directly explained by
mental attitudes, if attributed to roles.
A different tradition in agent communication is dialogue
games [10], which describe patterns and the order in which
moves must be made. However, dialogue rules modelled as
hard constraints can not deal with conflicts between applicable rules, and prevents contrary-to-duty reasoning. We need
a way to represent expectations towards moves, that can distinguish between violations and inconsistencies, as we can
do modelling games as normative multiagent systems.
Here, we present a simple formal framework to illustrate
our point. We focus on the inform move in persuasion dialogues since they are more troublesome for mentalistic approaches. Extensions to other speech acts, like requests or
proposals, and other types of dialogue can be dealt with,
e.g., by using the more complex model of self-modifying
normative systems proposed in [5]. Other issues which are
not addressed here are the problem of logical omniscience,
mutual beliefs, sequences of speech acts, or undercutters.
Moreover, issues of like non-monotonicity for the retraction of speech acts are dealt very simply in this paper.
Finally, future work concerns studying how our approach
can be used as the basis for modelling dialog among agents
independently developed with different semantics. In particular, it is interesting to understand if by using a framework like Reo [2] it is possible to model the dialog protocol as an exogenous coordination mechanism, so to be able
to enforce the rules of the game regardless of the behavior of the coordinated agents.
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Definisce la nozione di coalizione nelle reti di dipendenza. Rispetto alla definizione tradizionale di
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Abstract
We study admissible coalitions in goal-directed multiagent systems. We define a qualitative criterion of admissibility in which a coalition has itself all the necessary information to check admissibility. We show also that, under some
assumptions on preference relations of the agents, this admissibility criterion can be used to reduce the search space
in a game theoretical approach.

1. Introduction
It is desirable that artificial agents can help each other
when they cannot achieve their goals, or when they profit
from cooperating. Cooperative game theory [6, 1] focuses
on collusive behaviors, supported by enforced agreements,
that involve the formation of coalitions. In collusive behaviors, agents have the possibility to decide how to coordinate themselves without imposition by anyone. An agreement is enforced if the involved parties cannot deviate from
the agreement, once they decide to enter it.
Sandholm et al. [7] distinguish two phases to establish
which coalitions can be formed. In the first phase a structure describing all the possible coalition configurations is
defined. In the second phase a quantitative method is used
to prune those configurations that cannot occur, under the
assumption of self-interested agents. It is reasonable to use
game theoretical criteria as pruning method, but, unfortunately, it has been shown that several solution criteria defined in cooperative game theory are computationally intractable [8, 9]. Sandholm et al. [7] therefore define some
approximation algorithms to search the space of possible
coalitions.
In [3] we have introduced the do-ut-des property as a
qualitative criterion of admissibility for coalition formation
in goal-directed multiagent systems. This criterion has been
defined by means of a balance between the set of goals of
an agent achieved in a coalition and the tasks it is burdened
to perform if it agree to enter the coalition. In this way the

Leendert van der Torre
CWI and TU Delft - Amsterdam
The Netherlands
torre@cwi.nl

formalization of do-ut-des property is based on a not compelling mixture of two aspects, the goals achieved and the
tasks executed to achieve them, that should correspond to
two different level of abstractions. In this paper we consider
an alternative approach that removes this weakness. Moreover if in [3] the do-ut-des property was defined starting
from a multiagent system representation that directly describes the achievement power of sets of agents. Here we
face the problem to define a typology of these achievement
powers starting from the capabilities of the single agents.
This notion of power presents an analogy with the one we
developed in [2]. The main difference is that in [2] we defined a notion of power requiring to a set A of agents to be
minimal with respect the achievement of a goal g, in this
way we formalized the fact that all the agents in A have to
be necessary for the satisfaction of g. In this work the notion
of power requires a minimalization of the tasks assigned to
A and not a minimalization on the set itself. Therefore in
this case we formalize the notion of relevance of the tasks
executed by A with respect to the achievement of g.
In this work we face the problem to cut off from the space
of all possible coalitions the ones that cannot occur by using a qualitative admissibility criterion to be applied before
a quantitative game theoretical criterion. The methodology
used is on one hand to abstract from the specific preference
relations of the agents by focusing on the goals representing the advantages an agent gains entering a coalition. On
the other hand we do not simply represent a coalition by
means of the goals it can attain, as done in Dunne et al. [9],
we represent a coalition as an agreement describing for each
set of agents the goals it is burdened to achieve.
In Section 2 we define a multiagent system and provide
the notion of goals assurable by a set of agents. In Section
3 we define the cooperative game relative to a multiagent
system. In Section 4 the do-ut-des property is defined. Section 5 shows under which conditions the do-ut-des coalitions can be employed as a qualitative reasoning on profitability of coalitions. Section 6 shows the relation between
solution concept of core and the do-ut-des property.
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2. The Multiagent System
In order to describe the coalitions that can be formed in
a multiagent system we define in this section a framework
to formalize agents with their individual characteristics, as
the goals they have or the tasks they can embark on. Tasks
are distinguished from strategies. A strategy is a complete
schedule of actions an agent can adopt in a game, so two
different strategies cannot be adopted at the same time. Instead, tasks are partial schedules and an agent can execute
more tasks at the same time if these tasks are compatible
with each other. As in Shehory and Kraus [8], an agent can
possibly joint two different coalitions if the required tasks
are compatible. We model compatibility among tasks as a
relation comp, given an agent a and a non-empty set of tasks
T it can execute. (a, T ) ∈ comp means that a can execute all
the tasks in T at the same time, therefore (a, {t}) ∈ comp
means that the agent a can execute the task t. Since we consider goal-directed agents, we describe the effect of a task
only with respect to the goals it achieves. Formally we have
the following definition of a multiagent system:
Definition 1 (Multiagent System) A multiagent system, MaS, is a tuple hAg, Gl, Tk, gl, comp, achi with the following elements. Ag is a set of agents. Gl is a set of goals.
Tk is a set of tasks. comp ⊆ Ag × 2Tk is a relation describing the sets of tasks an agent can execute at the same
time. gl : Ag → 2Gl is a function
S from agents to the
sets of their own goals such that a∈Ag gl(a) = Gl. Finally, ach ⊆ 2Tk × Gl describes the results of executing a
set of tasks.

Example: As example we consider a simple version of
the game described in Grosz et al. [4]. There are four players and each of them has two colored chips and two colored boxes, both the chips and the boxes can be colored as
follows: red r, green g or blue b. Every player has only one
goal, to fill each of his boxes with a chip of the same color of
the box. The players have the possibility to exchange their
chips and, for simplicity, we assume that the game is made
only of one turn.
The initial configuration is:
players
p1
p2
p3
p4

boxes
rr
rg
bg
bb

chips
rg
bb
rb
rg

This table shows how, in the initial configuration, there
is no a player that is self sufficient to see to its own goal,
so they have to exchange chips with each other in order to
satisfy their goals.
We formalize this multiagent system by the following
MaS. Ag is the set of the four player {p1 , p2 , p3 , p4 }, the

set of the goals Gl is {rr, rg, bg, bb}, according to the boxes
owned by the agents. The set of tasks Tk is the set of pair
(x, pj ), where x can be r, g or b and j denotes one of the
four players: executing this task means to provide a chip
colored of x to the player pj .
comp describes compatible tasks, a set of distinct tasks
{(x1 , p1j ), . . . , (xn , pnj )} is compatible for a player pi ,
(pi , {(x1 , p1j ), . . . , (xn , pnj )}) ∈ comp, if and only if pi
has n chips, the first of color x1 , the second of color x2
and so on. Since every agent has only two chips, any set
of tasks with more then two tasks is not compatible for a
player. gl associates, to any player, his relative goal, formally gl = {(p1 , {rr}), (p2 , {rg}), (p3 , {bg}), (p4 , {bb})}.
ach describes the goals achieved by sets of tasks; a goal is
achieved when the two boxes of a player are filled with the
right chip, so, for example, the set of tasks {(g, p3 ), (b, p3 )}
achieves the goal bg of p3 .
¥
Since agents act together, and possibly collaborate in the
achievement of goals, we introduce tasks distributions, i.e.,
the tasks that can be executed by sets of agents. A tasks distribution of a set of agents A associates to each agent a ∈ A
a nonempty set of tasks T such that (a, T ) ∈ comp and to
all the other agents the empty set.
Definition 2 Given a set of agents A ⊆ Ag, a tasks distribution of A is a function τA : Ag → 2Tk such that
τA ⊆ comp and τA (a) 6= ∅ iff a ∈ A.
F
We denote with (τA ) the union for a ∈ A of τA (a).
Now we define a notion of compatibility among tasks
distributions.
Definition 3 We denote with τA1 t τA2 a function that, for
each agent a ∈ Ag, associates τA1 (a) ∪ τA2 (a). Moreover we say that τA0 v τA if there exists a τA00 such that
τA = τA0 t τA00 , as usual, τA0 < τA is and only if τA0 v τA
and τA0 6v τA . The tasks distributions τA1 , . . . , τAn is compatible iff τA1 t . . . t τAn ⊆ comp.
Assume that there exists a tasks distribution τA of the set
of agents A such that it achieves a goal g no matter which
tasks distribution the other agents execute. If this is the case,
then A can assure, by means of τA , the achievement of g.
We also define a minimality condition on assurable goals
that is satisfied when a set of the agents A can assure a goal
g by means of τA and all the tasks in τA play a role in the
achievement of g, that is, there is no a subset A0 ⊆ A and a
tasks distribution τA0 such that A0 can assure g by means of
τA0 and τA0 < τA .
Definition 4 (Assurable goals) Given a task distribution
τA and g ∈ Gl, we say that A can assure g by means of
τA , (τA , g) ∈ α-eff, iff
G
∀A ⊆ [Ag \ A] ∀τA ( (τA t τA ), g) ∈ ach
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We say that (τA , g) can minimally assure g by means of τA ,
(τA , g) ∈ min-α-eff, iff (τA , g) ∈ α-eff and there does not
exist an A0 ⊆ A and a τA0 < τA such that (τA0 , g) ∈ α-eff.
It can be seen that our framework satisfies the property
of super-additivity, i.e., given two disjoint sets of agents A1
and A2 , if A1 can assure g1 by means of τA1 and A2 can
assure g2 by means of τA2 , then A1 ∪A2 can assure for both
g1 and g2 by means of τA1 t τA2 .

Example: Defined the multiagent system relative to the
boxes-chips game, tasks distributions as well as the sets
α-eff and min-α-eff can be derived following the relative
definitions. Since it is not possible here to describe them
extensively, we provide only some examples and considerations. In the following, for readability reasons, we denote
an element (pi , {(x1 , p1j ), . . . , (xn , pnj )}) of a tasks assignment with
xn
x1
pi → p1j , . . . , pi → pnj
g

An example of tasks distribution is τ{p1 ,p3 } = {p1 →
b

g

b

p3 , p3 → p3 }, indeed both p1 → p3 and p3 → p3 are in
comp. When a player obtains, from some players, the chips
needed to satisfy his goal, the other playersFcannot obstruct
him. α-eff reflects the relation ach, i.e., if ( (τA ), g) ∈ ach,
then (τA , g) ∈ α-eff.
This in general is not true, for example, when two persons with the same strength try respectively to open and to
close a door. Their tasks, pull the door and push the door,
would be successful if performed separately, but together
they obstruct with each other.
Nevertheless in our game min-α-eff is strictly contained in α-eff, in fact, given the tasks distribution
g
b
b
τ{p1 ,p2 ,p3 } = {p1 → p3 , p3 → p3 , p2 → p4 }, since p3 obtains the needed chips b and g, his goal is satisfied and,
hence, (τ, bg) ∈ α-eff. Nevertheless also the restricb

tion of τ to {p1 , p3 } satisfies the goal bg, so p2 → p4 is not
useful for the achievement of bg.
¥

3. Cooperative games
Definition 4 establishes the potentials for cooperation in
a multiagent system. To see which of them can actually occur, we consider cooperative games defined starting from
goal-directed agents. A coalition describes the possibility
for a set of agents to help each other in the satisfaction of
their goals. In this way it is not associated to a coalition a
single value that can be divided among the members of the
coalition as much as they like, but a set of consequences
that describes the goals achieved and the burdens sustained
by each agent. This typology of problems are faced by cooperative games without transferable payoffs whose definition we borrows from Osborne et al. [6].

Definition 5 (Cooperative games) A cooperative game
without transferable payoffs (NTU ) is a tuple
hAg, Cs, att, -1 , . . . , -n i
with the following elements. Ag is a set of agents. Cs is a set
of consequences. att : 2Ag \ ∅ → 2Cs maps each nonempty
set A of agents in the set of consequences that are attainable by A. For each agent ai , -i ⊆ Cs × Cs is a preference relation over Cs, i.e. it is complete, reflexive and transitive. Given c1 , c2 ∈ Cs, with c1 -i c2 we denote that the
agent ai prefers c2 at least as c1 .
Following Sandholm et al. [7], we consider the notion
of core as solution criteria of a cooperative game. The notion of core is based on a dominance relation over the set of
possible consequences attainable by the gran coalition Ag.
c ∈ att(Ag) is dominated if there exists a set of agents such
that it can attain a consequence that is strictly preferred by
all its members to c.
Definition 6 (Core) Let hAg, Cs, att, -1 , . . . , -n i be a cooperative game without transferable payoffs, the core is the
set of consequences c ∈ att(Ag) such that there does not exist a group of agents A ⊆ Ag and a consequence c0 ∈ att(A)
such that for all ai ∈ A, c ≺i c0 .
We define a cooperative game without transferable payoffs relative to a multiagent system MaS. First of all, we
consider the set of possible consequences that a set of agents
can attain if they form a coalition.
The set min-α-eff defined in Definition 4, describes the
set of all potentials for cooperation. If a set of agents A
decides to form a coalition and there exists a (τA0 , g) ∈
min-α-eff such that A0 ⊆ A, then the goal g is in the achievement potential of A, i.e. can be a part of a consequence attainable by A.
Since not all of the elements of min-α-eff can be carried
out at the same time, this means that the consequences attainable by a set of agents A derives from all the subsets
{(τA1 , g1 ), . . . , (τAn , gn )} ⊆ min-α-eff in which the tasks
are compatible, see Definition 3, and for all 1 ≤ i ≤ n,
Ai ⊆ A. Following Kraus et al. [5], we consider a consequence of the formation of a coalition A the whole set
c = {(τA1 , g1 ), . . . , (τAn , gn )}, and not simply the set of
all goals achieved in c, as done in Dunne et al. [9]. This enables us to define in the next section the do-ut-des property.
In the following, instead of saying that c is a consequence
attainable by the set A of agents if they form a coalition, we
simply say that c is a possible coalition of A.
Definition 7 (Possible coalitions) Given
a
multiagent system MaS = hAg, Gl, Tk, gl, comp, achi and
a nonempty set of agents A ⊆ Ag, we say that
c = {(τA1 , g1 ), . . . , (τAn , gn )} ⊆ min-α-eff is a possible coalition of A iff τA1 , . . . , τAn are compatible and for
all 1 ≤ i ≤ n, Ai ⊆ A.
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We say that c is a possible coalition if there exists a set of
agent A such that c is a possible coalition of A, moreover
we denote with Glc the set of all the goals achieved in c:
Glc = {g ∈ Gl | ∃A ⊆ Ag s.t. (τA , g) ∈ c}
We define a cooperative game relative to a multiagent system as follows.
Definition 8 (Cooperative game of a MaS) Given a multiagent system MaS, a cooperative game relative to MaS,
NTU [MaS], is a tuple hAg, Cs, att, -1 , . . . , -n i with the
following elements. Ag is the set of agents of MaS. Cs is the
set of all possible coalitions of MaS. att : 2Ag \ ∅ → 2Cs
maps for each nonempty set of agents A the set of all possible coalitions of A. For each agent ai ∈ Ag, -i ⊆ Cs × Cs
is a preference relation over Cs.

Example: Given the MaS relative to the boxeschips game, we consider a cooperative game
NTU [MaS] = hAg, Cs, att, -1 , . . . , -n i as follows.
A player pi first of all prefers a coalition that satisfies his goal with respect to a coalition that does not satisfies it. In the case two coalitions both satisfy his goal
or both do not satisfy it, the pi prefers the one that minimize the number of chips he gives to the other agents.
More formally, given a possible coalition
c = {(τA1 , g1 ), . . . , (τAn , gn )} and an agent pi , we
first denote with τ (pi , c) the set of all tasks, (x, pj ), assigned to pi in c such that pi 6= pj , i.e. τ (pi , c) is the
set of tasks (x, pj ) such that pj 6= pi and there exists
(τAi , gi ) ∈ c with (x, pj ) ∈ τAi (pi ). The preference relation -i of each player pi such that c1 -i c2 if and only one
of the either (1) (gl(ai ) ∩ Glc1 ) ⊂ (gl(ai ) ∩ Glc2 )
or (2) (gl(ai ) ∩ Glc1 ) = (gl(ai ) ∩ Glc2 ) and
|τ (ai , c1 )| ≤ |τ (ai , c2 )|.
¥

Instead, the function obl is defined as the set of goals in
which achievement an agent is involved:
Definition 10 (obl function) Given a coalition c, obl[c] :
Ag → 2Gl is such that for all a ∈ Ag
obl[c](a) = {g ∈ Glc | ∃(τA , g) ∈ c s.t. a ∈ A}
Now we are able to define, for each agent ai , a qualitative preference relation ≤i between two coalitions. In contrast with the quantitative preference relations introduced in
the Definition 5, our preference relation in not complete, so
it could be the case that, given an agent ai and two coalitions c1 and c2 , c1 6≤i c2 and c2 6≤i c1 .
Definition 11 (Qualitative preference relation)
Let c1 and c2 be two coalitions. We say that the
agent ai qualitatively prefers c1 to c2 , c2 ≤i c1 , iff
adv[c2 ](ai ) ⊆ adv[c1 ](ai ) and obl[c1 ](ai ) ⊆ obl[c2 ](ai ).
As usual we say that ai strictly qualitatively prefers c1 to
c2 , c2 <i c1 , if c2 ≤i c1 and c1 6≤i c2 .
A possible coalition c satisfies the do-ut-des property, or
it is a do-ut-des coalition, if and only if there does not exist an agent involved in c which strictly qualitatively prefers
a coalition c0 ⊂ c and all the agents involved in c0 qualitatively prefers c0 at least as c. In this case a does not agree
to c, considering that c0 is better for him and that if all the
agents involved in c0 would have agreed to c, then they agree
also to c0 .
Definition 12 (Do-ut-des property) Given a coalition c,
we denote with Dom(c) the set of agents involved in c, i.e.
Dom(c) = {a ∈ Ag | ∃(τA , g) ∈ c s.t. a ∈ A}. We say
that c0 ⊂ c do-ut-des dominates c iff the following conditions hold:
1. ∃ai ∈ Dom(c) c <i c0
2. ∀aj ∈ Dom(c0 ) c ≤j c0

4. Do-ut-des Coalitions
In this section we provide a criterion of admissibility for
coalitions, the do-ut-des property. This property is based on
a dominance relation between a possible coalition c and a
one of its sub-coalitions c0 ⊂ c. So, against the usual quantitative notions of profitability as the core, in which the coalition c has to be compared with all the other possible coalitions to see if it belongs to the core, a coalition c contains
all the information to check if it satisfies the do-ut-des property. First we define a preference relation between two coalitions by means of the functions adv and obl that describe for
each agent its advantages and burdens in c.
Definition 9 (adv function) Given a coalition c, adv[c] :
Ag → 2Gl maps, for each agent a ∈ Ag, the set of goals
achieved in c that are goals of a: adv[c](a) = Glc ∩ gl(a).

A coalition c is do-ut-des iff there does not exist a coalition c0 ⊂ c that do-ut-des dominates c.

Example: In our boxes-chips game we provide an example of a do-ut-des coalition and an example of a coalition that does not satisfy the do-ut-des property. As first example consider c described by:
τA
r
r
p1 → p 1 , p 3 → p 1
g

b

p1 → p 3 , p 3 → p 3

g
rr
bg

where each row of the table is an element of c. In this coalition every player obtains the satisfaction of his own goal, so
no one of them qualitatively prefers the empty coalition to
c. Moreover since both p1 and p3 are necessary for the fulfillment of rr and bg, in each one of the coalitions obtained
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considering only one row of the table there is a player that
is disadvantaged. So c satisfies the do-ut-des property.
As second example consider the coalition c as shown in
the following table:
τA
r
r
p1 → p 1 , p 3 → p 1
b

b

p2 → p 4 , p 2 → p 4

g
rr
bb

It can be seen that it does not satisfy the do-ut-des property. In fact the advantages of p2 and p3 in this coalition
are empty, nevertheless they are involved respectively in the
achievement of rr and bb. So both of them qualitatively prefer to c the empty coalition, in which they do not obtain anything but also do not provide anything.
¥

5. Do-ut-des compatible NTU
The Definition 8 does not provide any restriction to the
preference relations -i of the agents. Nevertheless the notion of do-ut-des coalitions can be related to the quantitative notion of core only in the case the -i are compatible
with the Definition 11, i.e. for any agent ai , ≤i implies -i
and <i implies ≺i .
Definition 13 (Do-ut-des compatible NTU) Let
MaS a multiagent system, a cooperative game
NTU [MaS] = hAg, Cs, att, -1 , . . . , -n i is do-ut-des
compatible iff for all 1 ≤ i ≤ n and for all possible coalitions c1 , c2 ∈ Cs (1) if c1 ≤i c2 , then c1 -i c2 and (2) if
c1 <i c2 , then c1 ≺i c2 .
Often the preference relation of an agent with respect to
a set of consequences is represented by an utility function
[1]. An utility function is real valued function over the set
of consequences Cs that represents, for each consequence,
the profitability of that consequence. We say that an utility
function utl : Cs → < represents a preference relation just in the case that for all c1 , c2 ∈ Cs, c1 - c2 if and only
if utl(c1 ) ≤ utl(c2 ).
A way to effectively calculate the utility of a consequence is by means of a cost-benefit analysis. The idea
underling the cost-benefit analysis is that any consequence
represents a state of affairs that involves some advantages,
but also has some contraindications. In our case a consequence is a possible coalition c and, given an agent ai the
advantages of ai with respect to c derives from the of its
goals that are achieved if c is formed, i.e. adv[c](ai ); the
contraindications of ai with respect to c depends on many
factors as, for example, the tasks it has to execute if c is
formed as in [3], but also the costs implicit to the coalition formation process or to the fact that entering the coalition it binds itself to satisfy some goals. For all these reasons we consider that the costs relative to a coalition depends to the coalition as whole.

The utility of a consequence c, for the agent ai , is
represented by a function blci that balance an estimation of the advantages (the benefits) and an estimation of the contraindications (the costs) of c. We assume that the benefits and the costs of consequences are
themselves real value functions, respectively bnfi and
costi . Therefore, given a possible coalition c, the utility of the agent ai relative to c, is given by the formula
utli (c) = blci (bnfi (adv[c](ai ), costi (c)).
Now we show some sufficient conditions utli has to satisfy in order to be do-ut-des compatible. The first condition
says that blci is a function strictly increasing in the first argument and strictly decreasing in the second argument. The
second condition says that the more are the goals an agent
has to execute the more are the relative costs. The third condition says that adding a desired goal to set of desired goals
involves a not null increasing of the benefit function.
Definition 14 (Do-ut-des compatible utility functions)
An utility function of an agent ai , utli (c)
=
blci (bnfi (adv[c](ai ), costi (obl[c](ai ))), is said to be
do-ut-des compatible iff
1. for all fixed x̂ ∈ < and ŷ ∈ <, blci (x, ŷ) and blci (x̂, y)
are respectively strictly increasing and strictly decreasing.
2. for all possible coalitions c1 , c2 ∈ Cs, obl[c1 ](ai ) ⊆
obl[c2 ](ai ) iff costi (c1 ) ≤ costi (c2 ).
3. for all c1 , c2 ∈ Cs, adv[c1 ](ai ) ⊆ adv[c2 ](ai ) iff
bnfi (adv[c1 ](ai )) < bnfi (adv[c2 ](ai )).
The following theorem shows that if utli satisfies the
Definition 14, then it is effectively compatible with the qualitative preference relation ≤i .
Theorem 1 If the utility function utli is do-ut-des compatible, then for all possible coalitions c and c0 , (1) if c ≤i c0 ,
then utli (c) ≤ utli (c0 ), (2) c <i c0 , then utli (c) < utli (c0 ).
proof: Assume that c ≤i c0 , then
adv[c](ai ) ⊆ adv[c0 ](ai ) and obl[c0 ](ai ) ⊆ obl[c](ai ) (1)
By hypothesis utli is do-ut-des compatible, so costi (c0 ) ≤
costi (c) and bnfi (adv[c](ai )) ≤ bnfi (adv[c0 ](ai )). But,
since blci is a function strictly increasing in the first argument and strictly decreasing in the second argument, we
have
blci (bnfi (adv[c](ai )), costi (c)) ≤
blci (bnfi (adv[c0 ](ai )), costi (c)) ≤
(2)
blci (bnfi (adv[c0 ](ai )), costi (c0 ))
and hence utli (c) ≤ utli (c0 ).
If c <i c0 , then the previous inequality holds and also either obl[c0 ](ai ) ⊂ obl[c](ai ), or adv[c](ai ) ⊂ adv[c0 ](ai ). In
the first case costi (obl[c0 ](ai )) < costi (obl[c](ai )), so
blci (bnfi (adv[c0 ](ai )), costi (c)) <
blci (bnfi (adv[c0 ](ai )), costi (c0 ))

(3)
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In the second case bnfi (adv[c](ai )) < bnfi (adv[c0 ](ai )), so
blci (bnfi (adv[c](ai )), costi (c)) <
blci (bnfi (adv[c0 ](ai )), costi (c))
In both the cases utli (c) < utli (c0 ).

(4)
¤

Example: In the boxes-chips game the preference relation -i defined in Section 3 can be represented by the utility functions
1 + bnfi (adv[c](pi ))
utli (c) =
1 + costi (c)

(5)

where bnfi (adv[c](pi )) is equal to 1000 if adv[c](pi )) is not
empty, 0 otherwise. cost(c) is equal to the sum of costs the
tasks (x, pj ) that pi has to perform under c, where the cost
of a task (x, pj ) is 50 if pj = pi , 200 otherwise.
The characteristic function defined by the Formula 5 in
the Section 3 is do-ut-des admissible. The first condition is
evident since in the Formula 5 utli is directly proportional
to bnfi (adv[c](pi )) and in inverse proportion to cost(c). The
second condition is also true since it is not possible for a
player, providing one chip, to satisfy at the same time the
goals of two different agents, so different goals require different tasks for the players. Concerning the third one, each
player a has only one goal so adv[c](pi ) can be either empty
or equal to gl(a); since the associated reward are 0, if it is
empty, and 1, if it is gl(a), the condition is satisfied.
¥

6. Do-ut-des property and the core
In order to relate the qualitative do-ut-des property to the
quantitative notion of core we consider a quantitative version of the do-ut-des property, we call it q-do-ut-des property. We use this property to relate the do-ut-des property to
the notion of core, so we want that this property has a precise relationship with both of them.
Definition 15 (Q-do-ut-des) Let
NTU [MaS]
=
hAg, Cs, att, -1 , . . . , -n i be the cooperative game of
the multiagent system MaS. A possible coalition c is
q-do-ut-des iff for all c0 6= c there does not exist an agent ai
such that c ≺i c0 and for all aj ∈ c0 , c -j c0 .
The following theorem shows that if a possible coalition
c is q-do-ut-des, then it is in the core.
Theorem 2 Let NTU [MaS] = hAg, Cs, att, -1 , . . . , -n i
be a cooperative game of the multiagent system MaS. If a
possible coalition c is q-do-ut-des, then it is in the core.
proof: If c is not in the core, then there exists a possible
coalition c0 such that for all the agents ai ∈ c0 , c ≺i c0 .
Therefore there exists an agent that strictly prefers c0 to c.
Moreover, since if c ≺i c0 holds, then also c -i c0 is true

for all ai ∈ c0 . But this means that c0 q-do-ut-des dominates
c, and hence that c is not q-do-ut-des.
¤
Moreover, we show that, for do-ut-des compatible NTU ,
if a possible coalition c is q-do-ut-des, then it is do-ut-des.
Theorem 3 Let NTU [MaS] = hAg, Cs, att, -1 , . . . , -n i
be a do-ut-des compatible cooperative game of a multiagent system MaS, if a possible coalition c is q-do-ut-des,
then it is do-ut-des.
proof: Assume that c is q-do-ut-des, but not do-ut-des. By
definition this means that there exists a possible coalition
c0 ⊂ c and an agent ai ∈ c such that c <i c0 and for all
aj ∈ c0 , c ≤j c0 . Since NTU [MaS] is do-ut-des compatible, then it is also the case that c ≺i c0 and for all aj ∈ c0 ,
c -j c0 . But this means that c0 q-do-ut-des dominates c
against the hypothesis.
¤
The problem is to find q-do-ut-des coalitions of
NTU [PS]. Since the set of q-do-ut-des coalitions is contained in the core, if we find a q-do-ut-des coalition, we are
sure that it is also in the core.
The definition of q-do-ut-des coalitions requires to compare a possible coalition c with all the others. Due to the
Theorem 3, we restrict the set of coalitions on which to
check for q-do-ut-des coalitions to the set of do-ut-des coalitions. However, for each do-ut-des coalitions, we still have
to compare it with of all the other possible coalitions.
Fortunately, the following theorem shows that if c is not
do-ut-des, then there exists a do-ut-des coalition that dominates it. So we do not need to compare a do-ut-des coalition with all the others in order to see if it is q-do-ut-des, but
only with the other do-ut-des coalitions.
Theorem 4 Given a do-ut-des compatible cooperative game NTU [MaS] of a multiagent system MaS, if
a possible coalition c is not q-do-ut-des, then there exists a do-ut-des coalition c0 such that c0 q-do-ut-des dominates c.
proof: Assume that c is not q-do-ut-des, and per absurdum
that each possible coalition c0 that q-do-ut-des dominates c
is not do-ut-des. So, due to the Definitions 15 and 12, we
have that (1) there exists ai such that c ≺i c0 and for all aj ∈
Dom(c0 ), c -j c0 . (2) c0 is not do-ut-des: there exists a c00 ⊂
c0 and a ah ∈ Dom(c0 ) such that c0 <h c00 and for all ak ∈
Dom(c00 ), c0 ≤k c00 .
Since NTU [MaS] is do-ut-des compatible, it is the case
that (1) c0 -k c00 and hence, being Dom(c00 ) ⊆ Dom(c0 ),
c -k c00 , (2) c0 ≺h c00 and hence, being ah ∈ c0 , c ≺h c00 .
But this means that c00 q-do-ut-des dominates c. Now let
consider a sequence of possible coalitions c1 , . . . , cm , such
that (1) cm = c00 , (2) for all 1 ≤ i ≤ m − 1, ci do-ut-des
dominates ci+1 (3) c1 is do-ut-des. Such a sequence certainly exists, indeed let consider the set of all the sequences
c1 , . . . , cm = c00 such that for all 1 ≤ m − 1, ci do-utdes dominates ci+1 , and denote this set with DUD[c00 ]. In
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the case there is no a possible coalition that do-ut-des dominates c00 , then there exists only one sequence in DUD[c00 ]
and it is composed by c00 itself. On the contrary there is at
least a sequence in DUD[c00 ] of length equal to 2. Now if
c1 , . . . , cm ∈ DUD[c00 ] and c1 is not do-ut-des, then there
exists a sequence of length m + 1 in DUD[c00 ]. But his entails that if for all c1 , . . . , cm ∈ DUD[c00 ], c1 is not do-utdes, then DUD[c] has infinite cardinality, but this is impossible since there exists only a finite number of sequences
of possible coalitions c1 , . . . , cm = c00 such that for all
1 ≤ i ≤ m − 1, ci ⊂ ci+1 .
Following the proof done for c00 , for each 1 ≤ i ≤ n, ci
q-do-ut-des dominates c, but this means that c1 is a do-utdes coalition that q-do-ut-des dominates c.
¤

Example: In the our boxes-chips game the cardinality of
the possible coalitions is 157. The do-ut-des coalitions are
only 14, i.e. the 91% of all coalitions, and the cardinality of
the q-do-ut-des coalitions is 4. An example of q-do-ut-des
coalition is described in the following table.
τA
r
p1 → p 1 , p 3 → p 1
r

g
rr

b

b

g

bb

b

bg
rg

p2 → p 4 , p 2 → p 4
p1 → p 3 , p 3 → p 3
g
r
p4 → p 2 , p 4 → p 2

All the players satisfy their own goals. In the initial configuration p1 and p3 need respectively only one chip to satisfy their goals. Since no other player provides to them the
needed chip without achieve his own goal, p1 and p3 have to
provide at least one chip. But they provide only one chip, so
they reach the best score they can obtain. Instead, p2 and p4 ,
that initially have chips and boxes totally unmatched, have
to provide both their chips in order to fill their boxes.
¥

7. Conclusions
In this paper we have provided a description of a multiagent system as a collection of individual agents, each of
them with their own goals and skills. Then we have defined
the sets of goals assurable by a set of agents. Our definition considers with respect to the analogous definitions in
Boella et al. [2] a minimalization on the sets of tasks assigned to each agent.
Starting from the notion of assurable goals we have defined a cooperative game associated to a multiagent system
and considered the notion of core as solution criterion for
it. We have defined the qualitative criterion of admissibility
for the formation of a coalition called do-ut-des and proved
that it can be used as a method to reduce the space on which
to select a subset of the core.
This reducing process can be computationally profitable.
The inclusion of a coalition c in the core, depends on a com-

parison of c all the other possible coalitions. This means
that in order to establish if a coalition is in the core the entire cooperative game relative to a multiagent systems have
to be given and hence all the achievement capabilities have
to be calculated for each set of agents. In our approach, instead, a coalition c have all the necessary information to
establish if it satisfies the do-ut-des property, therefore the
do-ut-des check can be parallelized with respect to the process that calculate the cooperative game relative to the multiagent system.
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Abstract
In this paper we introduce the notion of decisiontheoretic deliberation, which studies the relation
between classical game and decision theory on the
one hand, and agent theories of deliberation on the
other hand. We aim at modelling the commonsense
notion of intention in systems which are self-aware
of their bounded reasoning power concerning their
decisions. We propose a transparent decision theoretic deliberation model that contains besides standard actions that change the world and standard actions that only change the information state of the
agent (capturing the standard notion of the value of
information), also actions that change the agenda
of the agent. The agenda contains book keeping
of the agent’s decision theoretic planner, for which
we use the DRIPS planner, and is used to deal with
bounded resources, such as the trade-off between
further deliberation or starting to execute actions,
or whether to change the agenda in case of unexpected observations. This model is the basis of
our study of intention. Creating an intention corresponds to putting something on the agenda, and
reconsidering intentions corresponds to removing
things from the agenda. We show that, in contrast
to Cohen and Levesque’s approach that defines intention in terms of commitment, our treatment of
commitment is based in terms of well understood
concepts that consider both creation and reconsideration of intention. Consequently, intention cannot be defined locally in a state of the world, but
only globally. Moreover, in contrast to abstract approaches such as Rao and Georgeff’s characterization of intention in terms of commitment strategies,
we relate intention to planning. Finally, in contrast
to Bratman’s theory of intention, we do not restrict
ourselves to classical planning but we incorporate
insights from more recent decision-theoretic planning. We illustrate our decision theoretic deliberation model and the related characterization of intention by a detailed example.

Leendert van der Torre
SEN-3 - CWI Amsterdam
torre@cwi.nl

1 Introduction
Agent theory proposes to model the behavior of complex
software systems in terms of commonsense mental attitudes
like belief, desires, goals, intentions and obligations, ranging from, e.g., the PRS system [Rao and Georgeff, 1992] to
the more recent BOID architecture [Broersen et al., 2002]
and normative multiagent systems [Boella and van der Torre,
2006]. Decision-theoretic deliberation captures concepts
and reasoning mechanisms from agent theory in standard
decision-theoretic terms. Thus far, several partial results
have been obtained. The relation between beliefs as well
as defaults and probabilistic techniques has been studied for
some time; there are characterizations of desires and goals
in decision-theoretic terms [Herzig et al., 2003]; there are
various interpretations of obligations and norms, for example as social laws [Shoham and Tennenholtz, 1997], and there
are preliminary results on intention [Boella, 2002b]. See the
comparison paper [Dastani et al., 2003] for an overview.
The most problematic issue in decision-theoretic deliberation appears to be the characterization of goal and intention.
Roughly, whereas beliefs have been related to probabilities,
desires to utilities, and obligations to social laws, goals and
intentions do not seem to have an obvious counterpart in classical game or decision theory. Since most discussions on the
popular BDI model have focussed on the role of intention in
deliberation [Bratman, 1987], we believe that intention is a
benchmark example of decision-theoretic deliberation. Goals
are more difficult to characterize than intentions for several
reasons. First, goals have been studied for a longer time and
in more depth, and therefore many different kinds of goals
have already been defined and used. Secondly, and more importantly, as observed by [Doyle, 1980], goals have a desirability aspect as well as as intentionality aspect, and therefore
have a more complex structure. Goals have been characterized by [Simon, 1955] as utility aspiration levels, a kind of
utility threshold, but [Boutilier, 1994] argues that the resulting notion of goal must be generalized, and defines goals in
terms of ideality (that express the desirability of states) and
the agent’s knowledge. Thirdly, goals can be adopted from
other agents. Summarizing, the notion of goal is more problematic than is often assumed [Dastani and van der Torre,
2002], but for a characterization of decision-theoretic deliberation it seems better to start with the notion of intention.
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In our decision-theoretic model, goals are fixed sets of states
build into the underlying decision-theoretic planner.
Intention has been related to choice and commitment [Cohen and Levesque, 1990], where choice can be interpreted as
a decision-theoretic notion, but commitment remains as difficult to characterize as intention itself. According to [Bratman, 1987] it is commitment that distinguishes intentions
from other motivational attitudes such as goals. The stability
of commitment means two things: first, “intentions resist reconsideration and in that sense have inertia” [Bratman, 1987,
p.30]. The rationale behind commitment is the resourceboundedness of agents ([Simon, 1955]): agents cannot afford continuous reconsideration and revision of their intentions. Second, it is irrational to maintain an intention without
ever reconsidering it when the world changes. Only systems
which are self-aware of their bounded reasoning power concerning their decisions are able to trade-off the effort devoted
to planning with the need of reconsidering their plans. So the
question becomes: under what circumstances does it make
sense to reconsider [Schut and Wooldridge, 2001]? For similar reasons, [Zilberstein and Russell, 1993] propose a metadeliberation approach to reasoning under bounded rationality.
In other words, whereas beliefs, desires, and obligations can
be characterized by acceptance conditions [van der Torre and
Tan, 1999; Veltman, 1996], intentions are typically characterized by their dynamic properties, such as persistence and
reconsideration conditions. Finally, theories of intention were
developed in the context of resource bounded planning, e.g.,
[Pollack, 1990], but have not taken advantage of recent developments in decision-theoretic planning and qualitative decision theory.
Our approach to decision-theoretic deliberation – including the characterization of intention – is based on an abstract decision-theoretic model of deliberation in self-aware
systems which can express the execution of both normal actions and deliberation actions. We start from [Boella, 2002a;
2002b] on intentions in the context of a decision theoretic
planner, called DRIPS [Haddawy and Hanks, 1998]. This
work implicitly contains a notion of intention. However, the
definition is hidden in the algorithm executed by the planner. To get results concerning intentions, one would have to
do extensive simulations, which are difficult to interpret. We
therefore present a transparent deliberation model with a decision theoretic interpretation which provides the basis of a
study of intentions. We then distinguish between a static and
dynamic external world.
Static world. In a static world, in which no unexpected observations occur, the agent only faces a trade off between
deliberation and acting. We assume that if the agent deliberates, then it puts plans on the agenda. When the
agent starts executing, he chooses randomly a plan that
fits the agenda. Putting things on the agenda corresponds
to the creation of an intention. Using the DRIPS planner technology, the agent is able to compute upper and
lower bounds on expected utility of plans, and therefore
can estimate whether further deliberation is worth the effort, given the time discount on its utility function. This
captures the resource bounded nature of intentions, but

it does not capture the fact that intentions can be reconsidered, or that the agent is committed to its agenda.
Dynamic world. When the world changes, the agent has a
trade-off between updating the agenda, or deliberating
about a new agenda. We say that an agent is committed
to a plan on the agenda, when it does not automatically
remove it in case of unexpected changes. Moreover, if an
agent is committed to a plan in this sense, and it is put on
the agenda as described above in the simpler static world
case, then we say that the plan is an intention. Whether a
plan is an intention is therefore not a property that is determined only by the point in which the intention is created, but it is also determined by the point in which the
world changes and the plan might be dropped from the
agenda. Intention is therefore not a local property, but it
also has global aspects. In the definition of intention =
choice + commitment, this global character is hidden in
the definition of commitment. And this is therefore the
reason that this definition is non informative.
The layout of the paper is as follows. Section 2 contains the
definitions of the deliberation model. Section 3 contains an
example to illustrate the use of the definitions. Section 4 discusses in more detail how intention can be analyzed in terms
of this model. Related work and conclusions end the paper.

2 Deliberation Model
We first distinguish between the planning environment and
the states of the system. The planning environment is everything we consider to be fixed for the planning agent. Inspired by the DRIPS planner, the planning context consists
of the propositional variables (X), containing actions or decision variables (A) ordered in an hierarchy (H). Actions
without descendants are called atomic, other actions are abstract. Plans are sequences of actions, if they only contain
atomic actions then they are called primitive plans, otherwise
partial plans. The hierarchy tells us indirectly how partial
plans break down in other plans. Moreover, we assume that
the roots of the action hierarchy are goals. In other words,
the hierarchy only contains compositions of actions for prefixed goals. Finally, using the planner DRIPS [Haddawy and
Hanks, 1998] we are able to model partial plans (defined by
[Bratman, 1987] as intentions) with associated utility estimates. Two partial functions U − and U + represent the timediscounted utility of the outcome of the best and worst primitive plan subsumed by plan, given a context.
We write A∗ for the set of finite sequences built from A,
and Lit(X) for the set of literals built from X, and R for the
set of real numbers.
Definition 1 (Planning Environment)
A
planning
environment
is
a
tuple
hX, A, H, U − , U + i where X is a set of propositional
variables, A ⊆ X is a set of actions, and H ⊆ A × A∗ is a
finite hierarchy that relates each action with a set of sequence
of actions, and U − , U + : Lit(X) × A∗ → R are partial
functions from sets of literals built from X and sequences
of actions to real numbers, such that for s ∈ Lit(X) × A∗ ,
U + (s) ≥ U − (s). If (a, (a1 , . . . , an )) ∈ H then doing all of
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a1 , . . . , an is a way to see to it that a. Since H is a relation,
there may be several ways to decompose a. The following
notions are defined in a planning environment:
• AA = {a |6 ∃A0 ⊆ A, (a, A0 ) ∈ H}. Atomic actions are
actions without successors in the hierarchy,
• BA = A \ AA. Abstract actions are actions that are not
atomic,
• P = A∗ . A plan is a finite sequence of actions.
• P P = AA∗ . A primitive plan is a plan with no abstract
actions,
• AP = P \ P P . A partial plan is a plan which is not
primitive,
• (a1 , . . . , an ) ≤ (a1 , . . . , ai−1 , b1 , . . . , bm , ai+1 , . . . , an )
iff (ai , (b1 , . . . , bm )) ∈ H. The ordering on plans is
derived from action hierarchy,
• G = {a |6 ∃a0 ∈ A, A0 ⊆ A, such that a ∈
A0 and (a0 , A0 ) ∈ H}. A goal is an action without a
parent in the hierarchy.
A state in a planning environment is composed of an information state I, an agenda ∆ containing a set of plans, not of
actions. The agenda may reflect the agent’s intentions, but it
may also contain all other kinds of information. Consider for
example an agenda which is kept by a secretary for her boss.
The secretary makes all kinds of appointments, and moreover,
when there are meetings she writes them down. However, she
does not know whether her boss intends to actually go to these
meetings. In this paper we assume that the agent will execute
a plan in its agenda, but it may be that it drops a plan as soon
as something unexpected happens.
Definition 2 (States) Let hX, A, H, U − , U + i be a planning
environment. A state is a tuple hI, ∆i, where I ⊆ Lit(X) is
a set of literals built from propositional variables X, and the
agenda ∆ ⊆ P is a set of plans.
A decision process is like a Markov decision process with
deliberation actions which change the state of the agent –
in particular its agenda – or execution actions which affect
the real world. There are two sources of non-determinacy in
our model. First, even in the ‘static world’ case in which the
world and the information state does not change, the agent
may execute a random action that is subsumed by its agenda.
The reason that we included this option in our model is that
our agent can now make a trade-off between deliberating –
which leads to a better plan but which also has a cost – and
executing actions randomly (given the agenda). The second
source of non-determinacy in our model is that the world may
change. As a consequence of some actions, the world may
change and assuming full observability, also the information
state changes. In general rewards can be assigned to states or
transitions; here we assign them to states.
Definition 3 (Decision process) A decision process is a tuple hS, DA, T, Ri where S is the set of states defined above,
DA a set of deliberation actions, T : S × DA × S →
[0, 1] a transition function that associates with every pair of
states s, s0 and every deliberation action a ∈ DA a probability in [0, 1] such that for all s ∈ S, a ∈ DA we have
Σs0 ∈S T (s, a, s0 ) = 1, and R a reward function describing the
value assigned to a state.

give_lecture
go
go_by_bus

talk
go_by_bike
talk_blackboard

go_by_line1

talk_slides

go_by_line2

Figure 1: Example action hierarchy.

Our model is a decision-theoretic model of deliberation for
the following two reasons. First, we do not model the real
world, only the information state of the agent. After an observation, the agent does not know what the result will be. The
agent has at most some expectations about the world. Second, we model the agenda as part of the state. One could also
model the agenda as part of the information state, but in this
way we are able to identify actions which are only concerned
with changing the agenda.
Deliberation actions DA have access to the agent’s internal state s ∈ S and modify it by updating its information
according to observations and completed actions, and by updating its agenda by refining partial plans and selecting more
promising ones. Since the utility functions are partial, it is
possible that, to compare plans, the agent must compute the
utility of a plan in a new state. For simplicity, we assume that
the agenda deals with one plan at a time.
Definition 4 (Deliberation actions)
{ref ine, execute, revise} define
as follows:

For each d
∈
T (hI, ∆i, d, hI 0 , ∆0 i),

Refine I 0 = I, and if p ∈ ∆ the new ∆0 = (∆ \ {p}) ∪
{p1 , . . . , pn } where p ≤ pi , as defined in terms of H,
such that p0 6∈ ∆0 when p ≤ p0 and p0 ≤ pi , and p00 6∈ ∆0
when U + (p00 ) < U − (pi ) for 1 ≤ i ≤ n.
Execute
If there is only a primitive plan (a1 , a2 , . . . , an ) ∈ ∆,
information state I 0 = I ∪ {a1 } and agenda ∆0 = (∆ \
{(a1 , a2 , . . . , an )}) ∪ {(a2 , . . . , an )}.
If the agenda contains partial plans or more than one
primitive plan p ∈ ∆:
1. Let M be the set of primitive plans subsumed by the
current agenda, where ≤∗ is the transitive closure
of ≤:
M = {p0 ∈ P P | p ≤∗ p0 for p ∈ ∆}.
2. Let E be the set of initial actions of M : E = {a1 |
(a1 , a2 , . . . , an ) ∈ M }.
3. Let Da be the set of sets of primitive plans with the
same initial action a ∈ E:
Da
=
{{p1 , . . . pr }
|
pi
=
(a, ai1 , . . . , ail ) and pi ∈ M for 1 ≤ i ≤ r}
4. For each a ∈ E, let I 0 = I ∪ {a} and let ∆0 be the
set of plans subsuming the primitive plans whose
first action is a:
∆0 = {p0 | {p1 , . . . pl } ∈ Da and pi =
(a, ai1 , . . . , air ) and
p0 ≤ (ai1 , . . . , air ) and 6 ∃p00 p0 ≤ p00 , p00 ≤
(ai1 , . . . , air ), 1 ≤ i ≤ l}

1317
5. Suppose S 0 be the set of states reachable by execution of a single initial action in E; then |S 0 | = |E|
and the probability that action a ∈ E is executed is
|Da |/|E|.
Revise I 0 = I, and if p ∈ ∆ and ∃p0 such that p0 ≤ p
and 6 ∃p00 such that p00 ≤ p and p0 ≤ p00 then ∆0 =
(∆ \ {p}) ∪ {p0 }.
In order to construct a policy for the decision process, a reward function R is needed. The reward is based on the agent’s
internal state, in particular the lower and upper utility bounds
of the plans on the agenda. The agent will maximize its utility
by executing plans, thus the policy drives the agent’s planning
activity towards the best solution, taking into account its resource boundedness: refining the current partial solution and
computing the utility require time, while the utility of a plan
is time discounted; so, the agent has bounded computational
resources when it has to build a solution.
Note that the deliberation actions of the decision process
consider partial solutions which thus have an uncertain outcome, expressed by the lower and upper bound of a utility
function. As suggested in [Boella, 2002b], the reward function does not only consider the action with the least uncertain
outcome, but also the ambiguity of the outcome. For this reason the reward function is defined not only as maximizing the
outcome but also at minimizing the uncertainty of the outcome by means of refinement of partial plans.

from completed atomic actions, such as go by bike. In Figure 3 and 4 below this kind is marked with a ‘*’. Alternatively
we could record the effects of actions, like at univerity as a
result of go by bike. Currently, the example does not contain
conditional actions nor effects.
The refinement structure of partial and primitive plans of
the example is depicted in Figure 2. A node corresponds to
a set of states, namely those states that have the same partial
plan on the agenda. The branches of the tree represent the
refinement steps. Please note that, for readability, we assume
in this example that the agent always refines the initial abstract action of a plan, first. If we drop this assumption, the
state space would be slightly more complicated. The utility
boundaries are shown too. In practice, utility boundaries are
calculated by the DRIPS planner. Roughly, this works as follows. For end states, we can check if the overall goal G was
reached. If so, the state gets a value of 0. If not, the state is
not even considered. From this value, we subtract the costs
of the actions to get to this state. For non-end states, we take
the minimal and maximal utilities of those states that can be
reached by a deliberation step from that state. Thus utilities
are propagated ‘upwards’.
In the scenario, let us suppose that our agent assigns a cost
of 0 to using the blackboard. Preparing slides takes an extra
effort: −1. Going by bike is for free, 0, but going going by
bus requires a fare: −1.5 for line 1, and −2 for line 2.

3.1

3 Example
The example is based on the following scenario. Our agent
has the goal to give a lecture (give lecture) at the university. But before starting his talk, he must first reach the university. Thus the abstract action give lecture corresponds
to a plan which contains the abstract actions go followed by
talk. The agent can reach the university by two alternative
ways: going by bus (go by bus), with a further choice between bus line 1 and 2 (go by line1, go by line2), or going by bike (go by bike). A talk can be delivered either using the blackboard (talk blackboard) or using some slides
(talk slides). This example hierarchy is shown in Figure 1.
The nodes of the tree are the actions; non-leaves are abstract
actions, for example go or talk. A sequence of (abstract)
actions is a plan. In the example, we denote a plan (a, b)
with notation a; b. A plan without abstract actions, such as
go by bike; talk slides, is a primitive plan.
Example 1 (Lecture)
X = A ∪ {rain}
A = {go by line1, go by line2, go by bike,
talk blackboard, talk slides, give lecture, go,
talk, go by bus}
H = {(give lecture, (go, talk)), (go, (go by bus)),
(go, (go by bike)), (go by bus, (go by line1)),
(go by bus, (go by line2)),
(talk, (talk blackboard)), (talk, (talk slides))}
With respect to the literals X that make up the information
state of an agent, there are two kinds. Information resulting from observations, such as rain, or information resulting

Static world

We first consider a scenario where the world is static: apart
from the changes due to the execution of actions by the agent,
the world remains the same. In particular, what remains the
same is the assignment of utilities to the plans the agent is
committed to. Consider the following trace, which illustrates
that planning need not be completed before the agent can execute actions.
s1
s2
s7
s8
s9

h{}, {(go, talk)}i
h{}, {(go by bike, talk)}i
h{go by bike}, {talk}i
h{go by bike}, {talk blackboard}i
h{go by bike, talk blackboard}, {}i

−refine →
−execute →
−refine →
−execute →

Note that in state s2 the plan go; talk has been refined to go by bike; talk but not to go by bus; talk even
if they are both subsumed by go; talk. The reason is
that go by bus; talk with utility [-3,-1.5] is dominated by
go by bike; talk with utility [-1,0]. So go by bus; talk
can be pruned without loss, since all its possible refinements cannot perform better (-1.5) than any refinement of
go by bike; talk, which has, at worst, utility -1.
For a primitive plan, there is only one way to execute it: by
performing the first action. But if the agent has a partial plan
on the agenda, there are several ways to proceed. To execute
a partial plan we assume the agent chooses at random one of
the primitive plans subsumed by the partial plan and executes
the first action. At the same time its agenda is constrained
to those partial plans which are compatible with the executed
action. Such a ‘jump’ is a useful option when the agent has
no time to deliberate.
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go; talk
[-3,0]

give_lecture
[-3,0]
go_by_bike; talk
[-1,0]

go_by_bus; talk
[-3,-1.5]
go_by_line1; talk
[-2.5,-1.5]

go_by_line2; talk
[-3,-2]

[-1.5,-1.5]

[-2.5,-2.5]

[-2,-2]

go_by_line1;
talk_blackboard

go_by_line1;
talk_slides

go_by_line2;
talk_blackboard

[-3,-3]

[0,0]

[-1,-1]

go_by_bike;
go_by_bike;
talk_blackboard talk_slides

go_by_line2;
talk_slides

Figure 2: Partial and primitive plans, with utilities.
In the following trace the agent ‘randomly selects’ an action, and executes it.
s1
s7

h{}, {(go, talk)}i
h{go by bike}, {(talk)}i

−execute →

Since the agent chooses at random, the probabilities depend on the number of primitive plans starting with the
same action. Consider for example state s0 with partial
plan give lecture. If the agent selects to execute, it has
to choose at random between the primitive plans subsumed
by give lecture. As is clear from Figure 2 there are 6 of
them. Two of these start with go by line1, two start with
go by line2 and two with go by bike. So there is a probability of 1/3 that the agent executes either of these actions. Note that in the resulting state the agent only has
the most partial plan compatible with the executed action on
his agenda. So in case of go by line1 the agenda contains
go by line1; talk rather than go by line1; talk blackboard
or go by line1, talk slides. Thus the transition probabilities
T from state s0 are as follows, where the states are labelled
as in Figure 3.
T (s0 , execute, s5 ) = 1/3
T (s0 , execute, s7 ) = 1/3
T (s1 , execute, s6 ) = 1/3
T (s2 , execute, s7 ) = 1

T (s0 , execute, s6 ) = 1/3,
T (s1 , execute, s5 ) = 1/3,
T (s1 , execute, s7 ) = 1/3
T (s3 , execute, s8 ) = 1

In this example we use the deliberation probabilities only for
combined refinement and execution of actions; not for refinement itself, nor for revising. For these deliberations, the probabilities are set to 1.
Figure 3 represents the resulting MDP. For reasons of space
the name of the actions have been shortened and the name of
the deliberation actions abbreviated to E (execution) and R
(refinement). Each state is represented by a box containing
the name of the state and the commitments of the agents. The
utility interval is next to the box. When an action has been
completed, it appears labelled with a star. Probabilities are
associated to the deliberation transitions.
Up to now we have not introduced the deliberation action
revise. The reason is that, if the world is not dynamic, it
makes no sense to revise ones agenda, since the best strategy
does not change: it would be only a waste of resources.

3.2

Dynamic world

Now the example is extended to cover a dynamic world. The
MDP is shown in Figure 4. We assume that, according to

the agent, the world has some probability to change while
the agent is performing a refinement action, since it takes
time. If the world changes, primitive plans may not give
the same utility. For example, it is possible that it starts
raining, with probability 0.1. Moreover, the agent does
not want to get wet: utility -5. So the plans that include
going by bike now have utility boundaries of [-5,0] or
[-6,-5], depending on further costs, like -1 for slides. E.g.,
in state s2 the agenda contains go by bike; talk. The agent
must still decide whether to talk with or without slides.
While the agent is making this decision it may start raining
with a probability of 0.1, so that a refinement can lead to
two different states. With probability 0.9 it leads to s3 =
h{}, {go by bike; talk blackboard}i, and with probability
0.1 to state s24 = h{rain}, {go by bike; talk blackboard}i.
Even though in both states the agent has
go by bike; talk blackboard on its agenda, the utility
is different: [0, 0] for s3 and [−5, −5] for s24 .
By contrast, we assume that while the agent is executing
an action or revising its agenda the world will not change in
a way that affects the utility boundaries. This assumption is
sufficient for studying the phenomena we are interested in.
Thus, the refinement transitions from s0 are now changed:
T (s0 , ref ine, s1 ) = .9
T (s1 , ref ine, s2 ) = .9,
T (s2 , ref ine, s3 ) = .9
T (s5 , ref ine, s4 ) = 1
T (s7 , ref ine, s25 ) = .1

T (s0 , ref ine, s22 ) = .1
T (s1 , ref ine, s23 ) = .1
T (s2 , ref ine, s24 ) = .1
T (s7 , ref ine, s8 ) = .9

For states which do not involve going by bike, e.g., s5 , the
fact that the world changes is not shown, since the rain does
not alter their utility.
The consequence of the introduction of a dynamic world is
that revision becomes meaningful. Revision (or expansion) is
denoted by X in Figure 4. By revision we mean that the agent
puts the least partial plan on the agenda that is subsuming the
current agenda: if ∆ = {p} and ∃p0 such that p0 ≤ p and
6 ∃p00 such that p00 ≤ p ∈ H and p0 ≤ p00 then the revised
agenda is ∆0 = {p0 }. For example, in state s2 the agent
has go by bike; talk on its agenda, while after the revision,
in state s1 the agenda contains go; talk which subsumes the
former. Therefore the utility bounds of go; talk include the
utility bounds of go by bike; talk.
A revision action is not always the inverse of a refinement,
as for example between states s5 and s4 . The reason is that
if the world changes, the utility assigned to plans can change

1319
gl: give lecture
g: go
t: talk
gb: go by bus
g1: go by line1
g1: go by line2
gk: go by bike
tb: talk blackboard
ts: talk slides

R: -1
R: -1
- s1
- s2
- s3
g;t
gk;t
gk;tb
[-2,0]
[-1,0]
.
.
E ½Z
E ³
©E
´.....
³³
³
1/3
³
³
©
½1/3 1/3 Z
1/3 .... 1/3
©
³³1/3 ´
³³
½ ³³³ Z´´ ....... ©©
³³
³
.
½³
.. ©
=
½
.°
~ ©
Z
? +́
)³
)E³
³
´ Z
¼
s4
s6
s7
R: -1
s10
¾R: -1 s5
- s8
- s9
g1*;tb [-1.5,-1.5] g1*;t [-2.5,-1.5] g2*;t [-3,-2]
gk*;t
gk*;tb
gk*;tb* [0,0]
gk*;ts* [-1,-1]
1/2
[0,0]
.
l
e
...
.
P
.
.
E
[-1,0]
H
*
©
©
..
E
E
P
.
.
.
l
1/2e
J
J
J HPP
..7
R: -1
©©
J
1/2 J1/2
J HHPPPe
H
1/2
1/2
PP
JJ
JJ
JJ
HH
^
À
^
^
j
P
q s15
s11
s12
s13
s14
g1*;tb*
g1*;ts*
g2*;tb
g2*;tb*
g2*;ts*
[-1.5,-1.5]

s0
gl

[-2.5,-2.5]

R: -1

[-3,0]

[-3,-2]

[-2,-2]

[0,0]

[-3,-3]

Figure 3: The MDP in a static world.
too. Consider the refinement of state s1 . There are two possibilities: s2 with probability 0.9 and s23 with probability 0.1.
While revising from go by bike; talk to go; talk in state s2
leads to state s1 again, revising the same agenda in state s23
leads to state s22 : since the utility of go; talk subsumes the
utility of the plans of going by bike, if their utility changes,
the utility of go; talk changes too. It is now [−6, −1.5], and
not [−3, 0] like in state s1 .

4

Discussion

In this paper, rather than specifying an algorithm for metadeliberation as in [Zilberstein and Russell, 1993], we represent meta-deliberation as a decision process driven by the
value of information provided by refining partial plans.
When we consider concepts from cognitive science like beliefs, desires, goals, norms, intentions, et cetera, we do not
consider a single state, but we consider the whole MDP. Local beliefs are represented by the information states, but more
generally the beliefs of the agent are reflected by the transition function of the MDP. For example, the probabilities associated with transitions are part of the beliefs of the agent
too. Likewise, desires are associated with utilities, but also
with the reward function of the MDP. In this paper we do not
consider goals or norms. Whether something is an intention
is when it gets put on the agenda, and stays there when things
change (depending on type of commitment strategy). We thus
consider two issues, the acceptance condition and the reconsideration condition. This can be paraphrased as follows:
intention = accepted and persists
In other words, instead of saying that intentions are choice
and commitment, we define it directly in terms of agenda.
Moreover, our decision theoretic reconstruction makes this
more precise, as follows.
Static world. The discussion in Section 3.1 tells us something about acceptance of intention. A minimal condition of intention is that there is a choice between putting
it on the agenda or not, and there is a preference for
putting it on the agenda. In our case, the alternative is
to execute a plan randomly, and there is a preference for
refining a plan when the expected payoff of the new plan
pays for the costs of refining the plan.

Dynamic world Moreover, Section 3.2. tells us something
about termination or reconsideration. When the information state changes due to an action, such as in state
s23 , then the agent can choose either to drop its agenda,
or to stick to it. For a plan to be called an intention, the
agent has to usually stick to its plan. In our decisiontheoretic model, it depends on the costs of refinement,
and the expected benefits.
The notion of intention can be made more precise by defining
a measure that tells us when an agent often keeps his plans
on the agenda. If we increase the cost of deliberation, then
there will always be a point after which the agent does not
deliberate but sticks to its plans. In other words, there is always a cost threshold above which intentions are used into
the agent’s deliberation.

5 Related work
Several authors addressed the problem of decision making
under bounded rationality. The most prominent approaches
are the following.
[Boddy and Dean, 1994] proposed continuous deliberation
scheduling, a planning algorithm based on the idea that an
agent has a fixed set of decision procedures to react to events
happening in the environment. The quality of the solution of
a decision procedure depends on the time given to the procedure. Continuous deliberation scheduling is an algorithm that
schedules decision procedures to achieve the highest overall
satisfaction.
[Russell and Wefald, 1991]’s discrete deliberation scheduling algorithm is based on the idea that at every moment in
time an agent must deliberate or act. Discrete deliberation
scheduling is an algorithm that decides on the basis of the expected values of deliberation or action, whether to deliberate
or to act respectively.
[Russell et al., 1993] propose the notion of bounded optimality: a perfectly rational agent will base its reasoning on
decision theory, given what it knows of the environment. In
practice, where agents reason in real-time, this type of rationality is not feasible, thus we have to select a subset of these
perfectly rational agents that are able to reason in real time.
These agents are called bounded optimal agents, and behave
as well as possible given their computational resources.
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Figure 4: The MDP in a dynamic world.
In studying resource bounded reasoning, [Zilberstein,
1996] proposes to consider planning as a source of information for the execution architecture, at the same level as sensing. In this paper we are inspired by this view of planning,
even if we adopted a formalism similar to the DRIPS planner. Like we do, Zilberstein uses a planning anytime algorithm which improves the quality of its solutions as a function of time. Using [Zilberstein and Russell, 1996]’s classification, we consider the dimension of certainty for measuring the quality of a plan. A conditional performance profile
makes it possible to predict the advantage of planning a refined solution with respect to the current approximate one. In
our framework this performance profile can be reconstructed
starting from the states of the MDP.
Some more recent proposals address the problem of the
relation of bounded rationality with the BDI model. [Schut
and Wooldridge, 2001] study how to model intention reconsideration in belief-desire-intention (BDI) agents. Since their
work is based on [Russell and Wefald, 1991], they assume
that at any moment in time the agent has some default action
it can perform. The agent can either execute this action or
deliberate, where deliberation can lead to a better action. By
contrast, in our work, we do not simply consider a default action to be executed as an alternative to further deliberation.
We allow an agent to execute a random plan which is subsumed by its current partial intention. In this way we model a
choice which has no computational costs, unlike for example
selecting an optimal plan.
[Schut et al., 2002] study the same problem by using the
theory of Markov decision processes (MDP) for planning
in partially observable stochastic domains. They view an
intention reconsideration strategy as a policy in a partially
observable Markov decision process (POMDP): solving the
POMDP thus means finding an optimal intention reconsideration strategy. Like in our work they represent both the
execution of normal actions and redeliberation actions in the
transitions of the MDP, and they build the optimal policy to
be used runtime, beforehand. The reward of executing an ac-

tion is the utility achieved by the action, while the utility of
redeliberation is indirectly defined “as the expected worth of
future states in which the agent has correct intentions”. As
intentions resist reconsideration, the implementation of the
reward structure should thus favor action over deliberation.
Even if our research goal is similar, there are some important differences with our work. First of all, we do not focus
on intention reconsideration, but we want to explain the very
notion of intentions by studying a rationally bounded agent
model. Second, in their work “the BDI agent can be seen as
a domain dependent object level reasoner, concerned directly
with performing the best action for each possible situation;
the POMDP framework is then used as a domain independent
meta level reasoning component, which lets the agent reconsider its intentions effectively”. By contrast, we do not have a
BDI agent model which is used as a deliberation component;
rather we translate the basic steps of an algorithm for BDI
agents as deliberation actions which determine the transitions
in the MDP. In this paper, for simplicity, we focused on the
deliberation actions of refining a partial plan, revising the current plan by making it more partial and executing primitive or
partial plans. In particular, we do not assume that a deliberation action is able to lead the agent to a state where it intends
a new primitive plan. We provide a more fine-grained model
where each step of the agent deliberation is mapped onto a
transition of the MDP. Third, since according to [Bratman,
1987] the notion of intention is related to partial plans, we
adopted a hierarchical plan formalism inspired on the DRIPS
planner. In this way we are able to study the bounded rationality of agents not only in terms of costs of deliberation
actions but also in terms of the value of information provided
by refining partial plans.

6 Conclusions
The following conclusions can be drawn. Intentions can be
analysed as a side-effect of meta-reasoning on action and deliberation in systems which are self-aware of their bounded
reasoning power concerning their decisions. In general, de-
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vising a new plan has to overcome overhead costs. Continuing the old plan is therefore more beneficial, when the initial
utility differences are not very large. The stability, observed
as the major function of intentions, therefore automatically
comes out of a standard decision theoretic planning setting.
Intention gets essentially a dynamic semantics: a semantics
in terms of the changes to utilities.
Further research includes several issues. First of all, we are
introducing explicit observation actions which are executed if
the information they are likely to convey is worth the costs of
those actions. Second, we can introduce a more fine grained
model of the deliberation process of an agent, e.g., by considering also a deliberation action of evaluating the utility of a
(partial) plan, with an additional deliberation cost. Third, we
are studying how different probability distributions and different costs of redeliberation strategies affect the persistence
of intentions. To aid in the experiments, a prototype implementation in Prolog is being constructed. This will also allow
experiments with more realistic examples.
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1 Introduction
The basic idea of the artificial social systems approach of
Shoham and Tennenholtz [1995; 1997] is to add a mechanism, called a social law, that will minimize the need for both
centralized control and on-line resolution of conflicts. A social law is defined as a set of restrictions on the agents’ activities which allow them enough freedom on the one hand,
but at the same time constrain them so that they will not interfere with each other. Several variants have been introduced to
reason about the design and emergence of social laws. However, existing models of artificial social systems cannot be
used for the evolution of such systems, because these models do not contain an explicit representation of the social laws
in force. In this paper we use enforceable social laws [Boella
and van der Torre, 2005] to address the question how artificial
social systems can be extended to reason about the evolution
of artificial social systems.

2 Artificial social systems and social laws
Shoham and Tennenholtz [1995] introduce social laws in a
setting without utilities. They define also rational social laws
[Shoham and Tennenholtz, 1997] as social laws that improve
a social game variable. A game or multi-agent encounter is a
set of agents with for each agent a set of strategies and a utility function defined on each possible combination of strategies. We extend artificial social systems with a control system, called a normative system, to model enforceable social
laws. Following Boella and Lesmo [2002], the normative system is represented by a socially constructed agent called the
normative agent or agent 0. In [Boella and van der Torre,
2005], the normative system is represented by the set of control strategies of agent 0, but not by a utility function.
Definition 1 A normative
game (or  anormative
multi-agent
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When the set of strategies of agent 0 is a singleton, then
our definitions reduce to those of Tennenholtz [2000]. With
the extension of agent 0 representing the control system we
define enforceable social laws as quasi-stable social laws in
normative games where the strategies of agent 0 may have
been restricted [Boella and van der Torre, 2005].
Definition
5 Given
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parameter


^

social
law
(i.e.,
a
restriction
of
to
,
and
of
l^m

)
is
enforceable
if
there
is
a
restriction
of
to
k^n
!
such that !]\pis quasi-stable in the normative game
o[ X
Z
.
Computational problems can be defined to find enforceable
social laws (with respect to an efficiency parameter).
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3 Representing social laws

3.2

We extend normative games with a utility function of agent 0,
to represent the norms which are enforced. Since agent 0 is
a socially constructed agent, in the sense of Searle [1995], its
utility function can&
be^ updated.
In particular, the enforcement


is represented by giving strateof a social law by
nf 
gies a high utility, and
strategies a low utility. Moreover, we go beyond the framework of enforceable social laws
by varying the utility of agent 0 depending on the strategies
played by the other agents, and by considering incremental
updates of the utility function to represent the evolution of
artificial social systems. Formally,
we extend
a , normative
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define useful and quasi-stable social laws in the obvious way.
Enforced social laws are defined as follows.

The social law design problem is, given a normative game, to
define a new utility function for the normative system. The
principle that we like to maintain as much as possible from
the existing social laws can be represented by the use of the
principle of minimal change. Table 2 represents the evolution
of an artificial social system by an incremental increase of the
utility of agent 0 to the efficiency parameter of the new social
law.
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Abstract
In this paper we introduce a formal framework for the construction of normative multiagent systems, based on Searle’s
notion of the construction of social reality. Within the structure of normative multiagent systems we distinguish between
regulative norms that describe obligations, prohibitions and
permissions, and constitutive norms that regulate the creation
of institutional facts as well as the modification of the normative system itself. Using the metaphor of normative systems
as agents, we attribute mental attitudes to the normative system. In particular, we formalize regulative norms as goals of
the normative system, and constitutive norms as beliefs of the
normative system. Agents reason about norm creation using
recursive modelling.

Introduction
Normative multiagent systems are “sets of agents (human
or artificial) whose interactions can fruitfully be regarded as
norm-governed; the norms prescribe how the agents ideally
should and should not behave. [...] Importantly, the norms
allow for the possibility that actual behavior may at times
deviate from the ideal, i.e., that violations of obligations, or
of agents’ rights, may occur” (Jones & Carmo 2001). Many
theories and applications of multiagent systems such as electronic commerce, virtual communities, theories of fraud and
deception, of trust dynamics and reputation, et cetera, can
fruitfully employ the notion of a normative system regulating an agent society. For example, norms allow to regulate systems of heterogeneous agents where the absence of
a central design prevents enforcing a given behavior by constraining the architecture. In earlier work we have studied
the representation of norms and their role in reasoning. One
question is whether norms require an explicit representation,
and if they do, whether they should be represented as primitive entities or in terms of other explicitly represented notions like beliefs and goals of agents. Another question is
how agents take decisions when they are subject to norms.
Most formalizations of normative systems, including our
own previous work on normative multiagent systems, identify norms with obligations, prohibitions and permissions
∗
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which specify the ideal behavior of agents. Searle (1995) observes that to describe the construction of social reality one
needs, besides regulative norms like obligations, prohibitions and permissions, also what he calls constitutive norms,
which define that something counts as something else for a
given institution. We are interested in formal models of how
the normative system creates institutional reality and regulates the changes that the agents of the system can perform
by means of constitutive rules. The research questions we
address in this paper are as follows.
1. How to define a formal framework for normative multiagent systems including regulative and constitutive norms?
2. How to reason about modifications of the normative system in this framework?
3. How to play games and other behaviors in this normative
multiagent system, including violations of norms?
The challenge of the framework is to balance the first and
the last question, that is, to balance on the one hand logical
techniques to describe the agents, the norms, the institutional
structures, et cetera, and on the other hand game theoretic
techniques to describe the games the agents play. We proceed from the logical perspective to describe the static structure of a normative multiagent system, and only consider a
limited set of games. We use input/output logic (Makinson
& van der Torre 2000; 2001) to reason about mental attitudes
in the normative multiagent system. We do not incorporate
an action logic, but we define the games of the agents in
terms of decision variables.
As a running example, we consider an agent who likes
to cultivate some crop, and believes that it is sanctioned if it
does not own the field. Since putting a fence around the field
counts as making the field its property, its optimal decision
is to build a fence and cultivate the crop. Moreover, if a second obligation to have an authorization of the land register
is created when it becomes an estate owner, and the agent’s
applying for registration counts as being authorized according to some constitutive norm, then the optimal decision of
the agent includes applying for the registration.
The paper is organized as follows. We first introduce
the normative multiagent system, regulative and constitutive
norms, and games. Thereafter we use constitutive norms to
regulate modifications of the normative system.
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The construction of social reality

Methodology

We introduce a formal framework for the construction of
normative multiagent systems, based on Searle’s notion of
the construction of social reality. Searle (1969) argues that
there is a distinction between two types of rules.

There are many formalisms to describe the evolution of normative multiagent systems. In principle, it can be formalized
by for example state transition systems like dynamic deontic logic, action languages as developed in artificial intelligence, or generalizations of classical decision theory like
Markov decision processes. In this paper we proceed from
the logical perspective, and we only consider a limited set of
games. More precisely, we model normative multiagent systems as detailed but static rule-based structures, we model
games by a simple protocol that only contains a finite sequence of agents making a move, and we specify decision
problems by an initial normative multiagent system and a
protocol. The behavior is a sequence of decisions of the
agents as specified by the game protocol, and the effects of
these decisions are updated normative multiagent systems as
well as other effects.
Moreover, to formalize games and other behaviors in the
normative multiagent system, we attribute mental states to
agents as well as to normative systems, thus we model them
as agents too. This has been proposed by Boella and Lesmo
(2002) and may be seen as an instance of Dennett’s intentional stance (Dennett 1987). The main reason is that it facilitates the specification of games in which agents take the
(autonomous!) normative system into account. For example,
an agent considers whether its actions will lead to a sanction
of the normative system. The advantage of the approach
is that standard techniques developed in decision and game
theory can be applied to normative reasoning. Moreover,
the use of the agent metaphor is also useful to describe the
structural relations between agents playing roles in a normative system like legislators creating norms, judges counting
behavior as violations and associating sanctions, policemen
enforcing sanctions, and citizens signing contracts. For example, the normative agent may contain the role of a legislator, a judge and a policeman. Finally, obligations of the
agents can be formalized as desires or goals of the normative agent. This representation may be paraphrased as “Your
wish is my command”, because the desires or wishes of
the normative agent are the obligations or commands of the
other agents. The goals of the normative system describe the
ideal behavior of the system. Likewise, constitutive norms
can be formalized as beliefs of the normative agent. This is
explained in detail later in this paper.
The application of the agent metaphor is in this paper only
a useful technical trick, but we note that it can also be explained from a more philosophical point of view. In particular, it is inspired by the interpretation of normative systems as dynamic social order (Boella & van der Torre 2003a;
2004). According to Castelfranchi (2000), a social order is
a pattern of interactions among interfering agents “such that
it allows the satisfaction of the interests of some agent A”.
These interests can be a shared goal, a value that is good for
everybody or for most of the members. But the agents attribute to the normative system, besides goals, also the ability to autonomously enforce the conformity of the agents to
the norms. To achieve its goal the normative system forms
subgoals to consider as a violation the behavior not conforming to obligations, and to sanction violations.

“Some rules regulate antecedently existing forms of
behaviour. For example, the rules of polite table behaviour regulate eating, but eating exists independently
of these rules. Some rules, on the other hand, do not
merely regulate an antecedently existing activity called
playing chess; they, as it were, create the possibility
of or define that activity. The activity of playing chess
is constituted by action in accordance with these rules.
The institutions of marriage, money, and promising are
like the institutions of baseball and chess in that they
are systems of such constitutive rules or conventions”
(Searle 1969, p. 131)
Within normative multiagent systems we distinguish between regulative norms that describe obligations, prohibitions and permissions, and constitutive norms that regulate
the creation of institutional facts like property, marriage and
money, as well as the modification of normative system itself. Constitutive norms are introduced in our normative
multiagent systems for the following three reasons.
First of all, regulative norms are not categorical, but conditional: they specify all their applicability conditions. In
case of complex and rapidly evolving systems new situations
arise which should be considered in the conditions of the
norms. Thus, new regulative norms must be introduced each
time the applicability conditions must be extended to include
new cases. In order to avoid changing existing norms or
adding new ones, it would be more economic that regulative
norms could factor out particular cases and refer, instead, to
more abstract concepts only. Hence, the normative system
should include some mechanism to introduce new institutional categories of abstract entities for classifying possible
states of affairs. Norms could refer to this institutional classification of reality rather than to the commonsense classification (Breuker, Valente, & Winkels 1997): changes to the
conditions of the norms would be reduced to changes to the
institutional classification of reality.
Second, the dynamics of the social order which the normative system aims to achieve is due to the evolution of the
normative system over time, which introduces new norms,
abrogates outdated ones, and, as just noticed, changes its institutional classification of reality. So the normative system
must specify how the normative system itself can be changed
by introducing new regulative norms and new institutional
categories, and specify by whom the changes can be done.
Third, the dynamics of a normative system includes the
possibility that not only new norms are introduced by the
agents playing a legislative role, but also that ordinary agents
create new obligations, prohibitions and permissions concerning specific agents. This activity is particularly important in applications for e-commerce where it is necessary
to model contracts which introduce new normative relations
among agents, like the duty to pay a fee for a service (Dellarocas 2001; Neal et al. 2003).
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Structure of normative multiagent system
The conceptual model of the normative multiagent system is
visualized in Figure 1, in which we distinguish the multiagent system (straight lines) and additions for the normative
system (dotted lines). Following the usual conventions of,
for example, class diagrams in the unified modelling language (UML), 2 is a concept or set, — and → are associations between concepts, and −−¤ is the “is-a” or subset
relation. The logical structure of the associations is detailed
in the definitions below.
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Figure 1: Conceptual model of a normative system.
The definition of the agents (A) is inspired by the rule
based BOID architecture (Broersen et al. 2002). Beliefs
(B), desires (D) and goals (G) are represented by different
sets representing the epistemic and motivational states of the
agent. We assume that the base language contains boolean
variables and logical connectives. The variables (X) are
either decision variables of an agent, which represent the
agent’s actions and whose truth value is directly determined
by it, or parameters (P ), which describe both the state of
the world and institutional facts, and whose truth value can
only be determined indirectly. Our terminology is borrowed
from (Lang, van der Torre, & Weydert 2002). Desires (Db )
and goals (Gb ) express the attitudes of the agent b towards
a given state, depending on the context. Agents may share
decision variables or mental attitudes, though this complication is not used in this paper.
Given the same set of mental attitudes, agents reason and
act differently: when facing a conflict among their motivations, different agents prefer to fulfill different goals and desires. We express these agent characteristics by a priority
relation (≥) on the mental attitudes which encode, as detailed in Broersen et al. (2002), how the agent resolves its
conflicts. The priority relation is defined on the powerset of
the motivations such that a wide range of characteristics can
be described, including social agents that take the desires or
goals of other agents into account. The priority relation contains at least the subset-relation which expresses a kind of
independence between the motivations.
Definition 1 (Agent set) An agent set is a tuple
hA, X, B, D, G, AD, ≥i, where:
• the agents A, variables X, agent beliefs B, desires D and
goals G are five finite disjoint sets. We write M = D ∪ G
for the motivations defined as the union of the desires and
goals.

• an agent description AD : A → 2X∪B∪M is a total function that maps each agent to sets of variables (its decision
variables), beliefs, desires and goals, but that does not
necessarily assign each variable to at least one agent. For
each agent b ∈ A, we write Xb for X ∩AD(b), and Bb for
B ∩ AD(b), etc. We write parameters P = X \ ∪b∈A Xb .
• a priority relation ≥: A → 2M × 2M is a function from
agents to a transitive and reflexive relation on the powerset of the motivations containing at least the subset relation. We write ≥b for ≥ (b).
The following example illustrates a single agent, who
likes to cultivate crop, does not like to be sanctioned, and
who can also build a fence around a field.
Example 1 A = {a}, Xa = {crop, fence}, P = {s},
Da = {d1 , d2 }, ≥a = {d2 } ≥ {d1 }. There is a single agent,
agent a, who can build a fence and grow crop. Moreover, it
can be sanctioned. It has two desires, one to cultivate crop
(d1 ), another one not to be sanctioned (d2 ). The second desire is more important than the first one.
A multiagent system contains, besides an agent set, an
organizational structure based on roles and hierarchical containment relations. Moreover, beliefs, desires and goals are
abstract concepts which are described by rules (R) built
from literals (L). A technical reason to distinguish mental attitudes from rules is to facilitate the description of the
priority ordering. To keep the framework simple and to focus on the subject of this paper, we do not introduce nested
mental attitudes, such as beliefs or desires of an agent about
beliefs or desires about another agent. The consequence of
the absence of such agent profiles is that we can formalize
only a relatively simple kind of games, as is explained later
in this paper.
Definition 2 (Multiagent system) A multiagent system
is a tuple hA, R, ∈, X, B, D, G, AD, M D, ≥i, where
hA, X, B, D, G, AD, ≥i is an agent set, and:
• the roles R are a finite set disjoint from A, X, B, D and
G.
• the containment relation ∈: R → 2A×A is for each role
an irreflexive transitive relation on the set of agents.
• the set of literals built from X, written as Lit(X), is X ∪
{¬x | x ∈ X}, and the set of rules built from X, written
as Rul(X) = 2Lit(X) × Lit(X), is the set of pairs of a set
of literals built from X and a literal built from X, written
as {l1 , . . . , ln } → l. We also write l1 ∧ . . . ∧ ln → l and
when n = 0 we write > → l. Moreover, for x ∈ X we
write ∼x for ¬x and ∼(¬x) for x.
• the mental description M D : (B ∪ M ) → Rul(X) is a
total function from the sets of beliefs, desires and goals to
the set of rules built from X. For a set of mental attitudes
S ⊆ B ∪ M , we write M D(S) = {M D(s) | s ∈ S}.
Our running example illustrates the mental description;
the roles and the related hierarchical structure of the agents
are illustrated after the introduction of the normative system.
Example 2 (Continued) M D(d1 )
M D(d2 ) = > → ¬s.

=

>

→

crop,
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In the description of the normative system, we do not introduce norms explicitly, but we represent several concepts
which are illustrated in the following sections. Institutional
facts (I) represent legal abstract categories which depend on
the beliefs of the normative agent and have no direct counterpart in the world. F = P \ I are what Searle calls “brute
facts”: physical facts produced by the actions of the agents.
V (x, b) represents the decision of agent n that recognizes x
as a violation by agent b. The goal distribution GD(b) ⊆ Gn
represents the goals of agent n the agent b is responsible for.
Definition 3 (Normative system) A normative multiagent
system, written as N M AS, is a tuple
hA, R, ∈, X, B, D, G, AD, M D, ≥, n, I, V, GDi
where the tuple hA, R, ∈, X, B, D, G, AD, M D, ≥i is a
multiagent system, and
• the normative agent n ∈ A is an agent.
• the institutional facts I ⊆ P are a subset of the parameters, and we write F = P \ I for brute facts.
• the norm description V : Lit(Xa ∪ P ) × A → Xn ∪ P
is a function from the literals and the agents to the decision variables of the normative agent together with the
parameters.
• the goal distribution GD : A → 2Gn is a function from
the agents to the powerset of the goals of the normative agent, such that if L → l ∈ M D(GD(b)), then
l ∈ Lit(Xa ∪ P ).
Our running example illustrates the role hierarchy and the
normative agent. Agent a is a member of the normative system, and the normative agent has the goal that crop is only
cultivated on property.
Example 3 (Continued) A = {a, n}, R = {member},
∈(member) = {ha, ni}. There is a new agent, agent n, and
a role called member. Agent a is a member of normative
system n.
Xn = {s}, P = {property}, Dn = Gn = {g1 },
M D(g1 ) = {crop → property}, GD(a) = {g1 }. Agent
n can sanction agent a, because s is no longer a parameter.
It has the goal that crop is build on property only, and it has
distributed this goal to agent a.
Before we can define the regulative and constitutive
norms, we have to introduce a logic of rules. We use
a simplified version of the input/output logics introduced
in (Makinson & van der Torre 2000; 2001). A rule set is a
set of ordered pairs p → q. For each such pair, the body p is
thought of as an input, representing some condition or situation, and the head q is thought of as an output, representing
what the norm tells us to be desirable, obligatory or whatever
in that situation. We use input/output logics since they do not
necessarily satisfy the identity rule. Makinson and van der
Torre write (p, q) to distinguish input/output rules from conditionals defined in other logics, to emphasize the property
that input/output logic does not necessarily obey the identity
rule. In this paper we do not follow this convention. Following Makinson and van der Torre, we call operations that
satisfy the identity rule throughput operations.

In this paper, input and output are respectively a set of
literals and a literal. We use a simplified version of input/output logics, since it keeps the formal exposition simple and it is sufficient for our purposes here. In Makinson
and van der Torre’s input/output logics, the input and output
can be arbitrary propositional formulas, not just sets of literals and literal as we do here. Consequently, in input/output
logic there are additional rules for conjunction of outputs
and for weakening outputs.
Definition 4 (Input/output logic) Let a rule set S be a set
of rules {p1 → q1 , . . . , pn → qn }, read as ‘if input p1
then output q1 ’, etc., and consider the following proof rules
strengthening of the input (SI), disjunction of the input (OR),
cumulative transitivity (CT) and Identity (Id) defined as follows:
p ∧ q → r, p ∧ ¬q → r
p→r
SI
OR
p∧q →r
p→r
p → q, p ∧ q → r
CT
Id
p→r
p→p
The following output operators are defined as closure operators on the set S using the rules above.
out1 :
out2 :
out3 :
out4 :

SI
SI+OR
SI+CT
SI+OR+CT

(simple-minded output)
(basic output)
(simple-minded reusable output)
(basic reusable output)

Moreover, the following four throughput operators are defined as closure operators on the set S.
• out+
i : outi +Id (throughput)
We write out(S) for any of these output operations and
out+ (S) for any of these throughput operations. We also
write l ∈ out(S, L) iff L → l ∈ out(S), and l ∈ out+ (S, L)
iff L → l ∈ out+ (S).
The following definition of the so-called input/output and
output constraints checks whether the derived conditional
goals are consistent with the input.
Definition 5 (Makinson & van der Torre 2001) Let S be a
set of rules, and C a set of literals. S is consistent with
C, written as cons(S|C), iff there do not exist two contradictory literals in C ∪ out(S, C). We write cons(S) for
cons(S|∅).
Due to space limitations we have to be brief on technical
details with respect to input/output logics, see (Makinson &
van der Torre 2000; 2001) for the semantics of input/output
logics, further details on its proof theory, alternative constraints, and examples.
In the following sections, we use two input/output logics. First, to define whether a desire or goal implies another
one, we use an output operation written as out. Moreover,
to define the application of a set of belief rules to a set of
literals, we use a throughput operation, written as out+ . We
do not specify which output and throughput operations are
used, but in the examples we assume the use of out3 and
out+
3 . Thus, in this paper we consider out(M D(M )) and
out+ (M D(B)). To simplify the notation we write out(M )
and out+ (B) instead.
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Regulative norms
Regulative norms are based on the notion of conditional
obligation with an associated sanction. Obligations are defined in terms of goals of the normative agent n, because
regulative norms refer to states of affairs which are currently
false or that can eventually be false. The rules in the definition of obligation are only motivations, and not beliefs,
because a normative system may not recognize that a violation counts as such, or that it does not sanction it. Both the
recognition of the violation and the application of the sanction are the result of autonomous decisions of the normative
system that is modelled as an agent.
The definition of obligation contains several clauses. The
first and central clause of our definition defines obligations
of agents as goals of the normative agent, following the
‘your wish is my command’ metaphor. It says that the obligation is implied by the desires of the normative agent n,
implied by the goals of agent n, and it has been distributed
by agent n to the agent. The latter two steps are represented
by out(GD(a)).
The second and third clause can be read as “the absence
of p is considered as a violation”. The association of obligations with violations is inspired by Anderson’s reduction
of deontic logic to alethic logic (Anderson 1958). The third
clause says that the agent desires that there are no violations,
which is stronger than that it does not desire violations, as
would be expressed by > → V (∼x, a) 6∈ out(Dn ).
The fourth and fifth clause relate violations to sanctions.
The fourth clause says that the normative system is motivated not to count behavior as a violation and apply sanctions as long as their is no violation, because otherwise the
norm would have no effect. Finally, for the same reason the
last clause says that the agent does not like the sanction.
Definition 6 (Obligation) Let
N M AS
=
hA, R, ∈, X, B, D, G, AD, M D, ≥, n, I, V, GDi
be
a normative multiagent system.
Agent a ∈ A is
obliged to see to x ∈ Lit(Xa ∪ P ) with sanction
s ∈ Lit(Xn ∪ P ) if Y ⊆ Lit(Xa ∪ P ) in N M AS, written
as N M AS |= Oan (x, s|Y ), if and only if:
1. Y → x ∈ out(Dn ) ∩ out(GD(a)): if Y then agent n
desires and has as a goal that x, and this goal has been
distributed to agent a.
2. Y ∪ {∼x} → V (∼x, a) ∈ out(Dn ) ∩ out(Gn ): if Y and
∼x, then agent n has the goal and the desire V (∼x, a):
to recognize it as a violation by agent a.
3. > → ¬V (∼x, a) ∈ out(Dn ): agent n desires that there
are no violations.
4. Y ∪ {V (∼x, a)} → s ∈ out(Dn ) ∩ out(Gn ): if Y and
agent n decides V (∼x, a), then agent n desires and has
as a goal that it sanctions agent a.
5. Y → ∼s ∈ out(Dn ): if Y , then agent n desires not to
sanction. This desire of the normative system expresses
that it only sanctions in case of violation.
6. Y → ∼s ∈ out(Da ): if Y , then agent a desires ∼s, which
expresses that it does not like to be sanctioned.
Since conditions of obligations are sets of decision variables and parameters, institutional facts can be among them.

In this way it is possible that regulative norms refer to institutional abstractions of the reality rather than to physical
facts only. Obligations are illustrated in our running example.
Example 4 (Continued)
M D(g2 ) = {crop, ∼property} → V (∼property, a)
M D(g3 ) = > → ¬V (∼property, a)
M D(g4 ) = {crop, V (∼property, a)} → s
M D(g5 ) = crop → ∼s
{g1 , g2 , g4 } = Gn , Gn ∪ {g3 , g5 } = Dn , {g1 } = GD(a)
N M AS |= Oan (property, s | crop), since:
1. crop → property ∈ out(Dn ) ∩ out(GD(a))
2. {crop, ∼property} → V (∼ property, a) ∈ out(Dn ) ∩
out(Gn )
3. > → ¬V (∼property, a) ∈ out(Dn )
4. {crop, V (∼property, a)} → s ∈ out(Dn ) ∩ out(Gn )
5. crop → ∼s ∈ out(Dn )
6. crop → ∼s ∈ out(Da )
One has to be careful when defining multiple obligations
with the same sanction. For example, when both for speeding and for parking in a no parking street there is a penalty
of 100 euros, then it is implicitly assumed that one can also
be sanctioned 200 euros for violating both obligations at the
same time. We do not discuss this problem any further in
this paper, since it has to do with the formalization of resources which is beyond the scope of this paper. We simply
assume that there is a separate sanction for each obligation.
Other regulative norms like prohibitions and permissions
can be defined in an analogous way. Prohibitions are obligations concerning negated variables.
Definition 7 (Prohibition) Agent a ∈ A is prohibited to see
to x ∈ Lit(Xa ∪ P ) with sanction s ∈ Lit(Xn ∪ P ) if Y ⊆
Lit(Xa ∪P ) in N M AS, written as N M AS |= Fan (x, s|Y ),
if and only if N M AS |= Oan (∼x, s|Y )
Permissions are defined as exceptions to obligations. A
permission to do x is an exception to a prohibition to do x
if agent n has the goal that x does not count as a violation
under some condition. The permission overrides the prohibition if the goal that something does not count as a violation
(Y ∧ x → ¬V (x, a)) has higher priority in the ordering on
goal and desire rules ≥n with respect to the goal of a corresponding prohibition that x is considered as a violation
(Y 0 ∧ x → V (x, a)):
Definition 8 (Permission) Agent a ∈ A is permitted by
agent n to see to x ∈ Lit(Xa ∪ P ) under condition Y ⊆
Lit(Xa ∪ P ), written as N M AS |= Pan (x | Y ), iff
• Y ∪ {x} → ¬V (x, a) ∈ out(Gn ): if Y and x then agent
n wants that x is not considered a violation by agent a.
In this paper we do not consider the problem of how the
normative system is constructed by the sources of norms
such as governments. See for example (Boella & van der
Torre 2003f) for a discussion of the problem of the legal
sources of norms.
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Constitutive norms

Games

Constitutive norms introduce new abstract classifications of
existing facts and entities, called institutional facts, or they
describe the legal consequences of actions on the normative
system. According to Searle, institutional facts like marriage, money and private property emerge from an independent ontology of “brute” physical facts through constitutive
rules of the form “such and such an X counts as Y in context
C” where X is any object satisfying certain conditions and Y
is a label that qualifies X as being something of an entirely
new sort. Examples of constitutive rules are “X counts as a
presiding official in a wedding ceremony”, “this bit of paper
counts as a five euro bill” and “this piece of land counts as
somebody’s private property”.
We formalize the counts-as conditional as a belief rule of
the normative agent n. Since the condition x of the belief
rule is a variable it can be an action of an agent, a brute
fact or an institutional fact. So, the counts as relation can be
iteratively applied. An additional condition of the countsas conditional is that if it is triggered by an agent, then this
agent must participate in the normative system.

The games we consider in this paper are based on recursive
modelling, in which an agent chooses an optimal decision by
assuming that other agents make optimal decisions too. For
example, in the running example agent a makes an optimal
decision from its point of view, assuming that the normative
agent thereafter makes an optimal decision from its point
of view. We call the order of the agents making decisions
the protocol of the game. When an agent imagines the decision of another agent, it must have a profile of the other
agent’s mental state. More precisely, if we consider a recursive model with protocol of n agents b1 . . . bn , then each
agent bi has to have a profile of each sequence of agents
bi+1 . . . bn .

Definition 9 (Counts-as relation)
Let
N M AS=
hA, R, ∈, X, B, D, G, AD, M D, ≥, n, I, V, GDi be a
normative multiagent system. A literal x ∈ Lit(X)
counts-as y ∈ Lit(I) in context C ⊆ Lit(X),
N M AS |= counts-as(x, y|C), iff:
1. C ∪ {x} → y ∈ out+ (Bn ): if agent n believes C and x
then it believes y.
2. If x ∈ Lit(Xb ), then there is r ∈ R such that hb, ni in
∈ (r): if the condition is a decision of an agent, then it
must play a role in the normative system.
The constitutive rules are illustrated by our example.
Example 5 (Continued)
Bn = {e1 } and M D(e1 ) = fence → property. Consequently we have N M AS |= counts-as(fence, property|>),
because we also have ∈ (member) = {ha, ni}. This formalizes a society which believes that a field fenced by an
agent who is member of the normative system counts as the
fact that the field is a property of that agent. The presence of
the fence is a physical “brute” fact, while being a property
is an institutional fact. A regulative norm which forbids trespassing refers to the abstract concept of property rather than
to fenced fields: Obn (trespass, s | property). As the system
evolves, new cases are added to the notion of property by
means of new constitutive rules, without changing the regulative norms about property. E.g., if a field is inherited, then
it is property of the heir: inherit → property ∈ M D(Bn ).
From a knowledge representation point of view, constitutive norms behave as data abstraction in programming languages: types are gathered in new abstract data types; new
procedures are defined on the abstract data types to manipulate them. So it is possible to change the implementation
of the abstract data type without modifying the programs
using those procedures. In our case, it is possible to change
the constitutive norms defining the institutional facts without
modifying the regulative norms which refer to those institutional facts.

agent b1 deliberates about optimal decision
→ considers optimal decision of agent b2
agent b2 deliberates about optimal decision
→ considers optimal decision of agent b3
agent b3 deliberates about optimal decision
→ considers optimal decision of agent b4
...
agent bn deliberates
Figure 2: Recursive modelling
However, in this paper we have not defined agent profiles.
Moreover, it is unrealistic to assume that agents have such
detailed agent profiles. We therefore assume in our games
that each agent has the same profile of the other agents.
More precisely, we assume in our games that the mental
state AD(bi ) is the profile of agent bi according to the other
agents. There are two main complications:
• If an agent makes two decisions in the recursive modelling, then this assumption is unrealistic. For example,
when the normative agent creates a new norm, considers
the reaction of an agent, and thereafter may sanction the
agent (Boella & van der Torre 2003f). In this paper we
exclude this kind of games.
• If an agent can observe the effects of decisions of other
agents, then the assumption is unrealistic. This problem
normally does not occur with institutional facts, since they
cannot be observed, but it occurs for brute facts. In this
paper we assume that agents do not observe the effects of
decisions of other agents, the only effects of decisions are
derived by the agents’ belief rules.
Moreover, to define games we have to consider how we
define the effects of decisions (by applying belief rules), and
how we evaluate the effects of the decisions. For the belief
rules any kind of logic can be plugged into our framework,
to keep our system simple we use a an input/output logic that
does not deal with exceptions. Consequently, the rules are
monotonic, there are no constraints, and there is no belief
revision. See (Makinson & van der Torre 2001) for a discussion on these issues in the present setting, and an approach
to introduce them.
However, the absence of exceptions in our logic of belief rules introduces the problem that it may be the case that

1332

an agent makes a decision, but then agents recursively modelled believe that the earlier decision is not possible, and
they therefore cannot define a response to the first decision.
In this paper we do not further consider this problem, but we
simply exclude such games. There are several ways in which
it can formally be forced that such situations do not occur,
for example by assuming that if an agent recursively models
another agent, then the belief rules of the former agent are
a superset of the belief rules of the latter: since the former
agent knows the latter agent’s beliefs, it believes them too.
Clearly this property only holds for a particular kind of beliefs (of the type usually identified with knowledge), but this
is exactly the case of constitutive rules we are discussing.
Constitutive rules do not concern reality, but they are established by the normative system, so they cannot be wrong.
A decision profile for a decision problem is a sequence
of decisions, one for each agent. We thus do not consider
simultaneous decisions. Agents evaluate states of affairs according to which motivational attitudes remain unfulfilled:
their body is part of the expected effects of the decision, but
their head is not.
Definition 10 Let NMAS be a normative multiagent system.
• A protocol is a sequence of distinct agents hb1 , . . . bn i. A
decision problem hnmas, protocoli consists of a normative multiagent system and a protocol.
• A decision profile for a protocol is a sequence
hδb1 , . . . , δbn i such that cons(Bbi | δ) for i = 1 . . . n
and δ = ∪i=1...n δbi . We also write ∆ for the set of all
decisions profiles.
• Agent b prefers a state of affairs S1 ⊆ Lit(X) to another one S2 ⊆ Lit(X) iff U (S2 , b) >b U (S1 , b), where
U (S, b) =
{m ∈ Mb | M D(m) = L → l, L ⊆ S and l 6∈ S}
The protocols are illustrated by our running example.
Example 6 (Continued) Assume the protocol ha, ni, in
which first agent a takes a decision, and thereafter agent
n reacts on it. The decision profile h{crop}, {s}i represents that first agent a cultivates crop, and thereafter agent
n sanctions agent a.
The games the agents can play in this extended game theory are based on a recursive definition. Due to the fact that
the protocol is finite, the definition is well founded.
Definition 11 A decision profile δ1 dominates decision profile δ2 for agent bi if they have the same
set of decisions δb1 . . . δbi −1 , and for every decision
profile agent δ10 and δ20 that coincide with δ1 and
δ2 for b1 to bi and that are optimal for agent
bi+1 . . . bn , bi prefers out+ (Bbi , δ10 ) to out+ (Bbi , δ20 ), i.e.,
U (out+ (Bbi , δ20 ), bi ) >bi U (out+ (Bbi , δ10 ), bi ).
A decision profile is optimal for agent bi if it is not dominated by another decision profile, and it is optimal for all
agents bj with j > i. A decision profile is optimal if it is
optimal for agent b1 .
The games are introduced in our running example. The
optimal decision for agent a is to build a fence and cultivate

crop, since it fulfills all the agent’s desires and goals, and
thereafter the optimal decision of the normative agent is not
to sanction.
Example 7 (Continued) The
decision
profile
h{crop, f ence}, {s}i is optimal, but the decision profile h{crop}, {s}i is not.

Modifying the normative system
Searle’s analysis of constitutive rules has focused mainly on
the attribution of a new functional status to entities, as, for
examples, weddings, money, property. Searle’s idea is that
constitutive rules “create the possibility or define that activity”. However, we believe that the role of constitutive rules
is not limited to the creation of an activity and the construction of new abstract categories. Constitutive norms specify
both the behavior of a system and the evolution of the system: the normative system n itself specifies by means of its
belief rules how its beliefs, desires and goals can be changed,
who can change them, and the limits of the possible changes
depending on the role played by an agent. In this section we
only define actions that create new beliefs, desires and goals;
actions that modify or delete mental attitudes can be defined
analogously. Technically, we have defined the beliefs, desires and goals as part of the structure of the normative multiagent system. To change these mental attitudes, we have to
introduce a more general structure that also contains actions
that change the normative structure.
Despite their name, create actions are modelled as institutional facts, since they belong to social reality. As institutional facts are parameters, they cannot be directly controlled by any agent. But the normative system itself, by
means of constitutive rules, assigns the power of executing
create actions to agents playing roles in it: agents execute actions which count as the execution of creation actions, and,
thus, they change the normative system following the agent’s
decision.
Definition 12 An extended normative multiagent system
EN M AS is a tuple
hA, R, ∈, X, B, D, G, AD, M D, ≥, n, I, V, GD, Ci
that consists of a normative multiagent system
hA, R, ∈, X, B, D, G, AD, M D, ≥, n, I, V, GDi
together with a set of actions that can change the normative
system:
• the belief create actions CBn : Rul(X) → I, is a mapping from belief rules to institutional fact, where CBn (r)
stands for the creation of m ∈ Bn , together with the update of M D such that r = M D(m).
• the desire create actions CDn : Rul(X) → I, where
CDn (r) stands for the creation of m ∈ Dn , together with
the update of M D such that r = M D(m).
• the goal create actions CGn : Rul(X) → I, where
CGN (r) stands for the creation of m ∈ Gn , together with
the update of M D such that r = M D(m).
• the goal create actions CGD : Rul(X) × A → I, where
CGN (r, b) stands for the update of GD such that m ∈
GD(b) and r = M D(m).
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Games in ENMAS are defined analogously to games in
NMAS, with the only exception that all references to the
agents’ mental states are made to the normative multiagent
system that results after the normative multiagent system of
the decision problem has been updated with the decisions.
Definition 13 Let ENMAS be an extended normative multiagent system. A protocol is defined in the same way as for
NMAS. Moreover:
• A decision profile for a protocol is a sequence
hδb1 , . . . , δbn i such that cons(Bb0 i | δ) for i = 1 . . . n and
δ = ∪i=1...n δbi , where Bb0 i contains the beliefs from Bbi
together with the beliefs that occur in the create actions
in out+ (Bbi , δ).
• Agent b prefers a state of affairs S1 ⊆ Lit(X) to another one S2 ⊆ Lit(X) iff U (S2 , b) >b U (S1 , b), where
U (S, b) =
{m ∈ Mb0 | M D(m) = L → l, L ⊆ S and l 6∈ S}
where Mb0 contains the motivations from Mb together
with the motivations that occur in the create actions in
out+ (Bb , δ).
The dominance relation and optimal decisions are defined in
the same way as for NMAS.
Since regulative norms are defined in terms of goals of
the normative agent and constitutive norms in terms of its
beliefs, by means of creation actions it is possible to create
new regulative and constitutive rules. The following example illustrates the modification of the normative system by
creating a constitutive norm.
Example 8 An example of a constitutive norm for creating new constitutive rules in a normative agent is
counts-as(y, CBn (x → p) | >) where y ∈ Xb is an action of agent b ∈ A, x ∈ Xc is an action of agent c ∈ A and
p ∈ I is an institutional fact. In the normative system agent
b must play, e.g., the role of legislator, who has the power to
create norms; agent c is in a role that has the power to make
the institutional fact p true by doing x.
In the following section, we illustrate the modification of
the normative system by the creation of a regulative norm
in our running example. As discussed in (Boella & van der
Torre 2003e) creating regulative norms is more complicated,
because it does not make sense to create all the items of Definition 6. Some of the conditions of obligation are preconditions for norm creation, and others are postconditions of
such an action.

Norm creation in the running example
In this section we conclude our example showing the other
role played by constitutive rules: not only as abstractions for
an institutional classification of reality, but also as specifications of the possible changes to the normative agent. Thus
far, we have considered a game played by an agent a who,
in order to cultivate some crop (crop), fences (fence) a field
to show that it is its property (property), as requested by the
obligation Oan (property, s | crop) in Example 4. Fencing

counts as being the owner counts-as(fence, property | >),
as discussed in Example 5.
In the normative system ENMAS1 considered in this section, having a property creates an obligation that if the owner
a of the field grows crop, the agent must be authorized
(autho) by the land registry Oan (autho, s0 | crop). For
example, the registry has to keep track of the crops for
taxation purposes. To be registered it is sufficient to apply (apply), since the application counts as being authorized: counts-as(apply, autho | >). This means that Bn =
{e1 , e2 } and M D(e1 ) = fence → property, M D(e2 ) =
apply → autho, and ∈ (member) = {ha, ni}, see Example 3.
The normative agent n specifies how the normative system can be changed. In the example, it specifies how a new
obligation Oan (autho, s0 | crop) is created by means of create actions. Since this obligations is defined in terms of the
goals and desires of the normative agent, the create actions
must add these goals to the normative system. Note that the
desire of agent a not to be sanctioned (crop → ¬s0 ) must
be already true in ENMAS1 for the obligation to be defined
correctly. Moreover, to create the obligation ENMAS1 must
specify the following create actions:
c1 = CGn (crop → autho)
c2 = CDn (crop → autho)
c3 = CGn (crop ∧ ¬autho → V (¬autho, a))
c4 = CDn (crop ∧ ¬autho → V (¬autho, a))
c5 = CDn (crop → ¬V (¬autho, a))
c6 = CGn (crop ∧ V (¬autho, a) → s0 )
c7 = CDn (crop ∧ V (¬autho, a) → s0 )
c8 = CDn (crop → ¬s0 )
c9 = CGD (crop → autho, a)
Since these create actions are parameters in I, they are not
directly controlled by the normative agent: it cannot perform
them by itself. Rather the normative agent specifies who is
able to do these changes by counts-as rules: it specifies who
is able to execute those create actions by means of its decision variables. In our example, we have that property counts
as the creation of the obligation: counts-as(property, ci | >)
where 1 ≤ i ≤ 9. Let us assume that these constitutive norms are based on ei ∈ Bn for 1 ≤ i ≤ 9 with
M D(ei ) = property → ci .
We consider now for the decision problem
hENMAS1 , ha, nii the decision profile hENMAS1 , hδa , δn ii
The possible decisions of agent a are doing nothing,
to fence the field, to cultivate crop, to apply for an authorization and all the possible combinations of these
actions. The possible decisions of agent n are doing
nothing, considering some violation, sanctioning and all
the possible combinations of these actions. Agent a has
to take a decision to fulfill its desire of cultivating crop
(M D(d1 ) = > → crop and d1 = M D(Da )). At the same
time, it does not desire to be sanctioned with s and s0 if
it grows crop (M D(d2 ) = > → ¬s and d2 ∈ Da , and
M D(d3 ) = > → ¬s0 and d3 ∈ Da ) by the normative
agent n, and the latter desires are stronger than the former
(≥a ⊇ {{d2 } ≥ {d1 }, {d3 } ≥ {d1 }}).
To achieve its desire to grow crop, it has also to take into
account the consequences of this action. First, it knows that
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the normative agent will consider crop without property a violation (crop∧¬property → V (¬property, a) ∈ out(Gn ),
from Example 4). For this reason it has also to fence the
field. Second, it knows that the existence of a property
makes the normative agent a create a new obligation: that
it gets an authorization to grow crop. Hence, agent a has not
only to consider the effects of its behavior, but also to consider that the second agent in the protocol, when it will act,
could be in a different normative system, due to the effects
of agent a’s actions.
The optimal decision of agent a has to take into account
which is the reaction of agent n. Hence, agent a has to
consider not the state immediately following its decision δa ,
rather the final state. So, even if the decision {crop} satisfies
all its desire in state > → crop, it is not the optimal decision,
since in the subsequent state the effect includes the sanctions s and s0 as a result of the normative agent’s decision
that the obligation Oan (autho, s | crop) has been violated.
The optimal decision is, instead, {fence, crop, apply}: agent
a knows that fencing counts as property and applying for
authorization counts as being authorized for agent n, hence,
both the existing obligation and newly created obligation of
ENMAS2 is not violated.
enmas1 =
hA, R ∈, X, B, D, G, AD, M D, ≥, n, I, V, GD, Ci
A = {a, n}, R = {member}, Xa = {fence, crop, apply},
Ba = Bn , Ga = ∅, Da = {d1 , d2 , d3 }
Xn = {V (¬property, a), s, V (¬autho, a), s0 }
Bn = {e1 , e2 , e1 , e1 , . . . , e9 }, Gn = {g1 , g2 , g4 },
Dn = {g1 , . . . , g5 }, GD(a) = {g1 }
I = {property, autho, c1 , . . . , c9 }
δa = {fence, crop, apply}
F1 = out+ (Ba , δa = {fence, crop, apply})
{fence, crop, apply, property, autho, c1 , . . . , c9 }
F1 ∩ I = {property, autho, c1 , . . . , c9 }
enmas2 =
hA, R, ∈, X, B, D0 , G0 , AD, M D, ≥, n, I, V, GD0 , Ci
Bn0 = {e1 , e2 , e1 , e1 , . . . , e9 },
G0n = {g1 , g2 , g4 , g6 , g7 , g9 }, Dn0 = {g1 , . . . , g10 },
GD0 (a) = {g1 , g6 }
M D(g6 ) = crop → autho
M D(g7 ) = crop ∧ ¬autho → V (¬autho, a)
M D(g8 ) = > → ¬V (¬autho, a)
M D(g9 ) = crop ∧ V (¬autho, a) → s0
M D(g10 ) = crop → ¬s0

=

δn = ∅
F2 = out+ (Bn0 , δa = {fence, crop, apply} ∪ δn ) =
{fence, crop, apply, property, autho, c1 , . . . , c9 }
U (F1 , a) = ∅
U (F2 , n) = ∅

Regulative or constitutive norms?
One relevant problem in encoding norms is whether to use
many regulative norms and a few constitutive norms, or a
few regulative norms and many constitutive norms. In our
framework, the question is whether to use many goals and

a few beliefs, or a few goals and many beliefs. Interestingly, a similar trade-off can be found in knowledge-based
systems. Traditional planning systems are based on a single goal, but modern agent systems typically contain many
goals and a goal selection mechanism. Other inspirations for
this trade-off can be found in legal theory. Traditionally, law
scholars like Hart (Hart 1961) distinguish between primary
laws, whose purpose is to direct the behavior of citizens,
and secondary laws, which, among other functions, serve to
the maintenance and dynamic management of the normative
system. These rules form a “subsystem of rules for change”
(Biagioli 1997): rules which have juridical effects and which
are instrumental to the primary system, in that they regulate
the regulation (e.g., art. 2 of Italian Civil Code: “the creation
of laws [...] is regulated by constitutional laws” Cost. 70).
This subsystem, according to Hart, does not include only the
rules of change which specify how new laws are introduced
or old ones removed, but it also includes rules about “powers for the private citizen”. These rules are at the basis of
civil code and allow testaments and contracts; for Hart they
allow the exercise of limited legislative powers by the citizens. These rules do not create or remove general laws but
they introduce and remove individual obligations and permissions: e.g., in the Italian Civil Code art. 1173 (sources
of obligations) specifies that obligations are created by contracts (a contract being an agreement among two or more
parties to regulate a juridical relationship about valuables by
art. 1321).
The normative agent metaphor allows also using our
framework to support legislative drafting. One of the issues
in writing laws is that also regulative norms can be expressed
by means of assertions, i.e. in the same way as constitutive
norms, rather than by means of deontic statements concerning what is obligatory or permitted: e.g. “murder is punished
with ten years of jail.” This sentence does not describe a constitutive norm. It is a description of the fact that murder is
prohibited and murderers are sanctioned
The normative system as agent metaphor provides us with
a criterion for distinguishing the two types of norms. If an
assertion refers to actions performed by the normative agent,
the norm is a regulative one: it is a description of the behavior of the normative agent, and, since agent behavior is
described in terms goals, what the sentence really describes
is the goal of the agent: in case of murder the normative
agent has the goal of sanctioning the murderer with a ten
year term. This is the goal contained in the fourth clause of
the definition of obligation.
In contrast, assertions describing facts are constitutive
norms. For example the sentence “a contract is an agreement among two or more parties” (art. 1321 of Italian Civil
Code) is not a regulative norm in that it does not describe
an action of the normative agent: it describes the belief of
the normative agent that an agreement (a brute fact among
agents) is considered as an institutional fact which does not
exist without the normative system: a contract.
Analogously for constitutive norms concerning norm
changing. For example “obligations derive by contract”
(ibid. art. 1372): the sentence does not refer to any action
of the normative system. Rather it specifies that the goals
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of the normative agents which define an obligation are modified by a contract. I.e., the sentence describes the beliefs
of the normative agent about the consequences of a contract
made among agents.

Related work
This work is part of a wider research on normative reasoning of autonomous agents based on the attribution of mental
attitudes to the normative system (Boella & van der Torre
2003a). In (Boella & van der Torre 2004) we consider the
social delegation of goals to the normative system, in (Boella
& van der Torre 2003f) we introduce permissions, in (Boella
& van der Torre 2003d) the definition of the role of a defender which fulfills the task of identifying violations and
sanctioning them on behalf of the normative system. In
(Boella & van der Torre 2003c) we apply the framework
to the regulation of virtual communities of agents based on
the grid infrastructure. Finally, in (Boella & van der Torre
2003b) we explore how to formalize the trias politica using
the standard BDICT L logic (Rao & Georgeff 1998) for agent
verification.
Other related work is (Lopez y Lopez, Luck, & d’Inverno
2002). They propose a model of obligation compliance of
agents that emphasizes their autonomy. They classify different motivations for which agents decide to stick to obligations or to violate them. In (Lopez y Lopez, Luck, &
d’Inverno 2001), the same authors stress the importance of
having a model of the other agents in order to reason about
the dependance relations with them. But, while, as in our
work, in (Lopez y Lopez, Luck, & d’Inverno 2002) sanctions
are associated with the definition of an obligation, there is no
agent in charge of sanctioning violations since “the application of punishments and rewards is taken for granted”. So
they are not able to model unpunished violations when the
addressee of the obligation exploits the recursive modelling
of the normative system’s decisions.
Also (Dignum et al. 2000) are interested in integrating
norms and obligations in a BDI approach to multiagent systems. We focus on obligations since in their model obligations and not norms are intended as associated with an explicit agent which is responsible for enforcing the penalty.
In doing so they adopted van der Torre and Tan’s approach
(1999) on preference based dyadic deontic logic built on
Kripke models. On the contrary our approach is entirely
based on input/output logic.
As in (Castelfranchi et al. 2000) we consider norms as
“mental objects entering the mental processing” which interact with beliefs, goals and decisions. Moreover, they also
claim that norms cannot be hard constraints, but they just
can influence an agent to a certain behavior if they directly
or indirectly satisfy some of his goals.
In Artificial Intelligence, the modelling of counts-as relations has been introduced by Jones and Sergot (1996). We
depart from their model in that constitutive norms are not
modelled as operative constraints of an institution but as beliefs of the normative agent. We distinguish also from the
subsequent work of Sadighi Firozabadi and Sergot (1999)
who propose a model for power and permission in security
policies; in our work, powers are defined in terms of how

the normative system allows agents which have a role in the
normative system to change its beliefs and motivations.
What distinguishes our approach from other models of
counts-as relations is that we can connect goals, and obligations defined as goals, to institutional facts inside the overall
frame of the attribution of the status of agent to the normative system: institutional facts are beliefs of the normative
agent as any other belief. Here, we take full advantage of
the metaphor, as also Tuomela (1995) argues:
The notions of goal, belief, and action are linked in the
case of a group to approximately the same degree as in
the individual case. In the latter case their interconnection is well established; given that the person-analogy
applies to groups [. . . ], these notions apply to groups as
well.
The ontology presented by (Gangemi, Sagri, & Tiscornia
2003) adopts a perspective similar to our view of constitutive rules as beliefs: institutional facts are considered human
facts depending on consciousness (and not on will) and are
legally constituted by (satisfying) constitutive rules.

Conclusions
In this paper we introduce a formal framework for normative multiagent systems including regulative and constitutive norms. We model constitutive and regulative norms as
conditional rules representing, respectively, the beliefs and
goals of the normative system, i.e., by attributing mental attitudes to normative systems.
We show how to reason about modifications of the normative system in this framework. Constitutive norms play
not only the role of creating new abstract categories which
compose the institutional reality, but they also specify how
the normative system evolves over time by introducing or
removing norms and obligations. Roles are used to specify
the powers of agents to create institutional facts or to modify
the norms and obligations of the normative system.
We also show how to play games in this normative multiagent system, including violations of obligations. The games
are based on recursive modelling, concerning, e.g., the decision to fulfill or violate a norm, and the decision of which
norms to create in order to achieve the desired social order.
An issue for further research is a formal analysis of the
balance between regulative and constitutive norms. We
would like to derive guidelines in which circumstances a
normative system should create mainly regulative norms,
and in which circumstances it should create mainly constitutive norms. Moreover, we would like to formally characterize the set of normative systems that can be generated
by a normative system, given the rules it contains to modify
itself.
Another issue for future research is an analysis of the
properties of the counts-as relation based on the properties
of the belief rules. For example, an ordering on beliefs can
be used to achieve non-monotonicity of beliefs and thus of
counts-as, as required by (Gelati et al. 2002). It is possible
that under some circumstances a certain state of affairs does
not count as something else. For example, it is not possible
to fence a public garden to make it ones property.
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Moreover, we like to study the application of our framework in legal reasoning. Constitutive rules are at the basis
of legal institutions: “systems of [regulative and constitutive] rules that provide frameworks for social action within
larger rule-governed settings” (Ruiter 1997).
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Abstract
In this paper we address the problem of how the autonomy of agents in an organization can be enhanced by means
of contracts. Contracts are modelled as legal institutions:
systems of legal rules which allow to change the regulative
and constitutive norms of an organization. The methodology we use is to attribute to organizations mental attitudes,
beliefs, desires and goals, and to take into account their behavior by using recursive modelling.

1. Introduction
One of the main challenges in multiagent societies is the
coordination of the autonomous agents. Coordination can
be achieved by finding a trade off between a bottom-up view
and a top-down view of the problem. In the former, the multiagent system is an aggregation of autonomous agents interacting with each other, where their emergent behavior is
not necessarily the desired one. In the latter, the system’s
objectives are achieved without requiring a specific agent
architecture, but by means of organizational design in terms
of roles and norms as incentives for cooperation.
As Dignum et al. [11] note, however, the interaction
structure of the organization should not be completely fixed
in advance. The autonomy of the agents should be preserved even if within some limits. For this purpose, some
approaches like [9, 11, 17] introduce the possibility for
agents to stipulate contracts. A contract can be defined as
a statement of intent that regulates behavior among organizations and individuals. Contracts have been proposed to
make the way agents can change the interaction with and
within the society explicit: they create obligations, permissions and new possibilities of interactions among agents.
From a contractual perspective, organizations can be seen
as the possible sets of agreements for satisfying the diverse
interests of self interested individuals [9].

Leendert van der Torre
CWI-Amsterdam and
Delft University of Technology
e-mail: torre@cwi.nl
Social order emerges, amongst others, from the negotiation of contracts about the obligations and permissions of
participants, rather than being given in advance. But an organization specifies the possible contracts and enforces the
obligations created by them as they were issued by the organization itself. As Ruiter [18] shows, however, from the legal point of view, legal effects of actions of the members of
a legal system (as an organization is) are a difficult problem. Contracts do not concern only the regulative aspects of
a legislation (i.e., the rules of behavior specified in obligations), or the constitutive part of it (i.e., the rules introducing institutional facts such as bidding in an auction). Rather,
contracts are legal institutions: “systems of [regulative and
constitutive] rules that provide frameworks for social action
within larger rule-governed settings” [18]; in our case the
larger setting is represented by organizations.
This systemic view of legal institutions emerged only
recently in legal studies [18], since legal positivism [14]
mainly focused on the regulative aspects of law and its justification. For this reason it is necessary to address the problem of contracts being aware of the peculiarities of legal institutions.
The research question of this paper is: how can legal institutions, like contracts, be formalized? Moreover, as subquestions, how can agents modify the behavior of the organization via contracts? Which games can agents play when
they are allowed to make contracts?
As methodology we use the agent metaphor: we attribute
to organizations mental attitudes, like beliefs, desires and
goals, and take into account their behavior by using recursive modelling [12]. We apply to organizations the methodology we adopted for social entities like groups [5], virtual
communities [4] and normative multiagent systems [3, 6].
In the next section we discuss constitutive rules and how
legal institutions are created. In Section 3 we discuss the
conceptual model, with the definition of obligations and
contracts. In Section 4 we present the games which can be
played with contracts, together with a detailed example. Related work and summary close the paper.
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2. Legal institutions
Normative multiagent systems, like organizations, are
“sets of agents [...] whose interactions can be regarded as
norm-governed; the norms prescribe how the agents ideally
should and should not behave. [...] Importantly, the norms
allow for the possibility that actual behavior may at times
deviate from the ideal, i.e., that violations of obligations, or
of agents’ rights, may occur” (Jones and Carmo [15]).
In [3] we formalize the relation between multiagent systems and normative systems by attributing mental states
to agents as well as to normative systems considered as
agents, as proposed by Boella and Lesmo [2]. The agent
metaphor may be seen as an instance of Dennett’s intentional stance [10] and is inspired by the interpretation of
normative multiagent systems as dynamic social orders. According to Castelfranchi [7], a social order is a pattern of
interactions among interfering agents “such that it allows
the satisfaction of the interests of some agent”. These interests can be a shared goal, a value that is good for everybody or for most of the members. But the agents attribute
to the normative system, besides goals, also the ability to
autonomously enforce the conformity of the agents to the
norms by means of sanctions. In this approach the obligations of the agents can be formalized as desires or goals
of the normative agent. This representation may be paraphrased as “Your wish is my command” because the desires
or wishes of the normative agent are the obligations or commands of the other agents.
Most formalizations of normative systems, however, including [3], identify norms with obligations, prohibitions
and permissions. This is not sufficient in complex normative multiagent systems for the following three reasons.
First of all, these norms, called regulative norms, specify
all the conditions when they are applicable. It would be
more economic that regulative norms could factor out particular cases and could refer to more abstract concepts only.
Hence, the normative system should include mechanisms to
introduce new legal categories of abstract entities for classifying possible states of affairs. Secondly, the dynamics of
the social order is due to the fact that the normative system
evolves over time by introducing new norms and repealing
outdated ones. So the normative system itself must specify
how it can be changed by introducing new regulative norms,
new legal categories and by whom the changes can be done.
Thirdly, the dynamics of a normative system includes the
possibility that not only new norms are introduced by the
legislators, but also that ordinary agents create new obligations and permissions concerning specific agents. This
feature is the fundamental one to preserve the autonomy
of agents inside an organization. E.g., it allows to model
contracts which introduce new normative relations among
agents, like the duty to pay a fee for a service.

We therefore introduce in [6] a formal framework for
the construction of normative multiagent systems, based on
Searle’s notion of the construction of social reality. Searle
[19] argues that there is a distinction between two types of
rules, a distinction which also holds for formal rules like
those composing normative systems:
“Some rules regulate antecedently existing forms
of behaviour. For example, the rules of polite
table behaviour regulate eating, but eating exists independently of these rules. Some rules, on
the other hand, do not merely regulate an antecedently existing activity called playing chess;
they, as it were, create the possibility of or define
that activity. The activity of playing chess is constituted by action in accordance with these rules.
The institutions of marriage, money, and promising are like the institutions of baseball and chess
in that they are systems of such constitutive rules
or conventions” [19, p. 131].
For Searle, institutional facts like marriage, money and
private property emerge from an ontology of “brute” physical facts through constitutive rules of the form “such and
such an X counts as Y in context C” where X is any object satisfying certain conditions and Y is a label that qualifies X as being something of an entirely new sort. E.g., “X
counts as a presiding official in a wedding ceremony”, “this
bit of paper counts as a five euro bill” and “this piece of land
counts as somebody’s private property”.
Like we formalize obligations in terms of desires and
goals, in the next section, we formalize the constitutive rules
as belief rules of the normative agent. E.g., consider a society which believes that a field fenced by an agent counts as
the fact that the field is property of that agent. The fence is
a physical “brute” fact, while being a property is an institutional fact attributed to the beliefs of the normative system.
Regulative norms which forbid trespassing refer to the abstract concept of property rather than to fenced fields. As the
system evolves, new cases are added to the notion of property, without changing the regulative norms about property.
E.g., if a field is inherited, then it is property of the heir.
Searle’s analysis of constitutive rules has focused mainly
on the attribution of a new functional status to entities, as in
the examples above: marriages, money, property. Searle’s
idea is that constitutive rules “create the possibility or define
[an] activity”. We believe, however, that the role of constitutive rules is not limited to the creation of an activity and the
construction of new abstract legal categories. Constitutive
norms specify both the creation of legal categories and the
evolution of the system: the normative system itself specifies by means of constitutive rules (included in its belief
rules) how its beliefs, desires and goals can be changed, who
can change them, and the limits of the possible changes. In
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this way, complex normative systems achieve a legal regime
that includes rules conferring legal powers to certain participants: an agent is turned into a “private legislator” (Hart,
[14]): “he is made competent to determine the course of
law within the sphere of his contracts, trusts, wills and other
structures [...] which he is enabled to build”. Agents become
able to design “relatively independent institutional legal orders within the comprehensive legal orders” (Ruiter [18]).
The regime of a legal institution can be defined as the set
of legal consequences that flow from the existence of the
institution. However, the meaning of “legal consequences”
differs from what is normally understood by the term. Usually, since obligations have a conditional nature, when the
conditions of an obligation are satisfied, as a legal consequence, the addressee of the obligation is categorically
obliged to fulfill it. Legal institutions, like contracts, marriages and properties, refer to a different kind of legal consequences; e.g., the legal rule “in a marriage parents have
the reciprocal obligation to take care of and support their
children” is not a conditional rule: it expresses the fact that
when a legal institution of marriage comes into existence
(say between Amy and Bob) only then the obligation that
the spouses (Amy and Bob) take care and support their children is created. The same happens with the legal institution
of contracts: when a contract comes into existence it creates
obligations for the parties, i.e., new regulative rules which
the normative system considers as its own. E.g., the Italian Civil Code art. 1173 (sources of obligations) specifies
that obligations are created by contracts and art. 1372 (efficacy of contracts) that a contract has the strength of law (a
contract is an agreement among two or more parties to regulate a juridical relationship about valuables ex art. 1321).
Moreover, contracts as legal institutions bring with them
not only new regulative rules, but also constitutive ones
which create new institutional facts and also new obligations; in this way, it is possible to specify in a contract new
procedures for the interaction between parties, for specifying the evolution of the contract and how new obligations
are created later. As Dignum et al. [11] notice, a contract
specifies the events that alter the status of the contract. It is
necessary to specify an interaction structure which indicates
the abilities of an agent and the consequences of its choices;
the contract must specify how to proceed if a norm is violated and what the violator is expected to do. E.g., if some
payment deadline is not respected, then the agent is obliged
to pay a double fee. Since we model contracts as legal institutions, we are now aware that this rule is not a conditional
obligation: it is an obligation created by some event specified in the contract, in the same way as the contract itself
can create obligations. This is possible because we consider
a contract as a legal institution, i.e., a normative system inside the main normative system: as a normative system it
specifies who has the power to introduce obligations.

3. The conceptual model
In order to provide a formalization of contracts as legal
institutions in organizations we first delineate the conceptual model we adopt.
First of all, we introduce the structural concepts and their
relations. A set of propositional variables X describes the
different aspects of the world, and we extend it to consider
also negative states of affairs: L(X) = X ∪ {¬x | x ∈ X}.
Moreover, for x ∈ X we write ∼x for ¬x and ∼(¬x) for
x. Conditional rules, written as R(X) = 2L(X) × L(X),
describe the relations between the propositional variables.
They are pairs of a set of literals built from X and a literal built from X, written as l1 ∧ . . . ∧ ln → l, and, when
n = 0, > → l. The rules will be used to represent the relations among propositional variables existing in beliefs, desires and goal of the agents.
Secondly, we consider different sorts of agents A. Besides real agents RA (either human or artificial) we consider
as agents in the model also socially constructed agents like
groups, normative systems and organizations SA. These
latter agents do not exist in the usual sense of the term.
Rather, they exist only as they are attributed mental attitudes by other agents (either real or not). The two sets of
agents are disjoint and are all subsets of the set of agents A:
RA ∩ SA = ∅ and RA ∪ SA = A.
By mental attitudes we mean beliefs B, desires D and
goals G. Mental attitudes are described by rules: M D : B ∪
D ∪G → R(X). When there is no risk of confusion we will
abuse the notation by identifying rules and mental states. To
resolve conflicts among motivations M = D ∪ G we introduce a priority relation by means of ≥: A → 2M × 2M
a function from agents to a transitive and reflexive relation on the powerset of the motivations containing at least
the subset relation. We write ≥a for ≥ (a). Moreover, different mental attitudes are attributed to the agents by the
agent description relation AD : A → 2B∪D∪G∪A . We
write Ba = AD(a) ∩ B, Aa = AD(a) ∩ A for a ∈ A,
etc. Also agents are in the target of the AD relation for the
following reason: groups, normative systems, and organizations as agents exist only as profiles attributed by other
agents. So groups, normative systems and organizations exist only as they are described as agents by other agents, according to the agent description relation. The AD relation
induces an exists-in-profile relation specifying that an agent
b ∈ SA exists only as some other agents attribute to it mental attitudes: {a ∈ RA | b ∈ Aa } 6= ∅.
We introduce now concepts concerning informational aspects. First of all, the set of variables whose truth value
is determined by an agent (decision variables) are distinguished from those which are not directly determined by
the agent (P , the parameters). Besides, “institutional facts”
I are states of affairs which exist only inside normative sys-
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tems and organizations. As discussed in the previous section, Searle [20] suggests that money, properties, marriages
exist only as part of social reality; since we model social reality by means of the attribution of mental attitudes to social entities, institutional facts are just in the beliefs of these
agents. Moreover, we need to represent that social entities
like normative systems and organizations are able to change
themselves. The actions determining the changes are called
creation actions C. Finally, we introduce contracts CT in
Section 3.2 as agreements among agents in normative systems or organizations which have legal consequences.
Concerning the relations among these concepts, we have
that parameters P are a subset of the propositional variables
X. The complement of X and P represents the decision
variables controlled by the agents. Hence we associate to
each agent a subset of X \ P by extending again the agent
description relation AD : A → 2B∪D∪G∪A∪(X\P ) . Moreover, the institutional facts I are a subset of the parameters
P : I ⊆ P . The creation actions C are a subset of the institutional facts C ⊆ I, because they do not exist outside
the mind of agents and they have effects on the mental attitudes of agents only when the agents believe so.
Since social entities depend on the attribution of mental attitudes, we represent their modification by means of
the modification of their mental attitudes expressed as rules.
The creation action relation CR : {b, d, g} × A × R(X) →
C is a mapping from rules (for beliefs, desires and goals)
to propositional variables, where CR(b, a, r) stands for the
creation of m ∈ Ba , CR(d, a, r) stands for the creation
of m ∈ Da , and CR(g, a, r) stands for the creation of
m ∈ Ga , such that the mental attitude is described by the
rule r ∈ R(X): r = M D(m). More precisely, we assume
that the mental attitude is already part of D or G, and we
update the AD function accordingly. In this way the normative multiagent system also represents priorities between
mental attitudes which still have to be created.
For space reasons, in this paper we consider only the creation of new rules and not their deletion from the mental
attitudes of an agent. We therefore define a revision function for belief rules of agent a, revise : 2R(X) × 2L(X) →
2R(X) , as revise(R, S) = R ∪ {r | CR(b, a, r) ∈ S}, et
cetera.
Since institutional facts I and the creation actions C exist only in the beliefs of a normative system or an organization, we need a way to express how these beliefs can be
made true. The relations among propositional variables are
expressed as rules. Rules concerning beliefs about institutional facts are called constitutive rules and represent the
“counts-as” relations introduced by Searle [20] (see previous section). We thus identify the subset CN of the belief
rules which express the relation between propositional variables and institutional facts: rules C ∪ {x} → y ∈ R(X)
expressing the fact that a literal x ∈ L(X) in context

C ⊆ L(X) counts as the institutional fact y ∈ L(I). Finally, we have to model the effect of the creation actions
on the mental attitudes of agents. Note that in this paper we
do not consider the problem of the belief (and goal) revision: we consider here only the problem of introducing new
rules and not of deciding which rules are necessary to get a
certain revision.
We now define a multiagent system as M AS =
hRA, SA, X, P, B, D, G, C, AD, M D, ≥, I, CT i.
We introduce normative multiagent systems to model organizations which are able to issue and enforce obligations: let the normative agent o ∈ SA be an agent representing the organization. Let the norm description
V : X × A → Xo ∪ P be a complete function from variables and agents to the decision variables of the normative agent together with the parameters: we write V (x, a)
for the decision variable which represents that there is a violation of x ∈ L(Xa ∪ P ) by agent a ∈ A. With these elements we define sanction based obligations in the next section. The tuple hRA, SA, X, P, B, D, G, C, AD, M D,
≥, I, CT, o, V i is a normative multiagent system N M AS.
Concerning the behavior of agents, in Section 4, we introduce the games that can be played between two agents a
and o. Before games, we introduce two further notions: consequences of beliefs and decisions of agents.
To incorporate the consequences of belief rules, we introduce a logic of rules called out: it takes the transitive
closure of a set of rules, an extension of reusable throughput in input/output logic [16] with generator revision.
Definition 1 (Consequences) out is a function from sets of
rules and sets of formulas to new sets of rules and sets of
formulas: out : 2R(X) × 2L(X) → 2R(X) × 2L(X) . Here
we consider only expansion or extension, ie, hE 0 , S 0 i =
out(E, S) implies E ⊆ E 0 and S ⊆ S 0 . Let revise be
a function which, given a set of rules and set of literals,
gives a new set of rules according to the creation actions:
revise : 2R(X) × 2L(X) → 2R(X) .
Let out(E, S) be the pair composed by rules E 00 ⊆
R(X) and the closure S 00 ⊆ L(X) of S under the rules E 00
which include also rules introduced by creation actions.
• out0 (E, S) = hE, Si
• outi+1 (E, S) = hE 00 , S 00 i for i ≥ 0, where
hE 0 , S 0 i = outi (E, S), E 00 = revise(E 0 , S 0 ) and
S 00 = S 0 ∪ {l | L → l ∈ E 0 , L ⊆ S 0 }
i
• out(E, S) = ∪∞
i=0 out (E, S)

We finally introduce decisions of agents; they must be
consistent with the consequences of beliefs according to the
two agents a (out(Ba , δ)) and o (out(Bo , δ)). The set of decisions ∆ is the set of sets δ = δa ∪ δo ⊆ L(X) such that
their closures under the beliefs out(Ba , δ) and out(Bo , δ)
do not contain a variable and its negation.
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3.1. Obligations

3.2. Contracts

Since contracts affect the obligations of an agent, we
must first summarize their definition given in [3]. Obligations are defined in terms of goals of the addressee of the
norm a and of an organization o. The definition of obligation contains several clauses. The first one is the central
clause of our definition and defines obligations of agents as
goals of the normative agent, following the ‘Your wish is my
command’ strategy [3]. The first clause says that the obligation is in the desires and in the goals of agent o.
The second and third clause can be read as “the absence
of p is considered as a violation”. The association of obligations with violations is inspired by Anderson [1]’s reduction of deontic logic to alethic logic. The third clause says
that the agent desires that there are no violations.
The fourth and fifth clause relate violations to sanctions
and assume that agent o is motivated to apply sanctions only
as long as there is a violation; otherwise the norm would
have no effect. Finally, for the same reason, we assume in
the last clause that the agent does not like the sanction.

Contracts are part of the beliefs attributed to an organization o: this fact makes it possible that they change the beliefs of the organization according to what is specified by
the organization itself. A contract ct ∈ CT is created (a
fact represented by the institutional fact c ∈ I) only if the
organization believes that some other fact has as a consequence that c is true. More precisely, if there is some fact
which counts as c for the organization o. This fact can be
a brute fact in the world or another institutional fact. E.g.,
since contracts are created by agreements, the contract c is
created by the signatures of two agents, two decision variables e and f : a constitutive norm in the belief rules of
agent o (e ∧ f → c ∈ Bo ). One reason why the creation
of the contract c is introduced as an intermediary between
the agreement and its legal effects is that, as many other institutional facts, it allows decoupling the conditions of the
creation of the institutional facts from its legal effects. In
this way, e.g., it is possible to specify new ways of creating the contract (for instance using an electronic signature)
maintaining the same rules specifying its legal effects.
The effect a contract achieves is to modify the mental attitudes of the normative system. Usually, it adds more than
one rule to the beliefs Bo , the desires Do , or the goals Go
by making true some creation actions in C. Again, the creation actions are institutional facts: they are made true only
if the organization o believes that they are made true by the
creation of the contract: e.g., c → t ∈ Bo , is another constitutive rule, read as c ∈ I counts as the creation action
t ∈ C. Since a contract counts as several creation actions
t ∈ C, c works as an abstraction: rather than connecting
the signatures of the agents directly with the creation actions, the contract unifies all its different legal effects.
Finally, we consider which mental attitudes are changed.
Both regulative rules like obligations and constitutive ones
like those composing contracts are themselves defined in
terms of mental attitudes of the normative system. Since a
contract modifies mental attitudes, it can have legal effects.
By making true creation actions, a contract is able to create regulative norms as the obligation of an agent a to pay
(pay ∈ Xa ) in case the requested good has been shipped
(shipped ∈ I) to him; Oao (pay, s | shipped) is defined by
the normative goal and desire that shipped goods are paid:
shipped → pay ∈ Do ∩ Go ; the goal and desire to consider the lack of payment for shipped goods as a violation:
shipped ∧ ¬pay → V (¬pay, a) ∈ Do ∩ Go . And finally,
the goal and desire to sanction violations: V (¬pay, a) →
s ∈ Do ∩ Go ; avoiding the sanction > → ¬s is a desire of
agents a and o, and it is a precondition of the obligation.
The creation c of the contract ct achieves these effects on
the mental attitudes of the organization o since it counts as
a series of creation actions: that the goals and desires defin-

Definition 2 (Obligation) Let N M AS = hRA, SA, X, P,
B, D, G, C, AD, M D, ≥, I, CT, o, V i be a normative multiagent system.
Agent a ∈ A is obliged to decide to do x ∈ L(Xa ∪ P )
with sanction s ∈ L(Xo ∪P ) if Y ⊆ L(Xa ∪P ) in N M AS,
written as N M AS |= Oao (x, s|Y ), if and only if:
1. Y → x ∈ Do ∩ Go : if agent o believes Y then it desires and has as a goal that x.
2. Y ∪ { ∼x} → V ( ∼x, a) ∈ Do ∩ Go : if agent o believes Y and ∼x, then it has the goal and the desire
V ( ∼x, a): to recognize it as a violation by agent a.
3. > → ¬V ( ∼x, a) ∈ Do : agent o desires that there are
no violations.
4. Y ∪ {V ( ∼x, a)} → s ∈ Do ∩ Go : if agent o believes
Y and decides V ( ∼x, a), then it desires and has as a
goal that it sanctions agent a.
5. Y → ∼ s ∈ Do : if agent o believes Y , then it desires not to sanction ∼s . This desire of the normative
system expresses that it only sanctions in case of violation.
6. Y → ∼s ∈ Da : if agent a believes Y , then it desires
∼ s, which expresses that it does not like to be sanctioned.
Permissions and prohibitions can be defined in terms of
motivational attitudes, too [4].
As discussed in [3], sanctions or rewards are not the only
possible motivations to stick to obligations, but they are necessary to cope with the worst case.

1343

ing the obligation are added. Since the counts-as relation
is described by constitutive rules in the beliefs of agent o
we have (concerning goals): {c → CR(g, o, shipped →
pay), c → CR(g, o, shipped ∧ ¬pay → V (¬pay, a)), c →
CR(g, o, V (¬pay, a) → s)} ⊆ Bo .
Also constitutive rules can be created by contracts: they
are defined by belief rules of the normative system o, so
they are created by a creation action CR(b, o, t) ∈ C.
First of all, the contract may specify some institutional
fact which should be used in the interaction. E.g., the
shipment of the exchanged good is an institutional fact
shipped ∈ I; the fact that the good has been shipped is not
a brute fact of the world (the buyer cannot check it), rather it
is a fact which holds if there is some document like the socalled bill of lading (bill ∈ P ) issued by a third party [13]:
bill → shipped is the rule t added to the beliefs of the organization o by the creation action CR(b, o, t) ∈ C; the
creation action is a consequence of the contract c: the constitutive rule c → CR(b, o, bill → shipped) ∈ Bo creates
another constitutive rule.
Second, constitutive rules created by contracts can eventually introduce new obligations and new constitutive rules.
In this way a contract can specify how new obligations
may arise during the interaction of the parties. We return
on [11]’s example: if an agent does not pay the fee for a
shipped good, it is obliged to pay a double sum of money
(pay2 ): Oao (pay2 , s0 | shipped ∧ ¬pay). This obligation
is not a preexisting conditional obligation: it is created as a
legal consequence of an event, the sanction s for not having paid the fee. The sanction s, in this case, rather than
being a direct punishment for agent a, counts as the action of creating a second obligation. Note that this obligation does not exist until the normative system recognizes a violation and applies the sanction s. This part of
the contract is thus represented by the constitutive rules
which create further constitutive rules about the creation of
goals (where s0 ∈ Xo is a sanction both feared by agent
a and not desired by agent o): e.g., {c → CR(b, o, s →
CR(g, o, shipped ∧ ¬pay → pay2 )), c → CR(b, o, s →
CR(g, o, ¬pay2 → V (¬pay2 , a))), c → CR(b, o, s →
CR(g, o, ¬pay2 ∧ V (¬pay2 , a) → s0 ))} ⊆ Bo
In summary, a contract is defined as:
Definition 3 (Contract) A contract ct ∈ CT is a triple:
1. An institutional fact c ∈ I representing that the contract ct ∈ CT has been created.
2. A constitutive rule which makes true the institutional
fact c: Y → c ∈ Bo where Y ⊆ L(X)
3. A set of constitutive rules having as antecedent the creation c of the contract ct and as consequent creation
actions modifying the mental attitudes of the organization o: c → CR(e, o, r) ∈ Bo where e ∈ {b, d, g}.

4. Games
The advantage of the attribution of mental attitudes to
organizations is that standard techniques developed in decision and game theory can be applied to reasoning on contracts. Here we consider a simple form of games of two
stages only where an agent a takes the organization represented as agent o into account by playing games with it.
When agent a takes its decision δa it has to minimize
its unfulfilled motivational attitudes. But when it considers
these attitudes, it must not only consider its decision δa and
the consequences of this decision; it must consider also the
decision δo of the organization o and its consequences, for
example that agent a is sanctioned by agent o. So agent a
recursively considers which decision agent o will take depending on its different decisions δa . Note that here we assume that o is aware of agent a’s decision: hence, agent o
takes its decision considering the legal effects of agent a’s
decision on its beliefs and motivations. The effects on beliefs are included in Definition 1 of the out operation The
effects on motivations are included in the definition below.
Given a decision δa , a decision δo is optimal for agent o
if it minimizes the unfulfilled motivational attitudes in Do
and Go according to the ≥o relation. The decision of agent
a is more complex: for each decision δa it must consider
which is the optimal decision δo for agent o.
Definition 4 (Recursive modelling) Let:
• the unfulfilled motivations of decision δ according to agent a ∈ A be the set of motivations whose
body is part of the closure of the decision under the belief rules but whose head is not.
U (δ, a) = {m ∈ M
| M D(m) =
l1 ∧ . . . ∧ ln → l, {l1 , . . . , ln } ⊆ S and
l 6∈ S, hE, Si = out(Ba , δ)}.
• the unfulfilled motivations of decision δ = δa ∪ δo according to agent o be the set of motivations whose
body is part of the closure of the decision under the belief rules and whose head is not, but considering the
consequences of agent a’s decision on agent o’s beliefs and motivations. Given hE, Si = out(Bo , δ),
the set of motivations which follow from δ are
M 0 = {m0 | CR(d|g, o, r) ∈ S and M D(m0 ) = r}.
The unfulfilled motivations are :
U (δ, o) = {m ∈ Do ∪ Go ∪ M 0 | M D(m) =
l1 ∧ . . . ∧ ln → l and {l1 , . . . , ln } ⊆ S and l 6∈ S}.
• A decision δ is optimal for agent o if and only if there
is no decision δo0 such that U (δ, o) >o U (δa ∪ δo0 , o).
A decision δ is optimal for agent a and agent o if and
only if it is optimal for agent o and there is no decision
δa0 such that for all decisions δ 0 = δa0 ∪ δo0 and δa ∪ δo00
optimal for agent o we have that U (δ 0 , a) >a U (δa ∪
δo00 , a).
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4.1. Example
We now return to the example about trade contracts. For
space reasons, we formalize it concerning only the obligation Oao (pay, s | shipped) and the constitutive rule saying
that the bill of lading counts as the good has been shipped
(shipped ∈ I). We have two agents: the agent a ∈ RA
and the organization o ∈ SA. Agent a attributes mental attitudes to the organization o (o ∈ Aa ).
The agent a can perform the actions of signing a contract
and paying ({sign, pay} ⊆ Xa ), it believes that it has already signed the contract and that the bill of lading bill ∈ P
has been issued {> → sign, > → bill} ⊆ Ba , it desires
not to give its money away (> → ¬pay, ∈ Da ) and not to
be sanctioned by agent o (> → ¬s ∈ Da ).
The organization o does not desire to consider a violator
(V (¬pay, a) ∈ Xo ) and to sanction agent a (s ∈ Xo ) without motivation: {> → ¬V (¬pay, a), > → ¬s} ⊆ Do . It
believes that if agent a signs the contract, this counts as the
creation (c ∈ I) of the contract (ct ∈ CT ): sign → c ∈ Bo .
It believes that the contract has been signed and the bill
of lading (bill ∈ P ) has been issued {> → sign, > →
bill} ⊆ Bo (as agent a does) and also the constitutive norms
concerning the effects of the contract.
The first effect is that the new obligation to pay when
the good is shipped is introduced: Oao (pay, s | shipped).
The obligation is defined by a set of desires and goals:
the normative goal and desire that shipped goods are paid:
shipped → pay ∈ Do ∩ Go ; the goal and desire to consider the lack of payment for shipped goods as a violation: shipped ∧ ¬pay → V (¬pay, a) ∈ Do ∩ Go . And
the goal and desire to sanction violations: V (¬pay, a) →
s ∈ Do ∩ Go ; note that the desire > → ¬s of agents
a and o are requested by the definition of obligation. The
contract achieves these effects on the mental attitudes of
the organization o since it counts as a series of creation actions: that the goals and desires defining the obligation are
added. Since the counts-as relation is described by constitutive norms, i.e., belief rules of agent o, we have:
{c → CR(g, o, shipped→pay), c → CR(d, o,
shipped→pay), c
→
CR(g, o, shipped ∧
¬pay→V (¬pay, a)), c
→
CR(d, o, shipped ∧
¬pay→V (¬pay, a)), c → CR(g, o, V (¬pay, a)→s), c →
CR(d, o, V (¬pay, a)→s)} ⊆ Bo
The second effect is that the bill of lading (bill) is considered as the proof that the good has been shipped; the contract creates a constitutive rule in the beliefs of the normative system o: c → CR(b, o, bill → shipped) ∈ Bo .
We adopt the perspective of agent a who has to decide
whether to pay its fee or not. To take a decision agent a
must recursively model the organization o’s decision. Agent
a takes the decision whose consequences minimize its unfulfilled motivational attitudes given the decision of the or-

ganization and its consequences. Moreover, the decision of
the organization o is assumed to be taken from the point of
view which considers the legal effects in the consequences
out(Bo , δ) of agent a’s decision. Agent a has already signed
the contract, so c ∈ S where hE, Si = out(Bo , δ):
S∩C = {CR(g, o, shipped → pay), CR(d, o, shipped →
pay), CR(g, o, shipped ∧ ¬pay
→
V (¬pay, a)),
CR(g, o, V (¬pay, a)
→
s), CR(d, o, shipped ∧
¬pay
→
V (¬pay, a)), CR(d, o, V (¬pay, a)
→
s), CR(b, o, bill → shipped)}.
The new belief rules are {bill → shipped} and the new
motivation rules are {shipped → pay, shipped ∧ ¬pay →
V (¬pay, a), V (¬pay, a) → s}
The organization o has to decide whether agent a’s behavior respects the obligation or not. Assume agent a decides δa = {¬pay} and agent o considers this as a violation
and sanctions it (δo = {¬V (¬pay, a), ¬s}).
The creation of the new constitutive rule bill → shipped
has a further consequence, that the good is considered as
shipped since the bill of lading counts as such: shipped ∈ S
and hE, Si = out(Bo , {¬V (¬pay, a), ¬s} ∪ {¬pay}).
Thus, the new obligation Oao (pay, s | shipped) has its
condition satisfied. If the agent decides not to pay, it violates its duty. Agent o’s unfulfilled mental attitudes are:
U ({¬V (¬pay, a), ¬s} ∪ {¬pay}, o) ∩ (Do ∪ Go ) =
{shipped → pay, shipped ∧ ¬pay → V (¬pay, a)}
We assume that fulfilling the set of motivations
{shipped → pay, shipped ∧ ¬pay → V (¬pay, a)}
is preferred, according to the ordering ≥o on motivations, with respect to fulfilling {shipped → pay, > →
¬V (¬pay, a), > → ¬s}: sanctioning violations is preferred to the decision not to sanction them.
So the optimal decision for the organization is to consider a’s behavior as a violation and to sanction it δo =
{V (¬pay, a), s}, as the unfulfilled motivations are:
U ({V (¬pay, a), s} ∪ {¬pay}, o) ∩ (Do ∪ Go ) =
{shipped → pay, > → ¬V (¬pay, a), > → ¬s}
Instead, given the decision to pay the fee δa = {pay},
the optimal decision of agent o is not to consider as a violation the behavior of agent a and not to sanction it. Given
δo = {¬V (¬pay, a), ¬s} the unfulfilled mental attitudes
are: U ({¬V (¬pay, a), ¬s} ∪ {pay}, o) ∩ (Do ∪ Go ) = ∅
How does agent a take a decision?
• if δa = {¬pay}, then δo = {V (¬pay, a), s}:
U ({V (¬pay, a), s} ∪ {¬pay}, a) ∩ (Da ∪ Ga ) =
{> → ¬s}
• if δa = {pay}, then δo = {¬V (¬pay, a), ¬s}:
U ({¬V (¬pay, a), ¬s} ∪ {pay}, a) ∩ (Da ∪ Ga ) =
{> → ¬pay}
If paying is preferred to being sanctioned {> → ¬s} >a
{> → ¬pay}, then agent a decides for δa = {¬pay}.
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5. Related work and summary
In this paper we address the problem of defining contracts as legal institutions. Using the methodology of attributing mental attitudes [3, 6] to social entities like organizations, we show that contracts have as precondition
an action which counts as the creation of the contract and
as legal consequences the creation of new mental attitudes.
These attitudes define new obligations as well as new constitutive rules. We also show that the new constitutive rules
can be used to prescribe the subsequent behavior expected
by the parties involved in the contract.
What distinguishes our approach from other models of
counts-as relations is that we can connect goals, and obligations defined as goals, to institutional facts inside the overall
frame of the attribution of the status of agent to the normative system: institutional facts are beliefs of the normative
agent as any other belief.
Related work is Teague and Sonenberg [21] who discuss
the impact on reputation of levelled commitment contracts,
i.e., contracts where each party can decommit by paying
a predeterminate penalty. While reputation is beyond the
scope of this paper, our model of contracts can specify also
the procedures for the parties’ decommitment.
Moreover, Dignum et al. [11] propose the language LCR
for modelling contracts. They define contracts as tuples
composed of agents, contract clauses, stages and interactional structure. With respect to their work we do not define the clauses of a contract as conditional obligations (as
also Pacheco and Carmo [17] do). Rather we use constitutive rules which create obligations when the contract is created or when some relevant event happens. Finally, as they
propose, we give a definition of obligations in terms of violations, but we take a subjective perspective and consider
the decision problem of an agent subject to obligations.
Finally, Daskalopulu and Maibaum [8] model contracts
as processes having as states legal relations among the parties. They introduce obligations which are consequences of
the unfulfillment of other obligations. However, they do not
consider the role of constitutive rules in contracts and the
fact that violations are recognized only as an effect of the
activity of the normative agent.
In future research we consider roles in our model, another important component in the structure of organizations.
Roles and contracts are related for example because a contract can assign an agent to a role. Moreover, the contract
assigns responsibilities of roles which count as an obligation of the agent assigned to the role. Finally, contracts can
be used to create new organizations modelled as legal institutions and also new suborganizations and roles inside an
organization.
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Abstract
We discuss a model of cooperation among autonomous
agents, based on the attribution of mental attitudes to
groups: these attitudes represent the shared beliefs and objectives and the wish to reduce the costs for the members. When agents take a decision they have to recursively
model what their partners are expected to do under the assumption that they are cooperative, and they have to
adopt the goals and desires attributed to the group: otherwise, the other members consider them uncooperative and
thus liable.

1. Introduction
In multiagent systems, autonomous agents interact with
each other, they play roles in organizations [15], they are
hold responsible for some tasks and they are subject to obligations and permissions [20]. According, e.g., to [13, 15,
28], a multiagent system should make minimal commitments on the structure of its heterogeneous members, e.g.,
that their autonomous behavior is driven by the representation of mental attitudes like beliefs, desires, goals or intentions. At the same time, in a multiagent system, agents form
coalitions and groups to achieve goals which they are not
able to pursue individually. Groups in a multiagent system
interact as a whole with other agents and groups, they play
roles in organizations, they are hold responsible for some
tasks and they are subject to obligations and permissions
[23]. But if groups act as agents in the multiagent system,
groups should be described in the same terms as agents:
they should be attributed mental attitudes, like beliefs, desires, goals or intentions, and an autonomous behavior.
In this paper, starting from Boella et al. [1]’s model of
cooperation, we address the following research questions:
• How can groups be considered as agents and how can
they be attributed beliefs, desires and goals?
• Which properties of cooperation can be shown in such
a definition of a group?

Leendert van der Torre
CWI-Amsterdam and
Delft University of Technology
e-mail: torre@cwi.nl
Boella et al. [1] argue that the basic elements of a general model of cooperation among the members of a group
of autonomous agents are: a) considering the overall advantage that the group gains from the decisions of the single
agents by means of a shared utility function; b) adopting
some goals of the partners, if their achievement increases
the advantage for the group. These elements must be combined with c) the ability of social agents to model in a recursive way ([17]) the decisions of the other partners, so to
predict their behavior. Boella et al. [1] show that, if these elements are present, the group’s behavior satisfies the basic
properties of cooperation required by Cohen and Levesque
[12], Grosz and Kraus [19], Tambe [29] and Yen et al. [32],
like helpful behavior, communication, conflict avoidance, et
cetera. Boella et al. [1]’s approach, however, suffers from
the lack of a precise model of beliefs, desires and goals and
from the dichotomy between these qualitative notions and
the quantitative approach of the decision theoretic planner
they use.
In this paper, we propose a model of cooperation which
provides a precise formalization of the notions of belief, desire and goal of the agents, using a logical framework; second, instead of using classical decision theory, we base the
deliberation process of agents on a qualitative decision theory inspired to the BOID architecture of Broersen et al. [9].
The methodology we adopt is the same as the logical multiagent framework we used for normative multiagent systems [3, 6] and virtual communities [4]. In those papers,
we use a similar metaphor: a normative system can be described as an agent. Here, we propose that groups are modelled as agents, too.
We assume in this paper that a group is already formed
and, hence, we do not consider the problem of group creation (see, e.g., [24, 27]) or its dynamics. Moreover, we do
not consider the problem of distributed planning in a group.
The structure of this paper is the following: in Section 2,
we describe the attribution of mental attitudes to a group.
Then, in Sections 3 and 4, we present the formal framework. In Section 5, we apply the framework to some scenarios typical of cooperation. A summary closes the paper.
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2. The group as an agent
Bratman [7] considers the following key features of
shared cooperative activity:
a. Commitment to the joint activity: “The participants
each have an appropriate commitment (though perhaps
for different reasons) to the joint activity”, [7, p. 94].
b. Commitment to the mutual support: “Each agent is
committed to supporting the efforts of the other to play
her role in the joint activity”, [7, p. 94].
c. Mutual responsiveness: “Each participating agent attempts to be responsive to the intentions and actions
of the other knowing that the other is attempting to be
similarly responsible”, [7, p. 94]. Where “responsiveness” means “keeping an eye to the behavior of the
other and to act on the expectations that an agent has
on the partner’s behavior”.
The first two requirements are not sufficient to define cooperative behavior. In contrast, the third one, mutual responsiveness, is a general ability of autonomous agents that enables them to work in a social environment, so it is necessary beyond cooperation. This idea is due to the sociologist
Goffman [18], who argues that human actions are always
taken in a situation of “strategic interaction”:
“When an agent considers which course of action to follow, before he takes a decision, he depicts in his mind the consequences of his action
for the other involved agents, their likely reaction,
and the influence of this reaction on his own welfare” [18, p. 12].
In the field of agent theory this idea has been formalized
by Gmytrasiewitcz and Durfee [17] as recursive modelling:
“Recursive modelling method views a multiagent
situation from the perspective of an agent that is
individually trying to decide what physical and/or
communicative actions it should take right now.
[...] In order to solve its own decision-making
situation, the agent needs an idea of what the
other agents are likely to do. The fact that other
agents could also be modelling others, including
the original agent, leads to a recursive nesting of
models.”
With respect to game theory, recursive modelling considers the practical limitations of agents, such that they can
build only a finite nesting of models about other agents’ decisions.
In this paper, we explain cooperative behavior by considering the group as an entity of social reality (in the sense
of the construction of social reality of Searle [26]): a group
exists because it is collectively attributed by all its members

mental attitudes like beliefs, desires and goals. Its beliefs
represent the conventions of its members and the recipes
they use to achieve their shared goals. Its goals and desires
represent the shared goals of its members as well as their
preferences about the means to fulfill their goals and about
costs they incur into. Note that the group’s motivations include not only the shared goals: rather, they include also the
private desires to minimize the costs for each agent; otherwise, the partners would not agree to stay in the group.
The group, however, is a social construction, and is not
an agent acting in the real world. It acts indirectly via the
actions of its members. In our model, agents of a group coordinate with each other since Bratman’s conditions are realized as follows:
a. When they take a decision, they consider first the goals
of the group and they try to maximize their fulfillment.
Hence, they are committed to the joint activity.
b. When they take a decision, they include in it some actions which contribute to the efforts of their partners.
Hence, they are committed to mutual support.
c. When they take a decision, they recursively model
the decisions of their partners and their effects under
the assumption that the partners are cooperative, too.
Hence, they are mutually responsive to each other.
In more detail, when an agent evaluates a decision, he
first considers which goals and desires of the group are fulfilled by his decision and which are not (a); only after maximizing the fulfillment of these motivations he includes in
his decision some actions fulfilling also his private goals.
When agents base their decisions on the goals and desires
of the group we will say that their agent type is cooperative. This classification of agents according to the way they
give priority to desires, goals or obligations is inspired by
the BOID agent architecture presented in [9]. In Boella and
van der Torre [3], when an agent bases his decision on the
obligations he is subject to, his agent type is called respectful. Taking into accounts the motivations of other agents,
and, thus also the goals and desires of the group, is an ability called “adoption”: “having a state of affairs as a goal because another agent has the same state as a goal”, [11]. According to Castelfranchi [11], adoption is a key capability
for an agent to be social: social agents must be able to consider the goals of other agents and to have attitudes towards
those goals.
An agent, to understand the impact of his decisions on
his partners and, thus, on the goals of the group, has to recursively model what his partners will decide and how their
decisions will affect the group’s motivations (c). For this
reason, the logical framework described in the next sections allows an agent to take a decision under the light of his
partners’ expected reactions. First, by using recursive mod-
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elling, the agent understands whether the group’s performance can be improved by including in his decisions some
actions which contribute to his partners’ efforts (b). Second,
the agent understands whether his decision conflicts with
the predicted decisions of the other agents. Third, he understands when he needs to inform the partners when their
goal has been achieved, or to proactively inform them about
his decisions [32]. It must be noted that if an agent includes
in his decisions some actions which contribute to his partners’ efforts (b), these decisions could lead an agent to being exploited by his partners. E.g., assume the partner b of
an agent a, besides doing his part x in the group, has some
other private goal y: agent a could do something for helping his partner b to achieve y since this could lead to a better performance of x by his partner b. Instead, this is not
possible since, when agent a recursively models his partner b, he assumes that his partner b has a cooperative agent
type: so, he will not disregard his part x to achieve his private goal y.
We can motivate our view by means of the following example. A group of two agents a and b has the shared goal
of finding some object lost at home. Their simple plan is
that agent a looks in the kitchen and agent b in the living
room. Besides the shared goal, the group’s motivations include the desires of the two agents to save as much time as
possible. Suddenly, agent a finds the object; he knows that
his partner b is still looking under the sofa. Can agent a exit
the group since he achieved the shared goal (which is also
his own goal)? He cannot, he should not abandon the group.
If there were no other shared motivations besides the shared
goal, then we could not explain why agent a should still take
care of his partner b. Hence, we must assume some other
shared desire which agent a should attend to: that agent b
does not waste his time and energy. Agent a’s further commitment to the group is explained by the fact that he can still
take a decision which allows to fulfill this desire of his partner. If the object has been found, the action of searching
it again does not reach any effect: so, no other goal or desire of the group can be satisfied by looking around. Even
worse, looking again has some cost (e.g., wasting time, effort, messing up the living room) which is not justified by
the shared goal anymore. What makes this desire to save
time and energy different from the other private desires of
agent b is that it is attributed to the group, and, thus, agent
a must attend to it to be cooperative. Agent a must attend to
this desire not only while he is doing his part, e.g., by avoiding interfering with agent b’s actions, but also when he cannot or should not do his part anymore. So, agent a decides
to communicate to agent b that the object has been found,
even if this action does not satisfy any of his private goals
and, rather, it costs some effort to him. But, agent a does so
since for the group the cost of communication is worth less
than the cost of searching.

3. The conceptual model
First of all, we introduce the structural concepts and
their relations. We have to describe the different aspects
of the world and the relationships among them. We therefore introduce a set of propositional variables X and we extend it to consider also negative states of affairs: L(X) =
X ∪ {¬x | x ∈ X}. Moreover, for x ∈ X we write ∼x
for ¬x and ∼(¬x) for x. The relations between the propositional variables are given by means of conditional rules
written as R(X) = 2L(X) × L(X): the set of pairs of a
set of literals built from X and a literal built from X, written as l1 ∧ . . . ∧ ln → l, and, when n = 0, > → l. The rules
represent the relations among propositional variables existing in beliefs, desires and goals of the agents.
Then there are the different sorts of agents A we consider. Besides real agents RA (either human or artificial)
we consider as agents in the model also socially constructed
agents like groups, normative systems and organizations
SA. This does not mean that these agents exist. Rather, they
exist only as they are attributed mental attitudes by other
agents (either real or not). By mental attitudes we mean beliefs B, desires D and goals G.
Concerning the relations existing between these structural concepts, mental attitudes are represented by rules,
even if they do not coincide with them: M D : B ∪D ∪G →
R(X). When there is no risk of confusion we will abuse the
notation by identifying rules and mental states. To resolve
conflicts among motivations M = D ∪ G we introduce a
priority relation by means of a function ≥: A → 2M × 2M
from agents to a transitive and reflexive relation on the powerset of the motivations containing at least the subset relation. We write ≥a for ≥ (a). Moreover, different mental attitudes are attributed to all the different sorts of agents by the
agent description relation AD : A → 2B∪D∪G∪A . We write
Ba = AD(a) ∩ B, Aa = AD(a) ∩ A, for a ∈ A, etc.
Also agents are in the target of the AD relation for the
following reason: groups, normative systems and organizations exist only as profiles attributed by other agents. So
groups, normative systems and organizations exist only as
they are described as agents by other agents, according to
the agent description relation. The AD relation induces an
exists-in-profile relation specifying that an agent b ∈ SA
exists only as some other agents attribute to it mental attitudes: {a ∈ RA | b ∈ Aa } 6= ∅.
Moreover, we do not assume that an agent can observe
every propositional variable: the set of observable variables
OP : A → 2X is a function from agents to the powerset of
variables, where OP (a) is the set of variables which agent
a ∈ A can observe.
Finally, the two sets of agents are disjoint and are all subsets of the set of agents A: RA∩SA = ∅ and RA∪SA = A.
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We introduce now concepts concerning informational aspects. First of all, the set of variables whose truth value is
determined by an agent (decision variables) [21] are distinguished from those which are not P (the parameters).
Concerning the relations among these concepts, we have
that parameters P are a subset of the propositional variables X. The complement of X and P represents the decision variables controlled by the different agents. Hence
we associate to each agent a subset of X \ P by extending again the agent description relation AD : A →
2B∪D∪G∪A∪(X\P ) . We can now define a multiagent system as M AS = hRA, SA, X, P, B, D, G, AD, M D, ≥i.

3.1. Plans
Some more words must be devoted to the representation
of plans, since in our abstract model, we do not have an explicit notion of plan, with decompositions and causal links
among actions, and we abstract from problems like the temporal ordering of actions. We consider a plan as a set of subgoals which imply the achievement of the goal. Each subgoal can be either a decision variable, i.e., an action directly
executable by the agent, or a parameter, whose truth can be
controlled indirectly via some decision variable. We focus
only on how to express the notion of subgoal in our system.
If an agent a ∈ A has a goal r → x ∈ Ga , where
r is its relevance condition, there are two possibilities: either x is directly executable by the agent or x is not directly executable. In the second case, if x is not a decision variable in Xa , it believes that it must make true some
other propositional variables or to execute some actions:
e.g., y ∧ z → x ∈ Ba . To achieve x, the agent has to
adopt y and z as subgoals. How can we represent this fact in
our conditional rule based formalism? Certainly, saying that
> → y ∈ Ga and > → z ∈ Ga are two unconditional goals
of the agent is not enough, because we would lose the relation between x and y ∧ z; if x had been achieved, y and
z would not be goals of the agent anymore. A first solution could be to use the fact that x has not been achieved as
a condition of the goals: ¬x → y ∈ Ga and ¬x → z ∈ Ga .
Is this enough? It is also possible that while ¬x is still true,
x is not anymore a current goal of the agent since the relevance condition r is not true anymore: x is not anymore a
goal to be fulfilled. The agent does not consider the possibility that the main goal becomes irrelevant before its satisfaction. Hence, the correct representation of subgoals of
r → x ∈ Ga is r ∧ ¬x → y ∈ Ga and r ∧ ¬x → y ∈ Ga .
And so on, recursively, for the subgoals of y and z, if any.
In summary, a subgoal of another goal has among its
conditions the relevance condition of the main goal as well
as the fact that the main goal has not been achieved yet.

4. Games between agents in a group
The advantage of the attribution of mental attitudes to
groups is that standard techniques developed in qualitative
decision and game theory can be applied to cooperation.
Here we consider a simple form of games between two
agents a and b in A which form a group A ∈ SA.
First of all, to incorporate the consequences of belief
rules, we introduce a simple logic of rules called out: it
takes the transitive closure of a set of rules, called reusable
input/output logic in [22]; out(E, S) be the closure of S ⊆
L(X) under the rules E. We write out∗ (E, S) for the closure under the so-called closed world assumption. For a
propositional variable x, if x is not part of out(E, S), then
¬x is part of out∗(E, S).
• out0 (E, S) = S
• outi+1 (E, S) = outi (E, S) ∪ {l | L → l ∈ E, L ⊆
outi (E, S)} for i ≥ 0
• out(E, S) = ∪∞
0 (E, S)
• out∗(E, S) = out(E, S) ∪ {¬x | x 6∈ out(E, S)}
For an agent a ∈ A and a decision δ ∈ ∆ we write
δa for δ ∩ L(Xa ). When agent a takes its decision δa it
has to minimize the unfulfilled motivational attitudes it considers relevant: its own desires Da and goals Ga , and also
the desires DA and goals GA of the group it belongs to.
But when it considers these attitudes, it must not only consider its decision δa and the consequences of this decision;
as required by the third requirement of cooperative agents,
it must consider also the decision δb of its partner b and its
consequences out∗(Ba , δ). So agent a recursively considers which decision agent b will take depending on its different decisions δa . Note that here agent a assumes that agent
b is not aware of agent a’s decision and of its consequences,
but only of those propositional variables OP (b) in X that
it can observe: out∗(Bb , δb ∪ (out(Ba , δa ) ∩ OP (b)).
We can now define decisions of agents. The set of decisions ∆ is the set of subsets δ = δa ∪ δb ⊆ L(X)
such that their closures under the beliefs out ∗ (Ba , δ) and
out∗(Bb , δb ∪(out(Ba , δa )∩OP (b)) do not contain a variable and its negation. Note that there is no restriction to the
possibility that decisions include decision variables of Xa
which do not contribute to the goals of the agent. In particular, the decisions can contain decision variables contributing to the goals to be achieved by the partner of the agent
in a group. Our second requirement of cooperative agents in
Section 2 is thus satisfied.
Given a decision δa , a decision δb is optimal for agent b
if it minimizes the unfulfilled motivational attitudes in Db
and Gb according to the ≥b relation. The decision of agent
a is more complex: for each decision δa it must consider
which is the optimal decision δb for agent b.
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Definition 1 (Recursive modelling) Let:
• the unfulfilled motivations of decision δ according to
agent a ∈ A be the set of motivations whose body is
part of the closure of the decision under belief rules
but whose head is not.
U (δ, a) = {m ∈ M | M D(m) = l1 ∧ . . . ∧ ln →
l, {l1 , . . . , ln } ⊆ out∗(Ba , δ) and l 6∈ out∗ (Ba , δ)}.
• the unfulfilled motivations of decision δ = δa ∪ δb according to agent b be the set of motivations whose
body is in the observable part of the closure of the decision under belief rules, but whose head is not:
U (δ, b) = {m ∈ M | M D(m) = l1 ∧ . . . ∧ ln →
l, {l1 , . . . , ln } ⊆ out ∗ (Bb , δb ∪ (out(Ba , δa ) ∩
OP (b))) and l 6∈ out ∗ (Bb , δb ∪ (out(Ba , δa ) ∩
OP (b)))}.
• a decision δ is optimal for agent b if and only if there
is no decision δb0 such that U (δ, b) >b U (δa ∪ δb0 , b).
A decision δ is optimal for agent a and agent b if and
only if it is optimal for agent b and there is no decision
δa0 such that for all decisions δ 0 = δa0 ∪ δb0 and δa ∪ δb00
optimal for agent b we have that U (δ 0 , a) >a U (δa ∪
δb00 , a).

4.1. Decision making in groups
The agents value decisions according to the desires and
goals which have been fulfilled and which have not. The
agents can be classified according to the way they solve
the conflicts among the rules belonging to different components: private desires and goals and desires and goals of
the group A that can be adopted. We define agent types as
they have been introduced in the BOID architecture [9].
In Section 2, we define as a requirement of cooperative
agents the fact that they give priority to the desires and goals
of the group; they pursue their private goals only if they do
not prevent the achievement of the group’s objectives.
Definition 2 (Agent types)
Selfish agent A selfish agent always tries to minimize its
own unfulfilled desires and goals. An agent a ∈ A has
a selfish agent type iff:
• if
U (δ, a)
≥a
U (δ 0 , a)
then
0
U (δ, a) ∩ (Da ∪ Ga ) ≥a U (δ , a) ∩ (Da ∪ Ga )
Cooperative agent A cooperative agent always tries to
minimize the unfulfilled desires and goals of the group
A, before minimizing its private goals and desires. An
agent a ∈ A has a cooperative agent type iff:
U (δ, a)
≥a
U (δ 0 , a)
then
• if
U (δ, a) ∩ (DA ∪ GA ) ≥A U (δ 0 , a) ∩ (DA ∪ GA )
Similar definitions can be provided for agents who give
precedence to goals with respect to desires, agents who
adopt as their goals the obligations they are subject to, etc.

5. Properties of cooperation
In this section we discuss the properties of our model of
groups using some typical scenarios.

5.1. Communication
“Any theory of joint action should indicate when communication is necessary”, [12, p. 4]. The prototypical communication phenomena necessary to avoid miscoordination
in a group are illustrated by Cohen and Levesque [12]: e.g.,
as discussed in Section 2, when an agent believes that the
shared goal has been achieved, it is not yet allowed to leave
the group; rather, it should ensure that all the other agents
know this fact as well. We can model the necessity of this
communication thanks to the interplay of the attribution of
mental attitudes to the group with recursive modelling.
In the next scenario, the agents a and b in A form a
group A ∈ SA. The shared goal of the group is to achieve x
(> → x ∈ GA ), and to achieve x the members should use
the plan y∧z → x ∈ BA ∩Ba ∩Bb ; e.g., x ∈ P means finding an object searched for, y ∈ Xa is an action of agent a for
looking in some room and z ∈ Xb an action of b for looking
in another one. Moreover the group agreed not to make too
much effort; e.g., the group desires preventing fuel or time
consumption due to executing action y (> → ¬y ∈ DA );
analogously for actions z ∈ Xb and c ∈ Xa , where c is the
communication action of agent a; this action makes agent b
believe that the object has been found, i.e., the shared goal
(x) has been achieved (c → x ∈ Bb ).1 However, not all actions have the same costs: e.g., y and z cost more than c (see
≥A ),
Assume that agent a is going to perform its action y, but
that for some reason x is already true (> → x ∈ Ba ). The
agent believes that agent b is not aware of that (> → x 6∈
Bb ) and x is not observable by it (OP (b) = X \ {x}).
Agent a has to figure out which is the best decision δa ,
among doing nothing, doing its part y of the plan or communicating to agent b that x is true, or doing both. However,
agent a’s private desires Da and goals Ga are different from
those of the group: agent a does not care about the cost for
agent b of doing z (> → ¬z 6∈ Da ) and it has as a subgoal its part of the plan y: ¬x → y ∈ Ga (where the condition ¬x expresses the fact that y is a goal only as far as the
main goal x has not been achieved yet).

1

A communication action in our framework is represented in a simplified way as an action whose effects influence the beliefs of another
agent. In the formalization below, c has the effect x in the beliefs of
agent b: c → x ∈ Bb , but c → x 6∈ Ba , since c → x ∈ Ba would
mean that, according to agent a, c achieves x in the world.
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Situation 1
Group A:
BA = {y ∧ z → x},
GA = {> → x},
DA = {> → ¬y, > → ¬z, > → ¬c},
≥A ⊇ {> → x} > {> → ¬y, > → ¬z} > {> → ¬z} >
{> → ¬c},
Agent a:
{y, c} ⊆ Xa , x ∈ P,
Ba = {> → x, y ∧ z → x},
Ga = {> → x, ¬x → y},
Da = {> → ¬y, > → ¬c},
≥a ⊇ {> → x} > {> → ¬y, > → ¬z} > {> → ¬z} >
{> → ¬c},
Agent b:
z ∈ Xb , OP (b) = X \ {x},
Bb = {y ∧ z → x, c → x},
Gb = {> → x, ¬x → z},
Db = {> → ¬z},
≥b ⊇ {> → x} > {> → ¬y, > → ¬z} > {> → ¬z} >
{> → ¬c},
Optimal decision: δa = {c, ¬y}, δb = {¬z}
Consequences of beliefs:
out∗(Ba , {c, ¬y, ¬z}) = {x, c, ¬y, ¬z}
out ∗ (Bb , {¬z} ∪ (out(Ba , {c, ¬y}) ∩ OP (b)))
{x, c, ¬y, ¬z}
Unfulfilled motivational attitudes:
U (δ, a) ∩ (Da ∪ Ga ) = {> → ¬c}
U (δ, b) ∩ (Db ∪ Gb ) = ∅.

=

Since agent a decides to do {c}, then agent a’s unconditional (and hence applicable) desire > → ¬y ∈ Da
is fulfilled in out ∗ (Ba , {c, ¬y, ¬z}) (the antecedent >
of the unconditional rule > → ¬y is true and also the
consequent ¬y is), while > → ¬c remains unsatisfied
(¬c 6∈ out∗(Ba , {c, ¬y, ¬z}})). Moreover, the shared goal
> → x ∈ GA is satisfied and ¬x → y ∈ Ga is not applicable (¬x 6∈ out∗(Ba , {c, ¬y, ¬z}})).
Concerning agent b, it believes that the consequences of
the decision δ = δa ∪ δb are {x, c, ¬y, ¬z} due to the effect
of c (even if x cannot be observed, c → x ∈ Bb and c can be
observed, c ∈ OP (b)). Given these consequences, its part
of the plan ¬x → z ∈ Gb is not relevant and, thus, has not
to be satisfied (¬x 6∈ out∗(Bb , {¬z} ∪ (out(Ba , {c, ¬y}) ∩
OP (b)))).
Had agent a’s decision been δa0 = {¬c, ¬y} it would fulfill a’s and group’s desire to avoid the cost ¬c (> →
c ∈ Da ∩ DA ). However, it would leave agent b unaware of the satisfaction of the shared goal: out∗(Bb , {z} ∪
(out(Ba , {¬c, ¬y}}) ∩ OP (b))) = {z, ¬x, ¬c, ¬y}.
How does agent a take a decision between δa and δa0 ? It
compares which of its goals and desires remain unsatisfied
in the light of agent b’s decision: δb0 = {z}. Agent a knows

that δb0 is the optimal decision after δa0 for agent b since δb0
would achieve its goal ¬x → z. So the unfulfilled desires of
the group would have been U (δa0 ∪ δb0 , a) ∩ (DA ∪ GA ) =
{> → ¬z}. Since ≥A ⊇ {> → ¬z}>{> → ¬c} (i.e.,
communication is less costly than doing z) δa is preferred
over δa0 by a cooperative agent a: U (δa ∪ δb0 , a) ∩ (DA ∪
GA ) ≥a U (δa0 ∪ δb0 , a) ∩ (DA ∪ GA ).
Had agent a been a selfish agent, its decision would have
been δa0 , since U (δa0 ∪ δb0 , a) ∩ (Da ∪ Ga ) = {> → ¬c} ≥a
U (δa ∪ δb , a) ∩ (Da ∪ Ga ) = ∅.

5.2. Helpful behavior
When, due to recursive modelling, agent a believes that
agent b is experiencing some difficulties in doing its part, it
decides to do something to resolve them, but only in case its
intervention ensures less costs for the group.
In the next scenario the plan y ∧ z → x ∈ BA for
achieving x is composed by an action y ∈ Xa of agent a
and a parameter z ∈ P which can be made true by agent
b my means of action j ∈ Xb , but only under condition
p (j ∧ p → z ∈ BA ); agent a can achieve p by doing
h ∈ Xa ; agent b has the goal of doing j for achieving z:
¬x ∧ ¬z → j ∈ Gb . What happens if j cannot achieve z
since precondition p is not true and agent b cannot do anything for making p true?
Situation 2
Group A:
BA = {y ∧ z → x, j ∧ p → z, h → p},
GA = {> → x},
DA = {> → ¬y, > → ¬z, > → ¬h},
≥A ⊇ {> → x} > {> → ¬y, > → ¬z, > → ¬h}
Agent a:
y, h ∈ Xa , {x, z, p} ⊆ P,
Ba = {y ∧ z → x, j ∧ p → z, h → p},
Ga = {> → x, ¬x → y},
Da = {> → ¬y, > → ¬h},
≥a ⊇ {> → x} > {> → ¬y, > → ¬z, > → ¬h}
Agent b:
j ∈ Xb , OP (b) = X,
Bb = {y ∧ z → x, j ∧ p → z, h → p},
Gb = {> → x, ¬x → z, ¬x ∧ ¬z → j},
Db = {> → ¬z},
≥b ⊇ {> → x} > {> → ¬y, > → ¬z, > → ¬h}
Optimal decision: δa = {y, h}, δb = {j}
Consequences of beliefs:
out∗(Ba , {y, h, j}) = {p, y, h, j, ¬x, ¬z}
out∗(Bb , {j} ∪ (out(Ba , {y, h}) ∩ OP (b))) =
{p, x, z, j, h, y}
Unfulfilled motivational attitudes:
U (δ, a) ∩ (Da ∪ Ga ) = {> → ¬y, > → ¬h}
U (δ, b) ∩ (Da ∪ Ga ) = {> → ¬z}.

1353
Agent a accepts to do also action h to achieve p (h →
p ∈ BA ), so that agent b’s action j can achieve z. Thanks
to recursive modelling, it can predict that if it does not do
h, the group cannot achieve the shared goal. It does so since
for the group it is better to face the additional cost of doing
h than to give up the shared objective: ≥A ⊆ {> → x} >
{> → ¬y, > → ¬z, > → ¬h}.
Sometimes, helpful behavior is not sufficient; in the previous situation if agent b is not aware of the contribute
of agent a to achieve p and p and h are not observable
(OP (b) = X \{h, p}), then agent a has to consider whether
to communicate to agent b that p is true (c → p ∈ Bb ).

5.3. Conflict avoidance
When agents can choose how to do their part, they can
minimize their private costs - i.e., desires not contained in
DA - but, in doing so, they have to ensure that they do not
prevent other agents from doing their part.
Consider an example where agent a can achieve its part
of the shared plan y ∈ P (a parameter) by doing j ∈ Xa or
k ∈ Xa ; action k is less costly than j: ≥a ⊇ {> → ¬j} >
{> → ¬k} and {> → ¬j, > → ¬k} ⊆ Da (but the two
desires do not belong to DA ). However, if k is true, the
agent b cannot achieve its goal z ∈ P (a parameter) by doing action h ∈ Xb : h → z ∈ Bb but h ∧ k → ¬z ∈ Bb .
Hence, agent a decides to do the more costly action j.

5.4. Ending cooperation
When agent a, whatever action it chooses, cannot do
anything for the group, it can consider itself as out of the
group and it is entitled to return to its private goals. As a
particular case we have the situation requested by Cohen
and Levesque [12] that the group terminates when there is
the mutual belief that every agent believes that the shared
goal has been achieved. Consider a scenario similar to Situation 1: this time, both agents are aware that x has been
satisfied. So no communication is necessary and cooperation ends without leaving any goal of the group unsatisfied.
Analogously, the agent can leave the group when it believes that the other agent knows that the shared goal has
become irrelevant or that it is impossible to be achieved.
Agent a gives up the cooperation not only when the final conditions are met for all the other members, but also
when there is nothing to do for preventing the other members incur in some cost for the group. For example, consider on Situation 1, assuming this time that agent a knows
that its attempt to communicate to b that the shared goal
x has been achieved will fail, since a precondition g does
not hold and agent a cannot do anything for making it true:
> → g 6∈ Bb and c ∧ g → ¬x ∈ Bb .

6. Summary and concluding remarks
In this paper, groups are considered as agents: each
member of the group has to adopt the goals and desires attributed to the group when it takes a decision and to add
some actions to help his partners. Moreover, they recursively model the decisions of their partners to predict the
result of their actions. The group is not a real agent, but an
entity belonging to the social reality and constructed by the
agents when they join together. However, a group can interact with other agents, it can play roles in organizations, it
can be hold responsible for some tasks and it can be subject to obligations and permissions. This model allows to
explain cooperation phenomena like communication, helpful behavior, conflict avoidance, termination of cooperation.
In this paper, we consider a framework based on a qualitative decision theory: decisions are taken on the basis of
the desires and goals of the agents, rather than on a quantitative representation. The idea that the group can be described by an agent who has its own desires and goals plays
the same role as that of the shared utility function in Boella
et al. [1]. Moreover, the idea that this shared utility function
is part of the members’ individual utility functions is substituted by the fact that a cooperative agent adopts the goals of
the group. In this way, we need not distinguish anymore between the desires and goals attributed to the agents (like the
goal of doing their part of the shared plan) on the one side,
and the utility functions expressing their preferences on the
other side like in [1]. We avoid also the problems that classical decision theory presents when dealing with plans rather
than with decisions, as discussed, e.g., in Dastani et al. [14].
It must be noted that our approach departs from the
idea due to Bratman [7] that shared cooperative activity
is defined by individual mental states and their interrelationships, without collective forms of attitudes that go beyond the mind of individuals and without further mental
states characterizing cooperative behavior: “a shared intention is not an attitude in the mind of some super-agent consisting literally of some fusion of the two agents”, [8, p.
111]. This “broadly individualistic” approach contrasts with
many other approaches like Gilbert [16] (the cooperating
agents form “a plural subject which is no more reducible”),
Tuomela [30] (who introduce we-intentions - “we shall do
G” - which represent the internalization of the notion of
group in its members) and Searle [25] (“collective intentional behavior is a primitive phenomenon”).
Finally, the definition of cooperation we presented is a
prescriptive model: it explains how the members of a group
should behave if they want to be cooperative. We make no
assumption about why an agent is cooperative and, thus,
adopts the goals and desires of the group. But, as Castelfranchi [10] argues, when an agent enters a group, a social
commitment is created: this determines the right of the other
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members of the group to control that the agent does his part,
to complain and protest if he abandons the group and to require compensations for the consequent losses. Hence, cooperation is strictly connected with rights and obligations
between agents. In Tuomela [31]’s terminology, the groups’
attitudes are binding, in the sense of “an objective obligation to accept the attitude (goal, intention, belief, action) as
applicable to all group members”. This normative character can be described in our model thanks to the fact in this
paper we exploit a multiagent framework similar to the one
proposed by [3, 4] for modelling normative systems.
Related work is [3, 4, 5, 6] which analyze in a similar
qualitative game theory the problem of normative reasoning in multiagent systems. Analogously to this paper, the
basic idea is the attribution of mental attitudes - beliefs, desires and goals - to social entities like normative systems.
In particular, the role of beliefs attributed to normative systems for modelling constitutive norms is addressed in [6].
Further research issues are also the power and dependence relations in groups [2], the creation of the group and
its dynamics, and the distribution of obligations in a group.
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Negotiating the Distribution of Obligations
with Sanctions among Autonomous Agents
Guido Boella1 and Leendert van der Torre2
Abstract. In this paper we study the distribution of obligations
together with their associated sanctions among agents belonging to
collective entities like groups and organizations. We model the distribution as a negotiation process among the agents, we model the
behavior of the agents in a qualitative game theory, and we formalize them in a logical framework. We characterize collective obligations according to the way the responsibility in case of violation is
attributed to individual agents or to the whole set of agents, where
we distinguish among violations during the negotiation and during
the execution of the task. We also show that in some cases it is a
drawback to be the only agent able to see to the fulfilment of part of
an obligation, but in other cases it may be an advantage, because of
the power it gives to the agent during the negotiation.

1

Introduction

Organizational concepts are introduced in multiagent systems to control their emergent behavior. Agents are organized in groups [10] or
assigned to roles, and obligations are assigned to agents based on
their roles’ responsibilities. Obligations are assigned also to collective entities like groups and organizations, for example, when these
entities are recognized by the law as legal persons [13], or when obligations are delegated in an organization in a top down manner to
the departments. The distribution of group and organizational obligations raises the question of which agents are responsible in case of
violation and which ones are sanctioned.
In this paper we study how an obligation with explicit sanctions
directed to a set of agents is distributed among them. We provide a
formal model in which the distribution of obligations is the result of a
negotiation process [14, 17] among the agents, where the negotiation
model makes the dependencies between agents explicit. One issue
we study in our framework is how the distribution of obligations –
comparable to the distribution of group, joint and social goals – is
related to the distribution of responsibility and sanctions, and another
issue we study in our framework is the role played by the abilities of
the agents in the distribution process.
Dignum and Royakkers [9] discuss the difference between general
obligations, e.g., “cyclists have to give way to motor vehicles”, and
collective ones, e.g., “John and Paul have to move the table”, and
how the obligation is distributed to the agents, e.g., “John takes one
end of the table and Paul the other”. Cholvy and Garion [8] refine
this approach and claim that if there is a set of agents subject to an
obligation to perform some task, then “the derivation of individual
1
2
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obligations from collective obligations depends on several parameters, among which the ability of the agents”. If an agent is the only
one able to perform a part of that task, then it is obliged to do that part
and it is also obliged to do that towards the other members of the set.
Their motivating example is based on three children who are obliged
by their mother to prepare the table for dinner. The oldest child is the
only one who is tall enough to get the glasses on the cupboard. The
whole group is responsible for the violation of the collective obligation, but in case the violation is due to the fact that the oldest boy did
not bring the glasses, only he “can be taken responsible by the group
because he was the only one able to take the glasses”.
The formal framework we introduce can be used for a more fine
grained analysis of the example, including the following issues.
• It considers various task distributions, because the agents have to
find an agreement on how to distribute the tasks. This agreement
is the result of a negotiation which has to take into account the
dependence relations among the agents. E.g., the kids are first
obliged to negotiate the distribution of the obligation, and then,
only if they find a successful distribution of obligations, the oldest
kid becomes obliged to see to the glasses.
• It distinguishes, on the one hand, between the obligations and the
sanctions associated with the violations of these obligations, including violations during the distribution process. In the example,
if the negotiation is unsuccessful, then the children have violated
the negotiation obligation and are punished, but the oldest child is
not punished for not seeing to the glasses.
• It explains the apparent conflict between the obligation of the oldest boy and the analysis based on dependence and power structures, as is common in social theory and which has been promoted
in agent theory by Castelfranchi [7]. According to this alternative
view, the ability possessed by only one agent makes the remaining agents depend on him, since they lack the power to do part of
the task they are obliged to. The oldest boy is in the best position,
rather than having an additional burden and being sanctioned both
for not respecting the collective obligation and his own obligation;
the reason is that he has more power in the negotiation for the distribution of the task, and, by exercising this power, he may end up
doing less than the other boys.
We focus on “sets of agents” rather than “groups of agents” to
avoid the assumption that a group is cooperating to a shared goal.
The paper is organized as follows. In Section 2 we introduce our
conceptual model of normative multiagent systems, in Section 3 we
introduce the negotiation model, and in Section 4 we discuss the role
of the agent’s abilities with respect to the dependencies between the
agents, and we discuss the classification of collective obligations.
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2

Normative multiagent system

The conceptual model consists of a set of agents (A), which are described (AD) by a set of boolean variables (X), including decision
variables representing the actions they can perform, and desires (D)
guiding their decision making. Desires can be conflicting, and the
way the agents resolve their conflicts is described by a priority relation (≥) that expresses their agent characteristics [5]. The priority
relation is defined on the powerset of the desires such that a wide
range of characteristics can be described.
Definition 1 (AS) An agent set is a tuple hA, X, D, AD, ≥i:
• the agents A, variables X, desires D are three finite disjoint sets.
• an agent description AD : A → 2X∪D is a complete function
that maps each agent to sets of variables (its decision variables)
and desires. For each agent a ∈ A, we write Xa for X ∩ AD(a)
and Da for D ∩ AD(a). We write parameters P = X \ ∪a∈A Xa .
• a priority relation ≥: A → 2D × 2D is a function from agents
to a transitive and reflexive relation on the powerset of the desires
containing at least the subset relation. We write ≥a for ≥ (a).
Desires are abstract concepts which are described by – though conceptually not identified with – rules (R) built from literals (L). Background knowledge and integrity constraints are formalized by a set
of effect rules (E).
Definition 2 (MAS) A
multiagent
system
is
a
tuple
hA, X, D, AD, E, M D, ≥i, where hA, X, D, AD, ≥i is an
agent set, and:

E = {get glasses(a) → get glasses, get drinks(a)
get drinks, get sheet(a) → get sheet, get f orks(a)
get f orks, get dishes(a)
→
get dishes, get glasses
get drinks ∧ get sheet ∧ get f orks ∧ get dishes
prepared table | a ∈ A}
≥a ⊇ {> → ¬early to bed} > {> → ¬get glasses(a)}
{> → ¬get drinks(a)} > ... for each a ∈ {boy1 , boy2 , boy3 }.

→
→
∧
→
>

We now extend the multiagent system to a normative multiagent
system to take norms into account and formalize collective obligations. To describe the normative system, we introduce a set of norms
(N ) and a norm description that associates violations with variables
(V).
Definition 3 (NMAS) A normative multiagent system N M AS
is a tuple hA, X, D, AD, E, M D, ≥, N, V i where M AS =
hA, X, D, AD, E, ≥i is our multiagent system, and moreover:
• the norms N is a set disjoint from A, X and D.
• the norm description V : N × 2A → P is a function that
maps pairs of a norm and a set of agents to parameters, where
V (n, {a1 , . . . , ai }) represents that the parameter counts as a violation of the norm n by the set of agents {a1 , . . . , ai } ⊆ A .
We define sanction-based obligations in the normative multiagent system using an extension of Anderson’s well-known reduction
[1, 12] which we discuss in [3, 4]: violations and sanctions are consequences of not fulfilling a norm.

• the set of literals built from X, written as Lit(X), is X ∪ {¬x |
x ∈ X}, and the set of rules built from X, written as Rul(X) =
2Lit(X) × Lit(X), is the set of pairs of a set of literals built from
X and a literal built from X, written as {l1 , . . . , ln } → l. We
also write l1 ∧ . . . ∧ ln → l and when n = 0 we write > → l.
Moreover, for x ∈ X we write ∼x for ¬x and ∼¬x for x.
• the set of effects E ⊆ Rul(X) is a set of rules built from X.
• the motivational description M D : D → Rul(X) is a complete
function from the sets of desires to the set of rules built from X.
For S ⊆ D, we write M D(S) = {M D(s) | s ∈ S}.

Definition 4 (Obligation) Let
N M AS
=
hA, X, D, AD, E, M D, ≥, N, V i. We say that N M AS |=
OG (x, s | Y ) where x ∈ Lit(X), s ∈ Lit(P ), Y ⊆ Lit(X) and
G ⊆ A iff ∃n ∈ N such that:

The following example represents our running example of the
boys preparing the table as a multiagent system. For notational convenience we sometimes write agents as parameter of a proposition,
e.g., get glasses(boy1 ), which does not mean that we have quantification in the logic, but which just means that the whole expression is
a single proposition.

If the set G of the addresses of the obligation is a singleton, then
the obligation is individual, otherwise it is a collective obligation.
The difference with a general obligation like “cyclists have to give
way to motor vehicles” is that the ∼x is a violation of the entire set
of agents as a whole and that the sanction s is disliked by all the
agents. An individual obligation requires instead that the violation is
attributed to a single agent (Y ∧ ∼x → V (n, {a}) ∈ E) and that
the sanction is disliked by the agent who committed the violation
(Y →∼sa ∈ M D(Da )).
The following example illustrates the normative multiagent system
in the running example.

Example 1 The following multiagent system M AS contains three
boys that can prepare a table.
A = {boy1 , boy2 , boy3 }
X = {prepared table, early to bed, get glasses, get drinks,
get sheet, get f orks, get dishes, get glasses(a),
|
get drinks(a), get sheet(a), get f orks(a), get dishes(a)
a ∈ A}
=
{get glasses(boy1 ), get drinks(boy1 ),
Xboy1
get sheet(boy1 ), get f orks(boy1 ), get dishes(boy1 )}
Xa
=
{get drinks(a), get sheet(a), get f orks(a),
get dishes(a)} for a ∈ {boy2 , boy3 }
M D(Da ) ⊇ {> → ¬get glasses(a), > → ¬get drinks(a),
→
¬get f orks(a),
>
→
¬get sheet(a), >
> → ¬get dishes(a), > → ¬early to bed} for a ∈ A

• Y ∧ ∼x → V (n, G) ∈ E: there is a violation of norm n by the
set of agents G if x is false in context Y .
• V (n, G) → s ∈ E: the violation is sanctioned with s.
• Y →∼s ∈ M D(Da ) for each a ∈ G: the sanction is disliked by
each agent of the set G.

Example 2 We extend the multiagent system M AS to a normative
multiagent system N M AS imposing the obligation to prepare the
table to the children or else they are sanctioned by going to bed early:
N = {n}
V = {V (n, {boy1 , boy2 , boy3 })}
→
V (n, {boy1 , boy2 , boy3 }),
E
=
{¬prepared table
V (n, {boy1 , boy2 , boy3 }) → early to bed}
hence,
N M AS |= O{boy1 ,boy2 ,boy3 } (prepared table, early to bed | >)
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A decision of agents is a set of literals that does not lead to a
contradiction. To define this notion, we have to introduce a logic for
rules, for which we use a simple input/output logic [11].
Definition 5 Let B ⊆ Rul(X) be a set of rules, and C ⊆ Lit(X) a
set of literals. The output of B applied to C, written as out(B, C), is
∪i=0...∞ outi (B, C) with out0 (B, C) = C and outi+1 (B, C) =
outi (B, C) ∪ {l | l1 ∧ . . . ∧ ln → l ∈ B, {l1 , . . . , ln } ⊆
outi (B, C)}. B is consistent in context C, written as cons(B |
C), iff there do not exist two contradictory literals p and ¬p in
out(B, C).
Agents evaluate states of affairs consequent to decisions according to which desires remain unfulfilled. There are various ways in
which the preference relation can be lifted to a preference relation on
sets of states; here we assume that every state of the former has to
be preferred to each state of the latter. The set of optimal decisions
is a subset of the decisions, which depend on the agents’ preference
relation, which, in turn, depends on the agents’ desires. In this paper we do not detail the derivation of the optimal decisions from the
preference relation; such definitions can be based on equilibria or on
recursive modelling, and are discussed elsewhere [2, 3, 4].
Definition 6 Let NMAS be a normative multiagent system.
• The set of decisions ∆ in context C ⊆ Lit(X) is
∆ = {δ ⊆ Lit(X \ P ) | cons(E | δ ∪ C)}
• Agent a ∈ A prefers a state of affairs S1 ⊆ Lit(X) to another
one S2 ⊆ Lit(X) iff U (S2 , a) >a U (S1 , a), where
U (S, a) = {d ∈ Da | M D(d) = L → l, L ⊆ S
and l 6∈ S}.
Lit(X)
Lit(X)
• The preference relation Â: A → 22
×22
of the agents
is a relation on sets of sets of literals such that T1 Âa T2 iff
∀S1 ∈ T1 , S2 ∈ T2 : U (S2 , a) >a U (S1 , a).
• The set of optimal decisions is a subset of ∆.
The preference relation is used to evaluate the results of the negotiation, which is introduced in the following section. The next example
illustrates decisions in the normative multiagent system.
Example 3 Consider two alternative decisions, where we assume
that all variables not explicitly mentioned are false (i.e., we assume
the closed world assumption for decisions):
δ1 = {get glasses(boy1 ), get drinks(boy2 ), get sheet(boy2 ),
get f orks(boy3 ), get dishes(boy3 )}
δ2 = {get f orks(boy3 ), get dishes(boy3 )}
Their consequent states of affairs are, respectively:
S1 = out(E, δ1 ) = {prepared table, get glasses(boy1 ),
get drinks(boy2 ), get sheet(boy2 ), get f orks(boy3 ),
get dishes(boy3 )}
S2 = out(E, δ2 ) = {get f orks(boy3 ), get dishes(boy3 ),
V (n, {boy1 , boy2 , boy3 }), early to bed}
If we consider agent boy1 , given that it does not desire neither
getting the glasses nor going to bed early (M D(Dboy1 ) ⊇ {> →
¬get glasses(boy1 ), > → ¬early to bed}), its unfulfilled desires
are:
U (S1 , boy1 ) = {> → get glasses(boy1 )}
U (S2 , boy1 ) = {> → early to bed}
Since, from Example 1, U (S2 , boy1 ) >boy1 U (S1 , boy1 ), agent
boy1 ∈ A prefers S1 over S2 .
In the example, there is no incentive for the agents to choose one
particular distribution of the decisions which lead to prepare table.
In the following section we therefore describe the negotiation protocol to distribute the obligation among the agents.

3 Negotiation protocol
A negotiation protocol is described by a sequence of negotiation actions which either lead to success or failure. In this paper we only
consider protocols in which the agents propose a so-called deal, and
when an agent has made such a proposal, then the other agents can
either accept or reject it. Moreover, they can also end the negotiation
process without any result.
Definition 7 (Protocol) A negotiation protocol is a tuple N P =
hAg, deals, actions, valid, f inished, brokeni where:
• the agents Ag, deals and actions are three disjoint sets, such that
actions = {propose(a, d), accept(a, d), reject(a, d) | a ∈
Ag, d ∈ deals} ∪ {breakit(a) | a ∈ Ag}.
• valid, f inished, broken are sets of finite sequences of actions.
Given a normative multiagent system, the negotiation protocol for
achieving an agreement on an obligation is an instantiation of a dealbased protocol. We assume that the agents involved are ordered (≤),
that a sequence of actions (a history) is valid when each agent does
an action respecting this order. More precisely, one agent after the
other has to make a proposal for distributing the obligation (τδ ) and
distributing the sanction (τσ ), where the distribution of the obligation
has not been proposed before by this agent. Then, after each proposal,
the other agents have to accept or reject this proposal, again respecting the order, until they all accept it or one of them rejects it. When it
is an agent’s turn to make a proposal, it can also end the negotiation
by breaking it. The history is f inished when all agent have accepted
the last deal, and broken when the last agent has ended the negotiations. For simplicity we assume that each agent has to contribute to
the achievement of the task, that an agent can only propose or accept
tasks it can execute (τδ (a) ⊆ Lit(Xa )), and that only deals can be
proposed that are not partial and lead to the achievement of the task
to be distributed.
Definition 8 (NMAS protocol) Given a normative multiagent system N M AS = hA, X, D, AD, E, M D, ≥, N, V i, a negotiation
protocol for N M AS |= OG (x, s | Y ) and total order ≤ is a
N P = hAg, deals, actions, valid, f inished, brokeni, where:
• the set of agents Ag = G ⊆ A consists of the agents which have
to distribute the task g = Y → x;
• ≤ ⊆ Ag × Ag is a total order on Ag,
• the set of deals τ (g) is the set of pairs hτδ , τσ i, where τδ is a set
of decisions τδ : A → 2Lit(X) such that the task g is satisfied
by the consequences of the consistent decision δ = ∪a∈Ag τδ (a):
g ∈ out(E, δ ∪ Y ) and ∀a ∈ Ag : δa 6= ∅ and cons(E, δ ∪ Y )
together with a sanction τσ : A → Lit(X) that maps each agent
a to a sanction (Y →∼ τσ (a) ∈ M D(Da )) which is imposed
when the agent does not fulfill its part of the task τδ (a);
• a history h is a sequence of actions, and valid(h) holds if:
– the propose and breakit actions in the sequence respect ≤,
– each propose is followed by a sequence of accept or reject
actions respecting ≤ until either all agents have accepted the
deal or one agent has rejected it,
– there is no double occurrence of a proposal propose(a, τ (g))
of same deal by any agent a ∈ G, and
– the sequence h ends iff either all agents have accepted the last
proposal (f inished(h)) or the last agent has broken the negotiation (broken(h)) instead of making a new proposal.
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The following example illustrates the negotiation protocol.
Example 4 Given
an
obligation
O{boy1 ,boy2 ,boy3 } (prepared table, early to bed | >) with its
task g = > → prepared table, the N M AS protocol is:
Ag = G = {boy1 , boy2 , boy3 }
Deals = the sets of pairs hτδ , τσ i where the set
of decisions τδ belongs to the set ∆
=
{δ
=
{get glasses(a1 ), get drinks(a2 ), get sheet(a3 ),
get f orks(a4 ), get dishes(a5 )} | a1 , . . . , a5 ∈ Ag ∧ δ ∩ Xa 6=
∅ for each a ∈ Ag}. And τσ is a tuple of |Ag| elements specifying a
sanction si ∈ X for every agent in Ag.
Here is a history h, where boy1 proposes something which is not accepted, but boy2 thereafter proposes a distribution which is accepted:
action1 : propose(boy1 , d1 = hτδ , hs1 , s2 , s3 ii) where
τδ = {get glasses(boy1 ), get drinks(boy2 ),
get sheet(boy3 ), get f orks(boy3 ), get dishes(boy3 )}
action2 : accept(boy2 , d1 )
action3 : reject(boy3 , d1 )
action4 : propose(boy2 , d2 = hτδ0 , hs1 , s2 , s3 ii) where
τδ0 = {get glasses(boy1 ), get drinks(boy2 ),
get sheet(boy2 ), get f orks(boy3 ), get dishes(boy3 )}
action5 : accept(boy3 , d2 )
action6 : accept(boy1 , d2 )
We have valid(h), because the order of action respects ≤, and we
have accepted(h), because the history ends with acceptance by all
agents (action5 and action6 ) after a proposal (action4 ).
Finally we define how agents make decisions in the normative
multiagent system together with the interaction protocol. The games
we define are as follows. First the agents negotiate the distribution
of an obligation, then they make a decision in the normative multiagent system to either fulfill the obligations or accept the associated
sanctions. To define such games, we have to define the effect of the
negotiation as an update of the system with the accepted deal together with its sanctions, and we have to define how the normative
system sanctions the agent that has broken the negotiations. For the
former, an agreement creates a set of obligations for the set of agents.
An agreement works like a contract [2]: the agreement creates the
obligations for the agents to perform the part of the task they have
agreed upon. For the latter, we assume that there is a known penalty
(π) for the agent who breaks the negotiations (which may depend
on the agent, e.g., older boys may be punished harder for breaking
negotiations than the younger ones).

The set of possible outcomes of the history h, written as
outcomes(h) = {out(E, δ) | δ ∈ ∆ is optimal}, is the set of the
consequences of the optimal decisions of N M AS 0 .
The games the agents can play in this extended qualitative game
theory are as follows. Due to the fact that the number of possible
distributions of obligations is finite, the histories and the number of
histories are finite too, thus the definition is well founded.
Definition 10 A history h1 dominates a history h2 at step i if they
have the same set of actions at step 1 . . . i − 1, are optimal for step
i + 1 . . ., and outcomes(h1 ) Âa outcomes(h2 ), agent a performing action i prefers the set of possible outcomes of h1 to the set of
possible outcomes of h2 .
A history is optimal at step i if it is not dominated by another
history, and it is optimal at all steps j > i.
A history is optimal if it is optimal at step 1.
The behavior of agents in the negotiation protocol is illustrated in
the following example.
Example 5 Consider two histories h as above and h0 which is like
h until action3 while it continues in this way:
action4 : propose(boy3 , d3 = hτδ00 , hs1 , s2 , s3 ii) where
τδ00 = {get glasses(boy1 ), get drinks(boy2 ), get sheet(boy2 ),
get f orks(boy2 ), get dishes(boy3 )}
action5 : accept(boy1 , d3 )
action6 : reject(boy3 , d3 )
action7 : breakit(boy1 )
If we consider history h, the outcomes for agent boy1
depend on whether it respects the task assigned to it
or not and on whether the other agents do their part:
{{get glasses(boy1 ), get drinks(boy2 ), ...},
{early to bed, ¬get glasses(boy1 ), τσ (boy1 ), ...},
{early to bed, get glasses(boy1 ), ¬get drinks(boy2 ), ...}, ...}
In case of history h0 , since agent boy1 breaks the negotiation, the
outcome contains a double sanction: {{early to bed, π(boy1 )}}. If
doing its part of the task is preferred to the sanction π(boy1 ), then h
dominates h0 .

4

Analysis

In this section we use our formal framework to analyze the role of
abilities of agents in the distribution of obligations and sanctions,
and to classify collective obligations.

Definition 9 (Effect of negotiation) Let:
• N M AS be the system hA, X, D, AD, E, M D, ≥, N, V i and
• N P = hAg, deals, actions, valid, f inished, brokeni be a negotiation protocol for the obligation OG (x, s | Y ) based on a
total order ≤ ⊆ Ag × Ag, and
• a break penalty π : Ag → Lit(X) be a function from agents to
literals, such that > →∼π(a) ∈ M D(Da ) for a ∈ Ag.
The effect of the negotiation with history h is the normative multiagent system N M AS 0 defined as follows:
• If the negotiation is successful (f inished(h)), with deal and
sanctions τ (g), then N M AS 0 is N M AS together with Y ∧ ∼
τδ (a) → V (n, {a}) and V (n, {a}) → τσ (a) added to E for
each agent a ∈ G.
• If the negotiation is broken by agent a, then > → π(a) is added
to E.

4.1

Abilities of agents

In some cases it is a drawback to be the only agent able to see to the
fulfilment of part of an obligation, but in other cases it may be an
advantage, because of the power it gives to the agent over the other
agents during the negotiation.
The argument for the latter has a backward induction character
which is characteristic of game theory paradoxes like the centipede
[6]. The agents know that they will break the negotiation if they are
not able to accept or to reply to the last proposal with another proposal. But an agent who is not able to perform some action cannot
propose a deal where it assigns this action to himself. Hence, it knows
that it has a smaller number of possible proposals to reply with to its
partners when it rejects a proposal. At a certain point of the negotiation, it will run out of counterproposals, so it will be compelled
to break the negotiation. Being responsible for a breakdown of the
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negotiation can lead to be punished or punished more than the partners. As a consequence, the rational strategy for such an agent is to
accept a proposal of its partners or to propose a deal which is less
favorable to him but which is executable by him, before running out
of its alternatives.
In the following table we represent an example where agents a and
b negotiate how to distribute actions x, y and z. Agent b, however, is
not able to perform action z. Assume the costs of actions are respectively 5, 3 and 1. The first two columns represent the distribution of
actions in a deal, the third one the costs for the agents, the fourth one
their preferences and the last one the order of proposals.
a
xy
xz
yz
z
y
x

b
z
y
x
xy
xz
yz

cost
81
63
45
18
36
54

preference
6
5
1
3
2
1
3
2
4

bid
a4
b1
b2
a1
a2
a3

Agent b should accept the first proposal (a1) of agent a (that a does
only z and b does both x and y): it knows that, if it continues, after
the proposal b2 it cannot accept any proposal of agent a (a2 − a4).
These proposals all assign to b the action z it cannot execute, and it
is compelled to refuse them, since it has no counterproposal to do.

4.2

Characterizing collective obligations

The distinguishing feature of obligation distribution protocols is that
deals consist of the distribution of the obligations (τδ ), as well as the
distribution of the associated sanctions (τσ ). We assume that both
distributions are made at the same time. Another option is a two stage
negotiation protocol, in which first the obligations are distributed,
and in a second round the agents negotiate the sanctions (though this
approach seems to have some drawbacks). Yet another issue is the
distinction between two interpretations of sanctions, either as cues
that the other agents see to their task, or as decommitment possibilities for the agents themselves [15, 16].
Our model distinguishes among three types of sanctions:
• the sanction associated with the obligation, which is imposed
when the obligation is violated, regardless which agent is responsible for it;
• the sanctions associated with the negotiated deal, which are imposed if one of the agents does not fulfill its part of the deal; this
is at least a sanction for the agent that does not fulfill its part, i.e.,
its absence is desired by this agent, but it may also be a sanction
for more or even all agents involved;
• the sanctions associated with the break penalty π, which are at
least a sanction for the agent that breaks the negotiation, but which
also may be a sanction for more or all of the agents involved, e.g.,
we may have not only > →∼π(a) ∈ M D(Da ), but the normative system can also see to it that > →∼π(a) ∈ M D(Db ) for all
agents b ∈ Ag.
We characterize collective obligations according to the way the
responsibility in case of violation is attributed to individual agents
or the whole set of agents, that is the balance between the first two
types of sanction, and the responsibility is attributed in case of broken
negotiation, that is the third type of sanction. For example, consider
the case of the United Nations which obliges two conflicting nations
for make peace. The UNO may consider liable for the violation of
the obligation the nation which causes a failure of negotiations rather
than both the parties.

5 Summary and closing remarks
In this paper we consider the distribution of obligations directed to
collectives. We claim that the distribution of obligations is the result
of a negotiation process among the agents: they have to find an agreement about how to execute a set of actions which fulfill the collective
obligation. We distinguish different types of collective obligations
depending on the responsibilities assigned during the negotiation or
execution phase.
The normative multiagent system we propose can be extended
with obligations defined in terms of desires and goals of the normative systems, permissions as exceptions, and norms for policies
in virtual communities. In this paper, violations are consequences of
the lack of the fulfilment of an obligation and the sanctions are consequences of violations. In reality, both considering something as a violation and sanctioning an agent are autonomous actions performed
by the normative system which can be thought as having the goal
of sanctioning violations. So, the normative system can be considered as an agent, which the agents subject to obligations play games
with [4]. Further work is the development of the process of creating
obligations as result of institutional actions like contracts, as in [2].
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Abstract
In this paper we present a formal model of Multiagent
Systems to analyze the relations of power and dependence
underlying group behaviors such as cooperation. Inspired
by the work of Castelfranchi we define these relations by
means of a description of goals and skills of single agents.
We show how our framework can be used to describe social
and organizational structures as emergent properties of a
collection of individuals.

1 Introduction
An important aim in the field of Multiagent Systems is
to study emergent social structures, such as groups and collectives. The relevance of social structures in many fields
as Distributed Artificial Intelligence [12, 11, 13], Artificial
Life [14], Sociology [8] necessitates a well motivated definition of their conditions of possibility.
In particular, there is property of the individual agents,
that has the main role in the emergence of macro-level phenomena, which is their autonomy: the capability to spontaneously act in order to achieve their own goals [14]. In a
single agent framework to achieve a given goal an agent has
to be self-sufficient with respect to it. On the contrary in a
Multiagent framework, especially those in which agents are
heterogenous, it is possible that, when an agent is not selfsufficient with respect to some goal, he can resort to another
agent, given that the latter cannot be self-sufficient itself in
every respect. Hence, agents benefit interacting with the
other cohabitants and cooperate. Power and dependence
emerge that are the base of the social and organizational
structure of a system.
In the last years the BDI model is turned out as one of the
most prolific frameworks to describe Multiagent Systems.
Nevertheless Castelfranchi in [8] points out that works on
social behaviors are not grounded in this model, rather, often they seems to be postulated without being deep-rooted
on the structure of the single agents [11]. The problem is

Leendert van der Torre
CWI - Amsterdam
The Netherlands
torre@cwi.nl

that it is unclear how many efforts as coalition logics or
game theory can be used for Multiagent Systems based on
the BDI model. Castelfranchi [8] proposes a semi formal
definition of power and dependence, rooting them in the
BDI model. However it is not sufficient to build or analyze
real systems.
The research question of this paper is how to formalize
some of the results obtained by Castelfranchi [8], in particular the notions of power and dependence. Respect to this
work more details, as effect rules and concurrency, are described in the definition of a Multiagent System and a definition of cooperation is also given. On the other hand some
issues, as power-over or power-of-influencing, discussed in
[8] are out of the scope of the present paper.
As methodology we use an algebraic approach which individuates the entities and relations necessary to represent
social structures. The advantage of this approach with respect to, e.g., a modal logic one [15] is that it is less involved to describe group actions and the compatibility of
effects, and less prone to hidden assumptions.
Moreover, inspired by Sichman and Conte [10], we propose how to extend the notion of dependence to dependence
graphs, in order to highlight the topology and the symmetries of dependencies. This graph formalization provides
a tool to analyze organizational problems in institutional
structures and enterprises.
The emergence of groups is necessary for designing and
implementing robust open Multiagent Systems. Giving
the agents the ability to reason about their social relations
makes it possible to proceed from a hierarchical view of organizational design to a more dynamic approach, where the
agents are able to define their own obligations and rights by
negotiating contracts with the other agents.
In Section 2 we formalize a Multiagent System, providing the definition of the single agents. In Section 3, the concepts of the abilities, power and lack of power for groups of
agents are formalized. Section 4 is dedicated to dependencies, relating them to the previous definitions of power and
lack of power, and Section 5 to the definition of cooperation.
Conclusion and related works end the paper.
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2 Formalization of Multiagent Systems
2.1 Formalization
A Multiagent System can be viewed as an environment
populated by a group of agents. The environment is described by means of a set of relevant attributes; their values
in a given instant establish the “state of the world” in that
instant (sw). Thus, given the set of relevant attributes for an
environment P = {p, r, s...}, an sw is a complete and univocal assignment for them, complete in the sense that every
attribute should be set, and also univocal, in the sense that
for any attribute only one value can be set.
For the sake of simplicity, we assume that attributes have
boolean values. Since we are adopting an algebraic nonlogical framework we refer to them with the corresponding
symbol of the attribute in P to indicate that the value of
that attribute is true or with the over-signed symbol in P̄ =
{p̄, r̄, s̄...} to indicate that the value is false.
We introduce a function values that, taken an attribute
symbol, returns the set of the two possible values (for example, values(p) = {p, p̄}); we extend this function also to
sets
S of attribute symbols so if B ⊆ P , then values(B) =
p∈B values(p). Another function, ∼, associates to a given
value the inverse, so ∼ p = p̄, ∼ r̄ = r and so on. Now we
can formalize SW (P ), the set of all possible sw descriptions, by means of the relevant attributes P :

some other action does not have to be performed. For this
purpose we use the set Ā in the same manner as P̄ , so an
element d¯ of Ā in a effect rule prescribes that the action d
have not to be performed.
Considering a function ∼ also for the actions, we define,
in the same manner as for Ef, the set Act of compatible sets
of action values:
Definition 3 (Rules actions) Act is the set of the elements
C of 2A∪Ā that satisfy the following condition:
∀τ ∈ C ∼ τ 6∈ C
Now we are able to define the antecedents of the effect
rules as:
Ant = {S ∪D : S ∈ Ef ∧ D ∈ Act}
Given an antecedent pl ∈ Ant, we define two functions,
preconditions(pl) = pl ∩ (P ∪ P̄ ) and actions(pl) = pl ∩
(A ∪ Ā) in order to distinguish actions from preconditions.
Finally we define the set of rules:
Definition 4 (Rules) R is a set of rules ψ → φ, where ψ ∈
Ant and φ ∈ Ef.

Definition 2 (Rules effects) Ef is the set of elements S of
H that satisfy the following condition: ∀β ∈ S ∼ β 6∈ S

effects(ψ
→ φ) denotes φ and, given R0 ⊆ R, effects(R0 ) =
S
0
r 0 ∈R0 effects(r ). In the same manner antecedent(ψ → φ)
denotes ψ.
For example a possible rule is: {a, b̄, p̄, s} → {s̄, q}
This rule tells us that in every sw in which p̄ and s hold if
the action a is performed and the action b is not performed,
then is the next state s̄ and q hold.
The next step is to define how the world evolves by the
effects of some rules. First of all we build a function to
describe the evolution of the state of world sw by the change
of the attribute q from the value β to the value α as:
α _ sw = {α} ∪ [sw − {β ∈ sw : β ∈ values(q)}]
Now, to take in account effects that involve more than
only one attribute, we will extend the function for a n-ple of
values:
[α1 , ..., αn ] _ sw = α1 _ (α2 _ ...(αn _ sw)...)
This extension is not in general commutative if we
change the order of α1 , ..., αn , because it can happen that
some αi and αj are different values of the same attribute.
In general, since the agents are autonomous, they act simultaneously and hence they can activate more then one rule.
Considering the union of the effects of these activated rules,
that is the whole effect of the agents activity on sw, not a
particular order should be relevant in the application of the
function _. If this does not happen, then an incompatibility
arises. So we tie the compatibility of effects to the commutativity of _ as follows:

so, for example {s}, {s̄, p̄} ∈ Ef.
In order to express the relation between an action and
its effects we formalize not only the fact that some action
should be performed to have some effects, but also that

Definition 5 (Compatible attribute values) If for all the
permutations πi , πj of {1, .., n} and for all sw ∈ SW ,
[απi (1) , ..., απi (n) ] _ sw = [απj (1) , ..., απj (n) ] _ sw
then we say:

Definition 1 (Feasible states) Let H be the powerset of
P ∪ P̄ , SW (P ) is the set of the elements sw of H that
are univocal and complete, that is they satisfy the following condition:
∀β ∈ P, either β ∈ sw or ∼ β ∈ sw
For the sake of simplicity, assuming that P is fixed, from
now on, we write SW instead of SW (P ).
We describe the agents; in particular the actions they can
perform and their effects. Let A = {a, b, c, ...} the finite
set of all actions that can be performed by the different
agents, our goal is to formalize rules like “if in sw the values of the attributes k1 , . . . , kn are v1 , . . . , vn and an agent
performs the actions a1 , . . . , ah and the actions a01 , . . . , a0l
are not performed, then in sw the values of the attributes
0
0
k10 , . . . , km
will be v10 , . . . , vm
”.
The first definition is Ef: the set of all possible effects.
This set is similar to SW with the difference that its elements respect only the univocality condition:
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• [α1 , ..., αn ] compatible/commutative
• [α1 , ..., αn ] _ sw ≡ {α1 , ..., αn } _ sw
When [α1 , ..., αn ] are compatible, then no conflicts among
actions happen and so we can say, since all the permutation
leads to the same result, that the set of effects {α1 , ..., αn }
entails the evolution of the state sw. The following proposition, that characterizes when effects are compatible, can be
proved:
Theorem 1 [α1 , ..., αn ] are compatible iff {α1 , ..., αn } ∈
Ef.
Now we have all the ingredients to define a Multiagent
System:
Definition 6 (Multiagent System) A Multiagent System,
MaS, is tuple
hAg, goals : Ag → 2Ef(P ) , skills : Ag → 2A , Ri
where Ag is a set of agents, goals is a function that associates to each agent a set of desires, skills is a function that
describes the actions each agent can perform and R is a set
of rules.

2.2 Concurrency management
Given a Multiagent System hAg, goals, skills, Ri, the set
of rules R has the function of a shared knowledge base by
means of which the agents can plan, in a given state of the
world, the right actions to achieve their own goals. When
an agent ag wants to perform the antecedent of a given rule
r, then we say that ag has activated r, but, since more than
one rule in sw can be activated by the agents’ performances,
then even if in any singular rule ψ → φ the outcome φ is
in Ef, this do not guarantee that the union of the φ, relative
to activated rules, will belong to Ef, or, as seen in the previous section, that the effects of the actions performed are
compatible.
Sometimes the incompatibility between two outcomes,
and hence between two rules, would be interpreted as the
impossibility to activate simultaneously those rules, but
sometimes we would like to resolve in such a manner that
incompatibility (telling for example that one rule has the
priority on other one, or that the actions that have activated
one rule are stronger of other ones).
As said above every antecedent ψ in a rule ψ → φ
is a sufficient way to achieve φ, so the rules have to be
structured in such a way to avoid incompatibility. Consider two rules r1 ≡ ψ1 → φ1 and r2 ≡ ψ2 → φ2 ,
with φ1 ∪ φ2 6∈ Ef, then to assure their feasibility or there
is not a state sw in which they are both applicable (i.e.,
preconditions(ψ1 ) ∪ preconditions(ψ2 ) 6∈ Ef)), or the respective actions are not compatible (in this way two agents
cannot perform them at the same time):

Definition 7 (Feasible rules) Let ψ1 ≡ antecedent(r1 )
and ψ2 ≡ antecedent(r2 ), two rules r1 and r2 are said to
be feasible iff one of the following items is satisfied:
1. effects(r1 ) ∪ effects(r2 ) ∈ Ef
2. preconditions(ψ1 ) ∪ preconditions(ψ2 ) 6∈ Ef
3. actions(ψ1 ) ∪ actions(ψ2 ) 6∈ Act
Using the previous definition we formalize when a set of
rules R is feasible:
Definition 8 (Feasible set of rules) A set of rules R is feasible iff each pair of rules is feasible.
In the following sections we consider only Multiagent System in which the set of rules R is feasible.

2.3 How to build the set of rules
In this section we show how to build up a feasible set of
rules R in a given domain. For the sake of simplicity we
consider only antecedents withoutpreconditions. Suppose
that an agent ag want to achieve the goal s and that, if it
was alone, then performing the action pl1 = {a} it would
achieve it.
Suppose there are also the actions pl2 = {b, c} and pl3 =
{d} that, if performed alone, would entail s̄ and, moreover,
pl2 invalidates pl1 , whereas pl1 and pl3 invalidate with each
other.
This means that when ag performs pl1 if another agent
ag 0 performs pl2 , then the final result will be a sw in which
s̄ hold, vice versa if ag 0 performs pl3 , then the value of s
will be the same of that in sw. We can formalize this feature
in the following way: pl1 ∧ ¬pl2 ∧ ¬pl3 → s; pl2 → ¬s;
pl3 ∧ ¬pl1 → ¬s. Since antecedents are conjunctions of
actions we have:
a ∧ ¬(b ∧ c) ∧ ¬d → s
b ∧ c → ¬s
d ∧ ¬a → ¬s
The last two formulas are directly translated in terms of
rules, respectively:
{b, c} → {s̄}

{d, ā} → {s̄}

Since the antecedents in a rule are sufficient condition to
achieve its effects, then the first formula is converted in a
disjunctive form:
(a ∧ ¬b ∧ ¬d) ∨ (a ∧ ¬c ∧ ¬d) → s
That is translated in the following two rules:
¯ → {s}
{a, b̄, d}

¯ → {s}
{a, c̄, d}
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3 Formalization of Power
In this section we define the relation of power as in
Castelfranchi [8]. By power we mean the capability of a
group of agents, possibly composed by only one agent, to
achieve some goals; it should be emphasized that power
does not consist only of the group’s abilities (skills, physical
and mental attitudes) to achieve some effects, because there
should be a group of agents which desires those effects.
Before defining the relation of power we first formalize when, in a state sw, a group of agents Q would be
able to achieve the set of effects G by means of the actions
K ∈ Act. First of all Q should be able to perform all the
positive actions belonging to K, moreover there should be
some rules such that: they involve in sw all the effects in G,
the conditions to apply this rules are satisfied by sw, finally
the actions that these rules prescribe (to perform or to not
perform) are all listed in K.
Definition 9 (Agents abilities) A group of agents Q ⊆ Ag
is able to achieve the effects G ∈ 2Ef by the actions K ∈ Act
in the state sw ∈ SW , Able(Q, G, K, sw), iff:
S
1. K ∩A ⊆ ag∈Q skills(ag)
S
2. ∃R̂ ⊆ R [ g∈G g ⊆ effects(R̂) _ sw ∧
S
r̂∈R̂ actions(antecedent(r̂)) = K ∧
∀r̂ ∈ R̂ preconditions(antecedent(r̂)) ⊆ sw]
It is easy to see that the following theorem holds:
Theorem 2 The relation Able is monotonic with respect to
the union of groups of agents:
Able(Q, G, K, sw) =⇒ ∀Q̂ ⊆ Ag Able(Q̂∪Q, G, K, sw)
This is correct from an ontological point of view since,
when an agent is added to a group, then the set of effects
the new group should be able to achieve have to grow. Nevertheless if an agent looks for a set of agents that is able to
achieve a subset G of its goals, then it would consider only
those sets Q that satisfy a property of minimality, i.e., Q
is the minimal set of those that contain it which is able to
achieve G. This involves the definition of Min Able:
Definition 10 (Abilities with minimality) Suppose that
Able(Q, G, K, sw) holds, then Min Able(Q, G, K, sw)
holds iff: ∀Q̂(6= ∅) ⊆ Q ¬Able(Q \ Q̂, G, K, sw)
What does the Able definition lack to be a definition of
power? First of all power concerns the possibility to use
some skills in order to achieve some own goals or as exchange goods for other agents’ goals [8, 9]. To have skills
that all the community considers useless do not add any
power to a set of agents. Furthermore there should be no
way, for the other agents, to obstruct Q to achieve G.

So, in order to define a power relation, we define a relation that regards the capability of a group of agents Q1
to obstruct another group Q2 in the achievement of a set of
effects G. First of all Q2 should be able to achieve G by
means of some actions K, then Q1 can obstruct Q2 if one
of its agents is skilled to perform an action and K prescribes
that it should not be performed. This is not the only way Q2
can obstruct Q1 . Suppose that the current state sw is equal
to {s, r̄} and that two rules can be used: a → r and b → s̄.
If the goal of Q2 was {s, r} and one of its agents was able
to perform a, then Q2 would be able to achieve its goal.
Nevertheless suppose that one of the agents of Q1 was able
to perform b, so it could nullify the efforts of Q2 making s
false. The previous considerations lead to:
Definition 11 (Achievement obstruction) A
group
of agents Q1 can obstruct another group Q2 in the
achievement of the set of effects G by means of K,
Can obstruct(Q1 , Q2 , G, K, sw), iff Able(Q2 , G, K, sw)
and one of the following conditions holds:
1. ∃c ∈ K ∩ Ā ∃ag ∈ Q1 c ∈ values(skills(ag))
2. ∃e ∈ Ef ∃Ŵ ∈ Act [Able(Q1 , e, Ŵ , sw) ∧
S
e ∪ g∈G g 6∈ Ef ∧ (K ∩ A) ∪ (Ŵ ∩ Ā) ∈ Act]
Now we define the relation of power as the capability of
a group Q to perform some actions that achieve, without
the possibility to be obstructed, some effects G in which
a group, possible the same Q, is interested. We define a
minimality condition also for power and we will use it in
the next section to define the dependence relation.
Definition 12 (Agents’ power) Let Q ⊆ Ag, G ∈ 2Ef ,
K ∈ Act, then the group of agents Q has the power to
achieve the set of goals G by means of the actions K in
the state of the world sw, Power of(Q, G, K, sw), iff all
following items are satisfied:
1. ∃Q0 ⊆ Ag ∀g ∈ G ∀ag ∈ Q0 g ∈ goals(ag)
2. Able(Q, G, K, sw)
3. ¬∃Q̄ ⊆ (Ag \ Q) Can obstruct(Q̄, Q, G, K, sw)
If the previous conditions are satisfied with Min Able instead of Able, then Min Power of(Q, G, K, sw).
Even if a group has some power in the achievement of, individually, two goals g1 and g2 , it is not implied that it has
a power for the set {g1 , g2 } since there could be that the
agents that are interested to g1 are not interested to g2 and
vice versa. Even if we do not consider preferences on goals,
it is reasonable to assume that they are monotonic with respect to subset relation between sets of goals, and hence
the more a set of goals a group can provide to another one
increases, the stronger is the power over it.
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We also define Lack power of(Q, G, sw) when a group
of agents Q desires some set of goals G but it has not the
power to achieve it.
Definition 13 (Agents’ lack of power) A group of agents
Q ⊆ Ag lacks the power to achieve a set of goals, G ∈ 2Ef ,
Lack power of(Q, G, sw), iff these two items are satisfied:
1. ∀g ∈ G ∀ag ∈ Q g ∈ goals(ag)
2. ¬∃K ∈ Act Power of(Q, G, K, sw)
Since the first condition entails the first condition of the definition of power, then it is not possible that the second condition of Lack power of holds because G is useless, in other
words the following theorem holds:
Theorem 3 If Lack power of(Q, G, sw) holds,
∀K ∈ Act [¬Able(Q, G, K, sw) ∨
∃Q̄ ⊆ (Ag \ Q) Can obstruct(Q̄, Q, G, K, sw)]

then

Example
An important issue is the security of the computer net. The
security can be jeopardized if a user checks suspicious mails
or the system manager does not update the antivirus. To assure the security of the system is a goal of both the manager
agM and the user agU , moreover the user has the goal to use
the mail. Updating the antivirus is denoted by the action a,
checking suspicious by b and checking normal mails by c.
In the initial state the system is not infected and the user
did not use the mail service: sw = {s, ū}. If the user checks
mails, then he uses the mail services, but if the mails he
checks are suspicious then the system is not safe. Moreover,
even if the user takes precautions in checking mail, the system manager have to update the antivirus to assure security.
The formalization of the Multiagent System is given by the
tables:
agents
agM
agU

skills
a
b,c

goals
{s}
{s}, {u}

rules
{c} → {u}
{b} → {s̄, u}
{ā, c} → {s̄}

Considering the previous definitions we ask if
Lack power of(agU , {{u}, {s}}, sw). First of all agU
desires both {u} and {s}, so the first item of the definition
is satisfied. For the second item agU has not the power to
achieve both of them since the only way to make u true
is performing b or c, but in both cases, considering the
rules two and three, he is not able alone to maintain s true.
On the other side also agM lacks the power of achieve
his goal s because he can not prevent agU in checking
suspicious mails. Luckily, if agU performs only c, agM ,
by performing a, makes the last rule no more applicable,
hence, remaining s true, the system is safe. This involves
that the group {agM , agU } has the power to achieve the
goal {{s}, {u}} by means of the actions {a, c, b̄}.

4 Formalization of Dependence
Now the concept of dependence is formalized. A dependence exists when a group Q1 lacks the power to achieve
some goals, whereas some other group Q2 can achieve it.
Obviously the agents in the group Q2 should be all necessary for the fulfillment of the goals, because we do not
want to formalize the dependence on useless agents. As
said in the previous section the definition of Able grants
the presence of useless members (Able(Q, G, K, sw) =⇒
∀Q̂ ⊆ Ag Able(Q̂ ∪ Q, G, K, sw)), so also the definition
of Power of satisfies the same property: adding new members to a group cannot increase the obstruction capability of
the others, it can only decreases. To avoid this problem we
consider the definition Min Power of shown in the previous
section that satisfying the minimality condition not allowing the presence of useless members.
We define the dependence of a group of agents Q1 on
another group Q2 to achieve the goals G as: all members of
Q1 desire G, but they lack the power of achieve it, whereas
Q2 is a minimal group which has the power to achieve G:
Definition 14 (Agents dependence) The set of agents Q1
depends on the set of agents Q2 to achieve, in the
state sw, the goals G by the actions K ∈ Act,
Depend(Q1 , Q2 , G, K, sw), iff the following items hold:
1. Lack power of(Q1 , G, sw)
2. Min Power of(Q2 , G, K, sw)
In the previous definition there could be Q1 ⊆ Q2 in the
case that also the elements of Q1 take part in the achievement of G, otherwise some or all the members of Q1 are not
capable to give any contribution. Moreover several groups
of agents can collect the same actions and thus the ability to
achieve the same goals, so an agent can depend on several
different groups for the same goal.
Power of, Lack power of and Depend are the basic relations on which is possible to describe social relations among
group of agents. In particular it is possible to define the mutual dependence of two groups to achieve common goals:
Definition 15 (Agents mutual dependence) Two sets of
agents Q1 , Q2 , such that Q1 ∩ Q2 = ∅, mutually depend on
each other to achieve the goals G by means of the actions
K ∈ Act, Mutual depend(Q1 , Q2 , G, K, sw), iff:
Depend(Q1 , Q1 ∪ Q2 , G, K, sw) ∧
Depend(Q2 , Q1 ∪ Q2 , G, K, sw)
To illustrate the given definition we reconsider the example
of the previous section.

Example
By means of the definitions of dependencies we give
a more informative description of the user-system
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manager scenario. First we ask if agU depends on
the group {agU , agM } in the achievement of u, i.e.,
∃K ∈ Act Depend(agU , {agU , agM }, {u}, K, sw). We
know by the rules one and two that agU performing b or c is
able to achieve his goal u and agM can not obstruct him. So
agU alone has this power, and hence, since the first condition of the definition of Depend is false, it does not depend
on the the group {agU , agM }. Considering also the goal
s we found that both agU individually lacks the power to
achieve the set of goals s and u. Nevertheless together with
agM , he has the power to achieve them performing respectively the actions c and a and not performing the action b,
so
Depend(agU , {agU , agM }, {s, u}, {a, c, b̄}, {s, ū}).
In the same manner it can be verified that
Depend(agM , {agU , agM }, {s}, {a, b̄}, {s, ū}).
Even if both the user and the system manager desire the
security of the system, they do not mutually depend for it.
agU , abstaining from checking mail at all, could alone assure security, so for him the presence of the system manager
is constrained only to the possibility to add to the security
also the usability of the net.On the other hand this issue is
not relevant for the system manager, in fact, as it emerges
from the last dependence relation, the only thing about the
user the system manager cares is simply that he does not
check suspicious mails.
The dependence relation describes the structure underlying possible cooperations and exchanges. The topological
properties of this structure, as shown in [9, 10], are crucial
for an analysis of the cohesion of these phenomena. Following [10] a good way to visualize this structure is to represent
the dependencies among agents as a graph. In particular we
use tagged graphs:
Definition 16 (Tagged graphs) Given a finite set of tags
TAG = {τ1 , . . . , τn }, a tagged graph is a pair G ≡
(V, E)TAG , where V is finite set called the set of nodes and
E ⊆ {(v1 , v2 )τ : v1 , v2 ∈ V ∧ τ ∈ TAG} is called the set
of tagged arcs.
In our framework the nodes in V represent groups of agents,
the arcs in E the existence of a dependence between to
groups and the tags in TAG the goals and actions relative
to a dependence:
Definition 17 (Dependence graphs) Given a Multiagent
System MaS ≡ hAg, goals : Ag → 2Ef(P ) , skills : Ag →
2A , Ri, a tagged graph (V, E)TAG is the dependence graph
relative to MaS in a given state sw iff two injective functions
f : V → 2Ag and g : TAG → 2Ef × Act exists such that:
Depend(Q1 , Q2 , G, K, sw) ⇔
∃(v1 , v2 )τ ∈ E [f (v1 ) = Q1 ∧
f (v2 ) = Q2 ∧ g(τ ) = (G, K)]
Dependence graphs allow to obtain more concise pictures
of the system, lacking details that do not play a role in the

analysis of the achievement possibilities. Dependence arcs
collect all together the actions needed to achieve a set of
goals and the agents that can provide them. E.g.,if in any
dependence relation when an agent ag1 provides an action
a always another one ag2 provides an action b, then the corresponding dependence arcs do not distinguish between the
two agents, grasping the symmetry with the system in which
ag1 provides b and ag2 provides a.

5 Formalization of Cooperation
In this section we formalize the notion of cooperation
among agents. The reason for a cooperation is the existence of a mutual dependence, but if mutual dependence is
a relation still untied to the intentions of the agents, cooperation concerns what they actually want to achieve and the
actions they are going to perform. Consider an agent ag,
let intend(ag) ⊆ Act represents the actions it intends to perform. We assume that if an ag intends to perform some actions, then he is also skilled to. The elements in intend(ag)
that belong to A are the actions ag intends to perform, the
elements that belongs to Ā are the actions the agent wants
to be not performed, finally the actions not mentioned will
not be performed but only for an economical principle (in
other words, ag guesses that actions will not entail particular benefits or damages).
In order to involve agents intentions we extend the definition of Multiagent Systems given in section 2:
Definition 18 (Extended Multiagent System) An
extended Multiagent System is a tuple
e-MaS ≡ hAg, goals : Ag → 2Ef(P ) ,
skills : Ag → 2A , R, intend : Ag → Acti
where intend is a function that satisfy the condition:
∀ag ∈ Ag intend(ag) ⊆ values(skills(ag))
We now need a formalization of the actions a group of
agents intends to perform, starting form the individual intentions. We preliminarily define:
Definition 19 (Positive union) Let p1 , p2 ⊆ A ∪ Ā, then
the positive union p1 ⊕ p2 between p1 , p2 is:
p1 ⊕ p2 ≡ p1 ∪ p2 − {α ∈ Ā :∼ α ∈ p1 ∪ p2 }
It can be proved that ⊕ is a commutative monoid, so for
every
Lnpermutation π of {1, .., n}:
i=1 pi ≡ p1 ⊕ ... ⊕ pn = pπ(1) ⊕ ... ⊕ pπ(n)
Given two agents ag1 and ag2 , if I1 is the intention of
the former and I2 of the latter, then the intentions of both
of them will be I1 ⊕ I2 since all the positive actions listed
in I1 and I2 will be performed by one agent, even if the
others refrain from performing it.Even if the notion of intentions related to groups of agents can rise philosophical
debates, what we simply consider here is the set of actions
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that actually a group of agents will perform by means of the
actions that, separately, the agents will to perform. Stated
this, we can formalize the notion of a intentions for groups
of agents.
Definition 20 (Group intentions) Given Q ⊆ Ag, and
for any ag ∈ Q a particular intention intend(ag) ∈
Intentions(ag).L
Then the intention of the group Q is:
intend(Q) ≡ ag∈Q intend(ag)
Now a cooperation between two groups exists when they
mutual depend in the achievement of a set of goals and the
actions they intend to perform enable the satisfaction of this
dependence.
Definition 21 (Cooperation) We say that the two groups
Q1 , Q2 ⊆ Ag are cooperating to achieve the set of goals G in
the state sw given their intentions intend(Q1 ), intend(Q2 );
Cooperating(Q1 , Q2 , G, intend(Q1 ), intend(Q2 ), sw) iff:
1. ∃K ∈ Act : Mutual depend(Q1 , Q2 , G, K, sw) ∧ K ⊆
intend(Q1 ) ⊕ intend(Q2 )

6 Conclusion and related works
Our approach gives a description of power and dependence, relating them to the definition of a Multiagent System. In this way it is shown how these concepts, involving groups of agents, emerge from a description of single
agents. The basic important issues emphasized in [7] and
[8] are addressed in our framework, as the relation of power
with the goals and the skills of the single agents or the description of mutual dependence. All these relations are defined in a formal context, quite expressive to take in account
not only the capability of the agents to help, but also to obstruct each other. We also formalize the relation between
mutual dependence and cooperation distinguishing the possibilities agents have to help each other from what they actually intend to do.
Some approaches aimed in exploring social relations
like power and dependence are based on Decision-theoretic
techniques [6]. Even if they well address many features of
the rational reasoning of inter-dependent agents, they consider group behaviors and their impact on the goals achievement as defined a priori, in this perspective our work provides a constructive way to calculate the utility resulting
from group behaviors.
Sichman and Conte [10] use graph theory to emphasize
the topology of dependencies, but many simplifications reduce the expressiveness of their framework, for example
they do not formalize the concurrency management problem so they do not take in account the possibility to obstruct the achievement of a goal. Moreover our framework
describes powers and dependencies for groups of agents allowing to scale on structure of the system.

Nevertheless many important issues can be still faced,
for example how norms can be introduced to regulate a
group [5], how norms can be monitored and enforced [3]
and how coordination in a group can be achieved [4]. The
second one is to describe more complex situations in which
a worth-while net of dependencies tie agents in forming a
coalition.
Presently we are working on the relation between the
concepts studied in this paper and the notion of coalitions. Moreover, we are studying independent definitions of
power, dependence and coalition structures, which diverges
our work from the work of Castelfranci. This new approach
is explained in [2] and an example of an independent power
structure, coalition structure and the relation between them
is given in [1].
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Abstract. In this paper we introduce an ontology based on the notion of agent to represent and reason about social reality. We model social constructions as agents, for
example, groups, organizations, normative systems, and roles, and we attribute mental
attitudes to them. Roughly, we define obligations or regulative norms as goals of the
normative system, constitutive norms as beliefs of the normative system, joint, shared,
mutual and social beliefs, desires and goal as beliefs, desires and goals of group, responsibilities of an agent as goals of the role he plays, and the required expertise of
an agent as beliefs and actions of the role he plays. In this way, we achieve a uniform
framework for a large variety of concepts using a small vocabulary, and, in particular,
basing it on notions, like mental attitudes, which are commonly used in agent theories.
The proposed ontology is modelled using a description logic.

1 Introduction
Concepts from social reality have been recently introduced in multiagent systems (MAS) to
coordinate the behavior of the different and possibly heterogeneous agents and to control the
behavior emerging from their interaction [1]. For example, [2, 3, 4] address the problem of
coordinating the agents of a MAS who want to achieve the same goal by forming a group.
Another solution to cope with the control problem is introducing obligations and permissions,
i.e., regulative norms, to provide motivations to agents; in [5] we extend MAS to normative
multiagent systems (NS) who monitor and sanction violations of agents and introduce a legal classification of reality by means of constitutive norms [6]. Moreover, normative systems
are not static entities which do not change with time. Rather, they introduce new norms and
repeal outdated ones and allow also ordinary agents to become “private legislators” [7]; in
particular, agents can create new obligations by means of contracts [8]. Finally, organizational concepts can be introduced to deal with complex MAS where different responsibilities
must be distributed to agents with different expertise: organizations can be articulated in suborganizations (functional units, departments) and roles which describe the behavior expected
from the actors playing those roles. Organizations build on normative multiagent systems
since they use norms to control agents playing roles; in this sense, according to Ouchi [9],
organizations can be considered as burocracies.
How to describe the concepts from MAS, from organizations and NS, and their relations?
A MAS consists of agents, beliefs, desires and goals, et cetera, and organizations and normative systems consist of shared goals, norms, violations, sanctions, expertise, responsibilities,
et cetera. Social reality in the multiagent field, however, still lacks of a precise conceptual
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model. The traditional approach to model obligations and permissions is deontic logic which
defines concepts and their relations by modal operators. For example, in standard deontic
logic there are modal operators for obligation, permission, prohibition, which are related by
axioms such as F (p) = O(¬p) and P (p) = ¬F (p). An alternative approach is to model
concepts as first order predicates. The relation between permissions and prohibitions can be
given by ∀x : permit(x) = ¬forbidden(x), but formalizing the relation between obliged and
forbidden is more problematic since ‘the absence of x’ has to be formalized, for example
by a function not: forbidden(x) = obliged(not(x)). A third approach studied in this paper
is to use description logics [10], a family of decidable fragments of first order logic and the
most popular formalism to describe concepts, used for example to analyze entity-relationship
diagrams, represent ontologies in semantic web, et cetera. More precisely, description logics
may either be seen as a branch of modal logic or as a branch of first order predicate logic.
In this paper, we study the use of description logic to build the ontology of social reality
underlying a multiagent system we described in our previous papers, like [8, 11], et cetera,
but at a level which abstracts away from the different formalisms we adopted in other papers,
e.g., input/output logic [12], BOID architectures [13] or BDICT L logic [14].
Our extension of MAS to social reality is based on the attribution of mental attitudes
to normative systems, groups, roles, and organizations. Roughly, normative systems, groups,
organizational structures including roles are all modelled as autonomous agents. For example,
the expression “your wish is my command” states that what is commanded to MAS is related
to what is wished by NS.
The research question of this paper is: how to use description logic to formalize social
constructions as agents, and, in particular, the attribution of mental attitudes to these social
constructions? We use here a simple description logic based on the OWL language, even if
we are aware of the limitations of its representation power.
The attribution of mental attitudes to social constructions is based on our ongoing research
while the idea of basing social reality on collective acceptance is inspired on the philosophical
work of Searle [15] and Tuomela [16]. As we show in this paper, this intentional stance [17]
leads to a crucial simplification of our ontology.
The layout of this paper is as follows. In Section 2 we present the main concepts from
our papers. In Section 3 we introduce the ontology using a Description logic. In Section 4 we
discuss related work. Finally, Conclusions end the paper.
2 Concepts
In this section we informally describe the concepts used in our papers on social reality:
A proposition is a description of part of the environment. We distinguish propositions whose
truth value can be changed by the agent (actions, called decision variables) from parameters which can only be indirectly influenced by the agents.
A belief is an informational mental state expressing relations between propositions and it
can be represented by a conditional rule.
A motivational attitude is a mental attitude expressing which propositions are the objectives of an agent. A preference relation is used by each agent to resolve the conflicts
among motivational attitudes. Motivational attitudes, like desires and goals, are represented by conditional rules.
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A rule is a description of the mental attitudes. A rule (in the simplified form we used in the
other papers) links a set of propositions to a proposition.
An agent is an autonomous decision maker; it bases its decisions on its own beliefs, desires
and goals. An agent is endowed with social abilities; first, it is able to adopt the goals of
other agents as its own goals [18], e.g., it can adopt the goals of the normative systems
if it is a respectful agent, the goals of the group it belongs to, if it is a cooperative agent
or the goals of the role it is playing if it is a trusted agent; second, an agent is able to
attribute mental attitudes to other agents, so both to have a profile of other agents and
to create socially constructed agents like groups, normative systems, virtual communities
and organizations; third, when it takes a decision it considers also the effects of its decision on the decisions of the other agents by using the profile they have of other agents:
in this way, it can coordinate its action with those of the agents interfering in the same
environment [19].
A group of agents coordinate their behavior in the achievement of their shared goals. In a
group all the members take advantage from the satisfaction of the goals of the group, even
if for different reasons. In our model a group is described as an agent constructed by its
members, which attribute to it mental attitudes [4]. Its beliefs represent the conventions
of the members, its desires the goals towards not incurring into costs and its goal the
objective shared by the members. A group can achieve its purpose if its members are
cooperative, i.e., it they adopts the desires and goals of the group as their own. Differently
from an organization, a group is not a normative system and it is not structured into roles.
A normative system is a social construction a society of agents uses to achieve a certain
social order. According to [20], a social order is a pattern of interactions among interfering
agents “such that it allows the satisfaction of the interests of some agent”. These interests
can be a shared goal, a value that is good for everybody or for most of the members; for
example, the interest may be to avoid accidents. So the agents attribute to the normative
system, beliefs, desires and goals, and, in particular, the goal to autonomously enforce the
conformity of the agents to the norms by means of sanctions [5, 21]. The need of sanctions
is due to the fact that, differently with respect to a group, the agents of the society are not
all assumed to have always the goals of achieving the social order the normative system
is delegated to achieve.
An obligation is a goal of the normative system. A question has been raised why norms are
usually not implemented explicitly in computer systems. An easy answer is that computer
programs already model ‘ideal’ behavior. They must never violate the rules, just as they
must never fail. This objection can be countered by Dignum’s argument [22] that obligations can be violated because agents are autonomous. In a typical example, an agent
has a desire to do otherwise and the desire is stronger than the obligation. Moreover, in
order to deal with conflicts among norms, an agent must be able to drop some obligations
in favor of others. Since agents must be motivated to stick to obligations, obligations are
associated with other instrumental goals of the normative system: to consider behavior
which does not conform to the obligation as a violation and to sanction violations [23].
A violation is recognized by the normative system when the behavior of an agent does not
conform to the obligations addressed to it. As an action of the normative system, the
recognition of a violation is not a consequence of the behavior of the agent, but an autonomous decision of the normative system. The normative system considers the behavior
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of an agent as a violation since this is one of its goals: a goal which is instrumental to the
maintenance of the social order.
A sanction is an action of the normative system which is applied to an agent when the normative system recognizes its violation. Sanctions can be positive (rewards) or negative:
the precondition of their efficacy is that the addressee of the norm desires/fears them. Like
violations, sanctions are the result of an autonomous decision of the normative system,
which can be influenced by the violator not to apply them.
A permission is an exception to some obligations of the normative system which consider
a behavior as a violation. As obligations are modelled in terms of desires and goals of
the normative system, and in particular, of the goal to consider a given behavior as a
violation, permissions are modelled as goals of the normative system not to consider the
given behavior as a violation. In this sense, permissions presuppose obligations to be
meaningful [24].
An institutional fact is a concept introduced by a normative system to give a legal classifications of reality; for example, marriages, properties and money are institutional facts.
An institutional fact is made true by a constitutive rule.
A constitutive rule is a belief of the normative system about the legal consequences of
propositions. Searle [25] argues that there is a distinction between two types of rules,
a distinction which also holds for formal rules like those composing normative systems:
Some rules regulate antecedently existing forms of behaviour.
For example, the rules of polite table behaviour regulate eating,
but eating exists independently of these rules. Some rules, on
the other hand, do not merely regulate an antecedently existing
activity called playing chess; they, as it were, create the possibility of or define that activity.The institutions of marriage, money,
and promising are like the institutions of baseball and chess in
that they are systems of such constitutive rules or conventions
([25], p. 131).
For Searle, institutional facts like marriage, money and private property emerge from
an independent ontology of “brute” physical facts through constitutive rules of the form
“such and such an X counts as Y in context C” where X is any object satisfying certain
conditions and Y is a label that qualifies X as being something of an entirely new sort.
E.g., “X counts as a presiding official in a wedding ceremony”, “this bit of paper counts
as a five euro bill” and “this piece of land counts as somebody’s private property”.
In our model, constitutive norms are represented as beliefs of socially constructed agents.
Since beliefs are described by conditional rules, they express the relations between propositions and the legal classification of reality in terms of institutional facts [6].
Moreover, in [6] we consider also constitutive rules which do not create only institutional
facts, but which have an effect on the norms of a normative system; this is possible since
they express what counts as an action which modifies the mental state of the normative
agent.
A power of an agent in an organization or normative system is an action of the agent which
creates new obligations or even new constitutive rules by modifying the mental state of
the organization or the normative system. A power achieve its effect by means of some
constitutive rule. Powers are at the basis of the definition of contracts [8].
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An organization is an agent socially constructed by the members of a MAS to coordinate
their behavior. The organization is collectively attributed by them mental attitudes: its
beliefs represent the statute of the organization, its desires and goals its objectives, for example to maximize profits. The organization is structured in suborganizations (functional
areas, departments) and roles assigned to agents. In order to make those agents stick to
their role they are subject by the organization to obligations. The organization is, thus,
a normative system. At the same time, the organization, as an agent, can be subject to
obligations too: in juridical terminology, it is a legal person [8].
A role is a description of the expected behavior of an agent in an organization and thus it
is defined as an agent constructed by an organization by attributing to it mental attitudes.
The set of roles constitute the structure of an organization. The beliefs of the role represent
its expertise and the goals its responsibilities. Roles are played by agents which have to
act as if they had the beliefs attributed to the role and to adopt the desires and goals of the
role. An agent can play several roles. Roles specify also the obligations which are posed
on the agent playing them [26].
Finally, roles are used also to structure normative systems to keep separate the executive,
legislative, and juridical functions [27].
3 Formalization of the ontology
We have chosen to formalize our ontology using the language OWL based on the DAML+OIL
language. For space reasons, we present it here in a standard description logic like syntax
[10].1
• If φ and ψ are classes, then so are φ u ψ and φ t ψ. φ u ψ is the application of the
intersectionOf constructor of OWL to the two classes and φtψ is the unionOf constructor.
• If φ is a class and r is a property, then ∃r.φ is a class and ∀r.φ is a class. ∃r.φ is the application of the someValuesFrom constructor to r with scope φ, and ∀r.φ is the allValuesFrom
constructor.
• If r is a property and n an integer, then ≤ n r is a class and ≥ n r is a class. If r
is a property and x an instance, then x ∈ r is a class. ≤ n r is the application of the
maxCardinality constructor to r and ≥ n r the application of minCardinality. If r is a
property and x an instance, then x ∈ r is the application of the hasValue constructor.
• If r is a property r−1 is a property. r−1 is an application of the inverseOf constructor.
• If r is a property, domain(r) and range(r) must be classes. domain(r) and range(r) are
the domain and range operators.
We distinguish between the basic model (Figure 1), our work which models social constructions as agents and, in particular, normative systems (in dashed lines in the left hand side
of Figure 2), and the dynamics of socially constructed agents (in grey in the right hand side
of Figure 2). In Figure 1 and 2 we follow the convention that a box is a class, an oval is an
instance, a line or an arrow with full triangle head is an association which can be interpreted
as any property, an arrow with unfilled triangle head is the “is-a” or subsumption relation.
1

The OWL version of the ontology can be found at http://normas.di.unito.it/ontology
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Figure 1: The basic conceptual model.

The top classes of our basic ontology are {A, X, B, M, Rul, Lit, ≥}. A is the set of agents,
X is the set of propositions. B is the set of beliefs. M is the set of motivations. Rul is the set
of rules. Lit is the set of literals made out of propositions (in the following we only consider
propositions for simplicity). ≥ is the reification of a relation associating for each agent a
preference relation on motivations. The main properties are {AD, M D, Input, Output}:
AD is the agent description relation associating to each agent its description in terms of
agent profiles it attributes to other agents, mental attitudes and actions: domain(AD) =
A, range(AD) = A t X t B t M .
M D is the mental attitude description relation associating to each belief or motivation its
description in terms of rules: domain(M D) = B t M, range(M D) = Rul.
Input, Output connect rules (Rul) to their antecedents and consequents: domain(Input) =
Rul, range(Input) = X, domain(Output) = Rul, range(Output) = X.
It must be noted that real agents attribute mental attitudes also to other real agents. This
attribution, even if it shares the same metaphor as attributing mental attitudes to social entities,
has a different meaning, in that it represents the fact that an agent has a profile also of other
real agents which interact with it in the same environment. In [4], for example, we use this
attribution to model how an agent predicts by means of recursive modelling [19] the behavior
of its partners using the mental attitudes attributed to them. Another reason agents have a
profile of other agents is that, only by knowing other agents’ goals, they can adopt some of
them [18] and, thus, be respectful, trustful or cooperative agents (see agent types in [13]).
Agents can be a member of a group (GA), play a role (RO), be a member of an organization (OA). The characterizing feature of our model is that normative systems and organizations (OA), functional areas (F A), roles (RO) and groups (GA) are modelled as agents (A):
they are subtypes of agents and they are distinguished from the real agents (RA) by the fact
that they exist only as long as they are attributed mental attitudes by the other agents.
This collective acceptance of social entities modelled by means of the intentional stance
[17] is expressed by the agent description AD property; it associates to each agent another
agent in A which specifies its profile in terms of actions, beliefs and motivations by means of
the AD property.
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Figure 2: The social reality and its dynamics.

Note that the term “agent” does not mean the same as “person”. Rather it has a wider
application since it can be used to denote also intelligent programs (software agents). It is
used to denote entities whose complex behavior can be described or implemented by means
of beliefs, desires and goals. Hence, there is no inconsistence in using the term “agent” for
social entities or collectives, since agents do not have the same properties as persons.
What distinguishes groups from organizations is that the latter are organized as burocracies [9] which have a control structure composed of obligations, prohibitions and permissions.
This introduces the notion of normative systems. Normative systems contain norms which are
described by violations (V ) and sanctions (S).
These classes in the ontology are {RA, OA, F A, RO, GA, D, G, DV, P, I, P L, V, S,
CN, RN, CR}:
RA, OA, F A, RO, GA are, respectively, real agents, organizations, functional areas and
roles, and groups. They are all subsets of agents A but they are differentiated by restrictions on the AD property representing the agents which they attribute profiles to. Social
entities exist only as long as they are attributed mental entities by other agents:
RA v A u ∀AD.(RA t GA t OA t X t B t M )
OA v A u ∀AD.(F A t RO t X t B t M ) u ∃AD−1 .RA
F A v A u ∀AD.(F A t RO t X t B t M ) u ∃AD−1 .(OA t F A)
RO v A u ∀AD.(X t B t M ) u ∃AD−1 .(OA t F A)
GA v A u ∀AD.(X t B t M ) u ∃AD−1 .RA
In the following, with n ∈ OA we represent an instance of normative system.
D, G the desires and goals are subset of motivations; further properties must be added to
distinguish one from the other, e.g., about their place in the preference relation : D v
M, G v M .
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DV, P represent respectively the actions of agents and the propositions which can only be indirectly influenced by agents. The two classes are disjoint since they have incompatible restrictions on the AD property DV
≡
(X u (≥
1
AD−1 )) and
−1
P ≡ (X u (= 0 AD )).
I the institutional facts are a subset of the parameters P , hence, they are not directly controlled by an agent. I v P .
P L is the reification of the role playing relation: domain(P L) = RA, range(P L) = RO. It
is reified to allow creation actions to change its extension.
V the violation variables are a subset of the decision variables DV (of the normative system
n); a violation variable is related to a literal which represents which situation is considered
as a violation and an agent who is the responsible for the violation (these properties are
not included for space reasons, see Figure 1): V v (DV u n ∈ AD−1 ).
S the sanctions are a subset of the decision variables DV (of the normative system n); a
decision variable is a sanction only if it is not desired by the sanctioned agent (but this
constraint is too complex to be represented in OWL): S v (DV u n ∈ AD−1 )
CN constitutive norms are beliefs of the normative system n ∈ OA which are described
by rules having as Output an institutional fact (or more precisely a literal built out of an
institutional fact): CN v (B u (n ∈ AD−1 ) u ∀M D.CR) and CR v (Rul u ∀Output.I).
RN the regulative norms are goals of the normative system n; a more complete formalization
requires adding sanctions and violations, but this requires constraints on the fillers of
properties: RN v (G u n ∈ AD−1 ).
One fundamental feature of social reality is its dynamics. In this paper we consider, in
particular, how normative systems specify the possibilities of changing themselves and that
other agents change their norms.
Regulative norms like obligations and permissions are defined as goals of the normative
systems and constitutive norms are defined as their beliefs; moreover, normative systems
are defined as autonomous agents; hence, the only possibility to change norms is that the
normative system autonomously changes its own goals and beliefs. For this reason we add to
the conceptual model a set of institutional facts called creation actions C ∈ I which change
beliefs, desires and goals of an agent, and, in particular, of the normative system. They also
change the agents which compose an organizations (in this way it is possible to change roles,
as they are defined as agents) and the role playing relation between the real agents and the
role they play. These institutional facts can be made true only if the normative system believes
they are true since some other fact “counts as” them by means of some constitutive rules: i.e.,
by means of a constitutive norm. Hence, only the normative system can decide who has the
power to change its own beliefs, desires and goals, and, as a consequence, its norms.
These classes are {C, W, LR}:
C the creation actions are institutional facts which change beliefs and motivations, roles and
role playing relations; we do not address in this paper how to model such effects: C v I.
W the powers of agents are actions (decision variables) which can change the mental attitudes of agents by means of constitutive norms relating them to creation actions:
W v (DV u LR) and LR v (CR u ∃M D−1 CN u ∀Output.C).
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4 Related work
Breuker et al. [28] describe a ‘functional modelling’ of legal systems. The model is based on
the idea that:
“To a large extent, law is also an artifact, so a functional perspective is strongly implied already by the objects (concepts) it uses
[. . . ] that is, the Law is analyzed and interpreted through a functional point of view. [. . . ] It is assumed that the legal system as a
whole (and therefore each of its components) exists to accomplish
a certain function, in order to obtain certain social goals. The legal
system is, thus, viewed as an entity with a certain internal structure,
behaving in an environment, and that was designed to work in a
certain way in order to be able to accomplish specified social goals.
The main function of the legal system is to change or influence society in specific directions, determined by certain social goals.”
We share this idea that the legal system has a function (achieving a social order) and that
it is conceived to achieve this function. What is different is that our work bases the social
ontology on the concept of agent, which, by using the intentional stance, can be seen as a
further methodology besides functional models to describe artifacts like social entities are.
Our approach has important consequences for the notion of social role. Steimann [29]
proposes a detailed analysis of roles which considers the possibility that roles can be played
by other roles, e.g., an employee can be a project director. In our model it is possible to
extend the P L property to cope with this case, but it is necessary first to consider which is
the decision process of an agent playing a role which plays in turn another role.
Masolo et al. [30] provide an ontological analysis of social roles. They reify roles and
attribute them the properties of anti-rigidity (playing a role is not a necessity), relational
nature (their instances depend on instances of other concepts) and temporal extension. In
this paper, roles are considered as entities, too. In contrast we attribute to roles the status of
agent, since roles are usually defined as the expected behavior of their actors and we describe
complex behavior by means of agents with beliefs, desires and goals. In [26], we address the
problem of how roles described as agents are used by the actors when they play a role.
Moreover, roles in our model can be considered anti-rigid and temporally extended, in
that, even if we do not currently model time explicitly, the relation connecting agents and
roles and the set of roles themselves can be changed in organizations by means of creation
actions. The relational nature of roles is explained by the fact that they exist only if they are
attributed mental attitudes by an organization. Restrictions on role compatibility and requirements (e.g., to be president of a state an agent must be a citizen of that state) are expressed by
the constraints on the constitutive rules creating relations between agents and the roles they
play: a precondition for declaring an agent president is that it is a citizen of the state. On the
other hand, we do not consider yet the problem of descriptions defining social concepts.
Works on multiagent systems offer as aggregation methods the notion of group or of organization. According to Zambonelli et al. [31] “an organization is more than simply a collection of roles (as most methodologies assume) [...] further organization-oriented abstractions
need to be devised and placed in the context of a methodology [...] As soon as the complexity
increases, modularity and encapsulation principles suggest dividing the system into different
suborganizations”. According to Jennings [32], however, most current approaches “posses
insufficient mechanisms for dealing with organisational structure”. Moreover, what is the semantic principle which allows decomposing organizations into suborganizations must be still
made precise.
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5 Conclusions
In this paper we present in a unified way the ontology underlying our approach to normative
systems, organizations, groups and roles we described in several papers (e.g., [4, 5, 8, 11,
21, 26]). The general methodology is to explain social entities by attributing them mental
attitudes, like beliefs, desires and goals: i.e., by considering social entities as agents. This
metaphor leads to a simplification of the ontology and allows modelling social reality in
terms of notions commonly used by agent theories; in this way, it can be used to structure
multiagent systems.
In this paper we focus on the relations between the concepts populating our ontology
rather than on providing a justification of them, since this is discussed in the different papers.
Moreover, here we do not address the discussion of behavior of agents which respect this
conceptual model, for example, how they take decisions and recursively model the behavior
of other agents, how they act when they play roles in organizations, et cetera: again this
is discussed in related papers; moreover, this issue requires a complex ontology to describe
processes.
Future work is discussing the properties of roles, comparing them with the requirements
posed by [29] and extending the ontology to include the notion of coalitions seen at different
levels of details as discussed in [33]. Finally, it should be studied how the basic ontology can
be integrated with some well founded top ontology like DOLCE [34].
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Abstract

olations be delegated by the normative system to autonomous agents called defender agents [10]?

When agents make decisions, they have to deal with
norms regulating the system. In this paper we therefore
propose a rule-based qualitative decision and game theory combining ideas from multiagent systems and normative
systems. Whereas normative systems are typically modelled
as a single authority that imposes obligations and permissions on the agents, our theory is based on a multiagent
structure of the normative system. We distinguish between
agents whose behavior is governed by norms, so-called defender agents who have the duty to monitor violations of
these norms and apply sanctions, and autonomous normative systems that issue norms and watch over the behavior of
defender agents. We show that autonomous normative systems can delegate monitoring and sanctioning of violations
to defender agents, when bearers of obligations model defender agents, which in turn model autonomous normative
systems.

To address these questions we model norms in qualitative decision and game theory, combining ideas from normative systems (see, e.g., [18] for an overview of theories
and applications) and multiagent systems. Whereas normative systems are typically modelled as a single authority
that imposes obligations and permissions on the agents, our
theory is based on a multiagent structure of the normative
system. We distinguish between agents whose behavior is
governed by norms, so-called defender agents who have the
duty to monitor violations of these norms and to apply sanctions, and autonomous normative systems that issue norms
and watch over the behavior of defender agents.
Decision making in this multiagent systems is formalized as follows. Agents are modelled as cognitive beliefdesire-intention or BDI agents. Autonomous normative systems create obligations for defender agents, such that a defender agent can be seen as a role defined on the basis of
a set of obligations. When making decisions, agents model
defender agents, which in turn model the autonomous normative system. In our theory we can study under which conditions this delegation of the control of norms to defender
agents is effective, as is illustrated by an example.

1 Introduction
Norms are studied in multiagent systems for various reasons, for example to increase the stability of such systems.
However, there is no consensus how standard frameworks
have to be extended to express norms. Moreover, the management of distributed systems such as virtual communities
of autonomous agents [13, 4, 5] is not centralized in a single
agent since this would endanger the core business of the system [11]. Also, sometimes tasks can be better performed if
they are dealt with by the local level in an autonomous way.
In this paper, we address the following two questions.

In this paper we discuss the technical details of our theory, but some of its assumptions are treated elsewhere. In
particular, the unification of normative and multiagent systems can be explained by an attribution of mental attitudes
to normative systems, which itself can be explained by social delegation of goals to the normative system [3, 7, 4].
This paper is organized as follows. In Section 2 we discuss the role of defender agents using recursive modelling.
In Section 3 we present the qualitative game theory, in Section 4 we define obligations in this theory and in Section 5
we formalize defender agents.

• How do agents make decisions involving norms? In
particular, when do they fulfill or violate norms?
• How can the role of monitoring and sanctioning vi1
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2 Defender agents
Normative systems are “sets of agents (human or artificial) whose interactions can fruitfully be regarded as
norm-governed; the norms prescribe how the agents ideally
should and should not behave [...]. Importantly, the norms
allow for the possibility that actual behavior may at times
deviate from the ideal, i.e., that violations of obligations, or
of agents’ rights, may occur” [15]. Boella and Lesmo [2]
distinguish between agents whose behavior is governed by
norms, and an autonomous normative system. In their approach, autonomous normative systems are called normative agents and modelled as a single cognitive BDI agent.
However, in modern states the power is separated between several autonomous roles: the role of the government, the judicial system and the legislative systems. Moreover, such a distinction between roles can make social control more effective. In our model, we introduce a distinction
between agents who have only the judiciary power, which
following Conte and Castelfranchi [10] we call defender
agents, and those who have also the legislative one. The
task of the normative system is kept separate from the one
delegated to the defender agents. So defenders can act autonomously on the basis of more local information.
As an example of a scenario in a virtual community, consider agent 1 who is subject to the obligation to share its
file system space on the web. This obligation derives from
the policy regulating the virtual community it belongs to.
Since the central authority 3 has not enough resources to
control and punish every member of the community it delegates this control task to defender agent 2. Since the virtual
community is composed of heterogeneous agents, system 3
cannot assume that defender 2 is a respectful agent who fulfils every obligation imposed on it. Hence, system 3 tries to
control defender 2’s behavior by means of obligations concerning its task to monitor and punish agent 1. The relation
between defender agent 2 and system 3 is that the system
motivates the defenders by imposing obligations for the defenders, and punishing their violations.
The basic picture is visualized in Figure 1 and reflects the
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Figure 1. A three agent scenario.

s33

deliberation of agent 1 in various stages. Agent 1 is subject
to obligations by system 3 that has delegated the control to
defender agent 2. Agent 1 is deliberating about the effects
of the fulfilment or the violation of the obligations. Agent 2
may recognize and sanction violations. Agent 1 recursively
models agent 2’s decision and bases its choice on the effects of agent 2’s predicted actions. But in doing so, agent
1 has to consider that agent 2 is subject to some obligations to make agent 1 respect its obligations: so in modelling agent 2, it considers that agent 2 recursively models
system 3, the normative system who watches over agent 2’s
behavior.
Figure 1 should be read as follows. Subscripts denote
the agent, while superscripts denote the time instant. When
agent 1 makes its decision d1 , it believes that it is in state
s01 . The expected consequences of this decision due to belief rules B11 are called epistemic state s11 . Then agent 2
makes a decision d2 , typically whether it counts this decision as a violation and whether it sanctions agent 1 or
not. Now, to find out which decision agent 2 will make,
agent 1 has a profile of agent 2: it has a representation of
the initial state which agent 2 believes to be in and of the
following stages. When agent 1 makes its decision, it believes that agent 2 believes that it is in state s02 . This may be
the same situation as state s01 , but it may also be different.
Then, agent 1 believes that its own decision d1 will have the
consequence that agent 2 believes that it is in state s12 , due
to its observations Obs2 and the expected consequences of
these observations. Agent 1 expects that agent 2 believes
that the expected result of decision d2 is state s22 . Finally,
agent 1’s expected consequences of d2 from agent 1’s point
of view are called state s21 . Moreover, agent 2 makes a similar reasoning about system 3’s decisions. The recursion in
modelling other agents stops here, since system 3 does not
have to base its decisions on the expected reaction of another agent. Which decision an agent makes depends also
on its motivational state which contains among others desire
and goal rules (not depicted in Figure 1).
Multiple levels of delegation of controls are also possible. For example, system 3 can delegate the task of controlling the defender agent 2 to another defender. This leads a
hierarchy of agents, in which each agent considers the reaction of the subsequent agent in the hierarchy. We assume
that the reaction of the subsequent agent affects only the
outcome of the immediately preceding agent. Hence, each
agent’s behavior is watched by another agent whose behavior can be in control of another one and so on in a recursive
way; until reaching the highest level of authority whose behavior is not controlled. In this construction, the first and
the last agent consider three moments in time (like agent 1
and 3 above), and each other agent considers four moments
in time (like agent 2 above).
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3 Decision and game theory
In this section we present a qualitative game theory for
BDI agents based on the iterative model visualized in Figure 1, which is an instance of the game theoretic technique
recursive modelling introduced by Gmytrasiewicz and Durfee [14]. We start with decisions. We write di for the complete decision of agent i, which we define as a truth assignment to each decision variable of the agent.
Definition 1 (Decisions) Assume n distinct agents, and let
{A1 , . . . , An } be n disjoint sets of propositional variables.
A literal is a variable or its negation. We write LitAi for the
set of literals built from Ai . For a propositional variable p
we write p = ¬p and ¬p = p. A decision set is a tuple
δ = hd1 , . . . , dn i where di ⊆ LitAi such that for each
decision variable x in Ai , either x ∈ di or ¬x ∈ di .
The consequences of decisions are given by the agents’
epistemic states, where we distinguish between the agents’
beliefs about the world and the agents’ beliefs about how
a new state is constructed out of previous ones. First, we
assume that beliefs of agent i about the world at moment t,
written as sti , contains – besides decision variables whose
truth value is determined directly by an agent – also parameters whose truth value can only be determined indirectly.
The distinction between decision variables and parameters
is a fundamental principle in all decision theories or decision logics [8, 16]. In action languages, they correspond to
events and fluents respectively. The example in Figure 1 illustrates that we only consider games in which each agent
i makes a decision at moment i, such that an agent has to
consider – besides the recursively modelled states – only the
moments just before its decision when it observes the previous decision, si−2
and si−1
, and just after its decision to
i
i
evaluate the consequences of it, sii and si+1
.
i
Second, the agents’ beliefs about how a new state at moment t is constructed out of previous ones is expressed by
three sets of belief rules, denoted by Bit . Belief rules can
conflict and agents can deal with such conflicts in different
ways. The epistemic state therefore also contains an ordering on belief rules, denoted by ≥B
i , to resolve such conflicts.
Finally, to model the recursion the epistemic state of agent i
includes the epistemic state of agent i + 1, denoted by σi+1 ,
unless it is the last agent n.
An epistemic state thus contains most elements depicted
in Figure 1. However, when making decisions, not all these
elements are available. In particular, for each decision the
agent i only knows the belief rules and the initial state sii−2 ;
the other states si−1
, sii and si+1
have to be calculated by
i
i
applying belief rules. That is, a decision problem contains
only a partial epistemic state. How belief rules are applied is
formalized in Definition 4 and decision problems are given
in Definition 7.

Definition 2 (Epistemic states) For n agents and
0 ≤ t ≤ n + 1, let P t = {pt | p ∈ P = {p, p0 , p00 , . . .}}.
We write LitP t for the literals built from P t , LitAi P t for
literals built from Ai ∪ P t , et cetera. Let a rule built from a
set of literals be an ordered sequence of literals l1 , . . . , lr , l
written as l1 ∧ . . . ∧ lr → l where r ≥ 0. If r = 0, then
we also write > → l, where > stands for tautology. The
epistemic state of agent i < n is
i−2 i−1 i i+1
σi = hBii−1 , Bii , Bii+1 , ≥B
, si , si , si , σi+1 i
i , si

whereas the epistemic state of agent n is identical except
that it does not contain the epistemic state of agent n + 1.
Bii−1 is a set of rules of LitAi−1 P i−2 P i−1 ;
Bii is a set of rules of LitAi−1 Ai P i−2 P i−1 P i ;
Bii+1 is a set of rules of LitAi−1 Ai Ai+1 P i−2 P i−1 P i P i+1 ;
Bi = Bii−1 ∪ Bii ∪ Bii+1 ;
≥B
is a transitive and reflexive relation on the powerset
i
of Bi containing at least the subset relation;
si−2
⊆ LitP i−2 is the state before agent i − 1’s action;
i
si−1
⊆
LitAi−1 P i−1 is initial state of agent i’s action;
i
sii
⊆ LitAi P i is state after decision di of agent i;
si+1
⊆ LitAi+1 P i+1 is state after decision di+1 of i + 1;
i
si
= si−2
∪ si−1
∪ sii ∪ si+1
. All states are complete.
i
i
i
The agents’ beliefs depend not only on their belief rules,
but also on what they can observe. Here we use a simple formalization of this complex phenomena based on an explicit
enumeration of all propositions which can be observed. If a
proposition describing state si−1
i−1 is observable, then agent i
knows its value in si−1
.
The
observations
of agent i depend
i−1
on the state si−1
containing
the
effects
of
the decision of
i−1
agent i − 1 from agent i − 1’s point of view.
Definition 3 (Observations) The propositions observable
by agent i, OPi , are a subset of the description of the stage
i−1
si−1
(according to agent i − 1’s point of view) including
agent i − 1’s decision: P i−1 ∪ Ai−1 . The expected observation of agent i in state si−1
is Obsi =
i
{l ∈ si−1
i−1 | l ∈ OPi or l ∈ OPi }
What is not observed persists from the initial state si−2
i
from agent i’s perspective. Likewise, we model persistency
after decisions. Both the consequences of observations and
the consequences of decisions are defined using a function
max. Intuitively, this function starts with either the observations or the decision, then applies a maximal set of rules
with respect to the belief rule ordering ≥B , using intermediate phases Q, Q0 and Q000 , and finally adds parameters from
the previous state. We give also some conventions which facilitate the recursive definition. Note that the second state s01
and the last one sn+1
are obtained just by persistency from
n
n
s−1
and
s
,
respectively,
since for the first agent there are
n
1
no observations and the last one does not recursively model
the decision of any other agent and B10 = Bnn+1 = ∅.
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Definition 4 (Respect) A set of literals is called inconsistent if it contains p and ¬p for some propositional
variable p; otherwise it is called consistent. For s a
set of literals (state), f a set of literals, R a set of
rules, and ≥ a transitive and reflexive relation on the
powerset of R containing at least the superset relation,
i
let out(s, R) = ∪∞
0 out (s, R) be the state obtained
by out0 (s, R) = s and outi+1 (s, R) = outi (s, R)∪
{l | l1 ∧ . . . ∧ ln → l ∈ R and {l1 , . . . , ln } ⊆ outi (s, R)},
and let max(s, f, R, ≥, t) be the set of states obtained by:
1. Q is the set of subsets of R which can be applied to
s ∪ f without leading to inconsistency:
Q = {R0 ⊆ R | out(s ∪ f, R0 ) consistent }
2. Q0 is the set of maximal elements of Q with respect to
set inclusion:
Q0 = {R0 ∈ Q |6 ∃R00 ∈ Q such that R0 ⊂ R00 }
3. Q00 is the set of maximal elements of Q0 with respect to
the ≥ ordering:
Q00 = {R0 ∈ Q0 |6 ∃R00 ∈ Q0 and R00 ≥ R0 , R0 6≥ R00 }
4. O is the set of new elements in out(s ∪ f, R0 ):
O = {(out(s ∪ f, R0 ) ∩ LitAt+1 P t+1 ) | R0 ∈ Q00 }
5. max(s, f, R, ≥, t) is the set of states in O plus some
elements persisting from s:
max(s, f, R, ≥, t) = {G ∪ s000 | G ∈ O and
s000 = {lt+1 | lt ∈ (P t ∩ s) and lt+1 6∈ G}}
By convention A0 = dn+1 = B10 = Bnn+1 = OP1 = s00 = ∅.
σi = hBii−1 , Bii , Bii+1 , si−2
, si−1
, sii , si+1
, σi+1 i respects
i
i
i
the decision set δ = hd1 , . . . , dn i together with the expected
observations Obsi of agent i if
∈ max(si−2
, Obsi , Bii−1 , ≥B
1. si−1
i , i − 2);
i
i
2. sii

∈ max(si−2
∪ si−1
, di , Bii , ≥B
i , i − 1);
i
i

3. si+1
∈ max(si−2
∪ si−1
∪ sii , di+1 , Bii+1 , ≥B
i , i);
i
i
i
4. If i < n, then σi+1 respects the decision set
δ = hd1 , . . . , dn i together with the expected observations Obsi+1 of agent i + 1.
The agent’s motivational state contains two sets of rules
for each agent. Desire (Di ) and goal (Gi ) rules express
the attitudes of the agent i towards a given state, depending
on the context. Like belief rules, desire and goal rules can
be conflicting. We express agent characteristics by a priority relation on the rules ≥i which encode, as detailed in
Broersen et al. [9], how the agent resolves its conflicts.

motivaDefinition 5 (Motivational states) The
tional state Mi of agent i 1 ≤ i < n is a tuple
hDi , Gi , ≥i , Mi+1 i, where Di , Gi are sets of rules of
LAi−1 Ai Ai+1 P i−2 P i−1 P i P i+1 , ≥i is a transitive and reflexive relation on the powerset of Di ∪ Gi containing at least
the subset relation, and Mi+1 is the motivational state that
agent i attributes to agent i + 1. The motivational state
Mn of agent n is a tuple hDn , Gn , ≥n i.
The agents value, and thus induce an ordering ≤ on,
the epistemic states by considering which desires and goals
have been fulfilled and which have not. Here for space reasons, we introduce only a selfish stable agent type, which
bases its decisions only on its unsatisfied goals and desires.
State s1 is less preferred than s2 , denoted by s1 ≤ s2 , if the
unfulfilled rules in s1 are more preferred than the unfulfilled
rules of s2 , denoted by U (R, s) ≥ U (R, s2 ).
Definition 6 (Selfish stable agents) Let U (R, s) be the unfulfilled rules of state s,
{l1 ∧ . . . ∧ ln → l ∈ R | {l1 , . . . , ln } ⊆ s and l 6∈ s}
The unfulfilled mental state description of agent i is
Ui = hUiD = U (Di , si ), UiG = U (Gi , si )i. For selfish
stable agents, we have si ≤ s0i iff
G
0
1. U 0G
i = U (Gi , si ) ≥i U i = U (Gi , si )
G
G
0G
0D
D
2. if U 0G
i ≥i U i
i ≥i Ui and U i ≥i Ui then U

We finally define the optimal decisions. It is again a recursive definition, because optimality of a decision set for
agent i is defined in terms of dominance, which is defined
in terms of optimality of the decision set for the later agents.
There are several definitions of optimality discussed in the
literature, here we use a conservative one.
Definition 7 (Optimal decisions) A partial epistemic state
is an epistemic state excluding for each agent the last three
states si−1
, sii and si+1
. A decision problem consists of a
i
i
partial epistemic state, observable propositions OPi for all
agents i, and a mental state M1 . A decision set is optimal
for a decision problem if it is optimal for each agent i. A decision set is optimal for agent i if there is no decision set that
dominates it for agent i. A decision set δi = hd1 , . . . , dn i
dominates decision set δi0 = hd01 , . . . , d0n i for agent i iff
dj = d0j for 1 ≤ j < i, they are both optimal for agent
j for i < j ≤ n, and we have si < s0i
• for all si in an epistemic state description that contains the partial epistemic state and that respects the
decision set δi and Obsi , and
• for all s0i in an epistemic state description that contains
the partial epistemic state and that respects the decision set δi0 and Obsi (defined on this epistemic state).
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4 Formalization of obligations
The definition of obligation is inspired by Anderson’s
reduction of deontic logic to alethic modal logic [1], usually
written as O(p) = 2(¬p → V ), which says that ‘what is
obligatory is what necessarily leads to a violation’, or less
controversial, ‘what leads to a bad state’.
Definition 8 (Conditional obligations with sanction)
For m agents, let N S be a set of unstructured norms
{n, n0 , n00 , . . .} and assume that some decision variables
are so-called violation variables Vi (n) for n ∈ N S and
1 ≤ i ≤ m, to be read as ‘agent i’s behavior counts as a
violation of norm n’.
Agent i believes that it is obliged to decide to do x (a
literal in LitAi P i P i+1 ) with sanction s (a literal built from
a decision variable in Ai+1 ) under condition q (a sequence
of literals in LitAi P i P i+1 ), denoted by Oi,i+1 (x, s|q), iff for
some n ∈ N S:
1. q → x ∈ Di+1 ∩ Gi+1 : agent i believes that (if agent
i + 1 believes to be) in context q agent i + 1 desires
and has as a goal that x;
2. > → s ∈ Di+1 : agent i believes that agent i + 1
desires not to sanction.
3. > → s ∈ Di : agent i has the desire not to be sanctioned.
4. > → ¬Vi (n) ∈ Di+1 : agent i believes that agent
i + 1 desires that there is no violation.
5. q ∧ x → Vi (n) ∈ Di+1 ∩ Gi+1 : agent i believes that
if (agent i + 1 believes that) q ∧ x then agent i + 1
has the goal and the desire Vi (n): to recognize it as a
violation of agent i.
6. Vi (n) → s ∈ Di+1 ∩ Gi+1 : agent i believes that if
agent i + 1 decides Vi (n) then it desires and has as a
goal that it sanctions agent i.
The definition is based on three simplifications. First,
there is no ‘logic of rules’ as for example proposed in [17].
Second, the conditions can be partitioned into preconditions
of creating a norm (first three conditions), and conditions
which follow from such a creation (last three conditions).
This issue is explored in [7]. Third, sanctions are defined
as decision variables only, not for parameters. In the latter
case, we may add a condition that there is a way to apply
the sanction.
The following example illustrates an obligation to
achieve parameter p1 of a stable agent 1 which adopts p1
only for the fear of the sanction s even if it desires not to do
anything for achieving p1 . By convention we only give positive literals in states; all propositional variables not mentioned are assumed to be false.

Example 1 O1,2 (p1 , s)
1
1
s01 =∅, B1 ={x → p1 }, ≥B
1 =∅, x ∈ A1 , p ∈ P ,
G1 = ∅, D1 ={> → ¬x, > → ¬s},
≥1 ={> → ¬s}≥ {> → ¬x}
s02 = ∅, OP2 = A1 ∪ P 1 , B2 = {x → p1 }, ≥B
2 = ∅,
V1 (n) ∈ A2 , s ∈ A2 , n ∈ N S,
G2 ={> → p1 , ¬p1 → V1 (n), V1 (n) → s},
D2 ={>→p1 , ¬p1 →V1 (n), V1 (n)→s, >→¬V1 (n), >→¬s},
≥2 ⊇ {¬p1 → V1 (n)} > {> → ¬V1 (n), > → ¬s}
Optimal decision set: hd1 = {x}, d2 = ∅i
Expected state description:
s11 = {x, p1 }, s12 = {x, p1 }, s22 = {p2 }, s21 = {p2 }
Unfulfilled mental states:
U1D = {> → ¬x}, U1G = ∅, U2D = U2G = ∅
If agent 1 decides to do x, d1 = x, then we have
1
s11 ∈ max(s01 , d1 , B11 , ≥B
1 , 0) = {{x, p }} by Definition 4
of respecting mental states. Agent 1’s desire not to be sanctioned is fulfilled: the antecedent > of the unconditional
rule > → ¬s is true, and the consequent is consistent with
state s21 = {p2 } since agent 2 decides not to sanction (¬s)
(recall that s ∈ A2 , so it is implicitly a variable of the last
stage - Definition 2 - while p2 by persistency of the parameter p1 from s12 - Definition 4). In contrast, the unconditional
(and hence applicable) goal > → ¬x is in conflict with state
s11 = {x, p1 } (x ∈ A1 , so it is a decision variable describing
second stage) and it remains unsatisfied (see Definition 6).
For what concerns agent 2’s attitudes, its unconditional
desire and goal that agent 1 adopts the content of the
obligation > → p1 is satisfied in s12 . Analogously are
the desires not to prosecute and sanction indiscriminately:
> → ¬V1 (n) and > → ¬s (recall that states are complete
- Definition 2 - so ¬V1 (n) and ¬s are true in s22 = {p2 }).
The remaining conditional attitudes ¬x → V1 (n), etc. are
not applicable and hence they are not unfulfilled.
Whatever other decision agent 2 would have taken, it
could not satisfy more goals or desires, so d2 = ∅ is a minimal and optimal decision - Definition 7. E.g. d002 = {s}
leaves > → ¬s unsatisfied: {> → ¬s} ≥2 ∅ (in fact, ≥2
contains the subset relation) and then U 00D
2 = {> → ¬s} ≥
U2D = ∅ for a stable agent.
Had agent 1’s decision been d01 = ∅, agent 2 would have
chosen d02 = {V1 (n), s}. The unfulfilled desires and goals
in state s01 = s02 = {V1 (n), s}: U 0D
1 = {> → ¬s},
0D
1
U 0G
1 = ∅, =U 2 ={> → p , > → ¬V1 (n), > → ¬s},
1
U 0G
2 ={> → p }.
How does agent 1 take a decision between d1 and d01 ?
Since its agent type is stable (Definition 6) it compares
which of its goals and desires remain unsatisfied: U G
1 =
0D
D
U 0G
=
∅
but
U
=
{>
→
¬s}
≥
U
=
{>
→
¬x}.
1
1
1
And hence, the optimal state (Definition 7) is s1 : s1 =
{x, p1 , p2 } ≤ s01 = {V1 (n), s}.
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5 Formalization of defender agents
We now introduce the distinction between a defender
agent i + 1 who has the duty to enforce a norm n and a
normative agent i + 2 who imposes by means of norms n0
and n00 to i + 1 the duty to watch over a norm n. The definition contains the same six conditions as the definition in the
previous section. The crucial distinction between the normative system and the defender agent, is that the defender
agent does not desire to count the agent’s behavior as a violation and to sanction it.
Definition 9 (Delegated obligations) Agent i believes that
it is obliged to decide to do x (a literal in LitAi P i P i+1 )
with sanction s, a literal built from a decision variable of
Ai+1 performed by defender i + 1, and sanctions s0 and
s00 for the defender, literal built from a decision variable
of Ai+2 , on behalf of the normative agent i + 2 (where
Vi (n) ∈ Ai+1 ), denoted by Oi,i+1,i+2 (x, s, s0 , s00 |q), iff for
some n ∈ N S:
1. q → x ∈ Di+2 ∩ Gi+2 : agent i believes that agent
i + 2 desires and has as a goal that x.
2. > → s ∈ Di+2 : agent i believes that agent i + 2
desires not to sanction.
3. > → s ∈ Di : agent i has the desire not to be sanctioned.
4. > → ¬Vi (n) ∈ Di+2 : agent i believes that agent
i + 2 desires that there is no violation.
5. Oi+1,i+2 (Vi (n), s0 |q ∧ x): agent i believes that if
(agent i + 2 believes that) x then agent i + 1 is conditionally obliged by agent i + 2 to determine that this
counts as a violation Vi (n) by agent i.
6. Oi+1,i+2 (s, s0 |q ∧ Vi (n)): agent i believes that if
(agent i + 2 believes that) agent i + 1 decides that
x counts as a violation Vi (n) then it is conditionally
obliged by agent i + 2 to sanction agent i.
Item 5 and 6 imply by the definition of obligation in Definition 8: Given that these two goals are normative goals for
agent i + 1, if it adopts them, then i is in the same situation
as before the introduction of the defender agent.
1. q ∧ x → Vi (n) ∈ Di+2 ∩ Gi+2 : If q ∧ x then agent
i + 2 has the goal and the desire that agent i + 1 does
Vi (n): it recognizes x as a violation by agent i.
2. q ∧ Vi (n) → s ∈ Di+2 ∩ Gi+2 : if Vi (n) then agent
i + 2 desires and has as a goal that agent i + 1 sanctions agent i.

Further definitions with multiple levels of defenders are
possible since obligations at Items 5 and 6 can be delegated
to a second defender agent and so on.
Moreover, item 5 and 6 imply by the definition of obligation in Definition 8 also that introducing a defender agent
leads to the addition of two new norms.
In the second example we show a three agent situation
where agent 2 is the defender of the obligation to do x on
behalf of the normative system 3 (Definition 9). However,
1 prefers to violate the obligation with respect to not being
sanctioned.
Example 2 O1,2,3 (x, s, s0 , s00 |>) and thus there is a norm
n such that O2,3 (V1 (n), s0 |¬x) and O2,3 (s, s00 |V1 (n)). We
call the norms related to the latter obligations n0 and n00 .
s01 = ∅, B1 = ∅, ≥B
1 = ∅, x ∈ A1 ,
G1 = ∅, D1 = {> → ¬x, > → ¬s},
≥1 = {> → ¬x} ≥ {> → ¬s}
s02 = ∅, OP2 = A1 ∪ P 1 , B2 = ∅, ≥B
2 = ∅,
V1 (n) ∈ V ∩ A2 , s ∈ A2 ,
G2 = ∅, D2 = {> → ¬s0 , > → ¬s00 },
s03 = ∅, OP3 = A2 ∪ P 2 , B3 = ∅, ≥B
3 = ∅,
V2 (n0 ), V2 (n00 ) ∈ A3 , s0 , s00 ∈ A3 , n, n0 , n00 ∈ N S,
G3 ={>→x,¬x →V1 (n),V1 (n)→s,¬x ∧¬V1 (n)→V2 (n0 ),
V2 (n0 )→s0 , V1 (n) ∧ ¬s→V2 (n00 ), V2 (n00 )→s00 },
D3 = {> → x, ¬x → V1 (n), V1 (n) → s,
¬x ∧ ¬V1 (n) → V2 (n0 ), V2 (n0 ) → s0 ,
V1 (n) ∧ ¬s → V2 (n00 ), V2 (n00 ) → s00 , > → ¬V1 (n),
> → ¬s, > → ¬V2 (n0 ), > → ¬s0 , > → ¬V2 (n00 ),
> → ¬s00 },
≥3 ⊇ {¬x ∧ ¬V1 (n) → V2 (n0 ), V1 (n) ∧ ¬s → V2 (n00 )} ≥
{> → ¬V2 (n0 ), > → ¬s0 , > → ¬V2 (n00 ), > → ¬s00 }
Optimal decision set:
hd1 = ∅, d2 = {V1 (n), s}, d3 = ∅i
Expected state description:
s11 = s12 = ∅, s22 = s21 = {V1 (n), s}, s33 = s32 = ∅
Unfulfilled mental states:
U1D = {> → ¬s}, U1G = ∅, U2D = U2G = ∅,
U3D = {> → x, > → ¬V1 (n), > → ¬s}, U3G = {> → x}
Given that agent 1 prefers not to comply with its obligation, agent 2 has to choose to determine that ¬x is a violation and thus to sanction it. Agent 2 has no direct motivation
to do so apart from the fact that if it decides otherwise, then
it can be sanctioned by agent 3. In fact, agent 3 has the goal
V2 (n0 ) in a context where ¬x is true but agent 2 does not
decide for V1 (n). To deal with this reasoning, agent 1 has
to recursively model agent 2’s decision process: in doing
so agent 1 assumes that agent 2 recursively models agent 3
since it depends on agent 3’s decisions for what concerns
the obligation to determine violations by agent 1 and to punish it.
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6 Summary and concluding remarks
In this paper we show how agents make decisions involving norms, and in particular, when they fulfill or violate
norms, in a logical framework with three dimensions. The
first dimension is the set of agents involved, where we distinguished the agent whose behavior is norm governed, the
defender agent who monitors and sanctions violations, and
the normative agent who issues norms and monitors the defender agent. The second dimension is the mental attitudes
attributed to each agent, where we distinguished beliefs, desires and goals each represented by conditional rules. The
third dimension are the elements of the norms and obligations, where we distinguished between behavior that counts
as a violation, and sanctions. the agents make decisions
in this framework by recursively modelling the reaction of
their behavior by the normative system.
Moreover, we show how the role of monitoring and sanctioning violations can be delegated by the normative system
to autonomous agents called defender agents [10]. With this
extension, the agents model the defender agents, which recursively model the autonomous normative systems. Our
approach can be used to control distributed systems by delegating the task of monitoring and sanctioning violations to
defender agents, even when these agents are not assumed to
be fully cooperative. Since, as [12] claim, at higher levels
the control routines become less risky and require less effort, there is no need of a infinite regression of authorities
controlling each other. As [11] discuss, centralized control
is not feasible in virtual communities where each participant is both a resource consumer and a resource provider.
In fact, there is no authority which is in control of all the
resources. Rather the central authority can only issue metapolicies [19] concerning the policies regulating the access to
the single resources: for example, the central authority can
oblige local authorities to grant access to their resources to
authorized users, who are thus entitled to use the resources.
Since we propose to model delegation of control by
means of obligations concerning what is obligatory and
what must be sanctioned, our framework can be extended
with meta-policies. We can extend this framework for representing obligations by the central authority that local authorities permit of forbid access as well as permissions to
forbid or permit access. Moreover, in [6] our framework is
extended with permissions. While permissions are usually
modelled as the dual of obligations, we argue that permissions should be modelled as exceptions to obligations under
some circumstances: in those contexts, the normative agent
adopts the goal not to consider a forbidden behavior as a violation and thus it does not sanction the agent. Other issues
for further research are a complete separation of all three
elements of the trias politica and the problem of rational
norm creation.
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Categories and Subject Descriptors

2.

I.2.11 [Distributed Artificial Intelligence]: Multiagent
systems

Normative systems that control and regulate behavior are
autonomous, they react to changes in their environment,
and they are pro-active. For example, the process of deciding whether behavior counts as a violation is an autonomous
activity. Since these properties have been identified as the
properties of autonomous or intelligent agents [6], normative
systems may be called normative agents. This goes beyond
the observation that a normative system may contain agents,
like a legal system contains legislators, judges and policemen, because a normative system itself is called an agent.
Consequently, since mental attitudes can be attributed to
agents, we can attribute mental attitudes to normative systems. In this section we explain the attribution of mental
attitudes to normative multiagent systems by interpreting
such systems as social orders.
Castelfranchi [3] defines social order as patterns of interactions among interfering agents that allow the satisfaction
of the interests of agents, such as values or shared goals that
are beneficial for most or all of the agents. In social orders
agents attribute the mental attitude ‘goal’ to the normative
system, because agents delegate their own shared goals to
the normative system, and these delegated goals become the
content of the obligations regulating the system. In this way
social delegation describes the behavior of a group where
some of the agents, on behalf of the other ones, have to
achieve a goal or obligation which is part of the plans of
most or all members of the group.
For example, if agents delegate the goal to avoid accidents
to the normative system, then the system may adopt the
subgoal to drive on the right side of the street. This subgoal
is the content of the obligation to regulate traffic. Agents
adopt this goal since they contribute to the delegated goal,
and they know other agents will adopt it too. However, in
exceptional cases an agent may not adopt an obligation as
a goal, but violate it. For example, obligations cannot all
be adopted when they are conflicting, which may happen
when they are issued by different authorities which cannot
consider in advance all the situations in which they apply.
A consequence of this perspective on normative multiagent systems is that, due to social control in social orders [3], agents associate sanctions with violations. In particular, agents attribute to the normative system the ability
to autonomously enforce the conformity of the agents to the
norms, because a dynamic social order requires a continuous activity for ensuring that the normative system’s goals
are achieved. The process of deciding whether violations are
sanctioned is again an autonomous activity.

General Terms
Theory

Keywords
Agent theory, normative systems, qualitative game theory

1.

INTRODUCTION

In agent theory mental attitudes such as beliefs, desires,
goals and intentions are attributed to autonomous computer
systems to facilitate the specification, design and implementation of such systems. Using the methodology of what Dennett [4] calls intentional stance we can say that, for example,
the system believes the records in its database, or that the
system responds to the user’s request – or it neglects it! –
because it desires to do so. Boella and Lesmo [1] suggest
that analogously we can attribute mental attitudes to normative systems like security, legal or moral systems, such
that obligations of an agent can be interpreted as the desires or goals of the normative system. The motivation of
their interpretation is the study of reasons why agents fulfill or violate obligations. In their definition of obligations
[1] associate obligations with sanctions which provide agents
with the motivation for respecting their duties.
In this paper we are interested in the attribution of mental
attitudes to normative multiagent systems to facilitate their
specification, design and implementation. One of the roles of
obligations in multiagent systems is to stabilize the behavior
of a multiagent system, and obligations thus play the same
role for multiagent systems as intentions do for single agent
systems. We address the following two questions:
1. How can the attribution of mental attitudes to normative multiagent systems be explained?
2. How can the attribution of mental attitudes to normative systems be used in agent theory?
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3.

IMPLICATIONS FOR AGENT THEORY

There are two important advantages of the attribution of
mental attitudes to normative systems.
1. Obligations can be defined in the BDI framework. The
desires or goals of the normative system are the obligations of the agent. This contributes to the open
problem whether norms and obligations should be represented explicitly, for example in a deontic logic, or
they can also be represented implicitly.

4.1 Definition of obligation
If agent A is obliged to a, then agent N may decide that
the absence of a counts as a violation of some norm n and
that agent A must be sanctioned, and:
1. Agent A believes that agent N desires that A does a.
2. Agent A believes that agent N desires ¬V (n), that
there is no violation of norm n, but if agent N believes
¬a then it has the goal V (n), it counts as a violation.
3. Agent A believes that agent N desires ¬s, not to sanction, but if agent N decides V (n) then it has as a goal
that it sanctions agent A by doing s. Agent N only
sanctions in case of violation. Moreover, agent A believes that agent N has a way to apply the sanction.

2. The interaction between an agent and the normative
system can be modeled as a game between two agents.
Consequently, methods and tools used in game theory
such as equilibrium analysis can be applied to normative reasoning.
For example, Boella and Lesmo [1] develop a qualitative
game theory based on recursive modeling of the normative
system by the bearer of the obligation: The agent bases
its decision on the consequences of the normative system’s
anticipated reaction, using the system’s beliefs, desires and
goals, in particular whether the system considers its decision
as a violator and thus sanctions it. Likewise recursive games
can be defined from the normative system’s perspective, to
for example decide which norms should be created.
Moreover, our interpretation of the attribution of mental attitudes to normative systems using social order, social
delegation and social control has a third advantage.
3. Behavior which counts as a violation is distinguished
from behavior that is sanctioned. The normative system may autonomously decide which behavior counts
as a violation, and whether violations are sanctioned.
To use the attribution of mental attitudes to the normative system in agent theory. it must be formalized. Boella
and Lesmo [1] formalize the normative system using a classical decision-theoretic setting with utilities and probabilities.
However, normative systems and obligations are usually not
expressed using such fine-grained quantitative tools, they
are instead expressed on a much more coarse-grained qualitative level. We therefore suggest a formal model of the type
studied in BDI theory or in qualitative decision theory.

4.

TOWARD FORMALIZATION

We envision a framework with three dimensions: the kinds
of agents, the properties of agents, and the properties of
norms. First, the agent A who is the bearer of the obligation must be distinguished from the normative agent N.
Further distinctions can be introduced to distinguish the
role of legislative (creating norms), judicial (deciding if a
behavior counts as a violation) and executive authorities
(applying sanctions). Moreover each type of authority may
be organized in a hierarchy. Secondly, the agent’s abilities,
its beliefs and its goals and desires must be distinguished.
For example, these mental attitudes can be modeled as conditional rules in a qualitative decision theory inspired by the
BOID architecture [2]. Beliefs rules are used to infer the beliefs of agents using a priority relation to resolve conflicts.
Goal and desires rules are used to value a decision according
to which motivations remain unsatisfied. Thirdly, behavior which counts as a violation must be distinguished from
behavior that is sanctioned. The notion of “counts as” is
inspired by Searle’s notion of the construction of reality [5].

4. Agent A desires ¬s: it does not like the sanction.
Symmetrically, permission can be modeled as an exceptional situation which does not count as a violation.

4.2

Qualitative games

We can define different agent types [2]. For example, respectful agents respect norms as such, whereas for selfish
agents the only motivation to comply with obligations is
the fear for sanction or the desire for reward. Intermediate
agent types are possible too.
A selfish agent exploits the beliefs and goals of the normative system to violate an obligation without being sanctioned. For example, if we consider the belief dimension,
agent A may know that agent N falsely believes that the
sanction cannot be applied. Perhaps it is agent A itself who
can make agent N believe so. If we consider the motivational
dimension, it is possible that agent A knows that agent N
has a conditional goal such that in order to fulfill it agent
N has to disregard its goals to monitor and sanction violations. If agent A can enable the condition of this goal, then
it can safely violate its obligation without the risk of being
sanctioned. Finally, agent A may know that different obligations are in conflict with each other. Sometimes sanctions
cannot be applied simultaneously, e.g., in an extreme case a
sentence to death makes jail irrelevant for the criminal, and
sanctions can block the achievement of agent A’s other duties. So agent A can take advantage from a situation where
agent N will not sanction agent A, because it wants that
some other more important obligation is not violated.
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INTRODUCTION

If a legislator introduces a new norm in a normative system, then rationality prescribes that it ensures that the
norm can and will be fulfilled by agents subjected to the
norm. Since agents may not follow the law, it associates
sanctions with norms. But even with sanction-based obligations, some agents will look for ways to violate the norm
while at the same time evading the sanction, for example by
making sure that their violation will not be noticed, blocking
the sanction, bribing the system, et cetera. Consequently,
to reason about the creation of norms, we need a model of
norm-evading agents. In [2] we argue that a model of normevading agents can be based on the attribution of mental
attitudes to normative systems. In this paper we address
the following two questions:
1. How can the attribution of mental attitudes to normative systems be used to reason about norm creation?
2. How can we formalize norm creation using the attribution of mental attitudes to normative systems?

2.

NORMATIVE SYSTEMS AS AGENTS

Normative systems that control and regulate behavior like
legal, moral or security systems are autonomous, they react
to changes in their environment, and they are pro-active.
For example, the process of deciding whether behavior counts
as a violation is an autonomous activity. Since these properties have been identified as the properties of autonomous
or intelligent agents by [7], normative systems may be called
normative agents. This goes beyond the observation that a
normative system may contain agents, like a legal system
contains legislators, judges and policemen, because a normative system itself is called an agent.
The first advantage of the normative systems as agents
perspective is that the interaction between an agent and the
normative system which creates and controls its obligations
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can be modelled as a game between two agents. Consequently, methods and tools used in game theory such as
equilibrium analysis can be applied to normative reasoning.
For example, the game theories in [1, 2] are based on recursive modelling of the normative system by the bearer of
the obligation. The agent bases its decision on the consequences of the normative system’s anticipated reaction, in
particular, whether the system considers the agent a violator
and thus sanctions it. Analogously, the normative system
can base its decision regarding which norm to create on the
consequences of the agent’s anticipated reaction. There are
various ways in which optimal decisions can be defined, for
example by maximizing expected utility or by maximizing
the set of achieved goals. When the normative system makes
an optimal decision, we call it rational norm creation.
The second advantage of the normative systems as agents
perspective is that, since mental attitudes can be attributed
to agents, we can attribute mental attitudes to normative
systems. In agent theory mental attitudes such as beliefs,
desires, goals and intentions are attributed to autonomous
computer systems to facilitate the specification, design and
implementation of such systems. Using the methodology of
this intentional stance [4] we can say that, for example, the
normative system believes that someone is guilty, or that
the system sanctions someone, because it is angry.
A consequence of the second advantage is that obligations
can be defined in the standard BDI framework. In particular, Boella and Lesmo [1] suggest that we can attribute
mental attitudes to normative systems, such that obligations of an agent can be interpreted as the wishes, desires
or goals of the normative system. The motivation of their
interpretation is the study of reasons why agents fulfil or
violate sanction-based obligations. The model builds on the
work of Goffman [5].
Combining these two advantages, norm creation can be
modelled in the BDI framework as an action with a set of
pre- and postconditions, and games between the creator and
the agent can be modelled as a qualitative game theory between BDI agents. Whether the agent fulfills or violates the
norm depends on the agents’ abilities, their mental states,
their agent characteristics, and sanctions associated with the
norm. Roughly, the normative agent can only create an obligation for p if it has a goal and desire for p, it can apply the
associated sanction, and the agent desires not to be sanctioned. The consequences of the norm creation action is that
the normative system is extended with a new norm, and ¬p
counts as a violation that will be sanctioned.
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3.

TOWARDS FORMALIZATION

The agent A who is the bearer of the norm must be distinguished from the normative agent N. Moreover, the role
of legislative authorities (creating norms), judicial (deciding
if behavior counts as a violation) and executive ones (applying sanctions) can be distinguished. The agents’ abilities,
their beliefs and their motivations (goals and desires) must
be distinguished. For example, these mental attitudes can
be modelled as conditional rules in a qualitative decision
theory inspired by the BOID architecture [3]. Belief rules
can be used to infer the beliefs of agents using a priority relation to resolve conflicts. Goal and desire rules can be used
to value a decision according to which motivations remain
unsatisfied.

3.1

Preconditions:
1. c → a ∈ DN ∩ GN : agent N desires and has as
a goal that a and wants agent A to adopt a as a
goal.
2. c → ¬s ∈ DN : agent N desires ¬s, not to sanction. This desire of the normative system expresses that it only sanctions in case of violation.
3. c → ¬s ∈ DN A : agent N believes that agent A
has the desire for ¬s, which expresses that it does
not like to be sanctioned.
4. agent N knows a way to apply the sanction.

Qualitative games

Decision problems related to norm creation run into the
problem of evidence of violation. That is, agent N can only
apply sanctions when it has evidence of violation, not when
it has only a reason to believe that there is a violation. We
may have, for example, that agent N believes that agent A
will speed whenever it knows that there are no speed registrators. In such a case without speed registrators, agent N
will assume that agent A will speed, but it cannot sanction
agent A based on this belief. Consequently, agent N has to
distinguish between the state it expects to arise, and the
state it can use in its decision making.
The evidence of violation problem is related to the question how many levels have to be constructed in a recursive decision problem. In a decision problem, an agent
only knows the initial states and considers the effects of
its decisions and of the predicted effects of the decisions
of the recursively modelled agents. Clearly, agent N has
the decision problem which norm to create, agent N models
agent A which has the problem whether to violate or not,
and agent N models agent A’s model of agent N whether
agent A will be sanctioned or not. Moreover, and this may
be less clear a priori, agent N also has a model of its own decision whether it will sanction or not. The decision whether
to sanction or not cannot be based on the expected outcome,
but it has to be based on observations of agent A’s behavior.

3.2

Definition 1 (Sanction-based obligation). Let N S
be a set of norms {n1 , . . . , nm } and let the variables contain
the violation variables V = {V (n) | n ∈ N S}. The action
of agent N to create the obligation to decide to do a with
sanction s in context c, OAN (a, s|c), is characterized by:

Norm creation

Obligation OAN (x, s|c) is read as ‘agent A is obliged in
system N to see to it that x in context c, otherwise it is
sanctioned with s’, and a prohibition FAN (x, s|c) is read as
‘agent A is forbidden in system N to see to it that x in
context c, otherwise it is sanctioned with s’. Creating an
obligation means that agent N adopts the desire and the
goal that, if the obligation is not respected by agent A, a
prosecution process is started to determine if the situation
‘counts as’ a violation of the obligation and that, if a violation is recognized, agent A is sanctioned. Moreover, there
are several rationality constraints. For example, a precondition of norm creation is that the content of the obligation is
a desire and goal of agent N, DN ∩ GN , and agent N wants
that agent A adopts this goal. Moreover, both agent N and
A do not desire the sanction: agent N has no immediate
advantage from sanctioning, while for agent A the sanction
is an incentive to respect the obligation. We introduce a
set of norms N S = {n1 , . . . , nm }, and write for the set of
violation variables {V (n1 ), . . . , V (nm )}, see [6]. Finally we
write α → β for a rule ‘if α then β’.

Postconditions:
1. NS is extended with new norm n.
2. c ∧ ¬a → V (n) ∈ DN ∩ GN : if ¬a then agent N
has the goal and the desire V (n): to recognize it
as a violation.
3. > → ¬V (n) ∈ DN : agent N desires that there are
no violations.
4. c ∧ V (n) → s ∈ DN ∩ GN : if V (n) then agent N
desires and has a goal to sanction agent A.
One way to formalize the fourth precondition is to introduce a distinction between actions and states. Then we can
also distinguish between ought-to-be and ought-to-do, and
between sanctions as actions or states, and violation variables as actions or states.
With multiple agents, the normative agent has the following obligation distribution problem. Given a set of goals
or desires of the normative agent, how are they distributed
as obligations over the agents? Typical subproblems which
may be discussed are whether a group of agents can be
jointly obliged to see to something, without being individually obliged. Another subproblem is whether agents can
transfer their obligations to other agents.
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Abstract
We argue that anaphora cannot be resolved at the level
of the formal language representing meaning, but, rather,
by making direct reference to the extension of the sentences. Johnson-Laird’s mental models theory provide
the tool for coping with extensional representations in a
cognitively plausible way.

Introduction
Anaphoric expressions are traditionally viewed as substitutes for more complex linguistic expressions which
have already occurred earlier in the text. Anaphora has
proven difficult to analyze at a purely syntactic level,
so that structural approaches like DRT [10] or semantic
ones like Dynamic Semantics [4] cope with this problem
by enriching the formal language used to build or to represent the meaning of sentences.
We believe that the limit of these approaches is that
they have chosen the wrong level of representation for
dealing with anaphora: we will show that it is necessary
to make direct reference to extensional representations
of meaning. In particular, the representation of the context should put at disposal the elements of the situation,
which anaphors can refer to, instead of hiding them behind quantified expressions.
However, extensions can possibly be infinite or too
large to be dealt with directly. But there is a proposal
which uses extensional representations of finite and limited size, and which has been shown to be cognitively
plausible, i.e., the mental models theory of [9]. JohnsonLaird has used mental models in order to explain how
people reason without having to resort to formal logic.
Inferences are performed by manipulating extensional
representations of sentences which are composed of a finite number of elements and relations: “a mental model
represents the extension of an assertion, i.e., the situation
it describes, and the recursive machinery for revising the
model represents the intension of the assertion, i.e., the
set of all possible situations it describes.” (p.100)
In [8]’s words: “mental models theory is a psychological theory of language processing and reasoning. The
theory provides a framework within which more detailed
accounts of the component processes of comprehension
[...] such as anaphora interpretation [...] and reasoning
can be developed, [...] Mental models theory assumes

that comprehension results in the construction of representations of situations in the real world [...] These models are finite and computable, and they are constructed
incrementally, with the model so far acting as part of the
context for interpreting the current text. (p.20)
A simple preliminary example illustrates our solution.
In the following sentences, the acceptability is guaranteed just for the pair where the (intended) antecedent (a
donkey) and the pronoun (they) do not agree in their syntactic number:
(1) Every farmer owns a donkey. *It is pink.
(2) Every farmer owns a donkey. They are pink.
When the second sentence in each discourse is interpreted, it produces a mental model which must be
integrated with the preceding one: a referent must
be found for the anaphoric expressions. If we examine in the Figure below how the first sentences
of the two pairs are represented in mental models
theory, we see that the problem is easily solved.
The
mental
model contains
own
f
d
a finite numown
f
d
ber of tokens
own
(placeholders
f
d
for individuals,
here farmers  and donkeys  ) and relations among
tokens (the arrows labeled with own). Given the model
above, which donkey, out of the represented ones, can
we relate to the singular it, appearing in the second
sentence of (1)? The problem of identifying the referent
appears to be the same as in: (3) I have three sisters.
*She is blonde where we have to choose one referent
out of three candidates. One is given no (or not enough)
information to identify the antecedent (among the three
sisters) denoted by she. On the contrary, the they
pronoun in (2) can be interpreted as referring to the set
of donkeys appearing in the model, due to its plural
syntactic number.

The mental model building algorithm
First of all, the sentence undergoes a syntactic and semantic interpretation process that produces a semantic
network (see [6], [11] and [2] for details on the network
representation). Then, following the proposal by [9], that
“a propositional representation can be used as the input
to a procedural semantics that constructs mental mod-
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els”, a mental model representing the meaning of the sentence is built.

agt

action

1)
set ind

The network representation
For the present purposes, we will describe briefly
only the mechanism of Distributivity Ambiguity Spaces
(DAS) which deals with the possible distributive readings of an NP (see [11] for details).
The nodes of the network can be simple or DASs. The
latter correspond to plural NPs, and they were introduced
to deal with the distinction between collective and distributive readings of predicates: each DAS includes two
subnodes Set and Indiv.
In case of (4) Three men lifted three tables, if the subject NP is given a reading as a set, the men are seen as being jointly involved in the act of lifting tables. Viceversa
in the individual reading of the subject, each man executed a separate lifting act. If the tables are interpreted as
a set too, they were lifted all together (perhaps they were
stacked). On the contrary, if they are interpreted as individuals, the men lifted them one at a time. The four combinations of Set, Indiv readings for the subject and the
object do not cover all possibilities. In fact, it may happen that, for the Indiv reading of the subject, there exist
just three tables, and each man lifted one of them (three
individual lifting acts); or that each man lifted three tables (possibly, but not necessarily, the same three tables;
9 different tables could be involved), so that nine individual lifting acts have been executed. Or, in the Set reading
of the object, the three men lifted three different stacks
of tables (so, we have two more readings, for a total of 6)
The extra readings (see Figure 1) are accounted for by
means of a mechanism other than the DAS described
above (but independently motivated, see [11]), i.e. by the
presence of DEP-ON (dependent on) arcs. They are similar to Skolem functions in first order logic, and were introduced for representing quantifier scoping. Each node
which is not universally quantified can be specified to be
dependent on another ‘plural’ node. For instance, in Every farmer owns a donkey, the most natural reading is
where each farmer owns a different donkey, so that the
particular donkey ‘depends on’ the particular farmer.

Mental models
In order to use a more unambiguous version of the framework with respect to the ‘diagrammatic’ original version
of [9], we refer to the formalization of mental models
provided by [1].
According to [1], a model is triple  T, R, A  , where
T is a (non-empty) bi-dimensional matrix of tokens, R is
a set of relations on T, and A is a set of annotations. For
dealing with some interpretations, more than one model
can be required.
A token is either a model or an element. An element is
a pair  S, A  where S is a symbol from a given vocabulary and A is a set of annotations; the vocabulary
consists of named individual entities (john for the proper
name John) and generic entities belonging to some category (c  for cars, f  for farmers, etc.).
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Figure 1: Six readings of (4).
A relation is an ordered sequence  r, x  , . . . , x  , A 
where r is a relation symbol, x  , . . . , x  are tokens in
T and A is a set of annotations. Annotations are “the
propositional enrichment of the analogical structure of
the model” [1]. In particular, the “not” annotation applies to any feature of the models. For models and relations, a negation means that they are not the case; for
entities, that they are absent in a model. The “...” annotation means that the model can be further extended.
[1] consider relations such as ‘above’, ‘faster’ and two
special relations “connected with” (CW) and “never connected with” (NCW). The CW relation forms an individual by connecting two of its properties. The NCW one
states that two properties cannot hold for the same individual. Usually the two relations are used to represent
the meaning of, respectively, all humans are mortals and
most lawyers are not poor. With respect to [1]’s framework, we introduce an extension for what concerns the
NCW relation. In fact, NCW is originally meant to apply
only to unary predicates such as being humans or mortal.
We introduce a version of the NCW relation relativized
to a predicate rel, NCW(rel). In fact, the “not” annotation of a relation means that the relation is not true of the
given entities involved in the relation. In  faster, john,
bill, not  , the negation does not concern the existence
or not of the two individuals John and Bill, which are introduced as existing entities. But this is not sufficient to
represent the meaning of a sentence like John does not
have a car: since the phrase a car inside a negation does
not introduce or refer to an entity in the model, the meaning of the sentence cannot be represented by the negation
of the ‘have’ relation: in fact, a relation as  have, john,
c  , not  does not express the fact that from the model
it is not possible to infer that there is a car. Rather, this
annotated relation expresses the fact that there is a car in
the model and John is not its owner.
What we need is something similar to the interpretation
of the sentence no lawyer is a crook from which is not
possible to infer that there is some crook in the model.
The model of this sentence in [1] is not represented by a
negation of some predicate ‘is’ but with the NCW rela-
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tion discussed above: NCW, lawyer  , crook  . Analogously, for interpreting John does not have a car we
introduce a NCW(have) predicate, which not only expresses the negation of the “have” predicate, but which
also does not assert the existence of any car (see the Figure below).
NCW(have),
In
john, c  ,  , cars, as
john
in
NCW, bicycle  ,
own
c
c  ,  (no bicycle
is a car), are kept separate from the other entities in
the model: they cannot play the role of antecedents of
pronouns.
For what concerns the treatment of logical connectives, we stick to the proposal of [1].

From the network to the mental model
The model constructing procedure takes as input an existing mental model (representing the context) and the
network representation of the new sentence (still associated with the syntactic tree): the newly constructed
model is integrated with the existing ones by overlapping
identical tokens and finding referent tokens for anaphoric
expressions.
The process starts from the non-dependent entity
nodes of the network which derive from the interpretation of NPs (i.e. NPs without exiting DEP-ON arcs), and
proceeds with the other NPs, according to the (partial)
order imposed by (reversed) DEP-ON arcs. After that,
all co-references are solved. For instance, in (5) Every
farmer who owns a donkey beats it, every farmer is processed first, then a donkey and, the pronoun it which depend on the subject NP.
More precisely, given a context M composed by a
model T, R, A  , we have that a network W is interpreted as a new model T  , R  , A  , in the following
way:
1. Each non-dependent entity node in the network W deriving from the interpretation of an NP is treated separately:
(a) If the entity node is represents an NP which is
a proper noun (e.g., John), an individual token (e.g.,
john) is introduced in the matrix T of the model M;
if that token is already present in the model, the two
tokens are identified.
(b) If the NP is a quantified Noun (e.g., every farmer),
a set of distinct tokens F =  x  , . . . , x  representing
the denotation of the noun is added to the context matrix T; depending on the quantifier Q, a subset of them,
Q(F), will be selected for linking to other tokens by the
relation where the NP occurs as an argument (selecting
the whole set in case of every and all, a proportioned
subset of it in case of most, etc). The annotation A of
the model can be augmented with a     , since, depending on the quantifier, more tokens could be added
to the matrix T or the set !#"%$ could be revised (e.g.,
if  =“some”, &'!#"%$(& could be initially 2 or 3, but it
can be increased in case of necessity, as in the standard

treatment of syllogism in [9]).
A special case, as in the mental models theory of
[9], is represented by the quantifier no: its meaning
is represented by selecting all the tokens F representing the denotation of the noun it quantifies (Q(F)=F);
but when the relation rel involving the NP is introduced, it is interpreted as negated either in the sense
of a NCW(rel) relation or in the sense of being annotated as negated. As an example, in no farmer
owns a donkey the owning relation, is transformed in a
NCW(own) relation which keeps apart all the farmers
from the set of donkeys.
(c) If the NP is an indefinite such as a car, two cases
are possible according to the presence of a negation
and the role played by the NP in the main predicate:1
) If the NP is the subject of the verb or it appears
in a non-negated relation, a single new token representing a car is added to the matrix T of the model
and annotated as “...”, since it does not convey any
uniqueness presupposition.
) If the NP appears in a negated predicate and it is not
the subject of the predicate rel, some tokens representing the denotation of the noun F =  x  , . . . , x 
are introduced in T and appear in a NCW(rel) relation to keep them separate from the other tokens of
the model.2
(d) If the entity in the network W is the interpretation of a definite NP or a definite pronoun, then an
antecedent must be searched for in the mental model
constructed so far; according to the number, one or
more tokens existing in the model are sought in T to
act as the potential referents: further, the set of relations R must satisfy the description provided by the
NP. This kind of unification, however, cannot be accomplished with items which are linked to other ones
only by a NCW(rel) relation in which they appear in a
non-subject role  t  &+* rel, x  , . . . , x  ( NCW(rel),
x  , . . . , t  , . . . , x  , (-, R . i 0 / 1 )  , i.e., these items
are implicitly assumed as ‘non existing’ in the model.
Moreover, if the set of possible referents X =  t  , . . . ,
t 1 is composed of a subset of tokens which occur
in relations with other tokens and a subset of tokens
which are unrelated:
 t2&3* rel, A, x  , . . . , x ( rel, x  , . . . , t , . . . , x , A 
, R) 541 t67&98:* rel, A, x  , . . . , x ( rel, x  , . . . , t6 ,
. . . , x  , A ;, R) 
then only the former set can be considered by the uni1
Note that John does not love a girl in his office where the
indefinite is a specific one (see [10]) and the speaker could identify a unique referent for it, is not covered by this rule.
2
This treatment of indefinites is justified also from a linguistic point of view. As [10] notice, the negation of a verb must
be interpreted as having an inner scope which does not include
the subject of the verb, otherwise sentences as someone does
not like a Porsche would be true in case there is no people at
all. And it finds a similarity in DRT where indefinites inside the
scope of a negation are interpreted in a subordinate DRT structure which will not be accessible for the resolution of anaphoric
expressions.
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fication process (e.g., in the interpretation of John has
many donkeys. They are pink where the model includes a number of donkeys but only a subset of them
is related with John: the pronoun they refers only to
this subset).
Note that the set of annotations is not constrained to
be empty: in fact, it is possible to make reference to a
set of entities which is involved in a negated relation
as in: (6) the soldier didn’t see some of the enemies.
They were hiding in the trees.

2.

3.

4.

5.

Finally, since a definite pronoun is a definite reference,
the found referent must be non-ambiguous: if different possibilities exist, then, for pragmatics reasons, the
reference fails (see example (3)).
If the entity node of the NP np < is “dependent on” another node which is built from the NP np = , its interpretation depends on the one of np = : this means that,
for each token built in correspondence with np = the interpretation of np < must be repeated according to the
rules in 1 described above for non-dependent NPs. In
particular, if np < is a singular indefinite and the corresponding relation is not negated, a new token is introduced for each token associated with np = ; if np < is
plural, a different set of example tokens is added to the
model for each token associated with np = .
For example in the distributive interpretation of Every
farmer has a donkey. They beat it, they is unified with
the tokens f < , . . . , f > representing farmers, but the interpretation of it (which in this reading cannot but be
dependent on them) is performed for each f ? (1 @ i @
n) relatively to the set of tokens A tB7CED rel, x < , . . . , x >
( F rel, x < , . . . , f ? , . . . , tB , . . . , x > , GIHKJ R) L . In the
example, for each i, it is unified with the d ? such that
F beat, f? , d? , GMH .
Finally, the tokens are linked by the relations described
by the predicates. The number of relations which are
introduced depends on the set or individual interpretation of the DAS of the NPs involved: if an NP is
considered as a set, the tokens resulting from its interpretation are included as a whole in the role they play
in the relation. Otherwise, each element of the set is
introduced in different instance of the relation.
As we discuss in the following Section, the interpretation of a sentence which includes logical connectives
can result in more than one model. The rule 1 is iterated for each of the clauses in the complex sentence.
During the interpretation process some of the possible models must be discharged as inconsistent. This
is a correct move but it can lead to the refection of
the sentence for pragmatic reasons (as in example (11)
below). In fact, if the interpretation of a sentence results in a reduced set of models which can be better
described by another sentence (that is, its interpretation does not discard any model), then by the Gricean
principle of cooperation, the speaker should have used
it instead of the one he chose.
On the other hand, if the interpretation of the sentence
leads felicitously to a set of models, these models be-

come part of the context. When a subsequent sentence
is interpreted, its interpretation must be compatible
with all the models in the context. In particular, if
the interpretation of the subsequent sentence produces
more than one model, for each model in the context,
at least one of the newly constructed models must be
compatible (even if not the same one for all the model
in the context). Otherwise, the sentence will be rejected (as in example (14) below).

Logical connectives
According to [10] the interplay of anaphora and logical
connectives is a fundamental testbed for any theory of
language interpretation. Here, the meaning of connectives is expressed by their possible models in [9]’s style.
First the implicit models are constructed and if necessary
the explicit ones are fleshed out.
Let’s start with a simple example involving negation: (7)
*John does not own a car. He washes it.
Since, according to the representation outlined in the previous section, cars are included in NCW(own) relations,
no referent can be found in the model for the pronoun it:
F T= A+ANG , c <OL , A john, GPL , L+L , R= A'F NCW(own), john,
c < , GMH , A= GML(H
So, the sentence is not interpretable according to that
reading.
An example a bit more complex is: (8) No farmer has a
car. *It is red.
A sentence like no farmer is rich is represented by a
NCW relation between farmers and rich people see rule
1.b. In our model, this relation is extended to arbitrary
predicates. Hence, the first sentence produces a model
where cars appear in the set of never connected with entities, so that the interpretation (and failure in integration)
is exactly the same as in the previous example:
F T= A5A+ANG ,c <3L+ANG ,c=OL+ANG ,cQ9L+L , A+A f < , GPL , A f= , GPL , A fQ , GPL+L
L , R= A'F NCW(own), f < , c <NH , GRH , F NCW(own), f = ,
c =EH , GMH , F NCW(own), f Q , c QEH , GMH7L , A= A ... LSL
On the contrary: (9) No farmer has a car. They prefer
donkeys. is acceptable, in spite of the negation appearing
in the subject NP and of its singular number. In fact, the
farmers (appearing as ‘existing’ entities) are available for
integration.
If we now consider conjunctions and disjunctions, another interesting anomaly arises:
(10) John owns a car ? and Fred washes it ?
(11) *John owns a car ? or Fred washes it ?
The syntactic structures are identical but the acceptability is not. In order to explain this fact, [10] introduced
an accessibility constraint at the structural level: “no disjunct of a disjunctive condition is accessible from any
other”.
The mental model representation of a conjunction involves the inclusion in the same model of the conjoined
sentences. So, no problem arises with (10), since the referent for it can be found in the same model where the
second conjunct must be integrated. Compare the unacceptability of *John does not have a Porsche and Fred
washes it.
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On the contrary, a disjunction A T B requires the construction of two separate models (one with A and one
with B). So, in the second model of (11) there is no
available referent for the pronoun (B, i.e., Fred washes
it). But when a difficulty (such as the impossibility of
understanding a sentence) occurs in a mental model, the
model can be manipulated and fleshed out; in principle,
when applied to the second model (B), this process could
produce two alternatives. In the first one John owns a car
(A and B), while in the second one he does not (not A
and B, i.e., John does not have a car and Fred washes
it). So, it seems that the first extension could solve the
problem: John, in fact, owns a car and Fred washes it:
J

J

own

A

c...

own

A
J

*

c...
own

c...
A B

F

wash

wash

B
F

?

*

J

c

F

wash

?

not A B

The lower part of the figure shows the three resulting
models: the second one (A and B) includes the first (A)
and the third (not A and B) is discharged since Fred cannot wash a car which does not exist (see the * in the third
box).
However, it seems that from any disjunction at least two
distinct models must be constructed, and that none of
them must be included in the other: otherwise, the common part of the two models would be necessarily true
and according to Grice, the speaker should not have used
a disjunction to express such a meaning (see rule 4 of the
interpretation algorithm).
An example that supports the previous analysis is the
acceptability of the following sentence, as the reader can
easily test: (12) John does not own a car or he washes
it. The second model (the one of he washes it) can be
fleshed out with the negation of the first disjunct (not A
and B, i.e., John does own a car and Fred washes it):
after this extension, the resulting model puts at disposal
the required referent for the pronoun. We are left with
two different models, equivalent to the [10]’s interpretation of the example, i.e John does not own a car or John
owns a car and he washes it. In [10] this result is obtained by copying the negation of the first conjunct in
the second DRS: such a rule, however, presupposes that
disjunctions in natural language are always interpreted a
exclusive disjunctions.
It is interesting to note that Dynamic Semantics [4], in
order to explain this kind of examples, has to introduce a
new class of anaphora, E-type.
The last connective to be considered is implication:
(13) If John owns a car, he washes it.
This sentence involves two models (A and B, and not A
to be further extended): in the first one, John owns a car
and washes it, while in the second one he does not own
any car. But, if the sentence is followed by (14) *It is
a Porsche, the pronoun of the second sentence can find
a referent only in the first model in the context, while
no antecedent is accessible in the second one (where the

car, in fact, is connected with a NCW relation). As prescribed by rule 4 of the algorithm, a new sentence must
be integrated with all the pre-existing models in the context, otherwise it is unacceptable.
An analogous reasoning explains the oddity of *If
John does not own a car, Fred washes it. Moreover,
so called examination sentences as (15) no students will
be admitted to the exam unless they have registered four
weeks in advance can be dealt with by interpreting the
conjunction unless as an if not or a stronger exclusive or.

Plurals
A number of interesting anaphoric phenomena are related to plurals. The first situation concerns a plural pronoun referring to a set of singular antecedents which occur in the model: (16) Mary met John. They talked.
Even if in mental models the first sentence introduces
separately two tokens, the rule 1.d can cope with these
case as if they were introduced simultaneously as by the
NP two people. So it can resolve the anaphora without
explicitly summing the antecedents to form a plural discourse referent, as DRT does.
Quantifier phrases such as many of the farmers do not
always introduce the referents with which subsequent
pronouns will be co-referential. For example, those pronouns refer to sets that have to be constructed from explicit information in the text. Here, quantifiers introduce
in the model a set of tokens which pronouns can refer to
in the subsequent discourse: (17) Susan has found every
book which Bill needs. They are on his desk.
To resolve they we need only the set of tokens introduced
in the model by the analysis of the first sentence. The
right subset of books is identified in the model thanks to
rule 1.d (see discussion below). In DRT, in contrast, a
new discourse referent is constructed via an abstraction
rule which copies the content of the DRSs introduced by
the previous sentence.
In some approaches, definite NPs and pronouns inside
the scope of a quantifier are considered like bound variables in a logical system. In (18) every waiter wants customers to give him large tips the pronoun does not seem
to refer to any particular entity, while it does in (19) John
wants customers to give him large tips. DRT in order
to deal with both cases in a uniform way introduces the
notion of discourse referent which does not correspond
directly to any individual in the world, while providing
antecedents for the pronouns.
In contrast, mental models theory allows unifying both
cases, since quantifier phrases, in an extensional representation introduce sets of entities in the model.
Not all definite pronouns following quantifiers behave
like bound variables, in particular, if they appear in a following clause, i.e., outside the quantifier scope: (20)
few congressmen admire Kennedy and they are very junior. They refers to those (few) congressmen who admire
Kennedy, even if there is no such an expression referring
to them. If the pronoun were interpreted as a variable, the
sentence would be equivalent to (21) Few congressmen
admire Kennedy and are very junior. In [5]’s terms, there

1404

is an antecedent trigger, a linguistic expression which
introduces the antecedent of the pronoun but it does not
have the same referent of the pronoun.
In our model, after the interpretation of the first clause
the mental model contains the set of congressmen and a
(small) subset of them which are in an “admire” relation
with Kennedy. For rule 1.d above, the definite pronoun
they can be resolved with this subset.
But as it might be expected, quantifiers focus on the
subset of the set specified by the head noun. Hence, the
unification process must be suitably constrained. In: (22)
Some farmers of this valley own a donkey. They don’t like
cars, the pronoun they can in principle refer either to the
farmers of this valley who own a donkey or to the complement set; according to rule 1.d in the interpretation
algorithm, if the set of candidate referents can be partitioned in different sets, the pronoun is unified only with
the entities which are involved in a relation (of owning a
donkey).
The possibility of a plural anaphor resolved against
referents described by a singular indefinite is explained
by rule 1.d which deals with the interpretation of dependent NPs in distributive readings (see the Figure on first
page). In (23) Every farmer owns a donkey. They are
pink the distributive reading expresses explicitly the plurality of donkeys so that the correct referents are available for the plural pronoun. In contrast, in (24) Every
farmer owns a donkey. *He is a wise man, the singular
definite pronoun he cannot be resolved, since we do not
have any information to choose one of the farmers (see
rule 1.d).
An example slightly more complex is: (25) Three farmers own a donkey. They beat them. The latter sentence
can be interpreted only as far the second clause is interpreted with two individual readings of the NP without
DEP-ON arcs between them (case 3 of Figure 1). In this
case the donkeys who form the antecedent of them are related each by a different relation with the farmers. Which
farmer is selected for relating with the beating relation to
a given donkey? as in case of rule 2 the interpretation
of an anaphor is performed exactly with respect to the
other tokens which are linked to it by some relation. Indeed, in the context is maintained the relation between
each farmer and the donkey he owns: hence, the interpretation of the sentence leads to a situation where each
farmer beats the donkey he owns, and not a different one
(as it happens in some formal models of anaphora).
Finally, plural and singular pronouns can be mixed: (26)
Every farmer owns a donkey. They beat it. Since it
in the second sentence is dependent on the subject they,
the interpretation of the second sentence is parallel to the
interpretation of the first: the object (it) can be resolved
against an antecedent only if it is interpreted as dependent on the subject; according to rule 1.d of the interpretation algorithm, they is unified with the set of farmers
appearing in the model and, again, since there is an explicit relation (own) linking each of them to a donkey,
this link is followed to determine the (singular) referent
of it.

Similarly, the so called donkey sentence, (27) Every
farmer who owns a donkey beats it, is acceptable: the
procedure first interprets the subject phrase, thus obtaining, in the wide-scope reading of the universal, a representation where each farmer has at least a donkey; then
it extends the representation by searching for a referent
through each relation U own, f V , d V , WYX ; so, in the distributive reading the sentence, as in the example above,
for each farmer, a different referent for it is found, i.e. the
donkey owned by him. The possible antecedent must satisfy the restriction carried by the number of the singular
pronoun (compare *Every farmer who has two donkeys
beats it).

Conclusion
Since mental models are a cognitively plausible theory
of human reasoning, they can be also useful in finding
an explanation of linguistic phenomena. In [3], we exploited mental models to provide an explanation of lexically triggered presuppositions. In [2] more complex
anaphorical phenomena related to the different readings
of donkey sentences have been coped with in the same
framework.
The limit of logical approaches in explaining anaphora
is that they exploit representations that are not isomorphic to our conception of the described situation. The
necessity of resorting to a referential level in explaining anaphora has been highlighted also by [7]. We
followed his suggestion, but going in a different direction, where mental models replace the classical modeltheoretic framework to provide a cognitively plausible
approach to language interpretation.
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Abstract
We claim mental models are a framework that allows
to shed light on the phenomenon of presuppositions.
A plan-based lexical representation for verbs, together
with the e ect of conversational implicatures that discharge possible mental models, are the key features of
this proposal.

Introduction

Presuppositions are what the utterance of a sentence assumes to be true (or takes for granted). They can be
triggered by di erent elements in sentences, going from
the use of de nite NP's (the King of France is bald presupposes there is a (unique) King of France) to the presence of factive verbs (he regrets that he has been impolite
presupposes he has been impolite). These inferences are
characterized by resistance to negation (e.g. he does not
regret that he has been impolite presupposes he has been
impolite), and by cancellability in the presence of contextual information.
This paper addresses what may be called \lexical" presuppositions. In particular, the event structure, as described by certain verbs, allows to draw some inferences
about the described situation. These verbs are classi ed
in (Beaver, 1997) as \signi ers of actions and temporal/aspectual modi ers": \most verbs signifying actions
carry presuppositions that the preconditions for the action are met" (Beaver, 1997) page 944.
We think that what accounts for \preconditions for
the action" still requires a more precise characterization.
Where do preconditions come from? It seems rather
vague to state that leaving is a precondition for arriving and climbing is a precondition for reaching the top.
We claim that these presuppositions arise naturally from
a representation of the semantics of verbs in terms of actions and plans describing the steps required to carry out
the activity referred to by the verb. It may be observed
that a plan-based representation is complex, and rather
expensive to build. However, we have noticed elsewhere
that it is independently required both for accounting for
the meaning of communication verbs (Goy and Lesmo,
1997) and for the maintenance of coherence in dialogues
(Ardissono et al., 1998).

The basic idea is that, in order to understand an utterance, one must build a mental representation of the
described situation: it is clear, e.g., that any representation of arrive must include that of leave. The role played
by mental models (Johnson-Laird, 1983) is to provide a
reasoning framework for these representations, that allows to explain why presuppositions survive in certain
contexts. For instance, these representations make it
possible to account for the fact that John didn't arrive
presupposes John left, as predicted by the projection of
presuppositions across negation; moreover, this inference
is correctly modeled as a defeasible one, since it is possible to say John didn't arrive, he didn't even leave.
The interpretation is carried out in the following way:
rst of all, the aspectual features are accounted for
by means of a plan-based representation of the lexical
meaning; moreover, the temporal features represented by
mental models in the style of (Schaeken et al., 1996), as
well as the interpretation of the negation and of the context; this amount to building one of more mental models representing the described event. The information
shared by all models is what the sentence entails.
At this point, potential conversational implicatures are
applied: their e ect is to discharge those mental models of the event that could have been more precisely described by alternative linguistic expressions. In this way,
we gain more information, since we are left with the
smaller set of mental models: presuppositions are the
information that becomes shared by all these remaining
models.
However, implicature can be defeated in the presence
of further contextual information, thus blocking the discharge of models: presuppositions cannot arise anymore,
because they do not occur in all event models, therefore
appearing defeasible too.
In the following, we will describe a plan-based semantic representation of action verbs and our treatment of
negation and of the temporal expression before; then,
the conversational implicature mechanism will be introduced. Next, we face the problem of the projection of
presuppositions. Comparison with related approaches
and conclusions close the paper.

st

et

at(a) prec walk(j,a,n)

...

eff

at(n)

... step(i,l) step(m,n)
reference time

Figure 1: The mental model of John arrived to n. The
st-et line represents the event time of the action.

A plan-based representation of verbs

We will mainly consider verbs denoting actions that
are intentionally executed by an agent. The meaning
of these verbs is represented by action schemata, that
describe how actions are carried out by a sequence of
steps. When a sentence is interpreted, an action instance is built on the basis of the schema corresponding to the main verb; then, a set of constraints expressing the temporal and aspectual information conveyed by
the other linguistic elements (aspectual predicates, adverbials, verb arguments and so on) is added to this representation, by means of condition-action rules (Boella
and Damiano, 1999). Temporal constraints refer to the
occurrence of the action instance with respect to speech
time and reference time, following a reichenbachian temporal reference schema.
An action schema Act is composed of arguments, among
which the agent (agt (Act)) and the start and end time
of the action (st(Act) and et(Act), respectively, denoting temporal points), the preconditions and e ects of the
action, and the action decomposition (body(Act)), composed of steps; the start and end time of the steps can
be speci ed too.
Usually, a mental model representing an action does
not contain all the step instances (tokens) of the plan
but only a subset of them. Since steps express the focused part of the action and its temporal placement, only
the steps must be included that are needed to represent
the constraints resulting from the interpretation. The
remaining steps can be later inferred and added to the
representation, if they become necessary for reasoning
purposes. Moreover, action schemata can be only partially instantiated, to account for the fact that linguistic
expressions describe an event by highlighting only certain features of its, that the speaker considers relevant
to his goals. In our approach, this corresponds to building models in which only the currently relevant steps are
represented, in order to focus on a speci c phase of the
action or to represent the fact that the action has been
only partially executed.
For example, the interpretation of John walked to the
store contains only the rst and the last steps of the plan
and constrains them to precede the reference time (here
coinciding with the speech time); on the other hand,

John arrived is not represented as a punctual event but
as an instance of the action move (that, in this 1407
context, specializes into walk) containing in its decomposition only the last steps of the plan, plus the temporal constraints specifying that both the whole action of
walking and its last steps happened before the reference
time (in Figure 1 the decomposition links are denoted by
the lines connecting the walk(j,a,n) token to the tokens
representing the steps). On the contrary, if the sentence
to be interpreted were John was arriving, an instance
would be built where the reference time occurs within
the sequence of steps that conclude the action. In both
cases, the steps preceding the nal sequence are not represented, but are assumed to exist on the basis of the
action instance inner relations and can be consequently
added to the representation if they become relevant. According to this representation, the mental model of John
arrived entails the model of John left, where, in turn, the
initial steps of the action walk are constrained to precede
the reference time.
Therefore, the presupposition John left is not con ned
to a separate set of propositions that must be accommodated in the representation as in (Van Der Sandt,
1992); moreover, the requirement is satis ed that
presuppositions are in some sense inserted at the
beginning of the sentence interpretation (Beaver,
1997) and not added or calculated afterwards, as
in (Karttunen, 1974; Gazdar, 1979b).
On the other hand, we do not face here the problem of
the anaphorical character of presuppositions, exemplied in he left an hour ago but he didn't arrive, where the
two clauses refer to two phases of the same underlying
action of walking.

The representation of negation

We have adopted a peculiar treatment of negation, in order to account for the fact that the
negated event was somehow expected to happen.
We interpret such expectations by representing them
in terms of intentions attributed to the involved
agent; mental models containing unexecuted action instances can be readily interpreted as an agent's mental description of another agent's intentional state
(Bratman et al., 1988).
The representation of John did not arrive includes the
related plan instance of walking, and its decomposition
into steps; the negation is not represented by labeling
the last steps in the plan instance as denied (as mental model theory prescribes (Johnson-Laird, 1983)). On
the contrary, starting from the premise that the walking
action did not end before the reference time R1, all the
representations that include the plan instance (act) and
satisfy the constraint et(act)  R are allowed. Note that
Otherwise we would have the representation of John arrived.
1

he didn’t leave

1

2

he left

start

walk
step

3

start

walk

...step ... step

ref time

step

...step ... step

ref time
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end

walk
step

ref time

...step ... step
ref time

he didn’t arrive

he arrived

Figure 2: The relations among the mental models concerning walk (the thick line show whether the steps have been
actually performed).
this does not imply that the walk action will necessarily
be completed, i.e. that John will arrive later.
By using mental models, it immediately becomes apparent that two pieces of information have to be included in any event description: the fact that the end
of the action necessarily follows the reference time and,
given the internal constraints of the action schema, the
fact that the beginning of the action precedes its conclusion. Given these constraints, two models are possible
(Schaeken et al., 1996): in the former the whole action
follows the reference time (R), in the latter some steps
of the action precede it:
premises
R
et(act)
st(act)
et(act)

o

models
st(act) R
et(act)
R
st(act) et(act)

Actually, we have to add another variable to the
model: whether the action is conceived as (partially)
executed or not. This question concerns only the second
model,since the part of an action preceding the reference
time has certainly been executed: either the action has
been or will be executed after the reference time or it
hasn't and it remains as a representation of the intention of the agent.
So, the interpretation of John did not arrive consists of
the rst three models in Figure 2.
Our representation of negative sentences is strictly related to the meaning of the conjunction before. Before
does not imply that the action in the subordinate clause
actually happened, as shown by Mozart died before nishing his Requiem. As in case of negative sentences, it
simply states an expectation (again represented as intentions): that the nish event was expected to occur at
a time which follows the death (d):
d
st(act) et(act)
st(act)
d
et(act)
Note that, for this reason, before is not symmetric with
respect to after, contrarily from what (Asher and Lascarides, 1998) claim, since the latter entails the execution of both related actions: Salieri nished Mozart's
Requiem after he died in 1791.

The parallel between negation and before for what concerns presuppositions will be examined below.

Conversational implicature

The gricean notion of conversational implicature is exploited to explain why some of the models are later discharged. In particular, we will consider a particular inference licensed by the maxim of quantity, the scalar
implicature (Gazdar, 1979a).
When an item belongs to a salience order (i.e. a scale),
the fact that the speaker has used this item instead of a
di erent one in the scale causes the hearer to draw the
inference that the speaker was not in the position to use
any of the higher elements of the scale (see the model of
(Hirschberg, 1985)).
For example, from some composers died young it is possible to infer not all composers died young, even if some
per se does not entail not all. But some belongs to the
scale one, a few, some, many, most of, all, where higher
elements entail the lower ones. If the speaker has used
some and, at the same time, he is assumed to respect the
gricean maxim of quantity, this means that he cannot use
the stronger element all, and, therefore, he intended to
say that some composers last longer.
In our framework, this means that an expression (e.g.
some) is initially interpreted by means of a set of mental
models and, if some of them correspond exactly to the
interpretation of another expression (e.g. all), then they
are discharged:
Some A are B
A
A { B
A { B
B
A { B
A { B
B
A { B
A { B

All A are B

A { B
A { B
B
A { B
A { B

9
>>
= Models discharged by
scalar implica>> the
ture
;

Arrive belongs to a scale with respect to leave and the
same holds for nish and begin, since in both cases the

former items entail the latter ones; in fact, the beginning
of an action is present in every model representing its
conclusion.
By reasoning with mental models it is apparent why,
in case of negative sentences, scales (e.g. leave, arrive)
can be reversed (not arrive, not leave). The interpretation of John did not arrive produces three mental models
(see Figure 2); two of them (1 and 2) also represent the
interpretation of John did not leave, as only in (3) st(act)
 R.
But, to describe them, the speaker would have more
appropriately used not leave, a higher item in the scale,
therefore, we can discharge the rst two models from the
interpretation, and keep the last one.
The presupposition John left now emerges since it is contained in all the remaining mental models (3).
Note that we are assuming that the speaker knows
whether the higher elements of the scale (not leave) hold
or not, otherwise this inference would not be possible.
Anyway, the hearer usually knows whether the speaker
has this kind of knowledge, thanks to the context in
which the sentence is uttered.
In this way, the conversational implicature mechanism
produces the presupposition, though in a rather indirect
way, by deleting the mental models that can be better
described by other sentences. Conversational implicatures are a defeasible kind of inferences: in presence
of contextual information they may disappear. In our
case, the cancellation of the implicature prevents the removal of the two mental models representing the fact
that John has not left; therefore the presupposition cannot be drawn anymore. In John did not arrive since he
did not leave the second clause re-asserts the rst two
models of Figure 2, while it negates the third one (3) that implies that John left. In this way, the basis for the
conversational implicature does not hold anymore since
both items arrive and leave are denied.
In case of positive sentences, like John arrived, the presupposition becomes an entailment, since it is contained
from the beginning of the interpretation process in the
only mental model representing the sentence interpretation (4 in Figure 2), and cannot be cancelled (*John
arrived but he didn't leave ).
Sentences involving before undergo the same reasoning
based on conversational implicatures. From Mozart met
Casanova before nishing his Don Giovanni, one can infer that he met Casanova in the period in which he was
writing his opera. As stated above, before allows the
construction of two models. One model represents the
interpretation of before he started writing his Don Giovanni, but, since the speaker didn't use this sentence,
this model is discharged, and the only model left is the
one where the writing action contains the meeting event.
Furthermore, from this model it is possible to draw a
further inference: Mozart actually nished his work. In

the mental model we have no explicit information about
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the conclusion of the action of writing the composition.
The inference is then licensed by another kind of motivation; as we stated above, plan instances constitute a description of an agents' intentions and the distinguishing
feature of intentions is their persistency (Bratman et al.,
1988): if nothing prevents him, the agent will carry out
his current intentions. However, this is a defeasible kind
of reasoning, and, if more information is added, the inference will be canceled: see Mozart died before nishing
his Requiem.

The projection problem

The projection problem consists in explaining when and
why the presuppositions of a clause become the presuppositions of the whole sentence where it occurs.
We start from the projection problem in disjunctive sentences. John has stopped smoking not only presupposes
John smoked but, actually, implies it. In fact, the interpretation of the aspectual predicate stop consists of a
process of smoking to which it is added the fact that the
agent has not been smoking for a given period of time
(see (Boella and Damiano, 1999)).
Nevertheless, in the sentence either John stopped smoking or he never smoked this presupposition does not hold
anymore. However, since John smoked is implied by the
rst clause, we cannot resort to the cancellability of presuppositions.
A disjunction of clauses A _ B is represented by three
mental models:2
A B
:A B
A :B

By substituting A with the interpretation of John
stopped smoking and B for that of John never smoked,

we obtain a set of potential situations. The interpretation of the negated clause :A consists of some mental
models, to which the interpretations of the clause B are
added, resulting in a set of integrated models; then, the
conversational implicatures are applied; nally, the inconsistent models are discharged (e.g. those in which is
asserted that John smoked and never smoked).

John stopped smoking and never smoked
John did not stop smoking and never smoked
John stopped smoking and smoked

Now we add the entailments of the asserted rst clause
and the presuppositions of the negated one (underlined):
John stopped smoking and smoked and never smoked
John did not stop smoking and smoked and never smoked

2
We directly esh out the explicit models of the disjunction: in principle one should start from the implicit model
that contains only the positive information:
A
B
But in our example the negation conveys positive information, i.e. the expectation that the action happens.

John stopped smoking and smoked and smoked

The rst model is clearly contradictory and is discharged. On the contrary, in the model :A B the presupposition arising from a the negated disjunct has a defeasible character, so it is canceled and the model kept.
The third model is ne. At the end of the interpretation
process, we have the following mental models:
John did not stop smoking and never smoked
John stopped smoking and smoked

Does this representation imply John smoked ? Certainly
not, as the two models contain opposite information.
On the contrary, in a sentence like either John stopped
smoking or he is now ill the presupposition that John
smoked is projected from the rst clause to the whole
sentence. In fact, the interpretation produces the following consistent models:

John stopped smoking and smoked and is ill
John did not stop smoking and smoked and is ill
John stopped smoking and smoked and is not ill

Now, all the models contain the information that John
smoked, so, from the disjunctive sentence, it is possible
to draw the inference that John smoked.
Note that the presuppositions of the two clauses are independently added to the interpretation of the whole
sentence and the single models containing them are
discharged if inconsistent. Therefore, di erently from
(Karttunen, 1974)'s approach, we are able to cope with
cases in which the two clauses convey contradictory presuppositions as in: either Fred knows he's won or he's
upset that he hasn't (Beaver, 1997).
A linguistic context where presuppositions do not survive is represented by verbs like say and tell; they prevent
the projection of the presuppositions of the sentential
objects: Bill says he is not guilty does not presuppose
he is innocent. (Karttunen, 1974) has classi ed these
verbs as plugs, in order to account for their behavior. In
our model, such verbs are semantically interpreted as instances of the action schema of the corresponding speech
acts (see (Ardissono et al., 1998)): from the precondition of the action of informing, and under the sincerity
assumption, it is possible to infer only that Bill believes
the proposition he uttered, while no information is given
about the speaker's beliefs. Therefore, the semantic representation consists in a mental model of the action that
contains an embedded mental model representing Bill's
belief that he is not guilty.
Similarly, a question performed by a speaker provides
a context in which the presuppositions may be cancelled,
even if there is no negation: in fact, the representation
of Did John arrive? contains an instance of the linguistic action representing questions: since it has the precondition that the questioner does not know whether
the propositional content is true, two mental models are
possible: one in which John arrived and another representing John didn't arrive.

Finally, we want to highlight how some inferences, tra1410
ditionally classi ed as presuppositions because of their
resistance to negation and cancellability, can receive a
more accurate explanation than as \preconditions for actions". (Soames, 1989) noticed the di erent behavior of
the factive verbs regret and realize: in hypothetical contexts, the former maintains its presupposition that the
speaker of the utterance believes that the content of the
subordinate clause holds, while the latter does not:

If I regret that I told the false, I will confess it.
If I realize that I told the false, I will confess it.

The di erence emerges when the corresponding action
de nitions are examined. In fact, the precondition for
uttering the verb regret is that both the speaker and the
described agent, at the event time, believe that the subordinate clause p is true.
However, on the contrary, realize has the precondition
that p is true (according to speaker's beliefs) and that
the agent who realizes does not know it is: rather, the
agent's knowledge that p results from the action e ect.
When these verbs are asserted in past tense, they share
the presupposition that the speaker believes p: in fact,
the action preconditions must be true. Moreover, if realize is asserted in the rst person, the speaker and the
described agent coincide. In the past tense, this means
that only after the realize event happened, the speaker
came to know that the event preconditions were true (i.e.
p was true and he didn't know p). Were the sentence uttered in a hypothetical context, some mental models of
the description would represent the realize event as not
happened: in some models, the agent does not come to
know that p has been true from the start, and that he
was not aware of it, thus blocking the conclusion that in
all models he is currently aware of p's truth.

Comparison with related works

Many approaches to presuppositions have a logical bias:
the presupposition is interpreted as a function transforming contexts represented as set of sets of possible words (Beaver, 1997). However, as (Johnson-Laird,
1983) claims, logic is not a candidate for building cognitively plausible solutions to reasoning. In this work we
have shown how mental models can be exploited to give
an explicative solution to the problem of presuppositions
that be also cognitively plausible.
(Marcu and Hirst, 1996) propose a treatment of pragmatic inferences which aims at accounting for both conversational implicatures and presuppositions in a single
way. They introduce two di erent notions of satisfaction
of a formula, where the rst one is preferred in case of
con icts. This mechanism allows to distinguish between
pragmatic inferences that can be canceled (i.e. conversational implicatures and presuppositions from negative
sentences) and those that cannot be removed felicitously
(presuppositions from positive sentences). For these rea-

sons, di erent rules referring to di erent satis ability
notions are needed to express the fact that the same
presupposition is triggered by the same lexical item in
positive and negative sentences.
Moreover, they argue that a default based formalism
cannot explain pragmatic inferences because they are
not always cancellable. On the contrary, we keep apart
the treatment of conversational implicatures from that of
presuppositions. We exploit a single nonmonotonic form
of reasoning for modeling implicatures, while presuppositions are explained by the interaction of mental models
with scalar implicatures. Furthermore, we need no rules
for deriving presuppositions, even in positive sentences,
since presuppositions emerge from the plan-based representation of action verbs.
Many
approaches
relate
presuppositions
and anaphora, exploiting the DRT formalism
(Van Der Sandt, 1992; Asher and Lascarides, 1998).
However, the cancellability of presuppositions is not explained on the basis of a non-monotonic framework, but
is based on the notion of global vs. local accommodation
of the presupposed information; i.e if a presupposition
in a subordinate clause is globally accommodated it
becomes a presupposition of the whole sentence.
This solution has two shortcomes: presuppositions are
kept apart from the asserted content and they are rst
introduced in the local context of the trigger: they
can be removed later if they can be accommodated in
a wider scope; second, defeated presuppositions (i.e.
locally accommodated ones) are still present in the local
context, representing information that is not true even
at the local level (consider he didn't arrived since he
didn't leave).
As a consequence, when they face the projection
problem, DRT approaches have to resort on further
mechanisms like discharging the global accommodation due to the lack of the informativeness of the
interpretation.
In these models, the presuppositions are triggered by
lexical items in an unexplained way, instead of arising
from the lexical representation. Furthermore they do not
take into account the di erences between positive and
negative contexts, and di erent explanations are needed
for the phenomena of implicature and presuppositions.
Finally, our solution does not incur in the problem
highlighted by (Zeevat, 1992): lexically triggered presuppositions must be accommodated not only globally
as in (Van Der Sandt, 1992)'s approach but also locally:
in our case the presupposition is not kept apart from the
verb interpretation but is related to the preconditions
and e ects of the action.

Conclusions

Mental models were introduced by (Johnson-Laird,
1983) as a reasoning framework that is endowed with a

cognitive plausibility. Here, we tried to show how mental
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models can be exploited to provide natural and general
explanations for linguistic phenomena.
Action verb presuppositions are ruled out as an independent phenomenon, to reappear as an opportunistic phenomenon, stemming from the interaction of many
other factors. In the rst place, conversational implicature, and, in the second place, the reasoning on a mental
model representation. This representation, in turn, relies on a plan formalism to represent actions: mental
models o er a natural way to exploit action plans, and
to reason on them. Defeasibility of implicatures completes the framework, causing presuppositions to look
cancelled, under certain circumstances.
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Abstract
This paper describes an approach to POS tagging based on the
automatic refinement of manually written linguistic tagging
rules. The refinement was carried out by means of a learning
algorithm based on decision trees. The tagging rules work on
ambiguity classes: each input word undergoes a morphological
analysis and a set of possible tags is returned. The set of tags
determines the ambiguity class: the suitable subset of tagging
rules is applied and a single tag is returned. This method can
be applied both with the original set of manual rules and with
the set of refined rules. The experiments have been performed
on the Italian language. The results show that the refined set
reduces the tagging error of about 17%. The noticeable feature
of the approach is that the original set of rules is not modified,
so that they retain their linguistic value, but new rules are
added to handle problematic cases.

Introduction
Some years ago, [Cutting et al. 92] listed a set
of desiderata for a good POS tagger. They are:
Robustness (ability not to collapse on titles, tables, etc.),
Efficiency (linear tagging time and fast learning
algorithms), Accuracy (high percentage of correct
tagging), Tunability (ability to take advantage of
linguistic insights), Reusability (possibility to apply to
new corpora).
If we look at the literature on tagging it seems
that the features that received most attention are
accuracy (reasonably enough) and reusability. In
particular, reusability has been addressed by the
development of efficient learning algorithms which can
be applied to any corpus large enough. With some
approaches, the learning set (training data) must be
tagged manually (supervised learning), with others this
is not necessary (unsupervised learning). It has been
observed that both these methods have some
disadvantages: supervised learning requires large
manually tagged corpora, which are not available for all
languages (in particular, for Italian); unsupervised
methods tend to build word clusters which are very
coarse, thus lacking "fine distinctions found in the
carefully designed tag sets used in the supervised
methods" [Van Guilder 95].

Although the desiderata of efficiency and
robustness come out as a side-effect in case the learning
algorithm is designed carefully and the form of the learnt
knowledge is suitable (as in the case of most
probabilistic approach) for linear analysis of input text, it
seems that tunability has been quite neglected: it can in
fact be partially achieved by supervised methods, but it
is much more difficult to obtain in case large tagged
corpora are not available so that unsupervised methods
need be used.
In contrast to automatically acquired
knowledge, manually written rules can be used.
Although this method has been claimed to require too
much effort and to fail to meet the reusability
requirement, it has been objected that it can in principle
obtain the best results in terms of accuracy [Tapainen
and Voutilainen 94, Samuelsson and Voutilainen 97].
However, their "tagger" (EngCG-2) includes about 3600
linguistic constraint and it appears to be more akin to a
parser (CG stands for Constraint Grammar) than to a
pure tagger. Although we agree that it is not easy to
define a clear-cut distinction between a tagger and a
parser1, it seems that this kind of tool justifies the claim
about the high cost of development of manual taggers.
The approach we followed faces the various
problems mentioned above: absence of very large tagged
corpora for Italian, great effort needed to build large set
of constraints, desire for efficiency and accuracy. The
basic idea is to build up a low-effort set of manual
tagging rules that be linguistically motivated and to
apply automatic learning methods to refine them. The
hope was that a smaller tagged corpus is required for
tuning than for learning: this hope was fulfilled partially.
The methodology we adopted was:
- Build a set of tagging rules.
- Build a small tagged corpus (currently, about 13.400
words, split in a training set - 10.752 - and a test set 2.641).
1 It seems reasonable that any tagger based on perspicuous
linguistic knowledge could slowly turn into a parser, when
the constraints on the kind of features used for choosing the
correct tag become looser and looser. For instance, EngCG2 uses information on subcategorization, and words far away
from the one being disambiguated can be freely tested.
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- Apply the manual rules to the test set and evaluate the
results.
- Refine automatically the manual rules on the training
set.
- Apply the refined rules to the test set and evaluate the
results.
In sum, the refinement made the error rate drop from the
original 4.7% (manual rules) to 3.9% (refined rules).
This result needs many comments that will be set forth
in the following, after the methodology has been
discussed in more depth.

interpretations, and, as a side effect, its associated
tag. The tags are discussed below.
A note is required concerning unknown words. We kept
apart three cases:
• The unknown word is not capitalized. In this case we
exploit a class guesser based on learned rules (see
below).
• The unknown word is capitalized. In this case a Proper
Noun interpretation is added by the tag disambiguator
(the morphological analyser returns a warning of the
form: "Does not exist; maybe a proper noun").

Architecture

The class guesser for non-capitalized unknown words is
based on rules learnt automatically by means of the same
methodology used for the tagging rules (see the
Learning section). Each word receives a set of possible
tags among ADJ, ADV, NOUN and VERB (i.e. the
open classes). These rules have the same form as the
standard tagging rules and are based on the last five
characters of the unknown word (where the suffix can
possibly occur, although, as explained above, the suffix
of an Italian word can sometimes be longer than that). A
larger corpus of texts has been used as training set since
for this task it is sufficient the information about the
possible tags of each known world. This information is
provided by the morphological analyser.
Finally, it must be observed that, in case a
"known" word which occurs in the mid of a sentence is
capitalized, a Proper Noun hypothesis is added to the
one(s) obtained from the morphological analysis. For
instance, in "Mi piace la musica di Verdi" (I like the
music by Verdi), Verdi is recognized as an adjective by
the morphological analyzer (verdi = greenpl), but the
Proper Noun tag is added by the tagger before entering
the disambiguation phase. Notice that all these solutions
are just patches, since we did not face yet the problem of
Proper Nouns in its full complexity.

The modules that compose the tagger are rather
standard:
1) TOKENIZER
The raw ASCII text is fed to a tokenizer, which emits
hypotheses about tokens and segments the text into
sentences. The token classes include GW (general
word), PN (Proper Noun), PUNCT (Punctuation
Marks), NUM (numbers) and a few others. The
output of the tokenizer can be ambiguous, in that a
word can be labeled as both GW and PN in case it is
capitalized or all-caps. Moreover, the segmentation in
tokens can be ambiguous too, since something as
week-end is ambiguously interpreted as either a
single token or two tokens separated by a hyphen.
2) MORPHOLOGICAL ANALYZER
The token hypotheses are input to the morphological
analyzer, which emits hypotheses about suffixes and
checks the hypotheses by looking for the root in the
dictionary2. The morphology is rather complex in
Italian, not only because verbs can have more than 40
inflected forms, but also because clitics can attach to
verbal forms:
prendi: prendereimp-2nd-sing
(i.e "to take" imperative, second person, singular)
prendilo: prendereimp-2nd-sing +
lom-sing-acc
(i.e."take it" or "take him", where "lo" is
masculine, singular and accusative)
prendiglielo: prendereimp-2nd-sing +
glising-dat +
lom-sing-acc +
(i.e."take it/him from him/her" where "gli" is
singular and dative)
The morphological analyzer is implemented as a
(augmented) deterministic automaton that collects
morphological information while it scans the token
from the end.
3) TAG DISAMBIGUATOR
The tagger proper, which collects the outputs of the
morphological analyzer which were confirmed by the
access to the lexicon and chooses the best tag.
Actually, the tagger selects one of the possible

2 Currently, the dictionary includes about 24.000 roots,
associated with morphological and syntactic features.

Tagging rules
The tagger receives in input a sequence of
possibly ambiguous entries (PAE), each of which is
composed of one or more lexical elements (LE1 LE2 ...
LEn); for example, for the word data there are four
interpretations: the participle past of the verb dare (to
give), two forms of the verb datare (to date) and the
noun data (date). The corresponding PAE is:
((DARE cat VERB transitive YES mood PARTICIPLE
tense PAST gender F number SING)
(DATARE cat VERB transitive YES mood IND tense
PRES number SING person 3)
(DATARE cat VERB transitive YES mood IMPER
tense PRES number SING person 2)
(DATA cat NOUN gender F number PL))
When n>1, the PAE is ambiguous and the following
two-stage tagging process is applied:
- First, the primary tags (see Appendix 1)
T1=Cat+(LE1), T2=Cat+(LE2), ... Tn=Cat+(LEn), are
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collected. These tags form the Primary Ambiguity Set
(PAS={T1} ≈ {T2} ≈ ... ≈ {Tn}). Clearly, it may
happen that Ti = Tj for some i≠j. The specific subset
of rules devoted to the disambiguation within this set
is retrieved3. The application of the rules always
selects a single tag Tk4. The symbol Cat+ refers to the
category of the word extended to form the primary
tag, as shown in Appendix 1.
- Then, all lexical elements whose primary category is
Tk (i.e. those elements LEm such that Cat+(LEm)=Tk)
are extracted from the PAE. If the cardinality of this
new set is greater than one, then some intra-tag
ambiguity has been left (forming the Secondary
Ambiguity Set - SAS), otherwise the disambiguation
process is completed. In the first case a new subset of
tagging rules is retrieved, according to the type of
ambiguity. For instance, if Tk=Noun, then the rules
Common-Proper, Mas-Fem and Sing-Pl can be
applied, while if Tk=Verb (or Aux, or Modal), we
have rules for Fin-Inf (choosing between finite and
infinite tenses), Sing-Pl, etc. Again, a single choice
results. Finally, if no single LE is selected according
to the result of this step, as may happen in case of
semantic ambiguity, a random choice is made.
As it has been noted elsewhere (Tzoukermann et al. 97),
highly inflected languages, as French or Italian, have to
rely heavily on the context to obtain good tagging
performances. Since the starting set of tagging rules is
hand-written, we felt free to include in them any
condition on the features of the current and surrounding
words we assumed to be useful for the disambiguation
task (see [Lezius et al. 96] for a discussion of the
respective merits of fixed-context vs. variable-context).
The general form of a tagging rule is5:
If P1 P2 ...

Pr then Tk CF N

where Pi (1≤i≤r) are predicates and Tk is a Primary Tag
for rules operating on the PAS or a feature for rules to be
applied to SAS (in the following, PAS and SAS will be
collectively termed AS). N is a discrete value in the set
{Certain, Almost-certain, Uncertain}. The certainity
factor (CF) is used to order the application of the rules.
3 The rules associated with a given PAS will be referred to in
the following as PAS-r1, PAS-r2, .... These are the actual
names we use in the tagger (es. NOUN-VERB-R1, NOUNVERB-R4, ADJ-ADV-NOUN-R2, ...)
4 In case no rule is found, the first tag is chosen. This
happens, in the test set, for 91 words in 31 different
ambiguity classes (so the total number of of PAS should be
83, instead of the 52 for which rules are currently defined).
The results would have been clearer, but equivalent, with
31 new defaults, where the first element of each set is
specified as default tag.
5 The form of the manual rules is more general than this,
since any logical combination of predicates is allowed (see
Appendix 2 for some examples). However, this is the form
of the automatically learnt rules, and the predicates are the
same.

The ordering is very rough, but it seemed to us that
nothing better could be done with manually written
rules. Rules having the same certainity factor are applied
in a random order (usually they have mutually exclusive
conditions, so that the order of application does not
matter).
Among the predicates we currently use there
are the following ones:
- prevtag (TagSet): the primary tag of the previous word
is in TagSet
- prev2tag (TagSet): as above, but for the word before
the previous word
- prevtag+ (TagSet): as "prevtag", but skipping a
preceding comma.
- prevagreement (Features): there is number and/or
gender agreement between the current and the
previous word
- prevmood (Mood): the previous word is a verb whose
mood is Mood.
- prevtense (Tense): the previous word is a verb whose
tense is Tense.
- curmood (Mood): in the verbal interpretation of the
current word, the mood is Mood
- curtense (Tense): in the verbal interpretation of the
current word, the tense is Tense
- nexttag (TagSet): one of the primary tags of the next
word is in TagSet
- next2tag (TagSet): as above, but for the word after the
next word
- nextmood (Mood): the next word has a verbal
interpretation, and its mood is Mood.
- nexttense (Tense): as above for Tense
- beforetag (Tag): within the previous n words, there is
a word of tag Tag. The variable n is global; currently
it is set to the value 10.
- predicative (): the nearest preceding verb belongs to
the class of "predicative verbs". The set of predicative
verbs is stored in a pre-defined list. This is a semantic
feature of verbs that should be included in the
dictionary, but the source of the information would
not affect the behavior of the tagger.
The inspection of the set of predicates shows
that most of the tests concern the previous one or two
words, the features of the word to be disambiguated, and
the next word. Only exceptionally, words in a wider
context are taken into account (predicates "beforecat"
and "predicative").
A noticeable feature of the tagger is that the
tagging rules are applied strictly from left to right,
starting from the first PAE of the text. This mode of
operation has the consequence that any predicate applied
to the preceding context refers to an already
disambiguated element, while the predicates referring to
the current and next words concern PAE's which are still
possibly ambiguous. As discussed in the Conclusions
section, this is one of the most problematic features of
this approach, but it also has some advantages.
In addition to the rules, each ambiguity class is
associated a default (referred to as PAS-default, see Note
3) which is used in case no rule in the set succeeds
(which can sometimes happen in contexts which were
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unforeseen or, perhaps, were deemed unable to bring
information useful for the disambiguation).
The current set of base (hand-written) rules
covers 52 ambiguity classes and includes 134 rules (but
see note 4). Although the figures seem rather low (cfr.
the 304 ambiguity classes - called genotypes - in
[Tzoukermann et al. 97] ), the hierarchical organization
of the decision problem (first the primary tag, and then
the features) reduces the number considerably. For
instance, the "possible" 28-9=247 ambiguity classes6
concerning {ADJ-m-sing, ADJ-m-pl, ADJ-f-sing, ADJf-pl, NOUN-m-sing, NOUN-m-pl, NOUN-f-sing,
NOUN-f-pl} are reduced to just three: ADJ-NOUN, m-f,
sing-pl. It could seem that this approach also reduces the
ability of the tagger to disambiguate correctly. For
instance, in a situation where the word to disambiguate
(X) follows a feminine and singular determiner, and X is
either an ADJ-f-sing or a NOUN-m-pl, the first decision
concerns ADJ-NOUN, and the tagger does not seem to
be able to take into account gender and number
agreement. However, the flexibility of the predicates is
such that it is not difficult (and it is a common practice
in our rules) to check the features of the current word
being disambiguated. This can be done only when it is
judged useful, and it is not forced by the particular
structure of the tag set.
The base rules were originally used in a
deterministic parser [Lesmo & Torasso 83]. Recently,
they have been tuned manually on the basis of a small
corpus of 5000 words (the first half of the training
corpus we used in this work). After this step, they were
used for tagging automatically the remaining part of the
training corpus (totaling 10.752 words) and, again the
errors were detected manually (this is the
"bootstrapping" [Leon & Serrano 95] method we
currently apply to tag any new testing text). In table 1,
we report some statistics about the ambiguity present in
the corpus. From Table 1, it can be seen that:
- Punctuation marks are not included in the overall
evaluation. This seems fair because they are mostly
unambiguous (a period is a period, after all).
However, in the manually tagged corpus, we have
sometimes changed the Punct category into Conj
Coord (Coordinating conjuctions) for commas7. These
cases (which are, presumably, errors) have not been
included in the evaluation. The oddily high number of
punctuation marks is due to the fact that the greatest
part of the corpus is composed of newspaper articles,
which were not cleaned up from "text markers" of the
form <P Prosa> (Prose Paragraph). Each of these
sequences counts for 4 words and, as punctuation
6 The 256 subsets, from which the null set and the 8
singletons are excluded. Of course very few of them really
occur in texts.
7 This appears to be a useless work. But the corpus we are
tagging is also annotated for dependencies among words
(i.e. it is a first version of a tree bank for Italian); so, we
need to be careful about the syntactic role of the various
elements. The distinction between punctuation marks and
conjunctions is very useful for this task.

marks, are easily tagged unambiguously. They have
been included in the second (Punct) row of table 1
(and so, they are excluded from the word count).
- The number of occurrences with 7 interpretations is
very high. This depends on the fact that the word
"che" (that, who, which ...), which is very common,
gets seven interpretations: question adjective,
exclamative adjective, question pronoun, exclamative
pronoun, relative pronoun, subordinating conjunction,
comparative conjunction.
- The value that summarizes the degree of ambiguity is
comparable to the one reported in other studies. For
instance, [Tzoukermann et al. 97] reports an
ambiguity factor ranging from 1.72 to 1.82 per word
(depending on the corpus).
The table does not include ambiguities due to the
presence of locutions (canned phrases). Locutions have
been defined as belonging to two different types: fixed
and flexible. They are included in a separate "locution"
file, and appear as a possible output from the
morphological
analyzer.
They
must
undergo
morphological analysis since flexible locutions can vary
in number and gender, but we adopted the approach that
whenever the sequence of words forming the locution
1
2
3

4

5
6

Tot. Words
Punct
Tot. ok (1-2)
Not ambiguous
2 Interps
3 Interps
4 Interps
5 Interps
6 Interps
7 Interps
> 7 Interps
Tot interps
(k * #k interps)
av. interp /word

13.771
3.019
10.752
5.755
2.722
1.441
361
62
109
289
13
20.067
1,866

Table 1 - Degree of ambiguity of the input data in the
training set
occurs in the input, it is definitely assigned the locution
interpretation. For this reason, they were not included in
table 1, whose figures would increase considerably8.

Learning
The refinement algorithm is based on decision
trees (Bahl et al. 89, Heeman & Allen 97). Decision
trees are a classification method: at each level of the
8 The treatment of locutions is not as flexible as it should be.
"Flexible" locutions are characterized by the fact that some
of their words can be morphologically inflected, but even
in this case all the words must appear in sequence. Phrasal
locutions are still waiting for an adequate treatment.
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tree, one of the parameters describing the input element
is inspected, in order to determine which daughter must
be reached; the leaves of the tree are associated with the
classes to which the input element may belong. In order
to learn a decision tree from examples a balance must be
found between a detailed inspection of all alternatives (if
this is done, then the problem is intractable) and the use
of heuristics, which allows to focus on a given parameter
(at each node of the tree being built). In particular we
used C4.5 (Ross Quinlan 93), a tool where the choice of
the parameter is based on rather sophisticated measures
of the information gain. One of the features that made
C4.5 especially suitable to us, was its ability to construct
production rules on the basis of the generated decision
tree (the antecedents of the production rules are given by
the predicates collected traversing the tree from the root
to each leaf); this format corresponds exactly to the form
of our tagging rules: a conjunction of predicates as
premise, a resulting category and a (numeric) certainty
factor. So, the application of C4.5 produces, in our case,
new tagging rules, according to the methodology
explained below.
Since the goal was not to build the rules from
scratch, but to refine the manual ones, the following
approach was adopted. For each ambiguity class, and
each rule within them, the set of cases when it was
applied is collected. Let's focus on the rule ASk-rki. This
rule was applied on the test corpus nki times, producing,
for nki tokens, the tag assignment Tki. These
assignments are compared with the correct tags, thus
producing two values n+ki (the rule firing produced the
correct assignment) and n-ki (the tag Tki is not the right
one), where n+ki + n-ki =nki. In case n-ki ≠0, the rule is a
candidate for being refined.
The main problem now is that the number of
times the rule is applied (in the small training set) is
often not sufficient for the learning procedure to be
applied successfully. So, we tried to expand the training
set of each rule in the following way. Let's consider the
Ambiguity Set AS={T1, T2, ..., Tn}. Even if there are a
few cases where a given AS-ri rule fires, there are many
more contexts where items correctly tagged as T1, or T2,
... or Tn occur. For instance, if AS={Noun, Verb-Main},
there may be a few items ambiguous between these two
tags, but in the whole corpus there are a lot of nouns and
main verbs (not ambiguous in this way, but appearing in
a well-defined context). So, the training set for the
refinement of the rule AS-ri is enlarged by adding all of
these contexts in which the rule fires; these contexts
presumably keep apart noun form verbs. This method
worked well provided that we disable the tests on the
features of the current word from being used in the rules.
For instance, in the Noun-Verb example, the presence of
a Tense feature classifies an (unambiguous) verb as
such, thus excluding from the decision tree all the verbs
via a feature which is useless in truly ambiguous cases.
After the learning phase, new rules, more
detailed than the original ASk-rki are produced; these
new rules are appended below the original one. It must

be observed that the original rule is maintained, and the
tagger applies it exactly as before the learning; the
difference is that, after the learning, it does not return a
class name (a tag), but the name of the set of newly
learnt rules associated with it. This process is sketched
in fig.1.
It must be observed that the refinement of a rule does not
affect the behavior of the other rules of the same AS.
This is guaranteed by the fact that the original rule acts
as a precondition for the application of the refined set.
The same procedure is applied to "default"
rules (i.e. in cases when no rule for a given AS applies)
as well as to those PAS for which no set of rules have
PAS k
PASk -r k1 ........... PASk -r ki ........... PASk-r kn k
TRAINING
PAS k
PASk -r k1 .......... PASk-r ki

.......... PASk-r kn k

PAS k-r ki,1 ......... PASk-r ki,n
ki

Fig.1 - A sketch of the method for refining a single
tagging rule
been defined. In these cases, some rules are learnt which
are really "new", i.e. not subject to the previous
enablement of an existing manual rule.
The total amount of learned rules is 200
distributed on 26 different PAS: 5 of them concern
default cases and for 3 of them there was no previous set
of manually written rules.

Results
The results obtained are summarized in Table 2, where
the performances of the manual rules and of the refined
rules on the training corpus are compared.
These results seem encouraging, but more need
to be done. The first, obvious, limitation is the very
limited size of the manually tagged (learning and test)
corpora. We are proceeding to tag more texts; we
foresee to have available for the end of July 1998 about
1000 tagged sentences (approximately 30.000 words,
including punctuation marks). Although the work
appears to proceed rather slowly, we recall (see footnote
7) that the tagged sentences are also being annotated for
dependencies, which is a more time-consuming task.
The growth of the tagged corpus seem required, in
particular with respect to the results reported in table 3.
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From table 3, it can be appreciated the real performance

of the learning procedure (instead of the tagger). Type A

words

punct

ok-words

errors before
refinement

error rate
bef. ref.

errors after
refinement

error rate
aft. ref.

3286

645

2641

124

4.695%

103

3.900%

Table 2 - Summary of results on the test set.
errors before
refinement

errors
type A

errors
type B

errors
corrected

total
gain

gain on
type B

124

47

77

21

16.9%

27.3%

Table 3 - Gain obtained by the refinement process. Type A errors are
made by rules that were not submitted to the refinement
process (training set too small)
of the previous word. Experiments are under way to
errors and type B errors are kept apart on the basis of the
keep apart the two kinds of preconditions (forward and
tuning of some lerning parameters. In particular the
backward) and to exploit the certainty factors to balance
lerning program was not applied to rules that was
the suggestion coming from the two directions.
applied less than 10 times in the training corpus. This
means that some rules were never refined because of
lack of data. In these cases the errors of the manual rules
had no chance of being corrected (this happened for 47
Conclusions
errors out of 124). So, the refinement produced the
correction of 27.3% of the errors to which it was
We have presented a rule-based tagger that
applied.
exploits both a manual method and an automatic method
The two major problems we observed in the
for building the set of tagging rules. This approach
experiments are common to most left-to-right taggers:
seems suitable in case one wants to limit the effort for
error clusters and limited ability to take into account the
developing linguistic knowledge and no large corpus of
right context.
tagged data is available.
Concerning clusters, it must be recalled that, of
The results of the application of the
course, the training was made on the correct tags, so that
automatically refined rules to the test set are in line with
a tagging error propagates forward: the presence of a
the standard results of automatic tagging. More tests,
wrong tag influences the application of the rules trying
however, are required to verify whether the availability
to disambiguate the next words. It must be noted,
of a larger training set could produce even better results.
however, that similar clusters arise not only after the
An advantage of the structure of the tagging
application of the refined rules, but also when the
rules (both the manual ones and the learnt ones) stands
original rules are applied. This suggests that the source
in the kind of predicates used in their left-hand side. In
of the problem does not stand in the learning procedure,
many cases (as for instance, the agreement checks, or the
but in the tagging procedure.
test for the presence of a noun enabling a word to be
Similar comments apply to the exploitation of
tagged as a relative pronoun) the conditions of the rules
right context: a rule can include in its preconditions the
are based on the existence of some specific relationship
requirement that the tag of the following word be Tx.
between the words. These tests could be exploited in
But Tx could be just one of the possible tags of the next
order to provide a parser with suggestions about the
structure it must build. It must be observed that this type
word, without being the preferred one. With our control
of interaction between tagger and parser is substantially
strategy, the rule in question fires even if the next word
different from the one envisaged in [Charniak et al. 94].
is subsequently tagged as Ty (≠Tx).
In that case, in fact, the task of the tagger is just to
Left-to-right processing is the best way to meet
restrict the category of the input word in order to reduce
the desideratum of Efficiency, since the production rules
the degree of ambiguity and, consequently, to make the
can be (rather) easily translated into a deterministic
parser more efficient. What we are suggesting, on the
automaton; the only alternative solution currently
contrary, is that the tagger does not feed the parser only
working (to the best of our knowledge) is the well
the tags, but also the reasons for having chosen a given
known Brill's tagger [Brill 92]. Although we followed
tag. We are currently pursuing this line of research,
him in adopting a rule-based approach, we tried to apply
which is more in line with the approach of EngCG,
the constraints immediately, instead of using them to
although we are moving from tagging to parsing instead
correct previous errors. Consequently, we are now
of the other way around.
inspecting a different solution to the problem, i.e.
variable-length lookahead. However, many of the
All the modules described in this paper are
current rules include both forward-looking and
implemented in Common Lisp. The compiled tag
backward-looking preconditions; so, when a nondisambiguator, run on a SUN SparcStation 4, took 4.67
ambiguous word is reached in the lookahead process, it
seconds on the test corpus. This makes about 700 words
may happen that the last word of the ambiguous cluster
per second (including punctuation marks), without any
cannot be disambiguated because the rules need the tag

1419
kind of optimization on the procedures. Notice that
UNIX wc command returns 2745 words for the input
text, instead of our 3286. The time for writing the output
on a file is not included in the figure, as well as the time
for morphological analysis (which is largely the slowest
module - about 90 word per second).
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adjc
quantadj
qadj
excladj
anaphadj
deittadj
adv
qadv
art
conjunct
conjdip
interiez
noun
numb
predet
phras
prep
poli-prep
partcomp
pron
quantpron
qpron
exclpron
enclit
cherel
cuirel
qualirel
relpron
verb
aux
modal
date
marker
punct
special

Adjective: Qualificative
Adjective: Indefinite
Adjective: Question
Adjective: Exclamative
Adjective: Anaphoric
Adjective: Deictic
Adverb: Not Question
Adverb: Question
Article
Conjunction: Coordinative
Conjunction: Subordinative
Interjection
Noun
Numeral
Predeterminer
Phrasal Element
Preposition: Standard
Preposition: Polysyllabic
Preposition: Comparative
Pronoun: Personal
Pronoun: Indefinite
Pronoun: Question
Pronoun: Exclamative
Pronoun: Clitic
Pronoun: Relative "che"
Pronoun: Relative "cui"
Pronoun: Relative "quali"
Pronoun: other Relative
Verb: Main
Verb: Aux
Verb: Modal
Date
Marker
Punctuation
Special

The tags in the left column are the ones actually used in
the tagging rules.

Appendix 2
(Some example rules)

Manually written rules:
Rule adjc-nounr1:
:if (and (prevtag '(art adjc))
(prevagreement '(gender number))
(nexttag '(verb chesub cherel qadj adv
prep nil)))
:then 'noun
:cf 'A
where A means "Almost certain", and nil indicates a
punct able to act as a sentence boundary. The rules
are implemented as Lisp structures, so we
maintained their original syntax.

Rule adjc-nounr2:
:if (and (not (prevtag 'noun))
(not (nexttag 'noun))
(not (predicative))
:then 'noun
:cf 'U
Rule adjc-nounr3:
:if (and (or (not (prevtag '(art adjc)))
(not (prevagreement
'(gender number)))
(predicative))
:then 'adjc
:cf 'U

Automatically learned rules:
Rule adjc-nounr2,1:
:if (and (prevtag 'conjunct)
(prev2tag 'adj))
:then 'adjc
:cf '84.1
Rule adjc-nounr2,2:
:if (and (nextagreement '(gender number))
(nexttense 'nil))
:then 'adjc
:cf '70,7
Rule adjc-nounr2,3:
:if (beforetag 'quantadj)
:then 'noun
:cf '95.5
where the Certainty Factors of the Automatic Rules
are the ones obtained by the C4.5 tool.
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Abstract

This paper describes a framework for the representation
and interpretation of indirect speech acts, relating them
to the politeness phenomenon, with particular attention
to the case of requests. The speech acts are represented
as actions of a plan library and are activated on the
basis of the presence of syntactic and semantic information in the linguistic form of the input utterance. The
speech act analyzer receives in input the semantic representation of the input sentence and uses the politeness
indicators to climb up the decomposition and generalization hierarchies of acts encoded in the library. During
this process, it eliminates the indicators and collects the
negated presuppositions (represented as e ects of the indirect speech act) that characterize the politeness forms.
Some cyclic paths in the hierarchy allow the system to
cope with complex sentences including nested politeness
indicators. In the proper places of the hierarchy the semantic representation of the input sentence is converted
into a domain action in order to start-up, when needed,
the domain-level plan recognition process.

Introduction

Since Austin (1962) and Searle (1969) wrote their papers about speech acts, it was clear that the study of
language must take into account the way people use it
to move in the world. An utterance is an action, so it
is made with some goals in mind. Among these goals,
getting cooperation from the audience and maintaining
a good relationship with them play a major role. The
cooperation can range from simple attention (if you just
want to chat), to providing information (in case of questions), to performing some general action (as closing a
window if the speaker asks the hearer to do so). In all
these cases, speech acts must be planned by taking into
account the relation between the speaker and the hearer.
A major step in computational linguistics was made
when the study of traditional elds as syntax and semantics was complemented with the computational study of
pragmatics. However, this was accomplished by paying attention mainly to the rst of the two goals mentioned above. In particular, it was recognized that goals
and plans play a basic role in linguistic communication
(Allen & Perrault 1980), but their study was centered
on domain plans. In the last fteen years various models of recognition of the speaker's plans were developed,
some of which gave fundamental formal accounts of the
knowledge which it is based on (Cohen & Levesque, 1990;

Cohen & Perrault, 1979), while others had a more computational bias (Carberry, 1988). More recently domain
plans have been complemented with higher levels plans
called discourse plans (Litman & Allen, 1987) and problem solving plans (Lambert, 1993). While Litman and
Allen's discourse plans dealt both with communication
strategies and problem-solving activities, Lambert separates the discourse level in two parts: in her framework,
communicating strategies are represented in the communicative level, while problem-solving plans model the
activity of building the speaker's domain plans.
The present work addresses mainly the second goal
mentioned in the rst paragraph: what linguistic forms
enable a speaker to manifest her/his choice to be more
or less polite with the hearer? The desire of maintaining
some harmony with the hearer is just one of the multiple goals of the conversation, so the problem of modeling this desire can be faced from a general perspective
of modeling goals. However, the features that express
the choices made are rather special; while the propositional content of a sentence enables the hearer, after
some rather complex inferential activity, to understand
the speaker's goals, it is the form in which that propositional content is expressed that makes the utterance
more or less polite. For example, the following sentences
have the same illocutionary force, but a di erent literal
interpretation (e.g. 1b refers to the hearer's capabilities,
1c projects on a hypothetical perspective the hearer's
action, 1d refers to her/his wants, while 1e simply mentions an unsatis ed precondition of the desired act):

1a) Dammi le chiavi della biblioteca!
[Give me the keys of the library!]
1b) Potresti darmi le chiavi della biblioteca?
[Could you give me the keys of the library?]
1c) Mi daresti le chiavi della biblioteca?
[Would you give me the keys of the library?]
1d) Ti dispiace darmi le chiavi della biblioteca?
[Do you mind giving me the keys of the library?]
1e) La biblioteca e chiusa

[The library is closed.]
Our goal is to get rid of these aspects of the literal
interpretation, assuming that their role is just to mark
the politeness strategies the speaker has adopted in communicating. This approach follows the guidelines drawn
by the research of many linguists, that have investigated
the notion of politeness and its implications in communication (Brown & Levinson, 1987; Kasper, 1990; Leech,
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1983): they have shown that the origin of many indirect
forms of expression lies in the necessity of smoothing
the interaction for being polite. As far as the notion of
politeness is concerned, various more or less precise explanations have been formulated. In our work, we will
refer to Brown and Levinson (1987), who motivate the
use of indirect forms of expression with the necessity to
preserve some wants that every interlocutor has. In order to characterize
these wants they introduce the notion
of face as:1.
The public self-image that every member [of a society]
wants to claim for himself, consisting in two related aspects:
a) negative face: the basic claim of territories, personal preserves, rights to non-distraction -i.e. to freedom
of action and freedom from imposition
b) positive face: the positive consistent self-image or
`personality' (crucially including the desire that this selfimage be appreciated and approved of) claimed by interactants

Brown and Levinson interpret the behavior of speakers
on the basis of a taxonomy of linguistic strategies that
enable a speaker to satisfy the goal of preserving the
negative face of the interlocutor.2 For example, when
a speaker wants the hearer to perform an action, s/he
can express her/his request directly, using an imperative
form; however, in this way, s/he does not preserve the
hearer's negative face: in fact, she does not hide the presupposition that s/he believes that the hearer wants to
execute the action. So, a safer strategy is to use an indirect request such as 1d, which doesn't presuppose any
hearer's attitude towards the requested action (in fact,
s/he is questioned about that). The conditional mood
in sentence 1c (mi daresti: `would you give me') has a
similar role: in this case the presupposition is canceled
by projecting the utterance on an hypothetical world.
The various methods for modulating the strength of
utterances are chosen according to the degree of familiarity, respect, relative social roles of the interactants,
and the impact that the contents of the acts might have
on the interlocutors (Brown & Levinson, 1987).
This paper takes into account the suggestions coming from the authors mentioned above to implement a
method for processing and evaluating indirect speech
acts as politeness forms. This is done within a framework of plan recognition that has already been applied
successfully to the recognition of domain plans in an
information-seeking environment (Ardissono etal, 1993;
Ardissono etal, 1994; Ardissono & Sestero, 1995). It
must be observed that Hinkelman and Allen (1989) challenged the possibility of facing this problem on the sole
basis of planning structures. They argue that the variability of politeness forms among di erent languages
calls for the introduction of knowledge about idioms.
1
Although they presented the notion of face as a linguistic
universal, many linguists think that it is mainly suited for
describing the behavior of western societies.
2
They also explain which forms people use to anoint the
positive face of their interlocutors, but we will not deal with
this aspect of communication here.

While we agree on the need of language-speci c knowledge, we will show that the required information can be
encoded within a plan formalism, so that the homogeneity of the representation is preserved.
The rest of the paper is organized as follows: the rst
section describes the formalismused for representing the
knowledge about speech acts; the second describes how
the speech acts library is used in the process of speech
act recognition; the third section shows the speech-act
recognition process on an example. Finally, some brief
conclusions are presented.

The representation of the speech acts

The knowledge about speech acts and the way they relate to each other is stored in the speech acts library,
represented in an action hierarchy based on a formalism similar to that by Kautz (1990). In particular, we
set apart the decomposition hierarchy (boxed arcs in the
gures) and the generalization-specialization hierarchy
(thick arrows).3 When the decomposition includes a single step, the relation between the two actions is a generation relation (Pollack, 1990). The leaves of the hierarchy, surf-imperative, surf-yn-question, surf-whquestion, surf-assertion correspond to the di erent
syntactic types of sentence, namely imperatives, declaratives and interrogatives (two small portions of the library are reported in Figure 1 and 2. There, the surface
types are circled by thick ovals).
The actions of the hierarchy are characterized by the
following features:
 parameters: the parameters of an action include the
speaker, the hearer and a reference to the speech act.
The third parameter has di erent meanings in the various actions of the speech act library: since the interpretation of surface speech acts starts with the analysis of the linguistic aspects in the input utterances
(e.g. the detection of politeness features), the actions
related to that phase refer to the semantic representation of the input sentences (e.g. consider ask-if,
, indirect-req in Figure 1). On the other hand,
after considering the linguistic aspects, the analysis
goes on taking into account the knowledge about domain actions (in order to relate the speaker's utterance
to domain goals). So, the third parameter of actions
referring to this phase of the analysis refers to an instance of a domain action involved by the speaker's
utterance. The domain action is recognized from the
semantic representation by a plan recognition phase
(action identi cation (Carberry, 1990), shown in the
gures as act-id).
 preconditions: they represent the presuppositions
associated with actions (see Searle's felicity conditions
(Searle, 1969)). For example, obtain-info (the action
of asking information) has the precondition that the
speaker does not know the requested information.
:::

The knowledge about domain actions is represented in a
similar way and stored in the domain level of the plan library.
Of course, speech acts refer to speci c predicates concerning
the knowledge and beliefs of the interactants.
3
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: Bel(sp, : (cando(hr, act)))) ^
Bel(sp, authorized(sp,hr,
do(sp, request)))
Bel(sp, (wantdo(hr,act))))

:

:

expr(sp, hr, int(sp, do(hr, act)))
eff

^

request(sp, hr, act)

prec

:

indirect-req(sp, hr, sem)
wh feature(sem)
{please, cond}



surf-imperative(sp. hr, sem)
wh feature(sem)
{please, give-def}



explicit-perform (sp, hr, sem, spact-type)
wh spact-type = request
^
feature(sem) {please}



ask-if(sp, hr, sem1)
^
wh sem:=f-cancel(sem1)
{can1, spact-type} feature(sem)



expr(

: (expr(sp, hr, int(sp, do(hr, act))))

off-record-req(sp, hr, act)
wh Agt(act) = hr
^
act:= Act-id(prec, sem)
(expr(sp, do(sp, act-of-req)))

direct-req(sp, hr, sem)

hedged-perform (sp, hr, sem, spact-type)

Cint(sp,hr,int(sp, do(hr, act)))
eff

on-record-req(sp, hr, act)
wh act:= Act-id(self, sem)

expr(sp, do(sp, act-of-req))
eff

eff

ind-req2(sp, hr, sem)

eff

ind-req3(sp, hr, sem)
eff

ind-req1(sp, hr, sem)

ask-if(sp, hr, sem1)
eff
wh sem:=f-cancel(sem1)
can2 2 feature(sem)

^

ask-if(sp, hr, sem1)
wh sem:=f-cancel(sem1) ^
want2 2 feature(sem)

eff

expr(sp, hr,

: Bel(sp, cando(hr, sem)))

: Knowif(sp, authorized(sp, hr, do(sp, spact-type))))

expr(sp, hr,

statement(sp, hr, sem1)
wh sem:=f-cancel(sem1)
^
want1 2 feature(sem)

: Bel(sp, wantdo(hr sem)))

Figure 1: A portion of the Speech-act Library


restrictions: they are included in the wh property

of actions and, as for parameters, their meaning varies
in the di erent actions of the speech acts library. In
the actions related to the analysis of the linguistic aspects of utterances, they concern the linguistic features present in their propositional content. These
features are called by Searle (1969) illocutionary force
indicating devices and allow the hearer to identify the
kind of speech act. They are, for example, the form of
the sentence (declarative, interrogative, imperative),
the tense and mood of verbs, the presence of modal
verbs (can, want, ) and performative verbs (say,
ask, order, ), or particles like please, clearly, etc.
An example of this kind of restriction is can2 2 feature(sem) in ask-if in Figure 1, which restricts the
main verb of the sentence to be the second person of
the modal potere (`can'). In some actions referring to
the domain actions involved by the input utterances,
the restrictions may link the parameters of the actions
in the speech acts library with the identi ed domain
actions, or with their parameters. For example, in
o -record-req in Figure 1, a restriction forces the
agent of the identi ed domain action to be the hearer;
this restriction is important in the de nition of o record-req because, when the restriction is not respected, a di erent speech-act is being performed (e.g.
if the agent coincides with the speaker, we have an act
of stating her/his plan).
communicative e ects: the actions of the library
produce two types of e ects: the rst one consists
in the communicative intentions of the speaker (e.g.
when a request is performed successfully, then the
speaker and the hearer share the belief that the
speaker intends the hearer to perform an action and
:::

:::



intends her/his intention to be a mutual knowledge)4.
The second type of e ects is related with the politeness
consequences of the5 use of direct/indirect expressions
in communication: for example, the e ect of the indirect request ind-req1 is to express that the speaker
doesn't want to presuppose any hearer's capability in
performing the requested action, so that the negative
face of the speaker is not threatened.
The recursiveness of natural language implies that illocutionary force indicating devices can be nested inside each
other; so, complex utterances including di erent speech
acts can be built and interpreted in a compositional way.
For example, the sentence:

2) Vorrei chiederti se puoi dirmi dove si trova la biblioteca.

[I would like to ask you whether you can tell me where
is the library.]
is composed of an external surface statement with conditional mood (vorrei, \I would like"), an explicit performative (chiedere, \to ask") and an indirect request
expressed by an inner yes/no question (se ..., \whether
...").6 Because of the freedom in the composition of sentences, the speech acts library contains some cyclic paths
(see the ask-if action that, in gure 2, occurs in its own
de nition).
4
The Cint predicate is de ned (Airenti etal, 1993) as:
Cint(sp, hr, p)Int(sp, MB(hr, sp, p^Cint(sp, hr, p)))
5
Politeness e ects are associated with the predicate expr.

In this way, we model the conventionality of politeness expressions while preserving the base formalism. Basically, the
expr predicate states which of the various presupposition
has been (conventionally) negated to preserve the face of the
hearer.
6
Also the inner indirect request is composed of nested levels: see the use of puoi, \you can".
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hedged-perform(sp, hr, sem, spact-type)

:
:

prec
ind-req1(sp, hr, sem)
obtain-info(sp, hr, sem)
ind-req2(sp, hr, sem)
(Knowif(sp,sem)) ^
int(sp, Knowif(sp,sem)) ^
(Bel(sp, (Knowif(hr,sem))))
eff
Bel(sp,(authorized(sp,hr,do(sp,obtain-info)))
ask-if(sp, hr, sem)
Cint(sp,hr,int(sp, informif(hr,sp,sem)))

:

eff

expr(sp, do (sp, act-of-ask))

direct-ask-if(sp, hr, sem)

indirect-ask-if( sp, hr, sem)

eff

:(expr(sp, do(sp, act-of-ask)))

surf-yn-question (sp, hr, sem)

ind-ask4(sp, hr, sem)

explicit-perform (sp, hr, sem, spact-type)
wh spact-type = question

:

eff
expr(sp, hr, Bel(sp,
authorized(sp,Knowif(sp, sem))))

ind-ask3(sp, hr, sem)
ind-ask1(sp, hr, sem)

ask-if (sp, hr, sem1)
wh sem=f-cancel(sem1) ^
{can1, know}
feature(sem1)



ind-ask2(sp, hr, sem)

ask-if (sp, hr, sem1)
wh sem=f-cancel(sem1) ^
know2 2 feature(sem1)

statement(sp, hr, sem1)
wh sem=f-cancel(sem1) ^
{want1, know} feature(sem1)



statement(sp, hr, sem1)
wh sem=f-cancel(sem1) ^
{not, know1}
feature(sem1)



eff

expr(sp, hr,

:Bel(sp, Knowif(hr, sem)))

Figure 2: Representation of the ask-if speech-act

The speech act recognition process
Communicative actions should be interpreted at three
levels: the phatic level, referring to the understanding
of the single words uttered by the speaker, the locutionary level, referring to the comprehension of the meaning
of the utterances, and the illocutionary level, referring
to the interpretation of the sentences as speech acts.
While we are not concerned with the phatic level, in
our framework the locutionary and illocutionary levels
correspond to di erent phases of analysis of the input
sentences. In particular, a NL interpreter (Ardissono
etal, 1991; DiEugenio & Lesmo, 1987; Lesmo & Terenziani, 1988) carries on the syntactic-semantic analysis
and produces the semantic representation (in the formalism of semantic nets); then, the identi cation of the
speech act is performed (this is the main topic of our
paper). Finally, the domain-related processing connects
the sentence to the previous ones in a single picture of the
overall domain plans and goals of the speaker (see Figure
3). These plans are represented by means of hierarchical
structures based on the domain level of the plan library
and are obtained by applying heuristic rules for action
identi cation and focusing; these rules keep into account
contextual information for building coherent hypotheses
on the speaker's goals and plans (Ardissono etal, 1993;
Carberry, 1988).
The input to the second phase (see Figure 3) is a semantic representation of the input (with the contextual
- e.g. anaphorical - references already solved) and its
output is the recognized speech act, i.e. one of the roots
of the hierarchies depicted in the gures. As a side e ect
of this second step, all \politeness indicators" have been
identi ed, so that just the \pure" propositional content

of the input sentence is passed to the third step. Concurrently, a degree of politeness has been evaluated. The
goal of this section is to describe how the second step
extracts the politeness indicators; nothing will be said
about the evaluation of the politeness degree, which is
currently obtained via some simple and not yet well developed heuristic rules.
The basic claim is that the whole process is governed
by standard plan management procedures: the same procedures used in the third step for the well known domaindependent analysis of the user's plans and goals.
First, the semantic representation undergoes an
action-identi cation phase. Since the interpreter is
playing at the locutionary level, this phase does not return the main action (as expressed by the main verb)
involved in the input, but the surface speech act type
(e.g. surface-yn-question). This seems reasonable, since,
at this level, the term `act' must refer to locutionary acts.
The surface type is used as an entry point in the hierarchy, since it must match one of the leaves. Then, starting
from the leaf found, an upward-expansion procedure is
applied. Again, this procedure is the same used within
the focusing phase of domain-level analysis (Ardissono
etal, 1993; Carberry, 1990). Upward-expansion climbs
up the hierarchy along all possible paths (and this can
lead to ambiguities).
The key point is the treatment of the wh conditions
appearing in the nodes of the hierarchy. Most of them
refer to standard tests, but there are two types that deserve attention. The rst of them is the check of feature(sem); these tests are encoded in a very compact
way in the gures; what actually happens is that each
of them asks for the inspection of the top-most current

1426

Input
Sentence

Syntactic/
Semantic/
Contextual
Analysis

Semantic
Representation

Speech
Acts
Analysis

Communicative
acts
Representation

Domain
Related
Analysis

Response

Figure 3: Schema of the interpretation process
node of the semantic representation; if the features mentioned in the test are found, then the node is discarded
(f-cancel) and the `main' substructure remains as sem
(e.g., with modal verbs, the main substructure is the
one referring to the `object' of the proposition; for example, given a sentence like \May I ask you to ..." and
its semantic
representation \May(User, ask(User, System, ...))"7 sem1, after a can1 test on the formula, the
remaining part is \ask(User, System, ...)", that corresponds to \User asks system to ..." sem). So, when the
hierarchy is climbed up, the politeness markers disappear and, when one of the roots is reached, what remains
is the propositional nucleus of the input sentence. The
complete process could require that the root is reached
more than once. In fact the process stops only when a
root has been reached and no further climbing up is possible. But for nested levels of indirectness, the root can
be used as a new entry point in the hierarchy (see the
bottom ask-if node in the gures). Actually, the process
can also fail in case a non-root node has no parent for
which the wh conditions are met. Hopefully, in this case
other alternative paths remain open.
Note however that, given a certain speech act, it is
possible to identify more than one primary illocutionary
act; so, the upward activation of the actions in the speech
acts hierarchy may generate alternative hypotheses. For
example, sentence 1b can be interpreted as a request to
have the keys (indirect interpretation) or as an attempt
to obtain some information about the capabilities of the
hearer. The two interpretations correspond, respectively,
to the activation, while moving upward on the speech act
hierarchy, of the request and obtain-info actions.
The second special test concerns the act-id predicate
(see, for instance, the on-record-req node in Fig 1).
This prepares the work for the third step (domain-level
analysis). As stated above, the output of the speech-act
analysis is the recognized speech-act. However, some
speech-acts refer to an actual domain action; for instance, a request expresses the intention that the hearer
does something, and that something is a domain action
that must be encoded within the request (note that this
is not the case for obtain-info). The speech-act hierarchy speci es this \type coercion" among levels: a
surface imperative has as argument a semantic representation, while a request has, as argument, the corresponding domain action. Procedurally, this means that
the usual action-identi cation procedure is executed, so
that its role in the overall processing is made explicit in
the hierarchy.
7
For the sake of simplicity, the semantic representation of
the sentence has been given in a logical form, instead of as a
semantic net.

Given the sentence:

Example

3) Posso chiederti di darmi le chiavi della biblioteca?8
[May I ask you to give me the keys of the library?]
The surf-yn-question action is activated on the ba-

sis of the interrogative form; the third parameter of
the action is instantiated with its propositional content,
that refers to the node of the semantic representation
(sem1), associated to potere (`may'). The instantiated
surface speech act is: surf-yn-question (User, Sys-

tem, Sem1)9

After the identi cation of this speech act, the analysis
proceeds with the activation of the speech acts of which
it is a substep or a specialization (upward expansion in
the speech acts library (Carberry, 1988)): the directask-if and then the ask-if actions are activated. Note
that surface-yn-question could be considered as a direct substep of obtain-info (in a `generation' relation).
However, the net speci es that a surface-yn-question
generates an ask-if, which in turn generates obtaininfo. In this way, we are able to factorize an e ect (the
Cint e ect of ask-if) that is shared by obtain-info and
the other actions that are generated by ask-if (e.g. indreq1 or hedged-perform as shown in Figure 1 and 2);
on the contrary, the peculiarity of the obtain-info (i.e.
the precondition of not knowing the answer) is kept separate (in fact, in indirect acts performed by means of a
question, the speaker almost always knows the answer
to the question). Moreover, this e ect is inherited both
by indirect-ask-if and direct-ask-if through the specialization hierarchy.
When an action is in the decomposition of more than
one speech act, more than one alternative hypothesis
can be built (in the example, for the sake of simplicity,
we only consider obtain-info, ind-req1 and hedgedperform). However, the domain-level processing rejects
the obtain-info since here, as usual, it does not make
sense that the speaker questions the hearer about her/his
own capabilities; ind-req1 can not be instantiated because the node associated with potere (`may') should
have the hearer as semantic agent, while in the example
the agent is the speaker (compare with sentence 1b)10.
So, only hedged-perform is activated, because all its
restrictions are satis ed. Since only one higher-level action has been instantiated, no ambiguity arises in the
8
In Italian both verbs `may' and `can' correspond to the
modal potere.
9
In the actual implementation, the constants User, System and Keys (below) are nodes in the contextual representation standing for the reference to the associated individual.
10
The analysis of the semantic and syntactic features is
performed by the analyzer which, in this example, identi es
the verb potere (`may') and the performative chiedere (`ask').
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interpretation of the user's utterance and the upward expansion goes on, extending the unique hypothesis. The
on-record-req and request actions are activated, so
interpreting the sentence as a request by the user to perform the domain action: give (System, Keys, User),
that is identi ed by means of an action identi cation
phase. Here, this phase is carried out easily, because the
request is posed explicitly and the identi ed action coincides with the one expressed by the user. The situation is
very di erent for the so called o -record requests (Brown
& Levinson, 1987), where the speaker doesn't express in
an explicit way the requested action, but s/he states one
of her/his goals or s/he asks whether some precondition
of the action is satis ed: e.g. \I would like to open the library" or \Do you have the keys of the library, please?".
In this cases, the requested actions must be inferred from
the utterance using the knowledge about domain actions
(the task is performed by the domain plan recognition
process).

Conclusions

The paper has presented an approach for coping with
indirect speech acts in an interpreter of natural language. A plan-based representation of speech acts has
been adopted. A major advantage consists in the strict
integration of the processes of recognition of speech acts
and domain plans. In fact, the same representation underlies both processes; however, the speech act analysis
is a ected also by the presence of some linguistic (syntactic and semantic) features which have been discussed
in the paper. These features are related to the politeness of the request. The next step of our work will be
an assessment of the evaluation of the politeness level on
the basis of the features detected in the sentences and of
the intended impact of this level on the receiver of the
message.
The speech-acts recognition algorithm is embedded in
a plan-recognition system for information-seeking dialogues in a subset of the University domain. The system
is implemented in Common Lisp and runs on workstations. The speech-acts analysis exploits the basic actionidenti cation and upward-expansion procedures written
for the recognition of the domain plans of the user of the
system.
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Abstract. Normative sentences can be used to change or to describe
the normative system, known as prescriptive and descriptive obligations
respectively. In applications of deontic logic it is important to distinguish
these two uses of normative sentences. In this paper we show how they
can be distinguished and analysed in a dynamic epistemic deontic logic.

1

Introduction

Alchourrón and Bulygin [1, 2] discuss the possibility of a logic of norms, which
they distinguish from the logic of normative propositions. Roughly, the distinction between norms and normative propositions is that the former are prescriptive whereas the latter are descriptive. In the second sense, the sentence ‘it is
obligatory to keep right on the streets’ is a description of the fact that a certain
normative system contains an obligation to keep right on the streets. In the first
sense this statement is the obligation of traffic law itself. This distinction goes
back to an old philosophical problem discussed by Von Wright [17, 16], who was
hesitant to call deontic formulas ‘logical truths,’ because “it seems to be a matter of extra-logical decision when we shall say that ‘there are’ or ‘are not’ such
and such norms.” Makinson [12] turns this fundamental problem into the central
challenge in deontic logic, which led to new developments over the past decade
such as deontic update semantics [15], input/output logic [13], imperative based
deontic logic [10], and more.
The relevance of the distinction between prescriptive and descriptive obligations, and the related fundamental problem that norms do not have truth
values, is not only theoretical and conceptual, but it has important practical
implications. If one agent tells another agent that he is obliged to register before
he can use a web service, but the second agent would like to disagree, then the
agent should know whether the agent is creating a norm for him, or whether he
is describing an existing norm of the normative system. In the first case he may
disagree by responding that the agent is not authorized to create obligations for
him, in the second case he may argue that the norm does not apply to him, or
that the norm does not exist. To model such distinctions, we need to model not
only the normative system, but also how norms can be changed over time. In
this paper we therefore study the following question:
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– How can we use dynamic epistemic deontic logic to analyze the distinction
and relations between prescriptive and descriptive obligations?
We recently introduced a general and expressive Dynamic Epistemic Deontic
Logic [4] combining a simplified version of Castañeda’s deontic logic [8] with
a dynamic epistemic logic. This logic can express the conditional character of
norms, study the interaction between epistemic and deontic notions, and model
norm dynamics. These three features were motivated by their use in multi-agent
systems (MAS). First, in multi-agent systems it is necessary to express realistic
regulations, which have a conditional character. Secondly, communication is an
essential part of multi-agent systems, and this raises the issue of what it is
permitted, prohibited or obliged to know by agents, for example, when modelling
privacy regulations. A challenge here is that the interaction between epistemic
and deontic notions is plagued by Åqvist’s paradox of the knower [3]. Thirdly,
normative multi-agent systems have a dynamic character, as witnessed by the
second definition of normative multi-agent system provided in [7]. These last
two issues, communication and dynamics are both useful for distinguishing when
existing norms are communicated from the case where a norm is actually put into
existence by a declaration, i.e., Alchourrón’s distinction between the descriptive
and prescriptive use of norms.
We use the following running example to exemplify the static and dynamic
features of our logic.
Example 1. John is driving on a highway with speed limit 130 km/h. He does not
know whether he is speeding (¬Bspeed∧¬B¬speed), because his speed controller
is defective. But it is obligatory by the law that he knows whether he is speeding:
O(Bspeed∨B¬speed) (epistemic norm 1). Besides, if he drives too fast, he should
slow down: speed → Oslow. He should also know that if he drives too fast he has
to slow down: OB 0 (speed → Oslow) (epistemic norm 2). On the other hand, if he
does not drive too fast, he is still permitted to speed up (and thus not to slow
down), if he wants to overtake for example: ¬speed → P ¬slow. Now we consider
two kinds of normative events:
Prescriptive event. He comes upon road works and there is a sign announcing
that he should slow down. This event can be modeled by the communicative
act [slow!!].
Descriptive event. A police car behind him tells him to slow down. This event
can be modeled by the communicative act [Oslow!]. As a result he learns that
he is speeding.
The paper is structured as follow. In Section 2 we introduce an epistemic
deontic logic which allows to express epistemic norms and which avoids Åqvist’s
paradox. In Section 3 we extend the logic by introducing update operators which
change beliefs and norms, and show how the distinction between descriptive and
prescriptive norms can be made in our logic if we map this distinction to the
context of communication.
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2

Epistemic Deontic Logic (EDL)

2.1

Propositions vs practitions

Because of its clear and natural distinction between propositions and practitions and its modal-like character, the well known deontic logic of Castañeda [8]
lends itself very well to the introduction of an epistemic logic. Starting from
a linguistic analysis, the insight of Castañeda’s well known approach to deontic logic is to acknowledge the grammatical duality of expressions depending
whether they are within or without the scope of deontic operators [8]. This leads
him formally to introduce two sets of propositional letters: Φφ called propositions
which cannot alone be the foci of deontic operators, unlike Φα called practitions.
The former are usually expressed grammatically in the indicative form and the
latter are usually expressed grammatically in the infinitive/subjunctive form. For
example, “John is slowing down” in the indicative form is a proposition, but the
same sentence in “it is obligatory that John slows down” in subjunctive/infinitive
form is a practition. He then defines more general propositions LφDL and practitions Lα
DL as follows.
LφDL : φ ::= p | φ ∧ φ | ¬φ | Oα
Lα
DL : α ::= β | ¬α | α ∧ α | α ∧ φ | φ ∧ α
where β ranges over Φα and p over Φφ . We define the language LDL = LφDL ∪Lα
DL ,
whose formulas are generally denoted φ∗ . In the sequel, P α is an abbreviation for
¬O¬α. Oα reads ‘it is obligatory that α’ and P α reads ‘it is permitted that α’.
We now propose a semantics based on modal logic which is equivalent to the
one of Castañeda, in the sense that any ‘Castañeda’-model [8] can be transformed
into a DL-model satisfying the same formulas, and vice versa.
Condition (∗) below ensures formally that conditional norms of the form “it
is obligatory that if John knows that he drives too fast then he slows down”
(O(p → α)) are equivalent to “if John knows that he drives too fast then it is
obligatory that he slows down” (p → Oα): |= O(p → α) ↔ (p → Oα).

Definition 1. A DL-model M is a tuple M = (W, D, V ) where W is a nonempty set of possible worlds, D is a serial1 accessibility relation on W and V
is a valuation which assigns to each propositional letter p∗ ∈ Φφ ∪ Φα a subset
of W , such that for all w ∈ W , all p ∈ Φφ ,
V (p) ∩ (D(w) ∪ {w}) = D(w) ∪ {w} or ∅

(∗)

∗

Let M = (W, D, V ) be a DL-model, w ∈ W and φ ∈ LDL . (M, w) is called a
pointed DL-model. We define M, w |= φ∗ inductively as follows.
M, w
M, w
M, w
M, w
1

|= p∗
|= φ∗ ∧ ψ ∗
|= ¬φ∗
|= Oα

iff
iff
iff
iff

w ∈ V (p∗ )
M, w |= φ∗ and M, w |= ψ ∗
not M, w |= φ∗
for all v ∈ D(w), M, v |= α.

A relation R is serial iff R(w) 6= ∅ for all w ∈ W .
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2.2

Adding beliefs

Just as practitions are the foci of deontic operators, propositions are dually the
foci of knowledge operators, as pointed out by Castañeda [9]. An expression φ in
the scope of a belief operator Bφ is always in the indicative form and never in the
subjunctive/infinitive form, even if Bφ is in the scope of a deontic operator O.
We extend Castañeda [9]’s intuition to the context of epistemic permissions and
obligations. In a deontic setting the reading of the term knowledge or belief can
also be twofold: either as a proposition or as a practition. On the one hand, in
the sentence “it is obligatory that John knows / for John to know that he is
driving too fast” the verb ‘to know’ is the focus of a deontic operator and is in
the subjunctive/infinitive form. On the other hand, the sentence “John knows
that he is driving too fast’ alone describes a circumstance and the interpretation
of the verb ‘to know’ in the indicative form matches the one usually studied
in epistemic logic. The former use of the term knowledge within the scope of a
deontic operator is not studied in epistemic logic. For these reasons we enrich
the language LDL with two knowledge modalities, one for propositions and the
other for practitions. This yields the following language LEDL = LφEDL ∪ Lα
EDL
whose formulas are generally denoted φ∗ .
LφEDL : φ ::= p | ¬φ | φ ∧ φ | Bφ | Oα
0
Lα
EDL : α ::= β | ¬α | α ∧ α | α ∧ φ | φ ∧ α | B φ
where p ranges over Φφ and β over Φα . As argued above we do not allow formulas
of the form Bα or B 0 α because they are linguistically meaningless, which is
actually in line with Castañeda [9]. Bφ reads ‘the agent believes φ’.
Definition 2. An EDL-model M is a tuple M = (W, D, R, R0 , V ) where W is
a non-empty set of possible worlds, R, R0 and D are accessibility relations on W ,
D being serial, and V is a valuation such that:
for all w ∈ W , all v, v 0 ∈ D(w) ∪ {w}, (M, v) is RD-bisimilar to (M, v 0 ).2
(∗∗)
The truth conditions for B and B 0 are given by:
M, w |= Bφ
M, w |= B 0 φ

iff
iff

for all v ∈ R(w), M, v |= φ
for all v ∈ R0 (w), M, v |= φ

M |= φ if for all w ∈ W , M, w |= φ. (M, w) is called a pointed EDL-model.
Note that condition (∗∗) is a generalization of condition (∗) to the epistemic
setting: the worlds of D(w) ∪ {w} are not only ‘propositionally bisimilar’ as
in (∗), but also ‘epistemically (and deontically) bisimilar’.
2

Two pointed models (M, v) and (M 0 , v 0 ) are RD-bisimilar if there is a relation on
W × W 0 satisfying the base condition for Φφ and the back and forth conditions for
R and D (see Blackburn et al. [6] for details).
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We do not assume any logical property for our notion of belief (such as
consistency or introspection) because it is not really relevant for the topic of this
paper. For the same reason, the operator B stands alternatively for knowledge
or belief.
Theorem 1. The semantics of LEDL is sound and complete with respect to the
logic LEDL axiomatized as follows:
A1
A2
A3
A4
A5
R1
R2
R3

All propositional tautologies based on Φφ ∪ Φα
` φ ∧ Oα → O(φ ∧ α)
` Oα → ¬O¬α
` O(α → α0 ) → (Oα → Oα0 )
` B ∗ (φ∗ → ψ ∗ ) → (B ∗ φ∗ → B ∗ ψ ∗ )
If ` α then ` Oα
If ` φ∗ then ` B ∗ φ∗
If ` φ∗ → ψ ∗ and ` φ∗ then ` ψ ∗

where B ∗ stands for B or B 0 .
Note that axioms A1 to A4 and rules R1 and R3 provide an alternative axiomatization of Castañeda’s language LDL .
Proof. Soundness is routine. We only prove completeness by building the canonical model of our logic. Let W be the set of all maximal consistent subsets of
LEDL . For all Γ, Γ 0 ∈ W , we set Γ 0 ∈ R(Γ ) iff for all Bφ ∈ Γ, φ ∈ Γ 0 . We define
O and R0 similarly. Besides, for all Γ ∈ W , Γ ∈ V (p) iff p ∈ Γ and Γ ∈ V (β) iff
β ∈ Γ . We have therefore defined the canonical model M = (W, D, R, R0 , V ). We
now show by induction on φ the ‘truth lemma’: for all Γ ∈ W and φ ∈ LEDL ,
M, Γ |= φ iff φ ∈ Γ (∗). If Γ = p then (∗) clearly holds. The other boolean
cases clearly work by induction hypothesis. Assume φ = Bφ0 . If Bφ0 ∈ Γ then
for all Γ 0 ∈ R(Γ ), φ0 ∈ Γ 0 by definition of R. So M, Γ 0 |= φ0 for all Γ 0 ∈ R(Γ )
by induction hypothesis, i.e., M, Γ |= Bφ0 . If M, Γ |= Bφ0 then assume that
S ⊆ {φ ∈ LEDL | Bφ ∈ Γ } ∪ {¬φ0 } is consistent. It follows that there is
Γ 0 ∈ W such that S ⊆ Γ 0 . So there is Γ 0 ∈ R(Γ ) such that ¬φ0 ∈ Γ 0 . Therefore M, Γ |= ¬Bφ0 which is absurd. So S is inconsistent and so there must
be φ1 , . . . , φn ∈ S such that ` (φ1 ∧ . . . ∧ φn ) → φ0 . By R2 and A5 we get
` (Bφ1 ∧ . . . ∧ Bφn ) → Bφ0 and because Bφi ∈ Γ , we finally have Bφ0 ∈ Γ . The
proof is similar for the operators O and B 0 . One can also easily show that D is
serial.
Now we have to show that condition (∗∗) holds in our canonical model M .
We first show that for all Γ ∈ W , all Γ 0 , Γ 00 ∈ D(Γ ) ∪ {Γ }, Γ 0 ! Γ 00 ,i.e., for
all φ ∈ LφEDL , φ ∈ Γ 0 iff φ ∈ Γ 00 . Let φ ∈ LφEDL and assume φ ∈ Γ 0 . If φ ∈
/ Γ
then ¬φ ∈ Γ , and Oα ∈ Γ for some α ∈ Lα
.
So
M,
Γ
|=
¬φ
∧
Oα,
therefore
EDL
M, Γ |= O(¬φ ∧ α). Then M, Γ 0 |= ¬φ ∧ α, and so ¬φ ∈ Γ 0 . This is impossible,
so φ ∈ Γ . By the same reasoning we get that φ ∈ Γ 00 . Likewise vice versa. We
now show that ! is a RD-bisimulation relation. Assume Γ ! Γ 0 . The base
case for Φφ clearly works. We prove the forth condition for R. Let Γ1 ∈ R(Γ )
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and let Γ1∗ = {φ ∈ LφEDL | φ ∈ Γ1 } and assume that for allSΓ10 ∈ R(Γ 0 ) it is
not the case that Γ1 ! Γ10 , i.e., Γ1∗ * Γ10 . Let S1 = Γ1∗ −
Γ10 and let us
Γ10 ∈R(Γ 0 )

define S = S1 ∪ S2 where S2 = {φ ∈ LφEDL | Bφ ∈ Γ }. S is consistent because
S ⊆ Γ1 . So there is Γ2 ∈ W such that S ⊆ Γ2 . But {φ ∈ LEDL | Bφ ∈ Γ 0 } =
{φ ∈ LφEDL | Bφ ∈ Γ 0 } = {φ ∈ LφEDL | Bφ ∈ Γ } because Γ ! Γ 0 . Γ2 ∈ R(Γ 0 )
and S1 ⊆ Γ2 which is impossible by assumption. So there is Γ10 ∈ R(Γ ) such
that Γ ∗ ⊆ Γ10 , i.e., such that Γ1 ! Γ10 . the same reasoning applies for the back
condition. It also applies for the back and forth conditions for D by replacing
S2 by S20 = {α ∈ Lα
EDL | Oα ∈ Γ }.
Theorem 2. LEDL is decidable
Proof (sketch). One can show that LEDL has the finite model property by adapting the selection method [6].
2.3

Epistemic norms and Åqvist’s paradox

Our logic can express conditional norms because our logic inherits from the
properties of Castañeda’s deontic logic (such as ` φ → Oα ↔ O(φ → α)).
Due to its combination of the deontic and epistemic notions, it can also express
the knowledge-based obligations of [14]. But because our combination is quite
general, we can also express epistemic norms. Formally, an epistemic norm n
is a formula of the following form, where ϕ is an epistemic formula and ψ a
propositional formula.
ϕ → P B0ψ
ϕ → ¬P B 0 ψ

ϕ → OB 0 ψ
ϕ → ¬OB 0 ψ

Example 2 (driving example). Assume that John does not know whether he is
speeding on a highway (¬B¬speed ∧ ¬Bspeed) because his speed controller is
defective. As a matter of fact, by law, he should know whether he drives too
fast (n1 ). Besides, he should also know that if he speeds, then he has to slow
down (n2 ). These two epistemic norms are formalized as follows:
n1 = O(B 0 speed ∨ B 0 ¬speed)
n2 = OB 0 (speed → Oslow)
n3 = Bspeed → Oslow

where speed stands for ‘John is speeding’ and slow stands for ‘slow down’. Note
that n3 is an epistemic norm with an epistemic condition.
This situation is depicted in the EDL-model M of Figure 1, where speed
stands for ‘John is driving too fast’ and slow for the practition ‘slow down’.
The dotted arrows correspond to the deontic accessibility relation D and the
plain arrows correspond to accessibility relations R and R0 . w corresponds to
the actual world. We therefore have M, w |= (¬Bspeed ∧ ¬B¬speed) ∧ B(speed ↔
Oslow) ∧ O(B 0 speed ∨ B 0 ¬speed): John does not know whether he is driving too
fast, but he knows that it is obligatory that he slows down if and only if he is
speeding, and he is obliged to know whether he is driving too fast.
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w : speed, slow

R

¬speed, ¬slow

R,R0

R,R0

Fig. 1. Driving example

Epistemic norms should be free from paradoxes due to the interaction between epistemic and deontic modalities. Åqvist paradox of the knower is not
possible in our framework, due to the distinction between propositions and practitions. In the following, we rephrase the paradox in our running example:
Example 3. Assume that if John is speeding, he should know this. Moreover, he
is actually speeding. However, in our logic, even if knowing something implies
that it is true, it does not follow paradoxically that he should speed:
{speed, speed → OB 0 speed} ` OB 0 speed
but even if

B 0 speed → speed

due to Axiom T for knowledge, one cannot derive Ospeed:
0 OB 0 speed → Ospeed
due to the fact that speed is a proposition and it cannot appear in an obligation
as a practition.

3
3.1

Dynamic Epistemic Deontic Logic (DEDL)
Changing norms and beliefs

We now want to add dynamics to the picture by means of communicative acts
made to the agent. The content of these communicative acts can affect the
situation in two ways: either it affects the epistemic realm (represented in a
EDL-model by the relation R) or it affects the normative realm (represented in
a EDL-model by the relations R0 and D). This leads us to enrich the language
LEDL with two dynamic operators [φ!] and [φ∗ !!], yielding the language LDEDL ,
whose formulas are generally denoted φ∗ :
LφDEDL : φ ::= p | ¬φ | φ ∧ φ | Bφ | Oα | [φ!]φ | [φ∗ !!]φ
0
∗
Lα
DEDL : α ::= β | ¬α | α ∧ α | α ∧ φ | φ ∧ α | B φ | [φ!]α | [φ !!]α
where p ranges over Φφ , β over Φα .
[ψ!]φ reads ‘after learning ψ, φ holds’, and [ψ ∗ !!]φ reads ‘after the promulgation/enforcement of ψ ∗ , φ holds’. Note that it is possible that ψ ∗ ∈ LφEDL
because propositions can affect the normative realm via R0 . The semantics of
these dynamic operators is inspired by Kooi [11] and defined as follows.
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Definition 3. Let M = (W, D, R, R0 , V ) be an EDL-model, φ ∈ LφEDL and
ψ ∗ ∈ LEDL . We define the EDL-models M ∗ ψ! and M ∗ ψ ∗ !! as follows.
– M ∗ ψ! = (W, D, R!, R0 , V ) where for all w ∈ W ,
R!(w) = R(w) ∩ ||ψ||.
– M ∗ ψ ∗ !! =(W, D!!, R, R0 !!, V ) where for all w ∈ W ,
R0 (w) ∩ ||ψ ∗ || if ψ ∗ ∈ LφEDL
R0 !!(w) =
R0 (w)
otherwise.

∗
∗
∗
D(w) ∩ ||ψ || if ψ ∈ Lα
EDL and M, w |= P ψ
D!!(w) =
D(w)
otherwise.
where ||φ∗ || = {v ∈ M | M, v |= φ∗ }. The truth conditions:
M, w |= [ψ!]φ∗
M, w |= [ψ ∗ !!]φ∗

iff
iff

M ∗ ψ!, w |= φ∗
M ∗ ψ ∗ !!, w |= φ∗ .

Definition 4. The logic LDEDL is axiomatized as follows:
LEDL
A6
A7
A8
A9
A10
A11
A12
A13
A14
A15
A16
A17
R4

All the axiom schemes and inference rules of LEDL
` [ψ!]Bφ ↔ B (ψ → [ψ!]φ)
` [ψ!]B 0 φ ↔ B 0 [ψ!]φ
` [ψ!]Oα ↔ O[ψ!]α
` [ψ ∗ !!]Bφ ↔ B[ψ ∗ !!]φ
` [ψ!!]B 0 φ ↔ B 0 (ψ → [ψ!!]φ)
` [α!!]B 0 φ ↔ B 0 [α!!]φ
` [ψ!!]Oα ↔ O[ψ!!]α
` [α!!]Oα0 ↔ (P α → O(α → [α!!]α0 )) ∧
(¬P α → O[α!!]α0 )
` 2p ↔ p
` 2β ↔ β
` 2¬φ∗ ↔ ¬2φ∗
` 2(φ∗ → ψ ∗ ) → (2φ∗ → 2ψ ∗ )
If ` φ∗ then ` 2φ∗

where 2 stands for [ψ!] or [χ!!].
Proposition 1. For all φ ∈ LφDEDL there is φ0 ∈ LφEDL such that ` φ ↔ φ0 .
0
α
0
For all α ∈ Lα
DEDL there is α ∈ LEDL such that ` α ↔ α .
Proof (sketch). First, note that if ψ is a formula without dynamic operator then
one shows by induction on ψ using A6 to A16 that 2ψ is provably equivalent
to a formula ψ 0 without dynamic operator. Now if φ is an arbitrary formula
with n dynamic operators, it has a sub-formula of the form 2ψ where ψ is
without dynamic operators which is equivalent to a formula ψ 0 without dynamic
operators. So we just substitute 2ψ by ψ 0 in φ and we get a provably equivalent
formula thanks to A17 and R4 with n − 1 dynamic operators. We then iterate
the process.
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As usual in dynamic epistemic logic, we use the previous key proposition to
prove the following theorem.
Theorem 3. The semantics of LDEDL is sound and complete with respect to
the logic LDEDL . LDEDL is also decidable.
Proof. The soundness part is routine. Let φ ∈ LDEDL such that ` φ. Then there
is φ0 ∈ LEDL such that ` φ ↔ φ0 by the previous proposition, and therefore
|= φ ↔ φ0 by soundness. But |= φ0 by Theorem 1, so |= φ as well. Decidability
is proved similarly.
In dynamic epistemic logic, Balbiani et al. [5] is the closest work to ours. They
focus in a multi-agent setting on the notion of permission to announce. They
provide a sound, complete and decidable logic by enriching public announcement
logic with the operator P (ψ, φ) which reads ‘after ψ has been publicly announced,
it is permitted to say φ’.
Changing beliefs: [φ!]. Our logic is a dynamic epistemic logic, which allows to
express communicative acts changing the beliefs of agents.
Example 4. Let us take up Example 2. John is driving too fast, and a policeman
who detected this using a radar informs him:
M, w |= speed ∧ [speed!]Bspeed
After the communicative act John knows that he is driving too fast. The resulting
situation is depicted in Figure 2.

w : speed, slow

R

¬speed, ¬slow

R,R0

R0

Fig. 2. Update by speed!

Changing norms: [φ!!]. Our logic is a dynamic deontic logic, which allows to
express communicative acts changing the norms.
Example 5. Let us take up Example 2 again. John comes upon road works and
there is a sign announcing that he should slow down. This event can be modeled
by the communicative act [slow!!]:
M, w |= [slow!!](Oslow ∧ BOslow)
After this communicative act, it is obligatory for John to slow down and he
knows this. This resulting situation is depicted in Figure 3
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.
w : speed, slow

R

¬speed, ¬slow

R,R0

R,R0

Fig. 3. Update by slow!!

3.2

Norms and Normative Propositions

Alchourrón and Bulygin [1, 2] discussed the possibility of a logic of norms, which
they distinguish from the logic of normative propositions. Alchourrón explains
the distinction with the following box metaphor.
“We may depict the difference between the descriptive meaning (normative propositions) and the prescriptive meaning (norm) of deontic sentences by means of thinking the obligatory sets as well as the permitted
sets as different boxes ready to be filled. When the authority α uses a
deontic sentence prescriptively to norm an action, his activity belongs to
the same category as putting something into a box. When α, or someone
else, uses the deontic sentence descriptively his activity belongs to the
same category as making a picture of α putting something into a box. A
proposition is like a picture of reality, so to assert a proposition is like
making a picture of reality. On the other hand to issue (enact) a norm
is like putting something in a box. It is a way of creating something,
of building a part of reality (the normative qualification of an action)
with the purpose that the addressees have the option to perform the
authorized actions while performing the commanded actions.” [1]
In our logic we can distinguish Alchourrón’s distinction between descriptive
and prescriptive norms. We map this distinction to the context of communication. The descriptive communicative act of a police car behind John telling
him to slow down can be modeled by the communicative act [Oslow!]. Note
that informing about the existence of a norm can enable the audience to know
more information: for example, if it is obligatory to slow down when speeding,
John learns that he is speeding. The prescriptive communicative act of John
being informed by the sign that he should slow down can be modeled by the
communicative act [slow!!].
This mapping allows to understand the role of agent systems in deontic logic,
since a traditional problem can be solved by stating it in terms of interaction
among agents.
Example 6. Let us take up Example 2. Concerning the descriptive character
of norms, we model the action of communicating that there is a norm obliging
John to slow down as the announcement of the obligation (Oslow!). The resulting
situation is the same as the one depicted in Figure 2. After such announcement
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to John, not only he believes that he is obliged to slow down but also that he is
speeding:
M, w |= ¬Bspeed ∧ [Oslow!](BOslow ∧ Bspeed)
The inference [Oslow!]Bspeed is possible if speeding up obliges to slow down:
speed → Oslow
Note that slow is a practition, since it is in the scope of a deontic operator.
Concerning the prescriptive character of norms, we model the action of
putting a norm into existence, for example, by the road works sign telling to
slow down (slow!!). The resulting situation is depicted in Figure 3. Note that, in
this case, even if speed → Ofine, we cannot derive that John knows that he is
speeding too much:
M, w |= ¬Bspeed ∧ [slow!!](Oslow ∧ ¬Bspeed).

4

Conclusions

Distinguishing the prescriptive and descriptive use of language is a classical challenge from deontic logic with practical consequences. If one agent tells another
agent that he is obliged to do something, but the second agent would like to disagree, then the second agent should know whether the agent is creating a norm
for him, or whether he is describing an existing normative system. In the first
case he may disagree by responding that the agent is not authorized to create
obligations for him, in the second case he may argue that the norm does not
apply to him, or that the norm does not exist. Several formal systems therefore
distinguish between prescriptive and descriptive obligations, but thus far the
distinction was not analyzed in more detail, and the two kinds of obligations
were not related to each other.
In this paper, we give a more detailed analysis by modeling besides the normative system also the epistemic states of the agents, and how norms can be
changed over time. Few articles in deontic logic deal with the interaction among
deontic and epistemic notions, though they often entertain a tight relationship.
Citizens must often know their obligations, e.g., people should know that it is
forbidden to drive too fast. Moreover, some obligations hold only in an epistemic
context, e.g., John is obliged to slow down if he knows that he is driving fast [14].
To specify such examples of autonomous agents acting within a normative system, there is a need for the logical formalization of these relationships. To model
the interaction between epistemic and normative notions in a dynamic setting
we introduced a general Dynamic Epistemic Deontic Logic. The logic extends
a simplified version of Castañeda’s deontic logic of practitions and propositions
with epistemic and dynamic update operators. It combines epistemic and deontic
features to express the notions of permitted and obligatory beliefs.The paradox
of the knower of Åqvist is analyzed by restricting the language.
Further research concerns making the logic multi-agent, to study the implications of our approach for contrary to duties and deontic detachment.
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3. L. Åqvist. Good Samaritans, contrary-to-duty imperatives, and epistemic. obligations. Noûs, 1:361–379, 1967.
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Introduction

Logical models of legal reasoning often assume that norms give a complete description of their applicability
conditions, an assumption which is too strong, due to the complexities and dynamics of the world. Norms
cannot take into account all the possible conditions where they should or should not be applied, first of all
because the legislator cannot consider all the possible contexts which are exceptional and he cannot foresee
unexpected changes of the world [10]. Normative systems regulating real societies have two mechanisms
to cope with this problem. First they distinguish regulative rules from constitutive rules. While the former,
which are changed only by the legislative system, specify the ideal behavior, the latter ones provide an
ontology of institutional concepts to which the conditions of regulative rules refer to. Second, the judicial
system is empowered to change the constitutive norms, under some restrictions not to go beyond the purpose
from which the regulative rules stem. This combination of rules and norm change allows the legislator to
disentangle the specification of a behavior from the specific contexts of applicability. In this paper, we outline
a logical framework which is able to capture the norm change power and at the same time the limitations of
the judicial system in revising the set of constitutive rules defining the concepts on which the applicability
of such a rule is based. Indeed, the distinction between regulative and constitutive rules (ontology vs norms)
suggests that legal interpretation does not amount to revising norms, but to interpreting legal concepts, i.e.,
to revising constitutive rules [13].
While the distinction between constitutive and regulative rules has been already introduced in related
computer science fields such as MAS, the interpretation process has been only addressed in the field of AI
and law but only as far as it concerns case based reasoning for common law [2]. Also the relation between
constitutive norms and contexts has been considered [9].
What is still lacking is a logical model of the interpretation mechanism which leads to dynamically
revising constitutive norms to make the normative system flexible in multiagent systems. This issue breaks
down into the following subquestions: How to model the meaning of an institutional concept? How to decide
which constitutive norms to introduce to either shrink or extend the extension of the institutional concept?
How to reason about the interaction between norms and goals?
The methodology we use is to adopt an extension of Defeasible Logic [5], which allows us to model
constitutive and regulative norms, the goals associated to norms and the norm change process.

2

Legal Rules and Legal Concepts

Consider a trial where the plaintiff and the defendant propose to the judge arguments against or in favour of
the defendant, who is accused to have violated a given legal rule. The dispute is resolved by a judge who is
required to interpret the rule by redefining its applicability conditions. This means that the judge will have to
revise the definition of the institutional concepts to which the rule refers. In doing so, the judge will have to
take a decision based on the goal attributed as a reason for the existence of the legal rule.
To formally capture the basic mechanism behind the interpretation of legal concepts we need to devise a
reasoning framework consisting of the following components:
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– a mechanism for reasoning about legal concepts;
– a mechanism for reasoning about legal rules, imposing duties and prohibitions;
– a mechanism for reasoning about the goal of legal rules.
The general idea behind this framework is that legal rules state what is obligatory and prohibited for the
agents. In other words, they provide normative constraints for agent behaviour and we assume that no agent
can change them (agents are not legislators). Legal concepts constitute the content of legal rules; in particular,
they qualify their applicability conditions. Finally, as usually assumed in legal theory [12, 11], we assign
goals to legal rules. In the social delegation cycle [4] norms are planned starting from goals shared by the
community of agents. However, such goals play also another role: they pose the limits within which the
interpretation process of the judicial systems must stay when interpreting norms. We have two cases. First,
a legal rule can be applied in a given situation, but if the norm were respected in that situation, the goal of
the norm would be endangered by this. Second, a legal rule cannot be applied in a concrete case, but this
situation lead to undermining the goal which such a rule is suppose to promote.
In both cases, an interpretation of the applicability of a norm by the judicial system is limited by the goal
the legislator was aiming to when he devised the norm. Note that the goal alone would not be sufficient, since
there could be many ways to achieve that goals. Thus, the norm works like a partial plan the legislator set
up in advance. The judicial system is left with the task of dynamically adapt the applicability of the norm by
revising the constitutive norms, in order to fulfill the goal of the norm also under unforeseen circumstances.
In this paper we adopt the view that legal concepts are built via constitutive rules having the so-called
counts-as form [14]. For example, a common legal definition of holographic wills requires that they have
been entirely handwritten and signed by the testator:
r1 : HandWritten Will(x), Signed Testator(x) ⇒c
⇒c Holographic Will(x)
This counts-as rule, if instantiated by any individual a, says that a counts as a holographic will if a has been
entirely handwritten and signed by the testator.
In general, note that in legal systems counts-as rules may either specify conceptual links between “brute”
facts or acts (i.e., non-institutional facts or acts whose status is independent of the existence of any constitutive rule; example: being over 18 years) counts as types of institutional facts or acts (e.g., being adult),
or rather specify conceptual links where institutional facts or acts (e.g., a contract made by person j in the
name of person k) have the same effects of other institutional facts or acts (e.g., a contract made by k). This
view basically implies that the consequents of constitutive rules always correspond to institutional facts or
acts. Indeed, constitutive rules are meant to “constitute” and define legal concepts whose existence precisely
depends on the existence of constitutive rules.
In this paper, we will deal with such a type of constitutive rules following the approach described in [6],
where it is convincingly argued that an effective way to capture the basic properties of the counts-as link is
to reframe it in terms of standard Defeasible Logic. This will be our starting point, as there is no room here
for discussing any alternative option among those recently proposed in the literature.
The set of legal rules is kept to be fixed. In other words, any interpreter can argue about their applicability
conditions but cannot either add new rules nor cancel them.
Legal rules will have the following form:
r2 : Vehicle(x), Park(y) ⇒O ¬Enter(x, y)
This rule reads as follows: if x is a vehicle and y is a park, then it is forbidden for any x to enter y. Analogously,
a rule like
r3 : Resident Italy(x) ⇒O Pay Taxes(x)
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states that if x is resident in Italy, then x has to pay taxes to the Italian government.
For the sake of simplicity, we will assume that legal rules only impose duties and prohibitions and are
captured within a suitable extension of standard Defeasible Logic [5]. (permissions can be easily captured
here in terms of special rules for permission [5, 8]. See [8] to see how to capture other legal qualifications
different from obligations and prohibitions.)
We will then define a set Goal of goals and a function G which maps legal rules into elements of Goal.
For example, if G (r2 ) = Road Safety, this means that the goal of the rule prohibiting to enter into parks is to
promote road safety1 . The idea is quite standard in legal theory [13, 11, 12] and has been already investigated
in AI&Law, even though most works were mainly devoted to case-based reasoning and modeling caselaw [2]. A similar idea has been recently proposed in the field of normative MAS by [4], where it has been
argued that norms derive from goals. In general, note that, for simplicity, goals are considered here as directly
specified by the legal rules themselves, even though it is sometimes a hard task to determine what goals are
suppose to be promoted by rules, a task which is usually accomplished by judges by developing suitable
arguments during the trial.
As largely acknowledged in legal theory, when it is possible to establish the relative weight of rule goals,
this can be used both to determine the relative strength of any legal rule in case of conflicts with other rules
and to interpret any legal rule when it is not clear whether this rule can be applied to a given concrete case
[11]. As regards the first issue—solving conflicts by referring to rule goals—it seems natural then to define
a partial order > over Goal to capture cases where any goal g is more important than any other goal g0 . If
g > g0 then g is more important than g0 , otherwise they have equal importance. Hence, > may be used to
solve conflicts between legal rules. Consider the following rules:
r4 : HighWay(x), ¬Authorized Area(x) ⇒O ¬Stop(x)
r5 : HighWay(x), ¬Authorized Area(x),Crash(y) ⇒O Stop(x)
Rule r4 states that it is forbidden for drivers to stop in highways except in authorized areas; rule r5 says that
drivers have to stop when they are responsible for serious car crashes in highways. Suppose that the legal
system does not explicitly state what rule should prevail here. If so, resorting to rule goals can help. In fact,
we may assume that the goal of r4 is to promote road safety, while the one of r5 is to protect life when it is
in serious and imminent danger. Since the latter goal should be more important than the former one, r5 will
have to prevail over r4 .
This mechanism for solving conflicts will be added in our framework to the standard one adopted in
Defeasible Logic [1], which is based on a superiority relation  directly applied to rules. (And which can be
relevant in our framework when, for example, two conflicting rules have the same goal.)

3

Interpreting Legal Rules

Consider again rule r2 :

r2 : Vehicle(x), Park(y) ⇒O ¬Enter(x, y)

Suppose Mary enters a park with her bike, thus apparently violating rule r2 about vehicles’ circulation.
Police stops her when she is still on her bike in the park and fines her. Mary thinks this is unreasonable and
sues the municipality because she thinks that here the category “vehicle” should not cover the case of bikes.
We may have here two main alternatives. The first is that the conceptual domain of the normative system,
corresponding to a set of constitutive rules, allows for deriving that any bike b is indeed a vehicle:
T ={r6 : 2 wheels(x), Transport(x) ⇒c Bike(x),
r7 : Bike(x) ⇒c Vehicle(x)}
1

Hereafter, we will use bold type expressions to denote goals.
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Alternatively, the conceptual domain could exclude that bikes are vehicles:
T 0 ={r6 : 2 wheels(x), Transport(x) ⇒c Bike(x),
r8 : Bike(x) ⇒c ¬Vehicle(x),
r9 : Transport(x) ;c Vehicle(x)}
={r8  r9 }
Note that T 0 also includes r9 , which is a defeater: as usual in Defeasible Logic, rules like this are meant
not to derive conclusions, but to provide reasons against the opposite. In other words, r9 states that, if we
know that some x has purpose of transport, then we have reasons to block other rules which would lead to
exclude that x is a vehicle. However, in T 0 r9 is made weaker than r8 via the superiority relation , and so, if
x is a bike, we conclude that x is not a vehicle.
Now, suppose the judge has to settle Mary’s case. Here, the goal of legal rules such as r2 may be decisive.
Indeed, if T is the case, the judge could argue that Mary should be fined, as r2 clearly applies to her.
But suppose that we can show that, if Mary’s case fulfils the applicability conditions of r2 (Mary’s bike is
a vehicle) then we should promote a goal which is incompatible with the goal assigned to r2 . For instance,
if G (r2 ) = ¬pollution, prohibiting to circulate with bikes in parks would encourage people to get around
parks by car and then walk. Hence, if we assume r2 is fulfilled, this would be against the goal of r2 and so
the judge has good reasons to exclude that bikes are vehicles when r2 should be applied. Accordingly, when
arguing in this way, the judge may interpret r2 by reducing its applicability conditions as far as Mary’s case
is concerned, and so by contracting T in order to obtain in T that Mary’s bike is not a vehicle.
Suppose now that T 0 is the case. Here, the judge could argue that Mary should not be fined, as r2 clearly
does not apply. But suppose that, if r2 is not fulfilled, this would be against the goal of r2 , which is now
pedestrian safety. In this case, the judge has rather good reasons to consider bikes as vehicles when r2 is
concerned. Hence, the judge may interpret r2 by broadening its applicability conditions as far as Mary’s case
is concerned, and so by revising T 0 in such a way as Mary’s bike is a vehicle.
In general, we should note that such types of revisions have to satisfy some requirements (let’s still bear
in mind the case of Mary’s bike):
1. there is no other g0 ∈ Goal such that
– the revision of T (or of T 0 ) promotes r2 ’s goal g which is incompatible, in the application context of
r2 , with respect to the goal g0 of another applicable rule r3 , and
– G (r2 ) 6> G (r3 );
2. our set of constitutive rules should suggest us that the concept of Bike can be subsumed under the concept
of Vehicle.
Point 1 above states that, if by contracting or revising the concept of Bike, we undermine at least one
equally or more important goal, which is supposed to be promoted by another applicable rule, then such a
contraction or revision is not acceptable. This limit is well-known by lawyers and legal theorists [12, 11],
who often argue that any legal interpretation should be coherent within the legal system as a whole.
Point 2 above is rather connected with the fact that the set of constitutive rules should inherently provide
some conceptual limits for any interpretation. Indeed, suppose that Mary enters the park with a gun. We
could have reasons for arguing that entering with a gun is dangerous for all people in the park, and so for
pedestrians too. However, this is not enough, of course, for arguing that guns are vehicle. In other words, if
we do not have any other legal rules prohibiting to enter parks with guns, this behaviour will be permitted.
Hence, point 2 has to do with Hart’s [?] theory of penumbra: we have a core of cases which can be clearly
classified as belonging to the legal concept and a penumbra of hard cases, whole membership in the concept
can be disputed; but hard cases should exhibit some conceptual link with the core of cases. This idea is
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formally captured here by confining the revision of the set of constitutive rules only to those situations where
such a set, though failing to prove that a bike is a vehicle, already contains reasoning chains suggesting that
this may be the case. For example, if we have
r6 : 2 wheels(x), Transport(x) ⇒c Bike(x)
r10 : Bike(x) ;c Vehicle(x)
r10 states that, if we know that some x is a bike, this is not sufficient to prove that x is a vehicle (r10 is a
defeater), but it is sufficient to block other rules which would lead to exclude that x is a vehicle. However,
this means that, possibly, if x is a bike, then it could not be unreasonable to consider x as a vehicle (for a
similar reading of defeaters in terms of 3, but applied to the concept of permission, see [8, 5]). Hence, the
revision would require, for example, that r10 is replaced by
0
r10
: Bike(x) ⇒c Vehicle(x)

4

Reasoning about Rule Goals

The framework we have informally depicted in the previous sections suggests that we also need a logical
component to reason about rule goals. Such a component should enable us to check whether some situations
promote rule goals or their negations. Developing a comprehensive and complete account of these reasoning
patterns is out of the scope of this paper, as this would require to address complex research issues in the
field of causal reasoning which have been extensively investigated in the AI literature (see [?] for a general
discussion of this issue in the legal domain). Hence, we do not exclude that other and more sophisticated
formalisms can be used as an external component to reason about rule goals.
To provide the reader with a complete picture of how the system works, we explicitly add in our framework such a reasoning component: our approach in this regard is rather simple and follows some intuitions
provided in [6]. For the purpose of this contribution it is sufficient to introduce a suitable set of rules for
goals which should be used to establish what are the effects of situations where legal rules are violated or
complied with, and, in doing so, to see whether they are consistent with the rule goals. In other words, we
have to devise a set of rules like d1 , . . . , dn ⇒G e: if applicable in a given context D, this rule allows for
deriving G e, meaning that e is a goal promoted by D. Consider once again rule r2 :
r2 : Vehicle(x), Park(y) ⇒O ¬Enter(x, y)
Suppose that its goal is pedestrian safety and that Mary’s case is described by the following set H of facts:
H ={Bike(b), Park(p), Enter(b, p)
NarrowSpace(p), UnprotectedChildrenArea(p)}
H states that Mary enters the park p with her bike b. The park has narrow spaces for walking and there are
unprotected children’s play areas. This set assumes that r2 is violated, at least in the hypothetical perspective
in which Mary could not enter.
Suppose now that rules for goals correspond to the following set:
RG ={r11 : Bike(x), Park(y), Enter(x, y) ⇒G fast circulation
r12 : NarrowSpace(x), UnprotectedChildrenArea(x),
G fast circulation ⇒G ¬pedestrian safety}
Rule r11 states that entering parks with bikes promotes the fast circulation of people in those parks; rule r12
says that, if fast circulation is promoted and parks have narrow spaces and unprotected children’s play areas,
then the promoted goal is the negation of pedestrians safety. If so, if Mary’s bike is allowed to enter, then we
would promote a goal which is incompatible with the goal of r2 .
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5

Summary

Normative systems in open multiagent systems have proven a suitable methodology for regulating emergent
behavior. However, the norm metaphor is not completely applied in that norms are applied without any
flexibility. This limitation is severe, in that it does not leave the system the flexibility to adapt to unforeseen
or unpredictable circumstances.
In this paper, we borrow from normative systems in human reality the structure and dynamics to overcome such limitation. We distinguish between constitutive and regulative rules, to disentangle what is obligatory or forbidden from the applicability conditions of such obligations and prohibitions. We allow the judicial
system to change the constitutive norms, to ensure that the applicability of norms is adapted dynamically. At
the same time, we limit the powers of the judicial system by using as a constraint the goal that the legislator
aims at fulfilling when he creates a norm.
Future work is to model the argumentation process between prosecutor and defendant about the applicability of a norm, to improve the recognition of which concepts should be extended or contracted to apply a
norm, and to formalize the norm change process [3, 7].
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Abstract. Organizations and roles are often seen as mental constructs, good to
be used during the design phase in Multi Agent Systems, but they have also been
considered as first class citizens in MAS, when objective coordination is needed.
Roles facilitate the coordination of agents inside an organization, and they give
new abilities in the context of organizations, called powers, to the agents which
satisfy the necessary requirements to play them. No general purpose programming languages for multiagent systems offer primitives to program organizations
and roles as instances existing at runtime, so, in this paper, we propose our extension of the Jade framework, with Java primitives to program organizations structured in roles, and to enable agents to play roles in organizations. We provide
classes and protocols which enable an agent to enact a new role in an organization, to interact with the role by invoking the execution of powers, and to receive
new goals to be fulfilled. Roles and organizations can be on a different platform
with respect to the role players, and communication is protocol-based. Since they
can have complex behaviours, they are implemented by extending the Jade agent
class. Our aim is to give to programmers a middle tier, built on the Jade platform,
useful to solve with minimal implementative effort many coordination problems,
and to offer a first, implicit, management of norms and sanctions.

1 Introduction
Roles facilitate the coordination of agents inside an organization, giving new abilities in
the context of organizations, called powers, to the agents which satisfy the requirements
necessary to play them. Organizations and roles are often seen as mental constructs,
good to be used during the design phase in MAS, but they have also been considered as
first class citizens in multiagent systems [13], when objective coordination is needed.
No general purpose programming language for multiagent systems offers primitives to
program organizations and roles as instances existing at runtime yet.
So, this paper answers the following research questions:
– How to introduce organizations and roles in a general purpose framework for programming multiagent systems?
– Which are the primitives to be added for programming organizations and roles?
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– How is it possible to restructure roles at runtime?
Our aim is to give to programmers a middle tier, built on the Jade platform, useful to
solve coordination problems with minimal implementative effort. Our proposal extends
of the Jade multiagent system framework, with primitives to program, in Java, organizations that are structured in roles, and for enabling agents to play roles in organizations.
As ontological model of organizations and roles we rely on [8] which merges two different and complementary views or roles, providing a high-level logical specification.
To pass from the logical specification to the design and implementation of a framework for programming multiagent systems, we provide classes and protocols which enable an agent to enact a new role in an organization, to interact with the role by invoking
the execution of powers (as intended in OO programming [11], see Section 2.5), and
to receive new goals to be fulfilled. Since roles and organizations can be on a different
platform with respect to the role player they need to communicate. Communication is
based on protocols. Complex behaviours are implemented by extending the Jade agent
class.
In this paper we do not consider the possibility to have BDI agents yet, although
both the ontological model (see [11]) and the Jade framework allow such extension.
However, we give some hints on the usefulness of introducing BDI into our proposal.
This issue will be faced in future work.
The paper is organized as follows. First, Section 2 summarizes the model of organizations and roles we take inspiration from, and we give a short description of our
concept of “role”, “organization”, “power”. Section 2.6 describes an example of a typical MAS situation that motivates our proposal; Section 3 describes how our model is
realized introducing new packages in Jade; Section 4 discusses a possible powerJade
solution to a practical problem (the manager-bidder one), and Section 5 finishes this
paper with related work and conclusions.

2 The model of organizations and roles
Since we speak about organizations and roles, we need to define both, and to refer to
a formalized ontological model. In the following subsections we introduce the notions
of role and organization, based on previous work ([5]), then we give two different (but
complementary) views about roles (see [11] and [14]), we introduce a unified model,
and define a well-founded meta-model. Last, we explain the notions “power”, “capability”, and “requirement”.
2.1

Our definition for Organizations and Roles

In ontology and knowledge representation (like [9], [10], [23], and [25]), we can find a
quite complete analysis for organizational roles. Our intention is to introduce a notion
of role which is well founded, on which there is a wide agreement and which is justified
independently from the practical problems we want to solve using it. We use a metaphor
directly taken from organizational management. An organization (or, more generally, an
institution) is not an “object” which can be manipulated from the outside but rather it
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belongs to the social reality, and all the interactions with it can be performed only via
the roles it offers ([12]). The utility of roles is not only for modeling domains including
institutions and organizations, because we can consider every “object” as an institution
or an organization offering different ways for interacting with it. Each way is offered
by a different role. So, our roles are based on an organizational metaphor.
2.2

The Ontological Model for the Organization

In [11] an ontological analysis shows the following properties for roles:
– Foundation: a role instance has always to be associated to an instance of the organization to which it belongs, and to an instance of the player of the role;
– Definitional dependence: the role definition depends the one of the organization it
belongs to;
– Institutional powers: the operations defined into the role can access to the state of
the organization, and to the states of the other roles of the organization too;
– Prerequisites: to play a role, it is necessary to satisfy some requirements, i.e. the
player must be able to do actions which can be used in the role’s execution.
Also the model in [11] is focused on the definition of the structure of organizations,
based on their ontological status, which is only partly different from the one of agents or
objects. On the one hand, roles do not exist as independent entities, since they are linked
to organizations. Thus, they are not components like objects. Moreover, organizations
and roles are not autonomous and act via role players. On the other hand, organizations
and roles are descriptions of complex behaviours: in the real world, organizations are
considered legal entities, so they can even act like agents, albeit via their representative
playing roles. So, they share some properties with agents, and, in some respects, can be
modeled using similar primitives.
2.3

The Model for the Role Dynamics

In [14] Dastani et al. propose a model, which focuses on role dynamics, rather than on
their structure; four operations to deal with role dynamics are defined: enact and deact, which mean that an agent respectively starts/ends occupying (playing) a role in a
system, and activate and deactivate, which respectively mean that an agent starts executing actions (operations) belonging to the role or suspends their execution. Although
it is possible to have an agent with multiple roles enacted simultaneously, only one role
can be active at the same time: specifically, when an agent performs a power, in that
moment it is playing only one role .
2.4

The Unified Model

Using the distinction of Omicini et al. [26], we use the model presented in [11] as
an objective coordination mechanism, in a similar way as, for example, artifacts do:
organizations are first class entities of the MAS rather than a mental construction which
agents use to coordinate themselves. However, this model leaves unspecified how, given
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a role, its player will behave. For this reason, we merged it with [14], and solved the
problem of formally defining the dynamics of roles, by identifying the actions that can
be done in a open system, so that agents can enter and leave. Organizations are not
simple mental constructions, roles are not only abstractions used at design time, and
players are not isolated agents: they are all agents interacting with the one anothers. A
logical specification of this integrated model can be found in [8].
Also considering what we can find in [7] about mental attitudes, we can summarize
some points of the model:
– Roles are instances with associated beliefs and goals attributed to them. These mental attitudes are public.
– The public beliefs and goals attributed to roles are changed by speech acts executed
either by the role or by other roles. The former case accounts for the addition of
preconditions and of the intention to achieve the rational effect of a speech act,
the latter accounts for the case of commands or other speech acts presupposing a
hierarchy of authority among roles.
– The agents execute speech acts via their roles.
This model has been applied to provide a semantics to both FIPA and Social Commitment approaches to agent communication languages, and this semantics overcomes the
problem of the unverifiability of private mental attitudes of agents. The implementation
of this model is shown in Section 3.
2.5

“Powers” and “capabilities”/“requirements” in our view

We know that roles work as “interfaces” between organizations and agents, and they
give so called “powers” to agents. A power can extend agents abilities, allowing them
to operate inside the organization and inside the state of the other roles. An example of
such powers, called “institutional powers” in [22], is the signature of a director which
counts as the commitment of the entire institution.
The powers added to the players, by means of the roles, can be different for each role
and, thus, represent different affordances offered by the organization to other agents in
order allow them to interact with it [4].
Powers are invoked by players on their roles, but they are executed by the roles,
since they own both state and behaviour.
For what concerns the “requirements”, we consider them as needed capabilities
that a candidate player must have to be able to play a particular role. An example of
“capability” can be the ability for a bank employee to log into the software of his/her
bank.
2.6

An example

The usefulness of the above proposal, that brought to the development of powerJade,
introduced in the next section, can be seen by an example. The scenario we consider
involves two organizations: a bank, and a software house. Bob is a programmer in a
software house. The software house management requires him to own a bank account,
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in order to directly deposit his salary on it. Bob goes to the bank, where the employee,
George, gives him some forms to fill. Once Bob has finished filling in the forms, George
inputs the data on a terminal, creating a new account, which needs to be activated.
George forwards the activation request to his director, Bill, who is the only person in
the bank, who can activate an account. Once the account is activated, Bob will be a new
bank customer.
Years later Bob, who in the meantime became a project manager, decides to buy a
little house. He has to obtain a loan, and the bank director informs him that for having
a loan, his wage packet is needed. Bob asks to the management of the software house
for his wage packet, and brings it to Bill. After some days (and other filled forms), the
bank gives Bob the loan and he can finally buy his new house.
Each organization offers some roles, which have to be played by some agents,
called, for this reason, players. In the bank, Bob plays the customer role, while George
plays the employee one, and Bill the director role. Since Bob interacts with both organizations, he has to play a role also inside the software house: he enters as a programmer,
but after some years he changes it, becoming a project manager. As a bank customer,
Bob has some powers: to open an account, to transfer money on it, to request a loan. As
a simple employee, George has only the power to create Bob’s account, but the account
activation is to be done by Bill, the director. The activation is done by means of a specific request from George to Bill, who has a specific responsability. For loan request,
the director has to examine Bob’s account, and ask him for his wage packet. Another
of Bob’s powers is to ask for his wage packet. Speaking about personal capabilities, we
can imagine that Bill, in order to access the bank procedures, he is allowed to execute,
must fill a login page with his ID and password; the same happens to George, and for
Bob, in the moment in which he accesses his account using Internet. However, Bob has
also another capability, that is requested when he plays the programmer role (but the
same happens for the project manager one): to give his login name and password for
entering the enterprise IT system. Finally, the director is required to have more complex
capabilities, like evaluating the solvency of a client requesting a loan.

3 PowerJade
The main idea of our work is to offer to programmers a complete middle tier with the
primitives for implementing organizations, roles, and players in Jade (see Figure 1), giving a declarative model based on Finite State Automaton (FSM), which is modifiable
also at run-time. We called this middleware powerJade, remembering the importance of
powers in the interaction between roles and organizations. The powerJade conceptual
model is inspired to open systems: participants can enter the system and leave it whenever they want. For granting this condition, and for managing the (possibly) continuous operations for enacting, deacting, dactivating, and deactivating roles (in an asynchronous and dynamic way), many protocols have been implemented. Another starting
point was the re-use of the software structure already implemented in powerJava [5],
based on an intensive use of so-called inner classes.
In order to give an implementation based on the conceptual model we discussed in
Section 2.4, not only the three subclasses of the Jade Agent class (Organization,
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Fig. 1. The Jade architecture and the powerJade middle tier.

Role, and Player) have been realized (they will be described in Sections 3.1, 3.2,
3.3), but also classes for other important concepts, like Power, and Requirement
were implemented (and shown in Sections 3.2, 3.3). For representing the dynamics of
the roles, we also implemented all the needed communication protocols, that will be
described in Section 3.4.
It can sound strange that we implemented Organization, Role, and Player
as subclasses of the Jade Agent class. We adopted this solution for taking advantage of
the possibility for agents in Jade to communicate by mean of FIPA messages. The only
agent having the full autonomy is the Player: it can decide whether enacting a role,
or activating/deactivating it, and also to deact it. The Role, instead, has a very limited
autonomy, due, for example, to hierarchical motivation (but, however, it’s always the
Player which decides...). The Organization, we would like to extend our middleware giving an organization the opportunity to play a role inside another one, like
in the real world. This consideration also answers the question: what is the advantage
of programming roles and organizations as instances? More details can be found in [8,
5, 3, 6], where we started from a theoretical well-formed model for organizations and
roles applied it to object-oriented programming (with the language powerJava), then to
multiagent systems, to the web world (currently under implementation).
Organization, Role, and Player have similar structures: they contain a finite
state machine behaviour instance which manages the interaction at the level of the new
middle tier by means of suitable protocols for communication.
To implement each protocol in Jade two further FSMBehaviour are necessary, one
for each of the interacting partners; for example, the enactment protocol between the
organization and the player requires two FSMBehaviours, one in the organization and
one in the player.
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3.1

The Organization Class

The Organization class is structured as in Figure 2. The OrgManagerBehaviour
is a finite state machine behaviour created inside the setup() method of
Organization. It operates in parallel with other behaviours created by the programmer of the organization, and allows the organization to interact via the middle
tier. Its task is to manage the enact and deact requests done by the players. At each iteration, the OrgManagerBehaviour looks for any message having the ORGANIZATION PROTOCOL
and
the
performative
ACLMessage.Request.
EnactProtocolOrganization and DeactProtocolOrganization are the
counterparts of the respective protocols inside the players which realize the interaction
between organizations and players: instances of these two classes are created by the
OrgManagerBehaviour when needed.

Fig. 2. The Organization diagram.

When the OrgManagerBehaviour detects a message to manage, it extracts the
sender’s AID, and the type of request. In case of an Enact request (and whether all
the controls described on Subsection 3.4 about the Enact protocol succeeded), a new
instance of EnactProtocolOrganization behaviour is created, and added to
the queue of behaviours to be executed. The same happens (with a new instance of
the DeactProtocolOrganization behaviour) if a Deact request has been done,
while if the controls related to the requested protocol do not succeed, the iteration terminates, and the OrgManagerBehaviour its cycle. In the behavioural part of this
class, programmers can add a “normative” control on the players’ good intentions, and
manage the possibility of discovering lies before enacting the role, or immediately after
having enacted it. Primitives implementing these controls are ongoing work.

1456

3.2

The Role Class

As described in [3], the Role class is an Agent subclass, but also an Organization
inner class. Using this solution, each role can access the internal state of the organization, and the internal state of other roles too. Like the Organization class has the
OrgManagerBehaviour, the Role has the RoleManagerBehaviour, a finite
state machine behaviour created inside the setup() method of Role. Its task is to
manage the commands (messages) coming from the player: a power invocation, an Activate, or a Deactivate.
Inside the role, an instance of the PowerManager class is present. The
PowerManager is a FSMBehaviour subclass, and it has the whole list of the powers of the role (linked as states of the FSM). It is composed as follows:
– a first state, the ManagerPowerState, that must understand which power has
been invoked;
– a final state, the ResultManager, that has to return the power result to its caller;
– a self-created and linked state for each power implemented by the role programmer.
All the transitions between states are added at run-time to the FSM, respecting the code
written by the programmer.
The Powers Powers are a fundamental part of our middleware. They can be invoked by
a player on the active role, and they represent the possibility of action for that role inside
the organization. For coherence with the Jade framework and to exploit the scheduling
facility, powers are implemented as behaviours, taking also advantage from their more
declarative nature with respect to methods.
Sometimes, a power execution needs some requirements to be completed; this is
a sort of remote method call dealt by our middleware, since requirements are player’s
actions. In our example, George, as a bank employee, has the power of creating a bank
account for a customer; to exercise this power, George as player has to input his credentials: the login and the password.
The problem to be solved is that requirements invocations must be transparent to
the role programmer, who should be relieved from dealing the message exchange with
the player.
We modeled the class Power as a FSMBehaviour subclass, where the complete
finite state machine is automatically constructed from a declarative specification containing the component behaviours to be executed by the role and the name of the requirements to be executed by the player; in this way, we can manage the request for
any requirement as a particular state of the FSM. When a requirement is invoked, a
RequestRequirementState (that is another subclass of FSMBehaviour) is automatically added in the correct point invoking the required requirement by means of a
protocol: the programmer has only to specify the requirement name.
The complexity of this kind of interaction is shown in Figure 3. The great balloon
indicating one of the powers for that particular role contains the final state machine
obtained writing the following code:
addState(new myState1("S1", "R1", "E1"));
addState(new myState2("S2"));
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where S1 and S2 are names of possibly complex behaviours implemented by the role
programmer which will be instanced and added to the finite state machine representing
the power, R1 is the requirement, and E1 is a behaviour for managing errors. Analyzing
the structure of the power, we can see that the execution of S1 is followed by a macrostate (that is a FSMBehaviour), managing the request for a requirement, automatically created by the addState() method. This state will send the player the request
for the needed requirement, waiting for the answer. If the answer is positive, the transition to the next state of the power is done (or to the
ResultManager, if needed); otherwise, the error is managed (if possible), or the
power is aborted. The ErrorManager is a particular state that allows to manage all
the possible kinds of error, including the case of a player lying about its requirements).
Error management is done via the middle tier. We can detect two kinds of possible
errors: (i) accidental ones, and (ii) voluntary ones. Typical cases of (i) are “practical”
problems (i.e. network too busy and timeout expired), or the ones linked to a bad working player or to programming problem; those indicated as (ii) are related to an incorrect
(malicious) behaviour of the player, e.g. when an agent lies about its requirements during a protocol enactment, pretending to own them, while this is not the truth. The latter
case of error management allows the organization and the programmer a first, rough,
implicit, normative and sanctioning mechanism: if the player, for any reason, shows
a lack of requirements, it could be obliged to the deact protocol w.r.t. that particular
role, or it can be “marked” with a negative score, that could mean a lower trust level
exercised from the organization on it.
An advantage given by using a declarative mechanism like behaviours (we can use
instructions to add or remove states to a FSMBehaviour) for modeling powers is that
new powers can be dynamically added or removed from the role. It is sufficient to add
or remove (at run-time) transactions linking the power to the ManagerPowerState
which is a FSMBehaviour too.
This mechanism can be used to model both dynamics of roles in organizational
change or access restrictions. In the former case we can model situations like the power
of the director to give the employee the power of giving loans. In the latter case, we can
model security restrictions by removing powers from roles, thus avoiding the situation
where first a power is invoked and then aborted after controlling an access control list.
3.3

The Player Class

Analogously to Organization and Role, also the Player class is an Agent subclass. Like in the other two cases, we have a PlayerManagerBehaviour, a FSMBehaviour managing all the possible messages that the player can receive. The player
is the only agent that is totally autonomous. It contains other behaviours, created by
the agent programmer, which are scheduled in parallel with the manager behaviour and
it can obviously also interact with other agents, not involved in any organization, but
it’s constrained to interact with any kind of organization using a role offered by the organization itself. Any activity, communication, or action that both the agents could do
without passing through their roles will not have effects on the internal state of the organization at all. Only the player can use all the four protocols described in Subsection
2.3: Enact and Deact with the organization, Activate and Deactivate with the role.
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Fig. 3. Power management.

It is important to notice that, as we discuss in Subsection 3.4, only the Player is
able to start the Enact protocol, which can be refused by the Organization, but it
has the absolute control on activation and deactivation of the roles (once enacted). A
role can be deacted because the Player wants to deact it (e.g., a clerk who leaves for
a new job), or because the Organization forces the deacting (the same clerk can be
fired).
While the role has to manage powers, the player deals with requirements: this is
done by a RequirementManager.
The Player class offers some methods. They can be used in programming the
other behaviours of the agent when it is necessary to change the state of role playing
or to invoke powers. We assume invocations of powers to be asynchronous via the
invokePower method from any behaviour implemented by the programmer. The call
informs the PlayerManagerBehaviour which the interaction with the role has
started and returns a call id which is used to receive the correct return value in the
same behaviour. It is left to the programmer how to manage the necessity of blocking
the behaviour till an answer is returned, with the usual block instruction of JADE. This
solution is coherent with the standard message exchange of JADE and allows to avoid
the use of more sophisticated behaviours based on threads. The behaviour can then
consult the PlayerManagerBehaviour to get the return value of the power.
The player, once having invoked a power, i.e., for messages o requests from the active
role.
When
the
role
needs
some
requirements,
the
PlayerManagerBehaviour passes the control to the RequirementManager,
which executes all the tasks which are needed.
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It’s important to notice that a player can always grow w.r.t. its capabilities/requirements.
A player can know organizations and roles on the platform by using the Yellow
Pages mechanism, that is a basic JADE feature.
The Requirements Requirements are, for a player, a subset of the behaviours representing its capabilities, and, in some sense, the plans for achieving the personal goals of
the agent. By playing a role, an agent can achieve multiple goals (i.e., the goals achievable invoking a power), but, in a general case, the execution of requirements may be
necessary during the invocation of a power. Referring to our bank example, George can
achieve many goals through its employee role (i.e., create a new account), but to do it,
it is necessary for him to log in inside the bank IT system. Seen as a requirement, its
log in capability denotes “attitude”, “possibility” of playing the employee role.
During the enact protocol, the organization sends (see Section 3.4) the agent, willing
to play one of its roles, the list of requirements to be fulfilled. As we said, the candidate
player could lie (e.g., telling that it is able to fulfill some requirement), however, the
organization and the programmer have the possibility to check the truth of the candidate
player’s answer before it begins to play the role, not enacting it, or deacting immediately
after the enact. Also this kind of choice has been done to grant the highest degree of
freedom.
3.4

Communication Protocols

In this Section, an example of a complex communication between a player, an organization, and a role is shown. We have to make some preliminary considerations,
about communication. Each protocol is split in two, specular, but complementary behaviours, one for each actor. In fact, if we consider a communication, two “roles” may
be seen: an initiator, which is the object sending the first message, and a responder,
which can never begin a communication. For example, when a player wants to play
a role inside an organization, an EnactProtocolPlayer instance is created. The
player is the initiator, and a request for a role is done from its new behaviour to the
OrgManagerBehaviour, which instantiates an EnactProtocolOrganization
behaviour. This behaviour will manage the request, sending to the
EnactProtocolPlayer an Inform containing the list of the requirements needed
to play the requested role.
The EnactProtocolPlayer evaluates the list, answering to the organization
whether it agrees (notice that the player programmer could implement a behaviour that
always answers in a positive way, that sounds like a lie). Only after receiving the agreement, the EnactProtocolOrganization creates a RoleManager instance, and
sends the AID of the role just created to the player. The protocol ends with the update
of the player’s internal state.
Since the instance of a role, once created, is not yet activated, when the player wants
to “use” a role, has to activate it. Only one role at a time is active, while the others,
for which the agent finished successfully the enactment protocol, are deactivated. The
activation protocol moves from the player to the role instance. The player creates an
ActivateProtocolPlayer, which sends a message to the role, calling for the
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activation. This message produces a change into the internal state of the role, which
answers with an inform telling its agreement.
Once the role has been activated, the player can proceed with a power invocation. As
discussed in [3], this is not the only way in which player and role can communicate. We
consider it, because it can require a complex interaction, beginning from the invoke
done by the player on a power of the role. As we shown in Subsection 3.2, the power
management can involve the request to the player for the execution of one or more
requirements. In this case, the role sends a request with the list of requirements to
be fulfilled. The player, since autonomous, can evaluate the opportunity to execute the
requirement(s), and take the result(s) to the role (using an inform, waiting for the
execution of the power and for receiving the inform with the result. A particular case,
not visible in Figure 4, is the one in which the player, for any reason, does not execute
the requirements. This “bad” interaction will finish with an automatic deactment of the
role.

Fig. 4. The Sequence Diagram for a complex communication.

4 The CNP scenario in powerJade
In Section 2.6, we discussed the bank example, trying to focus on roles’ powers, players’ requirements, responsibility calls, and all that has a place in our middleware. In
this Section, we show a more technical example: the Contract Net Protocol (CNP), or
manager-bidder problem. In the left part of Figure 5, the inside of a player is shown,
with its Player Manager, and its RequirementManager too.
Attached to the RequirementManager, we see two possible requirements: they
can be requested by a role, in this case, the M CNP, which is shown in the right part
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Fig. 5. Player and Manager role for the CNP example. The player is the candidate to play the
Manager role in the CNP. The interaction after a successfully enactment is shown in Figure 6.

of the same Figure. The double rounded states are the ones created at run-time for the
power called CNP. By figure 6 we try to explain a little part of the interactions between
the player playing the manager role, and its role.
Our scenario considers an agent executing one of its behaviours. When a task is to
be executed, but the agent cannot do it because it does not have the right capabilities.
The only solution is to find someone able to execute the task. The agent knows that
there is an organization that offers the CNP by means of its roles. The agent contacts
the organization, starting the enact protocol for the role of manager in the CNP M CNP.
The organization sends the list of requirements to be fulfilled, composed by the “task”
requirement (that is the ability to send a task for a call for proposal operation), and the
“evaluate” task (that is the ability to evaluate the various bidders’ proposals, choosing
the best one). The candidate player owns the requirements, so the role is created. When
the player executes once again the behaviour containing the previously not executable
task, an invokePower is executed, calling for the power with name CNP (the bold
arc labeled with letter a, starting from the state with label 1 in the left part and arriving
in the right part of Figure 6, to the RoleManager, which has label 2).
The RoleManager passes the control to the PowerManager (label 3), which
finds the appropriate power in its list, and begins its execution (the first state is the one
with label 4). The first step is the call for the task which will be evaluated by bidders,
but the task is known only by the player of the role, so a request for a requirement is
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Fig. 6. The various interactions between player and role. The double circled states inside the role
M CNP are the ones composing the ContractNet power.

done (label 5). This means, a message is sent to the player, calling for the execution
of a requirement (in this case, “task”). The dotted arc with label b simulates this message, which is received and managed by the PlayerManager (label 6, which passes
the control to the RequirementManager (7). Once the requirement identified, the
correct state is reached (label 8). After the execution, the control is passed again to the
RequirementManager (label 9), which passes, through an appropriate message,
the result(s) to the role’s RequestRequirementState (simulated by the dotted
arc with label c). Supposing that a valid result has been returned, the power execution
goes on, arriving (label 10) to the SEND CFP state, that provides the call for proposal
to any bidder known inside the organization (dotted arc with label 4, we assume that
some agents already enacted the bidder role), going directly to add the appropriate behaviour to the PowerManager of the B CNP instances found. The bidder roles will
send messages back to the manager role, after requesting to their players the requirement to specify or not a price for the task to be delegated (with a process that is quite
the same of the one just described).
The complex interaction between players and their roles, and between role and role,
is executed without players to know the CNP dynamics, since all the complexity has
been introduced in the roles. For the player playing the manager role, and for the ones
playing the bidder role, the organization is a kind of black box; roles are the “wizards”
managing the communication logics, and opportunely calling operations to be done
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by the players (that are absolutely autonomous: they are the only agents able to take
decisions).

5 Related and future works, and conclusions
In this paper we introduce organizations and roles as new classes in the Jade framework
which are supported by a middle tier offering to agents the possibility to enact roles,
invoke powers and to coordinate inside an organization. The framework is based on a set
of FSMBehaviours which realize the middle tier by means of managers keeping track
of the state of interaction and protocols to make the various entities communicate with
each other. Powers offered by roles to players have a declarative nature that does not
only make them easier to be programmed, but allows the organization to dynamically
add and remove powers so to have a restructuring of the roles.
Speaking about organizations and roles, we can find very different approaches and
results: models like the one in [17], applications modeling organizations or institutions like in [26], software engineering methods using organizational concepts like roles
(GAIA, in [32]). GAIA is a general methodology which can be applied to a wide range
of MAS, but also deals with social (macro) level, and agent (micro) level. Under the
GAIA vision, a MAS can be modeled as a computational organization composed by
many interactive roles. Regarding the analysis of organizations, in [30] can be found
what is called the perspective of computational organization theory and artificial intelligence, in which organizations are basically described at the role, and group, composed
of roles, levels.
Under the point of view of programming languages, an example is 3APL [31]. 3APL
is a programming language developed for implementing cognitive agents and also for
programming constructs for implementing cognitive agents and provides programming
constructs for implementing agents’ beliefs, goals, basic capabilities (e.g., beliefs update, etc.), and a set of practical reasoning rules for updating or revising agents’ goals,
but it has not primitives for modeling organizations and roles. Another language is
the Normative Multi-Agent Programming Language in [29], which is more oriented
to model the institutional structure composed by obligations, more than the organizational structure composed by roles. ISLANDER [15], is a tool for the definition and
verification of agent mediated electronic institutions. The declarative textual language
of ISLANDER can be used for specifying the institution components, and a graphical
editor is also available. The definition of organizations as electronic institutions is done
mainly in terms of norms and rules.
Speaking about frameworks, MetateM is a multi-agent framework using a language
in which each agent is programmed using a set of (augmented) temporal logic specifications of the behaviour it should adopt. The behaviour is generated by the direct
execution of the specifications. The framework is based on the notion of group, and is
BDI oriented. Even if the language is not general purpose, the idea of groups can be considered similar to the one of roles. Moise [19] is an organizational model that helps the
developer to cope with the agent-centered and the organizational-centered approaches.
The MOISE model is structured along three levels: the individual level (in which, for
each agent, the definition of its responsibilities is given), the agency level (which spec-
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ifies aggregations of agents in large structures), and the society level (which defines
global structures and interconnections of the agents, and their relations with each other).
SMoise+ [21] (which ensures that agents will follow the organizational constraints, is
suitable for open systems, and supports for reorganisation) and J-MOISE+ [20] (which
is more oriented to programming how agents play roles in organizations) are framework
based on the MOISE model, but seem to be limited for programming organizations.
MadKit [18] is a modular and scalable multiagent platform written in Java. It’s built
upon the AGR (Agent/Group/Role) organizational model: agents are situated in groups
and play roles. It allows high heterogeneity in agent architectures and communication
languages, and various customizations, but seems to be also limited in programming
organizations.
With respect to organizational structures, Holonic MAS [28] present particular pyramidal organizations in which agents of a layer (under the same coordinator, also known
as the holon’s head) are able to communicate and to negotiate directly between them
[1]. Any holon that is part of a whole is thought to contribute to achieving the goals
of this superior whole. Apart from the head, each holon consist of a (possibly empty)
set of other agents, called body agents. Roles and groups can express quite naturally in
Holonic structures, under the previously described perspective.
Looking at agent platforms, there are two other—other than JADE—which can be
considered relevant in this context. JACK Intelligent Agents [2] support organizational
structures through the Team Mode, where goals can be delegated to team members.
JADEX [27] presents another interesting platform for the implementation of organizations, even if it does not currently have organizational structures.
The authors of [24] make a very similar proposal to powerJade. However, they do
not propose a middle tier supported by a set of managers and behaviours making all
the communication transparent to agent programmers. The approach relies mostly on
the extension of agents through behaviours and represents Roles as components on an
ontology, while in our approach roles are implemented as agents. Further decoupling
is provided by brokering between organizations and players; a state machine permits
precise monitoring of the state of the roles.
The normative part of our work is to be improved, since, at the moment, only a kind
of “implicit” one is present. It can be seen, for example, in the constraints which make
possible to play a role only if some requirements are respected. We are also considering
possible merge with Jess (in order to use an engine for goals processing), and Jason,
and some works using defeasible logic [16], in order to obtain the BDI part which is
not present at this moment. We are also applying our model to the web, in order to use
roles and organizations, and to improve the concept of session, introducing a typed, and
permanent, session.
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Abstract. In this paper we present a new model for the requirements analysis
of a system. We offer a conceptual model defined following a visual modeling
language, called dependence networks. TROPOS [8] uses dependence networks
in the requirements analysis, in this paper we propose to extend them with norms.
This improvement allows to define a new type of dependence networks, called
conditional dependence networks, representing a new modeling technique for the
requirements analysis of the system. Our model, moreover, allows the definition
of the notion of coalition depending on the different kinds of network. We present
our model using the scenario of virtual organizations based on a Grid network.

1 Introduction
The diffusion of software applications in the fields of e-Science and e-Research underlines the necessity to develop open architectures, able to evolve and include new
software components. In the late years, the process of design of these software systems
became more complex. The definition of appropriate mechanisms of communication
and coordination between software components and human users motivates the development of methods with the aim to support the designer for the whole development
process of the software, from the requirements analysis to the implementation.
The answer to this problem comes from software engineering that provided numerous methods and methodologies allowing to treat more complex software systems. One
of these methodologies is the TROPOS methodology [8], developed for agent-oriented
design of software systems. The intuition of the TROPOS methodology [8] is to couple,
together with the instruments offered by software engineering, the multiagent paradigm.
In this paradigm, the entities composing the system are agent, autonomous by definition, characterized by their own sets of goals, capabilities and beliefs. TROPOS covers
five phases of the software development process: early requirements allowing the analysis and modeling of the requirements of the context in which the software system
will be inserted, late requirements describing the requirements of the software system,
architectural and detailed design of the system and, finally, the code implementation.
The TROPOS methodology [8] is based on the multiagent paradigm but it does not
consider the addition of a normative perspective to this paradigm. Since twenty years,
the design of artificial social systems is using mechanisms like social laws and norms
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to control the behavior of multiagent systems [3]. These social concepts are used in the
conceptual modeling of multiagent systems, for example in requirements analysis, as
well as in formal analysis and agent based social simulation. For example, in the game
theoretic approach of Shoham and Tennenholtz [17], social laws are constraints on sets
of strategies. In this paper, we propose to add norms, presented thanks to the normative
multiagent paradigm, both to the requirements analysis phases and to the conceptual
meta-model. This paper addresses the following research question:
– How to apply a normative multiagent approach to the early and late requirements
analysis?
Our approach is based, following the approach of TROPOS [8], on a semiformal
language of visual modeling and it is composed by the following components. First,
as shown in the UML diagram of Figure 4, we present our ontology that defines the
set of concepts composing our conceptual metamodel. The elements composing the ontology are agents, goals, facts, skills, dependencies, coalitions with the addition of the
normative notions of roles, institutional goals, institutional facts, institutional skills, dynamic dependencies and obligations, sanctions, secondary obligations and conditional
dependencies. Second, our model is defined as a directed labeled graph whose nodes
are instances of the metaclasses of the metamodel, e.g., agents, goals, facts, and whose
arcs are instances of the metaclasses representing relationships between them such as
dependency, dynamic dependency, conditional dependency. Finally, we have a set of
rules and constraints to guide the building of the main concepts of the metamodel, e.g.
the formation of coalitions and their stability is constrained to the kind of dependencies linking its members. In TROPOS [8], the requirements analysis is split in two main
phases, the early requirements and the late requirements. In our methodology, these two
phases share the same conceptual and methodological approach, thus we will refer to
them just as requirements analysis.
We introduce the normative issue of obligations, representing them directly in dependence networks. This introduction allows the definition of a third kind of modeling
called conditional dependency modeling based on the structure of conditional dependence networks. Conditional dependence networks represent obligations as particular
kinds of dependencies and these obligations are related to notions by means of sanctions if the obligation is not fulfilled and contrary to duty when the primary obligation,
not fulfilled, actives a secondary obligation. Moreover, we introduce the notion of coalition and we propose to use methods of social order such as obligations and sanctions
to efficiently achieve the maintenance of the stability and the cohesion of these groups.
Our model is intended to support the requirements specification for high level open
interaction system where heterogeneous and autonomous agents may interact.
Our model is not intended to support all analysis and design activities in software
development process, from application domain analysis down to the system implementation as in the TROPOS methodology [8], but only the requirements analysis phases
which involve dependence networks. This paper is organized as follows. Section 2 describes a Grid computing scenario . In Section 3, we present the dependency and the
dynamic dependency modeling while in Section 4 we present a new kind of dependence
network, called conditional dependence network. Related work and conclusions end the
paper.
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2 The Grid Scenario
The Grid Computing paradigm provides the technological infrastructure to facilitate
e-Science and e-Research. Grid technologies can support a wide range of research including amongst others: seamless access to a range of computational resources and
linkage of a wide range of data resources. It is often the case that research domains and
resource providers require more information than simply the identity of the individual
in order to grant access to use their resources. The same individual can be in multiple
collaborative projects, each of which is based upon a common shared infrastructure.
This information is typically established through the concept of a virtual organization
(VO) [20]. A virtual organization allows the users, their roles and the resources they can
access in a collaborative project to be defined. In the context of virtual organizations,
there are numerous technologies and standards that have been put forward for defining
and enforcing authorization policies for access to and usage of virtual organizations resources. Role based access control (RBAC) is one of the more well established models
for describing such policies. In the RBAC model, virtual organization specific roles are
assigned to individuals as part of their membership of a particular virtual organization.
As presented by Zhao et al. [24], obligations are requirements and tasks to be fulfilled, which can be augmented into conventional systems to allow extras information
to be specified when responding to authorization requests. For example in [24], administrators can associate obligations with permissions, and require the fulfillment of the
obligations when the permissions are exercised. The general idea of the RBAC model
is that, permissions are associated with functional roles in organizations, and members
of the roles acquire all permissions associated with the roles. Allocation of permission
to users is achieved by assigning roles to users. Failure of the fulfilling an obligation
will incur a sanction.
Some of the main features of a node in a Grid are reliability, degree of accepted
requests, computational capabilities, degree of faults and degree of trust for confidential data. These different features set up important differences among the nodes and the
possible kinds of coalitions that can be formed and maintained. Reciprocity-based coalitions can be viewed as a sort of virtual organizations in which there is the constraint that
each node has to contribute something, and has to get something out of it. The scenario
of virtual organizations based on Grid networks represents a case study able to underline the benefits of a normative multiagent paradigm for requirements analysis. First of
all, in the normative multiagent paradigm as well as in the common multiagent one, the
autonomy of agents is the fixed point of all representations, i.e., the Grid philosophy
imposes the autonomy of the nodes composing it. Second, the normative multiagent
paradigm allows a clear definition of the notion of role and its associated permissions,
i.e. the role based access control policy needs a design able to assign roles and represents to all the consequent constraints based on them. Third, the normative multiagent
paradigm allows the introduction at requirements analysis level of obligations able to
model the system. Fourth, the concept of coalition and the constraints introduced by
this concept can model the concept of ”local network“ in virtual organizations. Finally,
the presented modeling activities depict the system using structures similar to the Grid
network itself.
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3 Dependency and Dynamic Dependency Modeling
Figure 1 shows the ontology on which is based our model containing a number of
concepts related to each other. We divide our ontology in three submodels: the agent
model, the institutional model, and the role assignment model, as shown in Figure 1.
Roughly, the institutional model represents sets of agents regulated by social norms.
For more details, see [4]. The Figure depicts, following the legend of Figure 2, the three
submodels which group the concepts of our ontology.

Fig. 1. The conceptual metamodel.
Such a decomposition is common in organizational theory, because an organization
can be designed without having to take into account the agents that will play a role
in it. Also, if another agent starts to play a role, for example if a node with the role of
simple user becomes a VO administrator, then this remains transparent for the organizational model. Likewise, agents can be developed without knowing in advance in which
institution they will play a role.
As shown in Figure 1, we add to the notions of agent, goal and capability composing the agent view, those related to the institutional view such as the notion of role and
all its institutional goals, capabilities and facts. These notions are unified in the combined view and to each agent it is possible to assign different roles depending on the
organization in which the agent is playing. In this way, early and late requirements can
be based both on agents and on roles. Models are acquired as instances of a conceptual
metamodel resting on the concepts presented in the following sections. For more details
on the three conceptual submodels, see Boella et al. [5] and Boella et al. [4].
3.1

Dependency Modeling

Figure 2 shows the components of our model. Our model is a directed labeled graph
whose nodes are instances of the metaclasses of the metamodel, e.g., agents, goals,
facts, and whose arcs are instances of the metaclasses representing relationships between them such as dependency, dynamic dependency, conditional dependency.
Dependence networks [18] represent our first modeling activity consisting in the
identification of the dependencies among agents and among roles. In the early requirements phase, we represent the domain stakeholders using these networks while in the
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late requirements phase, the same kind of approach is followed representing the agents
of the future system involved in the dependence network. Figure 2-(a) shows the graphical representation of the model obtained following this modeling activity, the dependency modeling. The legend describes the agents (depicted as white circles), the roles
(depicted as black circles), the agents assigned to roles (depicted as grey circles), the
agents’/roles’ goals (depicted as white rectangles) and the dependency among agents
(one arrowed line connecting two agents with the addition of a label which represents
the goal on which there is the dependency). The legend considers dependencies among
agents but they can be also among roles or agents assigned to roles.

Fig. 2. Legend of the graphical representation of our model.

3.2

Dynamic Dependence Networks

Dynamic dependence networks have been firstly introduced by Caire et al. [9] and then
treated in Boella et al. [5] in which the existence of a dependency depends on the actions of the agents which can delete it. Here, as shown in Figure 2-(a), we distinguish
“negative” dynamic dependencies where a dependency exists unless it is removed by
a set of agents due to removal of a goal or ability of an agent, and “positive” dynamic
dependencies where a dependency may be added due to the power of a third set of
agents. Dynamic dependency modeling represents our second modeling activity for requirements analysis. A formal definition of dynamic dependence networks is given in
Boella et al. [4].
The legend of Figure 2-(a) describes the sign of the dynamic dependency (depicted
as a black square) and the dynamic dependency among agents (depicted as one arrowed
line connecting two agents with the addition of a label which represents the goal on
which there is the dependency and another arrowed dotted line with the sign’s label
connecting an agent to the arrowed plain line that can be deleted or added by this agent).
Figure 3 presents an example of dynamic dependence network on the Grid.
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Fig. 3. An example of dynamic dependence network.

A coalition can be defined in dependence networks, based on the idea that to be part
of a coalition, every agent has to contribute something and has to get something out of
it. The graphical representation of coalitions is depicted in Figure 2-(b) which describes
coalitions (depicted as sets of agents and dependencies included in a dotted circle) and
vulnerable and potential coalitions (depicted as sets of agents and dependencies in a
circle in which one or more of these dependencies can be added or deleted by another
agent with a labeled dynamic dependency). Definition 1 makes a distinction between
coalitions which are actually formed, vulnerable coalitions which can be destroyed by
the deletion of dynamic dependencies and, potential coalitions, which can be formed
depending on additions and deletions of dynamic dependencies.
Definition 1 (Coalition). Let A be a set of agents and G be a set of goals. A coalition
function is a partial function C : A → 2A × 2G such that {a | C(a, B, G)} = {b |
b ∈ B, C(a, B, G)}, the set of agents profiting from the coalition is the set of agents
contributing to it. Let hA, G, dyndep− , dyndep+ , ≥i be a dynamic dependence network,
and dep the associated static dependencies.
1. A coalition function C is a coalition if ∃a ∈ A, B ⊆ A, G′ ⊆ G such that
C(a, B, G′ ) implies G′ ∈ dep(a, B). Coalitions which cannot be destroyed by
addition or deletion of dependencies by agents in other coalitions.
2. A coalition function C is a vulnerable coalition if it is not a coalition and ∃a ∈
A, D, B ⊆ A, G′ ⊆ G such that C(a, B, G′ ) implies G′ ∈ ∪D dyndep− (a, B, D).
Coalitions which do not need new goals or abilities, but whose existence can be
destroyed by removing dependencies.
3. A coalition function C is a potential coalition if it is not a coalition or a vulnerable coalition and ∃a ∈ A, D, B ⊆ A, G′ ⊆ G such that C(a, B, G′ ) implies
G′ ∈ ∪D (dyndep− (a, B, D) ∪ G′ ∈ dyndep+ (a, B, D)) Coalitions which could
be created or which could evolve if new abilities or goals would be created by
agents of other coalitions on which they dynamically depend.
Figure 3 presents two different coalitions. On the one hand, we have the a real
coalition composed by agents n1 , n2 and n3 . On the other hand, we have a potential
coalition, such as a coalition which could be formed if agent n6 really performs the
dynamic addition, making agent n5 dependent on agent n4 .
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4 Conditional Dependency Modeling
In this section, we answer to the question how to introduce obligations in dependence
networks by defining the conditional dependency modeling. Normative multiagent systems are “sets of agents (human or artificial) whose interactions can fruitfully be regarded as norm-governed; the norms prescribe how the agents ideally should and should
not behave. [...] Importantly, the norms allow for the possibility that actual behavior may
at times deviate from the ideal, i.e., that violations of obligations, or of agents’ rights,
may occur” [10]. The notion of conditional obligation with an associated sanction is the
base of the so called regulative norms. Obligations are defined in terms of goals of the
agent and both the recognition of the violation and the application of the sanctions are
the result of autonomous decisions of the agent.
A well-known problem in the study of deontic logic is the representation of contraryto-duty structures, situations in which there is a primary obligation and what we might
call a secondary obligation, coming into effect when the primary one is violated [16]. A
natural effect coming from contrary-to-duty obligations is that obligations pertaining to
a particular point in time cease to hold after they have been violated since this violation
makes every possible evolution in which the obligation is fulfilled inaccessible. A classical example of contrary-to-duty obligations is given by the so called “gentle murder”
by Forrester [13] which says “do not kill, but if you kill, kill gently”.
The introduction of norms in dependence networks is based on the necessity to
adapt the requirements analysis phases to model norm-based systems. An example of
application of this kind consists in the introduction of obligations in virtual Grid-based
organizations [24] where obligations, as shown in Section 2, are used to enforce the
authorization decisions. On the one hand, in approaches like [24], obligations are considered simply as tasks that have to be fulfilled when an authorization is accepted/denied
while, on the other hand, in approaches like [15], the failure in fulfilling the obligation
incurs a sanction but there is no secondary obligation.
The introduction of obligations brings us to introduce a new kind of goal, the normative one. These goals originate from norms and they represent the obligation itself.
We define a new set of normative concepts, based on Boella et al. [2] model of obligations, and we group them in a new view, called the normative view. The normative
view is composed by a set of norms N and three main functions, oblig, sanct and ctd
representing obligation, sanctions and contrary-to-duty obligations. The UML diagram
of Figure 4 provides a unified vision of the presented concepts of the ontology representing our conceptual metamodel.
Definition 2 (Normative View). Let the agent view hA, F, G, X, goals : A → 2G , skills :
A → 2X , rules1 : 2X → 2G i and the institutional view hRL, IF, RG, X, igoals :
RL → 2RG , iskills : RL → 2X , irules : 2X → 2IF i, the normative view is a tuple
hA, G, RG, N, oblig, sanct, ctdi where:
– A is a set of agents, G is a set of goals, RG is a set of institutional goals;
– N is a set of norms;
1

rules and irules associate sets of (institutional) actions with the sets of (institutional) facts to
which they lead.
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Fig. 4. The UML class diagram specifying the main concepts of the metamodel.

– the function oblig : N × A → 2G∪RG is a function that associates with each norm
and agent, the goals and institutional goals the agent must achieve to fulfill the
norm. Assumption: ∀n ∈ N and a ∈ A, oblig(n, a) ∈ power({a})2 .
– the function sanct : N × A → 2G∪RG is a function that associates with each
norm and agent, the goals and institutional goals that will not be achieved if the
norm is violated by agent a. Assumption: for each B ⊆ A and H ∈ power(B) that
(∪a∈A sanct(n, a)) ∩ H = ∅.
– the function ctd : N ×A → 2G∪RG is a function that associates with each norm and
agent, the goals and institutional goals that will become the new goals the agent
a has to achieve if the norm is violated by a. Assumption:∀n ∈ N and a ∈ A,
ctd(n, a) ∈ power({a}).
We relate norms to goals following a twofold direction. First, we associate with
each norm n a set of goals and institutional goals oblig(n) ⊆ G ∪ RG. Achieving
these normative goals means that the norm n has been fulfilled; not achieving these
goals means that the norm is violated. We assume that every normative goal can be
achieved by the group, i.e., the group has the power to achieve it. Second, we associate
with each norm a set of goals and institutional goals sanct(n) ⊆ G ∪ RG which will
not be achieved if the norm is violated and it represents the sanction associated with
the norm. We assume that the group of agents does not have the power to achieve
these goals. Third, we associate with each norm (primary obligation) another norm
(secondary obligation) represented by a set of goals and institutional goals ctd(n) ⊆
G ∪ RG that have to be fulfilled if the primary obligation is violated.
2

Power relates each agent with the goals it can achieve.
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Our aim is not to present an new theorem that, using norms semantics, checks
whether a given interaction protocol complies with norms. We are more interested in
considering, in the context of requirements analysis, how agents’ behaviour is effected
by norms and in analyzing how to constrain the modeling of coalitions’ evolution thanks
to a normative system. There are two main assumptions in our approach. First of all we
assume that norms can sometimes be violated by agents in order to keep their autonomy.
The violation of norms is handled by means of sanctions and contrary to duty mechanisms. Second, we assume that, from the institutional perspective, the internal state of
the external agents is neither observable nor controllable but the institutional state or
public state of these agents is note since connected to a role and it can be changed by
the other agents.
We define a new modeling activity, called conditional dependency modeling, to support in the early and late requirements analysis the representation of obligations, sanctions and contrary-to-duty obligations. Conditional dependence networks are defined as
follows:
Definition 3 (Conditional Dependence Networks (CDN)).
A conditional dependence network is a tuple hA, G, cdep, odep, sandep, ctddepi where:
– A is a set of agents and G is a set of goals;
G
– cdep : 2A × 2A → 22 is a function that relates with each pair of sets of agents all
the sets of goals on which the first depends on the second.
G
– odep : 2A × 2A → 22 is a function representing a obligation-based dependency
that relates with each pair of sets of agents all the sets of goals on which the first
depends on the second.
G
G
– sandep ⊆ (OBL ⊆ (2A × 2A × 22 )) × (SAN CT ⊆ (2A × 2A × 22 )) is a
function relating obligations to the dependencies which represent their sanctions.
Assumption: SAN CT ∈ cdep and OBL ∈ odep.
G
G
– ctddep ⊆ (OBL1 ⊆ (2A × 2A × 22 )) × (OBL2 ⊆ (2A × 2A × 22 )) is a
function relating obligations to the dependencies which represent their secondary
obligations. Assumption: OBL1 , OBL2 ∈ odep and OBL1 ∩ OBL2 = ∅.

Fig. 5. Legend of the graphical representation of the conditional dependency modeling.
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Figure 5 gives a graphical representation of the conditional dependency modeling.
It describes the obligation-based dependency (depicted as a striped arrowed line), the
obligation-based dependency with the associated sanction expressed as conditional dependency (depicted as a striped arrowed line representing the obligation connected to
a common arrowed line representing the sanction by a striped line) and the obligationbased dependency with the associated secondary obligation (depicted as a striped arrowed line representing the primary obligation connected to another striped arrowed
line representing the secondary obligation by a striped line). The two functions ctddep
and sandep are graphically represented as the striped line connecting the obligation to
the sanction or to the secondary obligation.
Example 1. Considering Grid’s nodes of Figure 3, we can think to add two constraints
under the form of obligations and we build the following conditional dependence network CDN = hA, G, cdep, odep, sandep, ctddepi:
1. Agents A = {n1 , n2 , n3 , n4 , n5 , n6 };
2. Goals G = {g1 , g2 , g3 , g4 , g5 , g6 , g7 , g8 };
3. cdep({n1 }, {n2 }) = {{g1 }}: agent n1 depends on agent n2 to achieve the goal
{g1 }: to save the file comp.log ;
dep({n2 }, {n3 }) = {{g2 }}: agent n2 depends on agent n3 to achieve the goal
{g2 }: to run the file mining.mat ;
dep({n3 }, {n1 }) = {{g5 }}: agent n3 depends on agent n1 to achieve the goal
{g5 }: to save the file satellite.jpg ;
dep({n4 }, {n6 }) = {{g3 }}: agent n4 depends on agent n6 to achieve the goal
{g3 }: to run the file results.mat ;
dep({n6 }, {n5 }) = {{g4 }}: agent n6 depends on agent n5 to achieve the goal
{g4 }: to save the file satellite.mpeg ;
dep({n5 }, {n4 }) = {{g6 }}: agent n5 depends on agent n4 to achieve the goal
{g6 }: to have the authorization to open the file dataJune.mat ;
odep({n2 }, {n1 }) = {{g7 }}: agent n2 is obliged to perform goal {g7 } concerning
agent n1 : to run the file mining.mat with the highest priority;
odep({n4 }, {n5 }) = {{g8 }}: agent n4 is obliged to perform goal {g8 } concerning
agent n5 : to share results of the running of file dataJune.mat with agent n5 ;
odep({n4 }, {n6 }) = {{g8 }}: agent n4 is obliged to perform goal {g8 } concerning
agent n6 : to share results of the running of file dataJune.mat with agent n6 ;
sandep{(({n2 }, {n1 }) = {{g7 }}, ({n1 }, {n2 }) = {{g1 }})};
ctddep{(({n4 }, {n5 }) = {{g8 }}, ({n4 }, {n6 }) = {{g8 }})};
Example 1 is depicted in Figure 6 which shows the network in the step after the
deletion and the insertion of the two dynamic dependencies of Figure 3. In Figure 6,
following the definition of coalition, we have two coalitions composing, e.g., two local
groups of a virtual organization. The first one is composed by nodes n1 , n2 , n3 and
the other one is composed by nodes n4 , n5 and n6 . Since these two subsets of the
virtual organization have to work with a good cohesion then it is possible to insert some
constraints, made clear by obligations. The first obligation consists in giving the highest
priority to, for example, a computation for an agent composing the same local coalition
as you. This first obligation is related to a sanction if it is violated. This link is made
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Fig. 6. Conditional Dependence Network of Example 1.

clear by the function sandep and it represents the deletion of a dependency concerning
a goal of the agent that has to fulfill the obligation. The second obligation, instead, is
related to a secondary obligation and it means that the agent has to share the results of a
computation with a member of its coalition but, if it does not fulfill this obligation then
it has to share these results with another member of its coalition.
Figure 7 shows the graphical representation of how an obligation in a conditional
dependence network can evolve toward the application of a sanction or of a secondary
obligation. In the first case, if the obligation is fulfilled and it is linked to a sanction then
the obligation can be removed and also the connection among the obligation and the
sanction can be removed. The only dependency that remains in the network is the one
related to the sanction that passes from being a conditional dependency to a common
dependency. If the obligation is not fulfilled then it is deleted and the deletion involves
also the conditional dependency representing the sanction. The sanction consists exactly
the deletion of this conditional dependency associated to a goal that the agent would
achieve. In the second case, if the obligation is fulfilled and it is linked to a secondary
obligation then the obligation is deleted and also the secondary obligation is deleted
since there is no reason to already exists. If the obligation, instead, is not fulfilled then
the primary obligation is deleted but the secondary obligation not. Note that in Figure 7
are depicted only the conditional dependencies and the obligational dependencies and
not all the other kinds of possible dependencies present in the network.
Summarizing, we represent obligations, sanctions and contrary-to-duty obligations
as tuples of dependencies related to each other. An obligation is viewed as a particular
kind of dependency and it is related to dependencies due to sanctions and dependencies
due to secondary obligations. In the first case, we have that sanctions are common
dependencies, already existing inside the system that, because of their connection with
the obligation, can be deleted. These obligations can be of different kinds depending
on the involved agents. For example, we can have a primary obligation linked to two
secondary obligations: a first case con involve the same agents, e.g., agent a has to pay
agent b for a service but he does not do the payment thus the secondary obligation is to
pay to agent b an additional cost, and second case can involve a third agent, e.g., agent
a continues to not pay you thus a third agent c is obliged to punish it for example with
the deletion of all the services he has to perform for this agent.
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Fig. 7. The evolution of conditional dependence networks.

4.1

Two case studies: personal norms and transactions.

In the real life, everybody’s life is regulated by personal norms like not kill and not
leave trash on the roads. These norms are referred to every person and it seems that
everyone depends on the others to achieve these goals that can be represented as goals
of the whole society. It is similar to the social delegation cycle: do not do the others
what you do not want them to do to you. In this case, we can represent the dependence
network as a full connected graph since every agent depends on all the other agents,
for example to not be killed. This case study makes explicit the necessity to simplify
the dependence network with the aim to individuate the obligations. The simplification
brought by the representation of obligations is relevant, as can be seen in Figure 8-(a).

Fig. 8. Case studies: personal norms and transactions.
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The second case study consists in transactions. A transaction is an agreement or
communication carried out between separate entities, often involving the exchange of
items of value, such as information, goods, services and money. This is the basic idea
underlying norm emergence. Let us consider the case of two agents a and b, where a is
a buyer and b is a seller. If we consider two goals such as g1: book sent by the seller b to
buyer a and g2: money transferred from the buyer a to the seller b, we have the dependence network depicted in Figure 8-(b). The two agents depend on each other to achieve
their goals, the seller is waiting for its payment and the buyer is waiting for its good.
When introduced, our representation of obligations allows to obtain a simplified version of the network in which each agent depends on itself to not violate the obligation.
The dependence network derived after the norm creation is much more simpler than the
previous one representing however the same concepts. This simplified version can be
used for the requirements analysis phase of the multiagent system allowing to individuate in a simpler way the obligations present inside the system, without the necessity to
analyze all the goal-based dependencies present in the network.
4.2

Coalitions in Conditional Dependence Networks

In this section, we answer to the question: what kind of constraints are set by obligations in conditional dependence networks concerning coalitions. In Section 3, we
presented a definition of coalition based on the structure of dynamic dependence networks. In these dynamic coalitions we deal with conditional goals but there is not the
presence of obligations intended as sets of dependencies linked together by a relation
of the kind obligation-sanction or primary obligation-secondary obligation. Conditional
dependence networks have to be taken into account when a system is described in terms
of coalitions, vulnerable coalitions and potential coalitions since they can change depending on the conditional dependencies set by obligations. A coalition has to consider
sanctions and secondary obligations, according to these constraints:
Definition 4 (Constraints for Coalitions in Conditional Dependence Networks).
Let A be a set of agents and G be a set of goals. A coalition function is a partial
function C ⊆ A × 2A × 2G such that {a | C(a, B, G)} = {b | b ∈ B, C(a, B, G)}, the
set of agents profiting from the coalition is the set of agents contributing to it.
Introducing conditional dependence networks, the following constraints arise:
– ∀(dep1 , dep2 ) ∈ sandep, dep2 ∈
/ C if and only if dep1 ∈
/ C. If the obligation,
associated to the dependency dep1 is not part of the coalition C then also the
sanction dep2 associated to the obligation is not part of the coalition C. If the
obligation, associated to the dependency dep1 is part of the coalition C then also
the sanction dep2 associated to the obligation is part of the coalition C.
– ∀(dep1 , dep2 ) ∈ ctddep, dep2 ∈ C if and only if dep1 ∈
/ C. If the primary obligation, associated to the dependency dep1 is not part of the coalition C then the
secondary obligation dep2 is part of the coalition C. If the primary obligation,
associated to the dependency dep1 is part of the coalition C then the secondary
obligation dep2 is not part of the coalition C.
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Example 2. Let us consider conditional dependence network of Example 1, depicted
in Figure 6. Applying these constraints, we have that if the obligation on goal g7 is
fulfilled then the coalition composed by agents n1 , n2 and n3 already exists since the
dependency associated to the sanction is not deleted. If the obligation on goal g7 is not
fulfilled then the obligation is deleted but also the sanction is deleted and the coalition
does not exist any more. Concerning the second coalition, if the obligation on goal g8
is fulfilled then both the primary and the secondary obligation are removed but if the
primary obligation is not fulfilled then the secondary obligation is part of the coalition
composed by agents n4 , n5 and n6 .

5 Related work
The idea of focusing the activities that precede the specification of software requirements, in order to understand how the intended system will meet organizational goals,
is not new. It has been first proposed in requirements engineering, specifically in Eric
Yu’s work with his i* model [23]. The rationale of the i* model is that by doing an
earlier analysis, one can capture not only the what or the how, but also the why a piece
of software is developed. As stated throughout the paper, the most important inspiration
source for our model is the TROPOS methodology [8] that spans the overall software
development process, from early requirements to implementation. Other approaches to
software engineering are those of KAOS [11], GAIA [22], AAII [14] and MaSE [12]
and AUML [1]. The comparison of these works is summarized in Figure 9.

Fig. 9. Comparison among different software engineering methodologies.

The main difference between these approaches and our one consists in the use at the
same time of the normative multiagent paradigm based on both the notion of institution
and the notion of obligation with its related concepts of contrary-to-duty and sanction
and of graphical modeling language based on dependencies among agents. Moreover,
these approaches do not consider the notion of coalition, as group of actors with a
common set of goals and the possible constraints on their structure.
An example of normative multiagent system introducing obligations has been done
by Boella and van der Torre [6]. Interesting approaches on the application of the notion
of institution to multiagent systems are defined in Sierra et al. [19], Bogdanovych et
al. [7] and Vazquez-Salceda et al. [21].
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6 Conclusions
This paper provides a detailed account of a new requirements analysis model based
on the normative multiagent paradigm, following the TROPOS methodology [8]. The
paper presents and discusses the early and late requirements phases of systems design.
The first part of the paper presents the key concepts of the ontology of our methodology
as shown by the UML diagram of Figure 4. The second part of the paper presents the
graphical representations of the three modeling activities by which our model is composed. These modeling activities are called dependency modeling, dynamic dependency
modeling and conditional dependency modeling. The addition of normative concepts is
a relevant improvement to requirements analysis since it allows, first, to constrain the
construction of the requirements modeling and, second, to represent systems, as for
example Grid-based systems, in which there are explicit obligations regulating the behaviour of the components composing it. Moreover, we model the requirements analysis
phases also in a context in which there is the possible presence of coalitions.
Of course, this model is not intended for any type of software. For system software,
e.g., a compiler, or embedded software, the operating environment of the system-to-be
is an engineering artifact, with no identifiable stakeholders. In such cases, traditional
software development techniques may be most appropriate. However, a large and growing percentage of software operates within open, dynamic organizational environments.
Concerning future work, we are concentrating our efforts on the definition of the
notion of coalitions’ stability in this model. We are interested in representing the coalitions’ evolution process by means of our modeling techniques and in defining more
powerful constraints on coalitions with the aim to maintain, thanks to the application
of norms, coalitions’ stability during this evolution process. In our opinion, this would
be a relevant improvement to the studies concerning coalitions’ stability because of
the application, at the same time, of a social network approach, providing measures and
graph-based methods, and a normative multiagent approach, providing mechanisms like
social laws and norms. Moreover, we aim in addressing an evaluation analysis to specify
the consistency of a system defined by means of our modeling techniques. Finally, we
are improving our conditional dependency modeling by adding also the representation
of prohibitions.
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Introduction
We explain the raison d’être and basic ideas of our game-theoretic approach
to normative multi-agent systems, sketching the central elements with pointers
to other publications for detailed developments. In particular, we address the
following questions:
Motivation. Why do we need a game-theoretic approach to normative multiagent systems?
Objectives. What do we want to achieve with the theory of normative multiagent systems?
Methodology. How do we achieve the objectives?
Results. Which results have been obtained thus far?
Interdisciplinarity. How are various disciplines used in the theory?
We aim to explain our own approach, and we are therefore very brief with
respect to recent related approaches in the area of normative multiagent systems. For these other approaches, see the special issue on normative multiagent
systems in Computational and Mathematical Organization Theory [68], these
DROPS proceedings, the proceedings of the biannual workshops on deontic logic
in computer science (∆EON) and of the COIN workshop series.1
The layout of this paper follows the five questions above, addressing each of
them in a new section.
1

http://www.ia.urjc.es/COIN2007/

Dagstuhl Seminar Proceedings 07122
Normative Multi-agent Systems
http://drops.dagstuhl.de/opus/volltexte/2007/937
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2

1

Boella, van der Torre

Motivation for a new approach to normative systems

In Section 1.1 we explain why we need a theory of norms by arguing that norms
are a special class of constraints deserving special analysis. In Section 1.2 we
define what we mean by a norm, distinguishing among regulative, constitutive
and procedural ones, and in Section 1.3 we explain why a normative system in
multi-agent systems is seen as a mechanism, in particular to obtain desirable
agent behavior or to structure organizations. Finally we explain in Section 1.4
what we mean by game-theoretic scenarios in normative multi-agent systems,
and in Section 1.5 we discuss an important advantage of our game-theoretic
approach, which we call the game-theoretic analysis of normative multi-agent
systems.
1.1

Norms are a class of constraints deserving special analysis

Meyer and Wieringa define normative systems as “systems in the behavior of
which norms play a role and which need normative concepts in order to be
described or specified” [100, preface]. Alchourròn and Bulygin [2] define a normative system inspired by Tarskian deductive systems:
“When a deductive correlation is such that the first sentence of the ordered pair is a case and the second is a solution, it will be called normative. If among the deductive correlations of the set α there is at least one
normative correlation, we shall say that the set α has normative consequences. A system of sentences which has some normative consequences
will be called a normative system.” [2, p.55].
Jones and Carmo [89] introduce agents in the definition of a normative system
by defining it as “sets of agents whose interactions are norm-governed; the norms
prescribe how the agents ideally should and should not behave. [...] Importantly,
the norms allow for the possibility that actual behavior may at times deviate
from the ideal, i.e., that violations of obligations, or of agents’ rights, may occur.”
Since the agents’ control over the norms is not explicit here, we use the following
definition.
A normative multi-agent system is a multi-agent system together with
normative systems in which agents can decide whether to follow the
explicitly represented norms or not, and the normative systems specify
how and in which extent the agents can modify the norms. [68]
Note that this definition makes no presumptions about the internal architecture
of an agent or of the way norms find their expression in agent’s behavior.
Representation of norms Since norms are explicitly represented, according
to our definition of a normative multi-agent system, the question should be
raised how norms are represented. Norms can be interpreted as a special kind
of constraint, and represented depending on the domain in which they occur.
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However, the representation of norms by domain dependent constraints runs
into the question what happens when norms are violated. Not all agents behave
according to the norm, and the system has to deal with it. In other words,
norms are not hard constraints, but soft constraints. For example, the system
may sanction violations or reward good behavior. Thus, the normative system
has to monitor the behavior of agents and enforce the sanctions. Also, when
norms are represented as domain dependent constraints, the question will be
raised how to represent permissive norms, and how they relate to obligations.
Whereas obligations and prohibitions can be represented as constraints, this does
not seem to hold for permissions. For example, how to represent the permission
to access a resource under an access control system? Finally, when norms are
represented as domain dependent constraints, the question can be raised how
norms evolve.
We therefore believe that norms should be represented as a domain independent theory. For example, deontic logic [94,95,96,109,110,117] studies logical
relations among obligations and permissions, and more in particular violations
and contrary-to-duty obligations, permissions and their relation to obligations,
and the dynamics of obligations over time. Therefore, insights from deontic logic
can be used to represent and reason with norms in multi-agent systems. Deontic
logic also offers representations of norms as rules or conditionals. However, there
are several aspects of norms which are not covered by constraints nor by deontic
logic, such as the relation among the cognitive abilities of agents and the global
properties of norms. Meyer and Wieringa explain why normative systems are
intimately related with deontic logic.
“Until recently in specifications of systems in computational environments the distinction between normative behavior (as it should be) and
actual behavior (as it is) has been disregarded: mostly it is not possible
to specify that some system behavior is non-normative (illegal) but nevertheless possible. Often illegal behavior is just ruled out by specification,
although it is very important to be able to specify what should happen if
such illegal but possible behaviors occurs! Deontic logic provides a means
to do just this by using special modal operators that indicate the status
of behavior: that is whether it is legal (normative) or not” [100, preface].
Norms and agents Conte et al. [76] distinguish two distinct sets of problems
in normative multi-agent systems research. On the one hand, they claim that
legal theory and deontic logic supply a theory of norm-governed interaction of
autonomous agents while at the same time lacking a model that integrates the
different social and normative concepts of this theory. On the other hand, they
claim that three other problems are of interest in multi-agent systems research
on norms: how agents can acquire norms, how agents can violate norms, and
how an agent can be autonomous. Agent decision making in normative systems
and the relation between desires and obligations has been studied in agent architectures [72], which thus explain how norms and obligations influence agent
behavior.
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An important question in normative multi-agent systems is where norms
come from. Norms are not necessarily created by legislators, but they can also
be negotiated among agents, or they can emerge spontaneously, making the
agents norm autonomous [112]. In electronic commerce research, for example,
cognitive foundations of social norms and contracts are studied [58]. Protocols
and social mechanisms are now being developed to support such creations of
norms in multi-agent systems. Moreover, agents like legislators playing a role in
the normative system have to be regulated themselves by procedural norms [67],
raising the question how these new kind of norms are related to the other kinds
of norms.
When norms are created, the question can be raised how they are enforced.
For example, when a contract is violated, the violator may have to pay a penalty.
But then there has to be a monitoring and sanctioning system, for example police
agents in an electronic institution. Such protocols or roles in a multi-agent system
are part of the construction of social reality, and Searle [105] has argued that such
social realities are constructed by constitutive norms. This raises the question
how to represent such constitutive or counts-as norms, and how they are related
to regulative norms like obligations and permissions [62].
Norms and other concepts Not only the relation between norms and agents
must be studied, but also the relation between norms and other social and legal concepts. How do norms structure organizations? How do norms coordinate
groups and societies? How about the contract frames in which contracts live?
How about the relation between legal courts? Though in some normative multiagent systems there is only a single normative system, there can also be several
of them, raising the question how normative systems interact. For example, in
a virtual community of resource providers each provider may have its own normative system, which raises the question how one system can authorize access
in another system, or how global policies can be defined to regulate these local
policies [62].
1.2

Kinds of norms

Normative multiagent systems as a research area can be defined as the intersection of normative systems and multi-agent systems [68]. With ‘normative’
we mean ‘conforming to or based on norms’, as in normative behavior or normative judgments. According to the Merriam-Webster Online Dictionary [99],
other meanings of normative not considered here are ‘of, relating to, or determining norms or standards’, as in normative tests, or ‘prescribing norms’, as in
normative rules of ethics or normative grammar. With ‘norm’ we mean ‘a principle of right action binding upon the members of a group and serving to guide,
control, or regulate proper and acceptable behavior’. Other meanings of ‘norm’
given by the Merriam-Webster Online Dictionary but not considered here are ‘an
authoritative standard or model’, ‘an average like a standard, typical pattern,
widespread practice or rule in a group’, and various definitions used in mathematics. Kinds of norms which are usually distinguished are regulative norms
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like obligations, permissions and prohibitions, constitutive norms like counts-as
conditionals, and more, as discussed below.
Regulative norms: obligations, permissions, prohibitions Regulative
norms specify the ideal and varying degrees of sub-ideal behavior of a system
by means of obligations, prohibitions and permissions. Deontic logic [6,118] considers logical relations among obligations and permissions and focuses on the
description of the ideal or optimal situation to achieve, driven by representation problems expressed by the so-called deontic paradoxes, most notoriously
the contrary-to-duty paradoxes, see, for example, [89,110].
Constitutive norms: counts-as conditionals Constitutive norms are based
on the notion that “X counts-as Y in context C” and are used to support regulative norms by introducing institutional facts in the representation of legal
reality.
The notion of counts-as introduced by Searle [105] has been interpreted in
deontic logic in different ways and it seems to refer to different albeit related
phenomena [85]. For example, Jones and Sergot [90] consider counts-as from
the constitutive point of view. According to Jones and Sergot, the fact that A
counts-as B in context C is read as a statement to the effect that A represents
conditions for guaranteeing the applicability of particular classificatory categories. The counts-as guarantees the soundness of that inference, and enables
“new” classifications which would otherwise not hold.
An alternative view of the counts-as relation is proposed by Grossi et al. [84]:
according to the classificatory perspective A counts-as B in context C is interpreted as: A is classified as B in context C. In other words, the occurrence of
A is a sufficient condition, in context C, for the occurrence of B. Via counts-as
statements, normative systems can establish the ontology they use in order to
distribute obligations, rights, prohibitions, permissions, etc. See [54] for a discussion on the relation between count-as conditionals, classification and context.
In [42,52,58] we propose a different view of counts-as which focuses on the
fact that counts-as often provides an abstraction mechanism in terms of institutional facts, allowing the regulative rules to refer to legal notions which abstract
from details. Counts-as conditionals can be used to define other concepts, such
as role-based Rights in Artificial Social Systems [50]. In [51,60] we study the
relation between obligations, permissions and constitutive norms using a logical
architecture.
Procedural norms The distinction between substantive and procedural norms
is well known in legal theory [98]. Substantive norms define the legal relationships
of people with other people and the state in terms of regulative and constitutive
norms, where regulative norms are obligations, prohibitions and permissions,
and constitutive norms state what counts as institutional facts in a normative
system. Procedural norms are instrumental norms, addressed to agents playing
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roles in the normative system, which aim at achieving the social order specified
in terms of substantive norms. Procedural law encompasses legal rules governing the process for settlement of disputes (criminal and civil). Procedural and
substantive law are complementary. Procedural law brings substantive law to
life and enables rights and duties to be enforced and defended. For example,
procedural norms explain how a trial should be carried out and which are the
duties, rights and powers of judges, lawyers and defendants.
The role that agents have in enforcing the social order the normative system
aims to by creating norms has been recognized in normative multi-agent systems
[58,62], and agents are considered which are in charge of sanctioning violations
on behalf of the normative system [33,39]. Moreover, obligations are associated
with procedural norms which are instrumental - to use Hart [86]’s terminology to distribute the tasks to agents like judges and policemen, who have to decide
whether and how to fulfill them.
In [55,67] we introduce a logical framework for substantive and procedural
norms, and we use it to study the relation between these two kinds of norms
and to answer the following three questions. First, how are regulative and constitutive norms related in a normative system with substantive and procedural
norms? Second, by which mechanism are procedural norms created to motivate
agents to recognize violations, apply sanctions, or to recognize institutional facts?
Third, how can the formal framework be used to model various applications of
normative multi-agent systems, where only some of them may need procedural
norms?
1.3

Normative system as a mechanism

In this section we discuss why there are norms in social systems like multi-agent
systems. We have distinguished various kinds of norms, such as obligations or
counts-as conditionals, but this does not explain their existence. We assume that
a norm is a mechanism to obtain desired multi-agent system behavior. In other
words, it is an incentive, which brings us directly into the study of incentives,
called economics.
Norms as a mechanism to obtain desirable agent behavior Norms have
for long been considered as one of the possible incentives to motivate agents.
Consider the economist Levitt [92, p.18-20], discussing an example of Gneezy
and Rustichini [81].
Imagine for a moment that you are the manager of a day-care center.
You have a clearly stated policy that children are supposed to be picked
up by 4 p.m. But very often parents are late. The result: at day’s end,
you have some anxious children and at least a teacher must wait around
for the parents to arrive. What to do?
A pair of economists who heard of this dilemma – it turned out to be
a rather common one – offered a solution: fine the tardy parents. Why,
after all, should the day-care center take care of these kids for free?
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The economists decided to test their solution by conducting a study of
ten day-care centers in Haifa, Israel. The study lasted twenty weeks, but
the fine was not introduced immediately. For the first four weeks, the
economists simply kept track of the number of participants who came
late; there were, on average, eight pickups per week per day-center. In
the fifth week, the fine was enacted. It was announced that any parent
arriving more than ten minutes late would pay $3 per child for each
incident. The fee would be added to the parents’ monthly bill, which
was roughly $380.
After the fine was enacted, the number of late pickups promptly went
. . . up. Before long there were twenty late pickups per week, more than
double the original average. The incentive had plainly backfired.
Economics is, at root, the study of incentives: how people get what they
want, or need, especially when other people want or need the same thing.
Economists love incentives. They love to dream them up and enact them,
study them and tinker with them. The typical economist believes the
world has not yet invented a problem that he cannot fix if given a free
hand to design the proper incentive scheme. His solution may not always
be pretty–but the original problem, rest assured, will be fixed. An incentive is a bullet, a lever, a key: an often tiny object with astonishing
power to change a situation.
...
There are three basic flavors of incentive: economic, social, and moral.
Very often a single incentive scheme will include all three varieties. Think
about the anti-smoking campaign of recent years. The addition of $3-perpack “sin tax” is a strong economic incentive against buying cigarettes.
The banning of cigarettes in restaurants and bars is a powerful social
incentive. And when the U.S. government asserts that terrorists raise
money by selling black-market cigarettes, that acts as a rather jarring
moral incentive.
The daycare example illustrates that norms can be used as a mechanism
to obtain desirable behavior of a multiagent system, because it is used as one
of the incentives. It suggests also that the main tools to study incentives in
economics, classical decision and game theory, may be useful tools to study the
role of normative incentives too. Note that the daycare example illustrates also
that economic theory is concerned with normative reasoning too, and that an
analysis of incentives should not naively restrict itself to economic incentives,
because it should also take norms into account.
The fact that norms can be used as an mechanism to obtain desirable system
behavior, i.e. that norms can be used as incentives for agents, implies that in some
circumstances economic incentives are not sufficient to obtain such behavior. For
example, in a widely discussed example of the so-called centipede game, there
is a pile of thousand pennies, and two agents can in turn either take one or two
pennies. If an agent takes one then the other agent takes turn, if it takes two then
the game ends. A backward induction argument implies that it is rational only
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to take two at the first turn. Norms and trust have been discussed to analyze
this behavior, see [87] for a discussion.

Norms as a mechanism to organize systems To manage properly complex
systems like multiagent systems, it is necessary that they have a modular design.
While in traditional software systems, modularity is addressed via the notions
of class and object, in multiagent systems the notion of organization is borrowed
from the ontology of social systems. Organizing a multiagent system allows to
decompose it and defining different levels of abstraction when designing it.
According to Zambonelli et al. [119] “a multiagent system can be conceived
in terms of an organized society of individuals in which each agent plays specific roles and interacts with other agents”. At the same time, they claim that
“an organization is more than simply a collection of roles (as most methodologies assume) [...] further organization-oriented abstractions need to be devised
and placed in the context of a methodology [...] As soon as the complexity increases, modularity and encapsulation principles suggest dividing the system
into different suborganizations”. According to Jennings [88], however, most current approaches “possess insufficient mechanisms for dealing with organisational
structure”. Moreover, what is the semantic principle which allows decomposing
organizations into suborganizations must be still made precise. Organizations are
modelled as collections of agents, gathered in groups [78], playing roles [88,97]
or regulated by organizational rules [119].
Norms are another answer to the question of how to model organizations as
first class citizens in multiagent systems. Norms are not usually addressed to individual agents, but rather they are addressed to roles played by agents [65]. In
this way, norms from a mechanism to obtain the behavior of agents, also become
a mechanism to create the organizational structure of multiagent systems. The
aim of an organizational structure is to coordinate the behavior of agents so to
perform complex tasks which cannot be done by individual agents. In organizing a system all types of norms are necessary, in particular, constitutive norms,
which are used to assign powers to agents playing roles inside the organization.
Such powers allow to give commands to other agents, make formal communications and to restructure the organization itself, for example, by managing the
assignment of agents to roles.
Moreover, normative systems allow to model also the structure of an organization and not only the interdependences among the agents of an organization.
Consider a simple example from organizational theory in Economics: an enterprise which is composed by a direction area and a production area. The direction
area is composed by the CEO and the board. The board is composed by a set
of administrators. The production area is composed by two production units;
each production unit by a set of workers. The direction area, the board, the
production area and the production units are functional areas. In particular, the
direction area and the production areas belong to the organization, the board
to the direction area, etc. The CEO, the administrators and the members of
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the production units are roles, each one belonging to a functional area, e.g., the
CEO is part of the direction area.
This recursive decomposition terminates with roles: roles, unlike organizations and functional areas, are not composed by further social entities. Rather,
roles are played by other agents, real agents (human or software) who have to
act as expected by their role.
Each of these elements can be seen as an institution in a normative system,
where legal institutions are defined by Ruiter [104] as “systems of [regulative and
constitutive] rules that provide frameworks for social action within larger rulegoverned settings”. They are “relatively independent institutional legal orders
within the comprehensive legal orders”.
1.4

Game-theoretic scenarios of normative multiagent systems

In this section we explain our game-theoretic foundations for norms [59].
Interactions among agents in a normative multiagent system Many
examples are given in the literature on the interaction among agents using regulative norms. For example, consider the following simple scenario due to Ron
Lee of the access to a photo copier [91]:
1.
2.
3.
4.
5.

A tells B to permit C to do use photocopier
B permits C to do use photocopier
C cannot do use copier, since door is closed
A complains to B about C not able to use it
B tells A that he permitted C, as requested

The standard analysis of this example includes the idea that C has the right to
use the photocopies in the sense that he is entitled to use it, and B is therefore
obliged to open the door. Moreover, as the photocopier has an access code, then
B has to tell the code to C (even though C would be able to use the copier if
he where to guess the code, which is the point where knowledge gets into this
scenario). There are many variants of this example due to Sergot and colleagues,
such as borrowing books in the library regulations formalized, parking cars in the
parking lot in the parking regulations, and so on. Typically, many more agents
are involved in these real world examples than just A, B and C. In multiagent
systems, similar scenarios can be found in access control systems, for example
to access a web service.
A similar example is often discussed where permission is replaced by obligation (where A like to transmit its will to influence the behavior of C via B):
1.
2.
3.
4.
5.

A tells B to oblige C to do copies of a paper.
B obliges C to do copies of a paper
C does not do copies of a paper
A complains to B about C not doing copies of a paper
B tells A that he obliged C, as requested
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Contracts are based on norms and occur in strategic interaction scenarios
found in e-commerce, as studied by Tan and colleagues [83]. In an escrow service or a bill of lading typically several buyers, sellers, transporters, financial
institutions and other agents are involved, which regulate their interactions via
complex contracts. Here norms are used to give agents the power to achieve
things.
When more agents are involved, their social interactions may give rise to the
emergence of norms. For example, in case there is no trust there is no deal due
to lack of equilibrium. If there is a joint goal based on agent desires then the
agents can propose or negotiate norms leading to a new equilibrium, in which
they accept the norms.
In most human social systems it takes a long time to emerge, but in computer
systems they can be created much more quickly. For example, consider a peer
to peer ad hoc network used for incident management. In case of an incident
such as fire in a tunnel, cars, police, firemen, hospitals and so on have to be
coordinated.
Another source for social interaction scenarios can be found in the popular reality games such as second life, where we expect many applications of normative
multiagent systems.
Complexity and abstraction All these examples of interaction scenarios show
highly complex and dynamic systems, and the question is how we can model the
examples - whether it is to develop multi-agent systems in agent based software
engineering, or to analyze the multi-agent system in agent theory. There are two
main approaches to reduce the complexity.
First, the usual approach to reduce the complexity is to describe agents
using a simple and uniform formalization. For example, classical game theory
describes all agents by utility function and probability distribution, together
with the decision rule to maximize expected utility, and alternative agent models
developed in artificial intelligence and cognitive science are based on models such
as belief-intention-desire (BDI) model.
Second, an alternative approach to reduce the complexity is to restrict the
number of agents which are considered in the interaction. Here the multi-agent
structure of normative systems can be used. For example, legal systems are based
on the Trias Politica [39]. From the perspective of a normative system, there are
two kinds of agents. First, the agents who are subject to the norms, and the
agents who play a role in the system to make it function. This generates to
the distinction between substantive norms used to regulate agents subject to
the system, and procedural norms used to regulate agents playing a role in the
system.
Normative system as a level of abstraction One way we can simplify interaction in a normative multiagent system is to abstract away the agents playing
a role in the normative system, and keeping the normative system as an entity
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interacting with the agents subject to it. The agents playing a role in the system empower the normative system, and the normative system delegates again
some of its powers to these agents; this is known as mutual empowerment. This
level of abstraction is most clear in organizational theory, where an organization
can be seen as a normative multiagent system as well as a legal entity. One can
use the agent metaphor for such abstracted normative systems, for example by
attributing mental attitudes to normative systems [32].
The sociologist Goffman sees norms as producing a form of strategic interaction between the agent and the normative system. In a normative system, the
“enforcement power is taken from mother nature and invested in a social office
specialized for this purpose, namely a body of officials empowered to make final judgements and to institute payments” [82, p.115]. Such a game is unusual
since “the judges and their actions will not be fully fixed in the environment,
many unnatural things are possible. [...] the payment for a player’s move ceases
to be automatic but is decided on and made by the judges where everything is
over” [82, p.115]. “Strategic interaction” here means the, according to Goffman
unavoidable, taking into consideration of the other agents’ actions.
“When an agent considers which course of action to follow, before he
takes a decision, he depicts in his mind the consequences of his action
for the other involved agents, their likely reaction, and the influence of
this reaction on his own welfare” [82, p. 12].
At this level of abstraction, the simplest game which can be played is an agent
deliberating about an action, and the normative system reacting to it. Since the
goal of the agent is typically to violate the norms without being sanctioned, we
call this kind of interaction a violation game, and we represent it by A:N. Other
kinds of interactions at this abstraction level are extensions of violation games.
consider for example a (legislator in a) normative system deliberating which
norm to create. He can introduce a norm, then an agent will play a violation
game. The goal of the normative system is that the agent is motivated such that
the norm is not violated. We call it a norm creation game, and we abstractly
represent it by N:A:N. Also more complex interactions among agents can be
modelled in this way, for example involving control hierarchies such as defender
agents, various kinds of authorities like norm source hierarchies, and so on.
1.5

The game-theoretic analysis of norms

Norms should satisfy various properties to be effective as a mechanism to obtain
desirable behavior. For example, the system should not sanction without reason,
as for example Caligula or Nero did in the ancient Roman times, otherwise the
norms would loose their force to motivate agents. Moreover, sanctions should
not be too low, as in the daycare example, but they also should not be too high,
as shown by the argument of Beccaria [14] on death penalty. Otherwise, once a
norm is violated, there is no way to prevent further norm violations. In [59] we
list the following requirements for such an analysis.
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The first requirement is that norms influence the behavior of agents. However,
they only have to do so under normal or typical circumstances. For example, if
other agents are not obeying the norm, then we cannot expect an agent to do so.
This norm acceptance has been studied by [76], and in a game-theoretic setting
for social laws by [108].
The second requirement is that even if a norm is accepted in the sense that
the other agents obey the norm, an agent should be able to violate the norms. A
normative multi-agent system is a “set of agents [...] whose interactions can be
regarded as norm-governed; the norms prescribe how the agents ideally should
and should not behave. [...] Importantly, the norms allow for the possibility
that actual behavior may at times deviate from the ideal, i.e., that violations of
obligations, or of agents’ rights, may occur” [89]. In other words, the norms of
global policies must be represented as soft constraints, which are used in detective
control systems where violations can be detected, instead of hard constraints
restricted to preventative control systems in which violations are impossible.
The typical example of the former is that you can enter a train without a ticket,
but you may be checked and sanctioned, and an example of the latter is that
you cannot enter a metro station without a ticket. Moreover, detective control is
the result of actions of agents and therefore subject to errors and influenceable
by actions of other agents. Therefore, it may be the case that violations are not
often enough detected, that law enforcement is lazy or can be bribed, there are
conflicting obligations in the normative system, that agents are able to block
the sanction, block the prosecution, update the normative system, etc. A gametheoretic analysis can be used to study these issues of fraud and deception.
The third requirement is that norms should apply to a variety of agent types,
since agents can be motivated in various ways, as the daycare example illustrates.
We assume that a norm is a mechanism to obtain desired multi-agent system
behavior, and must therefore under normal or typical circumstances be fulfilled
for a range of agent types. Castelfranchi argues that sanctions are only one
of the means which motivate agents to respect obligations, besides “pro-active
actions, prevention from deviation and reinforcement of correct behavior, and
then also ‘positive sanctions’, social approval” [74]. Castelfranchi [74] argues that
an agent should fulfill an obligation because it is an obligation, not because there
is a sanction associated with it.
“True norms are aimed in fact at the internal control by the addressee
itself as a cognitive deliberative agent, able to understand a norm as
such and adopt it. [...] The use of external control and sanction is only
a sub-ideal situation and obligation.” [74]
We therefore use the distinction between violations and sanctions to distinguish
between the agent’s interpretation of the obligation, and its personal characteristics or agent type. The agent types are inspired by the use of agent types
in the goal generation components of Broersen et al.’s BOID architecture [73].
Roughly, we distinguish among norm internalizing agents, respectful agents that
attempt to evade norm violations and that are motivated by what counts and
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does not count as a violation, and selfish agents that obey norms only due to
the associated sanctions, i.e. that are motivated by sanctions only. An obligation
without a sanction should be fulfilled, as Castelfranchi argues. But if fulfilling
the obligations has a cost then it is only fulfilled by respectful agents, not by
selfish agents, unless some incentives are provided or the agents dislike some social consequences of the violations. A respectful agent fulfills its obligations due
to the existence of the obligation, whereas a selfish agent fulfills its obligations
due to fear of consequences.
Respectful agents: agents that base their decisions solely on whether their
behavior respects the goals of the normative agents. They put their duties
before their own goals and desires: they maximize the fulfilment of obligations regardless to what happens to its own goals; even if the agent n did
not sanction them, the agent a would prefer to respect the obligation. We
say that respectful agents adopt the goal of the normative agent as their
preference.
Selfish agents: agents that base their decisions solely on the consequences of
their actions. If the obligation is respected, it is because agent a predicts that
the situation resulting from the fulfillment is preferred according to its own
goals and desires only: e.g., if it does not share its files, it knows that it can
be sanctioned, a situation it does not desire or want. But it is possible also
that there are not only material reasons, that is, not only for the damage
caused by the sanction. Nothing prevents that the content of the norm is
already a goal of the agent; moreover, agent a could have the desire not to
be considered a violator, or it knows that being considered a violator gives it
a bad reputation, so that it would not be trusted by other agent. However,
to stick to the obligation, the goal of not being a violator or of not being
sanctioned must be preferred by the agent to the desire or goal not to respect
the obligation (obligations usually have a cost): a weak sanction, as it often
happens, does not enforce the respect of a norm (e.g., the sanction is that
the access to a website is forbidden, but the agent has already downloaded
what it wanted).
To distinguish these cases, we distinguish between the decision to count behavior
as a violation, and to sanction it.
Of course, most agents are mixed types of agents between these two extremes.
Sometimes an agent is respectful and in other cases it is selfish. Balancing these
two extremes is an important part of the agent’s deliberation. The adoption
of the obligation as a goal can be considered as an additional factor when the
different alternatives are weighed according to its own goals and desires: so that
the newly added motivations can affect the decision of agent a and move it
towards an obligation-abiding behavior besides its own attitude towards that
goal and the possible consequences of its alternative decisions. However, if a
norm is effective in each case of the agent types, it is also effective for mixed
agents. therefore we can restrict ourselves to the extreme agent types in a gametheoretical analysis.
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Given possible conditions for a norm, the fourth requirement is that norms
are as weak as possible, in the sense that the norms should not apply in cases
where this is undesired, and that sanctions should not be too severe. The latter
is motivated by a classical economic argument due to Beccaria, which says that if
sanctions are too high, they can no longer be used in cases where agents already
have violated a norm. Sanctions should be high enough to motivate selfish agents,
but they should not be too high.
Designing norms satisfying these requirements is an area of game theory
called mechanism design. In, amongst others, [59] we provide the following informal definition of obligation, extending Boella and Lesmo [26]’s proposal. According to legal studies what distinguishes norms from mere power to damage
an agent is that sanctions are possible only in case of violations and which situations can be considered as violations is defined by the law: “nullum crimen,
nulla poena sine lege”. In our definition a norm specifies what will be considered
as a violation by the normative agent (item 2) and that the normative agent will
sanction only in case of violations (item 3). In this paper, we consider the set
of norms as given. Given a set of norms N , agent a is obliged by the normative
agent n to do x with sanction s, iff there is a norm n of N such that:
– The content x of the obligation is a desire and goal of n and agent n wants
that agent a adopts this as its decision since it considers agent a as responsible for x.
– agent n has the desire and the goal that, if the obligation is not respected by
agent a, a prosecution process is started to determine if the situation “counts
as” a violation of the obligation and that, if a violation is recognized, agent
a is sanctioned.
– Both agent a and agent n do not desire the sanction: for agent a the sanction
is an incentive to respect the obligation, while agent n has no immediate
advantage from sanctioning.
This definition is extended in various papers in a number of ways. For example, goals and desires are formalized as conditional rules, because norms and
obligations are typically represented by conditional rules.

2

Objectives

In this section we discuss the four objectives of our work on game-theoretical
approach to normative multiagent systems.
2.1

A representation of a normative multiagent systems that
combines the three existing representations of normative
multiagent systems

There are many approaches to conceptualizing and developing normative multiagent systems. The most popular class of approaches starts from logical relations
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among obligations (and sometimes permissions) in a deontic logic, and then extends the formalism with agent concepts like actions and time. Since the norms
in normative multiagent systems are typically represented explicitly, we may say
that these approaches start from the representation of norms. We call it the
deontic logic approach. Drawback of this approach is that there is no guideline
to tell how norms affect behavior.
The second class of approaches in normative multiagent systems starts from
the use of norms in agent decision making and interaction. In other words, given a
set of norms, how do the agents behave? We call it the normative agent architecture approach. This more dynamic approach, focussing on behavior rather than
normative system structure, has the drawback that it does not give a guideline
how the normative system changes over time due to behavior of agents.
The third class of approaches in normative multiagent systems takes the
strategic interaction among agents and (representatives of) the normative system
as a starting point. We call it the game-theoretic approach. An example is the
distinction between controllable and uncontrollable agents in the Tennenholtz
and Brafman’s model. A drawback of their quantitative model is that it is not
easily combined with the other two approaches, such that explicit representation
of norms and normative decision making remains a problem.
Our first objective is to build a game theoretic model of normative multiagent
systems that extends both the deontic logic and the normative decision making
approach. We therefore refer to Goffman’s notion of strategic interaction rather
than the dominant economic equilibrium analysis. Particular challenges are:
KR-ASS Combining the qualitative formalisms used in knowledge representation and the quantitative ones used in artificial social systems,
AA-ASS Combining the micro representation of agent architectures with the
macro representations in social theories (the micro-macro dichotomy)
KR-AA The use of logic in knowledge representation and the use of architecture
in agent theory.
Typically there are several ways to align two theories in a common framework.
For example, for the latter problem, we may develop logical representations of
agents [73], or we may develop an architecture for a normative system [60].
2.2

A logical framework for qualitative risk analysis, building on
ideas in security and risk management

Risk analysis goes beyond traditional security by not only stating what is forbidden, but also accepting that things go wrong sometimes, and how to deal with
them. Therefore, risk analysis not only needs constraints like security, but also
contrary-to-duty or more generally normative reasoning.
Traditional risk analysis is quantitative and based on statistics. However, it
does not take the organizational structure, legal consequences and so on into
account. If we model a system, we may also take a more qualitative approach.
What we have to do to analyze risk is to build normative systems and agent
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models, and combine them. This is precisely what we do in our normative multiagent systems. Thus, we replace classical statistical risk analysis by our game
theoretic analysis.
This thus explains why contrary-to-duty reasoning is essential for risk management, but there is much more to risk management than contrary-to-duty reasoning. In particular, given that agents can violate norms and can be sanctioned,
will agents violate the norms? Moreover, in such cases, will they be sanctioned?
2.3

A classification of situations in which one needs which elements
of normative systems as a social mechanism

In Section 1.2 we discussed various kinds of norms such as obligations, permissions, counts-as conditionals, and procedural norms. Moreover, there are social
laws, conventions, rights, entitlements, legal institutions, and many more related
concepts. Each of these concepts may be considered as another kind of mechanism. At this moment there is no consensus when we need these mechanisms,
and when we can use a simpler normative multiagent systems. Thus far only
two kinds of arguments: obligations are needed when there is contrary-to-duty
reasoning [89], and permissions are needed for multiple authorities [2].
2.4

Examples and classification which kind of normative multiagent
systems are to be used for which kind of applications in
computer science

Many new technologies use essentially the same kind of normative multiagent
system as older ones, but each application domain tends to reinvent its own
normative system, typically in a very naive way. For example, consider the use
of rollback and compensation in web technology, which may be seen as preventative and detective control systems. We therefore aim to illustrate each kind of
normative multiagent system by a typical example, such as fraud and deception,
electronic commerce, secure knowledge management, and so on.
2.5

Scope of the objectives

We consider the organizational structures with its explicit roles as an orthogonal issue to the game-theoretic approach to normative multi-agent systems. In
other words, we can study normative multi-agent systems without making these
aspects explicit. We discuss some of our results in this area in Section 4.6.
We do not discuss the design or implementation of normative multiagent
systems, though we believe that our programming language powerJava may be
used to implement normative multiagent systems.
Though norms are used to control the emergent behavior in MAS, and evolutionary game theory is a useful tool to study this emergence, we do not address
this issue.
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Methodology

In our approach we use input/output logic for deontic logic, BOID architecture
for the agent architecture, and both game theory and recursive modeling for
artificial social systems.
3.1

Input/output logic

Input/output logic takes its origin in the study of conditional norms. These may
express desired features of a situation, obligations under some legal, moral or
practical code, goals, contingency plans, advice, etc. Typically they may be expressed in terms like: In such-and-such a situation, so-and-so should be the case,
or . . . should be brought about, or . . . should be worked towards, or . . . should be
followed – these locutions corresponding roughly to the kinds of norm mentioned.
3.2

BOID Architecture

The BOID architecture [73] is an extension of the BDI architecture with obligations (O). Each mental attitude is represented by a component in the architecture, whose behavior is described by input/output logic. Moreover, qualitative
decision theories have been developed which extend this rule based formalism
with the decision rule to achieve goals and to evade goal violations.
In the BOID architecture there is no set of norms and norm descriptions, but
instead the agent description is adapted such that obligations (O) are added to
the mental states of agents. This can be interpreted as a kind of internalization of
the normative system by the agents, or as an abstraction which abstracts away
the normative system. This is the dominant approach in deontic logic [100],
in which typically one abstracts away from the norms to study logical relations
between obligations (though for criticism and alternative approaches see [1,116]).
Alternatively, in approaches based on the so-called Anderson reduction [4,5],
which defines obligation of p as the necessity that the absence of p leads to a
violation, O(p) = 2(¬p → V ), obligations are defined in terms of violability
and the state of the world. In the variant proposed by Meyer [101], who defines
obligation of action α as ‘the absence of α leads to a violation state, or O(α) =
[α]V , obligation is defined in terms of the agent’s behavior.
3.3

Tennenholtz’ classical game-theoretic approach to artificial
social systems

We first consider the so-called partially controlled multi-agent system (PCMAS)
approach of Brafman and Tennenholtz [70], one of the classical game-theoretical
studies of social laws in so-called artificial social systems developed by Tennenholtz and colleagues, because incentives like sanctions and rewards play a central
role in this theory. So-called controllable agents – agents controlled by the system programmer – enforce social behavior by punishing and rewarding agents,
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and thus can be seen as representatives of the normative system. For example,
consider an iterative prisoner dilemma. A controlled agent can be programmed
such that it defects when it happens to encounter an agent which has defected
in a previous round.
The PCMAS model thus distinguishes between two kinds of agent interaction in the game theory, namely between two normal (so-called uncontrollable)
agents, and between a normal and a controllable agent. We show in this paper
that this makes it a very useful model to give game-theoretic foundations to
norms. Whereas classical game theory is only concerned with interaction among
normal agents, it is the interaction among normal and controllable agents which
we use in our game theoretic foundations.
The PCMAS approach not only clarifies the design of punishments, but it
also illustrates the iterative and multi-agent character of social laws. However,
there are also drawbacks of the model, such that it cannot be used to give
a completely satisfactory game-theoretic foundation for norms. We would like
to express that a norm can be used for various kinds of agents, such as norm
internalizing agents, respectful agents that attempt to evade norm violations, and
selfish agents that obey norms only due to the associated sanctions. Therefore,
as classical game theory is too abstract to satisfactorily distinguish among agent
types, we consider also cognitive agents and qualitative game theory.
Several game-theoretic studies on social laws have been made by Tennenholtz and colleagues, for example based on off-line design of social laws [106],
the emergence of conventions [107], and the stability of social laws [108]. The approach of Brafman and Tennenholtz [70] distinguishes between controllable and
uncontrollable agents, analogous to the distinction between controllable and uncontrollable events in discrete event systems.
Controllable agents are agents controlled by the system programmer to enforce social behavior by punishing and rewarding agents. The game-theoretic
model is the most common model for representing emergent behavior in a population. A single game consists of the usual payoff matrix. For example, the
prisoner’s dilemma is a two person game where each agent can either cooperate
or defect.
Definition 1. A k-person game g is defined by a k-dimensional matrix M of
size n1 × . . . × nk , where nm is the number of possible actions (or strategies) of
the m’th agent. The entries of M are vectors of length k of real numbers, called
pay-off vectors. A joint strategy in M is a tuple (i1 , i2 , . . . , ik ), where for each
i ≤ j ≤ k, it is the case that 1 ≤ ij ≤ nj .
An iterative game consists of a sequence of single games.
Definition 2. A n-k-g iterative game consists of a set of n agents and a given k
person game g. The game is played repetitively an unbounded number of times.
At each iteration, a random k-tuple of agents play an instance of the game, where
the members of this k-tuple are selected with uniform distribution from the set
of agents.
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Efficiency is a global criterion for judging the “goodness” of outcomes from
the system’s perspective, unlike single payoffs which describe a single agent’s
perspective.
Definition 3. A joint strategy of a game g is called efficient if the sum of the
players pay-offs is maximal.
New in the Brafman-Tennenholtz model are the notions of punishment and
reward w.r.t. some joint strategy s, measuring the gain (benefit) or loss (punishment) of an agent if we can somehow change the joint behavior of the agents
from a chosen efficient solution s to s0 .
Definition 4. Let s be a fixed joint strategy for a given game g, with pay-off
pi (s) for player i; in an instance of g in which a joint strategy s0 was played, if
pi (s) ≥ pi (s0 ) we say that i’s punishment w.r.t. s is pi (s) − pi (s0 ), and otherwise
we say that its benefit w.r.t. s is pi (s0 ) − pi (s).
Agents may need to be constrained to behave in a way that is locally suboptimal such that the multi-agent system is as efficient as possible. Brafman
and Tennenholtz call such a constraint a social law. Then they informally define
controlled agents:
“Agents not conforming to the social law are referred to as malicious
agents. In order to prevent the temptation to exploit the social law, we
introduce a number of punishing agents, designed by the initial designer,
that will play ‘irrationally’ if they detect behavior not conforming to the
social law, attempting to minimize the payoff of malicious agents. The
knowledge that future participants have of the punishment policy would
deter deviations and eliminate the need for carrying it out. Hence, the
punishing behavior is used as a threat aimed at deterring other agents
from violating the social law. This threat is (part of) the control strategy
adopted by the controllable agents in order to influence the behavior of
the uncontrollable agents. Notice that this control strategy relies on the
structural assumption that uncontrollable agents are expected utility
maximizers.”
They consider the design of punishments, and show, for example, necessary
and sufficient conditions for the existence of a punishing strategy.
We believe that PCMAS can be used to give game-theoretic foundations to
norms, though Brafman and Tennenholtz do not use or consider the terminology
of normative systems or deontic logic. The model fulfills our two requirements
by explaining several aspects of norms, such as the fact that they can be used
iteratively, that sanctions are associated to it, and that they can be applied to
various kinds of agents.
In particular, a useful property of the PCMAS model is that it uses the
game-theoretic machinery to study not only interaction among normal agents,
but also interaction among the controlled agents and the normal agents. Since
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the controlled agents are representatives of the normative system, this means
that the game-theoretic machinery is used to study the interaction among the
normative system and the agents.
However, the emphasis on modeling uncontrollable agents as utility maximizers implies that they only obey the norm because they are afraid of the sanction.
Thus the model does not fulfill the third requirement because it seems to exclude the possibility that an agent obeys the norm simply due to its existence.
In social theory, for example, agents have been studied which internalize norms
in the sense that they incorporate norms as their own goal, or respectful agents
trying to obey the norms without internalizing them.
Maybe the game-theoretic machinery can be extended to take such social
agents into account. For example, a norm internalizing agent may be defined as
an uncontrollable agent which simply copies the utility function of a punishing
agent, and a respectful agent which avoids sanctions even when the number of
punishing agents is too low, for example by assuming the number of punishing
agents is much higher than it is in reality. They may for example be ashamed to
be caught while driving without a train ticket.
However, such a solution does not seem very satisfactory. For the norm internalizing agents, they not only obey the norm but they also start to act as
policemen, which seems to go to far. Moreover, even when punishment is low
or absent, a respectful agent may obey the norm (as in the daycare example).
There seem to be several alternative ways to define respectful agents, but they
seem to have their own drawbacks.
Moreover, there are also some more technical problems. For PCMAS to give
game-theoretic foundations to norms, we first have to define the syntax of a norm.
Typically norms are expressed as modal sentences expressing that p is obliged,
O(p) in a deontic logic, or p is permitted, P (p). Since in the PCMAS setting we
have actions or strategies only, we define Oi (α, p) for agent i is obliged to do
action α, otherwise he is sanctioned with punishment p. Since a punishment p
is defined as pi (s) − pi (s0 ), the first problem is how to define the chosen efficient
solution s0 . It is implicit in the condition that in the situation in which no norm is
violated, no agent is punished (the Nero/Caligula example of the introduction).
Finally, whether an obligation Oi (α, p) holds in PCMAS or not cannot be
seen from the game’s definition, but only from the behavior of the controlled
agents. In other words, it can only be derived from the design of punishments
not explicit in the game theory.
3.4

Recursive modeling

Classical decision and game theory have been criticized for their assumptions
of ideality. Several alternatives have been proposed that take the limited or
bounded rationality of decision makers into account. For example, Newell [102]
and others develop theories in artificial intelligence and agent theory replace
probabilities and utilities by informational (knowledge, belief) and motivational
attitudes (goal, desire), and the decision rule by a process of deliberation. Brat-
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man [71] further extends such theories with intentions for sequential decisions
and norms for multiagent decision making.
Alternatively, Gmytrasiewitcz and Durfee [80] replace the equilibria analysis
in game theory by recursive modelling, which considers the practical limitations
of agents in realistic settings such as acquiring knowledge and reasoning so that
an agent can build only a finite nesting of models about other agents’ decisions.
“Recursive modelling method views a multi agent situation from the
perspective of an agent that is individually trying to decide what physical
and/or communicative actions it should take right now.” [80]
Boella and Lesmo [26] therefore propose the following definition of a sanctionbased obligation in terms of beliefs, goals and desires, inspired by Goffman’s
game-theoretic interpretation of obligations and by recursive modelling. Boella
and Lesmo formalize this definition in a game-theoretic framework in which they
recursively model the normative agent’s behavior. The formalization is based on
multi-attribute utility theory for taking into account the different aspects of
the world for which agents have preferences. An important advantage of Boella
and Lesmo’s definition is that it does not introduce additional mental attitudes,
but it defines obligations in terms of beliefs, desires and goals. Moreover, they
distinguish various reasons why agents fulfil or violate obligations.
“An obligation holds when there is an agent A, the normative agent, who
has a goal that another (or more than one) agent B, the bearer agent,
satisfies a goal G and who, in case he knows that the agent B has not
adopted the goal G, can decide to perform an action Act which (negatively) affects some aspect of the world which (presumably) interests B.
Both agents know these facts.” [26, p.496]
The approach overcomes some of the limitations discussed in the previous
section. First, obligations of the agents can be formalized as desires or goals of
the normative agent. This representation may be paraphrased as “Your wish
is my command”, the title of this paper, because the desires or wishes of the
normative agent are the obligations or commands of the other agents. The goals
of the normative system describe the ideal behavior of the system.
Second, structural relations between agents playing roles in a normative system like legislators, who create norms, judges, who count behavior as violations
and associate sanctions, and policemen who enforce sanctions, can be represented
by the standard hierarchical structure of agents. For example, the normative
agent an+1 may contain the role of a legislator a1 , a judge a2 and a policeman
a3 . Such a relation between the normative agent and other agents is probably
not reductive, as the normative system also contains properties which cannot be
reduced to roles of normal agents.
Third, as illustrated by Boella and Lesmo by several examples, agents take
the normative system into account by playing games with it. For example, an
agent considers whether its actions will lead to a reaction of the normative system such as being sanctioned. In their model, the agent can evade sanctions by
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for example ensuring that the normative agent does not observe their behavior, or by bribing the system. The advantage of the approach is that standard
techniques developed in decision and game theory can be applied to normative
reasoning. Moreover, a legislator can play a game with the normative agent and
another agent to see whether a new norm it introduces will be complied with,
and which kind of sanctions it has to associate with the norm to achieve the
desired behavior.
The normative systems as agents perspective together with the attribution
of mental attitudes to these normative systems is not only, as Tuomela [111]
proposed, a powerful metaphor leading to useful techniques, but it can also
be explained from a conceptual point of view in several ways. For example,
according to Wooldridge and Jennings [115] the conditions for calling a system
an agent are its autonomy to control its actions and internal state, its social
ability to interact with other agents, its reactivity to the changes it observes in
the environment, and its pro-activeness due to goal directed behavior and taking
the initiative. All these conditions are met by normative systems. First, it is
autonomous in counting behavior as violations and applying sanctions. Second,
it interacts with these other agents by influencing their behavior, and the other
agents interact with it by for example creating norms. Third, it is reactive since
counting behavior as a violation of norms depends on its observations of such
behavior. Fourth, it is proactive since this action is taken without any explicit
triggering action of the agent, who would of course instead try to evade being
violators and being sanctioned.
Moreover, attribution of mental attitudes to normative systems can be explained by the interpretation of normative multiagent systems as dynamic social
orders. According to Castelfranchi [74], a social order is a pattern of interactions
among interfering agents “such that it allows the satisfaction of the interests
of some agent A”. These interests can be a shared goal, a value that is good
for everybody or for most of the members; for example, the interest may be to
avoid accidents. The use of goals of a multiagent system can be explained by
the notion of social delegation [77]. Social delegation describes the behavior of a
social group or institution where some of the agents, on behalf of the other ones,
have to achieve some goal which is part of the plans of all members of the group
or institution. In this interpretation, the use of sanctions can be explained by
the notion of social control, “an incessant local (micro) activity of its units” [74],
aimed at restoring the regularities prescribed by norms, because a dynamic social order requires a continuous activity for ensuring that the normative system’s
goals are achieved. In case of sanction-based obligations, this ability is required
since the application of sanctions in response to violations cannot be taken for
granted.
For example, consider a peer-to-peer system like Napster. Each individual
agent does not want that all other agents start to download files from their
computer system. From the individual desires that other agents do not all use
only their side, we get to a shared or group desire that downloads are evenly
distributed over the network. In a normative system, this shared desire may
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lead to a norm which says that one should not use computers which already
are used intensively. The agents accept this norm, because they rationally see
that this increases their own benefits. This example of social delegation is of
course analogous to the development of moral principles based on the Kantian
imperative: do not do to others what you could not accept yourself. Since, in
some cases, for the agents it is rational to violate the norm, sanctions are added
to enforce their respect. In our peer-to-peer example, those agents who do not
share enough files get a reduced download speed rate.
As a more abstract example involving sanctions, consider the widely discussed
prisoner’s dilemma. In this example, both agents are better of if they cooperate,
but rationality tells them to defect (since this is the only Nash equilibrium).
Since there is a shared desire that both agents cooperate, in a normative system a
norm will be created that counts defection as a violation that will be sanctioned.
The agents will accept this norm and the related sanction, because rationality
tells them that they will be better off. In this example, the sanction should be
high enough to deter the agents from defecting, for which we can use the game
described above.

4

Results

This section is structured along the complexity of the interaction between the
normative system and the agents, as proposed in [23]. In the simplest setting
there is only a single agent and a single normative system it is subject too.
Then we consider the role of agents in a normative system (creating or enforcing
norms, like legislators, policeman, judges, etc. in legal systems). We then also
consider interaction among agents in contracting settings (where the norms of
contract live in legal setting of contract frames or legal institutions) and, finally,
we consider the most complex case of multiple normative systems (country law
vs European law, virtual communities, etc.). Each subsection extends the theory
developed in the previous subsection.
4.1

Violation games: interacting with normative systems, the
obligation mechanism, with applications in trust, fraud and
deception.

In [46] we start with considering the normative system from the (subjective)
viewpoint of an agent. We also test our model in Tennenholtz artificial social
systems as enforceable social laws [43].
Problems: Normative systems can be divided in preventative and detective
ones. In the former, a system is built such that violations are impossible (you
cannot enter metro station without a ticket), in the latter violations can be
detected (you can enter train without a ticket but you may be checked and
sanctioned). When we accept that norms can be violated, then we go beyond
classical cryptographic security into the area of risk analysis, fraud, deception,
trust and reputation, and so on. In all these areas, we have to find a way to
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asses risk, anticipate behavior of other agents, and so on. Numbers are usually
not available, so we develop a qualitative game theory for agents in normative
systems.
Technique: Introduction of the notion of obligation and its relation with sanctions. Combination of normative reasoning and game theory. Analysis of the way
an agent can violate obligations without being sanctioned by the normative system. Analysis of contrary-to-duty reasoning.
Case-studies. Transaction trust in normative multiagent systems [19], and
energy markets [20].
4.2

Institutionalized games: counts-as mechanism, with applications
in distributed systems, grid, p2p, virtual communities

We study permission and authorization in policies for virtual communities of
agents [49], and local versus global policies and centralized versus decentralized
control in virtual communities of agents [41].
4.3

Negotiation games: MAS interaction in a normative system,
norm creation action mechanism, with applications in electronic
commerce and contracting

In [58] we consider social phenomena in normative multiagent systems like directed and group obligations, how group obligations can be distributed and how
norms can emerge. We consider also argument games for interactive access control [21], and negotiation of the distribution of obligations with sanctions among
autonomous agents [38,56].
Application area: Contracting among agents in e-commerce applications.
Problem: In an open multi-agent system agents should be able to constrain
the behavior of other agents with whom they are interacting, for example when
making economic transactions. Thus it is necessary to have a way to enable
agents to create new obligations which are enforced by the normative system.
Contracts define the creation of new obligations and permissions by agents involved in a negotiation. The possibility to create new norms is defined by the
legal system itself, using constitutive norms.
Technique: Introducing constitutive norms and their relation to regulative
norms like obligations and permissions. Constitutive or counts-as norms have
first been studied in speech act theory, and theories of construction of social
reality. They define so-called institutional facts, and we extend their definition
so they also define the way in which normative systems can change.
4.4

Norm creation games: MAS structure of a normative system,
permission mechanism, with applications in legal theory.

We consider the agents from the viewpoint of the normative system: it not only
views the agents as subjects which it obliges, prohibits and permits, sanctions
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and controls, but it also views the agents as subjects that play roles in the system,
for example which can modify the normative system [35]. We consider also game
specification in normative multiagent systems based on the Trias Politica [39],
and the evolution of artificial Social Systems [44],
Application area: Legal systems. Introducing norms in multi-agent systems
requires a correct understanding of how norms work in human society. It is
necessary to build formal models which match the complexities of legal systems.
Problems: Open multi-agent systems cannot be regulated off-line since new
unforeseen situations emerge and new norms must be added runtime to deal
with specific situations without having to modify the entire set of norms. Legal
systems cannot be composed only of obligations, since it becomes too complex
to specify new exceptional cases which are not subject to the obligations. So
permissions are introduced as a way to specify exceptions. Moreover, the relation
between permissions and obligations issued by different levels of hierarchical
normative systems is considered.
Technique: Introducing permissions and their relation to obligations. Introducing hierarchical normative systems and priority relations among norms. Permissions as exceptions are defined in the input/output logic framework [63], and
the notion of authorization is studied [48].
4.5

Control games: interaction among normative systems, nested
norms mechanism, with applications in security and secure
knowledge management systems

In [62] we consider systems that contain multiple normative systems. We consider
also the delegation of control to autonomous agents (called defender agents) [33].
Application area: Regulating virtual communities of peer agents by means of
policies, like in Secure knowledge management.
Problem: In scenarios like grid architectures or peer to peer systems every
node can be seen as an autonomous agent. As such it can impose freely norms on
the use of its resources. When the agent joins a virtual community, it must offer
its resources at disposal of the other members according to the global policies
of the community. Global policies about local policies, however, have not been
studied yet, since they require nesting of norms.
Technique: When there are several normative systems, then global norms
may put some restrictions on the possibility of issuing local norms. For example,
European law limits the way European countries can create and enforce norms.
The problem is how to describe global policies on local policies. Our game theoretic analysis illustrates that a naive approach does not work, and we therefore
have to formalize an idea suggested by von Wright called delegation of will.
4.6

Related topics

Our work on the game-theoretic approach to normative multiagent systems has
led us to study some related topics, where we have obtained the following results.
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– Model of emergence of norms called the social delegation cycle [64], including
a study of the use of power in norm negotiation [66].
– A foundational ontology of organizations and roles [57], an agent oriented
ontology of social reality [36], and a model of organizations as socially constructed agents in the agent oriented paradigm [47]. We study the attribution
of mental attitudes to roles [37] and we define groups as agents with mental attitudes [40]. We also consider the representation of organizations in
artificial social systems [61].
We develop an extension of the programming language Java called powerJava
[10]. We consider power in powerJava [8] and interaction among objects [12].
We bridge agent theory and object orientation by importing social roles
in object oriented languages [7] and by agent-like communication among
objects [11].
– Based on various social viewpoints on multiagent systems [28] we consider
definitions of coalitions [30,31] based on admissible agreements among goaldirected agents [25]. We consider reduction of coalition structures via contracts’ representation [29] and an abstraction from power to coalition structures [27].
– We consider the role of roles in agent communication languages [24], and propose role based semantics as a synthesis between mental attitudes and social
commitments [15,16,25]. We distinguish propositional and action commitment in agent communication [17]. We consider FIPA communicative acts
also in defeasible logic [18].

5

Interdisciplinary aspects

Normative multiagent systems are an example of the use of sociological theories
in multiagent systems, and more generally of the relation between agent theory and the social sciences such as sociology, philosophy, economics, and legal
science. Other examples are the use of the social concept of “power” in programming language powerJava, see also [9,13]. As Castelfranchi [75] argues , not
only can social and cognitive concepts like norms and beliefs should be used in
agent theory, but agent theory should be used to enrich social sciences, making
it more computational. For example, in the area of coordination and organization [53], organizational concepts may be used in coordination languages, or
these languages may be used for human organizations. However, our theory is
a computer science approach. It may be used outside computer science, but we
restrict ourselves to computer science. For an example of how our theory may
be used in cognitive science see [45]. For some new challenges for deontic logic
due to our theory, see [22,34].
Our game-theoretic approach to normative systems combines deontic logic,
agent architecture and artificial social systems. Deontic logic in computer science
is an area of knowledge representation and reasoning within artificial intelligence,
and related to philosophical logic. Agent architecture is an area of artificial intelligence related to software engineering and psychology. Artificial social systems
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are a kind of game theory related to economics, linguistics and organizational
theory.
The need for social science theories and concepts like norms in multiagent systems is now well established. For example, Wooldridge’s weak notion of agency
is based on flexible autonomous action [115], and social ability as the interaction
with other agents and co-operation is one of the three meanings of flexibility; the
other two are reactivity as interaction with the environment, and pro-activeness
as taking the initiative. In this definition autonomy refers to non-social aspects,
such as operating without the direct intervention of humans or others, and have
some kind of control over their actions and internal state. For some other arguments for the need for social theory in multiagent systems, see, for example,
[69,79,114]. For a more complete discussion on the need of social theory in general, and norms in particular, see the AgentLink roadmap [93].
Social concepts like norms are important for multiagent systems, because
multiagent system research and sociology share the interest in the relation between micro-level agent behaviour and macro-level system effects. In sociology
this is the (in)famous micro-macro link [3] that focuses on the relation between
individual agent behaviour and characteristics at the level of the social system.
In multiagent system research, this boils down to the question “How to ensure efficiency at the level of the multiagent system whilst respecting individual
autonomy?”. According to Verhagen [113] three possible solutions to this problem comprise of the use of central control which gravely jeopardizes the agent’s
autonomy, internalized control like the use of social laws [106], and structural
coordination [103] including learning norms.

6

Summary

Normative multi-agent systems study general and domain independent properties of norms. It builds on results obtained in deontic logic, the logic of obligations and permissions, for the representation of norms as rules, the application of
such rules, contrary-to-duty reasoning and the relation to permissions. However,
it goes beyond logical relations among obligations and permissions by explaining the relation among social norms and obligations, relating regulative norms
to constitutive norms, explaining the evolution of normative systems, and much
more. Our work on the game-theoretic approach to normative multi-agent systems has the following four objectives:
1. How to combine the three existing representations of normative multiagent
systems? A representation of a normative multiagent systems that builds
on and extends the deontic logic approach for the explicit representation of
norms, the agent architecture approach for software engineering of agents,
and the game-theoretic artificial social systems approach for model of interaction.
2. Why do we need norms in computer science? A logical framework for qualitative risk analysis, building on ideas in security and risk management.
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3. When do we need which kind of norms? A classification of situations in
which one needs which elements of normative systems (e.g., obligations, permissions, counts-as conditionals).
4. How can we use norms in computer science applications? Examples and
classification of which kind of normative multiagent systems are to be used
for which kind of applications in computer science.
In our approach we use input/output logic for deontic logic, BOID architecture for the agent architecture, and both game theory and recursive modeling
for artificial social systems. The following table summarizes our results:
Behavior
Structure

violation games
Interacting
with NS
Mechanism Obligation
Theory
BDI, deontic logic
Application Trust
Fraud, deception
grid, p2p

institutional games
Counts-as

negotiation games
MAS interaction
in NS
Norm creation actions

Distributed systems e-commerce
Virtual communities e-contracting

norm creation games
MAS structure
of NS
Permission

control games
Interaction
among NSs
nested rules

security, SKM, policies

In our work, we use game theory as basis of NMAS. However, vice versa, it
is an open problem whether our model / approach also has something to say
about the role of norms in game theory.
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Abstract. In this paper we study the interconnection between relationships and
roles. We start from the patterns used to introduce relationships in object oriented
languages. We show how the role model proposed in powerJava can be used to
define roles in an abstract way in objects representing relationships, to specify
the interconnections between the roles. Abstract roles cannot be instantiated. To
participate in a relationship, objects have to extend the abstract roles of the relationship. Only when roles are implemented in the objects offering them, they can
be instantiated, thus allowing another object to play those roles.

1 Introduction
The need of introducing the notion of relationship as a first class citizen in Object Oriented (OO) programming, in the same way as this notion is used in OO modelling, has
been argued by several authors, at least since Rumbaugh [1]: he claims that relationships are complementary to, and as important as, objects themselves. Thus, they should
not only be present in modelling languages, like ER or UML, but they also should be
available in programming languages, either as primitives, or, at least, represented by
means of suitable patterns.
Two main alternatives have been proposed by Noble [2] for modelling relationships
by means of patterns:
– The relationship as attribute pattern: the relationship is modelled by means of
an attribute of the objects which participate in the relationship. For example, the
Attend relationship between a Student and a Course can be modelled by
means an attribute attended of the Student and of an attribute attendee of
the Course.
– The relationship object pattern: the relationship is modelled as a third object linked
to the participants. A class Attend must be created and its instances related to each
pair of objects in the relationship. This solution underlies programming languages
introducing primitives for relationships, e.g., Bierman and Wren [3].
These two solutions have different pros and cons, as Noble [2] discusses. But they
both fail to capture an important modelling and practical issue. If we consider the kind
of examples used in the works about the modelling of relationships, we notice that relationships are also essentially associated with another concept: students are related to
tutors or professors [3, 4], basic courses and advanced courses [4], customers buy from
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sellers [5], employees are employed by employers, underwriters interact with reinsurers [2], etc. From the knowledge representation point of view, as noticed by ontologist
like Guarino and Welty [6], these concepts are not natural kinds like person or organization. Rather, they all are roles involved in a relationship.
Roles have different properties than natural kinds, and, thus, are difficult to model
with classes: roles can played by objects of different classes, they are dynamically acquired, they depend on other entities - the relationship they belong to and their players.
Moreover, when an object of some natural type plays a certain role in a relationship, it
acquires new properties and behaviors. For example, a student in a course has a tutor,
he can give the exam and get a mark for the exam, another property which exists only
as far as he is a student of that course.
We introduce roles in OO programming languages, in an extension of the Java programming language, called powerJava, described in [7–11]. The language powerJava
introduces roles as a way to structure the interaction of an object with other objects
calling their methods. Roles express the possibilities of interaction offered by the object to other ones (e.g., a Course offers the role Student to a Person which wants
to interact with it), i.e., the methods they can call and the state of interaction. First,
these possibilities change according to the class of the callers of the methods. Second, a
role maintains the state of the interaction with a certain individual caller. As roles have
a state and a behavior, they share some properties with classes. However, roles can be
dynamically acquired and released by an object playing them. Moreover, they can be
played by different types of classes. Roles in powerJava are essentially inner classes
which are linked not only to an instance of the outer class, called institution, but also
to an instance representing the player of the role. The player of the role, to invoke the
methods of the roles it plays, it has to be casted to the role, by specifying both the role
type and the institution it plays the role in (e.g., the university in which it is a student).
In [12] we add roles to the relationship as attribute pattern: the relationship is modelled as a pair of roles (e.g., attending a course is modelled by the roleStudent played
by Person and BasicCourse played by Course) instead of a pair of links, like in
the original pattern. In this way, the state of the relationships and the new behavior resulting from entering the relationship can be modelled by the fact that roles are adjunct
instances with their state and behavior.
However, that solution fails to capture the coordination between the two roles, since
in this pattern the roles are defined independently in each of the objects offering them
(Person offering BasicCourse and Course offering Student) as we discuss
in Section 3. This is essentially an encapsulation problem, raised by the presence of a
relationship.
In this paper, we provide a solution to this limitation by introducing abstract roles
defined by relationships and extended by roles of objects offering them. When roles
are defined in the relationships, the interconnection between the roles can be specified
(e.g., the methods describing the protocol the roles use to communicate). When roles
are extended in the objects offering them, they can be customized to the context. Roles
defined in the relationships are abstract and thus they cannot be instantiated. Roles can
be instantiated only when they are extended in the objects which will participate to the
relationship.
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2 Roles and relationships

Relations are deeply connected with roles. This is accepted in several areas: from modelling languages like UML and ER to knowledge representation discussed in ontologies
and multiagent systems.
Pearce and Noble [13] notice that relationships have similarities with roles. Objects
in relationships have different properties and behavior: “behavioural aspects have not
been considered. That is, the possibility that objects may behave differently when participating in a relationship from when they are not. Consider again the student-course
example [...]. In practice, a course will have many more attributes, such as a curriculum,
than we have shown.”
The link between roles and relationships is explicit in modelling languages like
UML in the context of collaborations: a classifier role is a classifier like a class or interface, but “since the only requirement on conforming instances is that they must offer
operations according to the classifier role, [...] they may be instances of any classifier
meeting this requirement” [14]. In other words: a classifier role allows any object to fill
its place in a collaboration no matter what class it is an instance of, if only this object
conforms to what is required by the role. Classification by a classifier role is multiple
since it does not depend on the (static) class of the instance classified, and dynamic (or
transient) in the sense above: it takes place only when an instance assumes a role in a
collaboration [15].
As noticed by Steimann [16], roles in UML are quite similar to the concept of interface, so that he proposes to unify the two concepts. Instead, there is more in roles than
in interfaces. Steimann himself is aware of this fact: “another problem is that defining
roles as interfaces does not cover everything one might expect from the role concept.
For instance, in certain situations it might be desirable that an object has a separate
state for each role it plays, even for different occurrences in the same role. A person
has a different salary and office phone number per job, but implementing the Employee
interface only entails the existence of one state upon which behaviour depends. In these
cases, modelling roles as adjunct instances would seem more appropriate.”
To do this, Steimann [17] proposes to model roles as classifiers related to relationships, but such that these classifiers are not allowed to have instances. In Java terminology, roles should be modelled as abstract classes, where some behavior is specified, but
not all the behavior, since some methods are left to be implemented in the class extending them. These abstract classes representing roles should be then extended by other
classes in order to be instantiated. However, given that in a language like Java multiple
inheritance is not allowed, this solution is not viable, and roles can be identified with
interfaces only.
In this paper, we overcome the problem of the lack of multiple inheritance, by allowing objects participating to the relationship to offer roles which inherit from abstract
roles related to the relationship, rather than imposing that objects extend the roles themselves. This is made possible by powerJava.
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role Student playedby Person { int giveExam(String work); }
role BasicCourse playedby Course { void communicate(String text); }
class Person{
String name;
private Queue messages;
private HashSet<BasicCourse> attended; //courses followed as BasicCourse
definerole BasicCourse {
Person tutor;
// the method communicate access the state of the outer class
void communicate (String text) {Person.messages.add(text);}
BasicCourse(Person t){
tutor=t;
Person.attended.add(this); }//add link
}
}
class Course {
String code;
String title;
private HashSet<Student> attendees; //students following the course
private int evaluate(String x){...}
definerole Student {
int number;
int mark;
int giveExam(String work){ return mark = Course.evaluate(work); }
Student (){ Course.attendees.add(this); }}}//add link

Fig. 1. Relationship as attributes pattern with roles in powerJava

3 Relationship as attribute pattern with roles
We first describe how the relationship as attribute pattern can be extended with roles.
Then, starting from the limitation of this new pattern, in Section 4 we define a new solution introducing abstract roles in relationships. As an example we will use the situation
where a Person can be a Student and follow a Course as a BasicCourse in his
curriculum. The language powerJava is described in [7–11] so we do not summarize it
here again.
In [12], the relationship as attribute pattern is extended with roles by reducing the
relationship not only to two symmetric attributes attended and attendees but
also to a pair of roles. E.g., a Person plays the role of Student with respect to
the Course and the Course plays the role of BasicCourse with respect to the
Person (see Figure 1 and 2, where the UML representation is illustrated1 ).
The role Student is associated with players of type Person in the role specification (role), which specifies that a Student can give an exam (giveExam).
1

The arrow starting from a crossed circle, in UML, represents the fact that the source class can
be accessed by the arrow target class.
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Analogously, the role BasicCourse is associated with players of type Course in
the role definition, which specifies that a Course can communicate with the attendee.
The role Student is implemented locally in the class Course and, viceversa,
the role BasicCourse is defined locally in the class Person. Note that this is not
contradictory, since roles describe the way an object offers interaction to another one: a
Student represents how a Course allows a Person to interact with itself, and, thus,
the role is defined inside the class Course. Moreover the behavior associated with the
role Student, i.e., giving exams, modifies the state of the class including the role or
calls its private methods, thus violating the standard encapsulation. Analogously, the
communicate method of BasicCourse, modifies the state of the Person hosting
the role by adding a message to the queue. These methods, in powerJava terminology,
exploit the full potentiality of methods of roles, called powers, of violating the standard
encapsulation of objects.
To associate a Person and a Course in the relationship, the role instances must be
created starting from the objects offering the role, e.g. if Course c: c.new Student(p).
When the player of a role invokes a method of a role, a power, it must be first role
casted to the role. For example, to invoke the method giveExam of Student, the
Person must first become a Student. To do that, however, also the object offering
the role must be specified, since the Person can play the role Student in different instances of Course; in this case the Course c: ((c.Student)p).giveExam(...).
This pattern with roles allows to add state and behavior to a relationship between
Person and Course, without adding a new class representing the relationship. The
limitation of this pattern is that the two roles Student and BasicCourse are defined
independently in the two classes Person and Course. Thus, there is no warranty that
they are compatible with each other (e.g., they communicate using the same protocol,
despite the fact that they offer the methods specified in the role specification). Moreover, we would like that all roles of a relationship can access the private state of each
other (i.e., share the same namespace). However, this would be feasible only if the two
roles Student and BasicCourse are defined by the same programmer in the same
context. This is not possible since the two player classes Person and Course may be
developed independently.
In summary, we would like:

– to define the interaction between the roles separately from the classes offering them
to participate in the relationship, thus to guarantee that the interaction between the
objects eventually playing the roles is performed in the desired way;
– that the roles of a relationship have access to the private state of each other to
facilitate their programming;
– that the roles have also access to the private states of the objects offering them (like
in powerJava) to customize them to the context.
These requirements mirror the complexities concerning encapsulation, which arise
when relationships are taken seriously, as noticed by Noble and Grundy [5].
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B

that
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Fig. 2. The UML representation of the relationship as attributes pattern example

4 Abstract roles and relationships
A solution to the encapsulation problem is possible in powerJava by exploiting an often
disregarded feature of Java. Inner classes share the namespace of the outer classes containing them. When a class extends an inner class in Java, it maintains the property that
the methods defined in the inner class which it is extending continue to have access to
the private state of the outer class instance containing the inner class. If the inner class
is extended by another inner class, the resulting inner class belongs to the namespaces
of both outer classes. Moreover, an instance of such an inner class has a reference to
both outer class instances so to be able to access their states. The possible ambiguities of
identifiers accessible in the two outer classes and in the superclass are resolved by using
the name of the outer class as a prefix of the identifier (e.g., Course.registry).
This feature of Java, albeit esoteric, has a precise semantics, as discussed by [18].
The new solution we propose allows to introduce a new class representing the relationship as in the relationship object pattern, and to define the roles inside it. The idea
is illustrated and in Figure 5 as an UML diagram.
First, as in the relationship object pattern, a class for creating relationship objects is
created (e.g., AttendBasicCourse): it will contain the implementation of the roles
involved in the relationship (e.g., Student and BasicCourse in AttendBasicCourse),
see Figure 3. The interaction between the roles is defined at this level since the powers
of each role can access the state of the other roles and of the relationship.
These roles must be defined as abstract and so they cannot be instantiated. Moreover, the methods containing the details about the customization of the role can be left
unfinished (i.e., declared as abstract) if they need to be completed depending on the
classes offering the roles which extend the abstract roles.
Second, the same roles in the relationship can be implemented in the classes offering them (and, thus, they can be extended separately), accordingly to the relationship
as attribute pattern, see Figure 4 (Person offering BasicCourse and Course offering Student). However, these roles (e.g., Student and BasicCourse), rather
than being implemented from scratch, extend the abstract roles of the relationship object class (e.g., AttendBasicCourse), filling the gaps left by abstract methods in
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role Student playedby Person
{ int giveExam(String work); }
role BasicCourse playedby Course
{ void communicate(String text); }
class AttendBasicCourse {
Student attendee;
BasicCourse attended;
abstract definerole Student {
int mark;
int number;
//method modelling interaction
final int giveExam(String work){
return mark = evaluate(work);}
//method to be implemented which is not public
abstract protected int evaluate(String work);
}
abstract definerole BasicCourse {
String program;
Person tutor;
//method to be implemented which is public
abstract void communicate(String text);
}
AttendBasicCourse(String pr, Person t){
attendee = c.new Student(p,this);
attended = p.new BasicCourse(c,this,t);
}
}

Fig. 3. Abstract roles

the abstract roles (both public and protected methods). The extension is necessary to
customize the roles to their new context. Methods which are declared as final in the
abstract roles cannot be overwritten, since they represent the interaction among roles in
the scope of the relationship. Further methods can be declared, but they are not visible
from outside since both the abstract role and the concrete one have the signature of the
role declaration.
Note that the abstract roles are not extended by the classes participating in the relationship (e.g., Course and Person), but by roles offered by (i.e., implemented into)
these classes (e.g., Student and BasicCourse). Otherwise, the classes participating in the relationship could not extend further classes, since Java does not allow multiple inheritance, thus limiting the code reuse possibilities.
The advantage of these solution is that roles can share both the namespace of the
relationship object class and the one of the class offering the roles, as we required above.
This is possible since extending a role implementation is the same as extending an inner
class in Java: roles are compiled into inner classes by the powerJava precompiler.
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class Course {
String code;
String title;
private HashSet<Student> attendees;
class Student extends AttendBasicCourse.Student {
Student() {
Course.this.attendee = this;
}
//abstract method implementation
protected int evaluate(String work)
{ /*Course specific implementation of the method */

}

} }

class Person {
String name;
private Queue messages;
private HashSet<BasicCourse> attended;
//courses followed as BasicCourse
class BasicCourse extends AttendBasicCourse.BasicCourse {
BasicCourse(Person t) {
tutor=t;
Person.this.attended=this; }
//abstract method implementation
void communicate (String text)
{Person.this.messages.add(text);} } }

Fig. 4. Abstract roles extended

Basing on this idea we propose here a limited extension of powerJava, which allows
to define abstract roles inside relationship object classes, and to let standard roles extend them. The resulting roles will belong both to the namespace of the class offering
them and to the relationship object class. Moreover, the resulting roles will inherit the
methods of the abstract roles.
Note that the abstract roles cannot be instantiated, so that the are used only to implement both the methods which define the interaction among the roles, and the methods
which are requested to be contextualized. The former will be final methods which are
inherited, but which cannot be overwritten in the eventual extending role: they will access the state and methods of the outer class and of the sibling roles. The latter will be
abstract protected methods, which are used in the final ones, and which must be implemented in the extending class to tailor the interaction between the abstract role and
the class offering the role. If these methods are declared as protected they are not visible outside the package. These methods have access to the class offering the extending
roles.
Besides adding the property abstract to roles, three other additions are necessary
in powerJava.
First, we add an additional constraint to powerJava: if a role implementation extends
an abstract role, it must have the same name. Thus, the abstract and concrete role have
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the same requirements. Moreover, it is possible to extend only abstract roles, while
general inheritance among roles is not discussed here.
Second, the methods of the abstract role can make reference to the outer class of
the extending role. This is realized by means of a reserved variable outer, which is of
type Object since it is not possible to know in advance which classes will offer the
extended role. This variable is visible only inside abstract roles.
Third, to create a role instance it is necessary to have at disposal also the relationship
object offering the abstract roles, and the two roles must be created at the same time.
For example, the constructor of a relationship:
AttendBasicCourse(Person p, Course c){
...
c.new Student(p,this);
p.new BasicCourse(c,this);
}
Where Student and BasicCourse are the class names of the concrete roles
implemented in p and c and they are the same as the abstract roles defined in the
relation.
The types of the arguments Person and Course are the requirements of the roles
Student and BasicCourse which will be used to type the that parameter referring to the player of the role.
Moreover, the first and the second argument of the constructor are added by default:
the first one represents the player of the role, while the second one, present only in roles
extending abstract roles, is the reference to the relationship object. This is necessary
since the inner class instance represented by the role has two links to the two outer
class instances it belongs to. This reference is used to invoke the constructor of the
abstract role, as required by Java inner classes. For example, the constructor of the role
Course.Student is the following one.
Student(Person p, AttendBasicCourse a){
a.super();
... }
However, these complexities are hidden by powerJava which adds the necessary
parameters and code during precompilation.
The entities related by the relationship must preexist to it:
Person p = new Person();
Course c = new Course();
AttendBasicCource r = new AttendBasicCourse(p,c);
((c.Student)p).giveExam(w);
((p.BasicCourse)c).communicate(text);
Note that the role cast ((r.Student)p) is equivalent to ((c.Student)p).
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Fig. 5. The UML representation of the new relationship pattern

5 Conclusion
In this paper we discuss how abstract roles can be introduced when relationships are
modelled in OO programs: first abstract roles are defined in the relationship object class,
which specify the interaction, and then the abstract roles are extended in the classes
offering them. This pattern solves the encapsulation problems raised when relationships
are introduced in OO.
We introduce abstract roles using the language powerJava, a role endowed version
of Java (http://www.powerjava.org) [7–12].
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Abstract
In agent communication languages, the inferences that
can be made on the basis of a communicative action are
inherently conditional, and non-monotonic. For example, a proposal only leads to a commitment, on the condition that it is accepted. And in a persuasion dialogue,
assertions may later be retracted. In this paper we therefore present a defeasible logic that can be used to express
a semantics for agent communication languages, and to
efficiently make inferences on the basis of communicative actions. The logic is non-monotonic, allows nested
rules and mental attitudes as the content of communicative actions, and has an explicit way of expressing persistence over time. Moreover, it expresses that mental
attitudes are publicly attributed to agents playing roles
in the dialogue. To illustrate the usefulness of the logic,
we reformalize the meta-theory underlying the FIPA semantics for agent communication, focusing on inform
and propose. We show how composed speech acts can
be formalized, and extend the semantics with an account
of persuasion.

1

Introduction

Whereas FIPA speech act syntax (FIPA [2002]) is widely used in
agent programming and communication languages, the FIPA semantics based on mental attitudes has not been adopted by the
agent community at large. For example, if agent a informs agent
b that there is a price reduction, then the FIPA semantics implies
that agent a believes that there is such a price reduction, together
with various other conditions. It is generally accepted that such assumptions hinder the use of FIPA semantics in various ways, see,
e.g., Wooldridge [2000]. First, FIPA semantics can not be verified
given common assumptions about open agent systems. Second, the
sincerity condition that is assumed in FIPA may be acceptable in
cooperative circumstances, but is clearly wrong for persuasion and
negotiation dialogues.
During the last years, two ways of dealing with the flaws in the
semantics have been discussed. First, it has been suggested that
FIPA speech act semantics can be reinterpreted in terms of social
attitudes, for example Verdicchio and Colombetti [2006] model
FIPA speech acts using the notion of commitment introduced by
Singh [2000]. Second, other works reinterpret FIPA semantics in
terms of public mental attitudes instead of private ones, trying to
preserve its main characteristics. Gaudou et al. [2006a,b] use the
notion of common ground, Nickles et al. [2006] refer to ostensible beliefs and goals and Boella et al. [2006a,b] introduce roles.
This substitution makes it possible to substantially maintain FIPA
semantics without incurring in the verifiability problems.

However, these solutions do not address two other problems of
FIPA’s semantics:
• FIPA semantics does not specify how an agent adopting it has
to deal with the many non-monotonic aspects inherent in communicative actions.
• FIPA semantics does not consider the rule-based character of
communication and the conditional nature of mental attitudes
of agents using it.
In an agent communication many inferences can be made only
in absence of specific information and tentatively, because they can
later be retracted or revised when new pieces of information become available. In particular, FIPA does not specify how agents
have to deal with the persistence of preconditions and effects of
speech acts, and with retraction. Persistence must be intended in
two senses. Effects of speech acts persist in the future. However,
they persist only as far as the are not cancelled. For example a goal
can be cancelled because it has been satisfied, or a belief can be
retracted. Inferences about the preconditions persist also towards
the past, since they are observations and not caused by the speech
act. E.g., it is possible to infer that the speaker believes what he
asserted, and, unless other information are available, he believed
this also in the past and keeps believing it.
Retraction of speech acts is another non-monotonic mechanism
disregarded by FIPA since the standard is focused to cooperative
dialogues only, and not towards persuasion or negotiation dialogues.
Last, strict inferences about effects and preconditions of speech
acts are only possible in the public beliefs or goals of the participants, while in the real private beliefs or goals of the participants
on the dialogue can be made only by default, under the assumption
of cooperativity or sincerity.
Concerning the rule-based character of dialogue, consider the
semantics of a proposal. When agent a proposes a contract α to
agent b, this means that, if agent b also publically adopts the goal
α, i.e. accepts the proposal, then agent a will adopt this goal too.
So when agent b accepts the proposal, by informing agent a that
it has adopted α as a goal, then agent a will be publically bound
to this goal. We use nested rules to describe how a communicative
act implies such a rule.
We therefore introduce in this paper a defeasible logic to reason
about the speech act semantics to study the non-monotonic and
rule-based character of role based communicative actions. The
defeasible logic combines a variety of recent results in defeasible
logic to incorporate multiple agents, nested modalities, time with
persistence (Governatori et al. [2005]), nested conditionals (Song
and Governatori [2005]) and the introduction of roles in a dialogue
game. At the same time defeasible logic aims to respect the linear
complexity of the basic defeasible logic, so we can consider the
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resource constraints of agents which use FIPA semantics.
Our requirements for a logic of role based agent communication
are that it can formalize the essential features of FIPA semantics using public mental states, including composed actions, it can be extended to reason about different assumptions about agents in cooperative dialogues, like information exchange, and non-cooperative
dialogues, like persuasion and negotiation.
The layout of this paper is as follows. In Section 2 we introduce
the defeasible logic we use. In Section 3 we formalize and extend
FIPA speech acts, and we show how to reason about the agent’s
mental attitudes.

2 Defeasible Logic
This section proposes an extension of Defeasible Logic (DL) (Antoniou et al. [2000]) to deal with FIPA dialogues. The next section
illustrates the definitions by examples in role based agent communication. We keep the basic distinction among strict and defeasible
rules, and defeaters. We have that φ → ψ is a strict rule such
that whenever the premises φ are indisputable so is the conclusion
ψ. φ ⇒ ψ is a defeasible rule that can be defeated by contrary
evidence. φ ; ψ is a defeater that is used to defeat some defeasible rules by producing evidence to the contrary. We extend the
language with temporal dimension, mental states (beliefs B and
goals G), one level of nested rules, and speech acts.
Definition 1 (Language) Let PROP be a set of propositional
atoms, AA a set of atomic acts, Ag and Role the finite sets of agents
and roles, and T a discrete totally ordered set of instants of time
{t1 ,t2 , . . . }. MOD, TPROP, etc., are the smallest sets closed under
the following rules:
modal operators MOD =

S

i∈Ag∪Role {Bi , Gi };

temporal prop. atoms TPROP = {p : t|p ∈ PROP,t ∈ T };
temporal literals Lit = TPROP ∪ {¬p|p ∈ TPROP}.
modal temporal literals for any Xi ∈ MOD, (1) (Xi l) : t, ¬(Xi l) :
t ∈ ModLit for l ∈ Lit; (2) if m in ModLit, then Xi (m) :
t, ¬Xi (m) : t ∈ ModLit.
If q : t is a temporal literal, ∼q : t denotes the complementary
literal (if q : t is a positive literal p : t then ∼q : t is ¬p :
t; and if q : t is ¬p : t, then ∼q : t is p : t). If p is modal
temporal literal Xi (q) : t, then the set of its complementary
literals p∼ is the smallest set closed under the following rules:
(1) ¬Xi (q) : t, Xi (¬q) : t ∈ p∼ for q ∈ Lit; (2) if m in ModLit,
then ¬Xi (m) : t, Xi (¬m) : t ∈ p∼ ; in this case ∼p will denote
any element of the set p∼ . For readability we also write pt for
p : t and Xit (m) for Xi (m) : t.
speech act types ST = {inform, promise, . . .}
temporal speech acts if st ∈ ST , i, j ∈ Ag ∪ Role, s ∈ Rul, t ∈ T ,
then sti, j (s,t) ∈ SA
acts ACTS = AA ∪ SA ∪ {¬a | a ∈ AA ∪ SA}
atomic persistent rules Rulatom,π is:
Rulatom,π = {(φ π ψ) : t|φ ⊆ Lit ∪ ModLit ∪ ACTS,
ψ ∈ Lit ∪ ModLit,  ∈ {→, ⇒, ;},t ∈ T }
atomic transient rules

Rulatom,τ = {(φ τ ψ) : t|φ ⊆ Lit ∪ ModLit ∪ ACTS,
ψ ∈ ACTS ∪ Lit ∪ ModLit,  ∈ {→, ⇒, ;},t ∈ T }

atomic rules Rulatom is Rulatom,π ∪ Rulatom,τ .
non-modal rules NRul = Rulatom ∪ {¬r|r ∈ Rulatom }

modal rules for any Xi ∈ MOD, (1) Xi r, ¬Xi r ∈ MRul1534
for r ∈
NRul; (2) if r in MRul, then Xi r, ¬Xi r ∈ MRul. The definitions of complementary rules and complementary modal rules
is similar to those for complementary literals and complementary modal literals.
rules Rul = NRul ∪ MRul.
meta-rules RulC :
RulC = {φ π ψ : t|φ ⊆ Lit ∪ ModLit ∪ ACTS ∪ Rul,
ψ ∈ Rul,  ∈ {→, ⇒, ;},t ∈ T }
abbreviations: if r is any rule, A(r) denotes the antecedent of r
while C(r) denotes its consequent. Other abbreviations are used,
such as subscript for type of rule (persistent vs transient) or for
the strength (strict, defeasible, defeater), and R[φ ] for rules whose
consequent is φ ; for example:
Ruls = {φ → ψ ∈ Rul}
Ruld = {φ ⇒ ψ ∈ Rul}
Rulsd = {φ  ψ ∈ Rul| ∈ {→, ⇒}} Ruldft = {φ ; ψ ∈ Rul}
Rulπ [ψ] = {r ∈ Rulπ |C(r) = ψ}

For readability reasons sometimes we will use φ t ψ instead of
φ  ψ : t.
Remark 1 The language is built up by introducing different basic
components: temporal literals, modal temporal literals, and temporal speech acts. In all cases, the components are labelled by
time instants. Facts, such as It Rains : t is an example of temporal
literal, where t is a time instant. Modal literals have two temporal
dimensions, as we want to express the fact that an agent can believe
(or have a goal) at a certain time: Bti It Rains : t 0 , for example, says
that agent i believes at t that it rains at t 0 . Speech acts, too, embed
temporal dimensions, the time when the speech act is performed
plus the time of the literal in the scope of the speech act operator.
We have different types of rule that we can build using the mentioned basic components. Besides the usual distinction among defeasible, strict rules, and defeaters, we can work with persistent and
transient rules. In addition, rules can be temporalized; the temporal parameter t applied to an entire rule r, such as in the case r : (a :
t 0 ⇒ b : t 00 ) : t, indicates the time from when such a rule holds. Persistent rules, whose arrow is labelled by π, are such that the conclusions we derive from them persist over time until the opposite conclusion blocks the derivation: r : (It Rains : t 0 →π Bta It Rains : t0 ) :
t 00 , for example, says that, if it rains at t 0 , then it is a definite conclusion that agent a believes at t that it rains at t 0 and this belief
persists for every time instant next to t; such a rule r holds from
t 00 onwards. Transient rules, labelled by τ, state conclusions cooccurrent with their premises: r0 : (Church : t ⇒τ Gta [Pray : t]) : t 0 ,
which says that when in a church at t, agent a, defeasibly, has
the goal at t to pray at t, being the rule r0 valid from t 0 onwards.
When rules occur within the scope of a modal operator we obtain
0
modal rules: Btb (It Rains : t ⇒τ Gta [Open Umbrella : t]), which
states that agent a believes at t 0 that, if it rains at t, agent b has the
goal at t to open at that time the umbrella.
Finally,
the language permits to introduce metarules, namely, rules whose consequents are other rules
among those we mentioned above.
For example:
r : (informa,b (It Rains : t0 ⇒ Ga Open Umbrella,t) →π
(Bta [It Rains : t0 ] ⇒ Ga Open Umbrella) : t) : t 00 , which states
the from the point of view t 00 if agent a informs b about rule, then
from time t, the rule Bta [It Rains : t0 ] ⇒ Ga Open Umbrella) will
hold from time t. For readability, when rules have no external
temporal parameter this means that they hold from t0 onwards.
Definition 2 (Defeasible ACL theory) A defeasible ACL theory
for some dialogue type d, such as information seeking, is a tuple
(T , F, Ag, Roled , r, Rd , RCd , d ), where

• T is a discrete totally ordered set of times {t1 ,t2 , . . . };
• F ⊆ Lit ∪ ModLit ∪ ACTS is a finite set of facts,
• Ag = {a, b, ..} is a set of agents, Roled = {r1 , r2 , ..} a set of
roles, and r is a dialogue instance which determines a function r : Ag 7→ Roled ,
• Rd ⊆ Rul and RCd ⊆ RulC are the rules for d, and
• d ⊆ (Rul×Rul)∪(RC ×RC ) the priority relation for d, which
is an acyclic binary relation over the set of rules.

2.1

Proof theory

DL is based on a constructive inference mechanism based on
tagged conclusions. A tagged conclusion has one of the following (basic) forms
• +∆p (−∆p), meaning that we have (we can show that we do
not have) a definite derivation for p; a definite derivation is
derivation obtained using only facts and strict rules.
• +∂ p (−∂ p), meaning that we have (we can show that we do
not have) a defeasible derivation of p.
Rules are partitioned into persistent and transient rules according to
whether, respectively, the consequent persists until an interrupting
event occurs, or it is temporally co-occurrent with the premises.
Thus, proof tags ∂ and ∆ can be labelled with π or τ. Second,
since rules can be temporalized (indicating the time of their validity, their “viewpoint”), the conclusions we infer from them can be
temporalized as well in this sense: using an applicable rule holding
at t, we write, e.g., +∂ @t q meaning that q is defeasibly provable
with viewpoint t, i.e., using the rules that are derivable (in force
or effective) at t. When proof tags are not labelled, we generically
refer to any type of proof tag. Analogously, when no viewpoint is
specified in proof tags, the conclusion has been obtained with an
“untimed” rule, which implicitly holds at any times.
Definition 3 (Derivation) Given a defeasible ACL theory D, a
derivation P from D is a finite sequence P(1), . . . , P(n) of tagged
conclusions ±#p, where # ∈ {∆, ∂ }, p ∈ Lit ∪ ModLit ∪ Rul ∪
ACTS, and where each P(i) = ±#p, 1 ≤ i ≤ n satisfies the proof
conditions (based on the elements of D) given in the rest of this
section.
With P(1..n) we denote the initial subsequence P of length n. As
usual we will use D ` ±#p to denote that there is a derivation P
from D of ±#p.
Definition 4 If D = (T , F, Ag, Role, R, RC , ) is an ACL
theory, the rule-range is R = R ∪ R0 of D such that
R0 = {r|r ∈ C(r0 ), r0 ∈ RC }.
Definition 4 provides the rule-range which is considered when we
prove a literal or a rule. For example, when we defeasibly prove
a literal, we have to find an applicable rule r whose consequent
is such a literal, and check that all rules that provide the opposite
conclusion are defeated or cannot be applied. These rules, r and
the “attacking rules”, can be in theory from the beginning (in R),
or can be derived using appropriate meta-rules. R is the domain
that include them.
Definition 5 Let i, j ∈ {a, b, r(a), r(b)}, # ∈ {∆, ∂ }, and P =
(P(1), . . . , P(n)) be a proof in D.
• A rule r : t ∈ R is #-applicable-at-t 0 in P iff
– r : t ∈ Ratom , and
– +#Cπ @t 0 r : t ∈ P(1..n), and
– ∀p ∈ A(r), +#@t 0 p ∈ P(1..n);
• A rule r : t ∈ R is #-discarded-at-t 0 in P iff either

–
–
–
–

r : t = ∼r0 : t for some r0 : t ∈ R, or
r : t ∈ MRul, or
−#Cπ @t 0 r : t ∈ P(1..n), or
∃p ∈ A(r) such that −#@t 0 p ∈ P(1..n).
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Definition 5 states the conditions of applicability for basic rules
(i.e., rules which are not meta-rules). A rule r is applicable at a time
t 0 if: (1) r does not have the form ¬(a  b); the negation of a rule
cannot be used to derive any literal; (2) r is derivable at t, namely
it not defeated, otherwise it cannot be used; (3) all antecedents of r
must be provable. If these conditions are not met, r is not applicable (it is discarded) at t 0 . An additional condition for discarding r is
that it has the form X(a  b) (X ∈ {B, G}), namely, it is modalized:
only when we admit –as we do in the next sections– that rules such
as Br(a) [p → Gr(a) qt ] can be transformed into Br(a) p → Gr(a) qt we
can apply them (see Definition 8).
Let us focus on proof conditions. For space reasons, we provide
only proof conditions for positive persistent conclusions. Conditions for transient conclusions roughly follow the inference patterns of standard DL. The negative proof condition can be obtained
from the positive one by applying the principle of strong negation
(Antoniou et al. [2000]), i.e., the negative proof conditions are constructive conditions showing that it is not possible to satisfy the
corresponding positive proof condition.
The inference conditions for positive persistent definite proofs
of literals and modal literals are as follows.
+∆π : If P(n + 1) = +∆π @t 0 q : t, then
(1) q : t ∈ F; or
(2) ∃r ∈ Rπ,s [q : t]: r is ∆-applicable-at-t 0 ; or
(3) ∃t 00 ∈ T :t 0 < t, +∆π @t 0 q : t 00 ∈ P(1..n); or
(4) ∃t 000 ∈ T : t 000 < t, +∆ pi @t 000 q : t ∈ P(1..n).
Remark 2 A temporal literal or a temporal modal literal q : t is
strictly provable with the viewpoint t 0 in a theory when (1) q : t is
a fact (and, as such, it is assumed to hold for every viewpoint); (2)
strict rules in D can be applied one after the other and the chain of
reasoning arrives at a persistent rule which is applicable at t 0 and
that has as a consequent q : t; (3) q : t 00 is strictly and persistently
provable with the viewpoint t 0 ; since q is persistent, it holds for
any instants subsequent to t 00 , and so at t; (4) q : t has been proved
for a viewpoint t 00 preceding the current viewpoint t 0 . Here is an
example of the last two cases:
F = {a : t2 }
R = {r1 : (a : t2 →τ b : t1 ) : t1
r2 : (b : t1 →π q : t3 ) : t1 }
t3 < t, t1 < t
We want to know whether +∆@tq : t, i.e., whether q holds at t,
when we consider the evidence and rules that hold at t (the time at
which we consider the derivation, @t). The fact makes r1 applicable and so we obtain +∆τ @t1 b : t1 . This makes r2 applicable and,
since r2 is persistent and t3 ≤ t, +∆π @t1 q : t, and then +∆π @t q : t.
Hence, +∆@t q : t.
The inference conditions for positive persistent defeasible proofs
are as follows.
+∂π : If P(n + 1) = +∂π @tx q : t then
(1) +∆π @tx q : t ∈ P(1..n), or
(2) −∆@tx ∼q : t ∈ P(1..n), and
(2.1) ∃r : tr ∈ Rπ,sd [q : t]: r is ∂ -applicable-at-tx , and
(2.2) ∀s : ts ∈ R[∼q : t]: if +∂πC @tx s : ts ∈ P(1..n), then either
(2.2.1) s : ts is ∂ -discarded-at-tx ; or
(2.2.2) ∃w : tw ∈ Rπ [q : t]: w is ∂ -applicable-at-tx and
w : tw  s : ts ; or

(3) ∃t 0 ∈ T : t 0 < t and +∂π @tx q : t 0 ∈ P(1..n), and
(3.1) ∀t 00 , t 0 < t 00 ≤ t, ∀s : ts ∈ R[∼q : t 00 ]:
if +∂πC @tx s : ts ∈ P(1..n), then
(3.1.1) s : ts is ∂ -discarded-at-tx or
(3.1.2) ∃v : tv ∈ Rπ [q : t 0 ], v is ∂ -applicable-at-tx and
v : tv  s : ts ; or
(4) ∃t 000 ∈ T : t 000 < tx and +∂π @t 000 q : t ∈ P(1..n), and
(4.1) ∀t 0000 t 000 < t 0000 ≤ tx ∀s : ts ∈ R[∼q : t]:
if +∂πC @tx s : ts ∈ P(1..n), then
(4.1.1) s is ∂ -discarded-at-tx or
(4.1.2) ∃v : tv ∈ RX [q : t 000 ]: v is ∂ -applicable-at-tx and
v : tv  s : ts .

Remark 3 Proof conditions for defeasible persistent literals runs
as follows. In general, notice that each time a rule is used, this
requires that it is applicable, which in turn requires, among other
conditions, that it is derivable. Clause 1 allows us to infer a defeasible persistent conclusion from a strict persistent conclusion with
the same mode. Clause 2 requires that the complement of the literal
we want to prove is not definitely provable (or definitely provable
for −∂ ), but it does not specify whether it is persistent or transient:
remember that what we want to achieve is to see whether the literal or its complement are provable at t but not both; in the same
way, and for the same reason, q can be attacked by any rule for the
complement of q (clause 2.2). An important issue in all clauses of
this proof condition is that each time we have to use a rule (either
to support the conclusion (2.1), to attack it (2.2.1) or to rebut the
attack (2.2.2)) we must have that the rule is provable at time t of
the derivation (@t). Clauses 3 and 4 are the clauses implementing
persistence (i.e., the conclusion has been derived at a previous time
and carries over to the current time). Essentially clause 3 ensures
that the conclusion has been derived at a previous time t 00 and no
interrupting event occurred between t 00 and t; while clause 4 takes
care of the case where q is derived persistently for a time before t 0 ,
and that no interrupting event will occur between the effectiveness
of q and the time q is expected to hold according to the current
derivation. Let us see a small example:
F = {a : t 00 , p : t 00 }
R = {r1 : (a : t 00 ⇒π q : t) : t 0
r2 : (b : t 00 ⇒τ ¬q : t 000 ) : t 0
r3 : (p : t 00 ⇒π s : t 0000 ) : t 0000
r4 : (p : t 00 ⇒π b : t 00 ) : t 0
r5 : (s : t 0 ⇒π ¬b : t 00 ) : t 0 }
= {r5  r4 }
t 0000 < t 0
The facts make applicable r1 , r3 , r4 , and r5 . r4 , in particular, would
permit to make r2 applicable, which would attack r1 , as we do not
know whether it is stronger than r2 . However, r5 is stronger than
r4 , which permit to discard r2 . In fact, r5 is applicable thanks to r3 ,
from which we obtain +∂π @t 0000 s : t 0000 . By persistency (with regard
to the viewpoint and the time of the consequent s; clauses 3 and 4)
we get +∂π @t 0 s : t 0 , which, as we said, makes r5 applicable.
The proof conditions for transient rules have the same structure as the corresponding proof conditions for permanent rules but
without the persistence conditions. Namely the condition for +∆τ
is the same as the first two conditions of +∆π , while the condition
for +∂τ corresponds to clauses (1) to (2) of +∂π .
Definition 6 Two rules r : t, s : t 0 ∈ Rul are incompatible iff
1. t = t 0 and
2. r = ∼s, or
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3. A(r) = A(s) and C(r) = ∼C(s).
Two modal rules X(r) : t,Y (s) : t 0 ∈ MRul, such that r, s ∈ Rul, are
incompatible iff t = t 0 and either
1. X = Y , and r and s are incompatible; or
2. Y = ¬Y , and r = r0 .
Given two rules r and s, we write r  s to denote that s and r are
incompatible and s is at least as strong as r, where the strength
of rules is such that strict rules are stronger than defeasible rules
and defeaters, and defeasible rules and defeaters have the same
strength.
Definition 6 states the incompatibility conditions between rules,
namely, the criteria to see when the derivations of two rules are
in conflict. For non-modal rules, they are incompatible when (1)
they have the same external time of validity, and, either (2) one is
the negation of the other, or (3) they have the same antecedents,
but one has, as its consequent, the complement of the consequent
of the other. Two modal rules are incompatible when, having the
same external time of validity, they have the same modality and the
rules in the scope of the modal operator are incompatible, or one is
the negation of the other.
Definition 7 Let # ∈ {∆, ∂ }, and P = (P(1), . . . , P(n)) be a proof
in D.
• A rule r ∈ RC is #-applicable-at-t 0 in P iff ∀p ∈ A(r)
– if p ∈ Lit ∪ ModLit ∪ ACTS, +#@t 0 p ∈ P(1..n);
– if p ∈ R, +#C @t 0 r ∈ P(1..n).

• A rule r :∈ RC is #-discarded-at-t 0 in P iff ∃p ∈ A(r) such that
– if p ∈ Lit ∪ ModLit ∪ ACTS, −#@t 0 p ∈ P(1..n);
– if p ∈ R, −#C @t 0 r ∈ P(1..n).
Applicability conditions for meta-rules (Definition 7) are intuitive.
A meta-rule is applicable when its antecedent is provable and the
rule is derivable.
Let us now state the positive definite proof procedures for deriving rules using meta-rules. Remember that we assumed to work
only with persistent meta-rules.
+∆Cπ : If P(n + 1) = +∆Cπ @t 0 r : tr , then
(1) r : tr ∈ R, or
(2) ∃r0 ∈ RCπ,s [r : tr ]: r0 is ∆-applicable-at-t 0 ; or
(3) ∃t 00 ∈ T : t 00 < t, +∆Cπ @t 0 r : t 00 ∈ P(1..n); or
(4) ∃t 00 ∈ T : t 000 < t 0 , +∆Cπ @t 000 r : t ∈ P(1..n).
Remark 4 Strict persistent derivations of rules are based on the
use of meta-rules, namely, rules in RC . These proof conditions
obey the same criteria of strict persistent derivations of literals (see
Remark 2 for a detailed comment). The main difference is that
we do not have that r ∈ RX is a condition for definitely deriving r.
This happens because the mere inclusion of a rule r in the set of
rules of a theory does not exclude that r be attacked by a meta-rule
permitting to derive another rule which is incompatible with r.
Defeasible derivations of persistent rules using persistent metarules are as follows.
+∂πC : If P(n + 1) = +∂πC @t ρ : tr , then
(1) +∆Cπ @t r : tr ∈ P(1..n), or
(2) ∀z ∈ R such that z : tz  r : tr , −∆@t z : tz ∈ P(1..n), and
(2.1) ∃s ∈ RC [r : tr ], and s is ∂ -applicable at t and
(2.2) ∀v ∈ RC [x : tx ], x : tx  r : tr either
v is ∂ -discarded at t or s  v; or
(3) ∃t 0 ∈ T , t 0 < tr , +∂πC @t r : t 0 and ∀t 00 ∈ T ,t 0 < t 00 < tr ,
∀s ∈ RC [x : tx ], x : tx  r : tr either s is ∂ -discarded at t or ts < tr ; or
(4) ∃t 00 ∈ T , t 00 < t, +∂πC @t 00 r : tr and ∀t 000 ∈ T ,t 00 < t 000 < t,
∀s ∈ RC [x : tx ], x : tx  r : tr either s is ∂ -discarded at t 00 or ts < tr .

Remark 5 Defeasible persistent derivations obey the same criteria
of defeasible persistent derivations of literals (see Remark 3 for a
detailed comment). The main difference is that conflicts here are
based on the notion of incompatibility (see Definition 6).
Proposition 1 Let D be an acyclic ACL theory (i.e., a theory where
the transitive closure of the superiority relation is acyclic); then for
every # ∈ {∆, ∂ }:
• for no p it is the case that both D ` +#p and D ` −#p;
• if D ` +∂ p and D ` +∂ ∼p, then D ` +∆p and D ` +∆∼p.
The above proposition shows the soundness of the logic in the
sense that it is both consistent and coherent. i.e., it is not possible to derive a tagged conclusion and its opposite, and that we cannot defeasibly prove both p and its complementary unless the strict
part of the theory prove them; this means that inconsistency can be
derived only if the theory we started with is inconsistent, and even
in this case the logic does not collapse to the trivial extensions (i.e.,
everything is provable).
While it is possible to show “soundness” of the logic as we have
explained above, completeness needs a semantics. It is possible
to give an argumentation semantics for basic DL (Governatori et
al. [2004]) and extensions of the semantics have been proposed for
temporalised defeasible logic. In addition Antoniou et al. [2006]
proposed a semantic characterisation of defeasible logic in terms
of Kunen semantics. We believe it is possible to extend this characterisation to cover the logic presented here, but we believe that
this kind of work, while valuable to understand the computational
properties of the logic and to establish relationships with other formalism, does not contribute to the intuitive understanding of the
logic. This would provide a different type of computation to the
logic. Instead of combinatorial means one could use set-theoretic
notions.

3

Reasoning about FIPA Semantics

In this section we show how the defeasible logic of Section 2, can
be applied as a kind of meta-language, to express the semantics of
an agent communication language, and to make inferences about
communicative acts. For ease of reference, we take FIPA [2002]
semantics as a starting point.
In FIPA, communicative acts are defined in terms of rational effects (RE) and feasibility preconditions (FP). The rational effect
is the mental state the speaker wants to bring about in the hearer,
and the feasibility preconditions encode the appropriate conditions
for issuing a communicative act. For instance, here is the FIPA
definition of the inform communicative act:
ha, inform(b, p)i FP: B(a, p) ∧ ¬B(a, B(b, p) ∨ B(b, ¬p))
RE: B(b, p)
As a feasibility precondition speaker a must believe what he says
and he must not believe that hearer b already has an opinion on the
conveyed proposition. The rational effect agent a wants to achieve
is that hearer b comes to believe p.
Planning operators like this can be used L for enabling agents
to generate a dialogue, but they can also be used in the interpretation of the utterances of the interlocutor. In the FIPA framework,
this methodology relies on axioms (Property 4 and 5) according to
which, when a communicative act is executed, its feasibility preconditions are assumed to be true, and its rational effect is wanted
by the speaker1 .
1 In

FIPA notation, act stands for any action, done(act) is the proposition that expresses completion of act, and agent(b, act) represents that b
is the agent who executes action act.

B(a, done(act) → FP(act))
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B(a, done(act) ∧ agent(b, act)) → G(b, RE(act)))
However, FIPA does not specify some important aspects of communicative acts: persistence, roles, and the rule-based character of
dialogue.
Persistence. FIPA does not specify how to deal with the persistence of preconditions and effects of communicative acts. In the
case of the above inform, hearer b can infer not only that the precondition that a believes p is true at the moment of execution of
the communicative act, b can also infer that this precondition held
before the communicative act, and will hold afterwards. However,
these inferences have a defeasible character, since a can later retract the inform.
Concerning rational effects, not only can effects persist towards
the future, but they can also be successful or not, which does not
only depend on the speaker. FIPA does not allow explicitly to make
inferences about the success of a rational effect, even though informally the FIPA specification (p.10) says: “Whether or not the
receiver does, indeed, adopt belief in the proposition will be a
function of the receiver’s trust in the sincerity and reliability of
the sender.” Nevertheless, in many circumstances the speaker can
in fact attribute to the hearer the proposition he has asserted. For
example, in collaborative situations when he knows that the hearer
considers him reliable, or in persuasion dialogues when the hearer
does not challenge the inform.
Roles. Strict inferences about effects and preconditions of communicative acts are only possible regarding the public beliefs or
goals of the participants (if at all), while inferences about the private beliefs of the participants can be made only by default, under
the assumption of cooperativity, trust or sincerity. It is not possible to model a dialogue on the basis of private beliefs and goals
only, since in many situations dialogue goes on correctly, even if
the participants are not cooperative, sincere or do not trust each
other.
We adopt Boella et al. [2006a,b]’s role-based approach to agent
communication, where mental attitudes are publicly attributed to
dialogue participants, and can only change according to the rules
of the dialogue. Public beliefs and goals represent the expected
behavior of an agent, hence they are called a role. Each dialogue
is associated with a set of roles to index the public mental attitudes
of the participants. Besides the fact that the verifiability problem
is solved, in this way, each participant can engage in different dialogues at the same time by playing different roles, and dialogues
can obey different kinds of rules associated with each role. For
example, in a persuasion dialogue, the proponent of a proposition
can have a different ‘burden of proof’ than the opponent.
In the rules below, the beliefs and goals are therefore attributed
to the roles (e.g., Br(a) ), and not only to the individual agents (e.g.,
Ba ). Attitudes of individual agents can be unknown, or can be different from the attitudes publicly attributed to their roles. Using DL
we can connect public and private attitudes in a defeasible manner.
Rule-based character. Defeasible logic is based on rules. Thus,
it allows us to model the conditional nature of mental attitudes in
a natural way. Consider for example a goal like: “I want to go
to the cinema, if it is raining”. Moreover, the logic can handle
the conditional nature of communicative acts. For example, the
semantics of a proposal can be expressed by a rule of the form “I
want to execute what I proposed, if the proposal is accepted” (see
Section 3.3).
The conditional nature of mental attitudes introduces some complexities. For example, FIPA assumes introspection on beliefs and
goals (p.31): B(a, B(a, p)) ≡ B(a, p) and B(a, G(a, p)) ≡ G(a, p)
require nesting of mental attitudes. Moreover, the content of a
communicative act or modal operator, can be a rule itself. The no-

tation B[.] or G[.] takes care of such nested occurrences of modal
operators, and rules. For example, Ba [p → Ga qt ] becomes Ba p →
Ga qt (an agent is correct about its own goals) and Ga [p → Gb qt ] is
updated to Ga p → Ga Gb qt (the rule is embedded in a goal of a).
Definition 8 Let M be a modal literal, X a modal operator.
X[M] ≡ M, if M = XM 0 or (X = Bti and M = Gti M 0 ),
XM otherwise.
X[M1  M2 ] ≡ X[M1 ]  X[M2 ], for ∈ {→, ⇒, ;}
In the rest of the section we will introduce set of rules formalising the preconditions and the effects of speech act. These rules are
intended to be general rules for the relative speech acts. As such
the rules are assumed to be valid from the begin of the interaction
among the agents. Thus all these rules will be valid from a time
t0 coinciding with the origin of T , which in turn corresponds to
the start of the computation for an agent interaction. For the sake
of readability, given the above assumption, we will omit the time
instant (t0 ) associated with all these rules.

3.1

Inform

The constitutive rules Rinf = {i1 , ..., i13 } define the meaning of an
inform communicative act, for a standard type of cooperative dialogue, like information exchange. In Section 3.5 we consider a
non-cooperative version of these rules.
In the following rules, a, b are agents, r is a dialogue instance
of cooperative type, r(a) and r(b) the role-playing-agents in the
dialogue, inform is a communicative act type, s is a rule, and t < t 0
are time points in T . The rules have priority i2  i1 , i9  i8 , i11 
i10 and i13  i12 .
Rule i1 describes how an inform act is performed by an agent a
through an utterance event. The rule is defeasible since the communicative act can be retracted later, as indicated in rule i2 . Obviously, there are different ways of handling retraction. The solution
here is to withdraw the original communicative act by means of a
defeater rule. Because of the way the defeasible logic is set-up,
that means that all the consequences that can be inferred from the
act, expressed in rules i3 − i6 , are also withdrawn. If we would
take the alternative solution of only retracting the content of the
inform, we would need additional explicit rules to withdraw those
consequences too.
i1 uttera,b,r (inform, s,t) ⇒τ informr(a),r(b) (s,t)
i2 retracta,b,r (informr(a),r(b) (s,t), t 0 )
τ ¬informr(a),r(b) (s,t)
Note that the agent of actions utter and retract is the individual
agent a and not its role r(a). Rules i1 , i2 are used to connect individual agents to their roles. Note furthermore that these rules are
non-persistent, since the action of uttering only temporally coincides with execution of an inform communicative act.
Rules i3 − i5 represent the preconditions of making an inform.
Following FIPA Properties 4 and 5, they are interpreted as strict
rules. In contrast, the effect should persist non-monotonically.
Only rule i3 is persistent towards the future, since the inform possibly changes the beliefs of the hearer b.
The consequents of precondition rules should persist also to the
past, since they are observations and not caused by the speech acts.
We do not have the space to cope with this issue.
i3 informr(a),r(b) (s,t) →π Btr(a) [s]
i4 informr(a),r(b) (s,t) →τ ¬Bt−1
[s]
r(b)
i5 informr(a),r(b) (s,t) →τ ¬Bt−1
[¬s]
r(b)
Note that the consequent of the rule has the form Btr(a) [s] as in
Definition 8, and not Btr(a) (s), since s is a rule too.

Rule i6 represents the rational effect of the inform: the1538
propositional content of the inform is embedded in a goal of the speaker
that the hearer believes it.
i6 informr(a),r(b) (s,t) →π Gtr(a) [Btr(b) [s]]

FIPA does not allow explicit inferences about the success of the rational effect, but in our model of cooperative information exchange
Rinfo , rule i7 can represent that the hearer publicly adopts the information conveyed, if he believes that the speaker is reliable.
i7 Gtr(a) [Btr(b) [s]] ∧ Btr(b) reliable(a) →π Btr(b) [s]
This does not necessarily mean that the hearer privately believes
what was said. Only if there is no evidence to the contrary, we
assume that individual agents believe what their roles believe (i8 i13 ). Rule i8 assumes that the speaker individually believes what
he says, unless he is believed to be insincere (i9 ). Rule i10 assumes
that a hearer believes what has been asserted, unless he is believed
not to be a trusting character (i11 ). Rule i12 assumes sincerity for
goals in a similar way. In all these cases, the cooperative behavior
is the default, but it can be overruled by evidence to the contrary.
Hence we have i9  i10 , i11  i10 and i13  i12 .
i8
informr(a),r(b) (s,t) ⇒π Bta [s]
i9
informr(a),r(b) (s,t) ∧ Btr(b) ¬sincere(a) π ¬Bta [s]
i10 informr(a),r(b) (s,t) ∧ Btr(b) [s] ⇒π Btb [s]
i11 informr(a),r(b) (s,t) ∧ Btr(b) [s] ∧ Btr(a) ¬trusting(b)
t
π ¬Bb [s]
t
t
t
t
i12 informr(a),r(b) (s,t) ∧ Gr(a) [Br(b) [s]] ⇒π Ga [Bb [s]]
i13 informr(a),r(b) (s,t) ∧ Btr(b) ¬sincere(a) π ¬Gta [Bta [s]]

3.2

Request

Analogously to inform, we define the preconditions and effects of
a request communicative act, used in deliberation dialogues, by
rules Rreq = {r1 , . . . , r13 }, with priority r2  r1 , r7  r6 , r9  r8 ,
r11  r10 and r13  r12 . For space reasons, we do not explicitly
model preconditions of actions in AA, so compared to FIPA, we
have to simplify the definitions. Again, the cooperative behavior is the default, which is overruled when the agent refuses the
request, or when there is evidence that the agent is insincere, or
non-cooperative.
r1
uttera,b,r (request, s,t) ⇒τ requestr(a),r(b) (s,t)
r2
retracta,b,r (requestr(a),r(b) (s,t), t 0 )
τ ¬requestr(a),r(b) (s,t)
r3
requestr(a),r(b) (s,t) →π Gtr(a) [s]
r4
requestr(a),r(b) (s,t) →τ ¬Gt−1
[s]
r(b)
r5
requestr(a),r(b) (s,t) →π Gtr(a) [Gtr(b) [s]]
r6
Gtr(a) [Gtr(b) [s]] ⇒π Gtr(b) [s]
r7
requestr(a),r(b) (s,t) ∧ refuser(b),r(a) (s,t 0 ) π ¬Gtr(b) [s]
r8
requestr(a),r(b) (s,t) ⇒π Gta [s]
r9
requestr(a),r(b) (s,t) ∧ Btr(b) ¬sincere(a) π ¬Gta [s]
r10 requestr(a),r(b) (s,t) ∧ Gtr(b) [s] ⇒π Gtb [s]
r11 requestr(a),r(b) (s,t) ∧ Gtr(b) [s] ∧ Btr(a) ¬cooperative(b)
t
π ¬Gb [s]
t
t
t
t
r12 requestr(a),r(b) (s,t) ∧ Gr(a) [Gr(b) [s]] ⇒π Ga [Gb [s]]
r13 requestr(a),r(b) (s,t) ∧ Btr(b) insincere(a) π ¬Gta [Gtb [s]]

3.3

Composed actions: propose

In our framework, it is relatively easy to model non-primitive communicative acts, which are defined in terms of other ones. For
example, following FIPA [2002], communicative acts propose and
accept are defined in terms of inform, using a set of constitutive

+∆uttera,b,r (propose, α,t)
−∆¬proposer(a),r(b) (α,t)
+δ proposer(a),r(b) (α,t)

Thus, we can define query-if as a request to inform-if :1539
qi1 queryifr(a),r(b) (s,t)
→τ requestr(a),r(b) (inform-ifr(b),r(a) (s,t 0 ),t)

p1
p1

+∆informr(a),r(b) (Gr(b) (α) →t Gr(a) (α),t)
+∆Br(a) (Gr(b) (α)) →t Gr(a) (α)
+∆¬(Gr(b) (α) →t−1 Br(b) Gr(a) (α))

+δ (Ba Gr(b) (α) →t Ba Gr(a) (α))
−∆(Bb (Gr(b) (α)) →t Bb Gr(a) (α))
+δ (Bb (Gr(b) (α)) →t Bb Gr(a) (α))

i5
i6
i7

i8
i8
i10
i10

Figure 1: A proof for theory T .
rules R prop = {p1 , p2 , p3 , a1 }. In this way, propose and accept inherit the feasibility preconditions and effect rules of inform. In the
following, assume that action α ∈ AA.
This kind of definition makes explicit use of the rule-based character of the logic. In rule p3 a proposal is defined as the announcement of a conditional goal Gr(b) (α) →t Gr(a) (α). It means that
the speaker will adopt goal α, if the hearer indicates also to have
α as a goal, i.e., if the hearer accepts the proposal. In rule a1 , an
acceptance is defined as an announcement of such an goal.
p1
p2
p3
a1

uttera,b,r (propose, α,t) ⇒τ proposer(a),r(b) (α,t)
retracta,b,r (proposer(a),r(b) (α,t), t 0 )
τ ¬proposer(a),r(b) (α,t)
proposer(a),r(b) (α,t)
→τ informr(a),r(b) (Gr(b) (α) →t Gr(a) (α), t)
acceptr(a),r(b) (α,t) →τ in f ormr(a),r(b) (Gr(a) α,t)

By
means
of
illustration,
we
construct
a
proof
for
the
defeasible
ACL
theory
T =
hT , {Btr(b) reliable(a), uttera,b,r (propose, α,t)}, {a, b}, {r1 , r2 },
hr(a) = r1 , r(b) = r2 i, R prop ∪ Rinf , R prop ∪ Rinf , ≺i. The proof is
shown in Figure 1.
In the example, a propose has been uttered (+∆) and no evidence
can be non-defeasibly gathered (−∆) against the proposal: rule p2
is not applicable. So we defeasibly infer (+δ ) that propose holds
(rule p1 ). Rule p3 defeasibly derives that a corresponding inform
has been generated. From now on, rules concerning inform can be
applied. Rules i3 − i5 strictly derive (+∆) the preconditions of the
inform. Due to Definition 8, the clause Br(a) [Gr(b) (α) →t Gr(a) (α)]
is first reduced to Br(a) [Gr(b) (α)] →t Br(a) [Gr(a) (α)] and then to
Br(a) (Gr(b) (α)) →t Gr(a) (α). Finally, the example derives (i10 )
that the hearer also privately believes the conditional goal that the
speaker wants to do α, if the hearer wants that too.

3.4

Abstract communicative acts: inform-if

Like in FIPA, we can also handle abstract communicative acts,
like inform-if(a, b, p) which is composed of the nondeterministic
choice of inform(a, b, p) and inform(a, b, ¬p). Note that in FIPA
inform-if is an abstract action which cannot directly be executed:
ii1
ii2

informr(a),r(b) (s,t) →τ inform-ifr(a),r(b) (s,t)
informr(a),r(b) (¬s,t) →τ inform-ifr(a),r(b) (s,t)

To satisfy the request, the receiver has to execute either an
informr(b),r(a) (s,t 0 ) or an informr(b),r(a) (¬s,t 0 ).

3.5

Br(b) reliable(a) +∆Gr(a) (Gr(b) (α)) →t Gr(a) Br(b) Gr(a) (α))
−∆¬(Ba Gr(b) (α) →t Ba Gr(a) (α))

i3

i4

+∆¬(Br(b) ¬(Gr(b) (α) →t−1 Gr(a) (α)))
+∆(Gr(b) (α) →t Br(b) Gr(a) (α))

p3

Persuasion dialogues

Agent communication languages are usually studied in relation to
specific dialogue types, such as cooperative information exchange,
negotiation or persuasion, see, e.g., the taxonomy of Walton and
Krabbe [1995]. Given the non-monotonic character of DL, we can
extend FIPA with persuasion, by defining acts like challenge and
concede.
Interestingly, a single communicative act like inform may have
different semantics, in different types of dialogue. This is due to
different background assumptions, for example regarding sincerity, cooperativity, or trust. Thus, in uncooperative dialogue types
like persuasion or negotiation, it is possible to reverse the general
principle of rules i6 − i13 , that cooperative behavior is expected by
default, but can be overruled by evidence to the contrary.
Alternatively, we can follow the principle that “silence means
consent”. In a persuasion dialogue, the hearer is assumed to believe what the speaker said (adapted rule i07 ), unless he explicitly
challenges the proposition (additional rule i007 ), thus defeating the
conclusion that he believes the content of the inform.
i07 Gtr(a) [Btr(b) [s]] ⇒π Btr(b) [s]
i007 informr(a),r(b) (s,t) ∧ challenger(b),r(a) (s,t 0 ) π ¬Btr(b) [s]
In addition to challenges, we can add explicit concessions (Walton and Krabbe [1995]). If an agent concedes to p, it does not
necessarily mean that he now believes p, but it means that he does
no longer believe the opposite. For example, it blocks the agent
from performing an inform that ¬s later in the interaction.
c1 conceder(a),r(b) (s,t) →π ¬Btr(a) [¬s]
So for persuasion, the rules Rinf of Section 3.1 are altered as
follows: R persuasion = (Rinf \ {i7 }) ∪ {i07 , i007 , c1 }, where i007  i07 .

4

Related work

Recently, some other papers went in the same direction of redefining FIPA semantics: e.g., Nickles et al. [2006]; Verdicchio and
Colombetti [2006]; Gaudou et al. [2006a]; Boella et al. [2006a,b].
Like us, most of them distinguish between public and private mental attitudes. There are various differences.
Like in Boella et al. [2006a,b], the distinguishing feature of our
approach is that the public mental attitudes attributed to agents during the dialogue are associated with roles. However, we use roles to
redefine the FIPA semantics in a non-monotonic framework based
on DL which allows us to extend FIPA to persuasion dialogue. We
distinguish interactive roles, such as speaker, (over)hearer and addressee. Clearly, different constitutive rules apply to speaker and
hearer. Further, we could add rules so that the effects of implicit
acknowledgement differ between the addressee of a message, and
a mere overhearer (Gaudou et al. [2006b]). Because social roles
are associated with dialogue types, with specific set of dialogue
rules, roles allow us to reason about assumptions in different kinds
of dialogues. E.g., sincerity could be assumed in cooperative dialogues, such as information exchange, but not in non-cooperative
dialogues, such as persuasion or negotiation. Ostensible beliefs
and the grounding operator distinguish only interactive roles or different groups of agents.
The importance of roles is recognized in multiagent systems and
their function ranges from attributing responsibilities to assigning

powers to agents in organizations.Other solutions, instead, need
to add to dialogue new theoretical concepts which are not always
completely clear or diverge from existing work. In particular, Gaudou et al. [2006a] use an explicit grounding operator, which only
partially overlaps with the tradition of grounding in theories of natural language dialogue. Opinions Nickles et al. [2006] are introduced specifically for modelling dialogue, but with no relation with
persuasion and argumentation. Finally, commitments in Verdicchio and Colombetti [2006] overlap with obligations.
Moreover, the approaches relate to the well known FIPA semantics in different degrees: Gaudou et al. [2006b] and Nickles et al.
[2006] try to stay close to the original semantics, as we do, while
Verdicchio and Colombetti [2006] substitute it entirely with a new
semantics, which, among other things, does not consider preconditions of actions. Gaudou et al. [2006a] and Nickles et al. [2006]
use modal logic, and Verdicchio and Colombetti [2006] use CTL.
They thus use more common frameworks, but they do not consider the computational properties of their proposals. DL, instead,
may provide us with a proof theory which is linear (cf. Governatori et al. [2006a]). Moreover, most of the other approaches do not
consider the persistence of preconditions and effects, an essential
point when dealing with actions and their effects. Time introduces
most of the complexities in our formal system, but time is crucial
for agent communication, because speech acts are uttered one after
the other, but their effects on mental attitudes are persistent.

5 Summary
We introduce a defeasible logic for role-based agent communication and have shown how to formalize the essential features of
FIPA semantics on public mental states, including composed and
abstract actions. Moreover, we have shown how it can be extended
to reason about different assumptions about agents in cooperative dialogue, like information exchange, and non-cooperative dialogue, like persuasion and negotiation. We use the logic to study
the non-monotonic and rule-based character of role based agent
communication.
Non-monotonic reasoning occurs in reasoning about the persistence in time of the effects of speech acts. Moreover, whereas
FIPA makes strong assumptions about the private states, the alternative of using public mental attitudes does not make any assumptions about them; using non-monotonic reasoning we can make
inferences about the private mental attitudes of the communicating agents which hold only by default and can always be revised
by new information. Moreover, non-monotonic reasoning can be
used for challenges and concessions. E.g., an inform is accepted –
i.e., its content becomes part of the public beliefs of the addressee
– unless it is challenged. Finally, non-monotonic reasoning can be
used to deal with persuasion and negotiation, where old arguments
can be retracted or overridden by stronger ones.
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