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Abstract

Typing rhythms are the rawest form of data stemming from the interaction between users and

computers. When properly sampled and analyzed, they may become a useful tool to ascertain

personal identity. Moreover, unlike other biometric features, typing dynamics have an important

characteristic: they still exist and are available even after an access control phase has been passed.

As a consequence, keystroke analysis can be used as a viable tool for user authentication throughout

the work session.

In this paper we present an original approach to identity veri�cation based on the analysis

of the typing rhythms of individuals on di�erent texts. Our experiments involve 130 volunteers

and reach the best outcomes found in the literature, using a smaller amount of information than

in other works, and avoiding any form of tailoring of the system to the available data set. The

method described in the paper is easily tuned to reach an acceptable trade-o� between the need to

spot most impostors and to avoid false alarms, and, as a consequence, it can become a valid aid to

intrusion detection.

Keywords: biometric techniques, dynamic keystroke analysis, identity veri�cation.

1 Introduction

The issue of user identi�cation and authentication is crucial in computer security. When a user is

correctly identi�ed, he can be enabled to work in his own area, with all rights and limitations that

were assigned to the account. User's identity is normally checked by an access control step which

performs the authentication task. Of course, unauthorized individuals must not (or should not)

pass the authentication procedures. Many mechanisms have been devised to avoid illegal accesses to

controlled resources, and most of them can be categorized in two main groups: (a) something a person

knows, in most cases a secret password; (b) something a person has, such as a smart-card.

Traditional approaches to access control (i.e. those belonging to categories (a) and (b)), while pro-

viding good performances, still have a number of limitations and weaknesses. For instance, passwords

can be forgotten or overheard. Moreover, they can also be guessed, and dictionary attacks are largely

feasible in practice, so that it is not suÆcient to avoid writing down the password or to keep it secret.

�Patented
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The password must be both diÆcult to guess and | in some way contradictorily | easy to remember.

Of course, also smart cards can be lost, and can be cloned. Finally, both security measures which fall

under categories (a) and (b) may be extorted from the owner.

Because of the above problems, a new form of authentication is becoming more and more popular

within computer security. Following the above categorization, it is often referred to as something a

person is. This relates to a set of physiological and behavioral traits that are, in some way, unique to

each individual, and that are commonly known as biometric features. It is worth to note that the use

of some of such features is much older than the computer age: the hand-written signature is almost

as old as human history, and the use of �ngerprints dates back to the end of the nineteenth century.

In principle, almost any physiological or behavioral human characteristic can be used to ascertain

personal identity. Among the most common biometric features investigated in the literature we recall

face patterns, retinal and iris patterns, thermal images, wrist veins, hand geometry, palm topology,

voiceprints, �ngerprints, handwritten signatures and keystroke dynamics (we refer to [1] for an excel-

lent introduction to the subject, and to [36] for a shorter survey). Biometric features are interesting

for computer security because, on the one hand, they are suÆciently unique to be used to recognize

legal users of a systems and to reject impostors and, on the other hand, they cannot be forgotten,

lost, overheard, stolen or extorted. It is very likely that, at least in the near future, biometric tech-

niques will not completely replace passwords and smart-cards. Rather, used in conjunction with more

traditional authentication methods, they will provide substantially higher levels of security.

Nevertheless, with or without the aid of biometric techniques, no authentication method is so

good to make intrusions completely impossible. More and more aws and weaknesses within operative

systems and network protocols are discovered, and the connection of computers to local networks and

to the Internet are making intrusions not only possible, but more and more likely. Intrusion detection

systems ([2]) are expressively devised to track and identify intruders who are illegally using someone

else's account and computer resources. However, intrusion detection is a very hard task and it is prone

to errors, and available techniques and systems are diÆcult to use and to keep updated to newer forms

of intrusion. Moreover, intruders often adopt a so called \low and slow" behavior: they connect to a

system striving to remain unnoticed as long as possible, while stealing information or using resources

illegally. Such behavior is very diÆcult to be spotted by any intrusion detection technique. Finally,

also because of the above problems, most systems do not adopt any form of intrusion detection, so

that no further control on users' identity is applied beyond the initial access control phase. As a

consequence, it would be very useful to have some additional form of identity veri�cation throughout

a session, after the login step has been passed, or fooled. Possibly, such veri�cation should be done as
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quickly as possible, with a high level of accuracy, and transparently to the user.

In this paper, we face the problem of user identi�cation and identity veri�cation through the

analysis of typing rhythms processed with an original technique able to deal with typing samples

of di�erent texts. We de�ne a function that returns a real number measuring the similarities and

di�erences between two typing samples. We will see that, in general, the function returns a smaller

value when it compares two samples from the same user than when it compare samples from di�erent

users. Hence, such function can be used to classify a new sample among a set of users whose typing

habits are known. Moreover, it can be used to verify the identity of someone claiming to be one of

the users. Our approach achieves the best performances among those reported in previous studies,

though it uses a smaller amount of information and a larger number of volunteers than in other works

found in the literature is involved. Moreover, our method can be easily tuned in order to reach an

acceptable trade-o� between the ability to identify intruders and the need to avoid false alarms. As a

consequence, our technique can be practically adopted as an additional aid to make computer systems

safer for legal users, and harder to intrude for impostors.

The paper is organized as follows. In the next two sections we give a brief introduction to keystroke

analysis, and review the existing literature. In section 4 we introduce the original measure we devised

to \compute" the di�erences between two typing samples of di�erent texts, and in sections 5 and 6

we describe the experiments we did to test the performances of the measure. We then discuss many

aspects of our research (section 7) and illustrate possible applications of our method (section 8).

2 Keystroke Analysis

Keystroke analysis is essentially a form of Pattern Recognition (as in fact most of the other biometric

techniques). As such, it involves representation of input data measures, extraction of characteristic

features and classi�cation or identi�cation of patterns data so as to decide to which pattern class these

data belong ([19], [40],[14]).

In the case of typing rhythms, input data is usually represented by a sequence of typed keys,

together with appropriate timing information expressing the exact time at which keys have been

depressed and released. From such data, two features are normally extracted: the duration of typed

keys (how long a key is held down), and the latency between two consecutive keystrokes (the elapsed

time between the release of the �rst key, and the depression of the second key). In the literature, two

keys typed consecutively are called a digraph. The extraction of these two features turns a sequence

of keystrokes into a typing sample. Since features are measured in the form of real or integer numbers,

a typing sample can be seen as a pattern vector representing a point in an n-dimensional Euclidean
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space. Appropriate algorithms are then used to classify a typing sample among a set of pattern

classes, each one containing information about the typing habits of an individual. Pattern classes are

often called pro�les or models, and they are made using earlier typing information gathered from the

involved individuals.

A natural application of any biometric technique is in the �eld of user authentication. Hence, sys-

tems performances are normally evaluated using two parameters related to the identi�cation accuracy:

the False Alarm Rate (FAR for short) of a system is the percentage of cases when a legal user of the

system is erroneously recognized as an impostor. The Impostor Pass Rate (IPR for short) of a system

is the percentage of cases when an impostor who pretends to be one of the legal users of the system

is not recognized as being an impostor. In both cases, the lower the percentage, the better.

Within computer security, the analysis of keystroke dynamics represents a natural choice, as there

are at least two reasons that make this feature appealing, if compared to other biometric measures.

First, speci�c tools, such as special videocameras or scanners must be used to sample most of the

biometric features currently investigated. Clearly, the need for additional sampling tools increases

costs, and hence limits the applicability of a speci�c technique. On the contrary, typing rhythms

may be relieved without the aid of any special tools; we only need the keyboard of the computer

the individual under observation is using. Second, and very important, typing rhythms are the only

biometric feature that is still available after an authentication phase has been passed, since individuals

will use the computer anyway.1 Hence, keystroke analysis can become a useful aid to verify users'

identity and to spot possible intruders that where able to fool the authentication step.

Nonetheless, the analysis of typing rhythms remains a diÆcult task, for two reasons. (1) A very

small amount of information is conveyed by keystrokes: the time a key is held down, and the time

that passes between a key is released and the next one is depressed.2 (2) Keystroke dynamics are

essentially unstable, and normally a certain level of variability takes place even without any evident

change in the psychological and physiological state of the individual under observation. Variability

occurs even if the subject providing the samples strives to maintain a uniform way of typing, and

signi�cant di�erences can be relieved even when the same text is adopted for each sample. After all,

when typing, we have a very little control on the speed we hit a sequence of keys, and we have even

less control on the number of milliseconds we hold down a key.

In order to dealing with the instability of typing rhythms, most researches in the �eld of keystroke

1Mouse movements, too, are a very rough form of biometrics stemming from the use of modern computers. However,

up to our knowledge it has not yet been investigated in the literature for authentication purposes.
2In fact, special keyboards could be used to measure additional features, such as the energy and the acceleration

impressed to the keys. Clearly, such keyboards are not normally available, and would probably be very expensive.
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analysis have limited the experiments to samples produced from a unique, pre-de�ned text. Typical

authentication systems based on keystroke analysis require a user to enter the chosen sample phrase

a certain number of times to form his/her typing pro�le. Later, the same phrase will be entered by

the user who wants to be authenticated by the system. Clearly, the intended application is at login

time, to verify the identity of an individual that requires access to computer resources. This situation

is often referred to as static keystroke analysis.

On the other hand, as we already observed, much of the interest about keystroke dynamics lies in

the fact that this biometrics is available also after an authentication phase has been passed, by a legal

user or an impostor. However, in this case we cannot rely on typing samples from of a unique text: we

must be ready to deal with samples produced by entering texts di�erent from those that were used to

form the users' pro�les. In this case, we speak of dynamic keystroke analysis. Unfortunately, in such

situation the aforementioned variability of keystroke dynamics is akin to get worse, since the timings

of a sequence of keystrokes may be inuenced in di�erent ways by the keystrokes occurring before and

after the one currently issued.

3 Referring literature

Comparing various approaches to keystroke analysis is not easy, not only because di�erent techniques

are used, but mainly because di�erent experimental settings have been adopted. In order to evaluate

proposed methods, we can only refer to parameters such as the number of users involved in the

experiments, and the amount of information (i.e., the number of keystrokes) needed to obtain a

certain level of identi�cation accuracy. Of course, also the way experiments are done and outcomes

reached can be used to evaluate the quality of di�erent approaches.

In the next section we briey review di�erent systems performing static keystroke analysis. Then

we focus on approaches to dynamic keystroke analysis.

3.1 Static keystroke analysis

As observed in the previous section, when users' pro�les contain typing patterns obtained from the

same text used to produce a new typing sample to classify, we speak of static keystroke analysis. Static

keystroke analysis aims at authenticating users who are required to enter a pre-determined text, by

comparing their typing patterns against a typing pro�le recorded previously during system enrolment.

Users' pro�les are usually built by entering the same text a number of times. Static analysis is normally

meant to be used at login time, in conjunction with, or in place of, other authentication methods.

In fact, the vast majority of systems found in the literature perform static keystroke analysis.
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Techniques are di�erent, but often rely on some form of statistical analysis. For example, in [48, 24],

the authors compare samples using the mean and standard deviation of digraphs latencies. In [17]

the covariance matrix of the vectors of latencies in the reference pro�les is used as a measure of the

consistency of individuals' typing rhythms. The Mahalanobis distance function is then used to compute

the distance between new typing samples and users' pro�les. By contrast, the method described in [49]

is based on the computation of the Euclidean distance between pro�les' pattern vectors and samples

to be identi�ed. In [22], the authors still use digraph latencies to compute a di�erence vector between

pattern vectors in a user's pro�le and a new incoming sample. Positive identi�cation is declared when

the norm of the di�erence vector falls within a give threshold computed experimentally on the basis of

the user's pro�le. Thresholds learned on the basis of available samples of legal users and impostors are

also adopted in [5], and digraph latencies are used to classify samples through a Bayes classi�er. Some

neural network approaches have also been studied. In [6] authors use keystroke duration and latency,

and authentication is made in three di�erent ways, using Euclidean distance and backpropagation

neural networks trained with samples of the users. Di�erent kind of neural networks, together with

keystroke duration and latency are also used in [30, 31, 32]. We refer to [4] for a thorough description

of the above systems.

3.2 Dynamic keystroke analysis

Unlike static keystroke analysis, dynamic analysis implies the ability to compare a typing sample made

entering a certain text, with users' pro�les built using typing samples of di�erent texts. Being able to

compare samples of di�erent texts means that the system is able to perform some kind of continuous or

periodic monitoring of incoming new keystrokes entered by individuals, in order to identify impostors

as soon as possible. Hence, this form of keystroke analysis is intended to be performed during a

work session, after the authentication phase has been passed. Unfortunately, dealing with the above

situation makes dynamic keystroke analysis much more diÆcult than its static counterpart. For this

reason, the literature about dynamic keystroke analysis is quite limited.

In the much cited work in [25] (that, however, as we will see below, is only loosely related to

dynamic keystroke analysis), authors use the same set of data gathered for the experiments described

in an earlier paper about static keystroke analysis ([24]): 36 individuals are asked to type twice the

same text of 537 characters. The �rst sample is used as a model of the user, and the second sample

is the one to be analyzed dynamically and that must be accepted or rejected. The second sample of

each individual is also used to \attack" every other individual. As a consequence, there are 36 legal

connection attempts and 1,260 attack attempts (each individual pretends to be one of the other 35
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ones). Digraphs latency is used, and sequential statistical analysis is performed on the digraphs of the

sample under analysis. Every time a new digraph is seen the system can: (1) accept the sample as

belonging to the same user of the reference pro�le; (2) reject the sample as belonging to an impostor,

(3) going along with the next incoming digraph in the sample. By properly adjusting the analysis

parameters used by the algorithm, the authors are able to reach a 11.1% FAR and a 12.8% IPR over the

whole text, with many of the impostors rejected within the �rst 100 keystrokes of the testing sample.

However, the meaningfulness of the experiment is strongly limited by the fact that the same text is

adopted for producing users' pro�les and samples to be analyzed. Hence, in this work the \dynamic"

analysis only lies in the fact that a decision about accepting or rejecting a sample is attempted as

soon as possible on the basis of the digraphs analyzed up to that point.

In [16] 30 subjects enter twice the same reference text made of 2,200 characters, in order to

build users' pro�les. Users must also enter other two samples Sa and Sb of 574 and 389 characters

respectively, that are used to simulate impostors' attacks. Statistical analysis is performed on digraphs

latencies, and samples Sa and Sb are used to set up personal thresholds so as to guarantee that the

system will correctly accept Sa and Sb when compared against the reference pro�le of the user who

provided them. In other words, the system is set up in advance in order to show a perfect 0% FAR on

the available samples, and then it is tested to see what happens of the corresponding Impostor Pass

Rate. Authors claim a 15% IPR, with 26% of the impostors detected within the �rst 40 characters

of the testing samples, and most of the impostors detected within 160 keystrokes. As in the case of

the previous work, the outcomes of the experiments depend on a speci�c tuning of the system on the

basis of the available samples, so that there is no evidence that similar outcomes can be maintained

for di�erent users.

In [28], the authors use algorithms based on three di�erent methods to measure similarities and

di�erences among typing samples: normalized Euclidean distance, weighted maximum probability and

non-weighted maximum probability measures. Samples are gathered in about 7 weeks for 42 users,

but experiments are conducted only on 31 users, as 11 pro�les are eliminated due to erroneous timing

results. Participants ran the experiment from their own machines at their convenience. They had to

type a few sentences from a list of available phrases, and/or to enter a few of completely free sentences.

It is unknown how many characters had to be typed by each user, to form his/her own pro�le. The

aim of this research was to experiment both in static and dynamic keystroke analysis. Within static

analysis, the authors reach outcomes of about 90% of correct classi�cation, later improved to a slightly

better 92.14% extending the experiments to 63 users [29]. Unfortunately, when di�erent texts are used

for the users' pro�les and the samples to be classi�ed, outcomes fall to an absolutely unsatisfactory
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23% of correct classi�cation in the best case.

In [12] four users are monitored for some weeks during their normal activity on computers, so that

thousands of digraphs latencies can be collected. Authors use both statistical analysis and di�erent

data mining algorithms on the users' data sets, and are able to reach a 50% of correct classi�cation in

the best case. The experiments are then re�ned in [13], by taking into consideration the environment in

which keystrokes are entered, so as to improve the discrimination power. The four applications taken

into consideration are: PowerPoint, Word, Microsoft Messenger and Internet Explorer. Eight subjects

are monitored for three months, gathering a total of 760,000 digraphs samples. The acceptance rate

of samples reached in the experiments varies w.r.t. the underlying application, but the best outcomes

are lower than 60%, and are reached when the samples to classify come from Word or Messenger, that

normally involve a lot of typing activity. No global information is available about the Impostor Pass

Rate, but in the case of two users' accounts intruded by someone else, it looks to be about 25% for

one user, and about 15% for the other user.

4 Computing the Distance Between Two Typing Samples

In this section we describe our way to compute the \distance" between two typing samples. Such

distance will be a number used to indicate the similarities and di�erences between the typing rhythms

showed when entering a text. Intuitively, the lower the number the higher the similarities, and in

particular we expect two typing samples coming from the same individual having, on the average, a

distance smaller than two samples entered by di�erent individuals.3

The only timing information we measure in our experiments is the time elapsed between the

depression of the �rst key and the depression of the second key of each digraph. We call such interval

the duration of the digraph. Clearly, the duration of a digraph combines the timing information

contained in the duration of the �rst character of the digraph and in its latency. In the following, we

will usually consider a typing sample represented in terms of the digraphs it is made of, together with

the duration of each digraph. If the typed text is suÆciently long, the same digraph may occur more

than once. In such case, we report the digraph only once, and we use the mean of the duration of its

occurrences.

Since we want to be able to compare two samples regardless of the typed text, we must extract the

information they have in common: in our case, this information will be represented by the digraphs

shared by the two samples, together with their durations. Let us introduce an example that we will

3In fact, this is precisely what happens with our distance measure, as we show experimentally in Section 7.1. Further

experimental evidence of this fact can be found in [4].
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Sample E1 Sample E2

digraph duration

cs 100

ti 156

ic 184

he 195

at 197

th 207

ma 217

em 221

digraph duration

ym 110

at 128

ic 136

he 201

mp 215

sy 220

pa 242

th 250

ti 270

et 325

Table 1: Digraphs and their durations for typing samples E1 and E2

use in the rest of this section to illustrate our approach. Suppose the following text has been entered:

mathematics. A possible outcome of the sampling may be the following, where the number between

each pair of letters represents the duration in milliseconds of the corresponding digraph:

E1: m 285 a 164 t 207 h 195 e 221 m 149 a 230 t 156 i 184 c 100 s

After having merged together multiple occurrences of the same digraph, and sorted the digraphs

w.r.t. their typing speed, the corresponding typing sample can be more conveniently represented as

in Table 1(left). Moreover, suppose the text sympathetic is entered, with digraphs durations as follows:

E2: s 220 y 110 m 215 p 242 a 128 t 250 h 201 e 325 t 270 i 136 c

After merging and sorting digraphs, we may represent E2 more conveniently as in Table 1(right).

Hence, the digraphs shared by E1 and E2, together with their durations, are the following:

9



d = 4

d = 1

d = 0

d = 3

d = 0

ti 156

ic 184

he 195

th 207

at 197

at 128

ic 136

he 201

ti 270

th 250

E1 E2

(a)

d = 0

d = 1

d = 1

tic 340

ath 371

the 402

ath 378

tic 406

the 451

E1 E2

(b)

Figure 1: (a) Computation of the distance of two typing samples using digraphs. (b) Computation of

the distance of two typing samples using trigraphs.

E1 E2

156 ti 270

184 ic 136

195 he 201

197 at 128

207 th 250

4.1 Using digraphs to compute the distance between two typing samples

given any two typing samples S1 and S2, each one sorted with respect to the typing speed of its

digraphs, we de�ne the distance of S2 w.r.t. S1 (in short: d2(S1,S2))
4, as the sum of the absolute

values of the distances of each digraph of S2 w.r.t. the position of the same digraph in S1. When

computing d2(S1,S2), digraphs that are not shared between the two samples are simply removed. It is

clear that d2(S1,S2) = d2(S2,S1), and that from the above de�nition, we may compute the distance

between any two typing samples, provided they have some digraphs in common (which is always the

case for texts suÆciently long). Figure 1(a) illustrates pictorially the computation of the distance

between our examples E1 and E2. We have:

d2(E1,E2) = 3+0+0+1+4 = 8.

Given any two typing samples, the maximum distance they may have is when the shared digraphs,

sorted by their typing speed, appear in reverse order in one sample w.r.t. the other sample. Hence,

if two samples share N digraphs, it is easy to see that the maximum distance they can have is given by:

4The subscript in the name of the function indicates that we are dealing here with digraphs.
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N2/2 (if N is even); (N2-1)/2 (if N is odd).

The above value can be used as a normalization factor of the distance between two typing samples

sharing N digraphs, dividing their distance by the value of the maximum distance they may have.

In this way it is possible to compare the distances of pairs of samples sharing a di�erent number of

digraphs: the normalized distance d2(S1,S2) between any two samples S1 and S2 will always be a

real number between 0 and 1. d2 returns 0 when the digraphs shared by the two samples are exactly

in the same order w.r.t. their duration, and returns 1 when the digraphs appear in reverse order.

In the case of our example, the maximum distance between typing samples sharing N=5 digraphs

is: (52-1)/2 = 12, and hence the normalized distance between E1 and E2 is 8/12 = 0.66666. In the

rest of this paper, when speaking of the distance of two typing samples, we will always refer to their

normalized distance.

The above distance measure was introduced in [4] and, used in the context of static keystroke

analysis, showed the best outcomes among all systems performing user authentication. We refer to [4]

for a thorough description of the measure and its properties.

Readers may have noticed that the distance measure just described completely overlooks any

absolute value of the timings associated to the samples. Only the relative positions (which is of course

a consequence of the typing speed) of the digraphs in the two samples are taken into consideration.

The rationale behind this measure is that, for a given individual, typing speed may greatly vary as

a consequence of changes in the psychological and physiological conditions of the subject, but we

may expect the changes to a�ect homogeneously all the typing characteristics in a similar way.5 For

example, one day an individual may be particularly sleepy or dizzy, so he/she types on the keyboard

more slowly than usual. The absolute values of his/her keystrokes will vary very much w.r.t. normal

conditions, but the relative values will probably remain more stable. If the individual types the word

on more slowly that the word of, this is likely to remain unchanged even in di�erent conditions.

5We are however well aware that it would be very diÆcult to prove experimentally such assumption, since this would

require investigating the psychological and physiological condition of the volunteers every time they provide a sample:

quite a diÆcult task.
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4.2 Taking into consideration trigraphs

Unfortunately, the above measure, that behaves so well in the case of �xed text, does not maintain the

same performances when dealing with typing samples of di�erent texts.6 The �rst column of Table 3

shows that, in our experiments (that we describe later), the use of the above measure alone gives an

identi�cation accuracy of about 76%, which is unacceptable for most practical applications.

To improve the outcomes, one may observe that the relative speed at which digraphs are typed,

not only depends on the digraphs themselves, but is inuenced also by the context in which digraphs

occur. For example, digraph th may be typed at di�erent speeds when occurring within words this

and that. We may take into account this fact by considering not only the typing speed of digraphs,

but also the cumulative typing speed of digraphs and of any character preceding or following them. In

other words, we have to take into consideration the typing speed of trigraphs: three characters entered

consecutively, whose duration is the elapsed time between the depression of the �rst and third keys of

the trigraphs.

The distance measure described above for digraphs may be computed for trigraphs as well, so as

to grasp the typing style of people w.r.t. longer sequences of keystrokes. Referring to the examples

used in this section, Table 2 reports samples E1 and E2 turned into trigraphs. The trigraphs shared

by E1 and E2 are the following:

E1 E2

340 tic 406

371 ath 378

402 the 451

and the normalized distance between E1 and E2, w.r.t. the trigraphs they share (see Figure 1(b)) is:

d3(E1,E2) = (1+1+0)/((32 - 1)/2) = 2/4 = 0.5.

Given two typing samples, it remains to decide how to combine their distances w.r.t. the digraphs

and the trigraphs they share, in order to compute an overall distance. Just adding together the com-

puted values for d2 and d3 is probably wrong. In fact, as we showed in [4], the accuracy of a measure

like the one just described to compute the distance between two samples is directly related to the

6Admittedly, in part this is also due to the fact that we are dealing here with samples much shorter than the one

used in [4].
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Sample E1 Sample E2

trigraph duration

ics 284

tic 340

ema 370

ath 371

ati 386

the 402

mat 414

hem 416

trigraph duration

ymp 325

sym 330

pat 370

ath 378

tic 406

the 451

mpa 457

het 526

eti 595

Table 2: Trigraphs and their durations for typing samples E1 and E2

number of digraphs (or trigraphs) they share. However, two typing samples of di�erent texts share

a larger number of legal digraphs than trigraphs,7 so that the computed distance w.r.t. the digraphs

they share can be expected to be more meaningful than their distance w.r.t. the shared trigraphs. In

the case of our experiments we computed 31,099 distances between any two typing samples of texts

T1 and T2. On the average, two such samples share about 85 digraphs, and 50 trigraphs. Hence,

we may just take care of such situation by weighting the inuence of d3 with the average proportion

of trigraphs and digraphs shared by the samples in our experiments. In our case, such proportion is

50/85 = 0.588, which we have rounded to 1/2 in the experiments, without any relevant change in the

outcomes.8 Hence, we may de�ne the cumulative distance d2;3 of two samples S1 and S2, w.r.t. the

digraphs and the trigraphs they share as:

d2;3(S1,S2) = d2(S1,S2) + d3(S1,S2)�1/2

In the case of the example used in this section, we have d2;3(E1,E2) = 0.66666 + 0.5/2 = 0.91666.

7This can be easily understood by observing that: (1) at least one legal trigraph can be built from a legal digraph,

(i.e., a digraph occurring in some word of the referring language), but often more trigraphs are allowed. For example,

th may be followed by any vowel, so turning into more legal trigraphs in English. (2) As a consequence of (1) on the

average a given digraph has higher chances to occur in two di�erent sentences w.r.t. one of the trigraphs stemming from

the same text.
8In general, the most accurate way to take care of the di�erent number of digraphs and trigraphs shared by two

samples S1 and S2 is to multiply d3(S1,S2) by the ratio of trigraphs and digraphs shared by the two samples.
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With this new de�nition of the distance between two samples, the identi�cation accuracy in our

experiments improves to a more acceptable 81%, as shown in the second column of Table 3.

4.3 Adding the typing speed of digraphs

A measure only taking into consideration the relative typing speed of pieces of text (be them digraphs

or trigraphs), may show some counterintuitive behavior. For example, if the typing speed of each

digraph in a sample S1 is exactly twice the typing speed of the same digraph in S2, we would

have d2(S1,S2) = 0. Of course, the same holds when using trigraphs. There is clearly something

wrong about that, which suggests that it is not wise to completely overlook the speed at which a

text is entered. In fact, people type at di�erent speeds, and this should be taken into account when

computing the distance between two typing samples.

Hence, we introduce a further update of the measure of the distance of two samples, based on the

mean typing speed (\meanspeed" for short) of the digraphs they share. We de�ne:

dm(S1,S2) = jmeanspeed(S1) - meanspeed(S2)j/max(meanspeed(S1), meanspeed(S2))

Clearly, dm is equal to 0 if the the shared digraphs are entered at exactly the same mean speed in

the two samples, and approaches the limit value 1 for increasing di�erences between the two typing

speeds. Referring to the example used in this section, we have:

dm(E1,E2) = j187.8 - 197j/max(187.8, 197) = 0.0467.

By taking into consideration also dm, we may further update the de�nition of the distance between

two samples S1 and S2 to:

d2;3;m(S1,S2) = d2(S1,S2) + d3(S1,S2)/2 + dm(S1,S2).

Referring again to the example used in this section, we have d2;3;m(E1,E2) = 0.66666 + 0.5/2 +

0.0467 = 0.96336.

By using this last de�nition of distance between two typing samples, we are able to reach an

identi�cation accuracy slightly higher than 90%, as reported in the last column of Table 3.9 In the

9One may suggest to take into consideration also the typing speed of trigraphs, in order to further improve the

outcomes. We have performed the experiments using also the mean typing speed of trigraphs, but with apparently no

improvements in the identi�cation accuracy. A possible explanation of this may be that the mean typing speed of any
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next sections, we will see how the distance measure just described can be used to identify who typed a

piece of text, and to discriminate between legal users and intruders of a computer system. In the rest

of this paper, when referring to the distance between two samples, d(X,Y), unless explicitly stated we

refer to d2;3;m(X,Y), as de�ned above.

5 Data Acquisition

In this section we describe how we gathered the typing samples used to test the behavior of the distance

measure just introduced, used by a hypothetical system that must ascertain personal identity on the

basis of the typing habits of individuals.

Two di�erent texts, each one 300 characters long, were used to produce all the typing samples used

in the experiments. In the following, these two texts will be referred to as T1 and T2, and we will use

T1 and T2 also to indicate a typing sample produced entering the corresponding text. We asked 40

persons in our Department to type the two texts at the following conditions: (1) each text had to be

entered no more than once, on a given day; (2) each text had to be entered a number of times varying

between two and �ve times, as preferred by each volunteer. On the whole, 137 typing samples of text

T1 and 137 typing samples of text T2 were provided by the volunteers. In our experiments, these 40

individuals will act as legal users registered on the veri�cation system. Typing samples T1 of each

user will be used to form a pro�le of the typing habits of that user. Typing samples T2 will be used

as an independent test set to estimate the FAR of the system. Moreover, we asked other 90 people to

enter text T2 once. These individuals will act as potential impostors, with typing habits completely

unknown to the system, who try to fool it by pretending to be one of the legal users. In other words,

these 90 samples T2 will be used as an independent test set to estimate the IPR of the system. Both

\legal users" and \impostors" where not chosen or selected in any way on the basis of their typing

skills: they were simply those who accepted to contribute to the experiments.

People were asked to enter the typing samples in the most natural way, at their usual typing speed.

In particular, people were free to stop entering the text as they liked, just to take a break or to re-read

what typed up to that moment. People were completely free to make typos, and to choose to correct

them (with the backspace key), or not, at their will. because of the presence of typing errors, the

typing samples provided by all the participants to the experiment have, in general, slightly di�erent

lengths.

sequence of characters is a consequence of the typing speed of the digraphs the sequence is made of. Hence, even taking

into consideration only the digraphs, we already have all the information available about the average typing speed of the

whole sequence.
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To gather the typing samples together with the corresponding timing information, we wrote an

X-window application in order to record, for each typed key, the exact time (in millisecond) at which

the key was depressed. The samples were collected on the basis of availability and willingness of

people and, on the average, a few days passed between two samples provided by the same user. All

samples were provided on the same keyboard of the same computer, with people free to adjust the

position of the screen, height of their sit and illumination of the desk as preferred. The text to type

was displayed on the top part of the screen, with the entered text displayed just below the referring

text. Texts T1 and T2 were made in plain Italian, and all volunteers were native speakers of Italian

and well familiar to type on a computer keyboard, because it is part of their normal job. No volunteer

was hired or paied for his/her pro�ciency, and neither was he/she trained to enter the sample texts

before the beginning of the experiments.

The choice of a unique sample phrase T2 to simulate both legal connections and intrusions is

well motivated by the need to test the veri�cation system in uniform conditions. If T2 is diÆcult

to type, it will very likely be so both for legal users and for impostors, hence a�ecting in a similar

(but complementary) way the FAR and IPR of the system. The opposite will happen if T2 is easy to

type. On the contrary, if a di�erent text is used by each individual, outcomes will be inuenced in a

much more unpredictable way, and will be less reliable. For example, if a user U enters a text T2 very

di�erent from the sample text in his/her pro�le, there are more chances that the new sample will not

be recognized. If an impostor intruding U enters, casually, a text very similar to the text used in U's

pro�le, it is less likely that the sample will raise an alarm.

Texts T1 and T2 could in principle be replaced by any typing sample produced by individuals

under normal conditions, such as people writing e-mails and documents, or even using chat lines.

This would surely be an interesting line of research to investigate. However, apart from the increased

unpredictability of the outcomes just mentioned, sampling would be much more diÆcult to implement,

and �nding volunteers would certainly be harder, as many individuals would be concerned with their

privacy.10

6 The Experiments

By using the distance measure described in Section 4, we want to show that it is possible, using the

typing rhythms of individuals, and with a reasonable level of accuracy:

� to identify a user among a set of them, so as to o�er, for example, personalized services and

10Unpredictability could also be worsened by possible use of jargons, technical terms and words in other languages, as

well as abbreviations and arti�cial languages (as it would be the case of a user writing a latex document).
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advertising;

� to verify the declared identity of a user under observation, so as to spot potential intruders who

were able to enter illegally someone else's account.

In order to do so, we must compare an incoming typing sample with those contained in users'

pro�les, even if they have been made with di�erent texts, and decide who (if any) of the users,

produced the new sample.

6.1 User identi�cation

In our approach, a user's typing pro�le is simply made of a set of typing samples provided by that user.

Suppose we are given a set of users' pro�les and a new typing sample provided by one of the users,

so that we want to identify who actually provided the sample. If the measure de�ned in the previous

sections works well, we may expect the computed distance between two samples of the same user to

be smaller than the distance between two samples coming from di�erent users. As a consequence, we

may expect the mean distance of a new sample X from (the samples in) the pro�le of user U to be

smaller if X has been provided by U than if X has been entered by someone else.

More formally, suppose we have four users A,B,C and D, who have respectively 4, 3, 5 and 2 typing

samples each one in their pro�les (so, that, for example, D's pro�le contains typing samples D1 and

D2). Moreover, suppose a new typing sample X has been provided by one of the users, and we have to

decide which user entered the sample. We may compute the mean distance (md for short) of X from

each user's pro�le as the mean of the distances of X from each sample in the pro�le:

md(A,X) = (d(A1,X) + d(A2,X) + d(A3,X) + d(A4,X))/4

md(B,X) = (d(B1,X) + d(B2,X) + d(B3,X)))/3

md(C,X) = (d(C1,X) + d(C2,X) + d(C3,X) + d(C4,X) + d(C5,X))/5

md(D,X) = (d(D1,X) + d(D2,X))/2

and decide that X belongs to the user with the smallest mean distance. This rule has been tested using

the samples provided by the 40 users, as described in section 5. In particular, each typing sample of

text T1 was put in the pro�le of the user who provided the sample. Hence, pro�les contain from 2 to

5 typing samples. Then, each typing sample of text T2 has been classi�ed among the 40 users with

the above classi�cation rule. Samples produced from texts T1 and T2 contain, on the average, about

130 and 150 di�erent digraphs and trigraphs (such numbers are not �xed because typing samples may
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adopted distance measure d = d2 d = d2;3 d = d2;3;m

Tot. n. of classi�cation attempted 137 137 137

Tot. n. of errors 32 26 13

% of correct classi�cation 76.64% 81.02% 90.51%

Table 3: Experimental results in user identi�cation

contain errors). However, as already noted, two samples whose distance is to be computed share, on

the average, about 85 di�erent digraphs and 50 trigraphs.

Table 3 reports the outcomes of the experiments in user identi�cation using the di�erent versions

of the distance measure described before. Identi�cation accuracy improves from 76.64% when d = d2,

to more than 90% when d = d2;3;m.

6.2 Identity veri�cation

We have seen that the accuracy of any system used to ascertain the declared identity of an individual

is normally measured by two parameters: the Impostor Pass Rate and the False Alarm Rate. Unfor-

tunately, IPR and FAR are not independent from each other, so that trying to improve one of the two,

invariably results into a worsening of the other parameter. The best one can do is, when possible, to

balance the two parameters, so that both turn out to be acceptable for a given application.

To test the performance of our approach to identity veri�cation, we performed the following ex-

periment.

1. The 40 users who provided samples of both texts T1 and T2 are used as legal users connected to

a monitored system. The typing pro�le of a user U is made of the typing samples of T1 provided

by U;

2. Each typing sample of text T2, of each legal user U, is used as a new sample, that should

hopefully be recognized as belonging to U;

3. Each typing sample of text T2 provided by one of the 90 users who entered only one sample is

used, in turn, to simulate an impostor using fraudulently the account of each legal user of the

system. Hopefully, the system will be able to detect the intrusion.

Hence, on the whole the system is tested with 137 typing samples of text T2 that should not rise

false alarms, and with 3,600 impostors' attempts brought by 90 individuals who are intruding the

account of each legal user, and that should rise an alarm.
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Veri�cation rule 1st best 2nd best 3rd best 4th best 5th best

N. of unnoticed intrusions

out of 3,600 attempts 90 180 270 360 450

� � �

N. of false alarms

out of 137 legal connections 13 6 4 1 0

Impostor Pass Rate 2.5% 5.0% 7.5% 10.0% 12.5%

False Alarm Rate 9.49% 4.38% 2.92% 0.73% 0%

Table 4: Experimental results in identity veri�cation.

To check if a sample X of text T2 is being typed by the legal user U of a monitored account,

we use the same classi�cation procedure described in the previous section: X belongs to U only if

md(U,X) returns the smallest mean distance w.r.t. all the legal users of the system, for d = d2;3;m.

The outcomes of the experiments are reported in the �rst column of Table 4.

Quite obviously, the FAR outcome is exactly 100 minus the identi�cation accuracy found in the

best outcome of the experiments of the previous section, whereas the IPR reaches a very good value

of 2.5% (column 1st best of Table 4; the name of the columns of the table are explained below). A

di�erent balancing of FAR and IPR is however possible and easy to set in our approach.

Suppose for example that we accept T2 as belonging to U if md(U,T2) returns the smallest or the

second smallest mean distance w.r.t. all the legal users of the system. With such rule, the FAR of

the system improves while the IPR worsens, as reported in the second column of table 4. It is worth

noting that the IPR doubles, whereas the FAR reduces to less than a half of the previous value. This

gives a further evidence that the distance described in this paper works well to compute a meaningful

distance between two typing samples: if X belongs to U but md(U,X) does not return the smallest

value, it will very likely return the second smallest value.

Of course, we can go on with the above rule and, e.g., accepting a typing sample X as belonging to

U if md(U,X) returns a value up to the m-th smallest mean distance among all legal users, as long as

the corresponding IPR of the system remains above an acceptable level for the intended application.

We call such classi�cation rule the m-th best rule. In table 4 we test this rule up to the smallest m that

provides a 0% FAR. The 5th best rule allows to accept all legal users' samples, while still guaranteeing

a relatively acceptable 12.5% Impostor Pass Rate.

An important remark is worth to be done, here. The reader may have noticed that the IPR outcome

of the �rst column of table 4 | 90 undetected intrusions out of 3,600 attempts | is exactly (100/40)%,
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being 40 the number of legal users of the system. This is not by chance, and the explanation lies in

the way the classi�cation rule is applied to verify user identity. In fact, if an impostor was able to

intrude an account, and there are N legal users in the system, the impostor has one chance out of N of

being erroneously recognized as the legal user he is pretending to be. This happens if the impostor's

typing sample under analysis is closer to the legal user's pro�le than to any other pro�le in the system.

Hence, the IPR we may expect from the classi�cation rule described in this paper is exactly (100/N)%,

for N legal users in the system, if the �rst best rule is adopted. More in general, the expected IPR

will be (100/N)�m% if the m-th best rule is in force. Such value is the worst IPR we may expect from

our veri�cation system with N legal users. In the next section we will see that such \upper bound"

can be made smaller by adding additional rules able to �lter away more intruder's samples.

6.3 Improving the IPR with additional �lters

As we have just seen, the Impostor Pass Rate of our basic approach is tightly related to the number

N of legal users in the system, and even if we were able to reach a perfect 0% for the FAR, the IPR of

the basic classi�cation procedure would still be (100/N)%, using the 1st best rule. Fortunately, there

are ways to improve such value, though possibly worsening the corresponding FAR. Additional �lters

can be applied to a sample X that has to be authenticated: hopefully, such additional rules will be

able to detect many impostors, at the same time avoiding to raise false alarms. We illustrate here two

such �lters.

A very simple but e�ective improvement of the IPR of our approach is the following. If md(U,X)

is the smallest computed value for a user U and a typing sample X, X is e�ectively recognized as

belonging to U only if md(U,X) augmented of, e.g., 1% is still smaller than the second smallest mean

distance of X from any other user in the system.11 This rule works because, in general, an impostor's

sample shows a distance from users' pro�les which is similar for all of them. There will be of course

a smallest distance, but not signi�cantly smaller than the others. On the contrary, we may expect

a sample X from user U to have a mean distance from U sensibly smaller than from other pro�les.

By applying this 1% rule to our data set, no users' samples T2 are ruled o�, so that the FAR does

not worsen, whereas the IPR improves to 2.08%. Of course, such rule may be tightened as much as

desired, though the risk of worsening the corresponding FAR increases. For example, if a value of

2% is used, the IPR shrinks to 1.52%, but the FAR rises to almost 14% . On the other hand, this

is a very empirical rule, so that it will very likely provide di�erent outcomes on di�erent data sets.

Moreover, such rule can only be applied together with the �rst best rule, so that it does not allow for

11For example, if the smallest mean distance md(U,X) is 0.675426, and the second smallest mean distance md(U1,X)

is 0.691011, then we conclude that X belongs to U, since 0.675426�1.01 = 0.68218 < 0.691011
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many choices when trying to balance FAR and IPR.

A much smarter �lter, that we describe below, requires the computation of a personal threshold

using the samples in the available pro�les. Let m(U) be the mean distance between any two samples

in U's pro�le. For example, if U's pro�le contains three samples U1, U2 and U3, we have:

m(U) = (d(U1,U2) + d(U1,U3) + d(U2,U3))/3

Moreover, let sd(U) be the standard deviation of the samples in U's pro�le. If md(U,X) is such that

X is declared to belong to U by the m-th best rule in force, in order for X to be e�ectively recognized

as belonging to U we require that also the following \k-rule" holds:

k-rule: d(U,X) � m(U) + kU �sd(U).

Where kU is real constant that we want to compute on the basis of the samples in U's pro�le. To

compute kU , we observe the following. If X has been provided by U, we may expect X having a

distance from any sample in U's pro�le similar to the distance showed by any two samples in the pro-

�le. Moreover, the standard deviation of X w.r.t. U's pro�le samples will be similar to the standard

deviation of samples in U's pro�le. On the contrary, if X does not come from U, we may expect X to

have a distance from any sample in U's pro�le similar to the distance between a sample in U's pro�le

and a sample in someone else's pro�le. If the distance measure de�ned in this article works well to

discriminate among the typing habits of individuals, the above should hold regardless the texts used

to produce X and the samples in U's pro�le. Hence, consider the following values computed for each

user U:

M
U,others

= Mean of the distances computed between every sample in U's pro�le and every sample

in someone else's pro�le;

SD
U,others

= Standard deviation of the distances used to compute M
U,others

.

If the above reasoning is correct, and if X has been in fact provided by user U, we may expect:

d(U,X) � m(U) + kU �sd(U) < M
U,others

{ SD
U,others

for some appropriate positive constant kU . That is, we may say that X belongs to U if d(U,X) is
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MU,others

MU,others – SDU,others

m(U)

m(U) + sd(U)

d(U,X)

Figure 2: Expected behavior for a new sample X from user U.

smaller than the mean distance that U's samples have w.r.t. samples T1 provided by other users,

corrected by the corresponding standard deviation. The positive constant kU can be set up to de�ne

how much d(U,X) must be closer to m(U) than to M
U,others

in order to decide that X belongs to U.

The situation described in the above reasoning is depicted in Figure 2. From the above formulas and

values we may compute:

m(U) + kU �sd(U) < M
U,others

{ SD
U,others

kU < (M
U,others

{ SD
U,others

{ m(U))/sd(U)

If we want to set up a loose requirement, in order to avoid as much as possible to rule o� legal samples,

we may just use, for each user, the largest value de�ned by the above formula. That is:

kU = (M
U,others

{ SD
U,others

{ m(U))/sd(U)

Note that kU has been computed using only samples T1 provided by U and the other legal users

of the system.12 Now, we can test the performance of kU using an independent set: all samples T2

provided by legal users and all samples T2 provided by the 90 volunteers that impersonate impostors

in our experiments. We observe that no sample T2 provided by the legal users, as well as no sample

provided by the impostors, has been used to compute kU . In other words, we have not given to the

system any knowledge about the way the legal users type text T2, and no knowledge at all about the

typing habits of the \impostors".

By combining the k-rule �lter with the m-th best rule described earlier, we gain a better control

on the behavior of the system, w.r.t. both IPR and FAR. The outcomes of our veri�cation system

using the k-rule rule for di�erent m-th best rules are reported in Table 5.

12In the case of our data set, the formula to compute kU cannot be applied for two users who have only two samples

in their pro�le, since such samples provide only one distance, and hence a standard deviation equal to 0. For them, we

used the mean of the standard deviations of the pro�les of the other users.

22



Veri�cation rule 1st b. & kU 2nd b. & kU 3rd b. & kU 4th b. & kU 5th b. & kU

N. of unnoticed intrusions

out of 3,600 attempts 61 104 140 161 193

� � �

N. of false alarms

out of 137 legal connections 13 6 4 1 0

Impostor Pass Rate 1.69% 2.89% 3.89% 4.47% 5.36%

False Alarm Rate 9.49% 4.38% 2.92% 0.73% 0%

Table 5: Experimental results in identity veri�cation with an additional �lter.

From the outcomes of Table 5 we see that, by using the largest allowed value for kU , as de�ned

above, no legal samples are cut away by the additional k-�lter, whereas the IPR improves of about

50% on the average. Of course, we may chose smaller values for kU , further improving the IPR but at

the risk of worsening the corresponding FAR. With our data set, the largest reduction of kU that does

not worsen the FAR is by using the 95% of the largest kU . For such value, the Impostor Pass Rate

in our experiments improves of another 15% on the average. Clearly, such 95% is an experimental

threshold that works well with the available samples, but that could be useless when used on di�erent

data sets.

We conclude this section by observing that, by combining the k-rule with an appropriatem-th best

rule, it is easily possible to reach a reasonable trade-o� between the IPR and FAR of the system. For

example, the �rst best rule is the one providing the best outcomes for the IPR, but the corresponding

FAR may turn out to be too large. A better balancing may be reached by adopting a second or third

best rule. In the case of our experiments, the k-rule, together with the second, third or fourth best

rule, all provide a False Alarm Rate and an Impostor Pass Rate below 5%.

6.4 Analysis of shorter samples

If keystroke analysis is to be used as an aid to intrusion detection, it must detect impostors as soon

as possible. As a consequence, in this section we show the behavior of our veri�cation system with

respect to the length of the sample text under analysis. We already know that the system, with 40

users' pro�les will show a 2.5% IPR and, in general, a (100/40)�m% IPR applying the m-th best rule

without additional �lters, regardless of the number of keystrokes available. Hence, we have to see

what happens of the corresponding FAR.

Table 6 shows the outcomes for the experiments using typing samples produced entering only a
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identi�cation rule 1st best 2nd best 3rd best 4th best

�rst half of sample T2 IPR 2.5% 5.0% 7.5% 10.0%

(about 150 characters) FAR 19.71% 8.76% 5.84% 2.92%

�rst quarter of sample T2 IPR 2.5% 5.0% 7.5% 10.0%

(about 75 characters) FAR 37.95% 16.78% 9.49% 5.84%

�rst eighth of sample T2 IPR 2.5% 5.0% 7.5% 10.0%

(about 38 characters) FAR 57.66% 37.95% 32.11% 27.73%

Table 6: Results in identity veri�cation for di�erent length of the sample text and di�erent identi�ca-

tion rules.

half, one quarter and one eighth of the original text T2. As expected, the identi�cation accuracy of

the system worsens for shorter samples. However, the intrinsic ability of our approach to have an IPR

related to the number of legal users may be combined together with the m-th best rule to achieve an

acceptable performance both for the IPR and for the FAR. For example, using the third best rule, we

still have both the FAR and the IPR below 10% with samples of about 75 characters, i.e., less then

one full line of text.

7 Discussion

In this section we discuss some issues concerning the measure and the experiments described in this

paper. We will also compare our work to other methods found in the literature.

7.1 Experimental properties of the distance measure d2;3;m

The distance measure described in this paper works because, in general, it returns a smaller value

when comparing two typing samples from the same user, than when the samples have been provided by

di�erent individuals. Moreover, the longer the samples, the higher the ability of d2;3;m to discriminate

between samples from the same user and from di�erent users.

An experimental evidence of such property is shown in Table 7. The �rst row of the table reports

the mean distances between any two typing samples T1 and T2 entered by the same user, for di�erent

portions of the samples used in the experiments (for a given length of the samples, 501 such distances

have been computed). The second row of the table reports the same values but when the two samples

T1 and T2 come from di�erent users or impostors (30,598 such distances are available for a given

length of the samples). It is easy to notice how the mean distances between samples from the same

user are constantly smaller that the mean distances between samples from di�erent users.
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avg. length of samples 38 chars 75 chars 150 chars 300 chars 300 chars, d=d2

mean distance between

any two samples T1 and T2 0.740787 0.710847 0.701586 0.687729 0.411642

from the same user

� � �

mean distance between

any two samples T1 and T2 1.018998 1.020408 1.021852 1.039715 0.551508

from di�erent users

di�erence 0.278211 0.309561 0.320266 0.351986 0.139866

Table 7: Mean distances for di�erent lengths of the typing samples.

The last row of the table reports the di�erence between the previous two values of the correspond-

ing column. The meaningful point here is that this value increases together with the length of the

samples involved in the computation. This gives a further evidence that the ability of the measure

to discriminate between samples of the same user and of di�erent users improves with the length of

the samples: the longer the sample text, the higher the di�erence, and the better the performances

of the distance measure. The last column of the table reports the same mean values of the previous

columns, but where the distance between samples is computed using d=d2. The di�erence value in

the last row of this column is much smaller than the corresponding value of the previous columns,

and this explains well why the use of d2 performs so poorly with respect to d2;3;m: in fact, as this

di�erence approaches 0, samples are no longer distinguishable (note that the mean values computed

using d2;3;m are of course larger then those computed using only d2, since, d2;3;m = d2 + d3/2 + dm).

As a last remark, consider also the following two values, computed for the whole length of text

T1, and for d=d2;3;m:

Msame = Mean distance between any two samples T1 in every legal user's pro�le: 0.460735

M
di�

= Mean distance between any two samples T1 provided by di�erent legal users: 1.010415

From the above values, we see that the mean distance between any two samples in every legal user's

pro�le (0.460735), is smaller than the mean distance between any two samples T1 and T2 of the same

user (0.687729), as reported in Table 7. In other words, typing samples of the same text are more
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similar than typing samples of di�erent texts, even when coming from the same individual. However,

and very important for dynamic keystroke analysis, the mean distance between any two samples T1

and T2 of the same user is smaller than the mean distance between any two samples of the same text

provided by di�erent users (1.010415). That is, typing samples of di�erent texts provided by the same

individual are more similar than typing samples of the same text provided by di�erent individuals.

In other words, dynamic keystroke analysis is more diÆcult than static keystroke analysis, but it can

still be achieved.

7.2 Number of samples in users' pro�les

From the outcomes of Section 6.4, and from the above subsection, it is clear that the accuracy of

our system is related to the number of characters, (and hence keystrokes) a typing sample is made

of. However, even the number of samples in the pro�le of a user inuences the ability of our method

to discriminate between other typing samples of that user and impostors' samples. As we have seen,

40 volunteers in our experiments were asked to provide from two to �ve typing samples of text T1

to form their typing pro�les. 9 volunteers were able to provide 5 samples, 28 volunteers provided 3

samples, one volunteer provided 4 samples and other two volunteers provided 2 samples each one. An

equivalent number of typing samples of text T2 was provided by each volunteer. 44 samples out of

45 of text T2 provided by the individuals with 5 samples in their pro�les are correctly classi�ed, for

an identi�cation accuracy of almost 100%. On the contrary, of the 84 samples of text T2 provided

by the individuals with 3 samples in their pro�le, only 73 are correctly classi�ed, for an identi�cation

accuracy of less than 87 percent (of the remaining users, all 4 samples provided by the two volunteers

with 2 samples in their pro�les are correctly classi�ed, and one classi�cation error is made for the

volunteer with 4 samples in her pro�le. However, such numbers are too small to have any statistical

meaningfulness).

7.3 Using n-graphs

As we have seen in Section 4.2 about the use of trigraphs, identi�cation accuracy can be improved

by taking into consideration more than two consecutive keystrokes of a typing sample as \units" to

compute the distance between two samples. In this paper we have used trigraphs, but of course the

same technique can be extended to 4-graphs, 5-graphs, and so on. The contribution of such longer

units will likely tend to diminish as longer and longer n-graphs are taken into consideration, since there

will be less and less of them shared between two samples. Nevertheless, as in the case of trigraphs,

we may expect that even longer n-graphs will provide their contribution to improve the accuracy of
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the distance measure between samples.

It must be noted that longer sample texts will be needed to make the contribution of longer n-

graphs useful, since otherwise the number of such n-graphs shared between two samples will be too

small to make the computed distance really meaningful.13 Much like we did for trigraphs, even the

contribution of longer n-graphs will have to be scaled w.r.t. their number and the number of shorter

n-graphs shared by two samples under comparison.

7.4 Adding \dummy" users

We have seen in Section 6.3 two �ltering techniques that are able to improve the ability of our method

to detect impostors. Nonetheless, it is clear that many of them are spotted by the application of the

basic classi�cation rule, which automatically sets the upper bound of the IPR to (100/N)%, for N

legal users in the system.14 Unfortunately, this means that when the number of legal users is small,

the corresponding IPR upper bound will invariably be high. Consider for example the situation where

our system only contains the pro�les of the 9 legal users who provided 5 samples each one. The basic

classi�cation rule of Section 6.1 will show a 0% FAR,15 but a 11.11% IPR. Apart from applying some

additional �lters as described in Section 6.3, there is another way to improve the IPR of the basic

classi�cation procedure, that we illustrate here.

In fact, one may observe that users pro�les do not necessarily must be used to describe someone's

typing habits, they may also be used to make the job of intruders more diÆcult. In other words,

we may add to a set of legal pro�les of the system a set of dummy pro�les, gathered from someone

not e�ectively registered on the system. When the classi�cation procedure receives a new sample, it

will have to classify it among the legal and the dummy pro�les. If there are N legal users and M

dummy pro�les, the chance of an impostor's sample to pass the classi�cation step shrinks from 1/N

to 1/(N+M). Suppose, then, that our identity veri�cation system contains only 9 legal users, those

with 5 samples in their own pro�le, and suppose that the reamining 31 pro�les containing from 2 to 4

samples are only used as dummy pro�les. We have now a system with only 9 legal users, that however

shows again a 100/40 = 2.5% IPR, and a FAR of 2.22% (recall that when all 40 users are involved,

13Of course, longer texts are better also in the case of digraphs and trigraphs, as the outcomes of Table 6 show.

However, longer n-graphs have in general less chances than shorter n-graphs to be shared between di�erent texts. For

example, the two words mathematics and sympathetic share 5 digraphs, 3 trigraphs and only one 4-graph. Moreover,

the possibility of typing errors further diminishes the chances of long n-graphs to be found in di�erent texts. If the text

sympatjetic is typed in place of sympathetic, it will still share 4 digraphs with mathematics, but no trigraphs or 4-graphs.
14In fact, by using the k-rule alone as an identity veri�cation rule, no legal samples out of 137 are cut away, but about

a half of the intrusions go unnoticed.
15No errors are made by the classi�cation procedure when it is run only on samples of these 9 legal users.
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one of the samples T2 of the nine users is not correctly classi�ed).

In general to make such a strategy work well, it must be checked in advance that, at least with

respect to the available data, none of the samples of the legal users are erroneously classi�ed as

belonging to one of the dummy users.16 This improves the chances that new incoming samples from

legitimate users will not raise false alarms because they turn out to be closer to one of the dummy

pro�les than to the pro�le of the legitimate user, thus increasing the FAR of the system.

By a careful choice of dummy pro�les, and by using more and longer samples in legal users' pro�les,

the above technique is very likely to provide a smaller IPR, without any signi�cant worsening of the

corresponding FAR. Moreover, dummy pro�les may be combined with additional �lters like those of

Section 6.3 to gain even better Impostor Pass Rates.

7.5 Comparison with other works

The experiments with our approach to dynamic keystroke analysis reach the best outcomes found in

the literature on dynamic keystroke analysis, and involve a number of users larger than in any other

experiments (in fact, our outcomes are even better, or at least comparable to the outcomes of many

experiments in static keystroke analysis, such as [24], [22], [5], and [7]). However, we believe the most

interesting thing to note is another. The outcomes of our experiments have not been obtained tailoring

the system on the basis of knowledge that, in a real situation, the system would not have.

On the contrary, as we saw in Section 3.2, in [16] personal thresholds are determined in advance

for each legal user of the system, by using samples of the two texts of 574 and 389 characters that are

used to simulate intrusions. Such thresholds are used to set up in advance a 0% FAR for the system, so

as to be sure that the users will be correctly recognized when entering the two texts. In other words,

the system has in advance some knowledge about the texts the impostors will enter while pretending

to be one of the legal users, and knows in advance how the legal users type the same texts: a pretty

arti�cial situation. Even more arti�cial is the situation in [25], where system parameters are adjusted

to reach the best outcomes on the basis of all available samples, and moreover the same text is used

both to form users' pro�les and to test them. A similar tailoring on the available data sets is adopted

also in many systems performing static keystroke analysis, such as in [22] and [5].

We have however tested our system also \in the style" of the above works, by looking for the

smallest value in the m-th best rule that provides a FAR =%0. Such FAR is achieved for m = 5,

that still provides a quite good 12.5% IPR using the 5th-best rule alone, which is improved to 5.36%

by using also the k-rule. In [16] a 15% IPR is reached, using thresholds computed with information

16As we saw, this happens for one of the samples T2 of the 9 users. As a consequence, the dummy pro�le causing the

classi�cation error should be replaced with another pro�le.
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that, as just noted, is not available in real applications. Moreover, the authors claim that 26% of the

impostors are detected within 40 keystrokes. In our experiments, still keeping a 0% FAR, and without

the need of the k-rule, 40% of the impostors are detected within 38 keystrokes, 57% of the impostors

are detected within 75 keystrokes, and 82.5% of the impostors are detected within 150 keystrokes.

Nonetheless, we think that such a way of testing the system is not really meaningful. It must be

noted, however, that personal thresholds must not be avoided in real applications, as they may turn

out to be very helpful if used \on top" of a basic classi�cation method performing well even without

any of them, and if the behavior of such thresholds is properly checked on independent test sets, as

we did in our experiments. When thresholds are set in advance to reach a certain result, and when no

independent test sets are used, outcomes reached with such speci�c tailoring are pretty meaningless.

With respect to the other systems performing dynamic keystroke analysis, we also used a smaller

amount of data, while involving a larger number of individuals. On the average, a user's pro�le in

our experiments is made with about 1000 keystrokes, and about 300 keystrokes are needed to reach

the outcomes reported in the paper. In [16] a user's pro�le is made of 4400 characters plus 574+389

further characters that are used to compute the personal authentication thresholds. In [24], users'

pro�les are made with only 537 keystrokes, and the overall outcomes of 11,1% FAR and 12,8% IPR

are reached using a testing sample of 537 characters. However, the text used to produce the testing

samples is the same used to produce users' pro�les, so that the \dynamic" analysis is left to study what

happens of the performance when authentication is attempted using only part of the testing sample.

Authors claims that many impostors are rejected within the �rst 100 keystrokes of the testing samples,

but no more precise information is available. The amount of data gathered in [28] is unknown, but

the outcomes reached within dynamic analysis | 23% of correct classi�cation | are clearly useless.

Finally, even though the work described in [12, 13] is very interesting for the adopted experimental

setting, the outcomes are quite poor, in spite of the huge amount of data collected and of the very

small number of users involved.

As a last remark about our experiments, we note that the very small number of times sample text

T2 had to be provided by each user, and the average interval of a few days between two samples from

the same user, left very few chances for a volunteer to get used to typing T2. That is, legal users of

the systems are no more trained than \impostors" to enter T2. This is important, since a continuous

and very heavy training of a set of legal users to enter a text can e�ectively help to distinguish them

against untrained impostors (as examples of such cases, see, e.g., [7] and [32]).
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7.6 On the statistical signi�cance of the outcomes

Our system has been tested on 40 users and 90 impostors, so one may wonder if such numbers may

account for some statistical signi�cance of the error rate shown by the system on the test data. More in

general, given a system to be tested, one may want to determine the size of the test population, in order

to reach a certain level of con�dence that the test outcomes will hold also with a di�erent population.

A large amount of research, explicitly related to biometrics, is available on this subject, and we refer

to the very good and complete collection of works that can be found in [47] for a comprehensive

treatment of the problem. Here, we just limit to some observations.

In [27], the so called Doddington's Law [11] (also known as the \Rule of 30" [38]) is suggested as a

way to help determining the test size for a biometric system: to be 90% con�dent that the true error

rate is within �30% of the observed error rate, at least 30 errors must be observed.17 Hence, one could

just add volunteers and/or samples to the test set, until Doddington's Law is applicable for the desired

level of con�dence. Clearly, the rule is a way to compute the well known \con�dence intervals", which

refer to the inherent uncertainty in test results owning to a small sample size. Con�dence intervals

may provide an estimate of the meaningfulness of the outcomes of a biometric system.

It must be observed that Doddington's Law comes from the binomial distribution, so it assumes

independent trials. However, especially when testing the Impostor Pass Rate, cross-comparison (all

impostors' samples compared to all users' pro�les, like in our experiments) is often used, so that

comparisons are not independent.18 In such case, one may compromise on independence at the cost

of a possible loss of statistical signi�cance. Moreover, according to the experiments described in

[45], cross-comparison may achieve even smaller uncertainty on the con�dence intervals, at least in

the estimation of the Impostor Pass Rate, in spite of the dependencies between the attempts. As a

matter of fact, cross-comparison is a useful technique widely adopted within biometric research, since

comparing all samples against the enrolled pro�les generates many more impostor attempts, thus

limiting the cost of data collection. In the case of our experiments, in order to have truly independent

impostor attempts, we would need 3,600 impostors.19

Other rules (such as the \Rule of 3" [20],[44]) are available to compute con�dence intervals, but

the main point is that the use of con�dence intervals to estimate the test size is considered to be

17The rule can be generalized to di�erent proportional bands. For example, with at least 30 errors we are 95% con�dent

that the true error rate is within �40% of that measured; to be 90% con�dent that the true error rate is within �10%

we need at least 260 errors; to be 90% con�dent that the true error rate is within �50% we need at least 11 errors.
18An equation for error bounds in case of cross-comparisons has been given in [38].
19Also, recall from Section 6.2 that the upper bound to the IPR of our system is (100/N)�m% if there are N legal users

and the m-th best rule is in force, regardless of the test size and of cross-comparison.
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problematic within biometric research [10]. In fact, con�dence intervals only partially relate to future

performance expectations for the tested device, due to the much more signi�cant uncertainty regarding

user population and overall application di�erences [44]. In [46] J. L. Wayman, Director of the U.S.

National Biometric Test Center notes \our inability to predict even approximately how many tests

will be required to have `statistical con�dence' in our results. We currently have no way of accurately

estimating how large a test will be necessary to adequately characterize any biometric device in any

application, even if error rates are known in advance."

We observe that, in practice, the number of individuals and samples collected to test a system are

not determined by pre-de�ned con�dence intervals, but by the amount of time, budget and resources

available [44]. In our case, individuals who participated to our experiments were simply all those in

our Department that accepted to volunteer as \legal users" or at least as \impostors". We did not

plan in advance their number, and just strived to convince as many as possible of them. As a general

rule of thumb, the size of an evaluation, in terms of the number of individuals and the number of

samples gathered from them, will a�ect how accurately we can measure error rates. Intuitively, the

larger the test set, the more accurate the outcomes are likely to be. Moreover, the number of people

tested is more signi�cant than the total number of available samples when determining the accuracy of

test outcomes, since the variance of the estimates decreases as the size of the test population increases

[27].20

Once test data has been collected and used on the system, it is then possible to estimate the

uncertainty of the observed error rates, that is, to estimate the variance of performance measures, and

to compute con�dence intervals. Again, in general the variance and con�dence intervals will reduce

as the test size increases, and various estimation methods can be found in [27]. Even in this case,

variance and con�dence intervals computed for the observed error rates will have to be taken with a

grain of salt, due to the many sources of variability that a�ect biometric features. As a �nal remark,

we believe that, especially in the case of an unstable behavioral biometric feature such as keystroke

dynamics, the only way to evaluate a system is to test it in real conditions, with as many individuals

as possible. Much more than in the case of physiological biometric features, the number of parameters

that may inuence keystroke rhythms is so high that any statistical method used to evaluate system

outcomes will very likely be of limited use.

20In [27], authors also suggest that, if multiple samples are gathered from the volunteers, these samples should be

provided on di�erent days. This is what we asked to the individuals acting as legal users in our data collection.
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8 Applications

The usefulness of any biometric technique is obviously related to its accuracy, that is, to its ability

to discriminate between legal users and impostors. Clearly, most practical applications in the �eld of

identity authentication and veri�cation require standards that are far beyond the outcomes reached in

dynamic kyestroke analysis. There are currently many organizations de�ning standards for biometric

technologies. For example, the European Standard for Access Control (EN 50133-1) requires a system

to have a False Alarm Rate less than 1% and an Impostor Pass Rate less than 0.001% [36]. There

are biometric techniques that appear to be able to go even beyond such levels of accuracy. It must

however be noted that, in the case of commercial products, claimed accuracy is often estimated using

statistical techniques like those mentioned in the previous section, with all limitations noted therein.

Di�erent biometric measures reach of course di�erent levels of accuracy. For example, according to

[39], commercial systems based on retinal scan can show a crossover accuracy (that is, the accuracy

when FAR=IPR21) of 1:10,000,000 and more: less than one error out of ten millions authentication

attempts. Iris scan reaches a 1:131,000 crossover accuracy, which shrinks to 1:500 for �ngerprint

analysis. Two behavioral biometrics such as voice and signature dynamics have an accuracy of about

1:50. Similar performances are also reported in [26]. According to the outcomes reported in the third

column of Table 5, our system shows a crossover accuracy of about 1:30.

However, a biometric technique should also be judged with respect to its usability within a given

application domain. Not many computers are currently endowed with the special devices needed to

scan retina patterns. Moreover, it would not be possible to perform the sampling without bothering

the users who are legally accessing their accounts, and many individuals would be concerned with a

technique that uses an intrusive light that must be directed through the cornea of the eye [36]. Thus,

a biometric technique which may be highly suitable for a certain application (e.g., access control to a

restricted area) could be hardly adapted to a di�erent situation, however accurate its outcomes may

be.

Dynamic keystroke analysis is clearly useless to give/deny access to restricted areas, both because

of its performance, and because providing a sample suÆciently long to be analized requires time. But

since dynamic keystroke analysis is able to deal with typing samples of di�erent texts, it can be used

after a computer account has been accessed through an authentication step, and the account is in use.

Even if with an accuracy much lower than those of other biometric techniques, the ability to ascertain

21Crossover accuracy is also known as Equal Error Rate | or EER. It must be noted, however, that systems are not

necessarily tuned to set FAR=IPR=EER, since di�erent applications may require a di�erent trade-o� between FAR and

IPR. EER can be seen as a coarse estimate of the relative performance of di�erent biometric techniques and systems.
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personal identity through a continuous or periodic monitoring of typing rhythms of individuals may

be the key for a set of applications, and we illustrate two of them in the next sections.

8.1 Intrusion detection

The most natural application of a biometric system is in the �eld of computer security, and the

most natural application of a system performing dynamic keystroke analysis is in the �eld of intrusion

detection. Since any access control method can be fooled, we need some way to verify personal identity

even beyond the initial authentication step, so as to avoid undetected intrusions going on. There are

many intrusion detection techniques, but essentially they may be classi�ed in two groups. Systems

performing anomaly detection (such as [18, 23]) realize that an intrusion is under way by noticing

unusual behaviors of users and users processes, such as a secretary that starts running some exotic

Unix command. Systems performing misuse detection (such as [41, 42]) try to detect intrusions by

recognizing typical attack patterns, such as deletion of log �les and ftp of password �les. Unfortunately,

both approaches have drawbacks. Misuse detection is useless if new forms of attacks are brought, while

anomaly detection tends to generate many false alarms as a consequence of changes in legal users'

habits [21]).

Better performances may be reached by combining di�erent methods (such as in [37]), and the

analysis of typing rhythms can be of great help as an additional technique. In fact, the ability of

verifying personal identity through keystroke dynamics may be seen as a form of anomaly detection,

so that an alarm may be possibly raised when the individual under analysis shows typing habits

di�erent from those of the legal owner of the account the individual is using. With respect to other

anomaly detection methods, a great advantage of a system based on dynamic keystroke analysis is

that it can be easily and automatically kept updated with the changes in users' typing habits (for

example, in the case of users who improve their typing skills). More recent typing samples may simply

replace oldest ones in users' pro�les, and this can be done with virtually any sample suÆciently long

produced by the user, such as an e-mail or a (piece of a) document. When users' typing habits are

suÆciently stable, new samples may be added to users' pro�les, instead of replacing old ones. In this

way, pro�les can be made more and more accurate, and system's accuracy improves. Such system

updating would be very easy to achieve with our approach, since users' pro�les are simply a collection

of typing samples, and accuracy is related both to their number and length.

Since intrusions are illegal and dangerous, they should be spotted as soon as possible. Of course,

nothing can be done if an impostor intrudes the system, issues a delete all command and leaves.

However, in many cases impostors try to go unnoticed as long as they can, while, e.g., stealing
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information, attacking other systems, using resources without authorization. With an acceptable level

of accuracy, such impostors should be detected and immediately disconnected. In our experiments, we

showed that less than one full line of text is suÆcient to spot intrusions with an accuracy of 92.5%, and

with a False Alarm Rate of less than 10% (\3rd best" column of Table 6). Such performances may still

not be adequate for practical applications, but can be easily combined with other intrusion detection

techniques to achieve better outcomes. For example, in [18] we described an intrusion detection system

based on behavioral data of users, such as login time and issued commands. The system exploited also

a very rough form of keystroke analysis, by just sampling the number of keystrokes and their average

typing speed. Nonetheless, the system was able to identify legal users and intruders with an accuracy

of about 90%, within 10 minutes from login time. By adopting a much more sophisticated analysis

of keystroke dynamics, such as the one described in this paper, much better performances could be

reached, still in a very limited amount of time.

The generation of false alarms is a serious problem within intrusion detection [3], and keystroke

analysis can also be used to mitigate such problem by providing an additional proof of identity, if

needed. In fact, consider all cases when an intrusion detection system notices some suspicious situation

that may not clearly accounts for an intrusion but that appears dangerous enough so as not to let it

going on. The individual who is raising a potential alarm may be asked to provide ad additional proof

of identity, by entering a typing sample to check against the pro�le of the legal owner of the account.

An identi�cation failure will result into an intrusion alarm to handle properly.

We conclude by observing that intrusions are often successful because no monitoring procedure

is active, and because di�erent form of intrusions are used. Hence, it is important to \attack the

attackers" with di�erent and complementary techniques, in order to improve the chances to detect

them reliably and quickly.

8.2 User identi�cation over the Internet

The ability to identify users through their typing habits is useful even outside the scope of computer

security. In particular, we refer here to the ability to achieve some form of User and Usage Modeling

[15], so as to be able to o�er personalized graphical interfaces, services and advertising to users on their

return on a Web site visited previously [33, 34]. User identi�cation and tracking over the Internet

is commonly achieved through di�erent methods using IP numbers, but all such techniques have

drawbacks [35],[8],[9]. In particular, keystroke analysis would be of great help to identify returning

users of web sites providing mailing lists, forums, chat lines and newsgroups access. The use of such

services produce a large amount of typed text, whose typing rhythms can be stored and used to
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identify people on their return to the site, especially when no form of registration is required to visit

the site and use its services. Public Web sites may be visited and used by very many individuals, so

that it is unrealistic to think to be able to identify them relying only on keystroke analysis. Apart

from possible problems related to the accuracy of the identi�cation task, computational costs would

probably turn out to be unacceptable. However, keystroke analysis may be useful if combined with

other tracking techniques. For example, when multiple individuals connect to the Web from the same

server or PC, IP numbers and cookies may be used to select a subset of users who are known to connect

from that host, and our identi�cation method would then be applied on that subset to identify the

actual connecting user.

It is worth to note that the above use of keystroke analysis may raise some concern about user's

privacy [43]. As a consequence, users should at the very least be informed that some form of monitoring

is going on. One may observe that if a typing sample is stored only in term of the digraphs it is made,

it would in general be pretty diÆcult to recover the original text. However, the use of longer n-graphs

would make text recovery easier, thus undermining users' privacy.

9 Conclusion

In this paper we have described an approach to keystroke analysis able to deal with typing samples of

di�erent texts. The natural application of such method is in the �eld of intrusion detection, through

the veri�cation of personal identity using the typing rhythms showed by individuals while entering

di�erent texts. Our system has been tested on a set of volunteers larger than in other experiments,

using a smaller amount of information. Nonetheless, we reached the best outcomes found in the

literature.

Unlike other methods found in the literature, our approach shows good performances without

relying on any form of tailoring on a given data set, and does not need any speci�c tuning to work

with a particular set of legal users of the system. This tuning is however possible by choosing an

appropriate value for each kU computed on the basis of the available users' pro�les, in this way

increasing the ability of the system to spot intrusions and to avoid raising false alarms. Moreover, the

system can be easily adjusted through the use of the most appropriate m-th best rule, so as to obtain

an acceptable balance between FAR and IPR. Even with typing samples shorter than one full line of

text, our system is able to show an accuracy higher then 90%, which is important to detect intruders

quickly. Finally, there is evidence that a larger amount of information available, in terms of number

and length of typing samples, will provide even better accuracy.

Keystroke dynamics is the most obvious kind of biometrics available on computers, and the only
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one still useful after the initial authentication step. Hence, the ability to work with typing samples

of di�erent texts is important as it may provide a valid contribution to make computers safer and

more able to �t personal needs and preferences. We believe keystroke analysis can be a practical tool

to help implementing better systems able to ascertain personal identity, and our study represents a

contribution to this aim.
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