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ABSTRACT
We propose DepMiner a software prototype implementing a
simple but effective model for the evaluation of itemsets, and
in general for the evaluation of the dependencies between the
variables on a domain of finite values. This method is based
on ∆, the departure of the observed probability of a set of
valued variables in a database and a referential probability,
estimated in the condition of maximum entropy. This model
is able to distinguish between dependencies intrinsic to the
itemset and dependencies “inherited” from the subsets: thus
it is suitable to directly compare the utility of an itemset
with its subsets and to reduce the volume of non significant
itemsets in the result of a frequent itemset mining request.
This method is powerful because at the same time is able to
detect significant positive dependencies as well as negative
ones that occur when the association among the variables is
rarer than expected. The system returns itemsets ranked by
a normalized version of ∆ and the histograms of the values of
∆. We have a method for setting a threshold for ∆ based on
a statistical test. We show that it is anti-monotonic and can
be embedded efficiently in algorithms. Finally, we employ
∆ to characterize the volume of the existing dependencies
in database variables and show a method to quantify it.

1. INTRODUCTION
In machine learning the discovery of dependencies in a

multivariate problem (structure learning) is solved by appli-
cation of neural networks or Bayesian learning methods like
MCMC [2] which are NP-hard problems in the number of
variables.

In data mining there are attempts to discover significant
dependencies and correlations between the items of a fre-
quent pattern with computationally efficient algorithms [3,
1, 9]. Almost all the approaches rely on a range of interest-
ingness measures that evaluate the association on pairs of
variables or rule predicates [11] and do not solve directly the
problem of the determination of dependences in k-itemsets
with k > 2. The difficulty stems from the fact that there is
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not an easy way to determine a referential probability of a
k-itemset I that represents a condition of independence if we
do not suppose independence among all the single variables
in I . But this latter simple, independence condition gives a
problem: according to this definition of independence, if a
dependency already exists in a subset of I , this dependency
is “inherited” from the subset to I and to all the supersets
of I [3]. Thus we do not have a way to distinguish if an in-
trinsic dependency exists in an itemset I in addition to the
dependencies inherited from its subsets.

We proposed in [7] a solution based on the probability
PE(I) that I would have in the condition of maximum en-
tropy. The interestingness measure that we proposed for an
itemset I is: ∆(I) = P (I) − PE(I). A similar approach is
proposed in [12] but with the adoption of K-L divergence to
determine the departure of the probability w.r.t. the esti-
mation.

∆(I) decreases with the increase in the cardinality of item-
sets since also probabilities decrease. As a consequence, ∆
is not a suitable measure to compare itemsets of different
cardinality. For this purpose we propose ∆n, a version of ∆
normalized w.r.t. the probability of the itemset:

∆n(I) =
P (I) − PE(I)

P (I)

1.1 Estimation of the referential probability
Suppose itemset I = {i1, i2, . . . , ik}. Entropy H(I) =

−
P

P (i∗1, i
∗

2 , · · · , i∗k) log[P (i∗1 , i∗2, · · · , i∗k)] where we denote
by i∗j the item ij taken affirmed or negated. Summation
ranges over the probabilities of all the combinations of the
k items taken affirmed or negated. H(I) is not computed
by assumption that singletons are independent but taking
in consideration the actual probability of occurrence of each
subset of I , as observed from the database. Thus, if the
dependency of an itemset I is intrinsic, due to the synergy
between all its items, then its probability departs with re-
spect to its estimate given only on the basis of the observed
probabilities of its subsets. With ∆n(I) we make emerge the
intrinsic, actual dependencies, existing among all the items
in I and not on some of its subsets.

2. DETERMINATION OF A THRESHOLD
FOR ∆

Another problem that we have to solve is how large must
be ∆n such that an itemset is deemed significant. We make
use of a null model in which we know that there are not de-
pendencies between the variables. The null model is gener-



ated empirically via a randomization of the original dataset.
This method is generally accepted as a way to allow a statis-
tical test on significance of results [5]. Our randomization is
done as follows. For each example e, we repeat the following.
For each attribute A of e, e.A, we extract randomly another
example e′ and swap e.A with e′.A. If a missing value is
encountered, the missing value is swapped. As a result, the
new dataset will have the same marginal probabilities of the
original data (i.e., the same number of total examples, the
same number of attributes with the same cardinality) but
the dependencies between the attributes are destroyed.

As a successive step, we compare ∆n extracted in the real
data and ∆n extracted from the null model. We accept as
dependent an itemset if its ∆n is higher (resp. lower) than
the maximum (resp. minimum) ∆n of the itemsets extracted
from the randomized data. It is a sort of statistical test on
the dependencies in the itemset in a conservative setting:
corresponds to an extremely low probability (< 10−3) of
making an erroneous rejection of the null hypothesis (that
claims the items in the itemset are independent), when the
null hypothesis is valid.

Thus the maximum value of ∆n observed in randomized
data constitutes a lower bound of accepted values in real
data. Similarly, the minimum (negative) value of ∆n in ran-
domized data is an upper bound of accepted values for rare
itemsets (with negative dependency). As running example
in this paper, we consider the dataset Mushroom. After ran-
domization, we observed the maximum value of ∆n = 0.04
while the minimum value is ∆n = −0.03. In real data, the
maximum is ∆n = 0.85 and the minimum is ∆n = −0.45.
Thus it is evident that in Mushroom the positive dependen-
cies are more abundant and more marked while the negative
dependencies are few and less evident. In Figure 1 we show
one screen shot of our system prototype, DepMiner, with the
top portion of the list of itemsets extracted from Mushroom.

3. EMBEDDING ∆N IN ALGORITHMS
A third problem is how to embed ∆n in the algorithms.

In fact ∆n does not satisfy an anti monotonicity property
that is useful to make efficient the exploration and pruning
of the search space of the itemsets. We solved the problem
by discovery of the following property.

Theorem 1. Let minsup be the minimum frequency thresh-
old set in the FIMI algorithm. Let ∆nu denote the upper
bound of ∆n from the randomized data and ∆nl the lower
bound. LB = ∆nu · minsup is the minimum threshold for
positive dependencies while UB = ∆nl · minsup is the max-
imum threshold for negative dependencies. While traversing
deeper the item-trie with candidate itemsets it is sufficient to
compute ∆ for an itemset I: if ∆(I) < LB or ∆(I) > UB
then we can prune I and its children from the item-trie.

Proof. Let be C a child of itemset I . From [4, 10] it
results that ∆(I) >= ∆(C) since ∆ is contained in the range
of values of probabilities of any non derivable itemset (if it
was derivable it had ∆ = 0).

∆(I) < LB can be rewritten as ∆(I) = ∆n(I) · P (I) <
LB = ∆nu ·minsup. We obtain ∆n(I) < ∆nu ·

minsup
P (I)

. Since

P (I) >= minsup (otherwise we would have pruned earlier
I from the item-trie) it results that ∆n(I) < ∆nu. As a
consequence, I can be pruned. In addition, since ∆(C) <=
∆(I) < LB we can prune C too. Similar reasoning applies
to the other bound.

Figure 1: Screen-shot with top-rank itemsets (Mush-

room): in green significant itemsets.

4. PROTOTYPE DESCRIPTION
DepMiner is implemented in java (1.6.0.12). It uses Apache

POI HSSF library for I/O. The core of the algorithm for fre-
quent itemsets extraction is LCM FIMI algorithm (4.0) [13],
the winner of the FIMI’04 competition. This algorithm is
treated as a black-box and could be substituted by any other
algorithm supporting the same I/O format. The algorithm
for the computation of ∆ performs the following tasks:

1. builds the item-trie from the result of FIMI algorithm;

2. explores the item-trie in a depth-first fashion enforcing
anti-monotonicity of ∆n as explained in Section 3.

3. ∆ computation is implemented in java by the algo-
rithm described in [8].

4. Computes ∆n and produces the itemsets ranking on
its basis.

The output of the itemset rankings is implemented as a
web page in HTML. GUI is implemented on JFreeChart, an
open source library in java for the rendering of graphics and
diagrams. It allows also to order the list of the itemsets by
different criteria in an interactive way, such as by items, or
by ascending/descending values of ∆n: this is useful for the
user to explore the results, according to her/his desire to
observe the rarer itemsets (with a negative ∆n) or the more
frequent ones (with a positive ∆n).

5. OUTPUT OF RESULTS
In Figure 2 we present another screen-shot of DepMiner.

It shows in red color the histogram of ∆n on real data and
in blue the histogram of ∆n on randomized data. The user



Figure 2: Histograms of Delta on Mushroom and on its randomization.

can zoom on specific areas of the histogram and observe in
more detail the lower and upper bound determined by the
distribution of ∆n on randomized data.

It is instructive to observe the different distributions ob-
tained in sparse and dense data. Usually dense data have
higher values of ∆n, while in sparse data ∆n values are lower
and more scattered.

5.1 Experimental evaluation of results
We run a set of experiments on 6 real datasets (from

FIMI and UCI Machine Learning repositories) and on 1 real
dataset coming from the Italian lottery (with data on the
numbers drawn from 1939). We added the lottery dataset
in order to check the behavior of ∆n on complete random
data where even the marginals (probabilities of values in the
various attributes) were uniform. Experiments were run on
a CPU Intel Core 2 Duo T8100, 3GB RAM, SO Win Vista
Business (SP1).

In Table 1 we include the characteristics of the data (num-
ber of examples), minsup threshold adopted by FIMI algo-
rithm, number of itemsets generated (itemsets(N)), execu-
tion times to compute ∆n (in seconds). We include in Ta-
ble 1 also the ratio between the number of itemsets with
∆n 6= 0 and the total number N of itemsets (denoted in
table by TotDep/N). This ratio gives an idea of how many
redundancies in terms of itemsets the original data contains.
In fact, itemsets with ∆ 6= 0 correspond to the effective de-
pendencies, positive or negative, and to the non derivable
itemsets (NDI), since for derivable itemsets ∆ = 0 [4].

The last columns of Table 1 report the result of a compar-
ison between rankings that we adopted in order to strictly
determine the difference between our method of determi-
nation of the independence condition and another, simpler
method.

Our method considers only intrinsic dependencies in the
itemsets and makes an estimate of independence of the items
by means of the maximum entropy: it corresponds to a con-
dition of minimum amount of information on the items given
the knowledge about the other items in the itemset. The
adopted referential probability for itemset I coincides with

the hypothesis of independence of the singletons only if I
has cardinality 2.

The simpler method makes an estimate of independence of
the k-itemsets by an hypothesis of independence among the
singletons even when k > 2. Let call Pi(I) this referential
probability for itemset I .

With the referential probability Pi(I) we can compute a
second normalized ∆ that we call ∆ni computed as ∆ni(I) =
P (I)−Pi(I)

P (I)
and obtain a second rank (denoted in table as Ri).

In order to measure the correlation between our ranking
(R) and Ri we adopted a classical statistical measure, known
as γ [6]:

γ =
nc − nd

nc + nd

were nc denotes the number of itemsets pairs that are
ranked in the same way (ascending or descending) by the
two rankings: in practice nc is the total number of patterns
pairs for which the methods agree; nd is the total number
of pairs for which the methods disagree (one method ranks
them in ascending order and the other one in the opposite
way and vice versa). γ ranges in [−1, +1] and if there is
independence between the rankings it is 0.

γ is an objective measure to quantify the total volume of
discrepancy between two rankings: if there is a large volume
of disagreement on the same patterns it means that the dis-
agreement is due to the different methods. Since the meth-
ods differ exactly only in the referential probability estimate,
γ will quantify the impact of this difference. The difference
is in the fact that the simpler method tends to observe an
increased amount of dependencies in itemsets due to the fact
that it considers also inherited dependencies: if among the
singletons there are just two ones that are dependent this
dependency will reflect to all their supersets.

In Table 1 we also compared the two rankings computed
on randomized data (denoted by RR and RRi). We can no-
tice that all the values reported by γ denote disagreement
and generally have low values. The amount of discrepan-
cies decreases if we move from real data to randomized data
(the differences between the two methods decrease since the



Table 1: Experimental results.
dataset examples minsup itemsets (N) TotDep/N time(s) γ(R,Ri) γ(RR,RRi)

Accidents 340,183 19,99% 891,800 0.074 114 -0.035 -0.017
Chess 3,196 59.45% 278,734 0.001 0.5 -0.452 -0.275

Kosarak 457,322 0.02% 21,934 0.598 1.9 -0.116 0.209
Mushroom 8,124 15.55% 95,819 0.005 0.3 -0.235 0.081

Pumsb 49,046 26.51% 1,293,828 0.004 5.1 -0.150 0.183
Retail 88,162 0.05% 21,786 0.373 0.7 -0.044 0.250
Lottery 45,452 0.01% 91,499 0.947 5.5 0.810 0.810

dependencies between variables are spoiled during random-
ization). Furthermore, on complete random data (Lottery)
it is interesting to observe that the two methods are highly
in agreement (γ = 0.81). In this case our method agrees
on the hypothesis of independence among the singletons! In
addition, of course, we do not observe any improvement in
γ if we randomize Lottery data.

6. CONCLUSIONS
We have presented a method and DepMiner, its implemen-

tation, for the extraction of significant positive and negative
dependencies between the values assumed by database vari-
ables. We presented a method based on Goodman-Kruskal
γ to quantify the volume of these dependencies and ex-
perimented it on some real sets. Finally we evaluated our
method by comparison with the departure between the ob-
served probability of an itemset and a referential probability
under a simpler condition of independence based on the in-
dependence among the singletons. On DepMiner, system
based on open source libraries, the user can set the param-
eter values for the minimum frequency threshold guided by
the system, explore the results in an interactive way, change
the itemsets ranking criteria and zoom details in the statis-
tics reports (histograms).
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