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Abstract.

In this paper we solve the problem of classifying chestnut plants according

to their place of origin; we compare the results obtained by a multi-layer

perceptron with C4.5 decision tree and random forest. We will determine

which features are meaningful for the classification, the achievable classifi-

cation accuracy of these three classifiers families with the available features

and how much the classifiers are robust to noise. We show that in this

botanic domain it is possible to reduce the number of features still main-

taining high the classification accuracy. Among the obtained classifiers,

neural networks show the greatest robustness to noise.

1 Introduction

One of the main activities of botanic science is plants classification. As a typical
problem of pattern recognition some basic issues must be addressed: (1) which
attributes, also called features, should be used from botanists’ descriptions for
classification, (2) which classifiers should be used in order to obtain, with the
available features, a high classification accuracy, and finally (3) at which extent
the classification accuracy degrades if the features are affected by noise. These
issues are discussed in this article.

We work with a large data set containing 37 features describing 1600 samples
taken from chestnut plants. Aim of the classification is prediction of chestnut
origin from the fruit properties. This problem has many important industrial
applications, such as production and verification of certificates of product origin.

At first, a data set made only by features related to the peculiarities of
chestnut fruits was analysed but the classification performances were extremely
poor, as we will show in Section 3.1. As a consequence, we decided to add to
the description of each chestnut instance some informations related to the entire
plant. The larger data set so obtained contains all the necessary informations
to discriminate among the different classes. The choice of the best subset of this
set of features must however be performed remembering that botanic features
are extracted, collected and stored in a data set by human agents. This process
is lengthy, costly and error-prone. As a consequence, the number of features
should be reduced as much as possible but this reduction should not affect the
classification performance. In addition, it is very important to investigate how
a classifier answers when noisy inputs are presented. A comparison has been
made among the multilayer perceptron (MLP), introduced by D. Rumelhart et



al. [1], the decision tree model induced by C4.5 algorithm [2] and the random
forest (RF) presented by L. Breiman [3] as a further development of decision
trees. We perform this analysis evaluating the classification accuracy and the
robustness to the noise of the three models. We will show that in the particular
botanic domain it is possible to obtain the same classification accuracy with
a highly reduced number of features. This feature reduction reduces also the
chance of introduction of human errors and the cost of feature collection and
data set preparation. In addition, we will show that the obtained classifiers,
especially in the case of neural networks, are also robust to the presence of even
a moderately high error rate (maximum error=5% of the value of each feature).

This paper is structured as follows. In Section 2 we overview the C4.5 decision
trees and the random forest (MLP is a widely known method and will not be
reviewed); in Section 3 we discuss the feature selection strategy and present the
experimental results, in both non-noisy and noisy cases. Finally, in Section 4 we
summarize the results of the work.

2 Overview of C4.5 decision trees and Random Forest

For the sake of completeness we introduce some of the basic characteristics of
the adopted learning models. A complete overview can be found in [4].

Decision trees. Learning by decision trees involves two steps. The former one is
the training step and consists in the induction of the decision tree by observation
of the data records and of the class label in each record. The latter step is the
test step which involves the use of the decision tree generated by the first step
for the prediction of the class in test data. The decision tree consists in internal
nodes, to each of which a test condition is associated based on the value of
some of the record attributes. Each outcome of the test condition leads either
to another internal node (with another test condition) or to a leaf node which
contains a class value. That class value is the prediction of the decision tree for
the set of data records that reach that final node. Thus, the outcomes of the
attribute tests separate data records with different characteristics into disjoint
partitions that are homogeneous for the class value.

The induction step in C4.5 follows a greedy strategy that grows a decision
tree by progressively partitioning the training data into smaller partitions until
each of them is homogeneous in the value of the class label. The reader can find
an in-depth discussion in [2]. C4.5 algorithm induces the form of the decision
tree, i.e., chooses the test condition at each node of the tree by the following
rule. Given c class labels, let p(i, S) denote the fraction of records in S that
belong to class i. The best attribute test at a node t is selected by entropy of
the class value in the set of records at node t. Entropy of the set of records S,
denoted by E(S), is a measure of impurity of the class in S.



E(S) = −

c−1
∑

i=0

p(i, S)log2[p(i, S)]

The degree of impurity of the parent node t (before splitting) is compared with
the degree of impurity of the children nodes (after splitting). Information gain
can be used as a criterion to determinate the goodness of the split. Information
gain is the difference in the entropy when the collection of records S is further
divided in partitions (denoted by Sν) by application of an attribute test (on the
values ν of an attribute A):

Gain(S, A) = E(S) −
∑

ν∈V alues(A)

|Sν |

|S|
E(Sν)

where the number of instance records in S is denoted by |S|.
As a post-pruning rule to avoid overfitting and limiting the excessive number

of splits, C4.5 algorithm estimates the generalization error performed by a leaf
node using a ”pessimistic estimate function”. Assuming that the probability
e of errors committed by each leaf node follows a binomial distribution, and
approximating the binomial distribution with a normal distribution, the upper
bound limit to the observed error in the training set can be calculated using:

eupper(N, e, α) =
e +

Z2

α/2

2N + Zα/2

√

e(1−e)
N +

Z2

α/2

4N2

1 +
Z2

α/2

N

where α denotes the confidence level, Zα/2 is the standardized value from a
standard normal distribution, and N is the number of training records used to
compute probability e [4].

Random forest. As described in [3], significant improvements in classification
accuracy have resulted in a set of methods called ensemble methods. They
consist in the generation of multiple, base classifiers from training data and suc-
cessively combining the predictions of each of them in test. Breiman shows in [3]
that if the single classifiers are at least 50% correct, their overall combination
in the ensemble statistically improves any of the single trees. Random forest
is a special ensemble learner, which is also suitable for problems involving a
large number of features. In a random forest a large number of decision trees
is grown where each tree depends on the values of a random vector, sampled
independently and with the same distribution for all trees. Random vectors are
generated using an ensemble method (called bagging) which randomly selects N
samples, with replacement from the original training set.

Each tree in a random forest is grown at least partially at random in one
of the following ways: (1) randomness is injected by growing each tree on a



different random subsample of the training data; (2) randomness is injected into
the split selection process so that the splitter at any node is determined partially
at random.

When multiple trees are generated, their predictions are usually combined
(in the test step) so that the most popular class among them is predicted. The
technique of majority voting is usually adopted (where majority is eventually
weighted by giving more weight to the more correct trees). For a number of
trees sufficiently large, it has been proved that the upper bound for generalization
error converges to:

GeneralizationError ≤
ρ̃(1 − s2)

s2

where ρ̃ is the average correlation among trees and s is the strength of the set
of trees defined by:

s = EX,Y mr(X, Y )

defining the margin function as:

mr(X, Y ) = Prob(h(X, Θ) = Y ) − maxj 6=Y Prob(h(X, Θ) = j)

where h(X, Θ) is the predicted class of X according to a classifier built from a
random vector Θ. As the correlation increases or the strength decreases, the
generalization error bound tends to increase. To enhance the accuracy of the
model, bagging is used in tandem with random feature selection which selects F
input features to split at each node of the decision tree. Trees are not pruned.
The number of features is commonly chosen to be F = log2d + 1 where d is
the number of input features. This procedure is called Forest-RI. For a detailed
discussion on random forests and on generalization error refer to [3].

Multi-layer perceptron Multi-layer perceptron consists of a feed-forward neural
network with multiple layers of processing neurons. The neurons in one layer
have directed connections to the neurons in the next layer. Each sigmoidal neu-
ron computes a weighted sum of its input signals and passes this value through
its sigmoidal activation function to yield the neuron’s activation value. The
activation function for node j is:

φ(vj) =
1

1 + e−αvj

vj =
∑

i

wijyi



where wij is the weight of the link from node i to node j and yi is the output of
node i. The goal of the MLP learning algorithm is to determine a set of weights
that minimize the total error over the training set. The network is trained by
supervised learning using the iterative back-propagation algorithm. Beginning
with small random weights, Backpropagation algorithm attempts to minimize
the squared error between the output values and the target values for these
outputs. After the activation of the network on the n − th training pattern
(x(n), d(n)), the error of the output node j is defined as:

ej(n) = dj(n) − yi(n)

The pattern error is the sum of the squared error of the output neurons:

E(n) =
1

2

∑

j

(dj(n) − yi(n))2

and the mean squared error E is the average of the network errors of the training
examples.
At each step, each weight is modified according to the gradient descent rule:

wji = wji + ∆wji

∆wji = −η
∂E

∂wji

A more detailed description of the weight update rule can be found in [1]. The
training set is presented iteratively to the network until a stable set of weights
is achieved and the error function is reduced to an acceptable level. Once the
neural network has been trained, the weights are saved and are ready to be used
in the classification phase.

3 Experimental results

In this section we describe in more details the feature selection method, the
generation of the training and test sets and the results obtained for the task of
classifying chestnuts according to eight places of origin.

3.1 Chestnut features

Past classification processes related to botanic science, such as apple classifica-
tion, used the peculiarity of apple fruits. This suggested us to to proceed with
chestnuts in a similar way. A data set containing 19 features describing 1600
samples taken from chestnuts was analysed splitting the data set in 70% for



training and the remaining for test. Results from a sigmoidal neural network
with an hidden layer made by 14 units trained for 500 iterations are compared
with the results obtained by a binary decision tree and by a random forest built
using default settings of Weka classification tools [5].

Neural networks C4.5 Random Forests
52.7183 % 48.125 % 56.875 %

Table 1: Percentage of instances correctly classified by the three methods.

Table 1 shows that classification accuracy is extremely low. Adding to the
dataset more descriptive features with informations related to the entire plant
allows to improve the discrimination accuracy among different classes. A choice
of the best of these features has been performed using several attribute selection
criteria.

3.2 Feature selection

In feature selection, the goal is to find a subset of significant attributes able to
correctly predict unseen data and to reduce both human measurement errors
and the cost of the activity of data extraction from plants and fruits. Ranking
of features is possible since a large number of feature evaluation measures is
available (see, for instance [6, 7] for a survey on some of them).
In our experiments, we adopted both attribute subset evaluator and single at-
tribute evaluator using Weka’s attribute selection methods:

• CfsSubsetEval with BestFirst search method - Considers the predic-
tive value of each attribute individually, along with the degree of redun-
dancy among them. It consists in a greedy hill-climbing with backtracking
search method.

• ConsistencySubsetEval with GreedyStepwise search method - Projects
training set onto an attribute set and measures consistency in class values.
It adopts a greedy hill-climbing without backtracking search method.

• ChiSquaredAttributeEval with Ranker search method - Computes the
chi-squared statistic of each attribute in conjunction with the class. Ranker
search method ranks individual attributes according to their evaluation.

• GainRatioAttributeEval with Ranker search method - Evaluates at-
tributes based on the gain ratio measure. Ranker consists in a search
method which produces a ranking of individual attributes according to
their evaluation.

• InfoGainAttributeEval with Ranker search method - Evaluates attributes
based on information gain which is again followed by ranking based on their
evaluation.



• OneRAttributeEval with Ranker search method - Uses OneR’s method-
ology to evaluate attributes (rules consist in one single attribute in the
antecedent and the class as the consequent). Ranker search method ranks
individual attributes according to their evaluation.

• ReliefFAttributeEval with Ranker search method - Instance-based at-
tribute evaluator according to RefiefF feature evaluation method (which
filters subsets of attributes according to a relevance measure weighted on
their ability to discriminate between different classes in decision trees).
Ranker search method ranks individual attributes according to their eval-
uation.

• SymmetricalUncertAttributeEval with Ranker search method - Eval-
uates attributes based on symmetric uncertainty measure, which is based
on mutual information between attributes, normalized by their average
entropy. Ranker search method ranks individual attributes according to
their evaluation.

We verified that all of these methods agree on the selection of a unique core
of relevant features, that is exactly the feature set selected by entropy-based
information gain criterion. This criterion is commonly used by decision tree
algorithms when they select which attribute will become a test attribute in a
given branch of the tree.

Thus, information gain criterion was finally used to select 6 relevant features
among the 37 initial ones:

• numKg ( # chestnut/kg)

• fusto (diameter of trunk)

• infioxame (# female inflorescence/ament)

• lungame (ament length)

• lunglem (leaf limb length)

• altalbe (height of plant)

We verified through comparison of classification performances that no infor-
mation content was lost in this process; on the contrary classification perfor-
mances improved because of redundancy reduction in instance description.

3.3 Classification performances in non-noisy datasets

The training set is a list of T = 1120 instances randomly chosen from original
data set (corresponding to the 70% of the overall data set). The test set includes
the remaining 480 instances. Training set has been used to build the three clas-
sifiers. Random forest has been built by the first option mentioned in Section 2,
i.e. by selection from all the features at the splitting steps but by random sam-
pling (with replacement) of a different training set from the same original data.



The same data set has been used to train a MLP with 6 neurons in input layer,
a hidden layer made by 12 units and 8 neurons (one for each geographic zone)
in output layer. The training phase required 100 iterations.

Decision tree and random forest produce a correct classification of all input
instances while neural network correctly classifies 97.91 % of the instances.

3.4 Classification performances in noisy datasets

We also evaluate the sensitivity of the three models to noise. A noisy test set
was created perturbing separately each attribute of every instance according to
the following equation:

i′[A] = i[A] + 0.05 · η · i[A]

where i[A] is the value of the attribute A in the i-th instance and η is a random
value so that −1 ≤ η ≤ 1. The three classifiers were finally run on the perturbed
data set.

Figure 1 shows the classification accuracy obtained by the different classifiers
on non-noisy and noisy versions of the test data. It is clear that without noise
the decision tree and random forest reach a slightly higher accuracy than neural
network. On the contrary, on noisy data, the neural network maintains its
good performance while decision tree and random forest degrade seriously the
previously obtained results.
We also examined closely the classifier behavior w.r.t. an increasing number of
noisy features in the data set. Figure 2 shows the performance decrease when the
number of noisy features increases from 0 to 6. Decision tree learner is denoted
by (+), random forest by (△) and multilayer perceptron by (∗).

Fig. 1: Classification accuracy.
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Fig. 2: Accuracy decrease with
the number of noisy features.

Table 2 shows the classification accuracy obtained by the classifiers when only
one feature is corrupted by noise:



Neural networks C4.5 Random Forests
Altalbe 97.9167 % 96.25 % 98.5417 %
Fusto 95.8333 % 100 % 100 %

Infioxame 97.9167 % 92.5 % 100 %
Lungame 95.625 % 96.667 % 94.5833 %
Lunlemb 97.9167 % 97.9167 % 98.5417 %
NumKg 97.9167 % 97.9167 % 100 %

Table 2: Classification accuracy when only one feature is corrupted.

You can notice that as the presence of noise increases, the accuracy level de-
creases. In Table 3 we show the effect of noise in classification accuracy when
we increase the number of noisy features. We start from only one corrupted
feature and continue by addition of perturbation to one more feature each time:

Neural networks C4.5 Random Forests
1 feature 97.9167 % 96.25 % 98.5417 %
2 features 95.625 % 92.9167 % 92.7083 %
3 features 95.625 % 90.8333 % 91.0417 %
4 features 95.625 % 83.9583 % 91.0417 %
5 features 95.4167 % 83.125 % 90.625 %
6 features 93.125 % 82.2917 % 90.625 %

Table 3: Classification accuracy when the number of corrupted features in-
creases.

Results remark that neural networks are quite stable because class prediction re-
sults marginally affected by the presence of noise. On the contrary, decision tree
and random forest are more sensitive. We can observe that, although decision
tree and random forest reach higher accuracy in a clean test data, classifica-
tion accuracies result proportionally more affected by an increasing presence of
noise. In conclusion, when decision trees and random forests are used as pre-
dictive models in real and perturbed environments, they are less robust with
respect to neural networks to the presence of noise. This is an important issue
for a learner, employed in a real environment, in which commonly some features
are affected by noise or human error.

4 Conclusions

In this paper we compare the accuracy of classification of chestnuts according to
their place of origin, a common and important problem in botany and in food-
farming production. We used three types of learners: decision trees, random
forests and multilayer perceptrons. The results confirm the robustness of neural
network classification techniques and their reliability for treating noisy data.
Even though decision trees and random forests reach higher accuracy rates on



clean and safe test data, when noise is present, particularly in an increasing
number of features, they result less robust and stable.

In this study we have also experimented the importance of feature selection
for classification of botanic species. We applied information gain criterion to
identify the most predictive and least redundant set of descriptive features: it
contained 16% of the number of initial attributes and still it allowed to obtain
comparable classification results. This is an important issue in classification that
would allow to reduce greatly the time and costs of the analysis.
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