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Abstract. In this paper we introduce a new approach to multimedia
data semantic characterization and in particular television programmes
fingerprinting, based on multimodal content analysis and fuzzy cluster-
ing. The definition of the fingerprints can be seen as a space transforma-
tion process, which maps each programme description from the surrogate
vector space to a new vector space, defined through a fuzzy clustering
method. The fuzzy fingerprint model is well suited for similarity based in-
formation retrieval, and it captures ”semantic” similarities coming from
common pattern in the programme data, at different semantic levels.
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1 Introduction

A big amount of multimedia content, including images, audio clips and videos,
is now available in digital libraries. Efficient and low-cost solutions for semantic
characterization of multimedia content are needed, to enable effective access to
these data. In this paper we propose a fingerprinting method that dynamically
and automatically derives the genre of a television programme from the available
data. In particular, we focus on the television broadcasting domain, where (i)
users retrieving multimedia data are almost never the ones who took part in
the multimedia data production. Thus, the information about the programme
needs either to be directly stored as metadata or automatically inferrable by the
system; (ii) users are often interested in partial retrieval of content. Therefore,
the retrieval architecture should allow semantic segmentation of the data, and
production of programmes in which parts of the original contents are reused.

The fundamental assumption in this domain is that multimedia producers
very often work according to some common stylistic patterns. They use specific
and recurring aggregations of low-level perceivable features (e.g. colors, edit-
ing effects), of structural properties (e.g. rhythm in the sequence of shots) and
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of cognitive properties (e.g. shots representing softly smiling people, or natural
landscapes) to communicate some high-level concepts (e.g. peace and relaxation).
Concepts are further combined, at a higher level, to produce more general con-
cepts, which can result in the genre of a video. Under this assumption, our goal
is to learn structural characterizations of multimedia objects from representative
sets of programmes and to rely on this characterization for a similarity based
retrieval process. The challenges we have to deal with in our specific application
domain generalize to many other domains, and we can comfortably state that
our architecture properly fits with other multimedia contexts as well.

As opposed to more traditional multimedia classification approaches, we im-
plement semantic characterization through a process of aggregation of multi-
media objects sharing similar perceptual and structural properties, rather than
directly associating such properties to concepts and classes on the basis of sub-
jective and predefined taxonomies. For this purpose, we collected more than
100 hours of television programmes. In order to preserve compatibility with es-
tablished television genres, each programme is annotated according to seven
semantic categories, each of them corresponding to a traditional video genre
(Newscasts, Commercials, Cartoons, Football, Music, Weather Forecasts, and
Talk Shows). Note that, this classification is only used as an initial reference, to
help organize the database (and eventually validate our theory against a plain
case). We believe that this approach better simulates the human understanding
of the semantics that are implied in multimedia production.

1.1 Related Work

Fischer et al. [8] analyzed the well defined rules used by video editors (e.g. shot
lengths, or volume of audio tracks) to derive stylistic patterns that reflect the
producers’ intentions. In [24], the genre classifier is based on a C4.5 Decision
Tree [15] and a 10-dimensional feature vector representing the visual content of
the video. [4] uses Hidden Markov Models (HMMs) [16] to categorize videos.
[26] investigates automated video genre classification, using compact representa-
tions of MPEG-7 audiovisual descriptors. In [21], camera motion parameters are
employed to discern between different kinds of sport. More recent approaches
use classification rules from low/mid level features, according to a predefined
ontology of the content domain. In [3], an ontology infrastructure for semantic
annotation of objects in car racing and football sports video is presented. [2]
presents an annotation engine that uses reasoning algorithms to automatically
annotate and retrieve events in football video. A rule-based system for automatic
annotation of videos is presented in [5].

Despite the number of existing efforts, the problem of comprehensively dis-
cerning multimedia genres has not been completely solved yet. In fact, it is
difficult to analytically define the concept of genre, and any attempt at explic-
itly defining it ends up being subjective and domain dependent. Thus, most of
the existing approaches either attempted to discern only few weakly defined gen-
res based on a simple taxonomy [4, 5, 8, 24, 26], or only focussed on one specific
domain, such as sport videos [2, 3, 21]. In addition, they use crisp classifiers,



assigning an absolute class label to each multimedia object, although, in the
real world scenario, a single object can belong to none, one or more classes
at the same time, and although the distinction between different classes is not
necessarily sharp. To overcome these limitations we use fuzzy classifiers, which
capture additional information about the certainty degree of the classifier de-
cision, and introduce a more natural description of the semantic classification
problem, which can be expressed either by linguistic terms or in terms of rela-
tionships between numerical values. Fuzzy classifications of video sequences are
also proposed in [6, 7, 11].

1.2 Contributions of this Paper

In this paper we propose a novel methodology to characterize produced multi-
media content, based on fuzzy set theory [27] and multimodal content analysis.
The central point of our theory is the concept of Programme Unit. The Pro-
gramme Unit is a semantically closed entity identifiable during the fruition of a
multimedia event. A Programme Unit either exists independently or is included
into a more general one. For example, each topical part of a talk show is a Pro-
gramme Unit, because it defines a semantically complete entity (thus completely
understandable by the users) belonging to the main programme (thus contained
into a programme at a higher level of representation).

First, we associate to each multimedia Programme Unit a hierarchically struc-
tured surrogate, i.e. a vector which is a combination of several sub-vectors, each
representing a specific subview on the data (Section 2). Sub-vectors refer to
specific properties characterizing the objects at different levels. The surrogate
contains data extracted by processing the audiovisual content, and takes into
account visual, aural, and textual features.

Then, we present a learning system to cluster the surrogates of a given set of
Programme Units. In particular, starting from seven commonly accepted classes,
representing standard television genres, we rely on a statistical analysis technique
to estimate the number of clusters in the domain for each selected feature subset
of the surrogate (Section 3). Programme Units within the same cluster are likely
to have similar characteristics in terms of (at least a subset of) their subview
components. The resulting clusters might directly correspond to well known and
accepted programme genres, as well as to new interesting concepts identified on
the basis of some property correlation. For each Programme Unit in the learning
set domain, we evaluate its (fuzzy) degree of membership to every identified
cluster and create the Programme Unit fingerprints in terms of such membership
degrees (Section 3). In Section 4 we show how these (novel) fingerprints can be
used for similarity based information retrieval. Section 5 presents our empirical
observations and, finally, Section 6 concludes the paper.

2 Programme Surrogates

Effective multimedia indexing and retrieval requires a multimodal approach, con-
sidering aural, visual, and textual information altogether. The surrogate used to



characterize multimedia content is multimodal in that it represents each Pro-
gramme Unit as a set of extracted properties.

Definition 1 (Programme Unit representation.). Every Programme Unit,
u, is represented by its surrogate SUR(u) = 〈idu, Pu〉, where idu is the Pro-
gramme Unit identifier and Pu = [F , S,C, A] is the characteristic vector, which
represents the properties extracted from the numerical processing of the audiovi-
sual material associated with the Programme Unit u. Each subvector F , S ,C,
and A carries specific information: F represents the features at the audiovisual
low-level, S carries the structural features, C carries cognitive features part, and
A contains the audiovisual terms features.

Figure 1 illustrates the process that, given a Programme Unit u, returns its char-
acteristic vector Pu. In [14] the physical architecture designed and implemented
to calculate the Programme Units surrogates is presented.

Fig. 1. Architecture for the multimodal feature extraction.

2.1 The Low-level Audiovisual Features Vector Component

Let SUR(u) = 〈idu, Pu〉, and let Fu denote the audiovisual subcomponent of
Pu. Fu is a vector of real numbers, which can in turn be grouped in a number of
sub-vectors (Fu = [f1, f2, . . . , fn]), each representing a specific content-related
feature extracted from the audiovisual material associated to the Programme
Unit. Color histograms and texture description are examples of such features.

In our current implementation, the low-level visual descriptors include the
HSV color features, the luminance Y, two Tamura texture features [22]- contrast
(a measure of luminance difference between contiguous areas, [1]) and direction-
ality (a measure of the main direction of the objects depicted in the frame[12])-



and temporal activity information (computed by the luminance Displaced Frame
Difference), for window size t = 1. Each feature is expressed by a 65-bins his-
togram, in which the last bin collects the number of pixels for which the feature
is undetermined. The low-level audiovisual features are natively computed on
a frame by frame basis (e.g. there is one hue histogram for each frame). As a
global characterization valid for the whole Programme Unit we use cumulative
distributions of features over the number of frames of the Programme Unit.

2.2 The Structural Features Vector Component

The structural features part is constructed from the structural information
extracted by the Segmentation Module. Structural properties include (i) the total
number of shot clusters, (ii) the shot clusters coverage properties (which describe
to which extent shot clusters cover the Programme Unit timeline), (iii) the shot
clusters configuration properties (which characterize the clusters intrinsic fea-
tures, such as elongation, total duration of included shots, cluster density - i.e.
the amount of not included shots that are temporally internal to the cluster
extension), (iv) the shot clusters distribution properties (which describe how
the shot clusters are distributed along the Programme Unit timeline), and (v)
the shot clusters relationships properties, which capture the mutual temporal
relationships (such as adjacency, concatenation, inclusion) among clusters.

The structural properties of a Programme Unit u are represented by the
vector Su = [s1, . . . , s5] , in which each subvector si is associated with one of the
five classes of structural properties described above.

2.3 The Audiovisual and Cognitive Vector Components

The AudioVisual Terms Detection module performs a statistical analysis
to find out the frequency of some peculiar characteristics of audiovisual works
carrying semantic information (for example the number of shots whose duration
exceeds a predefined threshold, or the average number of words per second). The
result is a vector A whose elements represent the frequency of the corresponding
audiovisual term in the Programme Unit. Text mining and face detection tech-
niques are used to extract cognitive metadata such as a frequency distribution
of keywords from a pre-defined dictionary or the face-per-frame rate3.

The subvectors of SUR(u) characterizing the cognitive features, audiovisual
terms and the textual features have a structure similar to the low-level audiovi-
sual and to the structural components.

3 The Programme Unit Fingerprints

A fingerprint is a representation that univocally characterizes a given object.
The concept has been recently adopted in many areas, from bioinformatics [13,
3 In the experimental prototype the face detection task is per-

formed using the RTFaceDetection library offered by Fraunhofer IIS.
http://www.iis.fraunhofer.de/bv/biometrie/tech/index.html



18, 19] to various multimedia applications [9, 23, 25]. We define our fingerprints
as vectors in a fuzzy space. The fingerprint construction can be seen as a space
transformation process, which maps each Programme Unit description from the
surrogate’s vector space to a new fuzzy vector space, whose dimensions are the
number of clusters in the database, and whose elements are (fuzzy) degrees
of membership of the Programme Unit to the corresponding cluster. Next, we
present the steps of the fingerprint construction process.

Clustering on the Training Set. For each sub-view of the surrogate, we run
a Fuzzy C-Means (FCM) clustering algorithm [10] over the set of Programme
Units in the training set. The value for C in the fuzzy clustering is determined
empirically. For that purpose, we use the whole database as the data training
set. The seven commonly considered television programme genres (Newscasts,
Commercials, Cartoons, Football, Music, Weather Forecasts, and Talk Shows),
identified manually on the data, are used as the starting clusters.

Let sv be any subview represented by the vector x ∈ <n, where n is the
dimension of the surrogate related to sv (i.e. a 65 − bins histogram of the shot
length distribution) and consider the set MC = {c1, c2, . . . , ck} of the manually
identified classes on the training set items. For every i − th class ci ∈ MC, and
every sub-view sv, evaluate µi and Σi (i.e. the average values vector and the
covariance matrix restricted to the i-th class) and then calculate C as:

C =
k∑

i=1

dρ(Σi, µi)e (1)

The function ρ(Σ, µ) needs to have a saturating behavior (towards CMAX , which
is the maximum number of clusters that we can have for each of the classes),
in order to limit the maximum number of initial clusters for the fuzzy cluster-
ing algorithm. This way, sub-views that show higher variance/mean ratio (i.e.
are more spread) over the initial classes contribute with a higher number of ini-
tial clusters, while those with lower ratio contribute with a lower number. In
particular, we use the following function with these properties:

ρ(Σ, µ) = [1 + (CMAX − 1)(1 − e
− T r(Σ)

n·‖µ‖2 )], (2)

where ρ(Σ, µ) ∈ (1, CMAX ] and Tr(Σ) =
∑n

i=1 σ2
i,i. The initial positions of the

clusters for the FCM are chosen randomly in the hyper-region expressed by:

a ·
n∑

i=1

(xi − µi)2

σ2
i,i

≤ 1, (3)

which denotes the ellipsoid having semi-axis lengths li = 1/2, ∀i = 1, . . . , n for
a = 4 and σi,i = 1.

Example 1. Table 1 reports the mean and standard deviation values for the
average shot length (ASL) distributions obtained for the Programme Units’ of
the learning set separated depending on the reference semantic classes in our
multimedia database. Chosing CMAX = 5 we obtain C = 17.



The choice of the most suitable and efficient distance metric to be used in the
FCM process depends on the nature of the sub-views on which the clustering is
applied. For features represented as histograms, a suitable distance metric is the
histogram intersection, while for count vectors (as those of the structural prop-
erties) the application of a similarity measurement downstream of a Principal
Component Analysis (e.g. Singular Value Decomposition) is applicable.

Table 1. Mean and Standard Deviation (SD) values for the average shot length (ASL)
distributions obtained for each of the semantic classes in the database.

News Commercials Cartoons Football Music W. F. Talk Shows

ASL Mean [s] 4.59 1.43 1.6 5.03 3.93 11.79 10.4

ASL SD [s] 4.02 0.36 0.52 1.49 7.08 6.26 4.87

Programme Units Clustering. The fuzzy C-means algorithm is run on the
set of Programme Units of the learning data set (the entire database), restricted
to a specific sub-view of each of the four views in the features vector. For each
Programme Unit, we define an associated vector of fuzzy membership degrees
(one for each cluster) to contribute to its fingerprint w.r.t. that subview. The
number of clusters (and the size of the fingerprint) can be reduced, by a cluster
filtering algorithm [28].

Fingerprint Construction. At this point, every surrogate’s subview has been
mapped on a vector whose dimension is the set of ”relevant” clusters, and whose
values are the degrees of membership to the corresponding cluster. The set of
these vectors for a given Programme Unit represents the fingerprint for that unit.
The cross-referencing of these vectors, visualized as the Cartesian product of the
individual components of the fingerprint, provides an extended fingerprint.

Example 2. Let V be a view, consisting of two sub-views, SV1 and SV2 re-
spectively, corresponding to the two features f1 = [c1,1, c1,2, c1,3] ∈ <3 and
f2 = [c2,1, c2,2] ∈ <2. Let u be a Programme Unit that, after the fuzzy clus-
tering process over the entire learning set, has been mapped in the cluster-
ing space Φ = (SV1 × SV2). The corresponding fragment of the ”extended”
fingerprint will have 6 (i.e., 3 × 2) elements, and will look like the matrix
Fp = [c1,1c2,1; c1,1c2,2; . . . ; c1,3c2,2] ∈ <6,2.

We note that the extended fingerprint is virtual; i.e., the cartesian product of
the fingerprint components is not materialized. We remark that the fingerprint
representation has a number of advantages. First, the fingerprinted Programme
Unit is still in vectorial form, thus, we can still rely on the vector model for data
retrieval. At the same time, we can rely on the fuzzy logic theory to express
the uncertainty in the choice of a concept/class associated to a Programme



Unit. In addition, especially when we consider the extended representation, the
fingerprint makes it possible to discover new semantic information associated to
each particular feature combination of the multimedia content.

4 Use of the Fingerprint

The primary use of the fingerprints is the identification of clusters of Programme
Units within the learning set that possibly show a semantic relevance. Each
extended fingerprint can be seen as a matrix of real numbers Φ ∈ RS×V , where
V is the total number of sub-views and S is the product of the cardinalities
of the set of clusters associated to the individual subviews in the surrogate (in
Example 2, V = 2 and S = 6). Therefore, the Programme Units can be clustered
on the basis of their fingerprints, by applying a (fuzzy) clustering algorithm that
uses a suitable intra-matrix distance metric.

To stress on the importance of situations with high row-similarity among the
fingerprints, we propose the following distance metric (called Non Linear Row
Count, NLRC): given A,B ∈ RS×V , A = (ra1, . . . , raS), B = (rb1, . . . , rbS)

d(A,B) = Ω

(
fcom(A,B, ε)

S

)
, fcom(A,B, ε) =

S∑
i=1

δi (4)

where δi is a binary function that is equal to 1 if |raij − rbij | < ε, ∀j = 0, . . . , V .

Ω(x) =
e−αx

1 − e−α
+

1
1 − eα

with α > 0 and 0 ≤ x ≤ 1. (5)

Ω(0) = 1, Ω(1) = 0, Ω′(x) < 0. The parameter α governs the speed with which
the distance converges to zero with the variation of the number of common rows
measured by fcom(A,B, ε). This function sums up the number of similar rows
between the two matrices, by considering them similar if, for each couple of
corresponding elements, the absolute difference is lower than a threshold ε.

The proposed distance metric is used as the core distance calculation of a
second FCM process, this time performed using the extended fingerprint matrices
as the feature vectors instead of the individual sub-view vectors. This second level
of clustering will partition of the learning set in several fuzzy classes.

5 Empirical Observations

5.1 Benefits in Using the Extended Fingerprint

Our framework has been experimentally tested in a simple classification task
involving the identification of the classes to which each Programme Unit in the
training set belongs.



In order to simplify the interpretation of the results, we used only the struc-
tural view, consisting of three (mono-dimensional) sub-views: average visual shot
length (ASL), visual shot cluster saturation4 (CLS), and visual shot cluster du-
ration5 (CLD).

To observe the effect of concatenated versus independent treatment of the
subviews, we employed two different strategies. First, we considered the concate-
nation of the three subviews as a single (three-dimensional) feature vector, and
we applied our fingerprinting process on it over the learning set database. Since
all three features are considered together during clustering, this strategy does
not lead into Cartesian product-based extension. The second strategy involves
the application of the fingerprinting process independently on each of the three
sub-views and the combination of these into an extended fingerprint.

In the experiment, the fuzzy clustering method had C set to 7. The pa-
rameters α and ε for the NLRC distance computation were set to 10 and 0.02
respectively. The fingerprints from the previous phase were classified into six
genre classes using simple monodimensional linear classifiers. Table 2 shows the
performances of the best classification results for both fingerprinting schemes.

Table 2. Results of the classification based on concatenated and combined fingerprints.

Cart. Comm. Football News Talk Shows W. F. memb. STD

F-meas. Conc. 0.63 0.72 0.39 0.67 0.58 0.57 0.14

F-meas. Comb. 0.44 0.66 0.48 0.47 0.80 0.71 0.05

In some cases the combined fingerprint shows better results than the con-
catenated one, while in other cases the reverse holds. Our interpretation is that
in cases in which few feature configurations are dominant in explaining a class
(e.g. commercials and cartoons have typically low ASL and CLD) the combined
fingerprint performs worse. In turn, in classes in which the possible structural
configurations are less regular (e.g. Talk-shows, Weather Forecasts and Football)
the performance boosting is important, enhancing situations in which fingerprint
elements combinations unveal semantic aggregation power that the concatenated
approach does not succeed in evidentiating.

The experiments also showed that the average normalized membership to
each of the (7) considered clusters using NLRC distance retained a standard
deviation significantly lower than the standard deviation obtained with the Eu-
clidean distance chosen for the concatenated case. This indicates a greater dis-
crimination power (i.e. clusters are more dense).
4 Visual shot cluster saturation is defined as the ratio between the number of visual

shots aggregated in shot clusters of at least two elements and the total number of
shots of a Programme Unit.

5 Visual shot cluster duration is the ratio between the total duration of all the shots
that are aggregated in shot clusters of at least two elements and the Programme
Unit duration.



5.2 Latent Semantic Characterization using Class Projection

As a second experiment, we used a test set of about 60 Programme Units that
were not part of the learning set. These were not pre-annotated. The objective
of the experiment was to obtain a projection of the test Programme Units on six
genre classes and to analyze the resulting aggregations from the structural point
of view. This task is different from the traditional classification task, in which test
units are crisply classified towards the learned classes. In this case we characterize
test units fuzzily, in terms of the knowledge wired in the system during the
training phase. For each of the Program Units we calculated a projection vector
as p = F (m) × m.

m is a 7× 1 vector containing the fuzzy degrees of membership to the seven
clusters (C = 7). The matrix F (m) represents the cluster representativeness of
the six genre classes. In fact each element fij of the matrix is the empirical
F-measure with which the cluster j explains the class i. The vector p resulting
from the multiplication of the 6 × 7 matrix F (m) and 7 × 1 vector m is a 6 × 1
vector in which each element is the fuzzy degree of membership of the given
programme unit to the corresponding class.

We then performed a clustering process on the resulting set of vectors p for
the test Programme Units, finding out 4 meaningful clusters, whose centroids
are reported in Table 3. Thus, the test units were projected to 4 cases with
respect to their structural similarity in terms of the used features (ASL, CLD,
CLS): one of these expressing no particular similarity to any of the classes, one
expressing weak similarity to Football, one weakly similar to both Cartoons and
Commercials, one definitely Weather Forecasts.

Table 3. Classification clusters for the projection data.

Cluster id Cartoons Commercials Football News Talkshows Weather forecasts

1 0.08 0.06 0.04 0.05 0.06 0.04

2 0.07 0.07 0.29 0.09 0.06 0.07

3 0.24 0.35 0.04 0.08 0.02 0.03

4 0.02 0.04 0.00 0.00 0.05 0.68

6 Conclusions and Future Work

In this paper we have introduced a new approach to multimedia data (and in
particular television programmes) fingerprinting, based on the application of
multimodal content analysis and fuzzy clustering. Our fuzzy fingerprinting has
a number of important features:

(i) It preserves the structural information associated to Programme Units’
surrogates. Whenever a new surrogate is defined as a vector (or a set) of subvec-
tors associated to possibly independent concepts, the corresponding fingerprint



will be another vector (or set), whose elements are in one to one correspondence
to the ones of the surrogate. This representation defines a new information space,
in which each multimedia document is represented in a semantic hierarchical
structure.

(ii) The fuzzy fingerprint model is well suited for similarity based information
retrieval, and it captures ”semantic” similarities coming from common pattern
in the programme data, at different semantic levels. In fact the modular struc-
ture of the fingerprint and its structural preservation property, make it possi-
ble to restrict the comparisons required by the retrieval process to subvectors
of the fingerprint, thus investigating different possible aggregations of objects
showing semantic relevance rather than assuming a static association between
Programme Units and classification concepts.

(iii) Fuzzy fingerprints are the basis for a further classification step. The pro-
posed architecture is based on the subview-based structured fingerprints and on
the use of class projections using different contexts. It can be used to explore the
construction of a fuzzy classification system in which users select the relevance
of the available sub-views in their queries and the context against which the
semantic mining of the tested element has to be evaluated.

Based on our empirical observations, we imagine a scenario in which the
learning set is manually annotated with several classification schemes and a set
of external entities have to be assessed with respect to one or more of these
schemes. For example a scheme could be expressing affective annotations of pro-
gramme units in natural language (e.g., using the terms ”moving”, ”amusing”,
”intriguing”). The fuzzy projection set could offer to the user a hint of the possi-
ble emotions derived from the programme unit. If several annotations are present
at the same time for the programme units in the learning set, they can be used
as pluggable contexts for the projection of a test item. A major challenge we are
currently addressing is the choice of the most promising combinations of features
which can lead us to extract meaningful semantic information.
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