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Abstract—Many applications generate and/or consume multi-
variate temporal data, yet experts often lack the means to
adequately and systematically search for and interpret multi-
variate observations. In this paper, we first observe that multi-
variate time series often carry localized multi-variate temporal
features that are robust against noise. We then argue that these
multi-variate temporal features can be extracted by simultane-
ously considering, at multiple scales, temporal characteristics of
the time-series along with external knowledge, including variate
relationships, known a priori. Relying on these observations,
we develop algorithms to detect robust multi-variate temporal
(RMT) features which can be indexed for efficient and accurate
retrieval and can be used for supporting analysis tasks, such
as classification. Experiments confirm that the proposed RMT
algorithm is highly effective and efficient in identifying robust
multi-scale temporal features of multi-variate time series.

I. INTRODUCTION AND RELATED WORK

Many applications generate temporal data. In many of these
applications (a) the resulting time series data are multi-variate,
(b) relevant processes underlying these time series are of
different scale [25], and (c) the variates (i.e., observation
parameters) are dependent on each other in various ways
(Figure 1). Yet, despite the prevalence of multi-variate obser-
vations, because of the complexity of the multi-variate time
series data sets and the different temporal scales at which the
key processes operate, experts often lack the means to system-
atically search for and interpret multi-variate observations.
Analysis of time series (as well as other types of data)

often starts with extraction of features that describe salient
properties of the data, relevant for analysis. In this section we
first review the related works on global as well as local feature
extraction from time series data sets, discuss the advantages
of local features over global features, discuss the difficulties
in extracting local features from multi-variate time series,
and introduce (at a very high level) how it is possible to
use metadata (in the form of known relationships among the
variates) to extract local, robust multi-variate temporal (RMT)
features of multi-variate time series.
Global Features of Uni-Variate Time Series. Naturally,
dealing with uni-variate time series (where a single scalar
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(a) Berkeley lab sensor time se-
ries [1]

(b) Motion time
series [2]

Fig. 1. Two multi-variate time series examples. In (a), the spatial positions
of the temperature sensors (and the locations of the space partitions) relate the
observations at different sensors. Similarly, in (b) the structure of the human
body relates the positions of the location markers during the motion capture.

observation is made at every discrete time instant) is a signif-
icantly simpler proposition. Yet, even under this simplifying
constraint, the problem of indexing and searching for time
series is found to be considerably difficult and there has
been significant amount of research into the development of
efficient data structures and algorithms for searching uni-
variate time series [11], [23]. In most applications, when
comparing two sequences or uni-variate time series, exact
alignment is not required. Instead, whether two sequences
are going to be treated as matching or not depends on the
amount of difference between them; thus, this difference needs
to be quantified. Dynamic time warping (DTW) distance [11],
[18], [23], for example, is commonly used when comparing
continuous sequences or time series, especially in scenarios
where the series carry similar underlying patterns. Note that
given a large data set, comparing individual series one at a
time can be expensive. One way this has been addressed in
the literature is to extract global features of the time series
(such as spectral properties quantified using a transformation;
e.g. Discrete Cosine or Wavelet Transforms) and use these
global features (which describe properties of the time series
as a whole) for indexing the data for retrieval [5].
Global Features of Multi-Variate Time Series. The most
common approach for extracting features from multi-variate
time series is to seek global features, such as correlations,
transfer functions, variate clusters, and spectral properties
[10]. A common representation of multi-variate data evolving
over time is a tensor (multi-dimensional array) stream. The
order of a tensor is the number of modes (or ways): a first-
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order tensor, a vector, is often used to represent uni-variate
time series, whereas a second-order tensor can be used for
multi-variate series. A 3- or higher-order tensor can be used
when each variate itself is multi-dimensional. Matrix data is
often analyzed for its latent semantics and indexed for search
using a matrix decomposition operation known as the singular
value decomposition (SVD), which identifies a transformation
which takes data, described in terms of an m dimensional
vector space, and maps them into a vector space defined
by k ≤ m orthogonal basis vectors (also known as latent
semantics) each with a score denoting its contributions in the
given data set. SVD and similar eigen-decompositions can be
used for extracting fingerprints of multi-variate time series
data [20]. The analogous analysis operation on a tensor is
known as tensor decomposition [19]. CP decomposes a tensor
into a sum of rank-1 tensors. The factor matrices are the
combination of the vectors from the rank-1 components. When
the decompositions are constrained to be non-negative, the
non-zero elements of the core can be considered as denoting
clusters, where the factor matrices denote the membership
degrees of the elements to the clusters. The Tucker decomposi-
tion on the other hand, decomposes a tensor into a core tensor
multiplied by a matrix along each mode. Both matrix and
tensor decomposition operations, as well as other techniques,
such as co-clustering are expensive; therefore, in streaming
scenarios, incremental matrix and tensor decomposition algo-
rithms need to be employed.
Local Features of Uni-Variate Time Series. The major
deficiency of global features of time series is that they describe
the entire time series. Often, however, search or classification
tasks need to focus on features of the time series that are
rather localized. Noting that uni-variate time series often carry
localized temporal features which can be used for efficient
search and analysis, in our earlier work [4] we developed an
sDTW algorithm for extracting positions and robust (against
various types of noise) descriptors of salient local features
of uni-variate time series and showed that these can help
align similar time series more efficiently and effectively than
alternative schemes. Other local features of uni-variate time-
series include landmarks [22], perceptually important points
(PIP) [9], patterns [3], shapelets [24], [27], snippets [26], and
motif-based schemes (which search for frequently repeating
temporal patterns) [6], [8].
Contributions of this Paper: Local Features of Multi-
Variate Time Series. As described above, existing approaches
to local feature extraction are mostly based on uni-variate
series, whereas most work on multi-variate data sets focus
on learning global relationships among the variates through
factorization and decomposition. In contrast, in this paper, we
develop algorithms to detect local, robust multi-variate tem-
poral (RMT) features of multi-variate time series (Figure 2).
As described above, the problem of extracting local features

from uni-variate series has already been solved [4]. Similar lo-
cal features has also been extracted from 2D images to support
indexing and object search (SIFT [21]). These techniques rely
on (a) repeatedly smoothing of the data to generate different
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Fig. 2. (a) A multi-variate time series data set, where each variate is plotted
as a row of gray scale pixels and sample multi-variate features identified on
the data set (each feature is marked with a different color). More specifically,
the figure shows 26 time series of length 150 and 5 local multi-variate features
on these time series: note that some of the features correspond to the onset
of a rise in amplitude, whereas others correspond to the drop in the series
amplitude. For each time series involved in a given multi-variate feature, we
plot the corresponding temporal scope (i.e., duration) of that feature. For each
feature, the time series marked with a “*” is the series on which that feature
is centered. Note that the set of the time series involved in a given feature
as well as the position and scope of the feature are automatically detected by
the RMT feature extraction algorithm

versions of the input object corresponding to different scales
and (b) comparing neighboring points both in time (or in x and
y dimensions) and scale to identify regions where the gradients
are large. Once features are located, feature descriptors (in the
form of gradient histograms) are extracted to support indexing
and search.

What makes the problem of extracting local features
from multi-variate series challenging is that the con-
cepts of neighborhood, gradient, and smoothing are
not well-defined in the presence of multiple variates.

In this paper, we argue that

this difficulty can be overcome by leveraging meta-
data (known correlations and dependencies among
the variates in the time series) to define neighbor-
hoods, support data smoothing, and construct scale
spaces in which gradients can be measured.

In other words, the local, robust multi-variate temporal (RMT)
features we describe in this paper are optimized for support-
ing alignments of multi-variate time series leveraging known
correlations and dependencies among the variates (Figure 1).
Note, however, that RMT does not need precise forecasting
models: simple relationships between the variables is suffi-
cient; the power of RMT is that it only needs rough relatedness
to extract useful features. In fact, our primary motivation for
developing RMT is to help translate readily available, rough
measures of relatedness into more precise predictive models.
The paper is organized as follows: In the next section,

we first introduce the inter-related multi-variate time series
(IMTS) model we use to tackle the problem. In Section III,
we present algorithms to locate robust multi-variate temporal
(RMT) features and extract their descriptors and formally de-
fine RMT feature set in Section IV. We discuss implementation
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v1 v2 v3 v4 v5 v6 v7 v8

v1 .7 .2 .1 0 0 0 0 0
v2 0 1 0 0 0 0 0 0
v3 0 0 .6 .2 .1 .1 0 0
v4 0 0 0 1 0 0 0 0
v5 0 0 0 0 1 0 0 0
v6 0 0 0 0 0 1 0 0
v7 0 0 0 0 0 .2 .5 .3
v8 .4 0 0 0 0 0 0 .6

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(b) the corresponding re-
lationship matrix

Fig. 3. A sample dependency graph of 8 variates and the corresponding
relationship matrix, R.

alternatives in Section V and present experimental evaluations
with various real data sets in Section VI. These confirm that
the proposed RMT algorithm is highly effective and efficient
in identifying temporal features of multi-variate time series.
We conclude the paper in Section VII.

II. INTER-RELATED MULTI-VARIATE TIME SERIES
(IMTS) MODEL

There are various multi-variate temporal data models, such
as the multi-variate structural time series model [14] and
its variants, including the vector innovations structural time
series framework [10]. These models describe a multi-variate
time series based on various assumptions about its structure,
including cyclicity, hysteresis, and known relationships among
variates. In order to maximize the general applicability of the
RMT features detection algorithms, in this section, we present
an inter-related multi-variate time series (IMTS) model which
minimizes the assumptions that need to be made about the
structure of the data (Figure 1). In Section VI, we experimen-
tally establish the effectiveness of this simplified model in the
context of RMT feature extraction.

Definition 1 (IMTS Data Model). An inter-related multi-
variate time series (IMTS) data set, Y = 〈Y (t),R〉, is a
pair where Y (t) = 〈Y1(t), . . . , Ym(t)〉 is a multi-variate time
series and R is a dependency/correlation matrix denoting the
relationships among the individual time series (variates) in the
multi-variate data. �
Example 1 (Example: Multi-variate Energy Time Series Data
Sets). Smart building energy management systems collect
multi-variate temporal data and building models [15]:

• Observation time series: These include observations made
at different sensors regarding the various energy-related
parameters including temperature, heating, ventilation,
and air conditioning (HVAC) sensor data.

• Building models: These include the spatial geometry
describing how different spaces in the building relate to
each other. ◦

In the rest of the paper, we consider two different types of
relationships among the variates in Y:
Definition 2 (Variate Dependency Model). Under the variate
dependency model, Y (t) can be described as

Y (t) = RY (t− 1) + E(t).
Here

• R is a (row-normalized) matrix defining how the values
of Y at time t− 1 impact the values of Y at time t, and

• E is a time series denoting independent, external inputs
on the time series.

More specifically, if ith row, jth column of R is non-zero,
then the variate vi (i.e., the ith time series) is impacted by
the value of the variate, vj (i.e., the jth time series) at the
previous time instant. �
Figure 3 visualizes the dependency graph of a multi-variate

time series (with 8 inter-related variates) and the associated
dependency graph. This graph-based representation is a com-
mon way of modeling temporal dynamics of multi-variate time
series [10], [12], [14].

Definition 3 (Variate Correlation Model). Under the variate
correlation model, there exists a matrix R such that R[i, j] =
Φ(Yi, Yj) ∈ [0, 1]. �
Here, Φ is an application specific similarity or correlation

function. The value of Φ(Yi, Yj) may be computed by compar-
ing (recent) historical data of the time series Yi and Yj or may
reflect available domain knowledge, such as the distance of the
sensors recording the variates or known physical relationships
between environmental parameters (such as the amount of
cooling and the temperature of a given building zone).
The algorithms presented in the paper are applicable under

both relationship models1 and we use the matrix R to denote
both relationships. We also assume that R is known and fixed;
though as we discuss in Section V, this requirement can, in
practice, be relaxed.

III. EXTRACTING LOCAL, ROBUST MULTIVARIATE

TEMPORAL (RMT) FEATURES

In this paper, we propose algorithms to extract robust multi-
variate temporal (RMT) features from inter-related multi-
variate time series (IMTS) data sets. This approach has a
number of advantages: (a) First of all, the identified salient
features are robust against noise and common transformations,
such as temporal shifts or dropped/missing uni-variate series.
(b) Scale invariance enables the extracted salient features to be
robust against variations in speed and enables multi-resolution
searches. (c) Also, the temporal and relationship scales at
which a multi-variate feature is located give an indication
about the scope (both in terms of duration and the number
of variates involved) of the multi-variate feature.
Since the RMT features can be of different lengths and may

cover different number of variates, in order to be able locate
features of different sizes, the RMT features are extracted from
a scale-space we construct for the given multi-variate time
series through iterative smoothing2. Intuitively, smoothing of
the multi-variate data in time and variates creates different

1Thus, without loss of generality, we sometimes focus on the dependency
model and, other times, use the correlation model.
2This is different from what is known as “multi-variate exponential smooth-

ing”, a forecasting technique where the multi-variate models include the so-
called “smoothing parameters” and these are learned to obtain models with a
better fit to the data [10].
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(a) multi-variate time series and the associ-
ated metadata (relationship graph)

(b) lower resolution view of the same data

Fig. 4. (a) A multi-variate time series and the associated relationship graph;
(b) lower-resolution view of the same data (in terms of both time and variates)

t-3 t-2 t-1 t t+1 t+2 t+3

Fig. 5. Gaussian smoothing (along time) for time instant, t

resolution versions of the input data and, thus, helps identify
features with different amount of details both in time and in
terms of the number of variates involved (Figure 4).
While iterative smoothing techniques are well understood

for uni-variate data [4], [25], this is not the case for multi-
variate time series. Therefore, before we describe the RMT
feature identification and extraction processes, we first propose
a novel approach to smoothing a multi-variate time series by
leveraging available metadata that describes known relation-
ships among variates.

A. Metadata Driven Smoothing of a Multi-Variate Time Series

Let Y be a multi-variate time series. The scale-space of
Y is obtained through iterative smoothing across both time
and variate relationships, starting with an initial smoothing pa-
rameter Σ0 = 〈σtime,0, σrel,0〉 and continuing for L iteration
layers obtaining differently smoothed versions of the given
multi-variate time series. The values of Σ0 and L control the
sizes of the smallest and largest features sought in the data (as
described in Section III-E).
1) Temporal Smoothing: Let Yi(t, σ) = G(t, σ) ∗ Yi(t)

indicate a version of the uni-variate time series, Yi, smoothed
with parameter σ, where ∗ is the convolution operation in t
and G(t, σ) is the Gaussian function (Figure 5). Given this,
Y(t, σ) = 〈Y1(t, σ), . . . ,Ym(t, σ)〉 is a version of the multi-
variate time series, Y , where each uni-variate time series is
smoothed independently of the rest.
2) Relationship Smoothing: As described above, the tempo-

ral smoothing process relies on a convolution operation that
leverages the temporal ordering of the time instants in the
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⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

0 0 0 0 0 0 0 1
1 0 0 0 0 0 0 0
1 0 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 1 0 0 0 1 0
0 0 0 0 0 0 0 0
0 0 0 0 0 0 1 0

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭

(a) N(1,R)
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(b) N(−1,R)
Fig. 6. A sample distance function N, with distance δ = 1 and −1.
corresponding to the time series and the dependency graph in Figure 4

series. We define the relationship smoothing function relying
on an analogous relationship ordering of the variates, described
through a relationship distance function N:

Definition 4 (Relationship Distance Function, N). Let R be
a matrix describing a given dependency/correlation graph.
The ordering among the variates is described through the
relationship distance function, N, where

• N(δ,R), for integer δ ≥ 0, is an m × m {0, 1}-valued
matrix, where for a given variate pair vi and vj in the
relationship graph, R, the ith column, jth row in the
matrix, N(δ,R) is equal to 1 only if vj is at distance δ
from the variate vi (with vi being the source) in R, and

• N(δ,R), for δ < 0, is the transpose of N(−δ,R). �
Common applicable definitions of relationship distance in-
clude the hop distance (determined by the shortest distance
between the nodes on the given graph) or hitting distance [7].
Intuitively, when using the hop distance, the cell [v1, v2] of the
matrix N(δ,R) is true if the variate v1 is within δ hopes from
v2. When δ is positive the hope distance is measured following
outgoing edges, whereas when δ is negative, incoming edges
are followed. The matrix N(δ,R) can also be defined as
Rδ

n, where Rn is the relationship matrix R where all the
diagonal values are set to 0 and non-zero values are set to 1.
N(1,R) and N(−1,R)for the relationship matrix in Figure 3
are presented in Figure 6.
Given a relationship distance function, we can introduce the
concept of (non-normalized) relationship smoothing function
as follows:

Definition 5 (Relationship Smoothing Function). Let
• R be an m×m matrix of relationships,
• σ be a smoothing parameter, and
• X = 〈X1, . . . , Xm〉 be an m-vector.

If R corresponds to a directed graph, then the (non-
normalized) relationship smoothing function, Snn(R, σ,X),
is defined as

Snn(R, σ,X) = G(0, σ)IX +

∞∑
δ=1

G(δ, σ)N(δ,R)X

+

∞∑
δ=1

G(δ, σ)N(−δ,R)X.

If R corresponds to an un-directed graph, on the other hand,
the forward and backward neighborhoods are symmetric:

Snn(R, σ,X) = G(0, σ)IX +
∞∑
δ=1

2G(δ, σ)N(δ,R)X. �

391



c

a

d

b

e

f

g

h

i

l

k

j

+1-hop +2-hop +3-hop-1-hop-2-hop

n

p

m

o

-3-hop

Fig. 7. Smoothing along the relationship graph for node a

The following example visualizes relationship smoothing:

Example 2. Figure 7 shows how we apply Gaussian smooth-
ing over a relationship graph. The lower half of the figure
shows a node a and its forward and backward k-hop neighbors
in the relationship graph. As shown in the upper half of the
figure, when identifying the contributions of the nodes on a,
Gaussian smoothing is applied along the hop distance. Since
at a given hop distance there may be more than one node,
all the nodes at the same distance have the same degree of
contribution and the degree of contribution gets progressively
smaller as we get further away from the node for which the
smoothing is performed. ◦
Note that the non-normalized smoothing function (for the

directional relationship graph) can be equivalently formulated
as

Snn(R, σ,X) = Snn(R, σ)X,

where the term Snn(R, σ) can be computed in advance to
speed-up the computation of Snn(R, σ,X) for different time
series vectors, X . Moreover, since G(δ, σ) approaches to 0
quickly as δ increases, the term Snn(R, σ) can be approxi-
mated efficiently by performing the infinite summations only
a finite number, r, of times based on σ (see Section III-E for
the relationship of r and σ).
Remember from Figure 7, however, that, unlike basic Gaus-

sian smoothing, during (non-normalized) relationship smooth-
ing, there may be more than one node at the same distance
and all such nodes have the same degree of contribution. As a
consequence, the sum of all contributions may exceed 1.0,
which means that the smoothing process may undesirably
scale the time series. To avoid this, we need a smoothing
function, S(R, σ), where the total contribution of all the nodes
is normalized back down to 1.0:

Definition 6 ((Normalized) Relationship Smoothing Function).
Let R, σ, and X be defined as before. The (normalized)
relationship smoothing function, S(R, σ,X), is defined as

S(R, σ,X) =
(
Snn(R, σ)X

)
÷
(
Snn(R, σ)1(m)

)
,

where
• Snn(R, σ) is the non-normalized relationship smoothing
function corresponding to R and σ,

• 1(m) is an m-vector where all values are 1, and
• “÷” is a binary vector operation which applies a
pairwise division operation across the elements of two
vectors; i.e., if C = A÷B, then ∀i C[i] = A[i]/B[i]. �

Intuitively, division scales down the contributions for each
row in such a way that the total contributions, at most, add up
to 1.0.
3) Combined TR-Smoothing: Given the above definitions of

temporal and relationship smoothing functions, we are ready to
define time/relationship smoothing (TR-smoothing) of multi-
variate time series:

Definition 7 (TR-Smoothing of a Multi-Variate Time Series).
Let Y (t) = 〈Y1(t), . . . , Ym(t)〉 be a multi-variate time series
and R be the corresponding dependency/correlation matrix.
Let also S(R, σ) be the relationship smoothing function cor-
responding to the matrix R. For a given smoothing parameter,
Σ = 〈σtime, σrel〉, the TR-smoothed version, Y(t,Σ), of the
multi-variate time series Y (t) is defined as

Y(t,Σ) = S(R, σrel) ∗ Y(t, σtime),

where, as described earlier, Y(t, σtime) is a version of the
multi-variate time series, Y , where each uni-variate time
series is smoothed independently of the rest. More specifically,
let Yt(z,Σ) denote the version of Y, where at each time
instance, t, the values 〈Y1(t, σtime), . . . ,Ym(t, σtime)〉 are
further smoothed across the relationship space defined by R
using parameter σrel:

Yt(z,Σ) = S(R, σrel,Yz(t, σtime)).

Then Y(t,Σ) = {Y1(t,Σ), . . . ,Ym(t,Σ)} is the multi-variate
time series, where the uni-variate time series, Yi(t,Σ), corre-
sponding to the ith variate is a length n smoothed sequence,

Y1(i,Σ); . . . ;Yn(i,Σ),

where the value, Yt(i,Σ) at time instant t ∈ {1, . . . , n},
is smoothed both in time (in the temporal neighborhood of
time instant t) and across relationships (in the relationship
neighborhood of the ith variate). �
B. Multi-Variate Scale-Space Construction

The first step in identifying multi-variate features is to
generate a scale-space representing versions of the given multi-
variate series with different amounts of details. In particular,
building on the observation that robust localized features
are often located where the differences between neighboring
regions (also in different scales [4], [21]) are large, we seek
RMT features of the given multi-variate time series at the
extrema of the scale space defined by the difference-of-the-
Gaussian (DoG) series.
More specifically, given a multi-variate time series, Y =

〈Y1(t), . . . , Ym(t)〉, and the dependency/correlation matrix,R,
we compute the difference-of-the-Gaussian (DoG) series, D,
from the differences of two nearby scales separated by a
multiplicative factor, κ = 〈ktime, krel〉:

Di(t, σ) = Yi(t, κΣ)− Yi(t,Σ),
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where, for a given Σ = 〈σtime, σrel〉,
κΣ = 〈ktimeσtime, krelσrel〉.

This repeated smoothing processes for generating the scale-
space also produces data needed for obtaining descriptors for
features identified at different scales (see Section III-E).
1) Computation of DoG : Let Σ0 = 〈σtime,0, σrel,0〉

be the user provided initial (combined) smoothing parameter
and let s = 〈stime, srel〉 be a user provided parameter
regulating the speed with which time and variate relationships
are smoothed. The multi-variate time series is incrementally
smoothed (both in time and relationships) starting from the
given smoothing parameter Σ0, multiplied at each iteration
with κ = 〈ktime, krel〉, where ktime = 21/stime and krel =
21/srel . As a result, each sequence of stime smoothed-time
series corresponds to a doubling of σtime, also referred to as
an “octave” (Figure 8); or equivalently to halving of temporal
details. Similarly, each sequence of srel smoothed-time series
corresponds to a doubling of σrel and halving of the details
across the variates and relationships. The process continues
l steps resulting in l layers in the underlying DoG scale-
space. Adjacent multi-variate time series are, then, subtracted
to obtain the final difference-of-Gaussian (DoG) series.
2) Optimizations : Note that, as the multi-variate time

series are smoothed, details are lost. As a result, maintaining
and using the original length of the time series may be
wasteful: instead, it may be more efficient to reduce the
length of the time series in a way that matches the amount of
details lost during the smoothing process. Thus, as in [21] for
images and [4] for uni-variate time series, we reduce the data
resolution to match the loss in details. But, unlike prior work,
we leverage the relationship graph to improve the effectiveness
of the reduction process for the multi-variate time series.
Temporal Reduction. As we can see in Figure 8, to produce
an octave of DoG series, (not counting the very first time series
smoothed with parameter σ0), we need to consider stime + 1
progressively smoothed time series. Moreover, as also seen
in the figure, since the scale-space extrema detection involves
comparison of each DoG series to the DoG series that come
immediately before and immediately after, we need to consider
stime + 2 smoothed time series (including one DoG series
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(a) temporal reduction

1

2
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4

1

2

3

4

1,2 3,4
(1,2)

(3,4)

(b) variate/relationship reduction

Fig. 9. Reductions in temporal and relationship resolutions to match the
detail losses due to smoothing

before and one DoG series after) to fully cover an octave of
DoG series. For example, in Figure 8, given the initial time
series smoothed with parameter σ0, s+2 series with smoothing
parameters, kσ0 through k2(2σ0) (or equivalently, ks+2σ0),
are needed to generate the difference of Gaussians series D0

through Ds+1 that covers the first octave.
Let Z(t) be the first multi-variate series of a new octave

(i.e., (stime + 1)st series from the beginning of the previous
octave). To reduce the amount of work, we reduce the size
of Z(t), by resampling it, taking every second time instant of
each Zi(t) ∈ Z(t); i.e., ∀1≤t≤�length(Zi)/2�Z

′
i(t) = Zi(2t).

The resulting multi-variate series Z ′(t) is then used as the
input to the subsequent octave as visualized in Figure 9(a).
Variate/Relationship Reduction. Since the multi-variate data
is smoothed both in time and relationships, temporal only
reduction would maintain more information than necessary
and would potentially waste space and processing time. Vari-
ate/relationship reduction reduces resolution in relationship
graph and, thus, prevents this waste (see Figure 9(b)).
Let Z(t) = 〈Z1(t), . . . , Zz(t)〉 be the first series of a new

octave, where z is the current number of variates, and Rcur

be the current relationship matrix. To reduce the amount of
work, Z is reduced along the relationships as follows:
Let C = {C1, . . . , C�z/2�} be a clustering3 of the variates in

the relationship graph. We reduce Z according to C as follows:
∀Zi ∈ Z ∀1≤t≤length(Zi)Z

′
i(t) = AV G

j∈Ci

(Zj(t)) .

The relationship matrix is also reduced according to C:

∀1≤i≤�z/2�∀1≤h≤�z/2�R′[i, h] =

∑
j∈Ci;u∈Ch

(Rcur[j, u])

‖Ch‖ .

The resulting reduced multi-variate time series, Z ′, and rela-
tionship graph, R′, are then used as inputs to the next octave.

3C can be obtained either operating directly on the relationship graph and
applying a clustering algorithm, such as k-means, or by leveraging domain
knowledge (such as reducing the resolution of the space in which sensors are
distributed).

393



time 
reduction

time 
reduction

time 
reduction

dep. 
reduction

dep. 
reduction

(multi-variate) time series
variables (and 

their dependencies)

Fig. 10. Asynchronous reduction of time and variates/relationships

Asynchronous Reductions As shown in Figure 10, time re-
duction and variate/relationship reduction steps and iterations
are carried out asynchronously. In this example, stime is
smaller than srel, indicating that the multi-variate data set
is smoothed faster along time than along the relationships.
This might for example be when the length of the time series
is much bigger than the diameter of the variate relationship
graph. In cases where stime = srel or when, by coincidence,
the temporal and variate/relationship reductions overlap in
the same iteration, without loss of generality, we first apply
temporal reduction on the given time series, followed by the
relationship reduction.

C. Identifying RMT Feature Candidates

In order to detect RMT feature candidates using the
difference-of-Gaussians (DoG) multi-variate series, D, the
value of D for each 〈i, t,Σ〉 triple is compared to its neighbors
(both in time and relationships) in the same scale as well as the
scales above and below Σ and triple, 〈i, t,Σ〉, is selected as a
candidate only if it is an extremum; i.e., it is larger or smaller
than all of them. More specifically, whether the given 〈i, t,Σ〉
triple is a local maximum is identified by comparing Di(t,Σ)
against max neighbor(i, t,Σ), defined as the maximum of
the 26 neighboring triples of 〈i, t,Σ〉 in time, scale, and
relationships4:

max

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

Di(t − 1,Σ/κ) Di(t − 1,Σ) Di(t − 1, κΣ)
Di(t,Σ/κ) Di(t, κΣ)

Di(t + 1,Σ/κ) Di(t + 1,Σ) Di(t + 1, κΣ)
H[i, t − 1,Σ/κ] H[i, t − 1,Σ] H[i, t − 1, κΣ]
H[i, t,Σ/κ] H[i, t,Σ] H[i, t,Σ/κ]

H[i, t + 1,Σ/κ] H[i, t + 1,Σ] H[i, t + 1, κΣ]
H′[i, t − 1,Σ/κ] H′[i, t − 1,Σ] H′[i, t − 1, κΣ]
H′[i, t,Σ/κ] H′[i, t,Σ] H′[i, t,Σ/κ]

H′[i, t + 1,Σ/κ] H′[i, t + 1,Σ] H′[i, t + 1, κΣ]

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭

,

where the term Σ/κ is defined as

Σ/κ =

〈
σtime

ktime
,
σrel

krel

〉
.

and the terms, H[i, t,Σ] and H′[i, t,Σ], denote the values of
the forward and backward relationship neighbors of the triple
respectively (in an undirected graph, H′ = H). H[i, t,Σ] is
defined as

H[i, t,Σ] = (FD(t,Σ)) [i].

4The number of neighboring triples may be less than 26 if the triple is at
the boundary in terms of time, scale, or relationship graph.

F =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

v1 v2 v3 v4 v5 v6 v7 v8

v1 0 2/3 1/3 0 0 0 0 0
v2 0 0 0 0 0 0 0 0
v3 0 0 0 0.5 0.25 0.25 0 0
v4 0 0 0 0 0 0 0 0
v5 0 0 0 0 0 0 0 0
v6 0 0 0 0 0 0 0 0
v7 0 0 0 0 0 0.4 0 0.6
v8 1 0 0 0 0 0 0 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(a) F matrix obtained from R in Figure 3

B =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

v1 v2 v3 v4 v5 v6 v7 v8

v1 0 0 0 0 0 0 0 1
v2 1 0 0 0 0 0 0 0
v3 1 0 0 0 0 0 0 0
v4 0 0 1 0 0 0 0 0
v5 0 0 1 0 0 0 0 0
v6 0 0 0.25/0.65 0 0 0.4/0.65 0
v7 0 0 0 0 0 0 0 0
v8 0 0 0 0 0 0 1 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(b) B matrix obtained from R in Figure 3

Fig. 11. F and B matrices corresponding to R in Figure 3

Here F = row normalize(R − diag(R)), accumulates the
contributions of all forward related variates. Note that, unlike
R which also encodes the self-dependency of the variates, F,
encodes only forward relationships across variates. Moreover,
the contributions of the variates with forward relationships are
normalized to 1.0 (compare Figure 3(a) vs. Figure 11(a)).
The term H′[i, t,Σ] is defined similarly,

H′[i, t,Σ] = (BD(t,Σ)) [i],

using backward relationships; B = row normalize(FT ),
accumulates the (normalized) contributions of all backward
related variates. Again, unlike R which also encodes the
self-dependency of the variates, B, encodes only backward
relationships across variates (compare Figure 3(a) and Fig-
ure 11(b)).
The term min neighbor(i, t,Σ) is defined similarly (using

the min function instead of max) for identifying the local
mimima. The triple 〈i, t,Σ〉 is selected as a candidate if
Di(t,Σ) is larger than max neighbor(i, t,Σ) or it is less than
min neighbor(i, t,Σ).

D. Eliminating Poor Feature Candidates

Local extrema of DoG can include candidate triples that
are poorly localized and the well-localized candidates can be
identified by considering the ratio of the eigenvalues of the
2 × 2 Hessian matrix, describing the local curvature of the
scale-space in terms of the second-order partial derivatives
[13], [21]. To apply this observation to the problem of identi-
fying poorly localized features in multi-variate time series, we
construct the 2× 2 time/relationships Hessian matrix, DTR

i,t,Σ,
on a given point 〈i, t,Σ〉 at the corresponding scale Σ:

DTR
i,t,Σ =

[
DT,T DT,R

DR,T DR,R

]
,

where
• DT,T = DTDT is the second derivate along time at the
location and scale of 〈i, t,Σ〉,

• DR,R = DRDR is the second derivative along “relation-
ships” at the location and scale of 〈i, t,Σ〉,
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• DT,R = DTDR is the partial derivative along time of
the partial derivate along relationships (at the location
and scale of 〈i, t,Σ〉), and

• DR,T = DRDT is the partial derivative along relation-
ships of the partial derivate along time (at the location
and scale of 〈i, t,Σ〉).

To construct this time/relationships Hessian matrix, we esti-
mate the derivatives along time and relationships by taking
differences of neighboring sample points:

DT (i, t,Σ) = Yi(t+ 1,Σ)− Yi(t− 1,Σ),

DR(i, t,Σ) =

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

(
FY(t,Σ)

)
[i]−

(
BY(t,Σ)

)
[i]

for directed relationships

(
FY(t,Σ)

)
[i]− Yi(t,Σ)

for undirected relationships

Note that if, to save work, time series are reduced at each
octave as described in Section III-B2, we use the reduced time
series and relationship matrices instead.
Once this Hessian matrix,DTR

i,t,Σ, is constructed for the triple
〈i, t,Σ〉, whether the triple is poorly localized can be checked
using eigenvalue-based techniques [13], [21].

E. Extracting RMT Features

Given a triple 〈i, t,Σ〉 identified in the previous steps, the
corresponding feature descriptor is created by considering the
gradients around the feature in the scale space.
1) Scope of an RMT Feature: Each multi-variate feature,

〈i, t,Σ〉, has an associated scope, defined by the scale, Σ,
in which it is identified. More specifically, for a given
Σ = 〈σtime, σrel〉, the radii along time and scope are 3σtime

and 3σrel, respectively, since, under Gaussian smoothing, 3
standard deviations would cover ∼ 99.73% of the original
observations that have contributed to the identified feature.
Intuitively, the larger the scale, the bigger the feature scope.
This means that the four parameters, σtemp,0, σrel,0, ktime,

and krel, can be used for controlling the sizes of the smallest
and largest features (in time and relationship spaces) identified
in the data. In particular, given a scale-space generation
process with L iterations layers,

• the smallest radius of any feature will be 3× σtime,0 in
time and 3× σrel,0 in the relationship space, and

• the largest feature radius will be

– 3 × σtime,0 × kLtime (∼ 3 × σtime,0 × 2

⌊
L

stime

⌋
) in

time and
– 3 × σrel,0 × kLrel (∼ 3 × σrel,0 × 2

⌊
L

srel

⌋
) in the

relationship space.

The identified feature triple, 〈i, t,Σ〉, will form the center
of the feature both in time and in relationship. Naturally, as
we have seen in Section III-A, observations closer in time
and relationships to the triple will have significantly larger
contributions to the feature than the points closer to the
boundaries of the scope.

2) RMT Feature Descriptor: To describe the RMT features
in a form that is indexable and searchable, we rely on high-
dimensional gradient histograms.

a) Gradient Histograms: If the input data object were a
2D matrix (such as an image), a gradient histogram around
given point 〈x, y〉 on the matrix could be constructed by
computing a gradient for each element in the neighborhood of
the point [21]; to give less emphasis to gradients that are far
from the point 〈x, y〉, a Gaussian weighting function is often
used to reduce the magnitude of elements further from 〈x, y〉.
The resulting gradients are then quantized into c orientations.
Finally a 2a × 2b grid is superimposed on the neighborhood
region centered around the point and the gradients for the
elements that fall into each cell are aggregated into a c-bin
gradient histogram. This process leads to a feature descriptor
vector of length 2a× 2b× c. In the case of multi-variate time
series, however, we cannot directly apply these techniques.
Instead, we first need to construct an extractor matrix to enable
the gradient extraction process.

b) Extractor Matrix: To identify gradients across time
and relationships, we construct a 2N × 2M matrix Wi,t,Σ:

Definition 8 (Extractor Matrix). Let Y = 〈Y1(t), . . . , Ym(t)〉
be a multi-variate time series and R be a matrix describing
how the variates relate each other. Let us be given a triple
〈i, t,Σ〉 and let Yi be the time series Yi,Σ at scale Σ; then,

• if the relationship graph is directed, then for all −N <
u ≤ N and −M < v ≤ M

Wi,t,Σ[u, v] =

⎧⎪⎪⎨
⎪⎪⎩

if v > 0
(
Fv

Yi,Σ

)
[t+ u]

if v = 0 Yi,Σ(t+ u)

if v < 0
(
Bv

Yi,Σ

)
[t+ u]

• if the relationship graph is undirected, then for all −N <
u ≤ N and 0 ≤ v ≤ M

Wi,t,Σ[u, v] =

{
if v > 0

(
Fv

Yi,Σ

)
[t+ u]

if v = 0 Yi,Σ(t+ u). �
The values of N andM should be selected to roughly cover

the scope of the feature; i.e., N ∼ 3σtime and M ∼ 3σrel.
c) Descriptor Extraction: Given this extractor matrix,

Wi,t,Σ, the feature descriptor is created as a c-directional
gradient histogram of this matrix, sampling the gradient mag-
nitudes around the salient point using a 2a×2b grid (or 2a×b
grid for undirected relationship graphs) superimposed on the
matrix, Wi,t,Σ. To give less emphasis to gradients that are far
from the point 〈i, t〉, a Gaussian weighting function is used to
reduce the magnitude of elements further from 〈i, t〉.
This process leads to a feature descriptor vector of length

2a×2b×c (or 2a×b×c for undirected graphs). The descriptor
size must be selected in a way that reflects the temporal
characteristics of the time series; if a multi-variate time series
contains many similar features, it might be more advantageous
to use large descriptors that can better discriminate.

IV. RMT FEATURE SET OF A TIME SERIES

Given the above, the salient features of an IMTS multi-
variate time series Y = 〈Y (t),R〉 is defined as a set, F , of
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Fig. 12. Alignment of two multi-variate time series (each with 53 variates)
based on the matching pairs of local RMT features

RMT features, where each feature, f ∈ F , extracted from
Y (t), is a pair of the form, f = 〈position, descriptor〉:

• position = 〈i, t,Σ〉 is a triple denoting the position of
the feature in the multi-variate time series, where i is
the index of the uni-variate time series Yi,Σ, at scale Σ,
on which the feature is centered, t is the time instant
around which the duration of the feature is centered, and
Σ = 〈σtime, σrel〉 is the temporal and relationship scales
in which the feature is identified.

• descriptor is a vector of length 2a× 2b× c for directed
relationship graphs and 2a× b× c for undirected graphs.

This feature set can be used for various applications, including
alignment of multi-variate series (Figure 12), indexing, visual-
ization, classification, and change detection as discussed next.

V. FURTHER DISCUSSIONS

Recap of the Meaning of RMT Parameters. (1) The initial
smoothing parameter, σ0, decides the size of the smallest and
the number, o, of octaves decides the size of the largest features
of interest. (2) Number, L, of iterations within an octave
regulates the granularity of feature sizes. (3) The pruning
threshold regulates how distinct a feature must be in its
neighborhood. (4) Descriptor parameter a denotes the variate-,
b denotes the temporal-, and c denotes the angular-resolution
of the created gradient histograms.
Parallel and Online Feature Extraction. The various steps of
the RMT candidate feature detection process (smoothing, DoG
computation, and extrema detection) can all be parallelized
by mapping different portions of the multi-variate data and/or
different scales to different processing units. The candidate
pruning step can also be trivially parallelized by mapping
different subsets of the candidate features to different units.
Similarly, in an online setting where the time-series grows con-
tinuously with new observations, both the candidate detection
and candidate pruning steps can be performed incrementally
as new observations arrive.
RMT Feature Indexing. RMT descriptors are high-
dimensional and therefore feature search and nearest-neighbor
based tasks would benefit from locality-sensitive hashing
(LSH) based indexing structures [16], which have been shown
to perform well when the data is embedded in high dimen-
sional vector spaces.
Change Detection on Streaming Data RMT also provides
efficient and effective ways to detect the points in which
significant structural changes occur in the data: As we exper-
imentally validate in Section VI, the number of features iden-
tified in the multi-variate data changes significantly when the
dependency/correlation matrix used for RMT feature detection
does not reflect the true structure of the data: this is because,

TABLE I
CHARACTERISTICS OF THE DATA SETS

Berkeley motes data set
# classes # variates series length

1 53 576 to 1440

Mocap data set
# classes # variates series length

8 62 ∼130 to ∼1000

when supposedly nearby observations are not correlated, this
leads to smaller features that can be removed by the process
as noise. Therefore, any statistically significant change in the
number of features from the historical norms may indicate
a shift in the underlying dependency/correlation structure of
the data, thereby necessitating re-assessment of the depen-
dency/correlation relationships among the variates. Moreover,
frequently occurring or co-occurring features can be used
as evidences for strengthening existing variate relationships
and/or weakening others.

VI. EXPERIMENTS

In this section, we present experiment results that assess
the efficiency and effectiveness of the robust multi-variate
temporal (RMT) feature extraction algorithms in classification
and partial search tasks.
A. Settings

All experiments were run on 4-core Intel Core i5-2400,
3.10GHz, machines with 8GB memory, running 64-bit Win-
dows 7 Enterprise, using Matlab 7.11.0(2010b).
Data Sets. For our experiments we use two multi-variate time
series data sets, visualized in Figure 1:
• The Berkeley mote data set [1] consists of temperature
readings from a set of motes that are spatially distributed in
a 40m × 30m laboratory environment. We treat temperature
readings from each sensor as a different variate. The spatial
distribution of the motes in the laboratory is used to create the
underlying un-directed correlation matrix (each pair of sensors
within 6 meters are assumed to be correlated with each other
– this gives an intentionally rough metadata as it ignores other
environmental parameters).
• The Mocap data set [2] consists of movement records from
41 markers placed on subjects’ bodies as they perform certain
tasks. We use ASF/AMC format where the original coordinate
readings are converted into 62 joint angles data. We treat
readings for each joint angle as a different uni-variate time
series. The hierarchical spatial distribution (e.g. left foot, right
foot, left leg, etc.) of the joint angles on the body is used
to create the underlying correlation matrix (again, this is an
intentionally rough metadata).
The characteristics of these data sets are shown in Table I.

B. Evaluation Scenarios

We evaluate the effectiveness of RMT features for classifi-
cation and partial search tasks.
1) Classification Task: For the classification task, we use

the Mocap data set where the time series are pre-labeled based
on activity types (Table I). As the accuracy measure, we use
top-5 precision; i.e, the ratio of series that are of the same
class as the query among the top 5 nearest neighbors.
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2) Partial Time Series Search Task: In the case of Berkeley
mote data, for partial search task, observations for each day
is treated as a different multi-variate series. Partial time series
search queries are generated by picking a random date from
the data set and using that series for two queries:

• Temporal snippet search: a random time interval during
the day is selected and the rest of the series are cropped.

• Sensor subset search: sensors in a random portion of the
lab space are selected and the rest are dropped.

Accuracy is measured by checking, in the result, the rank of
the time series selected to formulate the query. The closer the
rank is to 1, the more accurate is the result. Accuracy results
are reported both as mean; median accuracy is also reported
when outliers skew the mean. A similar process is also used
for the Mocap data. One key difference is that in the Mocap
data set, multi-variate series are labeled with the type of human
motion. Therefore, accuracy is not only measured by checking
the rank of the query, but also the average rank of the series
with the same label as the query motion.

C. Alternative Features and Distance Measures

We consider three feature alternatives with fundamentally
different characteristics:
• Local feature, uni-variate, paired (UNI): In this scheme,
we treat each variate as a different time series and extract
local, uni-variate temporal features, as described in [4]. We
also assume that the pairing of the variates in the query
and in the database are known in advance. Given two
multi-variate time series, A and B, the distance is com-
puted as AVGAi∈A,Bi∈B

(
AVGfj∈Ai

mindist(fj , Bi)
)
, where

mindist() returns the smallest distance (in terms of Euclidean
distance) between the given feature fj in the uni-variate series
Ai and any feature in the series Bi.
• Global feature, multi-variate, non-paired (SVD): In this
scheme, we create a single fingerprint for the entire multi-
variate time series using the SVD transformation (to eliminate
the impact of noise, the core is reduced in a way that
preserves 95% of the energy in the data). Given two multi-
variate time series, A and B and their SVD decompositions,
A = UASAV

T
A and B = UBSBV

T
B , the distance is computed

as AVGuj∈UA
mincolumndist(uj , UB), where uj is a column

vector in UA and mincolumndist(uj , UB) returns the small-
est matching distance (in terms of Euclidean distance) between
the column vector uj and any column vectors in UB . Note that
this feature does not need to assume that the variate pairings
are known in advance.
• Local feature, multi-variate (RMT): For this, we use
the RMT features described in this paper. Given two
multi-variate time series, the distance is computed as
AVGfj∈A mindist(fj , B), where mindist() returns the small-
est distance (in terms of Euclidean distance) between the given
feature fj in the multi-variate series A and any feature in
B. RMT does not need benefit from pairings. Thus, when
comparing against non-paired strategies (SVD) we use non-
paired RMT. Against paired strategies (UNI, DTW), we use

TABLE II
DEFAULT CONFIGURATIONS FOR RMT, UNI, AND SVD

RMT

# iterations, L 6
# of octaves, o 2
smallest temporal feature radius (3σtime,0) ∼ 15
smallest rel. feature radius (3σrel,0) ∼ 2
candidate pruning threshold, ω� 10
descriptor size, 2a × 2b × c (4 × 4 × 8 =) 128
relationship reduction algorithm k-means

UNI

# iterations, L 6
# of octaves, o 2
smallest temporal feature radius (3σtime,0) ∼ 15
descriptor size 128

SVD

degree of energy preservation 95%

Top-5 Precision Classification Accuracy

Non-paired Paired
Class # series RMT SVD RMT UNI DTW

climb 18 83.3% 52.2% 88.9% 82.2% 68.9%
dribble (bas-
ketball)

14 54.3% 28.6% 87.1% 47.1% 84.3%

jumping 30 99.3% 82.0% 100% 98.0% 100%
running 19 92.6% 100% 93.3% 100% 100%
salsa 30 94.00% 59.3% 97.4% 100% 87.1%
soccer 6 73.3% 30.0% 63.3% 93.3% 96.7%
walk 36 100% 89.4% 100% 100% 100%
walk
(uneven
terrain)

31 100% 58.7% 100% 98.7% 98.7%

Overall 184 92.2% 68.8% 95.4% 93.5% 93.3%
(a) Classification accuracy

Classification Time

Non-paired Paired
RMT SVD RMT UNI DTW

Total feature extraction time
for the data set

886.4s 15.2s 886.4s 95.7s NA

Pairwise distance computa-
tion time for the data set

375.8s 88.0s 538.3s 48.6K s 4Ms

Total cost 1.3K s 103.3 s 1.4K s 48.8K s 4M s
(b) Classification cost (in seconds)

Fig. 13. Classification accuracy (top-5 precision, Mocap data, smallest rel.
feature radius, 3σrel,0, ∼ 1)

paired RMT (where multi-variate feature matches are ignored
unless at least 50% of the variates are common).

• Raw-data, paired (DTW): For the classification task where
we compare whole time series to each other, we also use a
raw data based strategy, where distances are computed directly
using DTW. Due to the higher execution cost of DTW (see
Figure 13 for DTW execution time results), as is the case
for UNI, we consider a paired matching strategy, where when
comparing two time series we assume that we know which
variate in one series corresponds to which variate in the other:
given two multi-variate time series, A and B, the distance
is computed as AVGAi∈A,Bi∈B DTW (Ai, Bi), where DTW ()
returns the DTW distance between the uni-variate series Ai

and corresponding uni-variate series Bi. For this purpose, we
used the DTW code available at [17].

Unless otherwise specified, configurations in Table II are
used as default.
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(a) Impact of metadata
(i.e, correlation of variates)
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total = 1.06 sec.
(b) Time distribution

Fig. 14. (a) RMT uses metadata (variate correlations) to improve accuracy
(the lower the rank, the higher the accuracy) and (b) most of the time spent
on easily parallelizable tasks, extrema detection and descriptor generation

D. Classification Task Evaluation

Figure 13(a) compares the classification accuracy of RMT
using the 8 classes with 184 motions in the Mocap data set.
The figure shows the average top-5 precision (i.e., the ratio of
series that are of the same class as the query among the top-5
nearest neighbors). As we see, the paired RMT provides the
best overall accuracy at a fraction of the cost of other paired
strategies UNI and DTW (Figure 13(b))5 and non-paired RMT
works almost as good as paired strategies – and thus is also
applicable when pairing information is not available.

E. Feature-based Partial Time Series Search Task Evaluation

Above, we have seen that for the classification tasks (paired)
RMT provides the best accuracy, (non-paired) RMT is compet-
itive and cheap, whereas (paired) DTW is much costlier than
(paired) UNI. Thus, we next compare (non-paired) RMT, (non-
paired) SVD, and (paired) UNI features for partial snippet
searches when the whole series are not available.
Benefits of Leveraging Metadata (Known Variate Rela-
tionships) during Feature Extraction. Figure 14(a) presents
mean and median result ranks (aggregated for all experimented
configurations for the Berkeley mote data set) for RMT
leveraging the spatial distribution of sensors and the version of
RMT where the correlation matrixR is assigned randomly, ig-
noring the underlying sensor distribution. This chart confirms
that RMT is able to leverage the correlation information for
the variates to identify highly effective features.
RMT algorithm returns on the average 99.3 features when

using the correct relationship matrix and only 59.2 features
when using the random relationship matrix. A paired t-test
shows that there is ∼ 0 probability that this difference in the
number of features is by chance. This confirms the observation
in Section V that significant changes in the relationship
structure of the data would lead to statistically significant
changes in the number of RMT features.
RMT Feature Extraction Work. Figure 14(b) shows how
the feature extraction work is distributed over sub-tasks. As
we can see, most of the time is spent on easily parallelizable
tasks, extrema detection and descriptor generation (Section V)

5Mocap data set contains ∼ 180 multi-variate series, each with 62 variates
of length up to ∼ 1000. With DTW [17] taking 0.5 to 1 seconds for each
pair of variates, even when we assume the pairing of variates are known, the
overall pairwise distance computations require ∼ 4M seconds for the set.

Berkeley motes data set
RMT UNI SVD

# features 99.3 12818.6 16
length 128 128 576

ext. time 1.6s 0.68s 0.02s

Mocap data set
RMT UNI SVD
30.8 10765.6 9.8
128 128 800

0.49s 0.60s 0.05s

Fig. 15. Average number of features, feature vector lengths, and extraction
times for different feature types

Berkeley motes data set

RMT UNI SVD
0.001sec 0.5sec 0.002sec

Mocap data set

RMT UNI SVD
0.0007sec 0.18sec 0.002sec

Fig. 16. Matching time for a pair of multi-variate series (excluding feature
extraction – see Figure 15 for the one-time offline feature extraction costs)
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Fig. 17. Accuracy for temporal snippet search
(the lower the rank, the higher the accuracy)
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Fig. 18. Accuracy for variate subset search
(the lower the rank, the higher the accuracy)

Feature Extraction. The table in Figure 15 shows the char-
acteristics of the three different types of features. RMT leads
to significantly less features than UNI; this is because RMT
is able to leverage the relationship information among the
variates to prune redundant features. SVD leads to a smaller
number of features than RMT, but the SVD feature vectors
are long (length of the time series). As a result, as we will
see next, RMT performs better than SVD both in terms of
matching time and accuracy. As expected, for this data size
(without any parallelizations) RMT takes more time than SVD
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Fig. 19. Total feature size (# features × feature length) for RMT and SVD
(in RMT the scope of the target features are kept constant relative to the
length of the time series)

to extract features; but low-dimensionality and faster matching
times would pay off in large data sets.
Online Performance. The average RMT extraction times are
∼1.6s for Berkeley and 0.49s for Mocap. Thus, for each obser-
vation, the algorithm spends <0.003s (=1.6/576) for Berkeley
and <0.004s (=0.49/130) for Mocap data. This confirms the
suitability of RMT for online processing as the features are
local and need only the recent data for each new observation.
Matching Performance and Scalability. The two tables in
Figure 16 show that the time to match the features from
two multi-variate data series is smallest for RMT, followed
by SVD. Since features on each uni-variate series have to be
considered, UNI generates redundant features and, thus, takes
significantly more time to compute the degree of match.
Figure 19 compares the total feature size for RMT and SVD

as the length of the time series grows: as the figure shows, the
total feature size stays more or less constant for RMT, whereas
for SVD the feature size grows (since the length of the feature
vectors grow with the length of time series).
Time Snippet Search. Figure 17 compares the effectiveness
of the three features types for the temporal snippet search
scenario described above. As we see here, due to the (tempo-
rally) local nature of the queries, both RMT and UNI perform
better than SVD-based global features. In the Mocap data set,
RMT also outperforms UNI (moreover, as discussed earlier,
RMT costs significantly less to identify matches Figure 16).
The global feature, SVD, on the other hand, performs poorly
both in mean and median rank accuracy, indicating that it is
ineffective for temporal snippet search.
Sensor Subset Search. Figure 18 compares the effectiveness
of the three feature types for the sensor subset search scenario
described above. As we see here, due to its variate-paired
nature, as expected UNI performs well (but requires costly
matches, Figure 16). Among the two non-paired schemes,
RMT performs much better than SVD, especially on the
Berkeley motes data set as well as when the search ranges
are very small, indicating that RMT is more robust.

VII. CONCLUSIONS

Many time series data sets are (a) multi-variate, (b) inter-
related, and (c) multi-resolution. In this paper, we considered
inter-related multi-variate time series model, in which a de-
pendency/correlation model relates the individual variates to
each other. Recognizing that multi-variate temporal features
can be extracted more effectively by simultaneously consider-
ing, at multiple scales, differences among individual variates

along with the dependency/correlation model that relates them,
we further developed algorithms to detect robust multi-variate
temporal (RMT) features that are multi-resolution, local, and
invariant against various types of noise and transformations.
Experiments confirmed that the RMT features are highly
effective in multi-variate series search and classification.
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