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While navigation within complex information spaces is a problem for all users, the problem is
most evident with individuals who are blind who cannot simply locate, point, and click on a link
in hypertext documents with a mouse. Users who are blind have to listen searching for the link
in the document using only the keyboard and a screen reader program, which may be particu-
larly inefficient in large documents with many links or deep hierarchies that are hard to navigate.
Consequently, they are especially penalized when the information being searched is hidden un-
der multiple layers of indirections. In this article, we introduce a segment-enrich-annotate (SEA)
paradigm for adapting digital content with deep structures for improved accessibility. In particular,
we instantiate and evaluate this paradigm through the iCare-Assistant, an assistive system for
helping students who are blind in accessing Web and electronic course materials. Our evaluations,
involving the participation of students who are blind, showed that the iCare-Assistant system, built
based on the SEA paradigm, reduces the navigational overhead significantly and enables user who
are blind access complex online course servers effectively.
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1. INTRODUCTION

As in many aspects of our daily lives, Web-based information infrastructures
are becoming integral parts of educational institutions as well. Yet, unlike many
domains, such as e-commerce, where Web-based availability of information im-
proves only the users’ convenience, Web-based delivery of educational content
is shown to improve the learning process itself: hyperlinks allow individuals to
explore the content in any way desired based on their interests and goals at any
particular time [Gold 2001]. Hence, the learner is actively engaged in an activity
to create both meaning and structure. In fact, the quality of education through
online sources largely depends on the levels of interactivity and opportunities
provided by the system for highly engaging, constructivist, learning [Bourne
et al. 2005]. On the other hand, for learners to construct their knowledge effec-
tively, ease of use and ease of access are essential. In fact, keeping important
information visible is among the eight rules for educational interface design
proposed by Vilamil-Casanova and Molina [1996].

Most Web sites, including educational sites1 have navigational structures es-
tablished through the available menu options and hyperlinks (Figure 1). Con-
tent designers aim at overlapping these navigational structures with the un-
derlying logical content structures. But, as the foci of users may differ from each
other and as the focus of a single user may shift over time, such strict design may
lose its intended effect. For example, a tree-like hierarchical structure for dis-
cussion groups may be appropriate for capturing naturally developing threads
of discussion; however, when the thread structure or the subject lines do not
reveal the specific content that the student is trying to locate, this hierarchy
may instead hinder the browsing activities.

While navigation within complex information spaces is a challenge for all
users, the problem is most evident with individuals who are blind or visually
impaired, who cannot simply locate, point, and click on a link in hypertext doc-
uments with a mouse. Users who are blind have to listen searching for the
link in the document using only the keyboard and a screen reader program,
which may be particularly inefficient in large documents with many links or
deep hierarchies that are hard to navigate. Consequently, they are especially
penalized when the information being searched is hidden under multiple layers

1Such as http://myasucourses.asu.edu.
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Fig. 1. A course page implemented using Blackboard online educational software (Bla): the content
of the page is presented in a way not easily accessible through screen reader software. Even though
special keystrokes enable switching between main menu items and listing links on a page alpha-
betically, there is no content-based navigation guidance, especially through complex hierarchical
structures, like discussion boards.

of indirections [Wright 1991]. With the passage of the Section 508 Web accessi-
bility mandate (Sec), many companies and federal government agencies are re-
quired to follow accessibility guidelines when designing their Web sites [Brunet
et al. 2005]. Such guidelines might be effective when designing mostly static
and non-individualized information outlets. However, when the material is in-
formation rich, when it is dynamically generated through multiple independent
users’ contributions, and when the users follow nonlinear, individualized path-
ways through this material (as would be the case when a student is studying for
an exam using her notes, multiple reference books, graded assignments, and
reports), the challenge is overwhelming. In fact, recent research showed that
accessibility guidelines have not been entirely successful in producing Web sites
accessible to people with disabilities[Milne et al. 2005]. Our students without
sight at Arizona State University (ASU) emphasized that, although the screen
reader software, such as JAWS, Dolphin, or Window-Eyes, enables them to ac-
cess the electronic material, they still have to struggle when accessing richly
structured, heterogeneous, and constantly growing content, such as discussion
boards. Browser-based interfaces [Lieberman 1995] and existing navigational
assistance tools, such as site maps and visual cues [Herman et al. 2000], alle-
viate navigational load for only sighted users and, furthermore, are generally
inapplicable to dynamically growing content. Therefore, there is a need for
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Fig. 2. Context- and task-assisted guidance from the content user is currently accessing (S) to the
content user wishes to access (T).

mechanisms that can reduce the navigational overhead within complex and
dynamically growing content.

1.1 Motivation: Adaptation and Annotation of the Information Spaces
for Effective Navigational Guidance

The main goal of any mechanism that helps users navigate in a complex infor-
mation space should be to reduce the click distance needed for accessing the
relevant piece of information such that the click distance will be proportional to
the logical distance between what the user is currently accessing and where the
relevant material lies (Figure 2). While some metadata, such as time-of-posting
of a document, can be used to help improve accesses [Dumais et al. 2003], such
cues may not always be enough. In order to provide proper navigational support
to users, a guidance system must identify, as precisely as possible, the next pos-
sible step(s), based on the current navigational context. Furthermore, when the
context changes, the system should adapt to this change by identifying the most
suitable content that has to be brought closer to the user in the navigational
space. Therefore, the logical distance between where the user is and where the
user wishes to be needs to be dynamically (and in real time) adjusted as the
implicit links are rediscovered based on users’ context (Figure 2).

Such dynamic adaptation of the information space requires an indexing sys-
tem which can leverage context (possibly provided by the user through explicit
interventions, such as typing in a keyword, or using a shortcut/keystroke), as
well as the logical relationships between various contents (such as messages
that refer to the same assignment within the same context). An effective mech-
anism determines what the user needs precisely so that the guidance that sys-
tem provides does not lead into unnecessary user interaction. In particular, for
a user who is blind, interactions that would be deemed acceptable by a sighted
user, such as selecting a relevant link within a pageful of alternatives, may be
too costly.

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.
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Fig. 3. Steps of the content internalization process. (a) First the available content is segmented
based on its structural and functional types and content into basic information units; (b) then
keywords are propagated among information units, once again based on structural and semantics
relationships between the various information units; (c) finally, information units as well as explicit
and implicit relationships between these units are annotated to further help with navigation.

1.2 Contributions: Segment-Enrich-Annotate (SEA) for Improved Accessibility

Such adaptation and guidance requires an understanding of the inherent, but
implicit, structures of the content available at the educational Web sites [Kim
et al. 2005; Antonelli et al. 2005]. In a loosely structured environment (such as
the Web), where the structure itself is not known, topic distillation [Bharat and
Henzinger 1998; Brin and Page 1995; Kleinberg 1999] and Web site summa-
rization [Candan and Li 2002] algorithms are useful in understanding the un-
derlying structure. In a purely sequential (such as text) document, linear text
segmentation techniques [Choi 2000a, 2000b] (discussed in the related work
section) can be useful in identifying coherently authored components. However,
in nonlinear hypertext environments, where diverse structures coexist and coe-
volve, the challenge is to discover how the various topics and information units
have evolved and how they relate to each other. As we illustrate in this arti-
cle, this requires mechanisms that can segment, enrich, and annotate content to
facilitate indexing, retrieval, ranking, and presentation of appropriate informa-
tion units (or segments) to the user. We refer to this as the segment-enrich-and
annotate (SEA) paradigm (Figure 3):

—segmentation: extraction of information units from pages for dynamic adap-
tation;

—enrichment: propagation of relevant keywords between related information
units, to enable individual information units to be considered with proper
context, and

—annotation: tagging of information units with descriptive keywords (not di-
rectly available from the content) for effective task-supported guided access.

We note that the techniques are equally applicable for developing Web navi-
gation tools for users with sight as well; however, as we mentioned earlier, the
problem is most evident with individuals who are blind. Therefore, in this arti-
cle, we instantiate and evaluate this paradigm through the iCare-Assistant, an
assistive system for helping students who are blind in accessing Web and elec-
tronic course materials. iCare-Assistant provides context- and task-dependent
navigational guidance when accessing online educational materials that are al-
ready available for the use of sighted students. Enabling students who are blind
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to access the same platform as their sighted peers ensures that they are able
to participate in collective activities, such as group assignments, projects, and
discussions. User studies with students who are blind, presented in Section 4,
show that iCare-Assistant, which transparently adapts content in educational
sources through this segment-enrich-annotate process, indeed reduces the time
and effort needed to carry out discovery and access tasks for students who are
blind accessing online course servers.

2. OVERVIEW OF ICARE-ASSISTANT FOR NAVIGATIONAL GUIDANCE
WITHIN COMPLEX INFORMATION SPACES

In online education settings, discussion boards and other interaction tools im-
prove the social presence and social interactions which are key determining
factors in learning [Richardson and Swan 2003]. Providing accessible educa-
tional tools, such as discussion boards, to students who are blind, however,
introduces new challenges:

—The system needs to provide an easy-to-use interface to a variety of educa-
tional materials that are already available for the use of sighted students. For
example, the Web site at ASU2 enables students to access (a) course syllabi,
(b) lecture notes, (c) assignments, (d) projects, (e) announcements, (f) discus-
sion pages, (g) group pages, (h) external links, (i) course documents, and (j)
grade pages. Enabling students who are blind to access the same platform
as their sighted peers ensures that they are able to participate in collective
activities, such as group assignments, projects, and discussions. In addition,
the existence of a single underlying educational platform reduces the cost
and time that otherwise would be required to convert the course materials
into accessible formats, by a third party, for students who are blind.

—Visual guidance, which is heavily relied on by existing systems, is not effec-
tive for users who are blind. For instance, providing the user with a visual
neighborhood map of the educational site does not provide meaningful in-
formation for students who are blind. A large list of alternatives for query
results is also not desirable, as such lists are hard to explore using a screen
reader, which provides access to information one piece or word at a time.

A user interface should provide use-supporting information [Deubel 2003],
such as help menus and navigation maps. Visual concept maps (which indi-
cate learners’ locations relative to other lesson segments) are shown to im-
prove learners’ awareness of interrelationships among concepts [Park and
Hannafin 1993]. However, iconographic maps of content are not accessi-
ble, and would likely be too confusing, even for users with sight, to under-
stand [Jones et al. 1995]. Therefore, the system should support text-based
(contextualized) views of the content, based on the implicit interrelation-
ships among concepts, to help the users who are blind explore the educational
material.

—Information cannot be presented effectively in a hierarchical form, unless the
options provided in the hierarchy used for navigation are highly descriptive

2myasucourses.asu.edu.
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of the content at the deeper levels. Otherwise, higher levels of the hierarchy
can easily hide the information present at the lower levels.

—In order to provide proper navigational support, the system has to determine
as precisely as possible what information is needed, based on the current
context, access history, user preferences, and the hyperlink structure. Logical
relationships between various content, such as announcements that refer to
assignments, have to be captured and used in providing navigational help.
When the context changes, some information becomes more important than
the rest, and thereby, should be brought closer in the navigational space.

—On the other hand, navigational disorientation is an important concern. Un-
less performed properly, dynamic adaptation of the information space may
itself cause disorientation for users who are blind. Therefore, it is important
to provide mechanisms that will enable the user to revert to a stable view of
the space if needed.

Keeping the above design criteria in mind, we are developing iCare-
Assistant, an assistive system to help students who are blind in accessing Web
and electronic course materials by bringing the relevant content closer to the
user, making it accessible with minimal interactions [Donderler et al. 2003,
2004]. In this section, we provide an overview of the system architecture and
motivate the need for the SEA paradigm in its development.

2.1 System Components

Like many others, ASU’s educational Web site3 hosts course home pages, con-
taining lecture notes, a syllabus, assignments, project material, course-related
documents, announcements, external links (links to materials residing in differ-
ent hosts or different locations in the course server), grades, calendars, group
pages, and discussion boards. Some of this content is fixed, meaning that it
does not change during a semester (e.g., course syllabi), but majority of the con-
tent evolves (e.g., discussion boards) through contributions by the instructors,
teaching assistants, and students (Figure 1). iCare-Assistant is built as an in-
dependent layer on top of this course server and provides an interface between
the Blackboard environment and the student who is blind (Figure 4).

2.1.1 Content Extraction and Representation. Since iCare-Assistant is
built as an independent layer on top of an existing course server, to support
search and guided navigation facilities for static and dynamic course materi-
als, such as course notes, whether they are hypertext or otherwise, such as PDF,
PPT, or DOC (Figure 5), it needs an information base that captures and inter-
nalizes the essential information regarding the course content and structure.

An educational Web site may contain material authored in multiple ways: in
particular (a) content may be distributed across multiple relevant (implicitly
or explicitly cited) documents or (b) a single document or page may contain
multiple information units that need to be treated independently from each
other. Thus, as opposed to treating each document as a single information unit,

3myasucourses.asu.edu, implemented using the Blackboard software (Bla).

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.



15:8 • K. S. Candan et al.

Fig. 4. Overview of the iCare-Assistant architecture; the components that belong to the iCare-
Assistant are darker in color.

iCare-Assistant views the available content as a dynamic information space
composed of virtual information units, segmented from within a single docu-
ment or aggregated from multiple documents. For example, when a student is
accessing postings on a particular topic, the relevant material can be thought of
as forming an implicit network of related postings. As such implicit and explicit
contexts change, the users’ navigation patterns through the course materials
also change.

A configuration file, specific to each type of page, guides iCare-Assistant
on how to extract basic information units, such as individual announcements
(Figure 3(a)). For each extracted information unit and the page from which the
units are extracted, an information node is created. These information nodes
are indexed and stored in the database for retrieval. Note that, after the seg-
mentation process, information units (such as messages in a discussion board)
can be too short to be meaningful by themselves. In general, information units
obtain contexts from their parents, ancestors, and neighbors. Thus, once the
individual segments and information units are identified, keyword propaga-
tion techniques are utilized to compute context-enriched keyword vectors4 for
each information unit (Figure 3(b)). The extracted and indexed content forms

4Keyword vectors are composed of stemmed words.
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Fig. 5. An example query-driven access through iCare-Assistant: at the background, we have the
original course page (available through Blackboard). The user provided keyword through the iCare-
Assistant interface is used to direct the individual who is blind to the relevant segment of a pdf
document in an accessible format.

an information space that can be represented by a dynamic, labelled, directed
graph consisting of a set of nodes representing the course information units,
and a set of annotated links representing the relationships between these units
(Figure 3(c)).

2.1.2 Search and Navigation Support. iCare-Assistant interface sits on
top of the browser software; thus, the user who is blind can navigate through
course pages as she would do using a regular Web browser. The interface mod-
ule of the iCare-Assistant is designed to be fully accessible through keyboard
and screen reader software, such as JAWS. It is transparent to the user in
that it feels as if the user were accessing the Blackboard system through a
Web browser, but with the additional querying and guidance functionalities, to
locate the most relevant course content with a few interactions, conveniently
embedded.

The user accesses various tools (such as the query dialog) by special
keystrokes and inputs her keywords for navigational help. For instance, when
the user submits a query on top of the blackboard content, information units
that contain the most relevant information to the user’s query are found, loaded,
and listed on a separate guidance frame with the information unit determined
to be the best answer at the top. JAWS screen reader speaks the returned con-
tent to the user who is blind, starting from the top of the query answer frame.
Other functionalities of the guidance frame include annotated and restructured
views of the content for guided navigations. Examples of these will be presented

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.
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Fig. 6. The four interdependent windows of the iCare-Assistant. The user can browse through
any of the four windows; the other three windows are updated accordingly. The user can also
conveniently switch between the four windows, anytime.

in Figures 6 and 7. The user who is blind can switch between the query frame,
the guidance frame, and the browser frame with simple keystrokes. As evi-
denced in the system evaluation section (Section 4.2), the user does not need
any specific training to learn how to use the iCare-Assistant, except for remem-
bering a few key combinations to launch the query dialog and for a well-defined
set of predefined topic-specific guidance request tasks. Figure 6 shows the four
interdependent access windows of iCare-Assistant:

—The first of these four active windows displays the original Blackboard con-
tent.

—As discussed earlier in this section, the design of iCare-Assistant is cognizant
of the fact that it is important to indicate to the learner her location relative to
other content. This improves learners’ awareness of interrelationships among

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.
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Fig. 7. Segmented and annotated access to discussion boards. At the background, we have the
original Blackboard discussion board content. At the front, we have the segmented, clustered, and
annotated discussion board for browsing (user names have been removed to protect the privacy
of the users). Alternatively, user provided keywords can be used to direct the user to the relevant
segment. The messages in the discussion board are segmented and related messages are clustered
based on content similarity. Within each high-level segment, new topics as well as topic evolution
patterns are highlighted for finer clustering. In particular, each message is annotated with one (or
more) symbols indicating the type of its content.

concepts [Park and Hannafin 1993]. Therefore, a second, contextual adapta-
tion window presents an appropriately restructured and annotated view of
the content for navigational assistance and also for helping the user easily
discover various interdependencies of the content (within the given context).

—Again, as discussed earlier, a user interface should contain access to use-
supporting information [Deubel 2003]. Also, learners should be able to ac-
quire knowledge from multiple perspectives and cross-reference knowledge in
multiple ways [Park and Hannafin 1993]. iCare-Assistant has a Q&A shortcut
window to enable the user to provide keywords as well as context and task de-
scriptors to explore and cross-reference knowledge. This window displays the
most relevant content available at the site as shortcuts and cross-references.

—The fourth, content preview, window presents the relevant segment of the se-
lected content (such as PDF, PPT, and DOC) to the user in an accessible form.

The user can browse through any of the four windows; the other three win-
dows are updated accordingly. The user can switch between the four windows,
anytime, to obtain the view appropriate to her task.

Figure 7 provides a detailed example of how iCare-Assistant segments a
message hierarchy and clusters the messages in a single segment together for

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.



15:12 • K. S. Candan et al.

ease of access. This clustered hierarchy is presented to the user as an alterna-
tive navigation tool. In order to further help the user with the navigation, each
message in the clusters is also annotated with its context-based classifications
(such as “Q” for questions or “DA” for direct answers). When there is a clear
winner in the system classification, the users are presented with a single an-
notation; on the other hand, when multiple classifications of the same message
are likely, the system presents alternative annotations to help the user make
informed navigation decisions.

When the user provides a search criterion for accessing the discussion board,
the system directs the user to the relevant cluster of messages (highlighted with
an ellipse in Figure 7). The user can browse within the relevant cluster using
the provided annotations. The user can specifically ask for a question, a direct
answer, a recommendation, related to a particular set of keywords. In this case,
the system limits the results to the specific type of message the user is looking
for.

2.2 Segment-Enrich-Annotate (SEA)

As described above, for supporting effective search and navigation, the iCare-
Assistant system partitions the available content and organizes into semanti-
cally coherent information units. These units are linked and annotated in such
a way to support users’ navigation within the complex information space. This
segment-enrich-annotate (SEA) approach, discussed in more detail in the next
section and evaluated in Section 4, is the basis of the iCare-Assistant system.

3. IMPLEMENTATION OF THE SEGMENT-ENRICH-ANNOTATE (SEA)
PARADIGM FOR DISCUSSION BOARDS

Most sites host a variety of content types. For example, myasucourses.asu.edu
contains lecture notes, syllabi, assignments, project material, course docu-
ments, announcements, external links (links to materials residing in different
hosts or different locations in the course server), discussion boards, and oth-
ers. Yet, most digital content is regularly organized in a hierarchical manner.
For example, a digital book has its sections and subsection, while messages in
discussion boards evolve with new postings into thread hierarchies. Unless the
options provided in the hierarchy used for navigation are highly descriptive of
the content at the deeper levels, however, the hierarchy cannot be used effec-
tively for searching: if the structure is not self-revealing, higher level entries in
the hierarchy cannot properly direct users to the information available in the
entries deeper in the hierarchy.

While most edited content (such as books) have well defined segment bound-
aries and, thus, are relatively easier to segment [Beeferman et al. 1999; Choi
et al. 2001; Qi and Candan 2006]), dynamically growing content, such as dis-
cussion boards, on the other hand, lack well-defined boundaries and, thus, are
nontrivial to segment properly. Thus, in this article, to illustrate the imple-
mentation of the SEA process, we focus on dynamically growing hierarchical
structures, such as discussion boards, used by teachers, assistants, and stu-
dents, to exchange information. This challenge has also been recognized by
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other researchers. Feng et al. [2006] proposed a technique to classify threaded
discussions in educational discussion boards. Unlike our work, this article as-
sumes existence of an ontology (in this case built using the table of content
of the course textbook). Each entry in the discussion board is related to the
TOC entries using a Rocchio-style classifier. [Carvalho and Cohen 2005], on the
other hand, relies on a dependency-network (learned through preprocessing of
email messages), which describes the sequential relationship between certains
actions (e.g., a “Request” message to be followed by a “Commit” message) to
identify speech acts from a sequence of email text. In our work, we did not
assume existence or knowledge of a dependency network.

3.1 Segmentation into Focused Units

Most existing Web page segmentation algorithms, such as those by Chibane and
Doan [2007] and Lin and Ho [2002], rely on design hints (such as HTML tag
and layout information) to discover segment boundaries within a page. Message
hierarchies in educational discussion boards, on the other hand, grow freely
through postings of different users at different times: a posting containing a
question may lead to new postings that are not necessarily directly related to
the original question. Thus, just by looking at the subject headings or contents
of the first few postings in a message hierarchy, one may not be able to guess the
actual contents of the replies deeper in the same thread (Figure 7; although the
subject headers of the messages can give some idea about what the postings are
about, they provide little information to help differentiate the actual contents
of different messages). In fact, in discussion boards there are only few design
hints (except for new threads, which may in fact be sometimes misleading),
thus Web page segmentation algorithms are not directly applicable to support
effective segmentation of discussion threads.

An alternative approach is to treat a given sequence of messages as a text
document, which can then be segmented using text segmentation algorithms
[Beeferman et al. 1999; Choi et al. 2001; Qi and Candan 2006]. However, direct
application of text segmentation may not be effective. For example, in LSA-type
methods [Choi et al. 2001], feature vectors are obtained by singular value de-
composition, which requires that the term-document matrix be precomputed.
Therefore, these methods are effective when the data are not frequently up-
dated. Furthermore, being a cooccurrence-based statistical method, LSA needs
sufficiently long texts to be effective. In many cases, however, the number of
discussion board entries and their sizes are not sufficient enough to leverage
cooccurrence-based methods. Thus, LSA-type methods are not directly applica-
ble. While text segmentation methods have been successfully utilized in find-
ing topic boundaries in a given dialog [Arguello and Rose 2006] and other text
streams (such as blog entry sequences [Qi and Candan 2006]), these techniques
commonly ignore explicit references (such as quotations) which act as semantic
linkages between entries in a discussion board. Furthermore, text segmenta-
tion based boundary detection techniques (e.g., Arguello and Rose [2006]) can be
too rough in boundary selection and may not provide sufficient help to a blind
person when navigating within postings on the same topic. As a discussion
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hierarchy grows through posting of new messages, its content and context will
evolve. Unlike prior work which searches for boundaries where there is signifi-
cant divergence from the current theme, proper understanding of the evolution
of the discussion requires care to more subtle changes in a given sequence of
postings: a new postings may not only

—diverge significantly from the original theme, introducing an entirely new
discussion theme,

but it may also

—focus on a specific aspect of the original message or
—take the discussion to a more general platform.

An example showing three types of topic divergences in a message hierarchy is
as follows: the original discussion theme of “Web segmentation” in a discussion
group can lead to a new discussion topic of “Web privacy,” a more general dis-
cussion on the topic of the “segmentation problems,” or a more specific thread on
the “topic segmentation” issues. Thus, the topic segmentation problem within
this context can be defined as searching for special nodes—which are the entry
points to new, general, or specific topics—within a single hierarchy of dynam-
ically evolving Web content. This complicates the task of navigating within
message hierarchies in discussion boards.

Once the segmentation is completed, each segment can be independently in-
dexed and users can be directed to the entry point of the most relevant segment
to their current context.

3.1.1 Identifying New Topic Boundaries in a Chain. In the segmentation
process, we first identify whether the current message is sufficiently different
from the previous postings in the same thread to be marked as a new topic. The
task of identifying topic boundaries is naturally related to the problem of topic
detection and tracking (TDT) [Zhang et al. 2002; Allan et al. 2003; Brants et al.
2003]. While, the nonlinear nature and the contextual-structure of the discus-
sion threads make the direct application of TDT technologies (developed for
unstructured news feeds) infeasible, the task of detecting new topic boundaries
can be posed as detecting novelties on the current branch of the discussion
thread. However, unlike in a stream of news documents [Zhang et al. 2002;
Allan et al. 2003; Brants et al. 2003], where different news may be interleaved
in a given sequence, in a given thread of a discussion board, there is a natural
tendency of maintaining the same topic because most postings are replies to
previous ones. Thus, a new node has to be compared to its immediate parent
(or an immediate sequence of ancestors) as it is (they are) causally closest to
the current node.

A similar approach of comparing the features of a frame locally with its
immediate predecessors works well in identifying shot boundaries in video
streams [Boreczk and Rowe 1996]. When comparing two consecutive video
frames, any of the common features (e.g., objects, color histograms) shared be-
tween them increases the likelihood that these two frames are part of a single
shot (a coherent segment). However, when segmenting discussion threads, there
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Fig. 8. A quotation providing common context between two messages.

are certain differences:

—Unlike consecutive video frames that are mostly identical, consecutive mes-
sages of the same topic may be of different length, style, and content.

—On the other hand, explicit quotations between messages can be used in a
way to strengthen the conceptual link between the original message and the
reply.

Thus, in iCare-Assistant, for segmentation purposes, words in quotations
are considered as keywords inherited from the ancestors. By including them in
the keyword vector of a message, we implicitly increase the similarity between
the current message and the quoted message. However, keywords in quotations
have to be treated differently than the other keywords to prevent undeserved
bias. In particular, the weights of the quotations keywords are chosen to be
inversely proportional to the distance of depth of the quotation. Let us represent
each message in the hierarchy as a keyword weight vector 〈w1, w2, . . . , wn〉. The
weight, wi, of the keyword ki is computed using the aggregate frequency of the
keyword,

freqi = freqi,0 +
∑

1≤d≤quot depth

imp(d ) × freqi,d ,

where

—freqi,0 is the frequency of the keyword ki in the message excluding the quo-
tations,

—freqi,d is its frequency in d -level quotations (quotations from the parent mes-
sage, as in Figure 8, are of 1-level), and

—imp(d ) is the impact factor of the quotations that are of depth d .

Thus, the contribution of the quotation keywords to the overall frequency of
the term varies based on the value of the corresponding impact factor. Impact
factors greater than 1 imply that the resulting keyword vector will have a higher
similarity to the ancestor from which the quotations have been taken, whereas
impact factors less than 1 imply that, although quotations are important, the
actual content of the message should be used for determining whether the
message is similar to the ancestors or not. Note that, even when the impact
factor is only 1, the existence of the quotation keywords in the message gives
bias toward increased similarity between the ancestors and the message. Note
that there is a possibility that a message in the discussion board contains only
a few words (e.g., a message that only contains thanks a lot.). When there is not
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sufficient evidence to process a message, we do not attempt to check for topic
boundaries at that point.

Once a keyword weight vector is computed for a message, the cosine sim-
ilarity between this vector and the keyword vector of the parent message (or
the keyword vector representing the segment being computed so far) is used
to classify the input message as having a new topic or being of the same topic
as that of the parent. The threshold for detecting new segment boundaries
is set to 0.35, based on the recommended threshold in the novelty detection
literature [Kwok et al. 2002; Tsai and Chen 2002]. Other similarity and dis-
tance measures, such as the Hellinger distance and Kullback-Leiber divergence,
have also been shown to work well in the topic detection and tracking (TDT)
domain [Zhang et al. 2002; Allan et al. 2003; Brants et al. 2003].

3.1.2 Segmentation of a Chain Based on Specialization/Generalization. If
a message on a given chain is identified to introduce a new topic to the discus-
sion, this message can be used as a segment boundary. On the other hand, if
the difference between the message being considered and the earlier messages
is not large enough to trigger segmentation, then novelty-based segmentation
is not possible. However, even though a message may not diverge significantly
from the initial theme, it may

—focus on a specific aspect of the common theme or
—take the discussion to a more general platform.

Finding such specialization and generalization boundaries is important because
understanding when a discussion topic diverges helps both with indexing (by
choosing the right keyword weights for the given segment) as well as guiding
the user without sight to the most appropriate entry point within a discussion.
Therefore, in this step, among the parent/child messages that are identified
to be of the same topic, we need to detect specialization and generalization
boundaries [Kim et al. 2005].

A message A being more general than B can be interpreted as A being less
constrained than B by the keywords they contain. Let us consider two messages,
A and B, where A contains keywords, k1 and k2, and B only contains k1.

—If A is said be more general than B, then the additional keyword, k2 of mes-
sage A must render A less constrained than B. Therefore, the content of A
can be interpreted as (k1 ∨ k2).

—If, on the other hand, A is said be more specific than B, then the additional
keyword, k2 must render A more constrained than B. Therefore, the content
of A can be interpreted as (k1 ∧ k2).

Note that, in the two-keyword space 〈k1, k2〉, A can be represented by a vector
〈aA, bA〉 and B can be represented by 〈aB, 0〉. The extreme point O = 〈0, 0〉
corresponds to the case where a message does contain neither k1 nor k2; in other
words, O corresponds to a message which can be interpreted as (¬k1 ∧ ¬k2) ≡
¬(k1∨k2). Therefore, if A is said to be more general than B, �A (i.e., the distance
of A from the origin O) should be greater than �B (distance of B from O).
This gives a way to measure the degrees of generalization and specialization
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of two messages. Given two messages, A and B, of the same topic, they will
have a common keyword base, while both messages will also have their own
content, different from their common base. Let us denote the common part of
A with AC and common part of B with BC. Given these and the generalization
concept introduced above, we can define the degree of generalization (G AB) and
specialization (SAB) of A with respect to B as

GAB = �A

�BC
, SAB = �B

�AC
.

The relative specialization and generalization values can be used for identi-
fying segment boundaries. Given pair of parent/child messages, A and B, if
G AB > �g , for a given generalization threshold, �g , then B is marked as a
generalization boundary. When this is not the case, if SAB > �s, for a given
specialization threshold, �s, then B is marked as a specialization boundary
within the same topic. If neither of these cases is true, then B and A are said
to be in the same topic segment.

Finally, each connected component of the tree, not split with segment bound-
aries, is marked as an atomic segment and indexed separately, while the spe-
cialization and generalization information is used to identify how keywords are
inherited between ancestors and descendants as described in the next section.
The common ancestor of all nodes in a given segment is identified as the entry
point of the segment and used in guiding users.

3.2 Enrichment of Segments Through Keyword Propagation

An intermediate node in a given hierarchy clusters nodes at the lower levels
and redirects the user toward the relevant content. Although they are especially
effective for browsing, such structures make it hard for individual nodes to be
properly indexed. This is because, in many cases, their contents have to be
inferred from the contents of their neighbors, ancestors, and descendants in
the structure (Figure 9). iCare-Assistant employs a context-enabled keyword
weight propagation technique, which exploits the generalization/specialization
knowledge extracted as in the previous section to properly enrich the data nodes
in structured content and to guide the students who are blind to the appropriate
node in such hierarchies.

3.2.1 Keyword Propagation Between a Pair of Entries. The main purpose
of keyword propagation process is to enrich the entries in a semantic struc-
ture by keywords inherited from their neighbors. Naturally, such a propa-
gation of keywords should change the composition of the keyword vectors of
the entries, yet after the keyword propagation the relative specialization and
generalization properties of the pair of entries should be preserved [Kim and
Candan 2006]. Based on this observation, we compute a pairwise propaga-
tion degree between two neighboring entries (i.e., a parent and a child) as
follows.

Let us be given two neighboring entries, A and B. Let ai be the weight
associated with keywords ki ∈ K A and bj be the weight for keyword k j ∈ K B.
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Fig. 9. A thread of three messages: the messages are too short and incomplete for indexing: they
obtain their context from their relevant ancestors. Once it is identified that these three messages are
within the same context, keywords can be inherited between these messages for proper indexing.

Let A′ and B′ denote the states of these entries after keyword propagation. That
is, A′ is enriched with (i.e., contains) keywords from B and B′ is enriched with
keywords from A.

The degree of enrichment (also called degree of propagation, or α,) between
A and B is governed by the degree of specialization/generalization between
the two corresponding parent/child entries. In particular, since A′ and B′ have
shared their keywords through propagation, they are now in a common keyword
space, KC, where

KC = K A′ = K B′ = K A ∪ K B.

Naturally, if we would like the keyword propagation process to preserve the
specialization/generalization property of the hierarchy, we need to ensure
that

G A′ B′ = GAB.

Since after enrichment KC will be equal to K B′ , we can state this requirement
as

G AB = �A

�BC

= �A′

�B′
= G A′ B′ .

This provides a mechanism for computing the appropriate pairwise content
propagation degree, α, which governs how the weights of the keywords in one
document are reflected on the other. For example, assuming a p-norm distance
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model,5 we can use this constraint and the two equations

�A′ =
(∑

ki∈K A−C
ai

p + ∑
ki∈KC

(ai + αbi)
p + ∑

ki∈K B−C
(αbi)p

|K A−C| + |KC| + |K B−C|

) 1
p

�B′ =
(∑

ki∈K A−C
(αai)p + ∑

ki∈KC
(αai + bi)

p + ∑
ki∈K B−C

bi
p

|K A−C| + |KC| + |K B−C|

) 1
p

to solve for α. One critical observation is that keyword propagation is applicable
only when A and B have at least one uncommon keyword (i.e., K A �= K B). When
the two entries are already in the same keyword space, if we try to solve for
G AB = G A′ B′ , α = 0 will be a solution. In fact, this provides a stopping condition
for keyword propagation process.

3.2.2 Keyword Propagation across a Hierarchy. By propagating keywords
between a given pair of entries, we enable both entries to get enriched based
on their contexts relative to each other. However, in a more complex structure,
considering only pairs of contents is not sufficient. Therefore, the propagation
process should not be limited to pairs of entries, but should be performed on the
entire hierarchy. Given a content structure, its propagation adjacency matrix M
is such that

—if there is an edge ei j ∈ E, then both (i, j ) and ( j , i) of M is equal to αi j (i.e.,
the pairwise propagation degree between the corresponding nodes);

—otherwise, both (i, j ) and ( j , i) of M are equal to 0. 
Note that M is symmetric and the diagonal values of M are equal to 0. Given M
and a term-node (or term-document) matrix, T, we can compute the keyword
propagation matrix, P, as

P = TM.

Thus, the new enriched term-node matrix (consisting of the original matrix plus
the propagated weights) is equal to

T′ = T + P = T + TM = T(I + M) = TMI

where I is the identity matrix. Note that since all diagonal values in M are zero,
MI = I + M is such that all diagonal values are 1 and all non-diagonal entries
are those in M.

After the first application of the propagation operation, each node in the
structure has not only its original keywords, but also keywords inherited from
its immediate neighbors. Let d be the diameter (the greatest number of edges

5Given a vector �v = 〈w1, . . . , wn〉, its p-norm distance from the origin is defined as

‖�v‖p =
(

n∑
i=1

|wi |p

) 1
p

.

In the experiments reported in this article, we used the so called Manhattan distance, where p = 1.
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between any nodes) in the graph (or hierarchy). Then, the final enriched term-
node matrix is equal to

Tfinal = TMI1MI2MI2 · · · MId ,

where MIm is the propagation adjacency matrix computed for the mth iteration.
Since, after the dth iteration, the keyword sets of all nodes in the structure are
going to be the same, all pairwise keyword propagation degrees are zero. Thus,
the process naturally stops after d steps.

3.3 Context-Sensitive Annotation for Effective Navigation

Once all the segments and the context for each segment are identified and
enriched as in the previous phases, we analyze each segment to identify anno-
tations to help with the navigation for the non-sighted user.

Let us reconsider the hierarchy of messages in a discussion board. Suppose
the user wants to know if anybody knows the answer to a specific question or
can suggest any solution about a specific topic. The previous segmentation step
and the corresponding indexing process let the user access the segment where
the specific subject is discussed. The challenge, at this point, is to discover the
nature of the relationships existing among the messages within this segment.
Messages within a segment are clearly related to each other, but their rela-
tionships can be classified at a finer level of detail to help with navigation. For
example, given two messages, A and B, the message B may contain the answer
to a question posed in message A, or it may contain an announcement about
an event related to what has been discussed in A. Therefore, the goal of the
context-sensitive message classification and annotation is to extract knowledge
about the structural interdependencies among messages in such a way that the
extracted information can be used for informed navigation or can be directly
queried (and thus queries about, for example, the existence of the answer to a
specific question can be issued and evaluated).

The classification module is a rule-based system in which IF-THEN rules
are continuously fired (provided their IF conditions is satisfied by the current
working memory), until termination. The inferential engine underlying the
classification system has been developed using Jess, a rule engine and scripting
environment written in Java. The choice of a rule based system allows a high
degree of modularity and ease of reflecting the updates to the message board
content. Addition of a new message can improve the existing classification as
the whole context changes.

The input to the classifier is a discussion tree, where each vertex represents
single postings populating the message board. The output of the classifier is a
labeled tree. Labels are chosen by the classification engine and qualify the role
that the different postings play with respect to the other related postings. We
classify messages within a thread into five major classes: Question (Q): post-
ings containing one or more questions on a topic, a request of information, or a
request for a solution of a problem; Direct Answer (DA): postings containing an
answer to a previously posted message in the thread; Indirect Answer (IA): post-
ings containing a reference to find an answer for a previously posted message,
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in terms of pointers to information sources; Announcement/Recommendation
(AR): postings referring to an event (date time, location) or reference to an in-
formation source usually not related to a previous question. Messages that do
not fit in any of the previous classes are classified as Other (O). It is important
to note that the relevant class for a given message is not always uniquely deter-
mined; in principle, a message can possibly be associated with more than one
such class. Thus, we employ a fuzzy classification scheme, which associates to
each message, a list of pairs 〈tag , score〉, in which tag is the name of a class,
and score is a value representing the confidence associated to this tag.

As we already noted, in principle, the same message can belong to more than
one of the listed classes, with a different score, representing the degree of mem-
bership to the class. During the classification process all different membership
degrees are considered and updated. In the classifier module, each classifying
rule contributes to the definition/update of the score of the messages. In par-
ticular, each rule considers a specific aspect (or a specific set of aspects) of the
posting structure. At the end of the classification process, each message has
five different scores, one for each class. Based on these scores, one or more of
the highest scoring classes are selected for annotating the message.

The classification module acts in two steps:

—STEP 1: content-based classification. In this phase, the content of the given
messages is taken into account to provide a preliminary classification. With
this goal, a set of content based rules is isolated from the overall set of rules
of the classification engine. Different content based rules can give different
contribution in the labeling process. The contribution that each rule provides
during the labeling process is described by a labeling contribution matrix
(Table I). Given a set of rules and a set of labels, each entry in the labeling
contribution matrix represents the (absolute or relative) amount that the
corresponding rule will contribute to the score of the corresponding label,
when the rule fires. The contribution of each rule to each label is learned
through a training process. At the end of this step, the tree is partially labeled:
only those postings which reach beyond a score threshold for a class are
labeled. This partially labeled tree is the input for the first iteration of Step 2.

—STEP 2: context-based classification. Based on the context given by the la-
beled postings and the segments identified in the earlier phase, messages
that are not yet labeled based on content are classified in this step. At each
iteration, for each posting, the class with the highest score is identified and
considered as “the current class” for the posting. The current classification
of each posting will possibly induce an update on the score of other postings’
classifications, taking into account the context information. For each posting
m in the partially labeled tree:
—If the posting m is currently classified as a question, its descendants are

analyzed, looking for a (direct or indirect) answer. If any answer is found,
no further action is taken, and the current classification for the considered
message is confirmed. If no posting classified as answer exists among the
descendants of m, the system tries to find if a descendant, mo, currently
classified as other, such that the degree of similarity between m and mo is
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Table I. An Overview of the Major Categories of Features Used During the Content-Based
Classification Rules Used in STEP 1 (X represents a contribution which depends on the

degree of satisfaction of the rule. Note that the context based classification rules are more
complex and are explicitly described in the STEP 2 of the algorithm.)

Rule Q Dir. Answer Indir. Answer Ann./Rec.

Number of the question marks (≥ 0) X 0 0 0
Existence of a URL link 0 0 X X
Existence of a temporal reference 0 0 0 X
Similarity between the message and
the keywords in the URL

0 0 X X

Special terms, such as thanks, I
agree, yes, etc.

0 X 0 0

Similarity between the posting and
the title of the Web page linked by a
URL link

0 0 X X

Use of the domain name of the URL 0 0 X X
Use of the URL path 0 0 X X
Presence of questioning terms X 0 X 0
Presence of shared text with a
quotation

0 X 0 0

high. Both indirect and direct answer scores for mo are augmented—the
actual increase depends on the degree of similarity between m and mo.

—If the posting m is classified as an answer, whether indirect (IA) or direct
(DA), the system looks for an ancestor posting that is classified as a question
and might have m as its answer. If found, the current classification for this
message is confirmed.

If no appropriate ancestor labeled question is found, other ancestor mes-
sages are considered, to check if any mo among them could be a candidate
to be labeled as a corresponding question. If mo is found, its question score
is increased, depending on the degree of similarity with m.

If no mo is found, the classification of m is updated by decreasing its
answer score, since the classification of the posting as an answer is not
supported by the presence of a corresponding question in the thread.

—If the posting m is classified as other, the analysis is conducted in both
directions, looking for a candidate question among the ancestors and for
a candidate answer among the descendants. If no question is found, the
system tries to see if the message m can be related to some other ancestor
as a recommendation, based on their mutual similarity.

Step 2 is iterated until there is no change in classification scores; that is,
no further rules can be fired. This is the termination condition. Each iteration
of STEP 2 can modify the labels of the nodes in the tree as a result of score
changes. STEP 2 is iterated until a fix point is reached, in which scores are not
updated anymore. Such a fix point is guaranteed, because the above rules used
in context-aware classification do not lead into any cyclic dependency between
classifications. Postings of new messages in the discussion board result in an
incremental application of the rules to relate the new message to the existing
ones. Details of the algorithm can be found in Sapino et al. [2007].
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4. EVALUATION

In this section, we present results of studies evaluating various functionali-
ties of the iCare-Assistant. In particular, we report results from two types of
evaluation:

—The effectiveness of the iCare-Assistant in providing search and navigational
guidance to its users depends on the precision with which it can direct the
user to the intended information unit through segmentation, keyword prop-
agation, and annotation processes. Thus, the first type of evaluation involves
assessing the performance of individual components in their particular, seg-
mentation and annotation tasks (Section 4.1).

Note that since, for example, the performance of an annotation module is
independent of whether the annotations are read and assessed by an individ-
ual without sight or by an individual with sight, the ground truth is collected
with the help of individuals with sight. In fact, since users who are blind have
difficulty accessing discussion boards which do not provide support, there is
a chance that having assessors with visual impairments could impose neg-
ative bias against messages that are too deep (as such users may loose the
context information that is available to those users with vision). Since our
overall goal is to learn the labels that a person with vision could deduce and
provide these labels to users who are blind, we opted to rely on the judgments
of users who have access to visual information.

—The second type of evaluation involves, the effectiveness of the system (which
is composed of these components) in terms of supporting accessibility. For
this evaluation task, naturally, we involved assessors without vision. In Sec-
tion 4.2, we present usability and effectiveness evaluation results carried out
with the participation of students who are blind.

4.1 Evaluation of the Individual Segment, Enrichment, and Annotation Modules

In this subsection, we focus on the individual steps in the process and see
whether they are individually effective.

4.1.1 Effectiveness of the Segmentation Step. In the first set of experi-
ments, we focus on the segmentation step. Since the segment boundaries and
the roles of the messages in navigation (e.g., whether a message is a ques-
tion or not) do not depend on whether the user is blind, the evaluators who
provided us the ground truth for the evaluation of the outcomes of individual
message processing (segmentation, enrichment, and annotation) components
are not chosen to be blind. In fact, since (as evidenced in Section 4.2) users
who are blind have difficulty accessing discussion boards without proper sup-
port, to prevent bias against messages that are too deep in the hierarchy, while
constructing ground truth for the individual message processing components,
we used assessors with vision. Once again, assessors were not involved in the
annotation project and were not familiar with the sample discussion board;
therefore, for the purposes of the experiment, they were naive users seeing and
interpreting the discussion board for the first time.
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The number of assessors were chosen to reflect the number of users in
similar studies in the computer human interaction literature [Bellotti et al.
2003; Kaptelinin 2003]. However, in order to be sure about the statisti-
cal relevance of the results obtained through our study, we also ran var-
ious statistical tests to judge the sufficiency of the observations. The re-
sults of the statistical tests are also reported below, along with the precision
results.

Below, we report the results of the user study in which we compared the
segmentation feedback provided by assessors of a discussion board with the
segmentation results obtained by the proposed algorithm.

—Setup. For the evaluations presented here, due to the diversity of its postings
and message hierarchies, we used the message board available at [MMB] as
the message data source. From this source, we randomly selected
—20 discussion threads, with
—a total of 368 messages,
—average thread depth of 12.45,
—average quotation depth of 1.3 (86% of the total of 5241 quotations are from

the parent).
We asked five users to assess each message to label it with N for new topic,
S for same topic as the parent, SF for specialization (or focusing), or SG for
generalization. Given all manual labelings from multiple assessors, we took
the majority label to denote the page’s relationship with its parent.
We ran an ANOVA test [Faraway 2002], which measures the difference be-
tween the means of two or more groups (evaluator label judgments in our
case). The ANOVA test provides an F value which needs to be smaller than
an Fcritical value to ensure that none of the observations is significantly dif-
ferent from the others. For our experiments, the F value was 1.87 against a
Fcritical value of 2.37 in a 95% confidence. This implies there is an agreement
among evaluator label judgments. We also used a technique called two-step
sampling [Haag and Tonn 1997] to judge the number of necessary evalu-
ators. In this test, first a small initial number of evaluators are used to
collect an initial sample. Then, t-values of this initial sample are used to
judge how many more samples (evaluators) would be needed to be 95% cer-
tain that the mean precision is within ±0.025. For our experiments, when
the two-step sampling technique was utilized, the number of required sam-
ples were identified as five. Thus, our experiments used the exact number
of evaluators for being statistically significant, within this tight precision
bound.
Given these, we then compared these manual labeling results with the labels
assigned by the proposed automated segmentation algorithm (which took
only 560 ms to segment the given 20 threads).

—Evaluation criteria. In order to observe the effectiveness of the proposed al-
gorithms, we computed a labeling success rate (or precision),

success rate =
∑

m∈messages 1 − error weight(m)

number of messages
× 100,
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Table II. Weights Used to Measure Undifferentiated, Low-Only, and Differentiated Errors

Undiff. Low-only Diff.
N S SF SG N S SF SG N S SF SG

N 0 1 1 1 0 1 1 1 0 1 1 1
S 1 0 1 1 1 0 0 0 1 0 0.5 0.5

SF 1 1 0 1 1 0 0 0 1 0.5 0 0.5
SG 1 1 1 0 1 0 0 0 1 0.5 0.5 0

Table III. The Weighted Success Rate for
the Proposed Algorithm is Greater than

79%, even for the Undifferentiated
Scheme, Where all Errors are Counted

Success Rate (%)
Undiff. Low-only Diff.

79.06% 87.31% 83.19%

where error weights are used to account for gravity of the error in the com-
puted success rate. We experimented with three different schemes as shown
in Table II:
—Undifferentiated weights. Weights in first partition of the table mark all

errors with the same (maximum) error weight, independent of the type of
error.

—Low-only weights. Weights in second partition in the table only count
errors in the first, low-granularity, step of the algorithm; that is,
only
—those pages that are marked erroneously as being of a new topic or
—those that should have been marked as a new topic, but not marked as

such count toward the error rate.
—Differentiated weights. Weights in third partition in the table penalize dif-

ferent error types differently. More specifically, errors within the high-
granularity group (S, SF , and SG) are marked half as costly as errors
across the low-granularity segmentation.

Table III shows the weighted success rates observed in the experiments.
—Undifferentiated success rate. Based on the user study, we observed that the

undifferentiated success rate, where all errors are penalized with the maxi-
mum weight without distinguishing between the types of errors, was around
79.06% (first column in Table III).

—Low-only success rate. On the other hand, when we focus on only the errors in
the first, low-granularity, step of the algorithm, we observed that the success
rate jumped to 87.31% (second column in Table III).

—Differentiated success rate. When a differential penalty scheme (where errors
within the high-granularity group—S, SF, and SG—are marked half as costly
as errors across the low-granularity segmentation between same and new
topics) is used, the success rate was 83.19% (last column in Table III).

—Distribution of the errors. Table IV provides a detailed tally of the types of
errors (around 20% of all labelings as described above) observed during the
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Table IV. Distribution of Various Types of Errors

Alg.\ User New-u Same-u Spec.-u Gen.-u Tot.

New-a − 31.0 1.4 7.0 39.4
Same-a 14.1 − 16.9 11.3 42.3
Spec.-a 0.0 4.2 − 0.0 4.2
Gen.-a 7.0 5.6 1.4 − 14.1

Total 21.1 40.9 19.7 18.3 100

Table V. User Labelings for the 368 Messages in the 20 Randomly
Selected Threads

New Same Spec. Gen. No Majority (unlabeled) Tot.

58 206 39 36 29 368

user study. In this table, the columns correspond to the labelings chosen
by the users, while the rows correspond to those assigned by the proposed
algorithm.

As can be seen by studying the last row of the table, which shows the
aggregate number of the errors made by the proposed algorithm for each user
labeling, the largest percentage (40.9%) of labeling errors is due to messages
that are marked same by the users. In fact, the biggest single contributor to
the number of errors is the set of same topic messages that are labeled as new
by the algorithm (31% of all errors). In the last column of the table, which
shows how the errors are distributed among labeling of the algorithm, we
see that 42% of all errors are due to messages that are incorrectly marked
same, whereas around 40% of the errors are due to those that are incorrectly
marked as new. The total contribution of specialization and generalization
errors to the overall rate of the error is less than 20%.

Note that, since the distribution of labels provided by the users is not uni-
form (Table V), the impact of different types of errors on the overall success
rate varies. Table VI presents success rates achieved by the proposed algo-
rithm for each label. The success rate achieved for those messages labeled new
by the users is around 74%. The success rate is as high as 86% for detecting
messages that stay within the same topic. The fine granularity segmentation
success rate in the second phase is around 64%. As can be seen from the
Spec.-u and Gen.-u columns in Table IV, most of the errors in the second
phase of the algorithm are due to messages that are marked same topic by the
algorithm but further classified into specialization and generalization cate-
gories by the users. This shows that, while the human assessors can differen-
tiate fine topic distinctions better, the proposed algorithm may conservatively
classify messages to be of the same topic to prevent over-segmentation. The
overall (undifferentiated) success rate is close to 80%, as described earlier.

In order to see whether using a different impact factor formulation would
effect the performance of segmentation algorithm, we tried impact factors
with different characteristics. A sample of low-granularity (same versus new)
labeling errors are reported in Table VII. The first row of this table corre-
sponds to the results presented so far. The following rows show the results
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Table VI. Success Rates for Individual
Labelings

Success Rate for Labelings
New Same Spec. Gen. Overall

0.74 0.86 0.64 0.64 0.79

Table VII. Effect of Quotation Impact Factors on the
Low-Granularity Labeling Performance

Undiff.
imp(d ) for d = 1 same

err−→ new new
err−→ same succ.

0.5 28 15 79.0%
1 23 18 77.6%
1.5 24 26 77.6%
2 22 30 76.4%

obtained when the impact factors were set such that the resulting keyword
vector would have a higher similarity to the ancestor from which the quota-
tions have been taken. The results show that, indeed, the number of same
topic errors drops when the impact of the keywords in the quotations in-
creases. However, this is accompanied with a significant jump in the number
of new messages that are labeled as same, reducing the overall success rate
as shown in the last column of Table VII. In fact, between the two extremes
(first and last rows) in the table, new message identification (30 − 15 = 15)
is more sensitive to the weight of quotations than same message identifica-
tion (28 − 22 = 6). Thus, overweighting quotations does not help the overall
success rate.

—Effect of quotations. In order to observe the impact of the quotations on the
performance of the segmentation algorithm, we calculated how the success
rates changed when the context-sensitive weighting techniques proposed in
this article were turned off. When the quotations were not treated specially,
the number of errors in the first step of the algorithm increased 11%, from 43
to 48 erroneous labelings. On the other hand, the total number of errors (in-
cluding both phases of the algorithm) increased 30%, from 71 to 93, showing
that the fine-granularity differentiation required in the second phase ben-
efits significantly from the way the proposed algorithm uses quotations for
context-sensitive weighting (Table VIII).
Finally, Table IX shows the effect of various �g and �s values on the fi-
nal success rate. As expected (since it is insensitive to the fine-granularity
segmentation), the low-only success is independent of the values of �g and
�s thresholds. Note that neither too small nor too large values are good for
proper segmentation. As we mentioned earlier, threshold values need to be
set through a machine learning process which identifies proper values based
on a given training sample.

4.1.2 Effectiveness of the Enrichment Step. As discussed in Section 1.1,
most content (such as messages in discussion boards or pages in course slides)

ACM Transactions on Information Systems, Vol. 27, No. 3, Article 15, Publication date: May 2009.



15:28 • K. S. Candan et al.

Table VIII. Impact of Quotations on Labeling
Performance (The impact factor for the parent

quotations (d = 1) is imp(d ) = 1
2 )

Success Rate (%)
Quot. Weights Undiff. Low-only Diff.

Off 72.57% 85.25% 78.90%
On 79.06% 87.31% 83.19%

Table IX. Effects of Different �g and �s Thresholds

0.0 0.25 0.5 0.75 1.0 Exp.

Undiff. 0.21 0.33 0.56 0.77 0.74 0.79
Low-only 0.87 0.87 0.87 0.87 0.87 0.87

Diff. 0.51 0.57 0.69 0.82 0.77 0.83

are too short to be meaningful by themselves, and, therefore, they obtain their
context from their parents, predecessors, and successors. Thus, in many cases
it is difficult for users who are blind to use keyword-based search facilities and
be directed to the most relevant data node. In order to evaluate the effective-
ness of keyword propagation for enriching the data nodes (based on the context
provided by the specialization and generalization processes discussed earlier),
we asked eight users to assess online content (yah) relative to 10 sample key-
word queries (sample queries include human computer interaction and [course
or institute] of geometry mathematics) to obtain appropriate ground truth.

We then used four different query execution models to compute results: (1) no
keyword propagation and no other context extraction mechanism (N), (2) no key-
word propagation, but domain context is extracted from an entire subhierarchy6

(D), (3) keyword propagation (KP), and (4) keyword propagation further sup-
ported with domain context extraction (KP + D).

Given the ground truth provided by the eight assessors and 10 randomly cho-
sen queries, we evaluated the performance of the four execution models using
the average precision of the first 10 results (avg pre 10 = ∑10

i=1
Prei
10 ). As shown

in Table X, semantically driven keyword propagation based on specialization
and generalization processes (i.e., KP) provides the best overall precision. Fur-
thermore, additional domain knowledge extracted using an alternative mech-
anism does not improve, in fact hurts, the result provided by KP (i.e., precision
of KP is better than KP + D). This means that iCare-Assistant captures the
context of the data source, needed for providing more effective navigational
assistance, better than the alternatives.

In order to evaluate the statistical sufficiency of the ground truth (number
of assessors and the number of queries), we also ran various statistical tests.
In particular, we used the paired t-Test to compute confidence values for the
results reported in this section. The paired t-Test evaluates the significance of
the difference between means of two small independent data sets. In this case,
we applied the t-Test to the precision results returned by different algorithms,
D, KP, KP + D, against N. We also applied the t-Test to compare the KP against

6We experimented with other domain context extraction methods as well; results were similar.
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Table X. Keyword Propagation (KP) Provides Best Result; Additional Domain
Knowledge Is Not Needed to Improve Result

Confidence Associated with Confidence Associated with
Performance Improvement Performance Improvement

Approach Precision relative to N relative to D

N 0.670 — —
D 0.717 86.9 % —

KP 0.753 97.1% 81.4%
KP+D 0.750 96.6 % 81.3%

Table XI. When Judgments Provided by the Core Group Are considered, KP Still
Provides the Best Precision and Highest Confidence

Confidence Associated with Confidence Associated with
Performance Improvement Performance Improvement

Approach Precision Relative to N Relative to D

N 0.652 — Worse
D 0.717 89.8 % —

K P 0.762 97.8% 84.2%
K P + D 0.758 97.1 % 82.8%

D directly. All of these results are also presented in Table X. As this table shows,
K P alone provides the largest improvement confidence value when compared
against N as well as D, indicating that the ground truth and the experiment
results enable us to be ≥ 95% and ≥ 80% certain that keyword propagation
(KP) functions better than no-propagation (N) and more traditional domain
context (D), respectively.

Finally, we ran a statistical test to observe the agreement between the asses-
sors used for creating the ground truth for the experiments. For this purpose,
we relied on an ANOVA test. In our experiments, the F value returned by the
ANOVA test was 6.89 against a Fcritical value of 2.13 for 95% confidence. This
implies there was a disagreement among evaluator label judgments. In partic-
ular, we identified two evaluators whose judgments were significantly different
from the others. When the ANOVA test was rerun excluding these two evalua-
tors, the new F value was computed as 1.55 against an Fcritical value of 2.39,
highlighting that the evaluator judgments for the remaining core group were
in agreement. Therefore, we also computed precision and t-Test evaluations
against the judgments of this core group alone. The results are presented in
Table XI. As can be seen in this table, when considered against the judgments
provided by this core group, there is a slight improvement for the precision of
KP, while the precision of D stays unchanged. As importantly, when compared
against D, the confidence of KP increased from 81.4% to 84.2%. Although the
increase was slight, its existence highlights that KP was in better agreement
with the core group of the assessors than the alternative D.

4.1.3 Effectiveness of the Annotation Step. Since the type of content is
important for the evaluation of the classification and annotation schemes
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presented in this article, we used a course discussion board available online7,
with 61 messages, at Arizona State University. The eight assessors involved in
the study were provided with a questionnaire which

—provides the definitions of the different classes,
—presents one example per each class, and
—asks them to classify each message in the board in only one of the six classes,

based on the message’s context within the thread it belongs to.

Assessors taking part in the study had been informed about the meaning we
assign to different labels, but they did not know the underlying scoring mech-
anism.

We used two-step sampling to judge the number of necessary evaluators. The
t-values of an initial sample are used to judge how many samples (evaluators)
would be needed for statistical significance (95% confidence). For our experi-
ments, the lower bound in the number of users for a precision within 0.03 was
identified as 7. Thus, our experiments use one more person than needed for
being statistically significant within this tight precision bound.

—Evaluation criteria. To evaluate the effectiveness of the classification scheme
under a very stringent success definition, we chose one class (the one with the
largest vote from the users) as the user class and one class (the one with the
largest score) as the system class. In our experiments, the user classification
of the messages in the discussion board was

Q: 31%, IA: 8%, DA: 20%, AR: 26%, and O: 15%.

The system classification returned a similar distribution:

Q: 34%, IA: 10%, DA: 18%, AR: 24%, and O: 13%.

To evaluate the actual correspondence between these user and system clas-
sifications, we defined the precision of the system as the ratio of the matches
between the user and system classifications. The user study results showed
that the system annotations were well aligned with the annotations provided
by the students, leading to a 0.89 precision overall. The corresponding suc-
cess rates for each individual class were also high:

Q : 1.00, IA : 0.80, DA : 0.83, AR : 0.88, and O : 0.78.

4.2 System-Wide Usability and Effectiveness Evaluation by Students
Who Are Blind

After the description of component-specific evaluations, we now present system-
wide usability and effectiveness evaluations carried out with the participation
of students who are blind. For this purpose, we used the CSE180 “Computer
Literacy” course site (delivered through Blackboard) as the experimental course
environment. Five students who were blind, with diverse backgrounds (and

7my.asu.edu.
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Table XII. Tasks Provided to the Students for Evaluation of the System

Task 1 “You are working on your assignment #6. The assignment asks you to have
all the relevant information shown on one printed page. However, even after
setting all the margins to zero, the PDF result you get does not fit into a single
page. You want to find some suggestions to solve this problem.”

Task 2 “You want to know the contact information of the teaching assistant.”
Task 3 “You are going to take an exam 2 for CSE180. However, you do not know how

to prepare for the exam 2. In particular, you want to know whether there are
any review materials available for this exam at Blackboard.”

Task 4 “You went to computer lab to study. However, there was no one there to help
you on your homework, although the teacher told that someone was supposed
to stay there to help you at this time. You want to know what is wrong.”

Task 5 “You are using an Excel worksheet. You want to print a PDF copy showing all
the summation formulas you created. However, the printing does not work. In
particular, it shows the numbers calculated by the formula as opposed to the
formula itself. You want to get suggestions for this problem.”

Task 6 “You are using an Excel worksheet for your assignment. However, you have trou-
ble finding how to use the AVERAGE function so that it displays the computed
averages in integer format. You want to get suggestions for this problem.”

Table XIII. Nature of the Tasks in Terms
of Rank in Page (The rank of the thread
containing the answer in the discussion
page) and Thread Depth (the number of

responses in the corresponding thread that
need to be read before finding the right

answer)

Task Rank in Page Thread Depth

1 1 2
2 1 2
3 3 2
4 9 2
5 15 2
6 13 3

none of whom was actually taking the CSE180 course) were provided with six
tasks (Table XII) with different levels of difficulties (Table XIII) to be completed
through Blackboard, first with iCare-Assistant and then without it.

4.2.1 Training. The five students who participated in the evaluations were
not familiar in advance with iCare-Assistant. Therefore, the first (simplest) two
of these six questions were used for training purposes, so that the students
could get familiarized with the use of the iCare-Assistant tool. The students
were allowed 30 min to complete these two tasks, with the help of a trainer.

4.2.2 Evaluation. The task completion times for each student who par-
ticipated in the evaluations and the number of keystrokes used to complete
the tasks are shown in Tables XIV and XV. The tasks were performed in the
presence of a sighted individual (you can call him/her an expert user) who both
kept count of time and keystrokes and assessed the task completion. Prior to the
experiment, the locations on the course site that account for task completions
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Table XIV. Time Required by Students Who Are Blind to Complete the
Evaluation Tasks

Total time to complete all four tasks
Blackboard Only With iCare-Assistant

1st student Not completed 23 min
2nd student 23 min 10 min
3rd student 15 min 6 min
4th student 10 min 8 min
5th student Not completed (The student took 9 min

for tasks 3,5, and 6. Gave up on task 4
after 10 min.)

11 min

Table XV. Number of Keystrokes Required by Students Who Are Blind to
Complete the Tasks

Total Number of Keystrokes to Complete all Four Tasks
Blackboard Only With iCare-Assistant

2nd student 694 212
3rd student 420 212
4th student 470 217
5th student Not completed (The student used 312

keystrokes for tasks 3,5, and 6. Gave up
on task 4 after 430 keystrokes.)

209

were identified (by sighted users knowledgeable about the content of the course
page). Thus, when a user reached one of these places, the expert stopped the
experiment and recorded the time and number of keystrokes and time taken to
compete the task.

The first thing to notice is that, without using the iCare-Assistant, two out
of the five students could not complete all four tasks. On the other hand, with
iCare-Assistant all students completed all tasks. Furthermore, iCare-Assistant
reduced the task completion times upto 50% for students who completed the
assigned tasks. The student who took the most time to complete the tasks with
iCare-Assistant (and failed to complete three of the four tasks without iCare-
Assistant) was also the student who used the maximum allocated time for the
training phase.

In Table XIV, we also note that, although there is high variability in the com-
pletion times in the Blackboard-only case, the degree of variation in task com-
pletion times has been significantly reduced with the use of iCare-Assistant. In
other words, iCare-Assistant seems to be guiding the students within the course
content and preventing them from following unfruitful pathways. To see further
evidence of this, consider Table XV, which presents the number of keystrokes
used by the students to complete the tasks. As can be seen here, while the num-
ber of keystrokes needed to complete the assigned tasks varied significantly
(from 560 to 790 for those students who completed all tasks), the number of
keystrokes used with iCare-Assistant were practically constant (between 209
and 217). This shows that iCare-Assistant indeed provides effective guidance to
students who are blind. In fact, as evidenced through the participator comments
below, even the fastest student (#3), who completed the four tasks in 6 min with
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Table XVI. Comparison of the Average Time It Took to Finish Tasks (Without
iCare-Assistant Support) for Students Who Were Blind Versus Sighted Students (Note
that the averages presented here do not include times for students who were blind who

failed to complete the tasks)

Task Avg. Time for Students Who were Blind Avg. Time for Sighted Students

1 Training Training
2 Training Training
3 3.25 min 0.72 min
4 4 min 1.3 min
5 5.25 min 0.67 min
6 2.75 min 0.67 min

avg 3.81 min 0.84 min

as well as without iCare-Assistant, stated that iCare-Assistant makes the nav-
igation and search processes much simpler and more user friendly.

Finally, Table XVI compares the average performance of students who were
blind with the average performance of the sighted students on identical tasks.
As can be seen here, without iCare-Assistant support, sighted students were
able to navigate within the information space upto 75% faster than students
who were blind. This reconfirms the difficulty faced by students who are blind
accessing the information available to their sighted classmates. This fact and
the help of the presented techniques in reducing the gap between sighted and
nonsighted students are also evident in the comments, from students who were
blind who participated in our evaluations, listed next.

4.2.3 Participant Comments. In this section, we provide an overview of
the comments provided by the five students who participated in the end-to-end
system evaluation.

—Student #1, totally blind, 30 years old, working on his Bachelors degree at
ASU. Student #1 felt that iCare-Assistant was much easier to use and less
confusing. He was not able to complete the task in Blackboard due to lack of
experience with Blackboard. He depended on others to use Blackboard when
he needed something from the system.

—Student #2, totally blind, age early 20s, completed her Bachelors degree at
ASU. “iCare-Assistant saves navigational time, because it requires few key
strokes and you are placed right at the beginning of the information you are
looking for.” Student #2, is the only participant that had used the discussion
board functionality of the Blackboard extensively prior to the evaluation.

—Student #3, totally blind, age in 50s, has completed 2 years of college. He was
less sure of himself in using Blackboard. Student #3 felt that iCare Assistant
not only saves time getting to information due to fewer key strokes, but
also that iCare-Assistant was easier to learn than the Blackboard interface
using a screen reader. He felt that the iCare Assistant was less confusing
and vastly simpler overall. He commented that Blackboard forces you to
learn so much of the process of how to use JAWS and how it works with the
Blackboard interface. On the other hand, he stated that search results in
iCare-Assistant seem to be much simpler and that there are fewer layers in
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iCare-Assistant than in Blackboard. He stated that he found iCare-Assistant
more user friendly, as to use Blackboard users are forced to know much more
before they can even begin to use it.

—Student #4, totally blind, age early 20s, working on his Masters in CSE at
ASU. Student #4 is the only one who noticed the difference in the search
results between iCare Assistant and Blackboard. He said that the results in
the iCare search were more relevant. Although he was able to accomplish
all the tasks (with the exception of Discussion board) in Blackboard fairly
quickly, he commented that in iCare-Assistant the process was simpler and
did not require as much thought. Overall, he found iCare-Assistant more
intuitive, requiring fewer key strokes, and taking less time.

—Student #5, 25 years old, close to completing her Bachelors in Speech and
Hearing. One thing she really liked was that when you search for something,
iCare-Assistant puts you right at the results, so you do not have to search up
and down with the arrow keys. She commented that iCare-Assistant required
few key strokes and saved time, and the related items simply followed one
after another so you could just arrow down to the next search result. She liked
that “when you clicked on a result, it displayed results in another window
so you could just alt-tab to that window, hit alt-/’, and you landed right on
your target.” She also liked iCare-Assistant because “you could do an alt-f4
to close that window without losing your place in the list of results.”

5. RELATED WORK

In this section, we present related work in the domains of accessibility and as-
sistive Web technology, adaptive hypertext and media, user and task modeling
for navigation, and topic segmentation, distillation, and tracking.

5.1 Accessibility Issues and Available Tools for Individuals Who Are Blind

One of the biggest problems in designing accessible user interfaces is the fact
that the loss of vision, due to blindness or old age, effectively causes a dimen-
sional loss in information perception.

When users retain part of their vision, careful design of user interfaces can
aid in the recognition process and assist computer users with visual impair-
ments. When the Web content itself is not designed for such users, content
transformations, such as enlarging page content, changing colors, letter and
line spacing, and reducing visual clutter, can help the user [Hanson et al. 2005;
Hanson and Crayne 2005]. Interfaces used by individuals who are blind, on the
other hand, mainly rely on presenting information in a linear, single-resolution
fashion that allows very little room for communicating spatial dependencies
between individual interface elements. Persons who are blind can access the
information on the Web generally only via a screen reader program, which pro-
vides output in either audio and/or Braille format. Three popular commercially
available screen reader programs are Window-Eyes (win), Dolphin (dol), and
JAWS for Windows (JAW). Even though screen reader software is helpful, it
has limitations. It is generally very difficult, as well as time consuming, to find
a link of interest, or a piece of information on a Web page using a screen reader
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program, since the user has to listen to the screen reader speaking out each
link as well as textual content, and must rely solely on the keyboard access
because the use of a mouse is not practical without sight. Thus, this becomes
very cumbersome especially if the Web site is not constructed with accessibility
in mind (e.g., Web sites with many graphics that do not have text tags, videos
without audio descriptions and close captions, images with no or incomplete
textual descriptions, and pages of links that lead only to more pages of links).

The rate of access to the Web by users who are visually impaired is subject to
various parameters, including their age and degree of impairment [Gerber and
Kirchner 2001]. However, whichever parameters one considers, it is true that
the current standards and systems do not provide effective accessibility to Web
content. In this context, increasing efforts are being made to render the Web
accessible to users with visual impairments. For example, the Web Accessibil-
ity Initiative Interest Group (WAI-IG) provides a forum for discussion of issues
relating to Web accessibility (WAI), and one of its working groups, namely, the
Web Content Accessibility Guidelines Working Group (WCAG-WG), is char-
tered to document accessibility techniques for a variety of technologies. Also,
there is a growing number of academic articles published on accessible Web de-
sign and related topics [Danino and MacFarlane 2002; Danino and Nicholson
2001; Waddell 1999; Cavanaugh 2002; Brunet et al. 2005]. Examples of avail-
able tools, which test the accessibility of a Web page, include A-Prompt (apr),
Bobby (bob), WAVE (wav), and Validator (val). However, recent research hints
at that accessibility guidelines have not been entirely successful in producing
accessible Web sites [Milne et al. 2005]. Furthermore, despite the passage of
the Section 508 Web accessibility mandate (sec) (which requires companies that
receive any federal dollars and both state and federal government agencies to
follow accessibility guidelines when designing their Web sites), compliance is
still lacking, perhaps due to the seemingly complex guidelines and the perceived
cost.

5.2 Adaptive Navigation and Presentation

In Kennel et al. [1996], a step toward assisting users who are blind in accessing
Web pages was presented. A transformer software program extracts the links
that appear in a Web page, and places them on top of the page for easy access by
users who are blind. Hence, the user is provided with orientation and structural
navigation aid. However, this navigational aid is local to each page, meaning
that there is no navigational guidance across pages to enable easy navigation.
Related research on Web-page accessibility includes Huang and Sundaresan
[2000], Takagi et al. [2002], Pontelli et al. [2002], and Ramakrishnan et al.
[2004]. Huang and Sundaresan [2000] transformed a given page to render it
more accessible. In particular, the transformations may include splitting a sin-
gle page into multiple units. Takagi et al. [2002] focused on the segmentation
and annotation of a given page based on accessible layouts manually predefined
using an annotation editor. Pontelli et al. [2002] provided a graph representa-
tion for navigation within the segments of a given page. Dialog-based navi-
gation through page segments were supported in Ramakrishnan et al. [2004].
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As opposed to these techniques, our aim is to provide navigational assistance
through interactively (i.e., by multiple authors) generated and diversely (i.e.,
unpredictably) linked collection of information units, such as messages, course
pages, and notes.

Adaptive hypermedia uses two different but complementary methods,
namely, adaptive presentation and adaptive navigation to help the user. Adap-
tive presentation is manipulation of content fragments in a hypertext docu-
ment. Order of fragments can be changed, or fragments can be made invis-
ible or less visible within a page. Stretchtexts, where text fragments can be
stretched or shrunk on the basis of user interests, are also used. Adaptive nav-
igation, on the other hand, is manipulation of links. Direct guidance, link sort-
ing, link hiding, link annotation, link generation, and map adaptation are the
techniques used. In Li et al. [2001a], we presented a technique for construct-
ing multi-granularity and topic-focused site maps. This technique can help in
visualizing the topology of the Web site; thus, it supports ease of navigation.
Detailed discussion approaches, both for adaptive presentation and adaptive
navigation, can be found in Brusilovsky [1996, 1997; 2001], Cannataro et al.
[2001], and Cavanaugh [2002]. Nonetheless, all these approaches are designed
to help sighted individuals, thereby not offering much support for our target
group of users who are blind, as visual cues are not applicable, and auditory cues
are costly in terms of cognition. A proper solution should recognize that users
who are blind, relying primarily on auditory input, have difficulty in prepar-
ing and storing materials, accessing the stored information that needs to be
remembered, and recognizing and classifying relationships among attributes,
qualities, or features [Mythili and Padmapriya 1987; Markoulis 1988; Hoz and
Asnat 2001; Reusen and Head 1994].

5.3 Accessibility and Education

Recently, there has been an increase in the Internet-based delivery of course
materials, even when courses themselves are delivered in classrooms. Research
and development have thus far focused on electronic education (e-education, or
distance education) programs. [Hoz and Asnat 2001] highlighted that students
who are blind use four learning techniques to deal with mostly linear textual
information: summarizing in writing, summarizing mentally or orally, identi-
fying and recognizing ideas, and elaborating on the text with images pictures
from memory. On the coarsest level, sighted users are able to perceive these
graphical elements, such as icons, and their relationships without identifying
the detailed functionality that each of these elements provides. To access more
detailed information levels, the human visual system allows us to zoom into
individual parts of the user interface.

When users have to follow nonlinear pathways, the navigation is much
harder. This creates confusion on the learner who is blind as to how the cur-
rent page fits into the big picture and how to proceed from that point. Black-
board (Bla) is one of the companies that provide software and services to schools,
colleges, universities, and other education providers. Blackboard is involved in
various projects, such as Web Accessibility In Mind (WebAIM), and Standards
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For Accessible Learning Technologies (SALT), that promote accessibility. Nev-
ertheless, all these attempts and projects mentioned so far (making a Web site
accessible to people with disabilities, or providing accessible distance education
software and services) do not address the issue of navigational overload posed
on students who are blind or visually impaired in accessing course materials
due to the high degree of connectivity of the Web pages in educational sites.

Adaptive hyperbooks, such as KBS [Henze and Nejdl 2000], and guidance
systems, like TANGOW [Carro et al. 1999] and ML Tutor [Smith and Bland-
ford 2003], take into account tasks and user needs, profiles, and access patterns
while adapting for learners. Hatzilygeroudis and Prentzas [2004] described how
intelligent tutoring systems can benefit from hybrid knowledge representation
formalisms (neurules, which integrate symbolic rules with neural networks
based approaches) in classifying users, giving pedagogical decisions, and adapt-
ing the teaching material. In iCare-Assistant, we also benefit from a fuzzy rule-
based system for achieving modular, incremental classification and annotation
of educational material. However, the foci of existing intelligent tutoring sys-
tems, such as ML Tutor and TANGOW, differ from that of the iCare-Assistant.
For example TANGOW focuses on dynamic and personalized curriculum se-
quencing. ML Tutor, on the other hand, focuses on user profiles and aims to
remove the need for predefined user profiles and replace them with a dynamic
user profile-building scheme (based on user access history) for individual adap-
tation. Our focus, in this work, however, is to address the content information
space, where diverse structures coexist and coevolve through multiple users’
interactions and contributions. To address this, we propose the SEA (Segment-
Enrich-Annotate) paradigm, which aims to help discover how the various topics
and information units have evolved and how they can be segmented, enriched,
and annotated to facilitate indexing, retrieval, ranking, and presentation of
appropriate information units to the user.

The key to effective adaptations is precise knowledge about the application
domain, tasks, and the user profile. Especially, behaviorist approaches to learn-
ing rely on the notion that human behavior is predictable [Winn and Snyder
1996; Deubel 2003]. The research in the area of using knowledge about the
user in improving information delivery has spread into many disciplines, in-
cluding but not limited to human-computer interaction [Fischer 2001], adaptive
interfaces [Langley 1999], cognitive engineering [Grant 1994], intelligent infor-
mation retrieval [Brajnik et al. 1990], intelligent tutoring [Stern et al. 1996],
active and passive help systems [Hollan 1990], and guidance systems [Macias
and Castells 2001].

Many Web sites like Yahoo! provide mechanisms for explicit user customiza-
tion. Some sites also allow users to describe their interests to present informa-
tion (e.g., news articles) relevant to those interests. More sophisticated sites
take it one step further by attempting to predict where the user wants to go,
and taking him/her there directly or via a recommendation link. The desti-
nation may be determined by predicting a user’s goal based on his/her access
pattern (or access path), or by the interest group to which the user is assessed to
belong. For example, WebWatcher [Armstrong et al. 1995] learns through user
feedback what links users follow on a particular page based on their interests.
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The system highlights links that it believes the user would likely follow. It uti-
lizes the access paths of users in the same interest group for future visitors
with the same goals. AVANTI [Fink et al. 1996], on the other hand, focuses on
dynamic customization on individual user’s needs and likes. Based on user sup-
plied preferences, AVANTI tries to guess both the user’s next step and his/her
overall goal. It presents potentially useful links to the user during the process
of navigation. In addition to user-supplied preferences, AVANTI also attempts
to infer users’ interests from their access patterns.

Another example of utilizing the users’ access patterns to provide help in
navigation is to explore the logs of multiple users. Yan et al. [1996] described
an approach, where, through clustering, categories of users are identified. The
rationale behind this approach is that the users visiting the similar pages in a
site are likely to have similar interests. Another type of customization is collab-
orative filtering, where the users rate pages they visit. Users who have similar
rating patterns are presumed to have similar tastes. Several sites8 suggest con-
tent highly rated by other users with similar tastes. A more personalized form
of collaborative filtering is used by Ringo [Shardanand and Maes 1995], where
users rate a large list of movies or CDs, creating a very detailed individual
profile. Recommendations are made comparing a user’s profile with those of
others.

There are many other systems that provide personalized information filter-
ing [Balananovic and Shoham 1995; Lang 1995; Bloedhorn et al. 1996; Krulwich
and Burkey 1996; Pazzani et al. 1996], or assistance in browsing [Lieberman
1995]. In these systems, the general approach for adaptation is to ask the user
for feedback (rating), and/or to setup a profile explicitly. iCare-Assistant uses
predefined, reconfigurable shortcut keystrokes, user-supplied keywords, and
user’s current context to determine navigational goals and tasks.

5.4 Topic Segmentation, Distillation, and Tracking

The idea of topic segmentation has been applied to full-text documents in or-
der to obtain small and coherent documents which can be used as visualiza-
tion aids [Reynar 1998; Caracciolo et al. 2004]. Underlying techniques have
been borrowed from the text segmentation [Beeferman et al. 1999; Choi et al.
2001; Arguello and Rose 2006; Choi 2000a; Choi 2000b] literature. The main
difference between text segmentation and topic segmentation in educational
tools is that, while text documents usually present a (linearly authored) struc-
ture that can be exploited for segmentation, educational content in servers
evolve in a nonlinear fashion, through heterogeneously structured (sometimes
interactive) content provided by multiple contributors. Thus, linear text seg-
mentation [Choi 2000a, 2000b] techniques are not directly applicable in this
domain.

Hypertext has two aspects: content and structural information. Web struc-
tures can be used as clues while indexing and presenting content. Various tech-
niques have been proposed to use the Web structure in identifying document as-
sociations, such as the companion and cocitation algorithms proposed by Dean

8Including www.amazon.com.
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and Henzinger [1999]. One approach to organizing Web query results based on
available Web structure is topic distillation (i.e., the analysis of hyperlink graph
structure to identify pages that are authorities) proposed in Chakrabarti et al.
[1998] and Kleinberg [1999]. The implication is that the authorities (popular
pages) and hubs (pages with large numbers of links to authorities) implicitly
describe Web communities that are formed around a topic. Thus, this technique
organizes topic spaces as a smaller set of hub and authoritative pages, and thus
it provides an effective mean for summarizing query results. Bharat and Hen-
zinger [1998] and Chakrabarti et al. [2001] improved the basic topic distillation
algorithm through additional heuristics. Brin and Page [1995] further consid-
ered page fanout in propagating scores. Topic distillation has been used by
many search engines, including Google, IBM Clever [Chakrabarti et al. 1998],
and TOPIC [Brusilovsky 2001]. Note that topic distillation [Brin and Page 1995;
Bharat and Henzinger 1998; Kleinberg 1999] could be a natural choice for sum-
marization purposes. However, these techniques are usually general purpose
and ignore the special hierarchical and dynamic structure of the Web content,
such as discussion boards. The techniquess we employ in iCare-Assistant, on
the other hand, exploit these two inherent features.

Topic detection and tracking (TDT) research [Zhang et al. 2002; Allan et al.
2003; Brants et al. 2003] mainly focuses on detecting and tracking events in
streaming news data. In contrast, the nonlinear nature of content in educational
systems renders the problem of topic segmentation significantly harder than
the new-event detection problem addressed by TDT technologies.

In our previous work, we explored Web indexing and mining of Web informa-
tion units [Li et al. 2001b, 2001c], mining document associations [Candan and
Li 2000, 2001, 2002], structural mining of hierarchical content [Candan et al.
2004], and summarization of Web sites [Candan and Li 2002] for sighted people.
In particular, in Candan and Li [2002], we have described techniques to create
dynamic Web site maps, which represent both physical and logical neighbor-
hoods of a corporate site simultaneously by taking into account (1) document
separation (by the number, type, and content of the links); (2) connectivity; and
(3) document content. These techniques, however, work especially well when
documents have flat and atomic structures, where keyword vectors can cap-
ture their content precisely. In an educational Web site, however, information
is highly distributed and less concentrated. Navigational helps, such as menus,
lists, and navigation hierarchies make it hard for content to be indexed as most
content (such as messages in discussion boards or pages in course slides) are too
short to be meaningful by themselves, and therefore they obtain their context
from their parents, predecessors, and successors. Thus, not only the units of
information must be extracted (through segmentation), but also the context in
which these segments are found has to be considered through enrichment and
annotation steps.

5.5 Keyword Propagation

Recently, there has been growing research on integrating keyword search into
graph-structured data. BANKS [Bhalotia et al. 2002] tries to find the rooted
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subtree connecting all the nodes that match a keyword in the query. It proposes
a backward expansion search that starts from the nodes-matching keyword in
the query and finds a common node from which there exist paths to the start-
ing nodes. Kacholia et al. [2005] introduces a bidirectional expansion method,
where in addition to backward search, forward search is done from nodes that
might be potential roots. Unlike our approach, Bhalotia et al. [2002] and Ka-
cholia et al. [2005] did not take into account the semantic relationship inherent
in the hierarchical data.

Unlike the above approaches, which propagate scores representing struc-
tural properties of the pages, other methods propagate the term frequency val-
ues or (given a query) the relevance score itself. For instance, given a query
Shakery and Zhai [2003] propagated the relevance score between Web pages
connected with hyperlinks. Song et al. [2004] and Savoy et al. [1997], on the
other hand, propagated the term frequency values between neighboring pages.
Recently, Qin et al. [2005] proposes a generic relevance propagation framework,
which brings together techniques from Shakery and Zhai [2003] and Song et al.
[2004], and describes different propagation methods: hyperlink-level/sitemap-
level and score-level/term-frequency-level propagation. The approach we pre-
sented in this article is also a term-frequency-propagation technique; however,
unlike the above methods, the techniques we introduced leverage the context
provided by entries in the structures.

6. CONCLUSIONS

iCare-Assistant is an assistive system for helping students who are blind in
accessing Web and electronic course materials. It is designed to act as a trans-
parent interface between the students and online educational sources, such
as Blackboard (Bla) servers, by providing them navigational guidance for ac-
cessing online educational materials that are already available for the use of
sighted students. To achieve this goal, iCare-Assistant relies on a segment-
enrich-annotate (SEA) paradigm to adapt the existing course materials for
helping students without sight. In this article, we introduced the SEA approach
to adaptation and presented algorithms for identifying how the content of an
educational server evolves through generalizations and specializations. This
knowledge is used in segmenting content into coherent units to facilitate in-
dexing, retrieval, and ranking, as well as in guiding users through segments
that are relevant for their navigational goals.

APPENDIX

—A-Prompt: A Web accessibility test tool:
http://aprompt.snow.utoronto.ca

—Blackboard:
http://www.blackboard.com

—Bobby: A Web accessibility test tool:
http://www.cast.org/bobby

—Dolphin screen reader software:
www.optelec.com
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—Jaws screen reader software:
www.freedomscientific.com

—Jess, the rule engine for the Javatm platform:
http://herzberg.ca.sandia.gov/

—Movie message board:
http://www.hundland.com/movieboard.mv

—Section 508: Web accessibility guidelines:
http://www.section508.gov

—Validator: A Web accessibility test tool:
http://validator.w3.org

—Wave: A Web accessibility test tool:
http://www.temple.edu/inst-disabilities/piat/wave

—Web accessibility initiative interest group (WAI-IG):
http://www.w3.org/WAI/IG/

—Window-Eyes screen reader software:
http://www.gwmicro.com/

—Yahoo CS directory:
http://dir.yahoo.com/
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