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Abstract A critical reality in integration is that knowledge
obtained from different sources may often be conflicting.
Conflict-resolution, whether performed during the design
phase or during run-time, can be costly and, if done without a
proper understanding of the usage context, can be ineffective.
In this paper, we propose a novel exploration and feedback-
based approach [FICSR (Pronounced as “fixer”)] to conflict-
resolution when integrating metadata from different sources.
Rather than relying on purely automated conflict-resolution
mechanisms, FICSR brings the domain expert in the conflict-
resolution process and informs the integration based on the
expert’s feedback. In particular, instead of relying on tradi-
tional model based definition of consistency (which, when-
ever there are conflicts, picks a possible world among many),
we introduce a ranked interpretation of the metadata and
statements about the metadata. This not only enables FICSR
to avoid committing to an interpretation too early, but also
helps in achieving a more direct correspondence between
the experts’ (subjective) interpretation of the data and the
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system’s (objective) treatment of the available alternatives.
Consequently, the ranked interpretation leads to new oppor-
tunities for exploratory feedback for conflict-resolution:
within the context of a given statement of interest, (a) a pre-
liminary ranking of candidate matches, representing different
resolutions of the conflicts, informs the user about the alterna-
tive interpretations of the metadata, while (b) user feedback
regarding the preferences among alternatives is exploited to
inform the system about the expert’s relevant domain knowl-
edge. The expert’s feedback, then, is used for resolving not
only the conflicts among different sources, but also possible
mis-alignments due to the initial matching phase. To enable

this (system
in f orms←→ user ) feedback process, we develop data

structures and algorithms for efficient off-line conflict/agree-
ment analysis of the integrated metadata. We also develop
algorithms for efficient on-line query processing, candidate
result enumeration, validity analysis, and system feedback.
The results are brought together and evaluated in the Feed-
back-based InConSistency Resolution (FICSR) system.

Keywords Metadata integration · Feedback-based
conflict-resolution · Taxonomy · User feedback ·
System feedback · Exploration of alternatives

1 Introduction

In this paper, we focus on the problem of integrating meta-
data, such as ontologies, taxonomies, and value hierarchies
commonly used to support context aware data management.

Integration of metadata from different sources starts with
a matching/alignment phase. Different matching techniques
focus on different dimensions of the problem, including
whether data instances are used for schema matching,
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Fig. 1 Two conflicting shark taxonomies

whether linguistic information, key constraints, or other aux-
iliary information are available, and whether the match is
performed for individual elements (such as attributes) or for
complex structures [67]. Reference [23] provides a more
detailed classification of matching techniques, based on other
features including different similarity measures, matching
strategies (such as name similarity or class similarity), and
degrees of user involvement.

The next step in integration is to combine the metadata
from different sources based on the knowledge about map-
pings. Alignments across sources, on the other hands, are
rarely perfect. Thus, once matchings are identified, these
are usually described in some language amenable to con-
flict detection and resolution. For example, [43] proposes a
language which allows specification of alternative seman-
tics for mapping tables and shows that a constraint-based
treatment of mappings can lead to efficient mechanisms for
inferring new mappings. Reference [3] proposes to use DTDs
and source-to-target dependencies to eliminate inconsistent
data translation. Reference [5] introduces a number of alter-
native repair semantics, where the repaired database is max-
imally close to the given original, based on some suitable
definition of closeness. Reference [45] provides a recon-
ciled, integrated, virtual view over the sources. Reference
[61] introduces a merge operator where mapping nodes and
mapping relationships are treated as part of the integrated
model and the data is cleaned from conflicts in a way to
preserve the semantics of these mappings intact.

We first note that, in many cases, the task of resolving con-
flicts in a given set of metadata involves finding an answer to
an ill-posed question: there may be multiple ways to resolve
conflicts and the appropriate conflict-resolution strategy may
be user- and use context-dependent. Consider a scientist who
is trying to work under multiple, conflicting assumptions or
hypotheses. Figure 1 shows two alternative shark taxonomies
(or value hierarchies) that are available to this scientist, each
representing a different view of what the correct categoriza-
tion of sharks should be. This scientist may want to keep both
views of the world operational until she has a better under-
standing on their implications under her intended usage con-
text. Clearly, in this and similar cases, overly-eager, early
conflict-resolution (where some alternative interpretations
are deemed inapplicable without sufficient evidence) may be

detrimental to the effective use of the available knowledge.
This is true especially in information mashup scenarios [41],
where the ease and speed of integration is highly impor-
tant.

In this paper, instead of trying to achieve a fully-
consistent integration prior to any query answering, we argue
that it is better to rely on the statements of interest (i.e.,
query instances involving statements of the form “is ‘White
Shark’ a subclass of ‘Chondrichthytes’ ?” or “is ‘Cotton-
tail’ in food chain of ‘Coyote’ ?”) issued by the experts to
provide usage contexts in which conflicts can be studied and
user expertise can be leveraged.1 Based on this, we present a
Feedback-based InConSistency Resolution (FICSR) system
which aims to support exploratory (query driven and feed-
back-based) approach to conflict-resolution.2

Like us, Piazza [34] and HepToX [8] recognize that it
is unrealistic to expect an independent data source entering
information exchange to agree to a global mediated schema
or to perform heavyweight operations to map its schema to
every other schema in the group. Piazza presents a media-
tion language for mapping both the domain and document
structures and focuses on certain answers that hold for every
consistent instance. HepToX, on the other hand, focuses on
automated mapping rule generation, without explicitly con-
sidering conflicts. Pay-as-you-go systems [21,40,70] con-
sider probabilistic mappings, which may improve over time
with new evidence, as a way of relaxing the need for enforcing
full-, consistent-integration. TRIO [4] also represents alter-
natives probabilistically and relies on lineage information for
query processing: the lineage information provides the con-
text in which the validity of the various statements about the
data and metadata can be assessed.

In this paper, taking an orthogonal-approach, we state that
user’s expert knowledge is also a valuable asset in assess-
ing and choosing among alternative interpretations of the
world. While feedback is already being leveraged during the
mapping process [35,42], once the mappings are
identified, there is little opportunity for leveraging users
expertise. Thus, to obtain this knowledge from the expert,
we propose an exploratory feedback-cycle, which leverages
query-contexts to resolve conflicts among sources and address
possible alignment mistakes made during the initial match-
ing phase. To support this exploratory process, we propose

1 More complex statements of interest may also be expressed and eval-
uated [65]. In this paper, however, we focus solely on path-based state-
ments that form the basis for such more complex statements.
2 A preliminary version of this work was presented in [63] and demon-
strated in [62]. While the earlier work gave high level overview of the
approach and outlined basic agreement and validity assessment algo-
rithms, this paper takes an end-to-end approach and describes each step
in the conflict-resolution process (from integrated metadata generation
to re-assessment based on user feedback) and evaluates not only effi-
ciency of the algorithms, but also the effectiveness of the process.
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System support for exploration and expert feedback in resolving conflicts during integration of metadata 1409

a ranked interpretation of constraints and conflicts on meta-
data to enable feedback-based conflict-resolution within the
context of a statement of interest.

Note that, since the FICSR exploration process is
performed after the initial mapping phase, the conflict-
resolution does not directly lead to the discovery of new
alignments. Instead, the focus is on leveraging user feedback
to improve the interpretations of the discovered alignments
and highlight any shortcomings (conflicts that are properly
resolved). This knowledge may of course be used for inform-
ing a subsequent re-alignment processes.

1.1 Interpretations of conflicting metadata

Traditionally, a consistent interpretation of the data or meta-
data with conflicts is defined as a maximal, self-consistent
subset of the data [5,51]. This consistent set is usually referred
to as a model of the given data:

Definition 1 (Model-based Interpretation) A model (or
model-based interpretation) of a given knowledge base D
is a consistent subset D′ of the knowledge base (D′ ⊆ D)
such that there exists no other consistent set D′′, where D′ ⊂
D′′ ⊆ D.

Given metadata with conflicts, the number of solution
models can be large. A model corresponds to a maximal
clique in the compatibility graph of the assertions in the meta-
data and maximal cliques in a graph can be exponential in
the number of vertices [56]. Further rendering model-based
conflict-resolution ineffective, in many cases, the user who
is performing the model selection task may not have advance
knowledge of the full domain (and impacts of the decisions
she is making) to select an appropriate model from the alter-
natives implied by D. Since model-based repair requires
selection of a subset of the data, restoration of consistency
through a model-based interpretation leads to loss of infor-
mation; any assertions not included in the model is lost in a
non-recoverable manner. Thus, in this paper, instead of char-
acterizing the user’s interpretation as a maximally consistent
portion of the metadata that she commits as being certain, we
argue that in many cases a more flexible, ranked definition
of interpretation is more suitable:

Definition 2 (Ranked interpretation) Let D be a knowledge
base and S be a set of statements (i.e., propositions) on this
knowledge base. A total ranking of statements in S is a ranked
interpretation of D.

This definition can be used for ordering the various state-
ments about the metadata in their suitabilities for being
accepted as valid. Thus, instead of eliminating some alter-
native interpretations from the knowledge-base, the ranked
interpretation preserves the original knowledge-base intact

(without any loss of information), but associates an order to
the statements that the knowledge base enables. Note that
the model-based interpretation of the data is a special case
of the ranked interpretation, where the ranks of certainly
true statements are better than the ranks of certainly false
ones.

1.2 Objective vs. subjective interpretations

We note that integration is a subjective process whereby
the integrated knowledge base should capture the domain
expert’s interpretation of the world and the application req-
uirements. Thus, query processing over a knowledge base
with conflicts requires the gap between objective (what is
represented in the data sources) and subjective (what the
expert user thinks to hold) interpretations to be bridged. We
refer to this as the objective-subjective correspondence. Let
a subjective ranked interpretation, �D,U , capture the user,
U ’s domain knowledge or preferences; let also an objective
interpretation, ≤D , compare the degree of agreements of the
data sources on two statements. Then, we can state objec-
tive-subjective correspondence as follows.

Desideratum 1 (Objective-subjective corresp.) It is prefer-
red that, for all S1, S2 ∈ S, it holds that
(
S1 �D,U S2

) ←→ (S1 ≤D S2) .

This forms the basis of the feedback-based conflict-reso-
lution as described next.

1.3 User feedback

A primary observation that informs our approach is that the
conflict-resolution problem is not alone in needing a compu-
tationally supported bridge for surpassing the gap between
the user and the system. For instance, information retrieval
(IR) systems, which search a given collection for document
objects matching a user query, face a similar objective-
subjective interpretation gap [46,74]:

– Given an information retrieval request (say an image
example provided for a “similarity” search in a large
image database), which features of the image objects are
relevant (and how much so) for the user’s query may not
be known in advance.

– Furthermore, most of the (large number of) candidate
matches are only marginally relevant to the user’s IR
query and must be eliminated from consideration for effi-
ciency and effectiveness of the retrieval.

In the IR context, these challenges are dealt with through a
relevance feedback process that enables the user to explore
the alternatives and that learns what is relevant to the user
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through the user feedback provided during this exploration
process: (1) given a query, using the available index struc-
tures, the IR system, (2) identifies an initial set of candi-
date results; since the number of candidates can be large, the
system presents a small number of samples to the user. (3)
This initial set of samples and (4) user’s relevance/irrelevance
inputs are used for (5) learning user’s interests (in terms of
relevant features) and this information is provided as an input
to the next cycle for (6) having the retrieval algorithm suit-
ably update the query or the retrieval/ranking scheme. Steps
2–6 are then repeated until the user is satisfied with the results
returned by the system.

FICSR exploits a similar exploration- and feedback-based
approach within the context of metadata integration and query
answering in the presence of conflicts and alternative inter-
pretations. Given a query (which describes user’s exploration
context), FICSR relies on the objective-to-subjective corre-
spondence (subj ← obj) to inform the user about the more
likely interpretations for the given query (initially, this corre-
sponds to interpretations with the highest source agreement).
The subjective-to-objective correspondence (subj → obj),
then, informs the system about the user’s own interpretations.
The ranking of the matches to the query is incrementally
refined as the exploration and feedback process is repeated
by the expert user.

1.4 Contributions: exploration- and feedback-based
conflict-resolution for integrated metadata

In this paper, we develop data structures and algorithms to
enable exploration- and feedback-based conflict-resolution
for imperfectly aligned metadata. The overview of the FICSR
system is presented in Fig. 2. The input to FICSR is an ini-
tial alignment between the input data, obtained through a
matching technique, such as [12,20,50,52–54,59]. The result
of the alignment process is a set of mapping rules, such as
those described in [3,43]. In FICSR, these rules as well as
the integrated metadata are represented in the form of a set
of constraints. In this paper, we classify the constraints into
four major classes: (a) relationship constraints describe how
the individual concepts/entities relate to each other, while
(b) integrity constraints describe the rules that semantic cor-
rectness of the metadata requires, (c) alignment constraints
describe the input to FICSR from the initial metadata match-
ing process, and (d) user feedback is collected from the user
during the exploration process.

Note that none of these constraints (except possibly for the
user feedback) are strict constraints and FICSR may
discover that some of these may need to be relaxed to achieve
objective-subjective correspondence. Exploration- and
feedback-based conflict-resolution avoids the computation of
complete solution models until absolutely necessary and lets

Fig. 2 Query-driven exploration of the conflicts in the integrated
metadata and feedback-based conflict-resolution

the user focus only on those statements that are of interest to
her during resolution (Fig. 2):
(Stage 1) Off-line Analysis: FICSR represents the relation-
ship constraints of the integrated metadata in the form of
a graph and uses this graph for off-line conflict/agreement
analysis. Unless all the input constraints are simultaneously
satisfiable, there will be alternative interpretations of the
integrated metadata. To support informed exploration of the
alternatives, FICSR initially measures objective agreement
values for the input constraints. Agreement-based ranking
task can be computationally expensive if the system would
need to enumerate all alternative models (in Sect. 4.2, we
show that the problem is NP-complete even in highly spe-
cialized cases). To efficiently compute these agreement val-
ues, FICSR partitions the relationship graph into small-sized
constraint zones, each consisting of a mutually-dependent set
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Fig. 3 Roadmap for the
feedback based
conflict-resolution process;
user’s interactions with the
system are shaded

of relationship constraints. The agreement values are then
computed for each zone separately.
(Stage 2) Candidate Enumeration and Ranking: Since mea-
suring objective scores for all possible statements on the
metadata can be computationally costly and since the user
may have neither the need nor the sufficient domain knowl-
edge to interpret the entire data in advance, instead of consid-
ering all possible statements, it is preferable to focus, as in IR
systems, on only those statements relevant to the user. Given
a query and using the relationship graph, FICSR identifies an
initial subset of matches to the user’s query. These matches
are ranked using the zonal agreement values computed dur-
ing the off-line analysis.
(Stage 3) Integrity Constraint Evaluation: While the zonal
agreement values help compute an initial ranking of the state-
ments of interest, since each zone is independent from others,
this initial ranking cannot capture the effects of more complex
integrity constraints [17,72] (such as “no-cycles are allowed
in an IS-A hierarchy”) which can cross multiple zones. Thus,
given the matches and their initial ranking, FICSR measures
conflicts that are implied by these paths.
(Stage 4) User Feedback and Updating of the Validities: Once
presented with a ranked set of candidate results and the rele-
vant conflicts, the user can provide her feedback in the form
of preferences and additional constraints to be imposed on
the integrated metadata.
(Stage 5) Validity Computation: In this stage, based on the
conflicts assessed in the earlier stages and the user feed-
back, validities of the candidate matches and the constraints
involved in them are re-assessed through a numeric optimi-
zation technique. In a sense, the new validity values describe
how conflict free statements and constraints are based on the
available evidence, including user feedback.
(Stage 6a) Agreement Updates and Propagation: Once these
validity values are propagated back to the agreement values,
the query results can be updated and the user can be provided
with a new subset of ranked results.
(Stage 6b) Zone Re-Assessment and Metadata Revision: Nat-
urally, the newly computed agreement values based on the
user feedback and conflict analysis may not be compatible
with the initial assumptions made when integrating the meta-
data. In FICSR, relaxation takes two complementary forms:

(a) reduction of validity, where the trust to a given statement
or constraint is reduced based on the available evidence or
(b) integrated metadata revision, where initial assumptions
made during integration are revised based on the new evi-
dence.

FICSR brings together various innovative techniques to
enable the above exploration- and feedback-based conflict-
resolution for integrated metadata. First of all, the feedback
process relies on a ranked interpretation of the data and the
objective-subjective correspondence of the ranked interpre-
tations enables the user to explore the available data and
be informed regarding constraints critical to a given query
before providing feedback. To support this process, we
develop data structures and algorithms for efficient off-line
analysis of the data, on-line query processing, candidate
result enumeration, and validity analysis:

– FICSR integrates metadata, based on mapping, embed-
ding, and co-validity rules provided as input, and repre-
sents the merged metadata in the form of an integrated
relationship graph with special choice and coordination
constructs that capture potential conflicts and misalign-
ments among relationships (Sects. 2 through 3).

– The relationship constraints lend themselves to partition-
ing into sets (called zones) of mutually-dependent con-
straints. The small sizes of the zones enable efficient
off-line agreement analysis (Sect. 4) and the indepen-
dence of one zone from the other enables efficient on-line
composition for result enumeration (Sect. 5).

– The top-k nature of the candidate result enumeration pro-
cess lets the user focus on relevant, high-agreement parts
of the metadata, quickly (also in Sect. 5).

– The cost of the conflict analysis is kept low through the
small sizes of the candidate sets that need to be validated
as well as through the use of the query context which sets
the scope of the conflict analysis (Sect. 6).

– A numeric programming and optimization approach
based on the ranked interpretation of data and the fuzzy
semantics attached to the validities and conflicts enable
integrity analysis and user feedback without relying on
clique-based model enumeration (Sects. 7 and 8).
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– A system-feedback framework leverages the semantics
of the choice and coordination constructs to improve the
integrated metadata and to inform the user. Relationship
graph revision helps clean the metadata as well as early
integration assumptions that are found to be false in the
presence of further evidence (Sect. 9).

Figure 3 shows a flowchart depicting the process and infor-
mation flows that enable user’s interaction with the system.
In the rest of the paper, we will use this flowchart as a road-
map which places the various techniques and algorithms into
proper context. In Sect. 10, we evaluate the effectiveness and
efficiency of the proposed techniques. In Sect. 11, we revisit
the existing work as they relate to the problem domain and
the techniques presented in the paper.

2 Metadata representation

To maximize the applicability of FICSR to diverse appli-
cation domains and to preserve generality, we represent the
metadata associated with a knowledge-base, D, in the form of
(a) a graph, G, capturing the concept/entities and their rela-
tionships and (b) associated integrity constraints, I C , that
describe criteria for semantic correctness. In a sense, each
D(G, I C), is a concept-graph (ontology, taxonomy, or value
hierarchy) and the associated constraints.

2.1 Relationship graph

A basic relationship graph describes the concepts/entities and
their relationships.

Definition 3 (Basic relationship graph) A basic relationship
graph, G(V, E), is a node and edge labeled directed graph,
where

– each node, v ∈ V , corresponds to an entity (or a concept),
– each edge, e ∈ E , corresponds to a relationship between

two entities and is labeled with a relationship name.

Intuitively, each node in the graph asserts the existence
of a distinct concept and each edge is a constraint which
asserts a relationship, (such as IS-A,3 PART-OF, WORKS-
AT, ATTRIBUTE-OF) between two concepts/entities.
Figure 4 presents an example.

3 Since they play a fundamental role in describing knowledge hierar-
chies, in this paper, we treat IS-A edges slightly differently from the
other named edges.

Fig. 4 A basic relationship graph fragment

2.2 Relationship paths and statements of interest

A relationship path is a sequence of relationship edges
describing how two concepts are related. In this paper, we
take relationship paths as the fundamental statements of inter-
est.

Definition 4 (Relationship path) A relationship path, p, on
a basic relationship graph, G(V, E), is a sequence of edges,
p = 〈e1, e2, . . . , elength(p)〉, where

∀i<length(p) dest (ei ) = source(ei+1), and

where source(p) = source(e1) and dest (p) = dest
(elength(p)) are both nodes in the graph.

The path, Cottontail
I nFoodChain� Coyote

I S−A�
Medium Mammal,4 is an example from the graph in Fig. 4.
Note that such path-based representation of interest is com-
mon in object-centric models, such as OODB [58] and XML
[77]. However, here a special note is required with respect
to the directions of the arrows in FICSR and XML: Given a
taxonomy,

– FICSR would represent it with upward, child-to-parent
(IS-A), edges (Fig. 4);

– Common XML-based representation of the same taxon-
omy hierarchy would involve downward, parent-to-child
(IS-A−1) edges.

Since these two representations are equivalent, except for the
syntax, in the paper, we use them interchangeably, based on
which syntax is appropriate. For example, we may use the

XML-like syntax X/Y to denote the relationship Y
I S−A� X ,

when it is convenient to do so.

2.3 Integrity constraints

We classify the integrity constraints into two; arity and path
constraints:

4 In the rest of the paper, we simply omit the relationship names when-
ever they are not relevant to the discussion.
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Fig. 5 a,b Two taxonomies imported through FICSR’s interface

– Relationship Arity constraints: Each relationship name
has an associated arity constraint;1-1 (one-to-one),1-N
(one-to-many), N-1 (many-to-one), or M-N (many-
to-many). The arity constraints declare, for the corre-
sponding relationship, the number of concepts that can
participate in each of its instances.

– Path constraints: The relationship graph captures the con-
cepts/entities and their stated relationships (subject to the
associated arity constraints), while it cannot capture more
general path integrity constraints that need to be enforced.
For example, requirements about the acyclic nature of an
IS-A relationship can only be captured using an addi-
tional constraint stating that “there cannot be any IS-A
paths containing cycles.”

In Sect. 4, we will argue that arity constraints are easier to
handle and will form the primary criteria for the establish-
ment of zones. The path integrity constraints, on the other
hand, are more complex and harder to handle and will be
treated separately from arity constraints (Sect. 6).

3 Representing integrated metadata

Figure 5 shows FICSR’s interface for importing taxonomies.5

In this figure, we use the same conflicting taxonomies ear-
lier discussed in the Introduction (Fig. 1). In this section,
we first highlight the need for extending the basic data rep-
resentation to allow for conflicts when working with such
imperfectly aligned metadata. We then propose a represen-
tation extended with choice and coordination specifications
(Fig 6).

Example 1 (Conflicts due to node-to-node mapping) Let us
consider an integration scenario, where two concept hier-
archies (consisting of concepts and IS-A relationships, with

5 In the figure, OWL refers to the Web Ontology Language (OWL)
which was the input metadata format in this example.

Fig. 6 The process starts with the creation of an integrated metadata,
capturing the alternative interpretations implied by the initial mappings

Fig. 7 Node-to-node mapping example for two IS-A hierarchies

N-1 arities, among them) are being integrated. Let us assume
that two nodes n1,i and n2, j from different IS-A hierarchies
are identified as representing the same concept. Naturally,
when these two hierarchies are integrated, the two nodes may
be represented as a single node, n′. In other words, n′ needs
to preserve all the relationships that n1,i and n2, j have in
their respective hierarchies. For example, all the IS-A chil-
dren of these two nodes need to become the children of the
combined node. However, preserving the original informa-
tion after integration (while maintaining the appropriate arity
constraints) is not always easy.

To see this, consider Fig. 7, where a and b are two nodes
that are mapped to each other. In this example, (assuming
that more than one immediate ancestor is not allowed in an
integrated IS-A hierarchy) unless c and d are also identified
as representing the same concept during the mapping, the
integrated hierarchy will contain an inconsistency. In other
words, the choice between the IS-A parents of the merged
concept has to be exclusive in nature.

As illustrated by the above example, representing data
with conflicts requires constructs which allow assertions that
express choices and coordinations among alternatives.

3.1 Choice and coordination constructs and extended
relationship graph

Coordination statements assert the need for making the
same (or different) choices on involved relationship edges.
Figure 8 provides an overview of the constructs used
by FICSR for representing metadata with alternative
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Fig. 8 Choice and coordination constructs with a,b,c destination
coordination and d,e,f source coordination; the shaded regions in the
associated Venn diagrams depict the interpretations which match the
given semantics

interpretations. Primarily, FICSR constructs enable explicit
coordination of the relationships with the same source or with
the same destination.

Definition 5 (Basic coordination semantics) Let D(G, I C)

be the metadata associated with a knowledge-base, the set,
models(D), denote the (consistent) models of D, and the
predicate, holds(s, m), state whether the statement s is true
in the model, m, of D or not.

Let also Rel = {rel1, . . . , relr } be a set of relationships
with the same label (e.g., “IS-A”, “WORKS-AT”).

– Choice (or negative coordination): The assertion choice
(Rel) means that there is no model in which more than
one relationship in Rel holds:

∀m∈models(D) ∀reli �=rel j∈Rel

holds(reli , m)→ ¬holds(rel j , m).

– Positive Coordination: The assertion posi tiveCoord
(Rel) means that

∀m∈models(D) ∀reli �=rel j∈Rel

holds(reli , m)→ holds(rel j , m).

Fig. 9 An example relationship graph with hybrid assertions

Let reli and rel j be two relationships with the same label.

– Implication: The assertion implies(reli , rel j )means that

∀m∈models(D) holds(reli , m)→ holds(rel j , m).

Figure 8a through f show fundamental cases of choice,
positive coordination, and implication relationships and illus-
trate how they are graphically represented in FICSR:

– Figure 8a presents a relationship graph with choice
semantics. This graph contains a special edge leaving c,
which can belong to only one path in the data; thus, in this
example, either path c � a or c � b can be interpreted
by the user to be true in the data, but not both. In the fig-
ure, this is illustrated by the Venn diagrams of acceptable
interpretations. There is no model where both c � a and
c � b are valid.

– Figure 8e presents a positive coordination assertion
where, if a � c is interpreted to hold, then b � c must
also hold. Once again, the corresponding Venn diagram
illustrates acceptable configurations for the positive coor-
dination.

– Figure 8f, on the other hand, presents a case where one
relationship implies the other: in this example, in any
interpretation of the graph, if b � c holds, then a � c
must also hold.

These choice and coordination constructs can be com-
bined to obtain more complex assertions on relationships.
Figure 9 provides an example with hybrid choice and coor-
dination requirements. This graph asserts that, in the given
metadata, a and b have the same successor, and the shared
successor is one of the c, d, and e nodes. In order to define the
semantics for these hybrid coordination constructs, we first
introduce the concept of a zone of mutually-interdependent
relationships.

Definition 6 (Zone) A zone (denoting a set of mutually inter-
dependent relationship constraints) is a directed acyclic graph
Z(Src, Snk, Z V, Z E), where

– sources (Src) and sinks (Snk) are all concept nodes,
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Fig. 10 A mutually interdependent relationship zone example: a zone
Z1 and b the three choices (mutually interdependent relationships) of
Z1

– Z V are other non-concept vertices that are neither sources
nor sinks,

– Z E �= ∅ are directed edges, which connect sources, sinks,
and internal nodes to each other.

– for any node v ∈ Z V , there is no incoming/outgoing edge
in G, which is not contained in Z E (in other words, the
locality is complete).

Figure 10a depicts an example zone, Z1. In this example,
source nodes (lightly shaded) and sinks (darkly shaded) are
connected through various choice and coordination edges.
More specifically, Z1(Src1, Snk1, Z V1, Z E1) is such that

– Src1 = {a, d},
– Snk1 = {b, c}, and
– Z E1 = {ze1, ze2, ze3, ze4, ze5}

Definition 7 (Choices of a zone/ zonal-choices) Given a
zone, Z(Src, Snk, Z V, Z E), with k sources and l sinks, each
zc = src � snk is said to be an available choice for Z if there
exists a path from the source, src ∈ Src, to sink snk ∈ Snk.

In the above example, zc1 = a � c, zc2 = d � c, and
zc3 = d � b are three interdependent choices (Fig. 10b).

Definition 8 (Zonal coordination semantics) Let D(G, I C)

be the metadata associated with a knowledge-base. Let
Z(Src, Snk, Z V, Z E) be a zone (denoting a set of mutually
interdependent relationship constraints). Let Z = {zci =
srcu � snkv | srcu ∈ Src ∧ snkv ∈ Snk} be its zonal
choices, and let r(zci ) be the relationship corresponding to
zci ∈ Z .

Let zel ∈ Z E be an edge in the zone, Z(zel) ⊆ Z be the
set zonal choices which contain the edge, zel , and R(zel) =
{r(zci )‖zci ∈ Z(zel)} be the corresponding relationships. If
zel is

– a choice (or negative coordination) edge; then, the
choice(R(zel)) constraint is asserted:

∀m∈models(D) ∀zci �=zc j∈Z(zel )

holds(r(zci ), m)→ ¬holds(r(zc j ), m).

Fig. 11 a A partial zone describing holds(rel(a, b)) and
¬holds(a, b), b the range of acceptable models, c,d coordination
constructs to describe ∧ and ∨, and e CNF-based construction of the
expression using coordination constructs

– a positive coordination edge; then, the posi tiveCoord
(R(zel)) constraint is asserted:

∀m∈models(D) ∀zci �=zc j∈R(zel )

holds(r(zci ), m)→ holds(r(zc j ), m).

Let zek ∈ Z E be another edge in the zone. If these two
edges are related with an implication, then the constraint
implies(R(zel),R(zek)) is asserted:6

∀m∈models(D) ∀zci∈R(zel ) ∀zc j∈R(zek)

holds(r(zci ), m)→ holds(r(zc j ), m).

Based on this definition, the zone in Fig. 10 describes the
following coordinated relationships: the relationships descri-
bed by the choices, a � c and d � c, cannot be in the same
metadata due to the negative coordination edge, ze1, while
d � c and d � b are incompatible due to edge, ze4.

Theorem 1 (Expressive power of zonal coordinations) Any
arbitrary propositional logic formula involving relationships
and Boolean operators can be expressed using zonal coor-
dination constructs.

Proof To show that we can express any logical formula, exp,
we need to establish two things: (a) given a relationship, rel,

6 Note that the definition of implies is extended for sets of relations.
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between two nodes a and b, we can express holds(rel(a, b))

and¬holds(rel(a, b)) using the coordination constructs and
(b) these can be combined into a zone describing the logical
formula.

The top row in Fig. 11 shows that any relationship, a �b,
in the metadata can be extended into a partial zone con-
taining two edges, each representing holds(rel(a, b)) and
¬holds(rel(a, b)), respectively.

The second step of the proof involves establishing that for
any expression, exp (involving atoms, of the type x and ¬x ,
and Boolean operators), we can construct a zone equivalent
in expressive power (i.e., same models) to exp. As shown in
Fig. 11c,d, logical operators, ∧ and ∨, can easily be imple-
mented using the coordination constructs. Thus, exp can be
first rewritten in the conjunctive normal form (CNF) and,
then, be formulated using the atoms of the form holds() and
¬holds(), and the logical operators implemented using the
coordination constructs.

Finally, we insert two special nodes, nexp and ntrue, into
the graph and positively coordinate the relationship,
nexp � ntrue, with the CNF graph (Fig. 11e). Since the
models of nexp � ntrue and exp are identical, requiring that
the nexp � ntrue holds has the same effect as requiring that
the constraint described by the logical formula, exp, holds
on the corresponding relationships in the metadata. ��

While the coordination constructs introduced in this sec-
tion are highly expressive and can describe any logical for-
mula involving relationships in the metadata, in this paper, we
only focus on their use for describing the metadata mappings
and alignment rules (provided as input). Thus, as described in
the following, the zone construction process leads to simpler,
more specialized, and compact zonal structures.

3.2 Relationship graph integration

The input to FICSR is an initial alignment between the input
metadata, obtained through a matching technique (see
Sect. 11). FICSR, then, needs to create a non-lossy repre-
sentation of the integrated metadata for analysis and explo-
ration. For this purpose, FICSR relies on the coordination and
choice constructs described in the previous subsection. Next,
we present the algorithm to construct an integrated relation-
ship graph (with choice and coordination semantics) from
the mapping rules provided as input.

Given a set of graphs G (where Gi (V, E) ∈ G is a basic
graph defined in Definition 3) and a set of mapping rules M,
FICSR creates an integrated graph G. The mapping rules in
M describe how the vertices in these graphs are related (i.e.,
matched). In what follows, we first formalize the mapping,
embedding, and co-validity rules and then the integration
problem. Finally, we provide the integration algorithm.

Definition 9 (Mapping rule) A mapping rule, κ : 〈〈V1, V2〉,
map_name, τ 〉, on two relationship graphs G1(V, E) and
G2(V, E), is a bijection between vertex sets V1 ⊆ G1.V
and V2 ⊆ G2.V . Here, map_name is a user supplied name
for the mapping (or the concept implied by the mapping). τ

(∈ [0,∞]) on the other hand denotes the degree of confidence
(or trust) the system or the user has for this mapping rule.

The definition of mapping rules naturally extends to sets
of relationship graphs representing more than two sources.

Intuitively, κ states that the set, V1, of vertices collectively
represent a concept, c1, which is equivalent to a concept, c2,
defined by the vertex set, V2.

Note that a mapping provided as input may conflict with
the source data or other input mappings. The trust value, τ ,
associated with mapping quantifies the system’s or user’s
preference during conflict-resolution.7 A τ value of 1.0 indi-
cates neutral assessment, while τ > 1.0 highlights a pref-
erence over assertions from the data sources. A τ value of
∞ indicates that this mapping rule is preferable over any
conflicting assertion with τ <∞.

We denote the set of all new concepts corresponding to
rules in M as C .

Definition 10 (Embedding rule) An embedding rule, ρ :
〈c1, c2, rel_name, τ 〉, on two relationship graphs G1(V, E)

and G2(V, E), describes a possible relationship identified
between the new concept node c1 ∈ C and c2 ∈ V1∪V2∪C .

Here, rel_name is the name of this relationship and τ

(∈ [0,∞]) denotes the degree of confidence (or trust) the
system or the user has for this embedding rule.

The definition of embedding rules naturally extends to
sets of relationship graphs, each representing a source.

We denote the set of all embedding rules as E.

Example 2 (Mapping and embedding rules) Let us consider
two metadata fragments shown in Fig. 12a,b (relationship
names are omitted for simplicity). Figure 12c shows a map-
ping rule, κ : 〈〈V1, V2〉, map_name, τ 〉, where

– V1 = {Phoenix, T ucson},
– V2 = {SanDiego, Los Angeles},
– map_name = SunnyCities, and
– τ = 1.0.

The integrator aims to represent the concept SunnyCities
with this mapping rule. The integrator also provides an

7 The value of trust may reflect many aspects of uncertainty, including
trust to the data sources, precision of the matching algorithm, or agree-
ment of different algorithms on this mapping rule. References [19,28]
describe desirable properties of mappings and propose fuzzy aggrega-
tion schemes for merging mappings. In this paper, we simply assume
that mapping rules are assessed prior to the integrated graph generation
and focus on their use as a starting point for feedback.
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Fig. 12 a,b Two metadata fragments and c mapping and embedding
rules on these fragments

embedding ruleρ : 〈SunnyCities, T ourism, I S-U N DE R,

1.0〉 to place the new concept under the concept T ourism in
the integrated metadata.

Definition 11 (Co-validity rule) A co-validity rule, γ :
〈E, τ 〉, on two relationship graphs, G1(V, E) and G2(V, E),
describes mutual validity dependence of the relationship
edges in E ⊆ G1.E ∪ G2.E . In other words, the rule states
that either all the relationships corresponding to the edges
included in E hold together in the integrated metadata or
none of them holds.

Here, τ (∈ [0,∞]) denotes the degree of confidence (or
trust) the system or the user has for this co-validity rule.

The definition of co-validity rules naturally extends to sets
of relationship graphs.

We denote the set of co-validity rules as C.
Note that the mapping, embedding, and co-validity rules

are general. In particular node-to-node (Fig. 7), node-
to-subgraph, and subgraph-to-subgraph matches are special
cases of the above mapping and embedding rules.

Problem 1 (Relationship graph integration) The relation-
ship graph integration problem can be stated as follows.
Given G, M, E and C where

– G is a set of relationship graphs that are to be integrated,
– M is a set of mapping rules on these graphs,
– E is a set of embedding rules, and
– C is a set of covalidity rules,

find an integrated relationship graph G(V, E), such that each
model of G contains a subset of the relationships in G as
well as additional relationship implied by the mapping and
embedding rules, and satisfies the given co-validity rules.

An important distinction of FICSR from related systems
is that these alignment rules are not strict constraints: when
they conflict with the relationship or integrity constraints or
the user feedback, they can be relaxed. The FICSR choice and
coordination constructs provide us a framework in which the
alignment rules can be represented uniformly with the rela-
tionship constraints, for further analysis and exploration.

Algorithm 1 (Relationship graph integration) The integra-
tion algorithm, which relies on FICSR constructs, is as fol-
lows:

1. To incorporate a mapping rule, κ : {〈V1, V2, . . . , Vj 〉,
map_name, τ }, into the integrated metadata,

(a) FICSR creates a new concept node cκ (with the
name map_name);

(b) to represent the semantics of the mapping, FICSR
links the concept nodes in V1 through Vj to cκ with
edges labeled, IN-DEF (i.e., “in definition of”).
Note that since the mapping requires Vi as a whole
to define ci , the IN-DEF relationships for all the
nodes in Vi need to be positively coordinated. Sim-
ilarly, since the mapping requires each c1 through
c j to express cκ , the IN-DEFs arriving to cκ also
need to be positively coordinated;

(c) the trust value τ is associated to the new IN-DEF
relationships introduced.

Intuitively, to represent the mapping, the algorithm cre-
ates a new node cκ , such that the individual concepts in
Vi are related to cκ through specialized IN-DEF (i.e.,
“in definition of”) edges.

2. To incorporate an embedding rule, ρ : {c1, c2, rel_
name, τ } into the integrated metadata,

(a) a relationship edge (with the relationship type rel_
name) from c1 to c2 ∈ C is created

(b) if the relationship type rel_name has any arity con-
straints, then the new edge is coordinated (through
choice constructs) with the other related edges leav-
ing from c1 or arriving to c2.

(c) the trust value τ is associated to the relationship
between c1 and c2 described by the embedding rule.

3. To incorporate a co-validity rule, γ : 〈E, τ 〉,
(a) FICSR considers all maximal subsets E ′ of E such

that all edges in E ′ share the same source or the
same destination concept. For all such E ′, FICSR
creates a positive coordination construct. The trust
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Fig. 13 Integrated metadata based on the mapping and embedding
rules in Fig. 12

value τ is associated to each such construct created.
While the positive coordination construct is being
integrated into the relationship graph, appropriate
choice coordination constructs are also introduced
as necessitated by the arity constraints associated
with the edges in E ′.

(b) To coordinate any maximal subsets that do not share
any edges, FICSR introduces additional integrity
constraints that require co-validity of the corre-
sponding relationship sets. These integrity constrai-
nts are introduced in the set I C of all integrity
constraints. The trust value τ is then associated to
each such integrity constraint.

Example 3 (Relationship graph integration) Let us consider
Example 2 and the two metadata fragments and the map-
ping/embedding rules in the corresponding Fig. 12.

Figure 13 shows the corresponding integrated relationship
graph, created based on the algorithm specified above.

In some integration scenarios, however, introducing new
relationship names (such as IN-DEF) may not be accept-
able. In particular, in the case of integration of taxonomies
(i.e., IS-A hierarchies), the user may want the integrated out-
put to be another taxonomy. Thus, in this case, the relation-
ship between the individual constituent concepts involved
in the mapping and cκ need to be interpreted as IS-A
relationships. This, however, imposes additional constraints:
(a) since the IS-A relationship has arity N-1, the existing
IS-A relationships of the constituent concepts are affected
and (b) the embeddings should ensure that cκ has a parent in
the IS-A hierarchy. While the second constraint is ensured by

syntactically verifying the input mapping rules, the first
constraint requires a special treatment in the algorithm.

Algorithm 2 (Taxonomy graph integration) To incorporate
a mapping rule, κ : {〈V1, V2, . . . , Vj 〉, map_name, τ }, into
the integrated taxonomical metadata,

1. FICSR creates a new concept node cκ ;
2. To represent the semantics of the mapping, FICSR links

the concept nodes in V1 through Vj to cκ with edges
labeled, IS-A. As in Step 1b of Algorithm 1, the new IS-A
edges are positively coordinated;

3. The trust value τ is associated to the newly created IS-A
edges.

4. Since IS-A edges have arity N-1 (i.e., each concept is
directly under a single concept in the IS-A hierarchy),
the existing IS-A relationships for the concept vertices in
Vi (1 ≤ i ≤ j ) have to be exclusively coordinated with
the newly added IS-A edges leading to cκ .,

Embedding rules involving cκ and the co-validity rules are
reflected in the integrated metadata as in Algorithm 1. As
described above, to follow the taxonomical nature of the inte-
gration, there must be at least one embedding rule ρ with
relation name IS-A.

Example 4 (Taxonomy integration) Let us reconsider our
motivating example of the scientist working under alterna-
tive hypotheses, described by two different taxonomies (see
Figs. 1 and 5). Let us consider the mapping, embedding, and
co-validity rules listed in Fig. 14. Figure 15 presents an inte-
grated relationship graph describing the combined metadata:

– Based on the mapping rules, two new concepts,
‘Elasmobranchiinew’ and ‘Chondrichthyesnew’ are cre-
ated. The original concept nodes from the two input taxo-
nomies are placed under these new concept nodes, with
positive coordination constructs. Since IS-A has arity
N-1, the existing IS-A relationships of the original con-
cept nodes are connected with choice constructs to the
new IS-A edges.

– Based on the embedding rules, the new concept
‘Elasmobranchiinew’ can be either directly under the root
‘Taxa’ or under the concept of ‘Chondrichthyesnew’, but

Fig. 14 Mapping, embedding, and co-validity rules for Example 4
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Fig. 15 Integration of the two IS-A hierarchies depicted in Fig. 1 (and
visualized through the FICSR interface in Fig. 5) based on the mapping,
embedding, and co-validity rules in Example 4

Fig. 16 For visual clarity, FICSR can compress the corresponding con-
cept nodes in the integrated relationship graph shown in Fig. 15

not both (due to the IS-A semantics). This leads to an
exclusive choice coordination construct.

– The co-validity rules require that concepts
‘BaskingShark1’ and ‘DogfishShark1’ are together under
‘Elasmobranchii1’. The corresponding co-validity rule
has τ value of∞, indicating that no interpretation of the
integrated taxonomy in which only one of these relation-
ships is valid should be considered for exploration and
user feedback.

– The co-validity rules also require that the concepts
‘Holocephali1’ and ‘Elasmobranchii1’ are both under
‘Chondrichthyes1’.

Figure 15 depicts the integrated relationship graph, based on
the above mapping, embedding, and co-validity rules. Since
in this example, all input trust values (except for the trusts
associated with the co-validity statements) are 1, we only
show the trust values for the co-validity statements. Note
that, since the trusts for co-validity statements are given as
∞, they override the original independent IS-A relationships
from the sources. Thus, the edges and the constructs which
would be needed to express choice requirements are omitted
in Fig. 15 (in fact, shown in light gray for completeness).

Note also that, since the input mappings are node-to-node,
for visual simplicity, the FICSR interface can compress the
original mapped concept nodes from the sources and the
corresponding new concept node into one specially shaped
node. This is illustrated in Fig. 16. In the figure, the mapped,
integrated, and compressed concepts are shown as nodes
with a different color and shape. It is important to note that,
since these special nodes actually represent an input mapping
which may need to be revised based on the user feedback,
these special nodes are treated internally as zones as high-
lighted in Fig. 15.

4 (Stage 1) Off-line analysis of the integrated metadata
for conflicts

To enable informed conflict management FICSR uses a
feedback-driven mechanism to deal with alternative inter-
pretations. In particular, the system relies on the objective-
to-subjective implication (subj ← obj) of the Desidera-
tum 1 to inform the user about the more likely (i.e., highest
source agreement) interpretations for the given data. Intu-
itively, the agreement values measure how much different
models of the data agree on the stated relationships, with
the default assumption that sources agree unless they explic-
itly conflict on the data or path constraints. In this section,
we focus on the off-line analysis of the integrated metadata
for the computation of agreement values on the alternative
choices (Fig. 17).
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Fig. 17 Roadmap Stage 1: Zone analysis

As described in the previous section, FICSR represents
the relationship constraints for the integrated metadata in the
form of a graph. This graph is then used for off-line con-
flict/agreement analysis. To efficiently compute the agree-
ment values, FICSR partitions the integrated relationship
graph into small-sized constraint zones, defined in Sect. 3.1,
each consisting of a mutually-dependent set of relationship
constraints.

4.1 Zone-graphs

During the off-line analysis process, FICSR associates an
agreement value to each zonal choice. To enable this FICSR
first partitions the integrated metadata graph into its zones.
Graphs partitioned as such are referred to as zone-graphs:

Definition 12 (Zone-graph) A zone-graph, G(V, E), con-
sists of a set, Z , of zones, where

– V =⋃
Zi∈Z (Srci ∪ Snki ∪ Z Vi ), and

– E =⋃
Zi∈Z Z Ei .

Different zones are allowed to share (and connect through)
source and sink concept nodes; i.e., ∀Zi , Z j ∈ Z , Srci ∩
Src j ⊇ ∅, Srci ∩ Snk j ⊇ ∅, Snki ∩ Src j ⊇ ∅, and Snki ∩
Snk j ⊇ ∅. On the other hand, the internal, non-concept ver-
tices or their edges cannot be shared; i.e., ∀Zi , Z j ∈ Z ,
Z Vi ∩ Z Vj = ∅ and Z Ei ∩ Z E j = ∅.

Intuitively, each zone describes the alternative choices
and coordination requirements for a mutually-related set of
relationships. The various zones of the graph are separated
from each other by their shared concept nodes (Fig. 18).
Conversely, we can also state that the individual zones of a
zone-graph are connected to each other through their shared
concept nodes.8

Theorem 2 Given data-graph G(V, E), its zones can be
computed and enumerated efficiently, in O(E) time.

8 In a basic relationship graph without choice and coordination con-
structs (e.g., Fig. 4), each edge between two nodes is a zone with a
single source, a single sink, and a single regular edge.

Fig. 18 A zone-graph example: individual zones in the graph are
highlighted with different shades. Note that zones are linked to each
other through concept nodes. Edges in one of these zones are also high-
lighted differently from the others

Proof Due to the requirement in Definition 6 that for any
node v ∈ Z V , there is no incoming/outgoing edge in G
to/from v which is not also contained in Z E , the process of
identifying zones can be done using a connected-components
algorithm which incrementally adds one edge at a time, while
ensuring that all the relevant nodes and edges are considered,
before declaring a subgraph as a zone. Since, each edge is
considered only once, this algorithm will run in O(E) time.

��

4.2 Computing source agreement values for zonal choices

We define the models of an individual zone in a way par-
allel to the definition of models of the data with conflicts
(Definition 1).

Definition 13 (Alternative models of a zone) Given a zone,
Z(Src, Snk, Z V, Z E), with k sources and l sinks, a set, C,
of choices of Z is said to be a model if all the choices in C
are pairwise consistent with the constraints associated with
the edges of Z and there is no other consistent set C′ ⊃ C
of choices of Z (i.e., C is set-maximal in Z ). The set of all
models of Z is denoted as models(Z).
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Given the models of a zone, the zonal agreement of a
choice measures the degree of agreement among alternative
models on this choice.

Definition 14 (Zonal agreement on a choice) Given a zone,
Z(Src, Snk, Z V, Z E), with k sources and l sinks, the model-
based trust value associated with a choice zc = i � j is
defined in terms of the alternative models in which the choice,
zc, is valid versus the total number models of the zone Z .

Let ZC denote the set of zonal choices for Z . Let ZC ′ be
a subset of ZC . Then, the trust value of the set, ZC ′, is equal
to the trust value associated with the member of the set with
the minimum support:

t (ZC ′) = min(τ (zc) | zc ∈ ZC ′).

Given this, we can compute the agreement value, agr(zc),
associated with the choice zc as

agr(zc) =
∑

(ZC ′∈models(Z))∧(zc∈ZC ′) t (ZC ′)
∑

ZC ′∈models(Z) t (ZC ′)
.

Note that, when all trust values of the choices of the zone
are identical, this definition is equivalent to the following,
purely count-based formulation of agreement:

agr(zc) = # models o f Z in which ∃path p s.t. p ≡ zc

#models o f Z

= nm(zc, Z)

nm(Z)
.

Here, p ≡ zc means source(p) = source(zc) and
dest (p) = dest (zc).

Example 5 (Computation of zonal choice agreement values)
Consider again the zone-graph in Fig. 10. In this graph, there
are three possible source/sink pairs, i.e., choices zc1 = a �
c, zc2 = d � c, and zc3 = d � b. Among these, a �
c and d � c are incompatible, d � c and d � b are
incompatible, while a � c and d � b are compatible with
each other. Thus, the two alternative models of this zone are
{a � c, d � b} and {d � c} Another way to look at this is
as follows: the choice d � c is valid in only half of all the
possible alternative models. Similarly, the choices a � c and
d � b are both valid in only half of all the alternative models.
Thus, we can conclude that agr(a � c) = agr(d � c) =
agr(d � b) = 1/2.

Note that in this example there are no trust values associ-
ated with the concepts or edges in the zone, thus there is no
relevant τ to consider.

4.3 Off-line agreement analysis of a zone

Since the definition of the zonal agreement relies on a model-
based interpretation, the computational complexity of this
task reflects the cost of computing models of data.

Fig. 19 3-SAT to zone reduction for the expression exp=(a∨b∨¬c)
∧ (¬a ∨ b ∨ c)

Theorem 3 (Per-choice complexity) Given a zone graph,
Z, and a choice, zc, the problem of counting the number,
nm(zc, Z), of models in which zc occurs is NP-complete.

Proof The proof of NP-hardness of the problem of count-
ing the number of models in which zc occurs is through a
reduction from the well-known NP-complete 3-SAT prob-
lem, which asks the satisfiability of a boolean expression
written in conjunctive normal form with 3 variables per
clause. Given an expression, exp, we create a zone, Zexp,
in polynomial time, as follows:

1. For each variable, x , in exp, we create a source node, nx .
We also create an additional special source node, nexp.

2. We create two sink nodes, ntrue and ndummy.
3. For each variable, x , in exp, a choice coordination is

created, with one choice (outgoing edge) labeled x and
the other labeled not (x).

4. For each disjunction clause, ci = “(l1 ∨ l2 ∨ l3)” ∈ exp,
a regular (clause) edge labeled true(c) is created. For
each l j (of the form “x” or “not (x)” for a variable x),
this edge is connected to the edge with the corresponding
label.

5. The edges corresponding to the truth of the disjunction
clauses are then positively coordinated (to represent the
conjunction of the corresponding clauses) and connected
to the sink node, ntrue. Furthermore, a new edge outgoing
from nexp is created and positively coordinated with the
other edges leading to the sink nodes, ntrue.

6. For each variable x , any edge labeled x or not (x), but
not connected to any clause edge in Step 4, is connected
to the sink, ndummy.9

9 This is to satisfy the completeness of the zone as per Definition 6.
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Given this zone graph, Zexp, we can restate the 3-SAT
problem as follows:

satis f iable(exp)←→ nm(nexp � ntrue, Zexp) ≥ 1.

In other words, the expression is satisfiable, if and only if
there is at least one model of zone where all the required
coordinations hold.

The problem is also in NP as, given a set of source to sink
paths, one can check in polynomial time for compatibility
with the choice and coordination constraints making up the
zone. If compatible, the paths imply a model.

Thus, the problem of counting the number of models in
which zc occurs is NP-complete. ��

We next sketch the above proof through an example. Con-
sider the expression

exp = (a ∨ b ∨ ¬c) ∧ (¬a ∨ b ∨ c).

The reduction step converts this expression (in polynomial
time) into the zone, Zexp as shown in Fig. 19. Due to the
set-maximality requirement, the models which contain the
choice nexp � ntrue will be exactly those models which
also use edges true(a ∨ b ∨¬c) and true(¬a ∨ b ∨ c); i.e.,
satisfying both terms of the conjunctive expressions, exp.
Thus exp is satisfied iff there is at least one model of Zexp,
where the path nexp � ntrue is used.

Corollary 1 (Complexity of zone evaluation) Given a zone
with µ edges, the complexity of the zonal agreement evalua-
tion is O(2µ).

Proof This is the worst case complexity based on exponential
evaluation. Since, the zonal value agreement computation is
NP-complete per Theorem 3, there are no known polynomial
solutions for this task. ��

It is important to note that a second corollary is that the ini-
tial zone-partitioning of the graph10 and the modular
(per-zone) nature of the agreement-analysis prevent this off-
line process from becoming costly:

Corollary 2 (Complexity of zone-graph analysis) The com-
plexity of the zonal agreement evaluation for a complete data
graph G, with |Z| zones, where the largest zone has µ edges
is O(|Z| × 2µ).

Thus, zone partitioning significantly reduces the cost of
this off-line process: O(|Z| × 2µ) � O(2|Z|×µ), which
would have been the cost of agreement computation without
zone partitioning.

10 Normally, each zone represent a single or closely related few rela-
tions, while the graph can be composed of many relationships.

Fig. 20 Off-line zone analysis of the integrated metadata depicted in
Fig. 15

Fig. 21 Roadmap Stage 2: candidate result enumeration

Example 6 (Agreement analysis on integrated metadata)
Figure 20 shows the results of the agreement analysis on
the integrated relationship graph depicted in Fig. 15. As can
be seen in this figure, those statements about the metadata
that are not supported by both input taxonomies or imply
arity conflicts have lower than 1.0 agreement value.

Note that the zone-graph analysis is an off-line pre-
processing process which is performed on the integrated
metadata graph once, at the bootstrap phase.

5 (Stage 2) Candidate enumeration and ranking

As described in the Introduction, FICSR relies on user que-
ries (or statements of interest) for identifying the context for
metadata conflict-resolution. For this purpose, given a user
query and using the off-line analysis results for the integrated
relationship graph, the system identifies an initial subset of
matches (Fig. 21). When there are conflicts and alternative
interpretations of the metadata, however, the number of alter-
natives to consider may be prohibitively large. To help the
user focus on the conflicts in the most likely interpretation
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of the metadata, FICSR provides the user with a set of high-
likelihood (i.e., high-agreement) candidate results. These
candidates help the user in observing the most critical con-
flicts (i.e., having impact on the most likely results to the
query) within the context of the given statement of interest.
This, we refer to as the objective-to-subjective (subj ← obj)
flow of feedback (Sect. 1.3).

Definition 2 of ranked interpretations calls for a set, S, of
statements to be ranked. This set of statements can include
any general statement about the data. In this paper, we focus
on relationship paths as the fundamental statements of inter-
est. Note that while, potentially, more complex statements of
interest may also be expressed and ranked-enumerated [65],
in this paper, we focus solely on path-based statements that
form the basis of the enumeration of more complex state-
ments.

Definition 15 (Query over integrated metadata) Let
D(G, I C) be an integrated metadata, where G is an inte-
grated relationship graph and I C are the integrity constraints
over relationship names. Let also nsrc and ndst be two nodes
in G representing two concepts in the metadata and k be an
integer. A statement of interest, or a path query, over inte-
grated metadata is a triple of the form 〈nsrc, ndst , k〉.

Intuitively, the user is interest in k relationship paths
between the concept represented by nsrc and the concept
represented by ndst .

Definition 16 (Answer to a query over integrated metadata)
Let D(G, I C) be an integrated metadata q = 〈nsrc, ndst , k〉
be a query. The answer to q is a list of k paths from nsrc to
ndst , ordered in their agreements.

Thus, given a source, nsrc, and destination, ndst , nodes,
the relationship paths from nsrc to ndst , need to be associated
agreements values so that a small (≤ k) subset of candidate
paths from nsrc to ndst can be chosen to be presented to the
user. We formally introduce the agreements of relationship
paths in the next subsection.

5.1 Relationship paths on zone-graphs and their agreements

Relationship paths on a zone-graph are defined similarly to
the paths on a basic relationship graph (i.e., Definition 4). In
the case of zone-graphs, a relationship path can pass through
one or more zones. Thus, we can segment a given path, p,
into a sequence of segments, each corresponding to a single
zonal-choice.

Proposition 1 (Zonal-choices of a path) A relationship path,
p = 〈e1, e2, . . . , elength(p)〉, can be segmented into a
sequence of zonal-choices, p = 〈zc1, zc2, . . . , zcl〉, where
each zci = source(zci ) � dest (zci ) is a relationship path
from a source to a sink within the corresponding zone.

Fig. 22 The path from node a to node c is passing through two zones;
i.e., it can be split into two zonal-choices. We denote this relationship
path as a � b � c

Example 7 Figure 22 depicts a path, a � b � c, from data
node a to data node c through node b. In this example, this
relationship path passes through two zones (Z1 and Z2) and,
hence, it consists of two zonal choices.

5.2 Computation of path agreements

Given a relationship path, p = 〈zc1, zc2, . . . , zcl〉, its overall
(multi-zonal) agreement value can be defined in terms of the
agreements of the choices involved in it. Since

– the agreement value of a choice in a given zone is the
ratio (weighted by the relevant trust values provided dur-
ing the mapping and embedding processes) of the number
of models of the zone in which the choice is valid to the
number of all possible models of the zone, and

– each zonal choice is independent from the choices of
the other zones (modulo the path constraints that will
be enforced at a later stage, in Sect. 6),

we can treat the agreement ratios as independent selection
probabilities (Fig. 23).

Definition 17 (Agreement of a relationship path) Given a
path in its zonal choice representation, p = 〈zc1,

zc2, . . . , zcl〉, we define the agreement value of p as

agr(p) =
∏

1≤i≤l

agr(zci ).

In Sect. 6, we will relax the independence assumption and
consider the effects of multi-zonal path constraints that tie
choices in a given zone to the choices in the other zones.

5.3 Agreement-ranked enumeration of candidates

In order to provide the user with the most likely paths based
on the available zonal conflict/agreement analysis, FICSR
needs to identify the highest-agreement paths. We formally
pose this task in the form of a k highest-agreement path
problem.
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Fig. 23 A path which passes through four zones involves four
independently made alignment choices along the way

Fig. 24 Algorithm for enumerating highest agreement paths

Problem 2 (k highest-agreement paths) Given a zone-graph
G(V, E), a source node, nsrc, and a destination node, ndst ,
identify the k highest-agreement paths from the source node,
nsrc, to the destination node, ndst .

Since the schema (i.e., relationships between entities)
themselves are subject to interpretation, the enumeration of
the paths cannot rely on (ranked) join techniques used in
fuzzy data management systems where the imprecision is
associated with the values and objects, but the schema is fixed
and known in advance [24]. Instead, as shown in Fig. 24,
we solve the k high-agreement paths problem by translat-
ing it into the k-shortest simple paths, a classical problem
in graph theory. Due to its applications in various domains,
such as networking, this problem has been studied exten-
sively. Among the alternative solutions, Yen’s algorithm for
k-shortest paths is preferred due to its general and optimal
nature [60,73]. This algorithm searches shortest paths in a
“pseudo”-tree containing k-shortest loopless paths. First the
shortest path is obtained; then, this path is deviated to obtain
the 2nd shortest path. This process is repeated, one new short-
est path at a time, until k-shortest paths are found. We use a
version of Yen’s algorithm [60].

Theorem 4 (Correctness) The k-highest agreement algori-
thm presented in Fig. 24 is correct.

Proof Given a graph G(V, E), the algorithm in Fig. 24 con-
structs a dual graph, G ′(V ′, E ′), where the choices in each
zone are replaced with explicit edges between the corre-
sponding source/sink pairs. Thus, it is trivial to show that

there is a one-to-one mapping between any path on G(V, E)

and a path on G ′(V ′, E ′).
In Step 3(b)i of the algorithm, given a choice zc in G, the

length of the corresponding edge in G ′ is set to

length(ezc) = −log(agr(zc)),

which is never negative. Thus, the k-shortest path algorithm
ran on G ′ (Step 4) returns k simple paths, such that the term

∑

zc∈path

−log(agr(zc)) = log

⎛

⎝
∏

zc∈path

1

agr(zc)

⎞

⎠ ,

is minimized. Since the log function is monotonic, this cor-
responds to the minimization of the term

∏
zc∈path

1
agr(zc) or,

equivalently, the maximization of the term
∏

zc∈path agr(zc).
By Definition 17, this term is equal to the agreement of the

path on the original zone graph G. Hence, these enumerated
paths are also the k highest-agreement paths in G. ��

Theorem 5 (Complexity) The worst case execution time of
the k highest-agreement paths algorithm in Fig. 24 is
O(kn(m2 + nlogn)).

Proof Given a dual graph, G ′, with n′ nodes and m′ edges,
Yen’s algorithm would identify the k-shortest simple paths in
G ′ with the worst case time of O(kn′(m′+n′logn′)) [60,73].

Given a graph, G, with n nodes and m edges, the algo-
rithm creates a dual graph, G ′, with at most n′ = n nodes
and m′ = m2 edges. The worst case occurs when a zone in
G with u edges leads to O(u2) individual choices, each with
a corresponding edge in G ′.

In the first phase of the algorithm (Steps 1 through 3), the
dual graph creation costs O(m2) time. In the second phase
(Step 4), given the dual graph, G ′, with m′ = O(m2) and
n′ = n nodes, Yen’s algorithm costs O(kn(m2 + nlogn))

time. Thus, the worst case of the algorithm in Fig. 24 is
O(kn(m2 + nlogn)). ��

Note that, in general, not all nodes and edges on the graph,
G, need to be involved in the enumeration process. In fact,
the only nodes that are relevant for path enumeration are
those nodes that are reachable from the source node, such
that the destination node is reachable from them. A reach-
ability graph (generated off-line) is used to limit the nodes
and edges that are involved in the generation of G ′, reducing
the cost of the candidate path enumeration.

Example 8 (Path queries and results) Figure 25a, b show the
OWL_THING//DogFishShark query specified through
the FICSR interface and two matching, but pairwise conflict-
ing relationship paths on the integrated metadata (presented
in Fig. 15): OWL_THING/Elasmobranchii/Dogfish
Shark with agreement value 0.333 and OWL_THING/

Chondrichthyes/ Elasmobranchii/Dogfish
Shark with agreement value 0.167.
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Fig. 25 A path query specified using the FICSR interface and a,b two
matching, but conflicting paths

6 (Stage 3) Considering multi-path and multi-zonal
integrity constraints

In Stage 2, FICSR enumerated k highest-agreement paths (on
the zone-graph) matching user’s statement of interest. Since
the agreement values for these paths are computed relying
on the initial assumption that the zonal choices are indepen-
dent from each other, however, in Stage 3, FICSR further
considers the effects of multi-zonal path constraints, such as
acyclicity (Fig. 26).

Fig. 26 Roadmap Stage 3 of the process: evaluation of integrity
constraints

Fig. 27 a A zonal conflict between paths p1 and p2; b a cycle due the
subpaths of p1 and p2 and other paths in graph G

Since the paths are weighted using the agreement values
quantifying their likelihoods based on the zone-graph analy-
sis, the conflicts between paths and the multi-zonal integrity
constraints must similarly reflect the likelihood of the con-
flicts. This leads to the concept of degree of conflict between
a set of paths and constraints. We classify conflicts into
two major types and discuss how to compute correspond-
ing degrees of conflict.

Definition 18 (Multi-path zonal conflicts) Given two paths
in their zonal choice representations, p1 = 〈zc1,1,

zc1,2, . . . , zc1,u〉 and p2 = 〈zc2,1, zc2,2, . . . , zc2,v〉, there
is a zonal conflict due to zonal choices, zc1,i and zc2, j , iff
the two zonal choices are in the same zone, Z , but they are
not compatible according to the zonal constraints.

Given two paths p1 and p2, and choices zc1,i and zc2, j

on them (sharing the same zone), the degree of zonal conflict
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between these zonal choices is computed as follows:

con f lictG({p1, p2},ZONE_COMPAT(zc1,i , zc2, j ))

≡ # models o f Z in which (zc1,i ∧ ¬zc2, j ) ∨ (¬zc1,i ∧ zc2, j )

#models o f Z in which (zc1,i ∨ zc2, j )
.

The degree of multi-path zonal conflicts can be computed
efficiently by counting the number of paths (in {p1, p2}) each
zone is involved in. For any zone shared by multiple paths,
any pair of these paths which have conflicting zonal choices
are in zonal conflict. This is illustrated in Fig. 27a.

Definition 19 (Path integrity conflicts) Given a set of paths
P (on a data-graph G) and a constraint �, the degree of
conflict between P and � (denoted as con f lictG(P,�)) is
defined as

|{M |(M ⊇ P is a model o f G) ∧ (M ∪� is inconsistent)}|
|{M |M ⊇ P is a model o f G}| .

Path integrity constraints include limits on path lengths,
reachability constraints between objects, overlap and inter-
section constraints on the paths, and acyclicity constraints
(Fig. 27b). In this paper, we focus on the most common of
these; i.e., the acyclicity constraints:

Definition 20 (Acyclicity conflicts) Let us be given two
paths, p1=n1,1 � · · ·� n1,k and p2=n2,1 � · · ·� n2,l .
Let also, sp1=n1,i � · · · � n1, j and sp2=n2,u � · · · �
n2,v be two subpaths on p1 and p2. As depicted in Fig. 27b,
there exists a cycle involving the subpaths sp1 and sp2 iff

reachable(n1, j , n2,u) ∧ reachable(n2,v, n1,i )

is true in a model of G including p1 and p2. This definition
naturally extends to sets with more than two paths.

Instead of pulling together all evidence (even the very
small contributors) to compute an exact value for the degree
of acyclicity conflict, which may be costly, FICSR relies on
the best evidences (based on the current state of the conflict-
resolution) that can be collected efficiently: in particular, we
define acyclicity conflict on two given subpaths as

con f lictG({p1, p2},NOCYC(sp1, sp2))

≡ agrmax(n1, j � n2,u)× agrmax(n2,v � n1,i ),

where agrmax(n � m) denotes the agreement value of the
best available path from node n to node m. Note that this def-
inition of acyclicity conflict is transient, in the sense that as
the integrated metadata is revised with user feedback, the best
paths involved in the cycle and their agreement values may
change. In Sect. 9, we will discuss how this affects agreement
value re-assessment process.

The value agrmax(n � m) can be efficiently computed
in O(m + nlogn) time using a Dijsktra-based short-path
algorithm [18]. This complexity can be further limited by
observing that given a pair of nodes, the only other nodes

and edges that need to be considered during best-path identi-
fication are those that are accessible from the source with at
least one path and can lead to the destination node. While the
all-pairs accessibility computation is known to be an expen-
sive, O(n3), operation, this can be done off-line and the rel-
evant nodes and edges can be indexed for use in run-time.

Given this, we can state the complexity of acyclicity com-
putation for a given set of paths in terms of the number of
subpaths that need to be considered:

Theorem 6 LetNOCYC be the acyclicity constraint. Let P be
a set of m input paths. Then, the number of subpath conflicts
that need to be assessed, in the worst case, is O(

∏
1≤i≤m

length(pi )
2)

The proof of the theorem follows trivially from the qua-
dratic number of subpaths of a given path. This result shows
that focusing on the context provided by the candidate paths
(as opposed to counting all models) renders the conflict
degree computation process tractable. In fact, we note that
one can further reduce the number of subpaths to consider
by noting that acyclicity shows a monotonic behavior: if a
sub-path induces a cycle, then its subpaths will also induce
at least the same cycle. This leads to the definition of domi-
nating and stabbing:

Definition 21 (Dominating subpath-tuples) Let stx and
sty two m-tuples of subpaths (i.e., each represents m sub-
paths). Then, stx is dominating sty iff ∀1≤i≤m sty[i] ⊆
stx[i].

Intuitively, if sty is dominated by stx, then sty’s sub-
paths (hence the conflicts these paths are involved in) are
more specific. In Fig. 28, the path tuple 〈n1 � n4, m1 � m4〉
dominates the tuple 〈n2 � n3, m2 � m3〉.
Definition 22 (Stabbed subpath-tuples) Letstx andsty be
two m-tuples of subpaths. Then, stx is stabbed by sty, iff
stx is dominating sty.

Thus, in Fig. 28, it is also true that the path tuple
〈n2 � n3, m2 � m3〉 stabs the tuple 〈n1 � n4, m1 � m4〉.

This leads to pruning opportunities, where one can avoid
checking for conflicts for the already dominated sub-paths (if
there is a cycle including dominating sub-paths, then there is
a cycle including the dominated sub-paths (Fig. 28b) or for
the stabbed sub-paths (if there is a cycle including stabbing
sub-paths, then there is a cycle including the nodes contained
within the dominated sub-paths (Fig. 28c). In Sect. 10, we
will evaluate the impact of pruning based on stabbing and
dominating.

Example 9 (Conflicts) As shown in Fig. 25, to help the user,
FICSR also visualizes those zonal choices that are in conflict
with each other, within the context of the given set of results.
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Fig. 28 a Illustration of stabbing and dominating paths: (〈n1 �
n4, m1 � m4〉 dominates 〈n2 � n3, m2 � m3〉) and (〈n2 �
n3, m2 � m3〉 stabs 〈n1 � n4, m1 � m4〉); b domination based
pruning: if the dominating tuple 〈n1 � n4, m1 � m4〉 implies a cycle,
then the dominated tuple 〈n2 � n3, m2 � m3〉 also has a cycle; c

stabbing based pruning: if a stabbing tuple 〈n2 � n3, m2 � m3〉
contains two sub-paths that are invalid due to a cycle, then the stabbed
tuple 〈n1 � n4, m1 � m4〉 also contains two paths that (indirectly)
contribute to a cycle

In Fig. 25, such conflicting zonal choices are marked using
non-straight edges. At this point user may want to learn more
about the cause of the conflict. In that case, user can click on
one of the conflict edges and ask FICSR to focus on the corre-
sponding zone. In Fig. 29a, FICSR shows the user the mutu-
ally-dependent zonal choices (and their agreement values) in
the zone on which the user focused. This figure highlights
the user that there is one more relevant zonal choice, which
is not on the paths of interest but shares the same zone with
the conflicting zonal choices. Thus, user’s corrective feed-
back in this zone must also consider this third zonal choice.
To understand the context of the conflict better, the user can
switch the view to the integrated relationship graph, which
makes it explicit the various dependencies that contribute to
these zonal choices.

7 (Stage 4) User feedback

As discussed in the Introduction, in developing FICSR, our
motivation is similar to those of the IR systems: FICSR
deals with the complexity of the conflict-resolution prob-
lem through a relevance feedback process that enables the
user to explore the alternatives and that lets FICSR to learn
what is relevant to the user through the user feedback pro-
vided during this exploration process. Thus, to resolve the
conflicts identified in the earlier stages, FICSR relies on the
subjective-to-objective information flow (subj → obj), or
the expert’s user feedback (Fig. 30).

In FICSR, the user can provide two types of feedback: rel-
ative or absolute. We, next, discuss both types of feedback
options available to the user.

7.1 Relative feedback

Given the initial set of candidates, relative feedback is
primarily in the form of preferred validity rankings and

assessments. This may include validity order between two
paths (valid(pi ) > valid(p j )), validity order between two
integrity constraints (valid(ck) > valid(cl)), or validity
order between zonal choices (valid(zcn) > valid(zcm)).
These validity assessments describe users’ ranked interpre-
tation of the statements regarding the candidate paths, con-
straints, and conflicts.

7.2 Absolute feedback

User’s absolute feedback can be of two types: precise or
imprecise:

7.2.1 Precise absolute feedback

It is important to note a significant difference between the
treatment of feedback in FICSR and in traditional IR systems.
In the information retrieval context, the user is assumed to be
naive; in other words, the user cannot explicitly state the rel-
evant features to his/her query with ease. Therefore, a major
task in IR systems is to identify the user’s interest indirectly
through examples, without the user making explicit decisions
[74]. Thus a significant part of the effort in IR systems goes
into the transparent learning task, where the user’s feedback
is collected without her explicit selection of relevant features.

In FICSR, on the other hand, the query as well as con-
flicts are known. Furthermore, the user may be an expert,
who can provide conflict-resolution feedback, at least on part
of the integrated metadata. In fact, unlike in IR systems
where the object features used for ranking are mostly hidden
from the user, in FICSR, the user may be able to observe
individual conflicts and provide concrete adjustments, with-
out the system having to learn from examples.

User’s absolute feedback may include validity assessmen-
ts on paths (e.g. valid(pi ) = 0.0), validity of an integrity
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Fig. 29 User focusing on a single zone a on the zonal-choice graph
and b on the integrated relationship graph

Fig. 30 Roadmap Stage 4: user feedback

constraint (e.g. valid(ck) = 1.0), or a validity assessment
on zonal choices (e.g. valid(zcn) > 0.9).

7.2.2 Imprecise absolute feedback

While FICSR allows experts users to provide precise abso-
lute feedback, not all users of the system will be able to
provide such fine-grained input to the system. Thus, FICSR
also allows a more imprecise feedback process where the
user only provides positive or negative assessments of paths
or zonal choices, without having to explicitly quantifying
their judgments. To provide positive feedback, the user sim-
ply picks a path or a zone and marks it positive. Similarly for
the negative feedback. FICSR interprets these as the user’s
intention to improve or degrade the corresponding agree-
ments, respectively.

Given a path or a zonal choice with the current agreement
value, agrcur , a positive feedback is interpreted as the user’s
wish to revise the validities (of the related paths, constraints,
and zonal choices) in such a way that, the agreement of this
path or zonal choice is raised closer to 1.0:

agrnew ≥ agrcur +
(

1− agrcur

α

)
.

A negative feedback for a path or a zone, on the other hand,
is interpreted as the user’s intension to revise all the related
validities in a way that reduces the agreement to a value closer
to 0.0:

agrnew ≤ agrcur

α
.

The parameter α is a decay factor for the feedback. As the
feedback gets older, α increases and, thus, the bound on
the agreement gets relaxed. In the experiments reported in
Sect. 10, we evaluated various decay functions, including
harmonic (1/α = 1/(1 + k)) and geometric (1/α = 1/2k)
decays (1 ≤ k ≤ max _age is the age of the feedback).

Example 10 (User feedback) In Fig. 25, we have seen that,
given a user’s statement of interest, user is informed regarding
the conflicts within the context of her query and, as shown in
Fig. 29, she can observe the reasons of the conflict by focus-
ing on the various aspects of the integrated metadata. At this
stage, FICSR also allows the user to provide her feedback to
leverage users’ expert knowledge in resolving the conflict.
In Fig. 31, we show the user’s feedback as recorded by the
FICSR interface:

– The user has provided a preference between the two con-
flicting paths based on her domain knowledge on Dogfish
Sharks:
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Fig. 31 User feedback (the feedback provided by the user in this stage
is highlighted on the FICSR interface)

valid(OWL_THING/Chondrichthyes/

Elasmobranchii/DogfishShark) ≥
valid(OWL_THING/Elasmobranchii/

DogFishShark)

– The user also stated that based on her domain knowledge
she is quite sure that Holocephali is under
Chondrichthyes in the hierarchy. In other words,
for the zonal choice, zc, corresponding to the IS-A edge
Holocephali � Chondrichthyes, the user pro-
vided the following feedback:

valid(zc) = 0.9.

In Sect. 10, we evaluate the effectiveness of user feedback
process through experiments which show how quickly the
quality assessments of the results improve over iterations of
the feedback process.

8 (Stage 5) Computing validities based on the conflict
assessments and user feedback

In this stage, based on the conflicts quantified in Stage 3 and
the user feedback collected in the previous stage, validities of

Fig. 32 Roadmap Stage 5: Validity assessment based on user feedback
and conflicts

the candidate matches and the constraints involved in them
are re-assessed (Fig. 32). In a sense, the re-assessed validity
values describe how conflict free statements and constraint
are based on the available evidence.

In particular, if the paths returned in the previous stages
are found to imply conflicts when such multi-zonal con-
straints are considered, then this results in the reduction of the
validity assessments of these paths. However, FICSR recog-
nizes that, while they are used to assess the candidate paths,
path constraints obtained from different sources themselves
may require re-assessment (i.e., they may not all be accepted
to be valid in the integrated metadata). When the highest-
agreement paths are conflicting with the available path con-
straints, this may result in either (a) reduction in the validities
of the paths or (b) reduction in the validities of the path con-
straints themselves.

Since the conflict and agreement values associated with
the paths and constraints are non-boolean, we cannot rely
on boolean, model-based schemes to assess their validities.
Thus, instead of relying on a commonly used, maximal
clique-based formulations (as in [51]), FICSR computes
validity values by translating the available agreement and
conflict evidences into a numeric optimization program based
on the evidences’ fuzzy interpretations.

8.1 Background: fuzzy model and numeric representation

A fuzzy set, F , with domain D is defined [75] using a mem-
bership function, F : D → [0, 1]. A fuzzy predicate corre-
sponds to a fuzzy set; instead of returning true(1) or false(0)
values for propositional functions, fuzzy predicates return the
corresponding membership values (or scores). Fuzzy clauses
combine fuzzy predicates and fuzzy logical operators into
complex fuzzy statements. Like the predicates, the fuzzy
clauses also have associated scores. The meaning of the fuzzy
clause (i.e., the score it has, given the constituent predicate
scores) depends on the semantics chosen for the fuzzy logi-
cal operators,¬,∧, and ∨. It is well established that the only
fuzzy semantics which preserves logical equivalence of state-
ments (involving conjunction and disjunction) and is also
monotonic is the min semantics, where a ∧ b = min(a, b),
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a ∨ b = max(a, b), and ¬a = 1− a. Therefore, FICSR uses
fuzzy min semantics to translate the knowledge about the
metadata into fuzzy clauses.

In this section, we first articulate the basic postulates that
any statement in the merged metadata needs to obey to be
accepted valid. These postulates enable us to derive state-
ments that can be represented in the form of a numeric pro-
gram based on the min interpretation of the underlying
logical statements. The postulates that we derive are of the
form a → b, where a and b are logical statements (or
clauses). The predicates involved in the logical statements
are not binary but of fuzzy nature; therefore, when we treat
a and b as fuzzy clauses, each clause returns a score (µ(a)

and µ(b), respectively). Thus, we can interpret the statement
a → b as the requirement that the membership of fuzzy
clause a is dominated by the membership of the fuzzy clause
b. Since postulates are statements of axiomatic nature, we
treat this statement as an inequality µ(a) ≤ µ(b) that needs
to be enforced by a numeric program.

8.2 Postulates of conflicts and validity

The following postulates characterize the dependencies
between validities of zonal-choices, paths, and constraints:

Postulate 1 (Zonal conflicts and validity) If two given paths
are conflicting within a zone, then the corresponding zonal
choices cannot be simultaneously valid: i.e., it holds that for
a given pair of paths, p1 and p2, for all corresponding pairs
of zonal choices, zc1 and zc2,

valid(zone_con f lict (zc1, zc2)) →
¬ valid(zc1) ∨ ¬valid(zc2).

This means that any zonal-conflict observed within a given
set of paths of interest needs to be resolved by adjusting valid-
ities of the zonal choices involved in the conflict.

Based on the fuzzy interpretation of the left and right
clauses of this postulate, we associate to this postulate the
following inequality:

0 ≤ penaltyzone(zc1, zc2) ≤ max((1− valid(zc1)),

(1− valid(zc2))).

Here, penaltyzone(zc1, zc2) is a shorthand for valid
(zone_con f lict (zc1, zc2)).

Postulate 2 (Path constraints and validity) If a given set of
paths and a path constraint are in conflict, then it cannot
be true that all paths and the constraint are simultaneously
valid: i.e., it holds that for a given set, P, of valid paths and
a path integrity constraint, �, violated by the subpath tuple

st from P,

valid(�_con f lict (st))→
⎛

⎝
∨

st[i]∈st

¬valid(st[i])
⎞

⎠

∨¬valid(�(st)).

This means that any path-conflict, with a constraint �,
observed within a given set of paths of interest needs to be
resolved by adjusting validities of the sub-paths involved in
the path-conflict or by re-assessing the validity of the con-
straint � itself.

Once again, based on the fuzzy interpretation of the left
and right clauses of this postulate, we need to enforce the
following inequality:

0 ≤ penalty�(st) ≤ max

(
max

st[i]∈st
(1− valid(st[i]))

)
,

(1− valid(�(st))).

Here, penalty�(st) is a shorthand for the term valid
(�_con f lict (st)).

8.3 Validity and agreement

While the above postulates relate the validity assessment of
constraints with the validity assessments of the correspond-
ing zonal choices and the subpaths that are involved in these
conflicts, they do not directly contribute to the quantification
of the validities. We note that both agreement and validity val-
ues, in fact, assess the preferred order of statements on the
integrated metadata, based on different evidences. Agreement
values provide a ranking based on the zonal graph analysis,
while validity values reflect the effects of constraints on the
metadata. While they are based on different evidences, it is
naturally desirable that in a properly integrated metadata,
the corresponding rankings of the statements are compati-
ble (i.e., both evidences are compatible). This leads to the
following desideratum:

Desideratum 2 (Validity-agreement correspondence) For
any statement, S, about the metadata with a quantifiable
agreement value, it should be that

valid(S) ∼ agr(S).

While this desideratum can be used to relate the validi-
ties of paths to their agreements, it does not help in relating
the validities of the paths to the validities of the constituent
zonal choices. However, since we cannot set validity of a
path independent of the validities of its zonal choices, we
need an explicit constraint to enforce this requirement. Since
the agreement of a path is defined in terms of the multipli-
cation of the agreement of its zonal choices, it is natural to
relate validity of a path to the validities of its zonal choices
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in a similar way. For this (as in Sect. 4.3, where we have
converted the multiplicative formula of path agreement into
an additive formula for algorithmic purposes), we once again
use an additive formula to represent the constraint numeri-
cally. This equivalent formulation helps in efficient compu-
tation of validities. To linearize the numeric constraint on the
validity of a path, we first define the concept of normalized
agreement:

Definition 23 (Normalized agreement) Given a statement,
S, and its agreement value, aS , the normalized agreement
value, norm(aS), of S is defined as

norm(aS) =
(

1− log(aS)

log(amin)

)
,

where amin > 0 is the smallest (non-zero) agreement value
in the system.

Note that for the statement with the smallest agreement,
amin, the normalized agreement value is equal to 0. On the
other hand, for any statement, S, with objective agreement
value aS = 1, the value of norm(aS) is also equal to 1. This
implies that for all input statements, their normalized values
are between 0 and 1 and increase monotonically with their
agreement values.

Since the relationship between agreements and normal-
ized agreements is monotonic, we can suitably revise Desid-
eratum 2 in terms of normalized agreement values.

Desideratum 3 (Validity-agreement corresp. (revisited))
For any statement, S, about the metadata with a quantifi-
able agreement value, it should be that

valid(S) ∼ norm(agr(S)).

Given this, we can state the following correspondence
between the validity of a given path and the validities of
its zonal choices.

Proposition 2 (Zonal choices and path validities) A path’s
validity is related to the validity of its zonal choices; in par-
ticular, for any path, p, the following equation holds:

valid(p) = 1+
∑

zc∈zonechoice(p)

(valid(zc)− 1).

Proof Desideratum 3 and the fact that agr(p) =∏
zc∈zonalchoices(p) agr(zc) together imply that

1− log(agr(p))

log(amin)︸ ︷︷ ︸
valid(p)

= 1−
⎛

⎝
∑

zc∈zonalchoices(p)

log(agr(zc))

log(amin)

⎞

⎠

The left hand side of the equation can be rewritten as

1+
∑

zc∈zonalchoices(p)

⎛

⎜⎜⎜
⎝

(
1− log(agr(zc))

log(amin)

)

︸ ︷︷ ︸
valid(zc)

−1

⎞

⎟⎟⎟
⎠

.

Thus, valid(p) = 1+∑
zc∈zonechoice(p) (valid(zc)− 1).

��

8.4 Numeric optimization program

FICSR computes the validities (of paths, zonal choices, and
constraints) by translating the available agreement and con-
flict evidences into a numeric program. Figure 33 shows how
the various constraints described earlier in this section are
coded by FICSR. Note that, given a set of paths matching
the statement of interest, any feedback (and the supporting
validity values and equalities) relevant to the optimization
task is also included in the program. This includes directly
relevant (i.e., containing any zonal choice in ZC) as well
as indirectly relevant (i.e., having a potential effect on any
zonal choice in ZC through the dependency graph shown in
Fig. 34) feedback.

The numeric program may be satisfied in multiple ways.
Naturally, FICSR is looking for a solution which maximizes
the validities of the statements while matching the validity-
agreement correspondence (Desideratum 3), as best as pos-
sible. Thus, given the numeric optimization program, FICSR
searches for a solution, where validities of constraints are
maximized; i.e.,

∑

ic∈I C

valid(ic)

︸ ︷︷ ︸
integri t y constraints

is large. Simultaneously, validities of the various statements
all need to satisfy Desideratum 3; i.e., the validity values need
to match the normalized agreement values computed on the
zonal graph. In other words,

∑

zc∈ZC

|valid(zc)− norm(agr(zc))|
︸ ︷︷ ︸

zonal constraints

,

∑

χ∈ZoneCon f

|penaltyzone(χ)− norm(con f lictG(χ))|
︸ ︷︷ ︸

zonal con f licts

,

∑

ξ∈PathCon f

|penalty�(ξ)− norm(con f lictG(ξ))|
︸ ︷︷ ︸

integri t y con f licts

are all low. This is achieved by merging the above criteria
in an objective function, which an optimizer can take as
input.

Note that these terms can be weighted in the objective
function differently. For example, to enable the user to
explore the alternatives more freely and provide more
informed decisions regarding the validities of the paths and
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Fig. 33 Numeric program capturing the validity postulates

Fig. 34 Overview of the validity dependency graph

constraints, the term which maximizes integrity constraints
validities may be left more flexible in the initial cycles of the
feedback process. As user gets more knowledgeable and cer-
tain, the weight distribution can be changed and strengthened
incrementally. This is similar to the way IR systems approach
to the assessment of features whose relevance are not known
in advance [74]. In the next sections, we will describe Stage
6, where the system updates the metadata by propagating the
validities back to the metadata and informs user to support
her exploration and feedback.

9 (Stage 6) Propagating validities onto the metadata
and enabling system feedback

Once the validity values are obtained by solving the opti-
mization program and the objective function formulated in
Stage 5, the next step in the feedback process is the recom-
putation of the agreement values of the zonal choices based
on their validity assessments (Fig. 35). After this, the query
results can be re-ranked or the user can be provided with an
entirely new subset of results based on the new agreement
values.

Fig. 35 Roadmap Stage 6: Re-assessment of zonal choices

9.1 (Stage 6a) Agreement computation based on validities

For a given statement, S, (about paths, zonal choices, con-
straints, or conflicts) with an updated validity value, νS,new,
FICSR first computes a new agreement value, agrS,new,
reflecting the validity of the statement:

agrS,new = norm−1(νS,new) = e(1−νS,new)×(log(amin)).

Here amin is the minimum agreement value used during the
normalization of the agreement values in Stage 4. Note that,
once again, this relationship between agreement and validity
reflects Desideratum 3, introduced in the previous section.

Example 11 (Agreement recomputation based on validities)
Figure 36 shows the new agreement values and the new rank-
ings of the paths and zonal choices, re-assessed based on the
user feedback provided in Fig. 31 and based on the validity
postulates and validity-agreement correspondence desiderata
discussed in the previous section.

9.2 (Stage 6b) Zone re-assessment

It is however, possible that for some of the zones, the new
agreement values of the zonal choices computed based on
the user feedback are not compatible with the underlying
zone-graph. For example, while the original description of
a zone includes a positive coordination indicating that two
zonal-choices have to both hold in the metadata, conflict anal-
ysis and user feedback may dictate that both zonal choices
cannot be simultaneously valid. Thus, FICSR needs to dis-
cover appropriate choice and coordination constructs to help
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Fig. 36 Agreements are recomputed based on the validities reflecting
user feedback and conflict assessments (the updated values and rankings
are marked with arrows superimposed on the FICSR interface screen-
dump)

the user revise the integrated metadata and its relationship
graph.

Algorithm 3 (Zone re-assessment and integrated relation-
ship graph revision) Given

– a zone Z,
– its zonal choices Z = {zc1, . . . , zcz},
– the corresponding agreements: agr() denote the agree-

ment values (some of which possibly revised during Stage
6a to reflect user feedback), and

– the set, Z ′ ⊆ Z , of zonal choices whose agreements are
modified due to the user/feedback conflict analysis

let

– sharenew[] be an array with indexes from {0, 1}z and val-
ues in the range [0, 1]. Intuitively, the indexes for the array
denote the individual regions of the Venn diagram repre-
senting the zone (see example in Fig. 37). Each array posi-
tion gives the relative size of the corresponding region.
For u ∈ {0, 1}z , if u[i] = 1, then the region is contained
within the zonal choice, zci ; otherwise, u is outside of the
zci .

– shareold [] be an array with indexes from {0, 1}z and
values in the range [0, 1]. The array shareold [] contains
the sizes of the relative regions of the zone from the last
iteration for this zone.

To re-assess the zone, Z, and compute new agreement values
for its zonal choices, we create the following optimization
problem:

1. Zonal choice agreements and the corresponding shares
of the model space: For any zonal choice, zci , the revised
agreement value should be equal to the sum of the rele-
vant sharenew values:

agrnew(zci ) =
∑

u∈{0,1}z s.t. u[i]=1

sharenew[u].

2. Agreement values before and after re-assessment: For
any zonal choice, zci �∈ Z ′, not affected from the feed-
back process, the re-assessed agreement values should
be proportional to the old agreement values: i.e.,

agrnew(zci ) ≥ s1 × agr(zci ).

for some scaling variable, s1 ≥ 0.
For any zonal choice, zci ∈ Z ′, the re-assessed agree-
ment values should be proportional to the agreement val-
ues computed during the feedback process:

agrnew(zci ) = s2 × agr(zci ).

for some scaling variable, s2 ≥ 0.
3. Shares of a zone: For a given zone, the sum of the share

for all Venn diagram regions add up to 1.0:

∑

u∈{0,1}z
sharenew[u] = 1.0.

4. Preservation objective: Intuitively, unless there is a sig-
nificant change, we would like to preserve the existing
choice and coordination semantics for the zone. This
involves ensuring that, after the update, the exclusive
regions (with zero models) of the Venn diagram stay
exclusive (i.e., with zero models) and vice versa.
In addition, any agreement value computed during the
feedback process should be preserved as much as possi-
ble. This means that the scaling factor s2 should be close
to 1.0.
We can state these preservation principles with the
following objective function:
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Fig. 37 a The Venn diagram of acceptable interpretations for the
three interdependent zonal choicesOWL_THING/Elasmobranchii,
Chondrichthyes/Elasmobranchii, andChondrichthyes/

Holocephali (regions with 0s denote the zonal choice configurations
that are forbidden per the choice and coordination constructs for this
zone (Fig. 29b); b the scores computed for each region of the Venn dia-
gram based on the agreement values updated based on user feedback
and intended choice and zonal coordination semantics of the zone

O B J = minimize |s2 − 1|
+

∑

u∈{0,1}z s.t. shareold [u]=0

sharenew[u]

+
⎛

⎝−
∑

u∈{0,1}z s.t. shareold [u]�=0

sharenew[u]
⎞

⎠.

The above objective function and zonal choice agreement
equations are solved for obtaining the most suitable sharenew

value for each region u of the zone.
If O B J is non-zero, then the original structure of the zone

and the zonal choice agreement values computed based on
the user feedback are in disagreement and the integrated
relationship graph needs to be revised.

In what follows, we use an example to illustrate the zone
re-assessment process.

Example 12 (Zone re-assessment) Let us reconsider the three
interdependent zonal choice agreement values, all updated
based on user feedback (Fig. 36, Example 11):

– 0.361 for OWL_THING/Elasmobranchii,
– 0.361 for Chondrichthyes/Elasmobranchii,

and
– 0.9 for Chondrichthyes/Holocephali.

Figure 37a shows the Venn diagram of acceptable interpre-
tations for these three interdependent zonal choices. We can
relate the different regions of the Venn diagram in terms of
the agreement values of the corresponding zonal choices:

– A + B + C + D = 0.361× s2

for OWL_THING/Elasmobranchii,

– B + G + D + E = 0.361× s2

for Chondrichthyes/Elasmobranchii,
and

– C + D + E + F = 0.9× s2

for Chondrichthyes/Holocephali.

In addition, we can restate the coordination requirement
underlying this zone (Fig. 29b) as follows:

– C + F ∼ 0 for the implication coordination between
Chondrichthyes/Elasmobranchii and
Chondrichthyes/Holocephali
(Chondrichthyes/Holocephali is valid whenever
Chondrichthyes/Elasmobranchii is valid, but
not vice versa).

– A, B, D, E , and G that used to add up to 1.0 do not
decrease significantly unless required by the feedback.

Thus, to obtain a solution that best matches the coordina-
tion requirement of the zone, FICSR runs an optimization
problem with the three equalities listed above and the fol-
lowing objective function, which represents the coordination
requirements:

objective : minimize (O B J = |s2 − 1|
+C + F

−A − B − D − E − G).

Figure 37b shows a result with minimal O B J value. Accord-
ing to this, after reassessment, the agreements of the zonal
choices are as follows:

– 0.286 for OWL_THING/Elasmobranchii,
– 0.286 for Chondrichthyes/Elasmobranchii,

and
– 0.714 for Chondrichthyes/Holocephali.

Note that, the value C + F is equal to 0.428 (>0), thus, the
newly computed zonal choice agreement values imply that
the structure of the zone needs to be revised.

9.3 (Stage 6c) Metadata revision with user input

If the re-assessment of the zone highlights a mismatch
between the initial assumptions and the revisions made based
on feedback and conflict analysis, then alternative interpre-
tations of the result are visualized to the user in the form
of relationship graphs with appropriate choice and coordi-
nation constructs (Fig. 38). The user can pick (i.e., commit
to) one of the alternative revisions, suggested by FICSR, for
the integrated relationship graph. If the user is not convinced
with the evidence even though O B J is non-zero, then she
can also choose to work with the original relationship graph.
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Fig. 38 Roadmap Stage 6(c): User’s input on the re-assessment results

If the user decides not to make any revisions in the zone
despite the evidence implied by the zonal choice agreements,
then the zone is visualized with a different color (red; the
shade of the color indicates the severity of the problem) to
remind the user that the structure of the zone and the agree-
ment values of the zonal choices are in conflict.

Note also that, as discussed in Sect. 6 and visualized in
Fig. 27b, changes in the agreement values of some zonal
choices in a given context may have indirect effects on the
agreement values of other zonal choices (and constraints and
conflicts) not considered in that context. To account for this,
before the agreement values are committed, FICSR also high-
lights the user regarding those zones, paths, and queries, that
are not in the current context, but are potentially affected,
based on the dependency graph shown in Fig. 34.

Example 13 (Integrated metadata revision) Let us reconsider
Example 12. As can be seen Fig. 37b, the term C + F has a
score greater than 0 due to F which is now 0.428. This means
that, based on the user’s feedback, the original coordination
specification cannot hold anymore. For example, there can
be models in which Chondrichthyes/Holocephali
is valid while Chondrichthyes/Elasmobranchii is
not. On the other hand, according to Fig. 37b, whenever
Chondrichthyes/Elasmobranchii is valid,
Chondrichthyes/Holocephali is also valid. To
reflect this implication, FICSR corrects the integrated rela-
tionship graph as shown in Fig. 39.

Furthermore, according to Fig. 37b, the new values for B,
C , and D are all 0. This means that there are no models in
which OWL_THING/Elasmobranchii co-exists with the
other choices in the zone. This leads a choice construct in the
revised integrated relationship graph (Fig. 39).

10 Evaluation

We now evaluate the effectiveness and efficiency of the
techniques proposed in this paper.

Fig. 39 The integrated relationship graph is revised through zone
re-assessment analysis, performed to reflect agreement values updated
based on user feedback

Taxonomies. In order to evaluate the proposed algorithms,
we used input taxonomies of varying sizes and varying
degrees of mis-alignments.

We started with three base taxonomies, B63, B127, and,
B255 (of 63, 127, and 255 concept nodes respectively). For
each base taxonomy, Bi , we created two sets of variants, Vi,5

and Vi,15, by randomly re-locating a number of the subtrees
within the base taxonomy. For example, for each variant in
V255,5, 5% of the subtrees in B255 have been re-located.

Then, for each base taxonomy, Bi , and each, Vi, j , of its
variant sets, we picked k (∈ {1, 3, 7}) random variants from
the variant sets and combined these k variants with the base
taxonomy to obtain the integrated taxonomy, Ii, j,k . This gave
us a total of (3 × 2 × 3 =) 18 integrated taxonomies. For
each combination, we repeated this process 5 times to obtain
a total of (18× 5 =) 90 integrated taxonomies.

The three base taxonomies and the 90 integrated taxono-
mies used in the experiments are all available at [1].
Queries. We have generated a random sample of path
queries, of the form “//c1//c2”, where c1 and c2 are con-
cepts in the taxonomy: each query is essentially verifying
whether a concept c2 occurs under c1 in the IS_A hierarchy
and if so it requests alternative explanations (i.e., IS_A paths
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from c1 to c2). Note that, the concept names in the input
taxonomy are all unique to ensure that only one path in the
result set is consistent with the ground truth. This helps with
the interpretation of the effectiveness parameters, such as the
Pearson correlation coefficient which compares the rank of
the paths in the result with their degrees of matches with the
ground truth (see Sect. 10.1 for details). The set of queries
used in the experiments are available at [1].

10.1 Evaluation of the feedback process

Feedback generation. In order to observe the performance
of the feedback process when the users do not necessarily
provide highly informed feedback, we focused on the so-
called imprecise user feedback (Sect. 7.2.2): p of the pro-
vided 10 candidate results are marked for positive feedback
and n results are marked for negative feedback (in the exper-
iments, we varied p and n between 0 and 2).

We simulated user’s judgment using an approach com-
monly applied in IR systems to evaluate relevance feedback
algorithms:

Given an integrated taxonomy, obtained by merging a
base taxonomy and a variant, we used the base taxon-
omy to represent the ground truth, corresponding to the
user’s preference. Results that do not conflict with the
base taxonomy are candidates to be marked as positive
feedback. Results that do conflict with this base taxon-
omy are candidates to be marked as negative feedback.

Thus, the amount of mismatches against the base taxonomy
determines how likely a result path is to be marked as a
positive or negative feedback. However, in the experiments,
we do not assume a perfect user which will always give the
best possible feedback, correctly. For example, a user may fail
to mark the result path with the most mismatches as a nega-
tive feedback, but, instead, may mark another, less conflicted
one. Similarly, the user may mark a path containing some
mismatches as a positive feedback (by error, due to incom-
plete domain knowledge, or because the result set does not
contain any better path). We call this the “coherence” of the
feedback and use a probabilistic model that helps us generate
three different levels of coherence.

In particular, we (a) considered the number of mismatches
each candidate result has against the ground truth and (b) gen-
erated positive and negative feedback randomly but based
on the number of mismatches. More specifically, given a
result path with m mismatches against the ground truth, this
path is assigned a positive score, (1/(m + 1))α , as well as a
negative score, (1/(m + 1))−α , where the parameter α ∈
{1, 2, 3} is the degree of coherence of the feedback: highly-
coherent (α = 3), medium-coherent (α = 2), and low-
coherent (α = 1). Feedbacks are then generated randomly,
based on the positive and negative scores; i.e., a path with a

high positive score is more likely to be returned as a positive
feedback. Similarly, a path with a high negative score is more
likely to be returned as a negative feedback.

For the feedback experiments reported in this section, we
used the base taxonomy, B255, with 255 nodes and a corre-
sponding integrated taxonomy (both taxonomies are avail-
able at [1]). For each query on this integrated taxonomy, the
feedback process is run for 20 iterations and various met-
rics (discussed next) are collected at each feedback itera-
tion. Each data point presented in the feedback performance
figures in this section are obtained by averaging the corre-
sponding performance metric, at the corresponding feedback
iteration count, for three queries on the same integrated tax-
onomy.

Evaluation metrics. In order to evaluate the effectiveness
of the feedback process, we need to observe whether (a)
the objective-subjective correspondence of the rankings
improves through feedback and whether (b) the result that
best reflects user’s judgment appears in the top-k list with a
high agreement value. To quantify these effectiveness crite-
ria, we use the following measures:

Correlation: Given a result path with a system returned
agreement value, a, and with m mismatches with the ground
truth, we expect that the agreement value, a, will be nega-
tively correlated with the number of mismatches, m.

We used two different correlation measures. Pearson cor-
relation coefficient (PCC) is the standard measure of cor-
relation. However, it assumes that the relationship between
the two variables is linear. In FICSR, we do not expect the
agreement and number of mismatches have a (inversely) lin-
ear relationship. On the contrary, we expect that the results
with no (or few) mismatches have very high agreements,
while those results with a large number of mismatches have
very low agreements. Thus, we also computed Kendall-tau
rank coefficient which does not make the assumption of lin-
earity.

Maximum F-measure: A result presented to the user is
good if it has high agreement as well as low mismatch with
user’s ground truth. Given two values 0 ≤ x, y ≤ 1 the F-
measure (defined as 2xy

x+y ), is known to give a high score only
if both x and y are large. Given a result path with m mis-
matches with the ground truth and with agreement value, a,

we quantify the corresponding F-measure value as
2( 1

m+1 )a

( 1
m+1 )+a

.

Given the F-measures of the results, we keep track of the
maximum F-measure, which shows whether the set contains
any result matching the user’s ground truth and with high
agreement value. We expect that the best matching result
will be in the candidate list with a high agreement.

Decay factor. We have experimented with two types of
feedback decay: fast decay (geometric) and slow decay
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General Overview
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Fig. 40 General trend: Kendall-tau and Max-F-Value quickly increase.
The correlation score (PCC) is, as expected, negative (setup: p = 2,
n = 2, highly-coherent feedback, and harmonic decay)

(harmonic). In both cases, the feedback decayed entirely after
3 feedback iterations.

Zonal re-assessment. Although in general we deployed
zonal-reassessment, we have also experimented with cases
where zonal re-assessment was turned off.

General trend. Before studying in detail the effects of var-
ious parameters, we first describe the general trend with a
sample experiment configuration. Figure 40 plots the three
metrics over 20 iterations of the process in a setting where,
at each iteration, 2 positive and 2 negative highly coherent
feedbacks are provided. User feedbacks were decayed har-
monically and zonal re-assessment was applied after each
iteration.

As can be seen in the figure, all three metrics behaved
as expected: both Max-F-value and Kendall-tau values have
quickly risen and stabilized.11 Similarly, the P-correlation
value which was initially close to 0, quickly became nega-
tive, indicating that the agreement values computed by the
system are negatively correlated with the amount of mis-
matches with the user’s ground truth.

Note that the imperfections in the stabilization levels are
due to the fact that the user feedback (even the highly coher-
ent ones) are subject to random errors (modeling oversights
or imperfect knowledge by the feedback provider). As we
will discuss next, these inconsistencies negatively impact the
zonal re-assessment process and prevent obtaining a perfect
correlation between agreement and mismatches. It is how-
ever important to note that, while having high correlation
scores indicates that a given approach works well, ranking all

11 Since the Kendall-tau and Max-F-values behaviors are similar and
since Kendall-tau is higher than the highly strict Max-F-value, in the
rest of the section, we only report Max-F-value scores.
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Fig. 41 Effect of the zonal re-assessment: enforcing that zones are
semantically correct might make it harder to obtain high Max-F-value
(setup: p = 2, n = 2, medium-coherent feedback, harmonic decay)

10 candidate results perfectly according to their mismatches
(i.e., having a perfect Pearson correlation coefficient) is not
necessarily needed as long as the results best matching the
ground truth have high agreements.

Zonal Re-assessment. We first look at the effects of zonal
re-assessment on the P-correlation and Max-F-value scores
(Fig. 41). As described in Sect. 8, FICSR re-assesses zonal
validities after each user feedback: this ensures that the zonal
agreement values are re-computed based on the feedback.
While this ensures semantic coherence of each zone after
the feedback, when user’s feedback contains inconsistencies
(such as when a positive feedback conflicts with the ground
truth or with paths provided as positive feedback previously),
this results in a drop in the Max-F-Value. In this case,12 zonal
re-assessments indirectly affect the agreements of the path
(which is best according to the ground truth) and this reduces
the Max-F-Value score. When re-assessment is turned off
(i.e., conflicts are not considered), there is no lowering of
the score of the best according to the ground truth and the
Max-F-Value score quickly converges to 1.0. This indicates
that, although, semantically incomplete, “no re-assessment”
strategy can be used as a tool to quickly explore alterna-
tives, before re-assessment is turned on to verify the complete
effects of the feedback.

Coherence of feedback. As shown in Fig. 42, coherence
of the feedback had strong impact on the Max-F-Value and
correlation scores. Especially the correlation suffered signif-
icantly when conflicting feedbacks were provided in consec-
utive iterations.13

12 In this experiment, at each iteration, two paths are considered as
positive feedbacks; thus, there is always at least one positive feedback
that conflicts with the ground truth.
13 In contrast, when constant perfect feedback was applied, the
Max-F-Value score immediately jumped to 1.0 (not included in the
figures).
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Effects of the  feedback coherence on correlation and Max-F-Value
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Fig. 42 Effect of the coherence of the feedback: higher coherence
results in better Max-F-Value and correlation (PCC) scores (setup:
p = 1, n = 1, harmonic decay, zonal re-assessment)

Effect of feedback size and type on correlation and Max-F-Value
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Fig. 43 Effect of the amount of feedback: more feedback does
not mean better Max-F-Value; correlation (PCC) improves with
more evidence (setup: medium-coherence, harmonic decay, zonal re-
assessment)

In our experiments, even “high coherence” does not guar-
antee perfect feedback; i.e., some results with high mis-
matches may get marked positive, while some other results
with low mismatches may be marked negative. When the
feedback is handled without zonal-reassessment (the feed-
back is not immediately reflected on the taxonomy at each
feedback iteration), the in-coherence in the user feedback
does not carry much risk and good stabilization is obtained
quickly (Fig. 41). When on the other hand the integrated tax-
onomy is re-assessed at each feedback iteration (e.g. Fig. 42),
removal of the effects of the inconsistent feedback takes more
correct feedback from the user. This results in oscillations.
Indeed, when we look at Fig. 42, we can see that highly
coherent feedback leads to not only better Pearson correla-
tion coefficients and Max-F values, but also relatively more
stable behavior.

Amount of feedback. As shown in Fig. 43, only negative
feedback (0P-1N) is not sufficient. While helping more, only
positive feedback (1P-0N) is also not very effective. Provid-
ing both positive and negative feedback is the best approach:

Effects of speed of decay on correlation and Max-F-value
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Fig. 44 Effect of the feedback decay speed: slower decay provides
better protection against poor feedback (setup: p = 2, n = 2, medium-
coherence, zonal re-assessment)

there is little difference between providing one positive, one
negative feedback (1P-1N) and two positive and two nega-
tive feedbacks (2P-2N). Increasing the amount of negative
feedback (unless this feedback is perfect) might negatively
affect the Max-F-Value, which is high only when the best
path according to the ground truth is also best in agreement
value. In contrast, more evidence through feedback (nega-
tive or positive) slightly improves the correlation score which
considers the quality of the top-10, as opposed to only the
top one.

Speed of decay. Figure 44 shows the impact of different
decay speeds on the evaluation metrics. As can be seen here,
slower (harmonic) decay provides more protection against
inconsistent feedback than faster (geometric) decay. How-
ever, the difference, especially in the case of Max-F-Value,
is not significant.

Summary. The feedback process works well according to
correlation, Kendall-Tau, and Max-F-Value scores, despite
potential inconsistencies in the user feedback. Negative feed-
backs alone are not very effective, but negative and positive
feedback together help improve the scores quickly.

10.2 Evaluation of the execution time

In order to enable effective feedback process, user’s interac-
tions with FICSR need to be in near real-time. In this section,
we evaluate the various steps of the conflict-resolution pro-
cess for efficiency and effectiveness. Experiments ran on a
2.8GHz Pentium with 2GB main memory.

As we mentioned earlier, for each integration combina-
tion, Ii, j,k , we have created five different integrated taxono-
mies. In the experiments reported in this section, each query
is evaluated over these five integrated taxonomies and the
average of the results is used to plot these execution time
figures.
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Fig. 45 A scatter-plot showing
the cost of time analysis:
agreement computation time
against a the number of
relationships (zonal choices)
clustered in a zone and b the
number of edges in it
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Fig. 46 Candidate enumeration
complexity
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Zone analysis. Zone analysis is an off-line process, per-
formed mainly as a first step after the integrated relation-
ship graph construction. While, its cost does not impact the
interaction between the user and the system, too costly zone
analysis would have a negative impact to the overall integra-
tion process. Figure 45 plots the time it takes to analyze a
given zone for the agreement values of its zonal choices as a
function of the zone’s structure.

Figure 45a shows the relationship between the agreement
computation time and the number of relationships (zonal
choices) coordinated within the zone. As expected, the cost
of zone processing (i.e., finding alternative interpretations of
a set of mutually dependent relationship) increases quickly.
This supports our motivation for aiming to split the inte-
grated relationship graph into small size zones as opposed to
holistic processing of the entire integrated graph. Figure 45a
also shows that for zones with up to 15–20 mutually depen-
dent relationships, the cost of zone analysis stays <= 10 s,
while for more realistic scenarios with ∼5 mutually depen-
dent relationships, the per-zone cost of analysis requires less
than 100 ms.

Figure 45b looks at the relationship between the agree-
ment computation time and the number of edges in the zone.
Note that, given a number of zonal choices, a bigger number
of edges indicates more conflicts and mutual dependencies.
As Fig. 45b shows, the relationship between the number of
edges and the time to analyze a given zone is similar to the

relationship between the number of zonal choices and the
time, depicted in Fig. 45a. The “# edge vs. time” curve has a
correlation value of 0.59 as opposed to 0.42 for the “# rela-
tionships vs. time” curve. This highlights that the number of
edges (i.e., number of mutual dependencies) is a better indi-
cator of the complexity of a given zone than the number of
zonal choices in it.

Candidate enumeration. Figure 46 presents the execution
times for candidate enumeration phase. The scatter-plot in
Fig. 46a depicts the enumeration time against the candidate
results returned for different integration scenarios. The enu-
meration time is (as expected) linearly correlated with the
number of candidate matches. The figure also shows that
the fragment of the data involved in enumeration affects the
complexity.

To further observe this effect, in Fig. 46b, we compare the
observed per-candidate enumeration time with the estimated
worst case time complexity according to Theorem 5. The
results show that the measured time is indeed upperbounded
by the predicted values. It is important to note that, in the
experiments, the per-candidate enumeration time was less
than 100 ms, even for highly-conflicting, highly-dense data
neighborhoods.

Validity analysis and feedback generation. For validity
re-assessment through numeric programming, we employed
a constraint solver and optimizer (LINGO) to observe the
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Time vs. #of constraints in the fuzzy 
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Fig. 47 Scatter-plots showing validity analysis complexity (each point
represents a single case); the two parameters have a correlation of 0.64

time required to solve the optimization problem described
in Sect. 8. Figure 47 presents the results. In Fig. 47a, we
plot execution time against the number of (zonal and path
integrity) constraints required. As can be seen in the figure,
the observed times were monotonically correlated with the
number of constraints involved. Although they reached 45 s
in one extreme case with >800 constraints, the times were
mostly under 20 s.

As we mentioned in Sect. 6, however, it is possible to fur-
ther reduce the complexity through dominating and stabbing
based heuristics. Figure 48 focuses on a subset of the cases
with around 200 numeric constraints and plots the effects of
pruning (a) on the size of the numeric program, (b) on the
time required for obtaining an optimal solution, and (c) on the
amount of error pruning causes in the value of the objective
function.

As shown in Fig. 48a, both of the pruning strategies led to
significant reductions in the number of numeric constraints
required: from an average of 215 constraints, stabbing-based
pruning (i.e., pruning of the stabbed conflicts) reduces the
program size to an average of 168 constraints, while
dominating-based heuristic (i.e., pruning of the dominated
conflicts) further pushes this value down to 150 numeric con-
straints. Figure 48b shows the impact of this on the average
optimization time. As can be seen here, while the validity
re-assessment time is around 26 s without any pruning, this
value drops 50% to around 13 s on the average by the domi-
nating-based pruning. Finally, Fig. 48c shows the impact of
the pruning on the overall value of the objective function.
As can be seen here, pruning comes with some cost in terms
of acyclicity validities. In particular, the dominating-based
pruning alternative causes an error, in the objective function,
of up to 6.75%, whereas the error due to stabbing-base heu-
ristic is only 3.5%. Both results indicate that although prun-
ing may cause some reduction in the value of the objective
function (i.e., may miss the effects of some constraints), the
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Fig. 48 Effects of pruning by dominating and pruning by stabbing

resulting error is negligible when considered against the time
gains.

11 Related work

Matching. Schema and metadata matching, which provides
the input mappings needed by our feedback-driven integra-
tion approach, takes two or more schemas/metadata and pro-
duces a correspondence between their elements [12,20,23,
50,52–54,59,67].
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We have already discussed some of the more relevant work
[19,21,28,42] earlier in the paper. In this section we provide a
brief overview of some of the other well-known work. SKAT
[54,55] uses first-order logic rules to express match and mis-
match relationships between given ontologies. Clio [35,52]
relies on a name matcher (e.g., user) who provides initial
element-level mapping and a structural matcher (which rea-
sons about the schemas, the semantics of the constraints,
and data design principles, such as “one fact in one place”)
to provide a final mapping. The user is allowed to override
any mappings discovered during the process. There are other
schemes which rely on semi-automated techniques: LSD [20]
uses user-supplied mappings as well as a machine-learning
based training processes to discover characteristic instance
patterns and matching rules to align a new data source against
a previously determined global schema. Reference [53] takes
advantage of the schema structures: considering schemas as
graphs, [53] performs matching node by node, starting at the
top. To be effective, this approach presumes a high degree
of similarity (i.e., low structural difference) between given
schemas. If no match is found for a given node, user interven-
tion is required to select a match candidate. After perform-
ing linguistic matching of the nodes, Cupid [50] transforms
the original schema into a tree and then performs bottom-up
structure matching, based on the similarity of the leaf sets of
pairs of elements. The DIKE system [59] uses the distance
of the nodes in the given schemas to compute the mappings;
while computing the similarity of a given pair of objects,
other objects that are closely related to both, count more
heavily than those that are reachable only via long paths of
relationships. Reference [23] provides a detailed classifica-
tion of techniques, based on various features including sim-
ilarity measures used, underlying matching strategies (such
as name or class similarity), and user involvement.

As we also observe in this paper, initial mappings are
rarely perfect. Some recent work considers leveraging of the
user expertise [40,42] to improve accuracy. In particular, [40]
considers providing users with candidate matches that are in
an order that can provide most accuracy benefit. It proposes
a decision-theoretic framework, based on value of perfect
information (VPI) [69], to order the initial candidate matches.
The user feedback is in the form of match confirmation. In
our paper, on the other hand, we reflect the user feedback
onto the integrated graph for further conflict analysis and
re-assessment.

Managing data with conflicts. Codd introduced the first
null-value formalisms to deal with imprecision in relational
query processing [15]. In particular, he proposed 3-valued
logics to deal with existential nulls; i.e., with those cases
in which it is known that certain values exist, but it is not
known what these values are. In 1980 and 1990, uncertain
information at the data value level has been modeled through

more extended types of nulls [6,7,15,16,30,31,38,39,68].
For instance, in [39] variable equalities, inequalities, and
other constraints associated to the tuples (or to the entire
table) declare acceptable values for such variables. In this
model, every variable substitution that is consistent with the
constraints involving the substituted variable is seen as an
acceptable interpretation of the relation. In 1980, the prob-
lem of dealing with incomplete and/or inconsistent informa-
tion led to multiple model semantics [29], non monotonic
reasoning systems [22], and the theory of belief revision [2].
Zaniolo et al. [76] suggested a nondeterministic approach to
satisfying atoms of a logic program with negation and defined
a choice semantics for such programs. Grant and Minker [31]
represented uncertain knowledge in terms of disjunctive dat-
abases and they developed an algorithm for query answering
in the presence of nulls. Candan, Grant, and Subrahmanian
built on the works of these pioneers to develop a unified
framework for different types of null values using constraints
[10].

The null-value treatment has also been extended to miss-
ing and partial data in semistructured domains [48]. To handle
conflicts and nulls in semi-structured data and XML, in [64],
we presented an assertion-based model which can capture
value- and structure-based nulls. Unlike related work [27,
57] in repairing inconsistencies in XML data using available
external domain knowledge, such as functional dependen-
cies or DTDs, in FICSR, our aim is to maintain the structural
inconsistencies and allow the user to explore, observe, and
resolve conflicts within the context of their statements of
interest and domain knowledge.

In the context of collaborative data sharing, Orchestra
[71] focuses on managing disagreement (at both schema and
instance levels) among different (relational) collaborating
members and addresses the problem of propagating source
updates. Such updates are propagated among participants
through a series of acceptance rules: acceptance of tuples
from other sources is an option encoded within the accep-
tance rules. Consequently, each participant has a (locally)
consistent database instance, containing the set of tuples
(possibly originated from other participants) that it accepts.
Since different sources can have different rules, they can see
different versions of the global data and global consistency
requirement is imposed over the entire system. Unlike the
user feedback mechanisms in FICSR, which enables domain
knowledge in conflict-resolution, in Orchestra acceptance
rules are simply predicated on the fixed trust values and pri-
orities associated to the sources.

In Grant and Minker [32], presents a uniform approach to
the problem of answering queries accessing multiple
information sources. In Bertossi [5], investigates formal char-
acterizations of the notion of consistent data in a possibly
inconsistent database and discusses the complexity of con-
sistent query answering. The work in [5] introduces a number
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of alternative repair semantics, where a repair of a (relational)
database instance is another database instance over the same
database schema, which is maximally close to the given one.
Different repair semantics correspond to a different defini-
tion of the closeness metric. Similarly, in Lenzerini [45],
addresses modeling and query answering complexity issues
in data integration systems. In this context, a global archi-
tecture (mediator) provides a reconciled, integrated, virtual
view over the real data sources. Unlike FICSR, in these and
most other existing systems, integrity constraints are taken as
inherently valid and, thus, the focus is on returning answers
while guaranteeing consistency with respect to the given con-
straints. Instead, FICSR does not take integrity constraints
(which can be source specific) to be inherently true. Instead,
the domain expert is informed of the alternative interpreta-
tions and has the final say in the validity of the integration
constraints, along with the data.

In Pottinger and Bernstein [61], discuss the problem of
merging two models (database schemas, application inter-
faces, UML models, or ontologies) given a set of correspon-
dences among their elements. Similar to our approach, [61]
introduces a graphical representation for the models to be
integrated to support the integration process. In particular,
explicit mapping nodes and mapping relationships represent
the mapping as a first class object. These mapping nodes
(called mapping elements) denote the existence of a map-
ping relation (either an equality relation or a similarity rela-
tion) among the elements in the models to be integrated. For
example, to express the mapping statement that “k elements,
e1, . . . , ek , are to be considered all equal”, a mapping ele-
ment, x , is created and is related (through an equality relation)
to each ei , 1 ≤ i ≤ k. Unlike FICSR, however, mappings are
accepted as certainly holding: they are not associated to any
trust value (i.e., they are all associated to the trust value 1) and
are not revisable. Thus, conflicts arising as a consequence of
the merging phase need to be resolved. The so called “funda-
mental conflicts” (such as the cardinality constraints or the
acyclicity of the IS-A relationships) can be resolved either
automatically by collapsing nodes, or appropriately intro-
ducing new nodes and relationships through some default
strategy or requiring the human intervention. In both cases,
however, there is need for an explicit a priori commitment on
a single model for the integrated metadata. This is a major dif-
ference from FICSR, which instead allows the user to interact,
explore, and provide feedback about the metadata as relevant
to her statements of interest.

Also observing that full integration of multiple data
sources is not always needed, [70] proposes a self-
configuring data integration system. Unlike our work, which
aims to support and leverage users’ domain knowledge, [70]
tries to avoid human effort by automatically creating a proba-
bilistic mediated schema from very few mappings, and com-
puting the probabilistic schema mappings between the source

and the integrated schema. In another recent work, [14] pro-
poses an approach relying on enumeration of multiple pos-
sible integrated schemas (opposite to one integrated schema
capturing multiple world in our work) based on different
mappings. The process described in [14] leverages constraints
provided by the users to avoid full enumeration. Also in
a recent work [66], we discussed challenges in performing
OLAP operations (such as drill-down, roll-up) on integrated
taxonomies. In particular, we proposed algorithms to resolve
conflicts in a way that OLAP operations can be performed
with minimal information loss (in terms of poorly classified
instances).

Uncertain data management. As described in the previous
subsection, uncertainties arising due conflicts in the inte-
grated schema brings new difficulties to query evaluation.
In the literature, various probabilistic models (e.g., Bayes-
ian Networks, Markov models) [9,69] are used to represent
uncertain data. In TRIO [4] system, the existence of alter-
native database instances is captured through the notion of
uncertainty associated to the available data values. An uncer-
tain database represents multiple possible instances, each
representing a possible state for the database. Probability val-
ues capture uncertainty, while lineage captures data items’
derivation and thus provide the “context of validity” for the
derived data and can be used for resolving uncertainty. In
TRIO, probabilities are attached to the possible values asso-
ciated with each attribute in a relational tuple; i.e, uncertainty
and probability are dealt with at the data value level. As in
FICSR, in TRIO the probabilities associated to attribute val-
ues capture the likelihood in the alternative scenarios. Unlike
FICSR, on the other hand, in TRIO the probability values are
taken to be known at the storage time (or derivation time
for derived items), and structural uncertainties (i.e., schema/
constraint-level uncertainty and conflicts and the existence of
alternative relationships among data that might lead to differ-
ent relational schemas) or coordination requirements are not
captured. FICSR instead provides a uniform object centered
model that can express uncertainty both in concepts and in
constraints governing their structural relationships. Further-
more, while in TRIO lineage guarantees that derivations are
coherent, in FICSR, the user can specifically choose to trust
and combine results that are not coherent; i.e., the imper-
fect alignment constraints dictated by the initial mapping
strategy can be overruled by users’ metadata interpretations.
As described earlier, pay-as-you-go systems, such as [70],
also rely on probabilistic models to represent the uncertainty
caused by integration.

Many applications result in uncertain data due to vari-
ous reasons, such as incompleteness of the collected data,
equipment limitations, or data transfer delay. There have been
various attempts to handle such imprecision in data and oper-
ations. Recently, [33] proposed a Monte Carlo based system
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to represent and query uncertain data in a unified manner.
Related problems are studied within the domains of fuzzy
set theory [75], fuzzy relational databases [49], and probabi-
listic databases [44]. In [25], Fagin proposed efficient top-K
query execution algorithms for databases with monotonic
fuzzy queries. This work has been followed by many other
works which extended top-K query processing to different
domains or improved its performance [11,13,26,37,47,65].
Recently, [36] proposed an efficient exact algorithm and a
Poisson approximation algorithm to answer top-k queries
over uncertain data represented using probabilistic confi-
dences at the attribute level. Also in a recent work [65], we
extended top-K query processing to not strictly monotonic
scenarios, including twig queries on weighted graphs.

12 Conclusion

In this paper, we presented innovative techniques to deal with
the computational complexity and the ill-defined nature of the
conflict-resolution task. In particular, we presented a novel,
exploration-based and feedback-driven approach to conflict-
resolution and query processing in the presence of conflicts.
The underlying feedback process relies on a ranked interpre-
tation of the data, as opposed to more traditional model-based
interpretations. The objective-to-subjective correspondence
of the ranked interpretations enables the user to explore the
available data within the context of a statement of interest
and be informed regarding data and relationship-constraints
critical to a given query before providing feedback. In a sim-
ilar fashion, the subjective-to-objective correspondence of
the ranked interpretations inform the system regarding user’s
preferences and domain knowledge within the context of a
query. We provided data structures and algorithms that enable
an efficient and effective implementation of the proposed
feedback cycle in the FICSR system.
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