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Summary of the lectures

• Introduction to intelligent agents

• Formal techniques for modeling agents

logical foundations

BDI models

• Implementing rational agents

• Multi-agent systems

communication languages and protocols
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What is an agent

An agent is a computer system that is situated in some 
environment, and that is capable of autonomous action in the 
environment in order to meet its design objectives.
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In most domains an agent will not have complete knowledge of 
the environment and complete control over it. 

The environment may evolve dynamically independently of the 
agent, and the actions of the agent may fail. In general, the 
environment is assumed to be non-deterministic.

The key problem for an agent is that of deciding which of its 
actions it should perform in order to best satisfy its design 
objectives.
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Intelligent agents
What are the main capabilities an intelligent agent should have?

• Reactivity. Intelligent agents are able to perceive their 
environment, and respond in a timely fashion to changes 
that occur in it in order to satisfy their design objectives.

• Proactiveness. Intelligent agents are able to exhibit 
goal-directed behavior by taking the initiative in order to 
satisfy their design objectives.

• Social ability. Intelligent agents are capable of 
interacting with other agents (and possibly humans) in 
order to satisfy their design objectives.
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Proactiveness mean that the agent has a goal-directed behavior.

If the environment does not change, it is not hard to build a system 
which exhibits such kind of behavior: it can be achieve with a 
procedure in any usual programming language.

In many environments however the agent cannot observe it 
completely, there can be other agents which can change the 
environment, and so on. In such cases an agent must be reactive, 
that is it must be responsive to events that occur in the 
environment, since these events may affect either its goals or the 
assumptions which underpin the procedures it is executing.
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Building purely goal-directed or purely reactive systems is not too 
hard. What turns out to be hard is building a system that achieves an 
effective balance between goal-directed and reactive behavior. We 
do not want our agent to be reacting too often, or, on the other hand, 
to focus on a goal too long.

Finally, social ability means that an agent must be able to act in 
multi-agent environment by cooperating and negotiating with other 
agents in order to achieve its goal. This may require to reason about 
the goals of others, or to share the goals with other agents.
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Agents and objects
There are some obvious similarities between agents and objects: 
both are computational entities that encapsulate some state, are able 
to perform some actions (methods), and communicate by message 
passing.

There are however significant differences:

Objects have no autonomy. If an object o has a public method, then 
any other object can invoke this method, and o, when requested, 
must execute it. On the other hand, if an agent i requests an agent j
to execute some action, it cannot taken for granted that j will 
execute the action (agent j is autonomous).

Objects do it for free. Agents do it because they want to.
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A further difference is with respect to the notion of flexible 
(reactive, proactive, social) behavior. The standard object model 
has nothing to say about how to build systems that integrate these 
types of behavior.
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Agents and Artificial Intelligence (AI)
Are multiagent systems a subfield of AI?

The well-known textbook by Russell and Norvig defines the 
endeavor of AI as one of constructing an intelligent agent.

However:

• AI has largely been concerned with the components of intelligence: 
reasoning, learning, planning, understanding images, … Instead the 
agent field is concerned with entities that integrate these components.

• The vast majority of applications of agents have few AI 
capabilities.

• Classical AI has largely ignored the social aspects of agency.

• Often AI systems are not situated.
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Agents as Intentional Systems

One common approach adopted when discussing agent systems is 
the intentional stance, i.e. agents are endowed with mental states
such as beliefs, desires, wishes, intentions, and so on.

It can be argued if it is legitimate or useful to attribute mental 
states to artificial agents.

John McCarthy distinguishes between the "legitimacy" of 
ascribing mental qualities to machines and its "usefulness".
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To ascribe beliefs, free will, intentions, consciousness, abilities, or wants to a 
machine is legitimate when such an ascription expresses the same information 
about the machine that it expresses about a person. It is useful when the 
ascription helps us understand the structure of the machine, its past or future 
behavior, or how to repair or improve it. It is perhaps never logically required
even for humans, but expressing reasonably briefly what is actually known 
about the state of the machine in a particular situation may require mental 
qualities or qualities isomorphic to them. Theories of belief, knowledge and 
wanting can be constructed for machines in a simpler setting than for humans, 
and later applied to humans. Ascription of mental qualities is most 
straightforward for machines of of known structure such as thermostats and 
computer operating systems, but is most useful when applied to entities whose 
structure is incompletely known.

(McCarthy 1979)
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It is perfectly coherent to treat a light switch as a (very cooperative) agent 
with the capability of transmitting current at will, who invariably transmits 
current when it believes that we want it transmitted and not otherwise; 
flicking the switch is simply our way of communication our desires. However, 
while this is a coherent view, it does not buy us anything, since we essentially 
understand the mechanism sufficiently to have a simpler, mechanistic 
description of its behavior. In contrast, we do not have equally good 
knowledge of the operation of complex systems such as robots, people, and, 
arguably, operation systems. In these cases it is often more convenient to 
employ mental terminology.

(Shoham 1993)
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Modeling rational agents

Often agents are modeled by means of high-level cognitive 
specifications involving concepts such as beliefs, knowledge, 
desires, intentions, …

Here we will focus on belief-desire-intention (BDI) models of 
rational agency. Intuitively:

• beliefs correspond to information the agent has about the world. 
May be incomplete or incorrect.

• desires represent state of affairs that the agent would wish to be 
brought about.

• intentions represent desires that the agent has committed to 
achieve.
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Practical reasoning
The BDI theory of rational action was originally developed by 
Michael Bratman. It is a theory of practical reasoning, which 
focuses in particular on the role that intentions play in practical 
reasoning.

Practical reasoning is reasoning directed toward actions, and 
consists of at least two distinct activities:

• deciding what state of affairs we want to achieve (deliberation)

• deciding how we want to achieve this state of affairs (means-
ends reasoning)
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Example (Wooldridge)
When a person graduates from university, he or she is faced with
some choices. An important choice is to decide what sort of career 
to follow, as an academic or in industry. The process of deciding 
which career to aim for is deliberation. Suppose that you choose to 
pursue a career as an academic.

The next step is to decide how to achieve this state of affairs. This 
process is means-ends reasoning, whose result is a plan. For 
instance the plan might involve first applying to a university for a 
PhD place, and so on. 

After obtaining a plan, an agent will typically attempt to carry out 
(execute) the plan, in order to bring about the chosen state of 
affairs.
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Intentions
Deliberation and means-ends reasoning are computational 
processes. If an agent is situated in a real-time environment, these 
processes must take place under resource bounds. 

Agents cannot deliberate indefinitely. They must stop at some 
point having chosen some state of affairs, and commit to achieving 
that state of affairs. That state of affairs is the agent's intention.

Intentions are pro-attitudes, i.e. they tend to lead to actions. 
If I have the intention to apply for a PhD place, I will execute some action to do 
it.

Intentions must persist, unless there are some reasons to drop 
them. 
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Intentions and beliefs

Usually, if an agent intends ϕ, then it should also believe it.

• Having an intention to bring about ϕ, while believing that you 
will not bring about ϕ is called intention-belief inconsistency, 
and is not rational.

• Having an intention to achieve ϕ without believing that ϕ will 
be the case is intention-belief incompleteness, and is an 
acceptable property of rational agents.
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Properties of intentions

• Intentions drive means-ends reasoning. If I have an intention, 
then I will decide how to achieve it.

• Intention persist. I will not usually give up on my intentions 
without good reasons: typically until I believe I have successfully 
achieved them, or I believe I cannot achieve them.

• Intentions constrain future deliberations. I will not entertain 
options that are inconsistent with my current intentions.

• Intentions influence beliefs upon which future practical reasoning 
is based. If I adopt an intention, then I can plan for the future on the
assumption that I will achieve the intention.
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Commitment strategies

• Blind commitment.
An agent will continue to maintain an intention until it believes the 
intention has actually been achieved.

• Single minded commitment.
An agent will continue to maintain an intention until it believes 
that either the intention has been achieved, or else that it is no 
longer possible to achieve it.

• Open-minded commitment. 
An agent will maintain an intention as long as it is still believed 
possible.
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Agent-based computing
From "Agent Technology: Enabling Next Generation Computing  

A Roadmap for Agent Based Computing"
www.agentlink.org/roadmap

As the computing landscape moves from the focus on the 
individual standalone computer system to distributed, open and 
dynamic systems, we are faced with new technological challenges 
and new opportunities. For instance, Web Services support a 
service oriented view of distinct and independent software 
components interacting to provide valuable functionality.

Agent-based systems have emerged in information technology in 
the 1990s, and represent a new paradigm for software development
aimed at tackling the new challenges.
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Agents as a design metaphor

Agents offer an appropriate way to consider complex systems with
multiple distinct and independent components. Furthermore they 
enable the aggregation of different functionalities that have 
previously been distinct (such as planning, learning, coordination, 
etc) in a conceptually embodied and situated whole.

Agent-oriented software engineering

The main goal is to determine how agent features affect software
engineering, and what additional tools and concepts are needed.

Some areas of interest are: requirement engineering, specification 
and verification techniques, agent-oriented analysis and design, 
agent design patterns, tools to support agent systems development.
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Agents as a design metaphor

Agent architectures

Various styles of architecture have been proposed. They range from 
purely reactive agents that operate in a simple stimulus-response 
fashion, to more deliberative agents that reason about their actions, 
such as the class of BDI agents. In between the two lie hybrid
combinations of both, or layered architectures.

Mobile agent systems

Many researchers see agents as programs roaming a network to 
collect data or implement platform-independent code-on-demand.

Several potential applications of mobile agent systems: management 
of complex distributed networks with differentiated components.
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Agents as a design metaphor

Agent infrastructure

Concerned with developmental and operational support for agent 
systems. 

Middleware technologies have been developed.

A large number of agent development environments and toolkits 
are available (including several implementations of the latest 
FIPA standards).

These technologies rely more and more on existing standards, 
such as XML and RDF (to describe data and metadata) and 
UDDI, SOAP, WSDL (for Web services).
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Agent technologies
Agent-based computing has been a source of technologies to a 
number of research areas, both theoretical and applied.

Multi-agent planning
Development of traditional planning techniques. 
Models of team activity in which agents collaborate towards 
specific objectives.

Agent communication languages (ACL)

The power of agent systems depends on inter-agent communication. 
Common agent languages allow communication among 
heterogeneous agents. Mainly two ACLs have been defined: KQML 
and FIPA ACL (see later).
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Agent technologies

Coordination mechanisms
Various coordination languages and models, and interaction
protocols have been developed.

Matchmaking architectures and algorithms
Matchmakers are agents that maintain a continually updated 
repository of information about agents currently in the system, 
such as their capabilities. (Brokers)

Auction mechanism design
In the very near future, a boom in agent-mediated auctions is 
anticipated.

BISS 2004 27

Agent technologies
Information agents
Information agents typically have access to multiple, 
heterogeneous and geographically distributed information 
sources, in the Internet or corporate intranets, and search for 
relevant information, on behalf of their users or other agents.

Negotiation strategies
Drawing on theoretical economics and game theory, much work 
has been carried out.

Learning
Agents must be able to learn from, and adapt to, their 
environment.
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Applications

Potential applications of agent-based systems can be divided into 
three broad categories:

Assistant agents, such as agents engaged in gathering information 
or executing transactions on behalf of their human principal.

Multi-agent decision systems, where the agents participating in the 
system must together make some joint decisions (e.g. allocate 
resources across a telecommunication network)

Multi-agent simulation systems, used to simulate some real-world 
domain, such as human economies, human and animal societies, 
biological population, road-traffic systems.
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Industrial and commercial applications

Manufacturing: configuration design, scheduling, …

Process control: electricity transportation management, fault 
monitoring and diagnosis in power plants, …

eCommerce: buying and selling goods

Telecommunication: application to services, workflow, …

Supply chain management: aircraft service, …

Entertainment and leisure: computer games and cinema, 
interactive TV, …


