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Chapter 1

Introduction

1.1 Motivations

A database is a model of a portion of the real world. As any other model
of the real world, it attempts to represent in an abstract way a portion of
reality, and the precision of such representation is determined by users and
applications’ needs. A solution to the problem of faithfully represent data is
simply to restrict the data model in order to represent very precisely defined
data.

As it is well known, the standard way of representing and querying very
precisely defined data is very efficiently accomplished by relational databases
management systems (RDBMs): an RBDMS supports the relational model
provided by Codd [24]. It consists of a set of relations – by which users can
represent the data and the relationship among data – and provides high level
languages that allow the user to define the structure of data, access data
and manipulate data. this poses several restrictions to the representation of
imprecise or uncertain data. For example, if a tuple has some attribute’s
values missing or suspect of imprecision, usually this tuple is discarded from
the database.

However, the relational data model is not very well suited for the repre-
sentation of complex and imprecisely classified data like texts, images, sounds
and videos. While in the past such kind of data had limited relevance, the ad-
vent of new applications like multimedia databases and the explosive growth
of the WWW has shown the great impact of imprecisely classified data on
DBMSs.

Analogous problems are faced by classic query languages, when dealing
with complex data like text and images. In fact, the classic relational alge-
bra cannot express queries involving similarity predicates (a similarity based
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8 CHAPTER 1. INTRODUCTION

query retrieves not only the tuples exactly fulfill the selection condition(s),
but also those which approximately match the condition(s)). Furthermore,
the classic relational algebra is unable to express constraints on the cardinal-
ity of the answers, as well as the degree of similarity the items in the answer
should have.

Such shortcomings have been faced by proposing various solutions aimed
to extend the relation data model in order to cope with imprecisely classified
or partially unknown data. While the management of partially unknown
data has led to the development of probabilistic extensions of the relational
model, imprecisely classified data can be managed extending the relational
model with concepts from fuzzy set theory.

Note that the probability based approach and the fuzzy set theory based
approach address rather orthogonal problems. In fact, the probabilistic based
approach assumes that we do not have a total knowledge on the portion of
the real world the database is modeling. Thus, such degree of knowledge can
be encoded as a probability about an event.

On the other side, in the fuzzy set theory approach, the degree of knowl-
edge users have about data is not the main issue addressed. What a fuzzy set
theory database aims to model is the intrinsic imprecision of many features of
the real world. For example, consider a database storing information about
paintings, like author, date of composition, style and color. The information
about color may be not stated as precisely as the others: it could be that
the main color component of a painting is red, but with some shade of blue.
This can be stored in the database by saying that the painting’s main color
component belong to the fuzzy set ‘red’ with degree 0.8. Note that there is
no lack of knowledge about the information concerning the paintings.

More recently, several approaches – differing from both probabilistic and
fuzzy set theory based ones – have been proposed in order to satisfy the
ever growing need for the efficient processing of complex queries involving
imprecise data classification. Mainly, they deal with extensions of the query
language (and various algorithms to implement them) with similarity predi-
cates or new operators.

Such approaches will be surveyed in more detail in Chapter 2. What is
lacking is a single, uniform approach encompassing all the features mentioned
above. The definition of a clear algebraic setting for the management of
imprecise data classification lays, among other things, sound foundations
for the study of algebraic optimization and the definition of a query and
restructuring language for the WWW.
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1.2 Contribution of the Dissertation

We address the issues of imprecision at three different levels. Imprecision
occurs in our model when dealing with values of attributes, in the sense that
values can also be enriched with a fuzzy membership degree (grade, score).
These values and grades are typically computed at data insertion time, when
objects are classified according to some criteria relevant to the specific ap-
plication. In this sense, a grade represents how much an object fits the class’
description. We call this notion value imprecision. Imprecision can also oc-
cur at the tuple level. This is the case when a relation corresponds to a
fuzzy set/concept, and the tuple imprecision tells us how well a given tuple
(object) fits the concept represented by the relation itself. A third form of
imprecision occurs in the case of similarity predicates. In multimedia systems
it is common practice to “extract” features from the multimedia objects, and
then use such features to retrieve objects which are “similar” enough to a
given query object. For instance, in order to support queries based on the
color content of images, a color histogram can be extracted and stored in the
database, at image insertion time. At query time, the same process is applied
to the query image, thus yielding a query color histogram, which can then
be compared, according to some specific criterion, to DB-stored histograms.
In this light, predicates on feature values do not yield a true/false result,
rather hey return a grade which specifies how much two feature values are
similar each other e.g. how much two histograms are similar). The extended
relational algebra we introduce allows queries to deal with all three above
types of imprecision, further it allows to weigh, depending on user’s prefer-
ences, the relevance each of these aspects has in determining the result of a
query. The SAME algebra consists of classical relational operators, properly
extended to deal with imprecise data classification and imprecise predicates,
and of a “Top” operator used to limit the cardinality of the result. For “pre-
sentation” purposes, Top can be parameterized with respect to an arbitrary
user-specified ranking function, which can be used to override the default
ranking criterion provided by tuples’ grades. In general, the grade of a tu-
ple is determined by combining – through logical operators and, possibly,
weights – the grades of attributes, the grades resulting from the evaluation
of predicates, and the original grade of the tuple, as defined at tuple insertion
time. In our algebra, the semantics of the logical operators is not a priori
fixed, rather it can be varied depending on user’s and/or system’s choice.

We introduce equivalence and containment rules for algebra expressions
containing the new operators and weights. Having stated the equivalences
and containments among algebra expressions, we also discuss and give a sim-
ple definition of ‘efficiently evaluable’ expression. In this way, we can express
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simple heuristics for the application of the equivalence and containment rules
in order to find – given an algebra expression E – an equivalent expression
E ′ more efficiently evaluable than E.

We also present a query and restructuring language for the Web, based
on the extended relational algebra. In fact, The explosive growth of Inter-
net has made available to millions of users large amount of data in various
form, e.g., texts, images, sounds and videos. Our query language – called
eWebSQL – extends the Web query language WebSQL [44] with features for
the expression of complex similarity queries to several search engines, the
integration of their answers and the creation of Web pages containing them.

1.3 Dissertation Overview

In Chapter 2, we review the mentioned approaches to imprecise and uncertain
data. In Chapter 3, we present our Fuzzy Relational Algebra. In Chapter
4, we present several equivalence and containment rules for the extended
algebra, along with their proofs. In Chapter 5, we present the query language
eWebSQL. In Chapter 6, we draw some conclusion and direction for future
work.



Chapter 2

Overview of Related Works

In the last two decades, the problem of the representation of imprecisely
classified data has received considerable attention. However, the focus has
been mostly on modeling features and the processing and optimization of
similarity queries has not received much attention. The vast majority of the
works focused on problems related to the representation of imprecision in
databases can be partitioned in two categories: the probabilistic approach
and the fuzzy approach.

The probabilistic approach models imprecision about data as uncertainty.
That is, the basic idea is to assign to every item (an attribute value or a tuple)
a real number between 0 and 1 denoting the probability that the given item
belongs to a proper domain (an attribute domain or a relation).

The fuzzy approach associates imprecision to data considering them as
members of fuzzy sets. Imprecision in the data modeling can occur at at-
tribute level or at tuple level, depending on whether to consider the attribute
domains or the relations as fuzzy sets. Of course, these different levels can
be combined in a single data model, allowing in this way a more complete
modeling of imprecisely classified data.

In the most recent years, the introduction of new applications like multi-
media databases able to pose queries over non-relational kinds of data such
as text, images or videos and the availability, thanks to the Web, of huge
amounts of non-structured, textual data has shown the necessity to further
investigate better ways to efficiently represent and store such kind of data,
as well as the necessity to develop proper query languages. In addition, the
heterogeneity of Web data sources poses compelling questions about their
confront and integration.

In the following, we will present a detailed account of the probabilistic
and fuzzy approaches extending the relational model, as well as other relevant
works that not fit in these two categories.

11
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2.1 Probabilistic Approach

The problem of representing uncertain knowledge using probabilities has been
extensively studied in the AI community On the other side, comparatively
little work has been done on probabilistic databases. One of the first – and
more influential – approaches has been proposed by Barbará et al. [9]. In this
work, the relational data model is extended by associating attribute values
with pointwise probabilities, thus obtaining probabilistic tuples. Probabilis-
tic relations are sets of probabilistic tuples. That is Probabilistic versions of
the relational operators are defined: This approach assumes that the prob-
abilities of events can be precisely determined and the events associated to
attribute values are independent. Another interesting approach, coming from
the IR community, proposes a probabilistic extension of Datalog [34], called
P-Datalog, in which The retrieval process is viewed as computing P (q ← d),
i.e. the probability that the document d implies query q. This approach is
suitable for the treatment of partial knowledge, provided that – as in most
of the probabilistic approaches – probabilistic independence among facts is
assumed.

In [41], Lakshmanan et al. overcome the assumption of independent
events associating the attribute values with probability intervals. In this
way, a single framework within which probabilities occurring in tuples can
be combined according to the known interdependencies among the events.
Probabilistic extensions of the relational operators are also proposed. The
possible lack of independence among events forces the deployment of complex
strategies for computing the probabilities of complex events from the sim-
ple ones, because of the interdependencies of events. Furthermore, simple
equivalence rules among extended relational expressions are studied.

2.2 Fuzzy Approach

Since the early 80’s, the research on fuzzy databases has focused on the
problem of representing imprecision in the data model by means of fuzzy set
theory concepts, and how to express queries involving imprecise terms like
for example ‘high’, ‘medium’, ‘many’, ‘few’ or ‘very’, etc., as in the following
example query: ‘show me all the paintings with ’

Attention has been paid also to the problem on how to design fuzzy
databases. We call such issues fuzzy data representation, fuzzy query and
fuzzy database design. We will discuss them in the following subsections.
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2.2.1 Fuzzy Data Representation

The following are the main approaches of data representation, divided ac-
cording to the way fuzzy set theory is introduced in the data model.

• Fuzzy relation-based approach. In [8, 61], the authors propose an ex-
tension of the relational data model where a tuple belongs to a relation
with a truth degree between 0 and 1. More precisely, a fuzzy relation
r ⊆ D1 × · · · × Dn – where Di, 1 ≤ i ≤ n, are crisp sets – is character-
ized by its membership function µr : D1× · · ·×Dn → [0, 1]. Thus, this
representation assumes that tuple belonging is fuzzy while attribute
values are crisp. A tuple is of the form 〈d1, . . . , dn, µ〉.

• Similarity relation based approach. The data model presented in [14]
differs from the classical relational model in two ways. First, it allows
domains’ subsets as attributes’ values. Second, it introduces similarity
relations among different elements of the same domains. A similarity
relation over the domain D, associates to every pair in D × D a real
number in [0, 1]. By specifying an attribute value and threshold on
its similarity with other values, it is possible to collect items having
similarity greater than the specified threshold.

• Possibility-based approach. The data models presented in [49, 55, 60]
deal with imprecision in attribute values by allowing attributes to take
values from possibility distributions 1 Specifically, a relation r is a sub-
set of Π(D1)×· · ·×Π(Dn), where Π(Di) = {π|πis a possibility distribution onDi}.
A tuple has the form 〈π1, . . . , πn〉, πi ∈ Π(Di).

• Combined approaches. Such approaches are usually intended to rep-
resent imprecision both at tuple level and at attribute level. In [52],
attribute values are possibility distributions and each tuple is extended
with a pair (p, n) to represent tuple belonging in terms of possibility
and necessity. In this way, a tuple looks like 〈π1, . . . , πn, pt, nt〉, where
pt and nt are respectively the possibility and the necessity that tuple t
belongs to the relation.

2.2.2 Fuzzy Queries

The research on imprecision-base queries has usually been conducted ei-
ther for fuzzy databases, for classical ones and for information retrieval sys-
tems also. Within one of the above mentioned data representation models,

1A possibility distribution is for a fuzzy attribute what probability distribution is for a
random variable: it says what is the possibility that the attribute assumes a given value
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imprecision-based data manipulation are based on fuzzy extensions of rela-
tional algebra or calculus. For the fuzzy relation-based approach, [61] has
described a fuzzy relational calculus, [8] have developed a fuzzy relational
algebra extending the classical relational algebra with the specification of an
accepting threshold on the attribute fuzzy degrees. In [15], the authors have
introduced a complete fuzzy relational calculus based on a fuzzy extension of
the classical domain calculus. For the possibility based approach, [49], have
developed a fuzzy relational calculus based on the dual concepts of possibility
and necessity.

In parallel, the research on fuzzy queries against classical relational databases
has received considerable attention. In [12], an extension of SQL with fuzzy
querying capabilities, called SQLf, is proposed. The modeling of fuzzy quan-
tifiers – such as ‘about 10’ or ‘much less than 50’ – has been pursued by
Yaeger in [56]. In addition, in [57] is introduced a weighted operator W
that has a close relationship with fuzzy quantifiers. The weighted opera-
tor is defined as follows: given a list of weights w = 〈w1, . . . , wn〉 such that
wi ∈ [0, 1] and

∑
i wi = 1, for 1 ≤ i ≤ n, then the operator Ww applied to a

set {a1, . . . , an} of real numbers between 0 and 1 is equal to w1b1+ · · ·+wnbn,
where bi is the ith largest element in {a1, . . . , an}. If w∗ = 〈1, 0, . . . , 0〈 and
w∗ = 〈0, . . . , 0, 1〉, then it can be shown that Ww∗(a1, . . . , an) is equal to
max(a1, . . . , an) and Ww∗(a1, . . . , an) is equal to min(a1, . . . , an), which are
the standard interpretations of fuzzy disjunction and conjunction. Thus, by
varying the assignment of weights from w∗ to w∗, it is possible to model a
wide class of weighted connectives ranging from min to max.

2.2.3 Fuzzy Database Design

as in classical relational databases, data redundancy and update anomalies
still exist in fuzzy databases is schemes are not properly designed. Usually,
data dependencies mirror knowledge about real world and are regarded as
integrity constraints for database design. Concerning fuzzy data models,
there has been several efforts to extend data dependencies.

One of the most relevant proposals is due to Raju and Majumdar [50].
In the fuzzy relation based model, they study the decomposition problem
and the extension of the classical algorithm for lossless join decomposition to
fuzzy relation schemas. Analogous results have been obtained for the other
approaches [15, 49, 21].
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2.3 Other Approaches

Besides investigating the probabilistic and the fuzzy approaches, that have
focused on the representation of uncertain and/or imprecisely classified data,
considerable effort has been spent to devise access methods able to effi-
ciently deal with imprecise classification of data and imprecise query matches
[53, 23]. Furthermore, the need of extracting useful information from het-
erogeneous and (possibly) unstructured data (such as text on the Web, for
example) has led to the study of more complex queries than those expressible
in the standard relational algebra. For example, the number of retrieved item
could be too large to be useful, so it is helpful to query for the most relevant
ones, according to some ordering criteria. Furthermore, the user may want
to specify that specified parts of the query are more relevant than others.
Several efforts have been made in order to efficiently cope with particular
issues: Fagin [27] has studied the problem of how to efficiently merge and
sort different ordered list, ranked with various criteria, in order to retrieve
the first k common elements. The naive method of enumerating all the com-
mon elements and then retrieve the first k has linear (in the length of the
lists) worst-case complexity. The A0 algorithm, proposed has on average
sublinear average complexity, provided that the list rankings are mutually
independent. This problem naturally arises when the user has at disposal
different information sources, each one equipped with its ranking criterion
and he – or she – wants to retrieve the top common elements of the lists pro-
vided by the information sources. Dealing with non-classical data, such as
text or images, it often becomes necessary to deal with highly complex selec-
tion predicates. This has a relevant impact concerning optimization issues.
In fact, it could happen that – for example – the heuristic rule consisting
in the “push down” of selection may does not hold anymore. Such topics
are addressed in [20], where the authors propose a technique for finding an
optimal query plan extending the technique used in contemporary commer-
cial systems with polynomial complexity in the number of complex selection
predicates.

The works already cited in this section deal with the processing and op-
timization of single features of the query language, such as the top operator
or the similarity predicates. In the following, we slightly change our point
of view, reviewing two query languages for similarity-based queries. A re-
cent work by Adali et al. [4] addresses issues similar to those developed
in the present work, but important differences exist: they do not consider
user preferences in the query formulation and they are more concerned with
the integration of heterogeneous similarity measures, coming from different
sources, in a common framework.



16 CHAPTER 2. OVERVIEW OF RELATED WORKS

Similarity queries arise even if the database does not store imprecise in-
formation at all, provided that similarity operators are available. this is the
scenario considered by the VAGUE system [47], where, however, important
features are missing, such as user preferences, the Top operator and fuzzy
attributes.

There are no proposals for an uniform data model and query language
expressing all the functionalities, such as new operators extracting the top el-
ements satisfying the query or such as complex selection predicates mentioned
above. Such a data model and query language has to compose imprecision
on data and their classification, specific operators needed to express complex
queries on them and user preferences, and will be studied in the following
chapters.



Chapter 3

The Fuzzy Relational Algebra

3.1 Motivations

In this chapter, we extend the relational data model to capture in a faithful
way the imprecise information encountered when dealing with data objects
like text, images and video using fuzzy logic techniques. Fuzzy logic is well-
suited to handle complex statements on imprecise classification of data and
it is a conservative extension of the Boolean logic, in the sense that it acts
classically in presence of only two truth values [28]. The reason to choose
the relational model is twofold. Firstly, we wish to use a well know model
within a formal setting and a simple, yet powerful query execution model.
Although we are aware of more advanced data models like semistructured or
emerging standards like XML to model multimedia or Web data [16, 13, 54],
we focus here on the relational data model and algebra since we intend to
show how imprecision can be defined and handled in a well know setting. We
believe that our results naturally extend to other data models. Imprecision
occurs in our extended relational model when dealing with attribute values,
in the sense that they are elements of fuzzy domains, i.e., they belongs to
the domains with degree of membership ranging from 0 to 1. These degrees
are computed when data are inserted. We call this notion data classification
imprecision. Imprecision occurs also at query specification time, by using
similarity predicates and allowing the user to express the relevance in the
query of the various values for attributes. We call this notion query impre-
cision. Finally, imprecision occurs at tuple level. The answer imprecision is
computed according to a scoring function that takes into account a weighted
combination of the data classification imprecisions of the attributes’ values
and attaches the resulting score to the corresponding tuple. The weights may
be specified by the user during query definition, thus specifying the relevance

17
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of the corresponding attributes in the computation of the query. We call this
notion answer imprecision. Answer imprecision is very useful in ranking the
tuples computed as result of a query specification. In this way, the overall
answer imprecision associated with the returned tuples is parametric with re-
spect to query requirements as well as to the data classification imprecision.
In the following, the concepts of data, query and answer imprecision will
be implemented through the notions of data relevance (or, attribute score),
query relevance (or, query weighting) and answer relevance (or, tuple score).

3.2 Motivating Example

As our working example, we consider the large repository of text and images
collected in the Uffizi Gallery and in the Louvre Museum Web sites 1. For
instance, the user visiting the Uffizi site has several ways to browse through
the paintings, accessing them by author’s name, by time of composition and
geographical provenance or simply by clicking on the rooms’ map, using the
map shown in Figure 1, and entering the corresponding room where links to
the available paintings are collected.

Figure 3.1: Uffizi Gallery Map (http://uffizi/descrizioneE.html)

No search capabilities over the paintings are provided. In order to pro-
vide these functionalities, we assume that the stored information about a
single painting comprises usual data like the title, the author’s name and the
number of the room where it is exposed. However, there are several other
properties characterizing a painting, such as the color or the texture. It is
worth to note that, such features can be considered as descriptions of the
painting also from a “semantic” point of view (e.g. “This image is quite
red”). This kind of information is not effectively represented nor exploited
by a classical database system. Features can be represented by means of
fuzzy domains, taking into account the intrinsic imprecision arising when
classifying such complex data

For example, a color feature can take values over a domain of colors
C = {c1, . . . , cn}, where each ci is a fuzzy set, like, for instance, the concept
of “red”, which states the how much an object has red color. An object
assumes a value ci with a “score” in the interval [0, 1], which corresponds to

1http://www.uffizi.firenze.it and http://www.louvre.fr, respectively. We will
refer to them writing shortly uffizi and louvre
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the degree of membership to the fuzzy set ci. As an example, a painting can
have its color classified as “yellow” with degree 0.87.

Further, because of the complex nature of multimedia data like, in our
case, images of paintings, similarity techniques are very powerful instruments.
For example, the user can ask about paintings having similar textures or simi-
lar colors. A natural consequence of posing a query with similarity conditions
is the possible large number of returned objects, which may be required to
be ranked, so that, for instance, the most similar paintings come before the
less similar ones. In this view, it is also important to be able to discard the
less relevant objects satisfying the query.

Besides these functionalities, a further capability provided by the Fuzzy
Relational Algebra is the use of weighted queries. Weights can occur in
a query at different levels, thus adding flexibility for the specification of
user’s requirements. For instance, the user may want to retrieve paintings
having similar textures and colors, but specifying that similarity on color
is more important than that on texture. At a different level of weighting,
another interesting example may be the query which retrieves all the similar
paintings from both the Uffizi Gallery and the Louvre Museum, where the
former collection is assigned a higher weight (i.e. importance) than the latter
one. In the following, we will describe informally, but more specifically, some
further sample queries in order to show the expressive power provided by the
use of fuzzy and similarity predicates, as well as of weights.

1. Relational Query. Of course, classical relational queries are expressible.
For example,

“Find all paintings of Leonardo da Vinci in Room 23”.

2. Simple Similarity Query. We want to allow the user to express queries
about attribute values of imprecisely classified data, such as color and
texture of paintings. To this purpose, the algebra is equipped with
fuzzy and similarity predicates. When applied to a painting, a similar-
ity (resp., fuzzy) predicate returns the degree of similarity (resp., the
degree of membership to the fuzzy set), telling how much the feature
of the painting is similar to the specified value (resp., belongs to the
specified fuzzy set). Thus, a simple query containing a fuzzy and a
similarity predicate is:

“Find paintings in the Uffizi Gallery having red color, and texture sim-
ilar to the given input texture value ‘t’ ”.
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3. Weighted Predicate Query. When dealing with scores, it is natural to
allow the user to express the relevance of predicates of a complex query.
Weights are introduced with this aim. Weights are real numbers be-
tween 0 and 1 and sum up to 1. They can be attached to the predicates
of a complex conjunctive query in a way that the resulting score de-
pends on the scores of the predicates with respect to their associated
weights. For instance, a weighted fuzzy query is the following one:

“Find paintings in the Uffizi Gallery having red color and coarse texture.
However, color is twice as relevant as texture”.

4. Weighted Operators Queries. Another case in which the notion of
weight turns out to be useful is when the user wants to combine results
from different sources, emphasizing that these have different relevance
in the query. This situation can be modeled by means of “weighted”
operators. In a similar way to the previous kind of query, the final score
of a complex conjunctive query is computed as a function of the scores
of the component subqueries with respect to the weights specified by
the user. An example of such a kind of query can be the following:

“Find the textures of the paintings in the Uffizi Gallery or in the Louvre
Museum which belong to the Renaissance period. The textures retrieved
from paintings in the Uffizi Gallery have relevance 0.6, while those
retrieved from the Louvre Museum have relevance 0.4”.

As a further example, consider the retrieval of data contained in differ-
ent information sources. In order to illustrate such a query, we assume
that information about the state of conservation of the paintings in
the Uffizi Gallery and in the Louvre Museum are separately available.
Suppose that such a kind of information is represented using a fuzzy
domain of values such as “bad”, “very good”, etc. As an example, a
painting can be in a “good” conservation state with degree equal to
0.75. A query which requires the use of a weighted operator is, for
instance:

“ Find the paintings in the Uffizi Gallery having yellow color and in
a very good state. Having yellow color is relevant 0.7 while being in a
very good state is relevant 0.3”.

5. Threshold Query. The execution of queries using fuzzy and/or sim-
ilarity predicates produces answers containing objects satisfying the
queries with non-zero score. However, it is worth to note that, for in-
stance, a set of retrieved paintings can be arranged in decreasing order
according to their scores and, usually, an high portion of them has a
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low score and therefore are not meaningful. Consequently, we need to
have the possibility of discarding the paintings having a score lower
than a specified threshold. As an example, a query using a threshold
condition is the following:

“Find paintings in the Uffizi Gallery having red color, such that their
scores are greater than 0.8”.

6. Top Query. Even considering threshold queries, it could still be the
case that even this kind of queries yield answers containing too many
paintings or – on the opposite – that even the best scores in the answer
do not satisfy the threshold condition. In this case, it is useful to allow
for the retrieval of the best k objects satisfying the query, where k is
a user specified natural number. For instance, the following defines a
Top query:

“Find the best three paintings in the Uffizi Gallery having color similar
to the given input color value ‘c’ ”.

3.3 The Fuzzy Relational Data Model

Some basic definitions from fuzzy set theory are useful in the present context
[59, 58].

Definition 1 Given a non-empty domain D, a fuzzy subset S of D is denoted
by its characteristic function

µS : D → [0, 1]

assigning to every element d ∈ D its fuzzy membership degree s ∈ [0, 1] to the
fuzzy set F. We say that d belongs to F with score (or degree) s. If s = 0,
we say that d does not belong to F.

As an example of fuzzy set, consider F = {a : 0.5, b : 0.3, c : 0.7, d : 0.7, e :
1, f : 0.1}, where the meaning of c : 0.7 is that c belongs to F with score 0.7.
We briefly introduce some standard notation and definitions.

Definition 2 Given a set of attribute names, A, and a function dom which
associates to each A ∈ A a value domain, dom(A), a (named) relation
schema is formed by a relation name, R, and any subset of attributes X =
{A1, . . . , An} ⊆ A.2 A tuple t = 〈t1, . . . , tn〉 over R(X) is any element of

2We will adopt the conventional list notation for sets, thus writing A for {A} and XY
for X ∪ Y .
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dom(X) = dom(A1) × . . . × dom(An), and t.Ai ≡ t[Ai] denotes the value of
Ai in t. For any Y ⊆ X, t[Y ] denotes the restriction of t on Y .

Our data model extends the relational one by allowing both fuzzy at-
tributes and fuzzy relations. Imprecision at the attribute level is captured by
the notion of fuzzy subset previously presented. We say that Ai is a fuzzy
attribute if its values are pairs of the form Fj : sj, where Fj is a fuzzy subset
and sj ∈ [0, 1]. The two components of Ai can be referred to as Av

i (the
“value”) and Aµ

i (the “score”), respectively. Intuitively, given a tuple t, t.Ai

is interpreted as “t.Av
i is an appropriate value, with score t.Aµ

i , of attribute Ai

for t ”, or, equivalently, that “t fits Av
i with score Aµ

i ”. Imprecision can also
occur at the whole tuple level, and motivates the introduction of fuzzy rela-
tions. A fuzzy relation r over R(X) is defined as a fuzzy subset of dom(X),
characterized by a membership function µr (or simply µ if r is clear from the
context) which assigns to each tuple t a grade µ(t) ∈ [0, 1]. The notation
t.µ will be used with the same meaning of µ(t). We say that t belongs to r
(t ∈ r) iff t.µ > 0, and r is called a crisp instance iff t.µ = 1 for each t ∈ r.

A fuzzy database schema R is a set of fuzzy relation schemas, R =
{R1, . . . , Rn}. A fuzzy database R is a set of fuzzy relations r = {r1, . . . , rn},
where each ri is a fuzzy set of fuzzy tuples t1, . . . , tu, instance of the corre-
sponding schema Ri. The values of the attributes A1, . . . , An of ri range over
fuzzy domains dom(A1), . . . , dom(An). When µi, or µ, is equal to 1, we omit
it.

3.3.1 Similarity Predicates and Formulas

Although from a mathematical point of view there are no connections among
attribute scores µ1, . . . , µn and the tuple score µ, we make the assumption
that the latter is dependent from the former. It seems highly reasonable,
in fact, to assume that the tuple score represents how much the associated
tuple fits a given query, and this degree of fitness clearly depends on attribute
scores, which denote the imprecision occurred in the classification of data.
In order to do this, we give the the definition of evaluation of a tuple with
respect to a logical formula.

Definition 3 A logical formula f is obtained by combining predicates with
logical connectives, respecting the syntax f ::= p|f ∧ f |f ∨ f |¬f |(f), where
p is a predicate. The evaluation of f on a tuple t is a score s(f, t) ∈ S
which says how much t satisfies f . We simply say that t satisfies f iff
s(f, t) > 0. How s(f, t) depends on (the evaluation on t of) the predicates
in f is intentionally left unspecified, in order to achieve parametricity with
respect to the semantics of logical operators. The basic constraint we impose
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is that s(f, t) has to be computed by means of a so-called “scoring function”
[30], sf , whose arguments are the scores, s(pi, t), of t with respect to the
predicates in f , that is:

s(f(p1, . . . , pn), t) = sf (s(p1, t), . . . , s(pn, t)) (3.1)

Besides Boolean predicates, which evaluate to either 1 (true) or 0 (false), we
also consider fuzzy predicates, which respectively apply to fuzzy attributes.
Remind that if A is a fuzzy attribute, then t.A is a pair t.Av : t.Aµ, where
t.Av is (the name of) a fuzzy set and t.Aµ is the membership degree of t in
t.Av. The evaluation on t of a fuzzy predicate q : A = w, where w is a fuzzy
set, is the score s(q, t) = t.Aµ, if t.Av = w, otherwise s(q, t) = 0. The same
applies to the predicate q : A1 = A2. In this case s(q, t) = 0 if t.Av

1 6= t.Av
2,

otherwise the score is computed as a conjunction of the two membership
degrees, that is, s(q, t) = s∧(t.Aµ

1 , t.A
µ
2), where s∧ denotes the And scoring

function.
The equality predicate is not well suited for fuzzy attributes, rather, sim-

ilarity predicates have to be taken into account. Similarity predicates are a
particular kind of fuzzy predicates and we consider those having the form
A ∼ v, where A is a fuzzy attribute and v is a value from the fuzzy domain
dom(A). Being a fuzzy predicate, the similarity predicate A ∼ v on tuple t
returns a score s(A ∼ v, t) saying how much the fuzzy attribute A in tuple t
has value similar to v. Note that if A is a crisp attribute, then A ∼ v can be
safely interpreted as A = v.

3.3.2 Triangular Norms

The interpretation of connectives is provided by a particular kind of functions
called triangular norms, or t-norms for short, whose definition follows.

Definition 4 In the following we restrict our focus on the class F of scoring
functions corresponding to t-norms and t-conorms [37, 28], for which the
And (∧) and Or (∨) operators satisfy the following properties:

1. They are both associative and commutative;

2. s∧(s, 1) = s and s∨(s, 0) = s (boundary condition);

3. s1 ≤ s2 implies that s∧(s, s1) ≤ s∧(s, s2) and s∨(s, s1) ≤ s∨(s, s2)
(monotonicity).

Indeed, note that the monotonicity property assures that the truth degree of
the conjunction is high, given that the relevance degrees of the conjuncts are
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high. Note also the conservation property guarantees that fuzzy conjunction
behaves as the usual boolean conjunction, whenever relevance degrees of
conjuncts are restricted to values 0 and 1. Hence, the fuzzy disjunction can
be safely interpreted via a t-conorm. As to the Not (¬) operator, it is
assumed to satisfy the two properties:

1. s¬(1) = 0 and s¬(0) = 1 (boundary condition);

2. s1 ≤ s2 implies that s¬(s1) ≥ s¬(s2) (monotonicity).

For instance, FS (fuzzy standard) and FA (fuzzy algebraic) [37] semantics
are given by the following set of rules:

FS FA
s(f1 ∧ f2, t) min{s(f1, t), s(f2, t)} s(f1, t) · s(f2, t)
s(f1 ∨ f2, t) max{s(f1, t), s(f2, t)} s(f1, t) + s(f2, t)− s(f1, t) · s(f2, t)
s(¬f, t) 1− s(f, t) 1− s(f, t)

3.4 User Preferences

With a non-Boolean semantics, it is quite natural and useful to give the user
the possibility to assign a different relevance to the conditions he states to
retrieve tuples. Such “user preferences” can be expressed by means of weights,
thus saying, for instance, that the score of a predicate on Color is twice as
important as the score of a predicate on the Texture of an image. The
seminal work by Fagin and Wimmers [30] shows how any scoring function
sf for a formula f(p1, . . . , pn), satisfying some generic properties, can be
properly extended into a weighted version, sfΘ

, where Θ = [θ1, . . . , θn] is a
vector of weights (a “weighting”), in such a way that:

1. sfΘ
reduces to sf when all the weights are equal;

2. sfΘ
does not depend on s(pi, t) when θi = 0;

3. sfΘ
is a continuous function of the weights.

Let si = s(pi, t) denote the score of t with respect to pi, and assume without
loss of generality θ1 ≥ θ2 ≥ . . . ≥ θn, with θi ∈ S and

∑
i θi = 1. Then, Fagin

and Wimmers’ formula is:

sfΘ
(s1, . . . , sn) = (θ1 − θ2) · s1 + 2 · (θ2 − θ3) · sf (s1, s2) +

3 · (θ2 − θ3) · sf (s1, s2, s3) + . . .

. . . + n · θn · sf (s1, s2, . . . , sn) (3.2)
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Although above formula is usually used to weigh the predicates appearing in
a (selection) formula, we extend most of the fuzzy algebra operators allowing
them to incorporate weights. For instance, if we take the union of two rela-
tions, it might be reasonable to require that tuples in the first relation are
“more important” than tuples in the second one. An example where this is
meaningful is when we want to integrate results from different search engines,
but we trust more one than the other.

3.5 Fuzzy Relational Algebra

Basic operators of the Fuzzy Relational Algebra conservatively extend those
of RA in such a way that, if no “imprecision” is involved in the evaluation
of an expression, the semantics of RA applies. Parametricity with respect to
different semantics is achieved by defining the extended operators by means
of the (generic) scoring functions of the logical operators. Thus, if a given
semantics is adopted for formulas, the same is used by the extended oper-
ators, which avoids counter-intuitive phenomena, and preserves many RA
equivalence rules.

In the following, E(X) denotes an expression with schema X, and e =
E[db] is the fuzzy set of tuples with schema X obtained by evaluating E(X)
over the current database db. We say that a tuple t belongs to e (t ∈ e)
iff t.µe > 0 holds. Two tuples t1 and t2 with attributes X are equal iff
t1[Ai] = t2[Ai] holds for each Ai ∈ X. In case of fuzzy attributes, tuple
equality requires that also the attributes’and tuple grades are the same. Two
relations e1 and e2 are equal iff: 1) they consist of the same set of tuples,
and 2) ∀t1 ∈ e1,∀t2 ∈ e2 : t1 = t2 implies t1.µ = t2.µ.

We start by extending “traditional” operators of RA, and then introduce
new operators which have no direct counterpart in RA and giving a simple
example query for each operator.

In order to show the potentialities and flexibility of the Fuzzy Relational
Algebra, we present a fuzzy database called Virtual Museum composed of four
relations containing information about the paintings in the Uffizi Gallery and
in the Louvre Museum, along with the informations about the conservation
state of some of them, and their classification in some artistic movements.
The relational schema of the database is shown below. A partial instance is
shown in Figure 3.2.
UffiziPaintings(PId, Title, Author, Room, Color, Color Histogram, Texture)

LouvrePaintings(PId, Title, Author, Color, Texture)

Conservation(PId, State, Museum)

PaintingClasses(PId, Movement)
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Selection (σ). The Selection operator applies a formula f to the tuples
in e and filters out those which do not satisfy f . The novel point here is
that, as an effect of f and of weights, the grade of a tuple t can change.
Weights can be used for two complementary needs: In the first case, they
weigh the importance of predicates in f , as in [30], thus leading to use the
scoring function sfΘf

in place of sf
3. In the second case they are used to

perform a weighted conjunction, sΘ
∧ , between the score computed by f and

the “input” tuple score, t.µE. This determines the new tuple score, t.µ:

σΘ
fΘf

(e) = {t | t ∈ e ∧ t.µ = sΘ
∧ (s(fΘf

, t), t.µE) > 0} (3.3)

Example 1 Consider the query which returns the paintings in the Uffizi
Gallery having red color and texture similar to the given input value ‘t’.
This can be expressed by the following Fuzzy Relational Algebra query:

σColor=‘red′∧Texture∼‘t′(UffiziPaintings)

Due to the presence of the predicate on Color and the similarity predicate
on Texture, the tuples returned have a score that depend on the grade of
satisfaction of both predicates, i.e. by the conjunction of their scores. By
considering the following similarity table, obtained from the application of
the similarity operator ∼ to the textures of the paintings of the Virtual
Museum (with respect to the given value ‘t’):

∼ t
Texture score
T0001 0.85
T0002 0.58
T0003 0.45
T0004 0.8
T0005 0.6
T0007 0.7
T0011 0.55
T0015 0.72

The returned tuples are given below, where the FS semantics is used to
determine the final scores (s∧ = min)4.

3When using weights, f is restricted to be either a conjunction or a disjunction of
predicates.

4In the following, if not otherwise specified, for score computation we will refer to FS
semantics.
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UffiziPaintings
PId Title Author Room Color Color Histogram Texture µ

P002 Adorazione dei Magi Leonardo 15 red:0.8 C0002 T0002 0.58
P005 Battesimo di Cristo Leonardo 15 red:0.5 C0005 T0005 0.5

Now consider the presence of weights assigned to predicates. The follow-
ing query returns the set of paintings in the Uffizi Gallery having color red
and texture similar to the same value ‘t’ considered above, but predicate on
color is twice as relevant as the predicate on texture. This corresponds to
the Fuzzy Relational Algebra expression:

σ
Color=‘red′

2
3 ∧Texture∼‘t′

1
3
(UffiziPaintings)

The tuples returned are the same as before, except that, due to the effect of
weights, they may have different scores, which are determined by means of
the Fagin’s formula. This is the case of the former tuple:

UffiziPaintings
PId Title Author Room Color Color Histogram Texture µ

P002 Adorazione dei Magi Leonardo 15 red:0.8 C0002 T0002 0.653
P005 Battesimo di Cristo Leonardo 15 red:0.5 C0005 T0005 0.5

Projection (π). As in RA, the Projection operator removes a set of at-
tributes and then eliminates duplicate tuples. Projection can also be used to
discard scores, both of fuzzy attributes and of the whole tuple. In this case,
however, in order to guarantee consistency of subsequent operations, such
scores are simply set to 1, so that they can still be referenced in the resulting
schema. This captures the intuition that if we discard, say, the tuples’ scores,
then the result is a crisp relation, that is, a fuzzy relation whose tuples all
have score 1.

Formally, let e be a relation with schema E(X), Y ⊆ X, and V a set
of v-annotated fuzzy attributes, V = {Av

i }, where V contains exactly those
fuzzy attributes for which scores are to be discarded. Note that V can include
Av

i only if Ai ∈ X − Y . Finally, let F stand for either µ or the empty set.
Then, the projection of e over Y V F is a relation with schema Y W , where if
Av

i ∈ V then Ai ∈ W , defined as follows:

πY V F (e) = {t[Y W ]|∃t′ ∈ e : t[Y V ] = t′[Y V ] ∧ ∀Av
i ∈ V : t.Aµ

i = 1 (3.4)

∧ t.µ = s∨{t′′.µE|t′′[Y V ] = t[Y V ]} if F = µ, otherwise t.µ = 1}

Thus, tuples’ scores are discarded (i.e. set to 1) when F = ∅, whereas they
are preserved when F = µ. In the latter case, new scores are computed by
considering the “parametric disjunction”, s∨, of the scores of all duplicate
tuples with the same values for Y V .
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Example 2 Consider the query which returns the artistic movements such
that there is at least one painting in the virtual museum which can be classified
in. Scores of classification are also required. This can be expressed by the
following Fuzzy Relational Algebra expression:

πMovement,µ(PaintingClasses)

The selected tuples are then (where the s∨ = max scoring function is used):

Movement µ

Renaissance art 0.9
Expressionist art 0.45
Flemish art 0.38
Cubism 0.2
Impressionist art 0.84

Join (./). In the Fuzzy Relational Algebra the weighted (natural) Join is
an n-ary operator5, which, given n relations ei with schemas Ei(X), com-
putes the score of a tuple t as a weighted conjunction, sΘ

∧ (t1.µE1 , . . . , tn.µEn),
with Θ = [θ1, . . . , θn], of the scores of matching tuples. The introduction
of weights in the definition makes the join operator non-associative, thus
making necessary the introduction of an operator with n arguments. The
definition of the n-ary weighted Join operator is:

./Θ (e1, . . . , en) = {t[X1 . . . Xn] | ∃t1 ∈ e1, . . . ,∃tn ∈ en : (3.5)

t[X1] = t1[X1] ∧ . . . ∧ t[Xn] = tn[Xn] ∧ t.µ = sΘ
∧ (t1.µE1 , . . . , tn.µEn) > 0}

Example 3 Consider the query asking for paintings in the Uffizi Gallery
with yellow color (with relevance 0.7) and in very good state of conservation
(with relevance 0.3):

σcolor=‘yellow′(UffiziPaintings) ./[0.7,0.3] σstate=‘very good′(Conservation)

The resulting tuples are the following, where, for space reasons, some
columns are omitted:

PId Title Author Room Color ... State Museum µ

P004 M. del Roseto Botticelli 10 yellow:0.6 ... very good:0.5 Uffizi 0.54
P003 M. d’Ognissanti Giotto 2 yellow:0.85 ... very good:0.7 Uffizi 0.76

5We also use the infix notation, E1 ./[θ1,θ2] E2, when only two operands are present.
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Union (∪). Also the Union is an n-ary operator, where the score of a result
tuple t is a weighted disjunction, sΘ

∨ (t.µE1 , . . . , t.µEn), of the input tuples’
scores:

∪Θ(e1, . . . , en) = {t | (t ∈ e1 ∨ . . . ∨ t ∈ en) ∧ t.µ = sΘ
∨ (t.µE1 , . . . , t.µEn) > 0}

(3.6)
Note that, because of the presence of weights, Union is not associative any-
more, as already noted for the weighted Join operator. This implies that the
n-ary Union cannot be defined in terms of n−1 binary unions, as it happens
in RA.

Example 4 We ask for textures of paintings in the sample Virtual Museum,
such that they belong to the Renaissance movement, and also specifying that
paintings from Uffizi have relevance 0.6 and – consequently – paintings from
Louvre have relevance 0.4. Scores are also required.

πTexture,µ(UffiziPaintings 1 σMovement=‘Renaissance art′(PaintingClasses)) ∪[0.6,0.4]

πTexture,µ(LouvrePaintings 1 σMovement=‘Renaissance art′(PaintingClasses))

The intermediate relations corresponding to the first and the second
operand of the weighted Union are, respectively:

1st Union operand
Texture µ

T0002 0.6
T0003 0.72
T0004 0.52

2nd Union operand
Texture µ

T0002 0.9
T0001 0.75

Since the texture value of the second tuple (T0002) appears in both the
intermediate relations, its score is computed as the weighted disjunction of
the scores of both occurrences:

µ = (0.6− 0.4) · 0.6 + 2 · 0.4 ·max{0.6, 0.9} = 0.84

Then, after the Union, the resulting tuples are the following:

Texture µ

T0001 0.75
T0002 0.84
T0003 0.72
T0004 0.52
T0008 0.9
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Difference (−). Given relations e1 and e2 with schemas E1(X) and E2(X),
respectively, their Difference is defined as:

e1 − e2 = {t | t ∈ e1 ∧ t.µ = s∧(t.µE1 , s¬(t.µE2)) > 0} (3.7)

Example 5 Consider the query which retrieves the PId of the paintings in
the Louvre Museum having texture similar to the given value ‘t’, except those
having a low state of conservation:

πPId,µ(σTexture∼‘t′(LouvrePaintings))− πPId,µ(σState=‘low′(Conservation))

The subexpressions corresponding to the first and the second operand,
respectively, return the following two sets of tuples:

Subtrahend
PId µ

P007 0.7
P008 0.58
P011 0.55
P006 0.8
P001 0.85

Minuend
PId µ

P011 0.35
P008 0.7
P006 0.4

Note that, as an effect of the fuzzy nature of the relation to be sub-
tracted, tuples belonging to such intermediate result are non discarded, thus
producing the following output:

PId µ

P007 0.7
P008 0.3
P011 0.55
P006 0.6
P001 0.85

In order to perform a Boolean Difference, so that tuples of the minuend
are eliminated from the final result, the query should have been expressed as
shown below:

πPId,µ(σTexture∼‘t′(LouvrePaintings))− πPId(σState=‘low′(Conservation))

where the tuples’ scores of the minuend relation are discarded, i.e. set to
1.
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Top (τ). The Top operator retrieves the first k (k is an input parameter)
tuples of a relation e, according to a ranking criterion, as expressed by a
ranking function g. If weights are used to rank tuples according to gΘg , then
g has to be a formula of predicates over the schema of e.6 If e has no more
than k tuples, then τ k

gΘg
(e) = e, otherwise:

τ k
gΘg

(e) = {t | t ∈ e ∧ s(gΘg , t) > 0 ∧ |τ k
gΘg

(e)| = k ∧ ∀t ∈ τ k
gΘg

(e) :

6 ∃ t′ : t′ ∈ e ∧ t′ /∈ τ k
gΘg

(e) ∧ gΘg(t
′) > gΘg(t)} (3.8)

with ties arbitrarily broken. When g is omitted, the default ranking criterion,
based on the score of tuples, applies, thus the k tuples with the highest scores
are returned.

Example 6 Consider the query which returns the best three paintings in the
Uffizi Gallery among those similar to the given color histogram value ‘c’.
Since the ranking criterion of the Top operator is not specified, the tuples are
retrieved according to their scores, as computed by the selection operator.

τ 3(σColor Histogram∼‘c′(UffiziPaintings))

Provided the following similarity table on color histograms of the paint-
ings in the Virtual Museum, with respect to the input value c:

∼ c
Color Histogram score
C0002 0.78
C0003 0.53
C0004 0.9
C0005 0.7
C0015 0.84

the resulting tuples are:

PId Title Author Room Color Color Histogram Texture µ

P015 Annunciazione Leonardo 15 green:0.78 C0015 T0015 0.84
P002 Adorazione dei Magi Leonardo 15 red:0.8 C0002 T0002 0.78
P004 Madonna del Roseto Botticelli 10 yellow:0.6 C0004 T0004 0.9

6If “bottom” tuples are needed, the ranking directive < can be used, written gΘg,<.
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Cut (γ). The Cut operator “cuts off” those tuples which do not satisfy a
formula g, that is:

γg(e) = {t | t ∈ e ∧ s(g, t) > 0 ∧ t.µ = t.µE > 0} (3.9)

Unlike Selection, Cut does not change tuples’ scores. Thus, if g includes
non-Boolean predicates, the two operators would behave differently. How-
ever, the major reason to introduce Cut is the need of expressing (threshold)
conditions on tuples’ scores, e.g. µ > 0.6. Such a predicate cannot be part of
a Selection, since it does not commute with others. This is also to say that
the expressions γµ>0.6(σf (E)) and σf (γµ>0.6(E)) are not equivalent. Indeed,
the first expression is contained in the second one, that is [22]:

γµ>α(σf (E)) v σf (γµ>α(E)) (3.10)

Example 7 The Fuzzy Relational Algebra expression below retrieves only the
paintings in the Uffizi Gallery whose color histogram is similar to the given
value ‘c’ with a score higher than 0.8:

γµ>0.8(σColor Histogram∼‘c′(UffiziPaintings))

As a result of the threshold condition, only two tuples are returned:

PId Title Author Room Color Color Histogram Texture µ

P015 Annunciazione Leonardo 15 green:0.78 C0015 T0015 0.84
P004 Madonna del Roseto Botticelli 10 yellow:0.6 C0004 T0004 0.9

Two other operators of the Fuzzy Relational Algebra, which can be de-
rived from those already introduced, are:

Boolean difference (
B

−) The Boolean difference behaves “as expected”, in
that if a tuple t belongs to both e1 and e2, then it is not part of the
result, regardless of its scores (in general, this is not the case for the
Difference), that is:

e1

B

− e2 = {t | t ∈ e1 ∧ t /∈ e2 ∧ t.µ = t.µE1 > 0} (3.11)

Boolean difference can be defined in terms of other operators as e1

B

−
e2 = e1 − πX(e2), thus simply discarding the scores of the tuples in e2.
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Intersection (∩) The Intersection is defined as:7

e1∩[θ1,θ2]e2 = {t| t ∈ e1∧t ∈ e2 ∧ t.µ = s
[θ1,θ2]
∧ (t.µE1 , t.µE2) > 0} (3.12)

where e1 and e2 have the same set of attributes. It can be shown that:

e1 ∩[θ1,θ2] e2 = (e1

B

− (e1

B

− e2)) ./[θ1,θ2] (e2

B

− (e2

B

− e1)).

7For simplicity, we give the definition of binary Intersection, the n-ary case requiring a
much more complex expression using Join and Boolean difference.
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UffiziPaintings
PId Title Author Room Color Color Histogram Texture

P015 Annunciazione Leonardo 15 green:0.78 C0015 T0015
P002 Adorazione dei Magi Leonardo 15 red:0.8 C0002 T0002
P005 Battesimo di Cristo Leonardo 15 red:0.5 C0005 T0005
P004 Madonna del Roseto Botticelli 10 yellow:0.6 C0004 T0004
P003 Madonna d’Ognissanti Giotto 2 yellow:0.85 C0003 T0003

LouvrePaintings
PId Title Author Color Texture

P007 La belle jardiniere Raffaello red:0.78 T0007
P008 La Joconde Leonardo black:0.6 T0002
P011 Venus Il Correggio yellow:0.6 T0011
P006 L’Apparition Annibale Carracci yellow:0.75 T0004
P001 La Charité Andea del Sarto blue:0.67 T0001

Conservation
PId State Museum

P002 good:0.58 Uffizi
P003 good:0.8 Uffizi
P003 very good:0.7 Uffizi
P004 medium:0.9 Uffizi
P004 good:0.65 Uffizi
P004 very good:0.5 Uffizi
P005 medium:0.7 Uffizi
P015 very good:0.78 Uffizi
P011 low:0.35 Louvre
P007 good:0.85 Louvre
P007 very good:0.7 Louvre
P008 good:0.67 Louvre
P008 low:0.7 Louvre
P006 low:0.4 Louvre
P001 medium:0.9 Louvre
P001 very good:0.65 Louvre

PaintingClasses
PId Movement µ

P002 Renaissance art 0.6
P003 Renaissance art 0.72
P004 Renaissance art 0.52
P005 Expressionist art 0.45
P015 Flemish art 0.38
P015 Cubism 0.2
P011 Expressionist art 0.25
r P007 Impressionist art 0.84
P008 Renaissance art 0.9
P008 Cubism 0.1
P006 Impressionist art 0.52
P001 Flemish art 0.31
P001 Renaissance art 0.75

Figure 3.2: An Instance of the Virtual Museum



Chapter 4

Equivalences and Containments

4.1 Motivations

The introduction of equivalence and containment rules for our Fuzzy Re-
lational Algebra is motivated by query optimization issues – like in the
classical relational setting – as the following simple example shows: as-
suming that the query optimizer minimizes intermediate query results, then
the expression E1 = τ k(R1 ./ R2) is more expensive than the expression
E2 = τ k(τ k(R1) ./ τ k(R2)), since the number of tuples to be joined in the
second expression is reduced by the application of Top operator to both join
operands. Thanks to the equivalence and containment rules for the Fuzzy
Relational Algebra expressions presented in this chapter, the query optimizer
can safely rewrite E1 into E2, being the two expressions equivalent.

4.2 Classic Equivalence and Containment No-

tions

In this section we introduce basic equivalence and containment rules for the
operators of the Fuzzy Relational Algebra, as well as a set of basic properties
of scoring functions.

We start by precisely define the notion of equivalence among Fuzzy Re-
lational Algebra expressions. All the following equivalence and containment
rules will rely over this definition. Given two Fuzzy Relational Algebra ex-
pressions E1, E2 and a set of fuzzy relations db, E1 and E2 are equivalent,
in symbols E1 ≡ E2, iff E1[db] = E2[db]. That is, if the queries denoted by
E1 and E2 yield the same answers, when applied to the database db. The
expression E1 is contained in the expression E2, in symbols E1 v E2, iff

35
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E1[db] ⊆ E2[db].
Besides being inherently interesting, such rules and properties will be

exploited in the next section, where more complex results will be given. In
order to simplify the notation, when no direct manipulation of weights is
involved, we understand the presence of weights, thus writing, say, f in place
of fΘf

. In general, EL and ER will be used to denote the left hand side and
the right hand side expressions, respectively.

The following rule establishes basic containment relationships resulting
from the application of unary operators.

Rule 1 (Basic containment rules)
Let E be a Fuzzy Relational Algebra expression. The following containment
relationships hold:

γf (E) v E (4.1)

τ k
g (E) v E (4.2)

Proof: It immediately follows from the definition of the operators. �
By contrast, note that a similar rule does not apply to Selection, i.e.

σf (E) 6v E, since σ modifies the tuples’ grades. However the weaker con-
tainment, σf (E) vb E, still holds.

Rule 2 (Monotonicity of unary operators)
Let E ′ and E be two Fuzzy Relational Algebra expressions such that E ′ v E
holds. Then the following containment relationships hold:

γf (E
′) v γf (E) (4.3)

σf (E
′) v σf (E) (4.4)

Proof: Immediate from the definition of the operators. �
Note that the Top operator is not monotone, i.e. E ′ v E does not imply

τ k
g (E ′) v τ k

g (E). Indeed, since E ′[db] is not constrained to contain all the k
tuples which are in τ k

g (E)[db], then τ k
g (E ′)[db] will include other tuples not

in τ k
g (E)[db]. However, Top enjoys a weaker form of monotonicity, that we

call back ward-monotonicity.

Definition 5 (Backward-monotonicity)
Let E ′ and E be two expressions such that E ′ v E holds. Assume that tuple
t belongs to E ′[db] (thus to E[db]). An operator O is backward-monotone if:

t ∈ E[db] implies t ∈ E ′[db] (4.5)

and the score of t is the same in the two instances.
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Note that, in general, monotonicity and backward-monotonicity are in-
comparable properties.1 However it can be easily proved that both Cut and
Selection, which are monotone, are also backward-monotone.

Fact 1 The Top operator is backward-monotone.

Proof: Let t be a tuple in E ′[db], and assume that t ∈ τ k(E[db]). This means
that, according to the default ranking criterion based on tuples’ scores, tuple
t is among the first k tuples in E[db]. Since E ′ v E holds by hypothesis,
then t is necessarily among the first k tuples in E ′[db]. The same holds if an
arbitrary ranking criterion g other than the default one is used. �

Rule 3 (Monotonicity of n-ary operators)
Let E ′

i, Ei (i ∈ [1..n]) be Fuzzy Relational Algebra expressions such that
E ′

i v Ei holds ∀i ∈ [1..n]. Then:

./Θ (E ′
1, . . . , E

′
n) v ./Θ (E1, . . . , En) (4.6)

Proof: We denote with EL and ER the left and righthand side of the rule
EL ≡ ER (or EL v ER). First observe that if a tuple t belongs to EL[db],
then it also belongs to ER[db]. Since the joining sub-tuples leading to t
(t =./Θ (t1, . . . , tn) are necessarily the same in both cases, then also the
score of t will be the same. �

4.2.1 Properties of Scoring Functions

The following are basic properties of t-norms and t-conorms scoring functions
which will be extensively used in the following.

Property 1 Let s∧ be a (n-ary) t-norm, s∨ be a (n-ary) t-conorm, and
S = [0, 1] be the scoring domain. Then, ∀x1, . . . , xn ∈ S:

s∧(x1, . . . , xn) ≤ min(x1, . . . , xn) (4.7)

s∨(x1, . . . , xn) ≥ max(x1, . . . , xn) (4.8)

Because of the following obvious inequalities:

min(x1, . . . , xn) ≤ xi ∀i ∈ [1..n] (4.9)

max(x1, . . . , xn) ≥ xi ∀i ∈ [1..n] (4.10)

1This is because of the different hypotheses. In particular, monotonicity does not put
any constraint on the relationship between the schema of input and output tuples, which
has to be the same in the case of backward-monotonicity.
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it is derived that:

s∧(x1, . . . , xn) ≤ xi ∀i ∈ [1..n] (4.11)

s∨(x1, . . . , xn) ≥ xi ∀i ∈ [1..n] (4.12)

As anticipated, we adopt Fagin and Wimmers’ formula for weighting the
arguments of a scoring function. Thus, if x1, . . . , xn are scores, st is an
unweighted scoring function (either a t-norm or a t-conorm), Θ = [θ1, . . . , θn]
is a weighting, with θ1 ≥ θ2 ≥ · · · ≥ θn (

∑
i θi = 1) , the weighted version of

st is:

sΘ
t (x1, x2, . . . , xn) = (θ1 − θ2) · st(x1) + 2 · (θ2 − θ3) · st(x1, x2) + · · ·

+ (n− 1) · (θn−1 − θn) · st(x1, x2, . . . , xn−1)

+ n · θn · st(x1, x2, . . . , xn) (4.13)

The following are basic properties of weighted t-norm and t-conorms.

Property 2 Let sΘ
t be a either a weighted t-norm or a weighted t-conorm. If

sΘ
t (x1, . . . , xn) > 0 then there exists i, i ∈ [1..n], such that xi > 0 and θi > 0.

Proof: The proof is by contradiction. Assume that, whenever xj > 0, it is
θj = 0 and that whenever θj > 0 it is xj = 0. Since at least one weight has to
be greater than 0, and assuming the “canonical” ordering θ1 ≥ θ2 ≥ · · · ≥ θn,
let θj = 0, ∀j > j∗ ≥ 1. Thus sΘ

t (x1, . . . , xn) can be written down as:

sΘ
t (x1, . . . , xn) = (θ1 − θ2) · st(x1) + · · ·+ j∗ · θj∗ · st(x1, . . . , xj∗)

= (θ1 − θ2) · st(0) + · · ·+ j∗ · θj∗ · st(0, . . . , 0)

= 0

�

Property 3 Let sΘ
∧ (sΘ

∨ ) be a weighted t-norm (t-conorm, respectively). If
xi = 0 (xi = 1, resp.), and θi = max{θj|j ∈ [1..n]}, then sΘ

∧ (x1, . . . , xn) = 0
(sΘ

∨ (x1, . . . , xn) = 1, resp.).

Proof: We prove that the result holds for weighted t-norms, the case
for weighted t-conorms being analogous. Assuming the canonical ordering of
weights, by hypothesis it is x1 = 0.

Since s∧(0, . . . , xj) = 0, ∀j ∈ [1..n], holds due to the boundary condition
of t-norms, all the terms in Expression (4.13) vanish, thus sΘ

∧ (0, . . . , xn) = 0
as claimed. �
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4.3 Equivalence and Containment Rules

In this section we introduce several equivalence and containment rules which
can be usefully applied to manipulate Fuzzy Relational Algebra expressions.
In Section ??graph], we present the graphic interpretations of the most rel-
evant As to proofs’ style, in order to demonstrate that EL ≡ ER (EL v ER)
holds, we usually split the proof in two parts:

1. We first show that, assuming that t ∈ EL[db] and t ∈ ER[db] both hold
for a generic tuple t, then t.µEL

= t.µER
, that is, the two expressions

compute the same score for a tuple which appears in both results.

2. Then we prove that containment (regardless of scores) holds in both
directions (in one direction, respectively), that is, EL[db] = ER[db]
(EL[db] ⊆ ER[db], resp.).

We start with some rules which can be used to manipulate expressions
involving Cut and Selection operators.

Rule 4 Let E be a Fuzzy Relational Algebra expression. Then:

γα(σf (E)) v σf (γα(E)) (4.14)

Proof: Since the Cut does not modify tuples’ scores, it can be observed
that, if t satisfies both EL and ER, then its score will be the same, i.e.
t.µEL

= t.µER
.

Assume now that t ∈ EL[db]. This implies that:

t.µEL
= s∧(s(f, t), t.µE) > α

In turn, due to (4.11) the above inequality implies that t.µE > α, thus,
t ∈ γα(E)[db]. This is sufficient to prove that t ∈ ER[db]. �

Rule 5 Let E be a Fuzzy Relational Algebra expression. Then:

γα1(σf (γα2(σg(E)))) v γα1(σf∧g(E)) (4.15)

γα1(σf (γα2(σg(E)))) ≡ γα1(σf∧g(E)) if α1 ≥ α2 (4.16)

Proof: The validity of (4.15) directly follows from monotonicity of Cut
and Selection ((4.3) and (4.4), respectively), after observing that ER can be
rewritten as γα1(σf (σg(E))) and that γα2(σg(E)) v σg(E) holds due to (4.1).
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To prove (4.16) it remains to show that the r.h.s. is contained in the
l.h.s. when α1 ≥ α2. Consider a tuple t which satisfies ER. Then, from the
associativity of s∧ and Cut’s definition, the score of t satisfies the inequality

s∧(s(f, t), s∧(s(g, t), t.µE)) > α1 ≥ α2 (4.17)

From (4.11) we have that:

s∧(s(g, t), t.µE) > α2

thus, tuple t belongs to the result of γα2(σg(E)). Since, by hypothesis, in-
equality (4.17) holds too, t will be also part of the result of γα1(σf (γα2(σg(E)))) =
EL. 2 �

The following rule shows how weights on predicates can be transformed,
under certain conditions, into weights on tuples’ scores.

Rule 6 Let E be a crisp expression, and assume that θ1 ≥ θ2. Then:

σ
p

θ1
1 ∧p

θ2
2

(E) ≡ σ[θ2,θ1]
p2

(σp1(E)) (4.18)

Proof: By definition of Selection, the score of a tuple t which satisfies
EL is:

t.µEL
= s

[θ1,θ2]
∧ (s(p1, t), s(p2, t))(θ1 − θ2) · s(p1, t) + 2 · θ2 · s∧(s(p1, t), s(p2, t))

By definition of Selection, the score computed by the r.h.s. expression, ER,
is (remind that θ1 ≥ θ2):

t.µER
= s

[θ2,θ1]
∧ (s(p2, t), t.µE′)(θ1 − θ2) · t.µE′ + 2 · θ2 · s∧(t.µE′ , s(p2, t))

where E ′ = σp1(E). Since E is crisp, it is t.µE′ = s(p1, t), from which
t.µER

= t.µEL
follows. Note that if s(p1, t) = 0, then t.µEL

= t.µER
= 0.

(v) If t ∈ EL[db], then s(p1, t) > 0 necessarily holds. Therefore t is not
filtered out by the inner Selection, which is enough to prove containment.

(w) Trivial. �
Note that above equivalence does not hold if p1 is commuted with p2,

when θ1 > θ2 holds. In this case, indeed, a tuple t can satisfy σ
p

θ1
1 ∧p

θ2
2

(E)

but not σ
[θ1,θ2]
p1 (σp2(E)). In particular, this is the case when s(p2, t) = 0. The

reason of this asymmetry directly stems from the asymmetry of Expression
(4.13).

The following rule shows how (4.18) can be exploited in order to apply a
Cut just after evaluating predicate p1.

2The same result can be proved by first observing that γα1(γα2(σf (σg(E)))) ≡
γα1(σf (σg(E))), and then applying (3.10).
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Rule 7 Let E be a crisp expression, and assume that θ1 ≥ θ2. Then:

γα(σ
p

θ1
1 ∧p

θ2
2

(E)) ≡ γα(σ[θ2,θ1]
p2

(γα(σp1(E)))) (4.19)

Proof: Since the Cut does not modify tuples’ scores, if t is in the result
of both expressions then

t.µEL
= t.µER

= s
[θ1,θ2]
∧ (s(p1, t), s(p2, t)) = (θ1−θ2)·s(p1, t)+2·θ2·s∧(s(p1, t), s(p2, t)) > α

(4.20)
(v) It is sufficient to show that if t ∈ EL[db], then its score is high

enough to pass the inner Cut in ER. This amounts to prove that (4.20)
implies s(p1, t) > α. Due to (4.11), we have that (4.20) implies

(θ1 − θ2) · s(p1, t) + 2 · θ2 · s(p1, t) > α

which reduces to s(p1, t) > α since θ1 + θ2 = 1.

(w) Due to (4.18), EL can be equivalently rewritten as γα(σ
[θ2,θ1]
p2 (σp1(E))).

Then containment follows from the basic monotonicity and containment re-
sults (4.3), (4.4), and (4.1). �

The two following rules show how Selection can be pushed down through
Union and Join, respectively.

Rule 8 Assume that the FS semantics is used3 . Then the following equiv-
alence holds:

σf (∪(E1, . . . , En)) ≡ ∪(σf (E1), . . . , σf (En)) (4.21)

Proof: We first show that if t satisfies both EL and ER, then t.µEL
=

t.µER
. As to EL, it is:

t.µEL
= s∧(s(f, t), s∨(t.µE1 , . . . , t.µEn)) (4.22)

whereas

t.µER
= s∨(s∧(s(f, t), t.µE1), . . . , s∧(s(f, t), t.µEn)) (4.23)

Equality of scores then follows from the distributivity of s∧ over s∨, which
indeed holds only under FS semantics.

It remains to show that EL[db] =b ER[db]. This part is straightforward
and we omit the detailed steps here. �

3Recall that connectives can be interpreted in several ways. In Chapter 3 we have
mentioned FS and FA semantics.
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Rule 9 Let E1, . . . , En be crisp expressions, and let f = p1 ∧ · · · ∧ pn, with
pi being a predicate evaluable over Ei. Then:

./Θf (σp1(E1), . . . , σpn(En)) v σfΘf
(./ (E1, . . . , En)) (4.24)

Proof: Let t =./ (t1, . . . , tn), with ti ∈ Ei[db] being a tuple which belongs
to both EL[db] and ER[db]. Since all the Ei’s are crisp, it is

t.µEL
= s

Θf

∧ (s(p1, t1), . . . , s(pn, tn))

and

t.µER
= s(fΘf

, t) = s
Θf

∧ (s(p1, t), . . . , s(pn, t))

Since s(pi, t) = s(pi, ti) holds ∀i ∈ [1..n], equality of scores is guaranteed.
Finally, showing that EL[db] ⊆b ER[db] is trivial. �

Rule 10 Let E1, . . . , En be expressions, and let f = p1 ∧ · · · ∧ pn, with pi

being a predicate evaluable over Ei. Then:

./ (σp1(E1), . . . , σpn(En)) ≡ σf (./ (E1, . . . , En)) (4.25)

Proof: Immediate from the definition of Join and Selection and from the
associativity of t-norms. �

We turn now to consider a couple of push-down rules involving Cut. From
a practical point of view, these rules show how new Cut operators can be
introduced to reduce the size of Join and Union operands, respectively, and
how the αi parameter of γαi

depends on the adopted weighting.

Rule 11 Assume that θ1 ≥ θ2 ≥ . . . ≥ θn, with
∑n

i=1 θi = 1. Then:

γα(./[θ1,θ2,...,θn] (E1, E2, . . . , En)) ≡ γα(./[θ1,θ2...,θn] (γα1(E1), γα2(E2), . . . , γαn(En)))
(4.26)

where:

αi =

α−
i−1∑
j=1

j · (θj − θj+1)

1−
i−1∑
j=1

j · (θj − θj+1)

i ∈ [1..n] (4.27)

Note that α1 = α and that αi = α when all the weights are equal, i.e.:

γα(./ (E1, E2, . . . , En)) ≡ γα(./ (γα(E1), γα(E2), . . . , γα(En))) (4.28)
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Proof: First observe that, since γ does not change the tuples’ grades,
t.µEL

= t.µER
holds for all tuples t which belong to both EL[db] and ER[db].

(v) Let ti be a tuple in Ei[db], and denote with xi the score of ti, i.e.
xi = ti.µEi

.
For the sake of clarity, consider first the case of a binary join:

γα(./[θ1,θ2] (E1, E2)) ≡ γα(./[θ1,θ2] (γα1(E1), γα2(E2))) (4.29)

The score of a tuple t =./[θ1,θ2] (t1, t2) which belongs to the result of the l.h.s.
is computed as:

(θ1 − θ2) · x1 + 2 · θ2 · s∧(x1, x2) > α (4.30)

Due to (4.11), from this we can derive the two inequalities:

(θ1 − θ2) · x1 + 2 · θ2 · x1 > α (4.31)

(θ1 − θ2) · x1 + 2 · θ2 · x2 > α (4.32)

First, consider (4.31). This reduces to x1 = t1.µE1 > α
def
= α1, which asserts

that tuples belonging to E1[db] must have a score > α in order to contribute
to the final result.

Consider now (4.32). A tuple t2 which belongs to E2[db] can contribute
to the final result only if:

x2 >
α− (θ1 − θ2) · x1

2 · θ2

≥ α− (θ1 − θ2)

2 · θ2

=
α− (θ1 − θ2)

1− (θ1 − θ2)
def
= α2

where 2 · θ2 = 1 − (θ1 − θ2) follows from the constraint θ1 + θ2 = 1. Thus,
using the α2 cutoff value is safe, i.e. it will not discard any tuple which should
belong to the result of cutα(./[θ1,θ2] (E1, E2)).

Turning to the general case of an n-ary join, a tuple t =./[θ1,θ2,...,θn]

(t1, t2, . . . , tn) belongs to EL[db] iff t.µEL
> α, where t.µEL

is computed ac-
cording to Expression (4.13), with the t-norm s∧ which takes the place of st.
In order to show that the αi cut-off value computed by (4.27) is safe, first
observe that:

xi ≥ s∧(x1, . . . , xj) ∀j ∈ [i..n]

whereas, when j < i, we can exploit the inequality 1 ≥ s∧(x1, . . . , xj). Then,
we can majorize t.µEL

by substituting 1 in place of s∧(x1, . . . , xj) when j < i,
and xi in the other terms of (4.13). This leads to:

(θ1 − θ2) · 1 + 2 · (θ2 − θ3) · 1 + · · ·+
(i− 1) · (θi−1 − θi) · 1 +

i · (θi − θi+1) · xi + · · ·+
(n− 1) · (θn−1 − θn) · xi +

n · θn · xi ≥ t.µEL
> α (4.33)
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Considering that
∑n

i=1 θi = 1, (4.33) can be rewritten as:

xi >

α−
i−1∑
j=1

j · (θj − θj+1)

n−1∑
j=i

j · (θj − θj+1) + n · θn

=

α−
i−1∑
j=1

j · (θj − θj+1)

1−
i−1∑
j=1

j · (θj − θj+1)

def
= αi

It follows that if t ∈ EL[db], then the corresponding ti will have a score
ti.µEi

> αi, thus passing the γαi
filter. Note that, as in the binary case,

α1 = α.
(w) Trivial, since γαi

(Ei) v Ei, ∀i ∈ [1..n]. �

Theorem 1 The αi bounds specified by Equation (4.27) are tight.

Proof: Consider a cutoff value α′
i strictly higher than the one computed from

( 4.27), i.e.:

α′
i > αi =

α−
i−1∑
j=1

j · (θj − θj+1)

1−
i−1∑
j=1

j · (θj − θj+1)

We now show that there exists a database instance db and a tuple t =./[θ1,...,θn]

(t1, . . . , tn) such that, referring to the two expressions in (4.26), t ∈ EL[db]
but t 6∈ ER[db] if the α′

i bounds are used.
First observe that, since α′

i > αi, there exists ε > 0 such that α′
i− ε > αi.

Assume now that, ∀j 6= i, it is xj = tj.µEj
= 1, whereas xi = ti.µEi

= α′
i− ε.

Clearly, ti 6∈ γα′i
(Ei)[db], thus t 6∈ ER[db]. Therefore it remains to show that

t ∈ EL[db].
The score of t =./[θ1,...,θn] (t1, . . . , tn) is computed according to (4.13),

which, because of the boundary condition of t-norms, can be rewritten as
follows (for compactness of notation, we introduce a “fake” weight θn+1 = 0):

t.µEL
= (θ1 − θ2) · 1 + · · ·+ (i− 1) · (θi−1 − θi) · 1 + i · (θi − θi+1) · (α′

i − ε) + · · ·
+n · θn · (α′

i − ε)

=
i−1∑
j=1

j · (θj − θj+1) + (α′
i − ε) ·

n∑
j=i

j · (θj − θj+1)

=
i−1∑
j=1

j · (θj − θj+1) + (α′
i − ε) · (1−

i−1∑
j=1

j · (θj − θj+1))
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>

i−1∑
j=1

j · (θj − θj+1) + αi · (1−
i−1∑
j=1

j · (θj − θj+1))

=
i−1∑
j=1

j · (θj − θj+1) +

α−
i−1∑
j=1

j · (θj − θj+1)

1−
i−1∑
j=1

j · (θj − θj+1)

· (1−
i−1∑
j=1

j · (θj − θj+1))

=
i−1∑
j=1

j · (θj − θj+1) + α−
i−1∑
j=1

j · (θj − θj+1)

= α (4.34)

Thus, we conclude that t ∈ EL[db]. �
It has to be noted that the bounds obtained from (4.27) are tight only if no

assumption is made on the generic t-norm s∧ used. On the other hand, when
a specific t-norm is chosen, specific properties may be taken into account and
it may be possible to determine better bounds than those we have derived.

Rule 12 Assume that θ1 ≥ θ2 ≥ . . . ≥ θn, with
∑n

i=1 θi = 1. Then:

γµ<α(∪[θ1,θ2,...,θn](E1, E2, . . . , En)) ≡ γµ<α(∪[θ1,θ2,...,θn](γµ<α1(E1), γµ<α2(E2), . . . , γµ<αn(En)))
(4.35)

where:
αi =

α

1−
i−1∑
j=1

j · (θj − θj+1)

= i ∈ [1..n] (4.36)

Note that α1 = α and that αi = α when all the weights are equal, i.e.:

γµ<α(∪(E1, E2, . . . , En)) ≡ γµ<α(∪(γµ<α(E1), γµ<α(E2), . . . , γµ<α(En)))
(4.37)

Proof: The proof almost follows the same steps used to demonstrate
(4.26). However note that, unlike Join, if a tuple t belongs to both EL[db]
and ER[db], then t.µEL

= t.µER
holds iff we prove that no occurrence of t in

the Ei[db]’s is filtered out by the inner Cut’s appearing in ER.
(v) Let t be a tuple in EL[db] and assume that t ∈ Ei[db] too (this

necessarily holds for at least one i). Denote with xi the score of t in Ei[db],
i.e. xi = t.µEi

. We prove that t also belongs to γµ<αi
(Ei)[db].

Since it is assumed that t ∈ EL[db], it is t.µEL
< α, where t.µEL

is
computed according to Expression (4.13), with the t-conorm s∨ used in place
of st.
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In order to prove that the αi cut-off value is safe, first observe that, due
to (4.12), it is:

xi ≤ s∨(x1, . . . , xj) ∀j ∈ [i..n]

whereas, when j < i, we can exploit the inequality 0 ≤ s∨(x1, . . . , xj). Thus,
we can minimize t.µEL

as follows:

i · (θi − θi+1) · xi + · · ·+ (n− 1) · (θn−1 − θn) · xi + n · θn · xi ≤ t.µEL
< α

thus deriving:

xi <
α

1−
i−1∑
j=1

j · (θj − θj+1)

def
= ai

From this it is evident that t ∈ γµ<αi
(Ei)[db], as claimed.

(w) Trivial, since γµ<αi
(Ei) v Ei, ∀i ∈ [1..n]. �

Theorem 2 The αi bounds specified by Equation (4.36) are tight.

Proof:
Let α′

i be a lower threshold for Ei, i.e.:

α′
i < αi =

α

1−
i−1∑
j=1

j · (θj − θj+1)

Consider a database instance db and a tuple t such that t ∈ Ei[db] and
t 6∈ Ej[db], ∀j 6= i. Let the score of t in Ei[db] be t.µEi

= α′
i + ε < αi (ε > 0).

It follows that t 6∈ γµ<α′i
(Ei)[db], thus t 6∈ ER[db]. However, we can infer

that t ∈ EL[db] (thus the α′
i cutoff value is not sound) as follows. Clearly,

t ∈ γµ<αi
(Ei)[db]. Its final score, according to (4.13), is computed as (again,

we use a fake weight θn+1 = 0):

t.µEL
=

i−1∑
j=1

j · (θj − θj+1) · 0 + (α′
i + ε) ·

n∑
j=i

j · (θj − θj+1)

< αi ·
n∑

j=i

j · (θj − θj+1)

=
α

1−
i−1∑
j=1

j · (θj − θj+1)

· (1−
i−1∑
j=1

j · (θj − θj+1))

= α (4.38)
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Thus, t ∈ EL[db], as claimed. �
We now turn to consider a set of rules which can be used to manipulate

expressions including the Top operator. As it will be seen, reasoning with
Top expressions is quite tricky, and our proofs’ arguments will be therefore
accordingly modified. In particular, we will rely on the notion of backward-
monotonocity (Definition 5) and on the following observation, which applies
to cases which are not covered by Definition 5.

Observation 1 Let E ′ and E be two expressions such that E ′[db] ⊆b E[db]
(note that we do not require equality of scores). If a tuple t belongs to E ′[db]
(thus to E[db]) and t also belongs to τ k

g (E)[db], where g is a ranking criterion
which does not consider tuples’ scores, then t also belongs to τ k

g (E ′)[db]. Since
Top does not change tuples’ scores, the score of t will be the same in the two
top-relations iff so it is in E ′[db] and E[db].

Rule 13 Let g be a ranking criterion which does not refer to tuples’ scores.
If no ties, according to g, occur in Ei[db] (i ∈ [1..n]) then:

τ k
g (∪[θ1,...,θn](E1, . . . , En)) ≡ τ k

g (∪[θ1,...,θn](τ k
g (E1), . . . , τ

k
g (En))) (4.39)

Proof: Let E = ∪[θ1,...,θn](E1, . . . , En) and let E ′ = ∪[θ1,...,θn](τ k
g (E1), . . . , τ

k
g (En)).

(v) Consider a tuple t ∈ EL[db] = τ k
g (E)[db]. Thus, t is among the k

best tuples in E[db] according to the ranking established by g. We have to
prove that if t ∈ Ei[db] then t also belongs to τ k

g (Ei)[db]. Furthermore, we
can limit to consider those sub-expressions for which θi > 0 holds, the others
being uninfluential at all.4

Since Ei[db] ⊆b E[db] (provided θi > 0, as we are considering), Obser-
vation 1 applies, thus t ∈ τ k

g (Ei)[db]. Therefore, whenever t ∈ Ei[db] holds,
then t ∈ τ k

g (Ei)[db] holds too. This proves that t.µE = t.µE′ . Since Top does
not change grades, and E ′[db] ⊆b E[db], we have that t ∈ ER[db] = τ k

g (E ′)[db]
and that t.µEL

= t.µER
.

(w) If t ∈ ER[db] then t also belongs to E ′[db]. Furthermore, it is also
evident that t ∈ τ k

g (Ei)[db] implies t ∈ Ei[db]. This is enough to conclude
that t ∈ EL[db]. �

Rule 14 Assume that the FS semantics is used and that no score ties occur
in Ei[db] (i ∈ [1..n]). Then:

τ k(∪(E1, . . . , En)) ≡ τ k(∪(τ k(E1), . . . , τ
k(En))) (4.40)

4Note that, due to Lemma 2, there exists at least one i such that t ∈ Ei[db] and θi > 0,
otherwise the final score of t would be 0.



48 CHAPTER 4. EQUIVALENCES AND CONTAINMENTS

Proof:

(v) Assume that t ∈ τ k(∪(E1, . . . , En))[db]. Since FS semantics ap-
plies, this means that t.µEL

= max(t.µE1 , . . . , t.µEn) is among the k highest
scores considering all the tuples in ∪(E1, . . . , En)[db]. Without loss of gen-
erality, assume that t.µEL

= t.µE1 , i.e. tuple t achieves its best score in
E1[db]. We can prove that t ∈ τ k(E1)[db] as follows. Reasoning by absurd,
assume that t 6∈ τ k(E1)[db], thus in E1[db] there are at least other k tuples th

(h ∈ [1..k]) such that th.µE1 > t.µE1 holds. From this we can conclude that
th.µEL

≥ th.µE1 > t.µE1 = t.µEL
, thus t would not belong to EL[db], which is

a contradiction.

(w) Straightforward. �

Rule 15 Let E1, . . . , En be expressions, let g = p1 ∧ · · · ∧ pn, with pi being a
predicate evaluable over Ei, assume that the FS semantics is used and that
no score ties occur with respect to the pi’s and to g. Then:

τ k
g (./[θ1,...,θn] (τ k

p1
(E1), . . . , τ

k
pn

(En))) v τ k
g (./[θ1,...,θn] (E1, . . . , En)) (4.41)

Proof: Let E =./[θ1,...,θn] (E1, . . . , En) and let E ′ =./[θ1,...,θn] (τ k
p1

(E1), . . . , τ
k
pn

(En)).
Let E ′

i = τ k
pi

(Ei) and consider a tuple t =./ (t1, . . . , tn), with ti ∈ E ′
i[db],

which belongs to EL[db]. Thus, t is among the k best tuples in E ′[db] ac-
cording to the ranking established by g. In particular, since we are using
FS semantics, it is s(g, t) = min(s(p1, t1), . . . , s(pn, tn)). Let i∗ such that
s(pi∗ , ti∗) = s(g, t).

We prove that t ∈ ER[db] by contradiction. For this, assume that t 6∈
ER[db]. This implies that there are at least k tuples th (h ∈ [1..k]) in E[db]
such that s(g, th) = min(s(p1, t

h
1), . . . , s(pn, t

h
n)) > s(pi∗ , ti∗). But, due to

(4.9), this in turn implies that the i∗-th component of such tuples is such
that s(pi∗ , t

h
i∗) > s(pi∗ , ti∗). This contradicts the hypothesis that ti∗ belongs

to τ k
pi∗

(Ei∗)[db]. �

Rule 16 For generic f and g it is:

γf (τ
k
g (E)) v τ k

g (γf (E)) (4.42)

Proof: Assume that t ∈ EL[db]. Then t also belongs to τ k
g (E) (due to

(4.1)) and to γf (E) (due to (4.2) and (4.3)). Since γf (E) v E also holds
due to (4.1), backward-monotonicity applies, thus leading to conclude that
t ∈ τ k

g (γf (E))[db]. �
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4.4 Other Notions of Equivalence

In the previous section, we have studied equivalence and containment among
expressions of the Fuzzy Relational Algebra from a classical point of view.
In fact, the notion of equivalence we have considered implies that two ex-
pressions are equivalent if and only if the corresponding queries have equal
answers: they contain the same number of tuples and the tuples agree on
every attribute value, attribute membership degree and tuple degree.

In several settings, these requirements are too restrictive. If we do not
require all such conditions – for example, the equality of tuple membership
degrees – new definitions of equivalence arise. In particular, we are interested
in equivalence notions that allow a mismatch between tuple membership de-
grees (of answers’ tuples) or allow a mismatch between attribute membership
degrees. We begin introducing the ε-similarity of tuple scores.

Definition 6 A binary relation of ε-similarity over the elements of S =
[0, 1], 'ε, where ε > 0, is a commutative relation closed under interval con-
tainment, i.e. a relation which for all s1, s2, s3 ∈ S satisfies s1 'ε s2 iff
s2 'ε s1 and s1 ≤ s2 ≤ s3, s1 'ε s3 implies s1 'ε s2, s2 'ε s3.

Intuitively, ε represents the “tolerance” we have on discrepancies of tuple
scores.

Specific cases of ε-similarity relations are:

|s1 − s2| ≤ ε ⇐⇒ s1 'ε s2

s2/(1 + ε) ≤ s1 ≤ s2(1 + ε) ⇐⇒ s1 'ε s2

The relationship between the different 'ε relations arising from different
values of ε is established by two basic axioms:

1. s1 '0 s2 ⇐⇒ s1 = s2

2. ε1 ≤ ε2, s1 'ε1 s2 implies s1 'ε2 s2

Clearly, two tuples t and t′ are ε-similar, in symbols t 'ε t′, iff their
attribute values and score are equal and their tuple scores are ε-similar. The
notion of ε-similarity between fuzzy tuples is immediately extended to fuzzy
relations by saying that two relations r and r′ are ε-similar, in symbols,
r 'ε r′, iff for every couple of tuples t ∈ r and t′ ∈ r′, t 'ε t′ holds.

The notion of ε-similarity among relations differs considerably from the
usual notion of equality among relations. Most notably, it is not required
that two 'ε-similar relations have equal cardinality In fact, note that two
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tuples agreeing on all their attributes and differing only in their tuple degrees
are considered as different. Thus, if r and r′ both contain some tuples with
equal attribute values but differing tuple scores, it can be the case that r and
r′ are ε-similar even if they have different cardinalities.

For example, consider the following case. We write t.µ, with µ, as usual,
between 0 and 1 denoting the tuple t with tuple score equal to µ. The relation
r contains the tuples t1.0.8, t1.0.9 and t2.0.3 and the relation r′ contains the
tuples t1.0.7, t2.0.2, t2.0.25 and t2.0.4. Thus r and r′ are 0.1-equivalent even
if they have different cardinalities.

We extend the classical notion of equivalence between expressions by
taking into account the ε-similarity between fuzzy relations. We say that
two fuzzy relational algebra expressions E and E ′ are tuple 'ε-equivalent, in
symbols E1 ≡t

ε E2, iff for each instance r of the schema R it is true that all
fuzzy tuples contained in their results are ε-similar, i.e. E1(r) 'ε E2(r).

Differing from the classical notion of equivalence and containment pre-
sented in Chapter 4, the notion of strong ε-equivalence allows us to study
the algebraic optimization of queries even if the the original queries and their
optimized versions have only approximately equal results. In particular note
that the cardinalities of the answers of the queries denoted by two strongly
ε-equivalent expressions E1, E2 can be different. This clearly differs from
the classical case, where the equivalence of two relational algebra expressions
implies the equality of the answers.

As we have seen, the notion of strong ε-equivalence among expressions is
useful for the comparison of queries yielding approximately equal answers,
since it involves only the differences in tuple scores, which is (possibly) mod-
ified by queries.

We will develop a new kind of equivalence based on attribute scores,
named medium ε-equivalence. Thus, such equivalence notion aims to com-
pare the relations occurring in the database, since it involves only attribute
scores, which are determined at insertion time. The relations can (possibly)
be determined by different classifying methods classifying methods yielding
approximately equal relations.

The medium ε-equivalence is based on the notion of ε-comparability,
which is in turn strictly related to ε-similarity. Now, we define the rela-
tion of ε-comparability among tuples. We say that two tuples t = 〈a1 :
µ1, . . . , an : µn〉 : µ and t′ = 〈a′1 : µ′1, . . . , a

′
n : µ′n〉 : µ′ are ε-comparable, in

symbols t ∼=ε t′ iff ai = a′i and µi − µ′i ≤ ε, for 1 ≤ i ≤ n. That is to say,
two tuples are ε-comparable iff all the attributes have equal values and the
attribute scores are ε-similar. The notion of ε-comparability among tuples
is extended in the usual way to relations and in the case of expressions, it
yields to the notion of medium ε-equivalence: two expressions E1 and E2
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are attribute ε-equivalent, in symbols E1 ≡a
ε E2, iff for any instance r the

relations E1(r) and E2(r) are ε-comparable.

Finally, we combine ε-similarity and ε-comparability into the single notion
of ε-likeness , thus taking into account discrepancies both in the attribute
and tuple scores. We say that two tuples t = 〈a1 : µ1, . . . , an : µn〉 and
t′ = 〈a′1 : µ′1, . . . , a

′
n : µ′n〉 are ε-like, in symbols t ≈ε t′ iff ai = a′i and

|µi − µ′i| ≤ ε and µ− µ′ ≤ ε.

The corresponding equivalence notion among expression is called weak
ε-equivalence and it is defined in the usual way: two expressions E1, E2 are
full ε-equivalent, in symbols E1 ≡f

ε E2, iff for any instance r it is the case
that E1(r) ≈ε E2(R), that is the relations E1(r) and E2(r) are ε-like.

Clearly, if expressions E1 and E2 are equivalent, they are ≡t
ε- and ≡a

ε-
equivalent. Further, if they are ≡f

ε -equivalent or ≡a
ε-equivalent, then they

are ≡t
ε-equivalent. These relations among different equivalence notions so

far introduced are summarized in Figure 4.4. The arrows denote logical
implication.

≡

≡t
ε ≡a

ε

≡f
ε
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Figure 4.1: Relations among different equivalence notions

4.4.1 Some Results on tuple ε-equivalence

In this section, we prove two simple results about the classical and tuple
(ε-)equivalence notions among Fuzzy Relational expressions. The Theorem
3 states that the Fuzzy Relational Algebra is conservative with respect to
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the classical relational algebra, while Theorem 4 explains how the error in-
troduced by substituting a similarity predicate in an expression E (thus
obtaining expression E ′) with an ε-similar one stays bounded, that is, E is
tuple ε-equivalent to E ′.

Theorem 3 Let E be a Fuzzy Relational Algebra expression including only
operators in {π, σ,∪,−, ./, ρ} with all weights equal and not using similarity
operators. Also assume that db is a crisp database instance (thus, neither
fuzzy attributes nor fuzzy relations are present. If the semantics of the scoring
functions is in F , then E[db] = ERA[db], the latter being evaluated with the
Boolean semantics of RA.

Proof: It is sufficient to show that every operator in {π, σ,∪,−, ./, ρ},
when applied to crisp relations, yields a crisp relation. We only consider
the case of Selection, being the proof for remaining operators analogous. A
Selection σf (E), where f does not contains similarity predicates and E[db] is
a crisp relation, computes the score of a tuple t ∈ E[db] as s∧(s(f, t), t.µE)).
Since s∧ is a t-norm, t.µE is equal to 1 and s(f, t) is equal either to 0 or to
1, the Selection outputs a tuple score equal either to 0 or to 1, thus yielding
a crisp relation. �

Lemma 1 Let xi 'εi
x′i, i ∈ [1..n]. Then, min(x1, . . . , xn) 'ε min(x′1, . . . , x

′
n)

and max(x1, . . . , xn) 'ε max(x′1, . . . , x
′
n) both hold, where ε = max(ε1, . . . , εn).

Proof: We prove the statement for the min scoring function, being the
case for max analogous.

First note that if ε1 ≤ ε2, then x1 'ε1 x2 implies x1 'ε2 x2. From this it
follows that, if xi 'εi

x′i, then xi 'ε x′i, where ε = max(ε1, . . . , εn).
Assume that min(x1, . . . , xn) = xi < xj and that min(x′1, . . . , x

′
n) = x′j <

x′i, otherwise the result would trivially hold by hypothesis. Without loss of
generality, let x′j < xi. Since x′j 'ε xj, from x′j < xi and xi < xj we derive

that both x′j 'ε xi and xi 'ε xj hold, thus proving the result. �

Theorem 4 Let E be a Fuzzy Relational Algebra expression containing oper-
ators from the set {σ, π, ./,∪} and let E ′ be the expression obtained from E by
changing a similarity predicate ∼ with ∼′, such that (x1 ∼ x2) ≡ε (x1 ∼′ x2)
holds for any pair of scores x1, x2 in the domain of ∼. Then E ≡t

ε E ′ under
FS semantics.

Proof: As in the case of Theorem 3, the proof is split in as many cases
as are the operators composing the expression E. We consider the case of
the Selection operator. Consider the expressions E = σp(E1), where p =
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A ∼ v, and E ′ obtained from E by changing ∼ with ∼′. By definition of
Selection under FS semantics, the scores of tuples satisfying E and E ′ are
given by, respectively, min(s(A ∼ v, t), t.µE1) and min(s(A ∼′ v, t), t.µE1).
By hypothesis, we have that (A ∼ v) 'ε (A ∼′ v), and by Lemma 1 it follows
that min(s(A ∼ v, t), t.µE1) 'ε min(s(A ∼′ v, t), t.µE1). This is to say that
σA∼v(E1) 'ε σA∼′v(E1). �

The next theorem states that ’relaxing’ the similarity between two rela-
tions - that is increasing the tolerance among the tuple scores - allows the
relations resulting from an application of the Cut operator are similar, with
respect to the ’relaxed’ degree of similarity.

Theorem 5 Let r and r′ ε-similar relations. Then there exists a ε′ < 1,
such that, for any α ≤ 0, γµ≥α(r) and γµ≥α(r′) are ε′-equivalent.

We show this simple result with an example. Consider the relations r and
r′ consisting respectively of the two tuples t1, t2 and t′1, t′2. Assume that all
the tuples have same attribute values and attribute scores and also that the
tuple scores of t1 and t2 are µ1 = 0.95 and µ2 = 0.23 and the tuple scores of
t′1 and t′2 are µ′1 = 0.99 and µ′2 = 0.05. Posing ε1 = 0.2, we have that r and
r′ are 'ε1-similar.

Let’s apply now the Cut operator to r and r′ with condition equal to
µ ≥ α = 0.25. The resulting relations are, respectively, γµ≥0.25(r) = {t1, t2}
and γµ≥0.25(r

′) = {t′1} and they are not 'ε1-equivalent, since the resulting
relations have different cardinalities and the scores of the tuple in them differ
more than ε1 = 0.2. Remind however that two relations can be 'ε-similar
even if they have different cardinalities. It depends on how much the tuple
scores are differing. If we substitute ε1 with the the new value ε2 = µ1−µ2−
µ′1 = 0.67, then γµ≥0.25(r) and γµ≥0.25(r

′) are 'ε2-similar. In Figure 4.4.1,
we illustrate the case in which the expressions γµ≥α(r) and γµ≥α(r′) are not
ε1-similar.

4.5 Efficient Query Processing

Any optimization framework based on equivalence and containment rules has
to specify how to derive effective rewrite rules without a detailed knowledge
of the underlying physical system which stores the data. Anyway, in order to
drive the rewriting of expressions into more efficiently computable equivalent
expressions – without entering in the details of actual access methods, as
already said – an abstract ‘cost model’ is needed. In this section, we discuss in
an informal way how the heuristic rule of minimizing the size of intermediate
results can be extended of our Fuzzy Relational Algebra. We will argue that
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Figure 4.2: γµ≥α(r) and γµ≥α(r′) are not 'ε1-equivalent

taking into account only the time doing doing I/O and the memory employed
– that is, the size of intermediate results – is no more sufficient when the
selection condition contains complex similarity predicates. In fact, it can be
the case that the similarity predicates heavily deploy other resources, like the
CPU, thus making necessary to take into account their utilization times.

4.5.1 Selection Pushdown

In order to show how the heuristic principle of pursuing the smallest possible
intermediate results drives the rewriting of expressions, consider the following
well-known Relational Algebra equivalence rule:

σA=v(R1 ./ R2) ≡ σA=v(R1) ./ σA=v(R2). (4.43)

Assume that s1 and s2 are the cardinalities of R1 and R2, then the result
of R1 ./ R2 has cardinality (less or equal than) s1 · s2. On the other side, the
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cardinalities of σA=v(R1) and σA=v(R2) are s′1 and s′2, with s′1 and s′2 less or
equal to s1 and s2, respectively (such cardinalities depend on the selectivity
of the selection condition A = v,).

Usually, since the time spent doing I/O is orders of magnitude greater
than time time spent in the test of the selection condition the size of the
intermediate results of a query is the main factor determining the execution
time of the query. Thus, σA=v(R1 ./ R2) has execution time proportional
to s1 · s2, while σA=v(R1) ./ σA=v(R2) has execution time proportional to
s′1 · s′2. The time spent in evaluating the selection condition is not taken into
account. Since s′1 and s′2 are smaller than s1 and s2, it is a good strategy to
evaluate as early as possible the selection condition in order to reduce the
size of the relations to be joined.

Consider now the situation occurring when in the left and right side of
Rule 4.43 the equality predicate = is substituted with a similarity predicate
∼. In the case the similarity predicate is a complex one, its evaluation time
may be comparable with the time spent doing I/O. We assume that the
similarity predicate has the same selectivity of the equality predicate. Thus,
the execution time of σA∼v(R1 ./ R2) is proportional to s1 ·s2 (due to the join
operator) plus s1 · s2 (due to the evaluation of the similarity predicate), that
is 2 · s1 · s2. On the other side, the execution time of σA∼v(R1) ./ σA∼v(R2)
is proportional to s′1 · s′2 (due to the join operator) plus s1 and s2 (due to
the similarity predicate evaluation), that is s′1 · s′2 + s1 + s2. Thus, also if an
expensive similarity predicate is used, it is less expensive to evaluate such
similarity predicate as early as possible. The heuristic rule of minimizing
the size of intermediate does not work anymore when considering the Top
operator with similarity predicates, as we will see in the following section.

4.5.2 Top Pushdown

Consider now the case of the following containment rule:

τ k
A∼v(τ

k
A∼v(R1) ./ τ k

A∼v(R2)) v τ k
A∼v(R1 ./ R2) (4.44)

The left hand side of Rule 4.44 has execution time proportional to s1 · s2

(due to the join operator) plus s1 · s2 (due to the evaluation of the simi-
larity predicate), that is 2 · s1 · s2. The right hand side has execution time
proportional to s′1 · s′2 (due to the join operator) plus s1 and s2 (due to the
evaluation of the similarity predicates of the inner Top operators) plus s′1 · s′2
(due to the evaluation of the outer Top operator). Thus, the overall exe-
cution cost of the right hand side is 2 · s′1 · s′2 + s1 + s2. Note that in the
case the selectivity is low (that is, s′1 and s′2 are near equal to s1 and s2,
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respectively), it may be that 2 ·s′1 ·s′2 +s1 +s2 is greater than 2 ·s1 ·s2. Thus,
the execution time of τ k

A∼v(R1 ./ R2) is smaller than the execution time of
τ k
A∼v(τ

k
A∼v(R1) ./ τ k

A∼v(R2)), even if the last expression applies as early as
possible the Top operator, in order to reduce the size of intermediate results.

4.6 Graphical Representation of some Equiv-

alence Rule

In order to give an intuitive understanding of equivalence and containment
rules, we visualize in the following the behaviour of some of them.

4.6.1 α-cut Visualization of a Binary Union

Before presenting the drawings that correspond to actual equivalence rules,
we show two simple examples displaying what happens if we apply an α-cut
after computing the union of two fuzzy relations E1 and E2. We assume
that FS semantics, so, the tuple scores of tuples in E1 ∪ E2 are computed
as max(t.µE1 , t.µE2). We provide a 3D representation where x and y axes
express the tuples scores t.µE1 and t.µE2 , while the resulting tuple score of
E1 ∪ E2 is reported on z axis.

The function max(t.µE1 , t.µE2) is marked with thick lines, while the α-cut
is marked with a dotted line. In Figure 4.6.1, an α-cut is applied to a union
E1 ∪ E2, while in Figure 4.6.1, an α-cut is applied after a weighted union
Eθ1

1 ∪Eθ2
2 , with θ1 = 2

3
and θ2 = 1

3
. Note the effect of weighting on the graph

of the max function.

Figure 4.3: An α-cut on a binary union E1 ∪ E2

Figure 4.4: An α-cut on a weighted binary union Eθ1
1 ∪ Eθ2

2

4.6.2 Visualization of binary rules

Each rule in the following is illustrated with two drawings: the first illustrat-
ing the left hand side and the second the right hand side. Each drawing is
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the projections on the xy plane of the thresholds derived from Cut or Top
operators and the tuples satisfying the expressions, respectively, in left and
hand sides of the rules. Furthermore, a thick boundary surrounds the pro-
jection on xy plane of the part of max - or min - function above - or below -
the thresholds. We start by illustrating the following equivalence rule:

γα(E1 ./[θ1,θ2] E2) ≡ γα(γα1(E1) ./[θ1,θ2] (γα2(E2)) (4.45)

where α1 = α and α2 =
α− (θ1 − θ2)
1− (θ1 − θ2)

.

In Figure 4.6.2 are displayed the left and right hand side of Rule 4.45.
The region with thick boundary contains the projections on xy plane of

tuple scores satisfying the left and side of Rule 4.45. Note that the application
of cuts α on E1 and α−(θ1−θ2)

1−(θ1−θ2)
on E2 safely drops the region ABCDEF from

the search space while completely retaining the selected region, with thick
boundary. Note that the Cut α−(θ1−θ2)

1−(θ1−θ2)
on E2 is the best possible.

A similar rule applies when the Cut has the form γµ<α and follows a
weighted Union:

γµ<α(E1 ∪[θ1,θ2] E2) ≡ γµ<α(γµ<α1(E1) ∪[θ1,θ2] γµ<α2(E2)) (4.46)

where α1 = α and α2 = α
1− (θ1 − θ2)

.

The Rule 4.46 is graphically displayed in Figure 4.6.2. Remember that
we consider two relations E1, E2 and the operators are interpreted under FS
semantics.

Note that the application of proper cuts to E1 and E2 in the right hand
side of Rule 4.46 safely discard the region ABCDEF from the search space.
Also, the area of this region is maximized.

τ k
gΘg

(E1 ∪[θ1,θ2] E2) ≡ τ k
gΘg

(τ k
gΘg

(E1) ∪[θ1,θ2] τ k
gΘg

(E2)). (4.47)

Graphically, the left and right hand sides of Rule 4.47 can be interpreted
as displayed in Figure 4.6.2. the intervals containing valid tuple scores for
τ k
gΘg

(E1), τ k
gΘg

(E2) and τ k
gΘg

(∪[θ1,θ2](E1, E2)) are respectively [T1, 1], [T2, 1] and

[T3, 1].
The search space over which retrieve the tuples is greatly reduced by

applying τ k directly to E1 and E2, since we can safely discard region ABCD.
The last rule we show is a containment. Let g = p1 ∧ p2, with pi over the

schema of Ei. Then:

τ k
gΘg

(τ k
p1

(E1) ./[θ1,θ2] τ k
p2

(E2)) v τ k
gΘg

(E1 ./[θ1,θ2] E2) (4.48)
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Its left and right hand sides are displayed in Figure 4.6.2. The tuple scores
of tuples in τ k

gθg
(E1),

τ k
gθg

(E2) and τ k
gΘg

(./[θ1,θ2] (E1, E2)) are contained in intervals [T1, 1], [T2, 1]

and [T3, 1], respectively.
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Chapter 5

The Query Language

5.1 Motivations

The explosive growth of Internet has made available to millions of users large
amount of data in various form, e.g., texts, images, sounds and videos. Such
multimedia data are contained in a set of HTML documents uniquely iden-
tified by uniform resource locators (urls). These documents, also known as
web pages, are connected among themselves through links, forming the World
Wide Web (WWW). Basically, the only ways to get information from the Web
is addressing exactly the documents by specifying their urls or through the
searching and browsing process. This process uses search engines to provide
content based access. Paradoxically, this situation had already happened in
the database area in the early 70s when hierarchical databases (although were
not distributed) provided a content based access together with navigation of
data. However, we can have a fresh look to the Web and consider it in at least
two different ways. It can be considered as a single information source with
very little common structure among different pages in different locations, or
a different and somehow complementary approach is to consider the Web as a
collection of information sources with some common structure among pages
of a specific location and little common structure among pages of different
locations. The basic idea in the latter view is to exploit the common struc-
ture among pages within a single information source using extended database
technology in order to introduce databases as the core technology to man-
age the data of an information source. Both these approaches have shown
the inadequacy of traditional data models in representing the Web data and
has lead to investigate semistructured data models (i.e., well adapted for
data that may have some structure, even if not regular, rigid and complete
as required in traditional database management systems) and propose new

63
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formatting standards like XML [1, 54]. In addition, research proposals have
diverged according to the above mentioned directions. For instance, Araneus
[7], Strudel [31] and Lorel [2] consider the Web as a collection of information
sources (see Section 5.2 for a detailed comparison). Other works, instead,
consider the Web as a single information source and several Web query lan-
guages have been proposed to integrate navigation with query capabilities to
access data overcoming some of the problems related to Web as in W3QL
[38], WebSQL [44] and WebOQL [5]. The features of these query languages
include exact query matching over the entire document, the specification of
subgraphs of the web over which perform the query and the possibility to
perform some kind of restructuring over the retrieved documents [40]. Tradi-
tional query languages are not satisfactory in extracting data from the Web
since they consider only crisp data, exact query matching and do not score
the answers according to the relevance [46, 33, 26]. Imagine a search tool
over the Web without ranking the answers. It would be useless. In addi-
tion answers cannot be reorganized to be presented according to users (or
applications) needs. These factors are major drawbacks of all current Web
language proposals either considering the Web as a single information source
or as a collection of information sources.

In this chapter, we address the above issues focusing our attention on
imprecision and restructuring languages functionalities. We consider the
Web as a single information source presenting the extended WebSQL lan-
guage (eWebSQL, for short) [45]. The same issues could be considered in
the context of a collection of information sources. The reason for this choice
is twofold. Firstly, we wish to use a well known model within a formal
setting and a simple query execution model. In fact the underlying data
model on which the language is defined is relational. Although we are well
aware of more sophisticated data models [42] considering object-oriented and
semistructured features like OEM or WebOQL [48, 5], or based on the XML
[54], the simple relational representation of the Web adopted by WebSQL
is well suited to deal with imprecision through fuzzy sets within the formal
setting of relational algebra as investigated in [22]. In addition, we aim to a
simple, yet powerful restructuring language, where Web pages and links form
atomic unit of restructuring. Secondly, we wish to take full advantage of the
existing WebSQL system extending its functionalities. In fact, we extend the
WebSQL language with data, query and answer imprecision.

• Data Classification Imprecision comes from imprecise classification of
data. As already shown in Chapter 3, we model data classification
imprecision by allowing data to be elements of fuzzy sets [59]. Thus,
to every element there is associated a real number between 0 and 1,
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denoting its membership degree to a fuzzy set.

• Query Imprecision deals with queries that have some ambiguity per-
taining to their meaning. This derives from the fact that we ask the
same question to several information sources and we cannot suppose
a uniform answer from them. Also, imprecise queries are based on
weights provided at query definition time. In this way, the user can
specify what are the most relevant parts of the query, and a query
weighted with two different sets of weights usually yields different an-
swers.

• Fuzzy membership degrees (data classification imprecision) and weights
(query imprecision) are used by a scoring function for the computation
of scores, denoting how well the corresponding elements match a given
query. In this way, we can obtain a ranked answer and in this way it
is possible to define a threshold on the score The answer ranking and
the discarding of the less relevant items expresses Answer Imprecision.

Then, we introduce answers restructuring that follows the query phase
where the relevant documents are collected. These documents have to be
rearranged to more properly fulfill user’s (or application’s) needs. The re-
structuring of the answer can be seen in terms of transformations between
the Web subgraph represented by pages and links contained in the answer
and the desired graph, specified through the restructuring language. Such
language permits a restructuring consisting in the creation of new Web pages
and new links, as well as deletion of the already present ones. For example, it
is possible to create an index page containing the urls of the retrieved pages
or to concatenate them one after the other, in decreasing order of relevance.

Imprecision-based queries, path-based queries and restructurings – can
be expressed in the Fuzzy Relational Algebra presented in Chapter 3. Such
algebra can be also easily employed to model features like path-based queries
and restructurings. Finally, when focusing on the evaluation and optimiza-
tion of similarity-based queries using imprecisely classified data, several in-
teresting issues arise: the answers coming from different search engines must
be integrated in coherent single answer that has to be ordered and, possi-
bly, reduced by discarding the less relevant items. Further, search engines –
which are used by eWebSQL as indexes – have very limited access patterns,
namely, the answer to a keyword-based query can consist only in all the urls
of the relevant Web pages, ordered by decreasing relevance.

We address such problems introducing query rewriting via equivalence
and containment rules for Fuzzy Relational Algebra expressions. Such rules
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take into account novel features of imprecision-based queries already men-
tioned, such as ordering the results, presenting the top ranked Web pages
or discarding the less relevant ones, and provide a first step towards the
optimization of this kind of queries.

We also address the fact that current search engines have limited access
patterns by modeling such behaviours with the sorted access and random
access, introduced in [27]. Such access methods model respectively systems
that output the answer elements in ordered fashion, according to some or-
dering criterion and systems that provide the relevance degree of an input
element. Finally, algorithms for the evaluation of the previously presented
optimized algebraic expressions and for the integration of different search
engines answers inspired by A0 algorithm – also studied in [27] – are intro-
duced.

In the following, we will show two eWebSQL queries expressing both
imprecision and path based queries with restructuring capabilities. As an
example, suppose that information about Web pages are contained in the
crisp relations Document and Link and the information about the relevance
of Web pages with respect to search terms as computed by different search
engines is stored in the fuzzy relations corresponding to search engines Google
and Altavista. The relations are shown in Figure 5.3. Since the information
about a Web page are contained into a single tuple of Document, in the
following we refer to tuple score as page score. In the relation Document we
write bodyi to denote the text contained in a Web page wi.

5.2 Related Works on Web Query Languages

The WebSQL language considers the Web as a single information source and
represents it as a relational view [44]. It permits a powerful kind of path-
based query in which is possible to specify the distance from the start doc-
ument in which search for desired documents. This feature is implemented
using path regular expressions [3]. An algebra and query language using path
regular expressions is presented in [32]. The main feature of this approach
lies in the fact that a partial order is imposed over regular expressions denot-
ing paths in the graph. In this way, it is possible to express ranking criteria
on the paths a query must satisfy as well as a threshold to discard the less
relevant ones. Other Web query languages have been proposed: WebLog
[40] is a rule based query language that allows both topological queries and
simple restructuring. W3QL is another SQL-like language, that has ad-hoc
primitives to traverse graphs in depth-first or breadth-first manner [38]. The
WG-Log language [25] focuses on restructuring in order to provide to the
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user semiautomatic construction of schemata for Web sites. This approach is
based on a graph oriented data model [35]. WebOQL [5] is a query language
providing an unified approach to querying structured documents, semistruc-
tured data and graphs. The data model used by WebOQL is based on trees
with labeled arcs, called hypertrees. The Araneus system [7] instead, stores
Web pages in a relational DBMS providing hypertext views over relational
data. Page restructuring is performed applying suitable text extraction pro-
cedures based on Editor language, a string manipulation language [6]. A
different approach for dealing with textual data in a declarative framework
is presented in [11]. Another system for Web site management is Strudel [31]
well suited for changing and restructuring the site structure. The authors
present a graph restructuring language called StruQL based on the OEM
data model. In [26], a similar data model based on ordered graphs is used
to define a query language for XML data, able to extract data from existing
XML documents and construct new ones. Other works propose formal mod-
els of queries and computations on the Web based on graphs, addressing as
a key feature of Web query languages, among other things, the capability of
performing a kind of topological query [3, 43]. The following systems are not
focused on the Web, rather they provide data models and query languages for
semistructured data. Lorel [2] is a query language based on the OEM data
model [1]. They can be viewed respectively as extensions of OQL and ODMG
[18]. UnQL [17] is another query language for semistructured data. As in
OEM, data are represented as a labeled graph. The attention of the authors
is focused on query optimization issues. InfoSleuth [10] is a system joining
different typical issues of the Web environment such as integration of infor-
mation coming from the Web, high scalability, keyword search engines and
issues coming from the area of federated databases, like information access
through domain ontologies. The integration of typical IR search capabilities
- like ranked answers - and a nested relational data model is presented in the
language TQL, of the system Atlas [51]. In the following table, we summarize
the main features of Web query languages (or that can be employed as such)
according to the features discussed in the previous Section.

All these approaches do not consider imprecision in data, queries and an-
swers. The problem of dealing with imprecision-based queries in the context
of textual data is deeply investigated in the area of Information Retrieval
[36]. An approach combining logic and probability is found in [34] where P-
Datalog, an extension of Datalog language well suited to treat probabilistic
facts is proposed. The retrieval process in this approach is viewed as comput-
ing P (q ← d), i.e. the probability that the document d implies query q. This
approach is suitable for the treatment of partial knowledge. However, the
probabilistic approach relies on the strong hypothesis of independence among
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events. Since the assumption of independence often fails, a complementary
approach, that does not require it, uses fuzzy logic [59]. Such approach for
dealing with imprecision in the context of multimedia databases is presented
by Fagin in [28]. In [29], the authors propose a simple method allowing the
user to associate a weight to terms involved in the search. In this way, the
user can specify the weights in the query stating that he is interested in Web
pages about both, say, “Microsoft” and “Netscape” but cares twice as much
about the first term as the second and wants in response a ranked list of Web
pages according to his preferences. Such method is extensively explained in
broader context than IR in [30].

Query Language Imprecision Restructuring Data Model

Araneus no yes nested relational
WebSQL no no relational
WebOQL no yes trees
W3QL no no relational
WG-Log no yes graphs
WebLog no yes relational
Lorel no no OEM
StruQL no yes OEM
XML-QL no yes ordered graphs
UnQL no yes trees
TQL yes no nested relational
WHIRL yes no relational

Figure 5.1: Web Query Languages

5.3 WebSQL Overview

We now provide a short overview of WebSQL. It permits to pose SQL-
like queries over a relational view of the Web. More precisely, the Web
is represented as a finite directed labeled graph Γ = (N, A) where nodes
in N are Web pages w1, . . . , wn and arcs in A are labeled links l1, . . . , lk
between Web pages. As discussed in [44], it is not possible to completely
enumerate all documents on the Web. Hence, we represent the Web through
the virtual relations Document(url, title, content, length, modif, type) and
Link(start url, label, end url), as shown in Figure 5.3. Each tuple in d ∈
Document represent a Web page and each tuple in a ∈ Anchor represents
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a link contained in a web page. In WebSQL it is possible to specify paths
over which perform the query with symbols like => or −>, whether the Web
page to be retrieved is on the same server of the specified path staring point
or not. The following query asks all the titles of Web pages containing the
word “Leonardo” in their titles and connected with the page www.louvre.fr
with exactly one external link. When specifying the attribute, we omit the
name of the relation which belongs to, hence writing – for example – title
instead of Document.title.

Example 8 (Local Link Query):

SELECT title
FROM Document SUCH THAT‘‘www.louvre.fr’’−> Document
WHERE title CONTAINS ‘‘Leonardo’’

�

The condition string1 CONTAINS string2 is true whenever the latter is a
substring of the former. If the user is interested only in the urls of urls of
Web pages satisfying the same title’s condition but at most two links away,
whether local or global, the previous query becomes:

Example 9 (Two Links Query)

SELECT url
FROM Document SUCH THAT‘‘www.louvre.fr’’ −>2 | =>2 Document
WHERE title CONTAINS ‘‘Leonardo’’

�

In general, paths are specified with regular expressions over the alphabet
{−>, =>, #>, =}. The symbols #> and = denote an internal link to the
starting url and a path of length zero, respectively. In the following, we show
partial instances of the relations Document and Link containing informations
about the Web pages of the Uffizi museum and their link structures.

5.4 eWebSQL

We now extend WebSQL with data relevance, answer relevance and query
relevance, as well as answer restructurings. We present the new features of
the language with a list of detailed examples. Consider the Uffizi Gallery Web
site. Such a site is formed by interconnected pages containing large amounts
of unstructured data of different kind, such as text or images. Such data can
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Document
url title text length modif type

uffizi/Room1 Room 1 body1 22556 9/10/99 text
uffizi/ann.jpg Annunciazione body2 32651 6/04/99 image
uffizi/Room15 Room 15 body3 7047 4/11/99 text
uffizi/adm.jpg Adorazione dei Magi body4 46502 29/10/99 image
louvre/joc.jpg La Joconde body4 46502 29/10/99 image
louvre/room34 Room 34 body4 46502 29/10/99 text
uffizi/bdc.jpg Battesimo di Cristo body5 29450 17/11/99 image
uffizi/room2 Room 2 body6 57849 23/07/99 text

Link
start url label end url

uffizi/intro other Museums louvre
uffizi/room15 Leonardo www.yahoo.com/paintings
louvre/room45 Leonardo uffizi
louvre autres musee www.louvre.it
uffizi artists www.yahoo.com/paintings
louvre oeuvres www.yahoo.com/paintings
uffizi paintings uffizi/paintings

Figure 5.2: The Document and Link relations

be queried with relevance-based queries at different levels: first, the user may
simply ask for Web pages that are relevant to some topic, hence involving the
data relevance of Web pages with respect to the search topic; in addition, the
user may ask more complex queries involving weighted conjunctions of data
relevances; moreover, it is possible for the user to discard the less relevant
Web pages by specifying a threshold. Thus, it becomes very useful to have a
single query language performing queries concerning every kind of relevance
in an environment like the Web. Our language, called extended WebSQL,
eWebSQL for short, allows to express all the queries just described.

5.4.1 Imprecision based Queries

In the following, we show in detail the features of our query language. We
start by explaining how data, query and answer imprecision are employed in
eWebSQL.

Data Classification Imprecision. Search engines classify Web pages ac-
cording to the keywords found in Web pages’ bodies. That is, to every
keyword there is associated a set of Web pages where the keyword occurs.
However, this classification is not crisp but it presents a degree of impreci-
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sion, in the sense that a Web page belongs to a keyword associated set with
a membership degree. Such membership degree can be computed in several
ways, for example counting the occurrences of the keyword and it can vary
depending on the search engine.

We call the membership degree of a Web page to the set associated to a
keyword the relevance of the Web page with respect to the keyword. eWeb-
SQL represents a search engine with a Fuzzy Relational Algebra relation.
Each tuple of the relation represents a Web page indexed by the correspond-
ing search engine. The attributes store the page url, its most relevant key-
word – found by the search engine – and the corresponding relevance degree,
stored as the score of the keyword attribute. The schemas of the fuzzy
relations Google and AltaVista we will use in the following examples are
Google(url, keyword, keywordµ) and AltaV ista(url, keyword, keywordµ). Two
instances of such relations are shown in Figure 5.3.

Google
url keyword keywordµ

louvre collections 0.95
louvre artists 0.77
uffizi Leonardo 0.61
uffizi renaissance 0.85

Altavista
url keyword keywordµ

uffizi/room2 Leonardo 0.48
uffizi/index paintings 0.97
uffizi renaissance 0.79
louvre renaissance 0.67

AltavistaImages
url title color colorµ

uffizi Annunciazione Green 0.48
uffizi Battesimo di Cristo Red 0.93
louvre Venus Yellow 0.55
uffizi Adorazione dei Magi Red 0.68
louvre La Joconde Black 0.59

Figure 5.3: Search Engine Information

Note that the relations modeling the search engines use as indexes the
search engines themselves. Typically, search engines return their answers to
keywords based queries as lists of urls, ordered according with their relevances
to the keywords. This means, for example, that in order to retrieve the
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keyword attribute degree of the relation Google Google.Keywordµ of a given
Web page w with respect to a keyword k, the only way is to ask Google for
the Web pages relevant to keyword k and wait until the page w is found in
the ordered list, according to decreasing relevance. Hence, the usual index
based access methods used by classical RDBMSs are no more disposable. We
will discuss in detail such features in Section 5.7.
Query Imprecision. The query language eWebSQL extends the syntax
of the WHERE clause with the construct ABOUT in order to express queries
involving the relevance of web pages w with respect to a specified keyword
k or the relevance of images contained in Web pages w with respect to a
specified color c (the case for other features such as texture or conservation
state is analogous). In the case of a keyword based search, the construct
syntax is A ABOUT k, where the attribute A relates to Web page w (its value
is the title or the page’s body, usually) and its meaning is as follows: assume
that in the FROM clause are specified the search engines SE1, . . . , SEn; then
A ABOUT k computes the score

s(A ∼SE1 k, t) ∧ · · · ∧ s(A ∼SEn k, t)

where ∼SEi
, for 1 ≤ i ≤ n, are the implementations of the similarity predi-

cates of the search engines SEi and the conjunction is interpreted with the
min function, as explained in Section 4.2. Note that if we specify more than
one search engine in the FROM clause, then the selection condition (specified
in the WHERE clause is applied only to the Web pages retrieved by all the
specified search engines. We call the score computed by the ABOUT construct
the page score of the Web page w with respect to keyword k. The case of a
color based search is treated in a similar way, where the syntax is changed in
A ABOUT c and c is a specified color. If the WHERE clause contains both ABOUT

constructs on keyword and color searches, as in A1 ABOUT k AND A2 ABOUT

c, then the corresponding score is computed by

s(A1 ∼SEK
1

k, t) ∧ · · · ∧ s(A1 ∼SEK
n

k, t) ∧
s(A2 ∼SEI

1
c, t) ∧ · · · ∧ s(A2 ∼SEI

m
c, t)

where the keyword based search engines SEK
1 , . . . , SEK

n and the image based
search engines SEI

1 , . . . , SEI
n are specified in the FROM clause. Thus, if, after

the search engines have been queried, w is such that s(A ∼SE1 k, t) = 0.89
and s(A ∼SE2 k, t) = 0.71, then the page score s(A ∼SE1∧SE2 k, t) is equal to
0.71.

Example 10 (Local Link Relevance Query)
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SELECT Document.title

FROM Document, Google, AltaVista SUCH THAT ‘‘louvre’’ −>3 Document

WHERE content ABOUT ‘‘Leonardo’’

�

The result of the query is ordered with respect to the computed page
score. The eWebSQL query language also performs more elaborate queries
built up from simple expressions and connectives AND, OR. Such connectives
are interpreted, respectively, with t-norms min and max. The following query
asks for Web pages three links away from the Louvre home page having scores
about search terms “Leonardo” and “paintings” and blue images greater than
0.

Example 11 (Conjunctive Relevance Query)

SELECT Document.title

FROM Document, Google, AltaVista, AltaVistaImages SUCH THAT

‘‘louvre’’ −>3 Document

WHERE color ABOUT ‘‘blue’’ AND

content ABOUT ‘‘Leonardo’’ AND content ABOUT ‘‘paintings’’

�

The eWebSQL query language also expresses relevance in the query by
weighting the data relevances of terms. As explained in Section 3.4, this is
done by means of a user-specified ordered set Θ of weights θ1, . . . , θn speci-
fying the relevance of the keywords k1, . . . , kn. The WHERE clause is modified
by specifying the weights θi with the construct WITH WEIGHT. The meaning
of the statement

w ABOUT k1 HAVING WEIGHT θ1 AND · · · AND kn WITH WEIGHT θn

is to include in the answer – provided that in the FROM clause only one search
engine SE is specified, the case for several search engines is analogous –
only the Web pages w having minΘ(s(A ∼SE k1, t), . . . , s(A ∼SE kn, t)) > 0,
being s(A ∼SE ki, t) the score of Web page w with respect to keyword ki

computed by the search engine SE and Θ the ordered set containing the
weights θ1, . . . , θn, as explained in 3.4. As an example, The next query asks
for Web pages relative to keywords “Leonardo” and “paintings”. The user
specifies that “Leonardo” has greater importance than “paintings”. In fact
the former has weight 0.7 and the latter has weight 0.3.

Example 12 (Local Link Weighted Query)
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SELECT Document.url

FROM Google, Document SUCH THAT‘‘louvre’’ −>3 Document

WHERE content ABOUT

‘‘Leonardo’’ WITH WEIGHT 0.3 AND

content ABOUT

‘‘paintings’’ WITH WEIGHT 0.7

�

The evaluation of a (weighted) conjunction of simple expressions w ABOUT

ki with the function minΘ amounts to compute an overall score of the page
w with respect to keywords ki. This is useful for ranking the answer, as
explained in the following.

Answer Imprecision. The result of computing the overall score of
a Web page as a function of complex expressions of page scores s(A ∼
k1, t), . . . , s(A ∼ kn, t) and an ordered set Θ of weights is called answer
relevance (or overall page score). A straightforward use of answer relevance
is to discard less relevant Web pages by the specification of a threshold. The
syntax of the WHERE clause is extended with the construct HAVING RELEVANCE

≥ s̄, where s̄ is a fixed value between 0 and 1. The meaning of the statement

A ABOUT k1 HAVING WEIGHT θ1 AND· · ·AND kn WITH WEIGHT θn

HAVING RELEVANCE≥ s̄

is to include in the answer only the Web pages having
minΘ(s(A ∼ k1, t), . . . , s(A ∼ kn, t)) > s̄. The following example extends
Example 12 by discarding the Web pages having answer imprecision smaller
than 0.9.

Example 13 (Local Link Answer Relevance Query)

SELECT Document.url

FROM Google, Document SUCH THAT ‘‘louvre’’ −>3 Document

WHERE content ABOUT

‘‘Leonardo’’ WITH WEIGHT 0.3 AND

content ABOUT

‘‘paintings’’ WITH WEIGHT 0.7

HAVING RELEVANCE ≥ 0.9

�

Another interesting feature related to the answer relevance is the possibility
to specify how many web pages among the most relevant to the query are
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to be retrieved. We introduce for the purpose the statement STOP AFTER

k. Clearly, we assume that there exists at least k such web pages, if the
specified number is k. If this is not the case we return the pages available.
In the following query, the user wants to retrieve only the most 5 relevant
Web pages satisfying the query in Example 13.
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Example 14 (Local Link Top Query)

SELECT Document.title

FROM Google, AltavistaImages, Document

SUCH THAT ‘‘louvre’’ −>3 Document

WHERE color ABOUT ‘‘blue’’ AND content ABOUT

‘‘Leonardo’’ WITH WEIGHT 0.3 AND

content ABOUT

‘‘paintings’’ WITH WEIGHT 0.7

HAVING RELEVANCE ≥ 0.7

STOP AFTER 5

�

5.4.2 Answer Restructuring

The user should be able to specify how the query results have to be presented.
This is a critical issue in the Web context, where data contained in query
answer may be large disconnected portions of Web graph. Therefore, it
becomes necessary to provide means by which the user can manipulate a set
of Web pages and the links connecting them. More precisely, we extend the
WebSQL language with operators CREATENODE, CREATELINK and DELETELINK

in order to create new Web pages and create or destroy links, respectively.
Thus, our restructuring does not concern the internal structure of Web pages,
for which a more sophisticated data model, like XML or the graph-based
one by WebOQL, is needed. The creation and deletion of Web pages and
links affect user local copies of the relations Document and Link. In the
following, we present a restructuring of the answer of a query looking for
Web pages reachable from the Louvre home page and containing in the title
the word “Leonardo” such that the pages contained in the answer have to
be reachable from a newly created index page. Further, every link departing
from pages in the answer is deleted. The CREATENODE statement specifies
urls, titles and bodies of newly created Web pages. With the CREATELINK

statement, the user creates a link between two pages by specifying - possibly
with extended WebSQL statements FROM and WHERE - starting web page
url, anchor and url of the Web page where the link is pointing to. The
DELETELINK is analogous. The symbol “*” stands for any attribute value.
The complete BNF specification of the restructuring language is presented
in the Appendix. The following restructuring example shows how to create
an “index” Web page containing links to Web pages satisfying an extended
WebSQL query and how to modify the links among them.
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Example 15 (Two Links Query & IndexRestructuring):
The CREATENODE statement creates a Web page having url “www.mysite.com/Index”,
title “Index” and body composed of titles of Web pages satisfying the query
in Example 9. The anchors are Web page titles themselves.

CREATENODE

URL ‘‘www.mysite.com/Index’’

TITLE ‘‘Answer Index’’

AS

SELECT Document.title

FROM Document SUCH THAT ‘‘louvre’’ −>2 | =>2 Document

WHERE Documen.title ABOUT ‘‘Leonardo’’

The CREATELINK statement creates the links from this newly defined web
page to those whose titles are contained in the answer of Example 9.

CREATELINK

STARTURL ‘‘www.mysite.com/Index’’

ANCHOR Document.title

ENDURL Document.url

FROM Document SUCH THAT ‘‘louvre’’ −>2 | =>2 Document

WHERE Document.title ABOUT ‘‘Leonardo’’

Finally, the DELETELINK statement removes all the links among Web pages
satisfying Example 9.

DELETELINK

STARTURL Document.url

ANCHOR *

ENDURL *

FROM Document SUCH THAT ‘‘louvre’’ −>2 | =>2 Document

WHERE Document.title ABOUT ‘‘Leonardo’’

�

A further restructuring example consists in linking every page satisfying a
query each other (excluded itself). This kind of restructuring may imply the
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modification of existing Web pages with the addition of new links. No new
Web page is required.

Example 16 (Two Links Query & Completely Connected Restruc-
turing):

CREATELINK

STARTURL D1.url

ANCHOR D2.title

ENDURL D2.url

FROM Document d1, d2 SUCH THAT

‘‘louvre’’ −>2 | =>2 Document

WHERE Document.title ABOUT ‘‘Leonardo’’

�

5.5 Translations Examples

In this section, we give several examples of translations of eWebSQL queries
into Fuzzy Relational Algebra expressions in order to give a clear semantics
for imprecise queries and for path and restructuring based eWebSQL queries.

In the following examples, we give the translations of imprecision related
queries in eWebSQL into corresponding Fuzzy Relational Algebra expres-
sions. Although in Section 3.5 the weighted Join operator is presented in
prefix notation, in the examples, we write it in the usual infix notation for
sake of readability. We start with a simple query concerning Web pages about
the term “browsers” and considering Google and AltaVista search engines.
This query illustrates how the page scores are derived from keyword attribute
scores coming from different search engines. The keyword attribute scores
are computed with the the similarity predicates ∼Google, ∼AltaV ista used by
the corresponding search engines to score the similarity between the query
keyword and the Web page text. The page scores are computed making the
fuzzy conjunction of the keyword attribute scores in Google and AltaVista
search engines relations. Such scores are separately computed with the se-
lection operator for each search engine. Then, the resulting tuples are joined
in order to take the minimum of the scores of pages indexed by both the
search engines. Finally, the result is joined with the Document relation for
the projection of the proper attribute.

Example 17 (Query)
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SELECT Document.title

FROM Document, Google, AltaVista

WHERE Document.content ABOUT ‘‘art’’

πtitle(σ(content∼Google“art”)∧(content∼AltaV ista“art”)(Google ./ AltaV ista ./ Document))

�

The following example is about a weighted conjunctive query in which the
first term is less relevant than the second. We consider only one search
engine.

Example 18 (Weighted Query)

SELECT Document.title

FROM Document, Google

WHERE Document.content ABOUT

‘‘art’’ WITH WEIGHT 0.3 AND

Document.content ABOUT

‘‘museums’’ WITH WEIGHT 0.7

πtitle(σ(content∼Google“art”)0.3∧(content∼Google“museums”)0.7(Document ./ Google))

�

The following example shows a query in which the pages retrieved satisfy
a threshold condition on page score, formalized in the corresponding Fuzzy
Relational Algebra expression by the Cut operator.

Example 19 (Weighted Threshold Query)

SELECT Document.title, Document.url WITH RELEVANCE≥ 0.7
FROM Document, Google

WHERE Document.content ABOUT

‘‘art’’ WITH WEIGHT 0.3 AND

Document.content ABOUT

‘‘museums’’ WITH WEIGHT 0.7

πTitle,Url(γ0.7(σ(content∼Google“art”)0.3∧(content∼Google“museums”)0.7(Document ./ Google))

�
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The next example asks for the first 5 pages satisfying the WHERE clause, with
respect to page score. Clearly, this corresponds to use the Top operator in
the corresponding algebraic expression.

Example 20 (Weighted Top Query)

SELECT Document.title, Document.url

FROM Document, Google

WHERE Document.content ABOUT

‘‘art’’ WITH WEIGHT 0.3 AND

Document.content ABOUT

‘‘museums’’ WITH WEIGHT 0.7

STOP AFTER 5

πTitle,Url(τ
5
(content∼Google“art”)0.3∧(content∼Google“museums”)0.7(Document ./ Google))

�

From now on, we present some translations of eWebSQL queries con-
cerning paths and restructuring into Fuzzy Relational Algebra expressions.
Note however that such queries are expressible in the classical relational al-
gebra thanks to the fact that information about links and pages are stored
in classical relations Document and Link. The following query focuses on the
capability of the query language to express paths among Web pages. Note
that the path must have a fixed length, being transitive closure of a relation
not expressible into our algebra.

Example 21 (Path Query)

SELECT Document.title

FROM Document, AltaVista SUCH THAT ‘‘louvre’’ −>2 Document

WHERE Document.content ABOUT ‘‘art’’

πtitle(σ(content∼AltaV ista“art”)∧(Start url=“louvre”) (5.1)

(Link ./end url=start url Link ./end url=url Document ./ AltaV ista)

�
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The fact that the pages satisfying the WHERE clause must be reachable from
the page having url www.louvre.fr via paths of length 2 is expressed with
two joins: the first join builds up tuples from the relation Link having equal
values over attributes Start url and End url. This set of tuples is then joined
with the relation Document, hence obtaining the pages satisfying the WHERE

clause and two links away from www.louvre.fr.

We conclude our series of examples showing some translations concerning
restructuring issues. Since answer restructuring implies addition and/or dele-
tion of tuples from relations Document and Link, we employ the assignment
operator ← to model the relations’ modifications. Thus, given the relation r
and tuple t, the insertion/deletion of t = (t1, . . . , tn) into/from r are denoted
as r ← r ∪ t and r ← r − t. Consider this restructuring:

Example 22 (Page Creation)

CREATENODE

URL ‘‘www.mysite.com/Index’’

TITLE ‘‘Answer Index’’

AS

SELECT Title

FROM Document, Google

WHERE Document.content ABOUT ‘‘art"

The previous eWebSQL restructuring translates into this Fuzzy Relational
Algebra assignment:

Document←
Document ∪ (www.mysite.com/Index, AnswerIndex, T itles, Length, Modif, Type),

where Titles is the string t1 · · · tn is obtained concatenating the tuples t1, . . . , tn
in

πtitle(σcontent∼Google“art”(Document ./ Google))

�

The values “Length”, “Modif”, “Type” are respectively the length, cre-
ation date and type of the newly created index page and are computed by
the system during the query evaluation.
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5.6 Query Translations

In this section, we show the translations of eWebSQL queries into Fuzzy Re-
lational Algebra expressions, providing semantics for, respectively, the path
based and restructuring queries and for the imprecision based queries of
eWebSQL.

5.6.1 The Fuzzy Relational Algebra Translation

We provide the translation of the path-free eWebSQL fragment into expres-
sions of the Fuzzy Relational Algebra. We show that the general path-free
conjunctive fragment of the eWebSQL statement is represented by a suitable
set of expressions of the Fuzzy Relational Algebra.
We start with simple relevance query:

SELECT A1 . . .Ak

FROM SE1,. . ., SEn, DOCUMENT

WHERE B ABOUT v

Note that the relations in the FROM clause are divided in two sets: one con-
taining the relation Document and one containing n relation modeling the
available search engines – or any other data source, such as the AltaVista’s
collection of images – named SE1, . . . , SEn. This query translates in the
following Fuzzy Relational Algebra expression

πA1,...,Ak
(σB∼1v∧···∧B∼nv(SE1 ./ . . . ./ SEn ./ Document))

The following eWebSQL query specifies a threshold on the tuple scores of
the retrieved tuples:

SELECT A1 . . .Ak

FROM SE1,. . ., SEn, DOCUMENT

WHERE B ABOUT v

HAVING RELEVANCE α

and the corresponding Fuzzy Relational Algebra expression is

πA1,...,Ak
(γα(σB∼1v∧···∧B∼nv(SE1 ./ . . . ./ SEn ./ Document)))

a conjunctive query like this one
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SELECT A1,. . .,Ak

FROM SE1,. . ., SEm, DOCUMENT

WHERE B1 ABOUT v1 AND
...

AND Bn ABOUT vn

translates into the following Fuzzy Relational Algebra expression

πA1,...,Ak
(σ(B1∼1v1∧···∧Bn∼1vn)∧··· (5.2)

···∧(B1∼mv1∧···∧Bn∼mvn)(SE1 ./ · · · ./ SEm ./ Document))

As we have seen, several selection subqueries can have different relevances:

SELECT A1,. . .,Ak

FROM SE1,. . ., SEn, DOCUMENT

WHERE B1 ABOUT v1 WITH WEIGHT θ′1 AND
...

AND Bn ABOUT vn WITH WEIGHT θ′n

the corresponding Fuzzy Relational Algebra expression is

πA1,...,Ak
(σ

[θ′1,...,θ′n]

(B1∼1v1∧···∧Bn∼1vn)∧··· (5.3)

···∧(B1∼mv1∧···∧Bn∼mvn)(SE1 ./ · · · ./ SEm ./ Document))

A fundamental feature of the query language is the possibility to specify how
many tuples having highest scores are to be retrieved:

SELECT A1 . . .Ak

FROM SE1,. . ., SEn, DOCUMENT

WHERE B ABOUT v

STOP AFTER k

which corresponds to the following Fuzzy Relational Algebra expression:

πA1,...,Ak
(τ k

B∼1v∧···∧B∼nv(SE1 ./ · · · ./ SEn ./ Document))
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5.6.2 Path Based Query Translations

Paths among Web pages in eWebSQL are expressed using the relation Link
– that stores, for every link, the staring Web page, the associated label and
the target Web page – and the join operator. Let k be a fixed integer.
The navigation expression url1 →k url2 is satisfied if there exists a path
of length k starting from the Web page having url url1 and ending to the
Web page with url2. If k = 1, the tuple (url1, label, url2) has to be an
element of Link and the navigation expression url1 →1 url2 is computed
with the Fuzzy Relational Algebra expression σstarturl=url1∧endurl=url2(Link).
Otherwise, consider the case k = 2, url1 →2 url2. In this case, the navigation
expression is computed by the following Fuzzy Relational Algebra expression:

σstarturl=url1∧endurl=url3(Link ./endurl=starturl Link)

If (url1, label1, url2) and (url2, label2, url3) are tuple in Link, then
Link ./endurl=starturl Link builds the tuple (url1, label1, label2, url3), that de-
notes the fact that there is a path of length 2 starting from Web page having
url url1 and going into Web page having url3. The general case url1 →k urlu
is computed by the same expression

σstarturl=url1∧endurl=urlk(Link ./endurl=starturl · · · ./endurl=starturl Link︸ ︷︷ ︸
k

)),

as shown in the following eWebSQL query, where we start from the Web page
with url1:

SELECT A1 . . .Ak

FROM DOCUMENT, SE1,. . ., SEn SUCH THAT url1 →k DOCUMENT

WHERE B ABOUT v

The corresponding Fuzzy Relational Algebra expression is the following:

πA1,...,Ak
(σstarturl=url1∧endurl=url∧B∼1v∧···∧B∼nv (5.4)

((SE1 ./ · · · ./ SEn) ./ (Document ./starturl=endurl (5.5)

Link ./starturl=endurl1 · · · ./starturlk−1=endurl Link︸ ︷︷ ︸
k

)))
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5.6.3 Restructuring Translations

To model the restructuring phase, we use the assignment operator ← [39].
We denote the updates to a relation r with the expressions R ← r ∪ t and
r ← r − t, whether the update is a tuple insertion or deletion.

CREATENODE

URL validurl

TITLE string

AS SELECT A1, . . . , Ak

FROM Document, SE1, . . . , SEn SUCH THAT validurl →k Document

WHERE condition

The corresponding Fuzzy Relational Algebra expression is

Document← Document ∪ (validurl, title, content),

where content is the string t1 · · · tn obtained concatenating the tuples t1, . . . , tn
in

πA1,...,Ak
(σcondition ./ (Document, SE1, . . . , SEn))

The restructuring involving the creation of links is translated in the fol-
lowing way. It is assumend that validurl1 and validurl2 are existing Web
pages and string is contained in the Web page having url validurl1. The val-
ues of Starturl and Endurl are taken from the Url attribute of the relation
Document satisfying the WHERE clause.

CREATELINK

STARTURL validurl1

ANCHOR string

ENDURL validurl2

FROM Document

WHERE condition

is equivalent to

Link ← Link ∪ (validurl1, string, validurl2)

where validurl1 and validurl2 are computed by

πurl(σcondition(Document)).

The translation of DELETELINK is similar.
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5.7 Query Processing

In this section, we address the problem of efficiently computing the answers of
several kinds of eWebSQL queries. We approach such problem by translating
an eWebSQL query into a corresponding Fuzzy Relational Algebra algebraic
expression and then compute the set of tuples satisfying such expression. To
every eWebSQL query there corresponds a set of equivalent Fuzzy Relational
Algebra expressions. The study of equivalence and containment rules in the
Fuzzy Relational Algebra setting has been introduced in [22] and it has lead
to interesting results. The choice of the Fuzzy Relational Algebra expression
to be actually evaluated depends on the assumed cost model and is made
by the query optimizer. The definition of a suitable cost model and query
optimizer for eWebSQL queries is outside the scope of this work. Rather,
we present two algorithms for efficiently compute the answer of top-based
and cut-based Fuzzy Relational Algebra expressions. The algorithms are
described in Section 5.7.2 and take into account the fact that the relations
SE1, . . . , SEn can be accessed only through the corresponding search engines
interfaces. Such kind of access will be formalized using the notions of sorted
and random access, introduced in [27].

5.7.1 Equivalence and Containment Rules

Assuming that the query optimizer minimizes intermediate query results,
then the expression E1 = τ k

f (R1 ./ R2) is more expensive than the expression

E2 = τ k
f (τ k

f (R1) ./ τ k
f (R2)), since the number of tuples to be joined in the

second expression is reduced by the application of Top operator to both
join operands. Thanks to the equivalence and containment rules for Fuzzy
Relational Algebra expressions, the query optimizer can safely rewrite E1

into E2, being the two expressions equivalent. We present here some of Fuzzy
Relational Algebra equivalence rules useful for eWebSQL query optimization.
For each rule,we give both the unweighted and weighted version. The first
containment rule we focus on is a generalization of the one presented in the
previous section. The rule - in its unweighted version - is:

τ k
f (R1 ./ · · · ./ Rn)) v τ k

f (τ k
f (R1) ./ · · · ./ τ k

f (Rn)), (5.6)

It states that the computation of the first k tuples - according to tuples scores
- satisfying the join R1 ./ · · · ./ Rn can be accelerated by applying the Top
operator to every subexpression R1, . . . , Rn, thus reducing the size of join
result.
Analogous rules holds for the Cut operator. The unweighted rule is



5.7. QUERY PROCESSING 87

γα(R1 ./ · · · ./ Rn) ≡ γα(γα(R1)γ · · · γα(Rn)). (5.7)

As in the case of the Top operator, applying the Cut operator before the
join operator safely reduces the number of tuples to be processed in order to
obtain the final result. the weighted version of the same rule holds

γ[θ1,...,θn]
α (./ (R1, . . . , Rn)) ≡ γ[θ1,...,θn]

α (./ (γα1(R1), . . . , γαn(Rn))) (5.8)

provided the thresholds αi are equal to

αi =

a−
i−1∑
j=1

j · (θj − θj+1)

1−
i−1∑
j=1

j · (θj − θj+1)

i ∈ [1, . . . , n]. (5.9)

For example, when n = 3, [θ1, θ2, θ3] = [0.5, 0.3, 0.2] and α = 0.6, it is
α1 = 0.6, α2 = 0.5 and α3 = 1

3
.

Having at disposition equivalence rules like Rule 5.6, we show how the
query optimizer uses them in order to choose among the equivalent query
plans of a Fuzzy Relational Algebra query the one which minimizes network
utilization or – equivalently – search engines accesses1. Consider the query

SELECT *

FROM Document, Google, AltaVistaImages

SUCH THAT ‘‘louvre’’ →1 Document

WHERE color ABOUT ‘‘white’’ AND content ABOUT ‘‘Raffaello’’

STOP AFTER 5

corresponding to the expression

τ 5
(color∼AltaV istaImages“white”)∧(content∼Google“Raffaello”)∧(start url=“louvre”∧end url=Document.url)

(Google ./ AltaV ista ./ Document ./ Link). (5.10)

The selection conjunctive condition has to applied to the entire result of the
join Google ./ AltaV istaImages ./ Document ./ Link. Only at the end the
top operator is applied, as shown by the corresponding query plan in Figure
5.7.1. σGoogle∧AltaV istaImages∧url stands for

1In the following discussion, we do not take into account the CPU cost. Rather, we
focus only on minimizing intermediate results.
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σ(content∼Google“Raffaello”∧start url=“louvre”∧end url=Document.url) ∧
σ(color∼AltaV istaImages“white”∧start url=“louvre”∧end url=Document.url).

6

Document, Link
�

��

Google

6

�� ��� � Google

6

Sorted
Access

AltaV istaImages

AltaVistaImages

6

Sorted
Access

@
@I

./

6

τ k
Google∧AltaV istaImages∧url

Figure 5.4: First Query Plan

on the other side, Expression 5.10 contains the expression

τ 5
content∼Google“Raffaello”)∧(start url=“louvre”∧end url=Document.url)

(τ 5
(content∼Google“Raffaello”)∧(start url=“louvre”∧end url=Document.url)

(Google ./ Document ./ Link) ./ (5.11)

τ 5
(color∼AltaV istaImages“white”)∧(start url=“louvre”∧end url=Document.url)

(AltaV istaImages ./ Document ./ Link))

thanks to Rule 5.6. Although Expression 5.12 looks complex, it reduces the
size of intermediate relation by careful applications of the query operators:
first, relations Google and AltaV istaImages are separately joined with re-
lation Document ./ Link, the selection conjunctive condition is split and



5.7. QUERY PROCESSING 89

evaluated on the corresponding intermediate relation. Then, the Top oper-
ator is separately applied over the resulting set of tuples, yielding the top
five tuples satisfying the selection condition according to the Google search
engine and the top five tuples satisfying the selection condition according
to the AltaVistaImages image search engine. These two sets are therefore
joined and the top operator is again applied.

The query plan corresponding to Expression ?? is depicted in Figure
5.7.1. σGoogle∧url and σAltaV istaImages∧url stand respectively for
σ(content∼Google“Raffaello”)∧(start url=“louvre”∧end url=Document.url) and for
σ(color∼AltaV istaImages“white”)∧(start url=“louvre”∧end url=Document.url).

Google

6

Sorted
Access

Google

AltaVistaImages

6

Sorted
Access

AltaV istaImages
6

�� ��� �

τ 5
Google∧url τ 5
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��� @@I

Document,
Link

�
�� @@I ���

@
@I

6 6

./

./ ./

6

τ 5
(Google∧url)∧(AltaV istaImages∧url)

Figure 5.5: Second Query Plan

5.7.2 Query Evaluation

In the previous sections we have shown the first steps of eWebSQL query pro-
cessing, consisting in query rewriting driven by some of the specified equiv-
alence and containment rules.
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Now we focus our attention on algorithms for efficient evaluation of eWeb-
SQL imprecision based queries. Fagin in [27] has proposed an algorithm -
called A0 - for the computation of the top k objects satisfying a conjunction
of atomic queries where each of them is evaluated over a different subsystem.
It is assumed that there exist some relation such that the query processor can
access its tuples and attributes’ scores in two different ways: under sorted
access, the query processor retrieves the tuples ordered according to the score
and stops after a fixed number of tuples are retrieved. Under random access,
the query processor is given a specified tuple and a query and outputs the
corresponding tuple score.

Why use algorithm A0? If s is the database size, n is the number of
different search engines and the queries submitted to them are statistically
independent, then it can be proven that the cost (in terms of number of
sorted and random accesses to the database) of theA0 algorithm is on average

O(s
(n−1)

n k
1
n ) with arbitrarily high probability. Note that the cost is sublinear.

For a detailed study of the A0 complexity, refer to [27]. In particular, if n = 2
(that is, only two search engines are specified), then the cost of algorithm
A0 is of the order of the square root of the database size. The worst case
analysis of the A0 algorithm shows that its cost is linear in the database size.
Also, note that the naive algorithm that retrieves all the ordered tuples from
the search engines, computes the minimum score for every tuple and then
outputs the first k tuples is linear in the database size. Thus, algorithm A0

efficiently computes the answer of the Fuzzy Relational Algebra query

τ k
SE1∼SE1

v1∧···∧SEn∼SEnvn
(R). (5.12)

Of course, this is just one of the many queries expressible using Fuzzy Re-
lational Algebra. Apart from Query 5.12, we consider the following one,
containing a Cut operator:

γα(σSE1∼SE1
v1∧···∧SEn∼SEnvn(R)). (5.13)

In the following, we present two algorithms, called respectively Top and
Cut for the efficient evaluation of Queries 5.12 and 5.13. The Top algorithm
is an implementation of Fagin’s A0 having in mind that sorted access is the
only way to retrieve data from search engines. Random access is simulated
using sorted access in this simple way: we start retrieving pages in sorted
access fashion, until the desired page pops out, along with the corresponding
attribute degree. The Cut algorithm evaluates efficiently Query 5.13 taking
into account the same search engines’ access limitations described for Query
5.12. An alternative implementation of A0 algorithm is presented – among
other things – in [19], when only classical selection queries are at disposition.



5.7. QUERY PROCESSING 91

We briefly review the Top algorithm in a informal way, giving the pseu-
docode in Figure 5.7.2 and commenting it afterwards. We assume having at
disposition a procedure AskSE(SEi, Q, j) submitting to the search engine SEi

the (keyword based) query Q and retrieving the first j Web pages, according
to their relevances to Q. The Top algorithm consists of three phases:

• Sorted access phase. For each search engine SE1,. . ., SEn, use the
procedure AskSE to retrieve the urls of the Web pages having greatest
scores for query Q. Store the retrieved urls in commonset. The sorted
access phase continues until commonset contains k elements.

• Random access phase. Every search engine provides the attribute
score of every Web page retrieved in the previous phase. Thus, for
every Web page whose url is contained in commonset, use AskSE to
find its corresponding score for every search engine SE1,. . ., SEn.

• Computation phase. For every url retrieved, compute the minimum
of the different scores retrieved from the search engines SE1,. . ., SEn.
The output is the set of k urls having the highest scores.

A similar algorithm is employed in the evaluation of the query
γα(σA1∼v1∧···∧An∼vn(R)). The pseudocode is shown in figure 5.7.2. In this
case, the Cut algorithm interleaves sorted accesses with random accesses
in order to control that both the retrieved tuple scores satisfy the thresh-
old specified by the Cut operator. Note that AskSE(i, Q, j1, j2) stands for
AskSE(i, Q, j2) − AskSE(i, Q, j1), where j1 ≤ j2 and − denotes set differ-
ence. More precisely, the phases of the algorithm are:

• Sorted and random access steps. For each search engine relations
SE1, . . . , SEn, retrieve tuples having highest scores not yet retrieved.
For every tuple retrieved in this way, ask every search engine for the
corresponding tuple score.

• Threshold control step. For every 1 ≤ i ≤ n, check whether tuple
scores satisfy Return to the sorted and random access step and retrieve
only from those relations satisfying the threshold condition t.µ ≥ α.

• Computation phase. For each tuple retrieved, compute the score
min(tj.µR1 , . . . , t

j.µRn). The output is the set of tuples having the
highest scores greatest or equal to α.
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5.8 eWebSQL BNF Grammar

We show the eWebSQL syntax in extended BNF form, writing in boldface
the changes we have introduced with respect to WebSQL.

〈restructuring〉 ::=CREATENODE URL validurl TITLE stringconstant AS query
| CREATELINK STARTURL attribute ANCHOR attribute

ENDURL attribute FROM attrlist [WHERE condition]
| DELETELINK STARTURL attribute ANCHOR attribute

ENDURL attribute FROM attrlist [WHERE condition]
〈query〉 ::= SELECT attrlist [WITH WEIGHT stringnum] FROM domainspec [WHERE condition]
〈attrList〉 ::=attribute {, attribute}
〈attribute〉 ::= field | tablevar.field
〈field〉 ::= id
〈tablevar〉 ::= id
〈domainspec〉 ::= domainterm {, domainterm}
〈domainterm〉 ::= tablevar SUCH THAT domaincond
〈domaincond〉 ::= node pathregexp tablevar

| tablevar MENTIONS stringconstant
| attribute=node

〈node〉 ::= stringconstant
| tablevar

〈condition〉 ::= term {OR term}
〈term〉 ::= term {AND term}

| attribute=attribute
| attribute=stringconstant
| (condition)
| attribute CONTAINS stringregexp
| attribute ABOUT stringregexp [WITH WEIGHT stringnum]

HAVING RELEVANCE ≥ stringnum
〈pathregexp〉 ::= link

| pathregexp∗

| pathregexp pathregexp
| pathregexp “|” pathregexp
| (pathregexp)

〈link〉 ::= = | −> | => | #>
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Algorithm Top
Input: a query Q over n search engines SE1, . . . , SEn

Output: the k Web pages having highest ranks with respect to SE1, . . . , SEn

begin
commonset := ∅;
depth := 1;
while |commonset| ≤ k
begin

for i = 1 to n
commonset := commonset ∪ AskSE(SEi, Q, depth); /* Sorted Access Phase
i := i + 1

end

for j = 1 to u = |commonset|
begin

for i = 1 to n
begin

depth := 1;

while tji 6∈ AskSE(SEi, Q, depth)
begin

depth := depth + 1; /* Random Access Phase
AskSE(SEi, Q, depth);

end
end

return tji .µ;
end

for j = 1 to u

return min(tj1.µ, . . . , tjn.µ); /* Computation Phase
end

Figure 5.6: Top Algorithm



94 CHAPTER 5. THE QUERY LANGUAGE

Algorithm Cut
Input: a query Q over n search engines SE1, . . . , SEn

Output: the Web pages having scores higher or equal to α with respect to SE1, . . . , SEn

begin
commonset := ∅;
i := 1, depth := 1, out = 0;
while |out| < n
begin

for i = 1 to n
begin /* Sorted Access Phase

t := AskSE(i, Q, depth, depth +1);
if t.µ ≥ α then /* Threshold Control Step

commonset := commonset ∪ t;
else

out := out +1;
end

i := i + 1;
end

for j = 1 to |commonset|
begin

for i = 1 to n
begin /* Random Access Phase

depth := 1;
while tj 6∈ AskSE(i, Q, depth, depth + 1)

depth := depth + 1;
if tj.µ < α then

commonset := commonset / tj;
end

end

for j = 1 to u

return min(tj1.µ, . . . , tjn.µ); /* Computation Phase
end

Figure 5.7: Cut Algorithm



Chapter 6

Conclusions and Future Work

In the present dissertation the problem of querying imprecisely classified
data with a sufficiently expressive query language is studied. The solution
proposed is an extension of the Relational Algebra that provides an unified
and coherent formal setting for representing imprecisely classified data, for
querying them with highly expressive queries and for studying the problem
of algebraic query optimization. More precisely, the proposed extension has
the following features:

• Imprecision representation at attribute and tuple level, in order to cap-
ture imprecision at every level of data representation.

• Specification of weighted subqueries, in order to quantify the different
relevance each subquery (possibly) has.

• Introduction of new algebraic operators, like Top and Cut, and simi-
larity predicates in order to express highly expressive queries.

• The fuzzy based relational model and the algebra with the new algebra
operators is a uniform formal framework suitable for a detailed study of
equivalence and containment rules for the classical equivalence notion
between algebraic expressions.

• New equivalence notions extending the classical one.

• Restructuring capabilities in the associated query language.

The problem of querying imprecisely classified data with highly expressive
query languages is becoming of ever increasing relevance with the huge mass
of texts, images and videos stored in multimedia databases or available on the
Web. However, in order to pose significantly complex queries in an effective

95
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way over such kind of data, the most relevant issues that need further study
are:

• The development of an efficient implementation of the data model and
the algebra operators. This entails the study of a detailed cost model of
the algebra operators and of a suitable access method for the efficient
storage and retrieval of fuzzy relations.

• The definition of a more complex (e.g. nested or semistructured) data
model. Such a data model is particularly needed in the case of queries
about structural properties of data (e.g., in the case of text, finding all
the paragraphs concerning a given topic) and in the case of restructur-
ings of the retrieved data.

• The introduction of similarity among (complex) schemas in the context
of data integration. For example, given that two schemas are similar
within a certain degree, what can be said about the similarity between
their corresponding instances? Or, given two similar schemas, how the
similarity propagates to algebraic expressions involving such schemas?
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