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Chapter 1

Introduction

1.1 Motivations

Today our world is full of complex technological devices that we regularly use to
simplify our lives. In the last few years, a revolution has happened in the field of
telecommunication, and today almost all of us possess a cellular telephone and
are connected to the internet. Even though the technology is so wide-spread,
many technological improvements are still in progress and will appear in the
next few years. Due to the law of the market that now imposes a very short
time-to-market, the prototyping and testing phases of the development of a
new product have been extremely reduced. Many techniques have been studied
to make these phases as short as possible. Rapid-prototyping and software
engineering are just some example.

This thesis is concerned with one related area called performance evalua-
tion. The techniques studied in this area have the objective of computing the
performance of a system (in terms of speed, reliability and ability to satisfy the
requirements) before its actual realization. Many techniques have been devel-
oped in this field, for example: Queueing Network [44], Petri Nets [6], Process
Algebras [75] and many more.

These techniques are based on the construction of models of the real systems
that need to be studied. A model is an abstraction of a system, made with
the primitives specified by a particular technique. Usually the performance
evaluation languages are referred to as formalisms. Various systems may be
modelled using performance evaluation formalisms. Some examples are:

• Production systems. Industrial production has evolved during the last
few years. Today most production plants rely on robots that move the
parts among the various stages of production. Flexible-manufacturing
studies how the whole performance (in terms of production speed and
production cost) can be improved. Queueing Networks and Petri Nets
have been extensively used in modelling such systems.

• Computer and software architectures. The computer systems used in
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8 CHAPTER 1. INTRODUCTION

many specific applications must meet particular requirements. Computer
systems are usually composed of many interacting components: proces-
sors, memories, buses, storage devices, etc. In many task-critical systems,
designers need to write special software programs that meet some real-
time and fault-tolerance constraints. In order to assure that the required
constraints are met, some formal technique must be used. Performance
evaluation together with reliability theory (which is often called performa-
bility) can analyze such systems and provide some answers (deterministic
or probabilistic) about the effectiveness of a proposed model.

• Communication protocols. The internet and mobile telephones have
made communication issues very popular. In order to devise networks
capable of providing the desired quality of service, detailed studies must
be performed. Performance evaluation techniques play an important role
in these studies. By producing appropriate models, big and small net-
work service providers may optimize a given topology to meet a specified
quality of service. Formal techniques can also give some insight into the
effectiveness and into the correctness of communication protocols involved
in all the networking applications.

1.2 Problems

Even if the conventional performance evaluation techniques are well suited to
describe the system previously introduced, things are not always as easy as
they seem. The modeler usually faces several problems when trying to describe
a system with a particular formalism, and sometimes these problems make the
models extremely hard to handle. Some examples are:

• State space explosion. One of the weakest points in performance eval-
uation is that the complexity of the model solution generally grows ex-
ponentially with respect to the complexity of the model. Many analysis
techniques for most of the formalisms require the generation and the visit
of all the possible states that the system may reach. This set of states
is called the state space of the model, and for many applications it must
be stored in the central memory. Since it grows exponentially with the
complexity of the model, the size of this set may reach very quickly the
storage capacity of the machine. In many situations this problem prevents
a well defined model from being solved.

• Inaccurate results. A model is always a simplification of realty. Some
simplifications are motivated by the fact that they cut out some parame-
ters of the model that do not influence the required solutions. Some others
are required in order to produce a system that can be analyzed with the
tools that a modeler has. These simplifications may not be adequate
sometimes and can lead to incorrect or inaccurate results. Many of these
simplifications involve the characterization of some stochastic process by
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a Poisson process and the probability distribution of the time between two
events by an exponential distribution.

• Granularity and sizes. In many situations the user must deal with a
huge number of small elements. Let us consider for example a production
line that produces bolts and screws. Thousands of parts will be produced
in a very short time! A model that wishes to capture the number of
parts produced, must deal with this big number which usually makes
the state space explode even faster. Similar problems arise in today’s
communication systems which deals with a high number of very small
data packets.

• Modelling power limitations. Sometimes a model depends on some
physical quantity such as temperature or power consumption. Those are
continuous quantities and they cannot be emulated correctly by discrete
states. In these cases, the modelling power of a specification language may
not be adequate to describe the system.

1.3 Possible solutions

In order to overcome the limitations shown in the previous sections, new mod-
elling techniques have been developed. In this thesis, we will examine how
the previous problems can be attacked using Hybrid continuous / discrete tech-
niques. Continuous analysis can in some circumstances solve the problems de-
scribed in the previous section, or give better results than conventional discrete
techniques in terms of computational speed or accuracy of results. For example,
hybrid models may solve these problems in this way:

• State space explosion: Usually hybrid models are analyzed by splitting
the discrete state space into a discrete part, that takes into account the
possible states that the system may reach (by considering only the discrete
components of the system) and a continuous part. Usually, when solving a
hybrid model, only the discrete part of the state space must be memorized
explicitly, while the continuous part is expressed as a set of functions
or predicates. This greatly reduces the number of states that must be
memorized and in some cases may solve the state space explosion problem
(see for example the GPRS model presented in Section 11.1).

• Inaccurate results: When the inaccuracy of a result is caused by the Pois-
son arrival or the exponential service time distribution, continuous models
can be used to overcome this problem. Continuous components can be
used to explicitly model the time since an action has been enabled, and
can thus be used to model non-Markovian processes and complex memory
properties. These features are shown in Section 4.1.

• Granularity and sizes: When the modelling problems are caused by a vari-
able that has a very small granularity, this variable may be approximated
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by a continuous quantity. Even if in the real system the variable is actu-
ally discrete, usually its continuous approximation can lead to very good
results, especially if the changes in the real quantity happens at a constant
rate. For example modelling the number of packets contained in a queue
of an ATM router or the number of bytes allocated in the central memory
of a PC can produce good results (see for example Section 9.2).

• Modelling power limitations: If the system under study depends on a
physical continuous quantity that must be modelled explicitly to capture
its real behavior, then hybrid models seem to be the natural solution.
For example the instantaneous fuel consumption of a turbine in a power
plant can be modelled explicitly by a continuous variable (see for example
Section 10.3).

1.4 Continuous applications

Continuous and hybrid formalism have already been used to model many real
systems. For example in [31] Elwalid and Mitra used fluid models to describe
statistical multiplexing with loss priorities in rate-based congestion control of
high-speed networks. In [8] hybrid techniques based on Petri Net description
have been used to model production systems composed of a number machines
characterized by three parameters (service time, failure rate and repair rate) and
buffers (characterized by their capacity). In the same paper, the same hybrid
modelling technique has been used to model a water supply system, where a
continuous quantity has been used to model the water level in the main tank of
the system. In [12] another hybrid technique based on Petri Nets has been used
to model the rejuvenation of a computer system, using a continuous quantity
to model the age of the system. This model will be presented in Section 9.1.

1.5 Structure and original contribution

Despite the generality suggested by the title, this work will mainly focus on
a Petri net based language called Fluid Stochastic Petri Nets (FSPN). This
work is divided into three parts: basic definitions, solutions techniques and
applicative examples. The first part describes the hybrid formalisms that are
used throughout the rest of the work and is composed of three chapters. In
Chapter 2 the various hybrid and continuous formalisms related to performance
evaluation introduced in the literature are presented. Chapter 3 describes the
FSPN formalism (and its extensions) that is used as a reference formalism in
the rest of the work. The FSPN’s ability to describe non-Markovian stochastic
processes is presented in Chapter 4.

The second part of this work considers various solution techniques. Though
the proposed techniques are described for models defined using the FSPN for-
malism, they can also be applied to other hybrid and continuous stochastic
formalisms. In Chapter 5 analytical solutions are considered. In that chapter
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we include not only closed form solutions, but also solutions that do not rely
on discretization or inverse Laplace transform. Chapter 6 presents numerical
solutions: solution techniques that require an explicit discretization. Simula-
tion of hybrid and fluid models is addressed in Chapter 7. A tool to draw and
interactively solve FSPN is presented in section 8.

The last part of the work presents several applicative examples of hybrid
modelling. In particular Chapter 9 focuses on software systems by presenting
a model of a garbage collector and discussing the problem of preventive soft-
ware rejuvenation. Chapter 10 presents three examples of the application of
hybrid models in flexible manufacturing: a drilling machine, a pharmaceutical
production system and the control of a gas turbine. Communication systems are
considered in Chapter 11. In particular, the problem of computing tariffs in a
GSM cell, the GPRS packet data service and a parallel web server are modelled.
The work ends with a chapter that addresses some of the open problems con-
cerning the presented techniques (Chapter 12), and the conclusions are drawn
in Chapter 13.

The original contributions in this work consist in several results already
presented to some international conferences, plus some unpublished original
work. In particular, the published contributions are:

• The definition of the FSPN with flush out (Section 3.1) formalism has
been published in [54].

• The ability of a FSPN to describe non-Markovian behavior (Section 4.1)
has been presented in [53].

• The Bounded Fluid model model solution technique (Section 5.3) has been
presented in [50].

• The Kronecker solution method (Section 6.5) has been presented in [51].

• The simulation of FSPNs (Chapter 7) comes from [52]

• The tool, FSPNEdit, has been presented in [48]

• The rejuvenation of software systems (Section 9.1) has been considered in
[12]).

• The control of a gas turbine (Section 10.3) has been presented in [49].

• The model of a GPRS system (Section 11.1) is taken from [7].

The major contributions that have not yet been published are:

• The eFSPN formalism (Section 3.2).

• The matrix geometric solution technique (Section 6.4).

Other minor unpublished contributions are:

• The review of the literature of Chapter 2.
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• The implementation of the pri memory policy in a FSPN (Section 4.1).

• The closed form solution in a simple case (Section 5.1), and the application
of the technique proposed in [85] to FSPN (Section 5.4).

• The application of the finite volume technique to FSPN (Section 6.2).

• The GSM tariff example (Section 11.2).

• The criticism of the currently defined hybrid formalisms and suggestions
for future works (Chapter 12).

1.6 Notations

In this section, we review basic concepts and notation that are used throughout
the work. Calligraphic symbols are used to denote sets, boldface symbols to
denote vectors and matrices (lowercase for vectors and uppercase for matrices),
and plain symbols to denote functions. We use subscript to define vector and
matrix elements. In particular, for the components of a vector we use the same
letter, not in boldface and with the index as a subscript. For a matrix, we use
the same letter, not in boldface and lowercase, with appended as subscripts, the
index of the row and the index of the column. Special zero and unit vectors are
denoted by 0 and 1. Their size are determined by the context. With diag (v) we
denote a matrix which has vector v on its diagonal, and all the other components
equal to zero. In the same way, we denote diag (vi) a matrix which has vector
v = [vi] on its diagonal. With IN , IR, and IR+ we denote natural, real, and non
negative real numbers, respectively.
In many equations we are interested in computing the probability of a particular
state. We use πi to define the total probability of being in state i. Sometimes
we express the probability as a vector π whose component πi refers to the
probability of state i. Time is always indicated with τ , while other continuous
quantities are represented by x,y and z. Sets are denoted by sans serif fonts. We
use 2s to denote the power set of s and |s| to denote the cardinality of set s. We
use 1(Pred) to denote the indicator function. The indicator function returns 1
if the predicate enclosed by brackets is true, 0 otherwise. We use ⌈x⌉ to denote
the smallest integer larger than x. A summary of the notation that will be used
is given in Table 1.1.

Most of the formalism considered will be based on Petri nets [6]. When
talking about Petri nets, we denote with S the state space. We call P , T , A
respectively: the set of places, transitions, and arcs. We use pi to denote a
standard discrete place, while using ci to denote a fluid place. Timed transi-
tions are denoted by upper case letters, while lower case letters are used for
immediate transitions. Given a transition tj ∈ T , we denote with •tj =
{pi ∈ Pd : Ad(pi, tj) > 0} and with t•j = {pi ∈ Pd : Ad(tj , pi) > 0} the input and
the output set of transition tj , and with ◦tj = {pi ∈ Pd : Ah(pi, tj)} the inhi-
bition set of transition tj . We indicate with M the marking of the Petri net. If
the Petri net has also a continuous part, then M = (m,x), where m is used
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Table 1.1: Summary of the used notations

v Vector
0,1 Zero and unit vectors
vi Component i of vector v

M Matrix
mij Element at row i, column j of matrix M

diag (v) or diag (vi) A matrix with vector v on its diagonal
π Probability vector
τ Time

x, y, z Other continuous quantities
s Set
2s Power set of s

|s| Number of elements in a set
1(Pred) Indicator function
⌈x⌉ smallest integer larger than x

to represent the discrete part, and x for the continuous part. The marking of
a discrete place pi is denoted by m(pi), and the fluid contained in a fluid place
ci by x(ci). A summary of the notation that will be used for Petri nets is given
in Table 1.2.

In fluid models, we can partition the state space into three disjoint subsets
S = S− ∪ S0 ∪ S+, where:

S− = {mi : ri < 0},

S0 = {mi : ri = 0},

S+ = {mi : ri > 0}.

We refer to the states belonging to S+ as positive states, the ones belonging
to S0 as zero states and to the ones belonging to S− as negative states. Similarly,
vectors with superscript + (-) are those in which all entries not corresponding to
S+ (S−) are set to zero (i.e. l+), and matrices with superscript + (-) are those
in which all rows not corresponding to S+ (S−) are set to zero (i.e. Q+). When
we use two superscript for a matrix, the second indicates that all the columns
not belonging to the corresponding subset are set to zero. For example Q0+

indicates that: q0+ij = qij if i ∈ S0 and j ∈ S+, q0+ij = 0 otherwise. We indicate

the non-zero states as S± = S+ ∪ S−. We denote with

li = Prob { “The system is in state i with fluid level equal to 0”} ,

the probability mass at the lower bound and with:

ui = Prob { “The system is in state i with fluid level equal to B”},

the probability mass at the upper bound. Let us also call πi the marginal
probability of state i regardless of the fluid level. We collect all these terms in
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Table 1.2: Summary of the Petri nets related notations

S State space
P Set of places
T Set of transitions
A Set of arcs
pi A discrete place
ci A fluid place
Tj A timed transition
tj An immediate transition
•tj The pre-conditions of transition tj
t•j The post-conditions of transition tj
◦tj The inhibiting-conditions of transition tj
m Discrete marking
x Continuous marking

m(pi) Marking of discrete place pi
x(ci) Marking of fluid place ci

M = (m,x) Complete marking
M(τ) Marking process at time τ

four vectors π(x), l, u and π all of cardinality |S| A summary of the notation
that will be used for fluid models is given in Table 1.3.
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Table 1.3: Summary of the fluid models related notations

S+ positive states
S− negative states
S0 zero states
S± S+ ∪ S−

Q∆ Matrix Q with rows corresponding to states
not belonging to S∆ equal to zero,
with ∆ = {+,−, 0,±}

v∆ Vector v with elements corresponding to states
not belonging to S∆ equal to zero,
with ∆ = {+,−, 0,±}

Q∆Λ Matrix Q with rows corresponding to states
not belonging to S∆ and rows not belonging
to SΛ equal to zero, with ∆,Λ = {+,−, 0,±}

l Lower bound probability mass
u Upper bound probability mass
π Total probability of the states
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Chapter 2

State of the art

2.1 Introduction

As we states in the previous chapter, in this work we discuss hybrid formalisms,
that is languages that are able to describe a system using two different kinds
of variables; the discrete variables and the continuous variables. Usually the
state of a hybrid model can be decomposed into a discrete part which takes
into account only the values of the discrete variables, and a fluid part, which
considers only the changes in the fluid variables.

Several formalisms have been introduced in the literature with this purpose
in view. In this chapter we will review the ones related to the results that are
presented in the rest of this work.

2.2 Fluid Stochastic Petri Nets

Fluid Stochastic Petri Nets were introduced by K. S. Trivedi and V. G. Kulkarni
in [91], and the extended in [57]. An FSPN is an extension of stochastic Petri
net in which continuous quantities may be included directly in the model. A
FSPN has two type of places: discrete places (containing a non-negative number
of tokens) and continuous places (containing fluid). Discrete places are drawn as
single circle, while fluid places are represented by two concentric circles. Tran-
sition firings are determined by both discrete and continuous places, and fluid
flow is permitted through enabled timed transitions. Transitions may be either
timed, when they have associated an exponential firing time, or immediate,
when they fire in zero time. Timed transitions are drawn with boxes, while im-
mediate transitions are represented by bars. To each transition a guard may be
associated. A guard is boolean function of the state space G : (T × S) → {0, 1}
where T represents the set of transitions and S the discrete-continuous state
space. A transition t may fire in state M only if G(t,M) = 1. Guards associated
with timed transitions may depend upon the marking of both the discrete and
the continuous places, while guards associated with immediate transitions may

19
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depend only upon the discrete part of the marking. Fluid flow is determined by
fluid arcs that connect timed transitions to fluid places. Each fluid arc that goes
from transition t to fluid place c has associated a (possibly state M dependent)
flow rate r((t, c),M). If transition t is enabled in state M, then fluid flows
across the arc at r((t, c),M) fluid units per time units. If the arc is directed
from the transition to the place, then the fluid enters the fluid place. If the arc is
directed from the place to the transition, fluid flows out of the place. Standard
arcs are represented by standard arrows, while fluid arcs are represented as a
double line, to suggest a pipe. Each fluid place c may have an upper boundary
Bc and has an implicit lower boundary at level 0. When a boundary level is
reached, fluid flow is stopped to maintain the constraint.

FSPN models are analyzed by writing the equations of the underlying stochas-
tic processes and then by solving them numerically. The equations are written
by decoupling the discrete part of the model from the continuous one. First
the set of possible discrete states (the discrete state space) is generated using
conventional Petri net techniques. Then a system of partial differential equa-
tions is generated. This system has an equation for each discrete state that the
system may reach, and a partial derivative for each fluid place, plus a partial
derivative for the time. Even though equations can be written for every FSPN,
these equations are so hard to solve that only models with one or two fluid
places may be analyzed.

Some extensions to the basic FSPN formalism and the problem of simula-
tion of FSPN have been addressed in [23]. In this paper the formalism has
been extended to consider fluid impulses associated with both immediate and
timed transitions firings, and to allow guards associated with both timed and
immediate transitions, dependent on both fluid levels and on the discrete part of
the marking. Although interesting, these extensions make the models analyzable
only through simulation. Simulation of FSPN, however, is not an easy task since
the underlaying stochastic process becomes a non-homogenous Markov process.
The problem is solved in the paper using a technique called thinning [67]. One
curious thing about this paper is that it changes the visual representation of
fluid arcs, by drawing them with thick lines instead of double lines.

The main advantage of this formalism lies in the ability to write equations,
wihch can describe the behavior of the model (at least for the original version).
Its major drawback is the lack of fluid conservation. This means that if a
transition connects two fluid places, one with an input fluid arc and the other
with an output fluid arc (See Figure 2.1a)), the transition does not actually
transfer fluid from one place to the other. If the source place becomes empty, the
destination place continues to fill, making the model represented in Figure 2.1a)
virtually equivalent to the one shown in Figure 2.1b). This problem may lead to
models whose graphical appearance may be misinterpreted from unexperienced
users.
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Figure 2.1: The fluid conservation problem: a) an ambiguous model b) an
equivalent model.

2.3 Second Order Fluid Stochastic Petri Nets

Second order fluid stochastic Petri nets have been introduced by K. Wolter
in [93]. Those models are an extension of the FSPN formalism described in
Section 2.2. In second order FSPN, fluid does not flow at a constant rate, but
at randomly variable rate. The flow rate is specified by a mean flow rate and a
flow variance. These kind of models are called second order models since their
solution involves the solution of a system of second order partial differential
equations. In second order FSPN, each fluid arc has associated a mean flow
rate and a variance. Then the potential flow rate in each discrete state is
computed as the sum of the flow rate of the input arcs that connect enabled
timed transitions to that place, minus the sum of the flow rate of the output arcs
that connect that place to enabled timed transitions. The potential variance of
the state is computed as the sum of the variance of all the fluid arcs that connect
that place to enabled timed transitions, regardless of the direction of the arc.

Second order FSPNs have been extended in [94] to include fluid jumps. In
this extension, each time a timed transition fires, a random amount of fluid may
be added or removed from some fluid place. This is graphically represented
by connecting timed transitions to fluid places with standard arcs. Since fluid
places may be bounded, two jump policies exist: force jump and preserve. Using
the first policy, if a jump would lead to a marking outside the boundary, it will
be stopped at that boundary. Using the preserve policy, jumps that may lead
the fluid levels outside the bounds are inhibited. In this way, fluid jumps after a
transition firing will occur only if their magnitude will not make the fluid levels
go outside the boundary.

Another extension called Non Markovian second order FSPNs has been pro-
posed in [95]. This formalism makes it possible to also use timed transitions
with a non exponential firing time, as long as only one general transition is
enabled in a discrete marking. This formalism merges the characteristics of the
second order FSPN, with the features of the non Markovian stochastic Petri
nets [43].

The most interesting feature of second order FSPNs (and all their extensions)
is that Equations can be written, and thus analytical and numerical solution
techniques can be applied. The only difference with respect to FSPN solution
techniques is that second order partial differential equations must be solved.
Numerical solution techniques for second order PDEs have almost the same
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complexity as the first order solution techniques. Though it may seem counter-
intuitive, second order numerical solution techniques are more stable than first
order methods, since second order solutions are “smoother” than first order
ones.

The main drawback of this formalism is that in practical applications flow
variance is very rarely required. In practice, most of the systems that are
analyzed with fluid require only deterministic flow rates. Not many applications
of second order FSPNs have been investigated in the literature, and this poses
some additional problems to novices who want to understand the real power of
the formalism.

2.4 Continuous and Hybrid Petri Nets

Continuous Petri Nets and Hybrid Petri Nets have been defined by H. Alla and
R. David. A good reference to both models can be found in [8]. The main
difference between these models and the one introduced in the previous sections
is that fluid is not moved by arcs, but by appropriate primitives called fluid
transitions. A Continuous Petri Nets is a model made by only fluid places and
fluid transitions. Fluid is transferred along the places by the fluid transitions.
A fluid transition is enabled when there is some fluid in all its input fluid places.
Thanks to the fluid transitions, fluid is conserved. This implies that the flow
rate of a fluid transition may be reduced when one of its input fluid places are
empty. Conflicts may arise if two fluid transitions are connected to the same fluid
place. In this case two policies have been defined. With the priority policy, the
input flow of the common fluid place is used first to enable the highest priority
fluid transition. If the input flow is enough to satisfy the requirement of the
highest priority transition, the remaining part is used to satisfy the request of
the second highest in rank and so on. With the sharing policy, the input flow
is shared among the output transitions, in proportion with their flow rates. In
this way, all fluid transitions connected to a fluid place are always enabled, as
long as there is some fluid flowing into their input fluid places.

Hybrid Petri Nets combine the power of CPN with standard Petri nets. HPN
have discrete places, continuous places, discrete transitions and fluid transitions.
Discrete transitions may be enabled by both discrete and continuous places, and
can transfer tokens from discrete places and fluid from continuous places when
they fire. Discrete transitions can convert fluid to tokens (by connecting a fluid
place with an input arc and a discrete place with an output arc) and vice versa.
Continuous transitions may be enabled by discrete and continuous places as
well, but there is a limitation. If a continuous transition is connected with an
input arc to a discrete place, it must also be connected with an output arc of
the same weight to the same discrete place. This is required to “preserve the
token”, otherwise the fluid transition will consume a discrete quantity which is
not possible.

In CPN, fluid places are drawn as double circles and fluid transition as
boxes. In HPN, discrete transitions are drawn as bars and discrete places as
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a) b)

Figure 2.2: A model of a producer / consumer system: a) FSPN b) HPN.

circles. From the modeler point of view, HPN and CPN are more easier to use,
since the preservation of the fluid that enters a fluid transition is something
that a graph like the one presented in Figure 2.1a) suggests. On the other
end, requirements such as the conservation of tokens, makes the models defined
with HPN a bit more complex to draw than the ones written with FSPN. For
example, in Figure 2.2 a production / consumer model is presented using both
the FSPN and the HPN formalisms. As we can see, HPN requires two more
transitions and four more arcs than does the FSPN. Many applicative examples
exist in the literature. In [8] a short review is made, by presenting HPNs used
to model a microchip production system, a production line and a water supply
system. However, the main disadvantage of the CPN and HPN approaches is
that they can be analyzed only by simulation. Analytical techniques can be
used only in very limited cases, even if some studies in this direction have been
carried out (see for example [70]).

2.5 Hybrid automata

Another important hybrid formalism is the hybrid automata formalism (see for
example [55]). Hybrid automata are extensions of standard automata that add
continuous variables to the models. In each state of the automata, continuous
variables change continuously. They can also change discontinuously during
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state changes. Hybrid automata are composed of the following parts:

• Variables. A finite set X = {x1, . . . , xn} of real numbered variables. The
number n is called the dimension of the automata, and Ẋ = {ẋ1, . . . , ẋn}
represents the set of derivatives during continuous changes. X ′ = {x′1, . . . , x

′
n}

is used to represent the values that the variables assume after a state jump.

• Control graph. A finite directed multigraph (V,E), which represents
the underlying automata. The vertices in V are called control modes. The
edges in E are called control switches.

• Initial, invariant, and flow conditions. Each node v has three associ-
ated predicates, called init(v), inv(v) and flow(v). The initial condition
init(v) is a predicate whose free variables are from X and it expresses
whether the initial state of the automata can be the control mode v (with
a specified value in the continuous variables). inv(v) is a predicate, whose
free variables are from X . It is used to express the relations that must
exist among the various variables in control mode v (i.e. it can be used to
express bounds). flow(v) is a predicate on X ∪ Ẋ which expresses how
the variables X continuously change when the system is in control mode
v.

• Jump conditions. A predicate jump(e) is associated with each edge e.
Each jump condition, jump(e), is a predicate, whose free variables are
from X ∪X ′. It expresses the changes that may happen to the continuous
variables when the system changes control mode.

• Events. a label called event is associated with each edge. This label
can be used to identify the events that may make the system change the
control mode.

Hybrid automata may be composed by synchronizing events. Parallel com-
position of two hybrid automata is defined as the synchronization of the events
that have the same label in both the automata. In this way larger models may
be built by composing smaller automata.

One of the key features of hybrid automata is the non determinism. All of
the the elements involved in the definition of a hybrid automata are expressed
as predicates. This means that a hybrid automata can have more than one
initial state. At each discrete jump, the next state may not be unique. In each
control mode, the value of the continuous variables may continuously change
with different derivatives. This makes this formalism extremely different from
the one described in the previous sections of this chapter. In hybrid automata,
no probability is associated with any event.

Many theoretical results exist for hybrid automata, and solutions can be
carried out using analytical methods. The absence of probability, makes the
model easier to solve. But the answers that the modeler obtains can only be
boolean values. A hybrid automata can only tell wether a particular property
will hold or not, and not how likely it is that the event will occur. For this reason
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Figure 2.3: A fluid consumer/producer model, with multiple sources and mul-
tiple destinations.

hybrid automata are generally used for “model checking”; that is, to verify if
certain properties hold. Hybrid automata have been successfully used in many
practical situations to model real time systems. Many tools exist to help the
modeler to perform his checks. Two examples are HyTech [56] and SMV [26].

2.6 Fluid and diffusion models

Another class of interesting fluid based approaches is the one in which queues
and buffers are approximated by fluid. In the work done by D. Mitra in [9], a
producer / consumer model, with a fixed number of producers and a single con-
sumer, with an intermediate fluid buffer is presented. In the proposed model, a
Markov chain describes the state of the sources (i.e. it counts how many produc-
ers are active). In each state an input rate is computed based on the number of
active producers. The difference between this value and the output rate of the
consumer gives an instantaneous rate of change of the fluid buffer. A system
of differential equation is then written to completely characterize the model.
The proposed system is solved by computing the eigenvalues and eigenvectors
of a matrix. Several techniques to obtain these eigenvalues in various cases are
presented in the paper, together with some asymptotic results.

In [77] these results are extended to the case of multiple consumers, as shown
in Figure 2.3. In this paper, the state of the consumers is also expressed as the
state of another Markov chain. The global state of the model is defined as
the Kronecker product of the two Markov chains (the one which represents the
consumers and the one corresponding to the producers). In [31] the results are
further extended to consider the case of different classes of sources, finite buffer,
and production rates dependent on buffer occupancy. This class of models is
used to describe a rate-based congestion control of a high speed network with
loss priorities. The key features of these works are the abilities to characterize
the stochastic process that describes the model, and to present some specific but
efficient analytical solution techniques. General fluid models, where no particu-
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lar structure is considered for the Markov chain that governs the fluid flow, have
been addressed in several papers. A particularly interesting solution algorithm,
based on Taylor expansion, has been presented in [85]. The advantages of that
approach is that it does not require the computation of matrix eigenvalue and
eigenvector (a task that can present many numerical problems).

Diffusion models, on the other hand, are models where the fluid flow is not
considered constant in a given state, but it is defined by a mean flow rate and
a variance. These models are often referred to as second order models, since
they require the solution of a system of second order differential equations. Usu-
ally these models describe the whole system using only continuous quantities.
Discrete states are not considered and discrete quantities are approximated by
continuous ones. The theory behind these approaches is based on the central
limit theorem: a sum of a large number of random variables can be approxi-
mated by a Normal distribution characterized by a mean that corresponds to
sum of the means of the various random variables, and by a variance that cor-
responds to the sum of the various variances. The normal distribution can then
be approximated by the solution of a diffusion process that is expressed through
a second order differential equation. Models are expressed as standard queuing
networks with general service time distributions. Only the first two moments
of these distributions (i.e. their mean and their variance) are required to find
the parameters for the diffusion equation. In order to better describe the pro-
cess, special boundary conditions are included. A barrier with an instantaneous
jump is used to characterize the phase in which a service center is empty. A
good reference to these kinds of models can be found in [28]. This approach has
been extended in order to consider finite capacity queues and complex server
policies. It has been used to study several applicative problems, such as cellular
telephone cells or ABR traffic sources.

2.7 Other fluid based approaches

Many other fluid based approaches to solve specific problems have been con-
sidered in the literature. An interesting example comes from the work of D.
Towsley and his group in [76], where stochastic differential equations are used
to model a network of AQM (active queue managment) routers supporting TCP
flows. Stochastic differential equations are mathematical devices used to de-
scribe stochastic processes where the value of a random variable changes ac-
cording to some random events. Poisson counter driven stochastic differential
equations (PCDSDE) [83] are stochastic differential equations that describe the
behavior of a continuous random variable which changes its value continuously
during time, and also by ”jumping” (i.e. making immediate changes) at random
time instants, determined by one or more Poisson processes. In particular, in
[76] a PCDSDE is used to describe the behavior of the transmission window of
a TCP connection. Greedy connections (i.e. connections that do not terminate
and have always some data to send) are considered. This allows one to ignore
the slow start phase of the TCP protocol, and to consider only the congestion
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avoidance phase. The window increments itself continuously in time at a speed
proportional to the inverse of the round-trip time (modelling the linear growth
of the window in the congestion avoidance phase). At random time instants,
determined by a Poisson process, the window halves. This feature models the
effect of the loss of a packet in the congestion avoidance phase (an event which
is modelled by the Possion process). The rate of this Poission process is de-
termined by length of the queues that the packet belonging to that connection
must travel. The use of an AQM policy, and in particular of the one called RED
(random early detection), allows the direct computation of the probability that
a packet is lost in a queue, given the mean length of the queue. The model thus
describes the window of each flow using a PCDSDE. Other fluid processes are
used to model the queue at each link. By considering only the mean window
size and using the Ito rule [83], PCDSDE are converted into ODE. At the end,
the whole communication network may be characterized by a system of ordinary
differential equations, with one equation for each TCP flow and one equation
for each congested communication link in the network.
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Chapter 3

Fluid Stochastic Petri Nets

In this chapter we will present a formalism (defined in [54]) called fluid stochastic
Petri nets with flush-outs (FSPN-fo) and a novel extension, which we will call
extended fluid stochastic Petri nets (eFSPN).

3.1 The FSPN with flush-outs (FSPN-fo) for-
malism

A FSPN is a tuple 〈P , T ,A, B, F,W,R,M0〉, where:

• P is the set of places, partitioned into a set of discrete places Pd =
{

p1, . . . , p|Pd|

}

and a set of continuous places Pc =
{

c1, . . . , c|Pc|

}

(with
Pd ∩ Pc = ∅ and Pd ∪ Pc = P). The discrete places may contain tokens
(the number of tokens in a discrete place is a natural number), while the
marking of a continuous place is a non negative real number that we call
the fluid level. In the graphical representation, a discrete place is drawn
as a single circle while a continuous place is signified by two concentric
circles. The complete state (marking) of a FSPN is described by a pair of
vectors M = (m,x), where the vector m, of dimension |Pd| is the mark-
ing of the discrete part of the FSPN and the vector x, of dimension |Pc|,
represents the fluid levels in the continuous places (with xl ≥ 0 for any
cl ∈ Pc). We use S to denote the partly discrete and partly continuous
state space. In the following we denote by Sd and Sc the discrete and
the continuous component of the state space respectively. The marking
M = (m,x) evolves in time. We can imagine the marking M at time τ
as the stochastic marking process M(τ) = {(m(τ),x(τ)), τ ≥ 0}.

• T is the set of transitions partitioned into a set of stochastically timed
transitions Te and a set of immediate transitions Ti (with Te ∩ Ti = ∅ and
Te ∪ Ti = T ). A timed transition Tj ∈ Te is drawn as a rectangle and has
an instantaneous firing rate associated with it. An immediate transition
th ∈ Ti is signified by a thin bar and has constant zero firing time.

29
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• A is the set of arcs partitioned into four subsets: Ad, Ah, Ac, and Af .
The subset Ad contains the discrete arcs which can be seen as a function1

Ad : ((Pd × T ) ∪ (T × Pd)) → IN . The arcs Ad are drawn as single arrows.
The subset Ah contains the inhibitor arcs, Ah : (Pd × T ) → IN . These
arcs are drawn with a small circle at the end. The definitions of •tj , t

•
j ,

and ◦tj involve only discrete places and are the same as for the standard
GSPNs.
The subsets Ac and Af define arcs that are related to the continuous
places. The subset Ac defines the continuous arcs. These arcs are drawn
as double arrows to suggest a pipe. Ac is a subset of (Pc×Te)∪ (Te×Pc),
i.e., a continuous arc can connect a fluid place to a timed transition or it
can connect a timed transition to a fluid place. The subset Af contains the
flush-out arcs. Af is a subset of (Pc×Te). These arcs connect continuous
places to timed transitions, and describe the capability of a transition
to empty in zero time the existing fluid from a continuous place when it
fires. These types of arcs have been introduced in [12, 53] and represent
an extension of the FSPN formalism proposed in [57] in which discrete
jumps in the fluid level are not allowed. The arcs Af are drawn as thick
single arrows.

• The function B : Pc → IR+ ∪ {∞} describes the fluid upper boundaries
on each continuous place. This boundary has no effect when it is set
to infinity. From this if follows that ∀M = (m,x) ∈ S and cl ∈ Pc,
0 ≤ xl ≤ B(cl). Each fluid place has an implicit lower boundary at level
0.

• The firing rate function F is defined for timed transitions Te so that
F : Te × S → IR+. Therefore, a timed transition Tj enabled at time
τ in a discrete marking m(τ) with fluid level x(τ), may fire with rate
F (Tj ,m(τ),x(τ)), that is:

lim
∆τ→0

Pr{Tj fires in (τ, τ+∆τ )|M(τ )=(m(τ ),x(τ ))}=F (Tj,m,x)∆τ

We also use as a short hand notation F (Tj ,M), where M = (m,x)).
• The weight function W is defined for immediate transitions Ti such that
W : Ti×Sd → IR+. Note that the firing rates for timed transitions may be
dependent both on the discrete and the continuous part of the marking,
while the weights for immediate transitions may only be dependent on the
discrete part.

• The function R : Ac × S → IR+ ∪ {0} is called the flow rate function and
describes the marking dependent flow of fluid across the input and output
continuous arcs connecting timed transitions and continuous places.

• The initial state of the FSPN is denoted by the pair M0 = (m0,x0).

Figure 3.1 visually represents all the FSPN primitives. The role of the previous
sets and functions will be clarified by providing the enabling and firing rules.
Let us denote by mi the i-th component of the vector m, i.e., the number of
tokens in place pi when the discrete marking is m. We say that a transition tj ∈
T (no matter whether tj is an immediate or timed transition) has concession in

1Note that when the arcs are defined as a function we use uppercase symbols.
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Figure 3.1: Review of the FSPN primitives
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marking M = (m,x) iff ∀pi ∈
•tj ,mi ≥ Ad(pi, tj) and ∀pi ∈

◦tj , mi < Ah(pi, tj).

If an immediate transition has concession in M = (m,x), it is said to be enabled
and the marking is vanishing. Otherwise, the marking is tangible and any timed
transition with concession is enabled in it. Note that the previous definition is
exactly the one of standard GSPNs [6], i.e., the concession and the enabling
conditions depend only on the discrete part of the FSPN. Let E(M) denote the
set of enabled transitions in marking M = (m,x), we have that E(M) = E(M ′),
for any marking M ′ = (m,x′).

The firing rule is not exactly as that of GSPNs because the firing of a (timed)
transition may affect the continuous part of the marking. In this case we must
distinguish two cases.

1. An immediate transition tj ∈ Ti enabled in marking M = (m,x) yields
a new marking M ′ = (m′,x), i.e., the firing of an immediate transi-
tion does not change the continuous part of the marking. We can write

(m,x)
tj
−→ (m′,x), where

∀ pi ∈ Pd, m′
i = mi + Ad(tj , pi) − Ad(pi, tj).

2. If marking M = (m,x) is tangible, the firing of a timed transition Tj ∈
Te enabled in M = (m,x) yields a new marking M ′ = (m′,x′), i.e.,

(m,x)
Tj

−→ (m′,x′), where

∀ pi ∈ Pd, m′
i = mi +Ad(Tj , pi) − Ad(pi, Tj) and

∀ cl ∈ Pc, x′
l =

{

0 if (cl, Tj) ∈ Af

xl otherwise.

In other words, the firing of a timed transition Tj immediately empties (flushes
out) all the continuous places that are connected with flush-out arcs to Tj.

The stochastic evolution of the discrete part of the FSPN in a tangible mark-
ing is governed by a race [5]. In a vanishing marking, instead, the weights are
used to decide which transition should fire according to the standard rules for
GSPNs [6]. Let us see how enabled transitions may influence the continuous
part of the marking. Each continuous arc that connects a fluid place cl ∈ Pc
to an enabled timed transition Tj ∈ Te (resp. an enabled transition Tj to a
fluid place cl), causes a “change” in the fluid level of place cl. Let M(τ) be
the marking process, i.e., M(τ) = Mi if at time τ the marking of the FSPN is
Mi = (mi,xi). Thus, when the FSPN marking is M(τ) fluid can leave place
cl ∈ Pc along the arc (cl, Tj) ∈ Ac at rate R((cl, Tj),M(τ)) and can enter the
continuous place cl at rate R((Tj , cl),M(τ)) for each (timed) transition Tj en-
abled in M(τ). The potential rate of change of fluid level for the continuous
place cl in marking M(τ) is:

rp

l (M(τ )) =
∑

Tj∈E(M(τ))

R((Tj , cl),M(τ )) −R((cl, Tj),M(τ )).

We require that for every discrete marking m and continuous arc (cl, Tj) (resp.
(Tj , cl)),that the rate R((cl, Tj), (x,m)) (resp. R((Tj , cl), (x,m))) be a piece-
wise continuous function of x.

Now let Xl(τ) be the fluid level at time τ in a continuous place cl ∈ Pc. The
fluid level in each continuous place cl can never become negative or exceed the
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bound B(cl), so the (actual) rate of change over time, τ , when the marking is
M(τ), is

rl(M(τ))=
dXl(τ)

dτ
=























rp

l
(M(τ)) if Xl(τ) = 0 and rp

l
(M(τ)) ≥ 0

rp

l
(M(τ)) if Xl(τ) = B(cl) and rp

l
(M(τ)) < 0

0 if Xl(τ) = 0 and rl(M(τ)) < 0

0 if Xl(τ) = B(cl) and rp

l
(M(τ)) > 0

rp

l
(M(τ)) if 0<Xl(τ)<B(cl) and rp

l
(M(τ−))rp

l
(M(τ+)) ≥ 0

0 if 0<Xl(τ)<B(cl) and rp

l
(M(τ−))rp

l
(M(τ+))<0.

(3.1)

The first two cases of the previous equation concern situations when Xl(τ) =
0 (resp. Xl(τ) = B(cl)) and the potential rate is rpl (M(τ)) ≥ 0 (resp. rpl (M(τ)) <
0). In both cases the actual rate is equal to the potential rate. The third and
the fourth cases prevent the fluid level from overcoming the lower and the upper
boundaries. The last two cases require a deeper explanation (a reference for a
complete discussion of these aspects is [31]). As it has been assumed in [57], the
flow rate function R(·, ·) is a piecewise continuous function of the continuous
part of the marking. The meaning of the last case is that a sign change (from
+ to −) in rpl (M(τ)) will “trap” Xl(τ) in a state in which it will be constant.
With this assumption, the analysis of the stochastic process M(τ) is simplified
(see [31] for a discussion on this type of situation). The fifth case, which is the
most common one, accounts for the fact that there is no sign change from + to
− in rpl (M(τ)) and hence the actual rate is equal to the potential rate.

3.2 Extensions to the FSPN-fo formalism (eF-

SPN)

In this section we present an extension to the formalism presented in Section
3.1. In particular this formalism, which will be called eFSPN, will have these
features:

1. Marking dependent discrete arcs. We will allow the weight of a
discrete or an inhibitor arc to depend on the discrete part of the marking.
This is not a novel extension, since it has already been considered for
GSPN in [21].

2. Guards. To each transition a guard function may be associated. A guard
function is a function of the state (both continuous and discrete) which
returns two possible values: 0 and 1. A transition can be enabled only if
its guard returns 1.

3. Deterministic set arcs. With this kind of arc, the marking of a place
(either discrete or continuous) will be set to a specific value when the tran-
sition to which it is connected fires. Set arcs are drawn with a thick line
(as a flush-out arcs), and associated is the value (continuous or discrete)
to which the marking of the place will be set. Flush-out arcs are then
special cases of set arcs, where the value to which the place is set is 0.
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4. Deterministic fluid jump arcs. This primitive will allow to transfer
a deterministic quantity of fluid into or out of a continuous place in zero
time. It will cause a “jump” in the fluid level of a continuous place.
These arcs will connect fluid places to timed transitions and they will
be drawn by a thin line just like normal arcs. Associated with each arc
ia a number representing the quantity of fluid that is to be injected or
removed from the place. The quantity will be injected if the arc is directed
from the transition to the place, it will be removed otherwise. These arcs
require a “boundary semantics”. It is used to express what to do when the
injected (removed) quantity of fluid would make the level greater (smaller)
than the upper (lower) bound of the place. Two strategies are possible,
as defined in [94]: allow jump and deny jump. In the former case, the
transition is always enabled to fire and the level X ′ reached after the
jump is X ′ = min(max(X + J, 0), B), where X is the level of the place
before the jump, J is the size of the jump (positive or negative), B is the
upper boundary of the place. In the latter case, the transition is enabled
to fire only if the level reached after the jump is within the boundaries,
that is only if X + J ≥ 0 and X + J ≤ B. In the eFSPN formalism we
will only consider the deny jump strategy.

5. Deterministic fluid transferring. The introduction of the determinis-
tic fluid jump arcs allows the possibility of transferring a given quantity of
fluid from one continuous place to another. This is achieved by connecting
a transition with a deterministic fluid jump arc, which originates from the
source fluid place, and another, which ends on the destination fluid place.

6. Random set arc. This primitive allows to set the marking of a con-
tinuous place to a randomly distributed value when the corresponding
transition fires. In this case the arc, drawn as a thick line, is labelled by
means of a probability distribution. The purpose of this distribution is to
compute the fluid marking to which the place will be set. This function
may depend on both the discrete and the continuous parts of the marking
(before the jump).

7. Random fluid jump arcs. With this primitive, when a transition fires,
a random quantity is injected into the corresponding fluid place. This
extension was already proposed in [94]. As in the case of deterministic fluid
jumps, here we have the possibility to choose between the two possible
boundary semantics. We will draw these arcs with a thin line, labelled
with the distribution of the fluid that will be injected or removed.

8. Random fluid transferring. In some cases, the user may be interested
in removing a random quantity of fluid from a place and inserting a func-
tion of the removed quantity in another fluid place. We allow this in our
extended model and we represent it by using variables. We label an arc
that removes (inject) a random quantity of fluid by associating with it a
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variable assignment such as: y = L(x), where L(x) represents a contin-
uous distribution, and y is the assigned variable. We label the arc that
injects a function f(.) of the removed quantity by f(y).

With the previous extensions we formally define an eFSPN . An eFSPN is
a tuple 〈P , T ,D,A, B, F,W,R,G, ρ,M0〉, where:

• P is the set of places partitioned into a set of discrete places Pd =
{

p1, . . . , p|Pd|

}

, and a set of continuous places Pc =
{

c1, . . . , c|Pc|

}

(with
Pd ∩ Pc = ∅ and Pd ∪ Pc = P). Discrete and continuous places have
exactly the same meaning as their FSPN counterparts.

• T is the set of transitions partitioned into a set of stochastically timed
transitions Te and a set of immediate transitions Ti (with Te ∩ Ti = ∅ and
Te ∪ Ti = T ). Transitions also have the same meaning as their FSPN
counterparts

• D is the set of distributions. Each element of the set D represents a
distribution that can be used in a stochastic set arc or in a stochastic
jump arc.

• A is the set of arcs partitioned into four subsets: Ad, Ah, Ac, and As.
The subset Ad contains the standard arcs which can be seen as a Ad :
(((Pd × T ) ∪ (T × Pd))×S → IN)∪(((Pc × T ) ∪ (T × Pc))×S×IR|D| →
IR). The subset Ah contains the inhibitor arcs, Ah : (Pd × T ) × S → IN .
The subset Ac defines the continuous arcs. Ac is a subset of (Pc × Te) ∪
(Te × Pc), i.e., The subset As contains the set arcs. It can be defined as
As : ((Pd × T ) × S → IN) ∪ ((Pc × T ) × S × IR|D| → IR). These arcs
connect places to transitions and are labelled with the value to which the
corresponding place is set when the transition fires.

• The function B : Pc → IR+ ∪ {∞} describes the fluid upper bounds on
each continuous place.

• The firing rate function F is defined for timed transitions Te so that F :
Te × S → IR+ ∪ 0.

• The weight function W is defined for immediate transitions Ti such that
W : Ti × S → IR+.

• The function R : Ac × S → IR+ ∪ {0} is the flow rate function.
• The guard function G is defined for transitions T , such that G : (Te×S ∪
Ti × Sd) → {0, 1}.

• The joint probability density function ρ : S × IR|D| → IR which gives the
state dependent joint probability of the distributions defined in set D.

• The initial state of the FSPN is denoted by the pair M0 = (m0,x0).

3.2.1 Comments on the elements of the tuple

Most of the restrictions on the domain and codomain of the functions have been
introduced with special purposes. In particular:

• Standard arcs between discrete places and transitions can only have a
deterministic weight. This limitation has been imposed to simplify the
enabling conditions of a transition and thus to simplify the state space
generation. However this limitation can be removed by defining more
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complex enabling rules. Stochastic weights are instead allowed in the
fluid part since they do not influence the enabling rules of the transitions.
Note, however, that the weight of discrete arcs, that are connected to
discrete places, can depend (deterministically) on the discrete marking.

• Inhibitor arcs cannot start from fluid places. This is required to prevent an
immediate transition from being inhibited by the fluid part of the marking.
Note however that timed transition can still be inhibited using the guards.

• Set arcs can change the value of a discrete place only to deterministic
values. It would have been possible to relax this condition by allowing a
stochastic set arc to set a discrete place to a random value. This would
have been possible since set arcs do not influence the enabling condition of
discrete transitions. However, this feature can be easily implemented by
introducing an appropriate group of immediate transitions whose weights
correspond to the probability distribution.

• Set and standard arcs can connect fluid places to immediate transitions.
This feature is possible since these kinds of arcs do not change the enabling
rules of timed and immediate transitions. Analytical solution of the mod-
els will still be possible by also including vanishing markings in the state
space of the underlying stochastic process (as we will see in Section 3.5).

• Weight of immediate transitions can depend on the fluid part of the model,
but cannot be equal to zero. This is required to prevent an immediate
transition from being enabled or disabled by a fluid place. Without this
restriction, a marking could change from tangible to vanishing due to the
fluid flow, and this would make the analysis of the underlying stochastic
process much harder.

• Guard functions on immediate transitions may depend only on the discrete
part of the marking. This requirement is needed in order to avoid the
situation in which a tangible marking becomes vanishing due to the fluid
flow. Note that in many circumstances the same behavior can be obtained
by using a timed transition with a transition rate expressed by a Dirac’s
delta, as shown in Figure 3.2.

Moreover, in order to produce solvable models, some requirements on the defi-
nitions of the various functions should be met:

• The standard and set arc functions must not depend on D when deter-
minisitc behavior is required (this is obvious).

• The set arc function As must correspond to the identity function As((pi, Tk),m,x,d) =
m(pi) and As((cl, Tk),m,x,d) = x(cl) when no set arc is present. In prac-
tice, this condition states that when no set arc is present, the model should
imagine a set arc that sets the place marking (either fluid or discrete) to
the same value it had before the event.
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T0 c0

δ(c0-30)

Figure 3.2: Using a Dirac’s delta to emulate a guard on an immediate transition:
a) the guard model, b) the Dirac’s delta model

a)

T0 p0

b)

p0 T0

c)

p0 T0

Figure 3.3: Priority of set arcs and standard arcs: a) set arcs over output arcs,
b) input arcs over set arcs, c) the complete case

• Set arcs have priority over standard output arcs. This means that if a
place is connected to a transition with a set arc and an output arc (see
Figure 3.3a), when the transition fires, it first sets the marking of the
place to the value specified by the weight of the set arc and then it adds
a quantity of fluid (tokens) equal to the weight of the standard arc. /on
the other hand, input arcs have priority over set arcs (Figure 3.3b). This
means that: first the, tokens are removed from the place, then they are
set to the value specified by the set arc. This behavior is required in
order to prevent the case in which set arcs change the enabling degree of
a transition before it fires. Figure 3.3c), presents the most complex case,
where an input, a set and an output arc connect all the same place and the
same transition. When the transition fires: first, it removes a token from
the place, then it sets the marking, and finally, it increments the number
of tokens in the place by one. This may seem a cumbersome device, but
it simplifies the equations and prevents an inconsistent definition of the
enabling rule.
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3.3 FSPN Analysis

In this section, we derive the equations for the joint processM(τ) = (m(τ),x(τ))
that describes the dynamic behavior of the FSPN model as a function of the
time. First we introduce the infinitesimal generator to describe the marking
process. We then present the complete equations for the case in which the
FSPN has only a single fluid place and we introduce an example. Finally, we
extend the results to FSPNs with more than a single fluid place.

3.3.1 The infinitesimal generator

The marking process M(τ) is characterized by a particular matrix Q, which we
call the infinitesimal generator.

In order to derive the complete equations, we start investigating the behavior
of the discrete part of the system. Since fluid arcs and flush-out arcs do not
change the enabling condition of a transition, standard analysis techniques can
be applied to the discrete marking process m(τ) [6]. These techniques split the
discrete state space into two disjoint subsets; called respectively, the tangible
marking set and the vanishing marking set. Since the process spends no time in
vanishing markings, they can be removed and their effect can be included in the
transitions between tangible markings. From this point on, we will consider only
tangible markings. In GSPNs, the underlying stochastic process is a CTMC,
whose infinitesimal generator is a matrix Q. Each entry qij represents the rate
of transition from a tangible state mi to a tangible state mj, that is:

qij =
∑

Tk∈E(mi) | mi

Tk
→mj

F (Tk,mi),

where E(mi) represents the set of enabled transitions in marking mi, and mi
Tk→

mj means that the firing of transition Tk changes the discrete state of the system
from mi to mj .
In the FSPN model defined in [57], the firing rate of each timed transition
can be made dependent on the continuous component of the state. With this
extension, the infinitesimal generator matrix must be also dependent on the fluid
component of the state, that is: Q(x). The addition of flush-out arcs requires a
further extension. We must differentiate between transitions that cause flush out
of continuous places, and transitions that do not. Moreover, since a transition
may flush out more than a single fluid place, all the possible combinations of
fluid places must be treated separately. We do this by making matrix Q also
dependent on the power set of the fluid places: Q(x, s), where s ∈ 2Pc . The
matrix Q(x, ∅) accounts for the transition rates among tangible states when no
flush out occurs, and Q(x, {cl}) accounts for the transition rates among tangible
states when flush out of place cl does occur. If a transition flushes out two fluid
places cl and ck, its effect is included in Q(x, {cl, ck}) and so on. In particular,
we define:

Q(x, s) = [qij(x, s)]
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where qij(x, s) represents the transition rate from state mi to state mj when
the level of the fluid is x and the considered transition flushes out the fluid
places belonging to the (possibly empty) set s, that is:

qij(x, s) =
∑

Tk ∈ E(mi) |

mi

Tk
→ mj ∧ (cl ∈ s ⇔ (cl, Tk) ∈ Af )

F (Tk,mi,x).

The summation considers the transition rates of all the transitions Tk that
bring the net from state mi to mj , flushing out exactly all the fluid places
specified in the (possibly empty) set s. In the standard equations that describe
a CTMC, the terms on the diagonal of the infinitesimal generator account for the
probability of exiting from a state. Here we have to consider not only standard
transitions, but also changes of state that cause a flush out. We denote by

φi(x) =
∑

j

∑

s∈2Pc

qij(x, s) (3.2)

the total exit rate from state i, when the fluid level is x. This function takes
into account the sum of the jump rates from state i to any state j, with any
combination of flush out (by means of the second summation on s). The diagonal
element defined in (3.2) is included in the matrix Q(x, ∅) and hence:

qii(x, ∅) = −φi(x). (3.3)

With these extensions, matrix Q becomes equivalent to the infinitesimal gener-
ator of a CTMC, in the sense that each row sum of

∑

s∈2Pc

Q(x, s), is equal to zero.

In other words:
(

∑

s∈2Pc

Q(x, s)

)

1 = 0

where 1 (respectively 0) is a column vector with all the |Sd| components equal
to 1 (resp. 0).

3.3.2 Equations for the case of a single fluid place

In this paragraph, we present the analysis for FSPNs with only one single fluid
place. In the following, we denote by cl the single fluid place of the net and we
use the shorthand notation r(i, x) = rl(M), where M = (mi, x).
For each state mi ∈ Sd we compute πi(τ, x) = Pr{M(τ) = (mi, x)} which
is the probability density of finding the system in state mi with fluid level x
in place cl at time τ . The next theorem gives the set of partial differential
equations that describe the transient behavior of the FSPN.

Theorem 1. For each mi ∈ Sd the probability πi(τ, x) is given by:

∂πi(τ,x)

∂τ
+
∂ (πi(τ, x)r(i, x))

∂x
=

∑

mj∈Sd

(

πj(τ, x)qji(x,∅)+δ(x)

∫ ∞

0

πj(τ, x
′)qji(x, {cl})dx

′

)

, (3.4)
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where δ(x) is the Dirac’s delta function. Equation (3.4), may be written
in vector notation. If we denote by π(τ, x) the vector whose i-th component
is πi(τ, x), and by R(x) = diag(r(i, x)) the diagonal matrix whose components
account for the actual flow rate out of the fluid place, Equation (3.4) becomes:

∂π(τ, x)

∂τ
+
∂ (π(τ, x)R(x))

∂x
= π(τ, x)Q(x, ∅) + δ(x)

∫ ∞

0

π(τ, x′)Q(x′, {cl})dx
′. (3.5)

No boundary conditions are needed, since they are included in the definition of
the potential flow rate (Equation (3.1)). Dirac’s delta functions in the solution,
represent cases where there is a non zero probability of finding the system in a
particular marking (both discrete and continuous).

The proof of Theorem 1 is given in Section 3.4. Here we give a more intuitive
interpretation of the theorem. Equation (3.4) is composed of four terms. The
first term accounts for the time that elapses in the state. The second term
instead, is related to the fluid flow: matrix R(x) represents the actual flow rate
in each discrete state. It is defined in such a way that the flow is stopped (i.e.,
R(x) = 0) whenever a boundary is reached. Setting R(x) = 0 has also the effect
of generating Dirac’s deltas in the solution. These are equivalent to probability
masses generated at the boundaries. The third term (on the right hand side),
accounts for both the transitions into the state that do not flush out the place,
and for the transitions out from the state (this comes out from the definition
of qii(x, ∅), i.e., Equation (3.2)). The last term accounts for the entrance into
the state, caused by transitions that flush out the fluid place. The Dirac’s delta
that multiplies the term has the effect of considering the entrance only at zero
level (due to the flush out), and the integral means that an entrance can happen
from every fluid level. The Dirac’s delta, has also the function of including the
boundary conditions inside the equation.

3.4 Proof of Theorem 1

Here we put the proof for Equation (3.4). Extension to the general case can be
obtained following the proposed scheme. In the following equation we use 1(.)
as the indicator function, whose value is 1 if the proposition inside the brackets
is true, 0 otherwise.
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πi(τ+∆τ, x+r(i, x)∆τ+o(∆τ2))=πi(τ, x)Pr{‘not leave mi in ∆τ ’}+

+
∑

ml∈Sd

mj 6= mi

πj(τ, x)Pr

{

‘jump to mi / we came from mj

with x unit of fluid, in ∆τ ’

}

+

+1(x = 0)

∑

mj∈Sd

∫ ∞

0

πj(τ, x
′)Pr

{

‘jump to mi with a flush out / we came
from mj with x′ unit of fluid in ∆τ ’

}

dx+ o(∆τ2) =

= πi(τ, x)









1 −
∑

mj∈Sd

mj 6= mi

(qij(x, ∅) + qij(x, {cl}))∆τ









+

+
∑

mj∈Sd

mj 6= mi

πj(τ, x)qji(x, ∅)∆τ + 1(x = 0)
∑

mj∈Sd

∫ ∞

0

πj(τ, x
′)qji(x

′, {cl})dx
′ + o(∆τ2).

Remembering Equation (3.2), if we rearrange the terms and divide by ∆τ ,
we obtain:

πi(τ + ∆τ, x + r(i, x)∆τ + o(∆τ2)) − πi(τ, x)

∆τ
= −πi(τ, x)φi(x) +

∑

mj∈Sd

mj 6= mi

πj(τ, x)qji(x, ∅)+

+
1(x = 0)

∆τ

∑

mj∈Sd

∫ ∞

0

πj(τ, x
′)qji(x

′, {cl})dx
′ + o(∆τ).

If we take the limit ∆τ → 0, remember Equation (3.3) and we notice that:

lim
∆τ→0

1(x = 0)

∆τ
= δ(τ)

where δ(τ) is the conventional Dirac’s delta, we obtain Equation (3.4).

3.4.1 Steady state solution

Steady state exists only if the system is stable. Unfortunately, stability condi-
tions on FSPNs are still a research topic. In FSPN with flush-out, we suppose
that standard stability condition (as expressed in [57]) can be applied. More-
over, the addition of flush-out arcs, which limit the growth of the fluid level in
the continuous places, seems to provide even more stable systems. However, if
the system is stable, we know that, for every πi(τ, x),

lim
τ→∞

∂πi(τ, x)

∂τ
= 0.

If we denote by πi(x) = lim
τ→∞

πi(τ, x), the steady state equation can be written

in the following manner:

∂ (π(x)R(x))

∂x
= π(x)Q(x, ∅) + δ(x)

∫ ∞

0

π(x′)Q(x′, {cl})dx
′. (3.6)
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3.4.2 Generalization to more than one fluid place

We extend Equation (3.5) to FSPNs having more than one fluid place. Recall
that x = (x1, x2, . . . , x|Pc|) is the vector whose component xl represents the

fluid level in the continuous place cl. Let s ∈ 2|Pc| be a subset (possibly the
empty set) of Pc.

Since we have more than one fluid place, we have a different actual flow
rate of change for each fluid place in each discrete state. We collect all of the
possible actual flow rates in a diagonal matrix R({cl},x), with {cl} ∈ Pc. The
element rjj({cl},x) of R(x), represents the fluid flow rate of continuous place
cl, in discrete state j, conditioned to the fluid level x, that is:

rjj({cl},x) = rl(mj ,x). (3.7)

Matrix Q, together with matrix R, describe completely the stochastic process.
Since we also need to consider the case of multiple flush out made by a single
transition, the equation that describes the system, should have an integral term
for each possible combination of fluid places flushed out together. For example,
with two fluid places Pc = {c1, c2}, and x = (x1, x2), the power set of Pc is
{{∅}, {c1}, {c2}, {c1, c2}} and the equation becomes:

∂π(τ, x1, x2)

∂τ
+
∂ (π(τ, x1, x2)R(c1, x1, x2))

∂x1

+
∂ (π(τ, x1, x2)R(c2, x1, x2))

∂x2

=

= π(τ, x1, x2)Q(x1, x2, ∅)+δ(x1)

∫ ∞

0

π(τ, x′
1, x2)Q(x′

1, x2, {c1})dx
′
1+

+δ(x2)

∫ ∞

0

π(τ, x1, x
′
2)Q(x1, x

′
2, {c2})dx

′
2+

+δ(x1)δ(x2)

∫ ∞

0

∫ ∞

0

π(τ, x′
1, x

′
2)Q(x′

1, x
′
2, {c1, c2})dx

′
1dx

′
2.

In order to write the equation in a more compact form, and extend it to
an arbitrary number of fluid places, a special notation is introduced. First we
define a Dirac’s delta extended to a set:

δ(x, s) =

{

1 s = ∅
∏

cl∈s

δ(xl) s 6= ∅.

This special function corresponds to a product of Dirac’s deltas, one for each
element of the set. It is used to allow fluid entrance at level zero for all the fluid
places, which are flushed out during a transition.
We define also the integral extended to a set:

∫ ∞

0

F (· · ·)ds =

{

F (· · ·) s = ∅
∫ ∞

0

∫ ∞

0

· · ·

∫ ∞

0

F (· · ·)dx′
i1
dx′

i2
· · · dx′

i|s|
s 6= ∅.

(3.8)

This symbol is a short-hand notation, used to describe the fact that each
flush out can happen at any level of the fluid places that will be emptied with
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Figure 3.4: FSPN with all the possible combinations of flush out

the transition. This behavior is caught by integrating the solution over each
fluid component which represents a continuous place involved in the flush out.

We also need a projection operator:

σ(x, s) = (σ1, σ2, . . . , σ|Pc|) σl =

{

xl cl 6∈ s

x′
l cl ∈ s.

(3.9)

The purpose of this operator is to select the correct integration variables in
the extended integral notation defined in (3.8).
Using this notation, we can collapse all the integrals into a single summation
term. If we denote by π(τ,x) the probability density vector at time τ with level
x, the equation for the general case is:

∂π(τ,x)

∂τ
+
∑

cl∈Pc

∂(π(τ,x)R(cl,x))

∂xl

=
∑

s∈2|Pc|

δ(x, s)

∫ ∞

0

π(τ,σ(x, s))Q(σ(x, s), s)ds. (3.10)

The first term of Equation (3.10) represents the time and the second ac-
counts for the fluid flow in all the fluid places. Each continuous place has a
term in the summation which represents its instantaneous fluid change in each
discrete state. The term in the right hand side of Equation (3.10) accounts
for the probability change due to state change. Each term of the summation
corresponds to transitions that flush out a particular subset of fluid places. If
the system is also stable, its steady state solution π(x) may be computed with
the following equation:

∑

cl∈Pc

∂(π(x)R(cl,x))

∂xl

=
∑

s∈2|Pc|

δ(x, s)

∫ ∞

0

π(σ(x, s))Q(σ(x, s), s)ds.
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Example 1. Consider a person who uses a mailer. During his work, he writes
mails off-line. Sometimes he goes on-line, sends the queued mails and downloads
the newly received ones. While he is on-line, he continues writing mails and has
three possible choices: send the newly written mails, retrieve the mails received
in the meantime, or go off-line. Figure 3.4 models this system. Fluid place
c1 contains the mails on the server, which are going to be received and fluid
place c2 contains the mails queued to be sent. The two fluid arcs model the
arrival of mails to the server (arc connecting Tf to c1) and the process of the
writing of new mails by the user (arc connecting Tf to c2). Transition Tf , which
is always enabled, has only the purpose of keeping the fluid flowing along the
two fluid arcs. Discrete place p1 models the off-line state and discrete place
p2 models the on-line state. Timed transition T0 models the action of going
on-line. The two flush-out arcs, which empty both fluid places, represent the
action of sending the queued mails and retrieving the ones present on the server.
Transition T3 represents the action of going off-line. Transition T1 models the
action of retrieving the mails while on-line. It does this by flushing out the
server buffer when it fires (through the flush-out arc that connects c1 to T1).
Transition T2 corresponds to the action of sending the newly written mails. It
does this by flushing out place c2. We assume that transition Ti has a constant
transition rate λi, with i = 0 . . . 3. This system has two fluid places and has
only two discrete states. The problem is that all the combinations of flush out
of the two places are possible. The set of all the possible combinations of flush
out is: 2|Pc| = {∅, {c1}, {c2}, {c1, c2}}. The equations that describe this system
are:

∂π(τ,x)

∂τ
+
∂(π(τ,x)R(c1,x))

∂x1

+
∂(π(τ,x)R(c2,x))

∂x2

=
∑

s∈2|Pc|

δ(x, s)

∫ ∞

0

π(τ,σ(x, s))Q(σ(x, s), s)ds,

where:

Q(x, ∅) =

(

−λ0 0
λ3 −λ1 − λ2 − λ3

)

, Q(x, {c1}) =

(

0 0
0 λ1

)

, Q(x, {c2}) =

(

0 0
0 λ2

)

,

Q(x, {c1, c2}) =

(

0 λ0

0 0

)

, R(c1,x) =

(

α1 0
0 α1

)

, R(c2,x) =

(

α2 0
0 α2

)

.

3.5 eFSPN analysis

An equation similar to Equation (3.10) can be written for the eFSPNs. In this
case we must give a different definition of the infinitesimal generator. In partic-
ular, the infinitesimal generator for an eFPSN is a matrix, whose components
are functions of the level of the fluid places before the transition and of the level
reached after the transition. We define the infinitesimal generator as:

Q(x,y) = [qij(x,y)], (3.11)
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where qij(x,y) represents the transition rate from state mi with fluid level y to
state mj with fluid level x. We also need matrix R(cl,x) = diag(rii({cl},x)),
as defined in Equation (3.7). We define a new diagonal matrix, which we will
call vanishing states matrix:

V = diag(vi)), (3.12)

where vi = 0 when marking mi is vanishing, and vi = 1 when marking mi

is tangible. The three matrices: Q, R and V completely describe the system.
Then the equations of the underlying stochastic process are:

(

∂π(τ,x)

∂τ
+
∑

cl∈Pc

∂(π(τ,x)R(cl,x))

∂xl

)

V =

∫ ∞

0

π(τ,x)Q(x, y)dy (3.13)

π(0,x) = 1(m0)
∏

cl

δ(xl − x0(cl)),

where 1(m0) is a row vector, which has all the components equal to 0, except
for the one corresponding to state m0 which is equal to 1.

The l.h.s. of Equation (3.13) represents the fluid dynamic of the system,
while the r.h.s. describes the discrete dynamics of the system. The computation
of rii({cl},x) is the same as the one for FSPN with flush-out and can be obtained
using Equation (3.1). Here we will see how to define qij(x,y), vi and how to
generate the state space of the model.

3.5.1 Generation of the state space

In order to allow fluid jumps and set arcs to be connected to immediate transi-
tions, the complete state space (not only the tangible set) must be generated.
Since we do not allow random weights on the standard arcs and on the set arcs,
which start or end on discrete places, the state space can be generated by a
simple depth-first visit. There are only a few differences between the generation
of the state space in the FSPN and in the eFSPN:

• The enabling conditions of a transition depend on the marking and thus,
the actual weight of the arcs must be computed in each state.

• Guard functions must be taken into account.

3.5.2 Definition of vi

Matrix V can be computed during the state space generation. If the newly
generated state mi is vanishing, then vi = 0. Otherwise, if mi is tangible,
then vi = 1. The usual definition for vanishing and tangible states (see 3.1)
can be applied because the weight of immediate transitions, even though mark-
ing dependent, is always greater than 0, and guard functions associated with
immediate transitions, can depend only on the discrete part of the marking.
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p0 T0 p1
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p0 T0 p1

c0

a) b)

Figure 3.5: Standard FSPN operations

3.5.3 Definition of qij(x, y)

The generation of matrix Q is more complex, since its element qij(x,y) depends
on the dynamic of the system. Before giving the general algorithm to compute
matrix Q, let us examine which form the term qij(x,y) should have in some
interesting cases. Let us consider a model with two states, p0 and p1. Let us
call m0 the discrete state in which place p0 is marked and λ0(x) the firing rate
of transition T0 in state m0 when the fluid level is x. Let us also call m1 the
state reached after the firing of transition T0 in marking m0. Then:

1. No influence. When fluid place c0 is not influenced by the firing of
transition T0 (Figure 3.5a), we have that:

q01(x, y) = λ0(y)δ(y − x).

2. Standard flush-out. If transition T0 flushes out fluid place c0 (Figure
3.5b), we have:

q01(x, y) = λ0(y)δ(x).

3. Deterministic fluid removal. If transition T0 removes e0 units of fluid
from place c0 (Figure 3.6a), we have:

q01(x, y) = λ0(y)δ(y − x− e0),

4. Deterministic fluid addition. If transition T0 adds e0 units of fluid to
place c0, (Figure 3.6b) we have that:

q01(x, y) = λ0(y)δ(y − x+ e0),

5. Deterministic fluid transfer. If transition T0 transfers e0 units of fluid
from place c0 by adding e1 unit of fluid to place c1 (Figure 3.6c), we have
that:

q01(x0, x1, y0, y1) = λ0(y0, y1)δ(y0 − x0 − e0)δ(y1 − x1 + e1),
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Figure 3.6: Deterministic eFSPN extensions

6. Deterministic set arc. When transition T0 sets fluid place c0 to the
deterministic value k (Figure 3.6d), we have:

q01(x, y) = λ0(y)δ(x − k).

7. Stochastic fluid removal. If transition T0 removes a random amount
k of fluid from place c0, where k is an invertible function k = f0(s) of
a random value s, returned by a random variable D whose pdf is ρ(s)
(Figure 3.7a) we have:

q01(x, y) = λ0(y)

∫

ρ(s)δ(y − f0(s) − x)ds =

= λ0(y)ρ(f
−1
0 (y − x)),

8. Stochastic fluid addition. If transition T0 adds a random amount of
fluid k, expressed as an invertible function k = f1(s) of a random value
D, (Figure 3.7b) we have that:

q01(x, y) = λ0(y)

∫

ρ(s)δ(y + f1(s) − x)ds =

= λ0(y)ρ(f
−1
1 (x− y)),
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Figure 3.7: Stochastic eFSPN extensions

9. Stochastic fluid transfer. If transition T0 removes a random amount of
fluid k0 = f0(s) from place c0, which is a function of a random value s of a
random variable D, and then adds a random amount of fluid k1 = f1(s) to
place c1, which is a function of the same random variable, (Figure 3.7c),
we have that:

q01(x0, x1, y0, y1) = λ0(y0, y1)

∫

ρ(s)δ(y0 + f0(s) − x0)δ(y1 − f1(s) − x1)ds.

10. Stochastic set arc. When transition T0 sets fluid place c0 to a value s,
when s is determined by a function f2() of a random variable D, (Figure
3.7d) we have:

q01(x, y) = λ0(y)

∫

ρ(s)δ(f2(s) − x)ds = λ0(y)ρ(f
−1
2 (x)).

We can now give the general definition of qij(x,y). If marking mi is tangible
(vi = 1), we have that:

qij(x,y) =
∑

Th∈E(mi

Th
→mj)

G(Th,mi, y)F (Th,mi,y)

∫

ρ(s) · (3.14)

·
∏

ck∈Pc

[δ (Y (Th, ck,mi,y, s) − xk)] ds,
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Y (Th, ck,mi,y, s) = As((ck, Th),mi,y, s) + (3.15)

+Ad((Th, ck),mi, y, s)

−Ad((ck, Th),mi, y, s)1(As((ck, Th),mi,y, s) 6= id),

where E(mi

Th→ mj) = {Th ∈ E(mi)|mi

Th→ mj} and 1(As((ck, Th),mi,y, s) 6= id)
means that the corresponding term should be present only if As((ck, Th),mi,y, s)
is not the identity function (i.e. a set arc is not present).
If marking mi is vanishing (vi = 0), we have that:

qij(x,y) =
∑

th∈E(mi

Th
→mj)

W (th,mi,y)

∫

ρ(s) · (3.16)

·
∏

ck∈Pc

[δ (Y (th, ck,mi,y, s) − xk)] ds,

with the definition of Y (th, ck,mi,y, s) as in Equation (3.15). In order to make
matrix Q an infinitesimal generator, we define:

qii(x,y) =
∑

j 6=i

qij(x,y). (3.17)

3.5.4 Some consideration on the equations

Consider the definition of qij(x,y) in a tangible marking (Equation (3.14)). Its
value corresponds to the instantaneous transition rate from state (mi,y) to
state (mj ,x) that is:

Pr{M(τ + ∆τ) = (mj ,x)|M(τ) = (mi,y)} = qij(x,y)∆τ.

This probability is computed by summing a term for each enabled transition Th
in marking mi that brings the model from discrete state mi to mj (the first
summation of Equation (3.14)). Guards are taken into account by multiplying
the firing rate of each transition TH with G(Th,mi,y). If the guard is false
(G(Th, ,mi,y) = 0) the whole term is cancelled out. The contribution of tran-
sition Th in state (mi,y) is proportional to its firing rate F (Th,mi,y). It is
only proportional and not equal to F (Th,mi,y) because random set arcs and
random standard fluid arcs may bring the system to different states (mj ,x)
with different fluid levels x. The stochastic components are taken into account
by the integral (

∫

ρ(s) . . . ds) over all the possible values assumed by the ran-
dom variables D. For each fluid place (considered by the product

∏

ck∈Pc
) only

the fluid levels xk that can be reached at the end of the transition are taken
into account. This is done using Dirac’s deltas. Y (th, ck,mi,y, s) represents
the fluid level reached from marking (mi,y), conditioned to a specific value s
of the random variables specified in D. This level is determined as the sum
of the contributions of set, output and input arcs as expressed in Equation
3.15. The requirements applied to the definition of set arcs, which impose that
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As((cl, Tk),m,x,d) = x(cl) when no set arcs are present, assures that the level
reached after a fluid jump is equal to the initial level x plus the contribution of
input arcs minus the contribution of output arcs. The indicator function, which
removes the term corresponding to input arcs when set arcs are present, ensures
the priority of input arcs over set arcs.

Similar considerations can be made for the definition of qij(x,y), concerning
vanishing markings (Equation (3.16)). In this case, guards must no longer be
taken into account (since we do not allow guards on immediate transitions to
depend on the fluid part of the model), and transition weights W (th,mi,y)
must be considered instead of the firing rate functions F (Th,mi,y).

3.5.5 Steady state solution

When the model is stable, the steady state solution may be computed by solving
the following system of partial differential equations:

(

∑

cl∈Pc

∂(π(τ,x)R(cl,x))

∂xl

)

V =

∫ ∞

0

π(x)Q(x,y)dy (3.18)

[∫ ∞

0

π(x)dx

]

V 1 = 1. (3.19)

Note that the normalization condition (Equation 3.19) is restricted only to the
tangible markings by multiplying the integral by V . This is required (see [6])
since vanishing markings have not been removed. As for the standard FSPN
case, the stability of an eFSPN is still a research topic and at this moment, no
valid techniques are known to determine whether an eFSPN model has a steady
state solution or not.



Chapter 4

Properties

4.1 Equivalence between FSPN and NMSPN

In this section, we describe the mapping procedure from NMSPNs to FSPNs.
The relation between NMSPNs and FSPNs has also been explored in [95]. In
that paper a formalism that include fluid places and non-Markovian transitions
has been proposed. The difference between the approach presented in [95] and
the one described in this section is that we use fluid places and marking depen-
dent firing rates to represent generally distributed timed transitions. Another
difference with respect to the approach presented in [95] is that we allow the
representation of different memory policies (in [95] only the prd policy is al-
lowed).

Consider a non-exponential transition Tj whose firing time is a generally dis-
tributed random variableXj. With lj(τ) we denote the probability density func-

tion, with Lj(τ) the cumulative distribution function, and with λj(τ) =
lj(τ)

1−Lj(τ)

the hazard rate function (See for example [92]).
A clock, associated to each transition, measures the time elapsed since the tran-
sition has been enabled. An age variable aj associated to the timed transition
Tj keeps track of the clock count. A timed transition fires as soon as the mem-
ory variable aj reaches the value of the firing time Xj . At each firing of Tj the
age variable is reset to 0, and the firing time Xj is resampled from the same
distribution.
In order to define the stochastic behaviour of the NMSPN model, the effect of
a preemption of Tj has to be defined. A preemption of Tj means that tran-
sition Tj becomes disabled before firing, after a period of time while Tj was
enabled. NMSPNs, the following memory policies have been introduced. A
timed transition Tj can be:

- Preemptive resume (prs): the preemption of Tj does not affect aj and Xj .
The age variable is reset and Xj is resampled only when Tj fires.

- Preemptive repeat different (prd): the preemption of Tj resets aj and re-
samples Xj .

51
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firing time

age variable

tr. is enabled

prd

prs

pri

Figure 4.1: The prd, prs and pri memory policies

- Preemptive repeat identical (pri): the preemption of Tj does not affect Xj

but it resets aj . The firing time of Tj (Xj) is resampled only when Tj
fires.

Figure 4.1 visually represent the above memory policies. In the following, we
show how generally distributed timed transitions can be represented by means
of FSPNs. We define the set of transitions CI(Tj) that can be in conflict
with Tj: CI(Tj) = {Ti 6= Tj : •Tj ∩ •Ti 6= ∅}, and the set of transitions
CH(Tj) that can, with their firing, cause the transition Tj to be inhibited:
CH(Tj) = {Ti : T •

i ∩ ◦Tj 6= ∅}.
Figure 4.2(a) shows a portion of a NMSPN. Transition Tj has a generally dis-
tributed firing time. v

(b)

1pi1pin TkCI(Tj)
Tj

CH(Tj) phm
cj vph1pi1pin TkCI(Tj)

Tj
CH(Tj) phmph1

(a) (c)

1pi1pin TkCI(Tj)
Tj

CH(Tj) phm
cjph1

(d)

1pi1pin TkCI(Tj)
Tj

CH(Tj) phm
cjph1v vv’v>1( )cj’v’

Figure 4.2: A portion of a NMSPN with a general distributed transition Tj (a),
the FSPN representation when Tj has prs memory policy (b), when Tj has prd
memory policy (c), and pri memory policy (d)

Non-exponential transitions with prs memory policy. In order to model
the behaviour of a general distributed transition having prs memory policy
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by means of a FSPN, we need to add a fluid place cj , that represents the
memory of the transition. This fluid place is the structural representation of a
supplementary variable.
Figure 4.2(b) shows a portion of a FSPN that represents the portion of the
NMSPN presented in Figure 4.2(a) when transition Tj has prs memory policy.
Transition Tj is connected to place cj with a fluid arc with associated flow rate
R((Tj, cj),M) = 1. In this way, as long as transition Tj is enabled, the fluid
flows in place cj at a constant unitary rate so that the level of the fluid is equal
to the elapsed time. When transition Tj becomes disabled, fluid stops flowing
into place cj . Transition Tj is also connected to fluid place cj with a flush out
arc so that fluid place cj looses all its fluid, as soon as Tj fires. The flush out
arc models the reset of the memory as soon as the transition fires. The firing
rate of transition Tj is chosen to be dependent on the fluid level v of place cj . In
particular, we have that F (Tj ,M) = λX(v). In this way, the firing distribution
of Tj depends on the fluid level of place cj , i.e., on the elapsed time. The prs
memory policy is achieved by the fact that no other fluid or flush out arc is
connected to place cj , except for the two mentioned above. In this way, the
memory of the transition remains constant as long as transition Tj is disabled,
and the memory is reset only when transition Tj actually fires.

Non-exponential transitions with prd memory policy. The fluid model
corresponding to a prd type transition (see Figure 4.2(c)), is quite similar to
the one proposed for a prs transition. We need to add a fluid place cj which
represents the age memory of the transition, connected to transition Tj with a
fluid arc (with constant unitary flow rate) and with a flush out arc. We also
need to have the firing rate of transition Tj dependent on the fluid level v of
place cj , with F (Tj ,M) = λX(v). But in order to reset the memory every time
transition Tj becomes disabled, we also need to add other flush out arcs that
reset the memory when needed. If the multiplicity of all the inhibitor arcs is
equal to 1, it is sufficient to add, for each transition Tk ∈ CI(Tj) ∪ CH(Tj) a
flush out arc that connects Tk to fluid place cj . In this way, the memory is reset
each time transition Tj looses the race (a transition Tk ∈ CI(Tj) has fired) or
becomes disabled due to an inhibitor arc (a transition Tk ∈ CH(Tj) has fired).
Multiple inhibitor arcs are possible but require a more complex construction.

Non-exponential transitions with pri memory policy. The fluid model
corresponding to a pri type transition (see Figure 4.2(d)) is the most complex,
since it requires two fluid places. We need to add a fluid place cj , which repre-
sents the age memory of the transition, connected to transition Tj with a fluid
arc (with constant unitary flow rate) and with a flush out arc, as well as a second
fluid place c′j , which represents the maximum age that a transition has reached
from its last enabling. Fluid place c′j is also connected to transition Tj with a
flush-out arc and a fluid arc. In this case, the fluid arc has a marking dependent
flow rate equal to 1(vj ≥ v′j), where vj represents the fluid contained in cj and
v′j the fluid in c′j . With this dependency, the fluid level of place c′j can grow only
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if it is less than or equal to the fluid level of place cj , that is only if the current
age is greater than any previously reached age. The firing rate of transition Tj
depends on the fluid levels v and v′, with F (Tj,M) = λX(v)1(vj ≥ v′j). The
indicator function is used to enable the transition only when the time elapsed
since its last enabling is greater than or equal to the maximum age that the
transition has ever reached since its last firing. This is required to correctly
implement the pri policy. Every time transition Tj becomes disabled, only its
“current memory” (that is, fluid place cj) must be cleared. This is done by
adding other flush out arc, which resets the memory when the transition be-
comes disabled before firing. If the multiplicity of all the inhibitor arcs is equal
to 1, it is sufficient to add, for each transition Tk ∈ CI(Tj)∪CH(Tj), a flush out
arc that connects Tk to fluid place cj . In this way, the “current memory” is reset
each time transition Tj looses the race (a transition Tk ∈ CI(Tj) has fired) or
becomes disabled due to an inhibitor arc (a transition Tk ∈ CH(Tj) has fired).
The “total age memory” is only reset, however, when the transition actually
fires. As for the prd case, multiple inhibitor arcs are possible, but require a
more complex construction.

4.1.1 Mapping example

In this section, we apply our mapping technique to a well known NMSPN ex-
ample ([16, 90]). Consider a machine that alternates between a working-state
and an idle state (Figure 4.3(a)). Let us assume that the machine is subject to
failure. If the machine fails, two alternatives are possible: the work currently
under process can be either kept or discarded. Suppose that the time required
by each piece to be processed is generally distributed, while the time spent in
idle state is exponentially distributed. We also suppose exponential distribu-
tions for the failure and repair times of the system. Place p1 models the server
in the idle state, while place p2 models the server working on a piece. Place
p3 is marked if the machine is working properly, while place p4 is marked if
the machine is under repair. Transition T1 with exponential firing time (with

(a)

p1T1T2p2 p3T3T4p4
(b) (c) (d)

p3T3T4p4p1T1T2p2
1 c1x p1T1T2p2 p3T3T4p41c1xT1 T2s1 s0 s2s3T4T3T1T4T3

Figure 4.3: A NMSPN (a), its reachability set (b), the FSPN representation
with prs memory policy (c), the FSPN representation with prd memory policy
(d)

parameter λ) models the transition between the idle and the processing state.



4.1. EQUIVALENCE BETWEEN FSPN AND NMSPN 55

Transition T2 models the processing time, and hence is distributed with a h.r.f
ψ(x). Transition T3 models failure and is exponentially distributed with param-
eter µ. Transition T4 models the repair time and is exponentially distributed
with parameter γ. The inhibitor arc from p4 to T2 models the stopping of the
process when the system is in the repairing state. If the piece is discarded after
a breakdown, then the prd semantics is used. Otherwise, if the piece is kept,
the prs semantics is used for the processing time of T2.

If we apply the proposed mapping technique, we obtain the FSPN shown
in Figure 4.3(c) under prs assumption, and the FSPN shown in Figure 4.3(d)
under prd assumption. By analysing the nets, we can identify 4 states in both
cases (Figure 4.3(b)). We denote by s0 = {p1, p3} (i.e., a token in place p1 and
one in place p3), s1 = {p2, p3}, s2 = {p2, p4} and s3 = {p1, p4}. Under both
memory policies, we have that r(1, x) = 1, and r(j, x) = 0 for j 6= 1. We can
then express the matrixes Q(∅), Q({c1}) in the two cases:

prd case: Q(x, ∅) =







−λ− µ λ 0 µ
0 0 0 0
0 γ −γ 0
γ 0 λ −γ − λ







Q(x, {c1}) =







0 0 0 0
ψ(x) −ψ(x) − µ µ 0

0 0 0 0
0 0 0 0







prs case: Q, ∅(x)







−λ− µ λ 0 µ
0 −µ µ 0
0 γ −γ 0
γ 0 λ −γ − λ







Q(x, {c1}) =







0 0 0 0
ψ(x) −ψ(x) 0 0

0 0 0 0
0 0 0 0







If we denote with πi(τ) the probability of being in state si (with i = 0, 2, 3)
and with π1(τ, x) the probability density of state s1 at time τ , we can derive
two different sets of differential equations:
prd case:

dπ0(τ)

dτ
= −(λ+µ)π0(τ)+γπ3(τ)+

∫ ∞

0

π1(τ, x)ψ(x)dx

∂π1(τ, x)

∂τ
+
∂π1(τ, x)

∂x
= −(µ+ ψ(x))π1(τ, x)

dπ2(τ)

dτ
= −γπ2(τ) + λπ3(τ) + µ

∫ ∞

0

π1(τ, x)dx

dπ3(τ)

dτ
= −(γ + λ)π3(τ) + µπ0(τ)

π1(τ, 0) = λπ0(τ) + γπ2(τ)

prs case:

dπ0(τ)

dτ
= −(λ+µ)π0(τ)+γπ3(τ)+

∫ ∞

0

π1(τ, x)ψ(x)dx
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Figure 4.4: Transient probability of the marking process computed using the
FSPN models prs(a) and prd(b)

∂π1(τ, x)

∂τ
+
∂π1(τ, x)

∂x
= −(µ + ψ(x))π1(τ, x) + γπ2(τ, x)

∂π2(τ, x)

∂τ
= −γπ2(τ, x) + µπ1(τ, x)

du2(τ)

dτ
= −γu2(τ) + λπ3(τ)

dπ3(τ)

dτ
= −(γ + λ)π3(τ) + µπ0(τ)

π1(τ, 0) = λπ0(τ) + γu2(τ)

These equations can be proven to be equivalent to the ones that can be
obtained by applying standard supplementary variable techniques [41, 90]. In

particular, if we define h(τ, x) = π(τ,x)
1−LX(x) and ψ(x) =

dLX (x)

dx

1−LX(x) , then the previous

equations are equal to those provided in [41] (for the prd case) and in [90] (for
the prs case). These sets of differential equations can be solved numerically by
applying a standard solution method, such as the the one proposed in Section
6. If we set λ = µ = 0.5, γ = 1.0 and the general distribution to be uniform
between 0.5 and 1.5, we obtain the results shown in Figure 4.4(a) in the prs case,
and Figure 4.4(b) in the prd case. The result obtained by solving the FSPNs
are equal to those obtained by analising the NMSPN of Figure 4.3(a) (see for
instance [90] for a comparison).

4.1.2 Advantages of the mapping technique

The mapping technique proposed in the previous section enphasises the strong
relations between the two formalisms. But since the FSPN formalism is more
general and flexible than the NMSPN one, the mapping can be exploited to
analyse non-Markovian models that could have not been represented in the
previously available settings, thus overcoming the restrictions imposed up to now
in the literature [14]. In this section, we investigate some modeling extensions
that have been made possible by the use of FSPNs.
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p1  (x)T1 p2 �(x)T2 p1 T1 p2 T2 (x) �(y)c1 x c2 y
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Figure 4.5: NMSPN with two general distributed transitions (a), FSPN (b)

4.1.3 More than one enabled general transition

In the literature on NMSPNs [14], the usual assumption is to have a single
generally distributed transitions enabled in each marking. Partial relaxations
of this assumptions are in [16, 43, 82, 69]. The mapping technique proposed in
Section 4.1, does not suffer of this limitation, and can be applied to cases in
which more than one generally distributed transition is enabled in a marking,
and the enabled transitions can have any memory policy associated to them.

Consider, for example, a closed tandem queueing network with two servers
characterised by a non-exponentially distributed service time with hazard rates
ψ(x) and φ(y), respectively (Figure4.5-a). If in the system there are at least
three customers, two age variables are required to describe its behaviour. Since
there are no conflicts between the two non exponential transitions, all the pre-
sented memory policies are equivalent. By applying the proposed mapping
technique, the NMSPN of Figure 4.5(a) is converted into the FSPN of Figure
4.5(b).

The equations for the FSPN of Figure 4.5(b) can be derived, using the
methodology illustrated in Section 3.3. The system has four discrete markings:
s0 = (3, 0), s1 = (2, 1), s2 = (1, 2) and s3 = (0, 3). The numbers in brackets
represent the number of tokens (customers) in place p1 and p2, respectively. In
state s0 the only active fluid place is p1, so that only the continuous variable
x enters in the description of the associated probability π0(x, τ). In state s3
the only active fluid place is c2, and we denote the associated probability as
π3(y, τ). In states s1 and s2 both fluid places are active, and we define the
associated probabilities as π1(x, y, τ) and π2(x, y, τ), respectively. We can derive
the following equations:

(

∂

∂x
+
∂

∂τ

)

π0(x, τ) = −ψ(x)π0(x, τ)+

∫ ∞

0

φ(y)π1(x, y, τ)dy

(

∂

∂x
+
∂

∂y
+
∂

∂τ

)

π1(x, y, τ) = −(ψ(x)+φ(y))π1(x, y, τ)

(

∂

∂x
+
∂

∂y
+
∂

∂τ

)

π2(x, y, τ) = −(ψ(x)+φ(y))π2(x, y, τ)

(

∂

∂y
+
∂

∂τ

)

π3(y, τ) = −φ(y)π3(y, τ)+

∫ ∞

0

ψ(x)π2(x, y, τ)dx
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Figure 4.6: A FSPN modelling a new memory policy

with boundary conditions:

π2(x, 0, τ) =

∫ ∞

0

φ(y)π3(x, y, τ)dy

π2(0, 0, τ)=

∫ ∞

0

ψ(x)π1(x, τ)dx

π3(0, y, τ)=

∫ ∞

0

ψ(x)π2(x, y, τ)dx

π3(0, 0, τ)=

∫ ∞

0

φ(y)π3(y, τ)dy

This example outlines that the mapping technique can be easily extended to
multiply enabled general transitions with any kind of associated memory policy.

4.1.4 Memory policies with leakage

With the formalism of FSPN any age variable is structurally represented by a
fluid place. New memory policies, that are neither prs nor prd (and not even
pri), can be created and implemented without extending the formalism. For
example, we may think of a policy in which the accumulated age memory starts
to be lost with time, when the associated non-exponential transition becomes
disabled. When the transition becomes enabled again, the resumed memory
has a level, which depends on the duration of the time in which the transition
was disabled. A FSPN that models this special memory policy is presented in
Figure 4.6.

4.1.5 Interlaced memory policies

In FSPNs, each non-exponential transition is modelled by adding one fluid place
(or two for the pri case), and the memory policy specification simply adds
continuous arcs and flush out arcs that reset the memory when needed. In this
way, we can overcome the restrictions of the available NMSPN models, and we
are able to describe systems where different non-exponential transitions may be
enabled at the same time with different memory policies.

Consider, for example, the NMSPN of Figure 4.7(a). We may assign to tran-
sition T1 a prs policy, and to transition T2 a prd policy. No previous NMSPN
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Figure 4.7: NMSPN with 2 non-exponential transition (a), FSPN for prs/prd
case (b), FSPN for memory clearing transition (c)

formulation was able to include this case. By applying the mapping technique
described in Section 4.1, we can convert the model of Figure 4.7(a) into the
FSPN of Figure 4.7(b), by adding the two fluid places c1 and c2 and the appro-
priate continuous and flush-out arcs.

The semantics of the prs memory policy states that an enabled transition
cannot loose its memory before firing. But, in order to define a new mecha-
nism in which the firing of a transition may reset the memory of another one,
new primitive arcs, called memory resetting arcs, have been introduced in [13].
Figure 4.7(c) shows that we can obtain the same effect in the proposed FSPN
setting without the need of introducing new elements.

For example, we may imagine that transitions T1 and T2 have both prs
memory policy, and the firing of T3 resets the memory of T2, but not the one of
T1. In the corresponding FSPN model of Figure 4.7(c), the flush-out arc from
c2 to T3 empties place c2 when T3 fires, thus resetting the memory associated
to T2.

The above examples show that the FSPN formalism not only incorporates
any ordinary NMSPN, but it is also capable of modelling in a natural way
various extensions that may be useful in some applications.

4.2 Performance indexes

In this section we attempt to classify the set of performance measures which can
be associated with FSPN models. The limit of the modeling abilities of FSPNs
is still an open research area.

It can be said, in general, that the set of performance measures that can be
evaluated from a FSPN encompasses the set of those that can be evaluated in
discrete SPN models. In fact, in addition, we can define new measures that are
specifically related to the fluid (or continuous) part of the net. We can refer
to the measures connected to the discrete part of the FSPN as discrete perfor-
mance measures and to those connected to the continuous part as continuous
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performance measures.
Moreover, discrete performance measures can still be classified as discrete

state measures (when the measure refers to the probability of occurrence of some
condition on the discrete markings) and throughput measures (when the measure
refers to the passage of tokens through the net or to the number of firings of a
transition). Similarly, continuous performance measures can be classified as fluid
state measures and flow measures. Fluid state measures give the probability of
a situation connected to the fluid levels in the net. Flow measures can be
considered as the continuous counterpart of discrete throughput measures. The
rate of flow through a fluid arc is the counterpart of the throughput of a discrete
arc connected to a timed transition. Since in FSPNs, the firing rate of a timed
transition may depend both on the discrete and the continuous component of the
marking, the firing time may be any generally distributed random variable, and
the meaning and the evaluation of the throughput measures are more complex
than in the Markovian SPN models.

Naturally, mixed performance measures may be defined as well. Mixed mea-
sures may refer to the probability of occurrence of some condition on both the
discrete and continuous part of the net.

A very elegant and unifying way to define and to compute both kinds of
performance measures in discrete SPNs is by means of the concept of reward
[14, 22]. In FSPN, the flow rate assigned to a continuous arc may, as well,
be interpreted as a reward rate that can be dependent on the discrete and the
continuous component of the marking. In this view, fluid places are structural
elements whose fluid level represents the accumulation of the reward as a func-
tion of the time. Hence, in FSPN the reward is directly associated with the
graphical representation of the model allowing to describe and evaluate all the
reward measures in a natural way at the level of the graphical representation
without using any additional specification (as in discrete SPN).

Furthermore, reward measures can be defined at a given time instant, in
steady state (if it exists) or over a time interval. In Markov Reward Models,
like those generated from discrete SPNs, the reward measures that can be eval-
uated at the same cost of the solution of the standard Markov equation, are
the expected instantaneous reward measures (either at a given time instant or
in steady state) or the expected accumulated reward measures [14]. The ma-
jority of the packages dealing with SPNs restricts the evaluation of significant
measures to the expected reward measures mentioned above.

The evaluation of the cdf of the reward accumulated over a finite time inter-
val requires a considerable increase in the computational effort and is usually
not offered in SPN packages. On the contrary, FSPNs allow to define these dis-
tribution measures within the default structural specifications and to evaluate
them with the default modeling abilities. As an example, the cdf of the reward
accumulated over a time interval can be evaluated as the distribution of the
fluid level at a properly defined fluid place. Moreover, in order to evaluate the
distribution of the completion time or response time of a task on a server, a
suitable absorbing condition must be structurally defined on the FSPN, so that
the above distribution can be computed as the probability of absorption in a
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Figure 4.8: A fluid place with multiple inputs and outputs

structural element of the FSPN.

4.2.1 Example of performance measures

The distribution of token into a discrete place pj can be computed as:

P{m(pj) = i} =
∑

m:mj=i

∫ ∞

0

· · ·

∫ ∞

0

π(m, x1, . . . , x|Pc|)dx1 · · · dx|Px|.

Using the extended integral notation defined in 3.8 and 3.9, the above defi-
nitions becomes:

P{m = i} =
∑

m:mj=i

∫ ∞

0

π(m,σ(x,Pc))dPc.

We will use this nontation for the other performance indexes.
The probability density of the fluid level in a continuous place cl can be

computed with:

P{X(cl) = xl} =
∑

m∈Sd

∫ ∞

0

π(m,σ(x,Pc/{cl}))d(Pc/{cl}).

If we denote by E(Tj) the set of discrete markings where transition Tj is
enabled, and we recall that F (Tj ,M) is the firing rate of transition Tj in a
particular marking, then the throughput of transition Tj can be computed as:

χ(Tj) =
∑

m∈E(Tj)

∫ ∞

0

π(m,σ(x,Pc))F (Tj ,m,σ(x,Pc))dPc.

Different considerations should be made for the computation of the mean
flow rate across a continuous arc. In this case, problems arise when a boundary
of place is reached. Consider the example of Figure 4.8(a). If α1 +α2 < β1 +β2,
the fluid level as function of time is depicted in Figure 4.8(b). The actual flow
rate across the output is respectively β1 and β2, as long as the fluid place is not
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empty. But when the fluid place does become empty, actual flow rates must
change, in order to maintain the total flow rate of place c1 constantly null. If we
call the new output flow rate β′

1 and β′
2, we must have that α1 + α2 = β′

1 + β′
2.

Different semantics can be defined (see [8]) to redistribute the flow rate. With
priority semantic, the input flows are used to saturate the output flows in a
predefined order. If for example the arc labelled β1 has priority over arc labelled
with β2, then:

• if α1 + α2 ≤ β1, then β′
1 = α1 + α2 and β′

2 = 0.
• if β1 < α1 + α2 ≤ β1 + β2, then β′

1 = β1 and β′
2 = α1 + α2 − β1.

With proportional semantic instead, the input flow is divided in a way that
keeps the proportions between the flows constant, that is:

β′
i = βi

α1+α2
β1+β2

.

In order to respect these semantics, the potential flow rate functionR((cl, Tj),M),
must be changed to a actual flow rate function R∗((cl, Tj),M) that differs from
the original at the boundary points and reflects the chosen semantic. For ex-
ample, with the proportional semantic defined above, R∗((c1, T1), x) of the net
defined in Figure 4.8(a), becomes:

R∗((c1, T1), x) =

{

β1 x > 0
β1

α1+α2
β1+β2

x = 0

With this consideration, the mean flow rate across a continuous arc that
connects place cl to transition Tj, can be defined as:

Φ(cl, Tj) =
∑

m∈E(Tj)

∫ ∞

0

π(m,σ(x,Pc))R
∗((cl, Tj),m,σ(x,Pc))dPc.

Mean fluid flow across continuous arcs that connects transitions to places,
may be computed in a similar way. The mean fluid flushed out by a flush-out
arc that connects place cl to transition Tj , can be computed as:

Ψ(cl, Tj) =
∑

m∈E(Tj)

∫ ∞

0

xlπ(m,σ(x,Pc))F (Tj,m,σ(x,Pc))dPc.
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Chapter 5

Analytical techniques

In this chapter we will present some solution techniques that do not require
explicit discretization.

5.1 Closed form solution in a simple case

In this section we will present the closed form solution (in steady state) of a
system with a single fluid place and two discrete states, as represented in Figure
5.1. In state m0, place p0 is marked and transition T0 (with firing rate µ0)
is enabled. In state m1, place p1 is marked and transition T1 enabled (with
rate µ1). The equations for the proposed model are (following the procedure
described in section 3.1):

dπ0(x)

dx
r0 = −µ0π0(x) + µ1π1(x) (5.1)

−
dπ1(x)

dx
r1 = µ0π0(x) − µ1π1(x)

0 = −µ1l1 + r1π1(0) (5.2)

r0π0(0) = µ1l1 (5.3)
∫

(π0(x) + π1(x)) dx + l1 = 1, (5.4)

p1p0

T0

T1

c1xx
Figure 5.1: A simple 2 state FSPN model

65
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where π0(x) (respectively π1(x)) is the probability density of being in state 0
(1), l1 is the probability mass at the lower boundary in state 1, r0 (r1) the flow
rate in marking m0 (m1).

It can be shown (with simple, but long and tedious computations) that the
following system of differential equations:

dπ0(x)

dx
= aπ0(x) + cπ1(x) (5.5)

dπ1(x)

dx
= bπ0(x) + dπ1(x),

has this solution:

π0(x) = π0(0)γ
(

k1e
λ2x − k2e

λ1x
)

+ π1(0)γk1k2

(

eλ1x − eλ2x
)

(5.6)

π1(x) = π0(0)γ
(

eλ2x − eλ1x
)

+ π1(0)γ
(

k1e
λ1x − k2e

λ2x
)

λ1 =
a+ d+R

2

λ2 =
a+ d−R

2

k1 =
a− d+R

2b

k2 =
a− d−R

2b

γ =
b

R

R =
√

a2 − 2ad+ d2 + 4bc.

In our example we have that:

a = −
µ0

r0
c =

µ1

r0
b = −

µ0

r1
d =

µ1

r1

(5.7)

If we substitute these values in Equation 5.6, after some computations we obtain:

π0(x) =
r1 [µ0π0(0) − µ1π1(0)] e

(

µ1
r1

−
µ0
r0

)

x
− µ1 [r0π0(0) − r1π1(0)]

µ0r1 − µ1r0
(5.8)

π1(x) =
r0 [µ0π0(0) − µ1π1(0)] e

(

µ1
r1

−
µ0
r0

)

x
− µ0 [r0π0(0) − r1π1(0)]

µ0r1 − µ1r0

In order to completely determine the solution, the initial conditions π0(0)
and π1(0), and the probability mass at the lower boundary l1 must be deter-
mined. l1 can be determined from Equation (5.3) as a function of π0(0):

l1 =
r0
µ1
π0(0).
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From Equations (5.2) and (5.3), π1(0) can be determined as function of π0(0):

π1(0) =
r0
r1
π0(0). (5.9)

If we insert Equation (5.9) into Equation (5.8), it simplifies to:

π0(x) = π0(0)e

(

µ1
r1

−
µ0
r0

)

x
(5.10)

π1(x) =
r0
r1
π0(0)e

(

µ1
r1

−
µ0
r0

)

x

In order to determine π0, we apply Equation (5.4):

∫ ∞

0

(π0(x) + π1(x)) dx+ l1 = π0(0)

(

1 + r0
r1

µ0

r0
− µ1

r1

+
r0
µ1

)

= 1, (5.11)

π0(0) =
1

1+
r0
r1

µ0
r0

−
µ1
r1

+ r0
µ1

. (5.12)

Figure 5.2 shows the probability densities when µ0 = 2, µ1 = 1, r0 = 1,
r1 = 1.5. In this case we have:

π0(x) =
4

9
e−

4
3x

π1(x) =
8

27
e−

4
3x

l1 =
4

9

5.2 Spectral decomposition methods

When a model has a single unbounded fluid place, constant transition rates
and constant fluid flow rates, spectral decomposition methods (see [57]) can be
applied. The equations that describe this particular system are:

dπ(x)

dx
R = π(x)Q (5.13)

π(0)R = lQ− (5.14)
(∫ ∞

0

π(x)dx + l

)

1 = 1. (5.15)

Following [9], the solution π(x) can be expressed as:

π(x) =

|Sd|
∑

i=1

aihie
λix, (5.16)
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Figure 5.2: Probability density of the 2 state FSPN

where λi and ai are scalars, and hi are row vectors. If we substitute Equation
(5.16) in (5.13), we can show that hi and λi must satisfy the following equation:

hi (λiR − Q) = 0. (5.17)

In order to have a hi different from zero, we must have that ||(λiR − Q)|| = 0.
We can thus determine all the λi as the solutions of that equation. hi may be
determined by inserting λi in (Equation 5.17) and solving the system. Note
the similarity between this problem and the computation of the eigenvalues and
eigenvectors of a matrix. For this reason, this method is called singular value
decomposition. In order to determine the complete solution, the coefficients ai
must be determined. It is known that the number of λi with positive real part
corresponds to the number of negative diagonal entries of R. Since the solution
must be a suitable probability distribution density (that is, limx→∞ π(x) = 0),
it follows that all the ai corresponding to positive eigenvalues λi must be equal
to 0. The values of the ai corresponding to negative eigenvalues (states with
positive rates) and the values of the probability masses at the lower boundary
li (that exist only for states with negative rates) can be determined by the
boundary (Equation 5.14) and the normalization condition (Equation 5.15). In
particular, if we call H+ = {hi} a matrix whose rows i corresponding to positive
states are equal to the vectors hi and all the other rows are 0, and v a vector
whose component correspond to the various unknown:

vi =

{

ai if ri ≥ 0
li if ri < 0

(5.18)
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Then the complete solution of the model can be determined by solving:

v
(

H+R − Q−
)

= 0

v
(

I − Λ−1H+
)

1 = 1,

where Λ = diag (λi).

5.3 Bounded fluid model techniques

In this section we will present a solution technique for bounded fluid models,
with a single continuous variable, constant transition firing rates and constant
fluid flow rates.

5.3.1 State Equations

Consider a bounded fluid model in which all the flow rates are different from
0. In the following, we will use R = diag(r). The equations that describes this
basic model are:

dπ(x)

dx
R = π(x)Q, (a)

π = l +

∫ B

0

π(x)dx + u, (b)

π(0)R = lQ−, (c)
−π(B)R = uQ+, (d)
l+ + u− = 0, (e)

π1 = 1. (f)

(5.19)

These equations have been obtained from the one presented in Section 3.3
by writing explicitly the boundary conditions. The absence of zero states in the
basic model makes it impossible to have probability mass at both the upper and
the lower boundary, that is: if ri > 0 we have ui > 0 and li = 0, and if ri < 0
we have that ui = 0 and li > 0. This is expressed by Equation 5.19(e). We can
then put together the probability masses at both boundaries in a single vector
by calling:

v = [vi], vi =

{

li if ri < 0
ui if ri > 0

,

Note that in this particular case, v = l+u. Equations 5.19 can then be rewritten
as:
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dπ(x)

dx
R = π(x)Q, (a)

π = v +

∫ B

0

π(x)dx, (b)

π(0)R = vQ−, (c)
−π(B)R = vQ+, (d)

π1 = 1. (e)

(5.20)

We have remove Equations 5.19(e) since l = v− and u = v+. Equation 5.20(a)
can be solved using Laplace Transforms (see [42]):

π(x) = π(0)eQR−1x. (5.21)

Insertion of Equation 5.21 in the system 5.20 leads to the system:

π(x) = π(0)eQR−1x, (a)

π = v + π(0)

∫ B

0

eQR−1xdx, (b)

π(0)R = vQ−, (c)

−π(0)eQR−1BR = vQ+, (d)
π1 = 1. (e)

(5.22)

In Equation 5.22(b) the integral of the matrix exponential is a constant term,
and also in 5.22(d) the matrix exponential up to the bound B is a constant
term. We thus introduce the notation:

Φ = eQR−1B, (5.23)

Ψ =

∫ B

0

eQR−1xdx. (5.24)

We can then express π(0) as a function of v from Equation 5.22(c):

π(0) = vQ−R−1. (5.25)

This is possible since R is a diagonal matrix in which rii 6= 0 for all i (since we
have excluded zero states), and hence R is invertible. If we substitute Equation
5.25, 5.24 and 5.23 in Equation 5.22, we obtain:

π(x) = π(0)eQR−1x, (a)
π = v + π(0)Ψ, (b)

π(0) = vQ−R−1, (c)
−π(0)ΦR = vQ+, (d)

π1 = 1. (e)

(5.26)

Thanks to Equation 5.26(c), all the unknowns of the system may be determined
from v. If we substitute Equation 5.26(c) in Equation 5.26(b) and 5.26(d), and
substitute Equation 5.26(b) in Equation 5.26(e), we obtain the following system
from which v may be computed:



5.3. BOUNDED FLUID MODEL TECHNIQUES 71

v
[

Q−R−1ΦR + Q+
]

= 0, (a)
v
[

Q−R−1Ψ + I
]

1 = 1. (b)
(5.27)

If we call:

S = Q−R−1ΦR + Q+, (5.28)

D = Q−R−1Ψ + I. (5.29)

and substitute them into Equation 5.27 we obtain the following linear system
from which v can be easily computed:

vS = 0, (a)
vD1 = 1. (b)

(5.30)

5.3.2 Solution Algorithm

The previous system of equations motivates a solution algorithm which can be
summarized as follows:

1. Compute matrix Φ (Equation 5.23) and matrix Ψ (Equation 5.24) with
suitable numerical matrix exponentiation techniques.

2. Compute matrix S (Equation 5.28) and D (Equation 5.29).

3. Find a solution v of the linear system vS = 0.

4. Normalize v such that vD1 = 1.

5. Compute π(0) from v using Equation 5.25.

6. Compute vectors u and l from vector v: u = v+, l = v−.

In the proposed algorithm, the difficult points are the computation of the
matrix exponential and its integral (Step 1), and the solution of the linear system
(Step 3). The problem of the computation of the matrix exponential arises from
the fact that matrix QR−1 is not an infinitesimal generator, and has positive
elements on the diagonal (corresponding to negative states). This problem will
be addressed in Section 5.3.3. The solution of the linear system suffers from
numerical stiffness caused by the large entries in matrix S and matrix D. It will
be addressed in Section 5.3.4.

5.3.3 Matrix Exponentiation

The presence of both positive and negative states in the system makes matrix
A = QR−1 not an infinitesimal generator. It can be shown (see [57]) that the
spectral decomposition of such a matrix has both positive and negative eigen-
values, leading to a possible instability. Methods like uniformization [87] do
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not give good results in terms of accuracy or computation time. We have expe-
rienced that the following implementation of the scaling and squaring method
(for a more detailed description see [79], method number 3, page 809) can give
faster and more accurate results. For the matrix exponential we have:

eA(x+∆x) = eAx

[

∞
∑

i=0

Ai∆xi

i!

]

. (5.31)

A similar expression can be found for the integral of a matrix exponential. Let
us call:

F(x) =

∫ x

0

eAzdz. (5.32)

By integration of the definition of eAx it can be shown that F(x) satisfies the
following differential equation:

dF(x)

dx
= F(x)A + I. (5.33)

Equation 5.33 can be solved by a Taylor expansion of F(x):

∞
∑

i=0

F(i+1)(x)
∆xi

i!
=

∞
∑

i=0

F(i)(x)
∆xi

i!
A + I. (5.34)

By comparing the coefficients of the terms with the same degree, we obtain:

F′(x) = F(x)A + I,

F(i)(x) = F(i−1)(x)A = F(x)Ai + Ai−1,

and hence:

F(x + ∆x) = F(x)

[

∞
∑

i=0

Ai∆xi

i!

]

+ ∆x

∞
∑

i=0

Ai∆xi

(i+ 1)!
. (5.35)

Both Equation 5.31 and 5.35 may be truncated to a given n in order to compute
an approximation:

eA(x+∆x) ≈ eAx

[

n
∑

i=0

Ai∆xi

i!

]

, (5.36)

F(x + ∆x) ≈ F(x)

[

n
∑

i=0

Ai∆xi

i!

]

+ ∆x

n−1
∑

i=0

Ai∆xi

(i+ 1)!
. (5.37)

To simplify the derivation of the technique, let us call:

G =

n
∑

i=0

Ai∆xi

i!
, C = ∆x

n−1
∑

i=0

Ai∆xi

(i+ 1)!
. (5.38)
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By substituting them into Equation 5.36 and 5.37 we obtain:

eA(x+∆x) ≈ eAxG, (5.39)

F(x+ ∆x) ≈ F(x)G + C. (5.40)

Instead of directly computing eAB and F(B) using Equations 5.39 and 5.40, we
choose to compute them by dividing B into a number steps of size ∆x = 2−kB
and to use a logarithmic stepping technique. Knowing that eA0 = I and F(0) =
0 we can easily express:

eA(m∆x) ≈ Gm, (5.41)

F(m∆x) ≈
m−1
∑

i=0

CGi. (5.42)

From these equations, we may derive the logarithm stepping procedure. If we
call:

Φ(j) = eA(2j∆x), Ψ(j) = F(2j∆x), (5.43)

we can define the following iterative procedure, defining the (j + 1)-th iteration
as function of the j-th one. In particular:

Φ(j+1) = G2(j+1)

=
[

G2j
]2

=
[

Φ(j)
]2

(5.44)

Ψ(j+1) =
2j+1−1
∑

i=0

CGi =
2j+1−1
∑

i=2j

CGi +
2j−1
∑

i=0

CGi =

=





2j−1
∑

i=0

CGi



G2j

+

2j−1
∑

i=0

CGi = Ψ(j)Φ(j) + Ψ(j) =

= Ψ(j)
[

Φ(j) + I
]

, (5.45)

with the initial conditions:

Φ(1) = G, Ψ(1) = C. (5.46)

A visual representation of the iteration scheme used by the procedure is shown
in Figure 5.3, while figure 5.4 shows how the method works. The accuracy of
the algorithm can be tuned using the two parameter k and n. In particular, a
heuristic approach to determine the two parameters in order to reach a given
accuracy ǫ is the following. Let us call #A the cardinality of matrix A and
mA = max{|aij |} the maximum absolute value of the elements of matrix A.
Let us also define a convergence parameter α << 1. We then divide the interval
(0, B) into segments of width ∆x such that:

∆X ≤
α

#AmA

. (5.47)
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φ1

Ψ1

φ2

Ψ2

φj

Ψj

φk

Ψk

... ...

Figure 5.3: Iteration scheme for computing Φ and Ψ
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Figure 5.4: The scaling and squaring method: a) first iteration, b) successive
iterations

Using this definition we have that

k =

⌈

log2

B

∆X

⌉

=

⌈

log2

B#AmA

α

⌉

. (5.48)

We make the heuristic hypothesis that the error propagates linearly with the
number of discretization point (which is the case in most of the situations) that
is ǫ = mρ where m corresponds to the number of discretization points and ρ
to the maximum allowed error at each iteration. With this hypothesis we have
that:

ρ =
ǫ

2k
. (5.49)

We can then express the truncation error at each step and use it to determine
n. In particular:

eA∆x =

∞
∑

i=0

Ai∆xi

i!
=

∞
∑

i=0

Ai∆xi

i!
+

∞
∑

i=n+1

Ai∆xi

i!
. (5.50)

The last term of Equation 5.50 represent the truncation error. It can be bounded
by the following inequality chain:
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∣

∣

∣

∣

∣

∞
∑

i=n+1

Ai∆xi

i!

∣

∣

∣

∣

∣

≤
∞
∑

i=n+1

|A|i∆xi

i!
≤

∞
∑

i=n+1

(#AmA)
i
∆xi

i!
≤

≤
∞
∑

i=n+1

(#AmAα)
i

(#AmA)i i!
=

∞
∑

i=n+1

αi

i!
≤

αn+1

(n+ 1)!

∞
∑

i=0

αi =
αn+1

(n+ 1)!(1 − α)
≤

≤ αn
α

1 − α
≤ ρ.

(5.51)
By taking the logarithm of the last two terms of the inequality chain we obtain:

n logα ≤ log
1 − α

α
ρ,

n ≥
log(1 − α) + log ρ

logα
− 1,

n =

⌈

log(1 − α) + log ǫ+ k log 2

logα
− 1

⌉

. (5.52)

The number of iterations required to reach the given precision level depends on
the convergence parameter α. If α is very small, then k becomes very large. If
instead α is close to 1, then n becomes very large. Empirical studies have shown
that a good value for α could be α = 0.02. Even if the method gives better
results than other matrix exponentiation techniques, it still has many numerical
flaws. In particular, when dealing with matrices obtained from models of “real”
systems, some of the elements of the matrix exponential may become so large
to cause numerical overflow on machines that use standard double precision
encoding for floating point numbers. The matrix exponentiation integral is
affected even more by this problem, and usually it has poorer approximations.
This may cause negative probability in the solution which may lead to incorrect
results.

A summary of the complete algorithm to compute the matrix exponential
and its integral is as follows:

1. Compute k given A, B and α using Equation 5.48.

2. Compute n given α, k and ǫ using Equation 5.52.

3. Compute ∆X = B
2k .

4. Compute Φ(1) and Ψ(1) using Equations 5.38 and 5.46.

5. for i = 2 to k compute Ψ(i) and Φ(i) using Equations 5.44 and 5.45.

5.3.4 Linear System Solution

The coefficient matrix S of the linear system presented in Equation 5.30 usually
presents terms with significant differences in their orders of magnitude. This
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is caused by the fact that the presence of negative states produces positive
eigenvalues in matrix A, and thus causes the matrix exponential to diverge [57].
A closer inspection of matrix S and D shows that the rows of both matrices
have similar orders of magnitude. Numerical stability can thus be improved
by exploiting this fact, and making a first normalization step before the linear
system solution (Step 3 in Section 5.3.2), and another immediately after. This
normalization cancels out the large numbers and allows a stable computation.
In particular, if we call:

n = D1, (5.53)

Equation 5.30(b) becomes:

vn = 1. (5.54)

If we call N = diag(n) a diagonal matrix with diagonal elements nii = ni corre-
sponding to the components of the vector, and define v′ = vN, then Equations
5.30 become:

v = v′N−1, (a)
v′N−1S = 0, (b)

v′1 = 1. (c)
(5.55)

Various experiments have shown that Equation 5.55(a) is more stable and easier
to solve than Equation 5.30 since the rows of N−1S have similar orders of
magnitude. The resulting solution algorithm for the basic case differs from the
one presented in Section 5.3.2 only for Steps 3 and 4 which are replaced by the
following steps:

3a. Compute n and N using Equation 5.53.

3b. Find a solution v′ of the linear system v′(N−1S) = 0.

4a. Normalize v′ such as v′1 = 1.

4b. Compute v from v′ using Equation 5.55(a).

5.3.5 Computational Costs

The most time consuming steps of the proposed technique are the matrix ex-
ponentiation and the linear system solution (respectively Step 1 and 3 of the
algorithm presented in Section 5.3.2). The matrix exponentiation requires nma-
trix multiplication and summations to compute Ψ(1) and Φ(1), and k−1 matrix
multiplication and summations to compute Ψ and Φ. If we call m = #A = |S|
the size of the state space, then both n and k grows logarithmically with m (see
Equations 5.48 and 5.52). So the total complexity of the matrix exponentiation
is o(m3 logm). The linear system that must be solved (v′N−1S = 0) is gen-
erally characterized by a full coefficient matrix, so it requires o(m3) operations
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to be solved. The overall time complexity of the solution algorithm is then
o(m3 logm).

For what concerns memory usage, matrix Φ and Ψ are generally full matri-
ces and cannot be stored using sparse encoding. Matrices S and D present a
particular structure: they have rows corresponding to positive states with only
a few elements different from zero (thus can be efficiently encoded by a sparse
technique), and rows corresponding to negative states with all the elements dif-
ferent from zero (thus requiring a complete encoding). Significant amount of
memory could then be saved using a hybrid memorization scheme that stores in
sparse format rows corresponding to positive states and with full encoding the
one corresponding to negative states. The overall memory complexity is o(m2)
due to matrix Φ and Ψ.

5.3.6 Zero States

When we consider a model with zero states, new problems arise. Under this
assumption matrix R is no longer invertible, and for the zero states we may
have a probability mass on both the upper and the lower boundary. These
problems however can be solved by using an approach similar to the one used
in [42] to analyze non-Markovian Petri Nets. In order to derive the solution
procedure in this extended case, we rewrite Equation 5.19, separating the parts
corresponding to the zero states:

dπ±(x)

dx
R±± = π±(x)Q±± + π0(x)Q0±, (a)

0 = π±(x)Q±0 + π0(x)Q00, (a′)

π = l +

∫ B

0

π(x)dx + u, (b)

π±(0)R±± = l−Q−± + l0Q0±, (c)

0 = l−Q−0 + l0Q00, (c′)
−π±(B)R±± = u+Q+± + u0Q0±, (d)

0 = u+Q+0 + u0Q00, (d′)
l
+ + u− = 0, (e)

π1 = 1. (f)

(5.56)

From Equations 5.56 (a′), (c′) and (d′) we can express respectively π0(x), l0

and u0 as a function of π±(x), l± and u± and plug them into Equations 5.56
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(a), (b) and (c):

π0(x) = −π±(x)Q±0
(

Q00
)−1

, (a′)

l0 = −l−Q−0
(

Q00
)−1

, (c′)

u0 = −u+Q+0
(

Q00
)−1

, (d′)
dπ±(x)

dx
R±± = π±(x)

[

Q±± − Q±0
(

Q00
)−1

Q0±
]

, (a)

π = l +

∫ B

0

π(x)dx + u, (b)

π±(0)R±± = l−
[

Q−± − Q−0
(

Q00
)−1

Q0±
]

, (c)

−π±(B)R±± = u+
[

Q+± − Q+0
(

Q00
)−1

Q0±
]

, (d)

l+ + u− = 0, (e)
π1 = 1. (f)

(5.57)

In the previous equations
(

Q00
)−1

refers to the inverse of Q restricted to the
elements which have both row and column belonging to S0. If we then call

Ω =
[

Q±± − Q±0
(

Q00
)−1

Q0±
]

and substitute it in Equations 5.57 (a-f) we

obtain:

dπ±(x)

dx
R±± = π±(x)Ω, (a)

π = l +

∫ B

0

π(x)dx + u, (b)

π±(0)R±± = l−Ω−, (c)
−π±(B)R±± = u+Ω+, (d)

l
+ + u− = 0, (e)

π1 = 1. (f)

(5.58)

Equation 5.58 can then be solved using a technique similar to the one described
in Section 5.3.1. In particular we can define:

Φ = eΩ(R±±)−1
B, (5.59)

Ψ =

∫ B

0

eΩ(R±±)−1
xdx, (5.60)

S = Ω−
(

R±±
)−1

ΦR±± + Ω+ (5.61)

In the previous Equations (R±±)
−1

refers to the inversion of the submatrix
whose elements have both the row and the column belonging to S±. The un-
known in this case will be v± = l− + u+, that correspond to the probability
mass at the lower boundary for the negative states and to the probability mass
at the upper boundary for the positive states. Extra care should instead be used
to define the normalization matrix D. The correct expression can be derived
from Equation 5.58(b) :
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l +

∫ B

0

π(x)dx + u =

=

[

l0 +

∫ B

0

π0(x)dx + u0

]

+

[

l± +

∫ B

0

π(x)±dx+ u±

]

=

=

[

l0 +

∫ B

0

π0(x)dx + u0

]

+ v±
[

Ω−
(

R±±
)−1

Ψ + I±
]

=

= −v±
[

Ω−
(

R±±
)−1

Ψ + I±
]

Q±0
(

Q00
)−1

+ v±
[

Ω−
(

R±±
)−1

Ψ + I±
]

=

= v±
[

Ω−
(

R±±
)−1

Ψ + I±
] [

I − Q±0
(

Q00
)−1
]

, (5.62)

from which we obtain:

D =
[

Ω−
(

R±±
)−1

Ψ + I
] [

I± − Q±0
(

Q00
)−1
]

. (5.63)

The normalization vector n± can then be computed as:

n± = D1±. (5.64)

The solution algorithm for the case with zero state is then similar to the one
presented in Section 5.3.2 and enhanced in Section 5.3.4, with the exception
that now matrices Φ, Ψ, S, D, N are computed using the equations presented
in this section. Steps 5 and 6 are then substituted by:

5. Compute π(0) = v±Ω− (R±±)
−1
[

I± − Q±0
(

Q00
)−1
]

.

6. Compute l = v±
[

I− − Q−0
(

Q00
)−1
]

and u = v±
[

I+ − Q+0
(

Q00
)−1
]

.

5.3.7 Flush-outs

When we consider a model with flush-outs (and for simplicity of description no
zero states) we must add a term to the equation describing the behavior at the
lower bound. For brevity we will call Q = Q∅ and Q̄ = Q({c}). Equation 5.20
becomes:

dπ(x)

dx
R = π(x)Q, (a)

π = v +

∫ B

0

π(x)dx, (b)

π(0)R = vQ− + πQ̄, (c)
−π(B)R = vQ+, (d)

π1 = 1. (e)

(5.65)
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With this new expression π(0) has a new formulation as a function of v. In
particular:

π(0)R = vQ− + (π(0)Ψ + v) Q̄

π(0)
(

R − ΨQ̄
)

= v
(

Q− + Q̄
)

π(0) = v
(

Q− + Q̄
) (

R − ΨQ̄
)−1

. (5.66)

With this new equation to compute π(0), the definition of matrices S and D

change accordingly. In particular:

S =
(

Q− + Q̄
) (

R − ΨQ̄
)−1

ΦR + Q+, (5.67)

D =
(

Q− + Q̄
) (

R − ΨQ̄
)−1

Ψ + I. (5.68)

The solution algorithm for the flush-out case is then the same as the one pre-
sented in Section 5.3.2, with the difference that in this case S and D must be
computed according to Equations 5.67 and 5.68. Zero states can be added in a
way similar to the one presented in Section 5.3.6.

5.4 Transient analysis

The techniques previously proposed in this chapter dealt about the steady state
solution of various kind of fluid models. In this section we will present a transient
analysis technique based on [85]. This technique can be applied to models with
a single fluid place, constant firing rate and constant flow rate, where the initial
fluid level is 0, The initial discrete marking can follow any given distribution. In
order to apply the technique, we will not write the equations for the probability
densities but for:

Fi(x) = Pr{The system is in state i, and the fluid level X > x}.

The two solution are equivalent since:

πi(x, τ) = −
∂Fi(x, τ)

∂x
,

li(τ) = Fi(0, τ) − lim
x→0+

Fi(x, τ).

Suppose that all the flow rates and transition rates depend only on the discrete
part of the marking. Let m + 1, m < |Sd|, be the number of distinct values
among the fluid rates R(mi). We denote those rates as r0, r1, . . . , rm and order
them as follows:

rm > rm−1 > . . . > ru > 0 ≥ ru−1 > r1 > r0,

where u is the index of the smallest positive fluid rate. We can the partition the
state space Sd in m+1 disjoint subsets Bm,Bm−1, . . . ,B0 where Bi is composed
by the state of Sd having the same fluid rate ri, that is Bi = {j ∈ S|R(mj = ri}.
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Since the maximum flow rate in this case is rm, at every τ > 0, we have
that the random variable X(τ), which represents the fluid level at time τ , takes
its values in the interval [0, rmτ ]. The distribution X(τ) may also have up to
m−u+1 jumps at positive value, and one jump point at 0 corresponding to the
case where the fluid place is empty at time τ . The jumps at the m−u+1 positive
values correspond to the case where the underlaying Markov process remains
during the whole interval [0, τ ] in one of the different subsets Bu,Bu+1, . . . ,Bm,
provided that the initial probability of these subset are greater than zero. These
jump probabilities can be calculated explicitly, for j = u, u + 1, . . . ,m, by the
following relation:

Pr{m(τ) = mi, X(τ) = rjτ} = αBj
e
Q

Bj Bj
τ
1i if i ∈ Bj ,

where QBjBj
is the sub-infinitesimal generator of dimension |Bj | obtained from

Q by considering only the internal transitions of the subset Bj and αBj
is a

vector of dimension |Bj | which contains the initial probabilities of the states
belonging to Bj . The vector 1i is a vector whose i-th entry is 1 and the others
components are 0 (and dimension |Bj |).

We denote by P the transition probability matrix of the uniformized Markov
chain associated to the underlaying stochastic process, and by λ the uniformiza-
tion rate which verifies λ ≥ max(−qii, i ∈ Sd). The matrix P is related to Q

by P = I + A/λ. We denote by PBiBj
the submatrix of P containing the tran-

sition probabilities from states of Bi to states of Bj , and for n ≥ 1 we denote
by (αP n)Bi

the subvector of the row vector αP n (where α corresponds to the
initial state probability) containing entries corresponding to the subset Bi.

We can then express the transient solution of the model as:

Fi(x, τ) =

∞
∑

n=0

e−λτ
(λτ)n

n!

n
∑

k=0

(

n
k

)

xkj (1 − xj)
n−kb

(j)
i (n, k), (5.69)

where xj =
x−r+

j−1

rj−r
+
j−1

τ if x ∈ [r+j−1τ, rjτ), for j = u, u + 1, . . . ,m with r+j−1 =

0 for j = u and r+j−1 = rj−1 for j > u. The coefficients b
(j)
i (n, k) can be

determined following the recursive expressions on the row vectors b
(j)
Bl

(n, k) =
(

b
(j)
i (n, k)

)

i∈Bl

, for 0 ≤ l ≤ m and u ≤ j ≤ m:

• For j ≤ l ≤ m:

– For n ≥ 0: b
(u)
Bl

(n, 0) = (αP n)Bl
and b

(j)
Bl

(n, 0) = b
(j−1)
Bl

(n, n) for
j > u.

– For 1 ≤ k ≤ n:

b
(j)
Bl

(n, k) =
rl − rj

rl − r+j−1

b
(j)
Bl

(n, k−1)+
rj − r+j−1

rl − r+j−1

m
∑

i=0

b
(j)
Bi

(n−1, k−1)PBiBl
.
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• For 0 ≤ l < j:

– For n ≥ 0: b
(m)
Bl

(n, n) = 0Bl
and b

(j)
Bl

(n, n) = b
(j+1)
Bl

(n, 0) for j < m.

– For 0 ≤ k < n:

b
(j)
Bl

(n, k) =
r+j−1 − rl

rj − rl
b
(j)
Bl

(n, k+1)+
rj − r+j−1

rj − rl

m
∑

i=0

b
(j)
Bi

(n−1, k)PBiBBl
.

For the proof of the previous theorem and an efficient algorithm to compute
the various coefficients, please refer to [85].



Chapter 6

Numerical techniques

In this chapter we will present some numerical solution techniques that rely on
explicit discretization of the probability vector.

6.1 Semi discretization

The simplest solution algorithm that can be used to numerically solve a FSPN
is the upwind semidiscretization method. All the fluid places cl are bounded at
a maximum level Bl and the fluid levels are discretized at a finite number of
equidistant grid points xl;i = i∆Xl with 0 ≤ i ≤ Nl = ⌊ Bl

∆Xl
⌋. If a fluid place is

unbounded, a sufficiently large upper bound should be chosen in order to have
precise results. Let us call:

rj(k, l1, . . . , lPc
) = R(ck,mj , x1;l1 , . . . , x|Pc|;l|Pc|

).

We can approximate the first order partial derivative as:

∂πi(τ, x1;l1 , . . . , x|Pc|;l|Pc|
)

∂xj
=







πi(τ,...,xj;lj
,...)−πi(τ,...,xj;lj−1

,...)

∆xj
if rj(k, l1, . . . , l|Pc|) ≥ 0

πi(τ,...,xj;lj+1
,...)−πi(τ,...,xj;lj

,...)

∆xj
if rj(k, l1, . . . , l|Pc|) < 0

(6.1)

The discretized partial differential equations system can then be solved as an
ordinary system of differential equations. In particular, we can collect all the
discretized unknowns into a single row vector π(τ):

83
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πT (τ) =

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

π0(τ, 0, . . . , 0)
...

π|Sd|(τ, 0, . . . , 0)
π0(τ, x1;1, . . . , 0)

...
π|Sd|(τ, x1;1, . . . , 0)

...
π0(τ, x1;N1 , . . . , 0)

...
π|Sd|(τ, x1;N1 , . . . , 0)

...

...
π0(τ, x1;N1 , . . . , x|Pc|;N|Pc|

)
...

π|Sd|(τ, x1;N1 , . . . , x|Pc|;N|Pc|
)

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

(6.2)

Then we can express the partial derivatives as:

∂πu(τ, x1;l1 , . . . , xPc;l|Pc|
rk(u, l1, . . . , l|Pc|))

∂xk
= π(τ)W (k), (6.3)

where:

W (k) = [w
(k)
ij ]; w

(k)
ij =















































−
|rk(u,l1,...,l|Pc |)|

∆xk
if i = j = #(u, l1, . . . , l|Pc|)

rk(u,l1,...,l|Pc|)

∆xk
if







rk(u, l1, . . . , l|Pc|) ≥ 0
i = #(u, l1, . . . , lk − 1, . . . , l|Pc|)
j = #(u, l1, . . . , lk, . . . , l|Pc|)

|rk(u,l1,...,l|Pc|)|

∆xk
if







rk(u, l1, . . . , l|Pc|) < 0
i = #(u, l1, . . . , lk + 1, . . . , l|Pc|)
j = #(u, l1, . . . , lk, . . . , l|Pc|)

0 otherwise
(6.4)

In the previous equation we used #(u, l1, . . . , lk, . . . , l|Pc|) to refer to the index
of the component corresponding to πu(τ, x1;l1 , . . . , x|Pc|;l|Pc|

). In a similar way,
we may discretize the state transition matrix by defining:

Q̄(τ) = [q̄ij ] q̄ij =







qut(x1;l1 , . . . , x|Pc|;l|Pc|
) if

{

i = #(u, l1, . . . , l|Pc|)
j = #(t, l1, . . . , l|Pc|)

0 otherwise
(6.5)
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a)
b)

Figure 6.1: Discretization meshes: a) regular, b) irregular.

If we call:

G = Q̄ +
∑

k∈Pc

W (k), (6.6)

the solution of the system of partial differential equations can be approximated
by the solution of the system of ordinary differential equations:

dπ(τ)

dτ
= π(τ)G. (6.7)

6.2 Finite volume techniques

One of the biggest limitation of the upwind semidiscretization technique, is
that it must use very small discretization intervals in order to produce accurate
results. An improvement can be obtained by discretizing the solution on a
generic mesh (Figure 6.1b), instead that on a grid with cells of equal size (Figure
6.1a). If we put a more dense mesh where we expect a higher probability
and use larger cells in less probable regions of the fluid space, we can improve
significantly the accuracy and reduce the number of required cells. The method
will be described for the two fluid places case, but it could be extended also to
model with a higher number of continuous components.

If we consider the fluid flow of the two fluid places (that we call cx and cy)
into a particular state, it may be considered as a vector (see Figure 6.2). This
vector represents the direction in which the fluid (the probability) flows. We call
φk(x, y) = [rx(k, x, y), ry(k, x, y)] the flow vector of the probability in discrete
state k with fluid levels equal respectively to x and y . We can the partition
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Figure 6.2: Fluid flow vectors

the fluid probability space in N cells Ci (with arbitrary boundary) such that
⋃

i Ci = Sc. We can the apply the conservation law to each cell:

∂

∂τ

∫∫

Ci

πk(Ci, τ)dCi = −

∮

Ci

πk(Ci, τ)φk(Ci)dni, (6.8)

where ni represents the normal to boundary of the cell. Figure 6.3 represents
what happens at each cell. If we make the assumption that both the flow vector
and the probability is constant at each cell, Equation 6.8 can be simplified as:

dπk(Ci, τ )

dτ
Aci = −

∫ B

A

πk(CAB , τ )φk(CAB)dn −

∫ C

B

πk(CBC , τ )φk(CBC)dn

−

∫ D

C

πk(CCD, τ )φk(CCD)dn −

∫ A

D

πk(CDA, τ )φk(CDA)dn,

(6.9)

where ACi
represents the area of cell Ci, and CAB the neighbor cell of cell Ci

through segment AB, and so on . Due to the assumption that both πk and φk
are constant in each cell, equation 6.9 can be simplified to:

dπk(Ci, τ )

dτ
Aci = −πk(CAB , τ )φk(CAB)nABlAB − πk(CBC , τ )φk(CBC)nBC lBC

− πk(CCD, τ )φk(CCD)nCDlCD − πk(CDA, τ )φk(CDA)nDAlDA,

(6.10)
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Figure 6.3: A discretized cell

where lAB represents the length of the segment AB and nAB the normal vector
to segment AB. We assume that the normal vector nAB is always directed
outside the cell. In this way (due to the scalar product between φ and n and
the minus sign) each cell will have a positive contribution from the cells that
are upstream the direction of the flow, and a negative contribution from the
cells that are downstream as shown in Figure 6.4. The other terms on the right
hand side of Equation (), which refer to the same cell, are simply discretized
and added to right hand side of Equation 6.10, to obtain:

dπk(Ci, τ )

dτ
Aci = −πk(CAB, τ )φk(CAB)nABlAB − πk(CBC , τ )φk(CBC)nBC lBC

− πk(CCD, τ )φk(CCD)nCDlCD − πk(CDA, τ )φk(CDA)nDAlDA

+
∑

j∈Sd

πj(Ci)qjk(Ci). (6.11)

Equation 6.11 is now an ordinary differential equation which can be solved using
standard numerical techniques. Note that in the case of an equally spaced grid,
equation 6.10 reduces to equation 6.7.

6.3 Implicit techniques

The techniques proposed in the previous sections convert a system of partial
differential equations into an ordinary system of differential equations by discr-
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n

n
φ

φ

nφ

nφ

Figure 6.4: A detail of the boundary of a cell

tizing the fluid components and leaving the time continuous. Standard numeri-
cal solution techniques like Runghe-Kutta (see for example [81]) can be applied
to solve the ordinary differential equation systems. However implicit solution
techniques, such as the TR-BDF2 technique have been proved to be more stable
for the solution of this kind of equations. Implicit techniques are techniques in
which the value of the function at the next time instant is expressed implicitly
and can generally be computed as the solution of a linear system.

The TR-BDF2 technique for example, compute the value of the function at
the next time point in two implicit steps. First it computes a possible value of
the function in a point half-way between the new and the old one, using the
trapezoid rule (TR). Then it computes the value of the function at the new point,
using a parabolic interpolation among the the initial point, the intermediate
point (computed in the first step), and the derivative at final point (BDF2).
Both steps are implicit. The intermediate point is chosen to be at a fraction
γ = 0.59 of the discretization step h. If we call πi the solution vector at time
i · h, and Q the matrix that represents the semi-discretized process, then the
method compute the next solution point πi+1 as follows:

πi+γ

(

I −
γ

2
hQ
)

= πi

(

I +
γ

2
hQ
)

(6.12)

πi+1

(

I −
1 − γ

2 − γ
hQ

)

=
1

γ(2 − γ)
πi+γ −

(1 − γ)2

γ(2 − γ)
πi. (6.13)

Both Equations 6.12 and 6.13 can be solved using an iterative procedure. If

we call π
(n)
i the n-th iteration of the solution technique, then Equations 6.12

and 6.13 can be computed as:
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π
(n+1)
i+γ = π

(n)
i+γ

γ

2
hQ + πi

(

I +
γ

2
hQ
)

(6.14)

π
(n+1)
i+1 = π

(n)
i+1

1 − γ

2 − γ
hQ +

1

γ(2 − γ)
πi+γ −

(1 − γ)2

γ(2 − γ)
πi. (6.15)

The initial value of the iterations can be set to zero in both cases (π
(0)
i+γ = 0

and π
(0)
i+1 = 0), and the iteration may be stopped as soon as the solution does

not change significantly from the previous iteration, that is π
(n+1)
i − π

(n)
i < ǫ

for a given ǫ > 0 .

6.4 Matrix geometric techniques

Consider a FSPN model with a single unbounded fluid place c1, without flush-
out arcs, and in which neither the flow rates associated to fluid arcs nor the firing
rates associated to timed transition depend on the continuous part of the net
(i.e. they do not depend on the level of place c1). The equation that describes
the steady state solution π(x) is

dπ(x)

dx
R = π(x)Q, (6.16)

where, according to our assumptions, R and Q do not depend on the level x of
fluid place c1.

We can apply the semidiscretization method described in Section 6.1. In
this special case, the discretized version of (6.16) becomes:

π(i) − π(i−1)

∆x
R+ +

π(i+1) − π(i)

∆x
R− = πiQ, (6.17)

where the diagonal matrices R+ and R− are defined in Section 1.6. Using the
notation:

X+ =
1

∆x
R+, X− = −

1

∆x
R−,

Equation (6.17) can be rewritten as:

−π(i−1)X+ + π(i)[X+ + X−] − π(i+1)X− = π(i)Q. (6.18)

Defining C = Q − X+ − X−, Equation (6.18) becomes:

π(i−1)X+ + π(i)C + π(i+1)X− = 0. (6.19)

The equations at the lower boundary are slightly different. Using the notation
C+ = Q − X+, the boundary condition is:

π(0)C+ + π(1)X− = 0. (6.20)

Equations (6.19) and (6.20) form a linear system. This system of equations
is characterized by a matrix having the structure represented in Figure 6.5a.
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Figure 6.5: Discretized Matrices: a) bounded case b) unbounded case

6.4.1 Matrix Geometric Solution

The linear system described by (6.19) and (6.20) can be solved applying matrix
geometric techniques. By Λ let us denote the solution of the matrix equation:

X+ + ΛC + Λ2X− = 0, (6.21)

then, the solution of the linear system can be obtained as:

π(0) = u0, π(i) = u1Λ
(i−1), i ≥ 1, (6.22)

where:
∣

∣ u0 u1

∣

∣

∣

∣

∣

∣

C+ X+

X− C + ΛX−

∣

∣

∣

∣

= 0, (6.23)

under the normalization condition:
[

∞
∑

i=0

π(i)

]

1 =

[

u0 + u1

∞
∑

i=0

Λi

]

1 =
[

u0 + u1 (I − Λ)
−1
]

1 = 1. (6.24)

Equation (6.21) can be solved in a very efficient way using the technique of
Latouche and Ramaswami [65]. Matrix Λ can be determined by an iterative
procedure called “logarithmic reduction”, given in Table 6.1. This procedure
has logarithmic convergence.

Each iteration involves a matrix inversion, but generally very few iterations
(about ten) are required to reach very high precisions. The complete solution
algorithm is given in Table 6.2.

6.4.2 Bounded systems

The matrix geometric technique previously described can be extended also to
bounded systems. Let us call B the upper bound. The equations that describe
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Procedure Logarithmic Reduction

B0 := −C−1X+; B2 := −C−1X−; G := B2; T := B0

while ||1T −G 1T || > ǫ do

D := B0B2 +B2B0

B0 := (I −D)−1B2
0

B2 := (I −D)−1B2
2

G := G+ TB2

T := TB0

end while

U := C +X+G
Λ := −X+U−1

End Procedure Logarithmic Reduction

Table 6.1: Logarithmic reduction algorithm

Procedure Unbounded System

Compute Λ.
Compute a solution |u0u1| of Equation (6.23).
Normalize |u0u1| using Equation (6.24).
Compute the discretized solution π(i) using Equation (6.22).

End Procedure Unbounded System

Table 6.2: Unbounded system algorithm

the model are identical to the ones describing the unbounded case with the ad-
dition of another boundary condition at x = B. If we discretize these equations
using upwind discretization, we obtain (6.19) and (6.20), with the additional
boundary condition

π(m)C− + π(m−1)X+ = 0, (6.25)

where C− = Q − X−, and m = ⌈B/∆X⌉ corresponds to the number of dis-
cretization points. This leads to the linear system represented by the matrix
shown in Figure 6.5b). A slightly different matrix procedure should be used in
this case. Denoting by Λ and Γ the solution of the two matrix equations

X+ + ΛC + Λ2X− = 0, (6.26)

X− + ΓC + Γ2X+ = 0, (6.27)

the solution is obtained by

π(i) = u0Λ
i + umΓm−i, (6.28)

with

∣

∣ u0 um

∣

∣

∣

∣

∣

∣

C+ + ΛX− Λm−1X+ + ΛmC−

Γm−1X− + ΓmC+ C− + ΓX+

∣

∣

∣

∣

= 0, (6.29)
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under the normalization condition
[

∞
∑

i=0

π(i)

]

1 =

[

u0

m
∑

i=0

Λi + um

m
∑

i=0

Γi

]

1 = 1. (6.30)

In this case, the logarithmic reduction algorithm (presented in Table 6.1)
must be performed two times in order to compute both Λ and Γ. The compu-
tation of Λm, Γm,

∑m
i=0 Λi and

∑m
i=0 Γi can also be carried out in logarithmic

time. The complete solution algorithm is given in Table 6.3.

Procedure Bounded System

Compute Λ.
Compute Γ.
Compute Λm, Γm,

∑m
i=0 Λi and

∑m
i=0 Γi

Compute a solution |u0um| of Equation (6.29).
Normalize |u0u1| using Equation (6.30).
Compute the discretized solution π(i) using Equation (6.28).

End Procedure Bounded System

Table 6.3: Unbounded system algorithm

6.4.3 Systems with flush-outs

When we consider a system with constant firing rates and constant flow rates
but with flush-outs, equations becomes a little more complex. In particular, as
pointed out in Section 5.3.7, the equations that describe the system are:

dπ(x)

dx
R = π(x)Q(∅), (6.31)

−π(0)R = π(0)Q(∅) +

∫ B

0

π(x)dxQ(c1), (6.32)

where B = ∞ for the unbounded case, and B <∞ for the bounded case. Using
the notation C = Q(∅) − X+ − X− and D = Q({c1}), then the discretized
versions of Equations (6.31) and (6.32) become:

π(i−1)X+ + π(i)C + π(i+1)X− = 0 (6.33)

π(0)C+ + π(1)X− +

B
∑

i=0

π(i)D = 0, (6.34)

Figure 6.6a) and Figure 6.6b) represent the matrices of the discretized system
for the unbounded and bounded case, respectively.

Matrix geometric solution can be applied in both situations by appropriately
changing the computation of u0, u1 and um. The new system that has to be
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Figure 6.6: Matrices of the flush-out model: a) bounded b) unbounded

solved in the unbounded case is

∣

∣ u0 u1

∣

∣

∣

∣

∣

∣

∣

∣

∣

C+ + D X+

X− +
∞
∑

i=0

ΛiD = X− + (I − Λ)−1
D C + ΛX−

∣

∣

∣

∣

∣

∣

∣

= 0,

(6.35)
while for the bounded case

∣

∣ u0 um

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

C+ + ΛX− +

∞
∑

i=0

ΛiD Λm−1X+ + ΛmC−

Γm−1X− + ΓmC+ +
∞
∑

i=0

ΓiD C− + ΓX+

∣

∣

∣

∣

∣

∣

∣

∣

∣

= 0.

(6.36)

6.4.4 Fluid dependency

Let us consider now a bounded system with both fluid dependent firing rates and
fluid dependent flow rates. Applying the upwind semidiscretization method, we
obtain a linear system characterized by the matrix represented in Figure 6.7.

In this case the previously described techniques cannot be applied since
each row has different matrixes. Instead, the system can be solved by defining
(following [65]):

π(i) = π(i−1)Λi = π(0)
i
∏

j=1

Λj . (6.37)

Substituting the definition of π(i) in i-th equation, we obtain:

π(i−1)X+
i−1 + π(i)Ci + π(i+1)X−

i+1 = 0,
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Figure 6.7: Matrix of the bounded fluid dependent case

π(i−1)X+
i−1 + π(i)

(

Ci + Λi+1X−

i+1

)

= 0,

and:
π(i) = −π(i−1)X+

i−1

(

Ci + Λi+1X−

i+1

)−1
, (6.38)

Comparing (6.37) and (6.38) we obtain:

Λi = −X+
i−1

(

Ci + Λi+1X−

i+1

)−1
, (6.39)

where Λi can be computed by backward substitution starting from:

Λm = −X+
m−1

(

C−

m

)−1
. (6.40)

Then π(0) can be computed by solving the linear system:

π(0)



D0 + C+
0 + Λ1X−

1 +

m
∑

i=1

i
∏

j=1

ΛjDi



 = 0,

π(0)





m
∑

i=1

i
∏

j=1

Λj + I



1 = 1.

(6.41)

The solution algorithm is given in Table 6.4.

6.4.5 Complexity

The complexity of the proposed technique is different for the constant and the
fluid dependent case. For the constant case, the most time consuming tasks are
the computation of matrices Λ and Γ and the solution of the linear system. Even
if the initial matrix is sparse, the coefficient matrix of the linear system is not, so
the complexity of the linear system solution is o(n3), where n = |Sd| corresponds
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Procedure Fluid Dependent

Compute Λm using Equation (6.40).
for i := m− 1 downto 1 do

Compute Λi using Equation (6.39).
end for

Compute π(0) using Equation (6.41).
Compute π(i) using Equation (6.38).

End Procedure Fluid Dependent

Table 6.4: Fluid dependent system algorithm

the number of discrete states. The complexity of the linear reduction algorithm
is hard to describe (for complete discussion see [65]) but each step requires the
inversion of a matrix, hence the complexity of those steps is o(n3). For the fluid
dependent case, a matrix inversion operation is required in every iteration, so
the total complexity is o(mn3), where m represents the number of discretization
points.

6.5 Kroencker methods

6.5.1 Transient Analysis

In this section we present an explicit discretization scheme of the equations de-
scribed in Section 3.3 in order to carry out the transient analysis of FSPNs. The
matrices that describe the evolution of the probabilities between two successive
steps of the transient analysis are expressed as Kronecker-expressions of suit-
able matrices and vectors. This method differs from the other ones presented
in this chapter because is based on complete discretiazion of both fluid and
time. The advantage of the presented procedure is that it leads to a relatively
simple, clean and memory-efficient implementation of the discretization scheme,
and provides satisfactorily precise results in a wide range of cases. However, to
apply the method some assumptions have to be made.

6.5.2 Assumptions

There are three main assumptions on the FSPN we work with:

1. The fluid rates do not depend on the continuous part of the marking.

2. The dependencies of the firing rates on the continuous part of the marking
may be expressed in a product form manner. The contribution of fluid
level xk in marking mi to the firing rate of transition Tj is denoted by

λ
(k)
ij (xk). In other words, in the presence of two fluid places with levels
x1 and x2, the rate of transition Tj in marking mi may be expressed as

a product of two functions, i.e. F (Tj ,mi,x) = λ
(1)
ij (x1)λ

(2)
ij (x2). If in mi
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the firing rate of Tj does not depend on fluid level xk one could simple set

λ
(k)
ij (xk) = const, ∀xk.

3. In order to have bounded state space we assume that the number of dis-
crete markings |Sd| is finite and all the fluid places are bounded.

In Section 6.5.4 some ideas will be given about how to relax the first two as-
sumptions.

The discretization step of fluid place ci is ∆xi; the number of points of
discretization along fluid level xi is ⌈Bi/∆xi⌉. The discretization step of the
transient time is denoted by ∆τ . Since we assume that fluid rates do not depend
on the fluid levels, the fluid rate of place cj in marking mi may be denoted

simple by r
(j)
i .

The set of fluid places that may be non-empty in discrete marking mi is de-
noted by Ni. To determine precisely the sets Ni, 1 ≤ i ≤ |Sd| is, in general, not
a trivial task and it is beyond the scope of this paper. Some trivial observations,
however, can be made. For example, a fluid place is always empty in a discrete
marking mi if it is always flushed out when a jump to mi occurs and ri ≤ 0.
The size of Ni is significant from the point of view of the discretization scheme
since, as we will see later, the less elements Ni has the smaller the discretized
state space describing mi. Nevertheless, the proposed procedure can be ap-
plied without determining the sets Ni, 1 ≤ i ≤ |Sd| precisely but the memory
consumption would be much higher than necessary.

In order to describe the discretization procedure we need to differentiate the
transitions that are enabled to move discrete tokens of the net from those that
are enabled to change only the continuous marking of the net. To this end, by
Ki we denote the set of transitions that have concession in marking mi (i.e.
those that are enabled in mi to move a discrete token of the net). This is
necessary because in FSPNs some timed transitions may have been used just to
enable fluid flow into a continuous place in every marking.

A further condition we require is that it is possible to choose the discretiza-
tion steps ∆xi, 1 ≤ i ≤ |Pc| and ∆τ such a way that during a sojourn in any
marking the change of fluid level xi will be an integer multiple of ∆xi. As a
result of our first assumption, this condition does not hold only if the modeler
defines a “strange” fluid rate structure. This condition is necessary to avoid
step-by-step error accumulation. Without this assumption the procedure could
result in high inaccuracy.

We assume as well that a state jump from discrete marking mi to discrete
marking mj always flushes out fluid place ck, 1 ≤ k ≤ |Pc| or never flushes it

out. For example we will not allow a model such as the one presented in Figure
6.8. This restriction could be easily relaxed; however, we apply this assumption
because it makes the description of the procedure simpler.
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x1

Figure 6.8: A case not supported by the discretization scheme

6.5.3 Discretization Scheme

In order to describe the discretization scheme, we introduce the following vectors
and matrices.

Vector of firing rates

Given a transition Tj that has concession in marking mi, the vector l
(k)
ij , 1 ≤

k ≤ |Pc| describes how the level of a fluid place ck contributes to the firing rate
of Tj in mi at different points of the discretized fluid range

l
(k)
ij =



























λ
(k)
ij (0)

λ
(k)
ij (∆xk)

λ
(k)
ij (2∆xk)

...

λ
(k)
ij (h

(k)
i ∆xk)



























,

where

h
(k)
i =

{

0, if ck /∈ Ni,
⌈Bk/∆xk⌉, if ck ∈ Ni.

As one could observe the length of l
(k)
ij is ⌈Bk/∆xk⌉+ 1 if ck can be non-empty

in mi, otherwise it contains a single value.

Matrix to describe fluid rates

Next we define the matrix G
(k)
ℓ that describes how a fluid level xk changes in

a discrete marking mℓ. If ck may be non-empty in mℓ the matrix is of size
(⌈Bk/∆xk⌉ + 1) × (⌈Bk/∆xk⌉ + 1) and its entries are given by

[

G
(k)
ℓ

]

ij
=
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1, j − i =
r
(k)
ℓ ∆τ

∆xk
,

1, if j = 0, r
(k)
ℓ < 0, i ≤

|r
(k)
ℓ |∆τ

∆xk
,

1, if j = ⌈Bk/∆xk⌉, r
(k)
ℓ > 0,

i ≥ ⌈Bk/∆xk⌉ −
r
(k)
ℓ ∆τ

∆xk
,

0, otherwise.

If fluid place ck is always empty in mℓ, then G
(k)
ℓ = [1]. As mentioned in Section

6.5.2, we assume that r
(k)
ℓ ∆τ/∆xk is an integer. If this condition does not hold

the procedure can be still applied using the closest integer to r
(k)
ℓ ∆τ/∆xk. To

give an example let us assume that ∆τ = 10∆x1 and r
(1)
1 = 0.2, in this case

during a sojourn in marking m1 the fluid level increases by 2∆x1 in an interval
of length ∆τ ; this is described by

G
(1)
1 =























0 0 1 0 · · ·
0 0 0 1 0 · · ·

. . .
. . .

. . .
. . .

· · · 0 0 1
· · · 0 1

· · · 1























Matrix to describe fluid dynamics at state jumps

The matrix denoted by J
(m)
kl describes the evolution of fluid level xm during an

interval of length ∆τ in which a state jump occurs from discrete marking mk

to discrete marking mℓ. The entries of matrix J
(m)
kl have the meaning

[

J
(m)
kl

]

ij

∼=

P {xm(t+ ∆τ ) ∈ [(j − 1/2)∆xm, (j + 1/2)∆xm] |

m(t) = mk,m(t+ ∆τ ) = mℓ, xm(t) = i∆xm,

one jump occurs in [t, t+ ∆τ ]} . (6.42)

In general, when the firing rates depend on one or more fluid levels the proba-
bility defined in (6.42) depends on the fluid levels itself as well. We will assume,
however, that the firing rates do not change during the interval of length ∆τ
and, as a result of this assumption, the single state jump occurs uniformly dis-
tributed in the interval. Hence, the probability given in (6.42) is not computed
precisely, it is only approximated. For this reason ∼= is used instead of =.
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We note as well that J
(m)
kl is not necessarily a square matrix. If cm ∈ Nk but

cm /∈ Nℓ (or vice versa), then J
(m)
kl is a column vector of length (⌈Bm/∆xm⌉+1)

(or a row vector of length (⌈Bm/∆xm⌉ + 1) ).

The entries of J
(m)
kl are approximated the following way. Let us assume that

the state jump occurs at a ≤ ∆τ time instant, the jump does not cause a flush
out of fluid place cm, and xm(0) = i∆xm. At time instant ∆τ the fluid level
xm(∆τ ) is

xm(∆τ ) = (6.43)


















































































max(max(0, i∆xm + ar
(m)
k ) + (∆τ − a)r

(m)
ℓ , 0),

if r
(m)
k ≤ 0, r

(m)
ℓ ≤ 0,

min(max(0, i∆xm + ar
(m)
k ) + (∆τ − a)r

(m)
ℓ , Bm),

if r
(m)
k ≤ 0, r

(m)
ℓ > 0,

max(min(Bm, i∆xm + ar
(m)
k ) + (∆τ − a)r

(m)
ℓ , 0),

if r
(m)
k > 0, r

(m)
ℓ ≤ 0,

min(min(Bm, i∆xm + ar
(m)
k ) + (∆τ − a)r

(m)
ℓ , Bm),

if r
(m)
k > 0, r

(m)
ℓ > 0.

If the state jump from mk to mℓ flushes out cm the above equations simplify
to

xm(∆τ ) =






max((∆τ − a)r
(m)
ℓ , 0), if r

(m)
ℓ ≤ 0,

min((∆τ − a)r
(m)
ℓ , Bm), if r

(m)
ℓ > 0.

(6.44)

Based on (6.43) and (6.44) one can determine the interval [a1, a2] for which

if a ∈ [a1, a2], then xm(∆τ ) ∈

[(j − 1/2)∆xm, (j + 1/2)∆xm].

Having determined the interval [a1, a2] the (i, j) entry of J
(m)
kl is simply approx-

imated as
[

J
(m)
kl

]

ij
=
a2 − a1

∆τ
.

The above described approximation gives precise values for the probability de-
fined in (6.42) in case of state jumps that are caused by transitions whose firing
rate does not depend on the fluid levels. The approximation is satisfactory for
those transitions whose firing rate does not vary in a large scale by small changes
in the fluid levels. If the firing rate changes a lot (the extremity is the transition
that fires in a deterministic manner when a given fluid level reaches a value),
the discretization step of the transient time (∆τ ) has to be small in order to
avoid inaccuracy.
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The matrices J
(m)
kl , 1 ≤ k, l ≤ |Sd|, 1 ≤ m ≤ |Pc| have an important role

in the procedure from the point of view of precision. Having a state jump in
an interval of length ∆τ we will not assume that the jump occurred at the
beginning (or at the end) of the interval. Instead, the probabilities will be
distributed among several points of the discretized state space according to the
time when the state jump could occur. As a result the dynamics of the fluid
will be followed fairly precisely in the presence of state jumps as well.

Vector of transient probabilities

During the calculations, the transient probabilities of the system are stored in
the vectors πi, 1 ≤ i ≤ |Sd|; πi contains the discretized probability density
function of the fluid levels in discrete marking mi. Accordingly, the length of
πi is given by:

∏

j,cj∈Ni

(⌈

Bj
∆xj

⌉

+ 1

)

.

In the vectors πi, 1 ≤ i ≤ |Sd| every position corresponds to a combination
of fluid levels. In the following we describe how to find a given fluid level
combination in the vectors. We use a so-called mixed-based numbering scheme
which is closely related to the Kronecker-product operator. Let us use the
notation:

n
(k,l)
i =

l
∏

j=k

s
(j)
i , where

s
(j)
i =

{

1, if cj /∈ Ni

⌈Bj/∆xj⌉ + 1, if cj ∈ Ni.

Then in the discretized state space the probability that the process is in discrete
marking mi and the vector describing the fluid levels:

x = [l1∆x1, l2∆x2, . . . , l|Pc|∆x|Pc|], where

0 ≤ lk ≤

{

0, if ck /∈ Ni,
⌈Bk/∆xk⌉, if ck ∈ Ni,

is given by the mth entry of πi with:

m = (. . . (l1s
(2)
i + l2)s

(3)
i . . .)s

(|Pc|)
i + l|Pc| =

|Pc|
∑

k=1

lkn
(k+1,|Pc|)
i ,

where n
(|Pc|+1,|Pc|)
i = 1.

Having defined the above vectors and matrices, hereinafter we describe how
the transient probabilities are computed from one step to another. Let us denote
the emergent probability vectors by π′

i = π(τ + ∆τ), 1 ≤ i ≤ |Sd|.
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In every step the evolution of the probabilities during an interval of length
∆τ is determined. We assume that 0 or 1 state jump occurs during the interval.
If ∆τ is low enough this assumption does not lead to significant inaccuracy.
Being in mi with continuous marking x = [l1∆x1, l2∆x2, . . . , l|Pc|∆x|Pc|], the
probability that a transition Tj ∈ Ki fires in the next ∆τ interval is approxi-
mated by:

∆τ

|Pc|
∏

k=1

λ
(k)
ij (lk∆xk). (6.45)

The same comments may be repeated on the goodness of the approximation
given in (6.45) as the ones that were given on the goodness of the approximation

given for the matrices J
(m)
kl . The approximation in (6.45) is precise for those

firing rates that do not vary much as a result of small changes in the fluid levels.
In every step, at first, we follow the case when no state jumps occurs during

the observed interval:

π′
i = πi



I − ∆τ
∑

j, Tj∈Ki

diag





⊗

k,ck∈Ni

l
(k)
ij







×





⊗

k,ck∈Ni

G
(k)
i



 , for 1 ≤ i ≤ |Sd|, (6.46)

According to (6.46) the entries of pi are reduced by the probability that the

process jumps out of mi (described by the entries of the vectors l
(k)
ij ), and then

are shifted in accordance with the fluid rates (described by the matrices G
(k)
i ).

This shift corresponds to the discretization of the second term of the left hand
side of (3.10).

The state jumps and their effect on the fluid levels are considered by

π′
i = π′

i + ∆τ

|Sd|
∑

j=1

pj





∑

k, Tk∈Kj

bkji diag





⊗

ℓ,cℓ∈Nj

l
(ℓ)
jk







 ×





⊗

ℓ,cℓ∈Nj

J
(ℓ)
ji



 , for 1 ≤ i ≤ |Sd|, (6.47)

where bkji denotes the probability that the firing of Tk in mi leads to mj .

The quantities bkji, which are used to take into account the effect of immediate
transitions, can be determined directly from the net.

In (6.47), as in (6.46), the probability of a state jump is calculated based on

the values of the vectors l
(ℓ)
jk , and the fluid level in the next state is distributed

according to the matrices J
(k)
ji .

The different kinds of performance indexes described in Section 4.2 can be
calculated during the transient analysis by substituting the integrals over the
state space by suitable summations over the discretized state space.
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6.5.4 Extensions

In this subsection we give some ideas on how to relax the assumptions listed in
Section 6.5.2.

The first assumption may be refined in the following way. Instead of assum-
ing that the fluid rates do not depend on the continuous part of the marking,
we assume only that a fluid rate depends on other fluid rates in a piecewise

constant manner, i.e. the functions λ
(k)
ij (x) are piecewise constant. In this case

the state space of a discrete marking may be partitioned into subsets in which
the fluid rates are constant and a very similar procedure can be applied.

The second assumption may be relaxed as well. If the firing rates cannot be
expressed as the product of functions, the matrices that are described in (6.46)
and (6.47) by Kronecker-operators as

diag





⊗

ℓ,cℓ∈Ni

l
(ℓ)
jk





have to be built “by hand”.

6.5.5 Complexity

The size of the whole discretized state space is given by

|Sd|
∑

i=1

∏

j,cj∈Ni

(⌈

Bj
∆xj

+ 1

⌉)

which can become very large in the presence of many fluid places. However,
the advantage of the presented algorithm is that, as a result of the modular
representation, even if the state space is huge, the matrices describing the evo-
lution of the process can be stored in a memory-efficient way. This is due to
two reasons:

• Some descriptors of the discretization scheme, i.e. the vectors l and the
matrices G, J , can be identical for different indexes. For example, the
firing rate of a transition may be the same in different markings, or a fluid
level may evolve in the same way in several markings. In this case the
descriptor is stored only once, which allows us to exploit the symmetries
of the net.

• The assumptions we made allows us to handle the fluid levels in a sepa-
rate manner. The evolution of the fluid levels is described by Kronecker-
expression of relatively small matrices with as many terms as many fluid
places that may be non-empty in the given marking. Instead, if the evolu-
tion of fluid levels was described in a non-modular manner, like in Section
6.1, then we should have stored a matrix with as many entries as the prod-
uct of the number of entries of the terms of the Kronecker-expression.
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The complexity of performing the Kronecker-operations given in (6.46) and
(6.47) depends on the chosen algorithm. Several different possibilities with their
complexity are described and compared in [17]. Using the algorithms given in
[17] one can exploit the sparsity of the matrix and the fact that the same entries
of the matrices are used several times during the computation of the Kronecker-
products to improve the multiplication algorithm.
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Chapter 7

Simulation

As we have seen in the previous chapters, the dynamics of a FSPN are described
by a system of partial differential equations. The solution of these equations be-
comes a formidable from the computational point of view task in several cases.
In this case the simulation can be the unique or the more convenient solution
method.

The main difference, with respect to the simulation of FSPNs proposed in
[24], concerns the techniques used for the generation of random deviates based
on non-homogeneous Poisson process (see Section 7.1 for a detailed discussion
of these aspects).

7.1 Simulating a FSPN

In this section we describe the techniques that we use to simulate FSPN models.
Assume that we have just entered a tangible marking M = (m,x). If there is
an enabled transition, each continuous component xl (with cl ∈ Pc) might vary
in a very general way over time. In a marking M = (m,x) we can apply
Equation(3.1) to each cl ∈ Pc and obtain the system of ordinary differential
equations:

dxl(τ)

dτ
=

∑

Tj∈E(M)

R ((Tj , cl), (m,x(τ))) −R ((cl, Tj), (m,x(τ))) , (7.1)

with given initial condition x, which is valid in any interval [0, τ) during which
the set of enabled transitions does not change, i.e., E(m,x(τ)) = E(m,x).

7.1.1 Simulation of the discrete part of FSPN

The main effort in the simulation of the discrete part of a FSPN is the determi-
nation of the time instant at which a transition fires. Since the instantaneous
firing rate of a timed transition can depend on the fluid level of a continuous
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place (which in turn varies during the time), the marking process representing a
FSPN can be a non-homogeneous Poisson process. In this case, the exact time
instant at which a transition fires, cannot be generally determined in advance.
However, if the firing rate of a transition does not depend on the fluid level,
the time in which that transition occurs can be computed as an instance of an
appropriate exponential distribution.
Transitions with fluid dependent firing rate are simulated using either the thin-
ning or the time-scale transformation method (both technique are described in
[67]). The first method is used for all the transitions whose firing rate can be
bounded by a “small” value, while the second one is used to manage all the
other situations that thinning cannot handle. Both methods however, require a
significative overhead with respect to the generation of standard Poisson events
therefore they should not be used for transition firing rates that do not depend
on the continuous part of the model.
The set of transitions can then be partitioned into three classes: T1 is the subset
of timed transitions with fluid independent firing rate, T2 is the subset of tran-
sitions with fluid dependent firing rate that are simulated using the thinning
technique, T3 contains the transitions with fluid dependent firing rate that are
handled with the time-scale transformation method. Each enabled transition is
treated differently with respect to the class to which it belongs. For transitions
belonging to T1, firing time instant is determined in advance, and a transition
event is scheduled in the event list. Transitions belonging to T2 are simulated
as explained in Section 7.1.2, and transitions belonging to T3 as described in
Section 7.1.3.

7.1.2 Simulation by thinning

This technique has been used in the FSPN simulation proposed in [24] and it
is based on the assumption that the firing rate of a timed transition can be
bounded from above by a given value. Let m be a marking that enables at least
a transition belonging to the subset T2. To apply the thinning we need to list all
the transitions of T2 that are enabled in E(m). Let us denote by Ti1 , Ti2 , . . . , Tia
these transitions, i.e., {Ti1 , Ti2 , . . . , Tia} = T2∩E(m). We denote by F ∗(Tij ,m)
the bound on the firing rate of transition Tij (Tij ∈ {Ti1 , Ti2 , . . . , Tia}), given
our knowledge of its dependence on the fluid marking. This means that when
the discrete marking is m, the rate of Tij satisfies F (Tij , (m,x)) ≤ F ∗(Tij ,m),
for any value of x that might be reached in m. The maximum speed F ∗(m) at
which a fluid dependent event (firing of a transition) can occur in marking m,
can then be computed as the sum of the bounds of each fluid dependent timed
transition enabled in marking m:

F ∗(m) =

a
∑

v=1

F ∗(Tiv ,m).

Figure 7.1 visually represents the computation of F ∗(m). It can be proved
(see for example [67]) that events that cause a change in the discrete component
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x
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Figure 7.1: Determining F ∗(m)

of the marking, can occur only at “potential firing instant”, in accordance with
a homogeneous Poisson arrival process with rate F ∗(m). From this process,
we can define a sequence of increasing time instants (τ1, τ2, . . .). Starting from
n = 1, we declare that a firing occurred at time τ̂n with the probability:

F (m,x(τ̂n))

F ∗(m)
,

where:

F (m,x(τ̂n)) =
a
∑

v=1

F (Tiv , (m,x(τ̂n))).

We use the actual firing rate at time τ̂n as a weight, to determine whether the
event corresponds to a true firing or not. We generate a random deviate with
distribution Unif(0, F ∗(m)) and then we decide that a firing occurs at τ̂n if
Unif(0, F ∗(m)) < F (m,x(τ̂n)). Otherwise, we compute x(τ̂n+1), and decide
whether a firing occurs at τ̂n+1 or not, and so on. Due to the fluid dependent
flow rates, the computation of x(τ̂n+1) starting from x(τ̂n) requires the solution
of a system of ordinary differential equations. This is represented in figure 7.2.

To summarize the n-th step of this procedure is:

1. Generation of τ̂n according to the distribution Expo(F ∗(m)) (where F ∗(m) =
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8>>>>>><>>>>>>: ~X(0) = ~x0d ~Xd� = ~R 0� ~X(� )1A
τ

Figure 7.2: A system of ordinary differential equations must be solved at each
iteration

a
∑

v=1

F ∗(Tiv ,m)).

2. Solution of system of ordinary differential Equations (3.1) for the value of
the time τ̂n to compute x(τ̂n).

3. Generation of un according to the distribution Unif(0, F ∗(m)).

4. If
un ≥ F ∗(m) − F (m,x(τ̂n))

then no transition has fired and then we need to generate another potential
firing time (go to 1 for step n+ 1).

5. We schedule the firing of transition Tij at time τ̂n if

j−1
∑

v=1

F (Tiv , (m,x(τ̂n)) ≤ un <

j
∑

v=1

F (Tiv , (m,x(τ̂n))).

Figure 7.3 summarize the steps required by the thinning algorithm.
From the previous considerations it follows that the expected number of ran-
dom deviates that we have to generate to decide which transition fires is larger
when the bounds F ∗(Tij ,m) for the enabled transitions are less tight, since
this increases the likelihood of rejection when performing the thinning. Figure
7.4 represents this problem. On the extreme case when it is not possible to
determine a bound, this technique cannot be applied.

7.1.3 Simulation by time-scale transformation

The time-scale transformation is another well known method used to simulate
non-homogeneous Poisson processes. Even if this method is in general less
efficient than the thinning algorithm, it can be easily incorporated in the simu-
lation of the fluid part of the FSPN and can be particularly useful in the cases
where the thinning approach cannot be applied. Let m be a marking that
enables at least a transition belonging to the subset T3 and let us denote by
{Ti1 , Ti2 , . . . , Tib} = T3 ∩ E(m).
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Figure 7.3: A visual representation of the thinning algorithm

τ

µ

x

µ

Figure 7.4: When the firing rate has a peak, thinning may require a large number
of events
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xx

x

x

Figure 7.5: The time scale transformation algorithm continuously changes the
clock speed, according to the transitions firing rates

The time-scale transformation is based on the result that τ1, τ2, . . . are the
points in a non-homogeneous Poisson process with continuous integrated rate

function Λ(τ) =

∫ τ

0

λ(u)du if and only if τ ′1 = Λ(τ1), τ
′
2 = Λ(τ2), . . . are the

points in a homogeneous Poisson process of rate one. Here λ(u) represents
the rate of the process as a function of time. The time-scale transformation
method is the direct analogue of the inverse probability integral transformation
for non-uniform random number generation.

The method is called “time scale transformation” since it is equivalent to
select a random exponentially distributed time instant at which a transition
will fire, and then continuously adjusting the clock speed, according to the
instantaneous firing rate of the transition. This process is visually represented
in Figure 7.5.

For each transition Tij , we generate a point τ ′ij in a homogeneous Poisson
process of rate one. We then compute the solution τij of the equations:

Λij (τij ) = τ ′ij , (7.2)
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where Λij (τij ) is the integrated firing rate function of transition Tij , that can
be computed as:

Λij (τ) =

∫ τ

0

F (Tij , (m,x(u)))du. (7.3)

Here, x(u) is the solution of the differential Equations (3.1), which represents
how the fluid changes as function of time in a given discrete state m. The
transition Tik with the minimum τik (i.e. τik < τij∀j 6= k) is the one that fires
at time τik .

The most complex step in this method is the determination of the solutions of
Equations (7.2). This is performed iteratively. We know that transition Tij fires
in the time interval [τ, τ+∆τ) if and only if τ ≤ τij < τ+∆τ . In particular, since
Λij (τ) are all non-decreasing positive functions, this is equivalent to: Λij (τ) ≤
τ ′ij and Λij (τ + ∆τ) > τ ′ij .

We observe the system at deterministic time instants τ̂n = n∆τ with n =
0, 1, . . .. If only one transition Tik satisfies the condition Λik(τ̂n) ≤ τ ′ik and Λik(τ̂n+1) >
τ ′ik , then we know that transition Tik has fired. We then perform a search for
the solution of equation τ ′ik = Λik(τik ) in the interval [τ̂n, τ̂n+1) in order to com-
pute the exact firing instant. If more than one transition has fired in that time
interval, Equations (7.2) are solved for all the transitions involved, and the one
with the minimum τij is chosen. To summarize, each time a transition fires and
a new marking m is reached, this procedure is executed:

1. Generation of τ̂ij , for all j = 1, . . . , b according to the distribution Expo(1).

2. Solution of system of ordinary differential Equations (3.1) for the value of
the time τ̂n to compute x(τ̂n).

3. Computation of Λij (τ̂n) =

∫ τ̂n

0

F (Tij , (m,x(u)))du, with j = 1, . . . , b

4. If 6 ∃ k (with 1 ≤ k ≤ b) such that Λik(τ̂n−1) ≤ τ ′ik and Λik(τ̂n) > τ ′ik then
no transition has fired, and go to 2 for step n+1 (with τn+1 = (n+1)∆τ).

5. For each k such that Λik(τ̂n−1) ≤ τ ′ik and Λik(τ̂n) > τ ′ik , compute the
solution τik of Equation (7.2) (i.e. τ ′ik = Λik(τik )).

6. Select k′ such as τik′ = mink{τik}.

7. We schedule the firing the of transition Tik′ at time τik′ .

This process may seem to be extremely inefficient, but the numerical integration
of Equation (7.3) can be included into the solution of Equation (3.1), required by
the simulation of the continuous part of the FSPN, with a minimum overhead.
Figure 7.6 visually represents the time scale transformation algorithm.
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Figure 7.6: A visual representation of the time scale transformation algorithm
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7.1.4 Comparison between thinning and time-scale trans-
formation

In case of fluid dependent firing rates we have to decide which method we should
use for the generation of random deviates, that is, we have to determine the sub-
sets of timed transitions T2 and T3. Both methods are “exact” if the solution
of the system of ordinary differential equations (Equation (3.1)), the solution of
Equations (7.2), and the computation of the integrals (Equation (7.3)) are ex-
act. However, since Equations (7.1), (7.2) and (7.3) are computed by numerical
analysis algorithms in general cases, both methods suffer from numerical errors
that are typical of the numerical algorithms used. The thinning algorithm may
give more accurate results because it requires only the solution Equations (7.1)
whereas the time-scale transformation requires also the numerical integration
(7.3), and the numerical solution of Equations (7.2); hence it may lead to less
accurate simulations. The global error can be determined from the error of the
various numerical algorithm involved. The error of the numerical algorithm used
to solve Equations (7.1) is the same for both the thinning and the time-scale
transformation method. The error in the computation of the Equations (7.3)
and in the solution of Equations (7.2) influence only the time-scale transforma-
tion method.
On the other hand the time-scale transformation requires a number of simula-
tion events that depends only on the integral discretization step.
There are several cases when a (fluid-dependent) transition firing rate cannot be
bounded. In those are cases, the use of the thinning method by setting trivial
upper bounds on the firing rates, would lead to very large number of simulation
events for each non-homogeneous transition firing.
Another advantage of the time-scale transformation algorithm, is that it can be
applied even when the integral firing rate functions, Equations (7.3), are not
continuous (see for example [25]). This allows to include Dirac’s delta in the
firing rate functions, which can be useful to model deterministic events that
causes the firing of a transition.
The thinning (as suggested in [24]) can be used in case of fluid dependent firing
rates that can be bounded with tight bound. However there are cases where
the thinning requires a significant overhead. For instance, if the rate of a given
transition can be bounded (even with tight bound) but the value of the bound
is a large number, the number of simulation events could be too large.
For example if the firing rate of a transition T would be g(t) = µ1(t < θ) with
µ = 1000, then F ∗(m) would be equal to 1000 and the thinning algorithm would
require about 1000 event per unit time. On the other hand, using the time scale
transformation with ∆τ = 0.1 will generate only 10 events per unit time.

A possible strategy could be the use of a threshold Fmax on the maximum
firing rates. Fluid dependent transition firing rates with bounds smaller than
Fmax can be managed by using the thinning while the other can be managed with
the time-scale transformation method. The value Fmax, and also the integral
discretization interval can be tuned by the user to obtain a convenient trade-off
between accuracy and complexity.
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7.1.5 Simulation of the fluid flow

The simulation of the fluid flow, means the computation of how the fluid level
changes as function of time. As stated before, as long as the discrete compo-
nent of the marking and the set of enabled transitions does not change, the
fluid levels at a given time can be determined as the solution of the system
of differential Equations (3.1). In general, numerical techniques which involve
discretization, are required to solve such equations. However in some particular
cases (as already pointed out in [24]), analytical solutions can be used to avoid
discretization. In particular we can optimize two cases: the case in which all
the fluid arcs that enters and exits a fluid place have constant flow rate, and
the case in which the arcs have a flow rate which follows a linear law.

Constant fluid change rate

If the system remains between time τ1 and τ2 in a given discrete marking m,
in which rpotl (m,x) = b(m) is constant for fluid place cl, then the solution of
Equations (3.1), for place cl is simply:

xl(τ2) = xl(τ1) + b(m) · (τ2 − τ1). (7.4)

Linear fluid change rate

If the system remains between time τ1 and τ2 in a discrete marking m, in which
rpotl (m,x) = a(m)·xl+b(m) depends only on the fluid level of place cl following
a linear law, then the solution of Equations (7.1), for place cl is:

xl(τ2) = −
b(m)

a(m)
+

(

xl(τ1) +
b(m)

a(m)

)

ea(m)(τ2−τ1). (7.5)

7.1.6 Simulation of set arcs and fluid jumps

Set arcs and fluid jumps are simulated during transition firings. Each time a
transition Tj fires at time τ , the fluid level of all the fluid places is changed
according to the precedence rules presented in Chapter 3. First fluid removal
arcs (both deterministic and stochastic) are considered. Then set arcs are taken
into account, and finally positive fluid jumps are simulated.



Chapter 8

FSPNEdit: a graphical
FSPN analysis tool

In this chapter we will present the tool FSPNEdit for the FSPN class defined in
Section 3.1. In particular this tool allows the analysis of FSPN with flush-outs,
where both the transition firing rates and the fluid flow rates depend on the
complete (discrete and continuous) marking of the FSPN.

8.1 Tool architecture

The tool is composed by various interacting components as shown in Figure 8.1.
In particular, it is divided into four applications that interact each other using
common files. These applications are:

• FSPNEdit a JAVA graphical user interface that allows the visual con-
struction of FSPN models.

• FSPNsim an application which solves FSPN models by simulation.

• FSPNsolve a program which performs numerical analysis of FSPN mod-
els.

• net2fspn a parser that transforms the file .net (created by GreatSPN
[20]) into the format used by the analysis components of the tool.

FSPNEdit and net2fspn produce a file (whose extension is .fspn) which
contains the description of a FSPN model. FSPNsim and FSPNsolve read
.fspn files and perform the appropriate solution technique.

8.2 The FSPN specification language

The .fspn files are standard text files which contain the description of a FSPN
model. Each file is divided into three sections:
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FSPNEdit

GreatSPN

net2fspn

FSPNsim

FSPNsolve

Semi-discretization

Finite volume

Matrix geometric

Matrix exponential

Kronecker

.FSPN

Figure 8.1: Tool architecture

1. The constant declaration section contains the definitions of the con-
stants that will be used in the model description. With this feature, users
can define a set of real constants that can be used as parameter of the
model. When the model is read by a solution component, constants are
replaced by they actual value. Constants can also be specified as the
results of simple arithmetical operations and as function of previously de-
fined constants.

2. The FSPN model description section contains the description of the
model itself. This section is split into four subsection which specify respec-
tively: the places, the transitions, the arcs and the performance indexes of
the model. The places subsection contains the definition of all the places
of the FSPN model. A name is associated to each place. Following the
specification of the FSPNs, places may be either discrete or continuous,
bounded or unbounded and have associated an initial marking.

The transition subsection specifies the transitions of the model. A name is
associated with each transition. Transitions may be timed or immediate.
Timed transitions are characterized by a server semantic (which may be
single, infinite or multiple server) and a transition rate. Transition rates
may be specified as function of the marking (both discrete and continu-
ous) and of the constants defined in the appropriate section. Immediate
transitions are characterized by a priority and a weight (used to solve con-
flicts). Immediate transitions weights may also depend on the marking of
the FSPN.

The arcs subsection describes the arcs of the model. An optional name
may be associated with the arcs. Arcs may be of four different types:
discrete, fluid, inhibitor or flushout. Discrete arcs connect discrete places
to timed or immediate transitions. They are called input (resp. output)
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arcs if they connect a place (resp. a transition) to a transition (resp.
a place). Discrete arcs are characterized by an integer number which
represents their weight. Continuous arcs connect timed transitions to
fluid places. They may be either input or output fluid arcs. Each fluid
arc is characterized by a flow rate which may depend on both the discrete
and the continuous part of the network. Inhibitor arcs connect discrete
places to transitions and are characterized by an integer representing their
weight.

The performance index subsection defines the performance indexes that
can be computed for the model. Two kind of performance indexes may
be computed : mean and distribution indexes. Mean (resp. distribution)
indexes represent the mean value (resp. the distribution) of a function of
the marking of the network. Throughput of timed transitions, immediate
transitions and of fluid across a arc can be computed as well.

3. The property section contains the definition of the properties that a
particular solver may use to perform its task. Properties contains for
example the discretization interval of a numerical technique, or the number
of replicas of a simulative solution. Properties may be of four different
types (integer, real, boolean or string) and assign values to particular
symbols.

8.3 Solution components

The FSPNEdit package can analyze a FSPN using several techniques. In par-
ticular, solution is carried out by two applications: FSPNsim and FSPNsolve.
These two applications can be called directly by the user, or from the graphical
user interface.

8.3.1 The simulator

Even if the equations that describe the stochastic process which represents the
evolution of a FSPN can be written for any FSPN (see [54]), they can be solved
numerically only when the model has just one or two fluid places. If the system
has more than two fluid places, simulation is the only technique that is generally
applicable. Simulation of FSPN is however not an easy task, since it requires
the solution of a system of ordinary differential equations at each change in the
discrete marking (see [24]). The FSPN simulator included in the package uses
the technique specified in Chapter 7. It can compute both transient and steady
state solutions.

8.3.2 Numerical techniques

When the system has a small number of fluid places (usually one or two), nu-
merical techniques can be used. The FSPNsolve tool can solve the FSPN using
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one among several different types of solution techniques, as shown in Figure 8.1.
Properties are used to define which solution algorithm will be applied. Some of
the algorithms are applicable only to a particular subclass of models. The nu-
merical technique implemented in the current version of FSPNsolve application
are:

• Semi-discretization. When the model has a single fluid place, semi-
discretization can be used to achieve transient solution of a FSPN. The
application of such technique to the FSPNs was described in Section 6.1.

• Finite volume. When the model has two fluid places, finite volume
technique can be used to achieve more accurate results. Finite volume
technique does not require a regular discretization scheme and provides
more accurate results with a smaller number of discretization points. This
technique has been presented in Section 6.2.

In the next release of the tool, the following solution techniques will be
available:

• Matrix geometric techniques. If we are interested in steady state
solution of a system with a single fluid place and constant flow rate, matrix
geometric techniques can give very accurate result in an efficient way.
Matrix geometric techniques have been examined in Section 6.4.

• Matrix exponential techniques. When the system has a single bounded
fluid place with constant flow rate, an alternative to the matrix geomet-
ric technique is the matrix exponential technique proposed in Section 5.3.
This technique efficiently yields accurate results when we are interested
in performance indexes that depend only on the probability masses at the
boundaries.

• Kronecker approach If we are interested in the transient solution of
FSPN with more than one fluid place, where the flow rate of the fluid arcs
are integer multiple, Kronecker approaches may give more accurate result
than finite volume technique. Kronecker approaches have been defined in
Section 6.5.

8.4 Graphical user interface

Models can be described in three different ways: a .fspn file can be written
directly using a text editor, it can be generated starting from a GreatSPN .net
file or it can be created using the graphical user interface FSPNEdit.

8.4.1 Writing models with a text editor

The .fspn files are standard text files that describe a FSPN model. As described
in Section 8.2, .fspn files simply defines the various places, transitions and arcs
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present in a model. User can then define a model by directly writing a .fspn

file. An example of .fspn file describing a garbage collector (a model that will
be studied in Section 9.2) is presented below:

const {

K = 5,

MCrash = 1.0,

MHigh = 0.8,

MLow = 0.3,

Lambda1 = 1.0,

Lambda6 = 0.25,

R2 = 0.05

}

fspn Figure1 = {

place P1 discrete 3,

place P2 discrete 1,

place P3 discrete,

place P4 discrete,

place P5 discrete 1,

place C1 fluid 0.0 1.0

;

transition T1 timed Lambda1,

transition T2 timed K / P1 / (P4 + 1.0),

transition T3 timed discont(0.0, (C1 - MLow) ,

discont(1.0, (C1 - MHigh), 10.0)),

transition T4 timed discont(5.0, (C1 - MLow), 1.0),

transition T5 timed dirac(C1 - MCrash),

transition T6 timed Lambda6,

transition t1 immediate 1.0

;

arc output discrete T1 P1,

arc inhibitor P1 T1 5,

arc inhibitor P3 T1,

arc input discrete P1 T2,

arc inhibitor P3 T2,

arc Mocc output fluid T2 C1 P1 / (P4 + 1.0) * 0.05,

arc input discrete P4 T4,

arc output discrete T4 P5,

arc Mfre input fluid C1 T4 R2,

arc input discrete P5 T3,

arc output discrete T3 P4,

arc inhibitor P3 T3,

arc input discrete P2 T5,

arc output discrete T5 P3,

arc Crs flushout C1 T5,



120 CHAPTER 8. FSPNEDIT: A GRAPHICAL FSPN ANALYSIS TOOL

arc input discrete P3 t1,

arc input discrete P4 t1,

arc output discrete t1 P5,

arc output discrete t1 P3

;

measure D distrib [C1 1.0 0.02]

}

property {

real SampleStart 0.0,

real SampleEnd 16.0,

real SampleStep 0.2,

real DeltaT 0.001,

integer NPoints 100,

real SimulationTime 16.0,

real SimulationStep 0.01,

integer SimulationCycles 15000,

bool ProduceTrace true,

string TraceFile "GC_trace.out",

real Confidence 1.96,

bool UseInterval false,

string OutputFile "GC.out",

bool UseOutputFile true

}

8.4.2 Importing models from GreatSPN

Many FSPN models are obtained extending discrete GSPN models by adding
appropriate fluid places. A user can specify a discrete model using GreatSPN
and then convert it to .fspn file using the net2fspn utility. This program takes in
input a .net file created with GreatSPN and produces a .fspn file representing
the same model. The user can then enrich the discrete model with fluid places
by manually adding the fluid elements using a text editor.

8.4.3 The FSPNEdit application

FSPNEdit is a JAVA application that can be used to draw and solve FSPNs.
A screen shot of this application is shown in Figure 8.2. FSPNEdit allows to
choose from the drop down menus Node and Edge which element adds to the
FSPN. FSPNEdit provides standard cut and paste, zoom and grid features and
allows the introduction of text labels to describe some element of the net. Initial
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Figure 8.2: Screen shot of the FSPNEdit graphical user interface

marking, transition rates and all the other model parameters associated with
the various elements of the model may be specified in a property page. This
window collects the parameters associated with the selected elements. Solution
components may be called directly from the interface by the drop down menu
Execute. Results are then collected in a window and presented to the user in an
appropriate window, as shown in Figure 8.3.

8.5 System requirements

The FSPNsim, FSPNsolve and net2fspn application are written in standard
C. They have been compiled and tested on Solaris (both Intel and SPARC)
and Linux, but can be easily ported to other operating systems and hardware
architecture. FSPNEdit has been written in JAVA 1.2 and can be used on every
architecture for which a Java 1.2 runtime environment has been ported. The
tool is still under development; in particular improvements are expected in both
the graphical user interface and in the solution components within the next few
months.
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Figure 8.3: Presentation of the results in the graphical user interface



Part III
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Chapter 9

Software applications

In this chapter we will present some applications of FSPNs to software systems.

9.1 Rejuvenation in software systems

It is now well established that outages in computer systems are caused more
due to software faults than due to hardware faults [46, 88]. Therefore, to build
reliable systems, it is imperative to improve the reliability of software during the
design, code development as well as the execution phase. Increasing the testing
time proportionately increases development costs but provides only marginal
gains. Moreover, it is well known that regardless of testing effort, large soft-
ware always contains some residual bugs. Therefore, improving the execution
reliability of software via cost-effective fault-tolerance techniques is becoming
an attractive alternative.

One such technique called software rejuvenation, first proposed by Huang et
al. in [58], is devised to tolerate a specific subset of software faults. These faults
result in a steady accrual of error conditions in the internal state and/or the
external operating environment of the executing software. The phenomenon is
called software aging [58]. Effects of aging manifest as failures which may be
observed as just performance degradation (for instance reduction in the service
rate of a database server), fail-stop behavior (such as an application hang or
a crash), or abnormal termination (such as erroneous output of a simulation).
Memory leaks, unreleased object references, faulty pointer handling and round-
off errors are some typical examples of software faults which result in aging dur-
ing software execution. Numerous real-life examples, evincing the widespread
existence of aging in software systems ranging from popular desktop operating
systems and applications to life and mission critical systems can be found in the
literature. Interested reader is referred to [36] for a comprehensive list. Garg et
al. [37] have shown the evidence of aging in general purpose UNIX systems via
statistical time series analysis of resource usage data. Software rejuvenation was
originally defined as “preemptive rollback of a running process to a clean state”
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and simply involved restarting a process after some cleanup. Several examples
of the use of rejuvenation in real systems may be found in [45, 47, 58, 74, 89].

Checkpointing, which involves saving the execution state of a program, along
with transaction logging, is another well known fault tolerance technique used
primarily to reduce the recovery time after failures. In this sense, it is com-
plementary to the failure masking property of redundancy techniques and the
failure avoidance property of software rejuvenation. Naturally, combining check-
pointing with rejuvenation, as proposed in [27, 32] yields greater benefits.

As mentioned earlier, the concept of rejuvenation was proposed originally to
simply mean process restart which results in down time. However, at times, the
system may undergo a procedure which does not involve down time yet changes
the degraded state to a more cleaner one. This self-restoration only causes a
performance overhead but no downtime. Well known examples include online
garbage collection such as in emacs or Java Virtual Machine (JVM), transaction
logging and data backup and archiving.

A typical example where rejuvenation, checkpointing and restoration are
used together is a database server. The database state is checkpointed to limit
the size of “redo” logs and to reduce the recovery time after a failure. The
database server process is occasionally restarted (rejuvenated), possibly on an-
other machine to counteract aging. This planned outage not only prevents
unplanned crashes, which might occur during periods of high load but also re-
stores the service rate. Moreover, administrators occasionally cleanup the disk
to free more space for the logs. The latter self restoration does not interrupt
the service, yet counteracts aging by providing extra resources.

Rejuvenation implies that the system experiences downtime equal to the
time it takes to cleanup and restart the software. However, once performed, the
probability of an unplanned failure of the software is reduced. Taking check-
points also implies that the software is unavailable for the duration it takes
to complete a checkpoint. On the other hand, it saves the work executed so
far thereby eliminating the need to reexecute it after a failure. Similarly, self-
restoration, although it does not result in down time, the software experiences
performance degradation for the duration. Therefore, an important issue in the
use of these techniques is to evaluate the tradeoff of their benefit against the
overhead they cause and determine when and how often checkpointing, rejuve-
nation or restoration should be initiated. Analytical modeling has been used to
address this issue. We now briefly describe previous research work in modeling.

9.1.1 Previous Work in Modeling Checkpointing and Re-
juvenation

In [34], Markov regenerative stochastic Petri net (MRSPN) formalism is used
to model a software system with rejuvenation. Aging is modeled simply by
a two-stage Hypo-exponential failure and no performance effects of aging are
taken into account. The underlying Markov Regenerative Process with a pe-
riodic rejuvenation policy is solved to compute the availability and to deter-
mine the optimal “period” for initiating rejuvenation. Garg et al. [36] use a
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Non-homogeneous Continuous Time Markov Chain (NHCTMC) to model the
behavior of a transactions based software system. The model allows generally
distributed time to failure as well as its dependence on load and time, both
current as well as cumulative. It also allows the service rate to be dependent on
time and load factors. The NHCTMC is solved numerically to yield availabil-
ity, throughput, probability of loss and an upper bound on the mean response
time of transactions. Additional models towards evaluating the effectiveness of
software rejuvenation can be found in [35, 80, 89]. A different system model is
discussed in [15] which assumes that the degradation level of the system can be
observed at predefined observation instances and rejuvenation is initiated based
on the observed degradation level, rather than at periodic intervals.

In the past two decades there have been a number of papers which evalu-
ate the fundamental tradeoff of reduction in recovery time and the checkpoint
overhead itself and determine the optimal checkpoint interval in different soft-
ware systems. In [19, 30, 63, 64, 86], systems with a finite failure free completion
time are modeled in which checkpointing is used to either minimize the expected
completion time or maximize the probability that the software completes execu-
tion within a certain deadline. In [18, 39, 40, 66], long running server software
systems which employ checkpointing are modeled. The measures of interest in
this case include availability, throughput and response time.

Expected completion time of a program with a finite mission time is com-
puted in [32]. The stochastic model allows generally distributed time to failure
and combines checkpointing, with rejuvenation. Performance degradation is
not captured and under periodic rejuvenation and checkpointing policies, cor-
responding optimal intervals are determined.

9.1.2 System description

We consider a software system which exhibits aging/degradation in two ways.
Soft failure: The system performance decreases due to system degradation. An
example is increased paging activity by the kernel due to locked memory re-
sources which results in a reduction in effective CPU cycles. The user perceived
effect may include less total work done per unit time, reduction in the service
rate of a server etc.
Hard failure: The probability of the occurrence of a crash failure (failure rate)
increases with time due to system degradation. The software becomes unavail-
able resulting in no work being done. Aging may result in soft, hard or both
kinds of failures although one may be more noticeable than the other.
To counteract the effect of aging, software rejuvenation is used, whereas, to
prevent the loss of work, checkpointing with rollback recovery is employed. In
addition, the system may have complementary restoration capability which re-
duces the “age” (degradation level) without making the software unavailable.

We present an FSPN model of such a software system in which all the three
are coexistent. We now list the processes, which together capture the dynamics
of the software system and allow us via the FSPN formalism to evaluate various
measures of interest. The FSPN model, shown in Figure 9.1, will be explained



128 CHAPTER 9. SOFTWARE APPLICATIONS

in the sequel.

• Degradation. The degradation process, which models aging, is modeled by
a continuous quantity which may depend on the number of jobs currently
in the server queue. We assume that the software system is a server which
serves customers arriving according to a Poisson process. The degradation
may also simply depend on the time the software witnessed a renewal
event (crash or rejuvenation) or it may depend on the total amount of
work completed since the last renewal event. Our model can capture each
of these dependencies.

• Rejuvenation. We assume that the decision of performing a rejuvenation
may depend on the degradation level and on the time spent since last
renewal event. It is natural to assume that a rejuvenation always forces a
checkpoint otherwise work already done since the last checkpoint is lost.

• Work. A continuous quantity, simply captures the work done by the sys-
tem. An example is the total CPU cycles used by the server. This work
is occasionally saved with a checkpoint. If a crash occurs the work done
by the system not saved yet is lost.

• Time, also a continuous quantity is needed to keep track of the time spent
since the last checkpoint, crash or rejuvenation occurred and is needed to
model dependencies as well as to calculate measures of interest.

• Checkpoint. When a checkpoint occurs the work done by the system not
saved yet is saved. A crash can occur during a checkpoint, in this case the
work not saved by a previous checkpoint is lost.

• Crash. When the system crashes the work done by the system not saved
yet by a checkpoint is lost. A crash is a renewal event, i.e., it resets the
degradation level of the system.

• Self Restoration. We assume that the self restoration capability of the
software, when in progress, continually decreases the degradation level.

• Workload. This is used to represent the service behavior of the system.
The service time may depend on the degradation level and on the number
of customers in the system. We assume that the number of customers that
can be accepted by the system is limited by a finite buffer size. When the
buffer is full, during a crash or a rejuvenation the arrival process is stopped.
On the other hand the service stops during checkpoints, rejuvenations, and
crashes.

The repair after a crash failure and rejuvenation is assumed to renew the system,
i.e., the system is restored to the “as good as new” state. Crash failure may
induce a loss of customers in the system and the performed work since the last
checkpoint. We now proceed to describe the FSPN model, shown in Figure 9.1,
which captures the above aspects together. In Section 9.1.5, we will present
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special cases of this model which capture a subset of these aspects in more
details.

9.1.3 An FSPN for model of the considered system
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Figure 9.1: FSPN model of a server system with rejuvenation and checkpoints
and self-restoration

Table 9.1 maps the labels on the transitions and on the places of the FSPN
of Figure 9.1 to the processes described earlier. In order to make the net rep-
resentation clearer, we have denoted some inhibitor arcs with a triangle and a
label which implies that there are inhibitor arcs from place to transitions having
the same label.

• We start by describing the subnet labeled Degradation. The continuous
marking of place c1, i.e., x1 is a measure of the degradation level of the
system. Transition T1 pumps fluid in place c1 and represents the increasing
of the system degradation. The flow rate at which the fluid is pumped in
place c1 can depend on the (discrete) marking of place p1 that represents
the number of customers in the system (e.g, R1,1(m)). If we need to
represent a degradation process that depends on the time since last renewal
event (rejuvenation or crash) we define the flow rate at which the fluid is
pumped in place c1 as R1,1(m,x3) (where x3 is the continuous marking
of place c3 and represents the time since last renewal event). We can
also express a non-linear degradation processes by making the flow rate at
which the fluid is pumped in place c1 function of x1 itself (e.g., R1,1(x1)).
dependent on x1 itself.
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Transictions Activities
T1 Increase of degradation level
T2 Beginning of a rejuvenation (preceded by a forced checkpoint)
T3 End of a rejuvenation
T4 Increase of work and the time spent since last renewal event
T5 Increasing of the time spent since last checkpoint
T6 Beginning of a checkpoint (independent of a rejuvenation)
T7 End of a checkpoint
T8 Occurrence of a crash
T9 Recovery from a crash
t10 Crash during a checkpoint
t11 Crash independent of a checkpoint
t12 Crash independent of self restoration
t13 Crash during a self restoration
T14 Beginning of a self restoration
T15 End of a self restoration
T16 Arrival of customers to the system
T17 Service of customers
Fluid Place Meaning
c1 Degradation level (continuous marking denoted by x1)
c2 Work not saved yet (continuous marking denoted by x2)
c3 Time spent since last renewal event (continuous marking denoted by x3)
c4 Time spent since last checkpoint (continuous marking denoted by x4)

Table 9.1: Description of the FSPN of Figure 9.1

• The subnet labeled Rejuvenation represents the rejuvenation events. In
the initial marking, place p2 contains 1 token and p3 no tokens. Transition
T2 represents the beginning of a rejuvenation, and its firing rate F2(x1, x3)
may depend on the degradation level of the system (x1) and on the time
since last renewal event (x3). We assume that when the system performs
a rejuvenation, a checkpoint is forced. The vice versa is not true, i.e., a
checkpoint does not imply a rejuvenation. When T2 fires (a rejuvenation
begins) the token in place p2 is moved in place p3 and places c1, c2, c3,
and c4 are flushed out (thick arcs from these places to transition T2). In
this manner the firing of T2 resets the level of degradation of the system,
the work not saved yet, the time since last renewal event, and the time
since last checkpoint to zero. Transition T3 represents the time required to
complete a rejuvenation. When the system is performing a rejuvenation
(token in place p3) the following transitions are disabled: T1, T4, T5, T6,
T8 and T16. This is obtained with inhibitor arcs with label r. The meaning
is that while the system is rejuvenating all the jobs and timers are stopped
and the system is as good as new at the end of the rejuvenation. Moreover
neither a checkpoint (since rejuvenation is already a checkpoint) nor a
crash (since its occurrence can be included in transition T3 that models
the time spent by the system in this state) can occur.

• The subnet labeled Work describes the accumulation of the work done
by the system. Transition T4 pumps fluid in places c2 and c3 with rate
R4,2(m,x1) and 1 respectively. The fluid level of c2 represents the work
of the system not saved yet by a checkpoint, while the fluid level of c3
represents the time since last renewal event (i.e., crash or rejuvenation).
The rate R4,2(m,x1) at which T4 pumps fluid in c2 may be dependent on
the degradation level of the system (continuous marking x1) and on the
number of customers in the system (discrete marking m). In this way, we
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can express “soft failures” and system load dependency. Place c2 is flushed
out by the firing of transitions T2 (checkpoint forced by a rejuvenation),
T7 (execution of a checkpoint without rejuvenation), and T8 (occurrence
of a crash). Transition T4 is disabled when the system is performing a
rejuvenation or a checkpoint, or when a crash occurs. This is obtained
with the inhibitor arcs labeled c, h, and r. Place c3 is flushed out by
firing of transitions that represents the occurrence of a renewal event, i.e.,
rejuvenation or crash.

• The subnet labeled Time describes the time spent since the last check-
point. The continuous marking of place c4 (denoted by x4) represents this
quantity. Place c4 is flushed out by the firing of a transition that rep-
resents the occurrence of one of the following events: rejuvenation (and
checkpoint forced), checkpoint, and crash. The inhibitor arcs on tran-
sition T5 represent that the time is stopped when either a checkpoint,
rejuvenation or crash recovery is in progress.

• The subnet labeled Checkpoint describes the occurrence of a checkpoint
independent of a rejuvenation. Transition T6 represents the beginning of
a checkpoint, the firing time F6(x2, x4) of this transition may depend on
the quantities x2 and x4 that are the markings of place c2 and c4. This
means that the occurrence of a checkpoint may depend on the quantity of
work executed and not saved by a checkpoint yet, and by the time since
the last checkpoint. The firing of T6 flushes out place c4 while T7 flushes
out place c2. With these actions we represent the fact that the beginning
of a checkpoint resets the time spent since the last checkpoint, while the
completion of the checkpoint saves the work not saved yet. In this manner
we can model the occurrence of a crash during a checkpoint. If a crash
occurs (token in place p6) after the beginning of a checkpoint (token in
place p5), transition T7 cannot fire because it is enabled in conflict with the
immediate transition t10. The firing of t10 puts the token in place p4. Place
c2 is not flushed out by transition T7 that represents the saving of the work
not saved yet, but it is flushed out by transition T8 that represents the lost
of this work. The inhibitor arcs on transition T6 inhibit the occurrence of
a checkpoint independent of a rejuvenation during a rejuvenation or when
a crash occurs. When the system is performing a checkpoint (token in
place p5) the occurrence of a rejuvenation is inhibited (label h on place p5

and on transition T2).

• The subnet labeled Crash describes the crash event. Transition T8 repre-
sents the occurrence of the crash. The firing time F8(x1, x2) of this transi-
tion may depend on the degradation level (x1) and on the time spent since
last renewal event (x3). The immediate transitions t10 and t11, enabled
in mutual exclusion, model the situation when a crash occurs during a
checkpoint phase (t10). The immediate transitions t12 and t13, enabled in
mutual exclusion, model the situation when a crash occurs during a self
restoration phase (t13). The occurrence of a crash resets the degradation
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level (place c1), the level of work not saved yet (place c2), the time spent
since last renewal event (place c3), and the time spent since last check-
point (place c4). The inhibitor arc from place p3 to transition T8 inhibits
the occurrence of a crash during a rejuvenation.

• The subnet labeled Self Restoration describes some self adjusting capabil-
ity of the system. This can be seen as a light rejuvenation, i.e., a partial
restoration that does not prevent the normal behavior of the system. With
this subsystem we can model for example a garbage collector. Transition
T14 represents the beginning of this partial restoration. The firing rate of
T14 F14(m,x1) may depend on the number of customers within the system
and on the degradation level. During the self restoration phase (token in
p10) a crash can occur (firing of T8 followed by the firing of t11), but the
occurrence of a rejuvenation is inhibited (inhibitor arc from place p10 to
transition T2). The duration of the self restoration phase, modeled by
transition T15, may depend on the level of degradation and on the number
of customers in the system.

• The subnet labeled Workload models the arrival of customers in the system
(firing of transition T16) that require service (firing of transition T17). The
service time may be dependent on the degradation level and on the number
of customers in the system. The arrival of customers is inhibited when
the buffer is full, i.e., there are k customers in the system (inhibitor arc
with multiplicity k from place p1 to transition T16), when a crash or a
rejuvenation occur (inhibitor arcs with labels c and r on transition T16).
On the other hand the service stops during a checkpoint, a crash, and a
rejuvenation (inhibitor arcs with labels h, c, and r on transition T17).

9.1.4 Performance measures

In this section, we propose some interesting performance measures for the FSPN
of Figure 9.1, according to the taxonomy proposed in Section 4.2, and we discuss
how to evaluate them.

Examples of discrete state measures are, for instance, the point or the steady
state availability (probability that the system is working at a given time instant
or in steady-state) or the interval availability (the expected fraction of time in
the interval [0, τ) in which the system is working). From the FSPN of Figure 9.1,
these measures can be obtained by summing up the probability of the markings
whose discrete component carries a token in places p2, p4, and p9. Further, let
us denote by Ploss the long run probability that an arriving customer will be
lost. Ploss can be computed by observing that the considered event can happen
for two different reasons: i)- the system is not available due to a rejuvenation
(no tokens in place p2) or a crash (no tokens in place p9); ii) - the buffer is full
(k tokens in place p1).

The expected response time of a customer, Tres can be defined as the ex-
pected time that a customer spends in the system, and can be evaluated from
a combination of a discrete state measure and a throughput measure. Indeed,
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applying the Little’s law, Tres can be obtained by computing the average num-
ber of tokens in place p1 and the throughput of transition T17. If the firing rate
of T17 is marking independent, or it depends on the discrete part of the mark-
ing only, this measure can be computed by standard techniques. If, instead,
the firing rate of T17 depends on the continuous component of the marking,
the underlying marking process is no more a Markov chain, but computation
of Tres can still be obtained in the FSPN formalism with a reasonable effort
(computation of the probability of the complete markings).

Another measure which can be evaluated based on discrete state measures
is the completion time, i.e., the time needed to complete a given amount of
work. It will be shown in Section 9.1.5, that introducing a little modification
to the FSPN of Figure 9.1, we can compute the expected value and the cdf of
the completion time. The possibility of evaluating the cdf of the completion
time enables us to evaluate other related performance measures such as the
probability of completing a task by a given deadline which is a fundamental
performance characterization for real-time systems. This last result represents
an improvement with respect to the measures that can be computed using the
approach described in [32].

The set of continuous performance indices that can be computed for systems
with rejuvenation and checkpointing is based on measures that are related to
the continuous component of the FSPN. In the proposed formalism, as seen in
Section 4.2, it is possible to compute the flow rates along fluid arcs, the flow
rates along flush-out arcs and the service rates of timed transitions with firing
rates dependent from both the discrete and the continuous component of the
marking. An examples for these measures can be represented by the portion
of “useful” work done with respect to the total work performed by the system.
This measure can be obtained by computing the flow rate along flush-out arcs
(as it will be shown extensively in Section 9.1.9).

9.1.5 FSPN models of special systems

In Section 9.1.2 a general system model is presented which captures the effect of
checkpointing self restoration and rejuvenation at the same time. Some details
specific to a particular system, however, is not captured in the model of Figure
9.1 to keep it at reasonable complexity. In this section we provide detailed
models of degrading systems where only a subset of these fault tolerance schemes
are applied. At the same time we indicate how the introduced models can
capture the systems discussed in the previous literature.

9.1.6 System with checkpointing and rollback recovery
only

A FSPN model of a system with checkpointing and rollback recovery is depicted
in Figure 9.2. Note that the crash subnet of this model is more detailed than
the crash subnet of original FSPN in Figure 9.1.
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Figure 9.2: FSPN modeling a system with only checkpointing

In the case of a crash failure (T8 fires), a token reaches p7 and system repair
starts. When the repair completes (firing of transition T12) the rollback recovery
phase starts whose time depends on the amount of logged transactions since the
last checkpoint (fluid level of c2).
Common assumptions of some papers dealing with checkpointing are that the
system fails at a constant rate (exponentially distributed failure time), and
that the system renews after every checkpoint. This case can be captured by
eliminating T5 and c4, and the associated arcs from Figure 9.2.

As long as the system failures were mainly caused by hardware failures the
exponential failure time assumption was widely accepted. When the software
problems become dominant in system failures the exponential failure time as-
sumption was relaxed. Some models still assumed system renewal at checkpoints
[30], while some others assumed that system degradation is accumulated till the
occurrence of a crash failure [40]. Due to the independent “clocks” at c3 and c4,
the FSPN model in Figure 9.2 can capture both assumptions because the time
spent since the last checkpoint and the time spent since the last system failure
are represented by the markings of c4 and c3 respectively.
General failure time distributions (including exponential) can be captured in
our model by assigning appropriate rate function, F8(·) to the transition T8.
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The renewal of the failure process at checkpoint can be captured by making
F8(·) a function of the fluid level in c4, which represents the time spent since
the last checkpoint. Moreover, by making F8(·) a function of fluid level in c3
(which represents the time spent since the crash) the failure process may be
assumed to renew only upon a crash. In other words, degradation continues
through checkpointing. In some cases the real system behavior is better cap-
tured assuming that the failure rate is a function of the work done since the last
checkpoint. For instance, no degradation might occur if the CPU is idle. This
case can be easily captured by making the transition rate of T8 dependent on
the fluid level in c2.

Another common assumption in previous models, for the sake of analytical
tractability, is that failures do not occur during checkpointing. The FSPN model
in Figure 9.2 allows failures to occur during checkpointing which is closer to the
real behavior.

9.1.7 System with only rejuvenation

Rejuvenation is used primarily to reduce the effect of aging, which results in an
increasing (crash) failure rate [58]. Different time to failure distributions (Hyper-
exponential in [58]) and rejuvenation intervals (exponentially distributed in [58],
deterministic in [34]) have been considered. The FSPN in Figure 9.3 captures
these models by assigning appropriate transition rate functions F8(·) and F2(·)
to the transition T8 and T2, respectively.
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Figure 9.3: FSPN modeling a system with only rejuvenation
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In [33, 35, 36] the system was assumed to be a long running server software
prone to only crash failures and which serves randomly arriving customers. In
these systems, rejuvenations and crash failures flush out the customers from the
system. Moreover, any customer arriving during recovery or rejuvenation is also
lost. Therefore, the number of lost customers becomes a performance measure of
interest to determine and to optimize. Two policies were proposed to minimize
the number of lost customers. Policies which adopted equidistant rejuvenation
intervals independent of the number of customers in the system at the beginning
of rejuvenation are referred to as time dependent policies. The FSPN in Figure
9.4 captures the time dependent rejuvenation policy when the service rate of
transition T2 is independent of m (marking of place p1) but dependent on the
fluid level of place c1 (F2(x1)). In case of a crash failure or a rejuvenation the
customers are flushed out from the system by the immediate transitions t18 and
t19 respectively. The probability that a customer is lost may be reduced by
initiating rejuvenation only when the system is empty in addition to a periodic
interval. The rejuvenation policies which takes into account the number of
customers in the system are referred to as time and load dependent policies.
A simple time and load dependent policy was studied in [33] which uses two
thresholds to control rejuvenation. Rejuvenation is initiated (T2 fires) as soon
as the first threshold expired and there is no customer in the system (p1 is empty,
and t21 fires), or when the second threshold expires. This behavior is captured
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by appropriate F2(m,x1). In our model, soft failures, i.e., the degradation in
system performance, can be additionally considered by making the service rate,
transition T17, depend on the degradation level of the system.

A system with only soft failures (performance degradation) and rejuvenation
is studied in [80] and an optimal rejuvenation policy based on the number of
customers in the system and known service rate function is proposed. This
behavior can be obtained by eliminating the Crash subnet from Figure 9.4,
where the dependence of the system performance on the degradation level is
described by the transition rate F17(m,x1) which depends on the fluid level in
c1.

Finally, the combined effect of increasing (crash) failure rate and decreas-
ing system performance was considered in [36] and The FSPN in Figure 9.4
mimics this model where system aging is captured by F8(x1) (hard failure) and
F17(m,x1) (soft failure).

9.1.8 System with Checkpointing and Rejuvenation

From the above discussion, it is clear that a periodic renewal of aging systems
can increase their performance with respect to some performance measures. It
is also straightforward that the state of continuously running servers has to be
saved before rejuvenation, i.e., a checkpoint has to be made before rejuvenating
the system. In [32], a software with a finite failure free completion time is
modeled and it is shown that additional performance gain can be obtained,
i.e., the expected completion time can be further reduced if the system state
is saved more frequently than it is rejuvenated. The system can be modeled
via our FSPN framework as well and is shown in Figure 9.5. In addition, our
model allows for failures to occur while checkpointing is in progress. This aspect
is captured by immediate transitions t10, t11 and places p6 and p5 along with
associated input, output and inhibitor arcs. In addition, the FSPN in Figure
9.5 may be used to compute not only the average completion time but also the
distribution of the completion time. The latter enables us to evaluate other
performance measures such as the probability of completion by a given deadline
which is relevant to real time systems. The subnets labeled Total work and
Completion (together) model the finite failure free work needed to be completed
by the software. Firing of transition T14, controlled by the marking, x5 of place
c5 denotes completion. Note that the rollback recovery time, determined by the
firing rate of transition T9 is a function of the marking x2 of place c2, which
represents the work lost due to this failure.

It is natural to think of using checkpointing along with rejuvenation to en-
hance the availability and increase the throughput of a long running server
software as well. This combination has not been modeled in any of the previous
work and is easily obtained from the general FSPN model of Figure 9.1 by elim-
inating the part of self restoration and adding specific details to the external
process. Figure 9.6 depicts the FSPN model.

As before, crash failures can occur during checkpointing which results in the
loss of work as indicated by the marking x2. The time since last rejuvenation
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Figure 9.5: Modeling finite mission time system with rejuvenation and check-
pointing

or checkpointing, indicated by the marking x4 is used to model the time depen-
dence of checkpointing or rejuvenation policy by making the transition rates of
T2 and T6 dependent on x4. In addition, rejuvenation is initiated either when
the system is empty or when a fixed interval expires. This is obtained with the
rate dependence of transition T5, this transition may fire when a given degra-
dation level is reached and the system is empty (dependency on m and x1) or
when a fixed interval expires (dependency on x4). This behavior, similarly to
the one explained for the FSPN of Figure 9.4, is captured by a proper setting
of F2(m,x1, x4). All jobs are flushed from the queue if either T2 fires (reju-
venation) or if the transition T8 fires (crash). Moreover, we assume that the
service process (transition T17) stops during checkpointing. However, arrival is
not inhibited and jobs continue to be queued. Crash or rejuvenation, on the
other hand inhibit both arrival as well as service processes. Typical measures
of interest are availability of the server (probability of markings with one token
in places p2, p4, and p9), throughput of the system (throughput transition of
T17), useful work performed by the system (this can be computed by with the
ratio between the sum the flow rates of the flush-out arc connecting place c2 to
transition T2 and transition T7 and the total flow rate that exits form place c2),
etc.

9.1.9 Numerical Experiments

In this section, numerical results are derived for the net of Figure 9.7. We point
out that these results, and also the technique to obtain them, are included to
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Figure 9.6: Server Software with checkpointing and rejuvenation

show how some performance measures can be obtained from a given FSPN. The
net of Figure 9.7 models a system with checkpointing and rejuvenation. When
the system performs a rejuvenation a checkpoint is forced, on the other hand a
checkpoint does not imply a rejuvenation.
The rate of degradation is constant, R11 = 1, while the rate at which the work
is accumulated depends on the degradation level (R4,2(x1)). The firing rates
of the transitions associated with rejuvenation and crash failure (T2 and T8,
respectively) also depend on the degradation level (F2(x1), F8(x1)). The firing
of transition T6 represents the beginning of a checkpoint and depends on the
accumulated work and the time elapsed since the last checkpoint (F6(x2, x4)).
The firing rates of timed transition T3, T7, and T9 are constant and denoted by
λ, γ, and µ, respectively.

In the following, we present the state equations describing the evolution
of the marking process and some additional equations for the evaluation of
specific performance measures. The analytical description of flow measures of
FSPN models were not discussed previously in the literature, hence it can be
considered as a contribution of this paper.
The four tangible (discrete) markings of the net are as follows: m0 = {p2, p4, p9}
denotes the working state (Normal) state of the system, m1 = {p3, p4, p9} is
the marking in which the system performs rejuvenation (Rejuvenation), m2 =
{p2, p5, p9} is the checkpointing state (Checkpoint), m3 = {p2, p4, p8} denotes
the system state reached when a crash failure occurs (Crash). To describe the
probability of a given marking (m,x) we will derive the appropriate density
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Figure 9.7: FSPN modeling a system with rejuvenations and checkpoints

functions. In m0 all the fluid levels may be nonzero:

π0(τ,x1,x2,x4) =

= lim
∆1,∆2,∆3→0

Pr(m(τ )=m0,X1(τ )∈(x1,x1+∆1),X2(τ )∈(x2,x2+∆2),X4(τ )∈(x4,x4+∆3))

∆1 ∆2 ∆3
;

in state m1 all the fluid levels are 0:

π1(τ) = Pr(m(τ) = m1);

in state m2 the degradation level and the accumulated work may be nonzero:

π2(τ, x1, x2) = lim
∆1,∆2→0

Pr(m(τ) = m2, X1(τ) ∈ (x1, x1 + ∆1), X2(τ) ∈ (x2, x2 + ∆2))

∆1 ∆2
;

in m3 all the fluid levels are 0:

π3(τ) = Pr(m(τ) = m3).

Using the above notations the evolution of the process is described by the fol-
lowing partial differential equations (the equations may be derived using a gen-
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eralization of the method presented in [57] and [61] ):

∂π0(τ, x1, x2, x4)

∂τ
+

∂π0(τ, x1, x2, x4)

∂x1
+
∂(π0(τ, x1, x2, x4)R4,2(x1))

∂x2
+
∂π0(τ, x1, x2, x4)

∂x4
=

= −π0(τ, x1, x2, x4) [F2(x1) + F6(x2, x4) + F8(x1)]

∂π1(τ)

∂τ
= −λπ1(τ) +

∫ ∞

0

∫ ∞

0

∫ ∞

0

π0(τ, x1, x2, x4)F2(x1)dx1dx2dx4

∂π2(τ, x1, x2)

∂τ
+

∂π2(τ, x1, x2)

∂x1
=

= − (γ + F8(x1)) π2(τ, x1, x2) +

∫ ∞

0

π0(τ, x1, x2, x4)F6(x2, x4)dx4

∂π3(τ)

∂τ
= −µπ3(τ) +

+

∫ ∞

0

∫ ∞

0

[

∫ ∞

0

π0(τ, x1, x2, x4)dx4 + π2(τ, x1, x2)

]

F8(x1)dx1dx2;

with initial conditions

π0(τ, 0, 0, 0) = λπ1(τ) + µπ3(τ)

π0(τ, x1, 0, 0) = γ

∫ ∞

0

π2(τ, x1, x2)dx2.

In the discrete marking m0 the difference of the fluid levels of c1 and c4 (i.e.,
x1 − x4) is the degradation level at which the last checkpoint was taken, since
R11 = R54 = 1. The last flush out of the fluid of c2 occurred at that degradation
level, and the fluid is filled to c2 at rate R42(m,x1) from degradation level x1−x4

to x1, i.e.:

x2 =

∫ x1

x1−x4

R4,2(x) dx .

Hence, in the discrete marking m0, the fluid levels are dependent, and any two
of them determine the third one based on this relation. Using the function
x4 = a(x1, x2) that determines x4 based on the fluid levels x1 and x2 and
the notation π

′

0(τ, x1, x2) = π0(τ, x1, x2, a(x1, x2)), the differential equations
simplify to the following form:

∂π
′

0(τ, x1, x2)

∂τ
+

∂π
′

0(τ, x1, x2)

∂x1
+
∂(π

′

0(τ, x1, x2)R4,2(x1))

∂x2
=

= −π
′

0(τ, x1, x2) [F2(x1) + F6(x2, a(x1, x2)) + F8(x1)]

∂π1(τ)

∂τ
= −λπ1(τ) +

∫ ∞

0

∫ ∞

0

π
′

0(τ, x1, x2)F2(x1)dx1dx2

∂π2(τ, x1, x2)

∂τ
+

∂π2(τ, x1, x2)

∂x1
= − (γ + F8(x1)) π2(τ, x1, x2) +

+ π
′

0(τ, x1, x2)F6(x2, a(x1, x2))

∂π3(τ)

∂τ
= −µπ3(τ) +

∫ ∞

0

∫ ∞

0

[

π
′

0(τ, x1, x2) + π2(τ, x1, x2)
]

F8(x1)dx1dx2,
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and the initial conditions are

π
′

0(τ, 0, 0) = λπ1(τ) + µπ3(τ)

π
′

0(τ, x1, 0) = γ

∫ ∞

0

π2(τ, x1, x2)dx2.

The probabilities of the discrete markings are obtained by integrating the den-
sities

Pr(m(τ)=m0)=

∫ ∞

0

∫ ∞

0

π
′

0(τ, x1, x2)dx1dx2, and

Pr(m(τ)=m2)=

∫ ∞

0

∫ ∞

0

π2(τ, x1, x2)dx1dx2.

To compute the average rate C(τ) at which work is checkpointed at time τ we
have to take into account both the checkpoints caused by rejuvenation and those
occurring independently of a rejuvenation. It may be expressed as:

C(τ) =

∫ ∞

0

∫ ∞

0

x2 (π2(τ, x1, x2) γ + π
′

0(τ, x1, x2) F2(x1)) dx1dx2.

From which we have that the average checkpointed work until a given time τ
is Wc(τ) =

∫ τ

0
C(τ)dτ . In a similar way, the average rate at which work is lost

due to a crash failure is:

L(τ) =

∫ ∞

0

∫ ∞

0

x2 π
′

0(τ, x1, x2) F8(x1)dx1dx2,

and the average work lost until τ is: Wl(τ) =
∫ τ

0
L(τ)dτ .

An interesting performance measure of the system which is obtained as a
flow measure is the ratio of the average checkpointed work and the average
work done by the system (i.e., the sum of work checkpointed and lost until time
τ). Efficiency may be computed as

E(τ) =
Wc(τ)

Wc(τ) +Wl(τ)
(9.1)

The set of parameters used in the calculations are the following:

• The work-rate is given by

R4,2(x1) =

{

rmax − (rmax − rmin)
x1

τmin
x1 < τmin

rmin x1 ≥ τmin

So that the work-rate is linearly decreasing until τmin, and after this level
of degradation remains constant. In our example rmax = 10, rmin = 0.5,
τmin = 480.
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• The firing rate of the transition T6 associated with the checkpointing is

F6(x2, x4) = δ(x2 − τwork) + δ(x4 − τtime),

where δ(x−τ) is the Dirac-impulse at time τ . As a result checkpoint occurs
if the level of accumulated work reaches τwork or the time elapsed since
the last checkpoint is τtime. The example will be evaluated for different
values of τwork. The parameter τtime is equal to 120.

• The firing rate of transition T2 is F2(x1) = δ(x1 − τrej), i.e., rejuvenation
is initiated at a degradation level τrej . The example will be evaluated for
different values of τrej .

• The Weibull hazard function is used for the firing rate F8(x1) with shape
parameter η = 2 and scale parameter α = 2 × 10−6. So that the firing
rate of T8 is a linear function of the degradation level F8(x1) = η α x1.

• The rates of the exponential transitions are λ = 1/6, γ = 1 and µ = 1/60.

Equidistant discretization was applied for the calculations (the time and fluid
levels are discretized using the same step size). The correctness of the discretiza-
tion method was verified by comparing the discretization results with the results
given by a simulator. Both the simulator and the discretization algorithm were
specifically implemented for this example and not for a general FSPN. The re-
sult given by discretization and the simulator are satisfactorily close to each
other.
Figures 9.8, 9.9, and 9.10 show the probabilities of the discrete markings over
two time scales for the following 3 sets of parameters: case A: τwork = 200
and τrej = 200, case B: τwork = 200 and τrej = 400, case C: τwork = 400
and τrej = 400. The frequent small impulses are associated with checkpointing,
while the rare larger impulses represent rejuvenation. The impulses are getting
wider and smother as time elapses due to the exponentially distributed events
while the system undergoes checkpointing and rejuvenation.
Figure 9.11 shows the efficiency, as defined in (9.1), of the 3 cases as a function
of time. Efficiency is 0 before the first checkpoint by definition. As it can be
seen in Figure 9.11, the efficiency is a performance parameter which does not
capture satisfactorily all important consequences of checkpointing and rejuvena-
tion. Based on the definition in (9.1), the more often the system is checkpointed
or rejuvenated the better its efficiency is. The most important shortcoming of
the efficiency measure is that it does not consider the time while the system is
unavailable. Better performance measures, like the ratio of the (interval average
or steady state) performance over the maximum performance level (R42(0)) can
be evaluated based on the FSPN model. The considered efficiency measure was
selected as a simple measure to demonstrate the new features of the proposed
FSPN formalism.
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Figure 9.8: Probabilities of markings in case A
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Figure 9.9: Probabilities of markings in case B
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Figure 9.10: Probabilities of markings in case C
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Figure 9.11: Efficiency

9.2 A garbage collector study

In this section we present an example of a garbage collection system that has
been analyzed using the transient solution algorithm presented in Section 6.5.

x1

R2

c1

R1(m1,m4)

t1

p4

c

p5T3

T4

λ3(x1)

λ4(x1)

k

λ1

c

T2

λ2(m1,m4)

p2

p3 T6T5

λ5(x1) λ6

c

c p1T1

Figure 9.12: A system with garbage collection

Consider a multi-user system with garbage collection, such as a Java servlet
running under a Java virtual machine. Figure (9.12), models such a system.
The model has five discrete places and a single fluid place. Place p1 models the
load of the network: the number of tokens in place p1 corresponds to the number
of users in the system. We assume that the maximum number of users present
in the system is bounded by a constant k. Transition T1 models the entrance
of a new user in the system. The inhibitor arc with multiplicity k ensures the
bound on the number of users concurrently working. We assume a constant
arrival rate λ1. Place p4 and p5 model the garbage collector: when the token is
in p5 the garbage collector is inactive; if place p4 is marked instead, the system is
undergoing a garbage collection. Fluid place c1 models the quantity of allocated
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memory. Transition T2 corresponds to the service being offered to the users. It
fires when a user finishes its service and leaves the system. The transition rate
of T2, λ2(m1,m4) depends both on the load of the system (marking of place p1),
and on whether the garbage collector is active or not. We expect transition T2

to grow almost linearly with the number of customers in the system (marking
of place p1) and to fall down dramatically during the garbage collection. We
assume that each process requires a quantity of memory that grows linearly
with its service time and we model this with a fluid arc connecting T2 to c1.
We expect the flow rate of this arc R1(m1,m4) to be proportional to the firing
rate of T2. And since, as reqiured by the proposed algorithm, the fluid rate
depends only on the discrete part of the marking. Transition T3 models the
start of the garbage collection activity, and depends on the actual memory
allocated x1. We expect a higher probability of starting the garbage collection
action when the allocated memory reaches an upper threshold Mhigh. Garbage
collection stops with the firing of transition T4. Also in this case we imagine
it being dependent on the quantity of allocated memory x1. In this case, we
assume a high probability of ending the garbage collection when the allocated
memory falls below a given threshold Mlow. During garbage collection, memory
is freed at a constant speed R2 through the fluid arc connecting fluid place
c1 to transition T4. If the allocated memory reaches a given threshold Mcrash,
the system crashes. Place p2 models the correct behavior of the system, while
place p3 denotes a crash state. Transition T5 models the crash event and is a
Dirac delta depending on the total allocated memory x1 and placed on Mcrash.
Transition T6 models the system recovery and it is exponentially distributed
with constant rate λ6. Inhibitor arcs connecting place p3 to transitions T1,
T2 and T3 prevents the system to work during the recovery phase. Immediate
transition t1, models the event of a crash occurring during a garbage collection
phase.

The firing intensity of transition T5 depends in a deterministic manner on
fluid level x1. This fact is reflected during the discretization by setting

[

l
(1)
i5

]

j
=







0, if j < ⌈Mcrash/δ1⌉,
1

δtime
, if j = ⌈Mcrash/δ1⌉,

for ∀i such that T5 ∈ Ki. While, for the sake of conserving probability, all other
transitions are “switched off” if the fluid level reached Mcrash, i.e.

[

l
(1)
ij

]

⌈Mcrash/δ1⌉
= 0,

for ∀i, j such that T5 ∈ Ki, Tj ∈ Ki, j 6= 5.
The example was analyzed using the following set of parameters:

k = 5 or 7, Mcrash = 1, Mhigh = 0.8 or 0.95, Mlow = 0.3,

λ1 = 2, λ2(m1,m4) =
k

m1 (m4 + 1)
,
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λ3(x1) =







0, x1 < Mlow

1, Mlow ≤ x1 < Mhigh

10, Mhigh ≤ x1

,

λ4(x1) =

{

1, x1 > Mlow

10, x1 ≤ Mlow
,

λ5(x1) = δ(1 − x1), λ6 = 0.25,

R1(m1,m4) = 0.05
m1

m4 + 1
, R2 = 0.2 .

The calculations were performed with discretization steps

δ1 = 0.0001, and δtime = 0.005.

The fluid place is empty when the system is in one of the markings representing
crash (token in place p3). In all other markings the fluid level has the upper
bound Mcrash (reaching this level the system gets into crash). The number of
markings corresponding to the working state (inactive garbage collector) is k+1.
Similarly, we have k+ 1 marking corresponding to garbage collecting and k+ 1
markings representing crash situations. Accordingly, the size of the discretized
state space is

2(k + 1) ×

(

1

0.0001
+ 1

)

+ k + 1

which gives 120,018 for k = 5 and 160,024 for k = 7. In the case k = 5 and
Mhigh = 0.8, the proposed modular description of the applied explicit discretiza-
tion scheme requires the storage of matrices with 106 entries altogether. The
explicit storage of the scheme would require to store a single matrix with ap-
proximately 2.5 × 106 entries. Let us refer here in short to Section 6.5.5: the
above gain is achieved by exploiting the symmetries of the net; the advantages
of separate handling of fluid places obviously do not appear in this example.
In order to get the transient probabilities until 60 time units, the discretization
scheme is applied 60/0.005 = 12000 times. For the case k = 5 and Mhigh = 0.8,
the computations took about 30 minutes executed on a computer running at
300 MHz with 256 Mbytes of main memory.

Following the classification of performance measures given in [54], hereinafter
some examples of different types of performance measures are given. As an ex-
ample of discrete state measures we compute the probability of being in working
and crash state versus time (depicted for different cases in Figure 9.13 and 9.14).
The probability that the system is working and not undergoing garbage collec-
tion at time τ is given by

P{working at time τ} =

∑

mi:m4=0,m3=0

∫

Mcrash

0

πi(τ, x1)dx1.
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Figure 9.13: Probability of working (garbage collector is inactive) versus time

A discrete throughput measure is the number of users served by the system
divided by the elapsed time. This measure is depicted in Figure 9.15 for the
different cases and may be obtained at time τ by calculating

∫ τ

0

∑

mi ∈ Sd such that
T2 is enabled

∫

Mcrash

0

πi(τ, x1)dx1 λ2(m1,m4) dτ

τ
.

As a combination of discrete and continuous state measures it is possible to
compute the probability of a situation that is defined by conditions on both the
discrete and the fluid part of the net. Figure 9.16 shows the probability of the
occurrence of a “dangerous situation” when the number of users in the system
is higher than a given value and the amount of allocated memory is higher than
Mhigh. The probability of this situation at time τ may be expressed as:

P{m1 ≥ N and x1 ≥ Mhigh at time τ} =

∑

mi:m1≥N

∫

Mcrash

Mhigh

πi(τ, x1)dx1.

As an example of a pure fluid state measure the probability density function
(pdf) of the distribution of the fluid level at different time instants for k =
5,Mhigh = 0.8 is depicted on Figure 9.17. The pdf of the fluid level at time τ is
given by

∑

mi∈Sd

πi(τ, x1)
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Figure 9.14: Probability of crash versus time

The precision of the transient results obtained by the method described in
Section 6.5.1 were validated by simulation.
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Figure 9.15: Average number of users served by the system divided by the
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Chapter 10

Felixeble manufacturing
applications

In this chapter we present some examples on how FSPNs can be used to model
production systems.

10.1 A drilling machine

Figure 10.1 shows a simple FSPN modeling a drilling machine. As the machine
works, the temperature of the tip raises. If the temperature exceeds a given
threshold σ, the chance of breaking the tip becomes extremely high. We use
this model to illustrate some of the peculiarities of the FSPN formalism. In par-
ticular we illustrate how fluid places can be used to explicitly model continuous
physical quantity, and how the discrete and the continuous parts of the net may
influence each other. This example will also allow us to discuss some aspects of
the simulation of random deviates for non-homogeneous Poisson process.x

p1

c1

x
β x

α
g(x)

f(x)

p3p2

T1T3

T4T2

Figure 10.1: A FSPN modeling a drilling system

153
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Figure 10.2: Firing rate functions g(x) = µ1(x < θ) (with µ = 2.0 and θ = 80)
(a), and f(x) = η + ξγx−σ (with η = 0.01, ξ = 0.015, γ = 1.1 and σ = 400) (b)

Fluid place c1 models the temperature of the tip. Room temperature xR, is
taken as reference value, and corresponds to fluid place c1 being empty. Place p1

is marked whenever the drilling machine is working. In this phase, the temper-
ature of the tip raises at the speed of α degree per unit time. This phenomenon
is modeled by the continuous arc connecting transition T1 to place c1. The du-
ration of the working phase is assumed to be exponentially distributed, and the
end of this stage is determined by the firing of transition T2. When transition
T2 fires, discrete place p2 becomes marked. This represents the phase in which
the drilling machine has finished to work on a raw part and it is expecting to
start processing a new one. In this phase, the temperature of the tip decreases
exponentially, thanks to the fluid arc connecting place c1 to transition T3, la-
beled with a fluid dependent flow rate βx. The parameter β represents the
speed at which the tip cools off. A thermal sensor, lets the temperature fall
below a given threshold θ before beginning the preparation of a new part to be
processed. As soon as the preparation phase starts, it lasts for an exponentially
distributed amount of time. This behavior is achieved by assigning to transition
T3 a fluid dependent firing rate, defined by g(x) = µ1(x < θ), where 1(x) is the
indicator function, µ is the inverse of the mean preparation time, and θ is the
temperature threshold. Figure 10.2(a) represents g(x) with µ = 2.0 and θ = 80.
During normal operation, the tip may break down with a probability dependent
on the temperature. This is modeled by transition T1 with its fluid depen-
dent transition rate f(x). In particular, f(x) is assumed to grow extremely
rapidly when the temperature x exceeds the critical temperature σ. We as-
sume f(x) = η + ξγx−σ, which is represented in Figure 10.2(b) (with η = 0.01,
ξ = 0.015, γ = 1.1 and σ = 400), where σ is the critical temperature, η rep-
resents the break down probability due to external factor, ξ is the break down
probability of the tip at the critical temperature, γ is a scaling factor depen-
dent on the quality of the tip. If the tip breaks, place p3 becomes marked and
the system starts a repairing phase. In this stage, the broken tip is replaced
by a new one, which will start to work at room temperature. This is modeled
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by the flush-out arc connecting place c1 to transition T1. The duration of the
repairing phase is assumed to be exponentially distributed, and its termination
is determined by the firing of transition T4.
Some of the performance measures that can be computed for this model are: the
throughput of the drilling machine (in terms of parts per unit time) corresponds
to χ(T2), i.e., the throughput of transition T2; the number of failures (per unit
time) is equal the throughput of transition T1. The mean tip temperature cor-
responds to the mean fluid level of place c1; the utilization of the system can be
computed has the mean number of tokens present in place p1.

10.2 A pharmaceutical production system

We consider a pharmaceutical manufacturing system. In this field, common
policies in manufacturing lines are generally determined by specific rules. For
example, if the equipment fails during the sterilisation of a given product con-
tained in a buffer, the product is no longer “safe” and all the content of the
buffer should be discarded. We consider a producer/consumer system, in which
we also model the occurrence of failures in the sterilisation phase. In the case
of failure, all the content of the buffer has to be discarded. We model such a
system with the FSPN of Figure 10.3(a).

(a)

T5T1 p2T2 � �p3 p4T3T4xp1 xc1
(b)

�2F (x)1�4 �1�2 �4 F (x)2

43

Figure 10.3: FSPN for a producer/consumer system with failures and with
flush-out of the buffer content (a) and discrete state space diagrams (b)

The producer alternates between two independent, exponentially distributed
states that represent the conditions “producing” (token in place p1) and “non-
producing” (token in place p2). When the producer is in service it is able to
produce α unit of product (represented in term of fluid) per unit time. The
consumer is able to consume β units of product per unit time. The sterilisation
process alternates between two states that represent the conditions “normal”
(token in place p3) and “abnormal” (token in place p4). The inhibitor arc from
place p4 to transition T1 stops the producer when the system is in the abnormal
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state. The buffer is represented by the fluid place c1. When transition T3 fires
(occurrence of a fault in the sterilisation process) the content of the buffer is
discarded. This is represented by the flush-out arc from place c1 to transition
T3.
The discrete state space of the FSPN is presented in Figure 10.3(b). It is
composed by four states representing the possible combinations of the producer
and the sterilisation processes: (producing, normal) (state 1), (non-producing,
normal) (state 2), (producing, abnormal) (state 3), (non-producing, abnormal)
(state 4). When the FSPN is in state 3, due to the presence of the inhibitor arc,
the production is stopped even if the producer is in the working state. According
to the FSPN formalism we can also model faults of the sterilisation process that
depend on the quantity of fluid present in the buffer. With F (x) we denote
the fluid dependent firing rate of transition T3, while µ1, µ2, and µ4 denote the
firing rates of transitions T1, T2, and T4 respectively. In the following equations,
we denote with πi(τ, x) the probability that the system is in state i at time τ
and that the level of fluid place c1 is between x and x+ δx. The potential rate
of change of fluid place c1, is rp1 = α−β in state 1, since both transition T1 and
T5 are enabled, and rp1 = −β in states 2, 3 and 4 since only T5 is enabled. If
we suppose that β < α, the actual rate of change of fluid place c1 is equal to
the potential rate of change in state 1, since no boundary can be reached (being
α− β > 0). In states 2, 3 and 4 instead, the actual rate of change is defined as:

r1(x) =

{

0 x = 0
−β x > 0

The equation that describes the system, in matrix notation, corresponds to
Equation (3.5), with the following matrices:

Q(x, ∅) =

(

−µ1−F (x) µ1 0 0
µ2 −µ2−F (x) 0 0
µ4 0 −µ4 0
0 µ4 µ2 −µ4−µ2

)

Q(x, {c1})=

(

0 0 F (x) 0
0 0 0 F (x)
0 0 0 0
0 0 0 0

)

R(x) =

(

α 0 0 0
0 r1(x) 0 0
0 0 r1(x) 0
0 0 0 r1(x)

)

.

Some numerical results for the this FSPN are presented. The example ex-
hibits two interesting features that motivates the use of FSPNs. The need of
modeling a continuous quantity (the plant production) suggests the use of a
formalism able to manage both discrete and continuous entities. On the other
hand, the discarding action of the buffer when the system fails, due to the nature
of the sterilisation process, motivates the use of a flush-out arc. The example
was analysed using the following set of parameters:

µ1 = 0.05, µ2 = 5, µ4 = 10, β = 1,
A1 = 2, B1 = 5, C1 = 1,

A2 = 0.2, B2 = 6, 7 and 8, C2 = 0.01.

Various performance measures have been evaluated. As an example of discrete
state measures, the probability that the sterilisation process is stopped is de-
picted in Figure 10.4(a) as a function of the time. Since the sterilisation process
is stopped when place p4 is marked, the above measure was computed by the
equation:
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Figure 10.5: Fluid state measure

P{sterilisation stopped at time τ} =
∑

mi :m4=1

∫ ∞

0

πi(τ, x1)dx1.

As an example of throughput measures, Figure 10.4(b) reports the throughput
of transition T3 (representing the frequency of faults) as a function of the time.
Such measure is obtained from:

χ(T3) =
∑

mi ∈ Sd such that
T3 is enabled in mi

∫ ∞

0

πi(τ, x1) µ3(x1) dx1.

The probability density function (pdf) of the distribution of the fluid level in
place c1 at different time instants and in steady state is depicted in Figure
10.5(a) for B2 = 7. This measure, which is an example of a fluid state measure,
represents the pdf of the accumulated reward (production) at time τ and is
calculated from:

∑

mi∈Sd

πi(τ, x1).

The above equation is solved by means of a discretisation technique, and the
continuous pdf curves are plotted by interpolating the discrete values. The
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peaks in the curves of 10.5(a) reflect the discontinuities of the pdf. The discon-
tinuities at non-zero fluid levels represent the probability mass that the system
does not leave the initial state up to the given time τ . The discontinuity at fluid
level 0, instead, is the probability of having an empty buffer.

As a last example of flow measures, the throughput of the flush-out arc
connecting place c1 to transition T3 is evaluated. This measure represents the
mean quantity of wasted production due to system failures as a function of the
time. This measure is plotted in Figure 10.5(b), and is computed from:

Ψ(c1, T3) =
∑

mi ∈ Sd such that
T3 is enabled in mi

∫ ∞

0

x1 πi(τ, x1) µ3(x1) dx1

The previous numerical results agree with the ones obtained the simulation
technique presented in Chapter 7.

10.3 Control of a gas turbine

10.3.1 System architecture

Consider the control of a gas turbine in a power plant. The functionality of
the control of the gas turbine is to regulate the fuel demand during the system
operation. One of the most complex behavior of the control is the start pro-
cedure. In this stage the fuel demand must be controlled in order to allow a
proper startup of the turbine. In particular, the fuel demand during the startup
procedure can be characterized by the circuit represented in Figure 10.6. The
startup procedure consists of two stages. In the first stage the flame must ig-
nite. In order to accomplish this task, fuel demand must be increased at linear
rate, up to a maximum value. In the second stage, the turbine must acceler-
ate up to its operational speed. This is done by increasing the fuel demand at
another linear rate, up to another maximum. When the turbine has reached
its operational speed, the startup procedure ends and the fuel demand is set
to a constant value. In practice this behavior is obtained by a circuit which
posses an amplifier and a limiter. The amplifier can make the demand grow
at two different rates. The non-linear limiter that follows the amplifier, keeps
the fuel demand into a specified band, depending on the state of the system.
The amplifier is disconnected prior to start, and gives a constant value when
the maximum absolute is reached. The change of state is determined by sensor
that measure the temperature of the system and the speed of the turbine.

The behavior of the circuit of Figure 10.6 can be described by the FSPN of
figure 10.7.

The model is composed of four discrete places, representing four system
states, three timed transition and two fluid places which represent respectively
the fuel demand and the total quantity of fuel consumed. At any time, only a
single token may be present in the discrete places. The place that contains the
token represents the state of the system. Fluid place fuel-demand represents the
fuel demand of the system in that particular state. Discrete place prior-to-start
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represent the state in which the system is after a shutdown or before restart
phase. This place is initially marked, representing the first state of the system.
Transition start correspond the event of the start of the light-up phase. When
it fires, it transfers the token to the discrete place light-up. In this phase, the
fuel grows from the minimum value represented by the parameter LUM at a
constant rate LUR. The initial value is obtained by the set arc that connects
transition start to the fluid place fluid-demand. The growth at a constant rate,
is represented by the fluid arc that connects transition flameproof (which is
always enabled in state light-up) to the fluid place. Since the fuel demand is
limited in the light-up phase by a maximum value MAXLU , the rate of the arc
is a function of fluid marking itself. In particular it is defined as:

LUR(x) =

{

LUR LUM ≤ x ≤MAXLU
0 otherwise

,

The light-up phase ends when the flameproof signal is sent. This is modelled
by transition flameproof which transfer the token in discrete place light-off. In
the light-off phase, the fuel demand grows at a different rate LOR. This is
represented by the fluid arc that connects transition N1 (always enabled in
state light-off) to the fluid place. Since also the light-off rate is bounded by a
maximum value MAXLO, the rate associated with this arcs depends on the
fluid marking of the FSPN following this law:

LOR(x) =

{

LOR LUM ≤ x ≤MAXLO
0 otherwise

,

When the normal system operation is detected, signal N1 is sent and the light-
off phase is ended. This is modelled by the firing of transition N1 that transfer
the token to the place N1-governing. In this phase, the fuel demand is constant
and it is set to the value AMFD. This is obtained with the set arc that connects
transition N1 to the fluid place, which is labelled by the parameter AMFD.
The “cloud” above the FSPN contains the other part of the systems, such as the
speed and the temperature sensors that will influence the firing of the transition
previously described.

An interesting possibility offered by FSPN is the ability to model physical
parameter such as speed and acceleration. Fluid place total-fuel accounts for
the total quantity of fuel consumed by the system. Its value corresponds to
the integral of the value of fluid place fuel-demand. This integration is done
by connecting the fluid place total-fuel to a transition that is always enabled
(transition pump), with a fluid arc that has a flow rate corresponding to the
marking of place fuel-demand. In this way, fluid place total-fuel represents
a physical quantity (fuel in this case), place fuel-demand is a speed and the
flow rate of the continuous arcs that connect place fuel-demand to the timed
transitions flame-proof and N1 are acceleration.
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Figure 10.8: (a) fuel-demand distribution as function of time, (b) fuel-demand
distribution at various time instants, (c) Probability of having N1-governing
marked as function of time, (d) Mean fuel consumed as function of time

10.3.2 Analysis of the model

In order to analyze the model, it must be completely specified. In this example
we will not model the other parts of the system, and we will approximate the
condition that enables the various events as exponential transitions. In this way
we will be able compute various interesting performability measures as described
in [54].

We have approximated start, flame-proof and N1 as exponential transition
with firing rate equal to 1. We have also set the light-up minimum LUM =
1.0m3/s, the light-up maximum MAXLU = 2.0m3/s, the light-off maximum
MAXLO = 4.0m3/s and the absolute maximum AMFD = 6.0m3/s. We
have also set the light-up rate LUR = 1.0m3/s2 and the light-off rate LOR =
2.0m3/s2.

In Figure 10.8(a) the mean fuel demand distribution as function of time is
represented. Some particular time instants are represented in Figure 10.8(b).
Note the four discontinuity: the first at 0 represents the fuel demand prior to
start. The curves then are flat from 0 to 1 due to the absolute minimum to
which the demand is set as soon as the light-up phase starts. The discontinuity
at 2 and at 4 are caused respectively by the light-up and the light-off maximum.
Discontinuity at 6 is instead caused by the absolute maximum.
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The probability of having place N1-governing marked as function of time is
shown in figure 10.8(c). It correspond to the cumulative distribution of the time
required by the start-up phase.

The mean fuel consumed and its distribution are represented respectively in
Figure 10.8(d) and 10.9, and are computed as the mean and the distribution
of fluid place total-fuel. Note that the slope of the curve presented in Figure
10.8(d) tends to the absolute maximum fuel demand rate, as expected.

All the results have been computed by numerically solving the differential
equations of the underlaying stochastic process. The equations have been solved
using upwind semi-discretization as described in Section 6.1. The solutions
where obtained in few minutes on a Pentium III 866 MHz machine.



Chapter 11

Communication and Web
applications

In this chapter we present some application of FSPNs to the telecommunica-
tion field. For one example we model the same system using three different
formalisms (FSPNs, DSPNs and GSPNs), and we compare the results.

11.1 The GPRS wireless internet access proto-

col

11.1.1 Introduction

Today, the telecommunications field is dominated by two technologies: Internet,
and cellular telephony. The widespread diffusion of Internet accesses, and the
incredible, explosive success, of cellular telephony, are bound to soon produce
the next leap in the telecommunications field: wireless Internet access. Actually,
wireless Internet access has already been possible for some time, using the digital
circuits of second-generation wireless telephony; however, data rates are limited
to 9.6 kbps, and costs are high, since tariffs are based on connection time (as
customary for circuit-based telecommunication services), rather than on the
amount of transmitted bits. The only possibility available today to achieve
higher data rates is through the High Speed Circuit Switched Data (HSCSD)
service [11, 4] of GSM (Global System for Mobile communications) [11, 78].
However, if on the one hand HSCSD allows users to transmit data at rates
which are multiples of 9.6 kbps, it aggravates the cost problem, since tariffs
are still based on connection time (as the name says, HSCSD is a circuit-based
service), and proportionally higher than for the basic 9.6 kbps service. Thus,
wireless Internet access has not yet experienced the success that is unanimously
predicted by telecommunications forecasters.

Two are the technologies that will allow fast and cost-effective wireless In-
ternet access, one in the very short term, the other in the years after 2002. The

163
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technology that is already available today is called General Packet Radio Ser-
vice (GPRS) [11, 38, 59, 84, 2, 3], and is based on the GSM architecture, hence
on a mixed FDMA/TDMA (Frequency Division Multiple Access/Time Division
Multiple Access) scheme. The technology that will come in few years is the
UMTS (Universal Mobile Telecommunication System) [60, 10], whose auctions
have made the headline news all over the world last year. UMTS is based on
the CDMA (Code Division Multiple Access) scheme, but, while its circuit-based
information transfer protocols are fully specified, the definition of the packet-
mode transfer protocols is not completed yet, and they may end up being rather
similar to those of GPRS.

The need to quickly deploy the GPRS technology to offer cost-effective,
high-speed wireless Internet access to their customers is posing a number of
questions to GSM operators. Those questions concern the design, planning, and
operations of GPRS systems; hence, they essentially refer to the performance
of GSM systems which incorporate the GPRS option to simultaneously offer
telephony and wireless Internet access services. Answering these questions is
rather difficult, since, contrary to circuit-based wireless systems, for which a
number of modeling paradigms have been developed over the years (see for
example [29, 62, 96, 71]), no widely accepted modeling paradigm exists yet for
packet-based wireless systems.

In this section we tackle the problem of modeling a GSM/GPRS system with
three different paradigms: Generalized Stochastic Petri Nets (GSPNs) [72, 6],
Deterministic and Stochastic Petri Nets (DSPNs) [73, 68], and Fluid Stochastic
Petri Nets (FSPNs).

Due to the discrete-time nature of GSM/GPRS systems (owing to the under-
lying TDMA frame), a DSPN model provides the most detailed and accurate
description of the actual system operations, and is thus considered as a ref-
erence. A GSPN model is simpler to solve than a DSPN, but it is expected
to be less accurate, since it requires exponential assumptions which are quite
arbitrary. A FSPN model provides an even more abstract view of the system
operations, but can be solved with extremely efficient algorithms (which were
expressly developed for this study, and are presented elsewhere 6.4).

We shall show that all three paradigms provide very similar performance
predictions for some of the considered realistic configurations of GSM/GPRS
systems, and for some of the performance metrics of interest. This is an ex-
tremely encouraging result, since it proves that fluid modeling approaches (in
our case FSPNs) in some cases are adequate tools for the performance analysis
of wireless Internet access systems. However, we shall also show that in other
cases (which can be rather clearly characterized), the performance predictions
generated by fluid models may become quite optimistic, and thus not suitable
for a careful design and planning of GSM/GPRS systems. In those cases, both
DSPNs and GSPNs can provide a viable modeling alternative, at least in the
case of medium scale systems.
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11.1.2 System Description and Modeling Assumptions

GSM adopts a cellular architecture: the area served by a GSM network is covered
by a number of non-overlapping hexagonal cells (in practice, cells have extremely
irregular shapes, and do indeed overlap). Each cell is controlled by a base station
(called BTS – Base Transceiver Station, in the GSM jargon), which handles the
transmissions from and to mobile terminals over the wireless link. Base stations
are then connected through a (wired or wireless) point-to-point link to the fixed
part of a GSM network.

A small number of frequency bands (resulting from a partition of the portion
of spectrum allocated by international organizations to GSM services, around
900 MHz and 1.8 GHz), each one of 200 kHz, is activated in any cell (typical
numbers are a few units). Each frequency band defines a FDMA channel, on
which a TDMA frame of 60/13 ms is defined, comprising 8 slots of 15/26 ms. A
circuit (or channel) is defined by a slot position in the frame, and by a frequency
band; thus, the maximum number of telephone calls that can be simultaneously
activated in a cell corresponds to 8 times the number of frequency bands. At
least one channel must be allocated for signalling in each cell, so that a frequency
band can be used for the transmission of end user information (either voice
or data) from 6 to 8 channels, depending on the cell configuration; we will
assume that in cells with one active frequency band, the TDMA frame allocates
7 slots to end users and 1 slot to signalling; instead, in cells with two active
frequency bands, the two TDMA frames allocate 15 slots to end users and 1
slot to signalling.

When an end user requests the activation of a new GSM telephone call, the
system must transfer some signalling information to inform all the involved enti-
ties about the request and to distribute the necessary commands, and allocate a
traffic channel on one of the frequency bands of the cell. If no slot is free among
those that can be allocated to end-users, the new call cannot be established,
and is blocked.

Similarly, when users move from one cell to another during a telephone call,
the system must transfer the call from the origin cell to the destination cell
through a handover procedure. If no traffic channel can be allocated in the
destination cell, the call handover fails (a handover blocking occurs) and the
telephone call is forced to terminate.

As customary in models of telephone systems, we shall assume that the
sequence of new call requests follows a Poisson process, and that the duration of
calls is an exponentially distributed random variable. Moreover, as is normally
done when modeling cellular telephony systems, we consider one cell at a time
[71], we neglect the impact of signalling, and we include incoming handover
requests into the Poisson arrival process, whose rate will be set to λv (thus,
λv is the total rate of requests incoming to a cell, and each request should be
satisfied with one of the slots on the frequency bands that are active within
the cell). The total active time of a call within a cell (which is normally called
the call dwell time) differs from the call duration, because a call may traverse
several cells during its active time; we extend the exponential assumption to
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dwell times also, defining a rate µv for the time from the beginning of the life of
a call in a cell (resulting from either the successful activation of a new call or a
successful incoming handover) until the end of the call activity in the same cell
(due to either the termination of the call by one of the end users or an outgoing
handover). Note that exponential assumptions are generally considered not to
be critical in telephony models: telephone systems have been dimensioned using
exponential assumptions for almost a century. In the derivation of numerical
results we shall assume 1/µv = 120 s. This value is quite often used in design
and planning of mobile telephony systems; it is somewhat shorter than the
traditional average call holding time of fixed telephony (180 s), in order to
account for handovers.

GPRS was conceived for the transfer of packets over a GSM infrastructure,
with a simplified allocation of resources over the wireless link, and an IP trans-
port among additional elements of the wired GSM network. In order to cross
the wireless link, IP packets are fragmented in radio blocks, that are transmit-
ted in 4 slots in identical positions within consecutive GSM frames of the same
frequency band. Depending on the length of the IP packet, the number of radio
blocks necessary for the transfer may vary. The allocation of the radio link to
radio block transmissions can either use dedicated resources for signalling, or
(more usually) the same signalling resources that are available for telephony.

In order to describe the GPRS traffic, we adopted the model of Internet
traffic defined by the 3GPP (3rd Generation Partnership Project) in [1]. Active
users within a cell execute a packet session, which is an alternating sequence
of packet calls and reading times. According to [1], the number of packet calls
within a packet session should be a geometrically distributed random variable
with average 1/Npc; however, since we will study the system behavior for a
fixed number of concurrently active packet sessions, we will assume that packet
sessions remain active for an indefinite amount of time. The reading time be-
tween packet calls is an exponentially distributed random variable with rate
µDpc. Each packet call comprises a geometrically distributed number of packets
with average 1/Nd; the interarrival time between packets in a packet call is
an exponentially distributed random variable with rate µDd. According to [1],
we shall assume 1/µDpc = 41.2, 1/Nd = 25 and 1/µDd = 0.5, all times being
expressed in seconds. The packet size in radio blocks can have a number of
different distributions, some with heavy tail. In our model the packet size is
equal to either 1 or 16 radio blocks, with the same probability. Other discrete
distributions could be easily introduced in our models in order to approximate
heavy tailed distributions of the packet size.

The transfer of radio blocks over the radio channel can either be successful,
thus allowing the removal of the radio block from the buffer, or result in a
failure due to noise, fading, or shadowing. These events are modeled by a
random choice: with probability c a radio block transfer is successful and with
probability 1 − c it fails.
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Figure 11.1: DSPN model

11.1.3 The Three Models

In this section we describe the models of one cell of a GSM system where just
one frequency band is available to simultaneously offer telephony and GPRS
services. We focus on transmissions from the base station to end user terminals
(this is the so-called downlink direction). The models are developed using each
of the three considered modeling paradigms; we start with the DSPN model,
then slightly modify the DSPN to obtain a GSPN, and finally we illustrate the
FSPN model.

11.1.4 The DSPN Model

The DSPN model is shown in Fig. 11.1. The only deterministic transition in
the model is T4F , whose delay corresponds to four consecutive GSM frames, i.e.,
4 · 60/13 ms. The beginning and end of each quadruple of frames is modeled by
the firing of immediate transitions tb and te, respectively. Thus, the marking of
place beg-4f indicates that a quadruple of frames is starting, the marking of
place end-4f indicates that a quadruple of frames is ending, and the marking
of place 4f indicates that a quadruple of frames is in progress. One token is in
place 4f in the initial marking.

We assume that a traffic channel can be allocated to new telephone call
requests and incoming handover requests only at boundaries of quadruples of
frames. Similarly, the scheduling of transmissions of radio blocks on traffic
channels not used by voice can take place only at boundaries of quadruples of
frames. Both assumptions appear to be quite realistic, at least for the first
implementations of GPRS services.

At each firing of transition T4F , one radio block can be transferred on each
traffic channel that is not used by voice connections.

The number of tokens in place circuits in the initial marking of the DSPN
equals the number of traffic channels available in the cell (i.e., 7, according to
our assumptions). Voice calls that await the allocation of a traffic channel are
modeled by tokens in place req-v. Voice calls that are in progress are modeled
by tokens in place active-v. The total number of voice calls (that either await
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Transition Weight Priority

tloss−v 1 4

tloss−d 1 4

tin−buf 1 4

tallocate−v 1 3

tallocate−d 1 2

t1rb 1/2 4

t16rb 1/2 4

tb 1 1

te 1 1

trb−OK c 2

trb−KO 1 − c 2

Table 11.1: Weights and priorities of immediate transitions in the DSPN model

the allocation of a traffic channel, or are using a traffic channel) in the cell is
modeled by tokens in place tot-v.

Arrivals of new voice call requests and incoming voice call handover requests
into the cell are modeled by the timed transition Tin−v, which must thus have
rate λv. The arrival of a voice call increases the marking of places req-v and
tot-v; then, since no more than 7 calls can be simultaneously established in a
cell, if the marking of place tot-v exceeds 7, the immediate transition tloss−v
fires, modeling a voice call blocking (either a new call blocking or a handover
blocking), and one token is removed from both req-v and tot-v. At the
beginning of a quadruple of GSM frames, voice calls that await the allocation of a
traffic channel become active by firing the immediate transition tallocate−v. This
removes one token from req-v, and increases by one the marking of active-v,
but does not alter the marking of tot-v.

The completion of voice calls during a quadruple of frames is modeled by the
firing of the timed transition Tend−v, which must thus have rate µv and infinite
server semantics. The firing of Tend−v decreases the marking of both active-v

and tot-v.

The number N of ongoing packet sessions in the cell is assumed to be con-
stant, and is modeled by the number of tokens in place off-d in the initial
marking. The beginning and end of packet calls within a packet session is mod-
eled by the firing of the timed transitions Tnew−d and Tend−d, respectively, which
must thus have infinite server semantics with rates µDpc and µDd/Nd. Tokens
in place on-d model active packet calls. The generation of a packet within
an active packet call is modeled by the firing of the timed transition Tpkt, and
the generation of one token in pkt; the firing rate is µDd with infinite server
semantics. The firing of one of the two immediate transitions t1rb, t16rb, models
the generation of either 1 or 16 radio blocks from the packet segmentation, with
equal probability. Note that these two immediate transitions describe the pdf
of the number of radio blocks generated by segmenting a packet. We chose to
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describe a sort of bimodal packet length distribution with just two transitions,
but the inclusion in the model of a larger number of transitions does not in-
crease the model complexity (the model state space remains the same), so that
more complex or realistic distributions can be very simply incorporated in the
model. Tokens in place rb model radio blocks requesting access to the buffer
where they can wait their turn for transmission. Radio blocks enter the buffer
(modeled by place buffer) if free positions are available (some token marks
place free-buf), through the immediate transition tin−buf . If the buffer is full
(place free-buf is empty), radio blocks are lost through transition tloss−d. The
initial marking of place free-buf corresponds to the buffer capacity in radio
blocks, which is denoted by B.

The allocation of traffic channels not used by voice calls to radio blocks
is modeled by the immediate transitions tallocate−d, which is enabled at the
beginning of a quadruple of GSM frames, with lower priority than tallocate−v.
Transmitted radio blocks are modeled by tokens in place active-d. If the radio
block transmission is not successful, a copy of the radio block must remain in the
buffer for retransmission. The immediate transitions trb−OK and trb−KO, with
probabilities c and 1− c, model the successful and unsuccessful transmission of
a radio block.

Table 11.1 reports weights and priorities for all immediate transitions in the
DSPN.

11.1.5 The GSPN Model

The GSPN model is very simply obtained from the DSPN model by assuming
that transition T4F is associated with an exponential firing delay, rather than
a constant delay. Of course, the average delay of the exponential transition
coincides with the constant delay of the deterministic transition. It is quite
obvious that this modification implies an approximation, since the duration of
a quadruple of GSM frames is constant, in reality. Nevertheless, the fact that
the duration of a quadruple of frames is very small in comparison to the time
constants that define the traffic in the cell, leads to a situation in which this
assumption produces quite reasonable performance predictions, as we shall see
in Section 11.1.8.

11.1.6 The FSPN Model

The FSPN model is shown in Fig. 11.2. It is divided in three disjoint submodels
that interact with one another through marking-dependent flow rates.

The subsystem on the left models the voice call dynamics. Tokens in place
circuits represent free traffic channels in the cell. Incoming voice call requests
are modeled by tokens in place req-v. Voice calls that are in progress are
modeled by tokens in place active-v. Arrivals of new voice call requests and
incoming voice call handover requests into the cell are modeled by the timed
transition Tin−v, which must thus have rate λv. The arrival of a voice call
increases the marking of place req-v. If no traffic channel is free in the cell,
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Figure 11.2: FSPN model

the voice call is blocked, and the immediate transition tloss−v fires. Instead, if
at least one traffic channel is free, the call service can start, and the immediate
transition tallocate−v fires. The completion of voice calls is modeled by the firing
of the timed transition Tend−v, which must thus have rate µv and infinite server
semantics. The firing of Tend−v increases the marking of circuits, since a traffic
channel is freed when a call ends.

The subsystem on the right models the packet call dynamics. The beginning
and end of packet calls within a packet session is modeled by the firing of the
timed transitions Tnew−d and Tend−d, respectively, which must thus have rates
µDpc and µDd/Nd and infinite server semantics. Tokens in place on-d model
active packet calls. Tokens in place off-d model inactive packet sessions.

The subsystem in the middle models the radio block buffer at the base
station. The fluid place buf-f represents the buffer, and the fluid level in it
corresponds to the continuous approximation of the number of radio blocks
stored in the buffer.

The fluid arc that connects τin−buf to the buffer storing radio blocks, models
the (fluid) arrival of radio blocks. The rate at which fluid flows along the arc
depends on the FSPN marking, and is obtained as the product of the number
of active packet calls (number of tokens currently in on-d) times the packet
generation rate of active data calls, µDd, times the average number of radio
blocks per packet (which in our case equals 17/2). When place on-d is empty
(no active sources) the flow rate along this fluid arc is null.

The fluid arc that connects τout−buf to the buffer, models (in a fluid manner)
the successful transmission of radio blocks. The speed at which radio blocks
can be transmitted depends on the number of traffic channels not used by voice
calls and on the transmission success probability. The flow rate along this arc is
obtained as the ratio of the number of free slots in a quadruple of GSM frames
(number of tokens currently in circuits) over the duration of the four frames;
this value is then multiplied by c in order to account for the probability that a
transmission is successful. When place buf-f is empty, the FSPN semantics (see
[54]) ensures that the flow along this fluid arc is null. The arc that connects
transition τloss−d to the buffer, models (in a fluid manner) the loss of radio
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Parameter Value

Number of traffic channels 7

Buffer size, B 25, 50, 100

Number of packet sessions, N 1, 3, 4, 5

1/µv 120 s

1/Nd 5

1/µDd 0.5 s

1/µDpc 41.2 s

c 0.95

Table 11.2: Parameters of the basic scenario

blocks because of buffer overflow. This fluid arc is peculiar, in the sense that its
flow rate depends on both the discrete and the continuous parts of the model.
The flow rate across this arc is zero as long as the fluid level in the buffer is
less than a given threshold B, the buffer capacity in radio blocks, and becomes
equal to the difference between the fluid flows in and out place buf-f, when
the marking of buf-f equals (or exceeds) B (in this way, the fluid level of place
buf-f remains always between 0 and B).

11.1.7 Performance Indices

The different PN models allow the computation of many interesting performance
indices. In this section we shall mainly consider the following performance
measures, which we specify referring to the DSPN in Fig. 11.1, but are identically
defined for the GSPN model:

• voice call blocking probability (for both new call and handover requests);
this is the ratio between the throughput of transition tloss−v and the
throughput of Tin−v

• average number of radio blocks in the base station buffer; this is the av-
erage number of tokens in place buffer

• average number of radio blocks in the base station buffer conditional on the
number of active voice calls being equal to k; this is the average number
of tokens in place buffer when the number of tokens in place active-v

equals k
• radio block loss probability; this is the ratio between the throughput of

transition tloss−d and the throughput of Tpkt.

When the FSPN model in Fig. 11.2 is used, some of the performance mea-
sures of interest are related to the fluid part of the model. The number of radio
blocks in the buffer is represented by the level of fluid in place buf-f. The
radio block loss probability is obtained by dividing the flow rate along the arc
connecting place buf-f with transition τloss−d by the flow rate out of transition
τin−buf . The techniques for the computation of these performance indices are
defined in [54].



172 CHAPTER 11. COMMUNICATION AND WEB APPLICATIONS

11.1.8 Numerical Results
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Figure 11.3: DSPN results for 1, 3 or 5 packet sessions. Voice call blocking prob-
ability and radio block loss probability (left), average number of radio blocks
in the base station buffer (center), average number of radio blocks in the base
station buffer conditional on the number of active voice calls (5, 6 or 7) with 3
packet sessions (right).
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Figure 11.4: DSPN, GSPN and FSPN results for 5 packet sessions. Radio block
loss probability (left), average number of radio blocks in the base station buffer
(center), and conditional average number of radio blocks in the base station
buffer, in the cases of 6 or 7 active voice calls (right).

We first consider a cell with just one active frequency band, which allows
the definition of one signalling channel and seven traffic channels. We assume
that the voice and data traffic in this cell is as specified in Section 11.1.2. The
traffic parameters values are summarized in Table 11.2, and are used for the
development of all numerical results, unless otherwise specified.

In Fig. 11.3 we present results for the DSPN model only. The left graph
reports curves for the voice call blocking probability and radio block loss prob-
ability, as functions of the voice call request rate λv, in the cases of 1, 3 or 5
packet sessions. The center graph reports curves of the average number of radio
blocks in the base station buffer as functions of the voice call request rate λv,
in the cases of 1, 3 or 5 packet sessions. The right graph reports curves of the
average number of radio blocks in the base station buffer conditional on the
number of active voice calls (either 5 or 6 or 7) as functions of the voice call
request rate λv, in the case of 3 packet sessions.

It is interesting to observe that the average number of radio blocks in the base
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station buffer remains quite low, even for rather high radio block loss probability
values. The behavior of the curves of the average number of radio blocks in the
base station buffer conditional on the number of active voice calls shows that
the buffer fills only when all traffic channels are busy with voice calls; this is the
main source of the base station buffer overflow, hence of the radio block loss. In
other words, the radio block loss probability is essentially due to periods when
all traffic channels are busy with voice calls, so that the base station buffer is
progressively filled with incoming radio blocks, until overflow occurs, since no
radio block can be transmitted from the buffer as long as all traffic channels
remain busy. The fact that the voice call dynamics are much slower than the
radio block generation dynamics makes the buffer overflow periods quite long in
relative terms. As a result, although the average number of radio blocks in the
base station buffer is quite low, the radio block loss probability is rather high.

Fig. 11.4 allows the comparison of the results obtained with the DSPN,
GSPN and FSPN models. The left plot reports the radio block loss probability
as a function of the voice call request rate λv, with 5 packet sessions. Under
the same conditions, the center plot shows the average number of radio blocks
in the base station buffer. It can be noted that the results produced by the
DSPN and GSPN models are always very close. Instead, the FSPN provides
quite accurate estimates of the radio block loss probability, but underestimates
the average number of radio blocks in the base station buffer. The right plot
reports curves for the conditional average number of radio blocks in the base
station buffer as a function of the voice call request rate λv, in the cases of
6 or 7 active voice calls, and 5 packet sessions. The results generated by the
three models practically coincide in the case of 7 active voice calls; instead, the
FSPN model significantly underestimates the average number of radio blocks
in the base station buffer in the case of 6 active voice calls. This behavior
helps understand the differences in results that were observed in the middle
plot. The loss in accuracy of the FSPN model is due to an underestimation
of the buffer occupancy when at least one traffic channel is free (whereas the
FSPN estimate of the buffer occupancy is extremely accurate when no traffic
channel is free). This also explains the good accuracy of the FSPN estimates
of the radio block loss probability, since, as we observed, the loss probability
essentially depends on the system dynamics when all traffic channels are busy
with voice calls. The reason why the FSPN model provides optimistic estimates
of the average buffer occupancy and of the radio block loss probability lies in
the lack of quantization: in the FSPN model, when at least one traffic channel is
free from voice transmissions, the buffer is emptied at a continuous rate; while
in reality, and in the DSPN and GSPN models, the radio block leaves the buffer
only at the end of transmission, in the FSPN model the buffer is emptied in
a continuous manner during transmission. When the buffer is full before the
beginning of transmission, this difference is enough to induce the loss of a radio
block that arrives before the end of the transmission in the case of the DSPN and
GSPN, whereas the radio block is accepted in the case of the FSPN. Moreover,
the burstiness of traffic is not represented in the FSPN, and the radio block loss
probability is typically very sensitive to batch arrivals, which in our case further
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Figure 11.5: DSPN, GSPN and FSPN results. Radio block loss probability and
voice call blocking probability when either 0 or 1 traffic channels are reserved
to GPRS traffic, with 4 packet sessions.

stress the impact of quantization.
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Figure 11.6: DSPN, GSPN and FSPN results. Radio block loss probability for
buffer sizes equal to 50 and 25 radio blocks, with 3 packet sessions.

Fig. 11.5 compares the radio block loss probability and the voice call blocking
probability estimates produced by the three modeling paradigms when either
zero or one traffic channels are reserved to GPRS traffic, assuming that 4 packet
sessions are in progress. Like in the cases we saw before, the DSPN and GSPN
models produce almost identical results. Instead, the FSPN model generates
accurate estimates when no channel is reserved for GPRS traffic, but underes-
timates the radio block loss probability by about one order of magnitude when
one channel is devoted solely to GPRS. This difference of behavior is again ex-
plained by the same arguments we presented above. It is interesting to note that
the presence of one reserved channel produces a drastic reduction of the radio
block loss probability (over one order of magnitude), with a modest increase of
the voice call blocking probability (about a factor 3).

Figs. 11.6 and 11.7 compare the average buffer occupancy and the radio
block loss probability estimates produced by the three modeling paradigms for
buffer sizes equal to 50 and 25 radio blocks with 3 packet sessions. As usual,
the DSPN and GSPN models produce rather similar results, with significant
differences only for very small buffer size. The FSPN model is also able to
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Figure 11.7: DSPN, GSPN and FSPN results. Average buffer occupancy for
buffer sizes equal to 50 and 25 radio blocks, with 3 packet sessions.
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Figure 11.8: DSPN, GSPN and FSPN results. Radio block loss probability for
the case in which each packet generation produces just one radio block. 4 packet
sessions and one channel reserved to GPRS.

match the DSPN loss probability results for medium and large buffer sizes, but
provides significantly lower estimates for the radio block loss probability when
the buffer size is 25, and in all cases for the average buffer occupancy.

The fact that differences among the modeling paradigms become larger for
small buffers is normal, but the loss in accuracy of the FSPN models, particularly
at low voice traffic values, becomes remarkable. Note however that considering
buffer size 25 with packet size up to 16 radio blocks is indeed an extreme case.

Next, we study variations of the basic cell model that we considered so far,
and for which parameters were given in Table 11.2. The two modifications that
we investigate are:

• A modification of the radio block arrival process, eliminating the presence
of batches. By so doing, we intend to asses the impact of traffic burstiness
on the ability of the FSPN model to provide accurate results.

• An increase of the cell resources, considering a situation where two fre-
quency bands are active in the cell, so that the number of traffic channels
can be increased to 15. The motivation for this modification is in the
fact that today many GSM cells are equipped with more than one active
frequency band.

In Fig. 11.8 we plot the radio block loss probability estimates generated by
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Figure 11.9: FSPN results. Cell with 15 traffic channels, buffer capacity equal
to 200 radio blocks, and 10 packet sessions. Radio block loss probability (left),
average buffer occupancy (right).

the three models for the case in which each packet generation produces just one
radio block, thus eliminating the main source of burstiness in the radio block
arrival process into the base station buffer. The average overall traffic generated
by the active packet calls is the same as in the usual scenario, whose parameters
are listed in Table 11.2, and the number of packet sessions is taken to be 4.
One channel is reserved to GPRS. By comparing the curves in Fig. 11.8 with
those in Fig. 11.5, we can see that now the results produced by the FSPN model
remain much closer to those of the DSPN and GSPN models. This confirms our
intuition that one of the main sources of inaccuracy of the FSPN performance
estimates is in the burstiness of the radio block arrival process.

In conclusion, the FSPN model can be considered accurate in most cases,
specially as regards the radio block loss probability estimates, which are the
most critical metrics for the GPRS network planning. The only exceptions
to the FSPN performance prediction accuracy are in the case of small buffer,
high burstiness in the radio block arrival process, and traffic channels reserved
to GPRS. This drawback of the FSPN model is balanced by a much smaller
complexity in the model solution, as we shall see in the next section. This
means that with FSPN models we can study systems of much larger size than it
is possible to analyze with DSPN or GSPN models. For instance, in Fig. 11.9 we
present results obtained with the FSPN model for a cell with 15 traffic channels,
buffer capacity equal to 200 radio blocks, and 10 packet sessions. In this case,
the state spaces of the GSPN and DSPN models are much too large to attempt
a solution: they comprise 2,417,536 markings. The FSPN model, instead, still
allows the derivation of numerical results with acceptable complexity, requiring
about 7 minutes of CPU time for each point in the graph (using the computer
described below).

11.1.9 Complexity of the Model Solutions
The comparison of the computational effort necessary for the solution of the
three models allows us to appreciate the main advantages of the FSPN model.
The CPU times required for the solution of the DSPN, GSPN, and FSPN models
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in the case of a cell with 7 traffic channels and B = 100 are reported in Table
11.3. All models were solved on a Pentium III running at 600 Mhz with 512
Mbytes of main memory and the Linux OS. The DSPN and GSPN models were
solved by using the software package DSPNexpress [68]. The FSPN model was
solved by using the matrix geometric method presented in Section 6.4.

N State space size DSPN GSPN FSPN
(DSPN,GSPN) sol. [s] sol. [s] sol. [s]

1 58176 172 119 0.18

2 87264 522 311 0.43

3 116352 1136 556 0.83

4 145440 2046 896 1.42

5 174528 4281 1348 2.28

Table 11.3: Complexity comparison; 7 channels and B = 100; average time for
each point of a curve

11.2 GSM tariff schemes

Another interesting applicative example that can be brought from the mobile
telephony is the model of the GSM tariff scheme. As we have seen in the previ-
ous section, GSM uses both frequency division multiplexing and time division
multiplexing. Each cell can use multiple communication frequency, and each
frequency can hold up to eight telephone call simultaneously using time division
multiplexing.

A large number of mobile phone service provider exists and all of them are
in competition. In this scenario, each provider is always looking for new ways
to attract costumers. One common approach consists in introducing new, more
complex, tariff schemes that may best suit (and thus attract) a particular class
of costumers (see Figure 11.10).

Before introducing a new tariff scheme, a mobile phone company must have
a way to test the proposed scheme in order to compute its potential economical
advantages. A FSPN model of the system can be used to predict the revenue
obtained from this new scheme. An example is a time dependent tariff scheme.
The call charge become smaller after a given amount of time, as shown in Figure
11.11a). In this case the service provider expects that the user will talk longer
after the initial, highly charged, period as finished. The probability that a call
is terminated at a given time instant assumes a form like the one shown in
Figure 11.11b). During the initial period the call end probability is larger than
after the tariff has been reduced. After a given amount of time, however, the
instantaneous call end probability increases since the user will have very likely
finished his conversation.
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11.2.1 A FSPN model of the GSM tariff scheme

If we consider a single frequency of a GSM cell, the proposed system can be
modelled by the FSPN presented in Figure 11.12. A frequency can hold up
to seven calls simultaneously using time division multiplexing. Transition Tarr
models the arrival of a new telephone call (in this case we do not consider the
hand-overs). Place Pa holds the newly arrived costumer. Place Pd counts the
number of available channels. If all the seven channel are in use, immediate
transition tloss fires and the costumer is lost. If at least a channel is free,
transition tin fires and the token representing the costumer moves to place
Ps. In place Ps the call randomly chooses a free channel among the available
ones. Immediate transitions tc1 through tc7 represent the choice of a particular
channel. Places Pf1 to Pf2 model the use of a channel by a costumer. Only
free channels can be chosen thanks to the inhibitor arcs that connect places Pfi

to transitions tci
. When a costumer is in service in channel i, timed transition

Tsi
is enabled and its firing represents the end of that call. Fluid place cτi

accounts for the total call duration. It is flushed out each time a call ends, and
it is filled up at constant rate 1 when there is an ongoing call. The firing rate
of transition Tsi

depends on the value of fluid place cτi
representing the fact

that the call end probability depends on the time spent since the call has been
started. Fluid place cr represents the money earned by the company. The cost
of the call is represented by the fluid arcs that connect transitions Tsi

to fluid
places cr. The flow rate of this fluid arc also depend upon the level of fluid place
cτi

, representing the fact that the call charge depends upon the call length. The
flow rate function of each arc and the firing rate function of transitions Tsi

are
represented in Figure 11.13. As you can see these functions correspond exactly
to the tariff scheme and the expected user behavior presented in Figure 11.11.

11.2.2 Numerical results

Due to the large number of fluid places (eight in total), the proposed model
cannot be analyzed using any numerical or analytical technique. It can however
be simulated using the techniques described in Chapter 7.

Figure 11.14a) shows the mean number of costumer as a function of time,
and Figure 11.14b) represents i(τ), the total amount of cash earned divided up
to a given time instant, divided by the time instant itself:

i(τ) =
y(τ)

τ
,

where y(τ) represent the marking of fluid place cr, that is the total amount of
money earned until time τ . This performance index gives an insight on how
much the considered tariff scheme is effective. Note that since the simulator has
been used, confidence intervals have been computed.
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Figure 11.15: FSPN model of a parallel web server

11.3 A parallel web server architecture

Let us consider a parallel web server. The considered model is an extension of
the one proposed in [42] (page 368). Figure 11.15 represents the FSPN that
describes the web server.

Requests typically arrive in burst to web server. The left subnet models
the bursty generation of the requests by an interrupted poisson process. Places
on and off model the state of the process and transition arrival models
the requests arrival. Transitions off2on and on2off model respectively the
beginning and the end of a burst. Interruption of the arrival is modeled by the
inhibitor arc that connects place off to transition arrival. The parallel web
server has a common buffer where all the requests are queued. This buffer is
modeled by place insystem. The request buffer has a finite capacity K, which
is modeled by place free. The number of tokens in place free represents the
position still available in the buffer. Since WWW pages are typically composed
of text and images, the data transmitted back to the client has a very big
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mean arrival rate λ̄ 180 requests per hour
burstiness B varied from 2 to 10
mean burst lenght BL 1 h
small data size 1 kB
large data size 39 kB
fast transfer rate 1 Mbps
slow transfer rate 0.1 Mbps
network transfer rate 2 Mbps
change of network condition 5 s
request buffer size K 10
packet buffer size U varied from 16 kB to 1 MB
number of processors p 2

Table 11.4: Paramter of the parallel web server model

variance. This is approximated by the two immediate transitions long and
short which correspond respectively to the transmission of a small (i.e., an
HTML page) or a large (i.e., an image) amount of data. The parallelism of
the web server is represented by the number of tokens p contained in place
processors. Each time a new request arrives, it is served immediately if there
is a free processor, otherwise it is enqueued. The actual service of the request
is modeled by transitions longsrv and shortsrv. During this service period,
packets are transferred using a LAN to the buffer of the router. As soon as
a service has finished, the processor becomes available and can serve another
request. Packets are approximated by fluid, and the router buffer is modeled
by fluid place buffer. This buffer has a finite capacity U . If a packet arrives
when the buffer is full, it is lost. The speed at which data is transmitted
by the network is fluctuating during the transmission, due to varying network
conditions. This is modeled by the subnetwork on the right. The network can
be in three different states: at full speed (modeled by place fast), at reduced
speed (place slow) or stalled (place stalled). Transitions f2s, s2f , s2st and
st2s represent the changes of the network state.

The parameters of the model are given in Table 11.4. Transitions shortsrv

and fastsrv have infinite server semantic. The fluid arcs connecting transition
shortsrv and fastsrv to the fluid buffer have a marking dependent flow rate:
the amount of fluid transferred to the buffer is proportional to the number of
processors serving long (resp. short) requests. The flow rate of the fluid arc
connecting the buffer to transition f2s corresponds to the network speed in the
fast state, and the flow rate of the arc connecting the buffer to transition s2st

corresponds to the network speed in the slow state. The rate of on2off is
given by 1/(BL), the rate of on2off 1/(BL(B− 1)), and the rate of arrival

by λ̄B.

The proposed model has some zero states (when the requests buffer is empty
and the system is stalled), so we applied the technique described in Section 5.3.6.
The buffer overflow probability (BOP ) has been computed for the model using
the following definition:
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Figure 11.16: Loss probability due to buffer overflow as function of: a) the
burstiness B, with U = 128kB b) buffer size U with B = 4

Buffer overflow probability BOP =

P{“packet lost per second”}

P{“packet transmitted per second”}
=

∑

i:ri>0

uiri

∑

i

πis(i)
, (11.1)

where s(i) represent the network speed (fast, slow or zero) in state i.
Figure 11.16a represents BOP (B) as a function of the burstiness B for the

case of the buffer size U = 128kB, and Figure 11.16b represents BOP (U) as a
function of the buffer size with a burstiness factor B = 4. Other performance
measures which involve the fluid level (such as the probability density of the
buffer occupancy) can be computed as well, but they require the computation
of a matrix exponential for each sample point. The considered model has 180
states and its solution takes less than 15 seconds on a 400Mhz machine. The so-
lution algorithm has been implemented in C, using full matrix encoding. Better
performance should be possible by using mixed full and sparse matrix encoding.
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Chapter 12

Comments and Critics

12.1 Open problems related to the eFSPN for-

malism

One of the most clear problem of eFSPN formalism is the lack of “real systems”
examples which motivate the introduction of the proposed extensions. As a
matter of fact, the extensions of the formalism have been motivated more by
the possibility of being able to write the equations, rather than by the necessity
to solve some specific problem. Stochastic fluid transfer arcs, for example, are
a very powerful primitive which allows to transfer a random amount of fluid
from a place to another. Even if someone may think about some features of
a real system which requires this device to be modelled correctly, in practice
its applicability result limited. This is not a new problem. Many of the FSPN
extensions proposed in the literature have not obtained the success they deserved
due to this problem.

Another confusing problem of the eFSPN formalism is the lack of ”orthog-
onality”. The fact that, for example, random weights can only be associated
with discrete arcs that ending fluid places, makes the use of this feature a bit
confusing. Complete orthogonality of the primitives should indeed be possible,
but it would complicate the enabling and firing rules of timed and immediate
transitions. Research in this direction should be carried out in order to define
proper enabling and firing rules that correctly consider interaction of discrete,
continuous and random variables.

Regardless the motivation of the proposed extensions, the really interesting
feature about the eFSPNs is the ability to capture in a single, conceptually sim-
ple matrix all the features which cause a change in the continuous components
during a discrete transition. Matrix Q(x,y) collects all the probability qij(x,y)
of jumping from marking M = (mi,y) to marking M ′ = (mj ,x). The integral
over all the continuous space, considers all the possible fluid level y from which
a jump can occur. Dirac’s deltas are used to select the effective fluid markings
from which and to which a transition can lead.
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Figure 12.1: A production line
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Figure 12.2: An incorrect FSPN model of a production line

12.2 Problems common to both FSPNs and eF-
SPNs.

FSPNs and eFSPNs lack the consideration of fluid conservation laws. In both
models fluid is continuously transferred by fluid arcs, and not by transitions.
Timed transitions are only used as switches to enable or disable the flow across a
fluid arc. This interpretation causes problems only when some of the fluid places
are at the boundary. As long as none of the fluid places is empty or completely
full, the dynamics are completely described by the model. But when the fluid
level in a place reaches a boundary, the flow is simply stopped by setting its
rate to 0. This is a “local” event that does not directly influences the flow rate
of the other fluid arcs.

In practice, this is usually not the case. Let us consider a model of a pro-
duction line (see Figure 12.1). When one buffer is empty, the production rate
of all its downstream nodes should be reduced accordingly. This feature is not
directly implemented in FSPNs or eFSPNs. A model like the one presented in
Figure 12.2, does not correctly implement the production system of Figure 12.1.
If the user wishes to model the real flow of parts through the production line,
he has to explicitly model what happens when some of the buffers are empty by
using marking dependent flow rates. Figure 12.3 represents a FSPN correctly
modelling the production line.

The worst aspect of this problem is that models may not correspond to the
user expectations. A user would expect that the model presented in Figure 12.2
correctly represents the production system of Figure 12.1, without having the
need of marking dependent flow rates as in Figure 12.3. This problem is not
new: it has been known since the introduction of FSPNs. The motivation for
which this problem has always been “forgiven” (or “forgotten”) is that, without
considering it, the equations are easier to write. Researchers in FSPNs have
always preferred to address the analytical tractability before considering the
semantic elegancy of the models. The problem of correctly implement the fluid
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Figure 12.3: A correct FSPN model of a production line

conservation laws has always be postponed to further works. This is also the
reason for which this problem has not been considered in this work.

Another big limitation of FSPNs and eFSPNs is that, though equations can
be written for every model, usually they can only be solved in very simple
situations. To the best of our knowledge, the numerical technique (shown in
Chapters 5 and 6), can only solve systems having either a single fluid place and
thousands of discrete markings, or two fluid places and tens of discrete states.
Without using special “tricks”, such as the ones used in Section 9.1, none went
beyond those limits so far. In any case, the actual numerical techniques make
it impossible to get beyond three fluid places.

Nevertheless, as proven in Chapters 9, 10 and 11, many practical applications
can be effectively modelled using only one or two fluid places.

12.3 Possible future directions

The problem fluid conservation could be solved by introducing fluid transition
in FSPN. This solution has already been adopted in CPN and HPN [8]. Despite
concrete results have not been published yet, some proposal in the direction of
including fluid transitions in FSPNs have been made by several researchers.

Following [8], a possible idea consists in making the fluid transitions actually
transfer the fluid along the places. When one of the input fluid places is empty,
then the transition flow rate changes accordingly. In this case arcs connecting
fluid transitions to fluid places would be labelled with a “multiplier” that simply
multiplies the fluid produced by a fluid transition by a factor. This multiplier can
be used to model chemical production systems, where the quantity of compound
produced is proportional to the input reagents throughout fixed constants. Fluid
transitions may be controlled by the discrete part of the marking using guards,
inhibitor and test arcs. Test arcs are the counter part of inhibitor arcs: a
transition is enabled if the place to which it is connected thorough test arcs
contain at least as many token as the weight of the arc. Unlike input arcs, test
arcs do not change the marking of the places when the associated transition
fires. In this way, test arc can also connect discrete places to fluid transitions.
This would represent a more elegant solution to the “token conservation rule”
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used in HPN and CPN models.
Analysis of model including fluid transitions should be very similar to the

analysis of eFSPN. They differ only in the boundary conditions. The equation
of stochastic process underlying a model with fluid transition should be:

(

∂π(τ,x)

∂τ
+
∑

cl∈Pc

∂(π(τ,x)R(cl,x))

∂xl

)

V (x) =

∫ ∞

0

π(τ,x)Q(x,y)dy (12.1)

π(0,x) = 1(m0)
∏

cl

δ(xl − x0(cl)),

that is, the same equation that describes a eFSPN (Equation 3.13), with two
differences:

• The definition of R(cl,x) should be far more complex than the one shown
in Equation 3.1, since it should explicitly consider how the flow rates
changes when boundary are reached by some fluid places.

• Matrix V (x) should be dependent on the continuous part of the marking,
in order to allow immediate transitions to depend upon the fluid marking
of continuous places.



Chapter 13

Conclusions

In this work we have presented a performance evaluation formalism, called
“Fluid Stochastic Petri Nets”, together with some of its extensions. Several
analytical, numerical and simulative solution techniques have been proposed.
The modelling power of the language has been proven by several applicative
examples of software, production and communication systems that have been
successfully modelled with FSPNs.

A lot of work is still in progress, and many research directions are still
open. As it has been pointed out in Chapter 12, the language itself has still
some semantic problems that must be solved. Many features of the extended
eFSPN formalism have not been exploited yet, and new applications to different
scientific field, like economy or chemistry should be explored as well.

A mayor work should be carried out in the solution aspects of the models.
Current solution techniques can solve only small models. The hope is to be able
to find out some “product form” like solution which could allow to increase the
maximum number of continuous components. Approximate solutions are also
another possible direction that has not been explored yet.

Though still a lot of work must be done in this field, the FSPN formalism has
now successfully obtained a clear identity. It has been able to solve problems
that could have not be approached with other standard discrete techniques, and
its great power will be revealed even more in the next few years, now that much
more researchers have started working with this formalism.
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