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Chapter 1

Introduction

The term Model-Based Diagnosis (MBD) refers to an area of Artificial Intelligence which

tackles the problem of diagnosing automatically the failures of a given system (in general

a designed artifact, see [Hamsher et al., 1992, Console and Friedrich, 1994]).

The basic idea of the MBD consists in exploiting a (qualitative) model of the system (i.e.

a representation of the system behavior) along with some form of reasoning in order to

infer a set of possible explanations of the (anomalous) observed behavior of the system.

These explanations are in general expressed in terms of the health status of the system

components and are sufficient to motivate the discrepancy between the expected, nominal

behavior of the system and the observed one.

It is worth noting that the diagnosis is in itself a hard task, in fact the solution space

to search is exponential in the number of system components and, in general, real-world

systems include a large number of components. Moreover, solving a diagnosis problem

does not imply to find just a possible explanation; in fact, for properly reacting to an

anomalous behavior, one should know all the possible explanations for that anomaly. In

many cases the number of possible explanations may be very large, thus the diagnosis must

determine the explanation (in general a set of possible explanations) which represents the

best explanation w.r.t. some preference criterion (e.g. minimality of assumed faults), or

the most probable explanation(s) when probabilistic techniques are used. Therefore, it is

easy to see that the diagnosis is a computationally expensive task.

Inside the A.I. community, first attempts to face automatically diagnosis are the so-

called rule-based systems (or expert systems), which exploit the knowledge of human ex-

perts about a specific domain (e.g. the Mycin expert system [Buchanan and Shortliffe, 1984]

designed to diagnose infectious blood diseases and recommend antibiotics). However, such

a kind of approaches has to cope with some critical issues: first of all, eliciting heuris-

tic rules from expert knowledge is not an easy task; moreover these systems are strongly

domain-dependent and are not easily manageable when the domain evolves and the knowl-

edge has to be revised.

The MBD approach has emerged as a more robust and effective methodology in the

earliest 1980’s. Its roots are in the work [Davis, 1984] by Davis, where the usefulness of

1



CHAPTER 1. INTRODUCTION 2

the knowledge about the system structure and behavior for automatic diagnosis is advo-

cated; while a solid formalization of the MBD has been laid in the foundational works of

Reiter ([Reiter, 1987]) and de Kleer ([de Kleer and Williams, 1987]).

Since then, MBD has drawn the attention of an ever growing number of researchers of

the A.I. community. The initial formal characterizations have been extended to temporal

dynamic systems in a number of alternative ways. For example in [Brusoni et al., 1998]

the authors propose a temporal extension of the classical logical formalization, whereas

other approaches advocate the adoption of discrete-event methodologies such as au-

tomata ([Sampath et al., 1995, Sampath et al., 1996]) and Petri Nets ([Fabre et al., 1998,

Genc and Lafortune, 2003]).

Observe that the MBD approach does not impose a specific language for representing the

system model in fact, besides the logical formalism, alternative solutions such as Quali-

tative Deviations and Qualitative Differential Equations, Process Algebras and Bayesian

Networks have also been explored (see e.g. [Struss et al., 1996], [Panati and Theseider Dupré, 2001],

[Console and Ribaudo, ], [Lucas, 2001]). In Chapter 2 we will discuss some recent works

on MBD of dynamic systems connected to the topics discussed in this thesis.

More recently, the researchers are focusing their attention on the problem of endowing

a system with some form of autonomy by integrating the diagnosis task with other activ-

ities, such as monitoring and re-planning. In particular, the term autonomic computing

has been coined in the IBM Manifesto [Horn, 2001] (2001) in the context of the Infor-

mation Technology industry. The ultimate aim of the autonomic computing is to create

self-managing computers networks which are able to adjust themselves to varying (un-

expected) circumstances. The concepts introduced in the IBM Manifesto can be applied

to different kind of systems, not only to the computers networks. In general an auto-

nomic system is characterized by a number of self-* capabilities (e.g., self-organization,

self-healing, self-protection and so on) by means of which it is able to properly react to

unexpected events (e.g., faults) and to overcome the issues they arise.

The growing interest in the autonomic systems is due to the fact that, in many real cases,

a system can not be directly controlled by a human user, as the human presence may be

highly expensive or simply impossible; consider for example the case of space probes or

planetary rovers. Nonetheless, these systems must be robust, i.e. they must be able to

radically reconfigure their-selves in response to failures in order to navigate around these

failures.

Thus, it is not so surprising that NASA’s researchers have addressed in a number of works

(e.g., the Livingstone’s architecture [Williams and Nayak, 1996] and the Remote Agent

Experiment [Muscettola et al., 1998, Pell et al., 1998]) the problem of establishing a “vir-

tual presence” on board of space missions which aim at exploring the Solar System.

In [Williams and Nayak, 1996, Muscettola et al., 1998, Pell et al., 1998] this presence is

achieved by means of a closed loop of control feedback (control loop for short), which

integrates different activities such as real-time monitoring and control, constraint-based

planning and scheduling, robust multi-threaded execution, and model-based diagnosis and



CHAPTER 1. INTRODUCTION 3

reconfiguration. Observe that a closed control loop is one of the basic concepts applied

in the autonomic systems; in fact the control loop is the mean through which the system

autonomously tries to keep its working parameters within a desired range.

It is worth noting that in the works on the Remote Agent Experiment and Livingstone

many challenging aspects are considered. First of all, the systems to be diagnosed are

dynamic, that is, the systems have an internal status which changes over time. Moreover

they are just partially observable, this means that the monitoring process can not trace a

precise representation of the system status, instead the monitoring process can estimate

a set of alternative system states know in literature as belief state. For example, in

[Kurien and Nayak, 2000] Kurien and Nayak advocate a probabilistic belief state, which

maintains just the most probable system states, while all the others are disregarded. Of

course, since the actual system status may fall out of the belief state, the author propose

a backtrack mechanism.

Apart the aerospace domain addressed by the NASA works, there are many other

domains where a team of cooperating agents execute concurrent tasks. Consider for ex-

ample, RoboCup competitions ([Asada et al., 1998]), the field of open collective robotics

([Drogoul and Picault, 2000]) and the development of multiple Unmanned Ground Vehi-

cles (UGVs) teams ([Durfee, 1999]).

So far we have mentioned approaches where the diagnosis of a component based sys-

tem is performed by a single diagnostic agent. However there are some recent works by

ten Teije et al. (see [Roos et al., 2002a, Roos et al., 2003, Roos et al., 2004]) where the

diagnosis of a component-based system is performed by a team of cooperating diagnostic

agents. More precisely in these works the consistency-based and the abductive definitions

of the model-based diagnosis are extended to the Multi-Agent setting. The given model

of the system is decomposed into a set of sub-models. Each sub-model describes the be-

havior of just a portion of the system. In this scenario each diagnostic agent holds just

a sub-model, thereby no one has a global view of the system model. While each agent is

able to infer local diagnoses which explain the behavior of a specific portion of the system,

these local diagnoses may be not globally consistent. To this end, in [Roos et al., 2004] a

communication protocol for achieving a global diagnostic agreement has been discussed.

While in [Roos et al., 2002a, Roos et al., 2003, Roos et al., 2004] a Multi-Agent ap-

proach is used for solving a diagnostic problem, in other approach the Multi-Agent sys-

tem (MAS) is the system to be diagnosed. In fact in many real cases, a complex task is

decomposed into subtasks each of which is solved by a specific intelligent agent, either

software or robotic. That is, the original task is solved by means of a team of cooperating

agents.

Distributing a task among cooperating agents offers several advantages: the agents

can pursue different goals in parallel with substantial computational benefits, distributed

resources are more efficiently used since they can be accessed simultaneously and finally,

multi-agent systems reduce the risk of a single point of failure.
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However, to take full advantage from the MAS setting new models of distributed

computing are required. Cooperative distributed problem solving (CDPS) is the subfield

of MAS that is concerned with how large-scale problems can be solved using teams of

cooperative agents. As pointed out by Carver and Lesser in [Carver and Lesser, 2003],

CDPS presents a number of challenges to deal with. First of all, decomposing a task in

a number of sub-tasks may be expensive and this cost may reduce the benefits coming

from the decomposition. Even when a task is easily decomposable (e.g. it is naturally dis-

tributed as a Telecommunication Network, see [Pencolé and Cordier, 2005]), the resulting

sub-problems may not be completely independent of one another; it follows that the agents

need to communicate during the phase of problem solving in order to reach local solutions

which are globally consistent. Also the inter-agent communication can be a critical issue

as it is a time consuming activity and the number of exchanged messages may nonlinearly

grow as the number of cooperating agents grows (see e.g. [Kalech and Kaminka, 2003]).

In [Carver and Lesser, 2003] the CPDS technique has been deeply analyzed in the con-

text of two task: the distributed sensor interpretation (DSI) and the distributed diagnosis

(DD). From this work emerges that a complete CPDS strategy must define:

- Coordination Strategy, a communication protocol used by the cooperating agents

- Local Strategy of problem solving, which specifies how each agent can locally solve a

sub-task

- Global Strategy of problem solving, i.e. how building a global solution from the local

ones

A more interesting result of the work [Carver and Lesser, 2003] concerns the study of

performance metrics about the CPDS technique; this study leads to the conclusion that a

strategy of distributed problem solving is really effective when the number of cooperating

agents is small1 and the local solutions can be usefully exploited for computing the global

solution. In fact, in many real cases the local solutions are not guaranteed to be globally

correct, in these cases the agents need to heavily cooperate during the problem solving

phase. Only when the domain is (nearly) monotonic (i.e. when the previous results do not

significantly change as additional information is acquired), the agents can locally compute

partial solutions which are also globally consistent and thus useful for computing a global

solution for the original problem.

It is worth noticing that these results are not as negative as they first appear; in fact they

do not impose a limit in the number of agents which are part of the MAS. These results

rather suggest that a MAS is an effective solution when it is structured so that a small

number of agents need to cooperate. In other words, instead of viewing the MAS as a

whole, the MAS can be viewed as consisting of independent subsystems, each of which

involves subsets of five/ten interacting agents. Thereby, agents belonging to different

subsystems are one another independent.

1Just ten cooperating agents may be a too large team.
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As pointed out in [Carver and Lesser, 2003], there is a wide variety of potential ap-

plications of MAS such as vehicle traffic monitoring and control, detection and diagnosis

of faults in computer and telecommunication networks, information retrieval from dis-

tributed information sources, situation assessment for decision support tools and so on.

The MAS scenario we focus on is the execution of a Multi-Agent Plan (MAP), character-

ized by the presence of interacting concurrent actions. The reason of this choice is due to

the fact that in realistic planning environments the planning execution is often distributed

and performed by concurrent agents.

Also in a MAP setting the closed control loop involves different activities. A first problem

concerns the developing of innovative planning techniques (such as the ones introduced

in [Boutilier and Brafman, 2001] by Boutilier and Brafman) to define a global plan where

actions that can be executed concurrently are distributed among the team of cooperating

agents.

Apart from synthesizing a multi-agent plan, another critical problem is represented by the

actual plan execution in the real world. As discussed in [Birnbaum et al., 1990], the suc-

cessful execution of a plan is threatened by domain-dependent, unexpected events which

may cause the failure of some actions. Plan threats may be faults in the physical/software

functionalities of the agents (see e.g. [Micalizio et al., 2004], [Wittenven et al., 2005]) or

coordination failures such as the disagreement among a subset of agents in

[Kalech and Kaminka, 2003] and the agent competition for the resource access in

[Micalizio et al., 2006b].

A planner coping with any particular class of domain dependent threats has a choice of

either (1) attempting to prevent the threats, or (2) attempting to deal with threats indi-

vidually as they arise ([Birnbaum et al., 1990]).

Observe that the occurrence of some classes of plan threat may be avoided at planning

level, but the planner can not in general prevent or anticipate all the classes of plan threat.

For example in [Wittenven et al., 2005] Roos et al. deal with plans which are assumed to

be free from coordination failures (e.g. competitions for accessing the resources), whereas

the occurrence of faults can not be avoided and they are handled during the plan execution.

Also the alternative of considering conformant planners (see e.g. [Cimatti and Roveri, 2000])

does not seem feasible due to computational costs; in fact a conformant planner should

anticipate all the possible plan threats, this task could be very complex since real-world

plans include many actions and each of them can fail in more than one way. In particular,

for a conformant planner the occurrence of (unexpected) interactions among the executors

may be a very challenging issue to deal with.

Therefore, we can not prevent the occurrence of plan threats and we can not completely

anticipate them at planning level. It follows that the execution of the plan can not be

a “blind” process, rather the plan execution needs to be accurately on-line monitored in

order to detect anomalies (i.e. discrepancies between the nominal plan progress and the

actual observed one) as soon as they occur.

Moreover, in real-world domains, due to usability requirements, the plan execution has
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to be robust, that is, the execution must be fault tolerant. This means that the system

should be able to react to unexpected events (e.g. by performing of a re-configuration

step) and reach the plan goals despite the occurrence anomalies. However, the phase of

adaptation of the system must be driven by the root causes of the unexpected events.

Therefore detecting an anomaly it is not sufficient; the anomaly has also to be explained

by a diagnostic interpretation, which singles out the plan threat(s) responsible for that

anomaly.

Given such a diagnostic interpretation, a human supervisor, as well as other modules, can

adjust on-line (if possible) the original plan by re-planning/re-scheduling some actions

taking into account the possibly faulty status of the agents. In this way, the control loop

over the plan execution is closed, and the original plan goals can be achieved despite some

unexpected events have occurred.

Some recent works (see e.g. [Roos and Witteveen, 2005a, Roos and Witteveen, 2005b,

Wittenven et al., 2005, de Jonge et al., 2005, Kalech and Kaminka, 2003],

[Kalech and Kaminka, 2005b, Kalech and Kaminka, 2005a]) have addressed the problems

of on-line monitoring and diagnosing a MAP. These works demonstrate that there is an

increasing interest in the MAP scenario, and propose a number of alternative approaches.

However some of these approaches impose limiting assumptions. First of all they consider

atomic actions; then they do not explicitly model the faulty behavior of the actions, so

when an action failure occurs the monitoring is unable to predict the current status of a

portion of the system (the monitoring is incomplete). Moreover they impose a concurrency

requirement, which prevents the concurrent execution of actions which require the same

resources.

The main focus of this thesis is to develop novel Model-Based techniques for the

problems of on-line monitoring and diagnosis of a MAP, which extends the previous

approaches.

First of all we are interested in dealing with not atomic actions. In particular, we aim at

modeling not only the nominal behavior of the actions but also the anomalous one. Thus,

a first issue we have to cope with regards the construction of the system model. In fact,

the model of the must be efficiently adapted according to the actions currently performed

by the plan executors. To this end, we use a compositional mechanism developed in

previous model-based approaches. In particular, we show that:

1. the compositional mechanisms developed for the construction of the model of a

component-based system can be exploited for modeling not atomic actions;

2. the action models, obtained by composition, are useful for the monitoring and di-

agnosis purposes.

By means of a compositional strategy we intend to promote the reusability of the system

knowledge, and the adaptability of the model to teams of heterogeneous plan executors.

Moreover we have to consider that the environment where the MAP is executed is, in

general, just partially observable. The partial observability of the system has an impact
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on the accuracy of the result of the monitoring phase. In fact the monitoring is just

able to estimate a belief state i.e., a set of alternative system states. Observe that a

belief state may contain a very large number of states, in fact we intend maintain all the

predicted state not just the most probable, thereby we have the problem of how efficiently

representing highly ambiguous belief states.

Dealing with possibly highly ambiguous belief state has a significant impact on the

accuracy of the inferred diagnoses. Furthermore, since the effects of a failure may be

detected after a while, the diagnosis could be inferred by considering a history of recent

belief states (see [Micalizio et al., 2006b]).

So far, previous works in literature have proposed solutions to the diagnosis of a MAP,

where unexpected interactions among plan executors are not allowed. As said above, these

approaches impose that the MAP to be monitored satisfies a concurrency requirement.

In this way the relations among the plan executors are fixed in the MAP, as well as the

relations among the components of a (component-based) system are fixed in the system

model.

In this thesis we propose more general solutions where the demanding requirement on the

concurrency is released. As a consequence, interactions among plan executors must be

handled at execution time. This means that the diagnosis task becomes more complex

since the failure of an action may be consequence not only of a fault but also of a harmful

interaction.

Moreover, due to the existence of interactions among actions, the failure of an action may

potentially affect many other actions of the original plan.

It worth noting that the dynamics of the system imposes also that a diagnosis is computed

as rapidly as the system evolves, that is, there is an on-line requirement in the computation

of a diagnosis.

In addition to that, we are interested in providing diagnoses expressed in high-level

terms. High-level diagnoses have essentially two advantages:

1. they are more easily understood by humans beings, as well as other modules;

2. they hide the possibly highly ambiguous belief states inferred during the monitoring

phase. In particular, they highlight which combination of plan threats caused a

detected anomaly.

Therefore we have to devise a diagnostic process taking into consideration this further

requirement.

Finally, in this thesis we are also interested in assessing whether the theoretical results

provided by Carver and Lesser apply to the multi-agent scenario we consider. In partic-

ular, we intend to demonstrate that, when the MAP is not considered as a single system

but it is decomposed into sub-systems, both monitoring and diagnosis can get benefits

from a computational point of view. This means that we must be able to capture and

exploit the actual interdependencies among the plan executors at runtime.
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The thesis is organized as follows.

Chapter 2 In this chapter we describe some recent approaches to the problems of diag-

nosis and monitoring which deal with distributed or multi-agent systems.

Chapter 3 An illustrative example describes what we intend for a MAP and for plan

threats. This example highlights the main critical aspects regarding the monitoring and

the diagnosis of a MAP.

Chapter 4 A preliminary architecture of a system supervisor is discussed. In this chap-

ter we make some assumptions on the activities of planning and scheduling, which are

essential steps for the definition of the MAP to be diagnosed.

Chapter 5 In this chapter the basic entities of a MAP are isolated and modeled as com-

municating automata.

Chapter 6 The chapter focuses on a centralized approach to the on-line monitoring task.

First the methodology for building a global system model from the models of the basic

entities is formalized. Then the use of the global model for the monitoring purpose is

described.

Chapter 7 Since the centralized monitoring presents some limitations, in particular as

concerns the scalability of the approach, in this chapter a distributed approach to the

monitoring, which overcomes the issues of the centralized one, is proposed.

Chapter 8 In this chapter we advocate the necessity of an high-level diagnostic interpreta-

tion, which hides the ambiguity maintained in the belief states inferred by the monitoring

phase. The basic idea consists in providing a human user, as well as other modules, with

explanations expressed in high-level terms.

Chapter 9 In this chapter we briefly describe a graphical user interface by means of

which we show the results inferred by the monitoring and by the diagnostic interpretation

to a human user. In this way the human supervisor is able to figure out how the system

is evolving and how (if required) she/he can adjust the current MAP.

Chapter 10 In this chapter some experimental results concerning the computational time

of the activities of monitoring and diagnosis and the quality of their results are discussed.

Chapter 11 In this chapter we describe a preliminary architecture where the control loop

over the execution of the MAP is automated. In particular, in this chapter we highlight

the relevant role of the monitoring and of the diagnosis tasks within such a control loop.

Chapter 12 summarizes the contributions of the thesis and the research perspectives it

opens.



Chapter 2

State of the Art on Intelligent
Monitoring and Diagnosis

The problem of detection and isolation of failures in large, complex systems has received

considerable attention in the literature of reliability engineering, automatic control and

artificial intelligence and a wide variety of approaches has been proposed. Reliability

engineers have proposed fault trees (see [Liu and McDermid, 1996, Dugan et al., 1999]);

while control system researchers have proposed approaches based on the analytical resid-

ual methodology (e.g. see [Frank, 1990]) which adopts a mathematical model of the

system. Finally, expert systems and model-based reasoning schemes have been proposed

inside the artificial intelligence community. While the expert systems have revealed to

be an effective solution in many cases, in some approaches they have to deal with some

critical issues: first of all, eliciting heuristic rules from expert knowledge is not an easy

task; moreover, the expert systems are strongly domain-dependent and are not easily

manageable when the domain evolves and the knowledge has to be revised.

Model-Based approaches to diagnosis (MBD) emerged, in the earliest 1980’s, as a more

robust and general methodology. Its roots are in the work of [Davis, 1984], where the

usefulness of the knowledge of the structure and behavior of the system for automatic di-

agnosis is advocated; a solid formalization of the MBD has been laid in the foundational

works of Reiter [Reiter, 1987] and de Kleer [de Kleer and Williams, 1987].

Since then, MBD has drawn the attention of an ever growing number of researchers of

the A.I. community. In particular, MBD has been applied to component-based systems,

such as digital circuits (see e.g. [Reiter, 1987], [de Kleer and Williams, 1987],

[Hamsher et al., 1992]). The underlying assumption of these approaches is that the be-

havior of a system can be explained in terms of the behavior of its components, and

possibly by their operating conditions (see e.g. [Torasso and Torta, 2005b]). In this case,

the model of the system highlights the internal architecture of the system itself describing

how the components are correlated one another according to their input/output connec-

tions. Moreover, the system model describes (qualitatively) how the failure of a compo-

9
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nent affects other components. To this end, a set of behavioral modes is associated with

each component; one of them represents the nominal status (OK mode) whereas the other

behavioral modes refer to faulty states representing degraded or unavailable functionality

of the component. The occurrence of a specific failure (or a family of failures) in a com-

ponent is modeled as a not nominal mode of the component itself. The diagnosis thus is

expressed as an assignment of behavioral modes to all the system components.

Moreover, in these early approaches the system to be diagnosed has been considered as

static, that is, the diagnostic inferences are performed off-line, when the system is no

longer working. Observations on the system behavior can be gathered while the system is

working, however they are used a posteriori when the system is stopped and the diagnostic

inferences are activated. In same cases the diagnoses can be refined by performing further

tests. More precisely, assuming that the health status of the system can not change, a

system diagnosis can be inferred by means of an iterative procedure where the explana-

tions previously inferred are refined by performing further tests on the behavior of the

system. Of course these assumptions result to be restrictive in many practical domains.

From the 90’s, the researchers are focused on the problem of extending the original

MBD formalization to the temporal dimension. Considering the temporal dimension

makes diagnosis significantly more complex as concerns both conceptual and practical

aspects. Thus the proposed solutions to the temporal MBD make some assumptions

which simplify the task. These assumptions regard the time-ontology and the temporal

phenomena to consider for properly modeling the system at hand. In [Brusoni et al., 1998]

Brusoni et al. propose a general characterization of the temporal MBD, which provides a

reference definition for the problem and a clear characterization of the space of alternative

approaches. In this way, different approaches can be cast into the framework which can

be used as a common ground for comparing them.

As discussed in [Brusoni et al., 1998], the temporal diagnosis can be classified into five

classes w.r.t. the considered temporal phenomena:

1. Atemporal diagnosis. In this case all the temporal aspects are disregarded. Two

cases can be considered:

- Single-snapshot: diagnosis is performed on the data gathered by taking into a

single snapshot of the system behavior.

- Symptom-collection: a set of symptoms is collected in a temporal window and

then a the diagnosis is inferred on such a set of symptoms.

2. State-based diagnosis: the diagnosis is performed considering several snapshots taken

during a temporal window (see e.g. [Malik, 1997]).

3. Time-varying diagnosis: faults can change over time but temporal/dynamic behav-

ior of the system is not taken into account, that is, transitions from one faults to

another or from normality to faults are weakly modeled; e.g. the model distinguishes
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possible and impossible transitions but it does not express which temporal conditions

make the system change from one to another fault (see e.g. [Williams and Nayak, 1996]).

4. Temporal diagnosis: the assumption is that some fault(s) occurred in the system

but that faults cannot change over the temporal window during which diagnosis is

performed (see e.g. [Mosterman and Biswas, 1999]).

5. General temporal diagnosis: In this cases both the temporal/dynamic and time-

varying behavior of a device are modeled and taken into account in the diagnostic

process.

Moreover we have to observe that the temporal dimension is not completely disjoined

by the formalism used for representing the system model. In fact, since the MBD ap-

proach does not impose a specific language for representing the system model, different

formalisms have been adopted. For example, a dynamic system could be seen as discrete

event system and modeled by means of finite state machines ( e.g. [Sampath et al., 1995,

Sampath et al., 1996]) or Petri Nets (see [Fabre et al., 1998, Genc and Lafortune, 2003]

). Other alternative formalisms are Qualitative Deviations ([Struss et al., 1996]) and

Qualitative Differential Equations ([Panati and Theseider Dupré, 2001]), Process Alge-

bras ([Console and Ribaudo, ]).

Finally, while the off-line diagnosis of a static system is, in general, constrained by

weak temporal requirements, the temporal diagnosis must satisfy the very challenging

requirement to be performed on-line; that is, while the system is still operating possibly

in a faulty way. This means that the on-line diagnosis must be efficient: a diagnosis must

be inferred as soon as possible in order to perform some repair or reconfiguration action.

The model-based techniques have demonstrated their effectiveness in many applicative

domains (see for example the diagnosis of Telecommunication Networks in

[Pencolé and Cordier, 2005], the Remote Agent experiment [Muscettola et al., 1998] and

the on-board diagnosis of automotive systems [Cascio et al., 1999b, Cascio et al., 1999a]).

In this chapter we will briefly describe those recent Model-Based approaches to diag-

nosis and monitoring which deal with spatially distributed systems or with multi-agent

systems. These works give an overview on the more robust and widely used MB tech-

nologies, which are currently proposed in literature; thus it is interesting comparing them

against our proposed solutions.

In the first part of the chapter we consider approaches based on dynamic component-based

systems, while in the second part we discuss approaches based on (dynamic) multi-agent

systems.
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2.1 Diagnosis of dynamic component-based systems

In this section we consider some recent approaches to the diagnosis of dynamic component-

based systems; i.e. solutions for the problem of the on-line diagnosis. In particular we

can single out three main types of approaches:

- stated-based, where the diagnosis is computed just considering the observed state

of the system under consideration, at each single time instant, regardless of the

behavior of the system over time.

- simulation-based, the diagnosis is computed relying on the temporal behavior of the

system, that is, considering how the system transits from a state to the next one.

- compiled-based, a system model which includes the temporal behavior of the system

itself is computed (i.e. compiled) off-line, before the on-line diagnosis starts.

In the following of this section we will discuss each of these kinds of approaches.

2.1.1 State-Based Diagnosis

A first type of approaches to the diagnosis of a dynamic system consists of the so called

state-based approaches (see e.g. [Struss et al., 1996, Malik, 1997, Struss et al., 1997]).

This family of approaches advocates diagnosis methodologies based on qualitative, static

models. These models do not represent the behavior of the system over the time (i.e.,

how the system evolves) rather they represent the system behavior, usually by means

of differential equations, at any given time point. The diagnosis is therefore computed

by checking the consistency (consistency-based diagnosis) of the observed states at each

time instant without considering possible relations between two subsequent states, i.e.

disregarding the dynamic aspect of the system under consideration.

The rationale of these approaches stems by the following two considerations

1. in some cases it not possible to build a model of the system which allows to predict

the next system status (i.e. the simulation step)

2. there are not sufficient measurements (observations) on the system components or

contextual conditions

For example, in [Struss et al., 1997] Struss et al. take into consideration the problem

of diagnosing the anti-lock braking system (ABS) which consists of an hydraulic system

(four valves, two brake cylinders, . . .) and an electrical circuit (involving sensors). It is

worth noticing that there is no sensor in the hydraulic system; the available observations

are related to the behavior of the wheels and the pedal, and they are inherently vague and

qualitative. Moreover contextual conditions, such as road and tire conditions and vehicle

load, are not measurable, and therefore there is not sufficient information to predict
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the system behavior. Under these conditions Struss et al. (see also [Struss et al., 1996,

Malik, 1997]) state that, in theory and practice, checking only the observed states (rather

than the temporal behavior) for consistency with the device model often suffices to obtain

the desired diagnostic results. Moreover assuming that, at any given time point, all the

state inconsistencies are observed and that the sequence of observations are gapless, i.e.,

does not miss an actual state, the state-based diagnosis is equivalent to the simulation-

based (see later) w.r.t. their results. But, of course, state-based diagnosis is more efficient.

However, as we discuss in the next section, the state-based diagnosis may return a large

number of alternative diagnoses. In the worst cases it may happen that the nominal mode

of each component is consistent with a faulty behavior of the system.

2.1.2 Simulation-based Diagnosis

A second kind of approaches to diagnosis of dynamic, component-based systems are called

simulation-based (see [Panati and Theseider Dupré, 1998, Panati and Theseider Dupré, 2001,

Muscettola et al., 1998, Williams and Nayak, 1996]). In fact these approaches, conversely

to state-based, advocate the necessity of modeling the temporal behavior of a dynamic sys-

tem in order to diagnose it. That is, the simulation-based approaches consider transitions

of the system from a state to another rather than on single states as in the state-based

approaches.

Essentially, given a model of the system which models how the system behaves over

time, a simulation-based approach behaves as follows:

1. gather observations about the actual behavior of the system

2. predict the expected behavior of the system based on its model

3. infer potential diagnoses from the discrepancies detected between the predicted and

the observed behavior

Of course, in a dynamic system all these three steps must performed at each time instant,

and in many real cases there exists a time threshold by which the diagnosis task must be

completed.

In [Panati and Theseider Dupré, 1998] a direct comparison between state-based and

simulation-based diagnosis is discussed. From this comparison emerges that the condi-

tions under which a state-based approach is equivalent to a simulation-based one are

too restrictive to be applied in the real domains. These conditions, in fact, include

the assumption that the system behaves continuously and that temporal constraints

are the same for all the behavior modes. On the contrary, the simulation-based ap-

proaches are able to deal with discontinuities in the behavior associated with abrupt

faults (i.e., the sudden transition of a component from the nominal behavioral mode

to a faulty mode). Thus, in the simulation-based approaches the system model speci-

fies how the components can evolve in a not nominal behavioral mode. That is, given
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a system component, a corresponding model (e.g. see the Mode Transition Graphs in

[Console et al., 1994]) specifies in which conditions a mode transition can occur. As dis-

cussed in [Panati and Theseider Dupré, 1998], this additional knowledge, which charac-

terizes the dynamics of a fault, can significantly reduce the set of solutions with respect

to state-based diagnosis, even under limited observability of the system.

The simulation-based approaches have proved to be more practical and robust than

the state-based ones. Just for mentioning some relevant works we can consider the Re-

mote Agent experiment [Muscettola et al., 1998, Pell et al., 1998] and the Livingstone

architecture [Williams and Nayak, 1996, Kurien and Nayak, 2000]. In these approaches a

(nondeterministic) model of the system under consideration (e.g. the propulsion system

of a space probes in [Kurien and Nayak, 2000]) is exploited to predict the behavior of

the system at each time instant. In particular, the prediction step should enumerate all

the possible states in which the system could be, i.e. the prediction should determine

a belief state. In [Kurien and Nayak, 2000] Kurien and Nayak point out that, due to

the non-determinism of the system model, the state space is very large, thus a complete

enumeration is implausible. For this reason they advocate to track just an approximation

of the real belief state, whose computation does not require a complete enumeration of

the state space, rather just the most likely portion of the belief state is tracked at each

time point. Observe that this approximation is efficiently performed and it is at the basis

of both the Remote Agent and the Livingstone architecture. Qualitative Model-Based

techniques can be applied for explaining discrepancies between the predicted belief state

and the available observations as discussed in [Muscettola et al., 1998].

However, it may happen that the actual status of the system falls outside the tracked

belief state and the error in the approximation may become arbitrarily large. In this

case, the authors propose a backtrack mechanism which brings the actual status of the

system within the current belief state. This backtrack mechanism consists in generating

a new belief state, including the actual status, from a history of belief states, observations

and commands. Therefore the cost of the backtrack, which must be performed on-line,

depends on how large the error is; that is, how back in the history one needs to go.

Since the process of simulation is performed on-line, it must be efficient. To cope with

this issue some works propose a compilation off-line of a model on the system behavior to

use on-line. For example, in [Cascio et al., 1999b, Cascio et al., 1999a] Console et al. take

into consideration the problem of on-board diagnosis of (dynamic) automotive systems.

More precisely the test-bed of their works is the Common Rail fuel delivery system,

which presents a number of challenging characteristics: safety critical, real time recovery,

dynamic feedback with active control, and so on. Console et al. consider that an on-

board diagnostic system must react promptly to anomalies and must be efficient in order

to interpret the anomalies and, more important, to take appropriate recovery actions.

Moreover, the on-board diagnosis must take into consideration that the possibility of

performing tests/probes is very limited. Finally, on-board diagnosis must be inferred

by exploiting very limited computational resources (e.g., the total amount of memory
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available on the Electronic Control Unit of a car was just 64KBytes). In this context

performing on-line simulation is unfeasible. For this reason, Console et al. advocate

the precompilation of the knowledge in terms of fault-trees. This precompilation step is

performed by exploiting an off-board diagnosis strategy, while the fault-trees are efficiently

used for the on-board system. More precisely their approach consists of three steps:

1. determine a set of significant cases that must be faced on-board;

2. run the off-board model-based diagnostic inferences; in this cases the simulation

can be exploited. For each candidate diagnosis a corresponding recovery action is

selected;

3. use a learning algorithm to derive a decision tree from the examples produced in

the previous steps.

The compiled decision tree represents the source of information used during the on-board

diagnosis. A decision tree interpreter can be implemented very efficiently and it does not

require a large amount of computational resources.

However, in some situations the knowledge precompilation is unfeasible. In these cases

(e.g. the monitoring of a MAP in [Micalizio et al., 2004, Micalizio et al., 2006b]) the on-

line simulation can not be avoided. In these cases, the efficiency in the simulation step

is achieved, in general, by exploiting symbolic formalism for knowledge representation.

For example, in [Torasso and Torta, 2003, Torasso and Torta, 2005a], Torta and Torasso

show how a time-varying system can be modeled by means of Ordered Binary Decision

Diagrams (OBDDs), and such a model can be used for the temporal diagnosis purpose.

The main issue of the approaches based on OBDDs is due to the fact that the size of an

OBDD may grow exponentially in the number of the status variables of the model.

2.1.3 Discrete Event Systems

Discrete-event systems (DESs) are qualitative abstractions of continuous dynamic sys-

tems. Each status variable of a DES can assumes values in a finite number of symbolic val-

ues; the behavior of a DES can be described by means of state changes driven by a finite set

of events. DESs are receiving an increasing attention from the AI community and in par-

ticular from the MBD researchers (see e.g. [Pencolé et al., 2001, Schumann et al., 2004,

Pencolé and Cordier, 2005, Lamperti and Zanella, 2002, Lamperti and Zanella, 2003]).

The reasons of this interest stem by the fact that many applicative domains can be easily

modeled as a DES. The model of the system can be subsequently exploited for solving dif-

ferent tasks, e.g., monitoring and diagnosing the system, predicting its behavior, studying

the diagnosticability of the system, and so on. In this section we focus our attention on

the diagnoser approach initially proposed in [Sampath et al., 1995, Sampath et al., 1996].

The diagnoser approach belongs to a further family of approaches to diagnosis of dynamic

systems, that we call compilation-based. In fact, as we will see, a model of the system
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behavior is compiled off-line before the diagnostic task starts, in this way the on-line

simulation step is avoided.

In the preliminary works on the diagnoser ([Sampath et al., 1995, Sampath et al., 1996]),

Sampath et al. propose a scheme for failure diagnosis, using discrete-event models, in-

volving two major steps. First, a discrete-event model of the system is built. In this

phase, the basic idea consists in modeling the system components by means of commu-

nicating automata ([Brand and Zafiropulo, 1983]). Each automaton represents both the

nominal and the faulty behavior of a specific component. A first important advantage

of this approach is that the model of the whole system can be automatically constructed

by composing (i.e. by means of a synchronization step) the models of its elementary

components.

In the second step, the (synchronized) model of the system is exploited for compiling (off-

line) the corresponding diagnoser. The diagnoser is a finite-state machine (FSM) where

each node is labeled with a pair, the first element of a pair represents a system state,

the second element is a list of failures whose occurrence explain the system state. The

edges between nodes define how the system can evolve over time and are labeled with the

observable events (if any).

Once the diagnoser has been compiled, the task of diagnosis becomes extremely simplified,

in fact, whenever an event e is observed the diagnosis consists in following an edge labeled

with e such that from the current node of the diagnoser leads to a new node. This new

node carries information about the system status and the list of occurred failures which

explain it (i.e. a diagnosis).

Even if the diagnoser is a very efficient structure for inferring diagnoses (the entire pro-

cess of failure-hypotheses generation and discrimination carried out by the model-based

reasoners is built-in in the diangoser); this centralized approach suffers from some draw-

backs. First of all the composition of two component models can result in the worst case

as the Cartesian Product of the nodes, this fact as an impact also on the computational

complexity for building the system diagnoser which can be exponential in the size of the

state space of the complete model. Of course these issues can substantially limit the ap-

plicability of the diagnoser since the synchronization of the component models does not

scale up well with respect to the size of a real complex system.

The source of these problems is due to the fact that the model composition is very

expensive and it should not be performed between components which do not interact

each other. To overcome this issue a first extension to the diagnoser approach has been

proposed in [Debouk et al., ] Debouk et al. discuss a decentralized strategy. More pre-

cisely the authors propose to decompose the system into a set of sub-systems called sites.

A local diagnoser is associated with a specific site and has to infer diagnoses just for

that site only. In the proposed architecture the local diagnosers do not interact with one

another, instead they communicate their local diagnoses to a Coordinator, which has in

turn the task of detecting and isolating the failures for the whole system. To do so the

Coordinator can compose the local diagnoses inferred by different diagnosers, however
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since the composition is expensive the Coordinator composes just those local diagnoses

which depend of one another. Therefore special attention is devoted in discussing a coor-

dination protocol which specifies when a local diagnoser has to provide the Coordinator

with local diagnoses and how the Coordinator builds a system diagnosis from the local

diagnoses it has received. While the approach in [Debouk et al., ] is a first step toward

the distribution of the diagnosis process, it is not completely decentralized yet, in fact the

local diagnosers are built from the model of the whole system and therefore the compu-

tational issues raising in the centralized approach proposed in [Sampath et al., 1996] are

not completely avoided in [Debouk et al., ].

A further evolution to the diagnoser approach is discussed in [Pencolé et al., 2001]

and in the most important work [Pencolé and Cordier, 2005]. In these works Pencolé

and Cordier face the problem of diagnosing a Telecommunication Network (TN), domain

which presents some challenging characteristics. First of all, a TN is spatially distributed

and involves a large number of components, therefore building a global system model is

unpractical. Secondly, the occurrence of a failure (primary failure) in a component can

cause the failure of other components (secondary failures); moreover the primary failures

may interfere with one another therefore the propagation of the secondary failures in the

system may change as consequence of the specific combination of primary failures which

have occurred. The failure propagation has two major consequences: (1) a huge number

of observations are sent to the system supervisor and (2) the interference of failures can

cause the masking phenomenon i.e. an amount of failure can not be observed by the

supervisor.

In [Pencolé and Cordier, 2005] a fully distributed approach to monitoring and diagno-

sis by means of diagnosers is proposed. As in [Sampath et al., 1995, Sampath et al., 1996]

the system components are modeled by means of communicating automata; however, in-

stead of composing all the components models and building a model for the whole system,

in [Pencolé and Cordier, 2005] the authors ideally decompose the system into a set of sub-

systems and build a model just for each sub-system (which involves a limited number of

components). The model for a sub-system is constructed by synchronizing only the models

of the sub-system components and it is not required to build a model for whole system as

in [Debouk et al., ]. Then, for each sub-system a diagnoser is compiled off-line and it used

for diagnosing just the sub-system it is associated with. However, since the sub-system

may interact each other by means of exchange of internal events, also the local diagnoses

are not completely independent of each other. Also in this case a system supervisor has

the task of composing an appropriate set of local, interacting diagnoses avoiding to com-

pose independent diagnoses. The resulting diagnosis for the whole system consists in a set

of independent diagnoses each of which refers to a sub-system (or a set of sub-systems);

the composition of these independent diagnoses would lead to a Cartesian Product and

therefore it is not generally performed.

In conclusion, the distributed approach discussed in [Pencolé and Cordier, 2005] re-

sults to be a very efficient solution for diagnosing large scale discrete-event systems. In
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fact, the representation of the diagnosis by means of the diagnoser approach is very effi-

cient. Independent diagnostic problems are recognized dynamically, in this way the global

diagnosis for the system is determined by means of a merging strategy, which never com-

pose independent diagnoses.

2.2 Multi-Agent approaches to the diagnosis

In this section we will present some approaches to the on-line diagnosis of multi-agent sys-

tems. In particular we can distinguish between two main types of approaches: those where

the multi-agent setting is exploited for solving the diagnosis of very complex component-

based systems; and those where a multi-agent system is the system to be diagnosed.

2.2.1 Multi-Agent Diagnosis

In this section we consider the problem of diagnosing a complex dynamic system by

exploiting a team of cooperating diagnostic agents. This problem has been addressed

in some theoretical works [Roos et al., 2002a, Roos et al., 2002b, Roos et al., 2003]. The

starting point of these works is the consideration that, in many real cases, having a single

diagnostic agent which maintains a model for whole component-based system may be

inappropriate. First of all, it the system is physically distributed and large, there may

be not enough time to compute a diagnosis centrally and to communicate all the obser-

vations from the peripheral zones of the system to the central diagnostic agent (consider

for example a Telecommunication Network as in [Pencolé and Cordier, 2005]). Moreover,

if the structure of the system is dynamic, it may change too fast to maintain an accu-

rate global model of the over time (see for example the Traffic Air Control scenario in

[de Jonge et al., 2005]). Finally, in some cases the existence of an overall model is unde-

sirable, for example when the system is distributed over different legal entities and each

of these entities wish to hide its internal architecture. In all these cases a distributed

approach results to be more suitable than a centralized one.

However, for distributing the diagnosis task, the knowledge on the system behavior

(namely the global system model) needs to be decomposed among the cooperating di-

agnostic agents. In principle there are two ways for distributing the knowledge over the

agents:

- the knowledge can be spatially distributed: in this case each agent holds a (complete)

sub-model of a specific sub-system. The sub-systems are determined according to

the spatial distribution of the system components.

- the knowledge can be semantically distributed: in this case the knowledge is decom-

posed according to its type. For example, the electrical circuit and the hydraulic

system of the same component (e.g. the ABS component in [Malik, 1997]) are dis-
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tinguished into two different sub-systems, each of which is diagnosed by a specific

agent.

It is worth noticing that the way in which the knowledge is distributed has a strong im-

pact on the multi-agent diagnosis. In fact a number of issues raises from the fact that

the decomposition in general is not ideal, that is, the sub-systems are not completely

independent of one another. As we have discussed in the introduction, this fact makes

the diagnosis more complex since the agents need to cooperate during the problem solving

phase. Moreover, the system model may be distributed both spatially and semantically,

this of course represents a further complication.

Although it is possible to distinguish between spatially and semantically distributed mod-

els, the works in literature (at the best of our knowledge) deal with spatially distributed

models only.

In [Roos et al., 2002b] ten Teije et al. extend the definitions of consistency-based and

abductive diagnosis to the multi-agent setting. To this end they show how the system

model can be decomposed into a set of sub-systems, each of which is diagnosed by a spe-

cific diagnostic agent. They assume that the decomposition produces sub-models which

are conflict free, that is, each agent maintains a portion of the system model which is

globally consistent.

Since they spatially decompose the original model, a sub-model can be connected to other

sub-models by means of (input/output) connection points, through which the agents can

communicate. In other words, two agents can communicate only if they are responsible for

two sub-system directly connected. In [Roos et al., 2003, Roos et al., 2004] a communi-

cation protocol for determining local diagnoses which are globally consistent is discussed.

It is worth noticing that by means of this communication protocol, none of the agents

is able to determine a global diagnosis of the system, nor an agent is able to determine

the subsystem causing the anomalous behavior. That is, a global system diagnosis is not

explicitly computed; however, the protocol guarantees that each agent is able to compute

local diagnoses which are globally consistent; in this way each agent can manage its sub-

system (e.g. a re-configuration phase as a response for a fault) just relying on its local

diagnoses.

In conclusion, the works we have briefly presented in this section solve the diagnosis

of a very complex, component-based system by means of a distributed approach. In

many cases this is the more appropriate solution since a centralized approach may be

computationally expensive or simply unfeasible. However these works do not consider the

dynamical aspects of the system at hand, that is, they consider just static component-

based systems.

2.2.2 Diagnosing a Multi-Agent System (MAS)

While in the previous section we have briefly presented some approaches where the diagno-

sis of a component-based system is solved by a team of cooperating agents, in this section
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we discuss other approaches where the system to be diagnosed is a MAS. In particular we

focus our discussion on those approaches where the MAS coincides with the execution of

Multi-Agent Plan (MAP), where a number of agents (plan executors) perform concurrent

actions according to a given global plan, in a partially observable environment.

First of all we can distinguish between centralized and distributed approaches. In

the centralized approaches (see [Micalizio et al., 2004, Micalizio et al., 2006b]) a single

supervisor collects observations from the whole system and is responsible for inferring a

global diagnosis. On the contrary, in the distributed approach each agent in the team of

executors is responsible for monitoring and diagnosing its own actions only. In the rest

of the section we describe some distributed approaches.

Social Diagnosis

The social diagnosis aims at diagnosing the coordination failures raising among a team of

cooperating agents; it has been addressed in [Kalech and Kaminka, 2003],

[Kalech and Kaminka, 2005b], [Kalech and Kaminka, 2005a] by Kalech and Kaminka. In

particular they consider hierarchical plans consisting of the so called behaviors. These

plans do not impose a (partial) execution order among the actions; instead, based on its

observations and beliefs, each agent chooses the appropriate behavior (which may consist

of a set of primitive actions) to execute. Thus, the social diagnosis addresses the problem

of determining the causes of an anomalous evolution of the joint execution of a plan,

where each agent dynamically selects a behavior. The diagnosis consists in singling out

the disagreeing agents and the causes of their selection of incompatible behaviors (e.g.,

belief disagreement, communication errors).

The basis of the social diagnosis is the consideration that teamwork demands agree-

ment among team members to collaborate and coordinate effectively. When a disagree-

ment between teammates occurs (due to failures), team members should diagnose its

causes, to resolve the disagreement. Diagnosing the causes of the disagreement may be

helpful to facilitate recovery and reestablish collaboration (e.g., by negotiations). This

type of diagnosis is called social diagnosis, since it focuses on finding causes for failures

to maintain designer-specified social relationships (see [Kaminka and Tambe, 2000]).

In [Kalech and Kaminka, 2003] Kalech and Kaminka point out that the process of

social diagnosis can require significant computation and communication overhead. This

cost may prohibit the diagnosis process from being effective as the number of agents

is scaled up, or the number of failures to diagnose increases. In order to find novel

techniques for the social diagnosis, which cope with the computation and communication

overhead, two main steps are distinguished. The first one consists in the selection of

the diagnosing agents; the second one regards the diagnosis of the team state (by means

of the selected agents). In [Kalech and Kaminka, 2003] alternative algorithms for these

two phases are provided and combined in different ways, in order to find the diagnosis

method which better minimize the overhead. Surprisingly, the authors experimentally
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show that that centralizing the disambiguation process is a key factor in dramatically

improving communications efficiency, however it is not a determining factor in run-time

efficiency. In fact, techniques where agents reason explicitly about the beliefs of their

peers are computationally inferior (in run-time) to techniques where agents do not reason

about others and collect information by exchange of messages.

Diagnosing a Multi-Agent Plan with atomic actions

In [Wittenven et al., 2005, Roos and Witteveen, 2005a] Roos et al discuss an approach to

monitoring and diagnosis of a MAP. The actions in the MAP can be executed concurrently

by a team of agents, moreover an agent may require the use of some objects displaced in

the environment in order to successful complete its current action. It worth noticing that

the approach described in [Wittenven et al., 2005, Roos and Witteveen, 2005a] assumes

that the MAP to be diagnosed satisfies a concurrency requirement, such a requirement

imposes that two actions which require the same object can not be executed concurrently.

That is, a precedence relation over the actions in the MAP is defined in order to avoid

concurrent access to the same resources.

Moreover, the approach consider just atomic actions modeled as deterministic func-

tions. More precisely, the approach adopts an object, or resource, view since the status

of the world can be represented as a complete assignment to the status variables of the

system objects. Thereby, the nominal behavior of each action is modeled as a function

from the state of a subset of input resources to the state of a subset of output resources

(where the output resources are a subset of the input ones). On the contrary, the not

nominal behavior of the actions is not explicitly modeled. This means that in case an

action fails the model of the system can not predict the status of the output resources so

the monitoring step is incomplete.

In this approach the anomalies to be explained are represented by the unknown value

for some object status variables. Of course this unknown value is due to the failure of

some actions, the plan diagnosis consists in determining a (minimal) set of actions whose

failure is an explanation for the detected anomalies. Notice that this task is still complex

even if the actions are modeled as deterministic functions since the authors do not assume

to observe the whole system at each time instant. In fact the authors consider the case in

which, at each time, just a portion of the system is observable (possibly no observation

is available for some time instants); thereby the outcome of a number of actions may be

not known.

In [Roos and Witteveen, 2005a] the approach is extended by means of a set of (pre-

compiled) causal rules, which describe how the failure of an action can propagate in the

plan and cause the failure of other actions even assigned to different agents.

Although the works [Wittenven et al., 2005, Roos and Witteveen, 2005a] by Roos et

al. are very interesting since represent a preliminary solution to the problem of supervising

(i.e., monitoring + diagnosis) a MAP, they impose some limiting assumptions. In fact the
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MAP to be supervised must involve atomic actions only and must satisfy the concurrency

requirement. Moreover, the monitoring results to be incomplete since the actions are

modeled in terms of their nominal behavior only.

The TÆMS approach to the diagnosis of a MAP

In [Horling and Benyo, 2001, Carver and Lesser, 2003] Lesser et al. discuss a (distributed)

causal model to diagnosis of a multi-agent plan. In particular, the authors propose a gen-

eral diagnosis engine to drive the process of plan adaptation, using the TÆMS modeling

language as the primary representation of organizational information. The TÆMS (Task

Analysis, Environmental Modeling, and Simulation), is a flexible representation language

to model a wide range of organizational characteristics. In TÆMS, the task structure

is essentially a goal decomposition tree, where leaf nodes represent executable primitive

methods and internal task nodes provide a hierarchical organization. Root level tasks

(those with no supertasks) are known as task groups, and conceptually represent high

level goals that might be achieved. Such a task structure is used to encode the differ-

ent mechanisms for achieving a goal (i.e., planning strategies), and the constraints and

tradeoffs associated with each potential plan.

The general purpose of TÆMS consists in facilitating plan generation and it is well

suited for representing the different task alternatives available to an agent in an orga-

nization. In particular, the TÆMS framework allows the agent to represent tasks and

methods that other agents may perform. This capability allows TÆMS to model poten-

tial interactions between agents very effectively.

The TÆMS framework is used for defining an organizational design layer which ab-

stracts and filters elements of the operating environment in a manner consistent with the

agent’s role in the organization. This layer gives to each agent a powerful way to reason

about the utilities of its tasks. To permit adaptation, the organizational design layer is

maintained by a diagnostic subsystem, which attempts to repair faults and inefficiencies

by adjusting elements of the organizational structure. This diagnostic process can itself

be driver by a number of sources, including observations of the environment, conditions

monitored within the agent, and communications with other agents.

The diagnostic subsystem is decomposed into three distinct layers: symptoms, diag-

noses, and reactions. These three layers clearly define the separation of responsibilities

in the diagnostic process. Observe that each layer maintains a history of the activities

and that each layer can be accessed at any time, enabling arbitrary components or even

remote agents to asynchronously use and add to elements on it.

In the lowest layer, of the symptoms, two classes of components generate symptoms: ob-

servers and modelers. Observers work by simply monitoring different aspects of the agent,

and generating symptoms when appropriate. Modelers take a more proactive approach

by building or learning models, these models are used in the next layer as a basis for

comparison (i.e. model-based diagnosis).
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In the intermediate level, the authors do not commit any particular strategy for solving

the diagnosis task. In fact they aim at using techniques which offer great flexibility both

as concerns the pieces of information which could be gathered and the kind of diagnoses

which could be generated. However, any single diagnostic technique, in general, is not

adequate for solving all types of diagnostic problems. For this reason the authors prefer

to use a system or framework capable of incorporating different diagnostic techniques.

Finally, the reactions level contains descriptions of the potential solutions to diagnoses

found on the previous level. In some sense, then, these reactions are the effectors of orga-

nizational change. As diagnoses are hypothesized, and their confidence reaches a certain

threshold, the reaction generator will pose solutions to those diagnoses by changing, if

possible, the current organization of the team (e.g., distributing in a different way the

tasks among the agents).

Although the work [Horling and Benyo, 2001] by Lesser et al. is very interesting, a for-

mal definition of the solution is not provided; in fact the diagnostic inferences are hidden

within the TÆMS architecture. Moreover, the proposed architecture is focused on the

diagnosis of a component only, without taking into account the consequences of failures

of such a component w.r.t. the remaining plan.

2.3 Conclusions

In this chapter we have discussed some recent MB approaches which deal with the issues

we are interested to face i.e., diagnosis and monitoring of complex dynamic systems.

Two main families have been introduced: the approaches based on distributed, component-

based systems and the approaches based on multi-agent systems.

These two families present a number of similarities but they are substantially different.

First of all, in component-based approach the model of the system reflects the topological

architecture of the system itself (i.e., how the components are connected). The system

behavior is expressed in terms of the behavior of its components. More precisely, the

model of a component C describes the general behavioral rules of C; these rules typically

represent a set of constraints among the values of the components ports (for example, in a

digital circuit the inputs and output signals), some exogenous command and the healthy

status of C.

In principle, an agent can be viewed as component of a multi-agent system; and in some

cases the same methodologies developed within the component-based system scenario can

be usefully adopted in the multi-agent one (see Chapter 5). However, to model an agent,

we have to consider that an agent may perform different types of actions and each action

type may be complex. It follows that an agent model can not be expressed in terms of

general behavioral rules, but it must be expressed in terms of the actions the agent can

execute. Each action model has to consider how the action may evolve according to the

(possibly faulty) health status of the agent and to the status of the required resources.

Moreover, we have to observe that the relations among the agents depend on the actions



CHAPTER 2. STATE OF THE ART 24

the agents are performing, and actions change over time. This means that the model of a

multi-agent system can not be computed a priori as it happens in the component-based

case; in fact, since the relations among the agents (i.e., components) change over time, the

system model must be continuously adapted according to the set of current actions. Of

course this is another relevant difference between the approaches component-based and

the approaches based on the multi-agent scenario.

Due to these main differences it is not so obvious how to use the technologies developed

in the MBD for the component-based systems in multi-agent scenario. For example, as

we will discuss in Chapter 5, the formalism of the communicating automata, used in

the Diagnoser approach (see [Pencolé and Cordier, 2005]), can be adopted for modeling a

multi-agent system. However, while the Diagnoser approach is based on a precompilation

step of the system model, such a precompilation is not possible in the multi-agent scenario

since, as said above, the relations among the agents change over time and, in many cases,

these relations can not be completely anticipated.

In conclusion, in some extent we have provided a classification of the recent MB

approaches to the diagnosis w.r.t. the type of model used for performing diagnostic rea-

soning. In particular we have distinguished among state-based, simulation-based and

compiled-based diagnosis. Relying on such a classification we can say that, in this disser-

tation, we will present novel techniques for the monitoring and diagnosis of a MAP which

are simulation-based. In fact, the monitoring step will exploit a system model in order to

predict (on-line) the possible evolution of the system at each time instant.



Chapter 3

An Illustrative Example

This chapter describes the main features of the problem of supervision we intend to

solve. First of all the robocare environment, used as test-bed throughout the thesis, is

introduced. Then, by exploiting a simple example of plan, we introduce some preliminary

assumptions about the plans we take into consideration and highlight the existence of

dependences among actions even when they are assigned to different plan executors. Due

to the existence of such dependencies, the chapter remarks that a failure of an action (a

primary failure) can propagate in the global plan causing the failure of other dependent

actions (secondary failures) in a cascade effect. Finally, the chapter concludes briefly

describing the challenges to be faced in order to supervise the execution of a multi-agent

plan.

3.1 The robocare Project

robocare [Cesta and Pecora, 2002, Cesta et alt., 2003] is an Italian project1 whose aim

is to study issues and challenges involved in the design of systems for the care of the

elderly. More precisely, the robocare Project addresses two scenarios. In the first

scenario, consisting of a domestic environment, the focus is on the issues concerning the

monitoring of the activities of a patient. Whereas in the second scenario, consisting of a

health-care institution, a team of cooperating agents offering services for human assistance

is taken into consideration. In this dissertation we consider the multi-agent scenario only.

In this particular scenario the system adopts both fixed and mobile heterogeneous agents.

Basically, these agents consist of mobile robots which perform actions such as bringing

meals or medicines to the patients and fixed sensors, displaced in the environment, which

are able to detect some status changes.

For the sake of simplicity in the exposition, the robocare ’s mobile agents will

be called robots. In the next chapters, when we will present our domain independent

methodologies, we will use the more generic term plan executors (or executors).

1The robocare Project has been supported by MIUR and it is ended in summer 2006.
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Because of its high complexity, the RoboCare project has joined the efforts of many

partners, which have shared their competences in different Computer Science areas such

as Robotics, Model-Based Reasoning, Computer Vision, Planning and Scheduling and so

on. In our discussion, however, we are not interested in knowing the internal architecture

of robots and sensors. In fact, we are rather interested in modeling robots and sensors

in a general form, which is not bounded to any specific architecture. In order to be

domain independent, we adopt a functional model for both robots and sensors by means

of a simple form of abstraction, which highlights their fundamental characteristics and

functionalities. These functionalities are abstractions of the sub-systems (i.e., actuators)

of a robot, by means of which the robot can change the status of the system. We assume

that in robocare all the robots are of the same type and are characterized by two

functionalities: the mobility and the handling. The mobility allows a robot to move in the

environment; whereas the handling allows a robot to take/release an object. Observe that

these functionalities are essential for a robot in order to complete the assigned actions.

Therefore, faults which reduce or completely damage the functionalities of a robot cause

the anomalous evolution (and possibly the failure) of the current action of the same robot.

We assume that robots exhibit some form of autonomy as concerns navigation in the

environment for impact avoidance. For example, the robots are able to communicate with

one another and autonomously negotiate the access of contented resources. In any case

the robots are not completely autonomous since they act according to a given plan P

(more details about the plan and its definition are given in Chapter 4).

In our dissertation we are interested in the health-care institution setting of the robo-

care Project where the multi-agent characteristics emerge; Figure 3.1 shows a typical

robocare environment in such a scenario. The environment essentially consists of a

set of rooms R= {rm1, rm2, rm3, rm4, kitchen, hall}. Two adjacent rooms may be

connected by one or more doors, eg. doors dr4 and dr8 both connect the rooms rm4

and hall. Critical resources are placed in rooms and they are doors, patient’s beds and

trayracks (i.e. cabinets containing the trays with the patients’ meals or medications). As

usual critical resources have a limited capacity, i.e., they can serve a limited number of

requests at each time instant; for the sake of simplicity in the discussion we assume that

all the critical resources in robocare can be accessed and used by just one robot per

time. Finally, the black dots placed near the resources represent the fixed sensors. In

chapter 5 we will describe how the environment in Figure 3.1 can be modeled within our

framework.

Observe that, in many approaches to solve the problems of planning and scheduling, the

executors (i.e., robots) are seen as critical resources (see for example [Cesta et al., 2001]).

However, in this dissertation, we distinguish between executors, which have an active role

and change the system status according to the actions they are performing and to their

health status; and critical resources, which instead have a passive role and their status

change as an effect of the actions performed by the executors. This distinction is essential

to build a model of the system as it will be discussed in Chapter 5.
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Figure 3.1: A typical robocare environment.

Within the health-care institution setting the tasks that the robots can accomplish are:

moving from a room to another one (if there are doors which connect them), accessing

resources, taking and serving (to patients) trays containing meals or medicines. However

there are some restrictions to be considered. First of all a robot cannot perform two tasks

at the same time; moreover a task cannot be assigned to a robot if the robot is already

carrying on another task, that is, a new task can be assigned to a robot only when the

robot has completed its previous task.

3.2 The robocare ’s set of actions.

In this section we briefly describe the set of actions which can be assigned to the robots

in robocare . The actions are formalized in the Planning Domain Definition Language

(PDDL) [Ghallab et al., 1998] which is becoming the standard language in planning field

for representing domains and problems. More precisely we adopt an extension to the

original PDDL, proposed by Cesta et al. in [Pecora and Cesta, 2005], where the model of

each plan operator is enriched with to clauses: :uses for representing the set of resources

used by the plan operator, and :duration for representing the nominal duration of the

operator.
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(:action GotoRoom

:parameters (?rb - robot ?rm1 - room ?rm2 - room ?dr - door)

:preconditions ( and ( not (= ?rm1 ?rm2 ))

(is in robot room ?rm1)

(connects door rooms ?dr ?rm1 ?rm2) )

:effects (and (not (is in robot room ?rb ?rm1))

(is in robot room ?rb ?rm2))

:uses (?dr 1)

:duration DUR)

Figure 3.2: The PDDL formalization of the action GotoRoom.

3.2.1 Goto Actions

Figure 3.2 shows the PDDL formalization of a GotoRoom action; this action requires that

robot ?rb moves from its current position in room ?rm1 to room ?rm2 through door ?dr;

the preconditions impose that:

1. the two rooms are not the same;

2. robot ?rb is initially located within room ?rm1;

3. there must exist a door ?dr which connects the two rooms.

The effect of the action is that the robot leaves room ?rm1 and enters in room ?rm2.

The clause :uses indicates the set of required resources. In general, a resource has a

capacity greater than one and can fulfill many requests, even coming from different robots,

as long as the overall weight of the requests is less equal to the resource capacity. For

this reason the clause :uses also specifies the amount of resource required by the action.

For example, (?dr 1) means that the action needs one “slot” of the resource ?dr. Since

in robocare the resources have capacity limited to one, this request has the effect of

locking the door resource for the whole duration of the action. Obviously this fact has

to be considered during the planning and scheduling phase, in fact two GotoRoom actions

requiring the same door can never be executed concurrently.

Finally, in the clause :duration the amount of time required for completing the action is

indicated (i.e. DUR represents an integer constant).

Similarly to the GotoRoom action there are two other goto actions, namely, GotoBed

and GotoTrayrack. These two actions require that robot ?rb accesses a specific critical

resource (a specific bed or trayrack respectively). As preconditions, the robot ?rb and

the resource (e.g. the bed ?bed ) must be located in same room and the robot must

not be located in the target resource yet. Figure 3.3 reports as an example the PDDL

description of the action GotoBed; being the action GotoTrayrack similar to the GotoBed

its definition is not reported.
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(:action GotoBed

:parameters (?rb - robot ?bed - bed)

:preconditions ( and (is in bed room ?bed ?rm)

(is in robot room ?rb ?rm)

(not (is in robot bed ?rb ?bed)) )

:effects (is in robot bed ?rb ?bed)

:uses (?bed 1)

:duration DUR)

Figure 3.3: The PDDL formalization of the action GotoBed.

(:action TakeMeal

:parameters (?rb - robot ?res - trayrack ?ml - meal)

:preconditions ( and

(is in robot trayrack ?rb ?res)

(is in meal trayrack ?ml ?res)

(not (grasping robot meal ?rb ?ml x)) )

:effects (not (is in meal trayrack ?ml ?res)

(grasping robot meal ?rb ?ml)

:uses (?res 1)

:duration DUR)

Figure 3.4: The PDDL formalization of the action TakeMeal.

3.2.2 Take/Serve Actions

Figure 3.4 shows as an example the definition of the TakeMeal action when the robot has

to take a meal from a resource of trayrack type, the formalizations for the TakeMeal from

other resources (eg. beds) and for the ServeMeal actions are similar and will be omitted.

The parameters of a TakeMeal are: a robot ?rb, a meal ?ml and a resource ?res. The

preconditions of the action impose that the meal and the robot must be located in the

resource ?res, moreover the robot can take an object only if it is not grasping anything

else. As effects of the action, the meal ?ml is grasped by the robot’s arm and it is no

more located in the resource res.

3.2.3 Some Remarks

As usual in planning field, the plan operators above are defined in terms of their precon-

ditions and effects. The used PDDL extension allows to further define the time duration

and the amount of resources required by each plan operator. These pieces of information

are very useful not only during the planning phase, by means of which the planner can

decide which actions can not be concurrently executed. They are also useful during the

scheduling phase where time and resource constraints are introduced in order to make

executable the Partial Ordered Plan (POP) synthesized by the planner (see for details

[Pecora and Cesta, 2005]).
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Figure 3.5: A simple robocare environment used in the example.

Although the PDDL formalizations given above can be usefully exploited for planning

and scheduling they have some limitations. First of all, it is assumed that if an action

requires a resource then the action will use that resource for its whole duration. In some

cases this assumption naturally holds, this is the case of the TakeMeal action where the

resource ?res is locked during all the action. In other cases this assumption may be too

strong, for example, in the GotoRoom action the door ?dr is used by the robot is just a

fraction of the time required for completing the whole action. It follows that, in the final

scheduled plan, some resources could be under-used.

Another important limitation is due to the fact that action models expressed just in terms

of preconditions and effects are not adequate for the on-line monitoring purpose. In fact,

an action model, based on preconditions and effects, does not state anything about the

status of the robot during the execution of that action. Moreover such a model represents

only the nominal action behavior; that is, it does not consider that faults may occur in

some robot functionalities and thus the action may evolve differently from the expected,

nominal behavior.

To face all these limitations, in chapter 5 we will discuss how a detailed action model, rep-

resenting all the possible ways for completing the action even considering the occurrence

of faults, can be obtained.

3.3 A simple Multi-agent Plan

Now we are in the position for describing a simple example where three mobile robots

provide the services of distributing and collecting the meals to the patients. Figure 3.5
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rbD1 rbD2 rbC

no. Action no. Action no. Action
1 TakeMeal ml1 12 GotoTrayrack trSource 24 GotoRoom rm2 kitchen dr2

2 GotoRoom kitchen rm1 dr1 13 TakeMeal ml3 25 GotoRoom kitchen rm1 dr1

3 GotoBed bd1 14 GotoRoom kitchen rm2 dr2 26 GotoBed bd1

4 ServeMeal ml1 15 GotoBed bd3 27 TakeMeal ml1

5 GotoRoom rm1 kitchen dr1 16 ServeMeal ml3 28 GotoRoom rm1 kitchen dr1

6 GotoTrayrack trSource 17 GotoRoom rm2 kitchen 28 GotoTrayrack trSink

7 TakeMeal ml2 18 GotoTrayrack trSource 30 ServeMeal ml1

8 GotoRoom kitchen rm1 dr1 19 TakeMeal ml4 31 GotoRoom kitchen rm1 dr1

9 GotoBed bd2 20 GotoRoom kitchen rm2 32 GotoBed bd2

10 ServeMeal ml2 21 GotoBed bd4 33 TakeMeal ml2

11 GotoRoom rm1 kitchen dr1 22 ServeMeal ml4 34 GotoRoom rm1 kitchen dr1

23 GotoRoom rm2 kitchen dr2 35 GotoTrayrack trSink

Table 3.1: The sequence of actions that each robot has to execute.

shows a simple case of RoboCare environment. The environment consists of the rooms

R={ kitchen, rm1, rm2}; relevant critical resources are the beds bd1, bd2, bd3 and bd4,

the doors dr1 and dr2 and the trayracks trSource and trSink.

Furthermore, Figure 3.5 shows a team of three robots: rbD1, rbD2 and rbC, positioned in

resource trSource, room kitchen and room rm2 respectively.

Let’s suppose that at lunch time a human user submits the following high level goal:

The patients must be fed and the empty trays must be collected in the trSink trayrack.

Given such a high level goal, a planner has to synthesize a plan where actions are possibly

carried on concurrently by the three robots. For example the plan could foresee that

two robots, rbD1 and rbD2 (deliverers), have to bring the meals to the patients in room

rm1 and rm2 respectively. While, the robot rbC (collector) has to collect all the empty

trays and bring them to the trayrack trSink. Assuming that the trays with the meals are

located in the trayrack trSource and that the initial position of the robots is represented

in Figure 3.5, a possible plan which reaches the goal is given in Table 3.1.

For the sake of readability the actions in Table 3.1 are organized in columns, each column

represents the sub-plan a specific robot is responsible for; eg., the first column contains the

sequence of actions rbD1 has to execute in order to bring the meals ml1 and ml2 to the

patients in beds bd1 and bd2 respectively. Moreover, each action of the plan is identified

by an integer from 1 to 35.

The plan P in Table 3.1 can easily thought of as a plan with concurrent actions, in

fact it is sufficient to consider that the three sub-plans can be executed concurrently by

three robots. However, at this step, the plan does not consider possible dependencies

among concurrent actions; therefore the plan is not executable yet. Essentially there
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Figure 3.6: A schedule of the plan P which consider all the possible dependencies among
the actions.

exist two types of action dependencies which have to be considered in order to make a

plan executable:

- Service production: action a1 provides a service s consumed by another action a2;

the two actions can not be concurrent but, in the scheduled plan, a1 must necessarily

precede a2. This type of dependency is denoted as a1
s
→ a2.

- Resource competition: two actions a1 and a2 (in general even more than two) simul-

taneously require the same critical resource res. Also in this case the two actions

can not be executed concurrently and in the scheduled plan either a1 precedes a2 or

vice versa. With a1
f ree(res)
→ a2 we will denote the fact that, in the scheduled plan,

action a1 is executed before action a2 and therefore a1 provides to a2 the “service”

of freeing the resource res.

For example, it is easy to see that action 1, assigned to rbD1, and action 12, assigned to

rbD2 can not be executed concurrently since they both require the same resource (i.e., the

trayrack trSource, see Table 3.1); thereby this dependency is of type resource competition.

As an example of service production dependency consider the actions 4 (assigned to rbD1)

and 27 (assigned to rbC), the former action provides to the latter the service of bringing

the meal ml1 to the patient of the bed bd1, in fact the action 27, a TakeMeal, can be

executed only if the meal ml1 is located in bd1 (see the PDDL definition given in Figure

3.4).

Figure 3.6 shows a schedule for the plan P which respects all the dependencies existing

among the actions. Each action is represented by a rectangle identified by the same

number used in Table 3.1. The grey region of each rectangle indicates in which phase

of the action the robot carrying on that action uses a critical resource. For example,

robot rbD1 uses resource trSource during all the action 1, while robot rbD2 uses the

same resource only in the final period of the action 12.

The solid and dashed arrows between the actions represent service production and resource

competition dependencies respectively. In fact, considering the previous examples, there
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Figure 3.7: A schedule of the plan P which considers just the intervals where the resources
are used.

is a dashed arrow between the actions 1 and 12 and a solid one between the actions 4 and

27.

As said above, in general the actions do not require resources during all their execution,

rather the resources are used just in some actions steps. However the schedule given in

Figure 3.6 does not consider this important fact and as a consequence some resources

are underused and some robots are forced to wait longer than necessary. For example,

the actions 2 and 25 need both the door dr1, thereby there exists a resource competition

link between them; the Scheduler has resolved this link by scheduling the action 25 after

the execution of the action 2, hence the robot rbC has to be idle for a while. This is a

consequence of the STRPS-like operator at planning level where each operator is described

just by its preconditions and its effects.

This inconvenience can be avoided by associating a more detailed resource profile to

the actions (i.e. the grey region specifies the action interval where a particular resource

is used). Therefore, considering the actions 2 and 25 a Scheduler must avoiding the

overlapping of grey regions of actions requiring the same resources, instead of avoid the

overlapping of the whole actions.

Figure 3.7 shows a possible schedule for the plan P where two actions, which require the

same resources, may be concurrent as long as they do no actually access the resources

simultaneously. In fact, conversely to the previous case, the robot rbC does not need to

wait before starting action 25.

Henceforth we will assume that the global plans are scheduled taking into account the

resource profiles of the actions. In this way, besides the fact that the resources are used

more efficiently, the resulting scheduled plans present a higher degree of parallelism and

the interactions among the actions are harder (i.e. little delays may have dramatic effects

in the rest of the plan). Thus these plans represent a challenging test-bed for the on-line

supervision methodologies we propose in this thesis.
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3.4 Anomalies and Plan Threats

Given the scheduled plan in Figure 3.7 and assuming that unexpected events were im-

possible, each robot could execute its own sub-plan autonomously without any further

interaction with the others. Unfortunately, in many real cases the execution of a plan is

threatened [Birnbaum et al., 1990] by unexpected, domain-dependent events which affect

the nominal execution of one or more actions and thus of the whole plan. In general, how-

ever, these plan threats do not cause failures which completely block the plan execution,

rather they degrade the operating conditions of some plan executors, causing anomalous

evolutions of the actions they are performing. In these cases, despite some failures have

occurred, the original goal can be still achieved, but the plan may need to be revised.

In order to adjust on-line the plan, a user, as well as an automatic module (eg. a re-

planner), must know the actual status of the system and which events have (partially)

interrupted the progress of the plan.

In the rest of this section we first describe what sort of anomalies may occur during the

execution of the plan. We exemplify, by means of the plan P in Figure 3.7, some plan

threats which may be the source of the anomalies and discuss how a plan threat, affecting

just one action, can indirectly affect the whole plan. Finally we briefly describe what kind

of reasoning we are interested to perform for detecting and diagnosing anomalies in the

execution of P .

3.4.1 Anomalies to be detected.

In robocare there are essentially two plan anomalies we aim at detecting by means of

the on-line monitoring phase, namely:

- Action completed with delay: as said above each action a in P is characterized by

a nominal duration a.DUR which represents the expected amount of time took for

successfully complete it. However, in some cases, an action a could be success-

fully completed in an amount of time T greater than its nominal duration a.DUR.

Strictly applying the PDDL definition of a, one should consider a as a failed ac-

tion since its effects have not been reached within the expected time interval. All

the same, the action has been completed and if the delay gathered by the action

is under a specific threshold, the plan progress can in general continue without

any plan arrangement. For this reason we associate each action in P with a time

tolerance a.TOL, thus if an action a takes T time instants to be completed and

T ≤ a.DUR + a.TOL we say that the action a has been completed with delay.

- Action failed: an action a is considered failed when it is not completed after a time

interval, which includes both its nominal duration and its time tolerance. Deter-

mining that an action is failed is certainly a very important piece of information;
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Figure 3.8: The actual execution of the plan P when an action is completed with delay.
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Figure 3.9: The actual execution of the plan P when an action is completed with delay.

however, in order to recover (if possible) the failure, one should know the causes

of the failure itself. The issue of determining the root causes of a failure will be

discussed in the following sections.

3.4.2 Plan Threats

In the previous section we have introduced the anomalies which may affect the nominal

execution of P . However, a plan anomaly is just an effect (i.e. a symptom) caused by

an unexpected event, that is, by the occurrence of a plan threat. The plant threats can

be partitioned in two categories: faults affecting the functionalities of the executors and

interactions among the executors.

As said above in robocare the robots are characterized by two functionalities: mo-

bility and handling. Both can be affected by different types of faults which reduce or
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definitively block the usability of these devices; that is, the behavioral mode of the func-

tionalities transits from the nominal to an abnormal one. For example, the nominal mode

of the mobility can transit from the nominal OK to the abnormal SLOWDOWN, the robot

moves more slowly than expected, or BROKEN, the robot can not move. More details on

the modeling of the behavioral modes associated with the functionalities of the executors

will be discussed in Chapter 5.

While the problem of detecting and diagnosing faults in the system components has been

deeply discussed in the literature (see e.g., [Torasso and Torta, 2005a, Torasso and Torta, 2005b,

Schumann et al., 2004, Pencolé and Cordier, 2005, Darwiche and Marquis, 2001]), the sec-

ond class of plan threats, the harmful interactions, is not sufficiently considered yet. In

fact, previous works to supervision consider component-based systems and exploit system

models, which are built a priori and do not change during the supervision task. Therefore,

the interactions among the system components are known and fixed in the model. Con-

versely, in the multi-agent settings we take into consideration, the model of the system

can not be synthesized a priori and the interactions among the executors can not be an-

ticipated. Thus we need novel methodologies which are able to detect these interactions

as they arise and associate them to plan anomalies. In the following we describe the two

kinds of harmful interactions which may occur in the robocare scenario.

Competition for Resource Access

The first interaction among executors we take into consideration is the competition for

accessing the resources. Competitions may raise when a number of executors need a

resource but the resource can not satisfy all the requests, i.e., the amount of resource

requested by the executors is greater than the actual resource capacity. In this case,

some requests are satisfied, some others are postponed. However, it may happen that

a postponed request gathers an amount of delay to result as an anomaly, that is, as an

action completed with some delay or worse as a failed action.

Competitions for resources are harmful interactions which may heavily affect the progress

of the plan execution. For this reason, when it is possible, this kind of threat is avoided at

planning and scheduling levels. For example, since in robocare all the resources can be

accessed by one robot per time, we have highlighted how P has been carefully scheduled

in a way which prevents that two concurrent actions simultaneously try to access the

same resource. However, this kind of interactions among robots can not be completely

avoided during the plan execution, in fact it may be the consequence of a fault. To point

out this fact consider again the plan in Figure 3.7 and suppose that action 6 is completed

with some delay as a consequence of a fault in the mobility functionality of robot rbD1.

The amount of delay is depicted as a dashed light grey area in Figure 3.8 which shows

the actual execution of the plan so far.

Since the action 6 has to precede the action 18 of robot rbD2 (see the dashed arrow in

Figure 3.7), a delay in completing the action 6 may result in a delay in completing the
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action 18 and consequently a delay in the whole sub-plan assigned to rbD2. Moreover, a

delay in action 6 may cause undesired changes in the execution order of the actions. In

Figure 3.8 observe that the action 18 starts according to its schedule time and when the

robot rbD2 is approaching to the resource trSource, the resource is free as expected but

the robot rbD1 has not used it yet. More precisely, both rbD1 and rbD2 tries to access

trSource in the same time instant, i.e., a competition for accessing a resource has arisen

between the two robots.

In general a competition for resources access can be solved by a negotiation phase involving

all the competing executors. In our example either rbD1 or rbD2 can use first the resource

trSource; however it is worth noticing that if rbD2 won the negotiation, the action 18

would be executed earlier than the action 6 against the original schedule. Therefore,

besides to take into consideration the possibility that harmful interaction may arise, we

have to consider that the actual execution of the plan may deviates from the nominal one

as concerns the order in which the actions are executed.

For simplicity assume that the competition between rbD1 and rbD2 is won by rbD1, hence

rbD2 has to wait for accessing the trayrack. Consequently, action 18 will be completed

with some delay. The amount of delay affecting rbD2 is depicted as a dashed, light grey

area within the action 18 in Figure 3.9. The Figure shows also how the delay of action 6

affects the sub-plan assigned to rbC, in fact this robot should execute action 31 as soon

as the previous one ends. However, the action 31 must follow the action 8 (assigned

to rbD1) which has been executed with delay with respect to its nominal schedule time.

Therefore also the action 31 must be executed with delay. The dashed, light grey area

in the sub-plan assigned to rbC represents the amount of time the robot has to be idle

before starting the execution of action 31.

This simple example has demonstrated that a fault affecting the functionality of a robot

may cause a number of anomalies affecting many other robots, possibly the whole team.

Moreover this example has showed how an harmful interaction may arise as a consequence

of a fault in robot functionalities.

Resource occlusion

Another plan threat which may occur in the robocare environment is represented by

the occlusion of a resource. Also in this case the interaction is due to the occurrence of

a fault in a specific robot; the effects of the fault propagate in the plan and affect the

actions that other robots are performing.

The occlusion of a resource arises when a robot breaks down while it is using a resource

and, consequently, the resource is not relinquished. For example let’s assume that the

handling functionality of the robot rbD1 breaks down during the execution of the action

1. Of course a first consequence of this fault is the failure of action 1, moreover, unless

of an external intervention which interrupts the failed action, the robot still pursues a

goal which can not be achieved. Therefore it maintains indefinitely busy the resource
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trSource: the resource is occluded.

Naturally, the occlusion of a resource affects all the other actions in the global plan which

need to use it. From Figure 3.7, where the dependencies among the actions are highlighted,

it is easy to see how the initial fault in the handling functionality heavily affect the whole

plan. Following the links outgoing from action 1 one can determine that the action 4

(assigned to rbD1) and the actions 12 and 13 (assigned to rbD2) directly depend on the

successfully completion of action 1; that is, if action 1 fails, all these actions fail too. The

failure of these actions can propagate in the plan and cause the failure of other actions; as

it happens to the actions 26 and 27 assigned to rbC which fail since depend on the action

4. In other words, the fault in the handling functionality provokes cascade failures which

affect the whole plan.

3.4.3 Detecting and Explaining Anomalies

In this thesis we focus our attention on the supervision of the execution of the plan P . The

supervision is an essential activity which aims at tracking the actual progress of the plan,

estimating the health status of the executors, determining anomalies (i.e. not nominal

outcomes of the actions) and inferring explanations about the detected anomalies. All

these pieces of information can be exploited by other modules (e.g. a re-planner) or

human users for adjusting on-line the plan whenever an unexpected event threatens the

successful completion of P . The task of supervision involves two main activities:

1. monitoring the actions being currently performed by the team of robots and detect-

ing deviations (i.e. anomalies) from their nominal behavior;

2. diagnosing the detected anomalies, that is, for each of anomaly the diagnostic mod-

ule has to infer all the possible causes which can explain it.

It is worth noticing that, since the system to be supervised evolves over time, both mon-

itoring and diagnosis must be performed on-line, namely, at each time instant.

In this thesis we thus propose novel Model-Based techniques for the on-line monitoring

and diagnosis of the execution of a given plan where actions are carried on concurrently by

different executors. A first issue we have to consider in such a context concerns the model

of system used by the monitoring. In fact, since the system evolves, at each time instant,

according to the health status of the executors and to the actions their are performing,

also the system model needs to change. Moreover, due to the on-line requirement, the

model must be efficiently adjusted. To face this problem we first propose a centralized

approach (Chapter 6) to the monitoring where the system model is partitioned in modules

representing the current actions. Updating the system model is therefore an easy task

since whenever an action changes it is sufficient to change the corresponding module in

the system model. As an extension, in Chapter 7 we propose a distributed solution to

the monitoring which scales up better than the centralized approach as the number of

executors to be monitored grows.
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Also the diagnosis of the detected anomalies presents some challenging issues to be solved.

In fact, from the previous discussion it should be clear that a specific plan anomaly is

due to the occurrence of one (or more) plan threat(s). A plan threat may be: a fault(s)

affecting an executor, a harmful interaction among a subset of executors, or even a com-

bination of faults and interactions. Moreover the interactions are complex conditions that

the monitoring can not properly handle. In fact, as we will point out, both the centralized

and the distributed monitoring produces a representation of the system status expressed

in terms of the status variables of the executors; such a representation is at a too low-level

for handling concepts such as competition for a resource or occlusion of a resource. In

Chapter 8 we discuss how explanations expressed in terms of high-level concepts can be

obtained by means of a synthesis process which hides the ambiguity in the status repre-

sentation. To this end, an issue we will face concerns the modelling and the detection of

different types of plan threats.

Finally, since the failure of an action may have harmful effects in the rest of the plan, we

will take into consideration the problem of inferring a diagnosis at plan level, i.e. explain-

ing the failure of the plan in terms of the failure of a specific set of actions. More precisely,

since the failure of an action (primary failure) can provoke the failures of other dependent

actions (secondary failures) in a cascade effect, the diagnosis has the challenging task to

single out which failure is the primary one and to relate all the secondary ones to it.

3.5 Conclusions

In this chapter we have characterized the problem of supervising the execution of a multi-

agent plan. To this end, after a short introduction about the robocare Project, the

chapter has highlighted some relevant features of the plans to be monitored; particular

attention has been devoted in explaining how the harmful effects of an action failure can

propagate in the whole plan through the dependencies existing between actions (even

assigned to different agents).

The chapter has specified what kind of plan anomalies the on-line monitoring has to

detect during the plan execution. These anomalies can be caused by the occurrence of

different plan threats. First of all, faults in robot functionalities may degrade or completely

damage the operating conditions of the robot causing the delay or the failure of the action

the robot is performing. Another possible cause is represented by harmful interactions

among robots arising when a number of robots try to use the resource simultaneously.

Anomalies can even be caused by a combination of faults and interactions.

Finally the chapter has anticipated the major challenges we intend to solve; in partic-

ular, since a plan anomaly can be explained by different, alternative root causes, we have

pointed out how the diagnosis, which aims at singling out among the possible alternatives

the actual root cause of an anomaly, is a particularly complex task.



Chapter 4

System Architecture

In this chapter we will introduce the high-level architecture of the closed loop of control

feedback (control loop for short) established over the execution of a given plan.

In particular, the chapter will present the main modules which are part of the control

loop and the assumptions made on these modules.

4.1 Introduction

In this chapter we describe a simple high-level architecture of the control loop where the

on-line supervision is performed by a centralized Supervisor and where an active role is

played by a human user. This architecture will be extended throughout the thesis; first by

adding more details, in particular concerning the Supervisor, and then by discussing a de-

centralized variant of the architecture. Finally, we will propose a distributed architecture

which supports a (partially automated) closed loop of control which aims at recovering

the failed actions.

Intuitively a closed loop of control aims at maintaining the system alive despite some

failures occurs; to this end the control loop consists of different activities. On one hand

there are activities which supervise the system behavior (e.g. estimation of the system

status) and on the other, there are activities which manage the system behavior (e.g. by

submitting new commands) when a discrepancy between the expected and the observed

behavior is detected.

At this moment it is sufficient to consider that the control loop involves three main

activities: planning, scheduling and supervision. Figure 4.1 shows how these activities

are correlated and in particular highlights the internal architecture of the module we

are interested in, the Supervisor. Observe that, for the sake of simplicity, we maintain

planning and scheduling as two different modules even though in some recent works (see

e.g. [Moreno et al., 2002]) these modules tend to be integrated in one module which

reduces the search space significantly.

40



CHAPTER 4. SYSTEM ARCHITECTURE 41

ON-LINE
MONITORING

MODULE

DIAGNOSTIC
INTERPRETATION

MODULE

SUPERVISOR

robots 
messages

sensors
messages

actions outcomes (anomalies)

SENSOR j

ROBOT i

BELIEF STATE

SCHEDULERP

REAL WORLD

PLANNER

goals

actions

PRESENTATION MODULE

explanations actions outcomes

off-line

SP

Figure 4.1: The high-level architecture of the Supervisor

The control loop depicted in Figure 4.1 starts with a human user which submits a

high-level goal to the Planner. The Planner synthesizes a partial-ordered plan (POP)

where each action is assigned to a specific plan executor and multiple actions can be

performed concurrently by the executors. The Planner has to take into account that, due

to causal links between actions (i.e. the service production and resource competition links

introduced in Chapter 3) some actions can not be executed concurrently and some others

must be executed in a specific temporal order. The resulting POP P is subsequently

submitted to a Scheduler, which schedules the actions; of course also in the scheduled

plan SP produced by the Scheduler, the causal links existing among the actions must be

satisfied. Now, the scheduled plan SP can be actually executed.

The execution of SP is coordinated by the Supervisor module. While the Planner and

the Scheduler modules work off-line, the Supervisor works on-line, in fact it has to:

1. assign the actions to the executors according to the actions schedule time,

2. monitor the execution of the actions,

3. whenever an anomaly is detected, infer the set of possible explanations for that

anomaly (i.e. a diagnosis).

Finally, all the piece of information inferred by the Supervisor (in particular the diagnoses)

are reported to the human user by means of a Presentation Module, so the control loop

is closed.

It is worth noticing that, relying on the pieces of information provided by the Supervisor,

the human user could assess whether the initial goal could be still achieved even after the
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occurrence of unexpected events. In case the original goal were no longer reachable, the

human user has the responsibility to submit to the system an alternative goal and the

control cycle starts again as before.

In this architecture, we essentially consider the Planner and the Scheduler as two

black-boxes. In the rest of the chapter we make some assumptions about the services by

the Planner and the Scheduler and we briefly introduce the internal architecture of the

Supervisor.

4.2 The Planner

Even though we do not advocate a particular planning methodology, we have taken as a

reference point the planner proposed by Buotilier and Brafman in [Boutilier and Brafman, 2001].

Such a planner exploits a simple modification of the STRIPS action representation lan-

guage which allows to represent interacting actions. In [Boutilier and Brafman, 2001] the

authors describe the Partial-Order Multi-agent Planning (POMP) algorithm that can be

used to generate plans for multi-agent teams.

More precisely, the POMP planner considers atomic, STRIPS-like actions (i.e. actions

modeled in terms of preconditions and effects). The STRIP language is augmented with

the concurrent clause which specifies, for each possible action a, a list of actions of other

agents which can, or can not, be concurrent with a. During the planning process, the

POMP algorithm keeps track of two kinds of links:

- a causal link, e.g. a
q
→ a′, indicates that the action a provides the action a′ with

the service q, where q is an atom occurring in the preconditions of a′; so when the

action a fails the action a′ fails too since it can not be executed.

- a precedence link, e.g. a ≺ a′, indicates that the action a must precede the execution

of the action a′; however the action a does not provide any service to the action a′

so the action a′ could be executed despite the failure of the action a.

The output of the POMP planner described in [Boutilier and Brafman, 2001] is a

plan where the actions of the same agent are linearized, i.e. there exists a total order

relation among the actions agent i has to execute. Notice that the temporal links are

used for resolving the agents competitions; when two (or more) agents need the same

critical resource, the POMP produces a plan where the access to the resource is ruled by

an order relation among the actions of the agents. This order relation corresponds to a

path of precedence links imposed over the set of competing actions. Moreover, since the

POMP does not take into consideration the occurrence of action failures, the precedence

and causal links in the output plan are reduced to simple partial-order links. In fact,

if we assume that all the actions will be successfully completed the distinction between

precedence and causal links can be ignored.
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However we are interested in those cases where the actions can fail. Therefore we

slightly modify the POMP planner in order to build final plans where:

- the actions assigned to an agent are totally ordered

- the distinction between precedence and causal links is maintained.

- the precedence links among actions of different agents, used for resource conflict

resolution, are translated into causal links where the offered service consists in re-

linquishing a resource. In particular, if the actions a of agent i and a′ of agent j

need the same critical resource res, the POMP algorithm introduces a precedence

link (either a ≺ a′ or a′ ≺ a). Let us suppose that the link a ≺ a′ is present in

the plan produced by POMP; we replace this precedence link with the causal link

a
free(res)
→ a′ where the service free(res) appears in the preconditions of action a′.

Such a causal link corresponds to the resource competition link we have introduced

in Chapter 3.

- All the causal links labels are maintained, in this way we maintain the evidence

about the service that an action provides to another action (possibly even to a

subset of actions).

More formally, given DD=〈A, T ,RES , χ〉 a domain description where:

- A is the set of action types which can be executed by the plan executors

- T is the set of plan executors

- RES is the set of resources available in the environment

- χ : RES → ℵ is a function which assigns to each resource res ∈ RES a integer

number representing the capacity of the same resource.

Notice that DD can be expressed by means the PDDL language as described in Chapter

3. In DD each action type α ∈ A models just the preconditions and the effects of that

type of action, i.e. at planning level this kind of granularity is sufficient.

A Multi-Agent Plan (MAP) problem is defined as the tuple 〈DD,G〉 where G is the

goal (or a set of goals) to be reached. The solution of the MAP problem, what we expect

from the planner, is the plan P=〈A, PL, CL, ρ, δ〉 where:

- A is the set of actions that the executors have to perform, these actions are instances

of the action types in A. More precisely, for each action instance a ∈ A, type(a)

returns the corresponding action type α. With the notation 〈a, exi〉 we denote that

the action instance a has been assigned to the executor exi. Finally, arguments(a)

denotes the set of actual arguments (included the identity of the executor responsible

for a) which must be specified for instantiating an action of type type(a).
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- PL is the set of precedence links defined between actions assigned to the same

executors, i.e. for each precedence link a ≺ a′ both a and a′ are assigned to the

same executor.

- CL is the set of causal links of the form a
q
→ a′, where a and a′ may be or may be

not assigned to the same executor.

- ρ : A → 2RES is a relation which associates to each action instance a ∈ A a subset

of resources in RES required for the successful completion of a.

- δ : A → ℵ is a function which associates to each action instance its nominal duration.

4.3 The Scheduler

In general a scheduler receives in input a plan and it has to find a suitable temporal

collocation of all the actions in the plan in such a way no resource conflict arises. One key

point, as we have noticed, is the fact that resources are limited in number and in capac-

ity. Moreover the scheduler has to consider that, in general, the actions are temporally

constrained, either individually or among one another; for instance, some actions in the

original plan might be constrained to not start before or not finish after a certain instant;

or there might be precedence constraints between any two actions.

Therefore, the issue of the scheduler is to find a consistent scheduling of the actions in the

plan such that, on one hand the resource consistency is maintained at each time instant

and on the other, temporal and precedence constraints are kept satisfied. Furthermore, the

scheduler has in general an additional constraint on the quality of the resulting scheduling,

in fact in many cases it is required that the makespan of the resulting scheduling (i.e. the

length of the longest path of actions in the scheduling) is optimal or at least lesser than

a predefined threshold.

The scheduling problem has been treated in many different approaches (see e.g.

[Cesta et al., 2001, Wolf, 1994]). As for the planner, we do not advocate any particular

type of scheduler, however we have to say that there are traditionally two approaches to

the problem: Predictive and Reactive. The first one is based on the synthesis of an initially

robust schedule, which is capable to absorb, within a certain limit, the spoiling effects of

unexpected events without the need of re-scheduling. On the contrary, the second one

tries to maintain the consistency be manipulating the schedule every time it is deemed

necessary.

It is easy to see that in the architecture we propose a predictive scheduler is more

suitable than a reactive one since it is assumed to work off-line.

Moreover, we have to observe that in the MAP scenario we consider, a reactive scheduler

may not be sufficient for responding adequately to unexpected events. In fact in many

cases a reactive scheduler consider harmful events such as:
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- delays on the actions: the starting time of the actions is delayed

- variations on actions duration: the duration of an action may be longer or shorter

than its nominal duration

- resource breakdowns: some resources may be completely or partially lost

The current schedule is therefore adjusted by means of new temporal or precedence links

among the actions. However in our case we have to consider that also the executors may

fail and to face this kind of unexpected event re-scheduling the activities is not sufficient.

In fact we have to re-plan the actions considering the actual heath status of the executors.

In our discussion we simplify the scheduler problem, since we do not require the

schedule makespan to be optimal or to be lesser than a threshold; so a scheduling problem

has always a solution. According to the architecture in Figure 4.1 we assume that the

scheduler receives in input the plan P synthesized by the POMP-like planner and returns

a scheduled plan SP defined as the tuple 〈P, τst, τnm, τmx〉 where:

- P is the input plan 〈A, PL, CL, ρ, δ〉

- τst : A → ℵ is a function which associates with each action instance a ∈ A an integer

number representing the starting time of a

- τnm : A → ℵ another function, associates with each a ∈ A the time in which the

action should nominally be finished (i.e. τnm(a) = τst(a) + δ(a))

- τmx : A → ℵ, this function associates with each a ∈ A the maximum allowed time

by which the action can be completed. Observe that the following relation must

hold τmx(a) ≥ τnm(a).

Of course the scheduled plan SP must satisfy all the precedence and the causal links in

PL and CL respectively and must guarantee that at each time instant all the resource

are used consistently.

In the following we will denote as 〈a, exi〉t an action a, assigned to executor exi, which

is in execution at time t, where t ∈ [τst(a), τmx(a)].

The set of all the actions in execution at a given time t is denoted as

activeActs(t)=
⋃

exi∈T 〈a, exi〉t. Since each executor can carry on just an action per time,

this is a consequence of the linearization mechanism of the POMP-like planner, it follows

that |activeActs(t)|≤|T |.

4.4 The Supervisor

In the architecture showed in Figure 4.1 the internal structure of the Supervisor is played

up. In particular, the relations between the two main modules, the On-line Monitoring

Module (OMM) and the Diagnostic Interpretation Module (DIM) are highlighted.
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A first task the OMM has to accomplish consists in assessing the status of the system

at each time instant, i.e. tracking on-line the progress of the plan. However the status

of the system can not be inferred relying just on the actions the robots are performing,

because at each time instant the system may evolve in unpredictable ways, e.g. one (or

more) robot functionality may evolve in a faulty mode, or interactions among executors

may arise. For this reason, the OMM exploits the observations coming from the envi-

ronment (sensors and executors) for refining the status representation. All the same, the

available observations in general do not provide the OMM with a complete view of the

system status. In fact sensors usually do not cover the whole environment but just some

strategic points and the executors can not detect important events such as the occurrence

of faults. In other words, the OMM has to deal with only a partially observable environ-

ment. As consequence of this lack of information, the OMM can not estimate a precise

system status, rather the OMM estimates a set of alternative system states which are all

possible since they are all consistent with the observations received so far. This set of

alternative system states is known in literature as belief state.

Determined the current belief state, the OMM has to check whether some anomalies have

occurred. It is worth noticing that detecting plan anomalies is a critical step but it is

not sufficient to the human user since the root causes of the anomalies are not singled

out. For this reason, whenever the OMM detects an anomaly, trigger the DIM which,

by exploiting an history of belief states, performs a diagnostic interpretation at a more

abstract level and thus it is able to highlight the causes of the anomalies.

4.5 Conclusions

In this chapter we have introduced the high-level control architecture of the system.

Three modules have been highlighted: the Planner, the Scheduler and the Supervisor.

Essentially the architecture considers the Planner and the Scheduler as off-line modules,

while the on-line control over the system activities is up to the Supervisor only. Moreover,

since Planner and Scheduler are not the core of the thesis, they have been considered as

black-boxes, described just in terms of the expected services; in fact the attention of the

thesis is focused on the Supervisor, whose internal structure has been showed with more

details. The chapter has also introduced some essential concepts regarding the planning

and the scheduling problems which will be used in the following chapters.



Chapter 5

Modeling the Domain

This chapter introduces the first steps of the proposed formal approach for modeling a

MAP. More precisely, the chapter discusses how the basic entities of a MAP are singled

out and modeled as communicating automata. For sake of exposition the concepts will

be exemplified as soon as they are introduced, and in doing so, I will use the robocare

domain as a test-bed of the methodology; however, as we will see, the modeling language

we propose is quite general and can be applied to a class of multi-agent domains of which

robocare is just a possible instance.

5.1 Preliminary concepts

5.1.1 The Environment

The environment involves a set of passive objects used by the executors in carrying out

their actions. These objects may be characterized by a status, which changes as a conse-

quence of the actions performed by the executors.

Since actions are performed concurrently, the same passive object may be requested for

use by more than one executor at a time; however, these objects have, in general, a limited

capacity, i.e. they are resources. In our discussion we assume that all the resources are

renewable. When a renewable resource is used by an action, the action consumes (locks)

an amount of resource capacity during its execution, but as soon as the action finishes,

the capacity locked by that action is returned back to the resource, so new requests can

be served. In general, a renewable resource can serve may requests concurrently as long

as the global amount of requests does not exceeds the resource capacity.

In particular we make the following assumption

Assumption 5.1.1 A harmful interaction among a subset E of executors may arise only

when the executors in E request to use the same resource res and the global amount of

requests is greater than the capacity χ(res).

Assumption 5.1.1 imposes that plan threats involving interactions are concerned to the

resource access.

47
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For example, in robocare the environment is seen as a set of rooms connected

together by doors; two rooms rmi and rmj are considered adjacent if they are con-

nected by at least one door drh. Resources are doors, beds (for elderly people) and

trayracks. Of course executors as well as resources are domain dependent, for example

in [de Jonge et al., 2005] executors are airplanes and the runway is a critical resources, in

[Behan and OKeeffe, 2006] executors are mobile robots and resources are the shelves of a

library.

For the sake of simplicity, in robocare the capacity of the resources is set to one; e.g.,

a door can be used by just a robot per time namely, the door is locked by a robot while

the robot is passing through the doorway and it becomes available to other robots after

the use.

We assume also that the environment is known both to the Supervisor and to the

executors, i.e. the general topology of the environment in terms of rooms, doors, and

other resources is known. However, the Supervisor maintains just a coarse, qualitative

description of the environment based on the subdivision of the space into areas. More

precisely, due to Assumption 5.1.1, resources play a critical role in the evaluation of the

success or failure of the actions performed by the executors, thus two special areas are

associated with each resource res∈ RES :

- critical area res.CA denotes the area from which res can be used;

- request area res.RA denotes the area immediately surrounding res.CA, it is assumed

that an executor passes through this area for accessing/releasing the resource res.

All the space of a room that is not part of a critical/request area is modeled as a single

transit area TA used by executors to move from one resource to another.

From the point of view of the Supervisor the position of an executor is specified in terms

of areas: an executor could be located within a critical or request area of a resource, or

into the transit area TA of a room. The limited capacity of the resource res is modeled

by imposing constraints on the number of executors which can be simultaneously located

within the critical area res.CA. Conversely, we assume that the transit areas and the

request areas do not have any limit and, given Assumption 5.1.1, no harmful interaction

is possible in these areas.

Apart from pieces of information volunteered by the executors, the Supervisor receives

observations of the environment via a net of fixed sensors. Typically these sensors are

associated with resources in order to detect events occurring within the critical and/or

the request area of the resource itself. Sensors are able to identify which specific executor

has caused a detected event; thus the identity of the executor is included in the message

the sensor sends to the Supervisor. However, we can not assume that the environment is

completely under the control of sensors nor that executors and sensors can detects all the

possible events, so we have to deal with an environment which is only partially observable.

However we assume that
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Figure 5.1: A typical robocare environment.

Assumption 5.1.2 At each time instant t, the set of observations obs(t) received by the

Supervisor is correct.

Assumption 5.1.2 imposes that the messages included in obs(t) correspond to actual

changes of status detected either by sensors or by executors; that is, the set obs(t) must

not contain false positive. However sensors may not detect all the changes.

Figure 5.1 shows how the robocare environment in Figure 3.1 is represented in our

framework; all the resources (beds, doors and trayrack) are associated with their critical

(dark grey) and request (light grey) areas. The sensors are displayed as black points

nearby the resources they monitor. The white space of a room represents the transit area

of the room itself.

5.1.2 The Status of the System

The status of the system is expressed in terms of the variables V ARS representing the

status of the executors T = {ex1, . . . , exn} and of the resources RES = {res1, . . . , resm}.

More precisely, we partition the set V ARS into the subsets

Var(exi) = {v1i
, . . . vki

, res1i
, . . . , resmi

} (for each exi ∈ T ) denoting the status variables

of the executor exi. The variables vji
(j : 1, . . . , k) represent the status of the executor

as concerns its health status, position, carried objects, and so on. Whereas the variables

resli (l : 1, . . . , m) represent the status of the resource resl w.r.t. executor i; in fact, as it
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will be discussed in section 5.2.4, the status of a resource resl is modeled by adopting a

decomposition strategy which associates with each executor exi a private variable resli.

With sexi
we denote the status of exi, i.e. an assignment of values to each variables in

Var(exi); in particular sexi
(vji

) denotes the value assigned to the variable vji
∈ Var(exi).

Definition 5.1.1 The status S of whole system is the union of the executors’ status,

S =
⋃

exi∈T sexi
.

Of course the system under consideration is a dynamic system, therefore the notion of

status is strictly related with the notion of time, for this reason we will denote as sexi
(t)

and S(t) the status assumed by executor exi and by the system, respectively, at the time

t. Notice that the relation sexi
(t) ⊂ S(t) naturally follows by the definition of system

status.

For example in the robocare case study, given a robot rbk, the status srbk
(t) is

expressed in terms of the following status variables:

- rbk.pos: the robot position, the variable assumes values in the set of all the areas

defined in the DD in particular, the critical and request areas associated with each

resource and the transit area associated with each room;

- rbk.mobility: the health status of the mobility functionality, assumes values in the

set {ok, slowdown, broken} according to the fault model of the mobility func-

tionality (see Chapter 5);

- rbk.handling: the health status of the handling functionality, assumes values in the

set {ok, bloked};

- rbk.carry: if not null indicates the specific object carried by the robot, all the objects

in the environment (e.g., the patients’ meals) are identified univocally;

- rbk.actionStatus: if not null (the robot may be idle) indicates the current status of

the action the robot rbk is carrying on.

In the following section we address the problem of how modeling the possible changes

of status of the whole system, and therefore of the status variables of all the executors in

the team.

5.2 Modeling the Dynamics of the System

The system to be monitored and diagnosed is the execution of a scheduled plan SP ,

solution of a specific MAP problem. In order to model such a kind of system its dynamics

must be captured. As previously noticed, the possible evolutions of the SP , at a given

time t, depend on the actions activeActs(t) currently assigned to the executors and on

the occurrence/absence of plan threats. In fact, the progress made by an executor in
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performing its assigned action depends on the health status of its functionalities and on

the (absence of) competitions involving it.

In this thesis we propose to build the model of an instantiated SP by means of a

compositional methodology; i.e., as a first step the basic elements of the systems are

modeled as isolated components and subsequently these models are composed in order to

obtain the model of the whole system.

The system can be suitably described by combining the models of four main types of

entities:

- Executor Functionalities, i.e. the skills of the executors and their possible failures.

- Action Status, i.e. a representation of the change of status of an action w.r.t. the

time and the occurrence of plan threats.

- Action Templates, i.e. detailed, non-deterministic schemas of the possible execution

of the actions.

- Resources, since harmful interactions may arise for accessing them.

The events that can be actually observed by the Supervisor are specified by modeling

the Executor Self-Assessment Skills (which determines the situations when an executor

can/must send a message to the Supervisor) and the Fixed Sensors (which are able to

send messages to the Supervisor according to the captured events).

As it is commonly used in the DES-based approaches, the behavior of each type of en-

tity is described by means of a communicating automaton ([Brand and Zafiropulo, 1983]);

the global model of the system can then be obtained via a synchronization of a proper

set of communicating automata.

The general form of a communicating automaton can be represented by the tuple 〈Q, Σin, Σout, ∆〉,

where:

- Q is the set of states of the automaton

- Σin is a set of consumed events

- Σout is a set of emitted events

- ∆ ⊆ (Q × 2Σin
× 2Σout

× Q) is the transition relation of the automaton.

This means that each transition tr ∈ ∆ has the form tr : ni
inputs/outputs

→ nj where ni, nj ∈ Q

and inputs and outputs are two lists of consumed and emitted events, respectively.

While it is well known that the synchronization among two or more communicat-

ing automata is based on the exchange of internal events [Brand and Zafiropulo, 1983,

Schumann et al., 2004], it is important to distinguish specific classes of System events (as

we shall see, these events do not disappear during synchronization):
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- System Input Events:

◦ Executor Progress Events ΣprgEvn: each event in ΣprgEvn is triggered by an

executor while it is performing an action and represents a step forward in the

completion of the action

◦ Faults Σfaults: set of possible faults affecting the functionalities of the executors

◦ Timeout events Σtimeouts: the events in this set represents the occurrence of a

timeout associated to a specific action a currently in execution, these events

are generated by the Supervisor itself (see next chapter) as soon as a time

deadline associated with a expires.

- System Output Events:

◦ Observed Messages ΣobsMsg: each event in ΣobsMsg corresponds to a message

sent either by a fixed sensor or by an executor to the Supervisor.

◦ Internal Timeout Messages ΣobsT imeout: the internal timeout events in Σtimeouts

are mapped on the observable timeout messages in this set.

Assumptions

As it is commonly used in Discrete-Event Systems, we assume that the system states

and the transitions between states are known. However, the models are not necessarily

deterministic.

Assumption 5.2.1 The communicating automaton associated with each type of basic

entity is a correct and complete model.

More precisely we require that all the basic elements satisfy the following assumption

Assumption 5.2.2 Each basic element has a finite number of possible states (including

faulty states). Moreover, the model of each entity is complete since the set of possible

states of the entity and how a state can evolve in another one is known a priori.

We impose Assumption 5.2.2 because we aim at monitoring the system even after the

occurrence of plan threats, therefore we need to know how an element behaves (e.g.

which services it offers) even when it is not in the nominal status. However Assumption

5.2.2 does not impose to exactly know the current status of a basic element, neither it

requires to build a deterministic model. Assumption 5.2.2 just imposes that 1) the model

of an entity is defined over a well determined set of status variables and 2) the domain of

each status variable coincides with a specific range of values. According to Assumption

5.2.2, the model of a basic entity is not a deterministic function, it rather is a relation over

the space of admissible states of the entity itself. In this way we can model the (possibly

non-deterministic) effects of the faults affecting the basic entities.
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-/nomove

Figure 5.2: The automaton of the mobility functionality

Observe that the assumption of completeness of the system model is made in many MB

approaches, in particular in those approaches where the system model is used to predict

the behavior of the system itself; see for example the simulation-based solutions to the

problem of diagnosis we have discussed in Chapter 2.

In our discussion the basic elements are modeled as DES and, as a consequence, we

model the time as a discrete sequence of time instants. Moreover we make the following

assumption:

Assumption 5.2.3 All the basic elements evolve synchronously: at each time increment

every component perform a state transition.

Assumption 5.2.3 is commonly made in the approaches based on DES, however it does

not necessarily impose that the events in the components need to occur synchronously, in

fact the occurrence of asynchronous events can be modeled by means of null transitions,

which essentially are self loops by means of which a component can may stay on a given

state while other components evolve (see [Pencolé and Cordier, 2005]).

Observe that Assumption 5.2.3 is also a requirement of the Livingstone’s architecture (see

[Williams and Nayak, 1996, Kurien and Nayak, 2000]). In fact, despite the transitions in

the system components actually occur interleaved, Assumption 5.2.3 results to be a good

abstraction of the actual behavior which significantly simplifies the problem of modeling

multiple transitions in the components.

Finally, we assume that

Assumption 5.2.4 The communication between the robots and the Supervisor as well as

between the sensors and the Supervisor is reliable and instantaneous

This assumption is often made, see for example [Pencolé and Cordier, 2005], however the

framework we propose could be extended to model the communication infrastructure as

a set of components (including their faults).
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5.2.1 Executor Functionalities.

As anticipated in Chapter 3, we are not interested in modeling the executors in terms

of their internal components and relations among them. In other words, instead of an

architectural model we adopt a functional model of the executors. This functional model

specifies the set of skills of an executor and how these skills could be reduced or lost as a

consequence of faults.

An executor functionality is characterized by a set of behavioral modes, one of which is

the nominal mode and the others are faulty or degraded modes. According to its current

mode, a functionality can or can not provide a specific service. For this reason each

behavioral mode bm exhibits a set of available capabilities denoting which services the

functionality is able to do when it is under the bm mode.

An executor functionality is modeled as a communicating automaton where:

- each node represents a behavioral mode of the functionality;

- edges between nodes correspond to spontaneous evolutions between behavioral modes

due to the occurrence of faults;

- if a capability cap is available in behavioral mode bm then the node corresponding

to bm has a self-loop which emits an event labeled cap.

More formally, a robot functionality fun is modeled through the automaton:

< Q, Σfaults, Σout
cap, ΣfunFaults, E >

where:

- Q is the set of behavioral modes of the functionality fun

- Σcap: the internal events in Σcap represent the capabilities exposed by a functional-

ity1.

- ΣfunFaults is another set of internal events which are used to model the ability of

an executor to perform self-diagnosis about its functionality fun; in particular,

by means of the synchronization with the executor self-assessment automaton (see

later) the executor is able to send an auto-diagnosis message triggered by the oc-

currence of a fault.

- E ⊆ (Q × Σfaults × 2Σout
cap × 2Σout

funF aults × Q) is the set of transitions.

1Since the internal events can be used as either input or output events we indicate their use in the
superscript, e.g. Σout

cap means that the events in Σcap are emitted.
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For example, in the robocare scenario, the robots are characterized by the mobility

functionality, which can be in the ok, slowdown or broken behavioral modes; and by

the handling functionality which can be in the nominal mode ok and the faulty mode

blocked. As said above, the status of these two functionalities is modeled by means of

the two variables rbk.mobility and rbk.handling.

Figure 5.2 shows how the variable rbk.mobility can evolve, in particular it shows the

automaton corresponding to the mobility functionality. In the nominal behavior the

mobility offers two capabilities: mf (move fast) which represents the robot ability of

moving in the environment with a normal velocity; and nomove which represents the

ability of staying in a precise position. In the slowdown mode, the mobility offers again

the capability nomove but the capability mf is substituted with the capability ms (move

slowly), i.e. the velocity of the robot movements is reduced. In this way we model, in a

qualitative way, a degradation in the mobility of rbk. Finally, in the broken mode, the

mobility offers only the service nomove, that is, the robot can not longer move.

Notice that f1, f2 and f3 are the spontaneous (exogenous) events through which we

model the occurrence of a fault; for example when the mobility functionality is in the

nominal mode ok and the f1 event occurs, the mobility evolves in the slowdown mode.

Notice that mobility and handling are used simultaneously when a robot must bring an

object to a patient.

5.2.2 Action Status.

Since the actions are part of a plan where temporal constraints among them could be

defined, the actions have to be carried out within a specific time interval in order to be

considered successfully completed.

As pointed out in [Birnbaum et al., 1990], defining the maximum time duration of

the actions in a plan avoids that the Supervisor has to wait for an indefinite amount of

time for the completion of an action; in general, if an action is not completed after an

appropriate interval, the action can be considered failed (i.e. the action goal is assumed

to be unachievable). In our discussion we model the actions duration with a tolerance

interval. In fact, as discussed in section 4.3, each action instance a in the scheduled plan

SP is associated with two time deadlines, namely τnm(a), the nominal duration of a;

and τmx(a), the maximum time the Supervisor can wait for the completion of a without

violating some precedence constraints in SP .

Therefore the time plays an important role for determining the outcome of an action.

In fact we say that the outcome of action a is completed on-time iff a terminates at time

t ≤ τnm(a); conversely, if a terminates at a time t | τnm(a) ≤ a ≤ τmx(a) we say that the

outcome of a is completed with delay; finally, if a is not completed yet at time t = τmx(a)+1

we say that a is failed.

Of course the outcome of a depends on the occurrence of timeout messages, corre-

sponding to the missed deadlines, and/or of plan threats. However, not all the plan
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[ms , t2/ move, TIMEOUT-2 - rbk - act]

mf / move [ms / move]

Figure 5.3: The model of the possible status of an action w.r.t. the time and the plan
threats.

threats may cause a not nominal outcome of a; for example a resource competition may

have no effect or may causes a delay or even a failure according to the amount of delay

gathered by a and to the specific values of the functions τnm(a) and τmx(a). In order to

consider all these possibilities we need a model which keeps track of the action status

taking into account the notions of global time deadlines and of plan threats. Moreover,

the model of the action status must indicate which “next steps” of a are consistent with

its current status. For example, if the status of an action is failed no other steps might

be allowed.

The automaton modeling Action Status is defined as:

< Q, Σtimeouts, Σin
cap, Σout

step, ΣobsT imeout, E >

where:

- Q is the set of possible action states

- Σstep are internal events used for the synchronization with the Action Template
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automaton (see next section). Each event in Σstep represents the possible next step

of the action instance according to its current status.

- E ⊆ (Q×Σtimeouts ×Σin
cap ×Σout

step ×ΣobsT imeout ×Q) is the transition relation of the

automaton.

Figure 5.3 shows the Action Status modeling the possible evolutions of the action

status for any Goto action defined in the robocare scenario (see Chapter 3). This

automaton synchronizes with the automaton of the mobility functionality by consuming

the internal events in Σcap; and with the automaton Action Templates (next section) by

emitting the events in Σstep.

In many cases the capabilities mf and ms consumed by the action status model cause the

same emitted events; in these cases, in order to avoid the duplication of the associated

transition, we draw a single transition and label it both with the nominal capability mf

and with the alternative one ms in the square brackets.

In particular a Goto action can be in the states:

- Running: the action is in execution and so far no plan threats have been detected

yet: or plan threats are not occurred, or their effects have not been observed.

- Wait: the action is in execution but the robot is waiting for accessing a resource,

this is a plan threat however the action not necessarily completes with delay or fails,

it depends on the amount of delay gathered during the waiting.

- Resumed: after a waiting period the action is running again

- Completed On-Time: this final state represents the nominal outcome of the action

- Wait Delayed: the robot is waiting for accessing a resource and a timeout event is

occurred; i.e., the action has gathered a significant amount of delay

- Running Delayed: the action is running but with some delay, this delay is a conse-

quence of a fault in the mobility functionality since the robot has not waited for the

access of a resource

- Resumed Delayed: the robot has waited for a resource and possibly a fault has

affected its mobility

- Completed Delayed: this final state represents the not nominal outcome action com-

pleted with delay

- Failed: the not nominal action outcome action failed, in particular the action status

can become Failed
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rbk leaves rmi.bdx.CA, move /
leave-rbk-bdx.CA

rbk leaves rmi.bdx.RA, move/
leave-rbk-bdx.CA
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rbk enters in rmi.drh.RA, move /
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rbk leaves rmj.drh.CA, move /
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rbk leaves rmj.drh.RA, move /
leave-rbk-rmj.drh.RA rbk waits in rmi.drh.RA, wait /

unac-rbk-rmi.drh.RA

rmi.bdx.CA rmi.bdx.RA rmi.TA

rmi.drh.RArmi.drh.CArmj.drh.RArmj.TA

Figure 5.4: The automaton of the GotoRoom() action

t1 and t2 are the internal events in Σtimeouts representing the missing of the deadlines

τnm(a) and τmx(a) respectively. A transition consuming either t1 or t2 emits the observable

timeout message timeout-1rbk, a or timeout-2rbk, a. These messages are included in

the set of available observations obs(t) and are used in the same way of messages sent to

the Supervisor by sensors and executors.

In conclusion, the Action Status automaton models the possible changes of value of the

variable rbk.actionStatus.

5.2.3 Action Templates.

In some approaches to monitoring and diagnosis of a MAP execution (e.g. [Wittenven et al., 2005,

Roos and Witteveen, 2005a]) each action is assumed to be atomic and it is modeled as a

function of its nominal behavior only; namely, the action is modeled just in terms of its

preconditions and effects, conditions which must be satisfied when the action starts and

ends respectively. On the contrary, the anomalous behavior of the actions is not modeled;

therefore when an action fails the monitoring can not keep track of the status of the whole

system.

However, in our approach we deal with not atomic actions, moreover we aim at monitor-

ing the system despite some actions are failed. It follows that we need a more complex

action model.

As a first step for building more fine grained action models we associate with each

action type α ∈ A a corresponding action template α. An action template α is a detailed

model specifying all the possible sequences of sub-steps that an executor can take for

completing an action instance a of type α. In particular, α explicitly models the nominal

behavior of the action assuming that or plan threats do not occur or they do not cause the

failure of the action. Moreover, α specifies in which action sub-steps particular resources

are acquired, used and released, and which functionalities are required in order to complete

a.
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In other words, α specifies not only a fine-grained plan, but also restrictions on the

availability of resources and of executor capabilities that may hold for the whole duration

of the action instance or in some specific intervals.

The action template α is a communicating automaton such that:

- each node defines a list of constant assignments to the variables concerning the

status of the executor, in particular those status variables whose value is affected

by the action.

- each transition is labeled with an exogenous input event in ΣprgEvn corresponding

to an action sub-step; moreover each transition consumes internal events in Σstep

emitted by the action status model; all these input events can be considered as

necessary conditions for a transition from state si to state sj .

- each transition is also labeled with one or more internal events in ΣprgMsg emitted

when the transition is taken. The events in ΣprgMsg describe a state change that

is not directly observable, but may indirectly trigger messages sent by executors or

sensors.

More formally the automaton representing α is the tuple:

< Q, ΣprgEvn, Σin
step, Σout

prgMsg, E >

where:

- Q is the set of executor states which are possible during the execution of an action

instance a of type α; this set can be partitioned into the subsets:

◦ Iα all the possible initial states where preconditions of α are satisfied;

◦ Gα the final states where the effects of the action have been reached

◦ Nα all the other intermediate nodes

- E ⊆ (Q×ΣprgEvn × 2Σin
cap × 2Σout

prgMsg ×Q) is the set of transitions between executor

states.

Figure 5.4 shows the automaton for the action GotoRoom(rbk, rmi, rmj, drh) in the robo-

care scenario that we have discussed in section 3.2.1. The action requires robot rbk to

move from its current position in room rmi to the transit area of room rmj through the

door drh. Essentially, the model of this action specifies in which positions the robot can

be while it is performing the action, namely, the model specifies how the status variable

rbk.pos, modeling the position of the robot rbk, changes. For the sake of readability the

nodes of the automaton in Figure 5.4 are labeled with the value assigned to the variable

rbk.pos; for example, the node labeled as rmi.bdx.CA indicates that rbk is located in the

critical area of the resource bdx, moreover bdx is a resource located in room rmi.
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Therefore, Figure 5.4 shows a model of the GotoRoom action which is more fine grained

than the model in PDDL showed in Figure 3.2. The preconditions of the action hold

in the nodes IGotoRoom ={rmi.bdx.CA, rmi.bdx.RA, rmi.TA}, in fact all these nodes

state that the position of rbk is in the room rmi as required by the PDDL defini-

tion. The effects of the action are encoded in the node GGotoRoom={rmj.TA} which

indicates that rbk is located in the transit area of the target room rmj. Finally, the

nodes NGotoRoom={rmi.drh.RA, rmi.drh.CA, rmj .drh.RA} are intermediate nodes. Ob-

serve that these nodes represent the situations in which the robot rmk is, respectively,

requesting, using and releasing the resource door drh. These situations can not be con-

sidered as initial or final states since the resource drh is shared between rmi and rmj and

therefore drh does not specifically belong neither to rmi nor to rmj. The critical area of

a door drh can be legally denoted either as rmi.drh.CA or as rmj .drh.CA.

Of course, since the automaton is a template it is parametric in the arguments of the

GotoRoom action (see definition in Figure 3.2).

Observe that the self loop on state rmi.TA indicates that the robot rbk is moving

in the transit area of the room rmi (a move event is consumed). Whereas the self loop

on rmi.drh.RA indicates that rbk waits for accessing the resource drh (a wait event is

consumed). In other words, the nominal behavior of the GotoRoom action includes the

possibility that a robot needs to wait for accessing the resource.

Finally, it is worth noticing that the transitions which consume a move event indirectly

require (throughout the Action Status model), that the mobility functionality emits either

mf or ms; this means that the mobility functionality is essential not only at the beginning

but during all the execution of the GotoRoom action.

5.2.4 Resources.

As discussed above, the resources are those passive entities of the environment whose

status depends on the actions the executors are performing. To keep the discussion

simple, we assume that for representing the status of resource res it is sufficient to keep

track which executors are currently using res and which others have requested it. Of

course the status of the res must be coherent with its actual capacity χ(res).

Representing the global status of res in a single automaton could be very expensive

since one should consider all the possible combinations of executors that have acquired it,

that are trying to access it and that have just released it. Moreover, the resulting model

would be strictly dependent to the original team of executors and whenever an executor

were added or removed all the resource models would need to be computed again.

An easier and more efficient way for representing the status of a resource res involves

the decomposition of the problem by considering each executor separately. In this way

the model of a resource defines how the resource status changes as a consequence of the

behavior of an executor only. Subsequently, the model is duplicated in as many copies as
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the executors and each copy is associated with each of them.

Formally, the model of a resource is a communicating automaton defined as

< Q,Σin
prgMsg,Σ

out
prgRes,E >

where:

- Q is the set of the internal states of the resource

- E ⊆ (Q × Σin
prgMsg × 2Σout

prgRes × Q) is the set of transitions which describe how the

status of res evolves.

- The events in Σin
prgMsg are emitted by the action template automaton; whereas the

events in Σout
prgRes synchronize with the automaton of the fixed sensor associated with

res (if any) which will be discussed later.

Observe that there is a strict relation between the use of a resource res and the localization

of the executors. In fact a resource res can be accessed by an executor only when the

executor is located in the critical area of res; whereas the fact that the executor is located

in the request area of res is not sufficient to state that the executor has requested res

since, for instance, it could have just left res.CA.

Figure 5.5 shows the automaton of the resource door drh associated with the robot

rbk, in the context of the robocare domain. In particular the automaton represents the

possible changes of values of the variable drhk
, which is the private copy associated with

rbk representing the status of drh w.r.t. rbk. The variable drhk
assumes the values free

when rbk is not located within the areas of drh; requested when rbk enters into drh.RA;

busy when rbk enters into drh.CA; and released when rbk leaves drh.CA. So the automaton

defines also the steps through which a robot accesses and releases a resource2.

Since the status of a resource res is decomposed in as many copies as the executors of

the team, we have to force consistency among these copies by means of a set of constraints.

In fact, as said above, the model of the resource status must be coherent with the resource

capacity. In order to guarantee the consistency among the private copies, we introduce

a set of global constraints CONS defined over the private copies reshi
. In particular,

for each resource resh, there exists a global constraint consh ∈ CONS representing (in a

logical formula) which assignments to variables reshi
(for each executor exi ∈ T ) represent

a consistent access to resource resj.

For instance, the use of a resource drh is ruled by the constraint:

drhk
(t) = busy ⇒ (5.1)

(∀rbi 6= rbk, drhi
(t) 6= busy)

constraint 5.1 imposes that if a robot rbk is using the resource drh at time t (drhk
(t)

= busy), then all the other robots rbi can not use the same resource at the same time

(drhi
(t) 6= busy).

2For sake of simplicity we assume that all the resources of the robocare domain are modeled by
automata very similar to that presented in Figure 5.5.
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leaveRes-rbk-rmj.drh.RA

Figure 5.5: The copy associated with robot rbk of the resource door drh automaton.

5.2.5 Fixed Sensors.

Changes in the world status due to execution of actions can be made observable to the

Supervisor through messages sent by fixed sensors.

A fixed sensor can have its internal status, and may fail in the same way the function-

alities of the executors can fail. For the sake of simplicity in the discussion we assume that

a sensor has just two different working modes: the nominal mode, in which the sensor

has the highest precision (i.e. it is able to detect a large set of events occurring in its

monitored area) and the degraded mode, in which the sensor is able to detect only some

events occurring within the monitored area. Moreover, we assume that the working mode

of the sensor is known and does not change during the time interval we are interested in

for monitoring purpose. Each working mode is represented via a specific model; however,

the framework could be extended to deal with (fault) mode transitions of the sensors

similar to the fault models of the executor functionalities.

A fixed sensor is modeled as a communicating automaton where each state represents

an internal state of the sensor. An arc between two states si and sj accepts an event

emitted by a copy of a resource automaton and emits an observable event representing

the message sent to the Supervisor. Since a sensor is associated with a resource, it is

natural that a sensor automaton synchronizes with a resource automaton; thus, also the

automaton of a sensor is duplicated in as many copies as the executors of the team. Each

of these copies is associated with a specific executor so that a sensor automaton is able

to detect the events triggered by the associated executor only.

Figure 5.6 shows the automaton for the door sensor in the robocare domain when

the sensor is in the nominal mode. All the detected events are made observable to the

Supervisor by means of an observable message; in particular the message specifies which

event has been detected and which executor has caused it.

Figure 5.7 shows the same sensor in a degraded mode with loss of precision; in this case,

just some of the incoming events cause the emission of a message to the Supervisor.
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OK

enterRes-Rbk-Ri.Dh.RA/
ENTER Rbk Ri.Dh.RA

enterRes-Rbk-Ri.Dh.CA/
ENTER Rbk Ri.Dh.CA

leaveRes-Rbk.Rj.Dh.CA/
LEAVE Rbk Rj.Dh.CA

LEAVE Rbk Rj.Dh.RA

leaveRes-Rbk-Rj.Dh.RA/

Figure 5.6: The copy associated with robot rbk of the sensor automaton of the door drh

when the sensor has fine-grained precision.

DEGRADED

enterRes-Rbk-Ri.Dh.RA/
ENTER Rbk Ri.Dh.RA

enterRes-Rbk-Ri.Dh.CA/-

leaveRes-Rbk-Rj.Dh.CA/-

leaveRes-Rbk-Rj.Dh.RA/
LEAVE Rbk Rj.Dh.RA

Figure 5.7: The copy associated with robot rbk of the sensor automaton of the door drh

when the sensor has reduced precision

5.2.6 Self-Assessment Skills.

Our framework easily supports teams of heterogeneous executors. Different kinds of ex-

ecutors could be equipped with different functionalities and with different abilities in

assessing the status both of the environment and of their functionalities. For example,

there may be executors which are able to perform self-diagnosis, and some others which

are able to recognize particular harmful interactions. Obviously, an executor that is able

to perform (partial) assessment of the status provides the Supervisor with this piece of

information, so that the Supervisor can exploit it.

In the specific robocare domain we organize the robots of the team into three

categories:

• Completely Unaware Robots: these robots are not able to perform any assessment

unac-Rbk-Ri.Dh.CA/
UNACCESSIBLE Rbk Ri.Dh.CA

relinquish-obj/
NOT-GRASPING obj hold-obj/

GRASPING obj

fault1/- fault2/-

fault3/-

Figure 5.8: The self-assessment automaton of a partially aware robot
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unac-Rbk-Ri.Dh.CA/
UNACCESSIBLE Rbk Ri.Dh.CA

relinquish-obj/
NOT-GRASPING obj hold-obj/

GRASPING obj

fault1/
MOBILITY-DIAG Rbk SD

fault2/
MOBILITY-DIAG Rbk BK

fault3/
MOBILITY-DIAG Rbk BK

Figure 5.9: The self-assessment automaton of a robot fully aware

of the status of the environment and of their functionalities; thus they never send a

message to the Supervisor.

• Partially Aware Robots: each robot rbk in this category has two abilities:

– assesses the presence of another robot in the critical area of a resource it

currently needs and sends to the Supervisor the message unaccessible rbk

res.CA.

– detects whether it is holding/releasing an object obj (also when the object

is held or released as a consequence of a fault in the arm of the robot) and

sends to the Supervisor the messages grasping obj and not-grasping obj

respectively.

• Fully Aware Robots: these robots have the same abilities of the partially aware

robots; furthermore they are able to auto-diagnose their mobility functionality. In

particular, when a fault to the mobility of the robot rbk occurs, rbk sends the

message mobility-diag rbk diag by means of which the behavioral mode diag of

the mobility is conveyed to the Supervisor.

A simple way to model these three different robots categories consists in modeling

their self-assessment skills by means of a communicating automaton. This automaton

defines the cases in which a robot sends a message to the Supervisor as a consequence of

a specific situation of the environment that the robot has detected. The mechanism is

similar to that used for modeling the sensors; the ability of a robot to assess a particular

condition of the real world is modeled as an internal event, the detection of which triggers

a robot message to the Supervisor.

For example, Figure 5.8 shows the self-assessment automaton of a partially aware robot; it

is easy to see that the internal events fault1, fault2 and fault3, representing the occurrence

of a fault to the mobility, do not trigger any message from the robot; however, the same

events trigger a robot message when the robot is fully aware (see Figure 5.9).

In the rest of the dissertation, in particular in Chapter 10 where the robocare setting is

used as test-bed in our experimentations, we will consider both completely unaware and

partially aware robots, whereas the case of fully aware robots is not considered since both

monitoring and diagnosis results to be strongly simplified.
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5.3 Conclusions

In this chapter the basic entities of a given MAP system are singled out and modeled.

These basic entities have been chosen considering the need of modeling all the possi-

ble evolutions of the execution of a MAP, even taking into account the possible occur-

rence of plan threats. The methodology is centered on the use of the communicating

automata formalism for modeling the basic entities of the MAP. In the MB commu-

nity, the communicating automata are commonly recognized as a valid way for modeling

complex dynamic systems. They are widely used for modeling DESs and they have

demonstrated to provide relevant benefits (as concerns both the expressive power and

computational requisites), see for example the approaches based on the Diagnoser tech-

nology ([Pencolé and Cordier, 2005, Sampath et al., 1996]). Moreover the communicating

automata formalism may be usefully exploited for constructing the model of a complex

system by means of a compositional strategy.

Albeit the use of communicating automata is not a novel technique in the MB commu-

nity, we have to say that such a kind of formalism has been mainly adopted for modeling

dynamic, component-based systems. The contribute of this chapter consists in showing

how the same technologies, developed in the component-based systems, can be usefully

exploited in the multi-agent scenarios maintaining the same advantages. Moreover, while

in general the model of sensors are not included in the system model, we have integrated

them in the models of the actions. In this way we are able to deal with different kind of

sensors and, more important, we are able to treat the occurrence of a fault in a sensor in

the same way we face the occurrence of a fault in the executors.

For the sake of simplicity in the exposition, the methodology has been exemplified

in the robocare scenario; however, the proposed modeling language is applicable to a

wide class of multi-agent systems. In fact, the methodology is well suited whenever there

is a initial goal to be achieved by means of a given global plan P , and where actions are

performed concurrently by executors, which may compete for accessing the resources. For

example in the Air Traffic Control (ATC) domain (e.g., see [de Jonge et al., 2005]) execu-

tors are airplanes, each of which executes its own flight plan. Critical resources may be the

runways of the airports but also the flight routes, which must be assigned to the airplanes

according to safe constraints. More in general, the methodology is applicable for model-

ing different kinds of service robots scenarios, as for example exploration with planetary

rovers ([Washington et al., 1999]), or human assistance as in [Behan and OKeeffe, 2006].

The chapter has also introduced some basic assumptions about the completeness and

correctness of the models of the elementary entities. In particular, with Assumption

5.2.2, we require to know all the possible changes of state of any basic entities. As it

has been explained, this requirement is imposed since we aim at building a model of

the whole system, which can be exploited for the monitoring purpose even after the

occurrence of plan threats. However in some cases Assumption 5.2.2 may be strong since

the anomalous behaviors of an element could not be completely known. In these cases



CHAPTER 5. MODELING THE DOMAIN 66

Assumption 5.2.2 could be released; nonetheless Assumption 5.2.1 about the correctness

and completeness of the model must holds. In order to satisfy Assumption 5.2.1, the

models of the basic elements should be enriched with an unknown state. This unknown

state should be always possible, that is, each known state of a component might evolve

in the unknown mode by means of transitions, whose set of preconditions is empty.

However, the future evolutions of a component are not predictable when the component

is in the unknown mode. It follows that the monitoring is no longer complete since it can

keep track of the known status of the system only (see for example [Wittenven et al., 2005]

where the actions are modeled as functions of their nominal behavior only, whereas the

faulty behavior is unknown).



Chapter 6

Centralized On-line Monitoring

In this chapter the centralized, on-line montoring approach is formalized. In particular,

we first first describe how the model of the system can be obtained by composing a proper

set of models of basic entities. Then we discuss how the system model is exploited for

the on-line monitoring purpose. The correctness and the computational complexity of the

proposed algorithm have been analized.

6.1 Introduction

In this chapter we take into consideration the problem of the on-line monitoring of a given

scheduled plan SP= 〈P, τst, τnm, τmx〉1.

Intuitively, the monitoring task has to estimate, at each time instant t, the status of the

system by considering both the current actions activeActs(t) and the occurrence of plan

threats.

To solve this problem a key point is represented by the definition of a model for a generic

MAP such that, once it has been instantiated w.r.t. the specific instance SP , it can be

used for the monitoring purpose.

In the previous chapter we have singled out and modeled the basic elements which are

essential for capturing the dynamics of a MAP. As it has been explained, these basic

models describe all the possible changes (including failures) which can occur during the

execution of a generic MAP.

However, these models can not be immediately exploited for monitoring the execution

of the specific MAP instance SP . First of all these models are templates and need to

be instantiated. Second, and more important, these models describes changes in specific

components but do not capture the dynamics of the global plan. In many cases in fact, a

change in one component causes changes in other components and the propagation of these

effects can not be captured by using the models of the basic elements as isolated pieces

of information. For example, it is easy to see that a fault in an executor’s functionality

1Where P is the plan, τst, τnm and τmx are functions which associate with each action a in P the
schedule time of a, the nominal duration of a and its tolerance interval, respectively
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Figure 6.1: The architecture of the Supervisor

may impact on the status of the action the executor is carrying on.

For this reason we need a model which describes how the system (i.e. the instance SP )

can evolve as a whole. The solution we have developed consists of two steps. First we

build (by synchronization of a convenient subset of basic elements) a model centered

on a specific action instance 〈a, exi〉; in the following we will refer to this model as the

transition relation ∆〈a,exi〉 of the action instance 〈a, exi〉. Second, we build the global

transition relation from the models ∆〈a,exi〉 of the currently active actions.

Observe that the second step could be accomplished in two ways. A first approach consists

in building a monolithic transition relation of the system by composing all the relations

∆〈a,exi〉 of the active actions. However, such an approach suffers from severe drawbacks;

in fact a monolithic transition relation may have a huge dimension, so it would be hard to

deal with from a computational point of view. Moreover, in the domains of interest the

transition relation changes over time depending on the actions currently assigned to the

executors, hence every time an action is completed or dispatched, a new global transition

relation would have to be computed and this task would have to be performed on-line in

a very efficient way.

The approach we propose does not construct a monolithic transition relation. The

global transition relation ∆ is just the set of the relations ∆〈a,exi〉 of the active actions at

each time instant. The partitioning of the transition relation makes it easy to update ∆

simply by adding or removing some of the ∆〈a,exi〉.

However, we must take into account the fact that relations ∆〈a,exi〉 are not completely

independent because of shared resources, which introduce interdependencies among con-
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current actions. The partitioning of the global transition relation is made possible by

duplicating the status variables of the resources and by introducing a set of resource con-

straints in order to maintain consistency among all these copies (as it has been mentioned

in section 5.2.4).

6.1.1 The detailed architecture of the Supervisor

Since we are going down into details, the high-level architecture discussed in Chapter 4

has to be refined. Figure 6.1 shows a more detailed view of the Supervisor’s internal

architecture.

The Detailed Action Model Builder module (DAMB) is responsible for the following

activities:

- it keeps track of the time and dispatches the actions to the executors according to

the actions’ schedule time. More precisely, action a is dispatched to executor exi by

means of a command submitted at time τst(a).

- Whenever an action a is dispatched, the DAMB starts two timers: timer1(a) associ-

ated with the nominal duration τnm(a), and timer2(a) associated with the maximum

duration tolerated τmx(a). As soon as a timer expires, the DAMB sends a corre-

sponding timeout message to the OMM (see below).

- The DAMB has also to build the detailed model ∆〈a,exi〉 used for the monitoring of

any dispatched action. To this end, the DAMB exploits a model library L where the

models of the basic entities are maintained. It is worth noting that the construction

of the relation ∆〈a,exi〉 corresponds to a change of “language”; in fact, the high-

level model of the action instance a in SP , expressed just in terms of preconditions

and effects, is translated in a more fine-grained model where, as we will see, also

intermediate conditions on the action behavior are represented. More precisely, the

fine-grained model describes how the action can evolve, not only in the nominal

case, but also in the abnormal one when unexpected plan threats occur.

The On-line Monitoring Module (OMM) has to monitor the progress of the actions cur-

rently in execution by exploiting their models (the ∆〈a, exi〉) and the available obser-

vations obs(t). Notice that obs(t) includes, besides the messages sent by sensors and

executors, the timeout messages generated by the DAMB module.

The results of the OMM are:

1. a H history of belief states (i.e., where a belief state is a representation of the system

status, see section 6.4)

2. the outcomes of completed actions.
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As the architecture shows, both the belief states and actions outcomes are the input of

the Diagnostic Interpretation Module (DIM).

Finally, Figure 6.1 shows the interactions defined among the Supervisor and the elements

of the real world (namely the executors and the sensors).

In the following of this chapter we will deeply discuss how the relation ∆〈a,exi〉 is

build and is used by the OMM; whereas in Chapter 8 we will describe how the high-level

explanations for the actions outcomes are inferred.

6.2 The Transition Relation ∆〈a,exi〉

6.2.1 The Composed Automaton Modeling an Action Instance

So far we have defined a library L of basic entities’ models; for example, given an action

instance a we have defined an action template α which describes the possible nominal

evolutions of the instance a. However we need a model centered on the instance a, which

describes the possible faulty evolutions too. In the following we will refer to such a kind

of model as composed automaton (or composed model) of the instance a.

Given an action instance a of type α, the composed automaton results from the synchro-

nized product of an appropriate set of domain entities, chosen according to the template

α, which specifies the functionalities required to carry out the action as well as the re-

sources involved during the execution of a. Therefore, the construction of a composed

automaton in general involves the synchronization of an action template with resource

automata, executor functionality automata, sensor automata and so on.

Definition 6.2.1 Given an action instance 〈a, exi〉, the corresponding composed automa-

ton is the tuple:

〈Q〈a,exi〉, ΣprgEvn/〈a,exi〉, Σfaults/〈a,exi〉, ΣobsMsg/〈a,exi〉, ΣobsT imeout/〈a,exi〉, ∆〈a,exi〉〉

where:

- Q〈a,exi〉 is the set of states in which the executor exi can be when it is performing a;

in particular, each state q ∈ Q〈a,exi〉 is an assignment of values to the status variables

Var(exi).

- ΣprgEvn/〈a,exi〉 is the set of progress events which can be triggered by the execu-

tor exi during the execution of a; more precisely, all the events in ΣprgEvn/〈a,exi〉

are instantiated w.r.t. the executor exi and the arguments of the action instance

arguments(a).

- Σfaults/〈a,exi〉 is the set of faults in the exi’s functionalities which may affect a; i.e.,

they are the faults which may affect the functionalities required for completing a.
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- ΣobsMsg/〈a,exi〉 is the set of observable messages instantiated w.r.t. exi and argu-

ments(a).

- ∆〈a,exi〉 ⊆

(Q〈a,exi〉 ×ΣprgEvn/〈a,exi〉 × 2Σfaults/〈a,exi〉 × 2ΣobsMsg/〈a,exi〉 × 2ΣobsTimeout/〈a,exi〉 × Q〈a,exi〉)

is the transition relation of the automaton. Each transition tr ∈ ∆〈a,exi〉 has form

tr : s′exi

exo/msg
→ s′′exi

where:

- s′exi
and s′′exi

belong to Q;

- exo is a list of incoming exogenous events; in particular, one event e ∈ exo

necessarily belongs to the set ΣprgEvn/〈a,exi〉 and describes the progress of the

action; whereas the other events in exo (if any) belong to the set Σfaults/〈a,exi〉

and represent the occurrence of faults (i.e. the model allows the occurrence of

multiple faults at the same time instant);

- msg is a (possibly empty) list of emitted observable events in

ΣobsMsg/〈a,exi〉∪ΣobsT imeout/〈a, exi〉. Therefore, status changes as well as timeout

messages are embedded within the composed model.

Notice that as a consequence of the synchronized composition, the internal events are

disappeared. Each node of the composed automaton represents an admissible assignment

of values to the status variables of the executor exi. The transition relation ∆〈a,exi〉

models all the possible nominal and faulty behaviors of the action. Some of the transitions

included in ∆〈a,exi〉 are observable, according to the health status of the sensors included

during the synchronization and to the kind of events the transitions represent (e.g., the

occurrence of a fault is, in general, a not observable event, so the corresponding transition

is not observable too). The observable transitions are labeled with messages mentioning

the specific executor exi and the resources in ρ(a) which exi has to use for completing a.

Property 6.2.1 Given an action instance 〈a, exi〉, the transition relation ∆〈a,exi〉 is cor-

rect and complete.

Property 6.2.1 states that each possible evolution of action 〈a, exi〉 corresponds to a path

in the composed model of the same action, i.e. there exists a trajectory from an initial

state to a final one where each intermediate state corresponds to the actual status of

executor exi while it is performing a. This property follows directly from Assumption

5.2.1 on the correctness and completeness of the basic models and from the definition of

the synchronized product (see [Lafortune and Chen, 1991]).

6.2.2 Building an Action Instance Automaton

In our architecture, the DAMB module is responsible for building the composed automata

as depicted in Figure 6.1. By exploiting a model library L, the DAMB is able to single
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build-ComposedAutomaton(〈a, exi〉, L)
00 retrieve from L the action template α associated with α = type(a)
01 let αtemp be a copy of α
02 while αtemp emits (consumes) an internal event e do {
03 select from L a model M such that consumes (emits) e
04 αtemp = synchronize(αtemp, M)
05 }
06 composed=instantiate(αtemp, arguments(a), exi)
07 return composed

Figure 6.2: The high-level algorithm for building a composed automaton.

out which models are required for constructing the composed automaton given an action

instance 〈a, exi〉. From Definition 6.2.1 it should be clear that the construction of a

composed automaton involves two activities:

1. selection and synchronization of a proper set of models of basic entities,

2. instantiation of the composed automaton resulting from the synchronization w.r.t.

the actual instance 〈a, exi〉.

The high-level algorithm of the DAMB is showed in Figure 6.2.

Given the instance 〈a, exi〉 the first step of the algorithm consists in retrieving the

action template α modeling the nominal evolutions of the action instance. This step is

quite simple since there exists a precise mapping between the type α of an instance a

(α = type(a)) and the action template α associated with α.

The synchronization process is performed in the while cycle (lines 02 through 05) where

at each iteration a model M from the library L is selected and composed to the partial

composed model αtemp. The selection of the model M is ruled by some consistency

constraints since M must be coherent with the type of action α and with the type of

the executor exi. For example, considering a heterogeneous team of executors, different

executors may exhibit the same functionalities but these functionalities could be modeled

in different ways.

These pieces of information are domain-dependent and in general are well known, so the

selection of the correct model M is not a real problem.

The synchronization between the temporary composed model αtemp and the model M is

the standard one defined in [Lafortune and Chen, 1991], based on the exchange of internal

events between the automata to synchronize. The use of this technique has proved to be

practical and effective in many works on DESs, for example in [Pencolé and Cordier, 2005]

where the (sub)model of a Telecommunication Network (TN) is obtained by the synchro-

nization of the communicating automata representing the elementary components of the

same TN.

When the while cycle ends, αtemp is a completely synchronized model of an action of type
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instantiate-Automaton(〈a, exi〉, L)
00 retrieve from L the composed template αtemp associated with α = type(a)
01 composed=instantiate(αtemp, arguments(a), exi)
02 return composed

Figure 6.3: The high-level algorithm for instantiating a composed automaton.

α. However this can not be used for monitoring the instance 〈a, exi〉 yet, in fact this model

is still a template which needs to instantiated. The instantiation of the model αtemp is

performed by the instantiate function (line 06) and it simply consists in renaming all

the formal parameters appearing the nodes and edges of the automaton αtemp w.r.t. the

actual parameters in the set arguments(a) (including also the identity of the executor exi,

which has to perform a). The result of the instantiate function is a composed model

centered on the specific action instance 〈a, exi〉; namely the transition relation ∆〈a,exi〉.

It is worth noting that, since the set of action types can not change during the moni-

toring phase, the process of synchronization can be performed off-line. That is, for each

action type α ∈ A the corresponding template α can be computed off-line since it is

independent of a specific executor. Thus, instead of having a library of models of basic

elements, the DAMB could exploit a library of action templates; at running time, the

DAMB module has just to instantiate the correct action template w.r.t. a specific execu-

tor and a set of resources. Of course this is a good optimization since reduces the work

the DAMB module has to do at run-time. In the following we will assume that the library

L contains composed templates instead of basic models. In Figure 6.3 we show the high-

level code for instantiating a composed automaton. At runtime, the cost of this function

is constant and can be not considered in the analysis of the computational complexity of

the monitoring algorithm (see section 6.5.6).

6.2.3 An Example of Composed Automaton in robocare

Figure 6.4 shows the template of the composed automaton for a GotoRoom(rbk, rmi, rmj ,

drh) action. At runtime, this template will be instantiated as previously described.

This automaton results from the composition of the action template automaton in Figure

5.4 with the automaton of the mobility functionality (Figure 5.2), the automaton model-

ing the action status (Figure 5.3), the automata of the resource drh (Figure 5.5) and its

associated sensor (Figure 5.7), the automata of the resource bdx and its associated sensor2

and with the self-assessment skills automaton of robot rbk (Figure 5.8), thus the robot

has just a partial capability of assessing its own status.

In the particular case depicted in Figure 6.4 both sensors associated with door drh and

bed bdx have reduced precision. For sake of readability not observable transitions are

depicted with dotted edges. Moreover, we identify nodes and transitions of the automa-

2Models of resource bdx and of its associated sensor are similar to those of the door drh.
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Figure 6.4: The composed automaton for the GotoRoom (rbk, rmi, rmj , drh) action.
Dotted edges represent not observable transitions since no sensor can detect them.

ton by means of numbers; the exact correspondence between node numbers and robot

states is reported in Table 6.1; whereas the correspondence between transition numbers

and labels is reported in tables 6.2 and 6.3.

In the composed automaton the internal events have disappeared because of composi-

tion, thus this automaton does not require further composition with other automata: the

automaton represents a model of a generic GotoRoom action and can be used to make

predictions on its evolutions. In particular, being a result of the synchronized product of

the action template and of the action status automata (among others), the nodes of the

composed automaton can be organized as follows:

- Initial states IGotoRoom={1, 2, 3, 16, 17,18, 33, 34,35}

- Final states GGotoRoom, this set is partitioned into the subsets:
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- GOTGotoRoom = {7, 11, 22}, the states where the action outcome is Completed

On-Time

- GDLGotoRoom = {15, 28, 32}, the states where the action outcome is Completed

with delay

- UGotoRoom = {33, 34, 35, 36, 37, 38}, which correspond to conditions in which

the action can not be completed as a consequence of a fault or of the occurrence

of a timeout event associated with the deadline τmx(GotoRoom).

- Also the set of intermediate states NGotoRoom can be partitioned w.r.t. the current

status of the action, in particular:

- NOTGotoRoom = {4, 5, 6, 19, 20, 21} are the intermediate states in which the

action status is the nominal Running

- NWGotoRoom = {8, 25}, in these state rbk is waiting for accessing a resource

but the amount of delay is not relevant yet.

- NWDGotoRoom = {12, 29}, the delay gathered by rbk has caused the missing

of the first time deadline.

- NRSGotoRoom = {9, 10} in these states the action status is Resumed, this means

that robot rbk has waited for accessing the resource drh so it has gathered an

amount of delay, however this amount is not precisely assessed and the action

could be still completed on time.

- NRDGotoRoom = {26, 27} these states represent the situations where rbk is late

(a timeout message has been observed) as a consequence of a fault which has

reduced the mobility to the slowdown mode.

- NRSDGotoRoom = {30, 31} in these states rbk is late as a consequence of a fault

in the mobility, or of an interaction for accessing drh or even for both

Thus the composed model of Figure 6.4 is so precise that in some cases it provides

an explanation for a not nominal outcome (e.g. states 26 and 27). However the precision

of the projections estimated with the composed automaton depends on the amount of

observable events. For example, transitions t8, t95, t96 and t97 are observable since

we have assumed that rbk is a Partially Aware Robot, thus it is able to detect resource

competitions. If rbk were a Completely Unaware Robot the four transitions would not

be observable so it would be impossible to distinguish among the intermediate states in

the sets NOT (Running on-time), NW (Waiting but the amount of delay so far gathered

has not caused a delay), NRS (Resumed) and NRD (Delayed due to the occurrence of a

fault).

3i.e. Slowdown.
4i.e. Broken.
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State No. Values Assignment State No. Values Assignment State No. Values Assignment

1 rbk .pos=rmi.bdx.CA 16 rbk .pos=rmi.bdx.CA 33 rbk .pos=rmi.bdx.CA

rbk .mobility= ok rbk .mobility= sd3 rbk .mobility= bk4

srbk
(bdx )= busy srbk

(bdx )= busy srbk
(bdx )= busy

srbk
(drh )= free srbk

(drh)= free srbk
(drh )= free

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

2 rbk .pos=rmi.bdx.RA 17 rbk .pos=rmi.bdx.RA 34 rbk .pos=rmi.bdx.RA
rbk .mobility= ok rbk .mobility= sd rbk .mobility= bk

srbk
(bdx )= released srbk

(bdx )= released srbk
(bdx )= released

srbk
(drh )= free srbk

(drh)= free srbk
(drh )= free

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

3 rbk .pos=rmi.TA 18 rbk .pos=rmi.TA 35 rbk .pos=rmi.TA
rbk .mobility= ok rbk .mobility= sd rbk .mobility= bk

srbk
(bdx )= free srbk

(bdx )= free srbk
(bdx )= free

srbk
(drh )= free srbk

(drh)= free srbk
(drh )= free

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

4 rbk .pos=rmi.drh.RA 19 rbk .pos=rmi.drh.RA 36 rbk .pos=rmi.drh.RA
rbk .mobility= ok rbk .mobility= sd rbk .mobility= bk

srbk
(bdx )= free srbk

(bdx )= free srbk
(bdx )= free

srbk
(drh )= requested srbk

(drh)= requested srbk
(drh )= requested

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

5 rbk .pos=rmi.drh.CA 20 rbk .pos=rmi.drh.CA 37 rbk .pos=rmi.drh.CA
rbk .mobility= ok rbk .mobility= sd rbk .mobility= bk

srbk
(bdx )= free srbk

(bdx )= free srbk
(bdx )= free

srbk
(drh )= busy srbk

(drh)= busy srbk
(drh )= busy

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

6 rbk .pos=rmj .drh.RA 21 rbk .pos=rmj .drh.RA 38 rbk .pos=rmj .drh.RA
rbk .mobility= ok rbk .mobility= sd rbk .mobility= bk

srbk
(bdx )= free srbk

(bdx )= free srbk
(bdx )= free

srbk
(drh )= released srbk

(drh)= released srbk
(drh )= released

srbk
(as)= running srbk

(as)= running srbk
(as)= failed

7 rbk .pos=rmj .TA 22 rbk .pos=rmj .TA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= free srbk

(drh)= free

srbk
(as)= comp. on-time srbk

(as)= comp. on-time

8 rbk .pos=rmi.drh.RA 23 rbk .pos=rmi.bdx.RA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= released

srbk
(drh )= requested srbk

(drh)= free

srbk
(as)= wait srbk

(as)= running delayed

9 rbk .pos=rmi.drh.CA 24 rbk .pos=rmi.TA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= busy srbk

(drh)= free

srbk
(as)= resumed srbk

(as)= running delayed

10 rbk .pos=rmj .drh.RA 25 rbk .pos=rmi.drh.RA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= released srbk

(drh)= requested

srbk
(as)= resumed srbk

(as)= running delayed

11 rbk .pos=rmj .TA 26 rbk .pos=rmi.drh.CA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= free srbk

(drh)= busy

srbk
(as)= comp. on-time srbk

(as)= running delayed

12 rbk .pos=rmi.drh.RA 27 rbk .pos=rmj .drh.RA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= requested srbk

(drh)= released

srbk
(as)= wait delayed srbk

(as)= running delayed

13 rbk .pos=rmi.drh.CA 28 rbk .pos=rmj .TA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= busy srbk

(drh)= free

srbk
(as)= resumed delayed srbk

(as)= comp. delayed

14 rbk .pos=rmj .drh.RA 29 rbk .pos=rmi.drh.RA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= released srbk

(drh)= requested

srbk
(as)= resumed delayed srbk

(as)= wait delayed

15 rbk .pos=rmj .TA 30 rbk .pos=rmi.drh.CA
rbk .mobility= ok rbk .mobility= sd

srbk
(bdx )= free srbk

(bdx= free

srbk
(drh )= free srbk

(drh)= busy

srbk
(as)= comp. delayed srbk

(as)= resumed delayed

31 rbk .pos=rmj .drh.RA
rbk .mobility= sd

srbk
(bdx= free

srbk
(drh)= released

srbk
(as)= resumed delayed

32 rbk .pos=rmj .TA
rbk .mobility= sd

srbk
(bdx= free

srbk
(drh)= free

srbk
(as)= comp. delayed

Table 6.1: The assignments to the status variables of robot rbk corresponding to each
node of the composed automaton.



CHAPTER 6. CENTRALIZED ON-LINE MONITORING 77

Tr. State Input Events Observables Events

From To

t1 1 2 rbk leaves bdx.CA -
t2 2 3 rbk leaves bdx.RA leave rbk bdx.RA
t3 3 3 rbk moves in rmi.TA -
t4 3 4 rbk enters in rmi.drh.RA enter rbk rmi.drh.RA
t5 4 5 rbk enters in rmi.drh.CA -
t6 5 6 rbk leaves rmi.drh.CA -
t7 6 7 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t8 4 8 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t9 8 12 rbk waits in rmi.drh.RA timeout-1 rbk

t10 12 12 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t11 12 13 rbk enters in rmi.drh.CA -
t12 13 14 rbk leaves rmi.drh.CA -
t13 14 15 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t14 8 13 rbk enters in rmi.drh.CA timeout-1 rbk

t15 9 14 rbk leaves rmi.drh.CA timeout-1 rbk

t16 10 15 rbk leaves rmi.drh.RA timeout-1 rbk, leave rbk rmj .drh.RA
t17 14 32 rbk leaves rmi.drh.RA rbk leave rbk rmj .drh.RA
t18 13 38 rbk leaves rmi.drh.CA timeout-2 rbk

t19 13 31 rbk leaves rmi.drh.CA -
t20 12 37 rbk leaves rmi.drh.RA timeout-2rbk

t21 12 30 rbk enters in rmi.drh.CA -
t22 12 36 rbk waits in rmi.drh.RA timeout-2rbk

t23 8 9 rbk enters in rmi.drh.CA -
t24 9 10 rbk leaves rmi.drh.CA -
t25 10 11 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t26 16 17 rbk leaves bdx.CA -
t27 17 18 rbk leaves bdx.RA leave rbk bdx.RA
t28 18 19 rbk enters in rmi.drh.RA enter rbk rmi.drh.RA
t29 19 20 rbk enters in rmi.drh.CA -
t30 20 21 rbk leaves rmi.drh.CA -
t31 21 22 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t32 16 23 rbk leaves bdx.CA timeout-1 rbk

t33 23 24 rbk leaves bdx.RA leave rbk bdx.RA
t34 24 25 rbk enters in rmi.drh.RA enter rbk rmj .drh.RA
t35 25 26 rbk enters in rmi.drh.CA -
t36 26 27 rbk leaves rmi.drh.CA -
t37 27 28 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t38 25 29 rbk waits in rmi.drh.RA timeout-1 rbk

t39 29 29 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t40 29 30 rbk enters in rmi.drh.CA -
t41 30 31 rbk leaves rmi.drh.CA -
t42 31 32 rbk leaves rmi.drh.RA leave rbk rmj .drh.RA
t43 17 24 rbk leaves bdx.RA leave rbk bdx.RA - timeout-1 rbk

t44 18 25 rbk enters in rmi.drh.RA leave rbk rmi.drh.RA - timeout-1 rbk

t45 19 26 rbk enters in rmi.drh.CA timeout-1 rbk

t46 20 27 rbk leaves rmi.drh.CA timeout-1 rbk

t47 21 28 rbk leaves rmi.drh.RA leave rbk rmi.drh.RA, timeout-1 rbk

t48 30 38 rbk leaves rmi.drh.CA timeout-2 rbk

t49 27 38 rbk no moves, f3 -
t50 21 38 rbk no moves, f3 -
t51 29 37 rbk enters in rmi.drh.CA timeout-2 rbk

t52 26 37 rbk no moves, f3 -
t53 20 37 rbk no moves, f3 -

Table 6.2: The correspondence between transition numbers and labels.
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Tr. State Input Events Observable Events

From To (input) (output)
t54 29 36 rbk waits in rmi.drh.CA, f3 timeout-2 rbk

t55 25 36 rbk no moves, f3 -
t56 19 36 rbk no moves, f3 -
t57 24 35 rbk no moves, f3 -
t58 18 35 rbk no moves, f3 -
t59 23 34 rbk no moves, f3 -
t60 17 34 rbk no moves, f3 -
t61 1 17 f1 -
t62 2 18 rbk leaves bdx.RA, f1 leave rbk bdx.RA
t63 3 19 rbk enters rmi.drh.RA, f1 enter rbk rmi.drh.RA
t64 4 20 rbk enters in rmi.drh.CA, f1 -
t65 5 21 rbk leaves rmi.drh.CA, f1 -
t66 6 22 rbk leaves rmi.drh.RA, f1 leave rbk rmi.drh.RA
t67 10 38 rbk no moves, f2 -
t68 6 38 rbk no moves, f2 -
t69 9 37 rbk no moves, f2 -
t70 5 37 rbk no moves, f2 -
t71 8 36 rbk no moves, f2 -
t72 4 36 rbk no moves, f2 -
t73 3 35 rbk no moves, f2 -
t74 2 34 rbk no moves, f2 -
t75 1 33 rbk no moves, f2 -
t76 16 33 rbk no moves, f3 -
t77 33 33 rbk no moves -
t78 33 33 rbk no moves timeout-1 rbk

t79 33 33 rbk no moves timeout-2 rbk

t80 34 34 rbk no moves -
t81 34 34 rbk no moves timeout-1 rbk

t82 34 34 rbk no moves timeout-2 rbk

t83 35 35 rbk no moves -
t84 35 35 rbk no moves timeout-1 rbk

t85 35 35 rbk no moves timeout-2 rbk

t86 36 36 rbk no moves -
t87 36 36 rbk no moves timeout-1 rbk

t88 36 36 rbk no moves timeout-2 rbk

t89 37 37 rbk no moves -
t90 37 37 rbk no moves timeout-1 rbk

t91 37 37 rbk no moves timeout-2 rbk

t92 38 38 rbk no moves -
t93 38 38 rbk no moves timeout-1 rbk

t94 38 38 rbk no moves timeout-2 rbk

t95 25 25 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t96 19 25 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t97 8 8 rbk waits in rmi.drh.RA unaccessible rbk rmi.drh.CA

t98 18 18 rbk moves in rmi.TA -
t99 24 24 rbk moves in rmi.TA -

t100 3 18 rbk moves in rmi.TA -

Table 6.3: The correspondence between transition numbers and labels.
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Moreover the automaton is not deterministic: in fact, not all the transitions are as-

sociated with observable events and for several states multiple transitions are allowed.

Let us consider as an example the states 3, 18 and 35: a robot which is traversing the

transit area of room rmi and is in the ok mode as concerns the mobility functionality,

can persist in the ok mode, evolve in the slowdown mode, or even in the broken mode

(represented respectively by the states 3, 18 and 35). It is not possible to directly observe

whether a change in the behavioral mode has occurred (and which one).

In addition to that, a transition of the composed automaton may be not univocally identi-

fied even when a message is observed; in fact in many cases different observable transitions

emit the same messages. For example consider the transitions t2, t62 and t27, all these

transitions emit the same message leave rbk, bdx.RA, this message conveys an impor-

tant piece of information, namely the robot rbk is now moving in the transit area of room

rmi and it has definitively relinquished the resource bdx, however it is not possible to

determine the health status of the rbk’s mobility since both ok (estimated in node 3) and

slowdown (estimated in node 10) are admissible behavioral modes.

Finally, note that not all the status variables of an executor need to change during the

execution of an action, in many cases in fact, an action involves just subset of the status

variables. For instance, in the robocare scenario the variable rbk.pos changes during

the execution of a GotoRoom action rbk is performing, but at the same time the variable

rbk.carry is assumed to be constant during the whole duration of the GotoRoom.

We denote as Vactive(〈a, exi〉) ⊆ Var(exi) the subset of status variables of exi whose

value may change during the execution of the action a. The set Vinactive(〈a, exi〉) =

Var(exi)\Vactive(〈a, exi〉) denotes the set of inactive variables which are assumed to be

constant during the execution of the action a.

6.3 The System Transition Relation ∆

As mentioned in the introduction of the chapter, the global ∆ has to take into consid-

eration the actions in activeActs(t); this set changes whenever an action is completed

or a new action is scheduled. In order to efficiently adjust the global ∆ we maintain it

partitioned in as many relations as the current actions, namely

∆
def
= {∆〈a1,ex1〉, . . . , ∆〈an,exn〉}

The partitioning makes it easy to update the global ∆ and this advantage is essential for

the computational efficiency of the OMM. However, the partitioning of ∆ does not take

into account the dependencies among the current actions, in particular concerning the

competition for the use of the resources; thus the predictions made with ∆ may contain

spurious states where the resources are used inconsistently. To avoid this problem, we

have to impose global constraints CONS on the use of the resources; such constraints
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are imposed a posteriori on the belief state computed via ∆, in order to filter out all the

estimated states where resources are used inconsistently.

The set of variables handled by the global ∆ is

Vactive(∆) =
⋃

〈a,exi〉∈∆(Vactive(〈a, exi〉))

In general Vactive(∆) ⊆ V ARS, in fact it may happen that not all the status variables of

an executor are involved in the current action it is performing; or possibly an executor

may be idle (no action is currently assigned to it); in such cases we need some extra

knowledge in order to predict the dynamic evolution of the inactive variables.

We provide a simple but effective solution to the problem by assuming the persistence

of the values of Vinactive variables. For modeling the persistence of the Vinactive variables we

have to distinguish two cases. The first one is when an executor is performing an action

a (i.e. 〈a, exi〉 ∈ activeActs(t)); in this case the persistence of the executor’s inactive

variables is naturally obtained since these variables are not handled by the transition

relation ∆〈a,exi〉. The second case is when an executor exi is not performing any action;

in this case the status variables of exi are not handled by the global ∆. In order to

have them in the predictions inferred by the global ∆ we introduce an Idle action which

does not require any functionality and which does not synchronize with any other domain

entity. The projections of an Idle action can only maintain the previous values of all the

executor status variables (we assume that a fault cannot occur in a functionality while

it is not used). By means of these mechanisms, all the status variables (both active and

inactive) have at least one value assigned in the resulting projections of ∆.

6.4 The Belief State

In principle, the global transition relation ∆ is the model through which the OMM is able

to predict the current system status S(t), given the previous one S(t − 1). However we

have to consider two problems. First of all the global ∆ is not a deterministic model, in

fact it is based on the transition relations ∆〈a,exi〉 ∈ ∆ which are not deterministic and

many system transitions are not observable. It follows that the monitoring can not, in

general, estimate a precise system status S(t). On the contrary, the monitoring is able to

estimate a set of alternative system states which are all possible since are all consistent

with the observations received so far and with the resource constraints.

This set is known in literature as belief state and will be denoted as Bt. In some ap-

proaches to MBD (e.g. [Kurien and Nayak, 2000]) a belief state maintains just the most

probable states in which the system can be. However the actual system status may fall

out from the current belief, for this reason these approaches must be able to backtrack. In

[Micalizio et al., 2004, Micalizio et al., 2006b] we have proposed belief states which con-

tain all the possible system states; in this way backtracking is avoided. However, a belief

state may contains a very huge number of alternative states, thus encoding and managing

it may represent a computational issue. In this thesis we advocate the use of the Ordered
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Binary Decision Diagrams (OBDDs) (see [Bryant, 1992] and Appendix A) for efficiently

encoding the belief states.

The second problem concerns the initial status of the system. In fact in many cases

the actual status S(0), at time 0, may be not completely known. We just require that the

following assumption holds,

Assumption 6.4.1 At time 0, the given initial belief state B0 satisfies all the global

constraints and includes the actual status of the system S(t).

It is worth noticing that Assumption 6.4.1 does not require to know the actual status of

the executors (e.g. at time 0 the health status of some executors may be not nominal), we

rather require that the initial belief state is correct since it is consistent with the resource

constraints and includes the actual status of the system.

Finally, we formally define a belief state as:

Definition 6.4.1 A belief state Bt is a set of alternative system states such that:

1. each system state S ∈ Bt is consistent with the observations available at time t and

with the constraints on the use of the resources

2. the actual system status S at time t must be included in Bt

3. Bt is consistent with previous belief state Bt−1 and with the current global ∆: each

global state S ∈ Bt must be predicted given a state S ′ ∈ Bt−1 and the system model

∆.

The last condition implicitly requires that a belief state must be consistent with the

history of the previous belief states.

6.5 Centralized On-Line Monitoring

In this section we describe a centralized solution to the plan execution monitoring. In

fact in this solution the OMM monitors the execution of a given SP by exploiting all the

observations coming from the environment (executors, sensors, timeouts messages) and

builds a belief state for the whole system.

This section is organized as follows. First we introduce and formalize the problem of plan

execution monitoring; then we formalize, in relational terms, the process of prediction

of the current belief state Bt given the previous one Bt−1 and the global ∆. Finally, we

present the monitoring algorithm performed by the OMM and we prove that it is correct

and we give a computational analysis of the same algorithm implemented by means of

OBDDs.
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6.5.1 The plan execution monitoring problem

The problem of on-line monitoring a given scheduled plan SP can be formally defined as

the tuple PEM = 〈SP,B0, obs[0, T ]〉, where:

- SP is the plan to be monitored,

- B0 is the belief state at time 0,

- obs[0, T ] is the set of system observations available in the time interval [0, T ]; in

particular T is the length of the longest path3 in SP .

Of course, at each time t : 0..T just the observations obs(t)={messages sent at time t by

sensors+executors+DAMB} are actually exploited by the OMM.

The solution of the PEM problem is a history of belief states

H = [B0,B1, . . . ,BT ], where each Bt (t : 0..T ) is a set of possible system states. In

particular we say that

Definition 6.5.1 The history H is a correct solution for the given PEM problem iff

each Bt (t : 0..T ) satisfes the requirements given in Definition 6.4.1.

6.5.2 The prediction process

In this section we formalize the prediction process, which is the basis of the on-line

monitoring algorithm described in the next section.

It is worth noting that a belief state Bt can be seen as a relation, so all the monitoring

process can be formalized in terms of the relational operators. In fact, Bt can be seen as

a relation defined over the status variables V ARS =
⋃

exi∈T Var(exi), more precisely each

tuple b ∈ Bt has the form:

b = 〈sex1(t), . . . , sexn(t)〉 (6.1)

As discussed above, each tuple d ∈ ∆〈a,exi〉 has the generic form:

d = 〈sexi
(t − 1), exo, msg, sexi

(t)〉 (6.2)

Where exo is a list of exogenous input events and msg is a (possibly empty) list of

observable messages.

The set Pt(〈a, exi〉) of predictions about the possible evolutions of action 〈a, exi〉, given

the belief state at the previous time instant Bt−1, is determined by a (natural) join between

the relations Bt−1 and ∆〈a,exi〉; formally:

Pt(〈a, exi〉) = Bt−1 1 ∆〈a,exi〉 (6.3)

3As it is common in the planning and scheduling communities, a path is intended to be a sequence
{a1, . . . ak} of actions, such that for i : 1..k ai−1 ≺ ak. The longest path corresponds to the sequence
of actions which takes more time to be completed, therefore it does not necessarily correspond to the
sequence with the largest number of actions (e.g. see [Pecora and Cesta, 2004, Pecora and Cesta, 2005]).
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where each tuple p ∈ Pt(〈a, exi〉) has the form

p = 〈sex1(t − 1), . . . , sexi
(t), . . . , sexn(t − 1), exo, msg, sexi

(t)〉 (6.4)

Thus, each tuple p maintains the previous state of the system S(t − 1) and predicts the

status of the executor exi at the time t.

Property 6.5.1 For any pair of actions 〈ai, exi〉 and 〈ak, exk〉 in activeActs(t) the rela-

tion Vactive(〈ai, exi〉) ∩ Vactive(〈ak, exk〉) = ∅ is satisfied.

This property follows directly by the partitioning of the system status variables V ARS,

achieved by the duplication of the resources variables. In this way the variables handled by

the instantiated ∆〈ai,exi〉 are completely disjoined by those handled by ∆〈ak ,exk〉 even when

the two actions are of the same type. From the commutative property of the relational 1

it follows that

Property 6.5.2 (Bt 1 ∆〈ai,exi〉) 1 ∆〈ak ,exk〉 = (Bt 1 ∆〈ak ,exk〉) 1 ∆〈ai,exi〉

The Property 6.5.2 means that the possible evolutions of action 〈ai, exi〉 do not affect the

possible evolution of action 〈ak, exk〉 and vice versa.

From Property 6.5.2 the prediction step can be defined by means a new operator ⊕ based

on the relational join.

Definition 6.5.2 At any time t, given the previous belief state Bt−1 and the global tran-

sition relation ∆, the set of possible system evolutions Pt is determined as Bt−1⊕∆ where

Pt = Bt−1 ⊕ ∆ = ((Bt−1 1 ∆〈a1,ex1〉) 1 . . .) 1 ∆〈an,exn〉

Namely, the set Pt is incrementally computed as

Pt(〈a1, ex1〉) = Bt−1 1 ∆〈a1,ex1〉

Pt(〈a1, ex1〉, 〈a2, ex2〉) = Pt(〈a1, ex1〉) 1 ∆〈a2,ex2〉

. . .

Pt = Pt(〈a1, ex1〉, . . . , 〈an−1, exn−1〉) 1 ∆〈an,exn〉

At each step, the predictions obtainted by means of ∆〈ai−1,exi−1〉 are joined with those

obtainted by means of ∆〈ai,exi〉 (with i : 2..n). Thus a generic tuple p ∈ Pt has the form:

p = 〈sex1(t − 1), . . . , sexn(t − 1), exo, msg, sex1(t), . . . , sexn(t)〉 (6.5)

Unfortunately, the set of estimations Pt may contain spurious data. First of all, the

operator ⊕ does not take into considerations the actual observations obs(t) received at

time t. Thus, the set Pt must be pruned in order to discard all the estimations which are

not consistent with the set obs(t). The relational operators can be used for formalizing

this step, in particular the relational selection σ can be used for selecting from Pt all the

estimations which are consistent with obs(t), namely

P ′
t =σobs(t)(Pt) = {p ∈ Pt | msg ⊆ obs(t)}
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Where msg are the messages labeling the tuple p (see 6.5). Thus, p is maintained in P ′
t

iff all the expected messages in msg are in obs(t).

The predictions in P ′
t are consistent with the observations obs(t), however they are not

necessarily consistent with the constraints on the use of the resources. In fact, the operator

⊕ predicts the evolutions of one action without considering the possible concurrent access

to the shared resources. It follows that, given a resource resh, there may exist a tuple

p ∈ P ′
t such that the values sexi

(reshi
) and sexk

(reshk
) do not satisfy the constraint

consh ∈ CONS associated with resh. In order to filter out all the predictions p which

violate the resource constraints we can use another relational selection:

Pt” =σCONS(P ′
t) = {p ∈ P ′

t | 〈sex1, . . . , sexn〉 ⊢ CONS}

After these steps the set Pt” maintains all and only the predictions which are consistent

both with the observations obs(t) and with the resource constraints CONS.

The belief state at time t is computed by means of the relational projection πt which

projects the tuples in Pt w.r.t. the predicted states. Formally,

Bt = πt(Pt”)=

{S(t) = 〈sex1(t), . . . , sexn(t)〉 | p : 〈S(t − 1), exo, msg, S(t)〉 ∈ Pt”}

Once Bt has been determined the prediction process can be repeated for estimating the

next Bt+1.

Definition 6.5.3 A belief state Bt is said to be ∆predicted from Bt−1 iff Bt has been

computed as

Bt= πt(σCONS(σobs(t)(Bt ⊕ ∆)))

That is, Bt is ∆predicted from Bt−1 iff it has been predicted by means of the prediction

process we have discussed and which is summarized in Figure 6.5.

Definition 6.5.3 can be extended to any pair of consecutive time instants t − 1, t ∈

[1, .., T ]. It follows that:

Definition 6.5.4 The solution of the PEM problem is the history of belief states H =

[B0,B1, . . . ,BT ] where:

1. B0 is the given initial belief state of the system, B0 satisfies Assumption 6.4.1

2. for each t ∈ [1, .., T ], Bt ∈ H iff Bt is ∆predicted from Bt−1.

Observe that the relation ∆predicted guarantees that each belief state Bt is consistent

with the previous history.
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Figure 6.5: The centralized prediction process performed by the OMM.

Centralized-On-line-Monitoring(SP , B0){
00 t=0;
01 ∆ = ∅;
02 H={B0};
03 activeActs(t) = getActions(SP , t);
04 for each 〈a, exi〉 ∈ activeActs(t);
05 ∆〈a,exi〉 = instantiateAutomaton(〈a, exi〉, L);
06 update ∆ by adding ∆〈a,exi〉;
07 while (true)
08 t=t+1;
09 〈gather observations obs(t) 〉;
10 Bt = H .getBeliefAtTime(t-1);
11 Pt = ∆ ⊕ Bt−1;
12 P ′

t = σobs(t)(Pt);
13 P ′′

t = σCONS(P ′
t);

14 Bt = πt(P ′′
t );

15 H.add(Bt);
16 ontimeActs(t) = {〈ai, exi〉 ∈ activeActs(t) |IsIn(Bt, GOT〈ai,exi〉)};
17 delayedActs(t) = {〈ai, exi〉 ∈ activeActs(t) |IsIn(Bt, GDL〈ai,exi〉t)};
18 failedActs(t) = {〈ai, exi〉t ∈ activeActs(t) |IsIn(Bt, U〈ai,exi〉t)};
19 if (ontimeActs(t) 6= ∅ ∨ delayedActs(t) 6= ∅ ∨ failedActs(t) 6= ∅);
20 call DIM(ontimeActs(t), delayedActs(t), failedActs(t));
21 for each 〈a, exi〉 ∈ (ontimeActs(t) ∪ delayedActs(t) ∪ abortedActs(t));
22 update ∆ by removing ∆〈a,exi〉;
23 update activeActs(t) removing 〈a, exi〉;
24 newActs=getActions(SP , t);
25 for each new action a ∈ newActs assigned to exi;
26 ∆〈a,exi〉 = instantiateAutomaton(〈a, exi〉, L);
27 update ∆ by adding ∆〈a,exi〉;
28 update activeActs(t) adding 〈a, exi〉;

Figure 6.6: The On-Line Monitoring Algorithm
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6.5.3 The Algorithm

We are now in the position to describe the monitoring algorithm performed by On-Line

Monitoring module (OMM). We first comment the main steps of the algorithm, in section

6.5.5 we sketch how this algorithm can be straightforwardly implemented when the belief

state and the system transition relation are encoded as Ordered Binary Decision Diagrams

(OBDDs) (see [Bryant, 1992]). In Appendix A we report a short summary of the basic

definitions and operators concerning OBDDs.

The algorithm of the Centralized On-Line Monitoring is reported in Figure 6.6 and

performs three tasks:

- maintains a consistent internal representation of the set of possible system states

(i.e. the current Bt);

- detects the completion (possibly with delay) or the failure of the actions;

- activates the DIM (the Diagnostic Interpretation Module) whenever an action is

completed so a possible explanation for the action outcome is inferred.

In lines 00 through 03 some global variables (e.g. the time t, the history H of belief

states and the set activeActs(t) of active actions) are initialized. The function getAc-

tions() returns the set of action instances whose scheduling time is t, namely the set

{〈a, exi〉 |τst(a) = t}. For each action instance 〈a, exi〉 in activeActs(t), the corresponding

transition relation ∆〈a,exi〉 is computed (by the function instantiateAutomaton previ-

ously described) and it is added in the global relation ∆.

After these initialization steps the algorithm consists of a while cycle where each iteration

corresponds to a time increment.

At each time instant t, the OMM gathers all the available observations obs(t) (i.e., the

messages sent by sensors and robots and the timeout messages generated by the DAMB

module).

A prediction Pt is computed from the global ∆ and the previous belief state by applying

the operator ⊕ (line 11). The actual messages in obs(t) are used to confirm or refute the

predictions in Pt (line 12); then a further filtering on the set of predictions is performed

by applying the resource constraints CONS(line 13).

The belief state at time t, Bt, is computed at line 14 and saved in the history H (line 15).

The next step (lines 16 through 18) consists in determining the outcome of the com-

pleted actions by means of the predicate IsIn. The general form of the predicate is

IsIn(Bt, Conds), where Bt is a belief state and Conds is a set of alternative conditions to

be checked. Each cond ∈ Conds is defined over (a subset of) the status variables V ARS.

The predicate IsIn holds iff ∀S ∈ Bt, ∃cond ∈ Conds | S ⊢ cond, i.e., in each system

state S belonging to the current Bt at least one condition cond ∈ Conds is satisfied.

The set GOT〈a,exi〉 enumerates all the possible cases in which the variable sexi
(actionStatus)

assumes the value Completed On-Time. Thereby, when the predicate IsIn(Bt, GOT〈a,exi〉)
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holds it follows that in all the possible system states S ∈ Bt the variable sexi
(actionStatus)

assumes the value Completed On-Time, namely, we can conclude that the action 〈a, exi〉

has been actually completed with outcome on-time.

Similarly, we can use the predicate IsIn for detecting the actions completed with delay

(by the set GDL〈a,exi〉) or failed (by the set U〈a,exi〉).

If the detection phase reports that at least one action was completed on-time or with

delay or failed, the DIM is activated in order to provide a set of possible explanations for

the detected outcome (see Chapter 8).

The last phase of the algorithm (lines 21 through 28) concerns the update of the tran-

sition relation ∆.

When an action 〈a, exi〉 is successfully completed (i.e. action outcome equals to on-time

or delayed) the global transition ∆ is simply updated by removing the relation ∆〈a,exi〉.

However, in case the action 〈a, exi〉 fails, the relation ∆〈a,exi〉 can not be removed from the

global ∆. In fact the executor exi may still be trying to carry out the action or it may be

blocked within the critical area of a resource; thus exi may trigger sensors messages and

may be involved in harmful interactions.

The failure of action 〈a, exi〉 is an exceptional condition that in general requires to be

managed by taking appropriate recovery actions; for example the failed action could be

re-scheduled or re-planned or even substituted with an alternative recovery plan. There-

fore the problem of recovery a failed action involves different activities which must be

performed on-line.

In Chapter 11 we will discuss an control loop architecture which represents a first step to

solve on-line and automatically the problem of recovering an action failure. However, in

the architecture of Figure 6.1, the control loop offered by the Supervisor can just detect

and explain an action failure, but can not recover it. In fact Planner and Scheduler are

off-line, thus the architecture lacks of an on-line closed loop of control. In this case, to

handle a failed action we need to introduce the idea of aborted action. By aborting a

failed action 〈a, exi〉 we force its conclusion in a “safe” state, i.e. in a condition where

the executor exi does not represent a threat for the successful completion of the actions

assigned the other executors.

Therefore, for the moment we assume that the human user aborts all failed actions4 (how-

ever a failed action 〈a, exi〉 continues to be included in the global ∆ until it is aborted

by the human user). The list abortedActs(t), given to the Supervisor by the human user,

contains all the failed actions which have been aborted and can be removed from the

global ∆.

Obviously, when a new action a is dispatched by the DAMB module to the executor exi,

∆〈a,exi〉 is added to ∆.

It is easy to see that, the algorithm in Figure 6.6 is expressed in the same relational

4An abort may require the intervention of a human operator who might have to physically move the
executor.



CHAPTER 6. CENTRALIZED ON-LINE MONITORING 88

operators used for formalizing the prediction process (see section 6.5.2); thereby, in this

particular case, we can derive the correctness of the algorithm from the correctness of the

prediction process that will be demonstrated in the next section.

6.5.4 Correctness

In this section we proof that the centralized prediction process is correct.

Lemma 6.5.1 Given the belief state Bt−1 such that contains the actual status of the

system (S(t − 1) ∈ Bt−1), and given the transition relation ∆〈a,exi〉, the set of predictions

Pt = Bt−1 1 ∆〈a,exi〉 contains the actual status of the executor exi at the time t, namely,

sexi
(t) ∈πt(Pt).

Proof: The proof follows directly from the Property 6.2.1 about the correctness and

completeness of the relation ∆〈a,exi〉 and from the hypothesis that S(t − 1) ∈ Bt−1. In

fact, in order to predict (among the other possible states of exi) the actual state sexi
(t),

there must exist a transition

tr : sexi
(t − 1) → sexi

(t)

which models the actual state transition of the executor.

Let us assume that sexi
(t) /∈πt(Pt), this means that

1. or tr /∈ ∆〈a,exi〉, against the Property 6.2.1

2. or tr ∈ ∆〈a,exi〉 but tr is not included in the result of the join since the actual status

sexi
(t−1) is not included in the Bt−1, hence S(t−1) /∈ Bt−1 against the hypotheses.2

The result of Lemma 6.5.1 can be easily extended to the global ∆.

Lemma 6.5.2 Given the belief state Bt−1 such that contains the actual status of the

system (S(t−1) ∈ Bt−1), and given the global transition relation ∆, the set of estimations

Pt = Bt−1⊕∆ contains the actual status of the system at the time t, namely, S(t) ∈πt(Pt).

Proof: The proof follows by Lemma 6.5.1 and by the Definition 6.5.2 of the operator ⊕.

In fact, for each executor exi ∈ T the actual status sexi
(t) ∈πt(Pt) (from Lemma 6.5.1).

Moreover, from Definition 6.5.2 we have that the predictions made with ∆〈ai−1,exi−1〉 (in-

cluding sexi−1
(t)) are joined with the predictions obtainted by means of ∆〈ai,exi〉 (and

therefore with sexi
(t)) (∀i ∈ [2..n]). Thus the actual status of the system S(t) is incre-

mentally built as the union
⋃

exi∈T sexi
(t). 2

So far we have demonstrated that the actual status of the system S(t) is a result of

the operator ⊕. However we have pointed out that this operator may predict inconsistent

states and therefore two filters must be imposed. Now we have to demonstrate that

neither filtering by observations nor filtering by resource constraints causes the loss of

S(t).
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Lemma 6.5.3 Given the set of estimations Pt | S(t) ∈πt(Pt) and the set of observations

obs(t), then S(t) ∈πt(P ′
t) where P ′

t =σobs(t)(Pt)

Lemma 6.5.3 follows directly by the Assumption 5.1.2, which imposes that the set of

observations obs(t) is correct and does not contain false positive, so the actual status S(t)

can not be inconsistent with the observations and can not be discarded.

Lemma 6.5.4 Given the set of estimations P ′
t | S(t) ∈πt(P

′
t) and the set of resource

constraints CONS, then S(t) ∈πt(P ′′
t ) where P ′′

t =σCONS(P ′
t)

The lemma holds since the actual status of the system can never be inconsistent with the

constraints which rule the system itself.

Thus we can conclude

Theorem 6.5.1 Given a belief state Bt−1 such that:

1. is consistent with the observations obs(t − 1)

2. is consistent with the constraints CONS

3. maintains the actual status of the system S(t − 1)

4. is consistent with history of belief state {B0, . . . ,Bt−2}

Then, also the belief state Bt, ∆predicted from Bt−1, satisfies the same conditions at the

time t.

The proof derives immediately from Definition 6.5.3 and from lemmas 6.5.1, 6.5.2, 6.5.3,

6.5.4.

The following theorem concludes that the solution of the PEM problem is correct.

Theorem 6.5.2 Given the problem PEM = 〈SP,B0, obs[0..T ]〉 where B0 satisfies As-

sumption 6.4.1, then the history H = [B0,B1, . . . ,BT ] such that for each t ∈ {1..T}:

1. Bt is ∆predicted from Bt−1,

2. Bt is consistent with the history of previous belief states {B0, . . . ,Bt−1},

is a correct solution for PEM .

Proof: From Assumption 6.4.1 we have that the initial belief state B0 is correct (i.e.

S0 ∈ B0) and consistent with CONS. From Theorem 6.5.1 the properties of correctness

and consistency of B0 are maintained over all the other belief states in H , obtained with

the relation ∆predicted. Moreover, the consistency of a belief state Bt w.r.t. the previous

history is guaranteed by the relation ∆predicted. 2
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6.5.5 Using the OBDDs

The algorithm in Figure 6.6 is given in terms of relational operators, at least in the more

complex phase concerning to the prediction process. The complexity of the algorithm

strongly depends on the number of tuples occurring in the relations Bt and ∆〈a,exi〉, which

constitute the inputs of the algotithm and its (intermediate) results.

Observe that we are interested in knowing the cost of a single iteration of the while cycle

(from line 07 through line 27) since it represents the cost of the on-line monitoring, i.e.

the cost for monitoring a single time instant.

First of all, let us consider the number of the operations regardless of the size of the

involved relations. We can state that each iteration of the while cycle performs O(n)

operations where n = |T |.

From this preliminary analysis it follows that the complexity of the algorithm w.r.t.

the number of relational operations is very low. The critical issue is represented by the

size of the relations involved in the prediction step.

Representing the relations may be a very challenging issue since their size may be

very huge. In order to cope with this problem, we have adopted the Ordered Binary Deci-

sion Diagrams formalism (see [Bryant, 1992] and Appendix A) for encoding (by Boolean

functions) the models of all the domain entities. In this way, the transition relation

∆〈a,exi,〉 can be efficiently obtained since the synchronization of two communicating au-

tomata can be expressed in terms of OBDD operators as shown in [Schumann et al., 2004].

The OBDD formalism is also used for symbolically (and thus compactly) encoding the

belief state Bt which potentially contains a very large number of alternative predicted

states. Thus, the application of ∆ to Bt and the filtering based on incoming messages

and resource constraints, can again be performed by using standard OBDD operators (see

[Torasso and Torta, 2003]).

Figure 6.7 shows how the prediction process (lines 11-14 of the algorithm in Figure

6.6) can be performed by means of OBDDs.

At line 1 the temporary projection OPt is initialized with the belief state at the previous

time instant.

The projection is incrementally computed by projecting the evolutions of each active

action through a loop over the set of currently active actions (lines 2 and 3).

The relational selections σobs(t) and σCONS are converted in a restrict and apply operation

respectively (at lines 4 and 5 of Figure 6.7). The selection σobs(t) is expressed as a restrict

operator since obs(t) is an assignment of values to (some) observable system variables;

thereby the restrict operator, more efficient, is preferred to the apply one. On the contrary,

the resource constraints CONS are, in general, expressed as a relation, so we can only

adopt the apply operator (for more details see [Bryant, 1992]).

Finally, at line 6, the OBDD OBt encoding the current belief state is obtained by removing

from OPt all the status variables about the previous time t − 1.

In Appendix A we show how the OBDDs can be exploited for encoding relations
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1 OPt = OBt−1

2 for each action 〈a, exi〉 ∈ activeActs(t) do
3 OPt = apply(∧,O∆〈a,exi〉

,OPt)
4 OPt = restrict(OPt ,Oobs(t))
5 OPt = apply(∧,OPt ,OCONS)
6 OBt = removeV ars(OPt , t − 1)

Figure 6.7: The prediction process implemented using the OBDDs

defined over multi-valued sets of variables and how the operations defined between two

relations can be rewritten in terms of OBDD operators. It follows that the correctness of

the monitoring algorithm in Figure 6.7 is guaranteed by the correctness of the represen-

tation of relations in terms of OBDDs.

Although the OBDDs are, in many cases, an effective solution for representing large

sized relations, there is no guarantee that in some situations their dimension may expo-

nentially grow in the number of the variables involved by the relations.

6.5.6 Computational Complexity

We are now interested in assessing how the prediction process implemented by means of

OBDDs costs.

In Table A.1 we show a summary of OBDD operators and their complexity; it is easy

to see that, both the time and the size of the result of an operator depend on the sizes of

the OBDDs used as arguments. In the following discussion we assume, for simplicity, that

each transition relation ∆〈a,exi〉 ∈ ∆ can be represented by means of an OBDD whose size

is limited by a constant k. Moreover we denote as l the size of the OBDD encoding the

initial Pt (line 1, algorithm in Figure 6.7).

Now we can consider the computational complexity of the loop in lines 2−3. In worst

case, the first apply of the loop costs O(k· l) (see Table A.1). Observe that O(k· l) is

also the size of the resulting OBDD assigned to OPt . It is easy to see that, at the second

iteration, the cost of the apply operator is O(k2· l); while, at the third iteration, the cost of

the apply operator is O(k3· l). Since the cycle is repeated for each action in activeActs(t)

we have that the cost for computing OPt is O(kn· l) where n = |T |. That is, in worst case

the complexity of the while cycle is exponential in the number of the executors.

However, we have to do some considerations on the properties of the OBDDs. As

discussed by Bryant in [Bryant, 1986], the size of an OBDD strongly depends on the

specific variables ordering used for in the graph representation.

This means that a good variables ordering may be useful for reducing the size of the

OBDDs we have to deal with. In [Torasso and Torta, 2004] Torta and Torasso propose

some heuristic solutions where variables bounded by causal relations are grouped and

placed close one another.

Relying on these heuristic solutions, the variables ordering we have chosen is the following:
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O = {v1,1, . . . , vk,n, res1,1, . . . , resm,1, . . . , v1,n, . . . , vk,n, res1,n, . . . , resm,n, }

Namely, all the variables of executor exi−1 are close one another and precede all the

variables of executor exi (for each i : 1..|T |).

Although a good variables ordering is an essential requisite for obtaining effective

OBDD representations, it does not allow us to reduce the complexity estimation, that is,

in worst case the result of an apply is still the product of the arguments.

However the following Theorem due to Sieling and Wegener help us in order to reduce

the estimated computational complexity of the loop.

Theorem 6.5.3 (Sieling and Wegener) Let x1, . . . , xn be the given variable ordering

and let f be defined on x1, . . . , xn. The reduced OBDD for f contains as many xi-nodes

(i.e., nodes labelled by variable xi) as there are different subfunctions f |x1=a1,...,xi−1=ai−1
,

for a1, . . . , ai−1 ∈ {0, 1}, which depend essentially on xi (function φ depends essentially

on xi if φ|xi=0 is different from φ|xi=1).

From Theorem 6.5.3 it follows that the complexity of apply(op, O1, O2), where O1, with

size f , and O2, with size g, are two OBDDs defined over two disjoined sets of variables,

is O(f + g) instead of O(f · g).

This is a relevant result since, for construction, all the OBDDs encoding the transi-

tion relations of the currently active actions are defined over disjoined sets of variables.

Therefore, at the first iteration of the loop, the apply is O(k· l), at the second is O(2k· l),

and at the n-th iteration the total cost of the loop is O(n· k· l).

In addition to the cost of the loop, we have also to consider the cost of the other

OBDD operators. In particular, the restrict at line 4 does not add further cost since it is

proportional to the size of the argument Pt. On the other hand, the apply at line 5 may

add a further cost. In fact, at lines 5 the global constraints are imposed. It is worth noting

that in this case the Theorem 6.5.3 does not hold since the global constraints mention the

private variables reshi
(for each h : 1..|RES| and for each i : 1..|T |). Therefore, in the

worst case, the cost of the apply is O(n· k· l· c) where c is the size of the OBDD encoding

the set CONS.

Finally, we consider the cost for projecting the set of predictions to the status variables at

the current time t; that is, the cost for removing from OPt the variables labeled with time

t−1. In [Torasso and Torta, 2006] Torta and Torasso consider some critical issues for the

use of the OBDDs in the context of the MBD. One of the problems they consider concerns

the removing of a set of variables INTV ARS from an OBDD OTH . In particular they

demonstrate that, under the assumptions of directionality and vicinity of the variables or-

dering, the computational complexity of the remove function is O(|INTV ARS|· |OTH|
2),

that is well under the exponential worst case. Unfortunately, in our context the assump-

tion of directionality in the variables ordering does not hold. In fact the directionality
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assumption implicitly imposes that the values of the output variables are univocally de-

termined given values of the input variables. However, the distinction between input and

output variables can not be made in our discussion. That is, since the system is intrinsi-

cally not deterministic, we can not determine a directionality among the status variables.

This means that the cost of the removeVar function is, in the worst case, O(2n·k·l·c), that

is also the cost of an iteration of the main loop of the algorithm in the worst case.

This computational complexity may be seen as a not so good result. However we have

to make some considerations. First of all, we have experimentally observed (see Chapter

10) that the removeVar function has, in general, a cost far below the worst case. In fact,

we have observed that the size of the OBDDs does not grow exponentially as an effect of

the removeVar function, and in many cases the size of the OBDDs decreases. Therefore,

in the general case we can consider that the cost of one iteration of the algorithm is

O(n· k· l· c).

Secondly, the partitioning of the global ∆ into a set of transition relations ∆〈a,exi〉

allows us to separate the model of how the system evolves from the global constraints on

the use of the resources. Thus we do not have to build a monolithic model of the system

whose dimension, in very complex cases, could be unmanageable. Moreover, since the

imposition of the constraints may cause an exponential grow of the OBDD encoding the

set Pt, we postpone the imposition of the constraints to the filtering of Pt with respect to

the available set of messages. In this way, the imposition of the global constraints is per-

formed on a smaller OBDD where all the states which are inconsistent with the messages

have been discarded. In other words, the separation between the model of the system

evolution and the global constraints, allows us to impose the constraints after that we

have exploited all the other sources of information (e.g. messages from the environment

and timeout signals).

Another interesting observation we have to make concerns the computational com-

plexity of the on-line monitoring over the time. So far in fact, we have considered the

computational complexity of just an iteration of the main loop of the algorithm. How-

ever the computational complexity may grow when we consider the monitoring within

a time window. In [Torasso and Torta, 2006] Torta and Torasso take into considera-

tion context-varying systems (the simplest class of temporal phenomena addressed in

[Baroni et al., 1999]), and demonstrate that, even though the computation of instanta-

neous diagnoses is polynomial in the size of the OBDD encoding the system description,

there is no guarantee that the temporal diagnosis is polynomial too.

The systems we deal with are more complex than the context-varying systems, in fact

at each time instants actions and health status of executors may change. This means

that, even though the instantaneous monitoring is computationally feasible, the complete

monitoring of a given plan may be not possible since the size of the OBDDs grows ex-

ponentially over time. As we will discuss in Chapter 10, this phenomenon explains why

some test cases can not be correctly completed by the centralized approach.
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Finally, let’s go back to the computational complexity for the instantaneous moni-

toring. As we have seen it is, in the general case, O(n· k· l· c) where: n is the number

of executors in T , k is the size of the OBDD representing the transition relation of a

composed action model, l is the size of the OBDD representing the system status and c is

the size of the OBDD encoding the resources constraints. This means that the centralized

monitoring is strongly dependent on the size the domain under consideration and on the

number of executors in T .

In order to reduce the complexity of the instantaneous monitoring we should try to reduce

the dimension of some of these OBDDs. In the following chapter we will describe a dis-

tributed approach to the monitoring which partitions the team T into sub-teams and the

global system state into partial system states. As we will see the effects of such a parti-

tioning consist in reducing the computational complexity of the instantaneous monitoring,

as well as of the monitoring over time.

6.6 Discussion

In this chapter we have discussed the prediction process which is the base of the central-

ized, on-line monitoring algorithm. The prediction process consists of a simulation step,

where all the possible system states at the next time are estimated, and of a pruning

phase where all the predicted states which are inconsistent with the observations or with

the constraints are discarded.

The monitoring process has been proved to be correct and to be able to keep track of the

actual progress of the execution of a given SP , including the occurrence of plan threats,

over the whole execution of SP itself.

Finally, it has been pointed out that the monitoring algorithm provides another important

service; that is, it detects the completion (or failure) of the current actions and provides

an important piece of information about the termination status of the actions by means

of the notion of action outcome.

Thus, the monitoring process we have proposed is a good result and, as the experi-

mental results confirm (see Chapter 10), it is so efficient to fulfill the on-line requirement.

However there are some critical points that are not handled by the centralized monitoring

process.

When an action fails, one could be interested in finding appropriate recovery actions

in order to complete the given SP despite the failure. The monitoring we propose is

able to detect the outcome of an action, i.e. different types of not nominal outcomes can

be distinguished. The outcome is an important piece of information because it is the

synthesis of the messages received by the OMM during the execution of that action. It

could be exploited by the human user to take a decision on what to do next. However,

an outcome does not specify the reason why something has gone wrong. In order to take

more appropriate decisions the human user should know the causes of an action failure, i.e.

an action diagnosis. In fact an action failure due to a fault should be treated differently
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by a failure due to a resource competition.

Once a not nominal outcome has been detected, a diagnosis process should be invoked

in order to find a set of possible explanations for such an outcome. Thus, given that the

action 〈a, exi〉 is failed at time t, the action diagnosis aims at singling out the causes of the

failure. To this end the current belief state Bt seems to be a good source of information.

In fact Bt contains all the possible system states at time t and, in particular, the actual

status S(t), as it has been demonstrated.

The easiest solution consists in considering Bt as a diagnosis for the failure of 〈a, exi〉,

i.e. D(〈a, exi〉)=Bt. In this kind of diagnosis, every state in Bt represents a possible

explanation. However this solution presents a number of drawbacks. First of all the

explanations are expressed in terms of the status variables of the executors, so they are

at too low level to be usefully exploited by human users as well as by other modules.

In fact we can not assume that the other modules use the same level of granularity for

modeling the domain; in Chapter 3 we have pointed out how planners and schedulers

exploit actions models significantly different from the ones used during the monitoring.

Moreover in real, complex cases Bt may contain a very large number of alternative system

states (in our experiments we have observed belief states with more than 100,000 states).

Thus, providing as a diagnosis a belief state may be not informative at all.

An alternative solution could be to reduce the ambiguity within Bt by projecting the

status variables of the executor exi under consideration. In particular we can singled

out the set of variables V = {fun1i
, . . . , funki

} where each variables f unjk
represents

the health status of a functionality of exi. Therefore the diagnosis results by projecting

Bt w.r.t. the variables V : D(〈a, exi〉)=πV (Bt). Each element exp ∈ D(〈a, exi〉) is an

explanation and consists of a complete assignment of values (i.e. behavioral modes) to

the variables in V . Unfortunately, also in this case the diagnosis D(〈a, exi〉) may be

not sufficiently informative; in fact the transition relation ∆〈a,exi〉 is not deterministic

and the system is only partially observable, it follows that the monitoring is not able to

discriminate among alternative states of the executor.

Moreover, the explanations are expressed in terms of the variables V , so an action failure

can be explained just as a consequence of a fault in some executor’s functionalities. This

kind of explanations is in general adequate in component-based systems but, as we have

discussed in the introduction of the thesis, in a MAP an action failure may due to a wide

set of alternative plan threats which includes, besides faults, also harmful interactions

among executors. Thus, the explanations in terms of the variables V can not represent

all the plan threats and are incomplete.

The problem of the action diagnosis is faced in Chapter 8; in particular we propose an

interpretative reasoning of a (recent) history of belief states, which provides explanations

in terms of high-level concepts (i.e. plan threats).



Chapter 7

Distributed On-line Monitoring

In this chapter we discuss a distributed approach to the on-line monitoring of a MAP. In

particular, we advocate to decompose the global Plan Execution Monitoring (PEM) prob-

lem into a set of sub-problems, each of which is solved by a specific supervisor agent. As

we will point out, the decomposition does not produces, in general, sub-problems which

are one another independent; thus the supervisor agents need to cooperate during the

monitoring phase.

The chapter describes how a supervisor agent is able to determine, on-line, the subset of

agents with which it has to cooperate, this set will be denoted as dependency set. More-

over, we formalize a cooperation strategy among the agents within the same dependency

set. The correctness and the computational complexity of the distributed monitoring

algorithm are analyzed.

7.1 Introduction

In the previous chapter we have addressed the problem of on-line monitoring a scheduled

plan SP and a centralized approach has been proposed. In [Micalizio et al., 2004] the

discussed centralized architecture is applied both to monitoring and to diagnosis; i.e., the

Supervisor collects all the available system observations keeping track of the progress of

the actions the executors are performing and whenever an action failure is detected the

Supervisor starts diagnostic inferences.

However, the centralized approach may become computationally expensive when the num-

ber of executors to be monitored grows. In fact, the centralized prediction process is based

on the ⊕ operator, which build a global belief state by joining together the possible evo-

lutions of each action currently active. Notice that this is a necessary step in order to

impose the global constraints on the use of the resources and therefore for obtaining belief

states which are globally consistent. However we have to consider that, given the partial

observability of the environment and the non-determinism of the action models, the re-

sult of the ⊕ operator (i.e. the set of system estimations Pt) consists in many cases of

the Cartesian Product of the predicted states of the executors. Even though we exploit

96
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the symbolic formalism of the OBDDs for encoding Pt, the dimension of this set may be

not easily manageable. Furthermore, the imposition of the global constraints may have a

dramatic effect on the size of the resulting OBDD, as it has been pointed out in section

6.5.6.

The main problem of the centralized prediction process is due to the fact that it binds

together all the executors even though they are one another independent. In this way,

the centralized approach introduces dependencies which do not exist. In fact we have to

impose the resource constraint consl only when the two executors, exi and exj , require

the use of resource resl and we have to guarantee the coherence between the private

variables resli and reslj . In general, however, an executor is not in competition with all

the other executors of the team. Actually the basic idea of a MAP is to gain efficiency

by performing concurrent actions which exploit different resources.

In this chapter we are interested in investigating a different architecture where the

monitoring of a given SP is distributed among a team Ags of software agents. In partic-

ular, we propose to decompose the task of monitoring the execution of a given plan into a

set of sub-problems; each sub-problem is assigned to a specific agent i ∈ Ags and consists

in monitoring just the executor exi; hence it follows that |T | = |Ags|.

In this discussion we assume that the only available observations for agent i are the

messages sent by the sensors in response to events concerning exi and the messages vol-

unteered by exi itself about its status (e.g. current position). With obsi(t) we denote the

set of observations gathered by agent i at time t. Thus each agent has a very reduced set

of observations about the status of the environment and in most cases these observations

are not sufficient for precisely inferring the status of the monitored executor.

As we will see, partitioning the monitoring task as described above does not guarantee

that the sub-problems are completely independent of one another. In fact, since harmful

interactions may arise, the actual progress of the action carried on by exi depends on the

exi’s health status as well as on the occurrence of interactions which involve exi. However,

agent i may be unable to detect the occurrence of interactions as it has not a global view

of the system observations. Therefore agent i needs to cooperate with other agents in

order to maintain a globally consistent representation of the status of executor exi.

Effective cooperation among agents is reached by adopting two strategies which result

to be useful in the context of the distributed problem solving ([Carver and Lesser, 2003]).

First of all, we reduce as far as possible the number of cooperating agents, in particular,

each agent i ∈ Ags determines on-line (i.e. at each time instant) the subset of other

agents (denoted as dependency set) it has to cooperate with. To this end, agent i takes

into consideration the actions currently performed by the team of executors. Clearly,

since the actions change over time also the relations among the software agents need to

change, this is the reason why each agent needs to compute its dependency set at each

time.

The second strategy concerns what sort of data the agents exchange for achieving co-

operation. Instead of sending the rough data that each agent directly receives from the
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Figure 7.1: The architecture of the distributed monitoring

sensors and the monitored executor, the agents exchange partial results, which will be

subsequently refined. In particular the refining phase consists in integrating all the partial

results inferred by all the agents in the same dependency set in order to filter out the

estimated executors states which are not globally consistent.

7.2 Distributed Architecture

Figure 7.1 shows the distributed architecture we propose for the plan execution monitoring

problem. For the moment, the human user is still entirely responsible for the recovery

process; in fact whenever an agent detects the failure of an action it informs the human

user by providing she/he the outcome of the failed action and a set of possible explanations

for that failure. Of course, in case the user revises the original scheduled plan SP , the

new one needs to be redistributed among the software agents.

More precisely, given the global scheduled plan SP , the Distributor module decomposes

SP into as many sub-plans as the number of the executors in T . The decomposition, as

well as planning and scheduling, is performed off-line; it is an easy task, which requires

to select from SP all the actions an executor is responsible for. Formally, the (scheduled)
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sub-plan of executor exi is the tuple SPi=〈Pi, τst,i, τnm,i, τmx,i〉 where:

- Pi, the plan assigned to executor exi, is the tuple

〈Ai, PLi, CLi, ρi, δi, INCi, OUTCi 〉

where:

◦ Ai ⊆ A is the subset of actions that executor exi has to execute;

◦ PLi is a set of precedence links between actions in Ai, which induces a total

order relation over the actions in Ai;

◦ CLi is a set of causal links a
q
→ a′ where both a and a′ belong to Ai;

◦ ρi : Ai → 2RES is the ρ function restricted to the only actions in Ai;

◦ δi : Ai → ℵ is the δ function restricted to the only actions in Ai;

◦ INCi is a set of incoming causal links a
q
→ a′ where a′ belongs to Ai and a is

assigned to another executor exj ;

◦ OUTCi is a set of outgoing causal links a
q
→ a′ where a belongs to Ai and a′

belongs to Aj (i.e. a′ is an action assigned to another executor exj);

- τst,i : Ai → ℵ; τnm,i : Ai → ℵ and τmx,i : Ai → ℵ are the functions τst, τnm and τmx,

respectively, restricted to the actions in Ai.

Once the global SP has been decomposed, each sub-plan SPi is assigned to the corre-

sponding supervisor agent i. It is worth noticing that each supervisor agent has the same

structure of the centralized Supervisor we have described in the previous chapter. For

example, the sub-plan SPi is acquired by the DAMB module of agent i, as well as the

global plan SP is the input of the DAMB module of the centralized Supervisor.

However, the supervisor agent i has to monitor just the actions assigned to exi, therefore

the “global” transition relation used by i consists of the relation ∆〈a,exi〉 only.

As mentioned in the introduction, the monitoring of executor exi can not be accomplished

without taking into account also the health status and the current action of the other ex-

ecutors; however agent i gathers just the observations obsi(t) mentioning exi only. In

order to build a belief state about the possible current status of executor exi, agent i

needs to cooperate with other supervisor agents. In particular, Figure 7.1 highlights that

some internal modules (namely the OMM and the DIM modules) need to cooperate for

achieving local solutions which are globally consistent.

7.2.1 Preliminary Concepts

It is worth noticing that the distributed monitoring we are going to describe is not com-

pletely unrelated to the centralized approach discussed in Chapter 6. In fact many con-

cepts and theorems previously introduced will play a relevant role also in the distributed
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setting.

For example, also in the distributed approach the estimation phase is performed by ex-

ploiting the transition relations ∆〈a,exi〉 of the currently active actions, but the notion of

global transition relation ∆ is no longer necessary.

Since each supervisor agent is responsible of monitoring just a portion of the global sys-

tem status, we have to introduce the notion partial state. A partial state σ represents

the state of a subset of executors O ⊆ T ; in other words σ is defined over the variables

Var(σ) =
⋃

ex∈O Var(ex). With agents(σ) we denote the set of agents monitoring an ex-

ecutor ex ∈ O. The value that the variable v ∈ Var(σ) assumes in σ will be represented

as σ(v).

As we will see, introducing the notion of partial state requires to revise the definition of

belief state; it can not be seen as a set of alternative system states, rather as a set of

alternative partial states.

7.3 Decomposing the plan execution monitoring prob-

lem.

Under the centralized point of view, the problem of plan execution monitoring has been

formalized as the tuple PEM = 〈P , B0, obs[0, T ]〉.

The solution to the centralized PEM is a history H of belief states Bt where (∀t ∈ [0, T ])

each global system state S ∈ Bt:

1. is a possible system evolution at time t;

2. is consistent with the observations obs(t);

3. is determined according to the actions scheduled in the interval [0, t] and to the

initial belief state B0. That is, Bt is consistent with the previous history.

As argued in the previous chapter (see also our works [Micalizio et al., 2004, Micalizio et al., 2006b]),

the prediction of the belief state Bt (t:1..T ) can be computed by projecting the previous

belief state Bt−1 by means of the global transition relation ∆ and filtering out all the

predictions which are not consistent with the available observations received at time t

and with the resource constraints CONS.

Now let’s describe how the monitoring problem is distributed. The global problem

PEM can be decomposed into a set of sub-problems PEMi (for i : 1..|T |) where each

PEMi, assigned to agent i, corresponds to the tuple 〈SPi, B0, obsi[0, T ]〉:

- SPi is the sub-plan monitored by agent i;

- B0 is the initial system belief state

- obsi[0, T ] is the set of observations the agent i receives in the interval [0, T ] (i.e.

obsi[0, T ] =
⋃

t∈[0,T ] obsi(t)).
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In principle, the solution of the sub-problem PEMi consists of a history Hi of belief

states, where each belief state Bi
t (t : 1..T ) is a set of possible states of executor exi at

time t; namely, each Bi
t is an executor belief state since it is defined over the variables of

one executor only.

Thus, since the solution of the sub-problem PEMi is analogue to the solution of the global

PEM , agent i could behave similarly to the centralized Supervisor; in particular it could

project the previous executor belief state Bi
t−1 by means of the transition relation ∆〈a,exi〉

and filter these predictions w.r.t. the observations obsi(t); the resulting set of alternative

executor states would represent the executor belief state.

Actually this strategy would be effective if the agents were able to observe any event

concerning the monitored executor and the actual status of the executor were univocally

determined. However, since the agents have to deal with uncertainty, the agents get

executor beliefs which are not necessarily globally consistent. For example, at a given

time instant t, some executor state sexi
∈ Bi

t may be inconsistent with some executor state

sexj
∈ Bj

t because, for a particular resource resl, the values sexi
(resl,i) and sexj

(resl,j) do

not satisfy the constraint consl associated with resl.

The possible global inconsistency of the executor belief states is a consequence of the

partitioning of the PEM problem into a set of sub-problems which are not completely one

another independent. For this reason, we have to isolate the set of dependencies existing

among the sub-problems.

From Assumption 5.1.1, interactions among (a subset of) executors are consequences of

competitions for accessing the resources. Therefore dependencies among the sub-problems

are highlighted by means of a bound relation Rt based on the use of the resources.

Definition 7.3.1 At time t, two concurrent actions 〈ai, exi〉, 〈aj, exj〉 ∈ activeActs(t)

(ai ∈ Ai and aj ∈ Aj) satisfy the bound relation Rt iff:

i. ρ(ai) ∩ ρ(aj) 6= ∅, or

i.i. there exists 〈ak, exk〉 ∈ activeActs such that:

〈ai, exi〉Rt〈ak, exk〉 and 〈ak, exk〉Rt〈aj, exj〉

The bound relation highlights the dependencies existing among the sub-problems in

which PEM(t) has been decomposed. If two concurrent actions 〈ai, exi〉 and 〈aj, exj〉

satisfy the relation Rt we say that the two problems PEMi and PEMj are tdependent,

namely the agents i and j need to cooperate in order to predict the status of the executors

exi and exj , respectively, at time t. On the contrary, if the two actions are not in relation,

they are tindependent and the two supervisor agents do not need to cooperate.

It is easy to see that the bound relation is an equivalence relation since it is reflexive,

symmetric and transitive. Thus, the transitive closure of Rt induces a partitioning in

the set of current actions activeActs(t). Since there exists a one to one relation between

monitored actions and agents, it follows that the bound relation induces a partitioning

also in the set Ags of software agents; with AQS(t) we denote the quotient set Ags/Rt.

The set of agents with which agent i needs to cooperate is represented by the notion of
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dependency set.

Definition 7.3.2 Given a supervisor agent i ∈ Ags, the dependency set of i determined

at time t, denoted as depi(t), is the equivalence class I ∈ AQS(t) such that i is an element

of I.

Thus, a dependency set (i.e. an equivalence class) I ∈ AQS(t) individuates a subset of

agents, which need to cooperate since the sub-problems PEMi (for each i ∈ I) are one

another tdependent.

In the worst case all the sub-problems are tdependent and the agents fall in the same

equivalence class, thus each agent needs to cooperate with the others. In the best case,

all the sub-problems are tindependent and each agent i monitors the associated executor

exi without interacts with other agents.

It is worth noting that the notion of dependency set based on the bound relation Rt

is safe; in fact two concurrent actions 〈ai, exi〉 and 〈aj , exj〉 may be in relation even when:

1. ρ(ai) ∩ ρ(aj) = ∅; this is due to the transitive property of the bound relation;

2. ρ(ai)∩ρ(aj) 6= ∅ but the resources are required by exi and exj in two disjoined time

intervals; that is, the bound relation does not take into consideration the actual

resource profile of the two actions.

However, it can never happen that if exi and exj access a resource at the same time they

are not in the same dependency set.

As we will see, this excess of caution is required in order to obtain local results which are

globally consistent.

Thus we have to define the solution of a specific PEMi sub-problem taking into account

the possible interactions of PEMi with other sub-problems. To this end we first introduce

the notion of dependency belief.

Definition 7.3.3 Let I ∈ AQS(t) be a dependency set, the dependency belief BI
t is a set

of alternative, partial states σ such that Var(σ) =
⋃

i∈I Var(exi).

BI
t represents all the possible states of a subset of executors whose actions are monitored

by the agents in I.

Definition 7.3.4 Let I ∈ AQS(t) be a dependency set and let BI
t a dependency belief for

the executors monitored by the agents in I; BI
t is said to be globally consistent iff:

1. BI
t is consistent with all the observations received at time t (obs(t))

2. BI
t is consistent with the global constraints CONS

Notice that in order to define a dependency belief BI
t globally consistent we require that

it is consistent with all the observations obs(t) and not just with the subset
⋃

i∈I obsi(t).
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Similarly, we require that all the resource constraints CONS are satisfied in BI
t . However,

as we will see, the bound relation allows us to check the consistency just among the

executors
⋃

I∈I exi in order to conclude that BI
t is globally consistent.

Finally the solution of a given sub-problem PEMi is defined as follows.

Definition 7.3.5 Let PEMi be a sub-problem of PEM , the correct solution of PEMi

consists of a history Hi of dependency beliefs such that for each t ∈ [0..T ] the dependency

belief BI
t ∈ Hi satisfies the requirements:

1. BI
t is globally consistent

2. the actual status of executor exi is included in BI
t , namely sexi

∈ BI
t

3. BI
t is consistent with the previous history of dependency beliefs maintained by agent

i.

Where I = depi(t) is the dependency set of agent i at any given time instant t.

7.4 Distributed On-line Monitoring.

For describing how the distributed monitoring is performed we have to define:

1. how an agent determines its dependency set depi(t) at each time instant

2. how the agents in the same dependency set have to cooperate in order to infer

dependency beliefs which are globally consistent.

7.4.1 Computing the dependency set.

In order to determine the dependency set of a given supervisor agent i, we have to consider

some challenging issues. First of all, each agent gathers just a subset of the available

observations and it does not know the global scheduled plan SP but just the portion SPi.

Moreover, the dependency set has to be computed at each time instant since it depends

on the actions activeActs(t) currently in execution and the actions may be completed

with delay or may fail, so it is not possible to anticipate the dependency sets off-line by

exploiting the global scheduled plan SP .

Since the agents have not sufficient pieces of information for computing the dependency

set on their own, they need to cooperate.

Essentially, the cooperation consists in exchanging those pieces of information, which can

be exploited by each agent to locally compute its dependency set. The cooperation may

be performed in two ways:

1. by exchanging messages

2. by shared memory
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dependencySet(i, 〈ai, exi〉, changed)
00 if (changed) {
01 wait(writer)
02 activeActs[i]= 〈ai, exi〉
03 signal(writer)
04 }
05 wait(readers)
06 I = compute-DependencySet (i, activeActs)
07 signal(readers)
08 return I

Figure 7.2: The high-level coordination algorithm which rule the access to the shared
structure activeActs.

The choice of the technology to be used is strongly conditioned by the specific character-

istics of the domain. For example, in [Roos et al., 2003] ten Teije et al. propose a MB

approach to the diagnosis of a component-based system which is spatially distributed and

it can not be diagnosed by a single agent. Therefore the adopted solution consists in

decomposing the system into sub-systems and associating a diagnostic agent with each

sub-system. The diagnostic agent has to infer diagnoses about the sub-system it is re-

sponsible for only. However, the decomposition of the initial diagnosis problem does not

produces sub-problems which are completely one another independent. That is, an agent

may need to cooperate with other agents in order to compute local diagnoses which are

globally consistent. In other words, also in this case the problem of highlighting the depen-

dencies among sub-problems must be solved. In [Roos et al., 2003] the authors propose to

detect the dependencies among the sub-problems by means of a communication protocol

(i.e. by exchanging messages); this choice is due to the fact the agents are physically in

different locations and can not share memory.

However the exchange of messages may represent a computational cost, for example in

[Kalech and Kaminka, 2003] Kalech et al. propose different solutions to the problem of

the social diagnosis; a comparison between centralized and distributed architectures has

shown that the distributed setting is, in some cases, strongly affected by the communica-

tion overhead.

In our discussion we assume that the supervisor agents communicate via shared mem-

ory. In particular the agents share an array activeActs which represents the set active-

Acts(t) of actions currently in execution. The i-th elements of the array contains the

current action of exi, that is, activeActs[i]= 〈ai, exi〉.

In Figure 7.2 the coordination algorithm for accessing the shared structure activeActs is

showed.

The principle of the algorithm is that each agent i informs the others as soon as a new

action is in execution. That is, when the flag changed is true it means that the action



CHAPTER 7. DISTRIBUTED ON-LINE MONITORING 105

〈ai, exi〉 is a new action and has to be written in activeActs[i]. However, the access to

a shared structure must be ruled. In particular we distinguish between two agent roles.

An agent is a writer if it has to modify the cell activeActs[i], while all the agents are

readers since all them have to compute the dependency set. Notice that the writers can

access to activeActs only one per time, whereas the readers can access concurrently to

it.

Thus the algorithm exploits two semaphores: writer and readers. The semaphore writer

is initialized to 1 and it is used for the access in mutual exclusion of the agents that need

to modify activeActs. The semaphore readers is set to |Ags|, so the agents can read the

values in activeAgs only when all the writers have finished to modify it.

Since the action instance 〈ai, exi〉 conveys the piece of information about the required

resources, it is easy to see that each agent can compute its dependency set by exploiting

only the array activeActs; this task is solved by the function compute-DependencySet.

Observe that this mechanism is independent on the actual status of the actions, so it works

correctly even when the actions run are late or fail.

7.4.2 The distributed prediction process.

Now we are in the position for describing how the agents in I ∈ AQS(t) build the globally

consistent dependency belief BI
t .

An intuitive but wrong strategy

An intuitive way for computing a dependency belief consists in obtaining it by composing

the executor beliefs that each agent can locally compute. More precisely, given the de-

pendency set I ∈ AQS(t), each agent i ∈ I can locally estimate the executor belief state

Bi
t by means of an estimation process directly derived from the centralized one, namely

Bi
t=πt(σobsi(t) (BI′

t 1 ∆〈ai,exi〉))

where I ′ = depi(t − 1) is the dependency set of agent i at time t − 1.

Observe that the executor belief Bi
t is consistent with the observations obsi(t) received by

the agent i.

Therefore, all the agents within the same dependency set I could cooperate by exchanging

the local beliefs Bi
t and by composing them in order to impose the global constraints.

Formally, each agent i ∈ I computes the dependency belief BI
t as:

BI
t = σCONS(1i∈I Bi

t)

Unfortunately, this strategy is not viable. Even if the resulting dependency belief is

globally consistent, it may maintain unfeasible states (i.e. impossible partial states). To

point out this issue consider the following example.
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At time t-1, the resource resl is used either by executor exi or by executor exj , but given

the partial observability we can not state which executor is actually using resl; thereby

in BI′

t−1 there exist (at least) two alternative partial states σ1 and σ2 where:

- σ1(resl,i)=busy ∧ σ1(resl,j)=requested

- σ2(resl,i)=requested ∧ σ2(resl,j)=busy

Since the two actions 〈ai, exi〉 and 〈aj , exj〉 both require the resource resl at time t − 1,

they satisfy the bound relation Rt−1; hence I ′ = depi(t−1) = depj(t−1) is the dependency

set of the two agents at time t − 1.

At time t agent i predicts the set Bi
t and according to (among others) state σ1 ∈ BI′

t−1

and to the relation ∆〈ai, exi〉; therefore Bi
t contains at least a partial state σ1′ ∈ Bi

t where

σ1′(resl,i)=released.

Similarly, agent j predicts Bj
t where there exists a state σ2′ such that

σ2′(resl,j)=released.

Of course, at time t, the agents i and j are still in the same dependency set I = depi(t) =

depj(t). Thus, if the dependency belief BI
t were computed by composing Bi

t and Bj
t , the

composition would produce, among others, the partial state σ such that σ(resl,i)=released

∧ σ(resl,j)=released. It is worth noting that, even though the state σ satisfies the global

constraints, σ is an unfeasible state since at the previous time instant only one of the two

executors was using resl and hence only one of them could have released resl at time t.

More formally,

Definition 7.4.1 A predicted partial state σ(t) is said to unfeasible iff it has been pre-

dicted by means of a transition tr : σ′(t− 1) → σ(t) where σ′(t− 1) does not satisfies the

resource constraints or it is in turn unfeasible.

A correct prediction process must avoid the occurrence of unfeasible states in the estimated

beliefs. That is, we must avoid to predict states which are not consistent with the previous

history.

The correct prediction process

It is worth noting that the weakness of the solutions described above stems by the fact that

the agents exchange one another just the local belief state Bi
t they have inferred. However,

Bi
t is not a sufficient piece of information to obtain globally consistent dependency beliefs.

In the centralized approach, the prediction process is based on the construction, by

means of the operator ⊕, of the set of predictions Pt (i.e., a set of transitions from a state

in the previous belief Bt−1 to a predicted state in Bt). In fact, we have shown that by

using this type of structure we are able to maintain the consistency of the predicted belief

state with the previous history of the system. Therefore, the occurrence of unfeasible

states is avoided by construction.

In the distributed scenario, in order to build a dependency belief BI
t , which maintains
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only feasible states, we have to devise a novel technique of cooperation among the agents

within the same dependency set I. In particular, the agents in I have to obtain a struc-

ture, similar to the set Pt built in the centralized approach, but restricted to the subset

of agents I.

In this chapter we introduce a cooperation strategy where the agents exchange and com-

pose not just the predicted belief state Bi
t but the whole transition from BI′

t−1 to Bi
t. More

precisely, the piece of information that the agents need to exchange is a transitions set Di
t

defined as follows:

Definition 7.4.2 Let I ∈ AQS(t) be a dependency set, and let i ∈ I be a supervisor

agent, the transitions set Di
t computed by i is

Di
t= σobsi(t)(B

I′

t−1 1 ∆〈ai,exi〉)

In other words, Di
t = {τ : σ

E
→ sexi

} such that:

1. σ ∈ BI′

t−1,

2. E = obsi(t) and

3. sexi
results from a prediction step (given ∆〈ai,exi〉 and BI′

t−1) and corresponds to a

possible state of executor exi at time t.

Thus, Di
t is the local result that each agent i exchange with all the other agents in the

same dependency set.

Given two agents i 6= j, the two transitions sets:

- Di
t= σobsi(t)(B

I′

t−1 1 ∆〈ai,exi〉)

- Dj
t= σobsj(t)(B

J ′

t−1 1 ∆〈aj ,exj〉)

where I ′ = depi(t − 1) and J ′ = depj(t − 1) are the dependency sets of agent i and j,

respectively, at time t−1. The composition of the two transitions sets Di
t and Dj

t is defined

iff i, j ∈ I = depi(t) = depj(t), namely iff the two agents are in the same dependency set

at time t; and it can be expressed by relational operators:

Di
t ⊗Dj

t = σCONS(Di
t 1 Dj

t ).

The tuples resulting from the composition have the general form:

d = 〈σ(t − 1)
E
→ σ′(t)〉

Where σ is a partial state defined over the variables Var(σ) =
⋃

k∈I′∪J ′ Var(exk) and

represents the union of a state σ1 ∈ BI′

t−1 with a state σ2 ∈ BJ ′

t−1. While σ′ is a partial

state defined over the variables Var(exi)∪Var(exj) and it represents a possible evolution

of the two executors exi and exj at time t.
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The selection σCONS filters out all those tuples where the predicted partial state σ′(t)

does not satisfy at least a global constraint in CONS.

Thus, the dependency belief computed by the composition of the two transition sets

Di
t and Dj

t is obtained as:

BI
t = πt(D

I
t ⊗DJ

t )

In the following we formalize the relation of Rderivability between dependency beliefs,

based on the composition of transitions sets, which allows us to extend the previous result

to a sequence of dependency beliefs.

Property 7.4.1 The operator ⊗ is associative and commutative.

The proof follows directly from the properties of the relational operators. By exploiting

Property 7.4.1 the notion of Rderivability is defined as follows.

Definition 7.4.3 Let I ∈ AQS(t) be a dependency set, the dependency belief BI
t is

Rderivable from the set of dependency beliefs {Bdepi(t−1)
t−1 }i∈I iff BI

t is built as follows:

1. Each agent i ∈ I locally builds the set of transitions Di
t

2. The agents exchange with one another the sets of transitions

3. Every agent i ∈ I locally computes DI
t by incrementally composing all the transitions

sets, formally

DI
t = ⊗j∈ID

j
t ;

4. Finally, agent i gets the dependency belief BI
t = πt(D

I
t ).

In other words, while in the centralized approach a global belief state Bt is in relation

just with the previous one Bt−1 by means of the relation ∆predicted; in the distributed

approach a dependency belief BI
t is related to a set DepBeliefs of previous dependency

belief. DepBeliefs depends on the agents in the dependency set I. In fact, a dependency

belief Bdepi(t−1)
t−1 is included in DepBeliefs iff i ∈ I, namely DepBeliefs = {Bdepi(t−1)

t−1 }i∈I .

From Definition 7.4.3, we can conclude that, given an agent i the solution to the sub-

problem PEMi is the history Hi of dependency beliefs Bdepi(t)
t (t : 0..T ), where each Bdepi(t)

t

is Rderivable from a proper set of dependency beliefs DepBeliefs={B
depj(t−1)
t−1 }j∈depi(t).

7.4.3 The Algorithm

The on-line monitoring is carried out by the concurrent execution, by each agent i ∈ Ags,

of the algorithm reported in Figure 7.3. This algorithm summarizes the main steps fro

predicting the dependency belief state according to the above characterization.

From line 01 through line 07, the initialization steps are performed. In particular, the
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00 On-lineMonitoring (SP , SPi, B0,exi){
01 t = 0;
02 depi(0) =Ags;

03 Bdepi(0)
0 = B0;

04 Hi={B0};
05 〈ai, exi〉=getActions(SPi, t);
06 ∆〈ai,exi〉= instantiateAutomaton(〈a, exi〉, L);
07 changed= true;
08 while(true){
09 t = t + 1;
10 〈gather observations obsi(t)〉;
11 I =dependencySet(i, 〈ai, exi〉, changed);

12 Bdepi(t−1)
t−1 = Hi.getBeliefAtTime(t − 1);

13 Di
t = σobsi(t)(B

depi(t−1)
t−1 1 ∆〈ai,exi〉);

14 〈send Di
t to each agent j ∈ I \ {i}〉;

15 DI
t = Di

t;
16 for each Dj

t received from agent j ∈ I
17 DI

t = Dj
t ⊗DI

t ;
18 BI

t = πt(DI
t );

19 Hi.add(BI
t );

20 if (IsIn(BI
t , GOT〈ai,exi〉)) ontimeActs(t) = {〈ai, exi〉};

21 if (IsIn(BI
t , GDL〈ai,exi〉)) delayedActs(t) = {〈ai, exi〉};

22 if (IsIn(BI
t , U〈ai,exi〉)) failedActs(t) = {〈ai, exi〉t};

23 if (ontimeActs(t) 6= ∅ ∨ delayedActs(t) 6= ∅ ∨ failedActs(t) 6= ∅);
24 call DIM(ontimeActs(t), delayedActs(t), failedActs(t));
25 changed= false;
26 if 〈ai, exi〉 ∈ (ontimeActs(t) ∪ delayedActs(t))
27 〈ai, exi〉 = getActions(SPi, t);
28 ∆〈a,exi〉 = instantiateAutomaton(〈a, exi〉, L);
29 changed= true;
30 if 〈ai, exi〉 ∈ abortedActs(t)
31 〈ai, exi〉 = null;
32 ∆〈a,exi〉 = null;
33 changed= true;
34 }

Figure 7.3: The Distributed On-Line Monitoring Algorithm
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dependency belief of the agent i at time 0 is set to the initial (global) belief state B0, so

the initial dependency set corresponds to the whole team Ags.

Agent i has to consider the transition relation ∆〈ai,exi〉 only, namely the model of the

current action of executor exi. Notice that the transition relation ∆〈ai,exi〉 is built by the

same instantiateAutomaton function discussed in Chapter 6.

The monitoring is actually performed in the body of the while cycle (lines 08 through

34). At each iteration, which corresponds to a time instant, agent i gathers the available

observations obsi(t), computes its current dependency set I and estimates the current de-

pendency belief BI
t according to the definition of the relation Rderivable (lines 13 through

18).

Once the dependency belief has been determined the algorithm checks whether the cur-

rent action 〈ai, exi〉 has been completed or it has failed; thereby the algorithm evaluates

the predicate IsIn w.r.t. the (possibly faulty) final states of 〈ai, exi〉 (lines 20 through

22). If the detection phase reports that the current action of exi has achieved a final state

(failure final states included), the DIM is activated in order to provide a set of possible

explanations for the detected outcome (see Chapter 8).

As soon as the action has been completed either on-time or with delay, the next action

for exi is retrieved by the function getActions (lines 26-28).

Finally, as in the centralized case, we have to consider the case of a failed action

as an exceptional condition, which needs to be carefully managed by the human user.

Therefore, also in this case we assume that the human user provides the supervisor agents

with the set abortedActs(t) of aborted actions. However, the transition relation ∆〈ai,exi〉

of a failed action is maintained until the action has been explicitly aborted by the user.

After the abort of an action we assume that the remaining actions in the sub-plan SPi

can no longer be executed, thus no other actions are assigned to exi, and the supervisor

agent i sets to null both the current action 〈ai, exi〉 and the transition relation ∆〈ai,exi〉.

As we will discuss in Chapter 11, assuming that as a consequence of an action failure an

executor does not perform any other action may be a strong assumption. In fact, it is

possible that the goals of the given plan can be achieved even though an action failure

has occurred; however, in order to achieve the goals, the original plan may need to be

revised according to the actual health status of the executors. That is, we need a more

sophisticated on-line control loop than the control architecture discussed in this chapter.

7.4.4 Correctness

The algorithm in Figure 7.3 implements the distributed prediction process as it has been

discussed in section 7.4.2, thus the correctness of the algorithm can been proved by demon-

strating the correctness of the distributed prediction process.

Theorem 7.4.1 Let I ∈ AQS(t) be a dependency set and let BI
t be a dependency belief

Rderivable from the set DepBeliefs={Bdepi(t−1)
t−1 }i∈I .

If every dependency belief Bdepi(t−1)
t−1 in DepBeliefs satisfies the following conditions:
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- maintains the actual status of executor exi at time t − 1, namely sexi
(t − 1) ∈

Bdepi(t−1)
t ,

- is globally consistent,

- maintains only feasible states (i.e., it is consistent with the previous history);

then BI
t satisfies the same conditions at time t.

Proof: From Lemma 6.5.1 we have that, sexi
(t) ∈ Di

t. In fact, given the initial assumption

sexi
(t − 1) ∈ Bdepi(t−1)

t−1 , and assuming ∆〈ai,exi〉 to be correct, there must exist a transition

tri : sexi
(t − 1)

Ei→ sexi
(t) which is included in Di

t. The filtering w.r.t. the observations

obsi(t) can not discard the transition tri since, for Assumption 5.1.2, the observations do

not contain false positive and Ei = obsi(t).

Moreover, from the definition of the ⊗ operator, we have that there must exist a transition

tr ∈ ⊗i∈IDi
t such that tr =

⋃

i∈I tri; transition tr has the form σ′(t − 1)
E
→ σ(t) where:

- σ′(t − 1) =
⋃

i∈I sexi
(t − 1)

- E =
⋃

i∈I Ei

- σ(t) =
⋃

i∈I sexi
(t)

Of course, tr can not be filtered out by imposing the resource constraints CONS since

we have assumed that an actual state of the system can never violate these constraints.

Thus, we have demonstrated that the actual status of a portion of the system can be

actually predicted as a composition of the local, partial results Di
t; hence BI

t =πt(D
I
t )

maintains the actual status of each executor exi, where i ∈ I.

Now we have to demonstrate that BI
t is globally consistent. From Definition 7.3.4 we

have that Bi
t is globally consistent iff it is consistent both with the observations obs(t)

and with the global constraints CONS. These two conditions are immediately proved,

in fact BI
t is consistent with CONS since, for the definition of the Rderivable relation,

the resource constraints are imposed. Moreover, BI
t is consistent with the observations in

⋃

i∈I obsi(t) by definition of transitions set Di
t. Thus, BI

t may be inconsistent with obs(t)

iff there exists an observed event e ∈ obsk(t), where the agent k does not belong to I,

such that e is inconsistent with some partial states in BI
t . However it is easy to see that

such an event can not exist, in fact e conveys a piece of information about the status of

executor exk, but since k /∈ I, Var(exk) 6⊆
⋃

i∈I Var(exi), thus the event e is completely

irrelevant w.r.t. BI
t .

Finally we have to prove that each partial state σ ∈ BI
t is a feasible state. By con-

struction, the set DI
t consists of a set of transitions where all the partial states predicted

by the agents ∈ I at time t−1 and t are joined together in two partial states σ′(t−1) and

σ(t), respectively. Moreover, the resource constraints are checked both on σ′(t−1) and on

σ(t); therefore it can never happen that a partial state σ(t) derived from an inconsistent
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state σ′(t − 1) is maintained in the resulting transitions set DI
t . 2

The correctness of the solution of a given PEMi is due to the following corollary.

Corollary 7.4.1 Given the sub-problem PEMi = 〈SPi,B0, obsi[0..T ]〉 the history of de-

pendency belief Hi, where each dependency belief Bdepi(t)
t (t : 0..T ) is Rderivable from

the set of dependency belief {B
depj(t−1)
t−1 }j∈depi(t) is a correct solution since satisfies the

Definition 7.3.5.

Proof: The proof follows from Assumption 6.4.1, which imposes that the initial belief

state B0 is consistent and maintains the actual status of the system, and by Theorem

7.4.1, which guarantees that the each dependency belief in Hi satisfies the characteristics

of being globally consistent and of maintaining the actual status of (a portion of) the

system. 2

Property 7.4.2 Let I ∈ AQS(t) be a dependency set, all the agents in I locally compute

the same dependency belief BI
t .

This property is obvious since, for the definition of the relation Rderivable, all the agents

in I exchange one another the transitions set Di
t they have computed.

Theorem 7.4.2 The same global belief state Bt, predicted by the centralized approach,

can be obtained as the Cartesian Product of the globally consistent dependency beliefs BI
t

for each I ∈ AQS(t), formally

Bt =×I∈AQS(t)BI
t

Proof: First we show that the dependency belief BI
t can be obtained in terms of the ⊕ op-

erator introduced in Chapter 6. Then, we demonstrate by induction that Bt =×I∈AQS(t)B
I
t

holds.

For definition of the distributed prediction process we have that

BI
t = πt(DI

t )

= πt(σCONS (1i∈I D
i
t) )

= πt(σCONS (1i∈I (σobsi(t)(B
depi(t−1)
t−1 1 ∆〈ai,exi〉) )))

= πt(σCONS (σobs(t) (1i∈I (Bdepi(t−1)
t−1 1 ∆〈ai,exi〉) )))

= πt(σCONS (σobs(t) ((1i∈I Bdepi(t−1)
t−1 ) 1 (1i∈I ∆〈ai,exi〉) )))
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Let B∗
t−1 be 1i∈I Bdepi(t−1)

t−1 and let ∆∗ be the set of relations ∆〈ai,exi〉 (for each i ∈ I); then

we can conclude

BI
t = πt(σCONS (σobs(t) (B∗

t−1 ⊕ ∆∗) )))

Now we can demonstrate by induction that Bt =×I∈AQS(t)B
I
t .

Base Case: B1 =×I∈AQS(1)BI
1

This follows by the fact that, for any I ∈ AQS(1), BI
1= π1(σCONS (σobs(1) (B∗

0 ⊕ ∆∗)

))), thus

B1 =×I∈AQS(1)B
I
1

= ×I∈AQS(1) π1(σCONS (σobs(1) (B∗
0 ⊕ ∆∗) )))

=π1(σCONS (σobs(1) ((×I∈AQS(1) B
∗
0) ⊕ (×I∈AQS(1)∆

∗)) )))

It is easy to see that ×I∈AQS(1) B∗
0 is the initial belief state B0, and ×I∈AQS(1)∆

∗ is the

global transition relation ∆. Thus,

B1 = π1(σCONS (σobs(1) (B0 ⊕ ∆) ))

Which is the definition of the estimation process in the centralized approach.

Inductive hypothesis: Bt−1 =×I′∈AQS(t−1)BI′

t−1

We have to demonstrate that the hypothesis also holds at time t.

For the properties of the relational operators we have that

×I∈AQS(t)B
I
t =

πt(σCONS (σobs(t) ((×I∈AQS(t) 1i∈I Bdepi(t−1)
t−1 ) 1 (×I∈AQS(t) 1i∈I ∆〈ai,exi〉))))

Now we have to observe that ×I∈AQS(t) 1i∈I Bdepi(t−1)
t−1 consists in joining together the

dependency belief determined at the previous time t − 1, namely, ×I′∈AQS(t−1)B
I′

t−1. For

the inductive hypothesis ×I′∈AQS(t−1)BI′

t−1 = Bt−1.

Moreover, ×I∈AQS(t) 1i∈I ∆〈ai,exi〉 coincides with the global transition relation ∆. There-

fore,

×I∈AQS(t)B
I
t = πt(σCONS (σobs(t) (Bt−1 ⊕ ∆))) = Bt 2

Theorem 7.4.2 shows that the distributed monitoring produces the same results of the

centralized one.
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01 O
B

depi(t−1)
t−1

= Hi.getBeliefAtTime(t-1);

02 Otemp= apply(∧, O
B

depi(t−1)
t−1

, O∆〈ai,exi〉
);

03 ODi
t
= restrict(Otemp, Oobsi(t));

04 〈send ODi
t
to each agent j ∈ I \ {i} 〉;

05 ODI
t

= ODi
t
;

06 for each ODj
t

received from agent j ∈ I \ {i}

07 ODI
t

= apply(∧, ODI
t
,ODj

t
);

08 ODI
t

= apply(∧, ODI
t
,OCONS);

09 OBI
t

= removeVar(ODI
t
, t − 1);

Figure 7.4: The distributed prediction step implemented with OBDDs operators.

7.4.5 Using the OBDDs

As in the centralized approach, we have to face the problem of representing ambiguous

information (i.e., the dependency beliefs). To solve this problem we adopt, also in this

case, the symbolic formalism of the OBDDs. Therefore, all the considerations we have

made in section 6.5.6 about the properties of the OBDDs are still applicable. In particular,

we assume that the status variables of the robots are ordered as in the centralized setting.

In Figure 7.4 we show the pseudo code of the distributed prediction step (corresponding

to lines 12-18, Figure 7.3) in terms of OBDD operators. The formalization of the algorithm

in terms OBDD operators has to consider two critical points. The first one (line 13, Figure

7.3) concerns the computation of the local transitions set Di
t. The second one (lines 16-17,

Figure 7.3) concerns the (incremental) construction of the transitions set DI
t by means of

the ⊗ operator. Observe that all the other instructions of the high-level prediction step

have an immediate correspondence with an instruction in the algorithm with OBDDs.

As concerns the computation of the local structure Di
t, we can observe that two steps are

required:

1. predicting the all possible evolutions of the current action 〈ai, exi〉 given the previous

dependency belief (i.e. Bdepi(t−1)
t−1 1 ∆〈ai,exi〉);

2. filtering out all the predicted states which are not consistent with observations

obsi(t).

The first step corresponds to the apply operation at line 02 (Figure 7.4); whose result

is the OBDD Otemp encoding all the predicted states for the executor exi at time t.

The second step corresponds to the restrict operation at line 03, which filters out all the

predicted states inconsistent with the received observations.

As concerns the second critical point, we have to remember that Di
t ⊗Dj

t = σCONS(Di
t 1

Dj
t ). Also in this case we decompose this instruction in two steps: first we join the

transitions sets Di
t and Dj

t ; then we impose the global constraints. Since the ⊗ operator is

invoked within a loop, the imposition of the global constraints, at each iteration, could be
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computational expensive. Therefore we optimize the code by postponing the imposition

of the constraints after all the join operations. Thus, the loop in lines 16-17 of the high-

level algorithm corresponds to the section in lines 06-08 of the algorithm in Figure 7.4.

As we have showed, the algorithm with OBDDs has a direct correspondence with the

high-level algorithm in terms of relations, whose the correctness has been previously

demonstrated. Thus, also the algorithm with OBDDs is correct.

7.4.6 Computational Complexity

We start the study of the distributed monitoring with a preliminary analysis of the cost

of the algorithm in Figure 7.3. If we only consider the number of operations performed

during an iteration of the main cycle, we can state that the distributed monitoring is

O(d), where d is the number of agents included within the current dependency set I.

Note that d is usually lesser than n = |T |. This means that in the worst case, when

all the supervisor agents fall within the same dependency set, the distributed monitoring

behaves as the centralized one.

However, the cost of each operation in the cycle, in particular those which implement

the prediction step, strongly depend on the size of the involved relations. Therefore we

have to assess the computational complexity of the distributed monitoring algorithm in

Figure 7.4,which takes into consideration the size of the OBDDs (i.e., of the relations).

Let’s assume that each transition relation ∆〈ai,exi〉 is represented by an OBDD whose size

is limited by the constant k. Moreover we assume, for simplicity, that each dependency

belief Bdepi(t−1)
t−1 (for each agent i ∈ I) is encoded by an OBDD of size p. Finally, d denotes

the number of agents within the current dependency set I.

First of all, the cost for computing Di
t (from line 01 to line 03) is O(p· k), in fact the cost

for computing Otemp is O(p· k) and the following restrict operator does not add further

cost.

Assessing the computational cost of the loop in lines 06-07, which computes the structure

ODI
t
, is a complex issue since this cost may depend on several factors. For the sake

of simplicity in the discussion, we consider two basic cases, (where the cost of the join

between two sets, Di
t and Dj

t , is evaluated), and for each of these two cases we provide a

generalization.

First Basic Case: depi(t − 1) 6= depj(t − 1). In the first case we have that the agents i

and j were not in the same dependency set at the previous time t − 1. This means that

ODi
t

and ODj
t

are defined over two disjoined sets of variables. Thus, from the Theorem

6.5.3 due to Sieling and Wegener (see section 6.5.6) we can conclude that apply(∧, ODi
t
,

ODj
t
) is O(p· k + p· k), namely O(2· p· k).

Generalization. Let’s assume that for each agent i ∈ I holds the following condition:

depi(t − 1) 6= depj(t − 1) (for any j ∈ I \ {i}). That is, all the agents in I were, at

the previous time, in disjoined dependency sets. From the Theorem 6.5.3 it follows that

the cost of the loop for computing ODI
t

is O(d· p· k), where d = |I|. Hence, the cost for
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applying the global constraints is O(d· p· k· c), where c is the size of the OBDD encoding

the global constraints. Finally, the cost for computing the current dependency belief (i.e.

the cost of the removeVars operator) is O(2d·p·k·c), which is also the cost of an iteration

of the algorithm.

Observe that, the exponential cost of the removeVars operator happens just in some rare

cases. In fact, we have experimentally observed (see Chapter 10) that the actual cost

for removing the variables is far below the worst case and, in general, the size of the

resulting OBDD does not grow significantly. This means that the cost of one iteration of

the algorithm is, in the general case, O(d· p· k· c).

Remember that, in the general case, an iteration of the centralized monitoring costs

O(n· l· k· c), where n = |T | and l is the size of the OBDD encoding the previous (global)

belief state. It is easy to see that the following relation holds:

d· p· k· c ≤ n· l· k· c

in fact we have that:

1. d ≤ n, since a dependency set, in general, does not include all the agents of the

team;

2. p ≤ l, since p is the size of a dependency belief which, in general, represents just a

portion of the system status, and in the worst case encodes a global belief state of

size l.

Therefore, in this particular case we have demonstrated that the distributed monitoring

is more efficient then the centralized one. Moreover, when d = |T | we have that the

distributed monitoring behaves as the centralized one.

Second Basic Case: depi(t − 1) = depj(t − 1) = I ′: the two agents were in the same

dependency set I ′ at time t − 1. Therefore, they have locally computed Di
t and Dj

t from

the same dependency belief BI′

t−1. In this particular case the cost of apply(∧, ODi
t
, ODj

t
)

is O(p· (k + k)), that is O(2· p· k). To point out this fact consider that:

Di
t 1 Dj

t = (BI′

t−1 1 ∆〈ai,exi〉) 1 (BI′

t−1 1 ∆〈aj ,exj〉)

From the properties of the Relational operators it follows:

Di
t 1 Dj

t = (BI′

t−1 1 (∆〈ai,exi〉 1 ∆〈aj ,exj〉)

From this equation it is easy to see that the cost of apply(∧, ODi
t
, ODj

t
) depends on p (i.e.

the size of OBI′
t−1

) and on the size of apply(∧, O∆〈ai,exi〉
,O∆〈aj ,exj〉

). It is worth noting that,

by construction, O∆〈ai,exi〉
and O∆〈aj,exj〉

are defined over two disjoined sets of variables,

so we can again apply the Theorem 6.5.3 and conclude that apply(∧, O∆〈ai,exi〉
,O∆〈aj ,exj〉

)

is O(k + k).

Generalization. Let’s assume that, given the dependency set I at time t, all the agents
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Figure 7.5: The result of the distributed monitoring applied to the scheduled plan in
Figure 3.7.

in I were in the same dependency set I ′ at time t-1. More precisely, let’s assume that

I ′ = I. In this case, the first iteration of the loop costs O(2· p· k) (previous case); the

second one O(3· p· k) and the last one O(d· p· k), which is the same cost of the loop we

have assessed in the previous case. Thus, also in this case the cost of the distributed

monitoring is lesser than the cost of the centralized one.

A further case. Unfortunately, there is a more general case where some of the agents in

I were in the same dependency set I ′ at the previous time, and some others were not. In

this case the cost of the loop in lines 06-07 strongly depends on the order of the variables

of the agents in I. More precisely, let B ⊆ I be the subset of agents in I such that for

each i ∈ B depi(t − 1) = I ′; thus B = I \ B. If we can assume that for each agent i in

B the status variables of i does not interleave with the variables of the agents in B, we

can apply the Theorem 6.5.3 and conclude again that the cost of the loop is O(d· p· k).

However, when such an assumption does not hold, the Theorem 6.5.3 can not be applied.

The cost of the loop depends on how the variables of the agents in B are interleaved, in

the variable order, with the variables of the agents in B. In the worst case it may happen

that the temporal complexity of the loop is O(d· k· pd). In this case we are unable to say

that the distributed approach behaves better than the centralized one. However, the size

of the resulting OBDD (i.e., ODI
t
) is limited by n· l, size of OPt .

It is worth noting that this complex case is very rare, as the experimental results discussed

in Chapter 10 show.
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Figure 7.6: A schedule of the plan P which considers just the intervals where the resources
are used.

7.4.7 Example

Figure 7.5 shows the result, in the first seven time instants, of the distributed monitoring

applied to the scheduled plan exemplified in Chapter 3; for sake of readability we report

in the scheduled plan in Figure 7.6. Let’s assume that agent 1 monitors robot rbD1, agent

2 monitors robot rbD2 and agent 3 monitors robot rbC.

From the scheduled plan in Figure 7.6 it is easy to see that action 1 and action 12 satisfy

the bound relation in the time interval [0..3], in fact both the actions require the use of

resource trSource. It follows that agents 1 and 2 cooperate for monitoring robots rbD1

and rbD2, respectively. In particular the two agents cooperate for the whole duration of

action 1; however, as soon as action 1 terminates, the two agents do not need to cooperate

any longer. More precisely, at time 3, the three agents monitor the system independently

of one another, in fact we have that ρ(2) ∩ ρ(12) ∩ ρ(24) = ∅. This condition lasts till

time 6, in fact at this time the new action of robot rbC (i.e. action 25) is in relation with

action 2, thus the agents 1 and 3 have to cooperate for monitoring the robots rbD1 and

rbC, respectively.

The dashed rectangles represent the history of dependency beliefs that each agent main-

tains. It is easy to see that, when at time t some agents are in the same dependency set

I they share the same dependency belief BI
t as a result of their cooperation.

7.5 Discussion

In this chapter we have proposed a distributed approach for on-line monitoring a MAP.

In particular, we have described how the Plan Execution Monitoring (PEM) problem,

addressed in the previous chapter, can be decomposed into a set of sub-problems. Each

sub-problem is therefore solved by a specific supervisor agent. However, the decompo-

sition step does not produce sub-problems which are one another independent; for this

reason the supervisor agents need to cooperate during the problem solving phase.

One of the contributes of the distributed monitoring is the definition of a mechanism,
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based on the concept of dependency set, which dynamically singles out the interrelations

among the different PEM sub-problems. Relying on this mechanism we are able to deter-

mine which agents need to cooperate at each time instant.

Another relevant contribute of the chapter consists in the formalization, in terms of re-

lations, of a methodology which define how the agents within the same dependency set

cooperate for solving the PEM problem. The cooperation strategy has been described

from a domain-independent point of view. Moreover, we have pointed out that the agents

within the same dependency set I cooperate in order to construct the transitions set DI
t .

This structure, which reflects the set of predictions Pt built in the centralized approach,

is essential for building dependency belief which, at each time instant, are both globally

consistent and consistent with the previous history (i.e., dependency beliefs maintaining

just feasible states).

The correctness of the distributed methodology has been proved by exploiting the prop-

erties of the Relational operators. Finally, the analysis of computational complexity of

the cooperation methodology has been discussed. In particular, we have shown that, in

general case, the distributed monitoring is more efficient than the centralized one.



Chapter 8

High-Level Diagnostic
Interpretations

8.1 Introduction.

So far we have addressed the problem of on-line monitoring the execution of a plan with

concurrent actions. In particular, we have pointed out that, independently on the adopted

monitoring approach (either centralized or distributed), the monitoring is able to maintain

a history of belief states about the progress of the plan and to determine the outcome of

the current actions (namely, whether an action has been completed on-time, with delay

or it has failed).

As we have noticed, the outcome of an action is a synthesis of the messages received

by the supervisor agent(s) during the execution of that action. Thus, the action outcome

is an important piece of information, which could be exploited by the human user, or

other modules, in order to adjust (if possible) the given plan as a response to a detected

anomaly. However, an outcome does not specify the reason why something has gone

wrong. In order to take more appropriate decisions on how reacting to a failure, the user

should know the causes of that specific failure.

In section 6.6, we have pointed out that each global state S, maintained in a belief state

Bt, may represent a possible explanation about an action failure. However the state S is

expressed in terms of the status variables of the executors; thus it is at too low level to

be exploited by the human user as well as by other modules. In fact we can not assume

that a system state S is easily understood by the human user or that other modules use

the same level of granularity for modeling the domain. Moreover, a belief state may be

highly ambiguous, hence it may contain a very large number of alternative explanations

and providing many alternative explanations in not informative at all.

In order to be useful, the explanations should be expressed in high-level terms, which

highlights the actual causes of a failure. In other words, we need a new high-level language

M for representing the explanations; such a language must achieve two results:

1. M represents the interface through which the Supervisor interacts with other ele-

120
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ments in the control loop (including the human user).

2. M hides the ambiguity of the belief states so the number of inferred explanations

is far below the number of possible states within a belief state.

It is worth noticing that, since the plan threats are domain-dependent (see [Birnbaum et al., 1990])

also the language M consists of domain-dependent terms. For example, the following is

a list of possible harmful interactions among executors:

- deadlock: a subset E of executors is in deadlock when for each executor exi ∈ E:

◦ exi requires (at least) a resource resl assigned to another executor exj ∈ E

◦ exi holds (at least) a resource resh required by another executor exk ∈ E

and there exists a closed loop of requests.

- starvation: an executor suffers from starvation when it is unable to access a required

resource within a defined time interval

- resource competition: a subset E of executors are in competition for the same

resource resl if the overall amount of requests is greater than the capacity χ(resl)

- resource locking: a resource resl is locked by a number of executors when these

executors have acquired resl, but they do not release resl even though it is not

longer used.

This list contains just the commonest harmful interactions which may arise among robotics

as well as software executors; however it is not exhaustive since many other interactions

may dependent on the specific domain under consideration. For example in the Air Traffic

Control domain (see [de Jonge et al., 2005]) the collision “on-air” between two airplanes

could be seen as a specific, domain-dependent interaction.

Therefore an explanation about an action failure should single out which combinations

of (domain-dependent) plan threats may be the cause of the failure; where the plan threats

may be faults in the functionalities of the executor or harmful interactions.

For the sake of simplicity in the discussion, we present the diagnostic inferences in the

centralized setting by exemplifying them in the context of the robocare environment.

In particular, we first present a simple example of harmful interaction in the robocare

domain. Then we discuss how interactions involving a subset of robots are represented in

high-level terms.

Given these preliminaries, in section 8.4, we show how the Diagnostic Interpretation

Module (DIM) is able to infer high-level explanations given the action outcome and the

history of belief sate H provided by the monitoring phase.



CHAPTER 8. HIGH-LEVEL DIAGNOSTIC INTERPRETATIONS 122

Time rb1.pos rb2.pos rb3.pos
11 rm1.dr12.CA rm1.dr12.RA rm1.dr12.RA
12 rm2.dr12.RA rm1.dr12.RA rm1.dr12.RA
13 rm2.TA rm1.dr12.CA rm1.dr12.RA
14 rm2.TA rm2.dr12.RA rm1.dr12.RA
15 rm2.TA rm2.TA rm1.dr12.CA
16 rm2.TA rm2.TA rm2.dr12.RA

Table 8.1: The positions of the robots in Rbts in the interval [11, 16].

8.2 A Motivating Example

In the following, we report an example, taken from the robocare domain, of interaction

among robots. In particular we describe the traffic interaction, which arises when a

number of robots compete for accessing the same resource.

Observe that, as a consequence of the traffic interaction, some actions may fail even

though no fault occurs. In fact, a challenging issue of the multi-agent plans we deal with

is that an action failure may not only be due to the occurrence of faults in the executor

performing the action, but also to harmful interactions.

Let us consider the set of robots Rbts={rb1, rb2, rb3}; each robot in Rbts is initially located

within the transit area of the room rm1 (i.e. rbl.pos=rm1.TA), and for each robot the

mobility functionality is in the nominal mode ok. Moreover, suppose that at the time t =

0, the three robots receive the same following command: GoToRoom(rbl, rm1, rm2, dr12)

(for each robot rbl in Rbts) and that for each action 〈al, rbl〉 the timers τnm(al) and

τmx(al)) are set to the time instants 14 and 16 respectively.

Assuming that a robot needs 10 time instants for reaching the door dr12 from its current

position in rm1.TA, the three robots will try to access the door dr12 at the same time

instant t = 10. In particular, at time instant t = 10, the OMM receives three messages

from the fixed sensor associated with the door dr12; these messages have the form enter

rbl, rm1.dr12.RA (for each rbl ∈ Rbts) and represent the fact that the robots have just

entered the request area of the door dr12.

Since the resource door can be used only by one robot at a time, the robots have to

compete for accessing the resource. We assume that the robots are able to negotiate

the resource access and establish in which order they can cross the door. In this way

the resource is accessed consistently, since while a robot is accessing the critical area of

resource dr12 the other ones wait in the dr12.RA area. Let us suppose that the robots

negotiate to access the door dr12 in the order rb1, rb2, rb3 (for sake of simplicity we assume

that the negotiation is instantaneous). Table 8.1 reports the positions of the robots in

Rbts for the time instants t = 11 through t = 16. At time t = 13, the OMM receives

the message leave rb1, rm2.dr12.RA; as discussed in Chapter 6 this message allows the

OMM to infer that the robot rb1 has completed its assigned action, therefore the OMM

activates the DIM not only to provide the user with a high level interpretation of the
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action outcome, but also to prune, if possible, the current belief state (see section 8.4).

At time t = 14, the OMM receives the messages timeout-1 〈a2, rbr〉 and timeout-1

〈a3, rb3〉; these timeout messages are sent by the DAMB module as soon as the timers

associated with the two actions expire. Relying on the timeout messages the OMM infers

that the actions 〈a2, rb2〉 and 〈a3, rb3〉 can not be completed on-time but only with some

delay.

At time t = 15, the OMM receives the message leave rb2, rm2.dr12.RA and infers that

the robot rb2 has carried out its assigned action, in particular the action outcome is set

to completed with delay. In this case the DIM is mainly activated in order to provide the

user with an explanation about the anomalous execution of action 〈a2, rb2〉.

Finally, at time t = 16 the OMM receives the timeout message timeout-2 〈a3, rb3〉; this

message indicates that the action 〈a3, rb3〉 can no longer be successfully completed, so the

OMM considers 〈a3, rb3〉 as failed. Also in this case the OMM activates the DIM in order

to provide the user with an explanation of the failure of 〈a3, rb3〉.

In this example a traffic interaction (i.e. two or more robots trying to access the same

resource at the same time) arises as a consequence of a poor plan; however the same

interaction may arise as the consequence of a fault. For example assume that, under

the same initial conditions, the actions are scheduled in the order 〈a1, rb1〉, 〈a2, rb2〉 and

〈a3, rb3〉 at time instants t = 0, t = 2 and t = 4 respectively. In this way (under nominal

conditions) the robots will reach the resource dr12 at different time instants so that no

troublesome interactions can occur. However, it is possible that during the execution

of 〈a1, rb1〉, the mobility functionality of the robot rb1 evolves to slowdown as the

consequence of a fault; as a consequence of this fault the robots rb1 and rb2 try to cross

the door dr12 at the same time, i.e. a troublesome interaction arises among rb1 and rb2.

Let us suppose that rb2 suffers a delay as a consequence of the interaction; then, it is

possible that when the robot rb3 tries to access dr12, this resource is used by rb2, so also

rb3 may suffer some delay. In other words, the initial interaction between rb1 and rb2 may

have cascade effects also on robot rb3.

8.3 Modeling Resource Competition Interactions

From the previous example it is clear that an action failure may occur as a consequence

of either a troublesome interaction or of a fault occurring in the executor performing the

action, or even as a consequence of both.

For modeling the interactions we have to take into account a lot of challenging issues.

First of all, an interaction can be considered as a complex event that involves several

executors for a time interval whose duration can not be anticipated.

Furthermore, in most cases, interactions are not instantaneous and their effects can

be observed still after their resolution. In the previous example, the failure of action

〈a3, rb3〉 can be easily explained as a consequence of the competition among the robots in

Rbts, however when the failure is detected, at time 16, the interaction has been already
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resolved and rb3 is the only one within the areas of the door dr12. Moreover the effects of

an interaction may be temporary or persistent, we will see some examples.

Another challenging characteristic is that an interaction can involve a variable set of

executors during its life; as shown in the previous example an interaction may initially

involve just a small subset of executors (e.g. only the robots rb1 and rb2) but it may

involve an ever larger set of executors (possibly the whole team) over time (e.g. robot rb3

has been involved at a subsequent time instant than robots rb1 and rb2).

Finally observe that an action 〈ai, exi〉 can require more than one resource, therefore

executor exi could be involved in several troublesome interactions.

As mentioned in the introduction to the chapter, one of the critical problems to be

faced consists in representing the interactions by means of an adequate language M. In

fact, an interaction can be generally expressed in terms of values assignments to relevant

status variables over an adequate time interval. For instance, considering the example of

section 8.2, the relevant status variables concern the mobility behavioral mode and the

positions of the robots rb1, rb2 and rb3, in the time interval [10, 16]. However, it is easy

to see that it is inappropriate to provide the user with explanations in these terms, since

the reason of the failure (i.e. the presence of competition for the access to door dr12) is

not explicitly shown.

For this reason the DIM should provide the user with explanations in high-level terms

that summarize the executors status variables over a time interval. Explanations expressed

in such high-level terms could be exploited more easily by the human user and possibly

by other modules. In the following we discuss how it is possible to define such a high-level

language M.

8.3.1 The case of omniscient Supervisor

In robocare we take care of two possible harmful interactions. The traffic interaction

models the competition among a subset of robots for accessing a resource. The traffic

interaction is transient in the sense that all the robots will eventually use the resource

without the intervention of the human user. The occlusion interaction models the un-

availability of a resource res because of a robot which does not release res. The occlusion

is considered a permanent interaction since removing the robot from the critical area of

the resource requires, in general, the intervention of a human user, which for example

submits new commands.

For sake of clarity we first discuss how it is possible to define these two interactions,

assuming that the environment is completely observable by the Supervisor; moreover we

assume that the Supervisor has a complete model of the negotiation strategies used by

the robots, so that it knows the order (determined by a priority associated with each

robot) in which competing robots access a resource. Note that under these very strong

assumptions the Supervisor assesses a precise status of the system at each time instant,



CHAPTER 8. HIGH-LEVEL DIAGNOSTIC INTERPRETATIONS 125

resl .traffic(no)rbk ,[tin ,tout ] ≡ ∀t ∈ [tin, tout], ∀rbi 6= rbk, (8.1)

[resl,k(t) = requested ∧ resl,i(t) = requested ∧

rbk.priority > rbi.priority] ∨ resl,k(t) = busy

resl .traffic(moderate)rbk ,[tin ,tout ] ≡ (∃tx ∈ [tin, tout], β(rbk, tx) = 1) ∧ (8.2)

(∀t ∈ [tin, tout], β(rbk, t) ≤ N)

resl .traffic(heavy)rbk ,[tin ,tout ] ≡ ∃tx ∈ [tin, tout], β(rbk, tx) ≥ N + 1 (8.3)

Where β(rbk, t) = count(rbi 6= rbk|
[resl,i(t) = busy ∨ resl,i(t) = requested] ∧ rbk.priority < rbi.priority).

Figure 8.1: The definitions of the traffic predicate instantiations

i.e. the belief state encodes exactly one system status (Bt ≡ {S(t)}).

Traffic. The traffic interaction has to be defined by taking into account the following

aspects:

- Each robot in Rbts has requested, used and released the resource dr12 within a

specific time interval. Namely, rb1 uses the resource in the interval [10,11], rb2 in

the interval [10, 14] and rb3 in the interval [10, 16].

- Although for each robot in Rbts the resource is acquired-used-released in a time

interval which is different from the others, the robots are in competition since these

time intervals are not disjoined. In the particular case of the example, the three

robots require the resource at the same time instant, but in general it is possible

that a request is submitted while the resource is being used by another robot.

- The robots suffer from the competition for the door dr12 in different ways: rb1 is

not affected; rb2 is delayed but it is able to complete successfully its action; rb3 can

not successfully complete its action.

We would like to define the traffic notion so that it captures all the above aspects of the

competition among rb1, rb2 and rb3 for dr12.

In general, in order to relate the effects of traffic on the outcome of the action performed

by a specific robot rbk, we need to give a formal definition of traffic that depends on

the robot rbk, its priority, the resource resl for which rbk competes and a specific time

interval.
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In the robocare domain we have defined three degrees of traffic (no, moderate and heavy)

by means of a traffic predicate. Note that the traffic interaction could be characterized

by a different set of qualitative degrees (e.g. the traffic degrees could be only no and yes),

but the key idea persists: a degree specifies the impact of the traffic on the outcome of

an action.

The traffic predicate related to a resource res has the following form:

resl .traffic(dgr)rbk,[tin,tout]

More precisely, the traffic predicate is instantiated w.r.t. the resource resl, the robot rbk

under consideration, and the time interval [tin, tout].

Figure 8.1 shows the definitions of the instantiations of the traffic predicate in terms

of robots and resources status variables; the term β(rbk, t) denotes the number of com-

peting robots that have priority greater than robot rbk, at the instant t. In the specific

case of the robocare domain, the integer constant N is set to 1; this means that robot

rbk suffers from traffic moderate when its priority is lesser than the priority of only one

competing robot. The traffic is heavy when more than one competing robots have priority

greater than the priority of rbk. In fact, in the example of section 8.2, robot rb2 suffers

from traffic moderate since it accesses the resource after rb1, whereas robot rb3 suffers

from traffic heavy since it has to wait both rb1 and rb2 before acquiring the resource.

The interval [tin, tout] is the time interval in which robot rbk is influenced by the traffic

interaction; in general tin corresponds to the time instant in which the robot rbk enters

in the request area of the resource resl.RA, and tout corresponds to the time instant in

which the robot leaves the critical area resl.CA.

The predicate instantiation resl.traffic(no)rbk,[tin,tout] indicates when the robot rbk is not

affected by the traffic over the interval [tin, tout], that is, when the robot rbk has the

greatest priority among the other competing robots, or rbk is already using the resource.

Recall that resl,k(t) represents the status of the resource w.r.t. the robot rbk at instant t,

thus resl,k(t
′) = requested represents the fact that the robot rbk is in the request area

of resl and it is competing to access the resource.

The predicate instantiation resl .traffic(moderate)rbk,[tin,tout]
indicates when the robot rbk

has been delayed since exactly one robot has used the resource resl before it. Finally,

the predicate instantiation resl .traffic(heavy)rbk ,[tin,tout]
holds when the robot rbk has been

delayed since at least two robots have used the resource resl before rbk.

It is important to notice that the three different instantiations of the traffic predicate are

disjoint and complete. That is, given a specific case of traffic interaction and an involved

robot rbk, it is possible to precisely state the degree of traffic that affects the robot rbk.

In other words, the three traffic degrees induce a partitioning over all the possible traffic

situations.

Occlusion. Another example of threat for the progress of the plan is the robot interaction

due to an occluded resource, i.e. a robot has mobility broken within the critical area of
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resl .occl(yes)rbk ,[tin ,tout ] ≡ ∃rbi 6= rbk, ∃tx ∈ [tin, tout], (8.4)

rbi .mob(tx ) = broken ∧

resl,i(tx) = busy ∧

resl,k(tx) = requested

resl .occl(no)rbk ,[tin ,tout ] ≡ ∼ resl .occl(yes)rbk ,[tin ,tout ] (8.5)

Figure 8.2: The definition of the occlusion predicate instantiations.

a resource preventing other robots from accessing the resource. Given a resource resl,

a robot rbk and a time interval [tin, tout], the predicate associated with the occlusion

interaction (i.e. resl.occl) can be instantiated with values yes (i.e. the resource res is

occluded by a robot in the interval [tin, tout]) and no (i.e. the resource is not occluded

in the interval [tin, tout]). More formally, the predicate instantiation resl.occl(yes) can be

defined as in formula (8.4) of Figure 8.2. In particular, the definition (8.4) states that the

resource resl is occluded for the robot rbk in the interval [tin, tout] iff there exists a time

instant tx such that resl,k(tx) = requested and there exists another robot rbi whose

mobility is broken and resl,i(tx) = busy. Since the occlusion is a persistent condition,

for each time instant t ≥ tx the robot rbk continues to be located in the resl.RA area;

the time tout corresponds to the time instant τmx(ak), where ak is the current action of

executor exk (i.e., 〈ak, exk〉).

Notice that, in this particular case where the predicate has just two possible val-

ues, the predicate instantiation resl.occl(no) can be simply defined as the negation of

resl.occl(yes).

Since the interaction predicates are conditions on the status variables of the executors,

defined at different time instants, the Supervisor can evaluate them by exploiting the

history of belief state H , which is one of the results of the monitoring phase. Of course,

the history is not necessarily complete, in fact it is sufficient that just the currently active

actions are completely maintained in H ; thus |H| can grow up to the maximum duration

of the actions.

In conclusion, having a complete knowledge about the current status of the system,

it is not difficult to define the language M as a set of predicates, which map a subset of

belief states in H in a high-level concept representing a possible plan threats (e.g. traffic).

8.3.2 The case of Supervisor with partial knowledge.

It is obvious that the strong assumptions made above are not realistic; the previous

discussion has only introduced the main issues concerning the modeling of an interaction,

but it can not provide an actual solution. In fact, the environment is not completely

observable and in general the Supervisor does not have a complete model of the robots
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negotiation strategies. This lack of knowledge introduces a source of non-determinism

which has some relevant consequences. An immediate consequence is that the precise

definitions of the traffic(dgr) instantiations can no longer be used, and must be replaced

with approximations, as we will discuss in this section. Other consequences concerning

the combined effects of faults and interactions in determining actions outcomes will be

discussed in the next section.

There are several aspects that we have to take into account when we shift our attention

from an ideal omniscient Supervisor to a Supervisor with partial knowledge. First of all,

the system model the Supervisor relies on may not be precise. For example, the robots

positions are modeled in a qualitative way by means of areas, and the negotiation strate-

gies used by the robots are not known. As a consequence the (approximated) definition

of the traffic should not mention the robots priorities.

Moreover, since the system is only partially observable, the Supervisor has to handle a

belief state instead of a precise system status. Consequently, we can not assume that the

Supervisor is always able to assess a specific degree of traffic.

In other words, the problem is to determine the degree of the traffic interaction which

has affected an action outcome (the degree no indicates that the action has not been

involved in a traffic interaction). Initially all the traffic degrees are possible, however by

evaluating the predicates we can reduce this set of alternatives.

As in the case of omniscient Supervisor, the definition of a predicate instantiation has

the general form resl.traffic(dgr)rbk,[tin,tout], however instead of being precisely defined, a

predicate instantiation is approximated by means of a sufficient and a necessary condi-

tion. It is worth noticing that the sufficient and necessary conditions slightly modify the

corresponding definition of traffic degree as an effect of the actual knowledge on the sys-

tem. For example, a sufficient condition forces the traffic(dgr) definition to hold only for

a restricted number of cases that, given the current system observability, unambiguously

belong to traffic(dgr); hence the sufficient condition captures only a subset of the possible

cases of traffic(dgr). Whereas the necessary condition relaxes the precise definition of

traffic(dgr) in order to capture a superset of the possible cases of traffic(dgr).

For evaluating sufficient and necessary conditions of a predicate such as traffic, two

dimensions have to be taken into consideration:

- the time interval over which a condition may or may not hold.

- the presence of multiple states in the belief state for each time instant in the interval;

different states may correspond to different degrees of traffic.

Given the predicate instantiation resl .traffic (dgr) rbk,[tin,tout], and the associated suffi-

cient condition

suffCond ⇒ resl .traffic(dgr)rbk,[tin,tout]

we impose that the sufficient condition holds iff ∀t ∈ [tin, tout], ∀s ∈ Bt suffCond holds

in s, i.e. suffCond must hold in all the states s encoded in the belief states Bt in the
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∀t ∈ [tin, tout], β(rbk, t
′) = 0 ⇒ drh .traffic(no)rbk ,[tin ,tout ] (8.6)

drh .traffic(no)rbk,[tin,tout]
⇒ ∃t0 ∈ [tin, tout], drh,k(t0) = free (8.7)

Where, β(rbk, t) = count(rbi 6= rbk|(drh,i(t)=requested ∨drh,i(t)=busy ))

Figure 8.3: Some examples about the traffic approximation.

interval [tin, tout]. A sufficient condition suffCond(dgr) asserts the traffic degree dgr, and

consequently discards all the other possible degrees for traffic.

Given the predicate instantiation resl .traffic (dgr) rbk,[tin,tout], and the associated nec-

essary condition

resl .traffic(dgr)rbk,[tin,tout]
⇒ necCond

we impose that the necessary condition does not hold iff ∀t ∈ [tin, tout], ∀s ∈ Bt, necCond

does not hold in s, i.e. necCond does not hold in any state s encoded in the belief states

Bt in the interval [tin, tout]. Therefore a necessary condition necCond(dgr) is used for

filtering out the traffic degree dgr from the set of the possible traffic degrees.

In short, given a predicate instantiation resl .traffic (dgr) rbk,[tin,tout], when the associ-

ated sufficient condition holds, the set of possibilities is reduced to dgr; on the contrary,

when the associated necessary condition does not hold, dgr is removed from the set of

alternatives.

Unfortunately, the sufficient (necessary) condition associated with a predicate instanti-

ation is not always satisfied (unsatisfiable); thus, after the evaluation of the predicates,

a subset of interaction degrees is still possible. This is a consequence of the fact that

the approximations are evaluated in a “safe” way. In fact, a degree dgr is asserted only

when it is entailed by all the states s ∈ Bt (for each t ∈ [tin, tout]). On the contrary, a

degree dgr is discarded only when it is not possible in all the states s maintained in the

interval of belief states under consideration; that is, if there exists at least a state s ∈ Bt

(for any t ∈ [tin, tout]) which supports dgr, the degree is not discarded by the set of the

alternatives. Evaluating the conditions in this safe way guarantees the completeness of

the diagnostic process (see later), but the number of possible diagnoses may be grow.

In the following we exemplify some approximations used in the robocare domain.

First of all, let us consider the predicate instantiation drh.traffic (no)rbk,[tin,tout] which is

associated with the sufficient condition (8.6) of Figure 8.3. The condition (8.6) means

that if there is no robot different from rbk in the critical or request area of drh at each

time instant in the interval [tin, tout], then there is no traffic near the door drh for the

robot rbk in the same time interval. The interval [tin, tout] approximates the real influence

interval of the traffic interaction, in particular:

- tin is the time instant at which the robot rbk enters in drh.RA
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- tout depends on the outcome of the action 〈ak, rbk〉 performed by rbk: if 〈ak, rbk〉

is successfully completed tout corresponds to the time instant at which rbk leaves

drh.RA1; if 〈ak, rbk〉 fails at the instant tfail = τmx(ak), tout is set to tfail.

Clearly, the sufficient conditions associated with different instantiations of the traffic

predicate must be disjoined2; while this needs not in general be true for the necessary

conditions. For example consider the necessary condition (8.7) associated with the predi-

cate instantiation drh.traffic(no) (Figure 8.3). The condition (8.7) means that if the robot

rbk is not affected by traffic near the door drh in the interval [tin, tout], then rbk uses and

releases drh in [tin, tout]. To demonstrate this property it is sufficient to check that there

exists a time instant tx ∈ [tin, tout] such that drh,k(tx) = free; in fact, since drh,k(tin) =

requested, the status of drh w.r.t. rbk can be free at a time tx > tin only after rbk has

used and released drh.

8.4 Diagnostic Interpretation Module.

The DIM has two main tasks:

- provide the human user with explanations about the actions outcomes in terms of

faults in the robots functionalities and/or the high level concepts that summarize

the troublesome interactions (e.g. traffic, occlusion in robocare );

- prune the current belief state filtering out those states that are not supported by

the inferred conclusions about the behavioral modes of some robots functionalities

In this section we describe in details how these goals are achieved. In particular, we first

present the main steps of the DIM’s inferences by exploiting the example in 8.2, then we

present the high-level algorithm which formalize the infenrence process executed by the

DIM.

8.4.1 An example of high-level explanations.

Synthesizing Explanations. Let’s consider how the DIM can explain the failure of the

action GoToRoom(rb3, rm1, rm2, dr12) performed by rb3 in the example of section 8.2.

From the Action Template automaton of the GoToRoom() action (Figure 5.4) it is easy

to identify the elements that may affect its outcome: the mobility functionality of the

robot and the interactions (traffic, occlusion) that may arise in crossing the door between

the source and the target rooms.

1Assuming that a robot leaves the request area of a resource only after it has used the resource.
2Control mechanisms at design level are required in order to check that different predicate instantia-

tions have disjoined definitions of the corresponding sufficient conditions.
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rbk .mob(ok) ∧ drh .traffic(no) ∧ drh .occl(no) ⇒ outcome(on−time) (8.8)

rbk .mob(ok) ∧ drh .traffic(moderate) ∧ drh .occl(no) ⇒ outcome(on−time) ∨ outcome(delayed) (8.9)

rbk .mob(slowdown) ∧ drh .traffic(no) ∧ drh .occl(no) ⇒ outcome(delayed) (8.10)

rbk .mob(slowdown) ∧ drh .traffic(moderate) ∧ drh .occl(no) ⇒ outcome(delayed) ∨ outcome(failed) (8.11)

rbk .mob(slowdown) ∧ drh .traffic(heavy) ∧ drh .occl(no) ⇒ outcome(failed) (8.12)

rbk .mob(ok) ∧ drh .traffic(heavy) ∧ drh .occl(no) ⇒ outcome(failed) (8.13)

rbk .mob(broken) ∧ drh .traffic(∗) ∧ drh .occl(∗) ⇒ outcome(failed) (8.14)

rbk .mob(∗) ∧ drh .traffic(∗) ∧ drh .occl(yes) ⇒ outcome(failed) (8.15)

Figure 8.4: The causal theory ΓGoToRoom .

CS-drh.traffic(no)

CS-drh.traffic(moderate)

CS-drh.traffic(heavy)

CN-drh.traffic(no)

CN-drh.traffic(moderate)

CN-drh.traffic(heavy)

CS-rbk.mobility(OK)

CS-rbk.mobility(SD)

CS-rbk.mobility(BK)

CN-rbk.mobility(OK)

CN-rbk.mobility(SD)

CN-rbk.mobility(BK)

CN-drh.occluded(yes)CN-drh.occluded(no)

CS-drh.occluded(yes)CS-drh.occluded(no)

drh .occluded

drh .traffic

〈ak , rbk〉 outcome

〈ak , rbk〉 completed timer-1〈ak , rbk〉 timer-2〈ak , rbk〉

rbk .mobility

Figure 8.5: The causal graph provided by the model.

These dependencies can be captured by the causal graph depicted in Figure 8.5. The

grey nodes indicate the causal graph which an omniscent Supervisor could use. In par-

ticular, the nodes at the top level represent the plan threats which may affect the action

outcome. While the nodes at the bottom level indicate which observations about the com-

pletion of the action and the occurrence of timeout events may be received as an effect of a

specific action outcome. However, since the high-level concepts (i.e., plan threats) are not

precisely defined but just approximated by means of sufficient and necessary conditions,

the orginal causal graph is extended in order to consider, for each high-level concept, the

set of conditions used for approximating it. Similar (even if more complex) causal graphs

can be associated with actions which require more functionalities or resources.

Given the causal graph, we need a theory Γ which defines how the combinations of

values of the parent nodes influence the values of the child node. In our framework, we

assume that the causal knowledge Γacttype (i.e. the causal formulas used for explaining

the outcome of an action act of type acttype) is expressed by means of a set of logical

formulas that have one of the following two forms:

1. α1(x1) ∧ . . . ∧ αn(xn) ∧ β1(y1) ∧ . . . ∧ βm(xm) ⇒ outcome(z)
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2. α1(x1) ∧ . . . ∧ αn(xn) ∧ β1(y1) ∧ . . . ∧ βm(ym) ⇒ [outcome(z1) ∨ . . . ∨ outcome(zl)]

where: the elements {αi, i ∈ {1 . . . n}} represent the functionalities required by act (in

particular αi(xi) means that the functionality αi is assumed to be in the behavioral

mode xi); the set {βj, j ∈ {1 . . .m}} is the set of predicates concerning the troublesome

interactions that may influence the outcome of act (in particular, βj(yj) indicates that the

predicate βj is instantiated to the degree yj, e.g. traffic(no) corresponds to the predicate

traffic instantiated to the degree no); and finally, z, and z1, . . . , zl are specific values of

an action outcome of type acttype .

A theory containing only formulas of the first type would be preferred because this

type of formulas allows the DIM to infer alternative explanations concerning a specific

action outcome through classic abduction. However, due to the partial observability

and to unpredictable negotiation strategy adopted by competing robots, it is possible

that different action outcomes can be explained by the same assumptions about robot

behavioral modes and degrees of troublesome interactions. For this reason we allow also

formulas of the second type but prefer explanations derived with formulas of the first type

(see below).

Some of the formulas in the theory ΓGoToRoom can be derived from the model of the

GoToRoom action; in fact, it is easy to see that when the mobility functionality evolves

in a permanent faulty mode such as broken, the outcome of the action is necessarily

failed. Other formulas can be derived only with additional knowledge that can be learned

by means of a set of systematic system simulations. It is important to note that the

knowledge resulting from these simulation holds for a class of actions3.

Figure 8.4 shows the set of formulas of the causal theory ΓGoToRoom. The symbol ∗

is placed where the value of an element (behavioral mode or predicate) does not directly

impact the action outcome since the other elements of the antecedent have a stronger

influence.

For example, formula (8.15) states that if the door drh is occluded, the action fails inde-

pendently of the actual mode of the mobility and of the presence of traffic.

When the DIM has to explain the outcome of an action, first of all it singles out the

time intervals within which the action may be influenced by a troublesome interaction

for the access to resources. In our example, rb3 requires only resource dr12 and the time

interval in which rb3 could be influenced by a troublesome interaction near dr12 is approx-

imated by the interval [10, 16] (in fact rb3 enters into the dr12.RA area at time tin = 10

while tout is set to 16 since 〈a3, rb3〉 fails at time 16).

In the second phase, the DIM selects the formulas of the causal theory that explain the

failure. In particular, given the ΓGoToRoom theory and the outcome failed, the DIM selects

from ΓGoToRoom all the formulas where the outcome failed appears in the consequent (for-

mulas (8.11), (8.12), (8.13), (8.14) and (8.15)); in the following we refer to these formulas

3In particular, ΓGoToRoom does not hold only for a specific instantiation of a GoToRoom() action
which mentions a specific robot or door, but for all the GoToRoom() actions.
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as the set ΓGoToRoom(failed). Each formula in ΓGoToRoom(failed) is a possible explanation

for the failure of act(rb3); however it is possible to discard some of them by evaluating

the predicates occurring in their antecedents. In our particular case, the evaluation of

the predicate dr12 .traffic is able to discard only the instantiation dr12 .traffic(no)rb3 ,[10 ,16 ],

however this information is not useful since no formula in ΓGoToRoom(failed) requires

traffic(no). Assuming that the sensor associated with the door dr12 is in the nominal

mode, the evaluation of the predicate dr12 .occl disregards the predicate instantiation

dr12 .occl(yes)rb3 ,[10 ,16 ]. Thus, the set of possible explanations for the failure of 〈a3, rb3〉

consists of formulas (8.11), (8.12), (8.13) and (8.14).

Selecting Preferred Explanatilons. In the last phase, the DIM has to order the set

of inferred explanations, and provide the user with all the inferred explanations ordered

according to a preference criterion. At present, we have investigated two alternative

solutions; one based on (domain-dependent) heuristic information, the other based on

probabilistic reasoning.

Heuristic Approach. A simple solution consists in a criterion of minimality that prefers

the explanations where the smallest number of anomalies are assumed. Moreover, the

explanations can be ranked according to the form of the formulas used to infer them; for

example, formula (8.11) can be considered lesser preferred than formulas (8.12), (8.13)

and (8.14) because of its weak predictive power. Moreover, formula (8.12) has to assume

two anomalies, i.e. the presence of traffic with degree heavy and the rbk mobility under

slowdown mode, so it is lesser preferred than formulas (8.13) and (8.14) which assume

only one anomaly. Finally, the DIM could exploit heuristic knowledge about which events

are more likely in the robocare domain. For example, the presence of traffic heavy

(8.13) could be considered more likely than the occurrence of a fault to the mobility

(8.14). In this case the explanations for the example could be ordered as [8.13, 8.14, 8.12,

8.11], and provided to the human supervisor in this order.

Probabilistic Approach. The idea of adopting a probabilistic approach stems by the fact

that the causal graph in Figure 8.5 can be easily seen as a Bayesian Network (BN), which

captures the causal influences among the high-level terms occurring in the explanations

and the observations synthesized by the OMM.

Observe that a BN inherently models, through probabilities, the uncertainty due to the

system partial observability and the non-determinism of the system model.

In [Micalizio et al., 2005] we have discussed a preliminary strategy for considering

the causal graph as a BN. In particular a first step consists in associating either prior

or conditional probabilities with each node in the graph. It is worth noticing that the

probabilities associated with the concepts in the minimal causal graph (i.e. the grey

nodes only) depend on the specific domain and need to be estimated. This means that

the probabilities need to be tuned by means of an appropriate training set of cases.

On the other hand, sufficient and necessary conditions are used as further evidence nodes;

thus it is sufficient to adopt conditional probabilities in {0,1} between the root cause



CHAPTER 8. HIGH-LEVEL DIAGNOSTIC INTERPRETATIONS 134

Diagnostic-Interpretation(ontimeActs(tCur), delayedActs(tCur), failedActs(tCur)) {
00 for each 〈ai, exi〉 ∈ ontimeActs(tCur)
01 H〈ai,exi〉 = {Bt|t ∈ [τst(ai), tCur]}
02 let Γα be the causal theory associated with α = type(ai)
03 Γα(ontime)={f ∈ Γα| ontime appears in the consequent

of the formula f}
04 for each predicate pred mentioned in Γα(ontime)
05 admissibleValues = assess the predicate pred w.r.t.

the history H〈ai,exi〉

06 filter out from Γα(ontime) all the formulae which assume
for pred a vaule v /∈ admissibleValues

07 order the formulae in Γα(ontime) w.r.t. a preference criterion
. . . }

Figure 8.6: The high-level algorithm executed by the DIM.

C (e.g. drh .traffic) and the sufficient and necessary conditions associated with C. In

particular, whenever there is the evidence that the sufficient condition of C(v) holds, the

value v of C rises to one; for instance, the sufficient condition for the traffic degree no holds,

the evidence node SC − drh .traffic(no) is set to one, and consequently the probability of

value no in the parent node drh .traffic rises to one.

On the contrary, when there is the evidence that the necessary condition approximating

the value C(w) does not hold, the posterior probability of the value w drops to zero; for

example, when the necessary condition associated with node NC − drh .traffic(no) does

not hold, then the probability of value no in the parent node drh .traffic becomes zero.

Thus, after the sufficient and the necessary conditions have been evaluated, the most

probable explanation (MPE) can be inferred by means of the standard algorithms defined

for probabilistic inferences in BN.

Filtering the Belief State. The DIM is activated also when the outcome of an action

is completed on-time. Since it is not relevant to provide an explanation for a normal

outcome, the DIM is invoked just because it may filter out some states from the current

belief state. In fact, a side effect of the reasoning of the DIM is that some behavioral

modes are not supported by the inferred explanations. For example, it easy to see that

if a GoToRoom action is successfully completed, the mobility behavioral mode can not

be broken, so it is possible to discard all the states in the current belief state where the

mobility behavioral mode is assumed broken.

This kind of filtering obviously takes place also when the DIM is invoked with actions

that have been completed with delay or that have failed.
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8.4.2 The algorithm

Figure 8.6 shows the high-level algorithm executed by the DIM whenever it is invoked

during the monitoring phase. The input of the algorithm consists of the set of actions

which are terminated and for which a diagnosis must be inferred. In particular the set of

terminated actions is partitioned into three subsets containing, respectively, the actions

completed on-time, the actions completed with delay and the actions failed.

For the sake of simplicity, Figure 8.6 shows the steps for inferring a diagnosis for the

actions completed on-time only; however the treatment of actions completed with delay

or failed is identical.

For explaining an action 〈ai, exi〉 ∈ ontimeAtcs(tCur) (lines 00 through 07) the first

step consists in selecting from the global history H , the portion of history H〈ai,exi〉 which

regards the action under consideration. In this way the predicates are evaluated w.r.t. a

subset of belief states in H (instead of w.r.t. the complete history H).

The set of possible exaplanations for the action outcome depends on the type of the

action ai and on the outcome itself. For this reason we first retrieve the causal theory

Γα which explains how different combinations of plan threats affect the outcome of the

action instance ai of type α. Then we select from Γα the set of formulae which explain

the detected outcome only, namely Γα(ontime) will contain all the possible explanation

for the outcome on-time.

This means that the theory Γα(ontime) could be returned to the user for explaining the

outcome on-time of action 〈ai, exi〉, detected at time tCur. However this set may contain

explanations which are not consistent with the actual status of the system. In fact,

although the belief states may be highly ambiguous, we have demonstrated in Chapter

6 that each belief state Bt ∈ H always contains the actual status of the system S(t).

Thus, if the explanations in Γα(ontime) were evaluated w.r.t. the belief states in H

(in particular we restrict the evaluation to the subset H〈ai,exi〉) we could filter out some

explanations and provide more accurate diagnoses. To this end, in lines 04 through 06

each predicate pred (representing a possible plan threat) mentioned in the explanations

in Γα(ontime) is evaluated (by exploiting the sufficient and necessary conditions) w.r.t.

the history H〈ai,exi〉. The result of this assessment is a set of admissible values for the

predicate pred (i.e. values which are consistent with the history of belief states) which

possibly may reduce the set of explanations in Γα(ontime). In fact, if an explanation f

assumes that pred takes the value v, but v is not included in the set of admissible values

for pred, the formula f can be removed from Γα(ontime).

Fanally, at line 07, all the explanations in theory Γα(ontime) are consistent with the

history of belief states and can be returned to the user. The last step consists in ordering

the explanations w.r.t. a given (possibly domain-dependent) preference criterion.
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8.5 Discussion

In this chapter we have presented the inferences performed by the DIM in order to pro-

vide the human user with explanations expressed in high-level terms. In particular we

have pointed out how these high-level terms are synthesis operators since they hide the

ambiguity of a (recent history of) belief state. As a result of this high-level interpretation,

the returned explanations are more compact than a belief state. These explanations can

be easily exploited by the human user as well as by other modules.

The diagnostic inferences have been presented in the centralized setting, that is, assum-

ing that the history H contains just global belief states. However, there are two ways for

applying the same approach to the distributed setting.

A first solution consists in building global belief states from the dependency belief inferred

by the distributed monitoring. In Chapter 7 we have demonstrated that the composition

of all the dependency belief inferred at time t produces the same global belief sate Bt of

the centralized approach. Therefore the DIM behaves in the same way independently of

the fact that the global beliefs in the history are produced by the centralized monitoring,

or by composing the dependency beliefs obtained with the distributed approach. Thus,

in this simple solution we have that the monitoring is distributed while the diagnosis is

performed in a centralized way. However this solution has the drawback of building a

global belief state, so we reintroduce the same ambiguities which we have eliminated with

the distributed monitoring.

An alternative solution consists in distributing the diagnostic inferences as well as the

monitoring. It is worth noticing that the interpretation approach described in this chapter

could also be applied to the history of dependency belief Hi maintained by the supervisor

agent i. In fact, the bound relation used for computing, at each time, the dependency

set of agent i guarantees that all the possible interactions involving the executor exi have

been captured by the monitoring and therefore are maintained in the history Hi. This

means that the evaluation of the predicates concerning the executor exi can be made by

inspecting the history Hi, that is, there is not the need of building a history of global belief

states. Thus, each supervisor agent i is able to infer high-level explanations about the not

nominal outcome of the action 〈ai, exi〉. However this approach does not guarantee that

the local diagnoses inferred by agent i are consistent with the local diagnoses inferred by

another agent j. In order to guarantee that the local diagnoses inferred by a supervi-

sor agent are globally consistent, the supervisor agents must actively cooperate not only

during the monitoring phase but also during the diagnostic inferences. So far we have

not deeply investigated this fully distributed scenario but it seems to be an interesting

development of the current work.



Chapter 9

Presentation Module

In this chapter we address the problem of representing to a human user the results inferred

by the monitoring (either centralized or distributed) and the high-level explanations pro-

vided by the DIM.

9.1 Introduction

As discussed in Chapters 6 and 7, the main results of the on-line monitoring phase (either

centralized or distributed) consist of a history of belief states and of the actions outcomes.

While the outcome of an action can be seen has a piece of information which synthesizes

the messages received during the monitoring of that specific action, the belief states within

the history are expressed in terms of the status variables of the executors. Of course, this

kind of granularity is at too low a level to be practically useful for a human user to figure

out how the plan is progressing.

Thus we have the problem of presenting to the user in a simple and natural way the

inferred high-level explanations as well as the overall status of the system estimated by

the monitoring. In particular we will describe a prototype of the user interface which is

part of the Presentation Module (see the system architectures described in chapters 6 and

7).

The Presentation Module represents the mean through which the results of the moni-

toring and diagnosis tasks are reported to the user. In particular, the Presentation Module

has the critical task of hiding the ambiguity of the belief states maintained in the history,

in order to show to the user just the pieces of information which conveys relevant change

of status in the system. That is, the Presentation Module has to avoid to provide the user

with a continuous flow of messages where relevant data (e.g. about an action failure) are

immerged in a great deal of irrelevant messages.

Observe that the problem of representing the ambiguous information maintained in

the belief states is quite critical. In fact the user must be able to distinguish between

certain and just assumed pieces of system state.
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In short the Presentation Module has to organize the results of the monitoring and

diagnosis tasks so that so that the human user can figure out how the system is behaving

and she/he can take the more appropriate decisions about which new commands should

be submitted and to which executors.

In the following we discuss how the Presentation Module achieves this goal by means of

the Graphical User Interface (GUI) we have implemented. Observe that, also in this case

we exploit the robocare domain as test bed for exemplifying our solutions, nonetheless

the principles the interface relies on are independent from the robocare scenario.

9.2 The implemented prototype

Figure 9.1 shows the main window of the Presentation Module prototype we have imple-

mented. This window consists of the following parts:

- the Toolbar: where the principal commands are located

- the Map: a map of the environment where the given plan is executed

- the Plan Progress Tracker: provides an idea about the recent progress of the plan

- High-level Observations section: where the main results of the on-line monitoring

phase are reported

- Diagnostic Interpretations section: where the high-level explanations inferred by the

DIM are showed.

In the following of this section we will describe each of these parts and highlight which

relevant pieces of information they conveys to the user.

9.2.1 Toolbar

In the Toolbar the main user commands are located. In particular, the Toolbar is orga-

nized in the following sections:

- Simulation Commands: ideally the GUI should refer to a concrete environment

where robots execute actions; however we have just simulated the robocare do-

main, thus the first group of commands (showed in Figure 9.2) are introduced for

starting/stopping the simulated execution of a plan. The user can decide whether

performing the simulation step by step or in a continuous way.

- Time Control: this section consists of two widgets (see Figure 9.3): a textual field

which reports the current time instant, and a spinner which allows the user to show

the status of the system at the previous time instants, in this way the dynamics of

an action failure can be deeply studied.
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Figure 9.1: The user interface of the Presentation Module.

Figure 9.2: The user commands for
starting/stopping the simulation of
the plan execution.

Figure 9.3: The Time Control sec-
tion of the Toolbar.

- Dependency Sets Viewer, (Figure 9.4) is a command for enabling the representation

of the dependency sets, as we will see, this command acts on the system represen-

tation given in the map of the environment.

- Plan Adaptation Commands: this section consists of two buttons (Figure 9.5) one

(“Abort”) allows the user to abort a current action, the other (“New Action”) allows

the user to assign a new action to a robot. For new action we intend an action which

is not included in the original plan the robots are performing, rather a new action is

submitted by the user during the execution of the plan as a response for a detected

anomaly. Of course, the two commands (“Abort” and “New Action”) are used by

the user for adjusting on-line the original plan. Remember that (see Chapter 6) the

set of aborted actions is an essential piece of information for adjusting the transition
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Figure 9.4: The Dependency Set
Viewer.

Figure 9.5: The commands for
aborting a current action and sub-
mitting a new action.

Figure 9.6: The two detail levels for representing the information.

relation ∆ whenever an action terminates with the not nominal outcome failed.

- Representation Level: in this part of the Toolbar the user can configure how the

results inferred by the OMM and by the DIM should be displayed (see later). In

the Verbose mode all the results concerning both the anomalous and the nominal

situations are showed to the user. Moreover, all the messages processed by the

monitoring are showed to the user. Thus the Verbose mode reports a great deal of

information, which are useful during the debugging of the system but which may be

useless or even harmful during the monitoring of a plan. For this reason the Short

mode reports just a minimal set of useful data, i.e. the actions outcomes and the

explanations concerning not nominal outcomes only. The default mode is Short, so

that more relevance is given to anomalous conditions.

9.2.2 The Map

A natural and immediate way for representing the current status of the system consists

in showing to the user a map of the environment under considerations where both robots

and resources are represented. Of course, we have to take into account that the status of

the system may not be univocally determined by the monitoring task. Moreover, a belief

state may be highly ambiguous.

Showing to the user all the possible system states maintained within a belief because

may be not informative at all since, as we will see in the next chapter on the experimental

results, a belief state may encode a very large number of alternative states. Thereby

the solution we have adopted consists in distinguishing between certain and uncertain

portions of the system status. That is, a certain representation of robot rbk indicates

the actual status of robot rbk is known, whereas an uncertain representation of the same

robot indicates that many alternative robot states are possible.

For example, Figure 9.7 shows the map of a possible robocare environment. All the

resources are represented with their critical (green) and request (blue) areas. The robots

are located in the map according to the positions estimated in the current belief state.



CHAPTER 9. PRESENTATION MODULE 141

Figure 9.7: The map of the environment included in the GUI.

More precisely each robot is represented as objects consisting of two elements: a circle

shaped head and a triangle shaped body. Whenever the position of a robot is certain its

body becomes black; on the contrary, whenever the position of a robot is ambiguous, the

interface depicts the robot in the last position that is known with certainty and its body

becomes light grey. In this way the user immediately understands that the actual robot

position is currently uncertain.

Thus, in Figure 9.7 the position of robots Rb2 and Rb5 is certainly known, they are in the

transit area of the rooms Kitchen and R3 respectively; whereas the position of the others

is not known with precision, that is, robot Rb1 might be in the transit area of room R3 or

in the request area of a resource (e.g B6); of course this uncertainty is due to the partial

observability of the system which prevents to univocally determine the actual position of

the robots.

Selecting with the mouse a robot, a pop-up window shows the status of that robot,

e.g. the health status of its functionalities, its current action and so on. That is, the

pop-up window shows a relevant subset of the status variables of the robot; however also

in this case, as for the robot position, we can not show the actual values of these variables

since in many cases we can not observe them (e.g. we can not observer the health status

of the robot functionalities). This means that we show to the user an assumed status of

the robot, this status is determined by means of a preference criterion where nominal (or

degraded) behavioral modes are preferred to completely faulty modes.

The map provides the user with another important piece of information concerning the

current dependency sets. In fact, whenever the Dependency Sets Viewer is enabled, all

the head of robots in the same dependency set are colored in the same way. For example,

in Figure 9.7 it is evident that the team of robots can be partitioned into the following

dependency sets: {Rb1, Rb5}, {Rb2, Rb3} and {Rb4}. Knowing which robots are in the

same dependency set is useful during the re-planning phase, consider for example the case
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Figure 9.8: The Plan Progress Tracker.

of an occluded resource, having the indication of the current dependency sets the user can

easily determine which robots are affected by the failure and can synthesize a recovery

plan focusing on the affected robots only.

9.2.3 Plan Progress Tracker

The Map section provides the user with an approximated representation of the current

status of the system. However, in order to adjust the plan, may be useful to know not

only the current status of the system but also how the plan has evolved in the recent

history.

The Plan Progress Tracker (Figure 9.8) provides the user with a qualitative representation

of the status of the actions previously assigned; more precisely for each robot rbk the

tracker maintains a history HCk of action conditions. An action condition is a simple

form of abstraction of the action status discussed in section 5.2.2,

In fact, the nine values representing the status of an action are mapped into three

qualitative values as follows:

- Green maps the action states Running, Wait, Resumed and Completed On-Time;

- Yellow maps the action states Running Delayed, Wait Delayed, Resumed Delayed

and Completed Delayed;

- Red maps the action status Failed

The three values are associated with the following meanings:

- Green: the action is on-time w.r.t. its nominal duration;

- Yellow: the action has gathered an amount of delay but it can still be completed

with the tolerance deadline;

- Red: the action is failed as a consequence of either a fault or a significant amount

of delay.

This mechanism provides an effective way for representing ambiguous information about

the status of an action. In fact it is possible that we can not distinguish between the
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Figure 9.9: The High-level Observations section.

action states Running or Waiting, but we can always discriminate among the values

Green, Yellow and Red since it is sufficient to observe the timeout messages.

Thus, at each time instant, the current action of a robot is represented, within the

Plan Progress Tracker, as a green, yellow or red box according to the value assumed by

the action condition.

For example, in Figure 9.8 some boxes in the history HC2 are yellows, this means that

in the recent past some actions assigned to robot Rb2 have been completed with delay.

In conclusion, the Plan Progress Tracker provides the user with a glance about the status

of the action and the possible occurrence of harmful interactions in the recent past.

9.2.4 High-level Observations

In this section of the GUI the results inferred by the on-line monitoring are reported. As

previously mentioned, the information which are represented in this section depend on

the level of granularity chosen by the user (see the Representation Level section of the

Toolbar). For example in Figure 9.9 just the actions outcomes are showed to the user,

in fact the em Short mode has been selected. More precisely, it is easy to see that the

actions assigned to robots Rb1 and Rb3 have been successfully completed at time 14,

whereas the actions assigned to robots Rb2 and Rb5 have been completed with delay at

time 15. The explanations about these not nominal outcome is reported in the last section

of the interface, the Diagnostic Interpretations.

9.2.5 Diagnostic Interpretations

In this part of the interface the explanations inferred by the DIM are showed to the user.

In particular, for each diagnosed action outcome all the possible explanations are reported

ordered from the most preferred to the least preferred one. For example Figure 9.10 shows

the possible explanations for the two not nominal outcomes detected by the monitoring.

In particular, the completion with delay of the GotoRoom action assigned to robot Rb2

has, as preferred explanation, the occurrence of a traffic interaction with degree moderate.

However the same not nominal outcome can also be explained assuming a combination of

fault to the mobility of robot Rb2 (i.e. the Rb2’s mobility is in the slowdown mode) and
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Figure 9.10: The Diagnostic Interpretations section.

of traffic interaction.

9.3 Conclusions

In this chapter we have described the interface of the Presentation Module. As we have

pointed out, this interface has the critical task of presenting to the human user the results

inferred by the monitoring and the diagnosis processes. Relying on these results, the

human user must be able to figure out how the plan is progressing and to detect the

critical situations which require a recovery plan. Thus the interface is an essential tool

which supports the user in her/his decision process for determining (if possible) a recovery

plan whenever a detected anomaly may cause the failure of the whole plan.

In order to define a user interface which could satisfy the requirement of simplicity

in the presentation ambiguous information, we have adopted two alternative strategies.

The first one consists in representing certain and uncertain pieces of information in two

different ways. This is particularly useful for representing the position of the robots. In

fact in some cases we are able to state the actual position of a robot (e.g. when it uses a

resource and a sensor detects it), however in general the position of the robot is ambiguous

since the available observations might not allow to distinguish whether the robot is within

a critical area or a request area of a resource or alternatively within a transit area of a

room. In this situations, instead of representing all the possible robot positions, we prefer

to show the robot in its last certainly known position but we represent it a “uncertain

way”.

The second strategy consists in abstracting some status variables1. In our case the ab-

straction process consists in mapping two indistinguishable values v1 and v2 assumed by

a status variable s into the same (abstract) value va of a new abstract variable sa. Of

1For a discussion on abstraction techniques and their applications see the seminal work
[Giunchiglia and T., 1992]
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course the abstract variable sa is showed to the user instead of the variable s. This is

particularly useful for representing the status of an action over the time.

It is worth noticing that the Presentation Module is the element through which the

control loop over the plan execution is closed. In fact, by means of the Presentation

Module, the user constantly monitors the original scheduled plan SP and possibly adjusts

it by submitting new actions.

However it is reasonable to assume that a human user can synthesizes recovery plans

just in those cases where the number of robots involved in the recovery is relatively small.

In complex cases the number of robots affected by a failure may be large (possibly all the

robots of the team could be involved by an action failure) in this cases the human user

could be not able to find a recovery plan. For this reason we propose in Chapter 11 an

initial architecture which supports automatic recovery plans.



Chapter 10

Experimental Results

In this chapter we report experimental results obtained by running prototypical imple-

mentations of the centralized Supervisor and of the distributed monitoring. The test-bed

we have considered is the healthcare institution scenario addressed by the robocare

Project.

10.1 Introduction

In this section we present some experimental results gathered by performing a number

of experiments in the context of the robocare domain. In particular, we intend to

experimentally verify how the solutions we have proposed for monitoring and diagnosis

behave.

A first critical point concerns the use of the OBDDs. In fact both the centralized and

the distributed monitoring strongly depend on the effective encoding of the (dependency)

belief states and of the transition relations of the current actions in terms of OBDDs.

Thus we have to verify in which conditions the OBDDs efficiently encode the system

model and in which situations the OBDDs grow exponentially.

A second topic of interest regards the on-line requirement for both monitoring and

diagnosis. In fact, in the previous chapters we have pointed out that the system under

consideration (the execution of a plan) evolves over time.

Finally we want to verify our hypothesis about the performance of the distributed

and centralized monitoring. In fact we believe that the distributed monitoring, which

captures the actual dependencies among the current actions, behaves more efficiently

than the centralized one. In particular we believe that the use of dependency sets in

the distributed approach is the key for scaling up as the number of robots in the team

grows. Therefore in this chapter we will experimentally compare the performance of

the centralized and the distributed approaches to the monitoring considering teams with

different sizes.

Both the centralized and the distributed monitoring have been implemented in Java
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in JDK 1.4.2 SE. The test cases have been simulated on a laptop machine equipped with

Intel Pentium M processor at 1.86 GHz and 1 GB RAM.

The OBDDs are made available by means of the JavaBDD package [Whaley, 2004], which

allows an efficient representation of multi-valued variables by means of the logarithmic

strategy.

The description of the environment and the initial state of each case are provided to the

prototypes via XML files.

10.2 The test set

The test set consists of 150 cases subdivided into five scenarios (see below). The test cases

have been synthesized by means of a software simulator of the robocare environment.

The main function of the simulator is to provide the monitoring tool (either centralized or

distributed) with the sequence of messages that, in the real cases, would have been sent

by robots and sensors. In particular, the simulator reproduces the global behavior of the

system while the robots are carrying on the given plan even in presence of multiple faults

and harmful interactions. The simulator allows the designer of a test case to specify:

- the plan the robots have to execute;

- the faults in robots functionalities which will occur during the execution of the plan,

and at which time instant these faults must occur;

- the environment (rooms, doors, beds and trayracks) where the given plan has to be

executed and the initial configuration of the system (e.g. position of the robots and

health status of robots and sensors).

In robocare we have defined five types of actions (see Chapter 3); the composed

automata representing their complete model have, on average, 18 states and 60 transitions

among which only 29 (on average) are observable. It is worth noticing that among the

29 observable transition, 14 concern the occurrence of a timeout events, whereas just 15

concern the occurrence of a status change, it follows that the environment is very scarcely

observable.

For running the experiments we have defined a robocare environment with 10 rooms,

14 doors and 18 beds. Observe that this environment is complex since involve a large

number of resources which must be represented in the belief states; remember in fact that

the status variables of each robot include a variable for each resource.

In order to verify whether the decentralized approach scales up better than the cen-

tralized one, we have defined five scenarios involving an increasing number of robots (from

4 to 12). In each of these scenarios, the test set consists of 30 plans whose main charac-

teristics are summarized in Table 10.1.
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Scn-1 Scn-2 Scn-3 Scn-4 Scn-5

#Robots 4 6 8 10 12

# Actions (avg.) 126.1 167.3 206.1 275.6 323.1
± 24.6 ± 26.2 ± 29 ± 40 ± 45.6

# Active robots per time 3 4.3 5.2 7.6 9
(avg.) ± 0.2 ± 0.3 ± 0.5 ± 0.3 ± 0.4

Plan duration in ticks 1011 1011 1011 1011 957
(avg.) ± 186.1 ± 186.1 ± 186.1 ± 186.1 ± 58.4

# Injected faults 1.5 1.5 2 2 2
per plan (avg.) ± 0.5 ± 0.5 ± 0.5 ± 0.5 ± 0.5

# Harmful interactions 3 4.2 7.6 9.4 12.1
per plan (avg.) ± 0.2 ± 0.4 ± 0.4 ± 0.3 ± 0.5

# Robots involved 2.84 3.2 3.85 2.9 2.7
per interaction (avg.) ± 0.2 ± 0.2 ± 0.3 ± 0.2 ± 0.2

# Not nominal outcomes 28 36 45 60 66
per plan (avg.) ± 12 ± 14 ± 16 ± 14 ± 14

Table 10.1: The Characteristics of the five scenarios.
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Scn-1 Scn-2 Scn-3 Scn-4 Scn-5

# Multi-valued 156 234 312 390 468
variables
OCONS (avg. size) 23.6 ± 6 48.4 ± 13.2 76 ± 7.8 103 ± 14.6 189 ± 53

Table 10.2: Modeling the system with the OBDDs.

The test set is particularly stressing. First of all the plans have long duration: the

average number of ticks1 is about 1000 in all the scenarios. Thus the sub-plan of each

robot is complex, since it involves many action, and each action lasts for a long period

(on average 26.4 instants).

In addition, the plans are complex since in each scenario each robot has to perform a

sub-plan of about 30 actions; this means that each scenario is characterized by a high

degree of parallelism as demonstrated by the number of active robots per time.

Apart from the occurrence of faults, each case is characterized by a large number of

troublesome interactions, and each of them involves a significant number of robots. This

kind of situation is a bit unusual in normal conditions but we want to test the ability

of the centralized and distributed monitoring to cope with plans of poor quality, where

many robots are competing for the same resource at the same time. The poor quality of

the plans is also highlighted by the number of actions which terminate with a not nominal

outcome (i.e. delayed or failed).

10.3 Centralized vs. Distributed Monitoring

In this section we compare the centralized vs. the distributed approach to the monitoring.

In particular we will consider three main aspects. First of all the competence of the two

approaches measured as the number of cases they can correctly monitor; that is, the

number of simulations which are completed correctly. Then we will consider the CPU time

required for the monitoring and finally we will compare the two approaches as concerns

the number of states predicted at each time instant.

However, since the algorithms are implemented by means of OBDDs, we first have

to provide some notions concerning the representation of the system model in terms of

OBDDs. In Table 10.2 we show two important parameters: the number of multi-valued

variables which are handled by the global (partial) transition relation of the system;

and the size of the OBDDs encoding the global constraints on the use of the resource.

As mentioned above, the test cases are complex since the environment where the plans

are carried out involves many resources. This means that both the centralized and the

1A tick is a unit of time which corresponds to an amount of continuous real time that depends on the
sampling rate of the system. We assume that the time needed to complete an action is in the order of
minutes, and that the environment can be sampled every few seconds (e.g. 1 tick = 5 sec.).
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distributed monitoring has to track a relevant number of multi-valued status variables.

Nonetheless, the OBDDs encoding the global resource constraints are relatively small.

Another interesting indicator to be consider regards the size of OBDD encoding the

transition relation of an action instance, namely the size of the OBDD O∆〈ai,rbi〉
. Observe

that the size such an OBDD depends just on the number of active variables, that is

the variables whose change is explicitly modeled by the transition relation ∆〈ai,rbi〉. In

our case, the average size of O∆〈ai,rbi〉
is 282.3 (± 16) (this value has been computed

considering the five types of actions defined in robocare ). We have also to consider

that the average number of paths within a belief state is just 15 (± 10), and the average

number of encoded states is 18 (± 12); thus each action model is relatively small although

it may be quite complex (e.g. see the model of the GotoRoom action in Figure 6.4).

10.3.1 Quality of the plan decomposition

A first point to discuss concerns the partitioning of the global plan into sub-plans; in

particular we want to know in which measure the original PEM problem has been decom-

posed into sub-problems which are one another independent. Table 10.3 shows the two

indicators we consider for assessing the effectiveness of the partitioning of the monitoring

problem. More precisely, #DepSet indicates the average number, at each time instant,

of dependency sets; this indicator gives a measure about the quality of the partitioning

in fact the quality of the partitioning is as good as #DepSet is close to the number

of monitored robots. Ideally, when the global problem PEM = 〈P,B0, obs[0..T ]〉 can

be decomposed into sub-problems PEMi, which are t-independent for each t ∈ [0..T ],

#DepSet coincides with the number of robots in the team T .

The other indicator, #RbtsDS represents the number of robots, on average, which are

monitored by the supervisor agents in a dependency set. Since, in the distributed setting,

each robot is associated with a supervisor agent, #RbtsDS denotes also the average

number of agents within a dependency set. In the ideal case this number should be one,

however from Table 10.3 we can see that #RbtsDS is not so far from one, this means

that the agents need to cooperate just in some cases.

In the centralized approach, where the partitioning is not performed #DepSet is invari-

ably set to one; whereas the number of robots considered a dependency set #RbtsDS

coincides with the number of robots in the team T .

Now we can compare the centralized and distribute approaches as concerns their time

and space complexity.

In order to prove the adaptability of the two approaches, the comparison has been per-

formed taking into account two degrees of system observability. We denote with nom-

inalObs and degradedObs the cases when all the sensors of the environment operate re-

spectively in the nominal and degraded mode.
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#DepSet #RbtsDS

Scn-1 Centr. 1 4

Decentr. 2.6 ± 0.2 1.53 ± 0.23

Scn-2 Centr. 1 6

Decentr. 4 ± 0.4 1.47 ± 0.38

Scn-3 Centr. 1 8

Decentr. 5.3 ± 0.7 1.5 ± 0.54

Scn-4 Centr. 1 10

Decentr. 7.3 ± 0.6 1.37 ± 0.17

Scn-5 Centr. 1 12

Decentr. 9.5 ± 0.4 1.26 ± 0.07

Table 10.3: The dependency sets resulting from the decomposition of the original PEM
problem.

nominalObs degradedObs

#NCases #InvGC #AvgPerCase #NCases #InvGC #AvgPerCase

Scn-1 Centr. 0/30 0 0 0/30 0 0
Decentr. 0/30 0 0 0/30 0 0

Scn-2 Centr. 0/30 0 0 0/30 0 0
Decentr. 0/30 0 0 0/30 0 0

Scn-3 Centr. 0/30 2 1 0/30 7 1
Decentr. 0/30 0 0 0/30 0 0

Scn-4 Centr. 0/30 24 2.1 0/30 30 2.9
Decentr. 0/30 0 0 0/30 0 0

Scn5 Centr 7/30 23 3.8 30/30 - -
Decentr. 0/30 0 0 0/30 0 0

Table 10.4: Centralized vs. Distributed - The number of solved cases.
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10.3.2 Competence

In this section we compare the centralized and distributed monitoring approaches as con-

cerns the competence, i.e. how many cases the two approaches are able to monitor. Table

10.4 shows how the two approaches behaves w.r.t. three indicators both in the condi-

tions of nominal observability nominalObs and in the conditions of degraded observability

degradedObs:

- #NCases: the number of cases which have not been solved, namely the plan has

not been completely monitored.

- #InvGC: the number of cases in which the monitoring has invoked the garbage

collector of the JavaBDD tool.

- #AvgPerCase: the average number of invocations of the garbage collector for

each case counted by #InvGC.

From Table 10.4 it is easy to see that the decentralized monitoring completes all the

cases in every scenario both with nominal and with degraded observability; moreover it

never requires the intervention of the garbage collector. On the contrary, the centralized

approach is not able to solve all the cases and in the more challenging scenarios it invokes

the garbage collector very frequently. In particular in the scenario Scn-4 the centralized

approach is able to complete all the 30 cases both with nominal and with degraded

observability but it heavily requires the intervention of the garbage collector. In the very

complex scenario Scn-5 the centralized monitoring can complete just 23 cases under the

conditions of nominal observability, whereas under the conditions of reduced observability

the centralized approach is not able to complete any case; in fact for each of them an out

of memory exception, thrown by the JavaBDD tool, has interrupted the simulation. This

means that the OBDDs managed by the centralized Supervisor have achieved a very large

(and intractable) size.

As we will see in the next section, the invocation of the garbage collector may heavily

affect the time complexity of the centralized approach.

10.3.3 Time comparison

The two indicators we consider for assessing the time complexity are MT-Avg and MT-

Max; the first denotes the average time (in milliseconds) required by the monitoring per

each tick; the second denotes the maximum time required by the monitoring in a tick.

Table 10.5 shows the values assumed by the two indicators in the five scenario in the

condition of both nominal and degraded observability.

From Table 10.5 it is easy to see that the average monitoring time MT-Avg in the dis-

tributed approach is far below than in the centralized one. In particular, in the scenario

Scn-5 with degradedObs the centralized approach were not able to conclude any case of
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nominalObs degradedObs

MT-Avg [msec] MT-Max [msec] MT-Avg [msec] MT-Max [msec]

Scn-1 Centr. 3 ± 0.3 34 6.9 ± 0.6 110

Decentr. 1.3 ± 0.2 46 1.6 ± 0.2 63

Scn-2 Centr. 8.6 ± 0.9 157 23.7 ± 10.3 547

Decentr. 3.3 ± 0.6 63 4.5 ± 1.6 78

Scn-3 Centr. 16.1 ± 2.2 5109 20 ± 2.5 5203

Decentr. 5 ± 1.1 110 6.7 ± 2.4 438

Scn-4 Centr. 39.8 ± 3.4 15610 57.5 ± 5.9 20094

Decentr. 9.6 ± 1.4 94 7.6 ± 1.4 203

Scn-5 Centr. 97 ± 17.3 51578 - -

Decentr. 7 ± 0.9 94 7.8 ± 0.8 79

Table 10.5: Centralized vs. Distributed - Time Complexity.

the 30 ones submitted.

Considering the maximum time MT-Max we can conclude that the distributed moni-

toring takes, in worst case, 438 msec. (scenario Scn-3 with degraded observations). This

means that the distributed monitoring can be considered on-line when real system is

sampled at every second. On the contrary, the centralized approach has time peaks even

greater than five seconds. This is due to the fact that, during the simulation of the

cases, the garbage collector of the JavaBDD package has been invoked in order to allocate

further memory for the management of the OBDDs.

10.3.4 Quality of the monitoring result

In this section we consider the result of the monitoring task, i.e. the belief state Bt in

the centralized setting, and the dependency belief BI
t in the distributed one. Of course,

a belief is as good as it is an accurate representation of (a portion of) the system status;

that is, as fewer number of alternative states it encodes. The graphs in figures 10.1 and

10.2 show at a glance how the two approaches behave when all the sensors are in their

nominal mode and when the sensors are in the degraded mode, respectively.

Observe that counting the number of estimated states may be a very time consuming

activity, for this reason we have imposed a threshold of 100,000 alternative system states

over which we interrupt the counting of the states.

Moreover, the comparison between the centralized and distributed approach has to con-

sider that the former estimates global states, the latter estimates partial states. Therefore

we compare the number global states estimated in the centralized approach with the av-

erage sum, at each time, of the partial states estimated in each dependency belief.

The graphs in Figures 10.1 and 10.2 show that the number of estimated states grows

more rapidly in the centralized approach then in the distributed one. In particular, in

the case of degraded observability, we were not able to compute the number of estimated
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Figure 10.1: The number of states estimated under nominal conditions of system observ-
ability.

states for the scenarios Scn-3 and Scn-4 because this value exceeds the threshold of 100,000

states.

Thus, these graphs provide an immediate confirm to our believe about the fact that

the distributed approach to the monitoring scales up better then the centralized one.

Moreover, the very large number of estimated states in both the approaches, in particular

under the degraded conditions of observability, confirms the need of providing explanations

in high level terms which synthesize as many alternative states as possible.

It is worth noticing that, although the belief states are highly ambiguous, their repre-

sentation in terms of OBDDs is, on average, very efficient; in particular, in Table 10.6 we

report the following indicators concerning the dimension of the OBDDs representing the

(dependency) belief states.

- |OBt|-Avg denotes the average size, at each time, of the global belief state Bt esti-

mated in the centralized setting;

- |OBt|-Max denotes the absolute maximum size of OBt observed during the experi-

mentations;

- |OBI
t
|-Avg represents the average size, at each time instant, of a dependency belief

OBI
t

computed in the distributed approach;

- |OBI
t
|-Max represents the absolute maximum size of OBI

t
observed during the exper-

imentations.
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Figure 10.2: The number of states estimated under degraded conditions of system observ-
ability.

All these indicators have been evaluated in the five scenarios both with nominal and with

degraded system observability.

From Table 10.6 it is easy to see that the average size of OBDDs, in both the approaches

and even with degraded observability, is relatively small. Of course the average size of OBI
t

is always lesser than the average size of OBt , this fact is expected since the dependency

belief encodes just a portion of the global system.

A more interesting result is represented by the maximum size assumed by the OBDDs.

In particular compare the maximum size of OBt with the maximum size of OBI
t
; it is easy

to see that, although the size of OBt is, on average, under 1,000 nodes, it achieves peaks

in the order of ten thousands of nodes in the more challenging scenarios with reduced

observability. This means that the centralized approach, in some cases, builds belief states

whose size grows exponentially. Moreover it is worth noticing that OBt is just the result of

the monitoring process, however during the estimation process many intermediate OBDDs

are computed, and these intermediate OBDDs may have a very large dimension. For

example, consider the global belief state Bt whose OBDD representation involves 47,104

nodes (scenario Scn-3, degraded observability), as discussed in Chapter 6, for computing

such a belief state we need to compute the set of estimations Pt = Bt−1⊕∆, it is interesting

to observe that, in this specific case, the size of the OBDD OPt is 124,943 nodes. This

means that, although the size of a belief state may be relatively small, it is possible that

the estimation process has built intermediate OBDDs involving a large number of nodes
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Scn-1 Scn-2 Scn-3 Scn-4 Scn-5

nominalObs
|OBt |-Avg 350 ± 0.3 525 ± 0.3 701 ± 0.5 876 ± 0.6 1,051 ± 0.7

|OBt |-Max 352 528 704 880 1056

|OBI
t
|-Avg 114 ± 24 143 ± 36 166 ± 52 110 ± 19 91 ± 9

|OBI
t
|-Max 238 334 470 217 122

degradedObs
|OBt |-Avg 432 ± 116 715 ± 221 807 ± 20 985 ± 16 -

|OBt |-Max 1,874 3,777 47,104 24,615 -

|OBI
t
|-Avg 184 ± 53 227 ± 49 357 ± 62 124 ± 19 103 ± 23

|OBI
t
|-Max 262 355 497 276 139

Table 10.6: Centralized vs. Distributed - The size of the OBDDs representing the current
belief state.

Scn-1 Scn-2 Scn-3 Scn-4 Scn-5
#InvDIM 154 ± 37 203 ± 40 251 ± 45 336 ± 54 403 ± 50
#InvDIM-NotNom 28 ± 12 36 ± 14 45 ± 16 60 ± 14 66 ± 14

Table 10.7: The number of invocations of the DIM.

and possibly these intermediate OBDDs may cause the exception memory out of bound

thrown by the JavaBDD tool. Actually this is the reason why the centralized approach

was not able to conclude the simulations of the cases in the scenario Scn-5 when all the

sensors are in their degraded mode.

10.4 Diagnostic Inferences

Concerning the diagnostic inferences described in Chapter 8, we have performed the same

150 cases used for comparing the centralized monitoring and the distributed one. However,

the diagnostic inferences has been implemented in the centralized setting only. In this

section we discuss how the computational time of the centralized DIM and the accuracy

of the inferred diagnoses are affected by number of robots and by the amount of available

observations.
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10.4.1 Computational Time

First of all we consider how the DIM is invoked in five scenarios. Table 10.7 reports two

indicators: #InvDIM denotes the average number of invocations of the DIM, per case;

#InvDIM-NotNom denotes the average number (per case) of invocations of the DIM

for explaining a not nominal outcome. From these results it is easy to see that the DIM

is invoked very frequently in each case, not only for explaining a nominal outcome but

even for explaining the not nominal ones.

For assessing the computational effort required by the DIM, we consider the following

indicators:

- DIM-Avg: represents the average computational time (in milliseconds) the DIM

spends for completing its inferences at a given time instant.

- DIM-Max: represents the maximum computational time (in milliseconds), in a

tick, devoted to the inferences of the DIM.

- #Exp/#InvDIM-NotNom: denotes the average number of explanations pro-

vided by the DIM for explaining a single not nominal outcome.

Both DIM-Avg and DIM-Max are particularly affected by the time required to evaluate

the sufficient and necessary conditions associated with the interactions predicates (e.g.

traffic)2.

Observe that the indicator #Exp/#InvDIM-NotNom provides some insights on how

good the high-level diagnostic interpretation performed by the DIM hides the ambiguity

of the belief states and reduces the number of alternative explanations. Table 10.8 shows

the values assumed by the three indicators in all the five considered scenarios both with

nominal and degraded system observability. From Table 10.8 it is possible to see that

diagnostic inference are, on average, well under the second even in the worst cases with

reduced observability. The worst time peak of the DIM happens in the challenging scenario

with 10 robots (scenario Scn-4) and with degraded observability.

Moreover, the number of alternative explanations returned for explaining a specific not

nominal outcome is very low. This confirms that the high-level diagnostic inferences can

significantly reduce the number of possible explanations.

10.4.2 Competence

In this section we aim at studying the competence of the DIM, in particular we want to

determine in which measure the inferred explanations, labeled as preferred, represent the

actual explanation of a given anomaly.

A first positive evaluation can be derived by the fact that in all the cases where

the DIM is invoked for explaining a not nominal outcome, the actual cause is included

2The evaluation of the sufficient and necessary conditions is efficiently performed by means of standard
OBDD operators.
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Scn-1 Scn-2 Scn-3 Scn-4 Scn-5

nominalObs
DIM-Avg [msec] 0.3 ± 0.2 1.2 ± 0.3 1.3 ± 0.2 3 ± 0.5 3.8 ± 0.4
Dim-Max [msec] 32 62 123 531 540
#Exp/#InvDIM-NotNom 1.7 ± 0.5 2 ± 0.2 2.1 ± 0.4 2.5 ± 0.3 2.1 ± 0.3

degradedObs
DIM-Avg [msec] 0.8 ± 0.3 1.3 ± 0.3 4.5 ± 0.5 7.8 ± 0.5 -
Dim-Max [msec] 110 125 141 1266 -
#Exp/#InvDIM-NotNom 2.1 ± 0.6 2.4 ± 0.5 2.7 ± 0.5 5 ± 0.6

Table 10.8: The computational time of the DIM both with nominal and with degraded
system observability.

among the set of explanations returned to the user. This is, first of all, a good result as

concerns the correctness of the DIM. In fact this experimentally demonstrates that, if the

harmful interactions are correctly modeled in terms of sufficient and necessary conditions,

the diagnostic inferences never discard the actual explanation from the set of alternative

explanations returned to the user.

In order to determine the competence of the DIM we restrict our study to the not

nominal outcomes determined by the occurrence of faults. The reason of this choice is

due to the fact that the injection of the faults has been planned during the design of each

test case; thus we exactly know when a fault occurs and which action affects.

We want to determine how frequently the occurrence of a fault is actually detected

and indicated as preferred explanation. Observe that in our experiments the preferred

explanation is determined by means of heuristic criteria. In particular, given a not nominal

outcome, the explanations which assume the least number of anomalies are preferred

among the set of alternative explanations. Moreover, the explanations which assume the

occurrence of harmful interaction are preferred to those which prefer faults, this choice is

due to the fact that in the test cases we have synthesized, the occurrence of a troublesome

interaction is likelier than the occurrence of a fault.

In other words, the problem consists in determining how frequently a fault is masked

by a harmful interaction. In Table 10.9 we report the percentage of diagnoses where the

preferred explanation is also the correct explanation, when the not nominal outcome has

been caused by the occurrence of a fault. In particular, the competence of the DIM is

considered both in the nominal and in the degraded conditions of observability.

It is easy to see that the DIM is able to select as preferred explanation the correct one

in most cases. Observe that the competence of the DIM slightly decreases in the more

challenging scenarios, this is a consequence of the fact that in these scenarios the number

of interactions grows, thus a fault is more frequently masked by an interaction.

Moreover, the comparison between the DIM’s competence in the nominal vs. the de-
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Scn-1 Scn-2 Scn-3 Scn-4 Scn-5
nominalObs 98.7% 95% 92% 90% 88%

degradedObs 98.2% 92% 91% 89% -

Table 10.9: The percentage of diagnoses for not nominal outcomes where the preferred
explanation corresponds to the actual occurrence of a fault.

graded conditions of system observability reveals, as expected, that when the observables

decreases the precision of the diagnoses decreases too.

10.5 Conclusions

In this chapter we have presented the experimental results we have gathered by running

150 simulated cases in the context of the robocare domain.

From these results we can now make some concluding remarks. First of all we have

to consider that, given the partial observability of the system, the monitoring (either

centralized or distributed) is able to estimate belief states which are highly ambiguous.

In fact in some challenging cases we have observed belief states including more than

100,000 alternative system states. Nonetheless the representation of the belief states in

terms of OBDDs has been demonstrated to be very efficient.

Observe, however, that even though a belief state is, on average, encoded by a relatively

small OBDD, this does not mean that for some very ambiguous belief state the corre-

sponding OBDD representation could not have exponential size. In fact, in the scenario

with 12 robots and with degraded observability, the centralized monitoring has estimated

belief state so complex to be efficiently represented by an OBDD. As a consequence the

centralized approach was not able to complete any case in such a scenario since an out of

memory exception has systematically interrupted each of the 30 simulations.

Thus we can affirm that the centralized approach is strongly dependent on the number

of robots in the team to be monitored. This is also demonstrated by the experimental

results concerning the computational time required for the monitoring which, in the more

challenging scenarios (with 8, 10 and 12 robots), is significantly lesser in the distributed

approach than in the centralized one. That is, we can affirm that the distributed approach

scales up better than the centralized one as the size of the team grows.

However we can also state that both the distributed and the centralized approach (al-

though with some limitations) satisfy the on-line requirement. In fact the computational

time is, on average, far below the time with which the plan is assumed to evolve3

3Observe that in concrete systems where robotics agents and human beings coexist, safety poli-
cies impose, among others, the requirement that the robots must move very slowly (see e.g.
[Kulić and Croft, 2006]), so we can assume that the system evolves in the order of seconds.
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Finally we have presented the results about the diagnostic interpretations performed

by the DIM in the centralized setting only. From these results we can make two important

observations. First, the diagnostic interpretation of an outcome (even not nominal) is

efficiently performed and it can be considered on-line since, on average, is far below

the second even in the more challenging scenarios. Second, the number of high-level

explanations is, in the worst case, 5. This means that the diagnostic interpretation sensibly

reduces the ambiguity maintained within the belief states and provides the user with

explanations which can easily be exploited.



Chapter 11

Plan Recovery

In this Chapter we sketch a control loop architecture where the recovery of the monitored

plan is (partially) automated by means of two levels of control. In particular we propose

a distributed architecture where each supervisor agent i is responsible for a local control

loop over the execution of the sub-plan assigned to the executor exi. As soon as agent

i detects the failure of the action exi is carrying on, agent i invokes a Local Re-Planner

in order to recovery from the failure by building a new sub-plan for exi. In case such a

local recovery plan does not exist, a global control loop is activated by invoking a Global

Re-Planner, which has to find (if possible) a new global plan which achieves the same

goals of the original one. In this architecture the role of the human user is reduced since

the synthesis of a recovery plan is partially automated.

11.1 Introduction

So far we have presented two architectures (one centralized, distributed the other) which

support a control loop over the execution of a plan with concurrent, interacting actions. In

particular we have pointed out that the activities of on-line monitoring and diagnosis are

essential to figure out how the plan proceeds. It is worth noting that the tasks of monitor-

ing and diagnosing the execution of a plan have been discussed in some recent works (e.g.

see [Roos and Witteveen, 2005b], [Wittenven et al., 2005], [Kalech and Kaminka, 2005b],

[Micalizio et al., 2006b], [Micalizio and Torasso, 2007]). These approaches provide more

or less powerful solutions to the problems of detecting and explaining action failures, but

they do not discuss how these pieces of information can be exploited for overcoming such

failures. In fact we have to observe that, in some cases, the original goals of the plan

can be (partially) achieved despite the occurrence of unexpected events. However, since

the occurrence of an expected event interrupts the nominal progress of the plan, there

is the need of a mechanism which, by taking into account the detected failure and their

possible explanations, leads the system to a “safe state” where the plan execution can be

restored. In other words, a closed control loop involving re-planning and recovery, besides

monitoring and diagnosis, has to be established.

161
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In the architectures we have proposed the control loop is closed by the human user,

who is responsible for recovering the plan as soon as a detected anomaly may cause the

failure of the plan itself. For this reason in Chapter 9 we have discussed a prototype of

the GUI of the Presentation Module, which should help the user during her/his decision

process.

However a human user may be unable to find, in an efficient way, a recovery plan when

an action failure involves a large number of executors and for each of them the user

should provide a new sub-plan. In order to efficiently recover the plan, also the recov-

ery mechanisms should be automated and performed on-line as well as monitoring and

diagnosis.

In this chapter we discuss a first solution to the problem of establishing an automated

control loop architecture over the execution of a plan. More precisely, the architecture

we propose is not completely automated since, as we will see, the human user can still

intervene during the recovery phase.

11.2 Preliminary concepts

The focus of this chapter is on the task of automatically recovering the given plan during

its execution. In particular, the recovery of the plan should be performed taking into

account the outcomes of the actions and their explanations, that is, by exploiting the

tasks of on-line monitoring and diagnosis we have described in the previous chapters.

In this discussion however, we make some assumptions in order to limit the complex-

ity of the issue we intend to solve. First of all, we consider just atomic actions; this

assumption is commonly made in many approaches to plan monitoring, as for example

in [Wittenven et al., 2005]. However, conversely to the approach [Wittenven et al., 2005]

which does not model the faulty behavior of the actions, we explicitly model the faulty

behavior of the atomic actions. Moreover we do not consider scheduled plans.

Also in this case we assume that the plan P under consideration has been synthesized

by a POMP-like planner (see Chapter 4). More precisely it is sufficient to model P as

the tuple 〈A, PL, CL〉, where A is the set of action instances in the plan; PL is a set

of precedence links between actions in A (namely a ≺ a′; a, a′ ∈ A); and CL is a set of

causal links between actions, e.g. a
q
→ a′ means that action a provides action a′ with the

service q.

Since we propose a distributed approach where the given plan is decomposed into

sub-plan, we recall the notion of sub-plan discussed in Chapter 7. Given the global plan

P , the Distributor module (see next section) decomposes P in as many sub-plans as the

executors (each of them is monitored by a supervisor agent as described in Chapter 7)

of the team. The sub-plan Pi the executor exi has to execute is defined as the tuple

〈Ai, PLi, CLi, INCi, OUTi〉 where:

- Ai is the subset of actions in A that executor exi has to perform;



CHAPTER 11. PLAN RECOVERY 163

GLOBAL
PLANNER

DISTRIBUTOR

PLAN EXECUTION
MONITORING

FAULT DETECTION 
AND RECOVERY

LOCAL
RE-PLANNER

LOCAL PLAN

AGENT STATUS

action outcome

AGENT 1

...

...

GOALS

observations

invoke local
re-planner

propagate action successful 
completion or failure

inform the Global Planner 
about a failure

assign plan P1 to AGENT1

P

PLAN EXECUTION
MONITORING

FAULT DETECTION
AND RECOVERY

LOCAL
RE-PLANNER

LOCAL PLAN

AGENT STATUS

action outcome

AGENT N

invoke local
re-planner

inform the Global Planner 
about a failure

observations

assign plan PN to AGENT N

(SIMULATED)
REAL WORLD

Figure 11.1: The architecture of the control loop at agent level and at global level.

- PLi is a total order relation defined over the actions in Ai;

- CLi is a set of causal links defined between actions in Ai;

- INCi is a set of incoming causal links (i.e. a
q
→ a′ where a′ ∈ Ai and a /∈ Ai);

- OUTCi is a set of outgoing causal links (i.e. where a ∈ Ai and a′ /∈ Ai).

Given these preliminaries we can describe in the following sections how the close control

loop is established.

11.3 The control loop architecture

As stated in the introduction, in the present chapter we address the problem of imple-

menting a closed loop over the distributed execution of a plan with interacting concurrent

actions. Figure 11.1 shows the high-level architecture of our proposed solution.

We assume that a human user submits a goal to a Global Planner (GP). The GP builds

a global plan P which achieves the user goal taking into account the available agents and

the concurrency and non-concurrency constraints among the actions. The characteristics

of the plan are described in the next section; for the time being it is worth noting that

GP is similar to the planner described in [Boutilier and Brafman, 2001], a STRIPS-like

planner whose language has been augmented to represent interacting actions (see Chapter

4). The Distributer module decomposes the global plan P in as many sub-plans Pi as the

executors of the team, and delivers the sub-plan Pi to supervisor agent i, responsible for

monitoring the executor exi.
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MOVE(Ex, P1, P2) LOAD S(Ex, OBJ, P) PUT DOWN S(Ex, OBJ, P)

PRE: AT(Ex, P1) PRE: AT(Ex, P) PRE: AT(Ex, P)

FREE(P2) AT(OBJ, P) LOADED(Ex, OBJ)

SMALL(OBJ) SMALL(OBJ)

W(Ex) < 2

POST: ∼AT(Ex, P1) POST: LOADED(Ex, OBJ) POST: ∼LOADED(Ex, OBJ)

∼FREE(P2) W(Ex)=W(Ex)+1 AT(OBJ, P)

AT(Ex, P2) ∼AT(OBJ, P) W(Ex)=W(Ex)-1

Table 11.1: The preconditions and the effects of the actions in the plan of Fig. 11.2.

After this initial phase, each executor exi starts the execution of its own sub-plan,

while the agent i performs a local control loop on the progress of actions being performed

by exi. This agent level loop is represented by the solid heavy arrows in Figure 11.1 and

involves the following steps. First of all a Plan Execution Monitoring module (PEM)

estimates the current status of the executor and detects the outcome of the actions the

it is executing on the basis of the observations received from the environment. Observe

that also in this case, as in the case of the distributed monitoring, each supervisor agent

can observe the messages mentioning the monitored executor only.

Every time an action outcome is detected, the Fault Detection and Recovery (FDR)

module evaluates whether the outcome is not nominal, in this case the FDR, exploiting

the executor status and the diagnosis inferred by the PEM, invokes the Local Re-Planner

in order to repair the failure by means of a new local plan.

Unfortunately such a local plan may not exist, that is, the single agent may not be able

to autonomously overcome an action failure without the intervention of other modules. In

this chapter we keep the discussion simple and discuss just two levels of control: when a

solution does not exist at the agent level a global level is activated (see the dashed arrows

in Figure 11.1). The aim of the global level consists in finding a new global plan where the

action failure is overcome by adjusting the local plans of a proper subset of executors. To

this end, the agent in trouble propagates the detected failure to all the other supervisor

agents in order to single out those which are affected by the failure and then it invokes

the GP asking for a new global plan.

It is worth noticing that the proposed architecture can easily support more than two

levels of control loops. In fact, between the local and the global level a team level could

be defined. At this intermediate level, the agent in trouble would cooperate directly with

other agents affected by the failure in order to overcome it. In this way simultaneous

failures involving disjointed subsets of agents could be repaired independently of one

another and the (possibly expensive) invocations of the GP would be limited.
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11.4 An example

In the paper we will use a simple example from the blocks world for illustrating the

concepts and the techniques introduced for the intelligent supervision task. Let us consider

three executors Ex1, Ex2 and Ex3; two executors, Ex1 and Ex2 have to move three blocks

B1, B2, B3 from a source S1 to a target T1 in order to achieve a specific configuration

where the small blocks B1, B2 have to support the large block B3. The executor Ex3 has

to do a similar job moving blocks B4and B5 from source S2 to destination T2 (B5 must be

placed on top of B4). We distinguish between two type of blocks: the small ones (whose

weight is equal to 1) and the large ones (whose weight is 2). In its nominal behavior each

executor can carry an overall weight of 2 units, that is either two small blocks or a large

one. The access to the source and target locations is constrained since just one executor

at a time can take (release) a block within them.

Table 11.1 reports the STRIPS-like definition of a sub-set of actions the executors can

perform. For example, the action LOAD S(Ex, OBJ, P) means that the executor Ex takes

the small object OBJ located at position P. The preconditions of this action require that

both Ex and OBJ are located at P and that the current weight loaded on Ex is lesser than

2 (the maximum weight an executor can carry in our domain). The effects of action

LOAD S(Ex, OBJ, P) state that the object is loaded on Ex , the weight loaded on Ex has

increased by 1 and the location P is relinquished by Ex (thus the location P can now be

accessed by other executors).

Figure 11.2 shows a possible global plan, produced by a POMP-like planner, for achiev-

ing the target configuration of blocks. The plan looks like a graph where nodes correspond

to actions and edges correspond to precedence (dashed) or causal (solid) links. The causal

links are labeled with the services an action provides to another one, for example in the

causal link LOAD S(Ex1, B1, S1)
LOADED(Ex1,B1)

−→ PUT DOWN S(Ex1, B1, T1), it is easy to see

that the service LOADED(Ex1,B1) is both one of the effects of the action LOAD S(Ex1, B1,

S1) and one of the preconditions for the execution of PUT DOWN S(Ex1, B1, T1). The

information associated with the causal link play a critical role in evaluating the effect of a

failure: in fact, when the action LOAD S(Ex1, B1, S1) fails the action PUT DOWN S(Ex1,

B1, T1) may fail too since one of its preconditions may not be satisfied.

The dashed rectangles highlight the sub-plans the Distributer produces and assigns to

the three supervisor agents. It is easy to see that the sub-plans P1 and P2 have interacting

actions, represented by means of the causal links l1, l2, l3 and l4; whereas the plan P3 is

completely independent from P1 and P2. It follows that a failure in P1 (P2) may affect

some actions in P2 (P1) and therefore it may threat the achievement of the target block

configuration.
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11.5 Plan Execution Monitoring

In this section we focus on the on-line monitoring process performed by each agent i with

the aim of detecting anomalies in the actions executor exi is carrying on. To this end we

have to introduce the concept of agent status and we have to extend the model of the

actions for representing possible anomalous evolutions.

Executor Status. The status of executor exi consists of a set of atoms concerning both

exi’s status (e.g. position and health state) and the status of the resources used by exi

during the execution of Pi. If a subset of resources is not used by exi these resources

are not traced in the executor status since their status is irrelevant for the successful

completion of Pi. In the example introduced above (see Figure 11.2), it is easy to see

that the resources S2 and T2 are not included in the status of the executor Ex1 (as well

as Ex2) since they are used by agent A3 only). As we have pointed out in the previous

chapters, determining the health status of an executor is, in many cases, a hard task

which requires a diagnostic reasoning (see also [Micalizio et al., 2006b]). This reasoning

does not necessarily lead to a precise health status of the executor, but in general to a set

of alternative behavioral modes of its functionalities. In this chapter we assume to have

sufficient observations for determining the completion of the action (either with success

or with failure). However the health status of the executors is not directly observable and

in many cases it may be not precisely determined.

Extended Action Model. As mentioned above, at the GP level, the actions are modeled

as STRIPS operators in terms of preconditions and effects, without taking into consider-

ation possible failures. On the contrary, for monitoring the plan execution we must have

at disposal an extended action template which takes into account not only the occurrence

of a fault, but also the fact that the same fault may have different effects when it occurs

in different agent states. That is, the extended template has to describe how the action

evolves as a consequence of a combination of faults and agent status.

Similarly to what we said in Chapter 6, the extended model of an action consists of an

automaton 〈S, Σ, ∆〉 where:

- S is a set of executor states, this set is partitioned into two sets:

- I the set of initial states, each of which mentions all the atoms occurring

in the preconditions of the STRIPS operator, and possibly additional atoms

concerning e.g. the health status of the executor.

- F the set of final states, which refer to the effects of the action.

- Σ is a set of events which cause the change of status (e.g. faults occurring during

the execution of the action).

- ∆ ⊆ (S × 2Σ × S) is a transition relation between executor states.
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Figure 11.3: The extended model of the MOVE action.

We model the occurrence of the fault f by means of a transition s
f
→ s′ where s ∈ I,

s′ ∈ F and f ∈ Σ. It is worth noting that some of the initial states do not represent

the executor status where the action preconditions are satisfied; in fact, an initial state

may represent a not nominal executor status where some preconditions do not hold (for

example, when the health status of the executor is impaired). The ∆ has to be seen

as a relation among states rather than a function since the effects are, in general, not

deterministic.

In order to exemplify the concept let us go back to the blocks world domain introduced

above. Let us assume that the three executors Ex1, Ex2 and Ex3 can move from a source

to a target at the full load (i.e bringing either two small blocks or one large block) only

if their battery power is in the nominal mode high. While this requirement is completely

ignored at the GP level, we need to consider it during the monitoring of the plan execution

when we have to deal also with various kinds of faults or degraded performances. For

this reason the executor status includes (apart from many other variables) also the atom

pwr() which indicates the current observed value of the battery power of the executor. The

nominal power level is denoted as pwr(high) whereas pwr(reduced) denotes a not nominal

level which may be the consequence of a fault f . Let us assume that under the condition

of reduced power an executor can move bringing at most one small block, while it can not

move at all when it is fully loaded (with one large block or two small ones). The result

of a MOVE action therefore depends not only on the occurrence of f but also on what the

executor is carrying, i.e. on its current status. Figure 11.3 shows the extended model of

the action type MOVE. It consists of an automaton (with two connected components) where

the nodes correspond to executor states, and the edges between nodes indicate changes

in the executor status. The executor states are expressed in terms of ground atoms. The

variable x in the nodes 1 through 4 represents the weight loaded on the executor Ex and

it can only assume either the value 0 (executor unloaded) or 1 (executor loaded with one

small block). The nominal evolution of the MOVE action is represented by the transition

from the node 1 to the node 2, in fact the preconditions and the effects stated in Table

11.1 hold in the state 1 and 2 respectively. It is worth noticing that the initial nodes do

not encode only the preconditions of the MOVE action, but also further requirements that
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Monitoring (Bi
0, Pi){

00 t =0;
01 while(true) {
02 if (t=0 ∨ (a is marked as executed ∨ re-planned))
03 a= 〈get next action from Pi 〉
04 if (a is marked as executable) {
05 〈assigns a to exi 〉
06 obs= 〈get current observations〉
07 Bi

t+1 = Bi
t 1 ∆a;

08 Bi
t+1 = σobs(Bi

t+1);
09 for each q ∈ goals(a)
10 if (Bi

t+1 |= q )
11 outcome(a).achievedEffects.add(q)
12 else outcome(a).missedEffects.add(q)
13 Fault-Detection-Recovery(outcome(a), Bt+1, Pi)
14 }
15 t = t + 1
16 }}

Figure 11.4: The On-Line Monitoring Algorithm.

can affect the execution of the action (such as the power level and the total weight of the

blocks loaded by the executor). Similarly, the successful, final nodes 2 and 4 encode all

the post-conditions specified in the STRIPS-model of Table 11.1; whereas the final nodes

6 and 8 are failure nodes since they encode just a subset of the post-conditions the action

should achieve.

The occurrence of the fault f during the execution of the action is represented by

the transitions from node 1 to node 4 and from node 5 to node 8. However we have

to notice that the two transitions represent two different situations. The first transition

describe a situation where the occurrence of the fault f which has affected the battery

level (PWR(reduced) in node 4), does not affect the outcome of the MOVE actions (in fact

all the effects of the MOVE, stated in Table 11.1, are part of the final state 4). On the

contrary, the second transition represents a case where the occurrence of the fault f affects

the nominal execution of the MOVE (in node 8 not all the nominal effects of the action hold

e.g. the atom AT(A,P2) does not hold).

The Monitoring Algorithm. As said above, we propose a distributed approach to the

monitoring where each agent i has to monitor the actions performed by a specific executor

exi by taking into account that actions may have different evolutions as a consequence of

faults. Therefore, this monitoring problem is very close to the problem we have faced in

Chapter 7.

Figure 11.4 shows the pseudo-code of the monitoring algorithm which each supervisor

agent i executes. The inputs are Bi
0 (the initial status of executor exi) and the sub-plan
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Pi assigned to i. The monitoring algorithm provides two main services:

- estimate the agent status at the next time,

- evaluate the outcome of the action a the agent has executed.

The algorithm consists of a while cycle. At each iteration the next action a is extracted

from Pi, (note that this step is deterministic since the sub-plan Pi is totally ordered) and

as a side effect a is removed from the plan Pi. If a is marked as executable (that is, when

all the services necessary for the execution of the action and which are provided by the

other executors, have been actually provided) the action is assigned to the executor exi.

On the contrary agent i has to wait until all the required services are provided by the

other executors.

After the execution, the outcome of a is determined (see lines 06 through 12); to this

end the next agent status Bi
t+1 is computed by applying the action model ∆a to the current

status Bi
t. The resulting Bt+1 is then matched against the observations obs in order to

filter out all those projections which are not confirmed by the observations. Remember

that we currently assume that the observability allows the agent to determine precisely

its current status at each time instant, included the health status.

The action outcome consists of the two sets achievedEffects and missedEffects, the

former maintains all the action effects achieved by executing a, while the latter maintains

all the missed action effects. Thus the two sets are determined by evaluating whether

each effect q ∈ effects(a) has been reached in Bt+1. If a is successfully completed, the set

missedEffects is empty, otherwise the action is considered failed.

After the action outcome has been detected, the algorithm invokes the Fault Detection

and Recovery (FDR) module which tries to achieve (if possible) the missed effects (if any)

by means of a Local Re-Planner.

11.6 Fault Detection and Recovery

Given the outcome of action a, the FDR module has the following tasks (see the pseudo-

code in Figure 11.5):

- Propagate the satisfaction of causal links(lines 00 and 01): for each causal link

l: a
q
→ a′ which results satisfied, (i.e. the post-condition q ∈ outcome(a).achievedEffects)

the FDR module propagates the fulfillment of l by sending a message to the agent j

responsible for monitoring the action a′ ( i.e. a′ ∈ Aj) stating that the precondition

q of action a′ has been satisfied by the execution of action a.

- Re-plan for achieving all the missed effects(lines 02 through 14): if there are

missed effects, the FDR module first detects how the missed effects may affect the

nominal execution of the actions in Pi and of actions in other sub-plans. To this

end the module exploits the function Propagate, which returns two sets: ACTS
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Fault-Detection-Recovery(outcome(a), Bi
t, Pi){

00 for each link l : a
q
→ a′ | l ∈ OUTCi ∧ q ∈ outcome(a).achievedEffects{

01 notify to agent(a′) that the link l has been fulfilled }
02 if (outcome(a).missedEffects 6= ∅) {
03 ACTS=∅; LNKS = ∅
04 Propagate(a, outcome(a).missedEffects, Pi, ACTS, LNKS)
05 NewPi = LocalRe-Planner(Bi

t, Pi, ACTS, LNKS, planLength)
06 if (NewPi 6= ∅) {
07 Pi = NewPi

08 mark a as re-planned }
09 else{
10 mark a as failed
11 for each link l : a

q
→ a′, l ∈ LNKS

12 notify to agent(a′) the failure of link l }
13 }
14 else mark a as executed
15 Inbox=〈get incoming messages〉

16 for each satisfied link l : a′ q
→ a′′, l ∈ Inbox | l ∈ INCi

17 if (all incoming links for a′′ are satisfied) mark a′′ as executable
18 failedActs = ∅
19 if (a is marked as failed) failedActs = failedActs ∪ a
20 repeat
21 changes = false;
22 for each failed link l : a′ q

→ a′′, l ∈ Inbox | l ∈ INCi {
23 LNKS = ∅; ACTS = ∅; changes = true;
24 Propagate(a′′, goals(a′′), Pi, ACTS, LNKS)
25 failedActs = failedActs ∪ACTS
26 for each failed link l′ : a′′ q

→ a′′′, l′ ∈ LNKS
27 notify to agent(a′′′) the failure of l′

28 }
29 Inbox=〈get incoming messages〉
30 until (∼ changes)
31 if (failedActs 6= ∅)
32 return to GP the tuple 〈Bi

t, a, failedActs〉
}

Figure 11.5: The algorithm for detection and recovery of a local plan failure.
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Propagate (a, missedEffects, Pi, ACTS, LNKS){

00 for each link l : a
q
→ a′ | l ∈ Ci ∧ q ∩ missedEffects 6= ∅ {

01 ACTS=ACTS ∪ a′

02 Propagate(a′, goals(a′), Pi, ACTS, LNKS) }

03 for each link l : a
q
→ a′ | l ∈ OUTCi ∧ q ∩ missedEffects {

05 LNKS = LNKS ∪ {l} }
}

Figure 11.6: The algorithm for propagating the effects of a not nominal action outcome.

of actions in Ai and LNKS of causal links in OUTCi (see pseudo-code of the

Propagate function in Figure 11.6). The set ACTS maintains all the actions

which fail as a direct or indirect consequence of the absence of some effects in

outcome(a).missedEffects; similarly, the set LNKS contains all the links from an

action in ACTS to an action in Aj (with i 6= j), that can not be satisfied due to

the absence of some effects in outcome(a).missedEffects.

Once it has been determined how the failure of a affects the local plan Pi and the

other sub-plans, the LocalRe-Planner is invoked in order to make an attempt to

build a recovery sub-plan New-Pi satisfying the following requirements:

- achieves all the effects provided by the actions in ACT ;

- satisfies all the links in LNKS;

- uses (at most) the same set of resources allocated for the execution of the

failed action a (i.e. New-Pi must not introduce additional causal links among

sub-plans);

- is totally ordered;

- it does involve at most planLength additional actions (w.r.t. the original Pi);

this threshold is imposed in order to avoid local recovery plans which result

too expensive with possible impact on the performance of the whole system.

If plan New-Pi exists, this plan becomes the sub-plan adopted by agent i; in this

way the failure of a has been overcome by the Local Re-Planner and the ac-

tion a is marked as re-planned. On the contrary, if New-Pi does not exists, the

agent can not (self) recovery the failure of a, and marks a as failed. Of course, if

outcome(a).missedEffects is empty, the action has been successfully completed thus

a is marked as executed.

- Inter-Agents Communication (lines from 15 through 32): finally the agent i

reads the messages (in its local Inbox) sent by other agents. The messages convey

information about either the fulfillment or the failure of causal links l : a′ q
→ a′′,

l ∈ INCi (i.e. a′ ∈ Aj and a′′ ∈ Ai).
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The agent exploits the satisfied links for detecting whether some actions in Ai can

be marked as executable (i.e. when all the incoming causal links for action a′′ result

satisfied).

More critical is the treatment of the messages about failed links since the failure of

a causal link l prevents the execution of action a′′. In principle, agent i could try to

adjust its own plan Pi for achieving the service q (required as precondition of a′′) or

alternatively, for replacing a′′ by means of a recovery plan which does not need the

service q.

However, in the current prototype of the system, we limit the activity performed by

the agent i, to the propagation of the failure of the action a′′ in the global plan P .

During the failure propagation step, the agent i has two tasks:

- collecting in failedActs all the actions in Ai which fail as direct or indirect

consequence of the failure of the link l;

- notifying agent j, that the link l′ is failed whenever there exists a link l′ from

an action in failedActs to an action in Aj .

The propagation has therefore a cascade effect over the sub-plans monitored by a

subset of agents (potentially over the sub-plans managed by whole team of agents).

Let AffectedAgents be this set; when the propagation terminates, all the agents in

AffectedAgents have at least one action in their local plan that can not be executed.

Since an agent does not try to recover from failures due to other agents, each agent

i in AffectedAgentsdelegates the Global Planner to recovery its sub-plan Pi. More

precisely, i interrupts the execution of Pi and provides the Global Planner with

information about its current status Bi
t, the action a (specifying what extent of the

plan Pi has already been executed), and the set failedActs listing all the threatened

actions in Pi. On the basis of these pieces of information, gathered by each agent in

AffectedAgents, the Global Planner builds (if possible) a new plan for the executors

monitored by the agents in the set AffectAgents.

11.7 An Example of Action Failure Recovery

In order to point out how the failure of an action can be recovered by means of either

a local or a global re-plan, we discuss two examples considering again the global plan of

Figure 11.2.

Re-planning at global level. As a first example let us discuss a failure which can not

be solved at local level. Let us assume that the action LOAD S(Ex1, B1, S1) fails as

consequence of a fault in the loading facility of agent Ex1. This kind of failure can not

be overcome by a local recovery plan built by Ex1, in fact there is no alternative way to

fulfill the LOAD service when the loading facility is not properly working. Therefore the

failure of the LOAD S causes the failure of all those actions requiring some services that the
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LOAD S has not provided. In order to single out such a set of secondary actions failures,

one can simply follow the paths of causal links outgoing from the first failed action. For

example, in Figure 11.2 the failure of the LOAD S propagates in P1 causing the failure of

the action PUT DOWN S(Ex1, B1, T1) and even in the sub-plan P2 by means of the link

l2: the action PUT ON L(Ex2,B3, (B1,B2)) fails because of the fact the service AT(B1,

T1) has not been achieved. On the contrary, the sub-plan P3 is not affected since there

is no path of causal links that starts from the failed action LOAD S in P1 and leads to an

action in P3. According to the algorithm in Figure 11.5, agent 1 propagates the failure

of the LOAD S notifying agent 2 the failure of the link l2. Given the set of affected agents

AffectedAgents={1, 2} and the set of failed actions in P1 and P2, the Global Planner

(GP) synthesizes a new global plan for the executors Ex1 and Ex2. For example, a possi-

ble solution consists of a plan where the executor Ex1 leaves the critical position S1 and

the executor Ex2 performs all the actions required for achieving the goal, since executor

Ex1 must stay idle because of its inability of performing any load and put action as a

consequence of the permanent fault occurred to its loading facility.

Re-planning at local level. Let us now describe an example where the failure of an

action can be overcome by local re-planning. Let us assume that the action MOVE(A1, S1,

T1) fails as consequence of the occurrence of fault f which reduces the power of the Ex1’s

battery. This event is represented by the transition from state 5 to state 8 in Figure 11.3,

in fact the executor is full loaded (W(Ex1)=2) and the final state 8 encodes the situation

in which the executor can not move.

Also in this case a fault in Ex1 may affect many actions of Ex1 and even actions

assigned to other executors (in particular assigned to Ex2). More precisely, the fault f

causes the failure of the action MOVE(Ex1, S1, T1) and, as a consequence, of the following

actions in P1: PUT DOWN S(Ex1, B1, T1), PUT DOWN S(Ex1, B2, T1) and MOVE(Ex1,

T1, S1. In fact, by inspecting Figure 11.2, it is easy to see that there exists a causal link

(labeled with the service AT(Ex1,T1)) which starts in MOVE(Ex1, S1, T1) and ends in

the other actions. However, by means of the links l1 , l2, l3 and l4 the effects of the fault f

propagate also to the sub-plan P2 and cause the failure of all the actions assigned to Ex2.

In fact, for each action in P2 at least a required service is not provided as consequence of

f . For example, as a consequence of the failure of the PUT DOWN(Ex1, B1, T1) action in

P1, the service AT(B1,T1) can not be provided to the action PUT ON L(Ex2, B3, (B1,

B2)) (failure of the link l2).

Despite the occurrence of the fault f has a wider impact on the plan, this fault can

be repaired by supervisor agent 1 only. In fact the failure of the MOVE action is due to

the fact that Ex1 is completely loaded. However, if ex1 were just half loaded (i.e. if it

were carrying just one small object), the MOVE action could be completed, according to

the action model in Figure 11.3.

In this situation the supervisor agent 1 invokes its Local Re-planner in order to build

an alternative local plan for Ex1, which achieves all the services required by the actions
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in P2, namely AT(B1, T1) and AT(B2, T1. Such a recovery plan consists in transporting

the blocks B1 and B2 in two different travels from the source location S1 to the target one

T1. Figure 11.7 shows the recovery plan that the local re-planner of agent 1 synthesizes

for repairing the failure of the action MOVE(Ex1, T1, S1). Note that the recovery plan

provides all the services required by the actions in the plan P2, so no action of P2 is

threatened any more by the fault after the local re-planning performed by executor Ex1.

Moreover, we have to notice that if the same failure damaged the power of executor

Ex2 the Local Re-planner of agent 2 would not have been able to overcome the failure by

means of a local recovery plan. In fact the executor Ex2 has to move the large block B3

and there is no alternative plan for transporting B3 when the battery power is reduced.

It follows that the failure due to the faulty of the battery of Ex2 can be dealt only by the

Global Planner.

11.8 Conclusions

In this chapter we have described a possible improvement of the main contributes pre-

sented in the thesis. In particular, the problem of establishing an automated closed loop of

control over the execution of a plan makes evident the necessity of the activities of on-line

monitoring and diagnosis. In fact, as demonstrated by the Livingstone and the Remote

Agent experiments (see among others [Kurien and Nayak, 2000, Muscettola et al., 1998]),

in general monitoring and diagnosis are not isolated activities, rather they are placed in

a complex chain of control activities which has the aim of maintaining alive the system

even after the occurrence of harmful, unexpected events.

To this end we have proposed in this chapter a preliminary solution to the problem of

automatically adjust the given plan according to the current health status of the executors

and to the occurrence of plan threats.

In this solution we distinguish between two levels of control: the agent level and the global

level. At the agent level the recovery is completely automated. In fact an agent is able to

autonomously recover its own plan. However the agent level is limited since the recovery

plan must use just a subset of the resources in the environment and it must involve a

limited number of actions. At the global level the recovery plan can be synthesized by

exploiting all the agents in the team and the resources of the environment. However at

this level the human user may play a critical role. In fact, it is reasonable to assume

that, as a consequence of a global failure, the user could slightly change the initial goals,

or alternatively the user may impose some requirements the recovery plan must satisfies

(e.g. an executor must/must not be involved in the recovery plan). Moreover, in case the

Global Planner were able to compute a number of alternative recovery plans, the human

user should be able to choose the a preferred one according to some preference criterion.

Currently we are developing the Local Re-Planner module by exploiting the same

prediction mechanism described in Charter 6. The Local Re-planner has to find a sequence

of actions which leads the agent from its current state (where some services are not
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provided as consequence of a fault) to a final state where all the required services are

provided. The idea we are pursuing is to predict which states an agent can reach by

applying all the actions the agent can execute according to its currently assumed health

status. These predictions are done by considering an increasing number of time instants.

As soon as a new state is generated where all the (originally) missing services are provided,

the Re-Planner stops since a recovery plan as been found; if not, the search goes on by

predicting the next set of states by extending the temporal window. Of course, to ensure

the termination of the algorithm, the temporal window is limited by planLength, which

sets the maximum length for a recovery plan. Also in this step the use of the OBDD

formalism is essential to make feasible the proposed solution; in fact the number of states

tends to grow at each iteration and without an efficient representation formalism this

method would become unmanageable after few steps.

A natural extension of this work consists in the implementation of a control loop at

team level (i.e., an intermediate level). In fact, the proposed architecture easily supports

an intermediate control loop level where a subset of agents could cooperate for repairing

local plans. This intermediate level represents a significant improvement since in many

cases a local failure affects just a subset of agents. Thereby, instead of invoking the Global

Planner, which could be expensive, a local failure could be repaired more efficiently when

the agents directly affected by the failure could cooperate (e.g., they could balance their

workloads according to their health status). Of course the control loop at team level

presents a number of challenges regarding the communication among agents (e.g. when

the agents should communicate and which pieces of information they should exchange)

which need to be deeply studied.

Finally, it is worth noting that the preliminary architecture described in this chapter

has been positively accepted in the community of Autonomic Computing as demonstrate

the work [Micalizio et al., 2006a].



Chapter 12

Conclusions

Recently, a number of model-based approaches to monitoring and diagnosis of a multi-

agent plan (MAP) have been proposed (see [Horling and Benyo, 2001] [de Jonge et al., 2005]

[Wittenven et al., 2005] [Roos and Witteveen, 2005a] [Kalech and Kaminka, 2005b]

[Kalech and Kaminka, 2005a]); this fact demonstrates that the AI community is inter-

ested in systems where activities are performed in parallel by different executors.

The works previously cited are very interesting since propose preliminary solutions to

problems which have not been previously approached. For example, in

[Roos and Witteveen, 2005a] the formal definition of consistency-based diagnosis is ex-

tended to the MAP scenario; while in [Kalech and Kaminka, 2003] the coordination fail-

ure of a subset of cooperating agents is modeled and diagnosed (i.e., social diagnosis).

However, these recent approaches impose some strong assumptions on the characteristics

of the plan to be monitored. First of all, they consider atomic actions whose nominal

behavior is modeled as functions (i.e. deterministically), whereas the faulty behavior is

not modeled at all.

Secondly, these approaches impose that the plan to be monitored satisfies a concurrency

requirement. According to this requirement the actions in the plan must be (partially)

ordered so that two concurrent actions never access to the same resources. In other words,

if two actions require the same resources, they must be necessarily linearized; in this way

harmful interactions among plan executors are avoided.

Finally, since the action models are incomplete (the anomalous behavior of the actions is

not modeled), the monitoring is incomplete too. More precisely, whenever an action fails

the monitoring is not able to predict the evolution of a portion of the system. Observe that

in this way the recovery task becomes extremely hard. In fact, as pointed out in a number

of works on plan recovery (see e.g. [Arshad et al., 2004, Bartold and Durfee, 2005]), the

input to the recovery phase is the (faulty) status of the system determined when the plan

execution has been interrupted by the occurrence of an action failure.

In this thesis we have proposed model-based solutions which extend these works in

many ways. In particular we have addressed the problems of on-line monitoring and

diagnosis from a methodological point of view. That is, we have formalized the problems

178



CHAPTER 12. CONCLUSIONS 179

and the solution strategies in a domain independent way and we have proposed algorithms

whose correctness and computational complexity have been deeply analyzed.

In addition to this methodological view, we have also discussed some implementation

issues (e.g. how representing ambiguous knowledge by means of symbolic formalism)

and we have experimentally proved the effectiveness of the proposed solutions. To this

end, we have considered the very challenging scenario of the robocare Project as test-

bed of our methodologies. In Chapter 10 we have discussed the experimental results we

have gathered by running prototypical implementations of the centralized and distributed

monitoring. These results demonstrate that we have achieved an important goal: both

monitoring and diagnosis can be performed on-line, even when the actions are not atomic

and may fail as a consequence of a combination of faults and harmful interactions.

Contributes to the modeling of a MAP.

First of all we deal with not atomic actions. In particular, we have proposed to model

the actions by means of a compositional mechanism, based on communicating automata,

developed for diagnosing component-based systems (e.g. a Telecommunication Network

in [Pencolé and Cordier, 2005]). This compositional mechanism supports the reusability

of the knowledge about the (basic) system entities, and allows an efficient adaptation of

the system model, at runtime, according to the actions currently performed. Observe that

by means of this compositional mechanism we are able to deal with heterogeneous teams

of executors.

Moreover, we model the actions taking into account not only their preconditions and

the (nominal) effects (as it happens in [Wittenven et al., 2005, Roos and Witteveen, 2005a]),

but we also consider intermediate conditions about the health status of the executor func-

tionalities and about the status of the resources required to complete a specific action.

Contributes to on-line monitoring.

In this way the monitoring we perform is complete in the sense that we are able to trace

the system behavior even after the occurrence of faults. As said above, this characteristic

is essential for the recovery task.

More precisely, we have first proposed a centralized approach to the monitoring where

a global belief state is computed. We have pointed out that the basic element of the

centralized monitoring is a prediction mechanism, which allows to estimate how the whole

system can evolve at each time instant. Thus, this prediction mechanism coincides with

a simulation step performed by exploiting a global system model.

It is worth noticing that, conversely to other approaches (see [Kurien and Nayak, 2000])

where the belief maintains just the most probable system states, the prediction mechanism

we have developed traces all the possible system states. Thus, the belief states we obtain

include all the possible system states which are consistent with observations received so

far and which the current set of active actions. Furthermore, we have demonstrated that

the actual status of the system is always included within the belief states the monitoring

infers; therefore we do not need to resort to (costly) backtrackings mechanisms as those

discussed in [Kurien and Nayak, 2000].
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Since a belief state may represent a very large number of alternative system states,

symbolic mechanisms for knowledge representation (in particular the OBDDs formalism)

have been discussed as a practical solution for representing highly ambiguous belief states.

The centralized monitoring, however, results to be effective just when the team of

executors to be monitored is relatively small (about 4 or 6 executors). On the contrary

it does not scale up well as the number of executors grows. An alternative, distributed

solution to the on-line monitoring problem has been discussed in Chapter 7. In such an

approach the original MAP to monitor is decomposed into a set of sub-plans, each of

which is monitored by a specific supervisor agent. As we have discussed, the decompo-

sition does not produce, in general, sub-plans which are completely independent of one

another. This means that, as pointed out in [Carver and Lesser, 2003], the supervisor

agents need to cooperate during the prediction phase.

The cooperation strategy has been deeply discussed and motivated; moreover, the effec-

tiveness of the distributed approach has been experimentally demonstrated in Chapter

10, where a direct comparison between the centralized and the distributed monitoring has

been discussed.

The experimental results we have discussed also demonstrate the theoretical consider-

ations made by Carver and Lesser in [Carver and Lesser, 2003]. In fact we have observed

that when the team of executors is, ideally, decomposed into sub-teams, the monitoring

is performed more efficiently. Observe that the solution to the distributed monitoring we

have proposed does not require that the structure of the team is defined a priori. That

is, the team is not decomposed into sub-teams statically, before the plan execution starts.

In fact, by means of the dependency set mechanism, our approach is able to dynamically

capture the internal structure of the team. This means that we do not constraint the

cooperation among executors (i.e., we do not require that an executor must cooperate

just with a specific subset of other executors).

The methodologies we have proposed for the on-line monitoring of the execution of plan

have been positively accepted by the AI community as the works [Micalizio et al., 2004,

Micalizio et al., 2006b, Micalizio and Torasso, 2007] demonstrate.

Contributes to on-line diagnosis.

As a further extension to the works in literature, we release the concurrency requirement.

Therefore, unexpected interactions among executors may arise during the plan execution

and we must be able to handle them. As we have discussed, these interactions represent

plan threats as well as faults in the executors functionalities; that is, an action failure may

be a consequence either of a fault(s), or of a harmful interaction(s), or even of combination

of faults and interactions. It follows that the diagnosis becomes more complex and requires

novel techniques to be solved.

Observe that the diagnosis relies on the history of ambiguous belief states resulting

from the monitoring phase, either centralized or distributed. In principle, each state

maintained in a belief state may represent a diagnosis. More precisely, a system diagnosis

at time t could be determined by projecting the belief state Bt over the health status
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variables of all the executors. However such a diagnosis is expressed at a too low level to

be exploited by a human user or by other modules.

Moreover, diagnoses expressed in terms of executors status variables can explain an

anomaly as a consequence of faults only (i.e., an explanation consists in the assignment

of a not nominal mode to the health status variables of some executors). However, as we

have pointed out, plan threats do not include just faults, but they also include more com-

plex events such as competitions among executors for accessing the resources, deadlock,

starvation and so on. It is worth noting that these complex events involve many status

variables of the executors (e.g., regarding position, acquired resources, health status), and

may last for a time interval. Therefore, diagnoses directly derived by a belief state are

inadequate for representing such complex plan threats.

For this reason, in Chapter 8, we have discussed a strategy for synthesizing explana-

tions expressed in high-level terms (see our work [Micalizio et al., 2006b]). These expla-

nations can be inferred by inspecting a history of (recent) belief states. The proposed

solution has two benefic effects:

1. it performs a change of language so that explanations in high-level terms can be

easily exploited by other modules;

2. it hides the ambiguity of the belief states and sensibly reduces the number of expla-

nations provided to the human user.

The diagnostic interpretation strategies have been discussed (and implemented) in the

centralized scenario only. However they can be employed without any adaptation to

the distributed monitoring too. In fact, it is sufficient to maintain a history of global

belief states, obtained by composing the dependency beliefs predicted with the distributed

approach. However, this näıve solution could in part reduce the computational benefits

of the distributed monitoring since it requires to build a global belief state.

Open Issues.

An alternative solution, which would be interesting to investigate, is a fully distributed

approach where both diagnosis and monitoring are performed by a team of cooperating

supervisor agents. In this new scenario the main issue to be faced is represented by the

problem of determining local diagnoses which are globally consistent. In fact, each super-

visor agent can apply the same diagnostic interpretation strategy described in Chapter 8

to the local history of dependency belief. However there is no guarantee that the diagnoses

locally inferred are globally consistent. For example, a cycle of blames may be established

among the agents within the same dependency set. In this cycle, each agent explains the

failure of its action as a consequence of a faults occurred in some other agent. While these

explanations are locally consistent, their combination is not globally consistent.

In order to avoid such a cycle of blames, the agents in the same dependency set need to

actively cooperate. Thus one has to determine when these agents must communicate and

which sort of data they need to exchange.
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Observe that in this case the temporal dimension plays a critical role since the failure of

an action could be connected to the failure of another action occurred time before. So it

is not always immediate to determine which agents need to cooperate and when.

In Chapter 11 we have discussed another possible extension of the work presented in

this thesis (see [Micalizio et al., 2006a]). In particular, we have addressed the problem of

recovery the given MAP as soon as the occurrence of an anomaly causes the interruption

of its nominal execution. Intuitively, the recovery of a MAP consists of a contingent

(sub-) plan, which leads the system from a faulty state to a safe one where the MAP

execution can be restored. In Chapter 11 we have pointed out how the recovery phase

can be realized by establishing a closed loop of control feedback, where the activities of

on-line diagnosis and monitoring play an essential role. A preliminary architecture which

supports two levels of control has been described. The first level of control, the agent

level, is established by each supervisor agent over the actions performed by a specific

executor. At this level each agent is able to recover the sub-plan it is monitoring, by

performing a (local) re-planning activity. In this case the agent is completely autonomous

and does not need the intervention of external entities such as human supervisors or a

global re-planner.

However, in some situations a sub-plan can not be repaired at the agent level. Nonetheless,

the sub-plan might be recovered by a global re-planning phase. For this reason, the second

level of control consists in the invocation of a global re-planner, which has to synthesize

(if possible) a recovery plan involving many agents. In the preliminary solution we have

proposed we have simplified the recovery phase by considering atomic actions and avoiding

interactions. However, developing a more general solution, which copes with not atomic

actions and plan threats, is still an open issue.

Finally, a natural extension of this work consists in the implementation of a control

loop at team level (i.e., an intermediate level). In such an intermediate level the recovery

could be efficiently performed by a subset of cooperating agents without the invocation

of the Global Planner. However, the control loop at team level presents a number of

challenges regarding the communication among agents (e.g. when the agents should

communicate and which pieces of information they should exchange) which need to be

deeply studied



Appendix A

Ordered Binary Decision Diagrams

A.1 Definition and Basic Operators

An OBDD is a graph representing a boolean function F(x1, . . . , xn) [Bryant, 1992].

More specifically, given an order of x1, . . . , xn, an OBDD is a rooted DAG with (at most)

two terminal nodes labeled 0 and 1 and non-terminal nodes each labeled with one of the

xi variables. Every internal node xi has exactly two successors low and high (if xj is

successor of xi in the DAG then xj must follow xi in the ordering).

Every path P from the root to node 1 can be interpreted as an assignment to the variables

involved in P (xi = 1 if high(xi) is in P and xi = 0 if low(xi) is in P) which guarantees

that the value of F is 1. The size of an OBDD is defined as the number of its nodes.

Figure A.1 shows the truth-table, decision tree and OBDD representations of a simple

boolean function.

It is known that the OBDD of minimal size is unique for a given function F and a

fixed variable order. Variable order choice is a preminent issue when encoding a boolean

function as an OBDD: in [Bryant, 1992], e.g., the author shows a function whose OBDD

encoding size varies from linear to exponential just because of different choices of variable

order.

While there exist functions for which all the variable orders lead to exponentially large

OBDDs, for most functions F(x1, . . . , xn) of practical interest there exist variable orders

for which the size of the OBDD representing F is much smaller than 2n; we denote with

build the operator that, when applied to a boolean function F and a variable order VO,

returns the minimal OBDD representing F with variables ordered according to VO.

Manipulations of boolean functions can be mapped to operations on the OBDDs which

represent them. In particular:

- binary logical operations can be performed on OBDDs O1 and O2 with the apply oper-

ator whose complexity is O(|O1| · |O2|)

- the restrict operator substitutes a constant to a variable in time almost linear in the

size of the OBDD and returns an OBDD whose size is smaller or equal to the size of
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Figure A.1: Truth Table, Decision Tree and OBDD representation of function (x1∨x2)∧x3

the original OBDD

- the rename operator renames a set of variables in the OBDD; since with rename it

is possible to perform a permutation of the variable order, its complexity is clearly

exponential in the number of renamed variables

- notably, the equiv operator checks the equivalence of two boolean functions represented

by two OBDDs O,O′ in time linear in the size of such OBDDs

Table A.1 reports a summary of OBDD operators and their complexity.

op time output size

build(F(x1, . . . , xn), VO) O(2n) ≤ 2n

apply(op, O1, O2) O(|O1| · |O2|) ≤ |O1| · |O2|
restrict(O, xi = b) O(|O|) ≤ |O|
rename(O, {x1, . . . , xm}, {y1, . . . , ym}) O(|O| · 2m) ≤ |O| · 2m

equiv(O, O′) O(max(|O|, |O′|)) N/A

Table A.1: OBDD operators and their complexity

A.2 Extending the Use of OBDDs

In the previous section we have introduced OBDDs as they have originally been described

in [Bryant, 1992], i.e. as a representation formalism for boolean functions over boolean

variables. However, we need to use OBDDs to encode different entities than pure boolean

functions and we need to handle multi-valued variables.

In this appendix we describe how OBDDs can be used to represent boolean functions,

propositional logical theories, sets of instantiations and relations over multi-valued vari-

ables.

Boolean Functions over Multi-Valued Variables. By definition an OBDD O repre-

sents a boolean function F over boolean variables x1, . . . , xn. It is straightforward, how-

ever, to represent a boolean function FM over a set of multi-valued variables {V1, . . . , Vm}.

First, since OBDDs handle only boolean variables (whose value is either 0 or 1), a generic
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multi-valued variable V with domain DOM (V ) = {v1, . . . , vk} needs to be mapped to a

set of boolean variables VB = {Vv1, . . . , Vvk
}1.

We need to explicitly enforce the fact that a multi-valued variable V assumes exactly one

value; this can be expressed by a completeness formula:

COMPLV ≡ Vv1
∨ . . . ∨ Vvk

and a mutual-exclusion formula:

MUTEXV ≡ ∼(Vvi
∧ Vvj

) ∀i = 1 , . . . , k∀j 6= i

If we denote with COMPL the conjunction of all the COMPLV , i = 1, . . . , m and with

MUTEX the conjunction of all the MUTEXV , i = 1, . . . , m, we can easily build two

OBDDs OCOMPL and OMUTEX representing respectively COMPL and MUTEX through

the build and apply operators.

Given a boolean function FM(V1, . . . , Vm) over multi-valued variables {V1, . . . , Vm}, let’s

consider function F ′
M(V1,B, . . . , Vm,B) s.t.:

F ′
M(V1(v1)B, . . . , Vm(vm)B) = 1 ⇔ FM(V1(v1), . . . , Vm(vm)) = 1

where Vi(vi)B means that boolean variable Vi,vi
is set to 1 and boolean variables Vi,vj

, vj ∈

DOM (Vi), vj 6= vi are set to 0.

Let OF ′
M

be the OBDD which represents F ′
M . We build OBDD OFM

as follows:

Otemp = apply(∧,OF ′
M

,OCOMPL)

OFM
= apply(∧,Otemp,OMUTEX)

We say that OFM
represents FM since it is straightforward to map back and forth be-

tween instantiations of the set of multi-valued variables and instantiations of the associated

boolean variables.

Logical Theories over Multi-Valued Variables. Given a Logical Theory LT ex-

pressed in terms of multi-valued variables {V1, . . . , Vm}, we can associate with LT a

boolean function FLT over {V1, . . . , Vm} s.t.:

LT ∪ {V1 (v1 ) ∧ . . . ∧ Vm(vm)} 6⊢ ⊥ ⇔ FLT (V1 (v1 ), . . . ,Vm(vm)) = 1

i.e. an instantiation of {V1, . . . , Vm} is consistent with LT iff applying FLT to it yields

1. As shown in the previous section, there exists an OBDD OLT which encodes FLT ; we

will refer to OLT as the OBDD encoding of LT .

Sets of Instantiations of Multi-Valued Variables. From the results above, it directly

follows that it is also possible to encode arbitrary sets of instantiations of multi-valued

1In general we’ll denote with SB the set of boolean variables associated with the set S of multi-valued
variables.
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Function ComputeInstset(O, instance)
r = O.root
If (r = 1) output(instance)
If (r.high 6= 0)

ComputeInstset(r.high, instance.add(r.label))
EndIf
If (r.low 6= 0)

ComputeInstset(r.low, instance)
EndIf

EndFunction

Figure A.2: Algorithm for computing instset

variables. Indeed, a boolean function FM over multi-valued variables {V1, . . . , Vm} im-

plicitly defines a set of instantiations instset(FM ) as follows:

instset(FM ) = {{V1 (v1 ), . . . ,Vm(vm)} | FM (V1 (v1 ), . . . ,Vm(vm)) = 1}

Given the OBDD OFM
which encodes FM , in order to compute instset(OFM

) = instset(FM ),

it is sufficient to perform an exhaustive visit of all the paths in OFM
from the root to node

1; due to the completeness and mutual exclusion formulas we are guaranteed that each

of such paths contains exactly one assignment to each multi-valued variable.

Computation of instset(OFM
) can be accomplished by invoking function ComputeInstset()

(figure A.2) with a call ComputeInstset(OFM
, ∅).

In the algorithm we make use of operators root (which returns the root node of an OBDD),

high and low (which return respectively the high and low children of a node) and label

(which returns the label of a node).

It is worth noting that ComputeInstset() takes time linear in the size of its output, i.e.

instset(OFM
).

Relations over Multi-Valued Variables. In the previous section we have shown

how an OBDD O can be interpreted as a set of instantiations of multi-valued variables

and how such instantiations can be efficiently extracted from O.

A set of instantiations of multi-valued variables {V1, . . . , Vm} can also be interpreted as

a relation R among {V1, . . . , Vm}. Given this interpretation, we can implement a number

of relational operators in terms of operations on OBDDs.

Let R and R′ be two relations over multi-valued variables {V1, . . . , Vl} and {U1, . . . ,

Um} respectively, so that {V1, . . . , Vl}∩{U1, . . . , Um} may or may not be the empty set ∅.

It is easy to see that the inner join 1 between R and R′ on their shared variables

{V1, . . . , Vl}∩ {U1, . . . , Um} can be simply computed by function join shown in figure A.3

where OR and OR′ are the OBDDs encoding relations R and R′ respectively. Note that

if {V1, . . . , Vl} = {U1, . . . , Um}, the join of R and R′ yields a relation containing all and

only the tuples that belong to both R and R′.

Let R be a relation over multi-valued variables {V1, . . . , Vl} and {U1, . . . , Um} ⊆ {V1,

. . . , Vl}; relational operator R|U1 ,...,Um
(i.e. project R on variables U1, . . . , Um) can be
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simply computed by function project shown in figure A.3 where OR is the OBDD encoding

relation R.

Let R be a relation over multi-valued variables {V1, . . . , Vl} and φ be a propositional

logical formula over multi-valued variables {U1, . . . , Um}, so that {U1, . . . , Um} may or

may not be a subset of {V1, . . . , Vl}.

The relational operator σ(R, φ) (i.e. select from R the tuples that satisfy formula φ)

can be simply computed by function select shown in figure A.3 where OR is the OBDD

encoding relation R and Oφ is the OBDD encoding condition φ2.

Let R and R′ be two relations over multi-valued variables {V1, . . . , Vl}. The union ∪

between R and R′ can be simply computed by function union shown in figure A.3 where

OR and OR′ are the OBDDs encoding relations R and R′ respectively.

Let R and R′ be two relations over multi-valued variables {V1, . . . , Vl}. The intersec-

tion ∩ between R and R′ can be simply computed by function intersect shown in figure A.3

where OR and OR′ are the OBDDs encoding relations R and R′ respectively.

Let R be a relation over multi-valued variables {V1, . . . , Vl} and {U1, . . . , Um} ⊆ {V1,

. . . , Vl}; the enumeration of the tuples of R restricted to variables {U1, . . . , Um} can be

simply computed by function enum shown in figure A.3 where OR is the OBDD encoding

relation R.

In particular, OBDD OR is manipulated by project-DNNF() as if it was just a DNNF

(every OBDD is a DNNF) and the result of the projection is a DNNF DNNF that may

not be an OBDD. The enumeration is then performed on DNNF through the operator

enum-DNNF. See [Darwiche and Marquis, 2001] for details on DNNFs.

Table A.2 summarizes the time and space complexity of the implementations of re-

lational operators with OBDDs. For all the operators except enum such results derive

directly from the implementations of the operators and the complexity of basic OBDD

operators; the complexity of enum derives from its implementation and the complexity of

DNNF operators (see [Darwiche and Marquis, 2001]).

relop time output size

join(OR, OR′) O(|OR| · |OR′ |) ≤ |OR| · |OR′ |
project(OR, V , U) O((|OR| · 2|VB\UB |)2) ≤ |OR| · 2|VB\UB |

select(OR, V , Oφ, U) O(|OR| · |Oφ| + (|OR| · |Oφ| · 2
|(VB∪UB)\VB |)2) ≤ |OR| · |Oφ| · 2

|(VB∪UB)\VB |

union(OR, OR′) O(|OR| · |OR′ |) ≤ |OR| · |OR′ |
intersect(OR, OR′) O(|OR| · |OR′ |) ≤ |OR| · |OR′ |
enum(OR, V , U) O((|V| − |U|) · |OR| + #output) N/A

Table A.2: Relational operators and their complexity

2Since φ is a propositional logical formula, it can be encoded with an OBDD Oφ.
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Function join(OR, OR′)
OR1R′ := apply(∧, OR, OR′)

EndFunction

Function project(OR, {V1, . . . , Vl}, {U1, . . . , Um})
Otemp := OR

ForEach B ∈ {V1, . . . , Vl}B\{U1, . . . , Um}B

Otemp := apply(∨, restrict(Otemp, B), restrict(Otemp, ∼B))
OR|U1,...,Um

:= Otemp

Return OR|U1,...,Um

EndFunction

Function select(OR, {V1, . . . , Vl}, Oφ, {U1, . . . , Um})
Otemp := apply(∧, OR, Oφ)
Oσ(R,φ) := project(Otemp, {V1, . . . , Vl} ∪ {U1, . . . , Um}, {V1, . . . , Vl})

EndFunction

Function union(OR, OR′)
OR∪R′ := apply(∨, OR, OR′)

EndFunction

Function intersect(OR, OR′)
OR∩R′ := apply(∧, OR, OR′)

EndFunction

Function enum(OR, {V1, . . . , Vl}, {U1, . . . , Um})
DNNF := project-DNNF(OR, {V1, . . . , Vl}, {U1, . . . , Um})
enum-DNNF(DNNF )
Return

EndFunction

Figure A.3: Relational operators with OBDDs.
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