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Abstract

The greater and greater quantity of services that are available over the web causes a

growing attention to techniques that facilitate their reuse. A web service specification

can be quite complex, including various operations and message exchange patterns. In

this thesis we focus on the problem of automatically retrieving a set of parties that have

to interact according to a given choreography in order to satisfy a goal of interest. The

achievement of this goal depends both on the choreography, and on the participants

capabilities, where by this word we mean the skills of the participants, the actions that

they can execute. We show that the choice of which capabilities to use cannot rely totally

on local criteria, as instead it is commonly done by the approaches to semantic match-

making, but it must take into account the overall goal that we mean the composition

to pursue. We give a formal background and identify the limits of applicability of local

matching criteria (among which the well-known Zaremski and Wings’s plug-in match),

when they are used to automatically retrieve all the capabilities that are necessary to

instantiate a given choreography. Afterwards, an approach is proposed for overcoming

these limits, which exploits the choreography definition for extracting some information

that can be used to bias the matching process so that the global goal will be preserved.

We exploit an action-based representation of the operations of a service: each opera-

tion is described in terms of its preconditions and effects. This representation supplies

the mechanisms and the tools for reasoning on compositions of services, as described

in choreographies; in particular, it supplies a representation of states and an execution

model that can be reasoned about. Finally, we show how our approach can be used

in the process of selecting a service, which can play the role of interlocutor in a given

choreography, preserving at the same time the satisfiability of a goal of interest.
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Chapter 1

Introduction

In various application contexts there is a growing need of being able to compose sets

of heterogeneous and independent entities with the general aim of executing a task,

whose complexity cannot be handled by a single component. In this framework, it

is mandatory to find a flexible way for gluing components, a highly complex problem

which encompasses various skills, pursued by different scientific disciplines (describing

the goal to be achieved, describing the solution in terms of involved entities and of

their interactions, identifying within the pool of available entities those which can solve

subproblems, etc.). One solution, which is being explored both in the Web services

research area and in the multi-agent systems (MAS) research area, is to compose entities

on the basis of “dialogue”. In the case of Web services, ad hoc languages (e.g. WS-

BPEL by [80]), have been proposed for building executable composite services based on

a description of the flow of information, in terms of the messages that are exchanged

by the composed services (e.g. [97, 53]). On the other hand, for what concerns MAS,

the problem of aggregating communicating agents into (open) societies is well-known,

and a lot of attention has been devoted to the issues of defining interaction policies,

verifying the interoperability of agents based on dialogue, and checking the conformance

of policies w.r.t. a global communication protocol, see [36].

Indeed, as recently observed by [100] and [15], the MAS and web services research

areas show convergences in the approach by which systems of agents, on a side, and

composite services, on the other, are designed, implemented and verified. In both cases

it is in fact possible to distinguish two levels: a global and abstract view of the system as

a whole, which is independent from the specific agents/peers which will take part to the

interaction (the design of the system), and the implementation of the system in which the

1



2 Introduction

specific entities that will interact are identified. In the case of MASs, as [59] points out,

the design level often corresponds to a shared interaction protocol. In a services oriented

scenario this level corresponds to a general choreography of the system, in which a set

of roles are captured together with their interactions by means of ad hoc representation

languages (e.g. WS-CDL [104]) which differ from the executable languages used to

specify the interactive behavior of specific peers/parties (e.g. WS-BPEL). So, while

choreographies can be seen as shared knowledge among the parties, which will also share

a common communication language with a public and non-executable specification, the

same assumption cannot be made for what concerns the interactive behavior of specific

parties (be they service oriented entities, peers or agents). The actual behavior of a peer

will be considered as being private, i.e., non-inspectable from outside. Nevertheless, if

we are interested in coordinating the interaction of a set of parties as specified by a given

choreography, we need them to play specific roles. For instance, if an entity publishes the

fact that it acts according to the role “seller” of a public choreography, for interacting

with it, it will be necessary to play the role “customer” of the specified choreography.

For playing a role described in a choreography a peer must own a policy that is

conformant to that role. The so-called conformance checking test [11, 19,15,20], of a

policy w.r.t. a choreography, guarantees that the owner of the policy will be able to

interoperate with the other role players within the choreography, the interesting point

being that such verifications can be performed locally, player by player, w.r.t. the public

specification independently from whoever they will be.

The conformance test assures the interoperability but it doesn’t give any information

on how an entity can decide to select a specific choreography. In general an entity is

interested not only in a choreography role that is conformant to the internal policy, but

it would like to select a role description that guarantees the fulfillment of an objective.

Therefore there is a need to have a tool that an entity may be use to reason on a role

description in order to establish if it can reach a goal of interest. In this case a problem

arises: a choreography description contains only the description of the communicative

(an observable) behavior that occurs between the role involved in the interaction. It

does not specify anything about the internal (and unobservable) actions that must be

performed between the communicative acts. For instance, in a book shop service, when

the seller receives the information about a book to search, it must check its availability

into the warehouse in order to send the correct response to the buyer role. This action

represents an operation that must be owned (and performed) by the entity that intends

to enact the seller role, and whose implementation the entity might wish to keep private
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to the other roles defined in the choreography. In other words, it is necessary to bind the

interactive behavior that is encoded by the role specification with the internal behavior

that an entity must have in its internal state. The way in which this internal operations

are implemented and performed by the entity is not relevant, the important point is to be

sure that the entity has the required capabilities. In the first part, this thesis goes in this

direction, introducing an approach that aims to enrich choreographies by specifying the

capability requirements. A capability requirement expresses an operation, that an entity

should be able to perform at some specific point of the choreography: in order for the

role to be “playable” by the entity, the entity must have the requested capabilities. The

selection of those capabilities of the candidate player that will substitute the capability

requirements requires a matching process.

The task of retrieving capabilities that match given requirements is analogous to

the task of service discovery. Therefore, it is straightforward to think to use the same

techniques, like for instance [76,109,42]. In particular, in this thesis the attention will

be focussed on the matches proposed by Zaremski and Wing in their seminal work [109],

where various kinds of relaxed match, that capture the notions of generalization, spe-

cialization, and substitutability of software components, are proposed. The specification

is given in terms of pre- and post-conditions, written as predicates in first-order logic.

These matches are at the basis of many proposals, both for software component match

and for web service match [62,76,84,70]. The idea of working on a specification of soft-

ware components (although not yet on pre- and post-conditions) can be found also in

earlier works, such as [54], where a compositional method for the automatic analysis and

verification in the area of “transition systems” is given, in which interface specifications

are used to express context constraints between two processes.

As said before, this work considers the case when a role is adopted because it allows

the achievement of a goal of interest. The decision is taken after a reasoning process

applied to the specification. Intuitively, a role will be adopted if it allows an execution

that leads to the goal [18,68]. If, on a hand, the decision is taken on the role description,

on the other hand, the actual execution will involve the policy for the specific peer, i.e.

an instantiation of the role in which capability requirements have been substituted by

matching capabilities. The natural question is: “will the policy still allow to reach the

goal?”. If the selected capabilities match in an exact way with the requirements, the

obvious answer is yes. However, it is unlikely to have capabilities that perfectly match

the requirements and many kinds of match that have been proposed in the literature

are in some way partial. In this thesis we will show that none of the partial matches in
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[109] guarantee that the policy, obtained by performing the substitution, will allow to

reach the goal of interest. The reason is that, by their nature, they take into account

only the “local” information given by the capability requirement and do not consider

constraints posed by the choreography (“global” constraints). For this reason an ap-

proach to integrate the plug-in match in the context given by a choreography in such a

way that the goal is preserved by the substitution is introduced. This approach will be

used in this thesis not only to select a choreography role with a goal-driven reasoning

technique, but it will be applied also to inspect the role description enriched with capa-

bility requirements in order to generate, in a (semi) automatic way, a conformant and

executable policy. A similar approach has been adopted, in the past, for synthesizing

agent behaviors from UML specifications in [73]: this approach however allows to gen-

erate Jess [93] policy skeletons that must be integrated by the human user in order to

become executable.

Another key-issue of the open environments that this thesis faces is the service se-

lection. As mentioned before, it is unlikely to discover services that perfectly match a

specification: there is a growing need to improve software reuse by using some degree of

flexibility. In this line, semantic matchmaking approaches like OWL-S[46], WSMO[103]

and WSDL-S allows the discovery of services, whose descriptions do not exactly match

with the corresponding requirements. However, semantic matchmaking techniques focus

on the discovery of a single services, in the sense that a service is considered as corre-

sponding to a single operation. In general, the use of a web service implies the execution

of a sequence of operations in a particular order, which might even involve other services

[3]: for instance, the clients of a supplier web service have to identify themselves, request

item prices and delivery time, and so on. In order for the interaction to be successful,

the message exchange must obey some constraints: if they are not satisfied the service

will be unable to process the messages and will return an error. To allow the interac-

tion, web services exhibit interfaces (port-types) which gather various operations that

are logically related. Moreover, it is possible to specify the order in which messages are

to be exchanged by means of languages like WSCI [105] and, at a lower level of detail,

WSDL message exchange patterns [106].

This thesis aims also to combine the service selection techniques of the semantic

matchmaking approaches with the global constraints defined in a choreography. The

focus will be on the selections of existing services that can play given choreography roles,

preserving a condition of interest. This approach will improve the reuse of software and

the decoupling between entities. In fact, open environments are characterized also by a
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high degrees of dynamism: in general there is no guarantee that an entity that satisfies

a given goal at this time will be satisfy it forever or will be available for a long time. In

this sense there is a need of mechanisms that allow to locate services at run-time.

1.1 Contributions

This thesis provides the following contributions:

• The definition of a formal approach based on a declarative representation that

extends a choreography description with the concept of capability requirement,

that allows to represent the non-communicative behavior of the roles involved in

an interaction.

• The study of the relation between the semantic matchmaking techniques and the

achievement of a goal in an interaction ruled by a choreography. This leads to

a proposal for a choreography-driven matchmaking approach in the choreography

role selection.

• An extension of the plug-in matching level that guarantees the goal preservation

by combining local and global constraints.

• A proposal of a choreography-driven matching technique for the selection of exist-

ing services that can play given choreography roles, preserving a goal of interest.

1.2 Outline

The remainder of this thesis is organized as follows:

• Chapter 2 surveys technical aspects, defining the characteristics of Service-Oriented

Architectures and in particular it introduces Web Services technologies and stan-

dards like SOAP, WSDL, UDDI, WS-CDL end BPEL. In the second part, it shows

how a semantic approach can improve the selection and composition phases in a

Service-Oriented environment, highlighting the characteristics of the most impor-

tant approaches on Semantic Web Services, like OWL-S, WSMO and WSDL-S.
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• Chapter 3 introduces the concept of capability requirement that aims to extend

choreography specifications in order to define a formal representation of the non-

communicative behavior of the roles involved in an interaction protocol. Capability

requirements and the related concept of capability will be used in the next chapters

as basis for formal approaches presented in this thesis.

• Chapter 4 discusses about how to check if an entity owns the required capabili-

ties for participating in a specific interaction, which is chosen because it satisfy

a given goal. For this purpose this chapter first proposes an approach based on

a declarative language that allows to represent capability requirements, capabili-

ties, policies and choreographies, and after it shows how to use these descriptions

to enable goal-driven reasoning techniques in the choreography selection process.

Finally, it describes how to extend the WS-CDL language in order to contain the

capability requirement specifications.

• Chapter 5 discusses how the use of a flexible matching technique in the capability

checking process can affect the achievement of a goal in a choreography. The

formal layer introduced in chapter 4 is used to provide a choreography-driven

flexible match that preserves the achievement of a goal during the substitution

phase between capability requirements and capabilities.

• Chapter 6 describes how to use the same approach proposed before in chapters 4

and 5 to the selection a proper service which can play a given choreography role,

preserving at the same time a goal of interest.

• Chapter 7 summarizes the main contribution of this thesis.



Chapter 2

Service-Oriented Architectures

2.1 Service-Oriented Architectures

Information systems are moving towards architectures that increase distribution, de-

coupling and collaboration with the aim to support the integration of autonomous and

heterogeneous components. Autonomy and heterogeneity are on the basis of so called

open environments. In particular in the last years the attention has on Service-Oriented

Architectures (SOA) that enable new kinds of flexible business applications of open en-

vironments in terms of their structure, productivity and administration, increasing the

diffusion of B2B integration processes. The OASIS SOA Reference Model Group defines

a SOA as: ”SOA is a paradigm for organizing and utilizing distributed capabilities that

may be under the control of different ownership domains. It provides a uniform means

to offer, discover, interact with and use capabilities to produce desired effects consistent

with measurable preconditions and expectations” [45]. Many of leading IT industries like

IBM, Sun, IONA and BEA propose a service-oriented solution as reference software

architecture for organizing, designing and building distributed enterprise applications

based on Web Service technologies [4, 39].

As pointed out in [96] SOAs do not consist of futuristic technologies, but they are

built on a set of existing and emerging technologies that solve well known problems in

computer science. SOAs improve several aspects of open systems, like:

• intraenterprise and interenterprise interoperation: it refers to the interoperation

of applications within the same entity/enterprise and between different entities.

7



8 Service-Oriented Architectures

SOAs provide the tools to model the information and relate the models, con-

struct processes over the systems, guarantee transactional properties, add in flex-

ible decision-support

• application customization refers to the possibility for a SOA to customize new

applications by providing a (web) service interface that avoids messaging problems

• dynamic selection of partners in a conversation based on functional and non-

functional criteria like quality-of-service, partner’s credits, goals to pursue, ect.

• software fault tolerance mechanisms can use dynamic selection to find alternative

partners in case of errors (application-level fault tolerance)

• grid computing refers to distributed computing where the resources are made avail-

able over a network. SOAs help the design and the usage of grid resources

• utility computing

• software development in general is made easier with SOAs that provide a seman-

tically rich and flexible computational model

The aspects outlined above require a set of features that each service-oriented ap-

proach must have: the success of a particular systems may depend on such requirements

and in this sense the progresses on standards and tools are encouraging. More in detail

a good SOA requires loose coupling of components, neutrality of the internal compo-

nent’s implementation, flexible and dynamic configuration of the components, support

for components long lifetime, autonomy and cooperation.

A key issue in this kind of architectures is represented by the programming model

adopted [43,96], that is the model used to define the concepts and abstractions made

available to system developers. In general a service-oriented system is not committed to

a particular programming model: most of the proposed solutions are component-based,

but such choice is unable to fully handle some of the requirements mentioned above (in

particular for what concern autonomy, cooperation). For this reason Agents and Multi-

Agent Systems (MAS) have recently been recognized as suitable programming model for

SOAs [60]: in fact MASs have many of the same features required by SOAs in terms of

dynamism, adaptivity, autonomy, cooperation (and competition) and coordination.

In this thesis we will not refer to a particular programming model, but the above

considerations justify the aim of this work, that is to apply techniques previously used
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in the MAS area in order to present a new approach to service selection and composition

driven by the choreography.

2.2 Web Services

The need of a set of common standard technologies for distributed applications has

lead to the development of various proposals that abstract the communication layer

to provide mechanisms for systems integration called with the general term of middle-

ware. Since the early 1980s, when Remote Procedure Call (RPC) [22] was introduced

as the first widespread technology for invoking procedures in distributed systems, many

kinds of middleware have been proposed: we can mention technologies like Transactional

RPC, Object Brokers, Remote Method Invocation (RMI), Transaction Processing (TP)

monitors, message-oriented middleware (MOM), and CORBA. Unfortunately, these ar-

chitectures did not reach the expected degree of acceptance. Moreover there are several

reasons why conventional middleware platforms cannot be used in cross-organizational

interaction. First of all, a middleware is (at least logically) centralized and therefore

it must be controlled by a single company, while in cross-organizational interactions

the applications are distributed and generally the involved companies do not agree that

the ”global workflow” is implemented and executed by an external entity (this is due

to lack of trust, autonomy and confidentiality reasons). Another relevant reason that

makes middleware unsuitable is that in this case interactions are typically short lived,

while B2B interactions are often much longer and this forces the use of asynchronous

exchanges instead of procedures, methods and functions.

Services and Web services are today the most used buzzwords in the area of dis-

tributed computing, but not always with the same meaning [8, 87]. In general we look at

Web Services as a way to expose the functionality of an information system and make

it available through standard web technologies, but we can find in literature various

definitions that range from the very generic and all-inclusive to the more specific and

restrictive. In [77] we can find a very open definition in which a Web Service is seen as

an application accessible to other applications over the Web: according to this anything

that has a URL is a Web Service, including, for example, a CGI script or a program

accessible over the Web with a stable API, published with additional descriptive infor-

mation on some service directory. The UDDI Consortium[32] provides a more restrictive

definition that place the emphasis on the need for being compliant with Internet stan-
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Figure 2.1: The general architectural model for Web Services

dards: ”self-contained, modular business applications that have open, Internet-oriented,

standard-based interfaces” [33]. The World Wide Web Consortium [34] goes in this di-

rection refining the definition: ”a Web Service is a software system identified by a URI,

whose public interfaces and bindings are defined and described using XML. Its definition

can be discovered by other software systems. These systems may then interact with the

Web service in a manner prescribed by its definition, using XML based messages con-

veyed by Internet protocols” [88]. This definition, that we adopt in this thesis, points out

that Web Services should be capable of being defined, described and discovered, clari-

fying the meaning of the term ”accessible”. Moreover the W3C states that the XML

language is part of this technology, but doesn’t mention any other Web standards like

SOAP, WSDL e UDDI (that will be briefly depicted later).

As pointed out in the previous section, the use of standard technologies reduces

heterogeneity, naturally enabling new computing paradigms and architectures and in

particular towards service-oriented computing. Today the two major application areas

of Web Services are Enterprise Application Integration (EAI) and E-commerce. In the

former the integration of legacy applications and systems, that have been successfully

used for many years, has become more and more preeminent in order to enable inci-

sive B2B processes through the development of flexible solutions that avoid expensive

reimplementation. In the latter case the existing Web interfaces provided by the enter-

prises to their customers could be profitably integrated and combined in order to offer

value-added services via common software interfaces.

The general architectural model for Web Services is shown in Figure 2.1 and it consists

of three types of participants:

• Service providers, who create a Web Service and advertise them to potential users
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by registering the Web Service with service brokers.

• Service brokers, who maintain a registry of published services and might introduce

service providers to service requesters.

• Service requesters, who search the registries of service brokers for suitable service

providers, and then contact a service provider to use its services.

In the next section we introduce the characteristics of the main standards for Web

Service publication, advertisement and use.

2.2.1 The Web Service technology stack

As introduced above, the architecture for Web Services is based on principles and stan-

dards for connection, communication, description and discovery. Communication be-

tween providers and requesters of services must happen with the use of a common lan-

guage that is provided by the eXtensible Markup Language (XML). The services must

be described in a machine-readable form, and their specification must contain their op-

eration names, their required parameters and their results. The language by which such

descriptions are provided is the Web Service Description Language (WSDL). An entity

can communicate with other entities by following a common protocol, that is the Simple

Object Access Protocol (SOAP). The Universal Description, Discovery and Integration

(UDDI) specifies a registry that allows clients to find the services they need. Finally,

Services can be composed on the basis of dialogue by means of languages like WS-BPEL,

while WS-CDL can be used to describe an interaction from a global point of view. In

the following we can find a description of the features of these key elements, while figure

2.2 depicts the corresponding technology stack.

SOAP

SOAP [23] was originally intended as a mechanism for providing to networked entities

a remote-procedure call service written in XML, but in the last years it has become

a simple and lightweight protocol for exchanging XML messages over the Web using

protocols like HTTP or SMTP. Although, for what concern HTTP, messages of services

could be encoded directly in HTTP/GET or POST requests, SOAP adds a more rigid

framework, especially tailored for XML message exchange on top. In fact nowadays
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Figure 2.2: The Web Services technology stack

when we talk about Web Services, we often refer to ”Web Services communicating over

SOAP”.

A SOAP message is an XML document that defines an envelope element containing

an (optional) header and a body. The former, if present, provides a control channel for

passing additional directives and information that would influence a recipient’s treatment

of the body, while the latter describes method calls and responses: it must contain the

target service’s URI, the method name and the parameters of the message (the types

are declared in the WSDL document). SOAP messages are assumed to be routed from

on a recipient to another until they arrive at the final destination, defining three types

of nodes : sender, intermediary or ultimate recipient. A message may thus travel from

a sender to a receiver by passing different endpoints along the message path. The

semantics of both header and body are left to the application. Additionally, SOAP

defines a standardized way for handling faults in a message exchange by defining specific

XML elements for it, which eases automatic processing of exceptions.

In conceptual terms SOAP is a stateless protocol and each message is unrelated to

others, but it is possible to add a conversation identifier in order to offer some kind of

statefullness to the interaction. Moreover SOAP does not allow to describe bidirectional

or multiparty interactions, that could be supported at the application level.
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WSDL

Since the web service approach is centered on the notion of ”service”, one of the most

important issues to be addressed is how a service can be described. In a service-oriented

scenario the description of services must be richer than in a conventional middleware

because usually a middleware platform defines and constraints itself many aspects of the

service description and binding process that are therefore implicit, while in web services

this implicit context is missing.

The Web Service Description Language (WSDL) is an XML language for describing

in a syntactic way a programmatic interface to a Web service [31]. The description

of a web service includes definitions of data types, input and output message formats,

operation provided, network addresses and protocol bindings.

More in detail WSDL defines these first level concepts:

Operation represents an atomic functionality offered by the service (like a method in

an imperative programming language)

Message is a representation of typed data that is input/output to/from an operation.

We can find three kinds of messages: IN, OUT and INOUT (it describes data that

can function both as input and as output)

Type A data type is defined using XML Schema and can be mapped to and from the

types of conventional programming languages.

Port type represents a collection of operations

Binding associates a port type to a protocol and data format

Port defines a network address and binding that represents an endpoint where opera-

tions reside

Service is a collection of ports

The behavior of an endpoint is described by means of four kinds of operations.

One-way operations are used from an endpoint to receive a message, while notification

operations permit to send a message. The remaining two operation types describe a

paired operation: with request-response type the endpoint receives a request and emits
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a correlated response, while a solicit-response operation describes a service that emits a

request and receives a correlated response.

The characteristics outlined above describe the WSDL 1.1 standard version, while

the version 2.0 is still now a W3C recommendation [91]. In brief we can remark that

WSDL 2.0 offers a richer set of primitives: for example, it allows to send and to receive

multiple responses to a single query, it does not include the message construct and the

support for operator overloading has been discontinued.

UDDI

Once services have been properly described, these descriptions must be made available

to other entities in the system. For this reason a directory service is needed in order to

enable participants to locate services offered by each other. A directory service allows

service designers to register new services and allows service users to dynamically search

and locate services both at design-time and at run-time. These systems can be hosted

and managed by a centralized entity or otherwise each participant can host and manage

an own directory service (peer-to-peer approach) [108,94,47].

The Universal Description, Discovery and Integration (UDDI) specification [33] pro-

vides a mechanism to publish a service, find a service and connect to the service found

(bind). UDDI is organized in white, yellow and green pages. White pages contain infor-

mation about businesses by organizing them by business names: they include the name,

the contact details and unique identifiers (like the D-U-N-S number). The yellow pages

instead contain categorized information about businesses: in this case taxonomies are

assigned to businesses and users can search on the taxonomy categories to find all entities

that offer services in those categories. Finally the green pages contain the information

that entities use to describe how other entities can conduct an interaction with them.

Green pages are a nested model that comprise business processes, service descriptions,

and binding information. The UDDI data model is represented as XML documents and,

as depicted in the right part of figure 2.3, consists of five main data structures. The

businessEntity contains information about an entity and all services that it offers; it

comprises information like name, contact, relationships with other entities. The busi-

nessService data structure allows to represent a categorized set of services offered by an

entity. It can be a part of one or more businessElement structures and in the same way a

businessElement can have one or more businessService. When a service is discovered, it

must be invoked and for this reason the bindingTemplate structure contains the binding
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Figure 2.3: Mapping WSDL elements onto UDDI data model

information with the service description. Each bindingTemplate belongs to one busi-

nessService element. Finally, the tModel structure contains specific information about

interacting with a specific service. Moreover UDDI specifies two APIs for programmatic

access to UDDI registry: the Inquiry API can be used to retrieve information from a

registry, while for advertising a service the Publish API is provided. In figure 2.3 is

depicted the mapping between WSDL and UDDI.

WS-BPEL

The Web Service Business Process Execution Language (WS-BPEL) [81] is an OASIS

standard XML language for specifying orchestration processes based on Web services.

It builds on IBM’s WSFL (Web Services Flow Language) [69] and Microsoft’s XLANG

(Web Services for Business Process Design) [98] and combines the features of a block

structured language inherited from XLANG with those for directed graphs originating

from WSFL.

WS-BPEL supports the modeling of two types of processes:

Abstract process It describes a not executable process representing a business pro-

tocol that specifies a subjective view of the message exchange behavior between

different parties without revealing their internal behavior.

Executable process It describe an executable process. It is specified in the same

manner of an abstract process, but it adds more internal (and private) details.
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Figure 2.4: A schema of WS-CDL activities

A WS-BPEL process describes a workflow where each element is represented by an

activity that can be divided in two categories: basic and structured activities. The for-

mer category comprises constructs like invoke (invoking an operation on a web service),

receive (waiting for a message form an external source), reply (replying to an exter-

nal source), wait (pausing for a specified time), assign (copying data from one place

to another), throw (indicating errors in the execution), terminate (terminating the en-

tire service instance) and empty (doing nothing). Structured activities specify complex

structures like sequence (defining an execution order), switch (conditional routing), while

(looping), pick (conditions based on timing or external triggers), flow (parallel routing),

scope (grouping activities to be treated by the same fault-handler). Finally links can be

used to impose the dependencies on the execution order of parallel activities.

WS-CDL

The Web Service Choreography Description Language (WS-CDL)[104] is, at the time of

writing, a W3C Candidate Recommendation XML language that allows to describe an

interaction between two or more parties in a global and independent point of view. The

purpose of this language, as defined in the W3C Choreography working group charter[29]

and the requirements document [89], is to define multi-party contracts, which describe

the externally observable behavior of web services, by describing the message exchanges

between them.

The top-level element of a WS-CDL file is the Package element: it is used to contain

one or more choreography descriptions and all the information that are common to all

of them, like information types, roles, relations and communication channels. More in

detail, a package specifies the roles by means of the RoleTypes element: in a RoleType

description each role has associated at least one behavior. A RelationshipType element
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occurs between two role and specify a subset of the behaviors of the roles, while a

ParticipantType element defines an entity that plays a particular set of roles with a

defined subset of the behaviors of those roles. The Choreography element describes a

choreography and consists mainly of a collection of activities that can be executed by

one or more participants. WS-CDL allows the definition of three kinds of activities (you

can see figure 2.4):

• control-flow activities,

• WorkUnit activities,

• basic activities.

We will see that the first two categories permit to represent the basic control-flow

constructs that can be found in imperative programming languages. For what concerns

the control-flow activities, we can find three types of block-structured activities that can

contain a set of sub-activities, namely Sequence, Parallel and Choice. In the first case we

can specify one or more activities that are executed in sequential order, while a Parallel

activity describes one or more activities that can be performed in any order or at the

same time. Finally a Choice activity permits to execute a sub-activity that is chosen

among a set of alternatives. WS-CDL supports two kinds of choice, both a data-driven

and a event-driven choice. In the former the choice is based upon a boolean condition

that can involve data variables, while in the latter the choice depends on the occurrence

of one among a set of events, like the occurrence of an interaction or an update of a

variable. In this case the execution holds until an event occurs (deferred choice).

The WorkUnit activity allows to specify the conditional and possibly repeated exe-

cution of an activity. It is composed by several parts, including:

• a reference to the enclosed activity

• a guard condition and a repetition boolean condition that are used to decide if the

enclosed activity is executed one or more times

• a block condition

In particular, the execution of a WorkUnit begins by evaluating the guard condition

and, in the positive case, the enclosed activity will be executed (otherwise it will be
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skipped). If the activity is executed and completed the repetition condition will be

evaluated, and in case of a true value, the activity will be executed again. The block

condition instead is used to establish if the guard and repeat condition must wait for

variable updates.

The last type of WS-CDL activities, called basic activities, includes:

• Interaction

• NoAction

• SilentAction

• Assign

• Perform

Interaction describes an exchange of information between parties with a focus on the

receiver of information. It can be used to specify a request, a response or a request-

response operation and it consists of three parts that are the participants involved, the

information being exchanged and the channel used for exchanging information. The

information sent or received during an interaction is described by a named variable and

an optional recordReference element in the exchange description. NoAction activity is

an explicit designator used for marking the point where a participant does not perform

any action. It can be used in scenarios where an activity is syntactically required but

no activity is applicable. SilentAction is a kind of basic activity used for marking the

point where participant specific actions with non-observable operational details must

be performed. It is important to point out that in Chapter 4 we present an extension

of WS-CDL in which the SilentAction element is used to contain a description of a

Capability Requirement introduced in Chapter 3. Assign is used to transfer the value of

one variable to another variable within a role, while Perform is used to execute another

choreography inside the environment defined by the executing choreography.

Finally, the Choreography element can also contain exception and finalizer work units.

The former can be performed exceptions occur, while the latter may be activated when

a choreography has completed successfully, but it must be rolled back due to a failure

in another choreography.
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2.3 Web service interoperability

A key issue in service-oriented systems (and in general in open environments), is to

guarantee the interoperability of a set of services that want to reach a common goal.

It is important to point out that very often invoking a service does not consist only in

invoking a single operation and to obtain a (possible) result, but instead a client must

invoke the operations offered by the service provider in a certain order to achieve its

goals. Such exchanges between clients and providers are called conversations : service

providers typically want to impose rules that constrain the conversations, stating which

of them are valid and understood by the service. This consideration underlines the rea-

son why a simple interface description (specified for example in WSDL) is not sufficient

to specify a service. The rules mentioned above form the so called business protocol,

capturing from a subjective view the behavioral aspects of the interactions to which

a particular service can take part to reach a goal. With respect to figure 2.2, a busi-

ness protocol enriches the elementary interface descriptions supported by languages like

WSDL by capturing control-flow and data-flow dependencies, time constraints, message

correlations and transactional dependencies. In literature there are many proposals to

standardize the languages for defining a business protocols, the most important is the

OASIS standard WS-BPEL[81] (in this case we refer to the abstract WS-BPEL business

process specification).

The scenario depicted above is too simple, because in a SOA interactions usually

involve more than two parties and moreover usually each participant may be a client

and a provider at the same time. For this reason there is the need to specify, unlike

the abstract WS-BPEL, the rules that constrain a conversation between services from

an external point of view: in literature this specification is called choreography for what

concern Web Services . More in detail, a choreography describes a collaboration between

a set of services that want to achieve a common goal. It specifies both the interactions

that occur between the participants and the dependencies between these interactions,

like control-flow and data-flow dependencies, message correlations and time constraints.

We can find in literature many proposals to specify multi-party conversations like state

machines, sequence diagrams and activity diagrams, but the basic philosophy is the

same in all approaches: in fact they allow the definition of a choreography in terms

of roles (like customer, supplier, buyer, etc.) and of message exchanges among entities

playing those roles. In the web scenario the proposal that we can consider as standard is

represented by the W3C candidate recommendation named Web Services Choreography
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Description Language (WS-CDL) [104].

On the other hand we have the internal point of view of the conversation represented

by the specification of the behavior of a single entity that wants to take part in an

interaction. In this case this conversation policy must be executable in order to allow

the entity to perform the interaction and moreover it must be private in order to respect

to the properties of service-oriented systems mentioned in section 2.1. Since a policy

is performed by the entity that participate to the interaction, it must be specified in

some programming language according to the entity’s internal architecture [3]: in the set

of Web Services we can use the orchestration language WS-BPEL Executable Business

Process [81].

In this scenario a service that wants to take part in a conversation must have an inter-

action policy that conforms to the choreography specification that rule the conversation

(and in particular respect to the role that the service wants to play). In literature this

problem is known as conformance test and can be considered as a tool that, by verifying

the respect of a protocol, certifies the interoperability of a set of parties: we expect

that two parties which are proved conformant to the same choreography will produce an

interaction that is legal respect to the constraints specified in the choreography.

In the last years two kinds of conformance have been widely studied in different

research fields like multi-agent systems [56,30] and service-oriented computing [48]: a

priori conformance and run-time conformance. A priori conformance is a property of

the implementation as a whole, that checks at design time if an entity of the system

will never produce conversations that violate the choreography specification (respect to

a specific role). In the set of MASs the first proposal of a formal notion of conformance

in a declarative setting is in[38], where the authors consider protocols in which two part-

ners strictly alternate in uttering messages. In [11,19] we can find a framework based on

the theory of formal languages where the interaction protocols and the agent’s policies

are expressed by using finite state automata. The notion of conformance introduced in

these works guarantees the interoperability and is restricted to protocols with only two

roles. The same approach is also adapted to services in [15]. If we look at open systems,

we can cite the proposal contained in [20], in which an extension of bisimulation allows

to overcome the limits mentioned above, supporting protocols that contain an arbitrary

(though finite) number of roles. Run-time conformance instead is a property of the spe-

cific on-going conversation, aimed at verifying during the interaction if the conversation

that is producing is legal. In [2] is proposed an abductive framework that enables a

logic-based social approach for specification and verification of agent interaction.
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In this thesis we will also focus on the case in which a service is interested in playing

a role in an interaction ruled by a choreography, but it does not have a conformant

interaction policy. Thus, in order to allow for the interaction to occur, it is necessary

that the entity adopts a new interaction policy. More precisely, this work aims to use

the choreography role description as a schema for producing in an automatic way an ex-

ecutable interaction policy; the adoption of a choreography-driven approach guarantees

a priori the interoperability with the other parties. As we will see in Chapter 3 a similar

approach has been adopted, in the past, for synthesizing agent behaviors from UML

specifications [3, 74]. If this scenario were set in an agent-framework, one might think of

enriching the set of behaviors of the agent, which failed the conformance test, by asking

other agents to supply a correct interaction policy. This solution has been proposed

from time to time in the literature; recently it was adopted in Coo-BDI architectures

by [5]. CooBDI extends the BDI (Belief, Desire, Intention) model in such a way that

agents are enabled to cooperate through a mechanism, which allows them to exchange

plans and which is used whenever it is not possible to find a plan, for pursuing a goal of

interest, by just exploiting the local agent’s knowledge. The ideas behind the CooBDI

theory have been implemented by means of Web services technologies, leading[24] to the

development of CooWS agents. Another recent work in this line of research is the one by

[92]. Here, in the setting of the DALI language, agents can cooperate by exchanging sets

of rule that can either define a procedure, or constitute a module for coping with some

situation, or be just a segment of a knowledge base. Agents have reasoning techniques

that enable them to evaluate how useful the new knowledge is.

Unfortunately, these techniques cannot be directly imported in the context of service-

oriented computing. The reason is that, while in agent systems it is not a problem to find

out during the interaction that an agent does not own all the necessary actions, when

we compose entities in a service oriented scenario it is fundamental that the analogous

knowledge is available before the interaction among the peers takes place. This work

therefore aims to overcome this limitation.
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Figure 2.5: From the web to Semantic Web services

2.4 Semantic Web Services

2.4.1 Toward a flexible selection and composition mechanisms

The most important drawback of the Web service standards such as WSDL and UDDI

described in section 2.2 is that they work at the syntactical level and this allows the

description of how a Web service can be invoked, what are the operations that can be

called, etc. For this reason the human interaction is required in order to discover and

select the appropriate services and to compose them to provide complex functionalities.

This obviously limits most of the features of SOAs that we described in section 2.1:

like stated in [75], for automation of tasks, such as discovery, composition and execution

of services, a semantic description is required. In fact the Web service standards do

not describe what a service does, but specifies only its interface. To better understand

this need let us consider a scenario in which two services that perform respectively an

addition and a subtraction of two integer numbers are described by means of the WSDL

language. Their signatures, in terms of inputs and outputs, are perfectly equivalent,

but their semantics is totally different: therefore an automatic software system cannot

distinguish between them.

For this reasons in the last years research aimed at making Web service descriptions

more machine processable are gaining momentum. As it happened for the evolution of

the Web technologies that had lead to the Semantic Web [67], we can find several initia-

tives that aim to add a semantic layer to Web service descriptions: we can identify them
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by the term of Semantic Web services. The figure 2.5 depicts the two natural aspects of

the evolution of the Web. On one hand, Web services turn the Web into a more dynamic

environment (but preserving its syntactical nature), on the other the Semantic Web adds

a semantic layer to Web resources for providing machine-understandable capability.

Semantic Web Services approaches mainly extends Web Services standards by adding:

• the use of more levels of relaxed matches (instead of a single exact-match level),

each varying in the degree of satisfaction of the user’s goal, that increases the

software reuse. In this manner, an entity can establish if it can select also a service

that slightly differs from what it is looking for.

• the use of ontologies as shared vocabularies that aims to reduce heterogeneities

between entities.

These kinds of approach have the most important contributions in service discovery,

negotiation, composition and invocation.

It is important to point out that, as stated in [70], the notion of matching goals to

services is similar to component matching: for this reason in this thesis we will use the

levels of matching introduced by Zaremski and Wing in their seminal work [109] in the

set of software components. In the next section we will introduce the characteristics of

this work, while in the remainder of the chapter we will show the features of the most

important approach in the Semantic Web Service area.

2.4.2 Specification matching of software components

Zaremski and Wing in[109] introduce the specification matching that is a way to compare

two software components based on descriptions of components’ behavior. It can help

to determine whether one component can be substituted for another of howone can be

modified to fit the requirements of the another.

The behavior of software components is described by a formal specification: each

of them has precondition Spre and postcondition Spost written as predicates in first-

order logic. Requirements are coherently specified as having precondition Rpre and

postcondition Rpost. Five kinds of relaxed match between R and S are defined:

• EM (Exact Pre/Post Match): Rpre ⇔ Spre ∧Rpost ⇔ Spost
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Figure 2.6: The lattice of the different local matches.

• PIM (Plugin Match): Rpre ⇒ Spre ∧ Spost ⇒ Rpost

• POM (Plugin Post Match): Spost ⇒ Rpost

• GPIM (Guarded Plugin Match): Rpre ⇒ Spre ∧ ((Spre ∧ Spost) ⇒ Rpost)

• GPOM (Guarded Post Match): ((Spre ∧ Spost) ⇒ Rpost)

In brief, Exact pre/post match states the equivalence of R and S. Plugin match is

weaker: S must only be behaviorally equivalent to R when plugged-in to replace R.

Plugin post match relaxes the former: only the postcondition is considered. Guarded

matches focus on guaranteeing that the desired postcondition holds when the precon-

dition of S holds, not necessarily in general. The different matches can be organized

according to a lattice [109], that we have reported in Figure 5.1.

This levels of match capture the notions of generalization, specialization, and substi-

tutability of software components. These matches are at the basis of many proposals,

both for software component match and for web service match [62,76,84,70].
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2.4.3 Semantic Web Services approaches

In this section we give an overview of the most important approaches to Semantic Web

Services: we start introducing the Web Services Modeling Ontology, that is probably

the most important European initiative in this area, next we will present the OWL-S

initiative and finally the WSDL-S approach is depicted.

The Web Services Modeling Ontology

The Web Service Modeling Ontology project [103] is part of the European Semantic

System Initiative and provides an ontological specification for the core elements in the

Semantic Web Services area. More in general, WSMO[90,37] aims to describe all relevant

aspects related to general services that are accessible trough a Web service interface,

enabling the (semi) automatic discovery, selection, composition, mediation and execution

processes. It refines and extends the Web Service Modeling Framework[41]. As depicted

in Figure 2.7, the WSMO approach is made up of three main parts:

• the Web Service Modeling Ontology is a conceptual model for Semantic Web Ser-

vices;

• the Web Services Modeling Language (WSML) is a language which provides a

formal syntax and semantics for WSMO;

• the Web Service Modeling Execution Environment (WSMX) represents the refer-

ence implementation for WSMO.

For what concerns the first part, as stated in [42], the WSMO conceptual model is

based on the following design principles:

Web compliance WSMO adopts the W3C Web technology recommendations like the

Universal Resource Identifier (URI) for identifying their concepts, the Namespaces

for denoting consistent information spaces, and the XML language.

Ontology based Ontologies have been identified as one of the most important com-

ponent in the Semantic Web field. WSMO uses ontologies as the data model:

all resource descriptions as well as all data interchanged during service usage are

based on ontologies.
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Figure 2.7: The components of WSMO approach

Strict decoupling As mentioned before in section 2.1, decoupling is one of the major

requirements of SOA. WSMO meets this requirement: in fact each resource is

specified independently without regard to possible usage or interactions with other

resources.

Centrality of mediation Mediation addresses the handling of heterogeneities that are

implicit in open environments. In WSMO the mediation is represented as a first-

level concept in order to deal with data, underlying ontology, protocol and process

heterogeneities.

Ontological role separation Service users exist in specific contexts which will not be

the same as for available Web services: the underlying epistemology of WSMO

differentiates between the desires of users or clients and available services.

Description versus implementation WSMO provides a concise semantic descrip-

tion model that enables flexible mechanisms for service discovery and composition,

and it is also compliant with existing and emerging implementation technologies.

Services versus Web Services As stated in [8, 87], a Web Service a computational

entity which is able to achieve a user goal by invocation, while a service is the

actual value provided by this invocation. WSMO is used to describe Web services

that provide access to services.

The elements of WSMO conceptual model are defined by means of a meta-meta-

model language based on the Meta Object Facility (MOF) [99]. In particular in figure
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Figure 2.8: The relation between WSMO and MOF

2.8 is depicted the relation between WSMO and MOF: as we see, the metamodel layer

comprises the descriptions that define the structure and semantics of metadata used to

specify ontologies, services, goals and mediator in the model layer. Finally the informa-

tion layer comprises the concrete data that we want to describe.

Each WSMO main concept is described by a common set of nonfunctional properties

based on the Dublin Core Metadata Set [102] that is used to specify generic information

like the quality of service data. The WSMO model defines four type of top-level concepts:

• Ontologies

• Web services

• Goals

• Mediators

In the following we provide a brief description of these top-level elements, see [37] for

a detailed description.

Ontologies provide the formal semantics for the terminology used within all other

WSMO components. They allow the definition of the basic elements of knowledge by

means of the concept construct; relations is used in order to model interdependencies

between several concepts, while functions are special relations, with a unary range and

a n-ary domain, where the range value is functionally dependent on the domain values.

Moreover, WSMO provides a modular approach, allowing to import external ontologies:

in this case ontology mediators can be used to resolve ontology mismatches through

align, merge and transform techniques. Instances are defined either explicitly or by a

link to an instance store.
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Figure 2.9: The description of a Web service in WSMO

The Web service element provides a conceptual model for describing a service in an

unambiguous way and with a well-defined semantic. In this manner this description

can be processed and interpreted by computers without human intervention, enabling,

as pointed out before, the automation of service discovery, selection, composition and

execution. As for the ontologies, a WSMO Web service element is characterized by a set

of nonfunctional properties, the imported ontologies and mediators (both ontology and

choreography mediators). Moreover, it is described by means of capability and interface

attributes. The former describes the functionality offered by the service that is expressed

by the state of the world before the service is executed (preconditions and assumptions)

and the state after the service execution (postconditions and effects). The latter describes

how the functionality offered by the service can be achieved by providing two views of it,

named choreography and orchestration. The choreography element, differently than what

defined in section 2.3, describes the behavior of the service from the point of view of the

client by means of a representation based on the abstract state machine methodology

[57]. The orchestration instead describes how a service makes use of other services in

order to achieve its capability. Figure 2.9 depicts the structure of a WSMO Web service

description.

The third top-level element is the goal. It is used to describe a user’s desire, describing

at a high level a concrete task to be achieved. In this manner WSMO completely

decouples the objectives that a client has from the services that can fulfill them. A goal

can be specified in WSMO by means of nonfunctional properties, imported ontologies,

mediators, requested capabilities and interface. In particular with the requested capability

element a user, as for the Web service description, can specify the capability of the service

that the user would like to have by means of (preconditions, assumptions), postconditions

and effects. The interface element describes the interface of the service that the user
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Figure 2.10: The language variants of WSML

would like to have and interact with: by using this definition a system can compare the

web service and goal choreographies in order to verify the conformance between them.

Finally, as introduced before, mediators are used in WSMO to handle heterogeneity,

that naturally arises in open and distributed systems. Heterogeneities can occur at

different levels between elements that would like to interoperate by resolving mismatches

between different used terminologies (data level), on communicative behavior between

services (protocol level), and on the business process level. In particular, the different

types of WSMO mediators connect the different WSMO elements in order to resolve in

a loose-coupled manner heterogeneities between ontologies (OO mediators), goals (GG

mediators), Web services (WW mediators) and between a Web service and a goal (WG

mediators).

The WSMO project provides a language for the description of WSMO concepts

introduced above, called Web Service Modeling Language (WSML) [66]. It represents

a framework which joins Web technologies (it takes into account the concepts of URI

and relates to XML and RDF) with different logical language paradigms: Description

Logics [7], Logic Programming [71] and F-Logic [64] are taken as starting points for the

development of a number of WSML language variants. In figure 2.10 we report the

different variants of WSML and the relationships between them. They differ in logical

expressiveness and in the underlying language paradigms. More in detail we can identify

five WSML variants:

WSML-Core is based on the intersection of the description logic SHIQ and horn
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Logic, called DLP (description logic programs) [55]. It has the least expressive

power of all the WSML variants. The main features of the language are con-

cepts, attributes, binary relations, and instances, as well as concept and relation

hierarchies and support of datatypes.

WSML-DL captures the description logic SHIQ(D)

WSML-Flight is an extension of WSML-Core which provides a powerful rule lan-

guage. It adds features like metamodeling, constraints and nonmonotonic nega-

tion. WSML-Flight is based on a logic programming variant of F-Logic [64] and is

semantically equivalent to datalog with inequality and (locally) stratified negation.

WSML-Flight is a direct syntactic extension of WSML-Core, and it is a semantic

extension in the sense that the WSML-Core subset of WSML-Flight agrees with

WSML-Core on ground entailment (for more detail see [65]).

WSML-Rule extends WSML-Flight with further features from logic programming,

namely the use of function symbols, unsafe rules and unstratified negation under

the well-founded semantics [50].

WSML-Full unifies WSML-DL and WSML-Rule under First-Order umbrella with ex-

tensions to support the nonmonotonic negation of WSML-Rule. The semantics of

WSML-Full is currently an open research issue.

The semantics of WSML ontologies is defined through a mapping between the WSML

logical syntax and the formalism which is related to the language variant. This facilitates

the understanding of the language and allows to use complexity results from known

definitions and accepted literature. WSML-Core and WSML-DL logical expression are

mapped to first-order predicate logic, while the semantics of WSML-Flight and WSML-

Rule is defined through a mapping to F-Logic programming.

The third component of the WSMO approach depicted in figure 2.7 is the Web Ser-

vice Model Execution Environment (WSMX)[101]. It is a software system which enables

dynamic discovery, selection, mediation and invocation of Semantic Web Services [58]

based on the WSMO approach. It has mainly two operational aspects: a provider can

register its services in order to make them available to the consumers (registration pro-

cess), and a consumer can find the Web services that suit its needs and then invoke

them in a transparent and reliable way (execution process). It is important to point

out that the execution process consists of two phases: the discovery phase finds which
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Figure 2.11: The WSMX architecture

Web services suit the desired goal, while in the invocation phase the selected service is

executed. In figure 2.11 we can find the architecture of WSMX that depict its main

components. The Adapter transforms (through mapping rules) the format of external

received messages or events into the WSML compliant format understood by WSMX.

The Compiler component is responsible of the syntactical validity of WSML documents

and for storing the information in the repositories. In particular during the registration

process this component is used to validate the description of a Web service, while in

the discovery phase it parses the goal descriptions. In this perspective, the open-source

WSMO API [107] integrates the work on the Compiler component and provides a refer-

ence implementation for parsing a WSMO document and for constructing, querying and

modifying a corresponding memory model. The Matchmaker component is responsible

for finding appropriate Web services, previously described and registered into the repos-

itory, that allow the achievement of a goal. As pointed out in section 2.4.1, in order to

enhance the reuse of software components, the user may be interested also in services

that will not exactly deliver what they are asking for, but are to some extent related to

it. Several techniques and implementations [62,63,78] are already being developed for

doing discovery on WSMO goal and services and are designed to be adopted for WSMX,

but the first release of the system supports only a simple string-based matching. The

Data mediator component corresponds to the ontology mediator in the WSMO specifi-

cations. It is able, at run-time, to load and store mappings between ontologies, to create

the necessary rules, to apply them to the source instances and to pass forward the target

instances (that will be used for example in the invocation phase). The Choreography

engine provides a component for the runtime analysis of two given WSMO choreography

instances and for using the mediators to compensate the possible mismatches that may
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Figure 2.12: The OWS-S main concepts

appear (for example for generating dummy acknowledgement messages or for grouping

several messages in a single one). Finally, the Composition component allows to execute

complex compositions of services in order to achieve a certain goal.

OWL-S

The OWL-S [46] approach is an OWL ontology [95] that allows the descriptions of the

characteristics of semantic web services. The initiative has its roots in the DAML-S

ontology [6], the first version of which was released in May 2001; the current version was

submitted as a member submission to the W3C in November 2004. The ontology defines

three top-level concepts (see figure 2.12) that consist of three sub-ontologies:

• service profile

• service model

• service grounding

All these sub-ontologies are part of the Service main element.

The service profile is used to express ”what a service does”, for purposes of adver-

tising, constructing service requests, enabling discovery and matchmaking mechanisms,

as we can see in [84]. Each service description can contain zero or more instances of
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service profile, so the same service can be described in different manner. The informa-

tion contained in a service profile instance comprise nonfunctional aspects, such as the

quality of service information and the references to existing categorization schemes (like

the UNSPC) or ontologies, and the contact information that refers to the entity that

provide service, but the most important characteristic presented is the specification of

what functionality the service provides. A service profile description emphasizes two

aspects of that:

• the information transformation represented by inputs and outputs of the service;

• the state change produced by the execution of the service represented by means of

preconditions and effects.

For what concern inputs and outputs, they refer to OWL classes that describe the

types of instances to be sent to the service and the respective responses to be expected,

while the format of preconditions and effects is not fixed: they are represented as logical

formulas by using either a string representation in languages like KIF [51] or PDDL[52],

or XML-based languages like SWRL [61] or RDF. This approach can cause problems

because the semantics of these logical expressions is not covered by the expressivity of

the OWL-S ontology, but it is referred to the expressivity of languages mentioned above.

Thus, parties that exchange OWL-S profile descriptions need to agree on the language

for the representation of the conditions.

The service model describes ”how a service works”, in order to enable invocation,

enactment, composition, monitoring and recovery. The main use of a service model is to

enable invocation, enactment and composition. The service model views the interactions

of the service as a process, that is as a specification of ways in which a client may interact

with the service. The information required and produced by a process is described,

as for the service profile, by inputs and outputs, while the state change information

are described by means of preconditions and effects. A service model process can be

described by means of:

• atomic processes

• composite processes

• simple processes
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Atomic processes describe services like single-step simple operations that expect one

message and return one message in response. They are directly invocable and do not

consist of any sub-processes. Composite processes instead are built up from atomic or

simple processes by standard workflow constructs like sequence, split, join, choice. A

description of a composite process shall not be interpreted as the behavior that a service

will do, but but a behavior (or set of behaviors) the client can perform by sending and

receiving a series of messages. If the composite process has an overall effect, then the

client must perform the entire process in order to achieve that effect. Finally, a simple

process may be used either to provide a specialized view of some atomic process, or a

simplified representation of some composite process that can be used for planning and

reasoning purposes.

The third top-level element is the service grounding that maps the constructs of the

service model onto detailed specifications of message formats and protocols. More in

detail, OWL-S allows to map atomic processes to WSDL operations and their inputs

and outputs to WSDL messages. The OWL representation of inputs and outputs can

be translated into WSDL messages by using a XSTL transformation.

SAWSDL

Semantic Annotation for WSDL [40] is a recommendation introduces recently by the

W3C that represents the evolution of the WSDL-S proposal. SAWSDL provides a stan-

dard means by which WSDL documents can be related to semantic descriptions, such

as those provided by OWL-S, WSMO and other Semantic Web services frameworks.

Respect to the approaches mentioned above, SAWSDL is a minimalist approach which

provides an extension of the existing Web service descriptions in WSDL with semantics.

It adds annotation tags to the XML schema of WSDL that describe semantically the

inputs, outputs and the operation of a web service. This semantic model is kept outside

WSDL, so the approach is agnostic to any ontology representation language.

Conceptually, WSDL 2.0 has the following components to represent service descrip-

tions: Element Declaration, Type Definition, Interface, Binding and Service. Of these,

the first three deal with the abstract definition of a service while the latter two deal

with service implementation. This specification focuses on semantically annotating the

abstract definition of a service to enable dynamic discovery, composition and invocation

of services. This specification does not address the annotation of service implementa-

tions. It provides generic reference mechanisms that can be applied, for example, to the
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aforementioned components. The references can point to concepts defined in semantic

model or to mapping documents.

A summary of the extension attributes defined by SAWSDL is given below:

• an extension attribute, named modelReference, to specify the association between

a WSDL or XML Schema component and a concept in some semantic model. It

is used to to annotate XML Schema type definitions, element declarations, and

attribute declarations as well as WSDL interfaces, operations, and faults.

• two extension attributes, named liftingSchemaMapping and loweringSchemaMap-

ping, that are added to XML Schema element declarations and type definitions for

specifying mappings between semantic data and XML.

The modelReference attribute allows multiple annotations to be associated with a

given WSDL or XML Schema component via a set of URIs. These URIs may identify

concepts expressed in different semantic representation languages. When a component

is annotated with a modelReference that includes multiple URIs, each of them applies to

the component, but no logical relationship between them is defined by this specification.

SAWSDL introduces schema mapping annotations to address post-discovery issues in

using a Web service. Model references can be used to help determine if a service meets

the requirements of a client, but there may still be mismatches between the semantic

model and the structure of the inputs and outputs. A lowering schema mapping would

take the client’s semantic data and turn it into XML, and in the process it would

perform the necessary concatenation to produce the full name. In general, lifting schema

mappings lift data from XML to a semantic model, whereas lowering schema mappings

lower data from a semantic model into an XML structure. A client may use WSDL with

semantic annotations to describe the service it expects. Again, if the XML structures

expected by the client and by the service differ, schema mappings can translate the

XML structures into the semantic model where any mismatches can be understood

and resolved. Schema mapping relates the instance data defined by an XML Schema

document with some semantic data defined by a semantic model. Such mappings are

useful in general when the structure of the instance data does not correspond trivially

to the organization of the semantic data. The mappings are used when mediation code

is generated to support invocation of a Web service.
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Chapter 3

Introducing capabilities

3.1 Introduction

In Section 2.3 we discussed about the interoperability of a set of independent and het-

erogeneous entities that aim at interacting in order to reach a common goal. In this

scenario there is a need of specifying the rules that constrain interactions by means

of public choreographies that describe them from a global point of view in terms of

roles and exchanged messages. On the other hand, an interaction policy describes the

behavior of an entity that wants to take part in an interaction through a private and

executable specification. For playing a role described in a choreography an entity must

own a policy that is conformant to that role. The so-called conformance checking test,

of a policy w.r.t. a choreography, guarantees that the owner of the policy will be able to

interoperate with the other role players within the choreography, the interesting point

being that such verifications can be performed locally, player by player, w.r.t. the public

specification [9, 15,28].

It is important to observe that these approaches ensure an entity about the interop-

erability aspects, but they do not give any hint on how the policies should implement

the non-communicative behavior. In fact a policy contains not only the communicative

aspects but also the internal actions that an entity must perform among communicative

acts: they are usually used to consume inputs received from other parties and to produce

outputs that will be sent or used in branch conditions. For example, if we consider an

e-commerce scenario of an on-line book shop, when the seller receives from the buyer a

book title it must be able to check its availability by executing the corresponding internal

37
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action. An entity could have more than one implementation of a specific operation that

can be used depending on the execution context and, moreover, when an entity takes

part to an interaction it is important to take into account the reason why it participates,

representing it formally as a goal and enabling reasoning techniques that aim to choose

the right implementation of the internal actions. For this reason there is a need to define

a formal representation of the internal actions too, both in the interaction policy and

in the choreography specifications. As pointed out before, a choreography description

specifies only involved roles and exchanged messages and for this reason this chapter

introduces an approach that aims to extend choreography specifications with the con-

cept of capability requirement that will be used in next chapters for enabling goal-driven

reasoning techniques.

The results presented in this chapter have been also shown in [13]

3.2 Capability Requirements and Capabilities

The need of enriching the choreography specification with a formal representation of

internal actions can be highlighted also in a scenario in which an entity wants to take

part in an interaction ruled by a given choreography, but it doesn’t own a conformant

interaction policy. In this case the protocol definition can be used for supplying the entity

with a new policy that is obtained directly from the definition of the role that the peer

would like to play (this process can be useful, for example, when the conformance test

fails). A policy skeleton could be directly synthesized in a (semi) automatic way from the

protocol description. A similar approach has been adopted, in the past, for synthesizing

agent behaviors from UML specifications in [73]. In this perspective, a problem arises:

choreographies only concern communication patterns, i.e. the interactions of a peer with

others, abstracting from all references to the internal state of the player and from all

actions/instructions that do not concern communication. Nevertheless, in this scenario

we are interested in a policy that the peer will execute and, for permitting the execution,

it is necessary to express to some extent also this kind of information. The conclusion

is that if we wish to use protocols as a basis for policy skeletons, we need to specify

some more information, i.e. actions that allow the access to the peer’s internal state.

Throughout this thesis we will refer to such actions as capability requirements. For what

concerns the specific entities, it is necessary to have a representation of their capabilities.

The term capability has been used in literature with different meanings (see Section 3.4),
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Figure 3.1: The FIPA ContractNet Protocol, represented by means of UML
sequence diagrams, and enriched with capability specifications.

in this work it represents an internal action that an entity must perform between two

communicative act of an interaction policy. Due to the heterogeneity of entities in open

environments, it will be adopted a logic-based declarative representation that abstracts

away from the details of the specification. In the particular case of Web services, we

could, in the line of the semantic web service approaches mentioned in Section 2.4,

annotate each service by means of a declarative description of its capabilities expressed in

terms of inputs, outputs, preconditions and effects : this will enable a semantic approach

to what in the following chapters we will call capability test. This issue is discussed more

in detail in Chapter 4.

For better explaining these ideas, let us consider, as a simple choreography example,

the well-known FIPA ContractNet Protocol, in [49], pinpointing the capabilities that are

required to a peer which would like to play the role of Participant or Initiator. Figure

3.1 reports a UML version of the protocol (rectangles represent capabilities).

ContractNet is used in electronic commerce and in robotics for allowing entities,

which are unable to do some task, to have it done. The protocol captures a pattern of

interaction, in which the initiator sends a call-for-proposal to a set of participants. Each

participant can either accept (and send a proposal) or refuse. The initiator collects all

the proposals and selects one of them. Figure 3.1 describes the interactions between the

Initiator and one of the Participants. In this example we can detect three different ca-

pability requirements, one for the role of Initiator and two for the Participant. Starting

from an instance of the concept Task, the Participant must be able to evaluate it by

performing the evaluateTask capability, returning an instance of the concept Proposal.

Moreover, if its proposal is accepted by the Initiator, it must be able to execute the
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task by using the capability executeTask, returning an instance of concept Result. On

the other side, the Initiator must have the capability evaluateProposal that chooses a

proposal among those received from the participants. In order to play the role of Par-

ticipant an entity will, then, need to have the capabilities evaluateTask and executeTask,

whereas it needs to have the capability evaluateProposal if it means to play the role of

Initiator. As it emerges from the example, a capability identifies an action (in a broad

sense) that might require some inputs and might return a result. This is analogous to

defining a method or a function or a Web service. So, it can be meaningful to specify a

capability by its name, a description of its inputs and a description of its outputs (see

fig 3.1). However this is not the only possible representation, for instance if we interpret

them as actions, it would make sense to represent also their preconditions and effects

(or goals). We will come back to this issue in Chapter 4.

3.3 The flight company example

To better explain the role of the capability requirements through a more rich and realistic

scenario, in this section we introduce an example choreography (enriched with capability

requirements) set in on e-traveling application domain, that calls for the interaction of

two entities. We will also show a few situations, that can be tackled by reasoning on

this schema and on the actual capabilities that a candidate role player has.

Let us, then, consider an e-travel organization company, of the kind of well-known

Expedia (URL: http://www.expedia.com), focussing, in particular, on the issue of having

some seats reserved on some flight. A company of this kind offers a sort of portal, through

which a user has access to a wide variety of flight (and other kinds of) companies,

retrieves information about, e.g., flights, compares the various offers and, in the end,

can buy tickets. In a traditional view, each flight company, which has its own information

system, must adhere to a common interface for allowing information about its products

to be shown on demand and, eventually, bought. In this way, only companies which

explicitly agree on the use of the common interface can be advertised through the portal.

The adoption of choreographies, annotated with capability requirements, would allow

to smoothen this limit and allow also flight companies, which do not explicitly take

part to the “portal association” to be enquired about flight offers and to sell their

products through the portal. In the remainder of the work we will call the extended

choreographies, which account not only for the interaction among the parties but also
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provider

ALTERNATIVE

refuse

inform(cc)

ALTERNATIVE

requester

askCC
validateCC
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inform(reservation)

ALTERNATIVE

request(info)

Figure 3.2: E-flight reservation: an example of choreography, annotated with
capability requirements. For graphical reasons each required capability is de-
noted simply by a label. Their full representation is in the text.

for capability requirements, enriched choreographies.

Figure 3.2 reports an enriched choreography, in the form of a sequence diagram. This

choreography is an example of the interaction that one might reasonably expect to occur

between the e-travel company and each involved flight company, when a user wants to

buy a ticket. If the choreography is made public, any flight company can download

the description of the role provider and reason about it to decide (1) if it can play it

and (2) if it can play it as it likes to. The role requester is supposed to be played by

the e-travel company, instead. We could also think to an opposite scenario in which a
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similar choreography is published by a flight company, rather than by an e-travel agency,

stating the interaction protocol required by an interlocutor to deal with it. In this case

the difference would reside in the fact that the validation of credit card information

should be performed by the provider and not by the requester.

The role provider includes five capability requirements:

1. listOfFlights = searchInfoFlight(info): the capability to search for the requested

flights for some user;

2. checkMilesProgram(): the capability to check if a miles program can be applied, it

returns a boolean value and can be used in conditions);

3. checkCredentials(miles, chosenFlight): the capability to check the credentials of a

user who would like to pay by miles; it returns a boolean value that can be used

in conditions;

4. updateMiles(miles): the capability to update the miles amount when this option

of payment is chosen;

5. reservation = takeReservation(info, chosenFlight): the capability to reserve the

chosen seats for the user.

Figure 3.2 shows also the capabilities required to the requester:

1. showFlightList(listOfFlights): showing a list of flights;

2. chosenFlight = getUserChoice(): getting the user’s choice;

3. cc = askCCinfo(): asking for information about a credit card;

4. validateCC(cc): validating a credit card, it returns a boolean that can be used in

conditions;

5. showAltPay(): showing alternative forms of payment;

6. choice = getUserPayChoice(): getting the user’s the desired form of payment, it

returns a value to be used internally by the requester.

By taking a look at the choreography definition, it is easy to see that some capabilities

are necessary in all alternative execution paths, while some others are used only in
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some of the paths. One of them is checkCredentials, another one, on the requester’s

side is showAltPay. Indeed, a flight company which does not offer a miles program is

very unlikely to have a capability that matches checkCredentials because it would be

meaningless. A question that one would like to answer is whether this company can

anyway succeed in selling tickets by playing the role. In our example this is possible,

given that the company has capabilities that match other requirements. In fact, there

is an execution path leading to success that does not require this capability.

Notice that it is not possible to derive the same conclusion in the case of an entity

willing to play the role requester and not having a capability matching with showAltPay.

In fact, the choice of taking the path on which that capability is required is not up to

the requester but to the provider.

Another problem that can easily be solved by using enriched choreographies concerns

the enactment of privacy policies. This case is a variation of the previous one, in which a

capability is available or unavailable depending on a decision of the candidate player. To

better explain this point let us suppose that the flight company has a capability matching

with checkCredentials but its use is constrained by a precondition: the capability can

be used only if the interlocutor is member of the “Super Alliance” group. Since the

interlocutor’s identity is known, it becomes possible to decide, before actually taking

part to the interaction, if it is the case of using this capability or not. So if the requester

is not member of the alliance, the paths containing this requirement will be disabled.

The flight company will anyway be able to complete with success the selling process by

using the credit card payment option.

A third case that we consider is that in which the entity has various implementations

of a same requirement, and the reasoning process selects the properest one by reasoning

on the role definition and on the previously selected capabilities. To this aim, let us sup-

pose that the capability matching with searchInfoFlight has as an effect the prebooking

of seats on the list of flights that are returned as an answer. This is done in order to

allow the user to make its choice being sure that a seat, that has been declared available

at that stage, will still be available when the transaction will be concluded with the real

reservation. Let us also suppose that the flight company service has two implementa-

tions that match takeReservation. One is thought for being used in case of prebooking,

the other one in case no prebooking has been done. If preconditions and effects of each

capability are specified, the reasoning process finds out automatically that only the first

capability is actually applicable, because at the point when it is requested the fact “pre-

booking” will have been added to the state of execution. If preconditions and effects
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were anyway represented, it would also be possible to apply forms of goal-driven reason-

ing. For instance, let us suppose that the flight company, willing to play the role of the

provider, does not desire to use its miles program when interacting with a mediator like

our e-travel agency, although it would have the necessary capabilities. Checking if it

can take part to the interaction avoiding, at the same time, to be paid in miles, can be

translated in the problem of finding a plan, seen as a subset of the possible executions

of the role specification, that allows for it to reach a state where a ticket has been sold

and no miles have been used. If, for instance, the capability matching updateMiles has

the effect of stating that miles have been used, the paths including this capability will

be cut out. In the case of the specification reported in Figure 3.2 the flight company will

actually find out that it is necessary to cut the whole subtree starting with the answer

“yes” to queryIf(milesProgram). We will face this issue in Chapter 5.

3.4 Related works on capabilities

The term “capability” has been used by [82] (a work inspired by JACK, by [27] and

extended by [83]), in the BDI framework, for identifying the “ability to react rationally

towards achieving a particular goal”. More specifically, an agent has the capability to

achieve a goal if its plan library contains at least one plan for reaching the goal. The

authors incorporate this notion in the BDI framework so as to constrain an agent’s

goals and intentions to be compatible with its capabilities. This notion of capability is

orthogonal w.r.t. what proposed in this thesis. In fact, we propose to associate to a

choreography (or protocol) specification, aimed at representing an interaction schema

among a set of yet unspecified entities, a set of requirements of capabilities. Such re-

quirements specify “actions” that entities, willing to play specific roles in the interaction

schema, should exhibit. In order for an entity to play a role, some verification must be

performed for deciding if it matches the requirements.

In this perspective, the notion of capability introduced in this work resembles more

closely (sometimes unnamed) concepts, that emerge in a more or less explicit way in

various frameworks/languages, in which there is a need for defining interfaces. One ex-

ample is Jade, by [35], the well-known platform for developing multi-agent systems. In

this framework policies are supplied as partial implementations with “holes” that the

programmer must fill with code when creating agents. Such holes are represented by

methods whose body does nothing. The task of the programmer is to implement the
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specified methods, whose name and signature is, however, fixed in the partial policy. For

example, the class ContractNetResponder supplies the policy implementation for the role

participant of the contract net protocol shown in Figure 3.1. That class provides, among

the others, the methods handleCfp and handleAcceptProposal. The default implemen-

tation for such methods does nothing and returns null, programmers have to override

it to react to these events. These methods represent the capabilities evaluatedTask and

executeTask in Figure 3.1. It is worth noting that it is not mandatory to handle all

events but only the events the programmer believes relevant in his implementation.

Another example is powerJava, [16,17], an extension of the Java language that ac-

counts for roles and institutions. Without getting into the depths of the language, a

role in powerJava represents an interlocutor in the interaction schema. A role definition

contains only the implementation of the interaction schema and leaves to the role-player

the task of implementing the internal actions. Such calls to the player’s internal actions

are named “requirements” and are represented as method prototypes.
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Chapter 4

Checking capabilities

4.1 Introduction

In the previous chapter the choreography specifications are extended with the concept

of capability requirement with the aim to allow entities to reason about them in order

to establish if the adoption of a specific role is able to satisfy a goal. If this occurs,

the entity will check if it owns the corresponding capabilities and a conformant policies

that will be used in the interaction. Checking whether an entity has the capability

corresponding to a requirement is, in a way, a complementary test w.r.t. checking

conformance. With a rough approximation, when we check conformance we abstract

away from the behavior that does not concern the communication described by the

protocol of interest, focusing on the interaction with a set of other entities that are

involved, whereas checking capabilities means to check whether it is possible to tie the

description of an interaction policy to the execution environment defined by the entity.

In this chapter we will discuss about the issues related to the capability checking:

in the first two sections we will explain how a semantic matchmaking approach can

be used to check the correspondence between the capability requirements defined in a

choreography and the capabilities owned by an entity, intuitively showing how this kind

of approach can affect the reasoning process on choreographies. After, a formal approach

for representing capabilities, capability requirements, policies and choreographies based

on a declarative language is introduced. This will be used to introduce the goal-driven

reasoning techniques that represents the formal layer for the following chapters. Finally,

we will show how to extend the WS-CDL language with the specification of the capability

47
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requirement concept.

The results presented in this chapter have been also shown in [13]

4.2 The capability test

Checking if an entity has the required capabilities for participating in an interaction is a

process that depends on the choice of how to describe capability requirements and capa-

bilities, the matching techniques used to establish the relations between these concepts

and, finally, on the reasoning techniques used in the goal-driven choreography selection.

The capability test obviously depends also on the way in which the policy is developed

and therefore it depends on the adopted language. In Jade (see Section 3.4), for in-

stance, there is no real capability test because policies already supply empty methods

corresponding to the capabilities, which the programmer redefines. In powerJava the

check is performed by the compiler, which verifies the implementation of a given interface

representing the requirements. Further details can be found in [16], in which the same

example concerning the ContractNet protocol introduced in Section 3.2 is described.

In the scenario outlined in the previous chapter with the flight company example, the

capability test is done a priori w.r.t. all the capabilities required by the role specification,

however, the way in which the test is implemented is not predefined and can be executed

by means of different matching techniques. A simple signature matching, like in classical

programming languages and in powerJava, could be used as well as more flexible forms

of matching. This last kind of approach will be used in this thesis and in particular

the semantic matchmaking techniques proposed in the set of semantic web services (see

Section 2.4) for matching service descriptions with queries will be used in matching

of capabilities. In fact, semantic matchmaking supports the matching of capabilities

described by means of their preconditions and effects with different names, and with

different numbers (and descriptions) of input and output parameters. For example,

let us consider again the evaluateProposal capability associated to the role Initiator of

the ContractNet protocol (see Figure 3.1). This capability has an input parameter (a

proposal) and is supposed to return a boolean value, stating whether the proposal has

been accepted or refused. A first example of flexible, semantics-based matchmaking

consists in allowing a peer to play the part of Initiator even though it does not have a

capability of name evaluateProposal. Let us suppose that evaluateProposal is a concept

in a shared ontology. Then, if the peer has a capability evaluate, with same signature of
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evaluateProposal, and evaluate is a concept in the shared ontology, that is more general

than evaluateProposal, we might be eager to consider the capability as matching with

the description associated to the role specification.

Representing capability requirements and capabilities by means of preconditions and

effects enables further forms of verification, e.g., verification based on goal-driven forms

of reasoning. When we deal with entities which interact with one another or with some

human user, it is sometimes important that part of the information that is exchanged is

protected, so it can be disclosed only if some conditions hold. Moreover, the entity could

have (or have adopted) some goals of its own, besides those concerning the interaction

for which the role is taken into account. These goals can be seen as constraints which

must hold all along the possible executions, which could prevent the use of some capa-

bilities, force the use of other capabilities or prevent the disclosure of some information.

These goals are internal to the entity and they require forms of reasoning about the

execution of policies. To this aim, describing the entity’s functionalities by means of

inputs and outputs is not enough: it is necessary to introduce next (or in place of) them

a representation of the preconditions and effects of functionalities. In other words, it is

useful to model capabilities as actions.

Enacting a form of reasoning that involves the use of goals requires the simulation

of the execution of the received policy, therefore, it is necessary to introduce a notion of

state. It is worth to point out that the matchmaking process and the reasoning about

goals process can be fruitfully combined. In fact, when an entity has a set of alternative

capabilities which match a capability requirement, it is necessary to make a choice. Nev-

ertheless, the chosen capability not necessarily will lead to the goal satisfaction. In these

cases forms of backtracking are to be considered. For instance, a flight company could

have a miles program and, at the same time, it could decide to accept only payments by

credit card. In this situation, the company is very likely to have a capability matching

with updateMiles. Using this capability, however, would not allow for it to reach the

goal. If the path that foresees the use of this capability is being explored, then, it will

be necessary to backtrack and see if there are other viable solutions.

4.3 Local and global aspects

The answers of a matchmaking process have a local scope because they take into account

only a capability requirement and the capabilities of an entity. It does not consider the
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Figure 4.1: Global vs local aspects

context given by the choreography. In order to perform even the choice of one capability

to be used in an interaction ruled by a given protocol, it is important to have the

ability of verifying the consequences of our choice. In this case, (semantic) matchmaking

is to be used for associating to each capability requirement a set of capabilities that

can possibly match that requirement. The choice of the specific capabilities to use is,

however, demanded to a goal-driven reasoning process.

Such kind of reasoning could be done by describing the ideal complete policy for

an entity aiming at implementing a given role in a declarative language that supports

a-priori reasoning on the policy executions. In fact, if a declarative representation of the

complete policy were given, it would be possible to perform a rational inspection of the

policy, in which the execution is simulated.

A choreography defines a global execution context, in which the various capability re-

quirements are immersed, while capabilities are single software components: intuitively,

the selection of a capability should preserve the properties of the interaction encoded by

the choreography specification or, at least, it should preserve some properties of interest

to the candidate player. In other words, a peer could be interested in playing a given role

of some choreography because it is sure that it will allow it to achieve its purpose (e.g.

selling a ticket); moreover, it could verify that the interaction can occur in a way that

satisfies some properties of its own interest. After the decision to play the role has been

taken, the player should be guaranteed that the substitution of capabilities to capability

requirements will preserve its goal and the properties that it checked. Intuitively, these

properties will be preserved if the entity will choose the exact match as level of matching:
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in fact in this case the constraints bringed about the choreography’s global execution

context are verified locally. As we will see in Chapter 5, a more flexible level of match

does not give this guarantee: it will become necessary to add some constraints by using

the global information contained in the choreography execution context (see Figure 4.1).

4.4 Representing capability and capability requirements

In order to give a formal description to what discussed above, in this section we will rep-

resent both policies and roles by means of a declarative language, interpreting capabilities

and capability requirements as actions, and interpreting reasoning about capabilities and

capability requirements as reasoning about actions. In this thesis will be used the lan-

guage Dynamic in LOGic , extended with a communication kit, and already used for

customizing Web service composition, adopting an English-like notation for the sake of

readability. This language is fully described by [18,10], the interested reader can refer to

that publication for having details about it. Since the focus is to study how refine the

matchmaking process, taking into account also the choreography in which the selected

capabilities are to be used, it will be assumed that the sets of terms used for represent-

ing speech acts and capabilities in the choreography and in the peer descriptions are the

same.

4.4.1 The Dynamic in LOGic language

Dynamic in LOGic has been developed as a language for programming agents and

is based on a logical theory for reasoning about actions and change in a modal logic

programming setting. An agent’s behavior is described in a non-deterministic way by

giving the set of actions that it can perform. Each action can have preconditions to its

application (that decide if the action is executable) and effects due to its application.

Moreover, effects can be subject to further conditions in order to become true. For

instance, the executability precondition to the action “paying by credit card” is that

I hold a valid credit card. A conditional effect of this action could be “to be notified

by SMS about payments”. This effect will become true only if I subscribed the service

(precondition to the effect).

Given this view of actions, we can think to the problem of reasoning as the act of

building or of traversing a sequence of transitions between states. Technically speaking,
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a state is a set of fluents, i.e., properties whose truth value can change over time. In

this application domain such properties encode the information that flows during the

execution of a policy: for instance, if a requester communicates to pay by miles, this

information will be included in the state of the provider as a fluent.

In general, it is not possible to assume that the value of each fluent in a state is

known, so it is necessary to have both the possibility of representing that some fluents

are unknown and the ability of reasoning about the execution of actions on incomplete

states. To explicitly represent the unknown value of some fluents, it is introduced an

epistemic operator Bi, to represent the beliefs an entity i has about the world: Bif

means that the fluent f is believed to be true by the entity i, Bi¬f means that the

fluent f is believed to be false. A fluent f is undefined when both ¬Bif and ¬Bi¬f hold

(¬Bif ∧¬Bi¬f). For expressing that a fluent f is undefined, we write ui(f). Thus each

fluent in a state can have one of the three values: true, false or unknown.

Actually, in the implementation of Dynamic in LOGic (and, for the sake of simplic-

ity, also in the following description) we do not explicitly use the epistemic operator B
with the following assumption. If a fluent f (or its negation ¬f) is present in a state, it

is intended to be believed and to be unknown otherwise.

Complex behaviors can be specified by means of procedures, Prolog-like clauses built

upon other actions. The interaction between the peers will be defined in terms of speech

acts, get-message actions, and procedures.

A speech act is an atomic action of form performative(sender, receiver, content),

where performative is a kind of speech act, sender and receiver are the interacting peers,

while content is the piece of information that is passed by its execution. The set of all

performatives is supposed to be shared by the two parties. Being an action, a speech

act will have its preconditions (that decide if the action is executable) and effects. A

communicative action usually can modify not only the beliefs of the executor about the

world but also its beliefs about the interlocutor’s mental state (see [10]). For instance,

the act of sending a piece of information, inform(me, other, fact), will modify my mental

state by adding the belief that my counterpart now knows fact. As a difference in our

model non communicative actions modifies only the executor’s believes about the world.

It is important to point out that in the Dynamic in LOGic language a non-monotonic

solution is adopted to deal with the persistency problem. More precisely, an abductive

semantics is proposed for the language, in which abductive assumptions are used to

model the persistency of beliefs fluents, from a state to the following one, when an
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action is performed. The solution consists in maximizing persistency assumptions about

epistemic fluents after the execution of action sequences. In particular any belief fluent

f which holds in a given state is assumed to persist through an action, unless it is

inconsistent to assume so, i.e. unless ¬f holds after the action execution. For more

details see [18, 10].

Besides speech acts, it is necessary to specify also actions that allow to represent the

reception of information. This is done by means of get-message actions. Notice that the

range of possible answers is supposed to be finite, in the sense that the interlocutor is

supposed to use a performative out of a finite set to produce its answer.

4.4.2 Using Dynamic in LOGic language to represent capabilities

A choreography is made of a set of interacting roles: it can be described as a set of

subjective views of the interaction that is encoded, each corresponding to one of the

roles. In this section the behavior of both roles and policies is represented by Dynamic

in LOGic procedures 1. Intuitively, a role is a procedure that combines speech acts,

get-message acts, capability requirements and procedure calls, and a policy is a procedure

combining speech acts, get-message acts, capabilities and procedure calls.

A role in a choreography can, therefore, be specified as a quadruple of the form

Rd = 〈SA,GA, CR,P〉, where:

1. SA is a set of speech acts (in which the role R represents the sender), represented

as 2 :

performative(sender, receiver, l) causes {E1, . . . , En}
performative(sender, receiver, l) possible if {P1, . . . , Pt}

where Ei, and Pj are respectively: the fluents that are obtained as effect of the

speech act, and the precondition to the execution of the performative.

1Since the focus is to study the preservation of global properties, we will assume that the sets of
terms used for representing speech acts and capabilities are the same in the choreography and in the
peer description.

2In Dynamic in LOGic the semantics of speech acts is inspired to the standard semantics of FIPA
Communicative Acts[44]. Therefore speech acts are characterized in terms of (a) feasibility preconditions
denoting the ability of the speaker to perform the act and (b) the desired and rational perlocutionary
effects of the utterance. See [18] for more details.
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2. GA is a set of get-message actions, they are represented as: receive act(receiver,

sender, [l1, . . . , ln]) receives I, where I is a set of alternative speech act, that

can be received by the executor of receive act; each speech act in I has an element

in [l1, . . . , ln] as content.

3. CR is a set of capability requirements, they are modeled as atomic actions and are

represented as:

c causes {E1, . . . , Em}
c possible if {P1, . . . , Pt}

where c is the name of the required capability and the semantics of the clauses

is the same as above. We will use the functions Effs(c) = {E1, . . . , Em} and

Precs(c) = {P1, . . . , Pt} to return the effects and the preconditions of c. The same

functions apply also to speech acts.

4. P encodes the behavior for the role; it is represented as a collection of clauses of

the kind p0 is p1, . . . , pn (n ≥ 0), where p0 is the name of the procedure and

pi, i = 1, . . . , n, is either an atomic action, a get-message action, a test action,

or a procedure name (i.e. a procedure call). Procedures can be recursive and are

executed in a goal-directed way, similarly to standard logic programs, and their

definitions can be non-deterministic as in Prolog.

Interaction policies are defined in a way that is analogous to role descriptions. Let

C be the set of capabilities of an entity, then, a policy is quadruple Pd = 〈SA,GA, C,P〉,
where SA, GA, and P are defined as above.

4.5 Policy construction by means of reasoning

It is possible to build a policy description, for an entity, in a (semi) automatic way,

starting from a role description and substituting the capability requirements with a

proper set of the capabilities that the entity has. In particular, as mentioned before, in

this thesis we assume that the communication language used in the role description is

the same as the one used by the entity (i.e. speech acts and get-message actions are

described by the same Dynamic in LOGic clauses).

The procedure in Pd will be obtained by applying a proper transformation of the

procedures in P ∈ Rd. This transformation is achieved by applying a substitution of the
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capability requirements, replacing them by some of the entity capabilities. Let us call θ

a mapping between the set CR of a role description Rd = 〈SA,GA, CR,P〉 and the set

C of capabilities, contained in the entity description (i.e., a function θ : CR −→ C). We

will denote θ = [C/CR], following the common notation for substitutions. The Dynamic

in LOGic policy, synthesized for the entity, will be a quadruple Pd = 〈SA,GA, C,Pθ〉,
where Pθ is obtained by substituting capability requirements with capabilities, following

the mapping given by θ.

The construction of the policy for the entity is the result of a reasoning process.

Generally speaking, in Dynamic in LOGic , given a role description, a state description

and a goal of interest, it is possible to perform a form of reasoning known as temporal

projection, by means of existential queries of the form:

Fs after p (4.1)

where p is a policy name and Fs is a conjunction of fluents. Checking if a formula

of this kind holds corresponds to answering the query “Is there an execution trace of p

that leads to a state in which Fs is true?”. With the term of execution trace it is

intended a sequence of atomic actions (speech acts and capability requirements), such

sequence is a plan to bring about Fs . This plan can be conditional because whenever

a get-message action is involved none of the possible answers from the interlocutor can

be excluded. In other words, there will be a different execution branch for every option.

Now, let us consider a role description Rd = 〈SA,GA, CR,P〉. P is a set of procedures,

therefore we can think of applying temporal projection to find out if there is an execution

trace of one of its policies, that makes a goal of interest become true. Let us, then,

consider a procedure p belonging to P , and denote by G the Dynamic in LOGic query:

G = Fs after p, where Fs is the set of fluents that we want to be true after the

execution of p. Given a state S0, containing all the fluents that we know as being true

in the beginning, we will denote the fact that G is successful in Rd by:

(〈SA,GA, CR,P〉, S0) ` G (4.2)

The execution of the above query returns as a side-effect an execution trace σ of
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p. The execution trace σ can either be linear, i.e. a terminating sequence a1, . . . , an

of atomic actions, or it can be conditional, when the procedure contains get-message

actions. In this case it will have the form of a tree with alternative branches. An

example of conditional plan is highlighted in Figure 4.2. Circles represent speech acts,

while squares represent capability requirements; rec and send are used to express the

fact that the communication act, passed as their argument, is received or sent by the

provider. The possible execution traces are represented as an and-or tree where the or -

branches represent alternative speech acts that the entity (the provider in the example)

can send. The and -branches represent get-message actions, and include all the possible

incoming messages which the entity must be able to handle, because it cannot foresee

what it will receive. For details see [18,10]. The part of and-or tree highlighted by the

dashed line is a conditional plan. There are other two conditional plans: one containing

the traces (3), (4) and (5), the other containing (3), (4) and (6). With reference to

the flight company example, Figure 4.2 reports the case when the company does not

have a miles program. The interaction can be completed with the sale of a ticket only

if the requester accepts to pay by credit card. Otherwise, it will send a refusal. The

two alternative branches are both to be included in the plan because the choice of the

requester cannot be foreseen at planning time.

Intuitively, it is possible to verify, by reasoning about the choreography, if the role

allows for an execution after which a condition of interest holds.

Analogously, given a policy description for a peer Pd = 〈SA,GA, C,P〉, a G =

Fs after p, and an initial state S0 we can verify if G is successful in Pd by:

(〈SA,GA, C,P〉, S0) ` G (4.3)

Intuitively, it is possible to verify, by reasoning about the peer description, if its

policy allows for an execution, after which a condition of interest holds.

Now it is possible to formally express the relation between the mapping θ, that

matches capability requirements with capabilities, and the behavior of an entity that

wants to play a role achieving a goal. Generally, the selected matchmaking process will

result in a set of alternative θi because each capability requirements will have a set of

matching capabilities. The selected θ not only must satisfy the matching rules but it

must also guarantee the achievement of the goal. In other words, those goals that can
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Figure 4.2: Execution traces for the role provider of the flight company ex-
ample (Section 3.3).
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be achieved by reasoning on the role specification must hold also after the substitution.

Then, the following implication should hold:

∃θ = [C/CR] s.t.

(〈SA,GA, CR,P〉, S0) ` G ⇒ (〈SA,GA, C,Pθ〉, S0) ` G (4.4)

This implication confirms that the choice of θ does not depend only on the local

aspects taken into account by the matchmaking process, instead, it also depends on the

overall structure of the interaction process, encoded by the choreography. Therefore, the

proposal of this thesis is to integrate the matching process with a reasoning process that

takes into account the procedure in which the capabilities will be immersed.

As an example, let us consider the flight company example and in particular the

provider role depicted in Figure 3.2. One goal that it could wish to prove is that, at the

end of the execution, some ticket will be sold. Reasoning at the level of the role, this can

be done using all the five capability requirements contained in the role description. Let

us consider a candidate player for the role, that has two capabilities that match with

takeReservation: one requiring as a precondition that some prebooking has been done,

the other requiring that no prebooking has been done. In both cases the effect is to sell

tickets. The choice of which of the two is to be used, will depend on the choice taken for

other capability requirements. If, for instance, the capability chosen for searchInfoFlight

has prebooking as an effect, only the first of the two capabilities can be selected. The

six possible execution traces are reported in Figure 4.2.

In the above case, the substitution θ involves all the capability requirements contained

in the role description (the function θ is total). In some situations, it is interesting to

restrict the attention to a subset of capability requirements, focussing on a slightly

different problem and formulate the following relation:

∃σ, θ′ = [C/CRσ], CRσ ⊆ CR s.t.

(〈SA,GA, CR,P〉, S0) ` G w.a. σ ⇒ (〈SA,GA, C,Pθ′〉, S0) ` G w.a. σθ′ (4.5)

where G stands for Fs after p, σ is an execution trace of p which makes the goal
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true when reasoning at the level of the choreography specification, and θ′ : CRσ −→ C
where CRσ ⊆ CR, CRσ = {c ∈ CR | c occurs in σ}. Finally, σθ′ is obtained by applying

the substitution θ′ to σ. Differently than the previous one, the above relation states

that we are interested in a substitution θ′ that involves only the capability requirements

contained in σ, which is, therefore, used to select the requirements to be matched.

As a simple example of this case, let us suppose that an entity wishes to play the

role of “provider” with the aim of selling some flight tickets, and that it can only handle

payments by credit card. This goal can actually be seen as a constraint on the possible

interactions. If the policy implementing the complete role allows this form of payment

among the others (see Figure 4.2, traces (1) and (2)) the candidate provider will be very

likely to continue the interaction because some of the alternatives allow reaching the

goal of selling tickets in a way that can be handled. It can, then, customize the policy

by deleting the undesired path. If some of the capabilities are to be used only along the

discarded execution path (e.g. checkCredentials), it is not necessary for the candidate

customer to have them.

The set of capabilities of an entity could be not completely predefined but it could

depend on the context and on privacy or security policies defined by the user. Therefore,

I might have a capability which I do not want to use in that circumstance. In this case,

a third kind of relation emerges (a variant of the previous one):

∃σ, θ′′ = [C ′/CRσ], C ′ ⊆ C, CRσ ⊆ CR s.t.

(〈SA,GA, CR,P〉, S0) ` G w.a. σ ⇒ (〈SA,GA, C ′,Pθ′′〉, S0) ` G w.a. σθ′′ (4.6)

where σ is an execution trace of p which makes the goal true when reasoning at the

level of the choreography specification, C ′ is a subset of the capabilities of the entity,

those which I am enabled to use in that context, and θ′′ : CRσ −→ C ′. In this last

case we can introduce as an example a scenario in which a flight company has a miles

program but it is not willing to accept payments in miles when dealing with mediators.

The difference with the previous case is that now the capability is inhibited, while in the

previous case it was not available. In this perspective, this case is related to researches

that concern the notion of opportunity, proposed in [83], in connection with the concept

of capability (but with the meaning proposed in [82], see Section 3.4).
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4.6 Capability requirements inside WS-CDL

The most important formalism used to represent interaction protocols in the WS do-

main is WS-CDL (Web Services Choreography Description Language) [104]: an XML-

based language that describes peer-to-peer collaborations of heterogeneous entities from

a global point of view.

In this section it is introduced an extension of WS-CDL, that it will be called WS-

CDL+C, in which requirement of capabilities are added in order to enable the automatic

analysis of choreographies. Capability requirements are expressed in a general way, in

order to enable the of both semantic matchmaking algorithms and reasoning about ac-

tions techniques. In particular, WS-CDL+C allows a semantic annotation for input and

output parameters, that can be exploited by semantic matchmaking, like the techniques

described by [84] for performing the capability checking. Moreover, it introduces an-

notations for expressing goals and preconditions of capabilities. Goals could be used

by a WSMO-like matchmaker. Alternatively, they could be interpreted as effects and,

together with preconditions, they could be used by a reasoner for performing the kind

of reasoning sketched in the previous section. The schema that defines this extension

can be found in the Appendix A. In this section it is used, as a running example, the

FIPA Contract Net Protocol introduced in Section 3.2.

In a Web scenario an operation executed by an entity often corresponds to an in-

vocation of a Web service, in a way that is analogous to a procedure call, which has

been defined somewhere. Coherently, it is possible to represent the concept of capability

requirement in the WS-CDL+C by two new tag elements: the tag capabilityRequire-

ment (see Figure 4.3), and the tag capabilityRequirementInstance (see Figure 4.4). The

former defines a required capability specifying its inputs, outputs, preconditions and

effects (IOPEs). The latter is used along the description of the policy skeleton, to be

followed when playing a given role, and defines the bindings, for that specific call, of

the variables in the IOPEs of the requirement with the variables used to capture the

flow of information. All capability requirement definitions are gathered in a so-called

capabilitySection.

For instance, Figure 4.3 reports the definition of the capability requirement evalu-

ateTask. In particular, we can see that contains, besides one input (task: the task to

accomplish) and one output (proposal: an evaluation that will allow the initiator to make

a choice), two formulas, that express which conditions must hold because the capability
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1 <cdl:capabilitySection>

2

3 <cdl:capabilityRequirement name="evaluateTask">

4 <cdl:input>?task</cdl:inputs>

5 <cdl:output>?proposal</cdl:outputs>

6 <cdl:preconditions>

executable(?task)

7 <cdl:effects>

proposed(?proposal,?cost,?time)

8 </cdl:effects>

9 </cdl:capabilityRequirement>

10 <cdl:capabilityRequirement

name="executeTask">

.......

11 </cdl:capabilityRequirement>

12 <cdl:capabilityRequirement

name="evaluateProposal">

........

13 </cdl:capabilityRequirement>

14 </cdl:capabilitySection>

Figure 4.3: Definition of capability requirements in a choreography written in
WS-CDL+C.
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1<cdl:silentAction roleType="tns:Participant">

2 <cdl:capabilityRequirementInstace

name="evaluateTask">

3 <cdl:variableBind>

4 <cdl:cdlVariable>

tns:task

</cdl:cdlVariable>

5 <cdl:capabilityVariable>

?task

</cdl:capabilityVariable>

6 </cdl:variableBind>

7 <cdl:variableBind>

8 <cdl:cdlVariable>

tns:proposal

</cdl:cdlVariable>

9 <cdl:capabilityVariable>

?proposal

</cdl:capabilityVariable>

10 </cdl:variableBind>

11 </cdl:capabilityRequirementInstace>

12</cdl:silentAction>

Figure 4.4: Representing a capability requirement call in a choreography writ-
ten in WS-CDL+C.
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is applicable, and which conditions will be caused after the execution of the capability.

In the specific case of the example, the precondition is made of a single predicate, exe-

cutable(?task), which amounts to determine whether the task can actually be executed

by the peer. On the other hand, the effect will be proposed(?proposal,?cost,?time), which

means that the peer will know to have done a proposal with a given estimate of execution

cost and execution time.

Figure 4.4 reports an example invocation of a capability requirement at some point

of the choreography. The notation variable="tns:task" is a reference to a variable,

according to the definition of WS-CDL. As you can notice, each parameter in the ca-

pability requirement specification (tag capabilityVariable) is bound (tag variableBind)

to a variable (or a token) of the choreography specification (tag cdlVariable). In this

manner the values represented in the elements of the definition can be used in the whole

WS-CDL document in standard ways (like Interaction, Workunit and Assign activities).

In particular variables can be used in guard conditions of Workunits inside a Choice

activities in order to choose alternative paths (see below for an example). Figure 4.5

shows an example, where the branch to follow within a choice operator depends upon the

value of a variable tns:proposal that is returned as output by a capability requirement

specification.

Choreographies not only list the set of capabilities that a peer should have but they

also identify the points of the interaction at which such capabilities are to be used, i.e.,

invoked. A capability requirement invocation is an operation that must be performed by

a role and which is non-observable by the other roles; this kind of activity is described

in WS-CDL by SilentAction elements. The presence of silent actions is due to the fact

that WS-CDL derives from the well-known pi-calculus by [79], in which silent actions

represent the non-observable (or private) behavior of a process . We can, therefore,

think of modifying the WS-CDL definition by adding capabilities as child elements of

this kind of activity 3. Returning to Figure 4.4, as an instance, it reports the call of

the capability requirement evaluateTask for the role Participant of the Contract Net

protocol. More precisely, the evaluateTask call is defined within a silent action and its

definition comprises its name plus the bindings for its input and output variables. The

tags capabilityRequirementInstance, cdlVariable, capabilityVariable, and variableBind are

defined in WS-CDL+C. It is relevant to observe that each variable in this description

refers to a variable that has been defined in the choreography. In particular, the values

3Since in WS-CDL there is not the concept of observable action, capability requirements can describe
only silent actions
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1 <choice>

2 <workunit name="proposeWorkUnit"

3 guard="cdl:getVariable(’tns:proposal’,

’’, ’’,

’tns:Participant’) != ’null’ ">

4 <interaction

name="proposeInteraction">

5 ...

6 </interaction>

7 </workunit>

...

8 <interaction

name="evaluateTaskRefuseInteraction">

9 ...

10 </interaction>

11 </choice>

Figure 4.5: Example of how variables in capability requirements can be used
in a choice operator of a choreography.

returned by a call to a capability (as a value of an output parameter) can be used for

controlling the execution of the interaction. Figure 4.5 shows, for example, a piece of

a choreography code for the role Participant, containing a choice operator. It expands

the code reported at lines 16-63 from Figures 4.6 and 4.7, skipping the part between

lines 21-60. The choice operator allows two alternative executions, that depend on the

outcome of evaluateTask: one is followed when the participant returns a proposal, which

will be evaluated by the initiator, the other when it will return null, meaning that it

cannot execute the requested task. The selection is done on the basis of the outcome,

previously associated to the variable proposal, of the capability evaluateTask. Only when

such variable has a non-null value the interaction will be continued. The guard condition

at line 3 in Figure 4.5 amounts to determine this.

To complete the example we sketch in Figures 4.6 and 4.7 a part of the ContractNet

protocol as it is represented in our proposal of extension for WS-CDL. In this example

we can detect three different capabilities, one for the role of Initiator and two for the

role Participant. Starting from an instance of the type Task, the Participant must be

able to evaluate it by performing the evaluateTask capability (lines 4-15, Figure 4.6),

returning a proposal. Moreover, it must be able to execute the received task (if its

proposal is accepted by the Initiator) by using the capability executeTask (lines 35-42,

Figure 4.7), returning a result. On the other side, the Initiator must have the capability
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1 <sequence>
2 <interaction name="callForProposalInteraction"> ...
3 </interaction>
4 <silentAction roleType="Participant">
5 <capabilityRequirementInstace

name="evaluateTask">
6 <cdl:variableBind>
7 <cdl:cdlVariable>

tns:task
</cdl:cdlVariable>

8 <cdl:capabilityVariable>
?task

</cdl:capabilityVariable>
9 </cdl:variableBind>
10 <cdl:variableBind>
11 <cdl:cdlVariable>

tns:proposal
</cdl:cdlVariable>

12 <cdl:capabilityVariable>
?proposal

</cdl:capabilityVariable>
13 </cdl:variableBind>
14 </capabilityRequirementInstace>
15 </silentAction>
16 <choice>
17 <workunit name="proposeWorkUnit" guard=... >
18 <sequence>
19 <interaction name="proposeInteraction">
20 </interaction>
21 <silentAction roleType="Initiator">
22 <capabilityRequirementInstace

name="evaluateProposal">
23 <cdl:variableBind>
24 <cdl:cdlVariable>

...
</cdl:cdlVariable>

25 <cdl:capabilityVariable>
...

</cdl:capabilityVariable>
26 </cdl:variableBind>

...
27 </capabilityRequirementInstance>
28 </silentAction>
29 ...

Figure 4.6: A representation of the FIPA ContractNet Protocol in the ex-
tended WS-CDL: part 1. Notice the two capability requirement invocations
evaluateTask, for the role Participant and evaluateProposal, for the role Initia-
tor, respectively at lines 4-15 and 21-28.
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29 ...
30 <choice>
31 <workunit name="acceptProposalWorkUnit"

guard=...>
32 <sequence>
33 <interaction

name="proposeInteraction">
34 </interaction>
35 <silentAction roleType="Initiator">
36 <capabilityRequirementInstace

name="executeTask">
37 <cdl:variableBind>
38 <cdl:cdlVariable>

...
</cdl:cdlVariable>

39 <cdl:capabilityVariable>
...

</cdl:capabilityVariable>
40 </cdl:variableBind>

...
41 </capabilityRequirementInstance>
42 </silentAction>
43 <choice>
44 <workunit

name="informResultWorkUnit"
45 guard=... >
46 <interaction
47 name="informResultInteraction">
48 </interaction>
49 </workunit>
50 <interaction
51 name="failureExecuteInteraction">
52 </interaction>
53 </choice>
54 </sequence>
55 </workunit>
56 <interaction

name="rejectProposalInteraction">
57 </interaction>
58 </choice>
59 </sequence>
60 </workunit>
61 <interaction

name="evaluateTaskRefuseInteraction">
62 </interaction>
63 </choice>
64 </sequence>

Figure 4.7: A representation of the FIPA ContractNet Protocol in the extended
WS-CDL: part 2. Notice the capability requirement invocation executeTask, for
the role Initiator at lines 35-42.
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evaluateProposal, for choosing a proposal out of those sent by the participants (lines

21-28, Figure 4.6).

As discussed before, we can start from a representation of this kind for performing

the capability test and checking if a party can play a given role. Afterwards it will be

possible to synthesize the policy skeleton, possibly customized w.r.t. the capabilities

and the goals of the party that is going to play the role. To this aim, a translation

algorithm for turning the XML-based specification into an equivalent schema in the

execution language of interest is needed.
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Chapter 5

A choreography-driven match

5.1 Introduction

In the previous chapter we discussed about how an entity can check if it has the required

capabilities in order to participate in an interaction enacting a specific role, highlighting

the relation between the local criterion for selecting single capabilities and the global

properties contained in a choreography description. We gave a formal background to

the representation of capabilities based on the declarative language Dynamic in LOGic

and we introduced a goal-driven approach that allows to establish if a choreography

can satisfy a given user goal. In this chapter we will study how the use of a flexible

matching technique in the capability checking process can affect the achievement of a

goal in a choreography. In particular, referring to the levels of matching proposed by

Zaremski and Wing in their seminal work [109] that are summarized in Section 2.4.2,

we will prove that only a substitution between capability requirements and capabilities

done according to the exact match can preserve the satisfiability of the goal. Finally,

this chapter introduces a conservative extension of the plug-in match that corrects this

negative property by means of a technique that takes into account both local and global

constraints in the capability checking phase.

The results presented in this chapter have been also shown in [12]
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5.2 A choreography-driven match

As stated before, when the matching process is applied for selecting a capability that

is part of a role specification, the desire is that the selected capability preserves the

properties of the specification. Concerning to the relation 4.5 introduced in Section 4.5,

the matchmaking process will result in a set of alternative θi because each capability

requirement has a set of matching capabilities. The selected θ not only must satisfy the

matching rules but it must also be conservative, i.e. it must guarantee that those goals,

that can be achieved by reasoning on the role specification, will be achieved also after

the substitution. Then, the following implication must hold:

Definition 1 (Conservative substitution) Let 〈SA,GA, CR,P〉 be a role description,

S0 the initial state, and G the goal of interest. Suppose that the following relation holds:

∃σ, θ = [C/CRσ], CRσ ⊆ CR s.t.

(〈SA,GA, CR,P〉, S0) ` G w.a.σ ⇒ (〈SA,GA, C,Pθ〉, S0) ` Gw.a.σθ (5.1)

where σ is an execution trace which makes the goal true when reasoning at the level

of the choreography, and θ is a substitution CRσ → C, where CRσ ⊆ CR, CRσ = {cr ∈
CR | cr occurs in σ}. In this case, the substitution θ is conservative.

It is important to point out that in this case a conservative substitution allows to

define a substitution θ that involves only the capability requirements contained in the

execution trace σ, which is, therefore, used to select the requirements to be matched.

In this thesis the substitution θ is obtained by applying one of the matching rules

introduced by Zaremski and Wing, described in Section 2.4.2. These levels of matching

are rephrased, with respect to the formal layer introduced in Section 4.4, as follows (c

represents a single capability and cr a single capability requirement):

• EM (Exact Pre/Post Match): Precs(cr) = Precs(c) ∧ Effs(cr) = Effs(c)

• PIM (Plugin Match): Precs(cr) ⊇ Precs(c) ∧ Effs(c) ⊇ Effs(cr)

• POM (Plugin Post Match): Effs(c) ⊇ Effs(cr)

• GPIM (Guarded Plugin Match): Precs(cr) ⊇ Precs(c) ∧ ((Precs(c) ∪ Effs(c)) ⊇
Effs(cr))
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• GPOM (Guarded Post Match): ((Precs(c) ∪ Effs(c)) ⊇ Effs(cr))

In this thesis, we will respectively denote by θEM , θPIM , θPOM , θGPIM , θGPOM , the

substitutions obtained by applying the five degrees of match. Moreover, for simplicity

we will call a substitution obtained by applying the plugin match a PIM substitution,

the one obtained by applying Exact Pre/Post match an EM substitution, and so on for

the other kinds.

It is immediate to see that any substitution, obtained by applying the exact pre/post

match, satisfies Definition 1. In other words, the local constraints are sufficient to

guarantee the property (see Fig. 5.1). However this is not true for the other kinds of

match.

Theorem 1 The class of PIM, POM, GPIM and GPOM substitutions are not conser-

vative.

Proof 1 The proof is given by a counterexample. Let us consider a role description

Rd = 〈SA,GA, CR,P〉, where P = {p is cr1, a}, SA = {a}, GA is empty, and the

capability requirement cr1 in CR and the speech act a in SA are described by 1:

cr1 causes {Bl1} a causes {Bl2}
cr1 possible if true a possible if {Bl1,Bl3}

Assuming as goal G = Bl2 after p, where the initial state contains Bl3 while all

the other fluents are unknown, the reasoning process will generate the execution trace

σ = cr1; a for achieving G. If we consider the set of capabilities C = {c1}:

c1 causes {Bl1,B¬l3}
c1 possible if true

By applying the substitution θ = {[c1/cr1]} we obtain the new policy Pθ = {p is c1, a}.
However, by using this policy, the query (〈SA, GA, C,PθPIM〉, S0) ` G does not succeed:

in fact, the additional effect B¬l3 of the capability c1 inhibits the executability of the

speech act a. On the other hand, it is easy to check that θ is an instance of all the kinds

of substitutions that we have listed, i.e. it is a PIM substitution as well as a POM, a

GPIM and a GPOM substitution. ¤
1For the sake of readability, we will omit the indexing of modal operator B when the entity that

owns the belief is clear from the context.
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This example witnesses that working at the level of the local constraints is not suf-

ficient. The claim of this chapter is that, in general, in order for a substitution to be

conservative, it must take into account not only the local aspects but also the overall

structure, encoded by the choreography. The locality of the matches used in the match-

making phase, indeed, seriously limits the possibility of re-using software (services) by

selecting and composing it in an automatic way. In other words, by substituting a capa-

bility requirements with a capability by means of one of the matching rules introduced

above (except the exact match) the satisfiability of the user goal will not be preserved.

5.3 A conservative extension of plug-in match

In this section we will introduce an extension of the well-known plug-in match that

overcome the limits proved before. Let us start by introducing the notions that de-

fine dependencies between actions and dependency sets for fluents. Consider a role

description Rd = 〈SA,GA, CR,P〉 and suppose that, given the initial state S0, the goal

G = Fs after p succeeds, thus obtaining as answer the successful sequence of actions

σ = a1; a2; . . . ; an, which is an execution trace of p.2 We denote by σ the sequence of

actions a0; a1; a2; . . . ; an; an+1, where a0 and an+1 are two fictitious actions that will be

used respectively to represent the initial state S0 and the set of fluents Fs , which

must hold after σ. That is, we assume a0 has no precondition and Effs(a0) = S0, and

that an+1 has no effect but Precs(an+1) = Fs .

Consider two indexes i and j, such that j < i, i, j = 0, . . . , n + 1. We can assert that

in σ the action ai depends on aj for the fluent Bl, written aj Ã〈Bl,σ〉 ai, iff Bl ∈ Effs(aj),

Bl ∈ Precs(ai), and there is not a k, j < k < i, such that Bl ∈ Effs(ak). Given a fluent

Bl and a sequence of actions σ, we can, therefore, define the dependency set of Bl as

Deps(Bl, σ) = {(j, i) | aj Ã〈Bl,σ〉 ai}.

Let [c/cr] be a specific substitution of a capability requirement with a capability, that

is contained in θPIM , we say that a fluent Bl ∈ Effs(c)−Effs(cr) (i.e. an additional effect

of the capability c w.r.t. the effects of the capability requirement cr) is an uninfluential

fluent w.r.t. the sequence σθPIM iff for all pairs (j, i) ∈ Deps(B¬l, σ), identifying by k the

position of cr in σ, we have that k < j or i ≤ k, Intuitively, this means that the fluent will

not break any dependency between the actions which involve the inverse fluent because

2In the following we focus on linear plans. Conditional plans can be tackled by considering each
path separately.
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either it will be overwritten or it will appear after its inverse has already been used.

Note that σ and σθPIM have the same length and are identical as sequences of actions

but for the fact that in the latter capabilities substitute capability requirements. For

this reason, we can reduce to reasoning on σ for what concerns the action positions. A

substitution θPIM is called uninfluential iff for any substitution [c/cr] in θPIM , all beliefs

in Effs(c) − Effs(cr) are uninfluential fluents w.r.t. σ. Now we are in position to prove

that a substitution which exploits the plug-in match and which is also uninfluential, is

conservative.

Theorem 2 Let G be a goal and let Rd = 〈SA,GA, CR,P〉 a role description. If

(〈SA,GA, CR,P〉, S0) ` G w.a. σ and there is an uninfluential substitution θPIM =

[C/CRσ], CRσ ⊆ CR then (〈SA,GA, C,PθPIM〉, S0) ` G w.a. σθPIM .

Proof 2 The proof is by absurd and it uses the proof theory introduced in [18]. Let us as-

sume that (〈SA,GA, CR,P〉, S0) ` G w.a. σ but (〈SA,GA, C,PθPIM〉, S0) 6` G w.a. σθPIM .

Since, by hypothesis, for any substitution [c/cr] in θPIM , Effs(c) ⊆ Effs(cr) holds, there

exists a fluent F such that a0, a1, . . . , ai−1 ` F but (a0, a1, . . . , ai−1)θPIM 6` F , where

σ = a0, a1, . . . , ai−1, ai, . . . , an and F ∈ Precs(ai). Now, since a0, a1, . . . , ai−1 ` F , there

exists j ≤ i−1, such that a0, a1, . . . , aj ` F and F ∈ Effs(aj) but (a0, a1, . . . , aj)θPIM 6` F ,

that is F 6∈ Effs(ajθPIM). This is absurd due to the hypothesis that θPIM is an uninflu-

ential substitution. ¤

The verification that a substitution is uninfluential involves the derivation σ, and it

is based on checking whether the chains of dependencies between actions for the various

fluents are not interrupted by some opposite fluent. Obviously, if the domain is such

that no fluent, once asserted, can be negated, any θPIM will be conservative. This can be

verified statically on the choreography and the set of capabilities, by checking that every

fluent (that appears as effect of some action) is always positive or negative, including

the initial state and the goal in the verification. Indeed, the application domains in

which actions produce knowledge are of this kind. One example is given by e-learning

applications where the capabilities supply knowledge elements that are either supplied

or used as prerequisites.

More in general, the idea that this section wants to give (see Figure 5.1) is that the

more relaxed is the local match, the stronger should be the compensation supplied at

the global level. The extreme is given by the bottom of the lattice: the match that

returns always true. In this case, the choice of the capabilities could be performed, for

instance, by randomly choosing capabilities and by substituting the to the requirements
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Figure 5.1: The lattice of the different local matches: on top the strongest.

while simulating the execution of the policy. When the goal is not verified by the current

choice, a backtracking mechanism allows the revision. The whole process relies on the

choreography. Checking global constraints can be expensive but it is possible to reduce

the costs by limiting the attention to those capability requirements which belong to the

execution traces, which actually allow to achieve the goal.
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Figure 5.2: The Room Reservation Protocol, represented by means of UML
sequence diagrams, and enriched with capability requirements (rectangles).

5.4 An example

As an example, let us introduce a choreography (enriched with capability requirements)

that rules a simple room reservation protocol with two roles in which a buyer wants to

book a room at the hotel managed by a seller.

Figure 5.2 depicts the interaction between the two roles: first the buyer sends to

the seller the date for the room reservation; then, the seller must have the capability

of performing a reserveRoom action, and inform the buyer about the room price. The

buyer checks the price, by performing an evaluatePrice action. Then, it informs the

seller about the results of this evaluation: it can either decide to refuse the offer and

conclude the interaction or it can inform the seller about the desired payment mode

(cash or credit card). At this point, the seller must have the capability of performing

the payment action, and finalize the business transaction. Finally it notifies the buyer

the reservation and transaction numbers.

With respect to the formal representation introduced in Section 4.4, the description of

the seller role protocol can be specified with the quadruple 3 Rseller = 〈SA,GA, CR,P〉,
where:

3In the following examples all the beliefs refer to the seller mental state, thus, for sake of readability
we will omit to index the modal operator B.
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P = {booking, finalize},
SA = {inform(s, b, price), inform(s, b, resNum), inform(s, b, transNum)},
GA = {receive date(s, b, date), receive evaluation(s, b, [no business, cash, cc])},
CR = {reserve roomCR, paymentCR}.

The procedures in P are described by the following clauses:

booking is receive date(s, b, date),

reserve roomCR, inform(s, b, price),

receive evaluation(s, b, [no business, cash, cc]),

finalize

finalize is Bno business?

finalize is paymentCR, inform(s, b, resNum),

inform(s, b, transNum)

The get message actions in GA are described by:

receive date(s, b, date) receives [inform(b, s, date)]

receive evaluation(s, b, [no business, cash, cc])

receives [inform(b, s, no business) or inform(b, s, cash) or inform(b, s, cc)]

The capability requirements in CR:

reserve roomCR causes {Bprice}
reserve roomCR possible if {Bdate}
paymentCR causes {BtransNum,BresNum}
paymentCR possible if {BPcashSupported,BPccSupported}

Remember that the semantics of the inform(sender, receiver, l) actions in SA and GA
is given by the rules (for more details see [10]):

inform(s, b, l) possible if {Bsl}
inform(s, b, l) causes {}
inform(b, s, l) possible if {}
inform(b, s, l) causes {Bsl}
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Intuitively, the first two clauses state that I (the seller) can execute an inform act only if

I believe l; the execution of the action will modify the interlocutor’s mental state, while

do not have any effects on my mental state. The last two clauses describe what happen

in my mental state when I am the receiver of the information. In this case, since I am

not the actor, the action of informing is considered always executable; moreover I will

adopt l as my own belief.

Let us now consider the goal:

G = {BtransNum,BresNum} after booking

where the initial state S0 contains the fluents {BPcashSupported, BPccSupported},
while all the other fluents are unknown. There are two possible execution traces that

lead to a state where G holds, hereafter we report one of them:

σ = inform(b, s, date); reserve roomCR;

inform(s, b, price); inform(b, s, cc); paymentCR;

inform(s, b, resNum); inform(s, b, transNum).

Let us consider the set of capabilities C = {reserve roomC1, reserve roomC2, paymentC},
where:

reserve roomC1 causes {B¬PccSupported,Bprice}
reserve roomC1 possible if {Bdate}

reserve roomC2 causes {BfreeDinner,Bprice}
reserve roomC2 possible if {Bdate}

paymentC causes {BtransNum,BresNum}
paymentC possible if {BPcashSupported,BPccSupported}

By choosing the plug-in match as matching rule, there are two possible substitutions

called θ′PIM and θ′′PIM respectively:

θ′PIM = {[reserve roomC1/reserve roomCR], [paymentC/ paymentCR]},
θ′′PIM = {[reserve roomC2/reserve roomCR], [paymentC/ paymentCR]}.
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While paymentC exactly matches paymentCR, reserve roomC1 and reserve roomC2 sligh-

tly differ from the requirement. By applying the substitution θ′PIM we obtain the set of

policies Pθ′PIM :

booking is receive date(s, b, date), reserve roomC1,

inform(s, b, price), receive evaluation(s, b, [no business, cash, cc]), finalize

finalize is Bno business?

finalize is paymentC, inform(s, b, resNum), inform(s, b, transNum)

By using the resulting policies, the query

(〈SA,GA, C,Pθ′PIM〉, S0) ` G

does not succeed: in fact, the additional effect B¬PccSupported of the capability

reserve roomC1 inhibits the executability of the capability paymentC.

On the other hand, we observe that the application of the other substitution θ′′PIM ,

provides the agent with a set of policies (Pθ′′PIM) that allows to satisfy the query (〈SA,

GA, C,Pθ′PIM〉, S0) ` G. Thus, θ′′PIM represents an uninfluential substitution.



Chapter 6

Service selection by

choreography-driven matching

6.1 Introduction

In Chapters 4 and 5 an approach that enables an entity to check if a choreography allows

to satisfy a goal of interest by means of a choreography-driven matching technique is

introduced. An extension is also proposed of the well known plug-in match that guaran-

tees the goal preservation through the process of matching capability requirements with

capabilities. In this chapter, the results just mentioned will be used to face the problem

of retrieving a proper service which can play a given choreography role, preserving at the

same time a condition of interest represented by a goal that the sought service satisfies.

More in detail, the task of selecting a service, that should play a role in a choreography,

implies verifying two things: in the first it is necessary to check the conformance of the

service to the specification of a role of interest, and after it is necessary to verify that

the use of that service allows the achievement of the goal that drives its search. In other

words, as in the case of choreography matching discussed in previous chapters, the goal

is a global condition that should hold after the whole interaction has taken place. The

achievement of this goal depends on the operation sequence because each operation can

influence the executability and the outcomes of the subsequent ones.

The first section of this chapter will introduce, in the line of Chapter 4, a declara-

tive representation of a service from a subjective point of view, while the second part

will propose a choreography-driven reasoning technique to the service selection process.
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Finally, an example will be used to better explain the results.

The results presented in this chapter have been also shown in [14]

6.2 Service representation

In this section we give a formal representation of services. First of all, it is important to

point out that this representation is related to what introduced in Section 4.4; indeed,

it is a variation in which messages between roles do not refer only to speech acts, but

contain operations that a role offers to the others.

A service description is defined as a triple 〈S,GA,P〉, where S is a set of operations,

GA is a set of actions that allow to receive messages, and P (policy) is a description of

the interactive behavior of the service.

The set S contains the descriptions of a set of service operations. An operation

is an atomic action that is described in terms of its executability preconditions and

effects, by means of a set of fluents. In this approach services are described from

a subjective point of view (i.e. taking the perspective of a specific service, by rep-

resenting and reasoning on the service policies), so we distinguish between the case

when the service is either the initiator or the servant of an operation by further dec-

orating the operation name with a notation inspired by [21]. With reference to a

specific service, operationÀ(interlocutor, content) denotes the fact that the service is

the initiator of the operation (as in the case of “solicit-response” interactions), while

operation¿(interlocutor, content) denotes the fact that the service is the servant of the

operation (as in the case of “request-response” interactions). Formally, an operation is

represented as:

operationd(interlocutor, content) possible if {P1, . . . , Pt}
operationd(interlocutor, content) causes {E1, . . . , En}

where d is either À or ¿, Ei, i ∈ [1, n], and Pj, j ∈ [1, t], denote respectively the

fluents, which are expected as effect of the execution of an operation and the precondition

to its execution, while content denotes possible additional data that is required by the

operation.
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A service can also have internal operations (like the concept of capability), which can

be included in its policy but are not visible from outside. Each operation of this type

is represented again as an atomic action, specified by its preconditions and its effects.

Formally, it is defined as:

performative(content) causes {E1, . . . , En}
performative(content) possible if {P1, . . . , Pt}

where Ei, i ∈ [1, n], and Pj, j ∈ [1, t], denote respectively the fluents, which are

expected as effect of the execution of an operation and the precondition to its execution,

while content denotes possible additional data that is required by the operation. It is

important to remember that such operations can also be implemented as invocations to

other services.

Besides operations, actions that allow the reception of information are explicitly

represented. They are called get-answer actions (set GA). The range of possible answers

is supposed to be finite, in the sense that the interlocutor is supposed to use a message

out of a finite and predefined set of alternatives: if a different message is sent the service

is not able to handle it. We imagine the reception of a piece of information as a “one-

way” operation that is invoked over the recipient. Actually, for technical reasons in this

formalization, each possible alternative answer corresponds to a different operation of

this kind. Formally, they are represented as:

receive act(interlocutor, content) receives I

where interlocutor is the partner in the interaction, content is used to store the

received message, and I is a set of alternative action invocations each allowing the

reception of one of the alternative messages.

Finally, P encodes the behavior for the service; it is a collection of clauses of the

kind:
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p0 is p1, . . . , pn

where p0 is the name of the procedure and pi, i = 1, . . . , n, is either an atomic action

(operation), a get-answer action, a test action (denoted by the symbol ?), or a procedure

call.

A choreography is made of a set of interacting roles, a role being a subjective view

of the interaction that is encoded. When a service plays a role in a choreography, its

policy will contain some operations which are not of the service itself but belong to

some other role of the choreography, with which it interacts. In other words, S can

be partitioned in two sets: a set of bound operations and a set of unbound operations

[3], that must be supplied by some counterpart(s). Until the counterpart(s) service is

(are) not defined, such operations will be those specified in the choreography. In this

section we assume that they are represented in a way that is homogeneous with the

representation of operations, i.e. by means of preconditions and effects. The binding

will be possible only when the partner in the interaction will be found. The fact that the

former service is taking a given role in the choreography is due to the fact that it knows

that a certain goal condition will be true after the execution of the role (see Chapter

5). When a possible partner is identified for the latter role, after the binding has taken

place, it is necessary to check if the goal condition is preserved. As we will see in the

next section, this could not happen for every kind of binding: hereafter it is introduced

the notion of substitution that is interpreted in the following as the binding.

Let Sd = 〈S,GA,P〉 a service description, and let Su be a subset of S, containing

unbound operations that are to be supplied by the same counterpart Si. Let SSi
be

the set of operations in Si that we want Sd to use, binding them to Su. The binding is

represented by the substitution θ = [SSi
/Su] applied to Sd, i.e.: Sdθ = 〈Sθ,GAθ,Pθ〉,

where every element of Su is substituted by/bound to an element of SSi
. Notice that

not all elements of SSi
are, instead, necessarily bound.

6.3 Reasoning on service selection

As introduced for the capability test, if Sd = 〈S,GA,P〉 is a service description, the

application of temporal projection to P returns, if any, an execution trace, that makes
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a goal of interest become true. Let us, then, consider a procedure p belonging to P , and

denote by G the query Fs after p. Given a state S0, containing all the fluents that

we know as being true in the beginning, we denote the fact that G is successful in Sd

by:

(〈S,GA,P〉, S0) ` G

The execution of the above query returns as a side-effect an execution trace σ of p.

The execution trace σ can either be linear, i.e. a terminating sequence a1, . . . , an of

atomic actions, or it can contain branches, that are due to the presence of get-message

actions.

When the matching process is applied for selecting a service that should play a role in

a (partially instantiated) choreography, the desire is that the substitution (of the service

operations to the specifications contained in the choreography) preserves the properties

of interest. We can formalize this notion by re-defining the concept of conservative

substitution introduced in the previous chapter:

Definition 2 (Conservative substitution for service selection) Let us consider a

service Si = 〈S, GA, P〉 which plays a role Ri in a given choreography, and a query G

such that, given an initial state S0,

(〈S,GA,P〉, S0) ` G w.a. σ

Consider a substitution θ = [SSj
/Sσ

u(Rj)
], where Sσ

u(Rj)
= {ou ∈ S | o occurs in σ} is

the set of all unbound operations that refer to another role Rj, j 6= i, of the same

choreography, that are used in the execution trace σ. θ is conservative when the following

holds:

(〈Sθ,GAθ,Pθ〉, S0) ` G w.a. σθ

In the above definition, θ is the result of a matching process. In particular, in this

section we use again the levels of matching introduced by Zaremski and Wing (see Figure

5.1) that are rephrased in Section 5.2.

It is immediate to see that any substitution θEM , obtained by applying the exact

pre/post match, satisfies Definition 2, while if we adapt the Theorem 1 to this scenario
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is easy to prove that this is not true for the other kinds of substitution θPIM , θPOM ,

θGPIM , θGPOM .

In order to be conservative, a substitution must take into account also the overall

structure, encoded by the choreography. The locality of the matches used in the match-

making phase, indeed, seriously limits the possibility of re-using services by selecting

and composing them in an automatic way.

In the following it is shown how to extend the plug-in match definition to allow the

construction of a conservative substitution. The approach follows the same solution

concerning the choreography-driven match introduced in Section 5.2 that takes into

account the dependencies between actions, which produce as effects fluents that are

used as preconditions by subsequent action.

Consider a service description S = 〈S,GA, P〉, and suppose that, given the initial

state S0, the goal G = Fs after p succeeds, thus obtaining as answer the successful

sequence of actions σ = a1; a2; . . . ; an, which is an execution trace of p. We denote by

σ the sequence of actions a0; a1; a2; . . . ; an; an+1, where a0 and an+1 are two fictitious

actions that will be used respectively to represent the initial state S0 and the set of

fluents Fs , which must hold after σ. That is, we assume a0 has no precondition and

Effs(a0) = S0, and that an+1 has no effect but Precs(an+1) = Fs .

Consider two indexes i and j, such that j < i, i, j = 0, . . . , n + 1. We say that in

σ the action ai depends on aj for the fluent Bl, written aj Ã〈Bl,σ〉 ai, iff Bl ∈ Effs(aj),

Bl ∈ Precs(ai), and there is not a k, j < k < i, such that Bl ∈ Effs(ak). Given a fluent

Bl and a sequence of actions σ, we can, therefore, define the dependency set of Bl as

Deps(Bl, σ) = {(j, i) | aj Ã〈Bl,σ〉 ai}.

Let [s/ou] be a specific substitution of a service operation s to an unbound operation

ou, that is contained in θPIM , we say that a fluent Bl ∈ Effs(s) − Effs(ou) (i.e. an

additional effect of s w.r.t. the effects of ou) is an uninfluential fluent w.r.t. the sequence

σθPIM iff for all pairs (j, i) ∈ Deps(B¬l, σ), identifying by k the position of ou in σ, we

have that k < j or i ≤ k, Intuitively, this means that the fluent will not break any

dependency between the actions which involve the inverse fluent because either it will

be overwritten or it will appear after its inverse has already been used. Note that σ and

σθPIM have the same length and are identical as sequences of actions but for the fact

that in the latter the selected service operations substitute unbound operations. For

this reason, we can reduce to reasoning on σ for what concerns the action positions.
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A substitution θPIM is called uninfluential iff for any substitution [s/ou] in θPIM , all

beliefs in Effs(s)− Effs(ou) are uninfluential fluents w.r.t. σ. Now we are in position to

prove that a substitution which exploits the plug-in match and which is also uninfluential,

is conservative.

Theorem 3 Let us consider a service Si = 〈S, GA, P〉 which plays a role Ri in a given

choreography, and a query G such that, given an initial state S0,

(〈S,GA,P〉, S0) ` G w.a. σ

Consider an uninfluential substitution θPIM = [SSj
/Sσ

u(Rj)
], where Sσ

u(Rj)
= {ou ∈

S | o occurs in σ} is the set of all unbound operations that refer to another role Rj,

j 6= i, of the same choreography, that are used in the execution trace σ. Then, the

following holds:

(〈SθPIM ,GAθPIM ,PθPIM〉, S0) ` G w.a. σθPIM

Proof 3 The proof is by absurd and it can be done following the same approach adopted

in Theorem 2.

The verification that a substitution is uninfluential involves the derivation σ, and

it is based on checking whether the chains of dependencies between actions for the

various fluents are not interrupted by some opposite fluent. Obviously, if the domain

is such that no fluent, once asserted, can be negated, any θPIM will be conservative.

This can be verified statically on the choreography and the set of unbound operations,

by checking that every fluent (that appears as effect of some action) is always positive

or negative, including the initial state and the goal in the verification. Indeed, the

application domains in which actions produce knowledge are of this kind.

6.4 An example

In the Figure 6.1 a simplified version of the flight company example is depicted; intro-

duced in Section 3.3 that rules a flight reservation protocol with two roles: a Buyer

and a Seller. The buyer sends a request to search for flights, specifying the departure

location, the destination, and date. Depending on the seat availability, the seller can

either refuse the request, or send the information regarding a specific flight. The buyer
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Figure 6.1: An example of a simple interaction protocol, for reserving a flight,
expressed as a UML sequence diagram.

checks the offer, then, it either refuses (n ack) or accepts it (ack). All the names on the

arrows, e.g. searchFlight and offer, are specifications of the operations that the players

must provide and perform.

Let us consider a service b1 that is conformant to the role Buyer. Following the

proposed notation, we describe it as 〈S, GA, P〉, where P = {booking, finalize}, S =

{search flightÀu, not available¿u, eval offer, offer¿u, ackÀu, n ackÀu}, GA = {get answer}.
Notice that all the operations but eval offer are unbound and depend on the service that

will actually play the other role. Instead, eval offer is an internal action of the buyer,

that is used to decide whether accepting or refusing an offer. The procedures in P are

described by the following clauses:

booking(Seller,Date, Start, Dest) is

search flightÀu(Seller,Date, Start, Dest), get answer(Seller),

Boffer(not avail)?

booking(Seller,Date, Start, Dest) is

search flightÀu(Seller,Date, Start, Dest), get answer(Seller),

Boffer(flight)?, eval offer, finalize(Seller)

finalize(Seller) is

Beval rst(business)?, ackÀu(Seller)

finalize(Seller) is
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Beval rst(no business)?, n ackÀu(Seller)

The only get message action in GA is described by:

get answer(Seller) receives [not available¿u(Seller) or offer¿u(Seller)]

Finally, the operations in S are described as:

eval offer causes {Beval rst(Y )}
eval offer possible if {Boffer(flight)}

search flightÀu(Seller,Date, Start, Dest)

causes {Bwill get offer}
search flightÀu(Seller,Date, Start, Dest)

possible if {Bstart,Bdest,Bdate}

not available¿u(Seller) causes {Boffer(not available)}
not available¿u(Seller) possible if {}

offer¿u(Seller) causes {Boffer(flight)}
offer¿u(Seller) possible if {}

ackÀu(Seller) causes {Bbooked(flight)}
ackÀu(Seller) possible if {}

n ackÀu(Seller) causes {B¬booked(flight)}
n ackÀu(Seller) possible if {}

where Y ranges on the set {business, no business}. All the above definitions, but the

one of eval offer, are supplied by the choreography.

Let us suppose that the initial state of the service b1 is S0 = {Bdate, Bstart, Bdest,

Bsmoking flight}, (all the other fluents truth value is “unknown”). This means that

b1 assumes a date, a departure location, an arrival location and that on the flight it is

allowed to smoke. The goal of b1 is that the following condition holds:

G = {Bbooked(flight),Bsmoking flight} after booking(seller, date, start, dest)
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Intuitively, the buyer expects that, after the interaction, it will have a reservation on a

smoking flight.

By reasoning on its policy and by using the definitions of the unbound operations

that are given by the choreography, b1 can identify an execution trace, that leads to a

state where G holds:

σ = search flightÀu(seller, date, start, dest); offer¿u(seller);

eval offer; ackÀu(seller)

This is possible because in a declarative representation specifications are executable.

Moreover notice that this execution does not influence the belief about the smoking

flight, which persists from the initial through the final state and is not contradicted.

Now, the buyer service b1 is looking for another service, which can play the role of

the Seller, to reserve a flight seat. This service must provide a set of operations that will

substitute the unbound operations of the buyer role. Let us choose the plug-in match

as matching rule. Let us consider the candidate s1, a service that is conformant to the

protocol w.r.t. the role Seller. The set of operations of the seller represented in the

subjective view (and the knowledge base) of the buyer includes the following definition

for operation search flightÀ:

search flightÀ(Seller,Date, Start, Dest)

possible if {Bstart, Bdest, Bdate}
search flightÀ(Seller,Date, Start, Dest)

causes {Bwill get offer, B¬smoking flight}

while all the other operations are defined exactly as introduced before.

By applying the plugin match, we obtain the substitution θPIM , which includes,

among the others, also [search flightÀ/search flightÀu]
1. By applying the substitution

θPIM we obtain the set of policies PθPIM :

booking(Seller,Date, Start, Dest) is

search flightÀ(Seller,Date, Start,Dest), get answer(Seller),

Boffer(not avail)?

1For the sake of brevity, we omit to specify the substitutions when the operations exactly match the
specifications.
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booking(Seller,Date, Start, Dest) is

search flightÀ(Seller,Date, Start,Dest), get answer(Seller),

Boffer(flight)?; eval offer; finalize(Seller)

finalize(Seller) is

Beval rst(business)?; ackÀ(Seller)

finalize(Seller) is

Beval rst(no business)?; n ackÀ(Seller)

By using this policy, the query (〈SθPIM , GAθPIM , C,PθPIM〉, S0) ` G fails: in fact, the

additional effect B¬smoking flight of the service search flightÀ prevents the buyer to

achieve a part of its goal, i.e. to book a smoking flight.

Let us now consider another service s2, that is conformant to the role Seller. Let s2

be equivalent to the role specification but for the service that implements search flightÀu,

which is specified as:

search flightÀ(Seller,Date, Start, Dest)

possible if {Bstart, Bdest, Bdate}
search flightÀ(Seller,Date, Start, Dest)

causes {Bwill get offer, Bveg meals}

Differently than the one of s1, this service does not compromise the achievement of the

goal, even though it provides some additional information (Bveg meals). This informa-

tion is not used in the interaction that we are considering but we must take into account

the fact that s2 might be conformant also to other protocols, in which this information

is relevant. It is realistic that the service will not be re-implemented each time if not

strictly necessary.



90



Chapter 7

Conclusions

In the last years service-oriented computing met the growing need of techniques that

improve software reuse by aggregating sets of heterogenous and independent entities

with the general aim of executing a common task. This thesis has proposed an approach

that allows an entity to reason about choreography role descriptions in order to establish,

on the one hand, if there is a role that satisfies a goal of interest, and on the other hand,

if the entity has the capabilities for taking part in the conversation ruled by the selected

role. To this aim, the choreography specifications have been enriched with the concept

of capability requirement that describes a skill to be owned by the player of a role in

the choreography, at some point of the interaction. The set of capability requirements

associated to a choreography specifies all those actions that are, in a way, private to the

player of the role, which are, however, necessary for being in condition to actually playing

the role. This thesis has proposed a formal approach based on the Dynamic in LOGic

declarative language that allows to represent capabilities and capability requirements

as actions, characterized by preconditions and postconditions ; through a matchmaking

process an entity that wants to enact a specific role must check the existence of a binding

between the capability requirements defined in the role description and its capabilities.

For this purpose the various levels of relaxed matches defined in the set of software

components by Zaremski and Wing in their seminal work [109] has been analyzed.

This thesis has studied the relation between the local aspects of matchmaking and

the global constraints of choreographies in the achievement of a goal of interest. It

is proven that local matches (except the exact match) do not preserve the goal when

capabilities are substituted to capability requirements: it is necessary to introduce a

verification that involves the choreography definition. For this reason, an extension
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of the well known plug-in match which guarantees the goal preservation by combining

local and global constraints, is defined. We argue that the more relaxed are the local

matches, the stricter must be the global verification. Notice that the goals that are

considered in this work are existential, i.e. they allow the verification of the existence of

an execution trace with given properties. It does not consider universal properties such

as, for example, ”never a server ends with an incorrect state”. Another assumption that

it is useful to point out is that an enriched choreography is written in the same language

used to represent the candidate players and their capabilities. In other words, it is

assumed that the set of communicative actions that appear in an enriched choreography

are the same of the entities, and that the predicates used to represent preconditions and

postconditions of capability requirements are part of the knowledge of the entities. As

shown before, this is not true in general for a Semantic Web Service approach, where the

knowledge of the entities are heterogenous. This problem could be overcome by using

ontologies; this aspects, however, is not faced at the moment and could be part of the

future works.

If we consider the set of capabilities owned by an entity as a set of services, the

choreography-driven matchmaking approach that this thesis has introduced can be seen

as a service composition problem. For what concerns composition, works like [86,26]

propose goal-driven approaches based on planning. However, the task is accomplished

without reference to any choreography. In particular, in [85] the composition and the

semantic reasoning phases (carried on on inputs and outputs) are separated and the

latter is performed on a local basis only. We can cite also the work [25] that presents

an algorithm for the composition-oriented service discovery that allows to match queries

with service registries making use of OWL-S ontologies, while the work in[1] improves the

previous by providing a system based on OWL-S and Petri nets for discovering a lock-

free and minimalist composition of services. With respect to the approach presented

in this thesis, these last two works allow dealing with heterogeneous knowledge, but

the composition process is not driven by a choreography. In [53,72] web services are

composed by composing their interaction protocols in a social framework, by means of

a temporal logic.

Finally, this thesis has applied the choreography-driven approach in the field of the

service selection: it proposes an approach that allows an entity to select a service that

can play a given choreography role and that preserves a goal of interest.
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WS-CDL+C schema

Here we report the XML Schema of the extended version of WS-CDL (called WS-

CDL+C) that we used to represent choreographies enriched with capability require-

ments.

<?xml version="1.0" encoding="UTF-8"?>

<!-- edited with XMLSpy v2007 (http://www.altova.com) by Claudio (Dip Info) -->

<schema xmlns="http://www.w3.org/2001/XMLSchema"

xmlns:cdl="http://www.w3.org/2005/10/cdl"

targetNamespace="http://www.w3.org/2005/10/cdl" elementFormDefault="qualified">

<complexType name="tExtensibleElements">

<annotation>

<documentation>

This type is extended by other WS-CDL component types to allow elements

and attributes from other namespaces to be added. This type also contains

the optional description element that is applied to all WS-CDL constructs.

</documentation>

</annotation>

<sequence>

<element name="description" minOccurs="0">

<complexType mixed="true">

<sequence minOccurs="0" maxOccurs="unbounded">

<any processContents="lax"/>

</sequence>
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<attribute name="type" type="cdl:tDescriptionType" use="optional"

default="documentation"/>

</complexType>

</element>

<element name="CDLExtension" minOccurs="0" maxOccurs="unbounded">

<complexType>

<sequence minOccurs="0" maxOccurs="unbounded">

<any processContents="lax"/>

</sequence>

</complexType>

</element>

</sequence>

<anyAttribute namespace="##other" processContents="lax"/>

</complexType>

<element name="package" type="cdl:tPackage"/>

<complexType name="tPackage">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="informationType" type="cdl:tInformationType" minOccurs="0"

maxOccurs="unbounded"/>

<element name="token" type="cdl:tToken" minOccurs="0" maxOccurs="unbounded"/>

<element name="tokenLocator" type="cdl:tTokenLocator" minOccurs="0"

maxOccurs="unbounded"/>

<element name="roleType" type="cdl:tRoleType" minOccurs="0"

maxOccurs="unbounded"/>

<element name="relationshipType" type="cdl:tRelationshipType" minOccurs="0"

maxOccurs="unbounded"/>

<element name="participantType" type="cdl:tParticipantType" minOccurs="0"

maxOccurs="unbounded"/>

<element name="channelType" type="cdl:tChannelType" minOccurs="0"

maxOccurs="unbounded"/>

<element name="choreography" type="cdl:tChoreography" minOccurs="0"

maxOccurs="unbounded"/>

<element name="capabilitySection" type="cdl:tCapabilitySection" minOccurs="0"/>

</sequence>
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<attribute name="name" type="NCName" use="required"/>

<attribute name="author" type="string" use="optional"/>

<attribute name="version" type="string" use="optional"/>

<attribute name="targetNamespace" type="anyURI" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tInformationType">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="NCName" use="required"/>

<attribute name="type" type="QName" use="optional"/>

<attribute name="element" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tToken">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="NCName" use="required"/>

<attribute name="informationType" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tTokenLocator">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="tokenName" type="QName" use="required"/>

<attribute name="informationType" type="QName" use="required"/>

<attribute name="part" type="NCName" use="optional"/>

<attribute name="query" type="cdl:tXPath-expr" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRoleType">

<complexContent>
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<extension base="cdl:tExtensibleElements">

<sequence>

<element name="behavior" type="cdl:tBehavior" maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tBehavior">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="NCName" use="required"/>

<attribute name="interface" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRelationshipType">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="roleType" type="cdl:tRoleRef" minOccurs="2" maxOccurs="2"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRoleRef">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="typeRef" type="QName" use="required"/>

<attribute name="behavior" use="optional">

<simpleType>

<list itemType="NCName"/>

</simpleType>

</attribute>

</extension>
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</complexContent>

</complexType>

<complexType name="tParticipantType">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="roleType" type="cdl:tRoleRef2" maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRoleRef2">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="typeRef" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tChannelType">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="passing" type="cdl:tPassing" minOccurs="0"

maxOccurs="unbounded"/>

<element name="roleType" type="cdl:tRoleRef3"/>

<element name="reference" type="cdl:tReference"/>

<element name="identity" type="cdl:tIdentity" minOccurs="0"

maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="usage" type="cdl:tUsage" use="optional" default="distinct"/>

<attribute name="action" type="cdl:tAction" use="optional" default="request"/>

</extension>

</complexContent>

</complexType>
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<complexType name="tRoleRef3">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="typeRef" type="QName" use="required"/>

<attribute name="behavior" type="NCName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tPassing">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="channel" type="QName" use="required"/>

<attribute name="action" type="cdl:tAction" use="optional" default="request"/>

<attribute name="new" type="boolean" use="optional" default="false"/>

</extension>

</complexContent>

</complexType>

<complexType name="tReference">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="token" type="cdl:tTokenReference"/>

</sequence>

</extension>

</complexContent>

</complexType>

<complexType name="tTokenReference">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tIdentity">

<complexContent>

<extension base="cdl:tExtensibleElements">



WS-CDL+C schema 99

<sequence>

<element name="token" type="cdl:tTokenReference" maxOccurs="unbounded"/>

</sequence>

<attribute name="usage" type="cdl:tUsageI" use="optional" default="primary"/>

</extension>

</complexContent>

</complexType>

<complexType name="tChoreography">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="relationship" type="cdl:tRelationshipRef"

maxOccurs="unbounded"/>

<element name="variableDefinitions" type="cdl:tVariableDefinitions"

minOccurs="0"/>

<element name="choreography" type="cdl:tChoreography" minOccurs="0"

maxOccurs="unbounded"/>

<group ref="cdl:activity"/>

<element name="exceptionBlock" type="cdl:tException" minOccurs="0"/>

<element name="finalizerBlock" type="cdl:tFinalizer" minOccurs="0"

maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="complete" type="cdl:tBoolean-expr" use="optional"/>

<attribute name="isolation" type="boolean" use="optional" default="false"/>

<attribute name="root" type="boolean" use="optional" default="false"/>

<attribute name="coordination" type="boolean" use="optional" default="false"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRelationshipRef">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="type" type="QName" use="required"/>

</extension>

</complexContent>
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</complexType>

<complexType name="tVariableDefinitions">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="variable" type="cdl:tVariable" maxOccurs="unbounded"/>

</sequence>

</extension>

</complexContent>

</complexType>

<complexType name="tVariable">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="NCName" use="required"/>

<attribute name="informationType" type="QName" use="optional"/>

<attribute name="channelType" type="QName" use="optional"/>

<attribute name="mutable" type="boolean" use="optional" default="true"/>

<attribute name="free" type="boolean" use="optional" default="false"/>

<attribute name="silent" type="boolean" use="optional" default="false"/>

<attribute name="roleTypes" use="optional">

<simpleType>

<list itemType="QName"/>

</simpleType>

</attribute>

</extension>

</complexContent>

</complexType>

<group name="activity">

<choice>

<element name="sequence" type="cdl:tSequence"/>

<element name="parallel" type="cdl:tParallel"/>

<element name="choice" type="cdl:tChoice"/>

<element name="workunit" type="cdl:tWorkunit"/>

<element name="interaction" type="cdl:tInteraction"/>

<element name="perform" type="cdl:tPerform"/>

<element name="assign" type="cdl:tAssign"/>
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<element name="silentAction" type="cdl:tSilentAction"/>

<element name="noAction" type="cdl:tNoAction"/>

<element name="finalize" type="cdl:tFinalize"/>

<any namespace="##other" processContents="lax"/>

</choice>

</group>

<complexType name="tSequence">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<group ref="cdl:activity" maxOccurs="unbounded"/>

</sequence>

</extension>

</complexContent>

</complexType>

<complexType name="tParallel">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<group ref="cdl:activity" maxOccurs="unbounded"/>

</sequence>

</extension>

</complexContent>

</complexType>

<complexType name="tChoice">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<group ref="cdl:activity" maxOccurs="unbounded"/>

</sequence>

</extension>

</complexContent>

</complexType>

<complexType name="tWorkunit">

<complexContent>

<extension base="cdl:tExtensibleElements">
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<sequence>

<group ref="cdl:activity"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="guard" type="cdl:tBoolean-expr" use="optional"/>

<attribute name="repeat" type="cdl:tBoolean-expr" use="optional"/>

<attribute name="block" type="boolean" use="optional" default="false"/>

</extension>

</complexContent>

</complexType>

<complexType name="tPerform">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="bind" type="cdl:tBind" minOccurs="0"

maxOccurs="unbounded"/>

<element name="choreography" type="cdl:tChoreography" minOccurs="0"/>

</sequence>

<attribute name="choreographyName" type="QName" use="required"/>

<attribute name="choreographyInstanceId" type="cdl:tXPath-expr"

use="optional"/>

<attribute name="block" type="boolean" use="optional" default="true"/>

</extension>

</complexContent>

</complexType>

<complexType name="tBind">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="this" type="cdl:tBindVariable"/>

<element name="free" type="cdl:tBindVariable"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>
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<complexType name="tBindVariable">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="variable" type="cdl:tXPath-expr" use="required"/>

<attribute name="roleType" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tInteraction">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="participate" type="cdl:tParticipate"/>

<element name="exchange" type="cdl:tExchange" minOccurs="0"

maxOccurs="unbounded"/>

<element name="timeout" type="cdl:tTimeout" minOccurs="0"/>

<element name="record" type="cdl:tRecord" minOccurs="0"

maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="channelVariable" type="QName" use="required"/>

<attribute name="operation" type="NCName" use="required"/>

<attribute name="align" type="boolean" use="optional"

default="false"/>

<attribute name="initiate" type="boolean" use="optional" default="false"/>

</extension>

</complexContent>

</complexType>

<complexType name="tTimeout">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="time-to-complete" type="cdl:tXPath-expr" use="required"/>

<attribute name="fromRoleTypeRecordRef" use="optional">

<simpleType>

<list itemType="NCName"/>

</simpleType>
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</attribute>

<attribute name="toRoleTypeRecordRef" use="optional">

<simpleType>

<list itemType="NCName"/>

</simpleType>

</attribute>

</extension>

</complexContent>

</complexType>

<complexType name="tParticipate">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="relationshipType" type="QName" use="required"/>

<attribute name="fromRoleTypeRef" type="QName" use="required"/>

<attribute name="toRoleTypeRef" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tExchange">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="send" type="cdl:tVariableRecordRef"/>

<element name="receive" type="cdl:tVariableRecordRef"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="faultName" type="QName" use="optional"/>

<attribute name="informationType" type="QName" use="optional"/>

<attribute name="channelType" type="QName" use="optional"/>

<attribute name="action" type="cdl:tAction2" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tVariableRecordRef">

<complexContent>

<extension base="cdl:tExtensibleElements">
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<attribute name="variable" type="cdl:tXPath-expr" use="optional"/>

<attribute name="recordReference" use="optional">

<simpleType>

<list itemType="NCName"/>

</simpleType>

</attribute>

<attribute name="causeException" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tRecord">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="source" type="cdl:tSourceVariableRef"/>

<element name="target" type="cdl:tVariableRef"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="causeException" type="QName" use="optional"/>

<attribute name="when" type="cdl:tWhenType" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tSourceVariableRef">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="variable" type="cdl:tXPath-expr" use="optional"/>

<attribute name="expression" type="cdl:tXPath-expr" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tVariableRef">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="variable" type="cdl:tXPath-expr" use="required"/>

</extension>
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</complexContent>

</complexType>

<complexType name="tAssign">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="copy" type="cdl:tCopy" maxOccurs="unbounded"/>

</sequence>

<attribute name="roleType" type="QName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tCopy">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="source" type="cdl:tSourceVariableRef"/>

<element name="target" type="cdl:tVariableRef"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

<attribute name="causeException" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tSilentAction">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="capabilityRequirementInstace"

type="cdl:tCapabilityRequirementInstance" minOccurs="0"/>

</sequence>

<attribute name="roleType" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tNoAction">



WS-CDL+C schema 107

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="roleType" type="QName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tFinalize">

<complexContent>

<extension base="cdl:tExtensibleElements">

<attribute name="name" type="NCName" use="required"/>

<attribute name="choreographyName" type="NCName" use="required"/>

<attribute name="choreographyInstanceId" type="cdl:tXPath-expr" use="optional"/>

<attribute name="finalizerName" type="NCName" use="optional"/>

</extension>

</complexContent>

</complexType>

<complexType name="tException">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<element name="workunit" type="cdl:tWorkunit" maxOccurs="unbounded"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>

<complexType name="tFinalizer">

<complexContent>

<extension base="cdl:tExtensibleElements">

<sequence>

<group ref="cdl:activity"/>

</sequence>

<attribute name="name" type="NCName" use="required"/>

</extension>

</complexContent>

</complexType>
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<simpleType name="tAction">

<restriction base="string">

<enumeration value="request-respond"/>

<enumeration value="request"/>

<enumeration value="respond"/>

</restriction>

</simpleType>

<simpleType name="tAction2">

<restriction base="string">

<enumeration value="request"/>

<enumeration value="respond"/>

</restriction>

</simpleType>

<simpleType name="tUsage">

<restriction base="string">

<enumeration value="once"/>

<enumeration value="distinct"/>

<enumeration value="shared"/>

</restriction>

</simpleType>

<simpleType name="tUsageI">

<restriction base="string">

<enumeration value="primary"/>

<enumeration value="alternate"/>

<enumeration value="derived"/>

<enumeration value="association"/>

</restriction>

</simpleType>

<simpleType name="tWhenType">

<restriction base="string">

<enumeration value="before"/>

<enumeration value="after"/>

<enumeration value="timeout"/>

</restriction>

</simpleType>

<simpleType name="tBoolean-expr">



WS-CDL+C schema 109

<restriction base="string"/>

</simpleType>

<simpleType name="tXPath-expr">

<restriction base="string"/>

</simpleType>

<simpleType name="tDescriptionType">

<restriction base="string">

<enumeration value="documentation"/>

<enumeration value="reference"/>

<enumeration value="semantics"/>

</restriction>

</simpleType>

<complexType name="tCapabilityRequirement">

<sequence>

<element name="input" type="string" minOccurs="0" maxOccurs="unbounded"/>

<element name="output" type="string" minOccurs="0" maxOccurs="unbounded"/>

<element name="preconditions" type="string" minOccurs="0"/>

<element name="effects" type="string" minOccurs="0"/>

</sequence>

<attribute name="name" type="string" use="required">

<annotation>

<documentation>The name of the capability requirement</documentation>

</annotation>

</attribute>

</complexType>

<complexType name="tCapabilitySection">

<sequence>

<element name="capabilityRequirement" type="cdl:tCapabilityRequirement"

minOccurs="0" maxOccurs="unbounded"/>

</sequence>

</complexType>

<complexType name="tCapabilityRequirementInstance">

<sequence>

<element name="variableBind" type="cdl:tVariableBind" minOccurs="0"

maxOccurs="unbounded"/>

</sequence>
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<attribute name="name" type="string" use="required">

<annotation>

<documentation>Name of a capability requirement declared in the capability

requirement section</documentation>

</annotation>

</attribute>

</complexType>

<complexType name="tVariableBind">

<sequence>

<element name="cdlVariable" type="string">

<annotation>

<documentation>A variable of the choreography</documentation>

</annotation>

</element>

<element name="capabilityVariable" type="string">

<annotation>

<documentation>A variable specified inside the capability requirement

declaration</documentation>

</annotation>

</element>

</sequence>

</complexType>

</schema>
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