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1   Introduction 

The main purpose of this work is to investigate various kinds of software 
agents that could be applied to modelling and simulation of complex social 
systems. The term agent, deriving from the Latin “agens”, identifies 
someone (or something) who acts; the same word can also be used to define 
a mean through which some action is made or caused. The term is used in 
many different fields and disciplines, such as economics, physics, natural 
sciences, sociology and many others. In computer science, the word is used 
to define very heterogeneous entities and sometimes is even abused.  

 
In the second chapter, after this introduction, the various notions of 

agent and agency are examined; Norman (1994) observes that the most 
interesting ancestors of intelligent agents are servomechanisms and other 
control systems, including the ones used in firms and in the planes, such as 
take off and landing systems and automated flight. Anyway, the entities 
now regarded as agents are very different from the initial concept; in 
particular, at least for the moment, the research focus seems to have moved 
from the hardware to the software. The concept of agent originates in the 
early fifties with J. McCarthy, while the term has been coined by O.G. 
Selfridge some years later, when both of them were working at the 
Massachusetts Institute of Technology. Their original project was to build a 
system which, given a goal, could be able to accomplish it, looking for 
human help in case of lack of necessary information. In practice, an agent 
was considered a software robot that lives and acts in a virtual world. 
Nwana (1996) divides the studies about agents in two main paths: the 
former, starting in 1977, is based on the research in the field of the 
Distributed Artificial Intelligence (DAI) and has as the main subject 
deliberative agents with internal symbolic models. The latter, whose origins 
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are in the nineties, studies a broad range of agents and the emphasis is in the 
action, instead of being in the decision. 

Wooldridge (1995) defines as deliberative the agent who has a symbolic 
model of the world explicitly represented, in which the decisions (e.g. what 
actions must be accomplished) are taken through symbolic reasoning. At 
the beginning the work on this kind of agents concentrated at a macro level, 
like the communication and interaction among them, the tasks 
decomposition and distribution, the cooperation and aggregation, the way 
of solving conflicts through negotiation and so on. The purpose was of 
specifying, analyzing, designing and integrating systems with many 
collaborative agents. Besides this kind of problems, the works belonging to 
the former path are also characterized by the research on theoretical, 
architectural and linguistic development. Multi Agent Systems are discussed 
and reactive, deliberative and hybrid agents are described and analyzed in 
detail. 

 
The third chapter is devoted to the analysis of modelling and simulation 

applied to the social sciences. A model is a scaled representation of a target 
system in the real world; it wouldn't be useful to create a one-to-one 
representation of the reality, so it's very important to identify which are the 
main features of the studied system and bring them in the model (this 
process is called abstraction).  Modelling is applied when prototyping or 
experimenting with the real system is expensive or impossible, and thus it 
seems a perfect tool for researching in the social field. 

In (Ostrom 1988), simulation is described as a third way to represent 
social models, being a powerful alternative to other two symbol systems: the 
verbal argumentation and the mathematical one. The former, which uses 
natural language, is a non computable way of modelling though a highly 
descriptive one; in the latter, while everything can be done with equations, 
the complexity of differential systems rises exponentially as the complexity 
of behaviour grows, so that describing complex individual behaviour with 
equations often becomes an intractable task. Simulation has some 
advantages over the other two: it can easily be run on a computer, through a 
program or a particular tool; besides it has a highly descriptive power, since 
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it is usually built using a high level computer language, and, with few 
efforts, can even represent non-linear relationships, which are tough 
problems for the mathematical approach. 

 According to (Gilbert, Terna 1999), the logic of developing models using 
computer simulation is not very different from the logic used for the more 
familiar statistical models. In either case, there is some phenomenon that 
the researchers want to understand better, that is the target, and so a model 
is built, through a theoretically motivated process of abstraction. The model 
can be a set of mathematical equations, a statistical equation, such as a 
regression equation, or a computer program. The behaviour of the model is 
then observed, and compared with observations of the real world; this is 
used as evidence in favour of the validity of the model or its rejection. 
Computer programs can be used to model either quantitative theories or 
qualitative ones; simulation has been successfully applied to many fields, 
and in particular to social sciences, where it allows to verify theories and 
create virtual societies. Three different approaches to simulation are 
analyzed: System Dynamic (SD), Discrete Events (DE) and Agent Based 
Simulation (ABS). 

 The first one deeply relies on differential equations and a SD model is, 
from a mathematical point of view, a system of equations solved by 
numerical means. The range of SD applications includes economics, urban, 
social, ecological types of systems. In SD the real-world processes are 
represented in terms of stocks (e.g. of material, knowledge, people, money), 
flows between these stocks, and information that determines the values of 
the flows. 

 DE simulation applies to the modelling approach based on the concept of 
entities, resources and block charts describing entity flow and resource 
sharing. Process based simulation, workflows and so on are to be considered 
as examples of DE simulation. 

 ABS is the most recent approach among the three examined; compared 
to SD or DE models, there is no such place in ABS model where the global 
system behaviour (dynamics) would be defined. Instead, the modeller 
defines behaviour at individual level, and the global behaviour emerges as a 
result of many (tens, hundreds, thousands, millions) individuals, each 
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following its own behaviour rules, living together in some environment and 
communicating with each other and with the environment. Qualitative and 
quantitative methodologies are then examined and an example is given. 

In the fourth chapter a hybrid simulation approach developed by the 
author is introduced and described. Both process simulation and agent based 
simulation are powerful approaches for creating models of enterprises and 
complex systems, but they also have some flaws. In order to overcome the 
limits of both the simulation approaches, the possibility of a hybrid 
methodology is studied. Usually, process simulation is used to model a very 
well structured and known situation, in order to perform a what-if analysis: 
it’s used to create models of parts of enterprises or mechanical/electronic 
systems. Its greatest advantage is that it starts from a basic scheme, often 
derived from existent documents, through which it becomes very easy to 
bring a real situation into a process simulator. A disadvantage is that, in 
order to use this approach to simulate a process, this must be very well 
known; if a part of the process is uncertain, then it's impossible to validate a 
simulation as a model of the real world to be represented. Besides, this 
method is quite static, meaning that the relations between the various parts 
involved in the model must be described in deep and there is no possibility 
of emergent behaviour and self-organization. On the other hand, when the 
system to be simulated has a complex aggregate behaviour, not easy to 
describe just studying and modelling the single entities, agent based 
simulation is the only usable approach. . So, if we want to model an 
enterprise in which also the human factor is present, or we want to consider 
also the influence of the environment, it will be impossible to do that with a 
process based approach, thus leaving agent based simulation as the only 
feasible method. While in process simulation the stress is on the function of 
the single parts, that are deeply modelled as resembling the reality, in agent 
based simulation the most important side is interaction among entities, 
which creates the aggregate behaviour. The single agents can even be very 
simple, with few rules and directives. By combining the two approaches we 
can try to overcome the limits of both. The chapter ends with a brief 
description of Anylogic, a commercial tool which implements in the same 
environment all the examined simulation paradigms. 
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The fifth chapter deals with the theory of complexity, with particular 

emphasis on complex social systems; a complex system is one for which it is 
difficult, if not impossible to restrict its description to a limited number of 
parameters or characterising variables without losing its essential global 
functional properties. In complex systems the sum of the parts is often not 
enough to describe the whole, and usually from the interaction of many 
simple entities a complex behaviour emerges. Some fundamental properties 
are then exposed and discussed: non-determinism and non-tractability, 
limited functional decomposability, distributed nature of information and 
representation, emergence and self-organisation. Emergent phenomena 
occur due to the pattern of interactions (non-linear and distributed) 
between the elements of the system over time. One of the main points 
about emergent phenomena is that they are observable at a macro-level, 
even though they are generated by micro-level elements. 

These properties and emergency of aggregate and unpredictable 
behaviour in particular, let us think that an agent based approach could be 
the best way to simulate complex situations. Agent Based Computational 
Economics (ACE) is thus introduced, as the computational study of 
economies modelled as dynamic systems of interacting agents. Here "agent" 
is used broadly to refer to encapsulated data and methods representing an 
economic, social, biological, or physical entity constituting part of a 
computationally constructed world. Examples of possible agents include 
consumers, families, firms, communities, government agencies, forests, 
livestock, infrastructure, weather, and geographical regions. Thus, agents 
can range from active data-gathering decision makers with sophisticated 
learning capabilities to passive world features with no cognitive function. 
Moreover, agents can be composed of other agents, permitting hierarchical 
constructions. The main objectives of ACE are: methodological, empirical, 
normative and qualitative understanding. 

 
In chapter number six an example of simulation of a complex social 

system is given; the purpose of this section is to show how the multi agent 
paradigm can be used to simulate a database, with regards to the security 
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policy applied; databases are very complex objects, and thus an agent based 
approach should allow to exploit the interactions among users and the 
results deriving from a particular security policy. Besides, the necessity of 
granting a certain security level for data access often compromises the 
efficiency of data retrieval, and thus the optimal balance of the two is a 
difficult task to accomplish. Since the users of the database interact among 
them in a sort of hierarchy, we can think about it as a sort of social system. 

After describing how a Database Security Management System (DBMS) 
works, and introducing the concept of Discretionary Access Control (DAC) 
model, the agent based model is described in detail. We can think of a set of 
agents, which are the users of a database, organized into a hierarchy; in 
general, a community of agents which can access data according to specific 
rules. When the single agent needs a datum, he first looks for it and, if he 
can’t access it directly, he asks other agents, who have the specific 
permission on it. Hierarchy and proximity relations are defined among the 
agents: there are n levels, organized into a pyramid. Level 1 is the upper 
one, while Level n is the bottom.  

A simplified implementation working as the simulation of the worst 
possible case is then shown, along with the simulated results; this is to 
demonstrate that the simulation is feasible and that agent based technology 
can be successfully applied to database security simulation.  

 
The seventh chapter is about a very important and promising field of 

modelling: enterprise simulation. The simulation of an enterprise requires a 
detailed understanding of the operations in the enterprise including the 
process sequences, the resources (machines, humans and materials) and the 
constraints governing the processes and the resources. An enterprise is to be 
considered as a complex system: in the traditional view, an enterprise is a 
system. It is complex only to the extent that it has a large number of parts - 
ultimately people and their tools. Given sufficient time and effort, an 
enterprise's workings should be completely resolvable and understood as 
the workings of these people - either directly or through progressive 
groupings of these people. Conversely, any desired enterprise can be 
constructed solely from the behaviours of many individual people if the 
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enterprise's outcomes are properly and thoroughly characterized 
beforehand. 

A tool called jES, developed by Pietro Terna, is then briefly analyzed, as 
an important example of agent based simulation of an enterprise. 

 
Chapter number eight deals with another important application of agent 

based simulation, specifically Game Theory. Game theory is a distinct and 
interdisciplinary approach to the study of strategic behaviour. The 
disciplines most involved in game theory are mathematics, economics and 
the other social and behavioural sciences. In game theory, "games" have 
always been a metaphor for more serious interactions in human society. 

A well known problem belonging to the game theory field is then 
examined: the prisoner’s dilemma (PD), in which two criminals arrested 
and isolated from each other, and are offered a deal by the police: the one 
who offers evidence against the other one will be freed. If none of them 
accepts the offer, they are in fact cooperating against the police, and both of 
them will get only a small punishment because of lack of proof. However, if 
one of them betrays the other one, by confessing to the police, the defector 
will gain more, since he is freed; the one who remained silent, on the other 
hand, will receive the full punishment, since he did not help the police, and 
there is sufficient proof. If both betray, both will be punished, but less 
severely than if they had refused to talk. The dilemma resides in the fact 
that each prisoner has a choice between only two options, but cannot make 
a good decision without knowing what the other one will do.  

Multi agent technology has been employed to simulate a variant of this 
game, the demographic PD. In the demographic PD, agents inherit a fixed 
strategy of cooperate or defect and they are indistinguishable to one 
another, just as in the original model. Yet, cooperation can emerge and 
endure. 

 
Chapter number nine is an example for the theory expressed in the 

previous one; here agent based simulation is applied to another well known 
problem in the Game Theory field, the Minority Game (MG). It represents 
the collective behaviour of agents in an idealized situation where they have 
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to compete through adaptation for some finite resource. The MG is born as 
the mathematical formulation of “El Farol Bar”, in which N people, at every 
step, take an individual decision among two possibilities. Number one is to 
stay at home; number two is to go to a bar. Since the space in the bar is 
limited (finite resource), the time there is enjoyable if and only if the 
number of the people there is less than a fixed threshold. Every agent has 
his own expectation on the number of people in the bar, and according to 
his forecast decides whether to go or not. The only information available to 
the agents is the number of people attending the bar in the recent past; this 
means that there is no deductively rational solution to this problem, but 
there can be plenty of models trying to infer the future number according 
to the past ones. The MG generalizes this concept: t is assumed that an odd 
number of players take a decision at each step of the simulation; the agents 
that take the minority decision win, while the others loose. 

The innovative part in the simulation presented here is the introduction 
of communication in a MG framework, done through a social network, in 
order to see how the links among certain agents can change the results of 
the simulation. The simulation framework is then described and analyzed in 
detail: before starting the simulation, we can change two core parameters: 
the number of the agents involved and the number of the links among the 
agents. In the output graph we can read the time on x-axis, while on y-axis 
the number of decisions is represented. Two lines are plotted: one depicts 
the decisions changed while the other one is for unchanged decisions. 

Two sets of results are given, one using asynchronous communication, 
while the other one employing the synchronous protocol. In the first case, 
the agents act sequentially. So the first agents to act take a decision, and 
from then on they reply to the other agents with the new decision taken. If 
the synchronous protocol is used, the agents broadcast their opinion to all 
the agents which are linked to them. Finally, after they collect all the 
opinions of their friends, they evaluate the certainty index and reconsider 
their choice. 

The last feature implemented in the simulation is a memory for the 
agents, based on the past turns. The memory is a list of length N; the agents 
use their memory by reading the list, and summing the last group choices. 
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The last chapter examines a different paradigm for intelligent agents: the 

Belief, Desire, Intention (BDI) one. This paradigm provides a strong notion 
of agency; agents are viewed as having certain mental attitudes, which 
represent, respectively, their informational, motivational and deliberative 
states. In the BDI architecture an agent can be completely specified by the 
events that it can perceive, the actions it may perform, the beliefs it may 
hold, the goals it may adopt, and the plans that give rise to its intentions.  

This kind of agents has been successfully used in many fields, but they 
have never been applied to enterprise modelling and social simulation. In 
this work the enterprise is considered as a BDI meta-agent, or, better, a 
Socially Constructed Agent, that’s an agent grouping other ones, constituted 
by the functional areas. In this way the newest contribution of this 
approach is stressed: rather than a component based or object based 
approach to the architecture of the enterprise we have that we model the 
different levels as agents, not real agents, but agents which are real only as 
long as all the ordinary (human or software) agents believe they are. In this 
way there is a hierarchical representation of agents inside the enterprise. 
We have not only ordinary "real" agents, but also socially constructed 
agents. In this way it is possible to have the same recursive structure as 
object orientation.  

Two views are examined: the macro level, in which the enterprise is seen 
as an agent acting in an environment populated by other entities (normative 
system, competitors, customers, suppliers, and so on) and the enterprise 
level, where the enterprise itself is the environment, inside which other 
agents exist (the functional areas, the departments and so on). It’s to be 
noticed that this kind of recursion can continue, as we can have, for 
example, a micro level, considering each of the sub-agents described before 
the environment in which other agents operate (e.g. the human beings). 
The rule of the normative system and of the sanctions and motivations in 
the model is then investigated. BDI concept, though very powerful in 
modelling realistic systems, is not very efficient, due to its implementations 
achieved using logic based paradigms. 
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2   Different Kinds of Agents 

Taxonomies and Definitions 

 
In Franklin and Graesser (1997) we find a sort of survey of the different 

kinds of agents we can find in practice: 
 
The Wooldridge-Jennings Agent (Wooldridge and Jennings 1995): "... a 

hardware or (more usually) software-based computer system that enjoys the 
following properties:  

autonomy: agents operate without the direct intervention of humans or 
others, and have some kind of control over their actions and internal state;  

social ability: agents interact with other agents (and possibly humans) via 
some kind of agent-communication language;  

reactivity: agents perceive their environment, (which may be the 
physical world, a user via a graphical user interface, a collection of other 
agents, the INTERNET, or perhaps all of these combined), and respond in a 
timely fashion to changes that occur in it;  

pro-activeness: agents do not simply act in response to their 
environment, they are able to exhibit goal-directed behaviour by taking the 
initiative." The Wooldridge and Jennings definition, in addition to spelling 
out autonomy, sensing and acting, allows for a broad, but finite, range of 
environments. They further add a communications requirement.” 
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The SodaBot Agent (Michael Coen): "Software agents are programs that 
engage in dialogs, negotiate and coordinate transfer of information." 
SodaBot is a development environment for software agent being constructed 
at the MIT AI Lab by Michael Coen. Note the apparently almost empty 
intersection between this definition and the preceding seven. We say 
"apparently" since negotiating, for example, requires both sensing and 
acting. And dialoguing requires communication. Still the feeling of this 
definition is vastly different from the first few, and would seem to rule out 
almost all standard programs. 

 
The Foner Agent (Lenny Foner): Foner requires much more of an agent. 

His agents collaborate with their users to improve the accomplishment of 
the users' tasks. This requires, in addition to autonomy, that the agent dialog 
with the user, be trustworthy, and degrade gracefully in the face of a 
"communications mismatch." However, this quick paraphrase doesn't do 
justice to Foner's analysis.  

 
The Brustoloni Agent (Brustoloni 1991, Franklin 1995) "Autonomous 

agents are systems capable of autonomous, purposeful action in the real 
world." The Brustoloni agent, unlike the prior agents, must live and act "in 
the real world." This definition excludes software agents and programs in 
general. Brustoloni also insists that his agents be “reactive”; that is, be able 
to respond to external, asynchronous stimuli in a timely fashion." 

 
As these definitions make clear, there's no general agreement as to what 

constitutes an agent, or as to how agents differ from programs but they 
provide a list of attributes often found in agents: Autonomous, goal-
oriented, collaborative, flexible, self-starting, temporal continuity, 
character, communicative, adaptive, mobile, [Etzioni and Weld]. Several of 
these would seem to rule out our payroll program.  

 
Franklin and Graesser (1997) also try to find the typical features of 

agency, deriving them from the word itself: an “agent” is 1) one who acts, or 
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who can act, and 2) one who acts in place of another with his permission. 
Since "one who acts in place of " acts, the second usage requires the first. 
Humans act, as do most other animals. Also, some autonomous mobile 
robots act, for example Brooks' Herbert (Brooks 1990; Franklin 1995). All of 
these are real world agents. Software agents "live" in computer operating 
systems, databases, networks, MUDs, etc. Almost all the definitions in the 
previous section refer to software agents. Finally, artificial life agents "live" 
in artificial environments on a computer screen or in its memory (Langton 
1989, Franklin 1995). 

Each is situated in, and is a part on some environment. Each senses its 
environment and act autonomously upon it. No other entity is required to 
feed it input, or to interpret and use its output. Each acts in pursuit of it's 
own agenda, whether satisfying evolved drives as in humans and animals, or 
pursuing goals designed in by some other agent, as in software agents. 
(Artificial life agents may be of either variety.) Each acts so that its current 
actions may effect its later sensing, that is its actions effect its environment. 
Finally, each acts continually over some period of time. A software agent, 
once invoked, typically runs until it decides not to. An artificial life agent 
often runs until it's eaten or otherwise dies. Of course, some human can pull 
the plug, but not always. Mobile agents on the Internet may be beyond 
calling back by the user. 

These requirements constitute for sure the essence of being an agent, 
hence the definition by Franklin and Graesser (1997): 

 
An autonomous agent is a system situated within and a part of an 

environment that senses that environment and acts on it, over time, in 
pursuit of its own agenda and so as to effect what it senses in the future. 

 
Another attempt of creating a taxonomy for agents is the working paper 

by Singh and Caur, who distinguish among a “weak definition of agents” 
and a “strong definition of agents”: The term “agent” in the most general 
way is used to denote hardware or (more usually) software-based computer 
system that has the following core attributes: 

• Agent Autonomy 
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• Agent Communication/ Social- Ability 
• Agent Reactivity 
• Agent Pro-activeness/ Goal-Directedness 
• Asynchronous Operation 
• Persistence/ Temporal Continuity 
 
According to this weak notion of agency, in computer science, an agent 

can be defined as self- contained, concurrently executing software element, 
which possesses some state and communicates with other agents via 
message passing, and developed in an Object-based concurrent 
programming paradigm. 

 
The term “agent” has a stronger and more specific meaning than that 

explained above.  An agent is meant to be a computer system that, in 
addition to properties explained above, is either conceptualized or 
implemented using concepts that are more usually applied to humans like 
intelligence. In a stronger notion, an agent can be characterized by the 
attributes explained above and the following attributes: 

• Agent Intelligence 
• Agent Cooperation 
• Agent Learning  

MAS 

A multi-agent system can be thought of as a group of interacting agents 
working together to achieve a set of goals. To maximize the efficiency of the 
system, each agent must be able to reason about other agents' actions in 
addition to its own. A dynamic and unpredictable environment creates a 
need for an agent to employ flexible strategies. The more flexible the 
strategies however, the more difficult it becomes to predict what the other 
agents are going to do. For this reason, coordination mechanisms have been 
developed to help the agents interact when performing complex actions 
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requiring teamwork. These mechanisms must ensure that the plans of 
individual agents do not conflict, while guiding the agents in pursuit of the 
goals of the system.  

Agents themselves have traditionally been categorized into one of the 
following types (Woolridge and Jennings1995):  

 
• Reactive  
• Deliberative 
• Hybrid  
 
When designing any agent-based system, it is important to determine 

how sophisticated the agents' reasoning will be. Reactive agents simply 
retrieve pre-set behaviors similar to reflexes without maintaining any 
internal state. On the other hand, deliberative agents behave more like they 
are thinking, by searching through a space of behaviours, maintaining 
internal state, and predicting the effects of actions. Although the line 
between reactive and deliberative agents can be somewhat blurry, an agent 
with no internal state is certainly reactive, and one which bases its actions 
on the predicted actions of other agents is deliberative. Here we describe 
one system at each extreme as well as two others that mix reactive and 
deliberative reasoning.  

Balch and Arkin (1995) use homogeneous, reactive, non-communicating 
agents to study formation maintenance in autonomous robots. The robots' 
goal is to move together in a military formation such as a diamond, column, 
or wedge. They periodically come across obstacles which prevent one or 
more of the robots from moving in a straight line. After passing the 
obstacle, all robots must adjust in order to regain their formation. The 
agents reactively convert their sensory data (which includes the positions of 
the other robots) to motion vectors for avoiding obstacles, avoiding robots, 
moving to a goal location, and formation maintenance. The actual robot 
motion is a simple weighted sum of these vectors. 

At the other extreme is the pursuit domain work by Levy and 
Rosenschein (1992). Their agents assume that each will act in service of its 
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own goals. They use game theoretic techniques to find equilibrium points 
and thus to decide how to act. These agents are clearly deliberative, as they 
search for actions rather than simply retrieving them.  

There are also several existing systems and techniques that mix reactive 
and deliberative behaviours. One example is Rao and Georgeff's system 
(1995) which reasons about when to be reactive and when to follow goal-
directed plans. Another example is Sahota's reactive deliberation technique 
(1994) the name implies it mixes reactive and deliberative behaviour: an 
agent reasons about which reactive behaviour to follow under the 
constraint that it must choose actions at a rate of 60 Hz. Reactive 
deliberation was not explicitly designed for MAS, but because it was 
designed for real-time control in dynamic environments, it is likely to be 
extendible to multi agent scenarios.  

 
For interaction agents can have two different types of connections: 
 
• Permanent connections are predetermined by the design of the 

system. These connections are depicted as continuous lines in the 
figure and show prefixed communication relationships. 

• Ad-hoc connections are not predetermined. They are created during 
the runtime of the system. These are depicted as dashed lines between 
agents that have started an interaction dynamically during the runtime 
of the system. 

 
A system with mainly ad-hoc connections has more flexible structure, 

and can be a test-bed for success of interaction techniques and protocols. 
 
There are three major application areas of the paradigm of multiagent 

systems: 
1. Empirical sciences. Empirical sciences analyze real systems and create 

models for them. The real agents and their interactions are simulated in an 
artificial computer environment with the goal to replicate the actual 
behaviours present in the real system. Thus, the agents in the model and 
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their behaviour are determined by the actual behaviour of the agents in the 
real system. System theory has shown that numerous real systems despite 
superficial differences have the same deep structure. 

2. Engineering sciences and technology. Engineering sciences and 
technology have the goal of designing and developing useful systems that 
have not existed before. Contrary to empirical sciences the engineering 
sciences do not seek resemblance with existing systems. The main emphasis 
is on the function and the performance of the new system. Founding the 
design of the system on the architectural patterns of multiagent systems has 
proved to be useful. Two such application areas are robots and complex 
software systems. 

3. Theory and virtual worlds. Concept of multiagent systems opens up 
possibilities to develop new worlds of consisting interacting agents. This is 
useful for both developing theoretical views and for creating virtual worlds 
for entertainment. 

Reactive, Deliberative and Hybrid Agents 

In Mataric (1995) we read that reactive agents maintain no internal 
model of how to predict future states of the world. They choose actions by 
using the current world state as an index into a table of actions, where the 
indexing function's purpose is to map known situations to appropriate 
actions. These types of agents are sufficient for limited environments where 
every possible situation can be mapped to an action or set of actions.  

The purely reactive agent's major drawback is its lack of adaptability. 
This type of agent cannot generate an appropriate plan if the current world 
state was not considered a priori. In domains that cannot be completely 
mapped, using reactive agents can be too restrictive. 

Different from reactive agents are the deliberative ones. The key 
component of a deliberative agent is a central reasoning system (Ginsberg, 
1989) that constitutes the intelligence of the agent. Deliberative agents 
generate plans to accomplish their goals. A world model may be used in a 
deliberative agent, increasing the agent's ability to generate a plan that is 
successful in achieving its goals even in unforeseen situations. This ability to 
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adapt is desirable in a dynamic environment.  
The main problem with a purely deliberative agent when dealing with 

real-time systems is reaction time. For simple, well known situations, 
reasoning may not be required at all. In some real-time domains, such as 
robotic soccer, minimizing the latency between changes in world state and 
reactions is important.  

Hybrid agents, when designed correctly, use both approaches to get the 
best properties of each (Bensaid and Mathieu, 1997). Specifically, hybrid 
agents aim to have the quick response time of reactive agents for well 
known situations, yet also have the ability to generate new plans for 
unforeseen situations.  

A hierarchy of agents is proposed, spanning a continuum of deliberative 
and reactive components. At the root of the hierarchy are agents that are 
mostly deliberative, while at the leaf nodes are agents that are completely 
reactive.  

 

3   Simulation for the Social Sciences 

Analytical and Simulation Modelling 

Modelling is a way of solving problems that occur in the real world. It is 
applied when prototyping or experimenting with the real system is 
expensive or impossible. Modelling allows to optimize systems prior to 
implementation. It includes the process of mapping the problem from the 
real world to its model in the world of models, – the process of abstraction, 
– model analysis and optimization, and mapping the solution back to the 
real system. We can distinguish between analytical and simulation models. 
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In analytical, or static, model the result functionally depends on the input (a 
number of parameters); it is possible to implement such model in a 
spreadsheet. However, analytical solution does not always exist, or may be 
very hard to find. Then simulation, or dynamic, modelling may be applied. 
A simulation model may be considered as a set of rules (e.g. equations, 
flowcharts, state machines, cellular automata) that define how the system 
being modelled will change in the future, given its present state. Simulation 
is the process of model “execution” that takes the model through (discrete 
or continuous) state changes over time. In general, for complex problems 
where time dynamics is important, simulation modelling is a better answer. 

 

 
Figure 1: The Process of Abstraction 

Levels of Abstraction in Simulation Modelling 

The next figure shows the range of problems that are efficiently 
addressed with simulation modelling. The problems are arranged on the 
scale with respect to the typical level of abstraction of the corresponding 
models. At the detailed level we have so-to-say “physical” modelling where 
individual objects with exact sizes, distances, velocities and timings matter. 
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Mechatronic and control systems, micro-level traffic simulations are located 
at the very bottom of this chart. Factory floor models with conveyors and 
stations are located a bit higher because there one typically abstracts away 
from exact physical trajectories and uses average timings. Same applies to 
warehouse logistics models with storages, transporters, loading and 
unloading operations. 

 
Figure 2: Problems Addressed with Simulation Modelling 

 
 
Business process and service systems modelling typically operate with 

schedules and timings, although physical movement is present sometimes, 
e.g. emergency department room layout would be taken into account. 
Network and transportation simulation deals with schedules, latencies, 
capacities and loading/unloading/processing times. Macro level traffic and 
transportation models may not consider individual vehicles or packets, they 
use their volumes instead. Supply chains are being modelled at very 
different abstraction levels, so this item could be placed anywhere in 
Middle to High abstraction range. Problems at the top of the chart are 
typically approached in terms of aggregate values, global feedbacks, trends, 
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etc. Individual elements such as people, parts, products, vehicles, animals, 
houses are never considered there. The model of system dynamics at this 
level is typically based on reasoning like “if the number of jobs increases 
then we will have increase of in-migration”. 

 

Three Simulation Paradigms 

The major approaches (paradigms) in simulation modelling are shown in 
the same scale in the next figure: System Dynamics (SD), “Discrete Event” 
(DE) and Agent Based (AB). SD and DE are traditional, AB is relatively new. 

 
  

 
Figure 3: Different Simulation Paradigms 

 
There is also Dynamic Systems (DS) field, but it stays a bit aside as it is 

used to model and design “physical” systems. Technically, SD and DS deal 
mostly with continuous processes whereas “DE” (by which we mean all 
numerous descendants of GPSS) and AB work mostly in discrete time, i.e. 
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jump from one event to another. Consider how approaches correspond to 
abstraction. Dynamic Systems or “physical” modelling is at the bottom of 
the chart. System Dynamics dealing with aggregates is located at the highest 
abstraction level. Discrete event modelling is used at low to middle 
abstraction. As for Agent Based modelling, this technology is being used 
across all abstraction levels. Agents may model objects of very diverse 
nature and scale: at the “physical” level agents may be e.g. pedestrians or 
cars or robots, at the middle level – customers, at the highest level – 
competing companies. SD, DS and DE historically have been taught at 
universities to very distinct groups of students such as management, control 
engineers and industrial engineers. As a result, there currently exist three 
separate practitioners' communities (three different worlds) that never talk 
to each other. AB until recently has been almost purely academic topic. 
However, the increasing demand for global business optimization have 
caused leading modellers to look at AB and combined approaches to get 
deeper insight into complex interdependent processes having very different 
natures. Therefore, there is a request for platforms that would allow for 
integration and efficient cooperation between different modelling 
paradigms. In chapter 4 I'll analyze a hybrid technique I formalized, which 
uses some parts coming from discrete event simulation and others taken 
from agent based simulation.  

 

System Dynamics 

In (Sterman, 2000) we read that: 
System dynamics is a method to enhance learning in complex systems. 

Just as an airline uses flight simulators to help pilots learn, systems dynamics 
is, partly, a method for developing management flight simulators, often 
computer simulation models, to help us learn about dynamic complexity, 
understand the sources of policy resistance, and design more effective 
policies. 

 
Developed by an electrical engineer Jay W. Forrester in the 1950s, 

System Dynamics is “the study of information-feedback characteristics of 
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industrial activity to show how organizational structure, amplification (in 
policies), and time delays (in decisions and actions) interact to influence the 
success of the enterprise” (Forrester 1958 and 1961). The range of SD 
applications includes also urban, social, ecological types of systems. In SD 
the real-world processes are represented in terms of stocks (e.g. of material, 
knowledge, people, money), flows between these stocks, and information 
that determines the values of the flows. SD abstracts from single events and 
entities and takes an aggregate view concentrating on policies. To approach 
the problem in SD style one has to describe the system behaviour as a 
number of interacting feedback loops, balancing or reinforcing and delay 
structures. Mathematically, an SD model is a system of differential 
equations. Important things to know about SD modelling: a) as long as the 
model works only with aggregates, the items in that same stock are 
indistinguishable, they do not have individuality, and b) the modeller has to 
think in terms of global structural dependencies and has to provide accurate 
quantitative data for them. SD modelling is supported by 3-4 tools that are 
very much alike. 

 
Dynamic Systems modelling is actually the ancestor of System Dynamics. 

It is used in mechanical, electrical, chemical, and other technical 
engineering disciplines as a standard part of the design process. Block 
diagram like the MATLAB Simulink is a typical graphical modelling 
language that a control engineer would use, there are other graphical as 
well as textual languages for specific domains. The underlying mathematical 
model of a dynamic system would consist of a number of state variables and  
algebraic differential equations of various forms over these variables. In 
contrast with the SD, integrated variables here have direct “physical” 
meaning: location, velocity, acceleration, pressure, concentration, etc., they 
are inherently continuous, and are not aggregates of any entities. The 
mathematical diversity and complexity in dynamic systems domain can be 
much higher than in system dynamics, and the tools used for dynamic 
system simulation could easily solve any SD problem with even much better 
accuracy than SD tools. However, DS tools have been developed to be 
embedded in the engineering design cycle and therefore system dynamics 
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modellers would feel uncomfortable if they used them because DS tool do 
not support the way SD modellers think.  

Systems Dynamics makes heavy (and, at times, problematic) use of large 
systems of equations which in some respect resemble differential equations, 
but which may contain arbitrary discontinuous and non-differentiable 
functions (which may also be given as tables). Solutions are found, or, 
rather, trajectories are calculated, by rather coarse-grained algorithms. 
Microanalytic simulation models, queuing models, and stochastic multilevel 
models have in common that analytic solutions do exist for very simple 
cases. "Solution" here means a stable distribution. 

Discrete Event  

The term “discrete event modelling” applies to the modelling approach 
based on the concept of entities, resources and block charts describing 
entity flow and resource sharing. This approach roots to 1960s when 
Geoffrey Gordon conceived and evolved the idea for GPSS and brought 
about its IBM implementations (Gordon 1961). Entities (transactions in 
GPSS) are passive objects that represent people, parts, documents, tasks, 
messages, etc. They travel through the blocks of the flowchart where they 
stay in queues, are delayed, processed, seize and release resources, split, 
combined, etc. There are many (about a hundred) commercial tools that 
support this modelling style, some are general purpose, some target 
particular niches: service, manufacturing, logistics, business processes, call 
centres, etc. Their user interfaces may look very different because of tool 
specialization, but underneath they all have similar discrete event 
simulation engines that push entities through blocks. For the purpose of this 
investigation, we would like to underline that DE modelling may be 
considered as definition of a global entity processing algorithm, typically 
with stochastic elements. Discrete Event simulation is usually applied to 
process modelling, and this terminology will be used to describe it in the 
rest of the work. 

Agent Based 

This is the focus of the present work, so here it won't be discussed in 
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detail. The main feature of this approach, when compared to the other two 
examined is that it's essentially decentralized. Compared to SD or DE 
models, there is no such place in AB model where the global system 
behaviour (dynamics) would be defined. Instead, the modeller defines 
behaviour at individual level, and the global behaviour emerges as a result 
of many (tens, hundreds, thousands, millions) individuals, each following its 
own behaviour rules, living together in some environment and 
communicating with each other and with the environment. That is why AB 
modelling is also called bottom-up modelling. 

 
The agent-based view takes a different approach to modelling. Instead of 

creating a simple mathematical model, the underlying model is based on a 
system comprised of various interacting agents. Therefore, its structure and 
behaviour have potential to resemble the actual economic theory and 
reality better than simple mathematical models. Especially, when the 
underlying real relationships are complex. 

 

Computer Simulation: a Third Symbol System 

According to (Troitzsch, 1996), computer simulation in the social 
sciences has at least two types of origins: on one hand, it continues 
mathematical modelling and is no more than the numerical treatment of 
difference equations or the various kinds of differential equations (including 
partial and stochastic differential equations). Here, a machine is used to 
manipulate the symbols of the symbol system of mathematics, and this 
manipulation is more or less restricted to numerical treatment (although 
some computer help in symbolic computation is sometimes desirable, too). 
On the other hand, computer simulation is used in its own right, not as a 
substitution for more elegant mathematical solution algorithms, but as a 
means of manipulating the symbols of the symbol system of programming 
languages. 

Simulation approaches as they are being used in social science nowadays 
have different origins, as figure 1 may show. Three of the lines—those 
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starting before the computer era — represent simulation techniques derived 
from mathematics, while the younger lines come from computer science, 
especially from artificial intelligence and automata theory. The dividing line 
between both groups is not that sharp—“cellular automata may be 
considered as an alternative to differential equations and in some respects 
complementary basis for mathematical models of nature” (Wolfram, 1984), 
so one can be in doubt whether cellular automata is a mathematical or a 
non-mathematical alternative to (partial) differential equations.  

The mathematical means of describing deterministic and stochastic 
processes (represented by "differential equations" and by a very general 
"stochastic processes") necessitated very different kinds of numerical 
treatment from their very beginning; game theory did only do so when it 
was applied to the analysis of processes. 

After reviewing a number of earlier simulation examples of his time, 
Alker comes to the following conclusions (Alker, 1974): 

• Computer representations can be and have been developed quite 
closely to contemporary verbal social science theories. ... These 
formalizations help the investigator to check for consistency, to test for 
empirical fits and to derive new theoretical and practical implications. ... 
Social simulations are no more valid and, if poorly formalized, they are 
probably even less valid than the theories they embody. 

• Such simulations should not be automatically debunked as inelegant 
mathematics. ... Social systems are open systems. ... An open simulation is 
bad mathematics even if it is a good social system representation. 

• If synthetic computer representations allow for a larger class of 
theoretical manipulations than previous analytic exercises, this does not 
mean that higher orders of mathematical analysis and insight are not called 
for as well. 

 
When Ostrom, fourteen years later, summarized the criticism against 

social science computer simulation, he described it as a third symbol system 
in its own right and as an alternative to mathematical formalization of social 
science theories - such that simulation is neither good nor bad mathematics, 
but no mathematics at all – and verbal argumentation. The former is of 



 

30 

course highly computable, but it's very difficult to express real observed 
situations just by numerical means and equations. The other alternative is 
natural language, which has a huge capability in representation but it's not 
computable at all. The confusion among simulation and mathematics might 
have come from the fact that computer simulation has also been used and is 
still being used as a means to apply numerical treatment to mathematical 
models. When Ostrom stated that "any theory that can be expressed in 
either of the first two symbol systems can also be expressed in the third 
symbol system" (Ostrom, 1988) he may have contributed to this confusion 
because he failed to add that there might be verbal theories which cannot 
be adequately expressed in the second symbol system of mathematics, but 
can be in the third, although he added: "computer simulations can be used 
for representing both qualitative, natural language constructs and 
quantitative, mathematical constructs". 

Qualitative and Quantitative Results 

The first use of simulation is to detect which conclusions may be drawn 
from complex antecedents. This is what used to be called "concept-driven 
simulation" (Henize, 1984). A target system is represented by a verbal, 
mathematical, or computer model (with all the necessary simplifications). 
The question is about the possible futures of such a target system: will it 
stabilize overtime or be destabilized? What happens if we change something 
in the initial conditions? Can the system be optimized, regarding some core 
parameters? This is the core of the simulation process, sometimes referred to 
as “what if analysis”; a simulation can indeed give some very useful results 
about what we can expect from the target system, when this is carefully 
modelled. Of course simplifications are needed, but even then the results 
can apply to real situations.  

Qualitative Analysis 

There can be two classes of results coming out from a simulation process: 
qualitative or quantitative ones. A qualitative prediction is the one that 
selects which of several possible modes of behaviour a particular target 
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system will have in the near future, provided the theory we have in mind 
holds for this target system. This kind of analysis, for instance, can answer 
the following questions: “Will this system stabilize or lock in (and in which 
of several stable states will it do so), will it go into more or less complicated 
cycles, will it develop chaotic behaviour (such that long-time quantitative 
predictions are impossible)? Will this system display some emergent 
structures like stratification, polarization, or clustering?”. A qualitative 
analysis is important for these systems in which the aggregate behaviour is 
the main concern and when qualitative results are too difficult to obtain or 
even not useful. Usually qualitative results are the most important for agent 
based simulation; for example, in the case described below, it would be 
totally pointless to address a quantitative analysis of the results. 

Case Study: Aggressors-Defenders Game 

Here I analyze the game proposed by www.icosystem.com as a case in 
which qualitative predictions and results are the only ones available, while 
a quantitative analysis wouldn't add anything to them. 

In the game we have a population of homogeneous agents, positioned on 
a lattice; there are two game modes: aggressor and defender. In the first 
mode, each agent is threatened by an aggressor and wants to be protected 
by a defender. The agents move to keep their defender between them and 
their aggressor. Initially, each agent chooses, at random, an aggressor and 
defender within its sight. In figure 4, the qualitative results obtained with 
these parameters are shown: 
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Figure 4: Aggressor Mode for Icosystem Game 

 
The agents move in a disordered way and they don't form any particular 

pattern; no complex behaviour emerges and the system never stabilizes to a 
steady state. 

 
The second game mode, called “defender”, has a different initial rule: 

now each agent acts as the protector of a victim threatened by an aggressor. 
The agents move to position themselves between the victim and the 
aggressor. Initially, each agent chooses, at random, a victim and an aggressor 
within its sight. The new qualitative result is shown in figure 5: 
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Figure 5: Defender Mode for Icosystem Game 

 
With these new rules, the agents immediately collapse to a point, and 

don't break the links anymore, remaining this way forever. So we can claim 
that by changing one initial rule, the same examined system now reaches a 
steady state after few steps. 

As I pointed out before, here it's the qualitative results that count; in fact 
we want to examine and analyze the aggregate results, and not the 
behaviour of the single agents. We aren't interested in the exact path 
followed by each agent, or in the time they need to collapse, since the 
important fact is that given these rules a steady state is always reached, even 
when we change the number of the agents involved.  

The game above can be played for real with ten or more participants. It's 
enough to ask everyone to each randomly select two individuals - person A 
and person B. Now ask the participants to move so that they always keep A 
in between themselves and B - so that A is their protector from B. Everyone 
in the room will mill about in a seemingly random fashion and will soon 
begin to ask why they are doing this. Now tell them to stop, and that they 
are now the protector so tell them to move so that they keep themselves in 
between A and B. The results are striking. Almost instantaneously the 
whole room will implode on itself with everyone clustering together in a 
tight knot. By using a simple agent-based simulation in which each person 
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is modelled as an autonomous agent following the rules, one can actually 
predict the emergent collective behaviour. Also, by using the simulation as 
test bed, one can explore the design of the rules to produce a desired 
outcome.  

Quantitative Analysis 

This is the prediction which state the system will reach after some time, 
given we know its actual state precisely enough. This is also the prediction 
which state the system will acquire if we change parameters in a certain 
manner, i.e. if we control parameters to reach a given goal. 

Quantitative prediction is the field of microanalytic simulation models 
which are very often used for prediction in demography and policy making 
(Orcutt et al. 1986). 

Two additional problems have to be kept in mind here: If sensitivity 
analysis has yielded the result that the trajectory of the system depends 
sensitively on initial conditions and parameters, then quantitative 
prediction may not be possible at all. And if the model is stochastic, then 
only a prediction in probability is possible, i.e. confidence intervals can be 
estimated from a large number of stochastic simulation runs with constant 
parameters and initial conditions. 

  
A very important point is that, almost always, a computer assisted theory, 

be it a qualitative or quantitative analysis, is a process of refinement of 
models which leads us, step by step, to more and more understanding of the 
target system or of a class ("natural kind", Bunge, 1977) of target systems. 
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4   Agent Based Process Simulation 

Overview 

Both process simulation and agent based simulation are powerful 
approaches for creating models of enterprises and complex systems, but 
they also have some flaws. In order to overcome the limits of both the 
simulation approaches, the possibility of a hybrid methodology is studied in 
(Remondino, 2003). In the present work I’ll concentrate the discussion on 
enterprise simulation and I’ll discuss how intelligent agents, based on AI 
paradigms, in particular genetic algorithms and classifier systems, can show 
an emergent aggregate behaviour when put side by side with formal and 
deterministic processes. While deeply describing both the approaches is 
beyond the purpose of this paper, I’ll analyze the main differences among 
them, which will lead to the hybrid formalism that I’m studying. Usually, 
process simulation is used to model a very well structured and known 
situation, in order to perform a what-if analysis: it’s used to create models of 
parts of enterprises or mechanical/electronic systems. Its greatest advantage 
is that it starts from a basic scheme, often derived from existent documents, 
through which it becomes very easy to bring a real situation into a process 
simulator: usually, a model to be used for process simulation looks like a 
flow chart, in which a token passes from one box to another one, in a 
deterministic way, on the basis of the given rules. This kind of approach is 
widely spread and allows to deeply analyze a part of a whole, studying the 
expected behaviour of a system, when some change is operated. This is why 
process simulation is a great support to decisions; the simulator can answer 
to many questions and what-if problems, that would require big efforts in 
the real environment; for example, a part of a manufacturing plant can be 
simulated, by dividing it into its main processes, and then it will be possible 
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to check what would happen on the final output if some change occurs. 
According to (Helsgaun, 2000), the process based approach, when building 
deterministic simulations, is alternative to the event based and the activity 
based ones. In the former the model consists of a collection of events and 
each event models a state change and is responsible for scheduling other 
events that depend on that event. Each event has associated an event time 
and some actions to be executed when the event occurs. In the activity 
based approach the model consists of a collection of activities: each activity 
models some time-consuming action performed by an entity. Each activity 
has associated a starting condition, some actions to be executed when the 
activity starts, the duration of the activity, and some actions to be executed 
when the activity finishes. In the process based approach the model consists 
of a collection of processes. Each process models the life cycle of an entity 
and is a sequence of logically related activities ordered in time. Since 
processes resemble objects in the real world, process based simulation is 
often easy to understand; implementation, however, is not always easy and 
execution efficiency may be poor if the implementation is not done 
properly. Unfortunately there isn't a universal modelling language for 
process simulation and this often requires deep translations for the models 
to be ported from one tool to another. Another disadvantage is that, in 
order to use this approach to simulate a process, this must be very well 
known; if a part of the process is uncertain, then it's impossible to validate a 
simulation as a model of the real world to be represented. Besides, this 
method is quite static, meaning that the relations between the various parts 
involved in the model must be described in deep and there is no possibility 
of emergent behaviour and self-organization. 

 
When the system to be simulated has a complex aggregate behaviour, not 

easy to describe just studying and modelling the single entities, agent based 
simulation is the only usable approach. In complex systems the sum of the 
parts is often not enough to describe the whole, and usually from the 
interaction of many simple entities a complex behaviour emerges. So, if we 
want to model an enterprise in which also the human factor is present, or 
we want to consider also the influence of the environment, it will be 
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impossible to do that with a process based approach, thus leaving agent 
based simulation as the only feasible method. While in process simulation 
the stress is on the function of the single parts, that are deeply modelled as 
resembling the reality, in agent based simulation the most important side is 
interaction among entities, which creates the aggregate behaviour. The 
single agents can even be very simple, with few rules and directives. For 
example, an artificial stock market can be simulated by creating some 
different types of intelligent agents, which follow inner rules; some of them 
can simply act randomly, while others will “study” the trend before acting. 
Some of them, on the contrary, could use advanced techniques, such as stop 
loss. By observing the general trend of an artificial stock market created 
with these rules, one can be amazed, by seeing that it resembles in many 
ways a real one. On the other side, agents can be modelled with inner 
reasoning and learning capabilities, for example using neural networks, 
genetic algorithms or classifier systems, which create an evolutionary 
environment. Each agent has the capacity to reason on the global effects of 
local actions, or even to create its own forecasts on the actions that will be 
performed by other agents. The agents built using this approach can decide 
on which action to perform, according to the stimuli coming from the 
environment, and not only according to their internal rules. According to 
(Bonabeau, 2002), Agent Based Modelling has three main benefits, over 
other approaches: it captures emergent phenomena; it provides a natural 
description of a system; and it is flexible. 

A Hybrid Approach 

In (Bonabeau, 2002), we read that agent based paradigm can be used 
successfully to model different situations, like flows, markets, organizations, 
social diffusion of phenomena; on the other hand, process based approach 
has proved to be very useful for detailed, but static and deterministic, 
machinery and firm simulations. There are many intermediate situations, 
though, in which neither process simulation nor agent based approach can 
be applied with good results. Besides, the works of evolutionary economics, 
which use agents to represent industrial processes, also have a vision which 



 

38 

is opposite to the static equilibrium, but are not meant to describe an 
enterprise or a machinery in detail. In (Remondino 2003), some examples 
can be found, about situations that can be described neither with pure 
process based nor pure agent based approaches, but could be modelled using 
a hybrid derived approach. Here I will only present a general framework for 
Agent Based Process simulations, shown in Figure 6. The market is the 
environment for the enterprise; there are buyers, i.e. the customers, and 
sellers, i.e. the suppliers. In a traditional process based simulation, these 
actors would be left out of the model, and the stress would be put on the 
way the single enterprise works. On the contrary, by using a pure agent 
based approach, we could model all these entities, but we couldn’t model 
the real structure of enterprises in detail 

 

 
Figure 6: General Framework for ABPS 

 
Combining the two approaches, we can have a detailed model of the 

whole enterprise, with its production units, sales, purchases and account 
departments, logistics, warehouses and so on, modelled with a process based 
approach, and the environment, customers and sellers behaviour simulated 
using agent based technology. Besides, also the workers of the enterprise, 
i.e. persons in charge of machineries, department directors, disposers and so 
on.  For example, sales and purchases departments could be modelled as 
shown in Fig. 7 and 8, while both customers and suppliers could be simple 
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agents, acting on the basis of a probability function, based on real data 
coming from market studies or simply randomly, if we want to see how the 
modelled enterprise reacts to whatever situation, even not realistic, coming 
from outside.  

 
Figure 7: Sales Department 

 

Figure 8: Sales Department 
 
The blocks constituting the departments are processes, modelled in a 

deterministic way; their structure is made of elementary building blocks 
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that use formalisms derived from Propositional or Modal Logic. 

Symbolic Agents Representing Processes 

Usually, since processes can be modelled as deterministic flows, my 
proposal is to use both Propositional and Modal Logic to describe their 
structure. In (McCartney 2001) we read that: 

 
“The basis for most current systems of formal logic is Propositional Logic, 

also known as Propositional Calculus or PC. PC describes truth-based rules 
using the fundamental ideas of not and or, and derivations of the concepts 
of and, implication, and strong implication. A common extension to PC is 
predicate logic. Predicate logic includes variables as well as non-truth-based 
validity; or mapping variables into values other than the Boolean true or 
false. Another non-truth based logic is modal logic, which is based on PC 
and introduces the concepts of necessity and possibility. Modal logic is 
closely related to PC and predicate logic, but is able to describe states that 
would be indescribable in either of these languages” 

 
In order to model a deterministic process, the Propositional Logic could 

be enough, since it allows to create truth tables of the single sub-processes. 
Modal Logic allows having a more versatile environment, allowing to 
determine if a proposition is true for sure, false for sure or sometimes true 
and sometimes false (i.e. it’s possible). In my framework I will only suppose 
the use Propositional Logic, to model simple processes: this allows to 
describe a process, create a model of it and simplify the transition to 
programming code required to port it into a working simulation. A sub-
block of a process produces output_1 if the logic formula is True, or 
output_2 if it’s False; one of the two outputs can be simply Void. In this 
way, a part of a whole process can be like exemplified in Figure 9. 
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Figure 9: Logic Formulas Representing Processes 
 
Passing from this kind of representation to a programming language is a 

very easy step, since all the single boxes can be represented with if-then 
functions. In this way a very complex deterministic process can be modelled 
starting from very simple building blocks. Modal Logic can even add 
concepts of probability and necessity, so that a particular output going out 
from a basic building block can always occur or it’s possible that it occurs. 
In this case a probability function can be given, representing the views on 
the possible modal worlds, to specify how often an output can be produced, 
given the initial rule. 

This approach allows to model machineries and the production units of 
an enterprise; the most difficult part to simulate, but probably also the most 
interesting for which regards the emergence of aggregate behaviour and self 
organization, is the human factor, e.g. the workers involved in the structure 
of the enterprise. Finding the optimal organizational structure of an 
enterprise is a very difficult task to accomplish, though a critical subject. 
There exist some tools, derived from AI studies, that allow embedding some 
sort of reasoning and learning capabilities into software agents. In 
particular, I will discuss about Genetic Algorithms and Classifier Systems. 
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Genetic Algorithms and Classifier Systems 

In some situations, effective results can be obtained just by building 
simple agents, whose behaviour is randomly determined or is built by 
applying fixed pre defined reaction rules; this could be the case, for 
instance, of Heatbugs, one of our canonical Swarm demonstrations 
(www.swarm.org): 

 
“It’s an example of how simple agents acting only on local information 

can produce complex global behaviour. As we read on Swarm main site, 
each agent in this model is a heatbug. The world has a spatial property, heat, 
which diffuses and evaporates over time. In this picture, green dots 
represent heatbugs, brighter red represents warmer spots of the world. Each 
heatbug puts out a small amount of heat, and also has a certain ideal 
temperature it wants to be. The system itself is a simple time stepped model: 
each time step, the heatbug looks moves to a nearby spot that will make it 
happier and then puts out a bit of heat. One heatbug by itself can't be warm 
enough, so over time they tend to cluster together for warmth” 

 
This is a useful approach when we wish to simulate situations in which 

we give the rules of the environment and we want to observe some 
emerging aggregate behaviour arising from simple entities; of course, the 
way the agents will act tends to be deeply dependent on the choices made 
by the programmer. As an alternative we can choose to create agents with 
the ability to compute rules and strategies, and evolve according to the 
environment in which they act; in order to model them, we can use some 
methods derived from the studies on artificial intelligence, such as artificial 
neural networks and evolutionary algorithms. While the former is a 
collection of mathematical functions, trying to emulate nervous systems in 
the human brain in order to create learning through experience, the latter 
derives from observations of biological evolution. Genetic Algorithms 
derive directly from Darwin's theory of evolution, often explained as 
"survival of the fittest": individuals are modelled as strings of binary digits 
and are the encode for the solution to some problem. The first generation of 
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individuals is often created randomly, and then some fitness rules are given 
(i.e. better solutions for a particular problem), in order to select the fittest 
entities. The selected ones will survive, while the others will be killed; 
during the next step, a crossover between some of the fittest entities occurs, 
thus creating new individuals, directly derived from the best ones of the 
previous generation. Again, the fitness check is operated, thus selecting the 
ones that give better solutions to the given problem, and so on. In order to 
insert a random variable in the genetic paradigm, that’s something crucial in 
the real world, a probability of mutation is given; this means that from one 
generation to the next one, one or more bits of some strings can change 
randomly. This creates totally new individuals, thus not leaving us only 
with the direct derivatives of the very first generation. Genetic Algorithms 
have proven to be effective problem solvers, especially for multi-parameter 
function optimization, when a near optimum result is enough and the real 
optimum is not needed. This suggests that this kind of methodology is 
particularly suitable for problems which are too complex, dynamic or noisy 
to be treated with the analytical approach; on the contrary, it’s not 
advisable to use Genetic Algorithms when the result to be found is the exact 
optimum of a function. The risk would be a convergence to some results 
due to the similarity of most the individuals, that would produce new ones 
that are identical to the older ones; this can be avoided with a proper 
mutation, that introduces in the entities something new, not directly 
derived from the crossover and fitness process. In this way, the convergence 
should mean that in the part of the solution space we are exploring there 
are no better strategies than the found one. It’s crucial to choose the basic 
parameters, such as crossover rate and mutation probability, in order to 
achieve and keep track of optimal results and, at the same time, explore a 
wide range of possible solutions. 

Classifier Systems derive directly from Genetic Algorithms, in the sense 
that they use strings of characters to encode rules for conditions and 
consequent actions to be performed. The system has a collection of agents, 
called classifiers, that through training evolve to work together and solve 
difficult, open-ended problems. They were introduced in (Holland 1976) 
and successfully applied, with some variations from the initial specifics, to 
many different situations. The goal is to map if-then rules to binary strings, 
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and then use techniques derived from the studies about Genetic Algorithms 
to evolve them. Depending on the results obtained by performing the action 
corresponding to a given rule, this receives a reward that can increase its 
fitness. In this way, the rules which are not applicable to the context or not 
useful (i.e. produce bad results) tend to loose fitness and are eventually 
discarded, while the good ones live and merge, producing new sets of rules. 
In (Kim, 1993) we find the concept of Organizational-learning oriented 
Classifier System, extended to multi-agent environments with introducing 
the concepts of organizational learning. According to (Takadama 1999), in 
such environments agents should cooperatively learn each other and solve a 
given problem. The system solves a given problem with multi-agents’ 
organizational learning, where the problem cannot be solved simply by the 
sum of individual learning of each agent. 

Evolutionary Methods Applied to ABPS 

Agent Based Process Simulation is a way to model deterministic 
structures, made up of single processes, divided into Propositional Logic 
based building blocks, and having them interact with agents belonging to 
the sub-symbolic paradigms. This allows to simulate situations in which not 
only the deterministic structure, but also unpredictable situations could 
arise, caused by the environment or the human factor are important; we can 
think about many different situations, that couldn’t be represented by a 
pure process based approach, and would result too difficult and inaccurate 
to be modelled just using self organizing agents. For example, agents could 
be part of the structure of an enterprise modelled with process based 
approach; they could be regarded as parts acting more like human beings 
than like machines. We may think of a generic enterprise, in which many 
sub-systems, i.e. units, can be described with a process based approach. The 
interaction between these basic subsystems, though, is usually really 
complex, and generally involves a human or non deterministic 
participation. This would be very difficult, or even impossible to represent 
with a process based model; but it would also be useless to use a pure agent 
based approach, since many parts could be only modelled with structured 
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and Logic based processes. That’s where we can use agent based connections 
between the process based sub-systems. These agents should be quite 
simple, but structured ones, able to act starting from stimuli coming from 
the environment (i.e. the output of a sub-system modelled with process 
based approach), and to produce an output, that will effect the way other 
sub-systems will work. In a simulation built in this way, we can see what 
happens if we change the way we manage the warehouses, if we use more 
experienced employers or, for example, if the workers are on a strike. 

With the same approach, we can go down to a micro level, for example 
by inserting agents into models of the single machineries and business units. 
If we think of a single, but very complex machinery, not all the parts are 
strictly deterministic, in the sense that they can be affected by some 
unforeseen influence coming from the environment. By using a process 
based approach, it is possible to model the machinery quite deeply, but just 
in a deterministic, static situation, which is the optimal environment, in 
which nothing can change its way of working: we can simulate the 
variation of the output by varying the input, or by improving some part of 
the system. Or we can prove the resistance and endurance of the machinery 
in optimal conditions. Though, such a simulation, for its nature, wouldn’t be 
able to consider any chaotic or unforeseeable action, coming from outside, 
that could compromise the machine operations (e.g. damages caused by 
moist, fire, and so on). A representation of a typical process based model of a 
machinery is given if Figure 10. 

Figure 10: A Typical Process Based Model 
 
The model acts as a function which receives an input, that is the 
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independent variable (x), processes it and produces a stochastic output, 
which is the dependent variable (y). Though very powerful and easy to 
validate, this is not always realistic. By considering certain parts of the 
machinery as very simple agents, it would be possible to create a more 
realistic model of the object, that will be able to react to the stimuli coming 
from the environment according to certain rules, written in the single 
agents, that would give the whole machinery a complex, and less 
deterministic behaviour, just as the one it would have in the real world. An 
example for this is given in Figure 11, derived from the previous one, with 
the insertion of some agents into the process based structure. The model 
acts as a function which receives an input, that is the independent variable 
(x), processes it and produces a stochastic output, which is the dependent 
variable (y). Though very powerful and easy to validate, this is not always 
realistic. By considering certain parts of the machinery as very simple 
agents (Figure 11), it would be possible to create a more realistic model of 
the object, that will be able to react to the stimuli coming from the 
environment according to certain rules, written in the single agents, that 
would give the whole machinery a complex, and less deterministic 
behaviour, just as the one it would have in the real world. An example for 
this is given in Figure 6, derived from the previous one, with the insertion 
of some agents into the process based structure. 
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Figure 11: Integration among Agents and Processes 
 
Some agents are now put side by side with processes: while the main 

flow remains unchanged, now there is an influence coming from a 
hypothetical environment, just like in the real world. The agents can react 
to the stimuli coming from outside, which can be the rest of the enterprise, 
another machine, or even the person running the simulation. In this way, 
the model is not strictly static anymore, in the sense that given an input (x), 
same as before, the output is not a linear function of just the independent 
variable, but also of all the other ones that can be processed by the agents. 
The output is not the same (y) as before, but (y) plus a delta, which is caused 
by external, non deterministic influences on the agents. Of course these 
agents must act logically, on the basis of what could possibly happen in the 
real world; a totally random acting agent would be, obviously, useless. This 
kind of approach allows to build models which are more realistic and 
dynamic, as opposed to the static ones, where only the deterministic flows 
are simulated. The greatest difficulty, with this approach, is model 
validation, using data from real experiments, because the unexpected 
circumstances are difficult to reproduce more than once. The validation 
could then go top-down, in the sense that we observe certain data in the 
reality and then try to reproduce the same situation in the model, by using 
the agents in a piloted way. If the same results occur, it is possible to 
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calculate a standard statistical error and validate the model for those 
particular situations. We can then extrapolate the results, and consider the 
model valid also for those situations that can’t be controlled and created in 
the real world. If the agents involved in the simulation, at each level, are 
modelled using evolutionary methods such as Genetic Algorithms and 
Classifier Systems, we could achieve two main goals: the agents simulating 
the environment could evolve and self organize, thus creating a realistic 
situation. Besides, if we use Classifier Systems to model the agents, we could 
find the optimal rules for the organization of a given enterprise, which is 
modelled through deterministic processes. In order to do that, we start from 
some basic parameters and performance indicator, that will serve as the 
rules to determine the fitness of the agents involved. The agents that will 
produce the higher local results will survive and merge, in order to create 
new generations derived from them; after many simulated steps, we should 
be able to find an optimal global organization of the simulated enterprise (or 
business unit, or even machinery), modelled using processes. For example, 
we can choose to maximize the local output of a production unit, given an 
input; the production unit will be modelled with a process based approach, 
using Propositional Logic formalisms for the building blocks. The human 
beings involved in each production unit are modelled as agents based on 
Classifier Systems, as represented in Figure 12. In this framework the single 
agents, which act as self evolving connections between the processes within 
the various business units, are modelled using Genetic Algorithms. By using 
some simple reference parameters, in particular the local output, that’s the 
output produced by the single business units, it’s possible to assign a fitness 
value to the agents. When the simulation starts, a population of random 
agents is created (random binary strings) for each unit. They produce 
certain effects operating on the process based parts of the production unit 
through their actions: we could say that they operate the units in a random 
way.  
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Figure 12: Classifier Systems applied to ABPS 

 
The agents that produce the best local output, given a certain input, are 

saved and used for the crossover among them. The resulting agents now 
compete against the previous local optimum, and again only the ones with 
better results are kept and crossed. The mutation factor is also important, 
since it introduces a variability that won’t be present with the simple 
crossover between the subjects involved in the simulation. After several 
simulation steps, all the business units will have maximized the local output 
(or at least the agents will have reached the best possible result among the 
solution space observed), and thus also the final output, that is the result of 
the interaction between the various units, would be maximized. At this 
point, by looking which kind of agents survived to the selection and 
produced the optimal results, we can understand what the best way to 
operate each unit is. 

Instead of using Genetic Algorithms inside the production units, we 
could use Classifier Systems to map the rules of the single processes; since 
the rules, modelled with Propositional Logic, can be encoded as if-then 
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conditions, the Classifier Systems can map them successfully and evolve 
them in order to find the optimal organization of the process based 
structures. Again, this could be based on very simple performance 
indicators, like the local output, given a local input or the time required to 
complete an operation. Other constraints could be found for both the 
approaches; for example, it’s possible that some of the found structures are 
not applicable to the real world. In this case, those should be discarded even 
if their local performance is higher than others. 

Anylogic: a Complete Tool for Simulation 

The modelling language of AnyLogic is an extension of UML-RT - a 
collection of the best engineering practices that have proven successful in 
the modelling of large and complex systems. 

The main building block of AnyLogic model is the active object. Active 
objects can be used to model very diverse objects of the real world: 
processing stations, resources, people, hardware, physical objects, 
controllers, etc. 

An active object is an instance of an active object class. When you 
develop an AnyLogic model, you actually develop classes of active objects 
and define their relationships. You can also use ready to use active object 
classes from AnyLogic libraries. 

Active object classes map to Java classes. Therefore, they allow 
inheritance, virtual methods, polymorphism, etc. Object-oriented modelling 
brings evident benefits. Modelling with classes provides for structural 
decomposition and active objects reuse. Once an active object class with the 
required structure is defined, you can create multiple active object instances 
in your model. Class hierarchies allow further expansion of these ideas. 
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5   Complex Social Systems 

Some Definitions of Social Complexity 

There are many accepted definition for the word “complexity”, when 
applied to a social system, i.e.: a system in which the single parts interact 
among them. The first and most straightforward one is the following 
(Pavard and Dugdale, 2000): 

 
“A complex system is a system for which it is difficult, if not impossible 

to restrict its description to a limited number of parameters or 
characterising variables without losing its essential global functional 
properties.” 

 
Formally, a system starts to have complex behaviours (non-predictability 

and emergence etc.) the moment it consists of parts interacting in a non-
linear fashion. According to this, a complex system is defined as  

 
“the interaction of many parts, giving rise to difficulties in linear or 

reductionist analysis due to the nonlinearity of circular causation and 
feedback effects” (Calresco Glossary).  

 
It is thus appropriate to differentiate between a complicated system (such 

as a plane or computer) and a complex system (such as ecological or 
economic systems). The former are composed of many functionally distinct 
parts but are in fact predictable, whereas the latter interact non-linearly 
with their environment and their components have properties of self-
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organisation which make them non-predictable beyond a certain temporal 
window. 

 
A truly complex system would be completely irreducible. This means 

that it would be impossible to derive a model from this system (i.e. a 
representation simpler than reality) without losing all its relevant 
properties. However, in reality different levels of complexity obviously 
exist. If we are interested in situations which are highly structured and 
governed by stable laws, then it is possible, without loosing too many of the 
system’s properties, to represent and model the system by simplification. 
Thus, the essential question is to know to what extent the properties of the 
socio-technical systems that we analyse and design fall into one or the other 
of these situations. In other words, to what extent we can make an 
abstraction of microscopic interactions in order to understand macroscopic 
behaviours. In what measure microscopic interactions are linked in a non-
reducible way with the laws that govern more structured behaviours and, 
finally, we must check if it is possible to explain the most structured 
behaviour using rules which control the microscopic behaviour. This last 
question is important from an epistemological and methodological point of 
view: if we consider theoretical economy, it can be preferable to generate 
the structural property of a system using knowledge of its microscopic 
properties (emergence), rather than suggest its macroscopic properties and 
only validate them with an analytical process. 

 
The reduction of complexity is an essential stage in the traditional 

scientific and experimental methodology (also known as analytic). After 
reducing the number of variables (deemed most relevant), this approach 
allows systems to be studied in a controlled way, i.e. with the necessary 
replication of results. This approach in itself need not be questioned. 
However, when considering complex socio-technical systems it is 
appropriate to analyse precisely the limits of the approach. 
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Properties of a Complex System 

Here follow four fundamental properties of complex systems: 
 
Property 1: non-determinism and non-tractability. A complex system is 

fundamentally non-deterministic. It is impossible to anticipate precisely the 
behaviour of such systems even if we completely know the function of its 
constituents. That's why a complicated system not always is also complex. 

 
Property 2: limited functional decomposability. A complex system has a 

dynamic structure. It is therefore difficult, if not impossible, to study its 
properties by decomposing it into functionally stable parts. Its permanent 
interaction with its environment and its properties of self-organisation 
allow it to functionally restructure itself. This property of complex systems 
is difficult to understand intuitively since it goes against the principles of 
the dominant functionalist culture. According to the traditional analytical 
approach, a system that is functionally decomposable is a system whose 
global functioning can be completely deduced from knowledge of the 
function of its sub-components. To take a trivial example, if we know the 
function of each element of a car (brakes, distributor, engine etc.) it is 
possible to calculate the global function of the vehicle by combining the 
functions of each element. Systems theory (cybernetic, automatic) is one of 
the disciplines essentially dedicated to formalising this approach. 

A truly complex system cannot be represented by combining together a 
collection of well defined functional components. A principal obstacle to 
the functional decomposability of complex systems is the dynamic and 
fluctuating character of its constituent functions. The interaction with the 
environment, as well as the learning and self organisation mechanisms 
makes it unrealistic to regard such systems as structurally stable. 

 
Property 3: distributed nature of information and representation. A 

complex system possesses properties comparable to distributed systems (in 
the connectionist sense), i.e. some of its functions cannot be precisely 
localised. In addition, the relationships that exist within the elements of a 
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complex system are short-range, non-linear and contain feedback loops 
(both positive and negative). The notion of distributed information is 
largely polysemic, conveying widely different concepts. In its most 
commonly accepted meaning, a system is said to be distributed when its 
resources are physically or virtually distributed on various sites. Thus, a 
machine (a computer for example) can distribute its calculations amongst 
several remote sites and assemble the results according to a pre-defined 
algorithm. Equally, an operator can distribute his or her work tasks and 
tools according to a particular strategy. The concept of distribution supports 
the concept of redundancy, when some distributed resources are redundant. 

The notion of distributed representation also exists in the field of 
cognitive psychology. It covers the fact that, in the interaction between an 
actor and his environment, artefacts (tools) play an important functional 
role in the organisation of the reasoning and the transmission of knowledge. 

We could introduce a third meaning to the notion of distributed systems 
which stems from connectionist models and conveys essential concepts for 
understanding the robustness of the collective in processing data. In the 
connectionist meaning, a distributed system is one where it is not possible 
to localise physically the information since it is more or less uniformly 
distributed between all of the objects (or actors) in the system. 

 
Property 4: emergence and self-organisation. A complex system 

comprises emergent properties which are not directly accessible 
(identifiable or anticipatory) from an understanding of its components. 

Emergence is probably the most interesting property of a complex 
system, and is defined in the following way:  

 
“System properties that are not evident from those of the parts. A higher 

level phenomenon, that cannot be reduced to that of the simpler 
constituents and needs new concepts to be introduced. This property is 
neither simply an aggregate one, nor epiphenomenal, but often exhibits 
'downward causation'. Modelling emergent dynamical hierarchies is central 
to future complexity research“ (Calresco Glossary). 
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Emergence is the process of deriving some new and coherent structures, 

patterns and properties in a complex system. Emergent phenomena occur 
due to the pattern of interactions (non-linear and distributed) between the 
elements of the system over time. One of the main points about emergent 
phenomena is that they are observable at a macro-level, even though they 
are generated by micro-level elements. 

 
In terms of social organisations, emergent behaviour is an important 

concept. For example, we could consider the occurrence or social norms 
within a group an emergent phenomenon. Note that from a modelling point 
of view the identification of some behaviour as being emergent depends of 
what has been modelled. 

Agent-based Computational Economics (ACE) 

As we read in Tesfatsion (2001), “Agent-based computational economics 
(ACE) is the computational study of economies modelled as dynamic 
systems of interacting agents. Here "agent" is used broadly to refer to 
encapsulated data and methods representing an economic, social, biological, 
or physical entity constituting part of a computationally constructed world. 
Examples of possible agents include consumers, families, firms, 
communities, government agencies, forests, livestock, infrastructure, 
weather, and geographical regions. Thus, agents can range from active data-
gathering decision makers with sophisticated learning capabilities to passive 
world features with no cognitive function. Moreover, agents can be 
composed of other agents, permitting hierarchical constructions”.  

 
Current ACE research divides roughly into four strands, differentiated by 

objective. One primary objective is methodological: How best to provide 
ACE researchers with the methods and tools they need to undertake the 
rigorous study of economic systems through controlled computational 
experiments? ACE researchers are exploring a variety of ways to address 
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this objective ranging from careful consideration of methodological 
principles to the practical development of programming and visualization 
tools.  

 
A second primary objective is empirical understanding: Why have 

particular macro regularities evolved and persisted, despite the absence of 
top-down planning and control? Examples of such regularities include trade 
networks, socially accepted monies, market protocols, business cycles, and 
the common adoption of technological innovations. ACE researchers seek 
causal explanations grounded in the repeated interactions of micro agents 
operating in realistically rendered worlds. In particular, they ask whether 
particular types of observed macro regularities can be reliably generated 
from particular types of agent-based worlds.  

 
A third primary objective is normative understanding: How can agent-

based models be used as laboratories for the discovery of good economic 
designs? ACE researchers pursuing this objective are interested in 
evaluating whether designs proposed for economic policies, institutions, or 
processes will result in socially desirable system performance over time. The 
general approach is akin to filling a bucket with water to determine if it 
leaks. An agent-based world is constructed that captures the salient aspects 
of an economic system operating under the design. The world is then 
populated with privately motivated agents with learning capabilities and 
allowed to develop over time. The key issue is the extent to which the 
resulting world outcomes are efficient, fair, and orderly, despite attempts by 
agents to gain individual advantage through strategic behaviour.  

 
A fourth primary objective is qualitative understanding: How can the full 

potentiality of economic systems be better understood through a better 
understanding of their complete phase portraits (equilibria plus basins of 
attraction)? Such understanding would help to clarify not only why certain 
macro regularities have regularly been observed but also why others have 
not. A quintessential example is the old but still unresolved concern of 
economists such as Adam Smith and Frederick Hayek: What are the self-
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organizing capabilities of decentralized market economies? For the latter 
issue, the typical approach is to construct an agent-based world that 
captures key aspects of decentralized market economies (circular flow, 
limited information, strategic pricing...), introduce self-interested traders 
with learning capabilities, and let the world evolve. The issue is then the 
extent to which coordination of trading activities emerges naturally over 
time as the traders co-learn their price and production strategies. 

 
 

6   Data Base Security Simulation: an ABM 

Introduction 

The purpose of this section is to discuss the possibility of using the Multi 
Agent paradigm to simulate a database, with regards to the security policy 
applied; databases are very complex objects, and thus an Agent Based 
approach should allow to exploit the interactions among users and the 
results deriving from a particular security policy. Besides, the necessity of 
granting a certain security level for data access often compromises the 
efficiency of data retrieval, and thus the optimal balance of the two is a 
difficult task to accomplish. The creation of an Agent Based simulation, 
which models a database security environment, allows what-if analysis and 
case study, at the variation of defined rules and parameters, without trying 
to change the security policy in the real environment. An operative 
framework with rules, to be used for the creation of a model representing a 
generic database, subject to a Discretionary Access Control policy, is then 
proposed and studied, in order to simulate the effect of security rules, 
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through the modification of some initial parameters. 

Database Security 

A Data Base Management System (DBMS) is defined as a software 
package, designed to store and manage databases, which are very large, 
integrated collections of data. A DBMS allows to reach the following 
objectives: 

 
• Data independence and efficient access 
• Reduced application development time 
• Data integrity and security 
• Uniform data administration 
• Concurrent access, recovery from crashes 
 
It is then obvious that one of the fundamental goals of a DBMS is to 

reach a security level which could prevent users with no specific grants to 
read data. It’s also very important to reach a satisfying level for data 
integrity, by preventing users without an authorization to modify them. On 
the other side, it’s necessary to reach a high efficiency for data retrieval, 
when the users have the specific rights. A security policy applied to a 
database must specify who is authorized to do what, and a security 
mechanism allows to enforce a chosen security policy. There are two main 
mechanisms at the DBMS level: Discretionary Access Control (DAC) and 
Mandatory Access Control (MAC). 

 
The former is based on the concept of access rights or privileges for 

objects (i.e. tables and views), and mechanisms for giving and revoking 
users privileges; in this model, the creator of a table or a view automatically 
gets all privileges on it. The DMBS keeps track of who subsequently gains 
and loses privileges, and ensures that only requests from users who have the 
necessary privileges, at the time the request is issued, are allowed. The 
fundamental command, in this paradigm, is GRANT: 
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GRANT privileges ON object TO users [WITH GRANT OPTION] 
 
In this way, the specified users get the privileges on the object belonging 

to the DB; usually, the privileges are the following ones: 
 
• SELECT: Can read all columns (including those added later via 

ALTER TABLE command). 
• INSERT(col-name): Can insert tuples with non-null or non-default 

values in this column. Similarly, UPDATE. 
• INSERT means same right with respect to all columns. 
• DELETE: Can delete tuples. 
• REFERENCES (col-name): Can define foreign keys (in other tables) 

that refer to this column. 
 
If a user has a privilege with the GRANT OPTION, he can pass it on to 

other users, in turn with or without passing also the GRANT OPTION. 
Privileges can of course be lost, through the REVOKE command; if a user 
looses his privileges on an object, also the ones who had them from him will 
lose them. A user can receive the same privileges from different subjects 
and, in this case, he would loose them only if all these users loose those 
privileges on the object. 

 
While in SQL-92, privileges are assigned to authorization ids, which can 

denote a single user or a group of users, in SQL:1999, and in many current 
systems, privileges are assigned to roles, that can then be granted to users 
and to other roles. This approach reflects how real organizations work and 
illustrates how standards often catch up with de facto standards embodied 
in popular systems. 

 
Differently from the model described above, the MAC is based on 

system-wide policies that cannot be changed by individual users. Each 
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object in the database is assigned a security class and each subject, user or 
user program, is assigned a specific clearance for a security class. The rules 
based on security classes and clearances govern who can read or write 
which objects. The MAC was born to overcome a typical flaw of the 
discretionary system, known as Trojan Horse. In fact, user A could create a 
table, on which he has all the privileges, and then can grant to user B the 
INSERT privileges on it. User B has privileges on, and thus can access, 
another table, containing secret data, which are forbidden to user A; then, 
user A modifies the code of an application program used by user B to 
additionally write those secret data to the newly created table, and so user A 
can now access these secret data. Bell-LaPadula model defines the main 
rules for the management of MAC. In this model we find: 

 
• Objects (e.g., tables, views, tuples) 
• Subjects (e.g., users, user programs) 
• Security classes: Top secret (TS), secret (S), confidential (C), 

unclassified (U) 
• An order for the classes: TS > S > C > U 
• Each object and subject is assigned a class:  
- Subject S can read object O only if class(S)   class(O) (Simple Security 

Property)  
- Subject S can write object O only if class(S)   class(O) (*-Property) 
 
The main idea is to ensure that information can never flow from a higher 

to a lower security level. This, obviously, avoids the Trojan Horse problem. 
The MAC rules are usually applied in addition to any discretionary controls 
that are in effect. 

An Agent Based Model: Description and Rules 

In the following description of the model, we will represent a database 
organized according to the DAC, which is simpler and easier to port to a 
programming language. The use of an Object Oriented Language (OO) is 
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assumed; this kind of languages (C++, Java) allows the creation of many 
independent objects, without having to write specific code for each of them. 
Besides, in an OO language, there are proprieties such as inheritance and 
polymorphism, useful for this model. 

 
We can think of a set of agents, which are the users of a database, 

organized into a hierarchy; in general, a community of agents which can 
access data according to specific rules. When the single agent needs a 
datum, he first looks for it and, if he can’t access it directly, he asks other 
agents, who have the specific permission on it. Hierarchy and proximity 
relations are defined among the agents: there are n levels, organized into a 
pyramid. Level 1 is the upper one, while Level n is the bottom. Besides, on 
the same level, proximity relations can be defined: a list could also exist, 
called Project Colleagues, containing the IDs of the agents working on the 
same project, so that if one of those creates a table or an object, the other 
agents will automatically have the access to them. Data inside the database 
are modelled as very simple objects, which have: a unique number, so that 
they can be called and retrieved; an identifier, signalling if the datum is 
corrupt or fine; the ID of their creator. Besides, there is a variable, 
associated with the datum, which signals that accessed it for the last time; 
this is used to keep track of who damaged it, if the datum is not fine 
anymore. Each user agent has his own unique ID, representing the name of 
the subject; a number, identifying the level to which he belongs and a list of 
the privileges on data; each element of the list is an array whit the following 
elements: 

 
1)  datum number (code) 
2)  read privilege (yes/no) 
3)  ID of the subject that granted the privilege at point 2 
4)  write privilege (yes/no) 
5)  ID of the subject that granted the privilege at point 4 
6)  delete privilege (yes/no) 
7)  ID of the subject that granted the privilege at point 6 
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Besides, each agent has another list, containing the privileges he granted 

to others. Again, each element of the list is an array, with these elements: 
 
1)  datum number (code) 
2)  IDs of the subjects to whom read permission has been granted 
3)  IDs of the subjects to whom write permission has been granted 
4) IDs of the subjects to whom delete permission has been granted 
 

Figure 13: Data Retrieval with Grant 
 
Obviously, an agent can’t grant a privilege on a datum if he hasn’t got it 

himself. When a subject creates an object, an array is automatically inserted 
in his list, with the new datum number (code) and all the privileges on it. 
Besides, Colleagues List described above could be implemented and in this 
case, when an object is created, all the subjects in this list will automatically 
have the privileges on it. Each user has also an unreliability index, which is 
increased each time he damages data, after a write operation. When an 
agent must complete an operation on a certain datum, he tries to access it 
directly, by looking in its list if he has the needed privileges on it. If he has 
the privileges, he access the datum in a single time unit, t. This process is 
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shown in Figure 13: the user B, belonging to the third level of the pyramidal 
hierarchy, wants to access datum_8, in the central database. When he 
contacts the DBMS (1), the datum attributes (2a) are compared to the list of 
the privileges of the user (2b). If the user has the needed privileges, he can 
immediately access the datum (3), and the operation is finished in a time t. 

 
If ha hasn’t got the needed privileges, he asks the datum who its creator 

is; this requires a time equal to that of retrieving the datum directly, that is 
t; as a reply, the creator ID is returned. According to the adopted security 
policy, which in the simulation can be changed by the user, the agent will 
ask for the grant directly to the creator or, in the most inflexible case, he 
will have to move up in the hierarchy, asking for the grant to an user at the 
lever which is immediately upper, and so on, till when he meets one that 
has the needed privileges. In the worst case he will need to go all the way 
up to the creator; obviously, each request will consume some time, which 
can be considered equal to t/2. When the user meets an agent with the 
required privileges, he asks him to pass them to himself, consuming again a 
time t/2.  

 
According to the inflexibility of the security policy, selectable before the 

simulation starts, and according to the unreliability index of the subject, the 
privileges will or won’t be granted. If they are granted, the user will be able 
to access the datum, in a time t; again, according to the security policy, the 
privileges can be kept by the user or can be immediately revoked after the 
operation has been completed. If the privileges are not granted, the user 
which owns them will access the datum on behalf of the requesting agent in 
a time 2t. Of course, if the same user has to access the datum again, he will 
have to pass again through all these steps. In Figure 14, we show an example 
of the described case: user B must access datum_8 (1), but after verification 
(2a and 2b), he realizes he can’t do that directly. The datum then returns 
the ID of its creator, that is user A (3), who is on the same level as B can 
thus be contacted directly (4) by B. 
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Figure 14: Data Retrieval with no Grant 
 
With some simple calculations, we see that in the most inflexible 

situation, if the agent accessing the datum is not its creator, the access time, 
for each operation, is: 

 

3 t t 1
2  

 

where is the distance between the level of the user requesting 
privileges and the creator of the object that is being accessed. This time 
must be compared to time 3t, needed for data access in the most flexible 
situation, in which privileges are always granted. When an agent has the 
write privilege on a datum, there is a probability function which determines 
the possibility that this operation compromises its integrity. During the 
write operation, the user could modify the flag variable of the datum from 1 
to 0. 

  
The next time this datum will be necessary, the problem will emerge: 

this will increase the index of system unreliability and will waste a time 2t, 
to restore the datum. The user who damaged it, whose ID is stored in the 
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Last Access variable of the datum, will have its personal unreliability index 
increased and, according to the security policy adopted, will loose or not the 
privileges on that datum. When a user looses his privileges on a certain 
datum, also the agents who had the privileges from him will loose them. It 
could be possible that an agent had received the same privileges from more 
than one user: in this case, he will keep the privileges, unless all the 
granting agents loose them. The need of the users to access data is 
controlled by random functions, and so it the probability function for data 
corruption. 

  
This probability increases with the growth of the delta between the level 

of the creator and that of the user accessing the data. During the execution 
of the simulation, two real-time graphs will be created: one will represent 
the average time for data retrieval; the other one will represent the general 
unreliability index of the system, derived from the average of corrupted 
data. By varying the security policy, through the initial parameters, it will 
be possible to compare different situations, after the same number of 
simulation steps and with the same random seed. The security policy affects 
the probability for an agent to grant the privileges to another user, on 
certain data. A probability equal to 0 means that no agent will receive the 
privileges, so that only the owners can access the data they created. In this 
case, the general unreliability index will be very low, but the time for data 
retrieval will reasonably be very high. A probability equal to 1 means that 
the privileges are always granted, no matter who asks for them: of course 
this will bring to an opposite situation. The intermediate cases, i.e. a 
probability between 0 and 1, are the most interesting and difficult to 
predict, but also the most useful to model real situations. 

  
Also the creation of new data is managed in a random way, and at the 

beginning of the simulation some steps will be dedicated to this activity. We 
can think of a number of data with an inverse proportion in respect of the 
level or, in alternative, we can put in the simulation the exact situation that 
we observe in the organization we want to model. 
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The last case that needs to be considered is the request of privileges on 
certain data by an user who is at an upper level than their creator; there 
could be an automatic grant or, if we want to be more realistic, the request 
could be addressed directly to the creator, without needing to move down 
in the hierarchy, but using the rules defined in the security policy, that 
consider the personal unreliability of the requesting agent. 

A basic Implementation 

 
Here follows a working example of the “worst possible case”, to show 

that the simulation is feasible and that Agent Based Technology can be 
successfully applied to database security simulation. In this implementation 
some rules are simplified, when compared to the ones described in the 
previous paragraph. 

This simulation can represent an ordinary un-secure database, or a 
normal data warehouse, (e.g. a “soho” fileserver and its directories); in fact 
we haven’t got any restriction, and everybody can access everyone’s data. 
This is not the only simplification introduced in this first implementation: 
there is just a single level of agents (no hierarchy); just two basic operations 
are defined on data (read and write); no new data are created; damage data 
are not repaired; no access policy is defined. 

 
The results are quite straightforward, since even if the probability to 

corrupt data is very low, sooner or later the database will collapse (100% 
failures, as shown in Figure 15). 

 
Though, this simple model is just the basis to implement all the other 

rules described above. At each "tick" the agents access a random datum 
inside the db; they can access the datum to read it (probability 70% ) or to 
modify it (probability 30%). They check the owner of the datum and its 
integrity; if the datum is corrupt, the access fails. When they access the 
datum to modify it, there's a probability (10%) that they can corrupt it. 
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Figure 15: the Simulation Running and Producing its Output Graph 
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7   Enterprise Simulation 

Enterprises as Complex Systems 

Simulation of an enterprise requires a detailed understanding of the 
operations in the studied system, including the process sequences, the 
resources (machines, humans and materials) and the constraints governing 
the processes and the resources. Most of this information is contained in the 
underlying function and information models of the enterprise. The process 
sequences are often complex and the number of resources employed by an 
enterprise is large. Moreover, the process sequence and the information on 
the resources change over time. Even if process simulation can be very 
effective and is widely used, also agent based paradigms can give interesting 
results. This is particularly true considering that an enterprise is a complex 
system: in the traditional view, an enterprise is a system. It is complex only 
to the extent that it has a large number of parts - ultimately people and their 
tools. Given sufficient time and effort, an enterprise's workings should be 
completely resolvable and understood as the workings of these people - 
either directly or through progressive groupings of these people. 

Conversely, any desired enterprise can be constructed solely from the 
behaviours of many individual people if the enterprise's outcomes are 
properly and thoroughly characterized beforehand. A major difficulty with 
this view is that increasingly the behaviours being sought from enterprises 
are highly interactive with their environments (which can only be 
described, not specified), are frequently stochastic and not fully predictable 
beforehand, and whose internal structures change over time. A full and 
complete specification (analytical or synthetic) of modern enterprises is not 
just impractical - it is actually impossible in the traditional sense.  
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Real complex systems (real enterprises) are not closed and static. There is 
insufficient time, even with maximum theoretical efficiency, for an 
enterprise to specify its own behaviours and outcomes before they change, 
even just as a consequence of that specification process. 

The assertion that an enterprise is a complex system implies that if it is 
desired to synthesize or modify an enterprise, a fractal or recursive 
approach will not suffice by itself. Additional and complementary methods, 
combining an analytical multiscale approach with a synthetic evolutionary 
methodology, should augment traditional systems engineering. Rather than 
focusing exclusively on the realization of a single specification (which 
remains a valid and useful thing to do up to some level of complexity), 
evolutionary engineering first presumes that synthesis of a single complex 
system will proceed in multiple concurrent development tracks. It provides 
for the identification and application of developmental precepts as a 
framework for continuous contextual discovery among these parallel tracks 
(rather than relying only on a priori specifications) as well as the 
formulation of generalized goals and constraints at multiple aggregate levels 
(identified through multiscale analysis). The precepts must be 
independently applicable in each parallel developmental track. It must be 
possible to apply these precepts repetitively and locally while specific local 
objectives are also pursued. However, the violation of constraints imposed 
on the multiple parallel development efforts in the aggregate will terminate 
or restart individual efforts. This decoupling of the development into 
parallel tracks enables larger systems to be constructed without a priori 
specification of decomposition and behaviour. Synthesis is allowed to 
proceed so long as the constraints are not violated, and the generalized 
measures of progress are seen, not only if certain preconceived outcomes are 
eventually achieved.  

jES: a Formalism for Agent Based Enterprise Simulation 

In (Terna, 2003) we read that “jES, java Enterprise Simulator (formerly 
jVE, java Virtual Enterprise), is a large Swarm-based package aimed at 
building simulation models both of actual enterprises and of virtual ones)”. 
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Swarm is a software package for multi-agent simulation of complex 
systems, originally developed at the Santa Fe Institute. Swarm is intended to 
be a useful tool for researchers in a variety of disciplines. The basic 
architecture of Swarm is the simulation of collections of concurrently 
interacting agents: with this architecture, we can implement a large variety 
of agent based models. In the Swarm models there are two fundamental 
parts: the model and the observer. The model swarm alone defines the 
simulated world: everything in the model swarm corresponds to objects in 
the world being modelled. In addition to the object collection, the model 
swarm also contains a schedule of activity on the model. The schedule 
defines the effect of passing time on the model. Model swarms consist of a 
set of inputs and outputs. 

An experiment does not just consist of the objects being experimented 
upon, it also includes the experimental apparatus used for observation and 
measurements. In Swarm computer simulations, those observation objects 
are placed in an observer swarm. The most important object in an observer 
swarm is the model swarm that is being studied. The model swarm is one 
component of the observer, kind of like a little world in a petri dish on the 
lab bench. Other observer objects can then input data into the model swarm 
(setting simulation parameters, for instance) and read data out of the model 
swarm (collecting statistics of the behaviour of agents). 

Just as in setting up a model swarm, an observer swarm has a collection 
of objects (the instrumentation), a schedule of activity, and a set of inputs 
and outputs. The activity of the observer schedule is to drive data collection 
- read this number out of the model, draw it on a graph. The inputs to the 
observer swarm are configurations of the observer tools: what sorts of 
graphs to generate, for instance. The outputs are the observations. 
Interactive, graphical experimentation with models is useful for coming up 
with intuitions. But for serious experimentation it is necessary to collect 
statistics, which means doing many runs and storing data for analysis. As an 
alternative to a graphical observer swarm, you can also create batch swarms, 
observer swarms that are intended to be run without any interaction at all. 
Instead of putting up fancy graphics, batch swarms read data from files to 
control the model and write the data out to other files for analysis. The key 
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here is that the model swarm used in the batch swarm is the exact same 
model as that used in a graphical observer swarm: the only difference is 
what tools the observer (batch or graphical) connects to the model. In figure 
16 the observer swarm is represented, with all the other objects inside it. 

 
 

 
Figure 16: the Basic Structure of Swarm 

The Recipes as a Formalism for Orders 

In (Terna, 2003) we read that jES is built “(i) to simulate the activities - 
and the consistent emerging results - of an actual enterprise and (ii) to build 
virtual or hypothetical enterprises. In the first case we can use the simulator 
to test the behaviour of an emulated enterprise, both as it is and wisely 
modified, with highly practical goals. In the second case, we are interested 
in theoretical analysis of enterprise creation, behaviour, network 
interaction.” 

The simulated enterprise framework consists of different parts, that apply 
to both. The fundamental parts of the framework are the production units 
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(i.e. the entities which make the products) and the orders (i.e. what to do). 
The units can be inside the enterprise, but also outside (outsourcing), so that 
a product – or part of it – can be completed by another firm. The formalism 
behind the orders is very interesting and powerful: according to the 
dictionary, an order is the object representing a good to be produced; an 
order contains technical information and accounting data; metaphorically 
speaking, an order can thus be seen as a sort of recipe, i.e. a sequence of 
steps to be executed to produce a good. In figure 17 a simplified view is 
presented. 

 

 
Figure 17: a Simplified Scheme for jES 

 
In jES every order is represented by a recipe, which can also describe 

internal parallel production paths, computational steps, batch activities and 
assembly phases, where the typical procurement problems of a supply chain 
can be reproduced and tested. A recipe, in the simplified view shown above, 
is a list of numbers, representing the components, to be executed in a 
certain orders. Corresponding to these numbers are the production units, 
each of them can be associated to one of them. So, when number 8 in a 
recipe is found, then the order will be processed by unit number 8, which 
will take the proper time to complete the work, and then send the order to 
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the next unit in the list. A very important thing to remark is that all the 
needed information is contained in the order: when the activity of a 
production unit (as an example, unit 8) is concluded, the production unit 
asks to the order what is the next step to be performed and then asks to all 
the production units to reply if they are able to execute that task. 

A formal language is introduced to describe the contents of the recipes; 
as stated before, an important variable is time: not all the steps require the 
same time to be completed, so it's fundamental to indicate how much time 
is required to finish a process. In figure 18 this formalism is indicated. 

 

Figure 18: the Formalism in jES recipes 
 
The simulation mechanism is activated by the orders that contain the 

recipes. The recipes report the steps to be done and the time necessary to 
accomplish each step. The orders can be randomly generated, even basing 
on some statistical function, or distilled from a repertoire of recipes, 
following a time schedule. While the former is useful to study theoretical 
enterprise, the latter is very important for what-if analysis in real 
enterprises. 

In jES there is also a cost account manager; units generate both fixed and 
variable costs; when a unit is operating, it accounts for fixed and variable 
costs; if it is idle, it accounts only for fixed costs. In the same way, revenues 
are accounted for finished orders as they would be sold. 

We can also use warehouses, to make the simulation even more realistic; 
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in that case units could produce components even if they are not required 
by an order, so that the time for completing their task when needed would 
be less than the production time. Of course, in this way there would be 
some additional cost and the possibility of over production. 

jESevol: an Evolutionary Aggregate System 

Starting from the theory of Structural Holes (Burt, 1992), jESevol was 
thought as a simulator of enterprises or production units in an evolutionary 
context, where new ones arise continuously and some of the old are 
dropped out. In (Terna, 2004) we read that the environment is a social space 
with metaphorical distances representing trustiness and cooperation among 
production units (the social capital). The production is represented by a 
sequence of orders; each order contains a recipe, i.e. the description of the 
sequence of activities to be done by several units to complete a specific 
production. 

The main metaphor used in jESevol is social visibility; on a toroidal 
lattice many enterprises (or units) operate. Visibility is a metaphorical 
representation of trustiness and cooperation in a social network; when 
global visibility increases, we have more social capital. Initial visibility is 
randomly chosen. 

In figure 19, coming from (Terna, 2004), we can see how the units are 
represented; it's very important to notice that we can have aggregate of 
units or units alone. 
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Figure 19: jESevol 

8   Software Agents Applied to Game Theory 

Game Theory 

Game Theory is a distinct and interdisciplinary approach to the study of 
strategic behaviour. The disciplines most involved in game theory are 
mathematics, economics and the other social and behavioural sciences. 
Game theory (like computational theory and so many other contributions) 
was founded by the great mathematician John von Neumann. The first 
important book was The Theory of Games and Economic Behaviour (1944), 
which von Neumann wrote in collaboration with the great mathematical 
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economist, Oskar Morgenstern. Certainly Morgenstern brought ideas from 
neoclassical economics into the partnership, but von Neumann, too, was 
well aware of them and had made other contributions to neoclassical 
economics. 

The key link between neoclassical economics and game theory was and is 
rationality. Neoclassical economics is based on the assumption that human 
beings are absolutely rational in their economic choices. Specifically, the 
assumption is that each person maximizes her or his rewards - profits, 
incomes, or subjective benefits - in the circumstances that she or he faces. 
This hypothesis serves a double purpose in the study of the allocation of 
resources. First, it narrows the range of possibilities somewhat. Absolutely 
rational behaviour is more predictable than irrational behaviour. Second, it 
provides a criterion for evaluation of the efficiency of an economic system. 
If the system leads to a reduction in the rewards coming to some people, 
without producing more than compensating rewards to others (costs greater 
than benefits, broadly) then something is wrong. Pollution, the 
overexploitation of fisheries, and inadequate resources committed to 
research can all be examples of this.  

In neoclassical economics, the rational individual faces a specific system 
of institutions, including property rights, money, and highly competitive 
markets. These are among the "circumstances" that the person takes into 
account in maximizing rewards. The implications of property rights, a 
money economy and ideally competitive markets is that the individual 
needs not consider her or his interactions with other individuals. She or he 
needs consider only his or her own situation and the "conditions of the 
market." But this leads to two problems. First, it limits the range of the 
theory. Where-ever competition is restricted (but there is no monopoly), or 
property rights are not fully defined, consensus neoclassical economic 
theory is inapplicable, and neoclassical economics has never produced a 
generally accepted extension of the theory to cover these cases. Decisions 
taken outside the money economy were also problematic for neoclassical 
economics.  

Game theory was intended to confront just this problem: to provide a 
theory of economic and strategic behaviour when people interact directly, 
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rather than through the market. In game theory, "games" have always been 
a metaphor for more serious interactions in human society. Game theory 
may be about poker and baseball, but it is not about chess, and it is about 
such serious interactions as market competition, arms races and 
environmental pollution. But game theory addresses the serious interactions 
using the metaphor of a game: in these serious interactions, as in games, the 
individual's choice is essentially a choice of a strategy, and the outcome of 
the interaction depends on the strategies chosen by each of the participants. 
On this interpretation, a study of games may indeed tell us something about 
serious interactions. 

In neoclassical economic theory, to choose rationally is to maximize 
one's rewards. From one point of view, this is a problem in mathematics: 
choose the activity that maximizes rewards in given circumstances. Thus we 
may think of rational economic choices as the "solution" to a problem of 
mathematics. In game theory, the case is more complex, since the outcome 
depends not only on my own strategies and the "market conditions," but 
also directly on the strategies chosen by others, but we may still think of the 
rational choice of strategies as a mathematical problem - maximize the 
rewards of a group of interacting decision makers - and so we again speak of 
the rational outcome as the "solution" to the game. 

The Prisoner's Dilemma 

Cooperation is usually analysed in game theory by means of a non-zero-
sum game called the "Prisoner's Dilemma" (Axelrod, 1984). The two players 
in the game can choose between two moves, either "cooperate" or "defect". 
The idea is that each player gains when both cooperate, but if only one of 
them cooperates, the other one, who defects, will gain more. If both defect, 
both lose (or gain very little) but not as much as the "cheated" co-operator 
whose cooperation is not returned. The whole game situation and its 
different outcomes can be summarized by table 1, where hypothetical 
"points" are given as an example of how the differences in result might be 
quantified.  
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The game got its name from the following hypothetical situation: 
imagine two criminals arrested under the suspicion of having committed a 
crime together. However, the police do not have sufficient proof in order to 
have them convicted. The two prisoners are isolated from each other, and 
the police visit each of them and offer a deal: the one who offers evidence 
against the other one will be freed. If none of them accepts the offer, they 
are in fact cooperating against the police, and both of them will get only a 
small punishment because of lack of proof. They both gain. However, if one 
of them betrays the other one, by confessing to the police, the defector will 
gain more, since he is freed; the one who remained silent, on the other 
hand, will receive the full punishment, since he did not help the police, and 
there is sufficient proof. If both betray, both will be punished, but less 
severely than if they had refused to talk. The dilemma resides in the fact 
that each prisoner has a choice between only two options, but cannot make 
a good decision without knowing what the other one will do.  

Such a distribution of losses and gains seems natural for many situations, 
since the co-operator whose action is not returned will lose resources to the 
defector, without either of them being able to collect the additional gain 
coming from the "synergy" of their cooperation. For simplicity we might 
consider the Prisoner's dilemma as zero-sum insofar as there is no mutual 
cooperation: either each gets 0 when both defect, or when one of them 
cooperates, the defector gets + 10, and the co-operator - 10, in total 0. On 
the other hand, if both cooperate the resulting synergy creates an additional 
gain that makes the sum positive: each of them gets 5, in total 10.  

 
The gain for mutual cooperation (5) in the prisoner's dilemma is kept 

smaller than the gain for one-sided defection (10), so that there would 
always be a "temptation" to defect. This assumption is not generally valid. 
For example, it is easy to imagine that two wolves together would be able to 
kill an animal that is more than twice as large as the largest one each of 
them might have killed on his own. Even if an altruistic wolf would kill a 
rabbit and give it to another wolf, and the other wolf would do nothing in 
return, the selfish wolf would still have less to eat than if he had helped his 
companion to kill a deer. Yet we will assume that the synergistic effect is 
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smaller than the gains made by defection (i.e. letting someone help you 
without doing anything in return).  

 
This is realistic if we take into account the fact that the synergy usually 

only gets its full power after a long term process of mutual cooperation 
(hunting a deer is a quite time-consuming and complicated business). The 
prisoner's dilemma is meant to study short term decision-making where the 
actors do not have any specific expectations about future interactions or 
collaborations (as is the case in the original situation of the jailed criminals). 
This is the normal situation during blind-variation-and-selective-retention 
evolution. Long term cooperation can only evolve after short term ones 
have been selected: evolution is cumulative, adding small improvements 
upon small improvements, but without blindly making major jumps.  

 
The problem with the prisoner's dilemma is that if both decision-makers 

were purely rational, they would never cooperate. Indeed, rational 
decision-making means that you make the decision which is best for you 
whatever the other actor chooses. Suppose the other one would defect, then 
it is rational to defect yourself: you won't gain anything, but if you do not 
defect you will be stuck with a -10 loss. Suppose the other one would 
cooperate, then you will gain anyway, but you will gain more if you do not 
cooperate, so here too the rational choice is to defect. The problem is that if 
both actors are rational, both will decide to defect, and none of them will 
gain anything. However, if both would "irrationally" decide to cooperate, 
both would gain 5 points. This seeming paradox can be formulated more 
explicitly through the principle of sub optimization: Optimizing the 
outcome for a subsystem will in general not optimize the outcome for the 
system as a whole. 
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Multi Agent Systems Applied to the PD 

 
In Epstein (1998) we read that in the Demographic Prisoner's Dilemma, 

agents inherit a fixed strategy of cooperate or defect and they are 
indistinguishable to one another, just as in the original model. Yet, 
cooperation can emerge and endure. 

"Demographic Games" seems an appropriate name for this class of models 
because they involve spatial, evolutionary, and population dynamics. The 
space on which agents interact is a 30 by 30 lattice of sites. Periodic 
boundary conditions obtain. Visually, agents who exit the lattice on the 
right/bottom re-enter from the left/top. Agents move around this space, 
interact with Von Neumann neighbours, and have offspring. Each agent is 
an object whose main attributes are vision, wealth, age, and strategy. Vision 
is the distance an agent can see, looking north, south, east, or west. In the 
evolutions presented below, vision is one. Agents are born with a strategy of 
cooperate (C) or defect (D). The agents' sole rule of behaviour is as follows: 
Choose a random site within your vision; go there and play your strategy 
against a random neighbour. The agent and the neighbour then receive 
payoffs from some game matrix, here the Prisoner's Dilemma bimatrix, 
where T>R>P>S. For the Demographic PD, negative payoffs are introduced. 
Specifically, we require that T>R>0>P>S. 

Payoffs (wealth) accumulate. Since the payoff matrix has negative 
entries, an agent's accumulated wealth may go negative. In that event the 
agent "dies”, i.e. it is removed from play and its wealth disappears. By the 
same token, if an agent's accumulated wealth exceeds some positive 
threshold and there is an unoccupied site within the agent's vision, the 
agent has an offspring, who begins life on one of these sites with a nominal 
initial endowment subtracted from the parent's wealth. Here (with vision 
one) these are neighbouring sites. Progeny are born with a fixed strategy; in 
the zero-mutation case, it is the parent's strategy. 

Perhaps it is worth emphasizing that, in adopting this assumption of a 
fixed agent strategy, we are not claiming that human strategies are literally 
hard-wired genetically. Rather, for modelling purposes, we are assuming 
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that they are culturally transmitted from parents to children - vertically 
transmitted - with high fidelity, like certain religious or ethnic affiliations, 
tastes, and native tongues. In the described model the effect of degradation 
(mutation) in this vertical transmission fidelity is considered. In a more 
elaborate model, horizontal (intragenerational) transmission could also be 
included. However, here we follow Martin Shubik's injunction: "start with 
radical simplification. Do not reject the simplest models because they are a 
priori too simple. Reject them when a quick investigation shows that the 
phenomenon of interest to you cannot appear at this level of simplicity. The 
phenomenon of interest here is persistent cooperation, and we demonstrate 
that an extremely simple spatial model with vertical transmission suffices to 
generate it. 

Simulation is a particularly direct tool when the aim is to establish that 
some set of micro assumptions is sufficient to generate a macro 
phenomenon of interest.       In this case, the macro phenomenon is the 
persistence of cooperation. A widely accepted view is that "when co-
operators and defectors look alike, genuine cooperation cannot emerge."       
In the simulations above, co-operators and defectors have no "tags"; they do 
"look alike" in the relevant sense that they are indistinguishable to one 
another and, on certain micro assumptions, cooperation emerges and 
endures. This basic sufficiency result is robust and withstands the 
introduction of a maximum age and high mutation rates.  
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9   Minority Game with Communication 

Game Origins and Description 

The Minority Game (MG) is a simple, generalized framework, belonging 
to the Game Theory field, which represents the collective behaviour of 
agents in an idealized situation where they have to compete through 
adaptation for some finite resource. 

While the MG is born as the mathematical formulation of “El Farol Bar” 
problem considered by (Arthur, 1994), it goes way beyond this one, since it 
generalizes the study of how many individuals may reach a collective 
solution to a problem under adaptation of each one’s expectations about the 
future. In (Arthur, 1994) the “El Farol Bar” problem was posed as an 
example of inductive reasoning in scenarios of bounded rationality. The 
kind of rationality which is usually assumed in economics – perfect, logical, 
deductive rationality – is extremely useful in generating solutions to 
theoretical problems, but it fails to account for situations in which our 
rationality is bounded (because agents can not cope with the complexity of 
the situation) or when ignorance about other agents ability and willingness 
to apply perfect rationally lead to subjective beliefs about the situation. 
Even in those situations, agents are not completely irrational: they adjust 
their behaviour based on what they think other agents are going to do, and 
these expectations are generated endogenously by information about what 
other agents have done in the past. On the basis of these expectations, the 
agent takes an action, which in turn becomes a precedent that influences 
the behaviour of future agents. This creates a feedback loop: expectations 
arise from precedents and then create the actions which, in turn, constitute 
the precedents for the next step. 
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The original formulation of “El Farol Bar” problem is as follows: N 
people, at every step, take an individual decision among two possibilities. 
Number one is to stay at home; number two is to go to a bar. Since the space 
in the bar is limited (finite resource), the time there is enjoyable if and only 
if the number of the people there is less than a fixed threshold (aN, where 
a<1). Every agent has his own expectation on the number of people in the 
bar, and according to his forecast decides whether to go or not. The only 
information available to the agents is the number of people attending the 
bar in the recent past; this means that there is no deductively rational 
solution to this problem, but there can be plenty of models trying to infer 
the future number according to the past ones. 

The other very interesting aspect of the problem is that if most agents 
think that the number of people going to the bar is > aN then they won't go, 
thus invalidating their own prevision. Computer simulations of this model 
shows that the attendance fluctuates around aN in a (aN,(1 - a)N) structure 
of people attending/not attending. The “El Farol Bar” problem has been 
applied to some proto-market models: at each time step agents can buy (go 
to the bar) or sell an asset and after each time step, the price of the asset is 
determined by a simple supply-demand rule. 

The MG has been first described in (Challet and Zhang, 1997) as a 
mathematical formalization and generalization of “El Farol Bar” problem. It 
is assumed that an odd number of players take a decision at each step of the 
simulation; the agents that take the minority decision win, while the others 
loose. Stepping back to “El Farol Bar” problem, we can see it as a minority 
game with two possible actions: a1 = 1 (to go to the bar) and a2 = -1 (not to 
go to the bar). After each round, the cumulative action value A(t) is 
calculated as the sum of each value given to the single actions. The minority 
rule sets the comfort level at A(t) = 0, so that agent is given a payoff -
ai(t)g[A(t)] at each time step with g an odd function of A(t). 

Introducing Communication among Agents 

The “El Farol Bar” problem, as well as the Minority game in its original 
formulation state that there is no communication among the agents 
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involved in the simulation; the idea in this example is to introduce in the 
model a sort of a social network, in order to see how the links among 
certain agents can change the results of the simulation. A social network is 
defined as “a set of nodes - e.g. persons, organizations - linked by a set of 
social relationship - e.g. friendship, transfer of funds, overlapping 
membership - of a specific type” (Laumann, et al., 1978). 

 
In our case the minority rule will be very easy: a set of N agents will have 

to choose between (-1) and (1). Who is in the minority (denoted with n < 
N) wins and gets a payoff equal to N/n: the fewer agents stay in the 
minority, the higher the payoff. Also the social network involved will be 
quite simple, just linking an agent to others with a relation limited to the 
possibility of asking a question: “will you choose (-1) or (1)?”. Not all the 
agents will be connected, though, so that some of them will have to make a 
prevision just considering the past few results, exactly like in the original 
MG. The described situation is depicted in figure 20 (in which we have 
twelve agents and eight links). 

It’s important to notice that the versus of the arrow is extremely 
important; it means that agent 1 can ask agent 2, but not necessarily agent 2 
can ask agent 1. An example of the possible relations is given in Figure 2. 

 
Figure 20: a Simple Social Network with unidirectional links 
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The Simulation Framework 

At the beginning of the simulation, during the setup, we create a simple 
world populated by N agents. These agents can be considered as the vertices 
of a social network and the links among them (relations) as the edges. The 
network is directed and every arc is composed by two edges with opposite 
directions. Every agent has a list of F (friends) other agents (called 
friendsList) to whom he can ask. This list is composed by the neighbours, 
i.e. the vertices linked to the examined vertex (the agent). 

 
Here follows a brief description of the simulation process: 
 
• At the beginning of each simulation step, every agent has its own 

forecast. The forecast is absolutely random between two choices –1 and +1. 
• The decision taken by each agent (before communicating with 

others) is denoted with a “certainty index” equal to 1 (100%). 
• Now an agent is randomly chosen. He starts asking to the first in the 

list; if this one has the same prevision, then the certainty index is increased 
by a value of 1/F, while if the prevision is different, than the certainty index 
is lowered by 1/F 

• After having asked to all the friends in his list, the agent takes the 
final decision: if the certainty index is equal or greater than 1, then the 
decision will be the original one. If it’s lower than 1, then the decision will 
be the other possible one 

• Another agent is then randomly chosen, and so on (the same agent 
can’t be chosen twice during the same turn). Note that an agent that’s been 
asked can still change his mind, basing on the agents he will in turn ask 

 
Before starting the simulation, we can change two core parameters: the 

number of the agents involved and the number of the links among the 
agents. Here we examine three runs of the simulation, one with 1000 agents 
and 500 total links (an average of one link every two agents); the other one 
with 100 agents and 500 links (an average of five links for every agent) and 
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the last one with 100 agents and 5000 links (fifty links for every agent). In 
every run we iterate the minority game for 1000 times. 

The model could be considered as some groups of friends that must 
choose between two alternatives: pub and disco. They communicate the 
selected choice to their friends, elaborate them and then take a final 
decision. 

Simulation Results 

In the output graph we can read the time on x-axis (1000 iterations of the 
game), and we plot two lines: the red one depicts the decisions changed 
while the blue one is for unchanged decisions. 

In y-axis we read the number of decisions (changed or not) the scale 
(10^1, 10^2, 10^3) depends from agents number. 

We choose as standard example a world of 100 agents and 500 relations 
(figure 21), in which 65 out 100 preserve their original decisions. 

 
Figure 21: Simulation Running with 100 Agents and 500 Relations 

 
In a second run we imagine a different situation, in which the agents 

have many more relations among them: an average of fifty for every 
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inhabitant (figure 22). 
A simple common sense rule states that the more relations, the higher is 

the probability to change opinion. 

 
Figure 22: Simulation Running with 100 Agents and 5000 Relations 

 
This example proves the rule to be right and our model to be consistent 

with real world results; we can now try a counter example, i.e. a poor 
relations world, as the one in figure 23; one thousand inhabitants with a 
total of just five hundred relations. 
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Figure 23: Simulation Running with 1000 Agents and 500 Relations 

 
Here we can observe that less than 20% of the agents changed their 

opinion. In order to test the extreme situation, we also imagined a world 
with no relations among the agents (like in the original MG). Obviously in a 
world with one thousand unlinked agents we have no changing of opinion 
(figure 24). 
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Figure 24: Simulation Running with 100 Agents and no Relations 

Synchronous Communication 

A step further is the implementation of a different communication 
protocol among agents. 

 
The first we used is an asynchronous one: the agents act sequentially. So 

the first agents to act take a decision, and from then on they reply to the 
other agents with the new decision taken. We wonder if this method can be 
realistic, so we decided to explore also a synchronous communication 
process, which seems more similar to the one we would have in a real 
world.  

 
Now the agents always communicate to the others their original opinion: 

they broadcast their opinion to all the agents which are linked to them. 
Finally, after they collect all the opinions of their friends, they evaluate the 
certainty index and reconsider their choice. 

 
We executed the simulation with the new rule and the same parameters 
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as before. 

Figure 25: Synchronous Communication (100 agents, 500 links) 
 
In the first example (figure 25) we have a ten percent more changed 

opinions, than we had in the sequential model. The best result is in the 
second run (figure 26): the world rich of relations. The two lines are quite 
overlapped (even if there is a high variance in data).  

 
We can now express a second simple rule coming from this analysis: a 

synchronous communication among the agents increases their attitude to 
change opinion, which is at least ten percent higher.  
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Figure 26: Synchronous Communication (100 agents, 5000 links) 
 
The proof is the third run, in which again we have an higher result when 

compared to the asynchronous case. 
 

 
Figure 27: Synchronous Communication (1000 agents, 500 links) 
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Memory and Rewarding Function 

In this section we investigate how the introduction of a simple kind of 
memory, based on the past turns, can change the previous results. Besides, 
we introduce a payoff system to reward the players in the minority. The 
memory is a list of length N (technically we can use the same length for all 
the agents or randomize it using a range from 1 to 20). In each “box” we add 
the last cumulate choice of the group to which the agent belongs. The value 
is normalized and is +1, if the sum of choices is >0, or -1, if the sum is ≤ 0. 
The agent uses its memory by reading the list, and summing the last group 
choices. The agent choice will be +1, if the sum is lower than 0, that means 
the mode of the group is –1; –1 in the opposite situation; or can be random, 
if there is no prevailing result. 

We also introduce a network graph in which we can observe the 
topology and the agents changing their colours, red for “+1” and green for “-
1”; this can be observed in figure 28. 
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Figure 28: Agents Organized in a Social Network into the Simulation 

 
Figure 29 is an interesting experiment composed by 10 agents and 10 

relations, using memory and sequential communication. Looking at the 
graph we can observe that every group is in equilibrium. In fact, according 
to bounded rationality, each agent knows only the information about his 
own neighbours. Observing each agent’s point of view, there are triplets 
Green-Red-Green or Red-Green-Red in perfect equilibrium, in which every 
agent respects the minority rule. The agents reach an elevated global 
optimum (Figure 29) of eight out ten. 
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Figure 29: 10 agents and 10 links with memory 
 
The stability of the system is strengthened by steady distributions in fig. 

30. In fact, the changing opinion node is usually the isolated one. 

Figure 30: Steady Distribution 
 
The rewarding system counts one point for every agent that chooses a 

(local) minority option. 
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10   BDI Agents and Applications 

BDI Paradigm 

According to (Kinny et al., 1996), the BDI paradigm provides a strong 
notion of agency; agents are viewed as having certain mental attitudes, 
Beliefs, Desires and Intentions, which represent, respectively, their 
informational, motivational and deliberative states. In the BDI architecture 
an agent can be completely specified by the events that it can perceive, the 
actions it may perform, the beliefs it may hold, the goals it may adopt, and 
the plans that give rise to its intentions. These are captured, for each agent 
class, by the following models. 

1. A Belief Model describes the information about the environment and 
internal state that an agent of that class may hold, and the actions it may 
perform. The possible beliefs of an agent and their properties, such as 
whether or not they may change over time, are described by a belief set. In 
addition, one or more belief states - particular instances of the belief set - 
may be defined and used to specify an agent's initial mental state. 

2. A Goal Model describes the goals that an agent may possibly adopt, 
and the events to which it can respond. It consists of a goal set which 
specifies the goal and event domain and one or more goal states - sets of 
ground goals - used to specify an agent's initial mental state. 

3. A Plan Model describes the plans that an agent may possibly employ 
to achieve its goals. It consists of a plan set which describes the properties 
and control structure of individual plans. 

  
Rao and Georgeff (1991) distinguish beliefs from the notion of 

knowledge, as defined, for example, in the literature on distributed 
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computing, as beliefs are only required to provide information on the likely 
state of the environment. The distinction between desires and goals, while 
important from a philosophical perspective, is not significant in this 
context. 

Implicit in this characterization are the execution properties of the 
architecture which determine how, exactly, events and goals give rise to 
intentions, and intentions lead to action and revision of beliefs and goals. 
These properties, described in detail elsewhere (Kinny, 1993), are 
responsible for ensuring that beliefs, goals, and intentions evolve rationally. 
For example, the architecture ensures that events are responded to in a 
timely manner, beliefs are maintained consistently, and that plan selection 
and execution proceeds in a manner which reflects certain notions of 
rational commitment (Kinny and Georgeff, 1991, Rao and Georgeff, 1992) 

Enterprise as a Socially Constructed Agent 

In the following the enterprise is considered as a BDI meta-agent, that’s 
an agent grouping other ones, constituted by the functional areas. In this 
way we also stress the newest contribution of this approach: rather than a 
component based or object based approach to the architecture of the 
enterprise we have that we model the different levels as agents, not real 
agents, but agents which are real only as long as all the ordinary (human or 
software) agents believe they are. 

Usually, e.g. in E. Yu 2001, it is assumed that there is a trend in 
programming languages and software engineering to go towards higher 
levels of abstraction: from procedural abstraction, to object orientation to 
agent based languages. In agent based languages, the idea of method 
invocation between objects is substituted by communication about agents. 
Communication is possible since agents are "social". However, this is all 
agent based languages propose. It seems that there is still a gap between 
object oriented paradigm and agent based paradigm: object orientation is 
based on the idea that the objects are composed of other objects. This 
complexity and recursive character is not present in agent based languages, 
where the system is °at: agents are members of multiagent systems, but 
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there is no hierarchical structure of agents including agents (apart from the 
fact that some agents are more "powerful" or "control" other agents: but 
they are the same type of agents). This could be one of the main 
contribution of the present proposal: a hierarchical representation of agents 
inside the enterprise. We have not only ordinary "real" agents, but also 
socially constructed agents. In this way it is possible to have the same 
recursive structure as object orientation (socially constructed agents are 
"composed" of ordinary agents). At the same time we have a principled way 
to create socially constructed agents and to structure the relationships 
between the socially constructed agents and the other agents (normative 
systems and goal adoption, see below) and the power relations between 
agents. Several logical connections are taken into account, and so other 
agents operating in the same environment (competitors, customers, 
suppliers, normative system). The functional areas are also modelled as BDI 
agents, deriving some of their beliefs, goals and intentions from the meta-
agent, but also having some original attributes. The section is organized as a 
description of the two following schemes. 

Scheme 1: Macro Level 

 
The whole enterprise can be considered as a meta-agent, grouping a 

series of other agents, which will be discussed later, sharing some common 
goals, desires and beliefs. The environment in which the enterprise operates 
is shared with other subjects, mainly competitors, customers and supplier, 
which have a direct influence on the brute facts (f), also connected with the 
enterprise itself. 
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Figure 31: Macro Level 

 
These other subjects are also agents, but we shouldn’t be interested in 

giving them a real BDI structure, since that’s not directly visible from the 
enterprise we want to model; though, the enterprise can have a 
representation (through its own beliefs) of what is supposed to be the 
structure of the outer agents. For example, it will know for sure that the 
competitors will try to overcome it in terms of market share, while the 
customers need to be satisfied and will try to get the best possible goods for 
the least money. Other external agents can exist: for example a normative 
system, created “a priori”. According to (Boella, 2003) this is defined as a 
social constructed entity, to which the other agents in the world attribute 
the status of agent; in particular the agents attribute to it regulative norms. 
Since this is not the main focus of the model, the normative agent is 



 

99 

simplified from the one proposed in (Boella, 2003) and acts just as a 
regulator for the actions of the agents involved. There are not constitutive 
norms, and hence no beliefs are present in the normative agent. This agent 
is useful to avoid improper actions, like treacherous competition, prices out 
of the logical range and so forth. Thus the normative system will just feature 
goals (rules), from which a set of what is considered a violation (V) is 
derived. By observing the facts and considering its beliefs, the enterprise has 
its own representation of the state of the world (s). 

 

Scheme 2: Enterprise Level 

The enterprise meta-agent is divided into several sub-agents, each of 
which has its own beliefs, desires and goals. These are strictly linked with 
the general ones, belonging to the whole enterprise (B,D, G), in the sense 
that the attributes of the single functional area contribute to defining the 
general ones, but these, in turn, influence the ones of the various areas. This 
construction is realistic, since the areas constituting the enterprise must 
share with it some knowledge and objectives in order to make it work, but 
at the same time there could be some attributes which are not shared by all 
the subjects or that could not be of any interest for some of them, or can’t 
be pursued by the enterprise as a whole. Besides with this model we have an 
indirect link among all the areas through a super-agent (the enterprise) 
which doesn’t affect directly the behaviour of the sub-agents, but is at the 
same time modifier and modified. For example, the enterprise seen as a BDI 
agent will pursue the highest possible profit, the best efficiency, the highest 
customer satisfaction and so on; some of these goals – or part of each - can 
flow to all the sub-agents, while others should be shared just by some of 
them. Besides, if we want a realistic model - depicting also the human factor 
- we must assume that the functional areas share some of the beliefs of the 
enterprise as a whole, but not all of these are surely correct when 
considered at a macro level. For instance, the chief of a production unit 
could believe that building “his” product is strategic for the enterprise, 
while at a macro level that’s not so important and hence that sector can be 
sacrificed to drive more resources to another unit or area. It’s thus very 



 

100 

important to introduce two levels of views, one corresponding to the whole 
enterprise and one to the single areas. 

 

Figure 32: Enterprise Level 
 
Each functional area can then perform actions (d1, d2,…,dn) according 

to its own goals and desires. At a macro level, the set of these actions creates 
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those (d) performed by the enterprise in the environment. These macro-
actions are the only ones which control some of the brute facts (f), while 
the ones performed by the functional areas are not directly affecting the 
external environment. It’s important to determine how the various actions 
performed by every area affect the global actions of the enterprise. The 
mechanism, in the real world, is complex and certainly not deterministic. 

The beliefs about the state of the world are also different if considered at 
the macro level or at the micro level; the enterprise derives its own beliefs 
about the state of the world (s), from the brute facts it observes in the 
external environment (f) and from its own general beliefs (B). On the other 
hand, the beliefs about the state of the world belonging to the functional 
areas (s1, s2,…, sn) are derived from what they observe in their own 
environment, which is the enterprise itself, and/or from the external facts 
(f) filtered by the enterprise (i.e. by s) and always with the influence of their 
own beliefs (B1, B2,…, Bn). This is a rather closed and unrealistic vision: in 
the real world, the persons belonging to a functional area have their 
personal beliefs about the state of things from the outside, with no 
mediation by the enterprise. Though, since the focus is on the structure of 
the enterprise itself, it would be useless and time consuming to model 
different – and more complex - relations. In this model, the single beings 
are not relevant and exist just as members of the functional area, that’s in 
turn formally and politically linked to the whole enterprise, being a part of 
it and loosing its function (and reason of existence) outside of it. 

Enterprise and Normative Systems 

In the overall frame, a normative system external to the enterprise is 
introduced and the enterprise itself is seen also as a normative system. The 
external normative system does not only have the role that the enterprises 
(and the citizens) conform to its goals as they are expresses by the norms, 
but the enterprise itself exists only due to the normative system. Actions 
like selling and buying performed by enterprises are possible only because 
a) the normative systems recognize the actions of the CEO of the enterprise 
as an action of selling by the enterprise and b) the normative system allows 
that enterprises have properties. Hence enterprises exist only because of the 
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normative system; only subordinately, when they are recognized as "real" 
agents, the normative system imposes on them rules of behaviours 
(obligations and permissions). Also sanctions can be imposed only because 
enterprises are considered as agents. Agents with desires and goals, 
otherwise sanctions would be ineffective: an agent can be influenced only 
because its goals and beliefs are affected - maybe indirectly by affecting 
beliefs). Without this external normative system it is possible to construct 
groups, but not enterprises: a group is a set of agents who agree on a socially 
constructed agent to achieve some goal. Since one of the goals of an 
enterprise is probably to interact with other enterprises, it is necessary to 
have an "external" framework regulating the interaction between socially 
constructed agents. Different types of socially constructed agents will have 
different possibility of interactions (e.g., a cooperative vs. a limited 
responsibility enterprise etc.). The second role of the notion of normative 
system can play is inside the enterprise: the enterprise itself, under some 
respect, is a normative system. In fact it has its own statutes, norms, 
sanctions. Probably there is a structured normative system, since the 
different levels of the enterprise can have their own norms and rules (which 
must be coherent with the general ones). These rules of behaviour 
expressed by the enterprise do not only include the "static" and general 
regulations, i.e. norms and laws, but also more dynamic deontic concepts 
like obligations and permissions concerning individuals. A particular case of 
this second category of rules are the orders for regulating the production. 
Given the goals of the enterprise, e.g. to have a certain item in order to sell 
it, the enterprise decides the that goal can be accomplished in a certain way 
by some functional areas. It takes a decision based on its knowledge of how 
items are produced (i.e. recipes): the decision corresponds to issuing a 
number of orders to the different functional areas (the orders can be at 
different level of details, e.g. delegating to them the decision on how to 
produce a subsystem). Orders are nothing but obligations directed to a 
particular agent (or socially constructed agent as a functional area).  
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Sanctions and Motivations 

The enterprise-as-normative-system view is not limited to the rules of 
behaviour for the functional areas composing the enterprise. The 
enterprise-as-normative-system makes the functional areas exist. Consider 
an example. Assume two distinct functional areas: a1 produces some item 
and a2 performs some service (e.g. maintenance of some machine) inside 
the enterprise. At a certain moment a1 wants some service from a2. How 
can a1 get from a2 the desired service ? What happens if a1 asks to a2 the 
service ? In this case communication between a1 and a2 is not sufficient. a2 
performs its service only if there is an order by the enterprise. Is the request 
by a1 an order, since a1 is just a functional area of the enterprise? The 
request is not an order by itself, but only as long as the enterprise-as-
normative-system recognizes the request as an order (or the request creates 
an order). Perhaps this level of detail can seem too much. But I think it is 
the semantics of the command-line or chain inside an enterprise. Different 
chains give different properties to the enterprise (the power to recognize 
requests as orders can be distributed at different levels of the enterprise).  

The crucial point of the proposed model is the relation between the 
beliefs and goals of the ordinary agents (CEO, workers, directors, etc.) and 
the beliefs and goals of the socially constructed agents (SCA) What Boella 
and van der Torre propose is that socially constructed agents can have 
beliefs and goals, in the sense that ordinary agents attribute them those 
beliefs: these ordinary agents reason and take decisions basing on the 
expectation that all the other agents attribute the same beliefs and goals to 
the SCAs. How this attribution of mental attitudes can change the 
behaviour of the ordinary agents? The crucial point is that some of the goals 
of the SCAs refer to the behaviour of the ordinary agents: these goals 
express the wishes of the SCA that some agent does some action or tries to 
make true some state of affairs. So ordinary agents expect that the other 
agents will conform to these goals of the SCAs. The expectation must be 
obviously based on the motivations that ordinary agents have to conform to 
those goals: 

1) they get some utility from this conformance; e.g., in a group every 
member does his part since only in this way they achieve the shared goal 
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(Boella and van der Torre, 2003). 
2) they do their part in exchange of some benefit from the SCAs; e.g., a 

worker performs his work in exchange of a salary from the enterprise (note 
that the exchange is between an ordinary agent and a socially constructed 
agent, even if the money is physically given to the agent by some other 
ordinary agent, like the cashier). 

3) they do their part in order to fulfil some norm imposing them the 
obligation to do something (the content of the norm is the goal of the 
socially constructed agent, see Boella and van der Torre aamas03). One of 
the possible motivations of fulfilling an obligation is the sanction which is 
applied to violator. Another possible motivation is that the agent sees the 
SCA as a group to which he belongs: he has a benefit from the correct 
functioning of the SCA. 

4) they do their part since they get a benefit from the achievement of the 
goals of the socially constructed agent (even if this benefit is not 
reciprocated to some other agent). E.g., the owner or stakeholder of the 
enterprise has a benefit from the achievement of the goals of the enterprise 
(rather than from a salary as the employee). 

 
Basing on these motivations, the agent will behave coherently with the 

goals of the SCA. And basing on this expectation about the behaviour of 
other agents, each agent takes his decision. Nothing prevents agents not to 
conform to the goals of the socially constructed agents: violation happens 
and this is the rationale for the existence of a sanctioning system (which can 
be faulty as well, since sanctions are ultimately performed by ordinary 
agents). In a sense goals of SCAs goes downward: from the SCA to the 
behaviour of the ordinary agents. Beliefs operate in the opposite direction: 
an action of an agent (e.g. a request) is interpreted as something else at the 
level of the SCA (e.g. the request is considered a order to other agents). 
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11   Conclusions 

In this work various paradigms of software agents have been examined, 
with the purpose of their application to the social modelling and simulation. 
The most commonly used agent based paradigms for this kind of 
applications are the multi agent systems (MAS) composed of deliberative 
and reactive agents. Reactive agents maintain no internal model of how to 
predict future states of the world. They choose actions by using the current 
world state as an index into a table of actions, where the indexing function's 
purpose is to map known situations to appropriate actions. These types of 
agents are sufficient for limited environments where every possible 
situation can be mapped to an action or set of actions.  

Different from reactive agents are the deliberative ones. The key 
component of a deliberative agent is a central reasoning system, which 
constitutes the intelligence of the agent. Deliberative agents generate plans 
to accomplish their goals. A world model may be used in this kind of 
entities, increasing the agent's ability to generate a plan that is successful in 
achieving its goals even in unforeseen situations. This ability to adapt is 
desirable in a dynamic environment.  

A simulation model may be considered as a set of rules (e.g. equations, 
flowcharts, state machines, cellular automata) that define how the system 
being modelled will change in the future, given its present state. Simulation 
is the process of model “execution” that takes the model through (discrete 
or continuous) state changes over time. In general, for complex problems 
where time dynamics is important, simulation modelling is a better answer. 

Agent Based is the most advanced simulation paradigm: here the 
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modeller defines behaviour at individual level, and the global behaviour 
emerges as a result of many (tens, hundreds, thousands, millions) 
individuals, each following its own behaviour rules, living together in some 
environment and communicating with each other and with the 
environment. 

For this reason, agent based simulation seems particularly fitted to model 
complex systems, i.e. those for which it is difficult, if not impossible to 
restrict their description to a limited number of parameters or 
characterising variables without losing its essential global functional 
properties. Besides, agent based simulation, thanks to the interaction of 
many simple entities, allow the emergence of unpredictable behaviour, 
which is a very important feature of complex systems. 

A working simulation of a database security environment is built, as an 
example of social simulation applied to a complex system. Here a colony of 
agents, organized into a hierarchy, access some data, subject to security 
rules. The focus of the simulation is to find the optimal balance between 
data corruption and efficiency in data retrieval. This task is accomplished 
through a simplified agent based model. 

Since an enterprise can be considered as a complex social system, 
enterprise simulation is then investigated; some examples are given and jES, 
a comprehensive tool built with Swarm, is described. 

Agent based simulation can also be applied to the game theory field; after 
discussing the well know Prisoner’s Dilemma problem, a totally new 
example is built using this techniques, regarding the Minority Game. An 
agent based model is built, in which the entities compete to end up in the 
minority; the innovative part of the system is that here communication 
among the agents is introduced. In the original Minority Game the agents 
must take a decision based just on the historical data and some forecasting 
techniques. Here a social network is introduced, linking some agents among 
them; this creates a feedback of decision changes in the community of 
agents. 

The analysis of agent based paradigms for social modelling and 
simulation ends with the study on BDI agents, which are logical entities in 
which believes, desires and intentions are embedded. This is a very 
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powerful and comprehensive construct, and an example of a socially 
constructed BDI agent is shown, concerning enterprise modelling. 
Unfortunately this paradigm also have some flaws, in particular the 
efficiency of an eventual implementation: it is possible to describe the 
mental world using classical first order logic extended by respective modal 
operators, then using modal logic to extend the mental processes of the 
agents, but there is no a generic implementation, since too few theorems are 
deducible to describe the phenomena in details. Besides first-order logic 
(particularly, modal and lambda calculi) is oriented to handle certain 
phenomena of natural language such as quantification and especially 
language syntax-semantic connections (e.g. Montague grammars). At the 
same time, these calculi (furthermore, their model theories) are not well 
adjusted to the peculiarities of ambiguity in mental natural language 
expressions. 

These considerations allow to conclude that MAS composed of 
deliberative and reactive agents are the best choice to simulate complex 
social systems, since through the cooperation of many simple entities 
aggregate behaviour emerges, exactly like in the real world. Of course it's 
not always possible to reduce a target system to a model made of reactive 
and deliberative agents; that's why an hybrid system has been proposed, 
using reactive agents for the parts of the system which are complex and 
unpredictable, and process simulation, that is stochastic and logic driven, for 
those parts which are known. By using some AI derive methodologies, it's 
even possible to have an adaptation of the colony of agents to the 
environment, something that wouldn't be possible with any other 
simulation technology or with BDI agents. 

On the contrary, BDI agents can be very useful when the purpose is that 
of analytical modelling. This kind of agents is very representative and 
explicative; one of the purposes of modelling is that of understanding; 
through the process of abstraction, that is the conversion from the observed 
situation to the computer model, it's possible to reach a formalization with 
the use of logic. 
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