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Chapter 1

Introduction

1.1 Performance Evaluation of Communication Net-
works

In the early 1990s, the Internet underwent interesting new developments.
The mass market diffusion of services based on the World Wide Web led
to an enormous increase in the volume of traffic, and raised the need to
integrate various telecommunication services and distributed computing ap-
plications on an architecture that had been designed for a much more limited
use of the Internet. The integration of services on the Internet is made diffi-
cult by the need to develop new techniques and tools to ensure that users of
various services offered by the network are provided with Quality of Service
(QoS) features that meet their expectations, as well as new approaches to
network management that are capable of controlling operations of both tra-
ditional Internet algorithms and new ones to supply QoS guarantees. The
increase in the volume of traffic [4] generates network congestion, and makes
the functioning of management and QoS algorithms a delicate matter. De-
spite this, in the mid to late 1990s, a number of solutions were proposed,
concerning the architecture, management and control of multi-service IP
networks ([90, 61, 40, 12, 41] just for mentioning some of many presented
in literature). To date, the scientific community seems to have achieved a
certain degree of agreement regarding following basic aspects involving the
Internet architecture and protocols:

• the Internet architecture seems destined to evolve towards a multi-
layer structure in which the actual IP layer is supported by a layer
called Multi Protocol Label Switching;
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• Internet protocols will adopt new policies in a context featuring the
presence of heterogeneous domains handled by different providers, and
featuring the adoption of different technologies in the network with
increasing use of mobile and wireless technologies.

Therefore, whereas on the one hand the architecture of new-generation IP
networks has already been well identified, on the other the international
scientific community recognizes that a certain number of important prob-
lems relating to the dimensioning, management, configuration and control
of future networks still need solving. Among issues still remaining open, our
research activities focus on following aspects:

1. the definition of new methods for network planning, configuration and
control, that take into account features of Internet traffic;

2. the extension of network management procedures currently available;

3. the planning and the management of complex networks, in order to
provide new services at the application level.

The development of effective tools and modeling techniques for the anal-
ysis and design of complex network applications can be considered an “in-
progress” set of research topics. In recent years, several new architectures
and protocols have been proposed to improve performance and scalabil-
ity with specific regard to file sharing, distributed storage, content dis-
tribution, and application layer multicast. Many research efforts in this
field have been carried out through traffic measurement and system design
with subsequent proposals of new and different algorithms and solutions
[109, 13, 45, 106, 118]. A different approach is the development of simu-
lation frameworks. An increasing number of simulation environments have
recently emerged as means to evaluate and test new algorithms and solutions
prior to large-scale deployment [85, 23, 58, 68, 89, 110].

Another interesting research activity is the use of analytical and math-
ematical frameworks. In recent years, several analytical and mathematical
models have been proposed in order to investigate dynamics of communica-
tion networks [96, 46, 47, 67, 59, 74]. In large size and complex systems, such
as wireless networks and P2P file sharing applications, the use of analytical
model helps to face scalability issues and allow to quickly conduct ”what if”
analysis when evaluating system performance.

The aim of our activities is to contribute towards research being con-
ducted in the modeling of new applications and of next-generation networks,
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and the development of algorithms for the management and control of traf-
fic. The aim is to develop new modeling tools to support the design, dimen-
sioning, configuration and management of future network applications with
Quality of Service (QoS) guarantees and traffic engineering functions. When
available, these tools will allow operators in the field of telecommunications
and computing (operators, companies and Internet Service Providers - ISP)
to better design their networks and will provide them with better manage-
ment and configuration algorithms, with considerable advantages in terms
of both reduction in costs and fees, as well as enhancements of the QoS
perceived by end users. The general aims of this research and expected
modeling results, which are of common interest across all lines of research,
can be summarized as follows:

• to describe the behavior of traffic typologies most commonly present
on the Internet, and the formulation of models that are simple, but at
the same time accurate;

• to evaluate the performance of complex networks; in particular, we will
address Peer To Peer (P2P) Networks and Wireless Networks (sensor
networks, ah-hoc network, etc..);

• new proposals of extensions to network protocols to improve their effi-
ciency on wireless networks (sensors, ad hoc, satellite, GPRS, UMTS
etc.). This phase will take into account important issues such as reli-
ability and energy consumption.

This research activity aims at the development of scalable models for per-
formance evaluation and planning of large IP network that offer innovative
services through complex networks applications such as P2P and wireless
networks. Despite they provide different services, both of them rely on tech-
nologies that was designed and planned for simpler functions and activities.
Both systems share important characteristics such as large size, particular
nature of nodes belonging to these structures, and the not trivial interaction
with the underlying network [16, 11].

While a significant effort was devoted to the design of new protocols and
architectures, only a little has been done in the direction of modeling and
understanding these networks. This is due mainly to the extreme complexity
and large scale of these systems comprising hundreds of thousands (or often
millions) of users interacting through the overlay network. As the system
has to be described with the more suitable approach, it is important to
define metrics that allow to better understand the network behavior. These
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metrics are strongly related to services offered by different applications. E.g.
the power consumption could be one interesting metric in case of sensor
networks, while in a P2P file sharing application could be useful to study
the distribution of file transfer time.

1.2 Approach to Communication Network Evalu-
ation

In last few years, several tools, formalisms and techniques have been pro-
posed to study performance of complex network applications such as file
sharing, distributed storage and content distribution. Some of these tools
for evaluating performance of P2P and sensor networks are presented in
Chapters 2 and 4. In this section we would first provide a brief overview
of methodologies adopted by the scientific community and then in the next
section we introduce innovative approaches based on fluid models we used
for developing our contributes presented in following chapters.

1.2.1 Traffic Measurement

Many research efforts have been carried out through traffic measurement
with subsequent proposals of:

• new and different algorithms;

• long term planning;

• solutions for failure detection;

• solutions for Denial of Service (DoS) attacks;

• development of realistic traffic models for a trace driven simulation;

• characterization of network dynamics and user behaviors;

• definition of interesting metrics.

There are various approaches based on measurement. Two common ap-
proaches for monitoring the network are active and passive. The passive
approach uses devices to watch the traffic as it passes by. These devices can
be special purpose devices such as a Sniffer, or they can be built into other
devices such as routers, switches or end node hosts. Passive monitoring de-
vices are polled periodically and information is collected to assess network
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performance and status. The active approach relies on the capability to
inject test packets into the network or send packets to servers and appli-
cations, following them and measuring service obtained from the network.
Main problems related to traffic measurement approaches are:

• difficulty to gather data due to private protocols leading part of the
traffic;

• complexity of required software and instruments;

• time cost;

• traffic generated for monitoring may degrade the overall performance.

The software required to gather traffic has to be realized according to ar-
chitecture and protocols characterizing network applications. It can happen
that part of the traffic is encrypted since protocols are not free, e.g. [5], and
hence the information gathered could not be enough significant to derive
important consideration. It can also happen that the effort required to de-
velop software tools is too big due to the intrinsic complexity of protocols.
Moreover, dynamics of topologies may require much time (e.g. months) to
collect significant amount of data. Sometimes the rapidity of network appli-
cations evolution does not allow to wait for as long time. A general problem
of measurement based approaches is the extra traffic, the so called overhead,
they add in the network. It is very important to avoid to degrade the per-
formance when monitoring and managing networks, otherwise the goal to
improve the system effectiveness is compromised.

The interesting study presented in [117] shows that not accurate mea-
surement approaches can lead to wrong conclusions. It is demonstrated
that the use of traditional measurement approaches based on slow crawlers
in P2P systems, e.g. [106], provide uncorrected insights related to the over-
lay topology. In this case one of problems is the experiment duration, i.e.
it is too long respect to topology dynamics. Another problem is related to
the application architecture, in particular, some nodes are not reachable and
hence the resulting snapshot captured by the crawler is not accurate. A fast
crawler, called Cruiser, for two-tier peer-to-peer systems such as Gnutella
[26] is introduced. Different techniques are used in Cruiser to achieve its
high speed, including a distributed architecture and asynchronous commu-
nications.

Measurement based approaches used for studying wireless sensor net-
works, such as ones presented in [45, 13], rely on the development of testbed
scenarios. The building of such scenario require many environment resources
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and the number of nodes is limited to some hundreds. Moreover these stud-
ies are addressed to specific sensor technologies and applications, results
provided are useful but it is hard to use them as general insights.

1.2.2 Simulation Frameworks

A different approach is the development of simulation frameworks. An in-
creasing number of simulation environments have recently emerged as means
to evaluate and test new algorithms and solutions prior to large-scale net-
work deployment.

In general, simulation is the right choice when the system can not be de-
scribed by analytical and mathematical frameworks. Analytical and math-
ematical models provide results in a easier way but it can happen that is
not possible to describe the network by mathematical techniques (e.g. when
resulting functions are complex or solutions are hardly applicable, or the
network behavior is not predictable). In communication system case simu-
lation allows to consider interaction among several network components and
dynamics that are not predictable. Furthermore, the use of simulation mod-
els make easier the ’what if’ analysis since experiments can be controlled by
tuning input parameters. With respect to measurement approaches simula-
tion has the advantage that it does not requires to directly work on complex
network components.

Simulators provide a realistic representation of systems according to how
much they are detailed. The more detailed, the more accurate are results.
The precision is paid with the implementation effort and the algorithm com-
plexity. Accurate simulators require much more computation time to com-
plete experiments. Results interpretation is not easy and requires good
statistical knowledge and sometimes the presence of rare events leads to a
very long experiments. Moreover the validation of results is critic and hence
it is hard to detect errors unless there is the support of real traffic data.

Last generation network applications are typically characterized by large
entities to be described (such as number of nodes and the resource size). The
description of these types of networks has often to face the problem of state
space explosion. Despite discrete event simulation, one of simulation based
approaches most used, has not to face this problem, the necessity to obtain
meaningful results can involve high computational time and could require
large amount of memory. Although there are P2P file sharing simulators,
such as GnuSim [58], which consider network aspects the analysis is limited
to few thousand nodes network and the performance metrics are mainly
related to the topological level.
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The sensor network simulator SENSE [23] is able to limit scalabilty and
granularity constraints by using a novel component oriented simulation.
However SENSE lacks a comprehensive set of models and a wide variety
of configuration templates for wireless sensor networks. Besides, a visual-
ization tool is desirable that ease the result interpretation.

1.2.3 Analytical and Mathematical Frameworks

The use of analytical and mathematical frameworks is another interesting
way for evaluating large scale complex networks. In large size and complex
systems, such as wireless networks and P2P file sharing applications, the use
of analytical models helps to face scalability issues such as allow to quickly
conduct ”what if” analysis when evaluating system performance.

The extreme complexity and large scale of these systems comprising
hundreds of thousands (or often millions) of users interacting through the
overlay network make approaches based on either Markovian models, often
used for the performance evaluation of computer networks, hardly effective.

Traditional approaches to performance evaluation of communication net-
works in general have normally relied on attempts to describe dynamics of
network elements over a discrete space-state. We shall refer to these ap-
proaches as ’discrete models’. Discrete models are quite a natural choice in
light of the fact that operations of traffic sources, network architectural ele-
ments, and protocols, are normally governed by finite-state machines, whose
dynamics determine the network performance. However, discrete models, re-
quiring the description of different dynamics of different network elements
over their discrete states-space, are subject to limit scalability, thus allowing
only the performance analysis of rather small networking setups. This is the
reason why only models almost invariably concentrate on a very limited sub-
set of the network protocol stack. In order to better understand effects on
performance of new applications, scalable modeling are a must. To obtain
scalability, researchers often model one network element with a high degree
of accuracy, whereas remaining network elements are either neglected, or
modeled in a very coarse manner. This approach may sometimes produces
acceptable results, but many cases exist where the interaction among net-
work elements is a focal point for performance issues.

An alternative use of stochastic models for analyzing communication
systems is presented in [48] where non-markovian models are introduced.
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1.3 Fluid Models

A new class of semi-analytical models has recently been introduced in the
networking arena mainly to model the interaction between the transport
protocols, such as TCP/UDP and IP layer protocols, and algorithms applied
in network routers [91], [10], [103]. This new approach, that is often called
’fluid models’, adopts an abstract deterministic description of stochastic
network dynamics. The resulting set of differential equation is then solved
numerically, obtaining estimates of the time-dependent network behavior.
Today fluid models appear to be the most promising approach for scalable
and accurate performance analysis of large systems, such as large segments
of TCP/IP networks. The most attractive property of fluid models is that
their complexity (i.e. the number of differential equations to be solved) is
usually independent of the network size.

The class of fluid models we used for evaluating performance of P2P file
sharing applications (Sections 3.1 and 3.2) is introduced in Section 3.1.4.
The work presented in Sections 3.1 is based on the use of Fluid Stochastic
Petri Net. Fluid Stochastic Petri Nets were introduced by K. S. Trivedi
and V. G. Kulkarni in [124], and then extended in [63]. An FSPN is an
extension of stochastic Petri nets in which continuous quantities may be
included directly in the model. A FSPN has two type of places: discrete
places (containing a non-negative number of tokens) and continuous places
(containing fluid). Transition firings are determined by both discrete and
continuous places, and fluid flow is permitted through enabled timed tran-
sitions. Each fluid place may have an upper boundary and has an implicit
lower boundary at level 0. When a boundary level is reached, fluid flow is
stopped to maintain the constraint.

FSPN models are analyzed by writing the equations of the underlying
stochastic processes and then by solving them numerically. Equations are
written by decoupling the discrete part of the model from the continuous
one. First the set of possible discrete states (the discrete state space) is
generated using conventional Petri net techniques. Then a system of partial
differential equations is generated. This system has an equation for each
discrete state that the system may reach, and a partial derivative for each
fluid place, plus a partial derivative for the time. Even though equations
can be written for every FSPN, these equations are so hard to solve that
only models with one or two fluid places may be analyzed. Some extensions
to the basic FSPN formalism has been introduced, such as in [130].

A very different fluid model based approaches is used in works presented
in Sections 4.3 and 4.4. The fluid representation is related to the space
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dimension and resulting models are deterministic. The basic model devel-
opment is deepened in Section 4.3.

1.4 Research Contribute

We based our activities on the use of fluid models for evaluating performance
of complex networks.

In [43, 84] we evaluated performance of P2P file sharing applications.
Main concepts on which P2P file sharing applications rely are cooperation
among users and resource sharing. One of the most important novelty in-
troduced by these applications is that participating hosts play dual roles as
servers and clients. A user thus generates workload for the P2P application,
while also providing the capacity to process the workload generated by other
users.
The main advantage of file sharing applications is the capacity to share large
amounts of data without the necessity of expensive resources (such as band-
width and computation power). Nodes of P2P networks, called peers, act
dual roles as client and server: each peer supplies/gets data to/from other
peers. To locate resources these applications use search protocols and/or
strategies Following a successful search, P2P file sharing applications pro-
vide a list of peers holding a copy of the requested resource. Depending
on the particular application, additional information describing listed peers
and the copy of the resource are included. This information can be used to
select the peer(or peers) from which the resource is transferred.
We developed a hybrid modeling technique based on the combined use of
Fluid Stochastic Petri Nets (FSPN) [63, 124] and combinatorial analysis for
the computation of the file transfer time distribution in P2P file sharing
applications. The joint use of different modeling paradigms allowed us to
describe several features that dominate the resource transfer time as well as
to obtain an efficient model solution.

We proposed an analytical modeling technique for the estimation of the
transfer time distribution. The model is supported by measures presented
in literature, we used them to derive parameters that describe system prop-
erties. We considered also advanced features like queueing time, unavail-
ability of the server, and parallel downloads from multiple sources. Thanks
to these model refinements we were able to describe interesting issues re-
lated to both peer behavior (e.g. unavailability of the server due to the
peer leaving) and overlay topology (e.g. searching and queueing phases, and
multiple downloads). The exploitation of the model allowed to analyze the
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behavior of the whole system, in terms of resource transfer time, as func-
tion of parameters such as network characteristics (connection technology
between peers and their ISP, available bandwidth) resource characteristics
(popularity, size, quality), application characteristics (sharing bandwidth,
downloading methodology), and user behavior (cooperation, resource selec-
tion). Among results presented emerges that the peer selection can strongly
impact on the transfer time. A rather intuitive result show that the trans-
fer time increases with the increasing of unavailability rate of peer acting
as servers, however, we pointed out that this effect heavily depends on the
resource size.
We also used our model to analyze new features introduced in P2P applica-
tions. For instance, thanks to parallel downloads client peer downloads from
multiple sources and gets better performance when the number of source in-
creases. Anyhow we noted that improvements in performance are limited
by the client download bandwidth; i.e. when the total bandwidth provided
by multiple servers exceeds the maximum client download bandwidth, the
speed at which the file is transferred remains constant, despite the number of
sources grows. Some of these qualitative results could seem rather intuitive
but the model is able to provide detailed quantitative issues.

The model presented in [44] is a further extension of works mentioned
above. The main improvement is the relaxation of some assumption related
to peer description. The goal of the proposed model is again to compute
the transfer time distribution for the download of a file of a given length,
available on a certain number of peers, from a client peer with a given band-
width. The refinement of the model provided a more accurate description
of the system and hence produced more reliable results. One of most in-
teresting results refers to the free riding problem [8, 75, 102]. We modeled
an incentive policy in order to understand how to encourage peers to coop-
erate. Experiments show that incentive policies can improve performance
but there are thresholds that limit benefits of these mechanisms. The main
contribution provided by these works with respect to the previous ones are:

1. among first analytical models describing many aspects of p2p net-
works: resource, user behavior, application topology, and network;

2. thanks to fluid model approach is possible to analyze performance, in
terms of transfer time distribution, tuning many system parameters
with low computational cost.

In [53] we presented a novel analytical model for wireless sensor networks,
based on a fluid approach. Wireless sensor networks consist of hundreds to
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thousands of sensor nodes with limited computational and energy resources.
Sensors are densely deployed over an area of interest, where they gather
and disseminate local data using multihop communications, i.e., using other
nodes as relays. A typical network configuration includes a large collection
of stationary sensors operating in an unattended mode, which need to send
their data to a node collecting the network information, the so-called sink
node. The main idea of this work is that we represented sensor nodes as a
fluid entity. Sensor location is smoothed out in continuous space by intro-
ducing the concept of local sensor density, i.e., the number of sensors per
area unit at a given point. We focused on a network whose nodes are static
and need to send the result of their sensing activity to a sink node. Sensors
may send packets to the sink in a multihop fashion. Although we introduced
some simplifying assumptions necessary to maintain the problem tractable,
our model accounts for:

• node energy consumption;

• node contention over the radio channel;

• traffic routing.

With respect to previous work, we provided three fundamental contribu-
tions:

1. thanks to our fluid approach, very large networks can be studied while
maintaining the model complexity extremely low;

2. the behavior of the network can be studied as a function of the bi-
dimensional spatial distribution of nodes, possibly under non-homogeneous
node deployment;

3. the model provides a very flexible and powerful tool, which can account
for various routing strategies, sensor behaviors, and network control
schemes, such as congestion control mechanisms.

Results derived from the fluid model are compared against detailed simula-
tions of the same system. We used an ad-hoc, discrete-time simulator, based
on same assumptions we used for the model definition.

In [24] we used the same fluid approach to describe large sensor network
but the model we developed is more accurate. In particular, we refined
the representation of the channel access and the routing policy. Further-
more, the framework accounts for energy consumption and is able to model
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active/sleep dynamics of nodes. We validated our approach through simu-
lation and show that the proposed framework is well suited for describing
properties of large sensor networks and understanding their complex behav-
ior. To the best of our knowledge, our framework is one of few analytical
models developed for large-scale sensor networks, which can accurately de-
scribe main aspects of these systems.

1.5 Outline

Next Chapters are organized as follows. Chapter 2 illustrates problematic re-
lated to the performance evaluation of P2P file sharing applications, and the
state of the art that accounts for different scientific approaches the commu-
nity has proposed. Section 2.2 provides a classification structure of relevant
issues based on different points of view (user, resources, overlay topology,
network). This classification may ease the definition of performance question
for these systems and helps in comparing works existing in literature. The
comparison of related works summarizes most existing analytical and math-
ematical modeling approaches in Section 2.3, some existing measurement
based approaches in Section 2.4, and some existing simulation approaches
in Section 2.5.

Chapter 3 presents models we defined to evaluate performance of P2P
file sharing applications and results we produced. In particular, Section
3.1 illustrate the Fluid Stochastic Petri Net Model we developed for the
computation of the distribution of file transfer time. A different solution
methodology, that allows a more detailed system description, is shown in
Section 3.2.

Chapter 4 outlines open research issues in performance evaluation of sen-
sor networks, (Section 4.1), and then lists some existing analytical frame-
works presented in literature (Section 4.2). Sections 4.3 and 4.4 presents
our contribute in this open research field.

Chapter 5 summarizes most important results we obtained.
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Chapter 2

Performance Evaluation of
P2P File Sharing
Applications

2.1 P2P File Sharing Applications

In recent years, applications based on peer-to-peer (P2P) paradigm have
become more and more successful. The P2P approach differs from the tra-
ditional client/server approach for building network applications since the
participating hosts play dual roles as servers and clients. Thus, a peer gen-
erates workload for the P2P application, while also providing the capacity
to process the workload generated by other peers. The novelty of the P2P
paradigm relies on two main concepts: cooperation among users and re-
source sharing. The new concept according to which the users of a P2P
systems provide services for the community has several beneficial effects on
the global system performances. It permits to increase the service capacity,
improves the network service reliability, makes the network more flexible
and adaptive to the users’ wishes.

P2P paradigm is already used for many applications other than file shar-
ing file sharing. In particular, P2P-based applications have been proposed to
handle the so called Internet “flash crowds”, i.e., unexpected rapid increases
in the demand for particular resources, which challenge Content Delivery
Network (CDN) infrastructures. The P2P concepts can provide a low-cost
and scale-free solution for content distribution problems. As a further ex-
ample, Skype [2], a P2P-based telephonic application, attracts millions of
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users every day1.
Nevertheless, recently P2P-based applications have mainly been devel-

oped for the sharing of audio and video files. P2P-based file sharing applica-
tions are characterizing a great fraction of the Internet traffic nowadays and
several statistics on IP traffic have recently put in evidence that P2P traffic
is starting to dominate the bandwidth in certain segments of the Internet.
In particular, a recent study by CacheLogic [7] shows that a high fraction
of Internet traffic can be credited to the major P2P-based file sharing ap-
plications (over 80% according to this study).

Many of the existing P2P-based applications are efficient when shar-
ing/distributing small resources which are a few MBytes in size (e.g., MP3
files, images, etc.). This is because searching time is essential to the overall
performance while the time spent on data transmission is short relative to
that on large resources. For large-volume contents like multimedia docu-
ments or scientific data sets, the efficiency of the searching phase becomes a
negligible factor to the overall performance while the data transfer efficiency
becomes the key factor of the distribution efficiency. To effectively provide
these new kind of services, developers of P2P-based applications need to
guarantee that the systems reach performance levels similar to other more
traditional approaches in terms not only of throughput and delay, but also of
availability, stability, integrity and scalability, as well as security and trust.
At the same time, telecommunication network operators and Internet ser-
vice providers need to develop strategies to cope with the potential impact
of P2P-based applications, by understanding how to recognize and control
P2P traffic, how to design value-added P2P services, how to develop viable
business models for P2P-based applications, how to manage P2P content,
how to cope with security issues, and how to modify or redesign their com-
munications infrastructure and their service offering in the P2P context.
The potential impact of P2P-based applications on technology and society
is such that a clear understanding of what these systems can and cannot do,
and how they can be exploited at their best, is extremely important for the
whole ICT sector.

The development of effective tools and modeling techniques for the anal-
ysis and design of P2P-based applications can be considered an “in-progress”
set of research topics. In the last few years, several new architecture and
protocols have been proposed to improve performance and scalability with
specific regard to file sharing, distributed storage, content distribution, and
application layer multicast. Many research efforts in this field have been

1Actually in this context the P2P mechanism is used for locating contacts
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carried out through traffic measurement and system design with subsequent
proposals of new and different algorithms and solutions.

A different approach is the development of simulation frameworks. An
increasing number of P2P simulation environments have recently emerged as
means to evaluate and test new algorithms and solutions prior to large-scale
deployment in existing P2P systems.

Another interesting research activity is the use of analytical and mathe-
matical frameworks to study P2P-based applications. In the last few years,
several analytical and mathematical models have been proposed in order to
investigate the dynamics of these kinds of systems.

In Sections 2.2, 2.3, 2.4, 2.5 we make a comprehensive survey of the
existing literature on the performance analysis of P2P-based file sharing
applications. In particular, in Section 2.2 we provide a classification struc-
ture of relevant issues and problems that play a role in the performance of
P2P-based file sharing applications. The classification is relative to differ-
ent system viewpoints that we believe are suitable for P2P-based file sharing
applications. The classification we propose may ease the definition of new
performance questions for P2P-based file sharing applications and provides
a common framework to compare existing proposals for the performance
analysis of these types of applications. Starting from the proposed classifi-
cation we summarize the existing literature on the performance analysis of
P2P file sharing applications, in Section 2.3 for model based, 2.4 for measure
based and 2.5 for simulation based approaches.

2.2 Performance Issues in P2P-based File Sharing
Applications

In this section we discuss a set of relevant issues and problems that play
a role in the performance of P2P-based file sharing applications. The dis-
cussion is based on a classification of the relevant issues and problems with
respect to different system viewpoints that we believe are suitable for P2P-
based file sharing applications and that reflect the authors’ opinions. The
classification we propose allows an easier definition of performance questions
for P2P-based file sharing applications and provides a common framework
to compare existing proposals for the performance analysis of these types of
applications.

Since P2P-based file sharing applications are network applications we
propose a classification structure of relevant issues and problems that re-
sembles the protocol stack organization of network applications. In par-
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Figure 2.1: A classification structure for performance issues and problems
of P2P-based file sharing applications.

ticular, we observe P2P-based file sharing applications from four different
viewpoints:

• user level;

• resources (application level);

• overlay network (application level);

• network level.

Figure 2.1 depicts the four level classification structure we defined which is
thoroughly described in the rest of the section.
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2.2.1 User Level Viewpoint

In this level of the classification we include all the performance problems
that are related with the user/peer’s behaviors. Questions a user of P2P-
based file sharing applications asks are: what is the probability to locate a
particular resource? and how long does it take to transfer it to my computer?
The QoS perceived by the user is related to these aspects and hence the main
relevant performance metric is the completion time. In order to answer these
types of questions we can identify the following key issues.

• The first is cooperation: without cooperation users of a P2P-based file
sharing application may be subject to long transfer delays or not be
able to transfer the resource at all. Furthermore, cooperation is essen-
tial in participating in the search of a particular resource and hence
it impacts on the probability of locating a resource. Unfortunately,
users have natural disincentives to cooperate: users have limited pro-
cessing and bandwidth resources therefore allowing uploads may delay
their own downloads. A selfish user attitude leads to the so called
“free-riding” problem whose consequence is that most of the resource
requests are directed towards a small number of peers which are willing
to share resources. The so called “tragedy of the commons” occurs,
where participants maximize their own utility at the expense of the
overall utility of the system. In this context, the design of differ-
ent incentive strategies is a crucial research problem that requires the
quantification of the effects of the cooperation on the QoS perceived
by the user and on the overall system performance.

• Cooperation is not only a matter of incentives: it also depends on the
user dynamics. In a P2P-based file sharing application users may join
and leave the system at any time introducing random fluctuations of
the number of active peers. This uncertainty can introduce delays in
the resource transfer as well as in the capability of locating a particular
resource. Leaving the system can be due to the user’s impatience, e.g.,
the probability a user leaves the application is an increasing function of
the transfer time, or due to limited resources, e.g., dial-up connection
costs.

• Another factor on which the transfer of a resource may depend upon
is the client-side user behavior. When a search is successful, the user
obtain a list of peers holding a copy of the requested resource. De-
pending on the particular application, additional information describ-
ing the peers and the copy of the resource are included, e.g., bandwidth
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between the peer and its ISP, the number of other peers that are down-
loading (or in some case that are queued) from this peer, the quality
of the resource, etc. All this information can be used to select an other
peer holding a copy of the requested resource. It is clear that differ-
ent selection policies may yield different transfer times therefore it is
interesting to evaluate their impact on the QoS perceived by the user.

• The double-sided nature of P2P-based applications suggests that the
server-side peer behavior plays a role in the QoS perceived by the user,
as well. Indeed, the peer that is acting as server may use different
strategies to share its resources (contents and available bandwidth)
among the set of peers that are (or attempt to) downloading from it.
The aim of these strategies may be to avoid long download delays or, in
some cases, they can be related with an incentive policy and they can
be implemented by means of service differentiation mechanisms. In
this context, the design of service policies must be carefully supported
by the evaluation of their impact on the QoS perceived by the user
and on the overall system performance.

2.2.2 Resources Level Viewpoint

We can observe a P2P-based file sharing application at the application level
where the main focus is on the resources. Indeed one can consider a P2P-
based file sharing application as a low-cost and scale-free solution for content
distribution for which a relevant performance index is the system service
capacity.

If a peer holds a popular resource and many other peers are requesting
it, the requesting peers are likely to experience poor performance. How-
ever, as soon as one of the downloading peers completes its download (or in
some cases as soon it completes the download of a fraction of the resource)
the system has two servers to manage requests from other peers. As this
spreading process evolves the number of servers for the resource and the
throughput experienced by peers grow to a steady-state equilibrium.

The service capacity can be affected by the resource dynamics and by the
policies that peers can use to minimize the service blocking probability. This
is the probability that, due to the intermittent nature of peers, all nodes
holding a copy of a given resource are temporary inactive and hence the
requested resource is not available in the network. The analysis of service
capacity is interesting for P2P-based applications used for the distribution
of large-volume contents because it can provide a way to achieve and to
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evaluate QoS requirements.
Another important issue in the analysis of P2P-based file sharing appli-

cations is shared resources. The number, popularity and size distribution
of shared resources are examples of important information that can be an-
alyzed. Popularity analysis on global resource sets, analysis based on re-
sources types, time-dependent analysis, are examples of investigations that
can be carried out.

An interesting issue of the resource working set is the resource pollu-
tion characteristics. Indeed, one way to combat P2P-based file sharing of
copyrighted content is to inject large volumes of polluted resources into the
file sharing systems. In this case, studies can be related with the pollution
level on global resource set, the pollution level for a given resource type, a
time-dependent pollution analysis, etc.

All issues focussing on the resource working set can be considered as a
category of the workload analysis and can be used, for instance, to evaluate
cacheability of P2P-based file sharing traffic, or to evaluate the magnitude of
P2P file sharing activities; or it can be used for deriving models that allow
to capture the key behaviors of P2P-based file sharing workload, such as
resource request rates, resource size distributions, popularity distributions,
etc.

2.2.3 Overlay Network Viewpoint (application level)

P2P-based file sharing applications build an overlay (virtual) network on top
of the physical network. The management of the overlay network is done
at the application level and involves the overlay network architecture and
topology. Resource discovery (search) and delivery are heavily influenced
by these two properties.

Overlay network architecture represent the way peers of the application
self-organize to create an infrastructure to be used for searching and deliv-
ering resources. A possible (non-exhaustive) list of these architecture is:

• Centralized Index Architecture (CIA). This is the Napster model.

• Unstructured Distributed Indexing with Flooding Architecture (DIFA).
This is the Gnutella (vers. 0.4) model.

• Hierarchical Distributed Indexing. This is the Kazaa, Gnutella (vers.
0.6), and DirectConnect model.

• Distributed Indexing with Hashing Architecture (DIHA). This is the
model of Chord, CAN, Pastry, and Tapestry.
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• Hybrid P2P Architecture. In this class there are applications such as
eDonkey [1] and eMule [3].

Instead, the overlay network topology represents the connectivity prop-
erties of peers of the network, i.e., the probability distribution of the number
of other peers a generic peer is connected to. Since the characteristics of
the overlay network topology can be exploited to design efficient search al-
gorithms it is important to evaluate the design of techniques/algorithms to
build an overlay network topology with the desired properties. The perfor-
mance evaluation of search algorithms on a given overlay network topology
can be evaluated in terms of system-oriented measures (such as the number
of messages originated by a query), and in terms of user-oriented measures
(such as search time and/or probability of a successful search). Nevertheless,
efficiency is not the only concern in building an overlay network with particu-
lar topology properties: reliability, scalability, and in some cases, anonymity
are also affected by the topological properties of the overlay network.

The overlay network topology affects the resource delivery process as
well. Indeed, in P2P-based file sharing applications it is possible to identify
communities of users who generate requests for shared resources. Often, the
overall system performance can be improved significantly, i.e., the network
traffic could be decreased, if some kinds of communities access patterns
can be identified and then exploited. This goal can sometimes be achieved
by forcing the construction of the overlay delivery topology with a given
structure.

2.2.4 Network Level Viewpoint

P2P-based file sharing applications are characterizing a great fraction of the
Internet traffic nowadays and recent studies point out that the file sharing
activity is starting to dominate the bandwidth in certain segments of the
Internet. In particular, a recent study by CacheLogic [7] shows that a high
fraction of Internet traffic can be credited to the major P2P-based file shar-
ing applications (over 80% according to this study). Moreover, due to the
mismatch between overlay and network topologies, large amounts of P2P
traffic are pushed onto higher cost network links. From these motivations
it becomes clear the importance of the characterization of P2P traffic, the
evaluation of its impact on the underlying IP network, and the evaluation
of strategies for the P2P traffic management.
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2.3 Modeling Approaches for P2P File Sharing
Applications

In this section we summarize most of the existing analytical and mathe-
matical modeling approaches for P2P-based file sharing applications. We
discuss the various proposals according to the four different viewpoints we
defined in Section 2.2. To the best of our knowledge, no analytical models
have explicitly addressed the issues discussed in Section 2.2.4.

2.3.1 Models at the User Level Viewpoint

As pointed out in Section 2.2.1, cooperation is a key factor in P2P-based
file sharing applications and incentive mechanisms are techniques to in-
crease the user participation level. The research on issues related to in-
centives/discincentives, the quantification of the effects of cooperation on
the QoS perceived by the user and the impact of incentives to cooperate
can be considered a “classical” topic in the P2P modeling. The evaluation
of cooperative/non-cooperative user behaviors can be considered the first
step towards the design of incentive mechanisms. The work in [38] proposes
a simple combined use of modeling and simulation to better understand
the effect of these behaviors on the QoS perceived by the user. The paper
shows that, although the QoS perceived by the user (expressed in terms of
average download time) improves significantly when the cooperation level
(expressed in terms of percentage of peers sharing the resource) increases
from low to moderate levels, the improvement decreases thereafter. Fur-
thermore, the analysis evaluates the impact of cooperative behaviors and
shows that there is a disincentive for peers to cooperate because allowing
uploads may delay their own resource downloads. This work also addresses
homogeneous/heterogeneous bandwidth systems. In particular, in the case
of homogeneous bandwidths, it shows that there is incentive to share, i.e.,
the average download time experienced by a user that shares and a user that
does not are similar. On the other hand, in the heterogeneous bandwidths
scenario there can be a high disincentive to share. The paper presents several
possible explanations of the incentive/disincentive behaviors and provides
some basic suggestions to design effective incentive mechanisms.

Several proposals for the analysis of incentive/disincentive mechanisms
are based on game theoretical models. In particular, paper [52] proposes
a game theoretical model of user behavior in centralized P2P applications
like Napster and shows that the proposed model predicts free riding in the
Napster application. The paper also proposes several different payment
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mechanisms designed to encourage cooperation in centralized P2P applica-
tions.

Paper [83] proposes a service differentiation policy based on the amount
of services each peer has provided to the P2P community. In this man-
ner all peers are encouraged to share resources in a P2P application. The
resource request and distribution processes are modeled as a competition
game among all peers and then the proposed service differentiation based
mechanism is analyzed by means of a game theoretical approach. The same
theoretical framework has been used in [75] to analyze the behavior of P2P
applications in the presence of free-riding. This paper shows that a P2P ap-
plication can operate effectively in the presence of a significant level of free
riders. However, the paper also shows that without incentive mechanisms,
the level of free-riding in P2P applications will exceed the maximum a P2P
application can tolerate leading to a performance degradation.

Game theory has also been used in [21] to study non-cooperative be-
haviors in query routing for P2P applications. This paper also proposes a
reputation mechanism that provides incentives for peers’ cooperation.

Most of the efforts to analyze the effect of the user dynamics on the per-
formance of P2P-based file sharing applications are based on measurement
experiments. One of the few modeling efforts is presented in [20] where a
stochastic model is proposed to evaluate the impact of peers joining and
leaving the application on the robustness and scalability of Chord-like P2P
applications.

The client-side behavior is important in a P2P-based file sharing appli-
cation when multiple peers hold a copy of the requested resource; in this
case, the “client” peer may select one or more peers to transfer the resource.

Paper [9] addresses the problem of optimal server peer selection for both
P2P downloading and P2P streaming. The problem has been studied within
the framework of a free-market resource economy in which peers buy and
sell resources directly from each other. In this framework, a server peer’s
price would depend on parameters such as the specific object being down-
loaded, the duration of the download, the rate at which the download is to
occur, and so on. The paper addresses several peer selection problems and
provides theoretical methodologies that could be helpful in solving different
variations of peer selection problems.

In [18] the goal of the server peer selection is the download time mini-
mization. This paper proposes the use of a methodology of machine learning
for the construction of good peer selection strategies from peer’s past expe-
rience.

The server-side behavior accounts for the possible strategies that a server
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peer may use for serving the set of client peers. In general, these strategies
are associated with incentive mechanisms and propose service differentia-
tion strategies and a game theoretical approach for the evaluation of these
strategies [83]; in other cases, policies that allow the service rate allocation
based on an auction strategy are defined [88].

As discussed in Section 2.2.1, the (distribution of the) time to transfer a
resource in a P2P application is one of most effective measures to evaluate
the QoS perceived by the user of a P2P-based file sharing application.

Paper [44] presents an approach to estimate the download time distribu-
tion. The paper focuses on the download process between a “client” peer and
a “server” peer where the client peer allows uploads for incoming requests
and the server peer performs its own downloads. The model is developed
under some assumptions:

• the resource popularity is the number of peers holding a copy of the
resource;

• a download request is never refused;

• network transfer times are dominated by the bandwidth characteristics
of the links that connect the peers to their ISPs.

The modeling technique accounts for several different aspects of P2P-based
file sharing applications; in particular, the impact of the resource popular-
ity, the server peer selection policies, bandwidth characteristics, concurrent
downloads and uploads, and in a simplified manner some issues related to
cooperation level among peers. The paper is based on the use of stochastic
fluid process where a fluid process is modulated by a finite homogeneous
Markov process. The complete approach is described in Section 3.2.

Paper [101] addresses the same issue, i.e., the download time evaluation,
but it is developed by means of different modeling techniques and is based on
different assumptions/simplifications. In particular, this paper evaluates the
expected resource download time and tries to capture the impact of various
network and peer level characteristics. We can say that this paper tries to
capture the performance of a P2P applications (at the application as well
as at the network level) in terms of a user’s viewpoint and then it provides
an answer to the question “how long does it take to download a resource,
if available from the network ?” that is closely related to the underlying
network.
To address the above concerns, the modeling approach proposed in [101]
decomposes the time required to download a resource into two contributions:
network latency time and peer level latency time.
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• The network latency time is modeled by means of a single class open
network of the routers, with FCFS queue discipline, with general dis-
tributed arrival process, and general distributed service times. The
routers are analyzed by means of GI/G/1 queue, characterized by the
first moments of the arrival and service time distributions.

• The peer level latency time is modeled by means of a M/G/1/K pro-
cessor sharing queues with arbitrary constrains on the number of al-
lowable concurrent downloads and resource size distributions.

This is one of few works that tries to describe the network level.

2.3.2 Models at the Resource Level Viewpoint

Several papers focused on the resource dynamics, the service capacity of the
resources, and the effects of these issues on the overall system performance.
The service capacity of a P2P application can be defined in terms of the
number of peers available to serve a given resource, and it is related to system
throughput, the download delay, and with the resource dissemination rate.

Papers [131], [99], and [22] focus the attention on the resource spreading
process in a P2P application.

Paper [131] presents a study of BitTorrent P2P application in two regimes.
One is the transient phase in which the P2P application tries to handle
bursty requests, e.g., flash crowds. In a P2P application this is the typi-
cal situation when a popular resource is introduced on a small number of
peers and takes some time to be disseminated. Furthermore, the paper also
presents a model for describing the steady-state regime, i.e., the phase in
which the system is able to serve a large number of requests since there are
enough peers acting as servers.

The use of a simple deterministic model shows that the delivery of a
resource by splitting it into small chunks allows to optimize service policies
that try to maximize the service capacity growth rate. The analysis is then
refined by using a stochastic model that also captures services variability
due to P2P environment characteristics (e.g., congestion, peer departure,
and so on). This model is a branching process that is exploited for a tran-
sient analysis, i.e., describes the evolution in time of a content diffusion.
Results are presented as a function of the transfer time, peer behaviors, and
the number of parallel uploads; they exhibit an exponential growth of the
service capacity. When the number of servers becomes large enough to serve
the load of resource requests, the system enters an equilibrium state. In ad-
dition, this paper accounts for the equilibrium state analysis of the service
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capacity using a Markov chain model. The analysis of this regime allows to
evaluate the impact on the stationary service capacity of parameters such
as the offered load, the rate at which peers leave the system or delete re-
sources.
The results presented in the paper suggest that multi-part download in-
creases the growth rate of the service capacity. The effect of parallel up-
loads does not improve the performance unless peers tend to be uncooper-
ative. These results may provide useful information for the design of P2P
applications. In particular, P2P applications in which peers are available
most of the time, parallel uploads do not improve the system performance.
On the other hand, in case of P2P applications where peers tend to be
non-cooperative, allowing parallel uploads may increase resource availabil-
ity and higher growth rates in the service capacity during the transient
regime. In the steady-state regime the overall service capacity increases
slowly and the average throughput per peer is quite stable. Furthermore,
the paper presents a partial validation obtained by comparing some model
results with real traces of the BitTorrent.

Paper [99] presents an investigation that shares several motivations and
assumptions of those proposed in [131]. The differences between the papers
are of two types: differences with respect to the modeling technique, and
differences with respect to the addressed issues. In particular, [99] presents a
simple fluid model for BitTorrent P2P application to study the steady-state
performance measures. The fluid model is used to investigate the steady-
state performance measures such as average number of downloaders (i.e.,
peers that have only a part of the resource), average number of seeds (i.e.,
peers that have all the pieces of the resource), and average download time as
a function of parameters such as peer arrival rate, downloader leaving rates,
seed leaving rate, and uploading bandwidth. The proposed model provides
insights on the behavior of the BitTorrent application. In particular, it
allows to investigate scalability, file sharing efficiency, system stability with
respect to seeds and downloaders dynamics, and incentives to prevent free-
riding. In some cases results are compared with both simulations and real
traces.

Paper [22] shares the same resource-centric viewpoint of the previous
two papers. The main differences are that the model proposed in [22] is
not tailored to particular P2P application but it describes the evolution of
a generic P2P application trying to abstract from a particular implemen-
tation. In this manner the paper tries to provide answers whose validity
are somehow general. Another remarkable difference concerns the modeling
formalism and the proposed investigation: the paper presents a hybrid first
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and second-order “fluid-diffusive” approximation through ordinary and par-
tial differential equations that enable to capture the stochastic nature of the
system dynamics. The use of first and second-order fluid-diffusive approach
allows to derive more complex measures (e.g, second order measures, distri-
butions, etc.) with respect to the average performance measures derived in
[131] and [99].

Paper [87] proposes a resource viewpoint that is based on QoS concepts.
In particular, this paper addresses content management policies, i.e., dis-
tributed strategies implemented by the peers to decide the set of resources
to be stored in the local shared folder. This paper introduces a notion of
QoS for P2P applications based on the probability that a resource cannot
be retrieved because peers join and leave the P2P application, and/or be-
cause peers delete the resource from their local shared folder. The paper
analyzes several different content management policies for evaluating their
effectiveness and the overhead that the policies introduce.

2.3.3 Models at the Overlay Network Level Viewpoint

The architectural properties of the overlay network used by participants of
a P2P-based file sharing application to self-organize are fundamental for the
performance of these applications as discussed in Section 2.2.3.

Paper [47] presents one of the first proposals of modeling of P2P-based
file sharing applications. This paper provides a simple mathematical ab-
straction that allows to capture the distinguishing characteristics of file
sharing systems. This work analyzes three fundamental issues of P2P ap-
plications: the scalability of different architecture; the phenomenon of free-
riding; and the impact of service capacity and load characteristics on P2P
systems. The architecture considered in [47] are: centralized index archi-
tecture (CIA), unstructured distributed indexing with flooding architecture
(DIFA), and distributed indexing with hashing architecture (DIHA).
The P2P application is modeled as a multi-class queueing network where
each class represents a fixed population of peers. The approach is based on
the following abstractions:

• Each distinct resource shared in the system has a certain service capac-
ity; this abstraction is obtained by representing a single server queue
for each distinct resource. The number of copies of each resource de-
termines the capacity of the system to serve that resource (i.e., the
larger the number, the larger the capacity).

• The query processing is represented by a single server queue. This is
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the common services component of the system and its service time is
used to capture the three different overlay architecture.

• Different architecture exhibit different query failure rates. In particu-
lar, the query failure rate depends on the number of resource replicas
and on the number of on-line peers.

• The different classes of peers account for different peer behaviors (e.g.,
free-loaders), and/or peer bandwidth technologies.

• The model accounts for on-off behavior of peers where the off-line
period is modeled as an infinite server queue for each class.

The model is used to compare different architecture in terms of scalability,
impact of freeloaders, traffic load, and service capacity.
All the previous issues are analyzed as a function of the system through-
put. The results presented in the paper point out that CIA architecture
outperforms DIFA and is slightly better than DIHA when the population
size is small. This trend is mainly due to the higher capacity of the central-
ized query process and persists until the central server in CIA becomes the
bottleneck. For larger populations, DIFA and DIHA exhibit better perfor-
mance than CIA since the service capacity in this architecture scales with
the increase in the population size. Another effect that the model points out
is that in the DIFA architecture the probability that a query fails increases
with the population size. This effect occurs because the queries can reach
only a bounded number of peers which is independent of the population size.
This limits the throughput of DIFA architecture. The paper also addresses
the impact of freeloaders. In particular, it seems that P2P applications can
tolerate a large number of freeloaders without a significant negative impact
on the performance of other peers. The motivation is that a small number
of serving nodes can support a large P2P network. Results presented in
this paper are quite interesting because they highlight several interesting is-
sues of P2P applications. Probably, one of the drawbacks is that the model
presented is very general and abstract and the resulting conclusions are, in
some cases, rather obvious.

Topology of the overlay network is also a key factor for the performance
of P2P-based file sharing applications. Papers [69] and [67] propose a ran-
dom graph based model to study the evolution of P2P communities such as
Gnutella or Freenet. Purposes of this research is the study of performance
issues for the evolving P2P community. This is obtained by using the ran-
dom graph based model that allows to represent the evolution of the overlay
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topology. The proposed modeling technique is applied for the construction
of Gnutella-like network topologies and to study their reachability proper-
ties, i.e., the number of peers reached with a fixed number of hops from a
given node.
This measure is derived from the nodal degree distribution, that is, the
distribution of the number of neighbors of a given peer. Moreover, the
reachability properties can be used to estimate the average amount of traffic
generated by a query.
Another interesting issue of these papers is that some performance measures
have been studied as a function of the number of hops, i.e. the number of
steps that a query performs in the network before stopping; in this way
it is possible to understand how the system performs as a function of the
overhead introduced in the network. One drawback is that transient and
uncooperative peer behaviors are neglected.

Paper [97] presents a distributed protocol for building P2P overlay topolo-
gies that exhibit topological properties such as connectivity, low network
diameter, and low peer degree. These topological properties are closely re-
lated to the performance of P2P applications. For instance, connectivity is
important for reachability of the search queries; low diameter is a crucial
issue to ensure system scalability.

The performance evaluation of search algorithms on a given overlay net-
work topology can be evaluated in terms of system-oriented measures (such
as the number of messages originated by a query), and in terms of user-
oriented measures (such as search time and/or probability of a successful
search).

Papers [82] and [50] propose random walk-based algorithms as an impor-
tant alternative in P2P searching/addressing protocols, and in P2P topology
maintenance. In particular, paper [50] uses the random walk approach as an
algorithmic primitive in searching and in topology construction and evalu-
ates its effectiveness. In the analysis of searching issues, a set of experiments
is performed in order to show that, under particular conditions, random walk
performs better than flooding mechanisms. Simulation of searching mech-
anisms allows to study the distribution on the number of distinct copies
located (hits). In particular, the measures that can be computed are the
mean and the standard deviation of the number of hits, the failure probabil-
ity, and the cost of each searching technique expressed in terms of number of
messages sent during the search process. These measures allow to compare
results of different approaches with different overlay network topologies such
as
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• regular topologies, i.e, P2P topologies with constant degree and con-
stant expansion;

• two tier topologies with clustering, i.e, random graph topologies that
exhibit high clustering coefficient;

• power-law graphs, i.e., topologies with power-low degree distribution;

• samples of real topologies, i.e., Gnutella topology derived from measure-
based investigations.

The paper also presents experiments with topologies that change their con-
nectivity (the dynamics considered in the paper account for “rewiring” op-
erations but the size of the network remains unchanged), and experiments
with uniform content placement distribution. From the results presented
in the paper it seems that in case of flat topologies (regular topologies and
power-low graphs) there is no difference between flooding and random walk
performance. In case of clustering topologies the random walk search allows
to obtain better performances. In the case of dynamic topology the goal is
to analyze the performance on re-issuing the same query: when changes in
connectivity are few, as in real conditions, the random walk performs better.
This result is intuitive since when the topology does not change significantly,
the flooding mechanism does not discover new paths and the probability to
hit does not increase. This study makes an effort in order to consider real
situations in file sharing applications, such as clustering and dynamic evo-
lutions. This work also addresses issues related to the construction and the
maintenance of P2P topologies. In particular, the paper proposes a mech-
anism, based on the random walk properties, that allows to manage the
arrival of new peers reducing the overhead generated by signaling messages.
An extension of this approach has been proposed in paper [51] that presents
a generalization of the search schemes that combine flooding and random
walks.

Paper [42] presents a different approach for evaluation search strategies
in large-scale decentralized unstructured P2P applications.
The paper employs generalized random graphs (GRGs) to model a snapshot
of the overlay topology of the P2P application. The analysis of GRG mod-
els can efficiently accomplished using the generating function of the GRG’s
degree distribution (see [94, 95] for details). The analytical framework pro-
posed in [42] is based on the fundamental assumption that the P2P network
is large enough that the probability of encountering the same node in the
query spreading process after multiple hops is negligible, hence it is assumed

36



that the number of neighbors of a node is independent from previously vis-
ited nodes. In other words, the framework proposed in this paper assumes
that the number of nodes discovered at the i-th step of the query spreading
process are independent random variables. This assumption is clearly incor-
rect for small size networks. On the other hand, this assumption becomes
more reasonable for large-scale networks.
The analytical framework allows to evaluate several different search strate-
gies that includes flooding, probabilistic flooding, distance dependent prob-
abilistic flooding, and any combination of these strategies. The analysis
presented in the paper allows to explore the trade-off between total aver-
age search traffic and the probability of finding a resource with a given
popularity. Furthermore, the analytical framework allows to estimate the
distribution of the time taken for a query originator to obtain at least on
positive reply.

Paper [120] investigates the effects of the number of resource replica
on the performance of flooding-based search strategies in P2P applications.
The performance measures used in the paper, are the average search time
(that can be approximated by the hop distance from the peer that originates
the query to replica of requested resource), and the average query load (that
can be expressed as the average number of messages originated by a query).
Results presented in the paper show that the flooding search strategy is
optimized when the number of replicas is proportional to the file request
rates.

The topological properties of the overlay network can be analyzed to
improve the resource delivery to users. Paper [66] studies file sharing com-
munities. The paper defines a P2P file sharing community as a collection
of peers with each peer contributing storage, content and bandwidth to
the rest of the community. When a peer that belongs to the community
searches a resource, it first attempts to retrieve the requested resource from
the other peers in the community. The paper addresses the problem of con-
tent management in P2P file sharing communities. In particular, the paper
proposes some strategies for the content management in a P2P community
that aims to minimize the average delay, to optimize the available band-
width resources (for instance optimization of the access to a given network
link). The essence of the community can be reduced to a content manage-
ment problem that aims to maximize intra-community hit rates. The paper
presents a set of resource management strategies for P2P communities, and
an analytical optimization theory for the construction of such communities.

Paper [19] presents an evaluation of different overlay topologies for co-
operative content distribution. In particular, the paper proposes a deter-
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ministic analysis that allows the investigation of different approaches for
distributing a resource to a large number of peers. By using the proposed
analysis, the paper compares three different overlay topologies and provides
insights on the overlay topologies (how to set overlay parameters, chunk size,
etc.).

2.4 Measurement-Based Approaches for P2P File
Sharing Applications

In this section we summarize some of the existing measurement-based ap-
proaches for P2P-based file sharing applications. We discuss the various
proposals according to the four different viewpoints we defined in the Sec-
tion 2.2.

2.4.1 Measurements at the User Level Viewpoint

The development of architecture joined by huge numbers of users, such as
P2P systems oriented to file sharing applications, should take into account
participants’ characteristics. The investigation on peer properties can pro-
vide interesting insight for: introducing cooperative mechanisms at applica-
tion level, identifying resources and planning of networks.
The population of end-user hosts that participate in Napster and Gnutella
systems is characterized in [109]. The characterization takes into account:
the bandwidth between peers and their ISP, IP level performance perceived
by hosts, peer dynamics, resource classification and the correlation between
all issues. The measurement methodology is based on the uses of crawlers
for both Gnutella and Napster systems. One of the most interesting as-
pects investigated is the system capacity seen in term of “how many peer
exhibits server characteristics ?”. The analysis of the distribution of up-
load and download bottleneck bandwidths helps to understand server peer
behaviors, in particular, the derivation of metrics related to availability, ses-
sion time duration, and free riding phenomenon (as the number of uploads
and downloads performed by peers, the number of shared files, and reported
bandwidth). The correlation between characteristics shows that peer behav-
ior varies significantly across the bandwidth classes. This work points out
that these systems are heterogeneous with respect to many characteristics,
hence the planning of such a systems must account for the different service
capacity of different hosts. Although Napster and Gnutella belong to the
first generation of file sharing applications, this work provides a detailed
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characterization of population and moreover explores peer characteristics
from different points of view (application, resource and network) presenting
a wide range analysis.

The concept of heterogeneity arises also from [36] where the problem
of the peer selection is studied. It is an attempt to improve performance
of bandwidth-demanding P2P systems (as media file sharing and overlay
multicast streaming) using measurement-based optimization technique. It
is shown that providing quantitative information can help peers to find the
best network paths in terms of available TCP bandwidth. This work is based
on traces of Napster system, traces are used for conducting a set of following
off-line experiments. Three basic light-weight peer selection technique, sep-
arately and jointly, are compared using Optimality Ratio as metric (i.e. the
ratio between the TCP bandwidth achieved from the selected server peer
and the TCP bandwidth achievable from the best server peer); the goal is
to answer to “how well a client peer selects a server peer?”. A preliminary
result shows there is heterogeneity related to peer technology and behavior,
as illustrated in [109]. Main results related to file sharing applications show
that the combined use of all techniques together improve optimization up
to 60%, but point out that these techniques are reliable in eliminating the
worst choices while tending to fail in selecting the best ones. The analysis is
performed on 2001 Napster system traces and hence considerations should
be updated for new protocols and more recent technology scenarios.

The approach presented in [109] and approaches presented in [106, 79],
which will be introduced in Section 2.4.3, are based on the use of crawlers.
Works presented in [118, 116, 117] consider these kinds of crawlers not accu-
rate. These studies shown that the use of ”slow” or ”partial” crawlers leads
to an erroneous interpretation of the network topology and hence to derive
erroneous information about users. The main problem lies in the fact that
these crawlers capture snapshots that do not account for topology dynamics.
The new technique proposed is based on the use of ”parallel” crawlers that
are able to provide a more accurate snapshot of the topology. Furthermore,
results presented are more recent than ones presented in [109, 106, 79]. In
particular, the work presented in [118] shown that user-driven dynamics of
peer participation, or churn, are an important property of P2P systems.
This work presents a detailed analysis of churn in three different P2P ar-
chitecture: Gnutella, BitTorrent, and distributed hash table system. Main
results are:

• the overall dynamics of peer participation is surprisingly similar across
these systems,
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• peer session times follow power-law distributions

• peer inter-arrival times follow a Poisson distribution,

• peer session times across consecutive appearances are correlated in file
sharing applications.

Characteristics related to the client-side behavior are considered in [56],
outgoing considerations refer to 2002 Kazaa system traces. Results prove
that client peers are patient when they are waiting for a resource transfer,
even if they have to wait one hour for small objects. This result emphasizes
the substantial difference between Web usage, where users typically wait for
few seconds, and dynamics of shared resource download. The client peer
behavior as function of their age in the system is also examined , and it was
found that new peers generate most of the load of Kazaa. The reason seems
to lie in the fact that users leave the system when the age grows. This work
also considers availability of client-side peers. Results seem to contradict
that client peers are patient as emerged in the age-peer based analysis, but
several aspects bounded with session characteristics can justify this gap.

2.4.2 Measurements at the Resource Level Viewpoint

Resources dominating file sharing applications are multimedia (large) file,
(typically in the order of megabytes and gigabtytes), that impact the net-
work traffic. The characterization of resources, such as the workload traffic,
permits to deepen the analysis of P2P environments. The goal of [56] and
[77] is to study Kazaa systems in order to identify the stronger properties
that describe its traffic. In particular, 200-day traces of Kazaa traffic are
collected in 2002 at University of Washington [56]. This study focuses on file
transfer traffic, neglecting control signalling, such as queries and responses,
since in Kazaa traffic is encrypted. Traces of captured file transfer Kazaa
traffic, that consist of unencrytpted HTTP (HyperText Transfer Protocol)
transfers, allow to identify objects and transactions in order to recognize
prominent properties of requested resources.

First resources are classified according to their size: small objects (less
than 10 MBytes), medium objects (from 10 to 100 MBytes), and large ob-
jects (more than 100 MBytes). Typically small ones are audio files, e.g.
songs, while the largest are video files. It is pointed out that most requests
are addressed for small objects, while the majority of bytes transferred are
due to the largest objects. It follows that, according to the performance
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requirements, system designers can look at the small number of largest re-
sources transfers if they are interested in network aspects. Otherwise they
can look at the majority of requests of small files if interested in peer behav-
ior. Web contents dynamic has a strong impact on the Internet efficiency
due to the implication with caching and content delivery [129], whereas in
[56] it arises that P2P contents are immutable and this property leads to
determine specific peer behaviors:

• peer search and take a resource at most once;

• popularity of resources is short-lived;

• most popular resources tend to be recently born ones while most re-
quests are for old ones.

It is also shown that Kazaa resource requests distribution does not follow the
Zipf curve, while Web access patterns do. Similar concerns related to Kazaa
resource dynamics are reported in [77, 81]. For instance, it is noticed that
few files are constantly popular and most files shortly lose their popularity.
A more deepened study on time evolution of resources shows that cacheabil-
ity can significantly improve to the system. In [15, 14] the cacheability is
emphasized as a mechanism that improves performance in file sharing ap-
plication in terms of overhead although the use of caching technique should
consider the inconsistency between resource name, contents, and coding.
Otherwise, the effectiveness of cacheability could be overestimated. These
works provide two general insights: resources play a relevant role in traffic
characterization and cacheability is a mechanism that can improve perfor-
mance of P2P file sharing applications.
A study on eDonkey system is presented in [127],it gives a profile based
on the distinction between transfer and signalling traffic. Measurements
conducted at TCP flow level show that only the 2.25% are transferring con-
nections but most of the total traffic is carried by them. While the average
flow size is 86 KBytes the average transfer flow is 2.48 MBytes. These values
enhance the relevance of transfer traffic. The segmentation of files in chunks
and multiple sources download (application level performs both operations)
make the distribution of flow size to present a reduced tail. As expected, the
average of transfer sessions duration is much larger than control connections
duration, 851 against 47 sec., as well as for the variance since non-download
connections are short. Similar considerations are derived for the flow inter-
arrival time. The main general result is that transfer traffic is one or two
orders of magnitude higher with respect to the signalling one.
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2.4.3 Measurements at the Overlay Network Level View-
point

The virtual network that forms over the existing network determines both
the topology of file sharing applications and their performance as illustrated
in Section 2.2.3. Among the first works on P2P topology, [105, 106] look
at the Gnutella environment and address the main interest on connectivity
concerns. Results show that Gnutella network shares some properties of
power law networks, and, in addition, it has been found a mismatch be-
tween the self-organized topology and the underlying network. The former
consideration implies important analysis on the network scalability versus
the rapid spreading of file sharing application occurred in past years.
The work presented in [64] tries to find relationships based on data shared
in different file sharing environments (physics collaboration, Web and P2P-
Kazaa). Despite this work is based on resource issues we include it in this
section since the final goal is addressed towards topological aspects. The
characterization of communities among users of such systems can provide
efficient mechanisms for improving performance in terms of resource avail-
ability and transfer completion time. For instance in the case of Kazaa
case emerges that data replica and resource segmentation could take rel-
evant benefit to the system. The main idea is based on the definition of
data-sharing graph that allows to find the structure of an organization that
identify interest-based cluster of users. This technique detects the presence
of small-world in all file sharing environments considered, the important re-
sult is that small-world can be exploited to achieve relevant improvements.
A deepened analysis of Kazaa operating way is performed in [79]. The at-
tention is focused on overlay topology and architecture aspects, signalling
traffic and mechanisms. It is one of few works able to provide detailed
insights on Kazaa structure and dynamics, a hard task due to the owner
protocol. It supplies information about:

• different entity peer connectivity (e.g. connectivity between supern-
odes and ordinary nodes);

• overlay dynamics;

• community forming;

• peer lifetimes;

• traffic characterization.
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Kazaa is a self-organized network and is based on a distributed structure.
Performance related to super nodes show that, although these entities are
crucial for the whole system is effectiveness, they do not weaken the system
as much as a centralized one.
As mentioned in Section 2.4.3, works [118, 116, 117] consider not accurate
approaches presented in [79, 106]. The accuracy of captured topology snap-
shot is evaluated in [116, 117]. In particular, it arises that so called slow
crawlers lead to an erroneous view of the system. It follows that charac-
terization of the network, e.g. considerations related to power law graph
properties, are wrong.

An hybrid search mechanism is shown in [121]. This approach try to ex-
ploit advantages of flooding-based techniques for locating popular resources
and advantages of structured search techniques for locating rare resources
(such as distributed hash table P2P networks). Preliminary experimental
results show that structured architecture can improve flooding mechanisms
in locating rare resources. Moreover the higher overhead introduced in the
system is limited thanks to flooding that works most of the time for locating
popular resources. The important point that emerges is that architecture
and search mechanisms based on different approaches can coexist.

2.4.4 Measurements at the Network Level Viewpoint

The evolution of P2P file sharing applications causes a big amount of data
transferred across the network. It follows that ISPs are interested in under-
standing this phenomenon in order to maintain good network performance
for all services and applications they manage. Different solutions that have
been proposed with this aim are examined and evaluated in [107], in partic-
ular:

• Acquire more bandwidth;

• Block P2P traffic;

• Utilize Network Caching;

• Implement Bandwidth Caps;

• Shape P2P Traffic;

• Introduce Stateful Policy Management.
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Acquire more bandwidth is an expensive solution providing some initial ben-
efits but does not solve problems related to P2P, indeed after a period per-
formance can decay again for the same reason that made the bandwidth
congested by P2P users (i.e. abuse of network resources).
Block P2P traffic is a short-term solution since it has a negative impact
on network users’ experience, and the Implement Bandwidth Caps approach
share similar drawbacks.
The main problem related to Utilize Network Caching is the legal one since
providers would violate copyright laws when providing free copyrighted con-
tents. Shape P2P Traffic heavily damages users of any network based ap-
plication even if it has some advantages in traffic management. Introduce
Stateful Policy Management is the solution that seems able to minimize the
bad P2P impact on the network, while keeping a good user experience. This
solution is based on accurate inspection of traffic.
The ISP task of taking into account P2P reality is strongly conditioned by
side effects that each solution can have on overall Internet users. One of the
first works that tried to understand P2P reality at the network level is [111].
This measurement-based-study analysis and characterizes the P2P traffic in
order to provide insights in network design with improved performance. The
traffic is examined at different network levels: IP protocol, prefix network
and autonomous system. It is noted, for instance, that few peers are heav-
ily contacted and, according to this result, it is suggested to first address
queries to this small set of peers in order to limit the number of queries
introduced in the network. This is a low-cost way for getting most popular
resources quickly. Policing mechanisms for the use of these most contacted
peers could benefit the system.
A methodology for conducting measurements at transport layer is proposed
in [71, 70], i.e. traffic is studied from a network point of view without consid-
ering dynamics related to the user payload. This approach makes also visible
P2P traffic that most previous proposed methodology has not (mainly for
arbitrary use of ports). The main result provided is that P2P file sharing
traffic is not decreasing but is at least at 2003 level. P2P environments
monitored are: eDonkey, OverNet, eMule, BitTorrent, OpenNap, WinMx,
Gnutella, MP2P, SoulSeek, DirectConnect.
The measurement conducted in [70] shows that P2P traffic is not decreased
in 2003 and 2004. Furthermore, a new methodology able to identify different
P2P protocols is presented.
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2.5 Simulation Based Approaches for P2P File Shar-
ing Applications

In this section we summarize some of the existing simulation based ap-
proaches for P2P-based file sharing applications. We discuss the various
proposals according to the four different viewpoints we defined in Section
2.2.

2.5.1 Simulation at the User Level Viewpoint

A mechanism for facing the free-riding problem is proposed in [102]. The
proposed solution is based on resource characteristics, such as the total
number of files shared, the total size of data shared, and the popularity
of the data shared. These factors determine a peer cooperation level used
by the system for dening/allowing peers to download requested resources.
The simulation model has been implemented in Java and experiments have
shown that the mechanism can significantly improve system performance.
The main problem related to this approach with reward and penalties is
that it does not account for download failures experienced by peers and
user-perceived QoS degrading.
The work presented in [98] looks at peer behavior on the server side. Trace
collection and analysis provide the server workload characterization that is
used as the basis for simulation experiments. The main aim is to under-
stand if scheduling policies of requests on the server side can benefit the
performance in term of response time. Data provided by traces show that
the interarrival time of requests on the server side is a Poisson process and
the distribution of requested resources size can be modeled with a Pareto.
Further simulation experiments compare different policies that servers can
adopt in request management. The Shortest Remaining Process Time per-
forms better than First Come First Serve and Processor Sharing but it
requires knowledge of the service request time which is not an easy task.

2.5.2 Simulation at the Resource Level Viewpoint

The diffusion behavior of files in eDonkey-like environment is investigated
in [62], the impact of system parameters on resource spreading is analyzed.
Parameters are the request arrival rate, the sharing probability, and the ac-
cess speed. The request arrival rate is used as popularity index, the sharing
probability describes users behavior in term of their availability to share
resources (freeriders phenomenon). The simulation model is based on mea-
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surements that allow to derive patterns used to describe system properties.
Results show that the scenario reaches the steady state with respect to the
number of sharing peers, at day five in the case of constant arrivals, while
in the case of flash crowd (new popular file requests) the maximum peak
occurs after 5 days. The number of sharing peers is conditioned also by the
technology peers use to access the system.

2.5.3 Simulation at the Overlay Network Level Viewpoint

The aim of the work presented in [28] is to develop a content model for
evaluating the performance of various search techniques. The model, based
on a tripartite graph, is used as input for the developed simulator. The
simulator uses the content model to determine when a searching technique
has found matching results. A large synthetic content model is generated
to evaluate several techniques that have been proposed in the literature, the
model describes real contents (the definition of the model is supported by
measures) and can be used for scaling very large networks. Experiments
demonstrate that the scenario based on the content model is more accurate
than a random generated scenario. Moreover the synthetic model can be
used for comparing various searching techniques: flooding, iterative deep-
ening, random walk and biased random walk. Iterative deepening is like
flooding, but search messages are sent from the source with a progressively
higher TTL until enough content is found (where enough is defined by the
user). In biased random walk peers forward messages to the neighbor that
has the most overlay links. Although flooding seems to perform worse than
others, it is to be pointed out that this technique is more accurate to describe
the real world.

Different search algorithms are also analyzed in [126, 125]. Algorithms
are classified into two groups: blind and informed. The former class includes
methods where nodes hold no information about the content location, in
the latter class are included methods where there is a centralized or dis-
tributed structure that supports the search. Among the blind algorithms
there are Gnutella, Modified-BFS [65] and Random Walks; while in the in-
formed categories Adaptive Probabilistic Search, Intelligent-BFS [65], Local
Indexes and Routing Indexes are considered. Modified-BFS is a variation of
the flooding scheme, with peers randomly choosing only a portion of their
neighbors to forward the query to. Intelligent-BFS is an informed version
of the Modified-BFS algorithm. In the Local Indexes method each node
indexes the file stored at all nodes within a certain radius and can answer
queries on behalf of all of them. In the Routing Indexes method documents
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are assumed to fall into a number of thematic categories, and each node
knows an approximate number from every category that can be retrieved
from all nodes it can access. In simulation experiments Intelligent-BFS (in-
formed) method produces three times more messages with respect to the
Modified-BFS (blind), but is able to find three times more resources. It is
pointed out that the informed version can perform better in a specialized
environment while in common scenarios the blind version performs equally
well but in a simpler manner. Random walks show a low accuracy in hits
but has a low bandwidth consumption. APS displays the best efficiency in
term of bandwidth consumption keeping a good accuracy in hits. In general,
informed methods achieve great results but introduce large overhead.

A simulation model based on the random graph representation of the
P2P network is presented in [68]. Random graph models are good for math-
ematical modeling, but unfortunately their simulation becomes difficult to
handle because of a large number potential instances.

2.5.4 Simulation at the Network Level Viewpoint

The work presented in [128] compares traditional cache replacement policies
with new policies that try to exploit characteristics of the P2P file shar-
ing applications in FastTrack environment. First it is discussed how Web
caching techniques can be adapted in the P2P file sharing system, one of
the main issues is if to cache whole files or ranges of them. According to
this choice different policies can be implemented, one of the goals of this
paper is to understand which policies perform better. There are two classes
of policies in this analysis: file-based replacement when the cache operates
at a file granularity (as in caching of Web objects) and range-based replace-
ment policy when the cache operates at a file-range granularity. Results
show that for partial caching, the policy that removes large cache entries
performs poorly, while a policy that removes small cache entries performs
well. In the case of full caching the policy performing better is the one based
on user abort information. In general, Range-based policies did not perform
significantly better than file-based policies overall.

A special version of the freeloaders problem is studied in [21], nodes that
refuse to forward other nodes requests in order to preserve bandwidth. A
scheme for providing incentives to cooperate it is analyzed. This investi-
gation is based on the use of game theory tools. Increasing the fraction of
malicious nodes affects the performance of the system, but using a reputa-
tion scheme that accounts for nodes behavior, the system is more efficient
even if reliability is low. In this scheme punishment intervals for freeloader
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nodes are introduced.

2.6 Conclusions

In this Chapter we defined a classification structure of relevant issues and
problems that play a role in the performance of P2P-based file sharing ap-
plications. The classification has been defined with the stack organization of
network applications in mind and it is relative to different system viewpoints.
We also summarized a partial list of proposals that are based on analytical
and mathematical models, measurement and simulation approaches for the
evaluation of P2P-based file sharing applications. The classification we pro-
pose may ease the definition of new performance questions for P2P-based file
sharing applications and provides a common framework to compare existing
proposals for the performance analysis of these types of applications.
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Chapter 3

Evaluating Performance of
P2P File Sharing
Applications with Fluid
Models

3.1 Modeling P2P with Fluid Stochastic Petri Net

In [43, 84] we develop a hybrid modeling technique based on the combined
use of Fluid Stochastic Petri Nets (FSPN) [63, 124] and combinatorial anal-
ysis. The joint use of different modeling paradigms allows us to capture
several features that dominate the resource transfer time as well as to ob-
tain an efficient model solution. Parameters of the models we develop are
obtained from measured data on P2P applications presented in the litera-
ture. In the end, we present some possible extensions that allow to consider
more advanced features, like queueing time, unavailability of the server, and
parallel download from multiple sources. Thanks to these model refinements
we are able to capture interesting issues related to both peer behaviors (e.g.
unavailability of the server due to the peer leaving) and overlay topology
(e.g. searching and queueing phases, and multiple downloads). Contribu-
tions presented in Section 3.1 are:

• the development of a peer-to-peer model using Fluid Stochastic Petri
Nets and combinatorial analysis;

• the computation of the transfer time distribution by capturing several
peer-to-peer network features that dominate the resource transfer;
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• an efficient model solution;

• the description of more advanced features, like queueing time, unavail-
ability of the server, and parallel download from multiple sources.

3.1.1 Modeling P2P Networks

We propose an analytic modeling technique for the estimation of the transfer
time distribution, i.e., the phase starting after a successful search phase. In
section 3.1.9 we will present a way to extend the proposed model to also
consider searching and queueing phases.

In general, for the resource transfer phase all P2P applications provide
a list of peers holding a copy of the requested resource. In the following we
denote the peer requesting the resource as the client and the peers holding a
copy of the requested resource as the servers. For each server the P2P appli-
cations also provide additional information such as the bandwidth between
the server and its ISP, the number of clients that are using this server, and
other information that help the client to choose the server to download the
resource.

In the following we discuss the parameters that influence the transfer
phase duration.

• Network Characteristics: the rate at which files can be downloaded
from a server depends on the bottleneck bandwidth between the client
and the chosen server, the available bandwidth, and the latency along
the path connecting the two peers.

The connection bandwidth between peers and their ISPs (last and first
mile bandwidth) has a clear impact on the transfer phase. In [109]
measure-based results for the Napster and Gnutella P2P applications
show that there is a significant amount of heterogeneity in bandwidth,
latency, and other characteristics that vary several orders of magnitude
across the peers of the system. Table 3.1 reports the percentages of
the user bandwidths presented in [109].

Our investigations are not related to a specific P2P application but
they can be applied to different P2P file sharing systems. Neverthe-
less, we use results derived for Napster and Gnutella for setting some
parameters in our models. This use of the results presented in [109]
might be considered an improper extension, but the bottleneck band-
width results derived for Napster and Gnutella are quite similar even
if the two P2P applications are based on different architecture. It is
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Bandwidths %
14.4 Kbps 4%
28.8 Kbps 1%
33.6 Kbps 1%
56 Kbps 23%
64 Kbps 3%
128 Kbps 3%
DSL 14%
Cable 44%
T1 5%
T3 2%

Table 3.1: Distribution of the user bandwidths (from [109])

important to point out that the measures reported in Table 3.1, that
we use as basis for our experiments, were presented in 2002 and these
measures represent a reasonable “picture” of the last-mile connections
at that time. For this reason we consider also a possible recent scenario
oriented towards high speed connections.

• Application Characteristics: after the client chooses a server (or more
servers in case of parallel downloads) the resource bandwidth allocated
to this (these) transfer(s) may change during the transfer phase. These
bandwidth fluctuations are mainly due to the variation of the load
on the chosen server and also depend on the maximum number of
concurrent uploads/downloads.
In general, P2P applications implement sharing bandwidth policies
among the different clients that download resource(s): in some cases
the server equally shares the available download bandwidth among the
clients, in other cases the sharing policy depends on some parameters
that account for the participation level of the client.

The speed at which the client downloads the requested file also depends
on the possibility that the file can be downloaded in pieces or “chunks”
from several different servers (for instance, Kazaa and BitTorrent [27]
allow this possibility).

• Resource characteristics: the size of the resource to be downloaded has
an obvious impact on the distribution of the transfer time. Measure-
based analysis of P2P applications (see for instance [56, 108]) shows
that that there is a substantial difference in typical resource size be-
tween P2P and WWW traffic.

The influence of the resource popularity on the transfer rate is quite
clear. If the client is looking for a very popular resource, then the prob-
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ability that a copy of this resource is held by a server with high speed
connection bandwidth is higher than the case of a search for a “rare”
resource. On the other hand the probability that a server holding a
very popular resource is overloaded (because there are many clients
that require its resource(s)) increases with the resource’s popularity.

• User Behavior: This issue is important when multiple servers hold a
copy of the requested resource; in this case the user has to select the
actual server from which the resource is downloaded. The choice could
be based on the server with the fastest connection, on the server with
the lowest load, or it could be a random selection.

3.1.2 The Modeling Technique - Assumptions and System
Parameters

The modeling technique we develop aims to compute the distribution of the
time required to download a file when the client (that we denote as the
tagged client) behaves as follows: after the search of a given resource (file),
the client selects a server to transfer the resource and leaves the system as
soon as the download terminates. The modeling technique does not take
into account the search phase explicitly and assumes that the result of this
search is the number of peers holding a copy of the resource. Search phase
and queueing time will be considered in Section 3.1.9.

This modeling technique takes into account several system parameters
that dominate the transfer time among those described in Section 3.1.1: net-
work characteristics (last and first mile bandwidth), application characteris-
tics (the maximum number of allowed concurrent downloads and uploads),
resource characteristics (the number of peers holding a copy of the requested
resource as a function of its popularity, the size of the resource to be down-
loaded), and the user behavior (the selection criteria a user implements when
multiple peers hold a copy of the requested resource).

Furthermore the modeling technique has been developed under the fol-
lowing assumptions:

• The popularity of a resource is the number of peers holding a copy that
we denote as N . We assume that all the N servers not only hold a
copy of the resource but also are available for download, i.e., a request
for download is neither queued nor refused.

• We do not consider peer availability issues, that is, we assume that the
server is available for all the duration of the resource download time,
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and that the session ends only when client has completely downloaded
the resource. This assumption will be relaxed in Section 3.1.9.

• The underlying IP network is not congested, i.e., network transfer
times are dominated by first mile and last mile characteristics of the
peers. This assumption could be dropped by adding slight modifica-
tions to the models we developed to account for variability in trans-
mission times along the path from client to server.

• The offered bandwidth of a server is equal to its first mile bandwidth,
i.e., during the upload of the resource the server does not perform
downloading. On the other hand, a client, during the transfer phase,
dedicates all its bandwidth to the download of the resource, i.e., during
the transfer phase the client does not allow uploads.

• The download of a resource is not organized in parallel downloads of
smaller chunks from different servers. This assumption will be relaxed
in Section 3.1.9.

• A server does not discriminate among clients, i.e., it equally shares its
offered bandwidth.

• We assume that some system parameters are functions of the peer
bandwidth. In particular, we assume the maximum number of con-
current uploads allowed by the server is defined as a function of its
bandwidth. Furthermore, the average number of uploads arriving to
a peer is assumed to be a function of its bandwidth as well. This
assumption is based on the available measures published in [105, 109]
that characterizes this system parameter as function of the peer band-
width.

3.1.3 Definitions and Notation

This section introduces the notation we use. We use uppercase for both
random variables and functions, values using lowercase, and sets using cal-
ligraphic style. In particular:

• B = {14.4 Kbps, 28.8 Kbps, 33.6 Kbps, 56 Kbps, 64 Kbps, 128 Kbps,
DSL, Cable, T1, T3} denotes the set of all possible available band-
widths connecting peers to their ISP;

• N denotes the popularity of given resource, i.e., the number of peers
holding a copy of the resource; the range of N is the set of positive
natural numbers;
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• SB is a random variable denoting the bandwidth of the peer selected
by the tagged client to download the requested resource; in Section
3.1.6 we propose a technique to compute its conditional distribution
on N ;

• CB denotes the tagged client bandwidth. The range of both SB and
CB is the discrete set B;

• S denotes the resource size (in Bytes);

• K : B → IN denotes the maximum number of concurrent downloads
allowed by the server;

• LT denotes the average number of requests of uploads arriving to a
server, W : B → [0, 1] denotes a bandwidth dependent weight, L :
B → IR denotes the average number of requests of uploads as function
of the peer bandwidth, i.e., L(b) = LT ·W (b).

3.1.4 The FSPN Model

First we introduce some details about fluid stochastic Petri nets and then
we provide the description of the model we developed.

Stochastic Fluid Flow Models A stochastic fluid flow model describes
the behavior of a fluid level in a storage device. Input and output rates are
assumed to be modulated by a finite homogeneous Markov process. Such
models have been used in asynchronous transfer mode (ATM) to evaluate
the performance of fast packet switching and in manufacturing systems for
the performance of producers and consumers coupled by a buffer. There is
a large number of papers dealing with the analysis of stochastic fluid flow
models. Most of these papers consider such models in stationary regime.
Anick et al. [17] and Kosten [73] analyzed the fluid model for several on-
off input sources controlled by a two-state homogeneous Markov process.
Mitra [92] generalized this model by considering multiple on-off inputs and
outputs.

We describe a stochastic fluid model with an infinite (fluid) buffer for
which input and output rates are controlled by a homogeneous Markov pro-
cess M = {Ms, s ≥ 0} on the finite state space S with infinitesimal generator
Q and initial probability distribution π0. The number of states is denoted
by |S|. The amount of fluid in the buffer at time τ is denoted by xτ . The
pair (Mτ , xτ ) forms a Markov process having a pair of discrete and contin-
uous states. Let r+

i be the input rate and r−i the output rate when the
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Markov process X is in state i. We denote by ri the effective input rate of
state i, that is ri = r+

i − r−i .
For each state i of the Markov process we compute πi(τ, x) which is the

probability density of finding the process in discrete state i with fluid level
x at time τ . If we call qij(x), i 6= j, the transition rate from state i to state
j when the fluid level is equal to x, and define qii(x) = −

∑

j 6=i

qij(x), we have

following partial differential equations (see [119] for details):

∂πi(τ, x)
∂τ

+
∂ (r(i, x)πi(τ, x))

∂x
=

∑

j∈S

(πj(τ, x)qji(x)) , (3.1)

In order to solve Equation 3.1, boundary and initial condition must be
specified. Boundary conditions can become quite complex when the fluid
rate can become negative in some state i (ri ≤ 0). In this case some proba-
bility mass is formed at the boundary and it must be explicitly considered
as in [63]. In the special case in which ri > 0,∀i, then boundary conditions
become quite simple:

πi(τ, 0) = 0. (3.2)

If we consider that the initial fluid level is 0 in every state, and we specify
π

(i)
0 the probability that the initial discrete marking is state i, then the initial

condition can be specified as:

πi(0, x) = δ(x)π(i)
0 , (3.3)

where δ(x) is the Dirac’s delta function.
Several solution algorithm have been proposed in the literature to solve

those equations. In [63] positive semidiscretization, together with uniformiza-
tion has been proposed as a general solution algorithm. An efficient transient
analysis technique for fluid models with constant fluid-rates is proposed in
[112]. Transient analysis of second order stochastic fluid model has been
considered in [123]. Steady state analysis of first order bounded models has
been considered in [49].

Model Description The model we describe in this paragraph refers to
particular instances of the variables CB, SB, and S that we denote as
cb sb, and s respectively. The basis of our approach is the development
of a FSPN model representing a server serving the request of the tagged
client. The FSPN model captures the time evolution of the activity of the
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tagged client from the instant it starts its download until completion. It
also represents the concurrent download interference by other clients whose
effect is to introduce fluctuations in the available bandwidth for the tagged
client. The server is represented by the FSPN model depicted in Figure
3.1. Timed transition request arrival models the arrival of a request and its
rate is equal to L(sb). The sub-net composed by places CHOICE, STAGE 1,
STAGE 2, END SERVICE, immediate transitions choose 1, choose 2, termi-
nate service, and timed transitions service 1, service 2 models a two stage
hyper-exponential service and for each tangible (discrete) state mj we de-
note as Ij the sum of the tokens in places STAGE 1 and STAGE 2 that
represents the requests that interfere with the tagged client service. Place
AVAILABLE represents the number of requests that can be accommodated
by the server. This model has a single P -semiflow that covers all the (dis-
crete) places. The sum of tokens in these places is equal to K(sb)−1. Fluid
place TRANSFERRED represents the bytes transferred by the tagged client.
Fluid transition transfer models the file transfer; its flow rate f is a function
of the number of clients that are in service, i.e.,

f(Ij) = min
(

sb

Ij + 1
, cb

)
for each tangible (discrete) state mj . (3.4)

The min function takes into account that the transfer rate is limited by
the lowest bandwidth. In this way the actual flow rate depends on the
client bandwidth and on the available bandwidth of the server (which in
turn, depends on the instantaneous number of peers using the server). Note
that in the definition of f the tagged client is considered by adding one
to the number of clients in the system (Ij + 1 in Equation (3.4)). In this
way we consider only the first and the last mile bandwidths, neglecting the
underlying network.
The choice of this particular modeling of the server activities stems from
available measures [56] that provide statistics on the distribution of session
times for downloads. In particular, this study highlights that session times
exhibit high variability (because of the large heterogeneity in resource sizes);
the hyper-exponential service time with infinite server policy is therefore
the simplest choice to account for these phenomena. As reported in many
works, such as [30, 115] just to name few, traffic workload distributions
exhibit heavy-tailed, hence it should be more accurate to account for these
distributions. Anyhow the use of hyper-exponential distributions may be
used to approximate heavy-tailed distributions [37, 35].

Since we assume that the service rate of transition request arrival and
the initial marking of place AVAILABLE depend on server bandwidth sb, and

56



K(sb)-1

α1

CHOICE STAGE_1
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choose_1

1−α1

choose_2

L(sb)

request_arrival

transfer TRANSFERRED

f(Ij) = min( sb / (Ij +1) , cb)

Figure 3.1: FSPN model representation of a server for the computation of
the transfer time distribution Ft(t|sb, cb, s,π0).

the flow rate function f (Equation (1)) depends on both sb and the client
bandwidth cb, the transient solution of the FSPN model can be considered
function of these two input parameters.

The FSPN represented in Figure 3.1 is analyzed using the techniques
described in [55, 63]. These techniques consider the discrete and the con-
tinuous part of the model separately. In particular the underlying Markov
chain describing the discrete component of the model is obtained from the
FSPN. Since transition rates of timed transitions that compose the model
are constant, this underlying Markov chain can be characterized by a single
constant matrix Q. The fluid interaction is taken into account in a diago-
nal matrix R whose elements represent the actual flow rate in each discrete
state, i.e., the value of function f defined in Equation (3.4) computed in
each discrete state mj . Note that in this particular example the underlying
stochastic process is a Markov reward model since only positive flow rates
are present. For such kinds of models, specialized and efficient techniques
(see for example [31, 32, 93, 100]) exist. Nevertheless we choose to use the
more general technique presented in [63] because of its simplicity, and to
allow possible future extensions that may require features not included in
standard reward models, e.g., fluid dependent rates. In particular, we are
planning to use fluid rates that depend on the continuous part to represent
policies that account the percentage of the resource already downloaded.

If we denote as πj(τ, x) the probability density of having x unit of fluid
at time τ in discrete state mj , i.e., the probability that x bytes of a resource
have been downloaded at time τ in state mj , then according to the results
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presented in [55], we can write:

∂π(τ, x)
∂τ

+
∂π(τ, x)

∂x
R = πQ, (3.5)

where π(τ, x) is a vector whose components correspond to πj(τ, x). The file
transfer time is conditioned by the number of competing peers on the server
when the transfer starts. In order to consider this effect we modified the
model by setting the initial marking of the FSPN illustrated in Figure 3.1
as a model parameter, denoted as π0. The parameter π0 is a probability
distribution on the state space of the FSPN (the component of vector π0

that corresponds to marking mj is denoted as π0(mj)).
Since f(Ij) > 0 for any state mj , and since the fluid place is unbounded,
we do not need any boundary condition while the initial condition is:

π(0, x) = δ(x)π0,

where δ(x) is a Dirac delta. When considering the complete server model,
the matrices Q and R, and the vector π0 depend on the model parameters.
In particular, matrix Q and the initial probability vector π0 depend only
on the selected server bandwidth sb, while matrix R depends on both the
server and the client bandwidth.

With these assumptions we can denote the solution of Equation (3.14)
as π(τ, x, sb, cb,π0) for a given combination of parameters sb, cb and π0.
The probability of having downloaded s bytes in less than t seconds is equal
to the probability of having downloaded at least s bytes at time τ = t, can
be computed as:

Ft(t|sb, cb, s,π0) =
∫ ∞

s
π̄(τ, x, sb, cb,π0)dx

∣∣∣∣
τ=t

, (3.6)

where π̄(τ, x, sb, cb,π0) = π(τ, x, sb, cb,π0)1, that is, π̄(τ, x, sb, cb,π0) is the
probability density of the fluid level regardless of the discrete state, and 1
is a vector of ones with a number of components equal to the number of
discrete states of the model.

3.1.5 Removing the Dependency on the Initial Load

The probability Ft(t|sb, cb, s,π0) depends on the initial state of the server
model (i.e., π0) when the tagged client starts its download. This dependency
is crucial because the initial state can have a significant impact on the over-
all download time distribution, especially when considering short files. For
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instance, consider the time required to download a 112 KByte JPEG image
from a DSL server, using a DSL connection. Figure 3.2 represents the dis-
tribution of the transfer time for different numbers of competing requests
on the server when the tagged client starts the file transfer (the used model
parameters are summarized in Table 3.3). In the case of long files the effect
of the initial load is less evident since the discrete model reaches the steady
state.
It is easily noted that the mean downloading time when no other peers are
interfering with the file transfer is more than five times shorter than when
there are 4 other peers accessing the server.
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Figure 3.2: Distribution of the transfer time as a function of the number of
competing clients when the tagged client starts the file transfer.

To obtain the distribution of the transfer time removing dependency on
the initial state when the tagged client starts to download, we must correctly
characterize the probability vector π0 for server whose bandwidth is sb. For
the computation of π0 we consider the FSPN of Figure 2, without the fluid
place where this time we do not distinguish the tagged client from the other
clients. We compute the steady state distribution of this model and use it
to determine π0.

We denote by π̂ the stationary distribution vector of the modified version
of FSPN of Figure 2 given that the bandwidth of the server is equal to sb.
When considering the complete model, the tagged client can be accepted
only if there is at least a token in place AVAILABLE. We use this assumption
to compute π0 by normalizing π̂, excluding the cases where the server would
reject the tagged client request (that is, neglecting the states mj such that
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Ij = K(sb)). In this manner the component of probability vector π0 that
corresponds to the state mj (denoted π0(mj)) can be computed as

π0(mj) =
π̂(mj)∑

mh:Ih<K(sb)

π̂(mh)
. (3.7)

Note that this derivation has been possible thanks to the assumption that
the tagged client can only choose a server with an available position.

3.1.6 Modeling the Server Selection Policy

When more servers hold a copy of the requested resource, the tagged client
has to select the actual server from which downloading the resource. The
available bandwidth of the selected server plays an important role in the
distribution of the transfer time, especially when the tagged client has a
fast connection. To show how the performance can be affected by the server
selection, we consider the behavior of different file downloads versus the se-
lected server bandwidth. We perform two experiments by considering two
different values for the tagged client bandwidths: modem 56 Kbps and DSL.
For each value, we compute the distribution of the file transfer time for dif-
ferent values of the server bandwidths: 33 Kbps, 56 Kbps, DSL, Cable and
T3.
Figure 3.3 shows the results of this investigation for a resource size equal
to 4 MBytes (the used model parameters are summarized in Table 3.3). In
particular, when the client has a 56 Kbps bandwidth the distribution of the
file transfer time is heavily conditioned by the bottleneck of the client con-
nection. Furthermore, when the server uses a faster connection (DSL, Cable
or T3) the performance cannot improve because the client bandwidth limits
the speed at which data are transferred (the curves for DSL, Cable, and T3
are superposed). When the server uses the same (or lower) bandwidth (56
Kbps), the performance gets worse because the server becomes the bottle-
neck due to the simultaneous activity of other peers that use its bandwidth.
This effect is amplified when the server has a 33 Kbps bandwidth.

In the case of a DSL bandwidth for the client, the performance is always
influenced by the server bandwidth except for the T3 case.
If the server has the Cable or DSL bandwidth instead, the bottleneck de-
pends on the probability of having other peers that are downloading simul-
taneously from the same server. A high number of concurrent downloads
implies that most of the bandwidth is used, increasing the probability to
have a bottleneck on the server side.
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Figure 3.3: The effect of server bandwidth on the distribution of the transfer
time (4 MBytes resource size) for a modem 56 Kbps client (top) and for a
DSL client (bottom).
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In the case of lower bandwidths (56 Kbps or 33 Kbps) the server is always
the bottleneck and the performance depends on its bandwidth.
We assume that after the search phase, the client selects the server with the
highest bandwidth. We consider that the bandwidth of the peers holding a
resource are i.i.d. random variables. For the distribution of the bandwidths
we consider the one reported from Napster’s users which is described in
Table 3.1.

According to this distribution, we define a combinatorial manipulation
that models the selection of the peer with the higher bandwidth. Our model
assumes that when the resource is available on only one server, the prob-
ability P (SB = sb) is exactly the one reported in Table 3.1. When the
number of available resources is greater than one, the probability to select
a peer with higher bandwidth grows according to the bandwidth distribu-
tion of the peers that are present in the system. The greater the number of
available resources, the greater the probability to select a peer with the high-
est bandwidth. When the number of available resources is large enough, the
probability (of finding the resource on the highest bandwidth peers) tends to
1. The probability of finding a resource on a peer with a given bandwidth,
using the fastest-connection policy, can be computed using the following
recurrence relation:

P (SB = sb|N = n) = P (SB ≤ sb|N = n− 1)P (SB = sb) +
+ P (SB = sb|N = n− 1)P (SB < sb), (3.8)

where

P (SB ≤ sb|N = n− 1) =





∑

b̂≤sb

P (SB = b̂|N = n− 1) if n>1,

1 if n = 1,

P (SB = sb|N = n− 1) = 0 if n = 1,

and

P (SB < sb) =
∑

b̂<sb

P (SB = b̂).

The meaning of this formula is the following: the probability of selecting a
peer with bandwidth SB = sb given that there are n available resources is
equal to the probability of having n− 1 peers with bandwidth less than or
equal to sb and to find a peer with bandwidth equal to sb, or it is equal to
the probability of finding a peer with bandwidth less than sb but to have a
peer with bandwidth sb in the previous n− 1 resources.
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3.1.7 The Complete Modeling Technique

We can then summarize the steps required to compute the distribution of
the transfer time using the methodology we propose:

• compute the probability distribution of random variable sb, i.e., P (SB|N),
as discussed in Section 3.1.6;

• compute the probability vector π0 as described in Section 3.1.5. Since
π0 depends on the server bandwidth sb, to point out this dependency
we write π0(sb).

• compute Ft(t|sb, cb, s,π0(sb)) as described in Section 3.1.4.

We can then compute the cumulative distribution for the transfer time as

F (t|N = n,CB = cb, S = s) = (3.9)

=
∑

sb∈B
Ft(t|SB = sb, CB = cb, S = s,π0(SB = sb))P (SB = sb|N = n).

3.1.8 Performance Evaluation

In this section we present some numerical results that illustrate the poten-
tials of the proposed methodology. Extensive validation of results for our
modeling technique shares the same difficulty of previous works on analytical
models for P2P systems [47, 67]. Nevertheless, we performed (not shown)
simple validations by comparing model results in selected cases where the-
oretical results are known or can be exactly computed. In particular, we
compared model results with the ideal case where there is no competition
for the server bandwidth and the transfer is only conditioned by the mini-
mum bandwidth between server and clients; in these cases we found a perfect
agreement between the model predictions and the theoretical results. It is
a safety check that allow us to know that at least in the deterministic case,
where there are no concurrent operations, model result is identical to the
expected one (that is the ratio between the resource size and the minimum
bandwidth among client and server ones).

All the experiments have been performed by using a Pentium IV (2.4
Ghz) computer, with 1.5 GB of RAM, under Linux OS. In all the cases the
model solution required few minutes (ranging from 10 to 60).

In the following we present numerical experiments derived for two dif-
ferent scenarios. These scenarios have two different distributions of the user
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Bandwidths %
56 Kbps 6%
DSL 23%
Cable 64%
T1 5%
T3 2%

Table 3.2: Distribution of the user bandwidths for the scenario n. 2

Bandwidths K(sb) W(sb)
14.4 Kbps 1 0.21
28.8 Kbps 1 0.21
33.6 Kbps 2 0.21
56 Kbps 2 0.21
64 Kbps 3 0.21
128 Kbps 4 0.72
DSL 5 0.72
Cable 6 0.72
T1 6 0.07
T3 7 0.07

Service parameters
µ1 0.001
µ2 0.1
α1 0.6
α2 0.4

Arrival rate
LT 7

Table 3.3: Model parameters used for numerical experiments

bandwidths. For the scenario n. 1 we assume that the user bandwidth dis-
tribution is the one presented in Table 3.1. In this case, the user bandwidth
distribution is derived from measure-based results presented in [109]. These
results have been presented in 2002 and then they can be considered a rea-
sonable “picture” of the last-mile connections at that time. For the scenario
n. 2 we assume that the user bandwidth distribution is the one presented
in Table 3.2. This scenario aims to investigate the increasing of number of
peers with high-speed bandwidth connections.

For both scenarios Table 3.3 summarizes the model parameters that we
derived from existing results [56, 105, 109] and that we use to perform the
analysis presented in this section and in Sections 3.1.4 and 3.1.6.

We considered a 4 MBytes resource size which is a typical size for a MP3
file; we consider three different values for the popularity of the requested
resource (1, 30, and 90 servers are available to provide the resource) and
then we compute the distribution of the transfer time for two different client
bandwidths: modem 56 Kbps and DSL.

The case of n = 1 considers a not-widespread resource; in this case, the
client performs a random choice when selecting a server using the probabil-
ity distributions presented in Table 3.1 for scenario n. 1 and in Table 3.2 for
scenario n. 2. For n = 30 and n = 90 the client selects a server according
to the distribution obtained by using the recurrence Equation (3.8).
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cb n Scenario n. 1 Scenario n. 2
50th quantile 90th quantile 50th quantile 90th quantile

56 Kbps 1 13m 48s 24m 13s 13m 43s 14m 10s
DSL 1 3m 03s 24m 2s 1m 42s 1m 56s
56 Kbps 30 13m 41s 14m 11s 13m 41s 14m 11s
DSL 30 1m 30s 3m 1s 1m 30s 3m 1s
56 Kbps 90 13m 41s 14m 11s 13m 41s 14m 11s
DSL 90 1m 12s 2m 20s 1m 12s 2m 20s

Table 3.4: Model results for the two scenarios, for different client bandwidths
and different values of popularity

Table 3.4 reports the values of the 50th and the 90th quantiles computed from
model results. It is interesting to note that the transfer time distribution for
high popularity resources is insensitive to the bandwidth distribution. This
phenomenon is easily explained by considering that for n = 30 and n = 90
the probability of selecting a server whose bandwidth is larger than 56Kbps
or DSL is almost equal to 1. This implies that almost surely the transfer
time distribution depends only on the bandwidth of the client.
On the other hand, the transfer time distribution for uncommon resources
(n = 1) heavily depends on the bandwidth distribution. It is easily noted
from Table 3.4 and Figure 3.4 that the scenario where the fraction of large
bandwidth users is increased (scenario n.2) provides an impressive reduction
of the value of the 90th quantile for both a 56Kbps and DSL clients (this is
because the probability of selecting a server whose bandwidth is larger than
or equal to 56Kbps or DSL is almost equal to 1).
For a DSL client, an almost 50% reduction in the value of the 50th quantile
is also observed. This phenomenon can be explained by noting that im-
provements for a DSL client are more remarkable since the probability that
this type of client selects a lower bandwidth server is markedly decreased in
scenario n.2.

3.1.9 Model Extensions

In this section we present an extensions [84] of the proposed model that
allows to represent advanced features of P2P file sharing applications. In
particular, we describe model enhancements to represent the search phase,
the queueing phase, and the unavailability periods of the server; then we will
address the issue of the parallel download from multiple sources. Thanks to
these model refinements interesting issues related to both peer behavior (e.g.
unavailability of the server due to the peer leaving) and overlay topology (e.g.
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Figure 3.4: Cumulative distributions of the transfer time for n = 1 in two
different scenarios (cb=56Kbps top plot, cb=DSL bottom plot)
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searching and queueing phases, and multiple downloads) were described.
In both cases, for the sake of simplicity, we present our analysis only for

the case when all peers have the same bandwidth connection (in particu-
lar, we consider DSL technology). This assumption allows to simplify the
analysis by reducing the size of the discrete state space.

Capturing the search time, queueing time and server unavailability

Search time is conditioned by many factors such as the popularity of the
resource, protocol characteristics, the participation level of the user and
the number of neighbor peers. After the searching phase, the client selects
peers from which get the resource. Queueing time is the time spent before a
selected server serves the client request, it is also dependent on many factors,
such as the maximum number of concurrent downloads allowed, bandwidth
of the server and the number of actual concurrent clients, protocol, and
participation level of clients.

Creating a detailed model to consider all these aspects would be too
complex. Instead we simplify the model by considering the aggregate search
plus queuing time perceived by a client. That is, we suppose that we could
compute the distribution QS(τ) of the time required from the start of the
search to the start of the actual download of a resource. This seems to
be a quite strong assumption, but we will prove that despite its simplicity,
the proposed model is able to capture qualitatively most of features that
characterize parallel downloads in peer to peer applications.

Figure 3.5 represents an extension of the model presented in Figure 3.1
that uses this assumption to consider the search and queueing time. In par-
ticular the search and queueing phases are represented by transition TON.
In order to simplify even further this extended model, only the mean of
distribution QS(τ) is considered, and transition rate of TON is assumed
to be exponential with parameter φon = E[QS]. This is an even stronger
simplification, which however could easily be relaxed using phase type ap-
proximation, or supplementary variables [29, 54].

Due to the active/non-active peer dynamics the server may become un-
available and then its service is stopped. When failures occur, the client
starts a new search of the same resource, and then it continues the down-
load (likely from another peer), after experiencing a new queueing time. The
failure of server is considered to be exponential, and it is represented in the
model by transition TOFF (with exponential rate φoff ).

Place SandQ represents the search and queueing phases, and place TRANS
the resource transfer phase.
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Since the search and queue phases are explicitly modeled, special care
should be used to compute the initial distribution of the number of concur-
rent peers at the server. In this case, the initial state of the component of the
model that represents the number of concurrent peers at the server, should
be determined at the time when the actual transfer starts, i.e. at the firing
of transition TON. Thus, places AVAILABLE, STAGE 1 and STAGE 2 starts
empty, and fills according to the initial distribution computed in section
3.1.5 only when transition TON fires. This is achieved by an appropriate set
of immediate transitions, weighted according to the initial state distribution.
In order to simplify Figure 3.5, this sub-net has been removed and has been
represented by the gray arrow labeled with Set Initial state. Similarly, when
the server experiences a failure, all places of the sub-model representing the
state of the server must be emptied. This also can be achieved by an ap-
propriate set of immediate transition, which has been represented in Figure
3.5 by the gray arrow labeled with Clear state.

In this model, the popularity of the resource is considered when deter-
mining the rate of transition TON. A very popular resource will have a
shorter search and queueing time, since it will be available from more peers.
A rare resource will instead have a very high searching and queueing time.
While it is rather intuitive that a popular resource requires a shorter search
time, it is not for the correlation between shorter search and queueing times.
We tried to explain this assumption by supposing that if a resource is rare,
few peers holding the resource collect all requests for it, leading to longer
queueing time.

K(sb)-1
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CHOICE STAGE_1

µ1

service_1

µ2

service_2

END_SERVICE

AVAILABLE

STAGE_2 terminate_service

choose_1

1−α1
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L(sb)

request_arrival

transfer TRANSFERRED

f(Ij) = min( sb / (Ij +1) , cb)

TRANSφon

TON

SandQ φoff

TOFF

Set initial
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Clear
state

Figure 3.5: FSPN model representation of an unreliable server with search
and queueing phases.
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Considering the parallel download from multiple sources

The model that represents parallel download from multiple servers can be
obtained by repeating H times the sub-models of Figure 3.5 representing the
server and the search-queueing state, where H corresponds to the maximum
number of parallel downloads. This is represented in Figure 3.6. Note that
H sub-models representing H servers, share the same resource download
buffer, modeled by fluid place TRANSFERRED. In this case, the rate at
which the file is downloaded, is expressed as the minimum between the
client bandwidth cb, and the sum of the download rate from each server
that is active in that time instant, that is:

f(Ij) = min

(
H∑

k=1

I(#TRANSk = 1)
sbk

Ijk + 1
, cb

)
(3.10)

where I(#TRANSk) is an indicator function that returns 1 if the number
of tokens in place TRANS of the submodel representing the k-th server is
equal to 1 (i.e. active download), zero otherwise. Ijk + 1 represents the sum
of the tokens in places STAGE 1 and STAGE 2 for each tangible (discrete)
state mj of the k-th server, i.e. the number of requests that interfere on
that server with the tagged client service.

Despite symmetries, sub-models are not independent, since they are cou-
pled by the fluid buffer TRANSFERRED. Moreover the relation that governs
the rate of the growth of the fluid place (Equation 3.10) is non-linear, due
to the presence of the min(·) function. This prevents applying a solution
technique that analyzes single servers separately, and combines them after-
ward.

Instead, the size of the state space of the underlying Markov process is
reduced using a lumping technique [72], since all sub-models have the same
structure and the same rates. By applying the lumpability technique to the
underlying Markov process, the complete state space is reduced significantly.
Actually, by using the lumpability technique we were able to aggregate states
with the same number of peers since their behavior with respect to the overall
system model is the same.

Experiments

In this section, we will use models presented above to show how, despite
their simplifying assumptions, the qualitative behavior of real peer to peer
systems can described.
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Figure 3.6: FSPN model for multiple servers download.

Resource Size Bandwidth (Kbit/sec)
Session Time 1000 sec Session Time 20 sec. Session Time 10 sec.

512 KB 24.32 10.4 6.56
4 MB 59.68 14.08 7.84
10 MB 68.48 6.64 3.12

Table 3.5: Average of Downloading Bandwidth

A first, and also rather intuitive, result, shows that the transfer time
increases with the increasing of unavailability rate. However, we must point
out that this effect heavily depends on the resource size. We thus perform an
analysis with respect to the resource size, in particular, we look at average
bandwidth experienced during the file transfer as function of the failure
rate. We keep the searching-queueing rate constant to 0.01: this means that
the client wait a mean of 100 seconds to find a new connection. We vary
the failure rate in order to get server sessions of 10, 20, and 1000 seconds.
The number of concurrent peers on each server, K(sb)-1, is set to 3. In this
analysis we do not consider parallel downloads. Parameters that characterize
the model in this experiment are ones reported in Table 3.3, except from
the arrival rate that has been set to 0.01. As mentioned in the description
of the extended model all experiments account for a DSL client and servers
bandwidth.

Results are shown in Table 3.5. The index we use to evaluate the per-
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Number of Sources Transfer Time (sec.)
Mean 50th quantile 90th quantile

3 178 170 240
4 148 140 200
5 131 130 170
6 119 120 160
7 110 110 148
8 104 100 130
9 104 100 130

Table 3.6: Transfer time as function of number of sources

formance of the system is the average bandwidth experienced to complete
the transfer of the resource. It has been computed as the ratio between the
resource size and the average time transfer. It is interesting to note that
bigger resources are significantly impaired by server failures. For instance,
in the case of a 10 MBytes resource, the bandwidth falls down when the fail-
ure rate is 0.05 and 0.1 (that is session time of 10 and 20 seconds). Instead
in the case of a 512 KByte resource, the penalty introduced by the failure
of the server is less significant. This is due to the fact that, on the average,
the resource can be completely transferred before the server fails, despite
shorter server sessions.

New P2P file sharing applications (e.g., Kazaa, eDonkey, BitTorrent,
etc.) allow parallel downloads. This is captured by the model presented in
Figure 3.6 as shown in Fig. 3.7. The client peer downloads from multiple
sources and gets better performance when the number of sources increases.
This experiment refers to the transfer of a 4 MByte file, with searching-
queueing rate equal to 0.01 and failure rate equal to 0.001, the number of
concurrent peers on each server, i.e. K(sb) − 1, is set to 3. However, im-
provements in performance are limited by the client download bandwidth;
i.e. when the total bandwidth provided by multiple servers exceeds the max-
imum client download bandwidth, the speed at which the file is transferred
remains constant, despite the growth in the number of sources. This is shown
in table 3.6, where the mean and quantiles of the transfer time distribution
related to a 4 MBytes resource are reported as function of the number of
sources. In this case parameters are: searching-queueing rate equal to 0.01
and failure rate equal to 0.001. The number of concurrent peers on each
server, i.e. K(sb)−1, is set to 1. We can note that improvements in transfer
performance are less significant as the number of sources increases (since
they saturate the client downloading bandwidth). When sources become 9
the time required to transfer the file remains constant.
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Figure 3.7: Improvement provided by parallel downloads

It is interesting to see how the benefit derived from the use of parallel
download depends on the size of the resource. Consider the case in which the
downloading session is not subject to server failures (i.e. the failure rate is
very low). We set searching-queueing rate at 0.1 much higher than the fail-
ure one 0.001. The number of concurrent peers on each server, K(sb)− 1, is
set to 1. The study has been done for 512 KBytes, 4 and 10 MBytes resource
sizes and for a number of parallel downloads that increases from 1 up to 6, as
shown In Fig. 3.8. It is interesting to see how small resources get fewer ben-
efits from parallel downloading, since the downloading time is shorter than
the time required by the searching and queueing phase to start a parallel
download from another source. Instead for bigger resources, downloading
time is reduced significantly as the number of possible download sources in-
creases. These improvements are however limited by the client bandwidth,
as shown in the previous example. This can be seen for MBytes cases 4 and
10, when the number of sources increase from 5 to 6.

3.2 Model Refinements - A Stochastic Fluid Model

The model presented in [44] is a further extension of works presented in pre-
vious Sections. The main improvement is the relaxation of the assumption
related to peer description. Concurrent peers (in uploading and download-
ing phase) on both client and server sides are now considered. In order
to describe this aspect the solution methodology has been modified. With
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Figure 3.8: Benefits of parallel downloading for different resource sizes

respect to works presented in previous Section differences are:

• concurrent peers are considered on both client and server sides,

• concurrent peers are considered in uploading and downloading phase,

• in order to describe new aspects the solution methodology has been
modified.

The solution methodology presented in Section 3.1 exploits a high level for-
malism (FSPN) in order to obtain a simple system representation. In gen-
eral, high formalisms allow to obtain simpler description when the system
is complex. Although this extension aims to describe more detailed aspects
of the system, in this particular case the use of FSPN does not provide a
compact model representation. In particular, four components representing
downloads and uploads on both client and server sides can be easily de-
scribed by a queueing network. Then the global solution can be obtained
by using the Kronecker’s Algebra.

The goal of the proposed model is again to compute the transfer time
distribution for the download of a file of a given length s, available on n
peers, from a client with a given bandwidth cb. We will denote this dis-
tribution as Ft(t|cb, s, n). It represents the probability that a client with
bandwidth cb can download a resource of length s that is available on n
peers in less than t units of time.
In the following we always consider the case of a particular client that trans-
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fers a resource rs from a given server. We will address these entities respec-
tively as tagged client, tagged transfer and tagged server. We analyze the
tagged transfer by making transient analysis of the model: we assume that
the tagged client starts downloading the resource rs at time 0, and stays in
the system until it has finished downloading it. The tagged client leaves the
system as soon as it has finished the transfer and we do not consider queuing
of requests before starting the resource transfer. For these assumptions, we
model only the interference caused by other peers.
Consider the file transfer of given resource rs from a server of bandwidth
sb. Two entities interact in the file transfer: a peer which acts as a client,
and another peer that acts as a server. The client downloads resource rs,
and the server uploads resource rs. Since we are in a P2P network, both the
server and the client can handle more simultaneous uploads and downloads.
The download time distribution depends on the bandwidth of both peers, on
the number and on the type of concurrent uploads and downloads at both
peers, and on the network load.

The client behavior, the server behavior and the network load, can be
described using continuous time, discrete state stochastic processes. We call
client process the stochastic process that describes the client behavior, and
Sc its state space. In the same way we define the server process (state space
Ss) and the network process (state space Sn). Each state sc ∈ Sc and ss ∈ Ss

takes into account the number of concurrent uploads, downloads and their
actual speed. Each sn ∈ Sn considers a different load of the network.

If we denote by f(sc, ss, sn) the transfer rate at which resource rs is
downloaded when the client is in state sc, the server is in state ss and the
network is in state sn, then the number of bytes x(τ) downloaded in time τ
are:

x(τ) =
∫ τ

0
f(sc(t), ss(t), sn(t))dt.

During download entities change states, and this is denoted by writing
sc(t), ss(t), sn(t).

In the following Section 3.2.1 we first present the fluid model and the
solution technique to compute the transfer time distribution given that both
the server bandwidth and the initial states are known. A detailed model
construction example is provided in Section 3.2.2.

3.2.1 The Stochastic Fluid Model

In our analysis we assume that communication bottlenecks can only hap-
pen at the client or at the server (i.e. only the first and last mile), and
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that the backbone is never a bottleneck. In other words, we assume that
f(sc, ss, sn) = f(sc, ss, s

′
n), ∀sn, s′n ∈ Sn. Thus we drop the dependency on

the network state sn, and we specify the transfer rate simply as: f(sc, ss).
We assume that that actual transfer rate is just the minimum between two
independent terms: the maximum upload rate at the client fc(sc), and the
maximum download rate at the server fs(ss), that is:

f(sc, ss) = min(fc(sc), fs(ss)). (3.11)

We also assume that the tagged client always selects a peer that is imme-
diately available for downloading. We chose to represent both the client
process and the server process with two independent components each: the
download component, and the upload component. Both components are mod-
eled using finite capacity queues, as depicted in Figure 3.9. The queue rep-
resenting the download component at the client, and the queue representing
the upload component at the server, have at least one customer (the tagged
transfer of the requested resource rs). The other customers represent:

• The other resources that our tagged client is downloading in parallel
with resource rs (client download component).

• The resources that our tagged client is uploading when acting as a
server for other peers. (client upload component).

• The other resources that our tagged server is uploading in parallel with
resource rs (server upload component).
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• The resources that the tagged server is currently downloading from
other peers (server download component).

In the following we will refer to this queues by using the subscripts cd, cu,
su, and sd respectively.

If we denote by Scu and Scd the state space of the upload and download
components at the client, and Ssu and Ssd the state space of the upload
and download components at the server, we have that Sc = Scu × Scd and
Ss = Ssu × Ssd.

In this work we choose to model all the queuing components using
M/H2/∞/K queues, where H2 refers to a two stages hyper-exponential
distribution.

The inter-arrival distribution is assumed to be exponential. We also
consider that the arrival rate may depend on the server bandwidth, and
may be different for the upload or the download queue, as in [109]. In this
way the queues representing the four model components each have one a
different arrival rate. We denote these rates with λcu(cb), λcd(cb), λsu(sb),
λsd(sb). Each of these rates is derived as a fraction of a reference value λ0

obtained from the measures reported in [105].
The choice of the two stage hyper-exponential distribution for the ser-

vice time distribution of the four queues stems from available measures [56]
that provide statistics on the distribution of session times for downloads. In
particular, this study highlights that session times exhibit high variability
(because of the large heterogeneity in resource sizes); the two-stage hyper-
exponential distribution is a very simple Markovian representation of distri-
butions whose coefficient of variation is greater than one and it allows to keep
the discrete state space of the stochastic fluid model as small as possible. It
would be by no means difficult to use more complex phase-type Markovian
approximations of heavy-tailed distributions to represent variability in ses-
sion times. The impact of this choice on the model we developed would be
an increased number of the states.

K represents the maximum number of simultaneous interfering trans-
fers (upload or download) allowed by each component. This maximum is
assumed to be dependent on the bandwidth, to be different for the upload
and the download queue, and to exclude the tagged transfer. We denote
these different values with Mcu(cb), Mcd(cb), Msu(sb), Msd(sb). Note that
in the case of Mcd(cb), Msu(sb), the actual maximum is one unit bigger for
the assumption that the tagged transfer is excluded from the model.
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We assume that the available bandwidth at the server for download is
equally shared among all the competing uploads and downloads if there is no
distinction between upload and download bandwidths (e.g. Cable Modem,
Ethernet). On the other hand, if uploading bandwidth and downloading
bandwidth are separated (e.g., dial-up and asymmetric DSL connections)
the available bandwidth at the server for download is equally shared among
all competing downloads. The same rule applies at the client for uploads.
According to the previous considerations we can write:

fs(ssu, ssd) =





sb

#ssu + #ssd + 1
if downloading and uploading
bandwidths are not separated

sbupld

#ssd + 1
if downloading and uploading
bandwidths are separated

(3.12)

where #ssu, and #ssd, represent the number of customers in queues su and
sd; sb is the server bandwidth; and sbupld is the server uploading bandwidth
(when the uploading and downloading bandwidths are separated). We can
write the same kind of equation for the client

fc(scu, scd) =





cb

#scu + #scd + 1
if downloading and uploading
bandwidths are not separated

cbdwnl

#scd + 1
if downloading and uploading
bandwidths are separated

(3.13)

where #scu, and #scd, represent the number of customers in the queue cu,
cd; cb is the client bandwidth; and cbdwnl is the client downloading band-
width (when the uploading and downloading bandwidths are separated). In
Equations (3.12) and (3.13) the tagged transfer is represented by adding one
to the denominator. By Equation (3.11), we can define:

f((scu, scd), (ssu, ssd)) = min (fc(scu, scd), fs(ssu, scd), ) .

where fc(scu, scd) and fs(ssu, scd) are defined by Equations (3.12) and (3.13).
With the previous assumptions, the underlying stochastic process of the

described model is a stochastic fluid model. The state space is defined as:
Sc × Ss = Scu × Scd × Ssu × Ssd. If we call the generator matrices of the
queuing networks corresponding to the client upload component Qcu, to the
client download component Qcd, to the server upload component Qsu, and
to the server download component Qsd , then the generator matrix of the
stochastic fluid model can be defined as:

Q = Qcu ⊕Qcd ⊕Qsu ⊕Qsd,

77



Downloads @ Server

Uploads @ Server

Downloads @ Client

Uploads @ Client

Figure 3.10: The Markov Process underlying the model

that is, the Kronecker sum of the generator matrix of the single components.
The rate matrix of the stochastic fluid model, can be defined as a diagonal
matrix R = diag(f̂(i)), where:

f̂(i) = f((scu[i], scd[i]), (ssu[i], ssd[i])),

and sl[i] represents the part related to the l component of state i, with
l ∈ {cu, cd, su, sd}. Figure 3.10 shows a graphical representation of the
stochastic fluid model. If we denote as πj(τ, x) the probability density of
having x unit of fluid at time τ in discrete state j, i.e., the probability that
x bytes of a resource have been downloaded at time τ in state j, we can
rewrite Equation (3.1) in matrix / vector notation:

∂π(τ, x)
∂τ

+
∂π(τ, x)

∂x
R = πQ, (3.14)

where π(τ, x) is a vector whose components correspond to πj(τ, x).
The resource transfer time is conditioned by the number of competing

peers on both the s peer and on the c peer when the transfer starts. This
problem has been dealt in Section 3.1.5. In this section, we assume that
the initial states of the c peer and of the s peer are specified as a model
parameter, denoted as π0. The parameter π0 is a probability distribution
on the model state space Scu×Scd×Ssu×Ssd (the j-th component of vector
π0 that corresponds to the probability of state (scu[j], scd[j]), (ssu[j], ssd[j])
is denoted as π0(j)).
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Since f̂(j)) > 0 for any state j, and since the fluid place is unbounded the
initial and boundary conditions are:

π(0, x) = δ(x)π0, (3.15)
π(τ, 0) = 0.

Many of the terms in Equation 3.14 depend on the client bandwidth cb and
on the server bandwidth sb. In particular, matrices Q and R depend on
both the sb and cb since the arrival rate of the queues and the definition of
rate function depend both on sb and cb. By explicitly showing these depen-
dencies, we can denote the solution of Equation (3.14) as π(τ, x, sb, cb,π0)
for a given combination of parameters sb, cb and π0.

The probability of having downloaded s bytes in less than t seconds is
equal to the probability of having downloaded at least s bytes at time τ = t,
and can be computed as:

Ft(t|sb, cb, s,π0) =
∫ ∞

s
π̄(τ, x, sb, cb,π0)dx

∣∣∣∣
τ=t

(3.16)

where π̄(τ, x, sb, cb,π0) = π(τ, x, sb, cb,π0)1, and 1 is a unit vector with a
number of components equal to the number of discrete states of the model.
π̄(τ, x, sb, cb,π0) represents the probability density of the fluid level regard-
less of the discrete state.

For the sake of simplicity we chose to represent both the client process
and the server process with two independent components each: the down-
load and the upload component. Dependencies among the four queueing
processes may be captured by suitably modifying the modulating discrete
part of the stochastic fluid model. In this case, the modifications may pre-
vent the possibility of describing the matrix Q by means of Kronecker sum
of the generator matrix of the single components.

Techniques used to remove the initial state dependency and the depen-
dence on the s peer bandwidth are the same presented in Sections 3.1.5 and
3.1.6.

3.2.2 Model Construction

In this section we summarize all the steps required to produce the solution
of the proposed model on a simple example. In particular we will consider
the case in which the client uses a 56 kbps modem. The procedure will
require several iterations, one for each possible server bandwidth. We will
consider in detail only the iteration for a specific bandwidth (i.e. 64 kbps).
The other bandwidths can be evaluated in a similar way.
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1. Consider a possible server bandwidth.

2. Generate a fluid model for the particular pair of values for cb and sb.
In particular the algorithm builds the four components (cu, cd, su and
sd) and defines their state spaces. Consider for example also that the
maximum number of upload is Kcu = Ksu = 2 and the maximum
number of download is Kcd = Ksd = 1. The state spaces of the four
components are:

Scu = {s0:, s1:h, s1:l, s2:hh, s2:hl, s2:ll}
Scd = {s0:}
Ssu = {s0:, s1:h, s1:l}
Ssd = {s0:, s1:h, s1:l}.

The notation for the state labels is: sn:d, where n represents the num-
ber of costumers in the queue, and d is the description of how the
costumers are distributed among the various hyper-exponential stages.
The two stages of the hyper-exponential are identified with h and l.
In this way we have that: s0: represents the state of an empty queue,
s1:h one costumer in stage h, s1:l one costumer in stage l, s2:hh two
costumers in stage h , s2:hl one costumer in stage h and one costumer
in stage l , s2:ll two costumers in stage l. Note that since there is at
least the tagged transfer, we have that the maximum length of the
queue in Scd is zero even if Kcd = 1, and that the maximum length in
Ssu is one even if Ksu = 2.

3. For the considered server bandwidth, construct matrices Qcu, Qcd,
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Qsu and Qsd. For example:

Qcu =

∣∣∣∣∣∣∣∣∣∣∣∣

−λcu(cb) λcu(cb)α1 λcu(cb)α2 0 0 0
µ1 −λcu(cb)− µ1 0 λcu(cb)α1 λcu(cb)α2 0
µ2 0 −λcu(cb)− µ2 0 λcu(cb)α1 λcu(cb)α2

0 2µ1 0 −2µ1 0 0
0 µ1 µ2 0 −µ1 − µ2 0
0 0 2µ2 0 0 −2µ2

∣∣∣∣∣∣∣∣∣∣∣∣

Qcd =
∣∣ 0

∣∣

Qsu =

∣∣∣∣∣∣

−λsu(sb) λsu(sb)α1 λsu(sb)α2

µ1 −µ1 0
µ2 0 −µ2

∣∣∣∣∣∣

Qsd =

∣∣∣∣∣∣

−λsd(sb) λsd(sb)α1 λsd(sb)α2

µ1 −µ1 0
µ2 0 −µ2

∣∣∣∣∣∣

4. Combine the previous states spaces with cartesian product to obtain
the complete state space: S = Scu × Scd × Ssu × Ssd. In the example
iteration, the resulting process will have 6 ∗ 1 ∗ 3 ∗ 3 = 54 states. In
particular they will be:

Scu = {(s0:, s0:, s0:, s0:), (s0:, s0:, s0:, s1:h), (s0:, s0:, s0:, s1:l), (s0:, s0:, s1:l, s0:), . . . ,
(s2:ll, s0:, s1:l, s1:l), (s2:hl, s0:, s1:l, s1:h), (s2:ll, s0:, s1:l, s1:l)}

5. Combine the previous matrices using the Kronecker’s sum to obtain
the infinitesimal generator of the stochastic fluid model: Q = Qcu ⊕
Qcd ⊕Qsu ⊕Qsd.

6. Compute matrix R evaluating for each state the corresponding trans-
fer rate using functions fs(ssu, ssd) and fc(scu, scd). In the example
iteration we have:

R =

∣∣∣∣∣∣∣∣∣

min(fs(s0:, s0:), fc(s0:, s0:)) 0 . . . 0
0 min(fs(s0:, s0:), fc(s0:, s1:h)) 0
...

...
. . .

...
0 0 min(fs(s2:ll, s0:), fc(s1:l, s1:l))

∣∣∣∣∣∣∣∣∣

7. Compute the initial distribution for each of the four components by
solving the following systems of equations:
{

π0
cuQcu = 0

π0
cu1cu = 1

{
π0

cdQcd = 0
π0

cd1cd = 1

{
π0

suQsu = 0
π0

su1su = 1

{
π0

sdQsd = 0
π0

sd1sd = 1
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8. Determine the initial probability of the fluid model using the Kro-
necker’s product: π0 = π0

cu ⊗ π0
cd ⊗ π0

su ⊗ π0
sd.

9. Solve the following system of partial differential equations that com-
putes the transient solution of the fluid model:





∂π(τ,x)
∂τ + ∂π(τ,x)

∂x R = πQ
π(0, x) = δ(x)π0,
π(τ, 0) = 0.

The previous system can be solved using any suitable solution, as
outlined in Section 3.1.4

10. Determine the transfer time distribution for the considered server
bandwidth, computing the following integral:

Ft(t|sb, s) =
∫ ∞

s
π(τ, x)1dx

∣∣∣∣
τ=t

11. Repeat steps 2-10 for every possible server bandwidth sb.

12. Compute the final distribution, weighting each server bandwidth spe-
cific distribution with a coefficient dependent on the popularity of the
file:

Ft(t|cb, s, n) =
∑

sb

Ft(t|sb, s)P (SB = sb|N = n).

In all the previous steps the dependency on the client bandwidth cb has been
omitted to simplify the formulas.

3.2.3 Performance Evaluation

In this section we present numerical results obtained from the transient
analysis of the stochastic fluid model we developed. We would to outline
the potentialities of the approach we adopted as well as to investigate in-
teresting issues related to the effect of incentive mechanisms on the user
cooperation. In particular, we use the model to compute the transfer time
distribution of a resource as function of the client bandwidth, the overall
load on peers taking part in the P2P application, and the interaction be-
tween the user cooperation level and the incentive mechanism of the P2P
application protocol.
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We present numerical experiments derived for two different scenarios.
These scenarios are characterized by two different user bandwidth distribu-
tions. For scenario n. 1 we assume that the user bandwidth distribution is
the one presented in Table 3.1. In this case, the user bandwidth distribution
is derived from measure-based results presented in [109]. These results were
presented in 2002 and then they can be considered a reasonable “picture”
of the last-mile connections at that time.
For scenario n. 2 we assume that the user bandwidth distribution is the one
presented in Table 3.2. This scenario aims to investigate the increasing of
number of peers with high-speed bandwidth connections that replace slower
dial-up connections.

Our model has several parameters whose values have to be assigned
to represent realistic environments. For some of them we have been able
to exploit published data to assign meaningful and realistic values. Unless
otherwise stated, all results have been obtained by using a value for λ0 equal
to 7.0 (this value is derived from the measures reported in [105]). The values
of λcu(cb), λcd(cb), λsu(sb), and λsd(sb) have been defined as a fraction of λ0

as: λcu(b) = λsu(b) = λ0 · wu(b) and λcd(b) = λsd(b) = λ0 · wd(b). Table 3.7
reports the actual values we used and that we derived from [109]. The values
of the maximum number of allowed uploads have been set as a function of
the peer bandwidth as reported in Table 3.7. For this model parameter we
could not find reported measures and decided to assign values to follow the
intuition that the higher the bandwidth the higher the number of allowed
uploads. Table 3.7 also reports the values of the two-stage hyper-exponential
service distribution that we obtained to fit the available measures [56] that
provide statistics on the distribution of session times.

From the transfer time distribution we decided to extract three perfor-
mance parameters: the average, the 50th and the 90th quantile of the distri-
bution. We chose these indexes as they provide the user with an estimation
of the probability to complete the resource transfer within user defined time
thresholds.

Extensive validation of results for our modeling technique shares the
same difficulty of previous work on analytical models for P2P networks
[47, 67]. It is a difficult task since existing measurement studies on realistic
file sharing P2P applications have not focused on characterizing the dura-
tion of the transfer phase and detailed discrete-event simulations of realistic
P2P file sharing applications would have a prohibitive programming and
computational cost. Nevertheless, we performed (not shown) simple valida-
tions by comparing model results in selected cases where theoretical results
are known or can be exactly computed. In particular, we compared model
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b Mcu(b), Msu(b) Mcd(b), Msd(b) wu(b) wd(b)
14.4 Kbps 1 1 0.4 0.21
28.8 Kbps 1 1 0.4 0.21
33.6 Kbps 1 1 0.4 0.21
56 Kbps 1 1 0.4 0.21
64 Kbps 2 1 0.53 0.72
128 Kbps 2 1 0.53 0.72
DSL 2 2 0.53 0.72
Cable 2 2 0.53 0.72
T1 3 2 0.07 0.07
T3 3 2 0.07 0.07

H2 service parameters
µ1 0.001
µ2 0.1
α1 0.6
α2 0.4

Table 3.7: Model parameters used for numerical experiments

results with the ideal case where there is no competition for the bandwidth
of the tagged peers and the tagged transfer is the only activity carried out
by the two participants. In these cases we found perfect agreement between
the model predictions and the theoretical results.

All the results presented in this section have been computed on a 1.5
GHz Pentium IV personal computer equipped with 1 GB of main memory
and running the Linux operating systems. Each solution of the stochastic
flow model requires a few minutes (usually between two and three) of CPU
time.

The client bandwidth and the resource popularity

The first set of experiments we performed is to evaluate how the client band-
width impacts on the performance indexes we defined. We considered three
possible cases for the client bandwidth (56 Kbps modem, DSL and Cable),
for increasing popularity of the considered resource, i.e., n equal to 1,50, and
200, and for two different user bandwidth distribution (“scenario n.1” and
“scenario n.2”). Table 3.8 reports the values of the average transfer time,
the 50th and the 90th quantiles, for the two scenarios, for different client
bandwidths, and different values of popularity. We considered a resource
whose size s is equal to 4 MB.
The case n = 1 considers a not-widespread resource. In this case, the client
performs a random choice when selecting a server using the probability dis-
tribution of Table 3.1 for scenario n. 1 and 3.2 for scenario n. 2.
For n = 50 and n = 200 the client selects a server according to the distri-
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scenario n. 1 scenario n. 2
Performance Index n 56 Kbps DSL Cable 56 Kbps DSL Cable

(sec) (sec) (sec) (sec) (sec) (sec)

average 1 1414.2 773.1 773.4 1160.9 258.7 258.3
50th quantile 1215.0 120.0 122.0 1119.0 92.0 92.0
90th quantile 2109.0 2108.0 2109.0 1431.0 421.0 421.0
average 50 1114.0 68.6 77.3 1113.9 68.6 77.3
50th quantile 1104.0 56.0 71.0 1104.0 56.0 71.0
90th quantile 1348.0 110.0 110.0 1348.0 110.0 110.0
average 200 1114.0 50.9 64.4 1113.9 50.9 64.3
50th quantile 1104.0 50.0 63.0 1104.0 50.0 63.0
90th quantile 1348.0 61.0 78.0 1348.0 61.0 78.0

Table 3.8: Model results for the two scenarios, for different client band-
widths, and different values of resource popularity.

bution obtained by using the recurrence Equation (3.8). Due to the server
selection policy we consider, increasing resource popularity makes the prob-
ability of selection a high bandwidth server close to 1. In turn, this makes
the client bandwidth the bottleneck for the resource transfer.
For a client with a slow connection (56 Kbps modem) the bottleneck is the
client bandwidth and hence the server selection policy is not a critical issue.
In particular we can see that the difference between the average transfer
time for n = 200 drops by 20% with respect to case n = 1 (that also corre-
sponds to a random server selection policy).
On the other hand in the case of a DSL client case n = 200 makes the aver-
age transfer time drop by ∼ 90% with respect to case n = 1. The same holds
for the CABLE connection. From these considerations we can conclude that
the effect of the resource popularity is much more evident in case of client
with high speed bandwidth. Another way of looking at these results is that
the impact of the server selection policy is stronger in the case of clients
with high speed bandwidth.
From the comparison between the two scenarios we can observe that, due
to the server selection policy we consider, the differences between the two
scenarios can be appreciated only for the not-widespread resource. Further-
more we can see that the differences between the measures obtained for the
two scenarios also depend on the client bandwidth connection. In particular,
for scenario n. 2 and n = 1 the average transfer time drops by 18% for the
56 Kbps modem client and by ∼ 65% for a DSL or a CABLE c peer.
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scenario n.1
Performance cb λ0

Index 7.0 2.0 0.5 0.125 0.0625

average 56 Kbps 1116.3 1112.6 1099.1 1055.2 1011.4
50th quantile 1105.0 1102.0 1088.0 1047.0 1007.0
90th quantile 1351.0 1374.0 1332.0 1294.0 1266.0
average DSL 96.5 96.0 94.7 91.2 87.8
50th quantile 86.0 86.0 85.0 82.0 78.0
90th quantile 112.0 111.0 109.0 105.0 102.0

scenario n.2
Performance cb λ0

Index 7.0 2.0 0.5 0.125 0.0625

average 56 Kbps 1114.2 1110.6 1097.0 1053.0 1009.1
50th quantile 1105.0 1101.0 1088.0 1046.0 1007.0
90th quantile 1348.0 1344.0 1329.0 1291.0 1263.0
average DSL 85.5 85.0 83.7 80.2 76.9
50th quantile 85.0 85.0 83.0 80.0 77.0
90th quantile 109.0 108.0 106.0 102.0 99.0

Table 3.9: Model results for the two scenarios and for different P2P network
loads.

The P2P network load

The results we presented in Table 3.8 have been obtained by using a value
for λ0 equal to 7.0 (this value is derived from the measures reported in [105]).
We studied the model as function of the load of the P2P network varying
the value of λ0. We started from a maximum number equal to λ0 = 7.0
and we considered four (lower) additional values: 2.0, 0.5, 0.125 and 0.0625.
The results reported in Table 3.9 refer to a file transfer whose size s is equal
to 4 MB and the number n of available resources is equal to 5.

Since the load of the P2P network corresponds to the number of concur-
rent peers that share the available server bandwidth during the file transfer
of the tagged client, when the P2P network load increases the time needed
for the file transfer increases. If we look at the average values of the aver-
age, we can note that, for both scenarios, when the overall load increases
from 0.0625 to 7.0 (more than 100 times higher) the increase is ∼ 10% both
for the 56 Kbps modem and for the DSL. It should also be noted that the
increase is in any case small because the model does not account for the
queuing time before starting the file transfer.

The user behavior

This analysis regards the user behavior, and in particular the concepts of
participation and incentives in P2P networks. In [8] the user traffic in
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Performance Index cb - sb Mcu(cb)
0 1 2 3

average CABLE - CABLE 196.2 178.6 163.8 196.3
50th quantile CABLE - CABLE 195.0 177.0 162.0 195.0
90th quantile CABLE - CABLE 237.0 216.0 198.0 237.0

Table 3.10: Results for different number of maximum uploads allowed by
the client.

Gnutella is analyzed leading to conclude that there is a significant amount
of free riding in the system. Free riding is the phenomenon where peers only
consume (download) and stop producing (upload). It is well known that
this peer behavior degrades the system performance considerably.

To motivate peers to be cooperative in P2P applications it could be
useful to introduce some incentive policies. The Kazaa protocol uses a par-
ticipation level that characterize each peer according to its behavior in the
P2P community. The higher the participation level the higher the priority
of the peer when it has to enqueue in a server buffer for a resource transfer.
Other examples of incentives are proposed, see for instance [132]. In our
work we assume an incentive policy in order to demonstrate that the good
behavior of the peers can improve the performance of the whole system. We
defined a policy that provides the client an extra 10% of available server
bandwidth (obviously limited to the maximum) for each allowed upload.

We assumed that this rule is valid for the tagged transfer only and we
calculated the file transfer time distribution for a CABLE client downloading
from a CABLE server a 4 MB file as a function of the maximum number of
uploads allowed by the client (Mcu).

The results reported in Table 3.10 show that as a consequence of the
incentives policy the client can improve its performance and let the number
of available resource in the whole system increase. Indeed when the client
allows 1 and 2 maximum uploads the performance improves with respect
to the case with no uploads allowed, but when it allows 3 uploads the per-
formance is very close to the ones obtained without cooperation, i.e. when
maximum number of uploads is equal to 0. We conclude that a threshold ex-
ists on the maximum number of allowed uploads above which improvements
guaranteed by the extra bandwidth reservation are offset by the increased
upload request by other peers.

These results refer to a λ0 value equal to 2.0 but we verified the same
behavior for every value of λ0 considered in the load experiments of Table
3.9.
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3.3 Conclusions

We propose two fluid models to analyze the transfer time distribution for
the download of a file in a P2P network. The fluid level is used to repre-
sent the amount of bytes downloaded by a user participating in a P2P file
sharing application. The flow rate is modulated by a set of discrete states.
In the work we presented in Section 3.1 the discrete part represents a sim-
plified description of the peers participating in the transfer. In Section 3.2
the discrete part represents a more detailed behavior, i.e. concurrent up-
load and download operations on both the client peer and the server peer
are described. A transient solution of models is performed to compute the
transfer time distribution for a file of a given size. Models are developed to
account for several aspects related to the file transfer in P2P networks. In
particular, impact of file popularity, server peer selection policy, bandwidth
characteristics, concurrent downloads and uploads, cooperation level of both
client peers and server peers are included in our model specification. Models
were used to investigate the impact of several system parameters on inter-
esting quantities that can be derived from the transfer time distribution. In
particular, we investigated the impact of client peer bandwidth, and over-
all interfering load on the server peer for different distributions of the peer
bandwidth. The analysis confirmed our intuition that increasing interfering
load yield worse user performance in terms of average and percentiles of
the completion time distribution. Furthermore, we verified that the band-
width of the client peer is the network bottleneck when the file popularity
is high and the selection policy favors peers with large bandwidth. A more
interesting investigation we performed is related to the effect of cooperation
incentives on the transfer time distribution. We assumed that a fraction of
the bandwidth of the server peer is reserved to the tagged client peer that
is cooperating and we evaluated the effect of incentives by increasing the
maximum number of concurrent uploads allowed by peers. We found that
a threshold exists on the maximum number of allowed uploads above which
improvements guaranteed by the extra bandwidth reservation are offset by
the increased uploads request by other peers. The model presented in 3.1
were extended to include parallel downloads, the behavior of server peers
that queue uploads before serving requests and peer availability issues to
consider users that alternate between connection and disconnection to the
P2P network.
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Chapter 4

Performance Evaluation of
Sensor Networks

4.1 Introduction

In recent years evolution of wireless communication and electronic technol-
ogy have advantaged the use and the diffusion of sensors. These small,
low cost, low power, and multi-function devices are able to communicate
in untethered distances. Sensor networks exploit the activities of sensing,
processing and communicating that these objects perform. These networks
are typically composed by great numbers of sensors that can be randomly
located in wide area also if hardly accessible by humans. Sensors gather
and disseminate local data using multihop communications, i.e., using other
nodes as relays. A typical network configuration includes a large collection
of sensors operating in an unattended mode, which need to send their data
to a node collecting the network information, the so-called sink node. As a
consequence, sensor networks must be able to self organize and hence the
definition of protocols should take into account computation and commu-
nication issues such as cooperation and fault tolerance capabilities. Sensor
networks have various applications: military, home, nature, health, traffic
control. Here are listed some of them:

• habitat monitoring,

• chemical and biological sensors,

• fire and earthquake emergencies,

• vehicle tracking for traffic control,
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• surveillance of city districts,

• defense-related networks,

• alerts to terrorist threats.

Traditional techniques for wireless and ad-hoc networking are not suit-
able for sensor networks. There is the necessity of replanning protocols and
algorithms according to new challenges that these systems have introduced.
Main differences in respect to the traditional ad-hoc networks are:

• Number of nodes that compose a sensor network is usually much bigger
than the ad-hoc network one.

• Sensor nodes experience failures.

• Sensor network topology changes more frequently.

• Sensor networks use broadcast communication whereas ad-hoc net-
works tend to rely on point-to-point communication.

• Sensor nodes have limited resources (power, memory, computational).

The design of these networks has to take into account several aspects that
can affect the performance. E.g. the system has to be resistent to node fail-
ures (fault tolerance): when a node experiences a failure due to hardware
damages or lack of power, the whole system must be able to continue effi-
ciently. Furthermore management schemas have to face problems caused by
the great number of nodes that characterize networks. Nodes must consume
very low power, must be able to adapt to different environments, must be
autonomous and must have low production costs.
Different open problems regard all levels of the structure that compose sen-
sor networks, from the physical one to the application one. In the physi-
cal layer most problems are related to energy consumption and frequency
modulation issues whereas problems in data the link layer are related to
error coding control, power-saving operations, and Medium Access Control
schemas. Routing algorithms are the main issues related with the network
layer. Design of protocols able to support the particular nature of sensors is
the bigger open issue in the transport layer. The application layer seems to
be the more unexplored layer despite some protocols for sensor management
proposed.

Traditionally, network designers have employed either computer simu-
lations or analytical frameworks to predict and analyze system behaviors.
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Modeling large sensor networks, however, raises several challenges due to
scalability problems and high computational costs. With regard to simula-
tions, several software tools have been extended or developed on purpose to
deal with large wireless networks, see [133, 114, 78] just to name a few. As
for analytical modeling, to the best of our knowledge, the only work dealing
with large sensor networks is presented in [34], which employs percolation
techniques. With respect to previous works, we provide three fundamental
contributions:

(i) thanks to our fluid approach, some very large network scenarios can
be studied while maintaining the model complexity extremely low;

(ii) the behavior of the network can be studied as a function of the bi-
dimensional spatial distribution of nodes, possibly under non homoge-
neous node deployment;

(iii) the model provides a very flexible and powerful tool, which can account
for various routing strategies, sensor behaviors, and network control
schemes, such as congestion control mechanisms.

Section 4.2 lists some analytical models proposed in literature. Sections 4.3
and 4.4 illustrate our contribute in modeling sensor networks.

4.2 Analytical Models for Sensor Networks

Several works have appeared in the literature proposing algorithms and pro-
tocols for wireless sensor networks; only few works however present an ana-
lytical approach to the study of such complex systems. Theoretical studies
of strategies for data dissemination and data collection are presented in
[39, 74]. A discrete mathematical model for analyzing possible solutions to
the data collection problem is developed in [39], i.e. how to route the data
contained in each node to the sink as efficiently as possible. This work relies
on the assumption that sensors have two main phases of operation. During
the first one they collect measured data, and during the second one data are
transmitted to the sink. The network is described by a graph model where
the root represents the sink node. This study considers three kinds of net-
works: line, multiline and tree networks. The model, that is not validated,
is simple and permits to easily conduct the evaluation of the time necessary
to transmit all the packets present on each node. Results do not seem rele-
vant from a quantitative point of view but provide insights to the efficiency
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of routing strategies. The work presented in [74] is focused on the com-
parison between traditional routing protocols, based on the address-centric
(AC) approach, and new proposed protocols based on the data-centric (DC)
approach. The idea of the new approach is to combine data coming from
different sources, with the aim of eliminating redundancy and minimizing
the energy consumption. In AC protocols each source independently sends
data along the shortest path to sink based on the route that the queries took
(end-to-end routing). In DC the source sends data to the sink, but routing
nodes look at the content of the data and perform a form of aggregation
procedure on the data originating at multiple sources. As in the study
previously presented the network is described by a graph model. Energy
saving, delay, and robustness are the performance indexes of this analysis.
The robustness in intended as the capacity of the system to face dynamics of
the monitored phenomenon, that often correspond to the addiction of nodes
in the network. Experiments show that some DC protocol provide energy
saving in topologies where a lot of sources are many hops from the sink.
Anyhow this gain requires a tradeoff with the delay since the data aggrega-
tion increases the amount of time necessary to reach the sink. Furthermore
the data aggregation allows to add a greater number of nodes providing
more robustness to dynamics of the monitored phenomena. This is due to
the fact that adding nodes in DC requires a minor energy cost than in AC.

In [134, 86], forwarding techniques based on geographical location of the
sensors are considered, and an analytical evaluation is presented. In particu-
lar, in [134] the energy-latency tradeoff is used again as performance metrics
for evaluating a new proposed MAC schema: Geographic Random Forward-
ing (GeRaF). This schema relies on the assumption that sensor nodes have a
means to determine their location, and that the positions of the final desti-
nation and of the transmitting node are explicitly included in each message.
This work provides a detailed description of the collision avoidance mecha-
nism and evaluate it by an analytical model. Results show that there is an
area where the tradeoff energy-latency is good but exists a threshold beyond
which performance are poor. The analysis is conducted versus the time sleep
activity and it emerges that latencies associated with too long sleep intervals
are not acceptable. In [86] the geographic based routing is analyzed as a
tradeoff between the energy efficiency and the topology knowledge range at
each node. The analysis is based on an analytical framework that is also
used for evaluating a new proposed forwarding schema. A graph model de-
scribes the network and due to complexity constraints it is able to represent
at most 100 nodes scenario.

In [122], the deployment of dense sensor networks is studied by exploiting
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electrostatic theory. This interesting work exhibits the existing analogy
between sensor networks and electrostatic fields. The relationship is used
for calculating the optimal distribution of sources and sinks that minimizes
the number of nodes needed to support the traffic. It arises that the data flow
function that minimizes the number of nodes is the same as the electrostatic
field created by a charge density function equal to the information density
function.

Coverage and connectivity issues are addressed in [113, 80, 33]; The
work in [113] considers sensor grids, where sensors are unreliable and fail
with a certain probability leading to random grid networks. It emerges that
when the number of nodes is enough large, each node can be highly reliable,
furthermore the greater the number of nodes and less power is required to
maintain connectivity and coverage. These performance are paid in term
of diameter of the network increase. The model can account for 100x100
nodes grid. The work in [80] investigates coverage and object detectability
for large-scale sensor networks; performance indexes are:

• Area coverage: the fraction of the geographical area covered by one or
more sensors. The area coverage is a very direct measure of how well
a sensor network covers a region.

• Node coverage fraction: the fraction of sensors that can be removed
without reducing the coverage area. The node coverage measure rep-
resents the redundancy level of sensor deployment and has a direct
effect on the performance of energy-efficient protocols that turn off
redundant sensors while preserving area coverage.

• Detectability: the probability that a sensor network can detect an
object moving from any point to another point in the network. This
is a measure of the intrusion detection capability of a sensor network.
Obviously, detectability depends on the deployment of the sensors and
the locations of the two end points. Here we study the detectability in
an expected sense, i.e., the expected value of all different realizations
of the network. Therefore, the detectability of a sensor network is only
a function of the density of sensors and the distance between the two
end points.

Results of the node coverage suggest that if sensors are not deployed at a
very high density, the fraction of redundant nodes that can be turned off
without reducing covered area is small. The work in [33] uses percolation
theory to study the impact of interference on the connectivity of large-scale
ad hoc networks.
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The most related works to ours are in [25, 34]. The study in [25] explores
the performance of a sensor network whose nodes may enter a sleep mode.
The network is modeled by using standard Markovian techniques; although,
the model accounts for traffic routing and channel contention, its complexity
does not allow to represent very large networks. The work in [34] deals with a
similar network scenario, but it assumes that only a few sensors are active at
a time so that the network can be disconnected. The authors derive bounds
on data latency by using percolation theory and making some simplifying
assumptions (namely, the node broadcast any data they sense or receive to
all their neighbors and interference is neglected).

To the best of our knowledge, our frameworks are among few analyti-
cal models developed for large-scale sensor networks, which can accurately
capture the main aspects of these systems.

4.3 A Fluid-based Framework to Analyze Large-
Scale Wireless Sensor Networks

In [53] we present a novel analytical model for wireless sensor networks,
based on a fluid approach. We name our approach as spatial, fluid-based
approach, because we represents sensor nodes as a fluid entity. Sensor lo-
cation is smoothed out in continuous space by introducing the concept of
local sensor density, i.e., the number of sensors per area unit at a given
point. We focus on a network whose nodes are static and need to send the
result of their sensing activity to a sink node. Sensors may send packets to
the sink in a multihop fashion. Although we introduce some simplifying as-
sumptions that are necessary to maintain the problem tractable, our model
accounts for i) node energy consumption; ii) node contention over the radio
channel; iii) traffic routing. With respect to previous work, we provide three
fundamental contributions:

(i) thanks to our fluid approach, some very large network scenarios can
be studied while maintaining the model complexity extremely low;

(ii) the behavior of the network can be studied as a function of the bi-
dimensional spatial distribution of nodes, possibly under non homoge-
neous node deployment;

(iii) the model provides a very flexible and powerful tool, which can account
for various routing strategies, sensor behaviors, and network control
schemes, such as congestion control mechanisms.

94



The model we developed allow to study very large sensor networks with
particular characteristics. Section 4.3.1 presents the network scenario that
we consider and introduces assumptions that are the basis to develop our
analytical model. Some of these assumptions (such as the number of sinks,
the sensor area shape, sink position) can be relaxed in order to obtain a
more flexible tool. The general modeling framework, described in Section
4.3.2, is specialized in Section 4.3.3 to the peculiarities of the system under
study. In Section 4.3.4 we validate the model through simulations and we
evaluate the system performance as we vary several parameters.

4.3.1 Network Scenario and Assumptions

Consider a network composed of N sensor nodes randomly placed over an
area in the plane, according to an independent and identical distribution,
and their positions do not change over time. The sink node collecting all
information gathered by the sensors can be placed at an arbitrary position
within the network area.

Our assumptions on sensor nodes are as follows.

(i) All nodes have a common, maximum radio range equal to d. Thus, any
pair of nodes, say (i, j), can communicate if they are within distance
d from each other, i.e., dist(i, j) ≤ d. Upon establishment of a link
between i and j, i properly sets its transmission power so that its
transmission can be successfully received by j (no on-line power control
is available, though1).

(ii) For the sake of simplicity, the node interference radius is set to d, i.e.,
the signal transmitted by the generic node i will possibly ‘disturb’ all
nodes within distance d from i. Also, we assume that all nodes have
a common sensing range that is equal to their maximum radio range.

(iii) The communication channel is assumed to be error-free, although a
channel error process could be easily included in the model.

(iv) The network topologies that we consider are always connected, i.e.,
there exists at least one path connecting each sensor to the sink. This
assumption could be easily removed to investigate connectivity prop-
erties of the network, however we do not address this issue in this
work.

1This is a fair assumption since typically sensor nodes are simple, low-cost devices
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(v) Each sensor generates data packets of constant size, which can be
stored in a buffer while waiting to be transmitted. The buffer of each
sensor is modeled as a FIFO queue. Also, by considering that the
buffer is properly dimensioned so that the loss probability due to buffer
overflow is negligible, we can assume infinite buffer capacity.

(vi) A sensor consumes a power equal to Pi while being idle; the energy
expenditure due to a one-hop communication is modeled as follows.
Given the transmitter-receiver pair (i, j), the energy consumed by i
to transmit a packet to j is equal to E(tx)(i, j); the energy consumed
by j to receive a packet is equal to E(rx). Note that a sensor cannot
simultaneously transmit and receive, and the energy expenditures in
transmit/receive mode are additional w.r.t. the energy spent by a
sensor while being idle.

(vii) To deliver their data, sensors may use multihop communications. We
assume that each sensor independently sends data along the minimum-
energy shortest path to the sink. To compute the shortest path, we
apply the standard Dijkstra algorithm, assigning an energy cost ε to
each link connecting two nodes that are within distance d from each
other. The cost ε(i, j) represents the total energy required to transfer
a packet from node i to node j (one-hop energy cost), and is expressed
by the sum of the cost at the transmitter and the cost at the receiver,
ε(i, j) = E(tx)(i, j) + E(rx).

(viii) We represent channel contention by modeling a successful transmission
over one hop similarly to the Protocol Model defined in [57]. Assume
that node i wants to transmit to j (with dist(i, j) ≤ d); i’s transmission
to j will be successful if no transmission from any sensor interfering
with j is taking place at the same time. Thus, a transmission from
node i to node j is successful if, for every other node k, simultaneously
transmitting, we have

dist(k, j) > (1 + ∆)d. The quantity ∆ > 0 accounts for situations
where a guard zone is specified by the protocol to prevent a nearby
node from accessing the channel while being busy [57]. Note that, ac-
cording to this model, whenever the generic node i seizes the channel
and no other sensor is transmitting within the radio range of i’s in-
tended receiver, the packet transmission is successful with probability
1, i.e., it is not affected by interference at the physical layer, as is when
CSMA-based access protocols are used. Upon a transmission failure,
a node will attempt at retransmitting its packet until it is successfully
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delivered to the receiver; while waiting to be successfully transmitted,
packets are buffered at the sender. Since buffers are assumed to be
of infinite capacity, packets are never lost while traveling through the
network.

4.3.2 The Model

In this section we present the general system model, and we introduce our
notation. The general model will be then specialized in Section 4.3.3 to
represent the system behavior described in Section 4.3.1.

Sensor Density and Traffic Generation

Fluid modeling and simulation have proved to be efficient tools for the anal-
ysis of complex systems where scalability properties are the key issue. We
use a fluid approach for modeling sensor networks, which is based on the
observation that large-scale sensor networks can be represented by a con-
tinuous fluid entity distributed on the network area. We identify each point
in the plane by means of its coordinates r = (x, y). We denote by ρ(r) the
sensor density, which is the number of sensors per area unit at point r, and
can be measured in sensors per square meter. We have that:

∫∫
ρ(r)dr = N .

In the case of a disk of unit radius, if we assume that sensors are uniformly
distributed and the sink is located at the center of the network area, i.e.,
Sink = (0, 0), we simply have:

ρ(r) =

{
0 if dist(r, Sink) > 1
N

π
if dist(r, Sink) ≤ 1

(4.1)

where dist(r, r′) denotes the distance between r and r′.
A sensor in position r generates traffic at rate λs(r). By aggregating all

traffic generated by sensors over an infinitesimal area centered at point r, we
can define a generation rate density λ(r) which depends on the position r.
This quantity is proportional to both the individual sensor generation rate
and the sensor density, λ(r) = λs(r)ρ(r), and can be measured in packet
per second per square meter.

The Routing Algorithm

We determine the next hop used by a sensor to send a packet to the sink in
a probabilistic way. This accounts for the fact that we know only the node
density, not the exact location of the sensors. More specifically, we define
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as u(r, r′) the probability that a packet generated by a sensor in position
r uses as its next hop a sensor in position r′. Notice that u(r, r′) must
be a valid probability density, thus

∫∫
u(r, r′)dr′ = 1, ∀r. In Section 4.3.3

we will specify u(r, r′) to account for the minimum-energy shortest path
algorithm described in Section 4.3.1.

Total Traffic Rate

Each sensor can be both a traffic source and a relay for other sensors. We
introduce the total traffic rate density Λ(r) as the sum of the traffic locally
generated by the sensors at point r, and the traffic relayed for other nodes.
The total traffic rate density Λ(r) can be computed by solving the following
integral equation:

Λ(r) = λ(r) +
∫∫

Λ(r′)u(r′, r)dr′ (4.2)

where λ(r) accounts for the traffic locally generated, and the integral com-
putes the rate density of the relayed traffic using u(r, r′) introduced above.

Success Rate and Power Consumption

Besides the total traffic rate of sensors at point r, two other important
metrics have to be defined: the success rate density and the instantaneous
power consumption.

Let us denote with B the available channel rate, expressed in packet/s.
We define the success rate density S(r) as the number of packets that can be
successfully transmitted at point r per time unit. This accounts for the fact
that the wireless channel is a shared resource, and the fraction of bandwidth
enjoyed by a sensor depends on the transmission activity of the other nodes.
In particular, we define the interference factor Î(r, r′) as the fraction of
traffic rate at point r′ that prevents a successful transmission at point r.

Then, the success rate density at r can be computed as,

S(r) = B −
∫∫

Λ(r′)Î(r, r′)dr′. (4.3)

In Section 4.3.3 we will see how the interference factor can be computed
based on the simplifying description of the channel access reported in Section
4.3.1.

The instantaneous power consumption P (r) represents the amount of
energy consumed per time unit by sensors located at point r. We denote by
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E(tx)(r, r′) the energy consumed to transmit a packet from point r to point
r′, by E(rx) the constant energy to receive a packet, and by Pi(r) the power
consumed by a sensor in r while being idle. We can write:

P (r) =
∫∫

Λ(r)E(tx)(r, r′)u(r, r′)dr′

+
∫∫

Λ(r′′)E(rx)u(r′′, r)dr′′ + Pi(r) (4.4)

The first term in the r.h.s. of (4.4) accounts for the power consumption
due to packets transmission, the second term takes into account the power
consumption due to packets reception, and the last term accounts for the
power consumption in the idle state.

Mean Waiting Time and Mean Number of Hops

Using expressions similar to (4.2), we can compute the mean waiting time
w(r) and the mean number of hops h(r) required by a packet originated at
point r to reach the sink.

By defining q(r) as the average service time (average queueing delay plus
transmission time) experienced by a packet at point r, we have

w(r) = q(r) +
∫∫

w(r′)u(r, r′)dr′ (4.5)

h(r) = 1 +
∫∫

h(r′)u(r, r′)dr′ (4.6)

Equations (4.24) and (4.6) state that the mean waiting time (mean number
of hops) at point r can be expressed as the sum of the local service time (one
hop) and the mean waiting time (mean number of hops) associated with the
next hop. The initial conditions are as follows: w(0, 0) = 0 and h(0, 0) = 0,
i.e., in the case of the sink, no queue or next hop are defined. In Section
4.3.3 we will present an approximate computation of q(r) as a function of
the success rate and of the total traffic rate at point r.

We have summarized the notation introduced to describe the sensor net-
work model in Table 4.1, while Table 4.2 reports all variables derived by the
solution process.

4.3.3 Model for the Considered Network Scenario

In this section we explain how the various functions introduced in Section
4.3.2 can be specialized to describe the network scenario presented in Section
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Table 4.1: Model Parameters

Parameter Description
ρ(r) Sensor density at r
λ(r) Traffic generation rate at r
u(r, r′) Probability of sending a packet from r to r′

Î(r, r′) Fraction of traffic generated at r′ that interferes with r
q(r) Expected packet delay at r

E(tx)(r, r′) Energy spent to transmit a packet from r to r′

E(rx) Energy spent to receive a packet
Pi(r) Idle state power consumption at r

Table 4.2: Computed functions

Parameter Meaning Eq.
Λ(r) Total traffic generation rate at r (4.2)
S(r) Transmission success rate at r (4.3)
P (r) Instantaneous power consumption at r (4.4)
w(r) Mean waiting time at r (4.24)
h(r) Mean number of hops at r (4.6)

4.3.1. In particular, we model the minimum-energy routing scheme; we show
how the interference factor can be computed based on the Protocol Model
illustrated in Section 4.3.1; then we present an approximate computation of
the average service rate experienced by a packet at point r as a function of
the success rate and of the total traffic rate at r.

The Minimum-Energy Routing Scheme

Consider the routing scheme defined in Section 4.3.1, which selects for each
sensor the shortest path minimizing the total amount of energy necessary
to deliver a packet to the sink. As a first step, we define the one-hop energy
cost ε(r, r′) required to deliver a packet from a source in r to a destination
in r′

ε(r, r′)=E(tx)(r, r′) + E(rx)

=2
(
E(ele) + E(proc)

)
+ Cd · dist(r, r′)η (4.7)

where E(ele) and E(proc) account for the consumption due to the transceiver
electronics and to processing functions, respectively – these costs are present
for both the transmitter and the receiver; Cd · dist(r, r′)η is the amplifier
cost at the transmitter including the constant factor Cd, the sender-receiver
distance dist(r, r′), and the exponential decay factor η that typically takes
values between 2 and 4.
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Next, we specialize the routing probability density u(r, r′), defined in
Section 4.3.2. We denote by εm(r, r′) the energy required to send a packet
from point r to the sink, using a sensor in position r′ as next hop (multihop
energy cost). By using a recursive expression, we can write

εm(r, r′) =





min (ε(r, Sink), ε(r, r′) + εm(r′, r′′))
if dist(r, Sink) ≤ d

ε(r, r′) + εm(r′, r′′)
otherwise

(4.8)

where r′′ is the point that minimizes the energy required to send a packet
from r′ to the sink. Note that, if point r is within distance d from the sink,
either a one-hop or a multihop communication may take place, depending
on their energy cost.

When a multihop communication is required, we should determine ex-
actly r′′, which turns out to be exceedingly complicated. Thus, we approxi-
mate εm(r′, r′′) with εmin(r′), which is the minimum possible energy needed
to send a packet from r′ to the sink. As described in the next paragraph,
εmin(r′) can be computed as,

εmin(r′)=2n
(
E(ele) + E(proc)

)
+ Cd

dist(r′, Sink)η

nη−1

with n = max
(

n∗,
⌈

dist(r′, Sink)
d

⌉)
(4.9)

where n∗ is the integer number of hops such that 2n∗
(
E(ele) + E(proc)

)
+

Cd
dist(r′, Sink)η

(n∗)η−1
is minimum.

Given the sensor density ρ(r), we compute the probability density ps(r)
of finding a sensor at point r as,

ps(r) =
ρ(r)∫∫
ρ(r′)dr′

(4.10)

i.e., the probability to find a sensor in position r is directly proportional to
the sensor density, and it is normalized so that its integral over the entire
area sums to 1. Then we compute the probability pE(r, e) that the energy
required to send a packet from point r to the sink is equal to e, and the
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corresponding cumulative distribution FE(r, e):

pE(r, e) =
∮

r’:εm(r,r’)=e
ps(r′)dr′ (4.11)

FE(r, e) =
∫ e

0
pE(r, e′)de′ (4.12)

Equation (4.29) states that the probability of having a minimum energy
path requiring expenditure e corresponds to the sum of the probabilities of
finding a sensor at all points through which a packet can be transferred to
the sink with energy cost e. Since there may be many points r′ around
r that, if used as relays, would imply an energy consumption e to send a
packet to the sink, pE(r, e) is expressed as an integral over an iso-energy
line.

Now, consider a source node in position r and the fact that there are
N − 1 sensors that could be used as relays by the source (i.e., all sensors
except the source itself). The energy required to send a packet to the sink
using one of them as next hop is distributed according to (4.29). Thus, the
probability density PmE(r, e) that the minimum energy required to send a
packet to the sink is equal to e can be computed as,

FmE(r, e) = 1− [1− FE(r, e)]N−1 (4.13)

PmE(r, e) =
dFmE(r, e)

de
(4.14)

Then we define ps;r(r′|e) as the probability of finding a sensor in position
r′ that can be used as next hop by a sensor in r to send a packet to the
sink with energy expenditure e, conditioned to the value of the minimum
required energy. ps;r(r′|e) is given by,

ps;r(r′|e) =





ps(r′)
pE(r, e)

if εm(r, r′) = e

0 otherwise
(4.15)

i.e., ps;r(r′|e) is equal to 0 if the energy required to send a packet from
position r to the sink, using as next hop a relay in position r′, is different
from e; otherwise it is equal to the probability of finding a sensor in r′,
normalized by the total probability of finding a sensor that requires energy
e.

Finally, using (4.33) and (4.34), the routing function u(r, r′) is given by,

u(r, r′) = ps;r(r′|e)PmE(r, e) (4.16)
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Computation of the Minimum-Energy Path (Eq.(4.9))

Here we prove that the minimum possible energy required to send a packet
to the sink from a point r is given by (4.9). We carry on the proof into three
steps: first we prove that all sensors on the route must be aligned; next we
prove that the distance between two consecutive sensors must be the same;
finally we show how to determine the minimum number of hops required to
reach the sink.

As a first step, assume that the minimum number of hops required
to reach the sink from point r is known and equal to h. Let ξ(r) =
(r0, r1, . . . , rk, . . . rh) (with r0 = r and rh = Sink) be a sequence of points,
such that dist(rj , rj+1) ≤ d, 0 ≤ j < h. The energy required to send a
packet from r to the sink using as relays sensors located at the points of
ξ(r) is given by,

E(ξ(r))=
h−1∑

j=0

[2(E(ele) + E(proc)) + Cd · dist(rj , rj+1)η]

= 2h(E(ele) + E(proc)) + Cd

h−1∑

j=0

dist(rj , rj+1)η

We can prove that on the minimum energy path all points in ξ(r)
stay on the line connecting r to the sink. Suppose for simplicity that
all points are aligned except point rk. Let us call r′

k the projection of
point rk on the line. Notice that r′

k is aligned with the other points.
Let us call ξ′(r) = (r0, . . . , r

′
k, . . . , rh). By construction, we have that:

dist(rk−1, r
′
k)η ≤ dist(rk−1, rk)η and dist(r′

k, rk+1)η ≤ dist(rk, rk+1)η.
Then, we can show that E(ξ′(r)) ≤ E(ξ(r)),

E(ξ′(r)) = 2h
(
E(ele) + E(proc)

)
+

+ Cd




h−1∑

j=0,j 6=k−1,k

dist(rj , rj+1)η + dist(rk−1, r
′
k)η + dist(r′

k, rk+1)η




≤ 2h
(
E(ele) + E(proc)

)
+

+ Cd




h−1∑

j=0,j 6=k−1,k

dist(rj , rj+1)η + dist(rk−1, rk)η + dist(rk, rk+1)η




= E(ξ(r))
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Now we can assume that all points of the route are aligned and prove
that the distance between two consecutive points is constant and equal to
α = dist(r0,rh)

h . Consider a generic sequence ξ(r) of h points aligned on the
same segment. We indicate the distance between two consecutive points as:
dist(rj , rj+1) = αj , with 0 ≤ j ≤ h − 2, and the one between the last two
points as: dist(rh−1, rh) = dist(r0, rh)−∑h−2

j=0 αj . Then, we have

E(ξ(r)) = 2h(Eele + Eproc) + Cd




h−2∑

j=0

αη
j +


dist(r0, rn)−

h−2∑

j=0

αj




η


The partial derivatives of E(ξ(r)) along αj , 0 ≤ j ≤ h− 2, are as follows,

∂E(ξ(r))
∂αj

= Cd


ηαη−1

j − η


dist(r0, rh)−

h−2∑

j=0

αj




η−1


It can be easily seen that all partial derivatives are equal to 0 if the dis-
tance between any two consecutive nodes αj is constant and equal to α =
dist(r0,rh)

h .
So far we have proven that along the minimum energy path, all points

are aligned and equidistant. If the number of points is equal to h, then we
have

Emin(r, h)=2h
(
E(ele) + E(proc)

)
+ Cd

dist(r,Sink)η

hη−1
(4.17)

Now we have to determine a valid value for h that minimizes the energy
cost of the path. If we consider (4.17) to be continuous on h, we can
compute its derivative and obtain the minimum of the function for h =

dist(r0, rh) η

√
Cd

2(E(ele)+E(proc)) . Since h must be an integer, we define h∗ to

be the nearest integer to h that minimizes the energy. However, we must also
satisfy the constraint that α = dist(r,Sink)

h ≤ d, that is h ≥
⌈

dist(r,Sink)
d

⌉
.

A Simple Channel Access Model

The Protocol Model introduced in Section 4.3.1 provides the necessary con-
dition for a packet to be successfully transmitted to another node within
distance d from the sender.

Using our fluid representation, we say that the transmission from a sensor
in position r′ interferes with a transmission from a sensor in r, destined to
another node in position r′′, if and only if r′′ is within distance d from r′
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(i.e., dist(r′, r′′) ≤ d). Thus, the interference factor Î(r, r′) introduced in
Section 4.3.2 is given by,

Î(r, r′) =
∫∫

r”:dist(r’,r”)≤d
u(r, r′′)dr′′ (4.18)

The Total Service Time

The total service time introduced in Section 4.3.2 can be approximated by
using a simple birth/death model.
Let us define: α = Λ(r)

B·ρ(r) and β = 1
B

(
B − S(r)− Λ(r)

ρ(r)

)
. The variable α

represents the probability of having a packet to transmit at a node in posi-
tion r, because it has been either locally generated or received from another
sensor. The variable β represents the probability of not being able to suc-
cessfully transmit a packet, due to other nodes transmitting within distance
d from the intended receiver. Note that, since the expression of the success
rate density also includes the traffic locally generated at point r (see (4.3)),
this has to be subtracted.

We approximate the number of packets stored in the buffer of a sensor
in position r by a birth/death process: the birth rate is equal to b = αβ,
and the death rate is equal to u = (1 − α)(1 − β). Indeed, the number of
queued packets grows if a new packet is either generated or received (α), but
cannot be successfully sent over the wireless channel (β); it is decremented
by one if no packet is generated or received (1−α), and the transmission is
successful (1 − β) so that a packet can be forwarded. Note that this is an
approximation, as in reality the number of packets may increase by two units
in a single step if both a new packet is generated and a packet is received
from another sensor; however our approximation works well for most of the
cases. Using this approach we can easily compute the mean queue length
as,

n̄(r) =
b

u− b
=

αβ

1− α− β
=

1
B

Λ(r)
ρ(r)

(
B − S(r)− Λ(r)

ρ(r)

)

S(r)
(4.19)

Finally, applying Little’s formula, the expected queueing delay q(r) is given
by,

q(r) =
1
B

+
n̄(r)
Λ(r)
ρ(r)

=
1
B


1 +

B − S(r)− Λ(r)
ρ(r)

S(r)


 (4.20)
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4.3.4 Performance Evaluation

Here, we first validate our model via simulation in the case where N = 500
and sensors are uniformly distributed over a disk of unit radius, with the
sink being located at the center of the disk. Then, we increase the network
size by setting N to 1000, and derive several performance metrics of interest.

Model Validation

The results derived from the fluid model are compared against detailed simu-
lations of the same system. We have used an ad-hoc, discrete-time simulator,
based on the same assumptions as described in Section 4.3.1 and where time
is discretized into time slots of unit duration.

At the beginning of the simulation we generate a random (connected)
topology, and we apply Dijkstra algorithm to compute once and for all the
shortest path route available to each node according to the energy cost
defined in Section 4.3.1. To simulate the ideal MAC protocol described in
Section 4.3.3, we have adopted the following technique. At the beginning
of each time slot, all sensors can potentially transmit or receive a packet
during the slot. To solve the contention on the channel, we extract a random
permutation of the indexes 1, 2, . . . , N associated to the sensor nodes. Then,
we inspect each sensor in the order resulting from the permutation. If the
sensor is able to transmit a packet to its next hop, it is allowed to do so.
Furthermore, all nodes within distance d from the transmitting sensor are
no longer allowed to receive until the beginning of the next slot. Similarly,
all nodes within distance d from the receiving next hop are not allowed to
transmit during the current slot. This way, we randomly and fairly choose
the transmissions that take place in the network during each time slot.

Since the simulation results are obtained for a particular instance of
sensors deployment, the correct validation methodology requires averaging
the simulation predictions over a large number of deployment realizations.
We chose to run 100 simulation experiments for each set of system param-
eters, and to average the outcome of each experiment. Each simulation
experiment discards an initial transient period that we set equal to 5, 000
time slots. The length of each run is equal to 50, 000 time slots. Further-
more, while our model allows for the computation of the spatial distribution
of performance metrics, to ease the interpretation of results as well as the
comparison against simulation outcomes, we averaged the performance met-
rics over the space points at the same distance from the sink. Doing so we
obtained 2D graphs of the performance metrics as functions of the distance
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Figure 4.1: Average total traffic rate per sensor, Λ, versus the node distance
from the sink, for different values of Lg. Analytical and simulation results
are compared

from the sink.
We set the system parameters as follows: d = 0.2, N = 500, B = 1,

Cd=0.057 mJ, E(ele)=E(proc)=0.24 mJ, and Pi = 18 mW. Let us denote by
Lg the integral over the network area of the traffic generation rates λs(r)
of sensors. To validate our model under a wide range of system loads, we
consider three values of Lg: 0.1, 0.5, and 0.8. 2 We assume that the traffic
generation rate is uniform across the network, thus λs(r) = Lg/N , ∀r.

First of all, we investigate the total traffic rate per sensor, Λ(r), which
accounts for both the packets generated by the node and the relay traffic.
Figure 4.8 reports the behavior of Λ(r) versus the node distance from the
sink. We observe that the traffic rate (and, hence, energy consumption) is
not evenly distributed across the network; indeed, nodes closer to the sink
have to relay a larger amount of traffic than peripheral sensors. This is the

2Note that, since the maximum theoretical value of network capacity cannot exceed 1
(the sink cannot receive more than one packet per time slot), the total network load Lg

is limited to the interval (0, 1]
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Figure 4.2: Success rate per sensor as a function of the node distance from
the sink, for different values of Lg. Analytical and simulation results are
compared

well known problem of data implosion at the sink [76] that affects multipoint-
to-point communications and results into unfairness among network nodes.
We also observe that traffic rate per sensor diminishes significantly at dis-
tances close to multiples of the maximum radio range d. This is due to
the routing strategy adopted, which selects the path minimizing the overall
energy cost to send a packet to the sink. Notice that, with our choice of
values for Cd, E(ele) and E(proc), it turns out that the fixed cost required to
transmit a packet over one hop is much larger than the variable cost due
to the amplifier, even if sending at the maximum possible distance d. As a
consequence, routes are primarily selected on the basis of the minimum hop
count. Among all routes having the minimum number of hops, the one min-
imizing the variable cost due to the amplifier is preferred. Finally, looking
at Figure 4.8, we observe that the model is able to accurately predict also
the particular shape of the curves obtained for different values of Lg.

The success rate per sensor, S(r), is plotted in Figure 4.2 as a function of
the node distance from the sink. The success rate grows as the distance from
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Figure 4.3: Average data latency vs. the node distance from the sink, for
different values of Lg. Analytical and simulation results are compared

the sink increases; indeed, sensors in the radio range of the sink are those
experiencing the highest interference factor, which approaches the value of
Lg. The model is again very accurate in predicting the system performance
at all considered loads.

Figure 4.3 shows the data latency versus the source distance from the
sink. Data latency is the delay elapsed from the time at which a packet is
generated by some network node to the time at which the packet is delivered
to the sink. We observe that the latency increases with the distance from the
sink as well as with the value of Lg, as expected. The data latency is very
well approximated by our birth-death process whose parameters are derived
from the traffic rate and success rate density. The matching is excellent for
all considered values of Lg.

We have validated our model also for larger values of N (up to the limit
of the simulator) and for different values of d (ranging from 0.1 to 0.4).
The matching between the simulation results and the model predictions is
excellent for all of the combinations of system parameters.
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Model Exploitation

In this section, we present an example of how our model can be used to in-
vestigate different strategies in sensor network design and planning. Many
other issues relevant to sensor networks could be studied, and different ar-
chitectural solutions and parameter settings could be explored.

In the previous section, we observed the effect of data implosion at the
sink, and the consequent unfairness among sensors. Such an unfairness may
lead to an uneven battery discharge across the network and to a severe
penalty in the network capacity, resulting in degraded performance also at
low loads (few congested nodes can introduce high queueing delays adversely
impacting the average data transfer latency).

Several solutions to this problem are possible; here we explore the possi-
bility to act on the network deployment so as to mitigate the data implosion
phenomenon. We consider that sensors can be deployed over the network
area in four different ways, labeled, respectively, as ‘Homogeneous’, ‘C2’,
‘C3’, and ‘C4’. The case ‘Homogeneous’ corresponds to a uniform deploy-
ment of nodes over the disk of unit radius. ‘Cx’ (x = 2, 3, 4) represents the
case where the sensor density within a ring from distance 0.1 to distance
0.3 from the sink is increased by a factor x w.r.t. the uniform deployment,
while nodes outside the ring are deployed as in the ‘Homogeneous’ case.

Unless differently specified, we assume that the total traffic generation
rate of the network, Lg, is fixed to 0.5, the remaining parameters are set
as in the previous paragraph. In the ‘Homogeneous’ network we set the
number of nodes, N , and the sensor generation rate, λs to 1000 and 0.0005,
respectively, so that we have Lg = 0.5. Under the ‘Cx’ deployment, nodes
outside the ring have a generation rate of 0.0005, while the generation rate
of sensors within the ring is x (x = 2, 3, 4) times lower; N is properly varied
so as to maintain Lg = 0.5.

This solution is motivated by the fact that the production cost of a
sensor is typically modest; therefore, increasing the number of nodes may
be a good solution to avoid service inefficiencies or network disconnections
due to some nodes that have prematurely exhausted their battery.

Figures 4.4 and 4.5 show, respectively, the relay traffic rate and the en-
ergy consumption rate per node, as functions of the sensor distance from the
sink. Figure 4.4 highlights how the load due to relayed traffic becomes more
evenly distributed across the network as we pass from the ‘Homogeneous’
to the ‘C4’ configuration. This implies that increasing the node density
within an appropriate area around the sink significantly helps in balancing
the traffic rate among sensors, thus improving fairness.
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Figure 4.4: Average relay traffic rate per sensor versus the node distance
from the sink, under different node deployments
Table 4.3: Coefficient of variation of the energy consumption rate and net-
work lifetime under different sensor deployments

Configuration CV of Lifetime [h] Lifetime [h]
the energy (first node dies) (disconnection)

consumption rate

Homogeneous 0.010786 1019.08 1139.33
C = 2 0.006461 1066.19 1140.71
C = 3 0.005262 1086.43 1140.69
C = 4 0.004786 1097.85 1140.67

Finally, Figure 4.5 presents the improvement in the distribution of energy
consumption under the Cx deployments. Indeed, by making the traffic rate
more balanced, the Cx (x = 2, 3, 4) configurations enable us to even the
energy depletion of sensors as x increases. This is also confirmed by the
results reported in Table 4.3, presenting the coefficient of variation of the
energy consumption rate and the network lifetime, expressed in hours.

Results on energy consumption have been derived assuming that the
initial energy availability at each sensor is equal to 1000 J, corresponding to
a battery duration of about 1080 hours. The results are presented for two
different definitions of network lifetime. In one case we consider the time
that elapses from the instant when the network starts functioning till the
first node runs out of energy; in the other case, we take as ending time the
instant when all sensors within a ring of width d (at any distance from the
sink) exhaust their energy. Note that the latter definition provides a loose
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Figure 4.5: Average energy consumption rate per sensor as a function of the
node distance from the sink, under different network deployments

upper bound on the time instant at which the network gets disconnected,
i.e., one or more nodes no longer can send a packet to the sink. In fact,
in the case of a symmetric network scenario like the one considered here,
nodes outside the ring can no longer send a packet to any node in the area
comprising the sink.

As a last comment, we would like to mention that results equivalent to
the ones shown above have been obtained when the number of sensors and
the traffic generation rate of each sensor are constants, and we increase the
node density within the ring area by a factor x (x = 2, 3, 4) (doing so, we
vary the total traffic generation rate Lg).

Model Solution Complexity

The computational cost for the derivation of numerical results is extremely
small and independent of the number of sensors. The CPU time needed for
the computation of the model predictions depends on the solution algorithm
we implemented. We discretized the disk of unit radius using Np = 2500
points, thus obtaining a radial discretization step equal to 1√

Np
. Increasing

the number of discretization points resulted in a slightly increased accuracy
of the model predictions at the cost of an increased CPU time required for
the model solution.

The CPU time required to obtain the model predictions for any set of
system parameters we presented in this work was only a few seconds (usu-
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ally ten), while the simulation experiments took much longer to complete.
Indeed, the simulation time grows more than linearly with the number of
nodes, allowing to consider at most a few hundreds of nodes.

4.4 Modeling Sensor Network Dynamics

In [24] we use the same fluid approach to describe large sensor networks
but the model we developed is more accurate. In particular, we refine the
representation of the channel access and the routing policy. Furthermore,
the framework accounts for energy consumption and is able to model ac-
tive/sleep dynamics of nodes. We validate our approach through simulation
and show that the proposed framework is well suited for describing the prop-
erties of large sensor networks and understanding their complex behavior.

4.4.1 Model Refinements

With respect to the work presented in Section 4.3 the channel access is more
realistic. Sensors access the channel by using a carrier sense multiple access
scheme with collision avoidance (CSMA/CA). The carrier sensing range of
each node is assumed to be equal to its radio range, d. When a node has
to transmit a packet, it senses the medium; if busy, the sensor waits for
the channel to become idle. Then, within an interval δs, the node selects
a backoff counter uniformly within the current Contention Window (CW ).
The backoff counter is decremented by one after sensing the channel idle for
the duration of a slot σ (i.e., it is frozen while the channel is busy). When the
backoff counter reaches zero, the sensor attempts to transmit. If a collision
occurs, the sensor doubles the CW and repeats the procedure. If the data
transmission is successful, the sensor receives an acknowledgment message
(ACK) from the receiver after a time interval equal to δa (with δa shorter
than δs), resets CW to the minimum contention window, and extracts a
new backoff counter. Note that no handshaking messages are employed
(i.e., RTS/CTS are not used). A node attempts to transmit a packet until
the packet transmission is successful; considering that buffers are of infinite
capacity, this assumption implies that all packets eventually reach the sink.
We do not consider power capture effects: whenever a node receives two
or more packets sent by nodes within its sensing range, all of them are
lost. On the other hand, if a node senses a single packet, it can always
receive it successfully, since we assume an error-free channel (Section 4.3.1,
assumption (iii)). Indeed, in CSMA networks the MAC protocol ensures
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that, once a node gains access to the channel, there is no interference in
absence of collisions.

Furthermore, we neglect multiple collisions, that is if a packet transmis-
sion fails because of a collision, the next attempt at transmitting that packet
will be successful. (In our network scenario this is a reasonable assumption,
as shown in Section 4.4.3.)

In this work we also consider the sensor activity, sensors may enter a low
power operational state (sleep mode). While in the sleep state we assume
that their sensor board and RF circuitry are turned off, i.e., they do not
generate, receive or transmit any traffic. Also, we assume that when nodes
either enter or exit the sleep state, they announce the change of operational
mode to all of their neighbors.

To deliver their data, sensors may use multi-hop communications. We as-
sume that each sensor independently sends data along the minimum-energy
shortest path to the sink. To compute the shortest path, sensors apply the
standard Dijkstra algorithm, assigning an energy cost ε to each link con-
necting two nodes that are within distance d from each other. The cost
ε(i, j) represents the total energy required to transfer a packet from node i
to node j (one-hop energy cost), and is expressed by the sum of the cost at
the transmitter and the cost at the receiver. According to new assumptions,
sensor that minimizes the energy cost can be in a low operational state, and
thus not available. In this case, we assume that the sensor would use the
second best minimum-energy shortest path. In the case that also this sensor
is not active, the routing algorithm would look for the third best path, and
so on, up to a maximum number of alternative routes KMax. We assume
that KMax is sufficiently large so that the probability that all KMax best
routing destinations are in low power operational state is negligible.

Channel contention and data transmission model

The channel contention model computes the actual traffic rate density (Λ?(r))
at a node in r, as well as the mean packet service time s(r).

One fundamental variable that we need to compute is the probability
PB(r) that a sensor in r senses the channel as busy. Using this quantity, we
express the mean packet service time at a node in r, s(r), as

s(r) = [1− PB(r)]sI(r) + PB(r)sB(r) (4.21)

where sB(r) (sI(r)) is the mean service time when a sensor in r observes a
busy (idle) channel, i.e., under high (low) channel utilization.
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Quantity sB(r) can be expressed as functions of the collision probability
under high traffic load (pB

c (r)) and sI(r) can be expressed as functions of
the collision probability under low traffic load (pI

c(r)), and both depend on
some constant parameters of the CSMA/CA protocol. The average packet
retransmission probability is given by:

PR(r) = [1− PB(r)] pI
c(r) + PB(r) pB

c (r) (4.22)

By neglecting multiple collisions, the actual traffic rate density can be
written as,

Λ?(r) = Λ(r)[1 + PR(r)] (4.23)

In Section 4.4.3 we will provide the detailed derivation of these equations.

Mean packet delivery delay

To derive the mean time needed to deliver a packet to the sink, we first
define the average delivery delay at point r, D(r), as the time required by a
packet originated in r to reach the sink. By denoting with q(r) the average
queueing delay experienced by a packet at point r, D(r) can be expressed
as,

D(r) = q(r) + s(r) +
∫∫

D(r′)u(r, r′)dr′ (4.24)

where s(r) is the mean service time previously introduced. Equation (4.24)
states that the mean delivery delay at point r can be expressed as the sum of
the delay experienced by a packet at point r plus the average delivery delay
associated with the next hop. The delivery delay in all different points of
the network can be computed recursively starting from D(0, 0) = 0, i.e., no
delay is experienced by a packet at the sink. In Section 4.4.4 we will present
an approximate technique for the computation of q(r), which is based on a
queueing model with mean service time equal to s(r).

Sensor active/sleep behavior

In our fluid model we account for active/sleep dynamics of nodes by in-
troducing the active sensor density ρa(r), which is the sensor density ρ(r)
multiplied by the probability that a sensor is active (Pa). The simple queu-
ing model introduced in Section 4.4.4 to compute the mean packet delivery
delay will be replaced by a more complex queuing model with server vacation
periods to account for active/sleep periods.
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The model refinement we outlined in the previous section requires several
functions to be defined to account for different system characteristics. In
particular:

• The routing policy is represented by a functional form of u(r, r′); in
Section 4.4.2 we will define u(r, r′) for the case of the minimum-energy
shortest path algorithm;

• To account for channel contention using the CSMA/CA protocol, a
detailed expression for the mean packet service time s(r) at a node in
r is derived in Section 4.4.3;

• The derivation of the mean time needed to deliver a packet to the sink
starting at point r (i.e., D(r)) requires the definition of the average
queueing delay experienced by a packet at point r (i.e., q(r)). In
Section 4.4.4 we introduce a queueing model used to estimate q(r),
which accounts for sensors’ active/sleep dynamics.

4.4.2 A Detailed Description of the Model - A Minimum
Energy Routing Strategy

To model the routing scheme defined in Section 4.3.1, we must define u(r, r′)
so as to select the shortest path minimizing the total amount of energy
necessary to deliver a packet to the sink for each sensor. The definition
must take into account the fact that if the minimum energy sensor is in the
low power operational state, then the second best route should be selected,
and so on. The definition of u(r, r′) is carried out through successive steps
where auxiliary functions are defined. In particular, we compute:

1. the multi-hop energy cost, denoted by εm(r, r′), which is the energy
required to send a packet from point r to the sink through position r′

as next hop. Note that this cost is defined regardless of the presence
of sensors in positions r and r′;

2. the probability pE(r, e) that the energy required to send a packet from
point r to the sink is equal to e, and the corresponding cumulative
distribution FE(r, e);

3. the probability density P k
mE(r, e) that the energy required to send a

packet to the sink using the k-th lowest energy path route is equal to
e;
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4. the probability density PmE(r, e) that the minimum energy required
to send a packet to the sink, using only active nodes, is equal to e;

5. the probability ps;r(r′|e) of finding a sensor in position r′ that can
be used as next hop by a sensor in r to send a packet to the sink
with energy expenditure e, conditioned to the value of the minimum
required energy (using only active nodes);

6. the probability u(r, r′) that a packet generated by a sensor in position
r uses a sensor in position r′ as its next hop.

In the following expressions, we will use the probabilistic interpretation of
the sensor density.

Computing εm(r, r′) We define the one-hop energy cost ε(r, r′) required
to deliver a packet from a source in r to a destination in r′ as
ε(r, r′) = E(tx)(r, r′)+E(rx) = 2

(
E(ele) + E(proc)

)
+Cd ·dist(r, r′)η (4.25)

where E(ele) accounts for the consumption due to the transceiver electronics
and E(proc) accounts for the consumption due to processing functions. These
costs are present for both the transmitter and the receiver; in particular,
Cd ·dist(r, r′)η is the amplifier cost at the transmitter including the constant
factor Cd, dist(r, r′) is the sender-receiver distance, and η is the exponential
decay factor that typically takes values between 2 and 4 [104].

By using a recursive expression, we can write

εm(r, r′) =
{

min (ε(r, Sink), ε(r, r′) + εm(r′, r′′)) if dist(r, Sink) ≤ d
ε(r, r′) + εm(r′, r′′) otherwise

(4.26)

where r′′ is the point that minimizes the energy required to send a packet
from r′ to the sink. Note that, if point r is within distance d from the sink,
either a one-hop or a multi-hop communication may take place, depend-
ing on their energy cost. When a multi-hop communication is required, we
should determine exactly r′′, which turns out to be exceedingly complicated.
Thus, we approximate εm(r′, r′′) with εmin(r′), which is the minimum pos-
sible energy needed to send a packet from r′ to the sink. As described
in Section 4.3.3 (paragraph ”Computation of the Minimum-Energy Path”),
εmin(r′) can be computed as,

εmin(r′)=2h
(
E(ele) + E(proc)

)
+ Cd

dist(r′, Sink)η

hη−1

with h = max
(

h∗,
⌈

dist(r′, Sink)
d

⌉)
(4.27)
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where h∗ is the integer number of hops such that: 2h∗
(
E(ele) + E(proc)

)
+

Cd
dist(r′, Sink)η

(h∗)η−1
is minimum. By inserting (4.27) into (4.26), εm(r, r′)

can be rewritten as,

εm(r, r′) =
{

min (ε(r, Sink), ε(r, r′) + εmin(r′)) if dist(r, Sink) ≤ d
ε(r, r′) + εmin(r′) otherwise

(4.28)

Equation (4.28) states that, in case of multi-hop communication, the energy
required to deliver a packet from r to the sink using r′ as next hop, is equal
to the energy required to transfer a packet from r to r′, plus the minimum
energy required to send a packet from r′ to the sink. Note that (4.28) is
defined regardless of the presence of sensors in positions r and r′.

Computing pE(r, e) We compute the probability pE(r, e) that the energy
required to send a packet from point r to the sink is equal to e, and the
corresponding cumulative distribution FE(r, e):

pE(r, e) =
∮

r’:εm(r,r’)=e
ps(r′)dr′ (4.29)

FE(r, e) =
∫ e

0
pE(r, e′)de′ (4.30)

Equation (4.29) states that the probability of having a minimum energy
path requiring expenditure e corresponds to the sum of the probabilities of
finding a sensor at all points through which a packet can be transferred to
the sink with energy cost e. Since there may be many points r′ around
r that, if used as relays, would imply an energy consumption e to send a
packet to the sink, pE(r, e) is expressed as an integral over an iso-energy
line.

Computing P k
mE(r, e) Now, consider a source node in position r and N−

1 sensors that could be used as relays by the source (i.e., all sensors except
the source itself). The energy required to send a packet to the sink using one
of them as next hop is distributed according to (4.29). By assuming that
sensors are uniformly distributed over the network area, the probability
density P k

mE(r, e) that the k-th best minimum energy required to send a
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packet to the sink is equal to e can be computed as,

F k
mE(r, e) =

N−1∑

i=k

(
N − 1

i

)
[FE(r, e)]i [1− FE(r, e)]N−1−i (4.31)

P k
mE(r, e) =

dF k
mE(r, e)

de
(4.32)

Note that if sensors are deployed according to a Poisson distribution, the
number of sensors in the network is not a fixed value; in this case a different
expression for F k

mE(r, e) must be derived3.

Computing PmE(r, e) Given the probability Pa that a sensor is active,
the probability density PmE(r, e) that the minimum energy required to send
a packet to the sink, using only active nodes, is equal to e, is given by:

PmE(r, e) =
1
G

Pa

KMax∑

k=1

(1− Pa)
k P k

mE(r, e), (4.33)

where G is a normalization constant: G = Pa
∑KMax

k=1 (1− Pa)
k. Due to the

assumption that KMax is large enough to make the probability that all the
possible next hops are not available is negligible, we have: G ≈ 1.

Computing ps;r(r′|e) We define ps;r(r′|e) as the probability of finding a
sensor in position r′ that can be used as next hop by a sensor in r to send
a packet to the sink with energy expenditure e, conditioned to the value of
the minimum required energy. We can express ps;r(r′|e) as,

ps;r(r′|e) =





ps(r′)
pE(r, e)

if εm(r, r′) = e

0 otherwise



 (4.34)

i.e., ps;r(r′|e) is equal to 0 if the energy required to send a packet from
position r to the sink (using as next hop a relay in position r′) is different
from e; otherwise it is equal to the probability of finding a sensor in position
r′, normalized to the total probability of finding a sensor that requires energy
e.

3In the case of a Poisson distribution, the derivation of F k
mE(r, e) is straightforward
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Computing u(r, r′) Finally, using (4.33) and (4.34), the routing function
u(r, r′) is given by:

u(r, r′) = ps;r(r′|e)PmE(r, e) (4.35)

Indeed, the probability that the next-hop chosen by a sensor in r is located
at r′ can be obtained by deconditioning (4.34) w.r.t. the probability that
the minimum energy needed to send a packet from r to the sink is equal to
e.

4.4.3 A Detailed Description of the Model - Channel Con-
tention and Data Transmission

We model the channel access scheme described in Section 4.4.1 as follows.
Consider a sensor in position r wishing to transmit a packet; our objective
is to compute the mean service time in r, s(r). Since the packet service time
depends on the traffic load over the wireless channel, we express s(r) using
(4.21) as a function of the mean service time when the sensor in r observes
a busy (idle) channel, sB(r) (sI(r)), and of the probability that the sensor
observes a busy channel PB(r).

By denoting the available channel rate (expressed in packets/s) by Bw,
PB(r) can be written as,

PB(r) =
∫∫

|r′−r|≤d

Λ?(r′)
Bw

dr′ (4.36)

Next, we define the packet collision probability in r under high (low)
traffic load as pB

c (r) (pI
c(r)). For the sake of brevity, we denote by L the

sum of the duration of a data transmission, δa and the duration of an ACK
transmission4. We write the mean service time by considering that the prob-
ability of multiple collisions is negligible [60]. To verify such an assumption,
we run some simulations with N = 400, in the case where all sensors are
active. We set the integral over the network area of the traffic generation
rates λs(r) of the sensors to 0.1, and we evaluated the probability that a
packet experiences one or more retransmissions. (Please see Section 4.4.5
for a description of the simulator.) The results presented in Figure 4.6 show
that the probability of having multiple collisions can indeed be neglected.

4The duration of a data (ACK) transmission depends on the data (ACK) size and the
available channel rate
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Figure 4.6: Simulation results for the probability that a packet experiences
one or more retransmissions, as a function of the node distance from the
sink

We therefore write the mean service time under low traffic as,

sI(r)=
(
1− pI

c(r)
)
(δs + L) + pI

c(r)
(

2δs + 2L +
CW

2
+ fL

)

=(δs + L)
(
1 + pI

c(r)
)

+
(

CW

2
+ fL

)
pI

c(r) (4.37)

with CW being the contention window size, and f being the mean number
of transmissions that make the backoff in r freeze. The quantity f can be
evaluated as f = m(r)

2 , where m(r) is the number of sensors in the proximity
of r contending for the channel,

m(r) = PB(r)
∫∫

|r′−r|≤d
ρ(r′)dr′ (4.38)

(Please see the next paragraph for the complete derivation of f .)
Similarly, sB(r) is given by,

sB(r)=
(
1− pB

c (r)
) [

L

2
+

CW

2
+ δs + L(1 + f)

]
+

+ pB
c (r)

[
L

2
+

CW

2
+ δs + L(1 + f) + CW + δs + L(1 + f)

]

=
[
CW

2
+ δs + L(1 + f)

] (
1 + pB

c (r)
)

+
CW

2
pB

c (r) +
L

2
(4.39)
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with L/2 being the time till the end of the current transmission on the
channel.

In order to compute the expressions above, we write pI
c(r) and pB

c (r) as,

pI
c(r)=

∫∫
u(r, r′)

∫∫

|r′′−r′|≤d

Λ?(r′′)
Bw

dr′′dr′

pB
c (r) =

∫∫
u(r, r′)


1−

(
1− 1

CW

)m(r′)

 dr′ (4.40)

Note that 1/CW is the probability that a contending sensor selects the same
backoff value.

Finally, the probability density to retransmit a packet, PR(r), and the
actual traffic rate density, Λ?(r), can be computed using (4.22) and (4.23),
respectively.

Computation of the Mean Number of Transmissions Freezing the
Backoff Counter (Derivation of f)

The probability that a sensor draws one out of the CW backoff values is
1/CW . Now, consider that a node has drawn the backoff value j, with
0 ≤ j < CW . The probability that the decrease of the node backoff counter
is interrupted by i transmissions is the probability that i out of the m(r)
contending nodes have selected a smaller backoff value, i.e., j/(CW − 1).
It follows that the average number of transmissions that make the backoff
counter of the sensor freeze can be computed as,

f =
1

CW

CW−1∑

j=0

m(r)∑

i=0

i

(
m(r)

i

)(
j

CW − 1

)i (CW − j − 1
CW − 1

)m(r)−i

= m(r)

∑CW−1
j=0 j

CW (CW − 1)

= m(r)
1
2

(4.41)

4.4.4 A Detailed Description of the Model - Computation of
the Mean Packet Delivery Delay

In Section 4.4.1 we defined the mean packet delivery delay and wrote (4.24)
to compute this quantity; the equation contains one term for the average
queueing delay experienced by a packet at point r, denoted as q(r). Here,
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we describe how to compute q(r): for the sake of clarity, we first consider
the simple case where sensors are always active, then we address the general
case where sensors alternate between active and sleep modes.

Computing q(r) for always active sensors The service time defined in
Section 4.4.3 can be used to derive an approximate expression for the average
queueing delay experienced by a packet at each sensor it goes through. To
this end, we model the queue at each sensor using a simple M/M/1 queueing
system where the arrival rate is defined by (4.2), while the service rate is
defined by (4.21). It is important to point out that this is an approximation
of the actual behavior of the system since the arrival as well as the service
processes of data packets at a sensor are not exponentially distributed. The
use of this simple model is justified by its simplicity, and the accuracy of the
solution is thoroughly validated against simulation results in Section 4.4.5.

Exploiting well-known results from the M/M/1 queue theory, the mean
queue length experienced by a packet at point r can be computed as:

n(r) =
Λ(r)s(r)

1− Λ(r)s(r)
(4.42)

and by using Little’s law, the average queueing delay is given by:

q(r) =
n(r)
Λ(r)

=
s(r)

1− Λ(r)s(r)
(4.43)

Computing q(r) for active and sleeping sensors We now consider
that sensors may be in active or in sleep state. While being asleep, a sen-
sor cannot generate, receive or transmit data packets but it preserves its
buffer data content. To derive an expression for the average queueing de-
lay experienced by a packet at point r in case of active/sleep dynamics,
we approximate the behavior of a sensor by means of a birth/death model
that suspends the arrivals as well as the services when the sensor is in sleep
mode. In terms of queuing theory, these assumptions correspond to con-
sider an M/M/1 queue with server vacations and interrupted arrivals (in
the following, we use ON and OFF as shorthands to indicate active and
sleep states of the server).

Figure 4.7 shows the state space diagram of this birth/death process,
where Λ(r) and µ(r) = 1/s(r) are the arrival and the service rate for the
considered queue model, respectively, while α(r) and β(r) are the rates
from active to sleep and from sleep to active states, respectively. We denote
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Figure 4.7: State transition diagram for the birth/death model with service
and arrival on-off behaviors

by p(iON ) (p(iOFF )) the equilibrium probability of state iON (iOFF ) for
i = 0, 1, 2, . . .. By using local balance arguments we derive that:

p(iON ) =
(

Λ(r)
µ(r)

)i

p(0ON ) and p(iON ) =
β(r)
α(r)

p(iOFF )

Then, we have:

p(iON ) =
(

Λ(r)
µ(r)

)i β(r)
α(r)

p(0OFF ) and p(iOFF ) =
(

Λ(r)
µ(r)

)i

p(0OFF )

By normalization we can write,

p(0OFF ) =
1

 1

1− Λ(r)
µ(r)




(
β(r)
α(r)

+ 1
)

. (4.44)

We compute the average number of customers in the queue as

n(r) =




Λ(r)
µ(r)

(1− Λ(r)
µ(r) )

2




(
β(r)
α(r)

)
p(0OFF )

By using Little’s law, the average queueing delay q(r) in case of active/sleeping
sensors is given by:

q(r) =
n(r)
Λ(r)

=




1
µ(r)

(1− Λ(r)
µ(r) )

2




(
β(r)
α(r)

)
p(0OFF ) (4.45)

4.4.5 Performance Evaluation

In this section we present a collection of results obtained exploring the pa-
rameter space of the network scenario described in Section 4.4.1. In par-
ticular, we compare the analytical predictions derived from our fluid model

124



with those obtained using a detailed simulator of the sensor network. Then
we exploit our model to study the behavior of large-scale sensor networks as
active/sleep dynamics and the sensing/maximum radio range of nodes vary.

Model Validation

To validate our analytical results, we developed an ad-hoc, discrete-time
simulator based on the assumptions about the system behavior specified in
Section 4.4.1. At the beginning of the simulation we generate a random
(connected) topology using a uniform distribution of nodes over a disk area
of unit radius (we performed also some experiments using a Poisson distribu-
tion but we did not observe any significant difference with respect to the case
of uniform distribution). We then apply the Dijkstra algorithm to compute
once and for all the shortest path routes available to each node according
to the energy cost defined in Section 4.4.1. The simulator implements all
details of the CSMA/CA access mechanism considered in this model, that
closely resembles the operation of the IEEE 802.11 DCF. The duration of
a slot is σ = 320 µs [6], δs is equal to 50 µs and the contention window is
CW=16. The available channel rate is Bw=250 kbit/s and the packet size
(including the packet header) is equal to 400 bits; L results to be 1.92 ms.
Data packets are generated by active sensors according to a Poisson process.

Since the simulation results are obtained for a particular instance of sen-
sors deployment, the correct validation methodology requires averaging the
simulation predictions over a large number of deployment realizations. We
chose to run 200 simulation experiments for each set of system parameters,
and to compute the average and the 90% confidence intervals for each per-
formance metric. Each simulation experiment discards an initial transient
period that we set equal to 5, 000 time slots. The length of each run is
equal to 200, 000 time slots. Furthermore, while our model allows for the
computation of the spatial distribution of performance metrics, to ease the
interpretation of results as well as the comparison against simulation out-
comes, we average the performance metrics over the space points at the same
distance from the sink. Doing so we obtain 2D graphs of the performance
metrics as functions of the distance from the sink. In all the plots shown in
this section, confidence intervals are depicted as vertical error bars.

We assume the following values for the system parameters. The num-
ber of sensors in the network is equal to N = 400 and all sensors have a
common sensing/maximum radio range d = 0.25. The energy consumption
parameters are set to: Cd=0.018 mJ, E(ele)=E(proc)=0.15 mJ, and Pi = 18
mW. Let us denote by Lg the integral over the network area of the traffic
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generation rates λs(r) of the sensors. To validate our model under different
system loads, we consider two values of Lg: 0.1 and 0.15.5

First of all, we investigate the traffic rate density, Λ(r), which accounts
for both packets generated by the node and the relay traffic. Figure 4.8
shows the behavior of Λ(r) versus the node distance from the sink. We
observe that the traffic rate (and, hence, power consumption) is not evenly
distributed across the network; indeed, nodes closer to the sink have to relay
a larger amount of traffic than peripheral sensors. This is the well known
problem of data implosion at the sink [76] that affects multipoint-to-point
communications and results into unfairness among the network nodes. We
also observe that traffic rate per sensor diminishes significantly at distances
close to multiples of the maximum radio range d. This is due to the routing
strategy adopted, which selects the path minimizing the overall energy cost
to send a packet to the sink. Notice that, with our choice of values for
Cd, E(ele) and E(proc), it turns out that the fixed cost required to transmit a
packet over one hop is much larger than the variable cost due to the amplifier,
even if sending at the maximum possible distance d. As a consequence,
routes are primarily selected on the basis of the minimum hop count. Among
all routes having the minimum number of hops, the one minimizing the
variable cost due to the amplifier is preferred. Finally, looking at Figure 4.8,
we observe that the model is able to accurately predict also the particular
shape of the curves obtained for different values of Lg.

The left plot in Figure 4.9 and in Figure 4.10 shows the average data
delivery delay versus the source distance from the sink (i.e., the time elapsed
from the instant at which a packet is generated by a sensor to the instant at
which the packet reaches the sink), for Lg equal to 0.1 and 0.15, respectively.
We observe that the delay increases with the distance from the sink as
well as with the value of Lg, as expected. The delivery delay is very well
approximated by our birth-death process whose parameters are derived from
the traffic rate and the service rate density. The matching is pretty good
for all considered values of Lg. The right plot of Figure 4.9 and Figure
4.10 presents the power consumption per node, as a function of the node
distance from the sink, for Lg equal to 0.1 and 0.15, respectively. We observe
that among the various contributions to power consumption, the one due to
overhearing dominates. This suggests that, in order to save energy, it is of
fundamental importance to build sensors that promptly detect when data

5Note that we consider the system load normalized to the available channel rate. Fur-
thermore, with this set of parameters the system is not stable for values of Lg greater that
0.2
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Figure 4.8: Average traffic rate per sensor, Λ, versus the node distance from
the sink, for Lg = 0.1 (top plot) and Lg = 0.15 (bottom plot). Analytical
and simulation results are compared
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packets are not destined to themselves and disregard them.
Next, we provide a model validation when sensors exhibit active/sleep

behavior. Figure 4.11 shows the packet delivery delay (left plot) and the
power consumption per node (right plot) as functions of the node distance
from the sink. Both the figures present results for a scenario where sensors
are in the sleep state for 50% of the time and for Lg = 0.1. More specifi-
cally, We assume that, when a sensor enters the sleep mode, its sleep time
(expressed in slots) is geometrically distributed with parameter β = 0.01.
When the sensor switches to the active mode, the scheduled active period
(expressed in slots) is a random variable geometrically distributed with pa-
rameter α = 0.01. If, at the time instant at which the sensor should go to
sleep, the node is transmitting/receiving data, the node remains active till
the transmission/reception ends.

It is worth to point out that, again, the data delivery delay is well approx-
imated by our birth/death model with on-off behaviors, whose parameters
are derived from the traffic rate and the service rate defined in Section 4.4.3.
For the sake of comparison, in the two plots of Figure 4.11 we also report
the results for the case where sensors are always active. In this manner it
is possible to appreciate the effect of active/sleep dynamics on the delivery
delay as well as on the power consumption.

Model Exploitation

Using our model, many issues relevant to sensor networks can be stud-
ied, and different architectural solutions and parameter settings could be
explored. It is important to point out the large number of different sys-
tem parameters that could be investigated (e.g., number of sensors, sens-
ing/maximum radio range d, fraction of time in active/sleep mode) and the
fact that our fluid model is an excellent tool for this study, thanks to its low
computational solution cost and its good accuracy.

In this section, we present some examples of how our model can be
employed to investigate different strategies in sensor network design and
planning.

In Figure 4.12 we present some results that allow to appreciate the effect
of different values for the sensing/maximum radio range d. Sensors are as-
sumed to always be active. The scenario under investigation is characterized
by the following parameters: Lg = 0.1, N = 1, 000, and d = 0.15, 0.1, 0.05.
The figure shows the average delivery delay (left plot) and power consump-
tion (right plot) as functions of the node distance from the sink. We observe
that: on one hand for smaller values of the radio range, the number of hops
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Figure 4.9: Analytical and simulation results for Lg = 0.1 of the average
delivery delay (top plot) and of the average power consumption (bottom
plot) as functions of the node distance from the sink
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Figure 4.10: Analytical and simulation results for Lg = 0.15 of the average
delivery delay (top plot) and of the average power consumption (bottom
plot) as functions of the node distance from the sink
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of the node distance from the sink, for Lg = 0.1. The results obtained when
sensors are in the sleep state for 50% of the time are compared with the case
where sensors are always active
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from sensors to the sink grows, thus leading to a significant increase in the
delivery delay; on the other hand large values of d imply that also far away
transmissions make a node detect the channel as busy, therefore sensors
often overhear other nodes’ traffic and their power consumption increases.

In Figure 4.13 we show some results that allow to appreciate the effect of
different fractions of time spent in active mode (from 100% to 12.5%). The
scenario under investigation is characterized by the following parameters:
Lg = 0.1, N = 5, 000, and d = 0.05. The figure presents the average
delivery delay (left plot) and the average power consumption (right plot)
as functions of the node distance from the sink. Observe that the node
power consumption significantly decreases as sensors spend more time in
sleep state, however this benefit has a cost in terms of delivery delay. Thus,
a clear trade-off emerges between power consumption and the level of service
that the network can offer.

Model Solution Complexity

The computational cost of the model solution is very limited and does not
depend on the number of sensors; indeed, the computational time depends
on the solution algorithm that is implemented. We discretized the disk of
unit radius using Np = 2500 points, thus obtaining a radial discretization
step equal to 1√

Np
. Increasing the number of discretization points results

in a slightly increased accuracy of the model predictions at the cost of an
increased CPU time required for the model solution.

The CPU time required to solve the model and obtain the results pre-
sented in the previous sections was only a few seconds (usually ten), while
the simulation experiments took much longer to complete. The simulation
time increases more than linearly with the number of sensors, thus allowing
to simulate at most a few hundred sensors.

4.5 Conclusions

We presented a methodology to analyze the behavior of large-scale sensor
networks. Our approach is based on a fluid representation of all quantities
that depend on the specific location within the network topology, and on
probabilistic functions to characterize the individual node behavior. The
model predictions have been validated against results obtained through an
ad-hoc simulator under several system loads; the model proved to be ac-
curate for the computation of all considered performance metrics. Further-
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Figure 4.12: Analytical results for the scenario with Lg = 0.1, N = 1, 000,
and d = 0.15, 0.1, 0.05. Average delivery delay (top plot) and average power
consumption (bottom plot) as functions of the node distance from the sink
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more, the model solution complexity does not depend on the network size
but on the particular numerical solution technique that is used. This allows
the investigation of large-scale sensor networks at very low computational
cost. To show the potentialities of our approach, we used the model to study
the distribution of power consumption, as well as data delivery delay, among
sensor nodes.

The proposed approach provides a very powerful and flexible framework
that can be used to study several important issues in wireless sensor net-
works. In particular, the model could be extended to consider the presence
of multiple sinks and the possibility of performing data aggregation at sensor
nodes; then various routing strategies, besides the one considered in these
works, could be applied.

Finally, a transient analysis of the system could be performed, which en-
ables to track the sensors’ battery discharge as time goes on and to consider
the behavior of nodes dependent on their residual energy.
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Chapter 5

Conclusions

The diffusion of mass market services based on communication network ar-
chitecture is exponentially growing. Characteristics of new generation ap-
plications providing these services can be critical for the underlying network
support which was designed for a much more limited use. For instance
these applications are joined by huge numbers of participants that generate
a large amount of traffic that can congestion the network. As consequence,
both new and traditional applications can be subject to bad performance.
In order to ensure that services are provided to users with Quality of Ser-
vices features they expect, it is necessary to develop tools for supporting the
network planning and management.

P2P architecture and sensor wireless networks are among communication
based systems that provide new generation services. Although they provide
much different functionalities, they share important properties: large size
and the particular nature of participating nodes. These aspects make the
analysis of such systems complex. In particular, the development of models
for evaluating performance has to face scalability issues and the intrinsic
complexity of instances to be described. Traditional approaches to commu-
nication network modeling, such as discrete event simulation and state-based
analytical models, are subject to the problem of state space explosion.

We addressed our activities toward the use of a new class of analytical
models. This new approach, which is often called ’fluid models’, adopts an
abstract deterministic description of stochastic network dynamics. The most
attractive property of fluid models is that their complexity (i.e. the number
of differential equations to be solved) is usually independent of the network
size. We exploited fluid models properties in order to describe complex
network applications and to study significant phenomena of this world.
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We defined a Stochastic Fluid Petri Net model that allows us to compute
the distribution of the file transfer time in a P2P file sharing application.
Under some simplifying assumption we described many important charac-
teristics related to network, applications and users. By this representation
we were able to derive interesting results. We investigated relations between
resource popularity and peers’ bandwidth distributions (first we considered
a 2002 scenario reported in literature and then we imagined a more recent
one oriented to fastest technologies). We found that if the server selection is
based on the fastest bandwidth then the time required to transfer popular
resources is insensitive to peers’ bandwidth distribution. In these cases the
transfer time strongly depends on the client bandwidth. Following model
refinements permit us to consider new interesting instances. In particular
we investigated on application behaviors, such as the parallel download, and
users’ behavior, such as the server unavailability due to users’ leaving. Par-
allel download from multiple sources benefits more big resource transfers
than small resource ones. These improvements are however limited by the
client bandwidth. Sometimes enhancement introduced by applications or
protocols can be limited by physic constraints.

We presented a further model extension based on a different solution
methodology. The solution methodology we used for the original model ex-
ploits a high level formalism (FSPN) in order to obtain a simple system
representation. In general, high formalisms allow to obtain simpler descrip-
tion when the system is complex. Although the extension aims to describe
more detailed aspects of the system, in this particular case the use of FSPN
does not provide a compact model representation. In particular, four com-
ponents representing downloads and uploads on both client and server sides
can be easily described by a queueing network. By using this methodol-
ogy, we derived results which provide us further insights related to P2P file
sharing applications. For instance, we deepened the analysis on relations
between resource popularity and peers’ bandwidth distributions. We con-
clude that the effect of the resource popularity is much more evident in case
of clients with high speed bandwidth. We also investigate the efficiency of
incentive mechanisms. Results show that to incentive peers in cooperation,
e.g. in sharing resources, can improve the QoS perceived by users. It exists
however a threshold that limits benefits incentive policy can produce. Again
the presence of bottlenecks in the ISP connection may be a constraint for
the application performance.

Thanks to the use of our fluid model we were able to tune all input
parameters without complexity problems. All results has been obtained by
experiments whose duration is in the order of minutes. It is a hard task to
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get the same efficiency by using measurement based, simulation based or
traditional analytical based frameworks.

In order to study wireless sensor networks we developed a deterministic
fluid model. The system description is based on the fluid representation of
sensor nodes. I.e. the sensor location is smoothed out in continuous space
by introducing the concept of local sensor density (the number of sensor
nodes per area unit at given point). Thanks to this choice we are able to
describe very large size networks. Sensors are low cost devices that must
be able to gather, process and transmit data. These operations involve a
battery energy consumption that reduces sensor lifetime. Our experiments
show that increasing the number of nodes per area unit around the sink
is a good solution for balancing the traffic among nodes and hence saving
battery energy. This solution is acceptable since the production cost of a
sensor is typically modest. To vary the value of the sensing/maximum radio
range is another way to save battery energy. We observed that a tradeoff
must be found between delivery delay and and the overwork performed by
nodes. I.e. for smaller values of the radio range the number of hops grows
and as consequence the delivery delay significantly increases, on the other
hand large values imply that sensors detect much more traffic and the energy
consumption increases. The same tradeoff dominates the effect of time spent
by sensors in sleep mode. Longer is the sleep time and lower is the energy
consumption but the cost is paid in terms of delivery delay.

The tuning of parameters in the model can lead to obtain indication
about the tradeoff that helps network designers. The computational cost of
the model is very limited and does not depend on the number of sensors, the
computational time depends on the solution algorithm that is implemented.
We discretized the network area and increasing the number of discretization
points results in a slightly increased accuracy of the model predictions at the
cost of an increased CPU time required for the model solution. The CPU
time required to solve the model and obtain results presented was only a few
seconds (usually ten), while the simulation experiments took much longer to
complete. The simulation time increases more than linearly with the number
of sensors, thus allowing to simulate at most a few hundreds of sensors.

Works we presented can be developed in two directions:

• to refine the description of systems, i.e. to remove some of simplifying
assumptions in order to obtain a modeling technique more adherent
to the real system;

• to provide new solution technique to improve the efficiency and the
accuracy of numerical or analytical solution of models.
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In the case of P2P file sharing systems it could be interesting to investi-
gate network aspects that are neglected in models we presented. The aim is
to understand the role of the underlying architecture in the system perfor-
mance. Another interesting issue is related to topology characterization, e.g.
to analyze hot-spot phenomena on popular peers. Sensor networks models
can be extended to consider the presence of multiple sinks and the possi-
bility of performing data aggregation at the sensor nodes. Various routing
strategies, besides the one presented could be applied.
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