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Abstract

Structured Peer-to-Peer (P2P) Systems provide many services and
competitive features, such as resilient distributed storage, high scala-
bility and efficiency, and good resistance against random node failures.
For this reason, a P2P based middleware is largely suitable for a vast
variety of distributed applications, and its features comes by means of
partitioning the ownership of a set of keys among participating nodes
in a balanced and consistent way. The structured topology, the rout-
ing strategy and the keys assignment, independently from the number
of nodes in the system, prevent many malicious behaviors and many
attacks quite common in other distributed environments. However,
some issues remain unsolved or partially mitigated by the adoption of
some ad hoc features. On one side, the flat space of indexes prevents
complex queries in these system, as all messages are routed by means
of the exact match of the identifiers. On the other side, it is always
up to the application layer to concern about possible malicious behav-
ior of the single peers, as one of the assumption made in building a
DHT routing algorithm is that peers always contribute to the system
in an efficient way. In this work we will analyze the overall process of
building distributed applications in a secure way, providing a general
walkthrough for the development of a secure routing infrastructure
allowing complex queries in the system.
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Chapter 1

Introduction

A billion and a half users, one trillion approximate number of unique
URLs in Googles 2008 july’s index1, hundreds of thousand of distribu-
ted applications, the Internet today is a great success: an integrated
communications infrastructure and service platform supporting the
worldwide economy and society. Nevertheless, it is a fact that today’s
Internet was designed in the 1970s for purposes that may differ a lit-
tle from todays usage scenarios and related traffic patterns. These
mismatches between original design and current utilisation are now
hampering the Internets potential, and thus a large number of chal-
lenges (in technology, business, society and governance) have to be
overwhelmed to sustain the future networked society.

To face the exponential growth of generated traffic, several techno-
logical solutions have been carried on. In the last decade, Distributed
Hash Tables (DHT) [SW05, LCP+05] have been widely used in several
distributed applications covering a large set of different domains: from
file sharing to live streaming, from distributed storage to instant mes-
saging, from web caching to search engines, from coding platforms to

1http://googleblog.blogspot.com/2008/07/we-knew-web-was-big.html - Last
Visited 2009-11-01
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8 CHAPTER 1. INTRODUCTION

anti-spam filters, all emphasized by the inner features of the routing
infrastructure: decentralization, scalability and fault tolerance.

These features follow up directly from the definition of the Distri-
buted Hash Tables: a class of decentralized distributed systems that
partition the ownership of a set of keys among participating nodes.
Each node and each resource is identified in the system by means of
a unique key, computed from a large identifiers space (e.g., [1, 2128]):
given a message and a key, the DHT efficiently routes the message to
the unique owner of the given key. Each DHT is conceived to scale
to large numbers of nodes and to handle continual node arrivals and
failures and is predisposed with a set of built-in functions for checking
the state of other nodes and connections between nodes and recover
from failures and disconnections.

Figure 1.1: Layered application and overlay network

A key factor in the success of the distributed Internet-scale applica-
tions exploiting DHTs is the concept of layering. It is not a new idea:
for example, the reader may think to the relation between IP and TCP
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in networking. The transport layer does not have to care of anything
but setting the endpoints of a connection, while all those operations
needed to route the message from an endpoint to the other is carried
by the IP protocol. In a similar way, a distributed application running
on a structured peer-to-peer system (i.e., a system built on top of a
Distributed Hash Table) has not to care about the message routing,
the consistency and the robustness of the underlying structure. It is
up to the application to set the security constraints, to decide which
information need to be stored on the structured peer-to-peer system,
and, of course, the logic behind the application (see figure 1.1).

A DHT usually comes in form of a publicly available application
program interface (API), exporting methods and functionalities that
need to be executed by nodes running the application. The DHT layer
offers to the host node the way to reach and to be reached by all the
nodes in the network.

The nodes in a DHT based system are organized in a well-defined
topology (e.g., a ring topology in Chord [SMK+01] and Pastry [RD01a]).
Each node is analogous to an array slot in a hash table.

A DHT provides functions (primitives) to build a mapping be-
tween the resources (e.g., files and nodes) and the keys, using a list
of < key, value > pairs. The core of all primitives is based on the
put(key,value) and lookup(key) functions, that, respectively, assign a
value to a key and retrieve the node responsible for the key. Those
primitives are then used, at an application level, both in the query
process and in the content insertion and retrieval process. Random
unambiguous identifiers are assigned to both nodes (node IDs) and
objects (keys). Keys are computed from a large ID space (e.g, 128
bits) and usually hashing algorithms are applied for representing them.
Given a message and a key, the DHT routes the message to the node
with the node ID that is numerically closest to the key (usually known
as the key’s root in Pastry, or the key’s successor in Chord). In order
to route a message each node maintains a local routing table orga-
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nized in some way. The message routing has a cost that is logarithmic
in the size of the network: each node maintains a routing table that
contains information on a logarithmic subset of the entire system, and
each message is forwarded through a logarithmic number of hops to
its destination, granting high scalability to the system.

Each node and each resource is assigned with its own identifier and,
in order to retrieve a resource or to contact a node, users must know
the correspondent identifier, and this is an issue at an application level.
In fact, as it will be explained later, several ways are used in nowa-
days applications for overwhelming the limitations of the exact match
lookup: from the insertion of meta-information to the parsing of the
query string in order to compute more keys pointing at the resource.
Moreover, the query language deployed on such a routing infrastruc-
ture can result impoverished from the exact match key lookup that
does not allow complex queries. For this reason, one of the motivation
of this work is the provision of a way to enhance the expressiveness of
the query mechanism in a distributed environment, without weighting
so much on the nodes’ state, by means of the insertion of multiple
indexes pointing at the same resource.

Nevertheless, actual P2P systems are extremely vulnerable to a
large spectrum of attacks [SM02], mainly due to the lack of a cer-
tification service responsible for peers’ identity verification and for
authentication purposes: a lot of effort has to be put on securing
DHTs and the applications built on them. The usual robustness and
efficiency of a DHT-based system can be overwhelmed by the mali-
cious behavior of groups of peers that do not follow properly the DHT
protocol. Examples of attacks that a DHT-based application has to
face with can be divided regarding the targets: the overlay routing
(e.g., eclipse attack, sybil attack, churn based attacks, and adversial
routing) or the applications (e.g., DDOS, attacks on Data Storage).
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The possibility, for each node, to compute its own identifier is
a black spot for the security of the distributed system and, for this
reason, we want to exploit a certification service for authenticating the
node identifiers, in order to make messages traceable and most of the
attacks unexploitable.

1.1 Methodology

It turns out, thus, that several improvements are needed in order to
grant security, privacy, enhancement to complex queries to the distri-
buted system. At the same time, we do not want to load the node
and/or the application running on it, with a huge set of rules or with
over-tricky applicative programs to check this feature or to allow that
behavior.

There is the need of finding a way to enhance the inner strengths
of a DHT node in order to stop delegating to the application a wide
set of responsibilities. Thus, the following question is addressed:

Is there the possibility of delegating more functionalities to
the routing infrastructure in order to lighten the load at the
application level in a distributed environment?

If it is possible to enrich the DHT functionalities, rather than hav-
ing simply a lookup function, then the next step is to avoid burdening
the state of the nodes while upgrading the possible operations. It is a
fact that some features of the DHT nodes comes out from the organi-
zation of the routing table of the nodes themselves, and also from the
load balanced way of distributing the keys among partecipating nodes.
A feature improvement must not threaten the overall functionalities
of the DHT layer. Another key research question, thus, is:
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What are the functionalities that can be delegated to the
routing infrastructure, without burdening the state of the
node?

It turns out that one of the most immediate benefits would be
the possibility to lighten the application responsibility in terms of
security constraints and policies. Another importat result would be
the definition of a straightforward way to follow in order to build
secure, decentralized, fault tolerant distributed applications.

The work presented in this thesis is guided by the following criteria,
in order to prove the correctness and the entirety of the proposal:

• To verify that the iterative query scheme is efficient, concerning
the state of the node;

• To show that the usage of a certification service is not a point
of failure of the system for many practical domains, nor it intro-
duces a high communication overhead (regarding the signature
of messages);

• To verify the possibility of lightening the load of each node.

We will present, then, a novel DHT framework granting the se-
curity in the communication and the privacy of the nodes, without
adding excessive load on the node’s state. Furthermore, we will present
a method to index and store contents on the DHT in a way so that
complex queries will be possible.

1.2 Outline

This thesis is organized as follows. The first chapters are relative to
the algorithms and the framework, presenting basically the context in
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which this work is inserted.

In Chapter 2 we provide the state of the art and the relevant re-
lated work to our proposal. The most noticeable algorithms are pre-
sented, and a description on how a DHT works is stated. A particular
stress is made on the security issues involving structured P2P systems.

Chapter 3 illustrates what are the functionalities we want to put
on the DHT layer: an enhancement of the query language and a se-
curity and privacy management allowing users to be granted on the
distributed system. In section 3.2 our secure framework is presented,
giving both a theoretical and practical answer to the research ques-
tions.

Then, we start with an overview of the applications built on top of
our framework, showing that the criteria pointed out in the previous
section are satisfied, and showing also that it exists a practical way
of building secure decentralized systems. This second part is useful
for understanding the inner potentialities of the framework presented
in section 3.2. On the one hand there are applications presenting im-
mediate advantages from the Likir framework (e.g., chapter 4), that
grants their feasibility and their adherence to the security and privacy
constraints. On the other hand, applications like the Digital Right
Management (chapter 6) can exploit the Likir routing infrastructure
for improving their features.

Chapter 4 tells us how to build a secure and decentralized instant
messaging application, Chapter 5 presents a way to face the exact
match lookup query process in order to build complex queries on
the distributed system. Chapter 6 show a direct application of the
enanched query process on top of the multimedia metadata domain,
and Chapter 7 presents a faceted search scheme on top of a DHT.
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Final conclusions and some hints on future works are given in chap-
ter 8.



Chapter 2

Background on Distributed
Hash Tables

Distributed Hash Tables (DHTs) [SMK+01, MM02, RD01a, RFH+01]
are a class of distributed algorithms that provides the same functio-
nality of a traditional hash table, by making available the mapping
between a key and a value. Nodes participating in such distributed al-
gorithms form an overlay network with each node having many other
nodes as neighbors. Every single DHT exploits a different routing
algorithm with respect to others, and those algorithms have usually
more commonalities than differences: each DHT embodies its parti-
cular perception on the structure of the overlay network.

DHTs are typically designed to scale to large numbers of nodes
and to handle continual node arrivals and failures. The basic functio-
nality provided by a DHT is the lookup(key) operation that returns
the identifier of the node responsible for the key. In a DHT, nodes
and objects are assigned with random identifiers (called node IDs and
keys, respectively) from a large ID space. Given a message and a key,
the DHT routes the message to the node with the node ID that is
numerically closest to the key in a logarithmic number of hops with

15
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respect to the size of the network. In order to route a message, each
node maintains a local routing table that contains information on a
logarithmic subset of the entire system, granting scalability to the
structured P2P system.

Even if DHTs offer a very good level of scalability and robustness,
they suffer also from various drawbacks. First of all, in order to lo-
cate the node that stores a key, one needs to know in advance the
exact identifier, but this cannot be always assumed at the application
level. This phenomenon is known as the exact match lookup problem.
As a consequence, distributed applications based on structured peer-
to-peer overlay networks have to set up an interface to communicate
with the P2P network providing the keys used for both routing mes-
sages and searching resources. A typical solution allows the insertion
of meta-information and meta-keys extracted from the query string
(such as in eMule1 with Kademlia support).

Another relevant issue arises when a new node joins the network:
it needs to know at least one living peer that is contacted in order
to gather the necessary information to build the peer’s state and the
related routing table. Obviously, this node (called bootstrap node) rep-
resents a single point of failure: if it is off-line, the oncoming node can
not enter correctly the system. However, usually the new peer holds
a list of existing peers and it contacts each of them until an on-line
node is reached. Of course, the presence of the bootstrap node raises
also some security issues since the correctness of information provided
is necessary to ensure a valid join mechanism. Furthermore, in most
DHTs every information is replicated and cached in the system, to
improve reliability and performance: this leads to the problem of bal-
ancing the trade-off between consistency and communication overhead
between peers that need to update their cache. Finally, the DHT

1http://www.emule-project.net. Last visited: 26 Nov 2009.
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paradigm assumes that all peers equally participate to the system
without any difference in terms of bandwidth, computational power
or resource availability of nodes. In such a scenario, it is possible that
low-capacity peers act as bottlenecks in terms of system performance.

In this chapter, we will give some basics on the current state-of-
the-art regarding the issues concerning a distributed application de-
sign and implementation with respect to the security issues, the data
representation and the expressiveness of the query language.

2.1 Algorithms

In this section we provide a brief description of the most popular DHT
algorithms. A particular stress is on the Kademlia DHT, as our work
is based mainly on this DHT.

2.1.1 Chord

Chord [SMK+01] provides only one function: given a key, it maps
the key to a node. Data localization can be implemented on Chord
mapping each key with some data (e.g., a file), and storing the pair
[key, value] on the node on which the key is stored.

The Chord model addresses the following issues:

• Load balance: a distributed hash function spreads keys evenly
over the nodes;

• Decentralization: no node is more important than any other,
and so robustness is improved;

• Scalability: the cost of the routing of messages is logarithmic in
the number of nodes;
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• Availability: the stabilization procedure automatically adjusts
the nodes’ routing tables to reflect newly joined nodes and node
failures, ensuring that a key can almost always be found;

• Flexible naming: there are no constraints on the structure of the
keys: the key-space is flat.

Nodes are organized into a ring topology and the lookup function
follow the ring in the clockwise order (from smaller identifiers to the
larger ones (modulo the size of the network).

In figure 2.1 a simple example is given of the organization of the
Chord DHT. Suppose a key space of dimension 8 (8 = 23, while real
networks can have much larger size e.g., 2160). That leads to a max-
imum number of 8 nodes in the network. Suppose then that only
three nodes are online in a given moment, and that three keys are
inserted (it does not matter who did what) in the system. After the
inizialization procedure we may have the following situation:

• Nodes = {0, 1, 3}

• Keys = {1, 2, 6}

In Chord, the responsibility of a key is given to the node that im-
mediately follows the key in the numeric space: the key’s successor.
That is, the keys are spread in a load balanced manner throughout the
network (figure 2.1(b)). The inizialization procedure forms then the
routing tables in the alive nodes. In Chord these are named Finger
tables as they contain references to subset of the whole identifier space
(figure 2.1(c)). So, for example, node 0, who has the responsibility of
key 6, has to contact node 1 for keys in the range [1, 2) and node 3 for
keys in the range [2, 4). These fingers allows the query to “jump” to
a nearer area in the identifier space at the first hop.
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(a) Ring topology (b) Keys responsibilities

(c) Finger tables

Figure 2.1: Chord protocol example

In [DKK+01], authors point out how to exploit these efficient map-
ping for indexing resources. A distributed storage application (CFS)
exploits a middleware (DHash) for indexing files. Instead of inserting
the [key, value] pair only on the successor of the key, with DHash a re-
dundant storage is implemented, by inserting the mapping on the first
r successors of the key. The redundant storage offers major benefits
to the distributed application:

• Reliability: as nodes join and leave the network, a consistent
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subset of the nodes responsible for a given key are alive

• Performance: as the paths to a single key cross each other in the
proximity ot the key, each successfull lookup causes an insertion
of the mapping in the nodes on the path, making the able to
reply to succeeding queries.

The caching mechanism offers a new layer of indirection: DHash
maps the resources’ identifiers to a list of node identifiers on which
the resource is available, allowing load balancing and improved per-
formance due to the redundancy of the spread information. A further
improvement of these features is build on top of the mapping of blocks
of file, instead of entire file.

Figure 2.2: Iterative and recursive routing

In order to route a message, for example a query for a specific
key, each node checks in its finger table the most appropriate node to
route the query to, until the key’s successor is reached. There are two
possible ways of routing a message: iterative and recursive (see figure



2.1. ALGORITHMS 21

2.2). In the first case, each contacted node sends back the node’s
identifier to contact for the next hop, while in the latter, each node
follows the path until the successor is reached.

2.1.2 Pastry

A Pastry system [RD01a] is a self-organizing overlay network of nodes,
where each node routes client requests and interacts with local in-
stances of one or more applications. Each node in Pastry is randomly
assigned with a numerical 128 bit unique identifier (nodeId), used to
assign a specific position to the node in a circular space [0, 2128 − 1].
The random assigment of the identifiers grant a geographic distribu-
tion of “near” identifiers: with high probability, two successive identi-
fiers belongs to very “far” nodes.

Let N be the number of nodes in the system. Given a message and
a key, Pastry routes the message to the nearest node to the key in less
than ⌈logb

2N⌉, where b is a configuration parameter usually equal to 4.
In order to route the message, Pastry uses a prefix-based approach: in
each step, a node routes the message to a node whose nodeId shares
al least a digit more with respect to the current node. In case no such
node is known, the message is routed to a node with equal number of
corresponding digits, but numerically closest to the key.

For routing purposes, each Pastry node maintains a routing table, a
neighborhood set and a leaf set. A routing table is organized in ⌈logb

2N⌉
rows, each containing 2b−1 entries. The entries at row i refer to nodes
who share the nodeId’s first i digits with the current node.

In figure 2.3 an example is given with the following features: NodeId =
10233102, b = 2, LeafSetSize = 8. In each entry, nodeIds are divided
to show the common prefix with the node, the next digit and the rest
of the identifier (prefix, next digit, rest of the NodeId).
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Figure 2.3: Pastry’s node routing table [RD01a]

The LeafSet is the set of the closest nodes, and it is used for routing
the messages. As a message arrives, the receiving node checks if the
message key falls into some interval referring to a node in the LeafSet.
If so, the message is directly forwarded. On the contrary, the message
is routed, via the Routing table, to a node sharing a longer common
prefix with the key. Last, the Neighborhood set is not used for routing
purposes, but for maintaing some locality features of nodes.

In figure 2.4, a routing example for the message identified by the
key 00d46a1c is given, starting from node 0065a1fc. As it is pictured,
each step, computed through the routing table or the leaf set, come
nearest to the destination node by means of longer common prefixes.
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Figure 2.4: Pastry’s message routing

An important difference between the Chord’s lookup and the Pas-
try’s route functions is the direction taken by the hops. In Chord,
the ring is followed in the clockwise order, while in Pastry, more sig-
nificantly in proximity of the responsible node, it is possible, through
the leaf set, to take small steps in counterclockwise direction. In a
nutshell, Pastry implements two different distance metrics: the first is
similar to Chord when the destination key is far, while the second is
based on a progressive approaching when in the interval of interest.

2.1.3 Kademlia

Kademlia has a 160 bit keyspace and assigns random nodeIds at the
beginning of the bootstrap phase; contents are marked with keys de-
termined by the application above (e.g. with SHA-1 hash). It can be
seen as a Chord generalization: the two main differences is the orga-
nization of the nodes in a forest, and the fact that each entry in the
finger table has k pointers to other nodes instead of a single pointer.
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The route table is organized into k-bucket, lists of at most k con-
tacts structured as follows:

〈IPaddress, UDPport, nodeId〉

Such triples are kept ordered with a Last Recently Seen (LRS) pol-
icy, with k as a redundancy factor for robustness purposes. Buckets
are arranged as a binary tree and contacts get assigned to buckets
according to the shortest unique prefix of their nodeIds. There are no
specific routing update messages; the route table is updated just when
a generic message is received. If the sender’s contact is already present
in the corresponding k-bucket, the contact list is rearranged in accor-
dance with the LRS policy, or added otherwise; if the k-bucket is full,
the contact at the bottom of the list is probed and replaced if it fails
to answer. A splitting procedure is used to extend the route table:
when a contact is added to the k-bucket corresponding to the local
node’s nodeId, if that k-bucket is full it is split into two new k-bucket
that become children of the previous one in the binary tree. Figure
2.5 depicts an example of the evolution of the k-bucket tree after the
addition of a new contact (whose nodeId prefix is 101). The black cir-
cle represents the local nodeId, while the gray ones the other known
contacts; the contacts in the same buckets share the same nodeId pre-
fix, which is the concatenation of the labels of the edges from the root
to the leaf.

Kademlia lookup is an iterative procedure that aims to identify
the k nodes whose nodeIds are the closest to a given key; the distance
between two generic elements of the keyspace is their exclusive or
(XOR), interpreted as an integer. The lookup starts by selecting the
α contacts closest to the target id; at each lookup step, α nodes are
queried with a UDP RPC called find node for the k contact they
know nearest to the target key. Again, the α contacts nearest to the
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Figure 2.5: Kademlia splitting procedure

target are chosen from the returned sets and the procedure is iterated
until no returned contact is closer to the target key than previously
known nodes. The result of the lookup is the set of the k probed nodes
nearest to the target key.

Contents retrieval is made replacing the find node with a find value

RPC, which has the same semantic but returns a set of contents, in-
stead of a list of nodes, if the queried node has in its storage a resource
marked with the lookup key. Resources storage is made by invoking a
store RPC on the nodes found with a lookup. Bootstrap is simply
made by performing a lookup procedure for the local nodeId, start-
ing to query a bootstrap node, which is assumed to be known. The
protocol provides also a ping RPC for signaling purposes.

Nothing is assumed on the structure of node’s storage but it has the
semantic of a map from keys to contents, provided with appropriate
put and get primitives.

For further details on Kademlia specifications we refer to [MM02].

The KAD Implementation

KAD [SENB07c] is the most successful implementation of the Kadem-
lia DHT. As observed in [SBE07], Kad is populated by a number of
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users between 3 and 5 millions spread around the world and contains
almost 80 millions shared resources. The Kad network exhibits some
differences with respect to the original Kademlia DHT; in particular,
it introduces the concept of a tolerance zone. Whenever a node A
wants to share a resource x, it issues a routing request (actually mul-
tiple routing requests in parallel) to find the node responsible for IDx.
During the iterative request, node A collects IDs of other nodes and
performs the store operation on the first 10 nodes it encounters that
have at least the 8 most significant bits in common with IDx. An
8-bit zone is called the tolerance zone for IDx. As a consequence, the
search operation is different. If node B wants to retrieve resource x,
it issues an iterative search for IDx; whenever it receives the IP of
a node that falls into the tolerance zone, it issues a find value for
IDx to that node; in response, a list of possible resources is returned
(for example, a list of IP addresses that contain the resource). The
iterative search for IDx and the find value keep going in parallel
until a timeout is fired or:

• iterative lookups do not produce any new closer node,

• a maximum number of resources are returned by the find value

primitives. This value depends on the kind of resource being
searched.

Kad contains many distinct kinds of resources, among which there
are keywords and files. Keywords are used to reconstruct the ID of
a file: when a user wants to share a file x, he calculates the hash of
the file IDx, as well as the hash of each of the words that compose
the file-name, and stores the association (IDword, (IDx, ”complete
title”)) in the network. When a user wants to search for a file, it
issues separate searches for the hashes of all the words that are in the
file-name. From the intersection of the responses the user will select
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the most appropriate one depending on the title and start a look-up
for IDx, which will return a list of IP addresses that contain that file.

Whenever a node shares a file x with IDx and a certain file-name,
it is responsible for periodic republication of the IDs of the file and of
the title-words, each republication being performed on 10 nodes in the
corresponding tolerance zone. This means that if a file is shared by
many users, its ID is republished frequently, and a higher number of
nodes in the corresponding tolerance zone stores the IP of the owners.
When a node receives a store message, it will start a timeout, and
after a fixed amount of time, the resource is erased if no update is
received. The expiry time and the republication time depend on the
kind of resource, varying from 5 hours for keywords to 24 hours for
files. Lastly, Kad network uses an hash space of 128 bits instead of
160.

Each node periodically sends PING packets to the nodes in its
buckets and purges the ones that do not respond, so that nodes with
longer lifetime are the last to be removed. Since a new contact is added
only to a non-full bucket, it is not trivial to perform bucket poisoning,
i.e. send unsolicited pings to a certain node in order to be present in
its bucket.

2.1.4 CAN, Tapestry and others algorithms

For giving an exhaustive view on distributed algorithms based on di-
stributed hash tables, we give a small hint here on two other systems,
differing from the previous ones in the organization of the space and
in the routing process. Many others algorithms are present in the
literature on DHT (e.g., Koorde [KK03], Viceroy [MNR02], PChord
[HZCW]), but they can all be reduced to the ones presented in this
chapter.

CAN [RFH+01] is a fully distributed, scalable and fault-tolerant
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system offering content-sharing functionalities. Each node stores a
portion, called zone, of the whole hash table, along with some informa-
tion regarding nearest node to its zone. These zones are organized in a
d-dimensional cartesian space, in which the logical spatial coordinates
are partitioned between all the alive nodes. The spatial coordinates
are used to store the [key, value] pair in the following way: key K is
deterministically mapped on the P point in the cartesian space, using
a uniform hash function. The correspondent [key, value] pair is stored
on the alive node closest to P . The entire CAN space is partitioned be-
tween alive nodes. Each new joining cause the existent zone to be split
in half, while on node departure or failure the procedure is reverted,
redistributing the keys. In case of a newly arrived node, one of the two
halves will be assigned to the new node, which will be now responsible
for that specific sub-space’s keys. Generally speaking, each zone can
be seen as a leaf in the binary partitioning tree: each vertex is split into
its two children. Internal vertices are zones no longer existing, as they
were split. The vertex position is thus completely defined by means
of the path from the root of the tree to the corresponding leaf-node,
and it is addressed with a binary string representig a virtual identifier
(VID), i.e., the node’s position in the space. Intuituvely, routing in
a Content Addressable Network (CAN) follows a linear path through
the cartesian space from the origin’s coordinates to the destination.
Each node maintains a routing table with the IP address and the VID
of all the neighbors of the current node, and the message is routed to
the neighbor which coordinates are closest to the destination’s ones.

In Tapestry [ZKJ01] a suffix-based approach is used for getting
near to the destination, such the algorithm proposed in [PRR97]. Each
identifier is mapped to a live node called the key’s root. At each hop a
message is progressively routed closer to the destination by incremen-
tal suffix routing. Each neighbor map has multiple levels where each
level contains links to nodes matching up to a certain digit position
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in the identifier: level 1 has links to nodes with no digits in common,
level 2 has links to nodes with one single digit in common and so on.
Nodes are organized in a “forest”. Nodes on the various tree insert
their contents and, through caching schemes, the information is spread
to the nodes on the path from the root to the node. The hierarchical
structure allows a reduction in the number of hops needed to find a
resource: there is no need to reach the root of a key in order to find
the responsible node.

2.2 Security Issues on DHTs

Oddly, in literature, securing the DHTs was not considered in an ef-
fective way: the security of the distributed applications built on top
of the structured P2P system is almost always demanded to the ap-
plication itself. The usual robustness and efficiency of a DHT-based
system can be overwhelmed by the malicious behavior of groups of
peers that do not follow properly the DHT protocol. Examples of at-
tacks that a DHT-based application has to face with can be divided
regarding the targets: the overlay routing (e.g., eclipse attack, sybil at-
tack, churn based attacks, and adversarial routing) or the applications
(e.g., DDoS, attacks on Data Storage).

Opponents that we take into account are users of the system that
aim to break off or degrade the DHT service or to exploit the potential
of the network to attack another peer or a target service outside the
DHT. We suppose that an attacker is able to perform the following
operations with minimum computational effort:

• run a large number of node instances on the same computer

• spoof its nodes’ nodeIds and network addresses
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• intercept and alter the communication flow between any two
nodes

• conspire together with other malicious peers in order to accom-
plish coordinate attacks

This broad freedom of action allows an attacker to effectively put
off a large spectrum of attacks against every network’s structural ele-
ment, but even if many different patterns of nodes’ misbehavior could
be realized in this model, it is necessary to group together the at-
tacks in macro-categories, so that the study of countermeasures could
be valuable and generic. Several well-known classifications proposed
in literature [SM02, CDG+02a] focus on the exploitation of arbitrary
nodeId assignment and on the routing procedure compromise. Our
purpose is to consider a wider range of attacks, including those against
DHT storage functionality, and also Man In The Middle attacks.

A distributed denial of service attack consists in inducing a large
number of nodes of the overlay to generate a huge amount of messages
to be sent to a target entity located internally or externally the P2P
network. It can be achieved with a redirect technique [DKK+05],
carried out through an index poisoning attack. In file-sharing systems,
the attacker can insert meta-data related to a very popular content,
pointing to the target IP address as a source of such a file: the victim
will be overflowed by connection requests until the ‘polluted’ content
will be kept in index nodes’ storage.

In the following sections we give a description of the most com-
mon types of attack against a DHT-system; considerations that follow
are generic and independent from any specific DHT protocol. Some
possible countermeasures presented in literature will be inspected as
well.
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2.2.1 Attacks

Sybil attack

Since typically there exists no verifiable link between the participat-
ing entity (human user or machine) and its identity (the nodeId), it is
possible for any entity to show multiple identities to the system. The
generation of multiple identities under a single entity is called Sybil
attack and it undermines the redundancy property of a P2P system,
because it enables the gathering of a large number of nodes on few
machines, centralizing unsafely many keys’ responsibilities and con-
tent replicas. The Sybil entities are usually exploited to increase the
effectiveness of other attacks (e.g., Eclipse, DDoS) without needing
huge computational resources or without the help of other colluding
entities.

In a structured P2P network, nodeIds are generated locally from
each node instance, arbitrarily. As we stated before, we suppose that
a user can generate many node instances on the same machine, with as
many different nodeIds. Multiple identities belonging to a single user
are usually called Sybils. Such behavior is in itself harmful because it
undermines the peculiar redundancy property of the DHT system: if
many different nodes are instantiated on a single machine, the discon-
nection of the computer would lead to failure a large number of nodes
and, consequently, to the unavailability of replicas of the contents kept
in their storages.

However, Sybils can be exploited by an attacker in a much more
damaging way [FMC+09]. By assigning identifiers near to a target
key to a sufficient number of Sybil nodes, an attacker could be able to
intercept and discard most of the lookup requests for that key, thus
censoring the contents stored in the DHT for that key. More in general,
within the ambit of attacks that can be effectively realized through the
cooperation of many nodes, Sybil entities are used to avoid involving
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multiple users or using many computers, thereby reducing the attack
cost.

To avoid Sybil attacks, the system must therefore ensure that dif-
ferent identities refer to separate entities (intended as users or com-
puters). Douceur in [Dou02] noticed that a honest entity can recog-
nize a Sybil only gathering information from three different sources: a
trusted authority, other untrusted peers (indirect validation) or itself
(direct validation).

In the case of direct validation, the only way in which an honest
peer can make sure that n different identities refer to n distinct entities
is to contemporary challenge them with a computational puzzle that
could not be solved by a number of entities less than n in a time
shorter than a given threshold. This method results very unpractical,
both for the heterogeneity of the computational capacity of the nodes,
both for the challenge simultaneousness requirement.

In indirect validation the correct node may accept only identities
that have been validated by a sufficient number of introducer peers.
The obvious flaw of this approach is that a group of deceptive nodes
can introduce Sybils as valid peers.

The introduction of an access control service which assigns certified
identifiers only to authenticated entities seems to be the most effective
solution. This service could be implemented through a centralized
authority as well as with a distributed system. In [SENB07b] authors
show the vulnerability of KAD to Sybil attack and propose the use
of a centralized agent to bind nodeIds to IP addresses following to a
proper user request sent via SMS; nevertheless, since a user of a node
with dynamic IP address have to send an SMS at every IP change,
the central agent is an undesirable single point of failure because its
disconnection would prevent bootstrapping nodes to join the network.
On the contrary, in [REMP05] an outline of a distributed access control
system is given: every bootstrapping node is serially challenged, from
the leaf to the root, by a dynamic set of access control peers organized
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in a tree-like hierarchy. However, as we stated before, the use of
crypto-puzzles implicitly assumes a limited heterogeneity of nodes on
the network.

Routing attacks

A popular family of attacks is known as routing poisoning. As active
nodes’ routing tables are maintained and renewed through a push-
based approach (i.e., unsolicited messages, such as the publication of
route tables of neighboring nodes or lookup messages sent from un-
known nodes, supply an information that is used to update table’s
entries), it is possible for a malicious peer to inject random routing
data into victim nodes, (e.g., during bootstrapping).
When carried against nodes, a particular form of routing poisoning is
the so-called eclipse attack which aim is to separate a set of victim
nodes from the rest of the overlay network, mediating most overlay
traffic and effectively eclipsing correct nodes from each other’s view.
When carried against the stored contents on a DHT (i.e., making in-
accessible the values of the DHT), the Eclipse attack is called node
insertion attack : a vast number of nodes marked with identifiers nu-
merically close to the target identifier are initiated, intercepting thus
most of the lookup requests and answering with fake contents or not
replying at all, effectively hiding the content.

An index poisoning based attack [LNR06] consists in inserting cor-
rupted contents among the storages of a group of index nodes. A cor-
rupted content might be something not related to the key for which it
was stored, or even a fake information, like a reference to the wrong
source. An attacker can make a bogus content highly visible by flood-
ing fictitious records under ‘strategic’ indexes (e.g., among nodes re-
sponsible for “hot” keys), flushing legitimately stored content. In file-
sharing applications, the most similar attack is the content pollution,
that inserts on the DHT fake meta-data (i.e., meta-data that should
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be correct but that point to corrupted resources).
By appropriately altering the correct message routing procedure

of a set of target nodes, an attacker could be able to make the DHT
unserviceable to them, or she may even cause all victim’s outgoing
messages to be redirected to a parallel, corrupted network. These ef-
fects are usually obtained through a practice known as routing poi-
soning which consists in injecting ah-hoc entries in the victim’s route
table. Route table poisoning comes out easily in a DHT environment,
because of the push-based approach in routing information updating:
since the route table is built and updated on the basis of unsolicited
messages received from other peers (such neighbor nodes’ route table
periodic publishing), an attacker could easily replace most of the entry
victim’s route table entries with fake information.

In particular, a node is prone to poisoning attacks during its boot-
strap phase, because the initial information to initialize the route table
entries is supplied only by the bootstrap node; if this node is malicious
it could easily fill the joining node’s route table with fake entries.

A well-known routing poisoning based attack is the eclipse at-
tack; a group of malicious nodes (possibly Sybils) aim to fill the
tables of a set of correct nodes with their references, in order to con-
trol most communication between victim peers and other participants,
thus “eclipsing” them from the network.

Another kind of routing attack can be put off just subverting the
overlay lookup procedure (we call this lookup misdirection attack);
a lookup can be simply deviated by a malicious node that replies to a
lookup request with contacts that are not nearer to the responsibility
area for the lookup key or that claims that he is responsible for a
keyspace subset he is not.

To limit the effectiveness of poisoning-based attacks, Castro et al.
[CDG+02a] propose to assign random certified nodeIds to peers and
to establish strong constraints on the set of values that a specific route
table entry could assume. If a malicious node cannot choose arbitrarily
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its identifier and he can insert only its reference into a specific slot of
the victim’s route table, the index poisoning would be unfeasible in
practice. However, a mechanism of certified nodeId distribution that
avoids single point of failure would deserve further investigations.

A different, unusual approach to defeat this threat is proposed in
the design of Maelstrom DHT [CKS+06b]. In Maelstrom, P2P net-
works activities are divided into time periods (epochs), determined by
an external time authority. At the end of an epoch, nodes’ route ta-
bles are flushed and nodeId are recomputed on the basis of the epoch
identifier. Route table resets, combined with a given limit to the rout-
ing information update rate, make ineffective any routing poisoning
attempt, because the adversary cannot effectively complete a routing
poisoning before the end of the epoch. However, the DHT functioning
is completely dependent on the time authority.

In section 3.3.1 we show further details on the Eclipse Attack.

Storage attacks

Every single node is free to insert into the DHT any content binded
to arbitrary lookup keys, because the structure of contents and the
rules by which lookup keys are associated with them must be defined
by the specific application laying on the overlay; but this freedom
allows an attacker to disseminate contents reporting fake or harmful
information. We talk about index poisoning attack when bogus
contents are deliberately spread to the nodes responsible for those
contents lookup keys (the index nodes); this attack is particularly ef-
fective and notorious in P2P file sharing systems. If index poisoning is
massively carried into effect, the ratio between the number of fake and
true contents can soar, hiding the original contents from the lookup
process [RLN05]. When contents are references to other resources that
are intentionally corrupted or fake we talk about pollution attack
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[LKXR05], a index poisoning closely related attack.

Index poisoning can be finalized to DDoS attacks [NR06]. In file
sharing applications, for example, nodes publish in the DHT the net-
work addresses of file sources at the replica nodes that are indexes for
a key somehow related to the file; if an attacker spreads references to
a very popular file, indicating a target service as the source of that
file, she will cause the redirection of all the requests for that file to the
victim, easily realizing a TCP flooding.

In [LH06], RIEP, a secure content publish protocol, is proposed to
remove the risk of a DDoS attack in a DHT-based file sharing network.
RIEP is based on IBS and assumes that every peer has a private key
bound to its public identifier; every published content includes the
publisher identifier (that is the reference to the file source) signed by
the publisher’s private key. Before starting the file download, a node
that receives a signed content verifies that it is signed by the same
identity that appears within the content, because a mismatch between
the identity of the signer and the identity of the source would reveal
a DDoS attack attempt. However, this solution is strictly bounded to
the file sharing applications.

More in general, rating systems could be used to evaluate the
quality of a content in order to detect any attempt of poisoning. In
[LNR06] authors point out that applying rating systems to resources,
allowing users to mark contents depending on their quality, are often
ineffective and could be easily deceived by a polluter, while rating
systems applied to users, that is adopt a reputation systems that al-
lows users to evaluate peers’ behavior and to blacklist bad users, could
be more valid. Ideally, one would like to have a distributed reputa-
tion scheme that responds to attempts to evade detection by changing
identity.
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Man In The Middle attack

Our adversary model provides that an attacker is able to overhear and
modify the content of messages flowing between any two endpoints.
This is a tangible occurrence in real overlay networks, because of the
use of buddies to manage the communication to nodes who reside be-
hind a firewall or a NAT service. Basically, a peer hidden by the NAT
establishes a TCP connection with a chosen buddy node who acts as
an application gateway for incoming requests; as a consequence, the
buddy can easily alter the contents of the responses addressed to the
hidden node. A detailed description of how buddy system works in
KAD is given in [Bru06], while in [SENB07c] a crawling analysis of
KAD network shows that the portion of nodes that relies on a buddy
is very significant, and this leads to at least half of the network which
is prone to a Man In The Middle attack. To avoid this, communi-
cating must be sure about the integrity of messages and about the
identity of the sender. An authenticated channel between endpoints
can instantly exclude a third malicious entity.

To avoid MITM an authenticated channel between the two commu-
nication endpoints must be established and the integrity of exchanged
data must be assured. MITM is related not only to P2P systems but to
every distributed service; for this reason, many studies about MITM
resistant two-ways authentication protocols are available in literature.
A detailed systematic design of families of MITM resistant authenti-
cation protocols is available in [BGH+92]; we refer to this document
for further insights.

2.2.2 Defenses

Most of the overlay routing attacks countermeasures are given in terms
of routing protocol changes or access control policies. An exhaustive
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overview of the commonly used distributed access control mechanisms
is given in [STY04a], stressing the difference between the different
threshold signatures. Authors underline that the use of RSA for gen-
erating keys in a distributed environment leads to an high communi-
cation and computation overhead, particularly harmful for mobile and
ad-hoc networks. Saxena et al. [STY04b] developed an identity-based
group admission control technique that overcomes the drawbacks of
previous certificate-based approaches, presenting ID-GAC (ID-based
Group Admission Control), based on the threshold version of BLS
signature scheme, an identity-based mechanism since the membership
token used to prove membership is derived from the group member’s
identity. The use of a super singular elliptic curve influences the overall
cost of the scheme. The whole scheme comes along with a distributed
membership revocation mechanism based on the membership revoca-
tion lists.

A possible approach to locate Sybil nodes is periodically sending a
different challenge to each node: requiring a high computational effort
to be solved, one machine cannot solve a challenge for each Sybil node
it hosts within a specified short time interval. The main issue within
this approach is the difficulty to practice it in an heterogeneous do-
main [Dou02]. A central authority that assigns a certified nodeId only
after a user registration process might limit this phenomenon, because
the time required to the creation of a new node would be considerably
longer.

An exhaustive overview of the different behaviors of peers in the
KAD network is given in [SENB07a]: among other results, it is clear
that node identifiers are not necessarily persistent as was assumed in
previous works. In [SENB07b], authors consider the vulnerability of
KAD against Sybil Attack and point out that a solution is to prevent
a peer from choosing its own ID and avoiding a peer to obtain a large
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number of IDs. For doing so, they sketch out a centralized solution
that makes it impossible for an attacker to obtain arbitrary KAD IDs:
a central agent binds the KAD ID to a cellular phone number.

Sybil Attack is also the core of the work in [syb05] and [REMP05].
In the first work, a resistant routing strategy is introduced on a vari-
ant of Chord, assuring that lookups are performed using a diverse set
of nodes, and thus that at least a subset of the nodes involved in the
lookup process is not malicious. As a consequence, the lookup process
makes forward progress, not only converging fast to the destination,
but also minimizing the number of trusted bottlenecks: when choosing
the next node in the path, the variant will take into account the sources
of information about the previous hops, and strive to avoid relying on
a single trusted bottleneck. In [REMP05] an admission control system
for structured P2P systems is given. The system constructs a tree-like
hierarchy of cooperative admission control nodes, from which a joining
node has to gain admission. The admission control system is imple-
mented by the nodes, and it examines joining nodes via client puzzles.
The burden of self-organization and admission control is placed on
the peer-to-peer nodes themselves. For this reason, the computational
load of these activities must be low. Analysis shows that these costs
are vanishingly small for all nodes in the network. Admission Control
System (ACS) defends against Sybil attacks by adaptively construct-
ing a hierarchy of cooperative admission control nodes. A node wishing
to join the network is serially challenged by the nodes from a leaf to
the root of the hierarchy. Nodes completing the puzzles of all nodes in
the chain are provided a cryptographic proof of the examined identity.

A tool which could effectively combat the content pollution and
the index poisoning attacks is the use of credentials, bound to the
content, provided by the owner of the content during the insertion
phase: if the content is bound to the identity of an owner, when a fake
resource is found, it is possible to trace back to content creator. If
the application implements a reputation system, it could be possible
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to penalize or even to ban a malicious node.
Credentials and reputation systems can also be used against DDoS: as
it would be too costly to oblige replica nodes to verify the authenticity
of each inserted content, it is necessary to adopt a reputation system
so that peers who have made incorrect insertions are recognized as
soon as possible and banned from the network.
Against the Eclipse attack, an anonymous auditing technique is pro-
posed in [SNDW06], but still it is shown to be ineffective against Node
insertion attack: the introduction of a third party trusted certification
service that assigns randomly generated certified identifiers to nodes
seems to be an effective solution to prevent this attack.

Myrmic [WOHK06] is a enhancement of Chord [SMK+01] designed
to resist attacks against the routing procedure. A key feature distin-
guishing Myrmic from other DHTs is a “root verification protocol”
that allows anyone to verify that the node responding to a query for
key is indeed a correct responsible node for that key. This is accom-
plished by introducing an on-line trusted third party called Neighbor-
hood Authority, with the task of issuing signed tokens that specify the
keyspace subset (called range) the node is responsible for; since the
node’s range may change with joins and leaves, the contacts of some
witness nodes that can confirm the freshness of the range are included
in the certificate. By querying this witness nodes the root verification
is correctly feasible even in presence of a high percentage of malicious
nodes. The main drawbacks of this approach can be seen in mainly
three issues. First, there are too many assumptions: an external Cer-
tification Authority is used for limiting sybils, a loose synchronization
between nodes, the impossibility of carrying man-in-the-middle at-
tacks, and so on. These assumptions are all equally relevant to the
design of the system, but we think this to be too much restrictive.
Second, if the Authority fails it will be not possible to join again the
system. Instead of this constraint, Likir nodes (see section 3.2) are



2.2. SECURITY ISSUES ON DHTS 41

able to join the service (and, thus, bootstrapping) even if the Author-
ity fails, except for the very first join. Third, due to its assumptions,
Myrmic does not face Man In The Middle and storage attacks.

An approach very similar to Myrmic is adopted also in Neigh-
borhoodWatch DHT [BSM+09], where a third party authority issues
signed tokens to certify the responsibility of a node on a keyspace
subset; here loose peers’ clock synchronization is required.

In [RBTM07] authors leverages on node identity assignment pro-
cedure to reduce the impact of some dangerous attacks. An ID as-
signment protocol based on identity-based cryptography is presented,
showing that the id-based cryptography is a suitable and affordable
technique that preserves scalability by introducing a slight overhead.
The described bootstrap procedure is accomplished through a weak
authentication method (i.e., based on a callback to the presented IP
address) that has to be executed at each join.

S/Kademlia [BM07] is a secure key-based routing protocol based
on Kademlia [MM02] that has a high resilience against common at-
tacks by using parallel lookups over multiple disjoint paths, limiting
free nodeId generation with crypto puzzles and introducing a reliable
sibling broadcast, needed to store data in a safe replicated way. In or-
der to make Kademlia more resilient they suggest limiting free nodeId
generation by using crypto puzzles in combination with public key
cryptography, extending the Kademlia routing table by a sibling list,
reducing the complexity of the bucket splitting algorithm and allow-
ing a DHT to store data in a safe replicated way, and finally a lookup
algorithm which uses multiple disjoint paths to increase the lookup
success ratio.

In [CKS+06a] periodic routing table resets, unpredictable identifier
changes and a rate limit on routing table updates are given, in order
to make attackers unable to entrench themselves in any position that
they acquire in the network, and also to make them unable to fix
an appropriate strategy for addressing some specific nodes. Authors
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propose also a practical defense against the eclipse attack, extending
the Bamboo DHT2.

A distributed node ID generation scheme would limit the rate
in which an attacker can obtain IDs. The former authors of Pas-
try [RD01a] require prospective nodes to generate a private/public
key pair such that the hash of the public key has the first p bits equal
to zero [CDG+02b]. They also suggest binding the IP address of the
node with its ID. To overcome the possibility of an attacker to accu-
mulate node IDs they suggest periodically to invalidate node IDs and
using different setting for the hash initialization. However, this would
require legitimate nodes to obtain new IDs every time this happens.
Authors show how the use of secure routing can be reduced by using
self-certifying application data.

Finally, an admission control framework suitable for different fla-
vors of peer groups and match them with appropriate cryptographic
techniques and protocols is presented in [KMT03].

2.3 Applying countermeasures

It follows up directly from the previous discussion that the main instru-
ments that can be taken to develop a comprehensive defense against
cited attack categories can be pointed out as follows:

1. NodeIds must be generated randomly and/or the possibility of
arbitrary nodeId selection should not be left to any node

2. The possibility for a user to generate many nodes on a single
machine must be severely restricted or made as expensive as
possible

2http://bamboo-dht.org. Last visited: 15 Nov 2009.
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3. The procedure for route tables updating should provide appro-
priate constraints that allow a generic peer to insert into the
route table of a second peer only its own contact and that not
allow him to determine in which entry of the table its contact
should be added

4. During the bootstrap, the node must acquire routing information
from trusted sources

5. A unique, strong user identity must be associated to each node.
This identity must be certified and verifiable by other peers so
that an effective evaluation system of the behavior of users could
be built

6. Communication protocol between nodes must be two-way au-
thenticated and ensure the integrity of messages

In the next chapter, we will follows these guidelines in order to
provide an effective and efficient scheme against the attacks described
in the previous sections.
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Chapter 3

Exploiting DHTs

At a high level of abstraction, a generic DHT system could be defined
with a 6-tuple:

DHT = 〈K, N, C, κN , κC , λ〉

κN : N → K

κC : C → K

λ : K → {N}∗

K is the DHT keyspace, a large (usually 2128 or 2160) set of numeric
keys, N is the set of online nodes and C is the set of all the re-
sources owned by the users (we call them contents). An identifier
chosen from the keyspace is assigned to every node (function κN) and
content (function κC). Usually, nodes generate randomly their id (the
nodeId) while the content id is often calculated from the cryptographic
hash (for which a collision is unlikely, for large values of |K|) of the
content payload or from its metadata; however the definition of the
function κC could be delegated to each specific application, depending
on the structure of the resources. λ is a function of responsibility that
associates the task of storing all the content marked with the same key

45
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to a set of replica nodes; these nodes are called indexes for the key.
A node interaction protocol can perform a lookup procedure that, in
O(log|N |) steps, is able to locate the index nodes for any key.

Various DHT specifications differ in the routing table structure and
updating procedures and in the nature of the lookup procedure (which
can be either iterative or recursive). A real DHT implementation must
also provide several other features like techniques to maintain contents
over time even with a high node churn rate, or caching strategies that
avoid hot spots for popular keys.

We talk about structural components of a DHT referring to four
elements:

1. the mechanism for assigning identifiers,

2. the route table containing the contacts of the known nodes,

3. the storage of contents,

4. the interaction protocol between nodes.

All of these elements are discriminating factors among every DHT,
and determine the lookup procedure, the bootstrap, i.e., the join pro-
cess of a new node to an existing network, the overlay organization
and all the other features.

3.1 Functionalities

The main goal of this work is to prove the possibility of delegating
more functionalities to the routing infrastructure in order to lighten
the load at the application level in a distributed environment. The
improved functionalities we are thinking about are strictly connected
with the query language and the security issues of the application
running on the distributed environment.



3.1. FUNCTIONALITIES 47

3.1.1 Query language

Peer-to-Peer networks are largely used for filesharing, and hence sup-
port the kind of simplistic query facility often used in filesystem search
tools: “Find all files whose names contain a given string”. Note that
search is a limited form of querying, intended for identifying (find-
ing) individual items. Rich query languages should do more than
find things: they should also allow for combinations and correlations
among the things found. As an example, it is possible to search in
Gnutella for music by a specific author, but it is not possible to ask
specifically for of author’s specific songs with a “guitar solo”, since
they do not typically contain the words “guitar solo” in their names.

The lack of the possibility of performing a semantic search is made
worse in a DHT scenario. As the nodes and the resources in a struc-
tured peer-to-peer network are indexed with unique identifiers, and as
the identifiers are assigned to nodes whose nodeId (i.e., the identifier
of the peer) is closest (by some metrics) to the identifier, at an appli-
cation level it is an issue to know the unique identifier a resource is
indexed with, to route a message to the node that is responsible for
the identifier and thus to retrieve the resource itself.

As underlined in chapter 2.1, the keys are computed by means of
a collision consistent hash function (i.e., SHA-1). In a file sharing
domain, this would lead to the following steps:

• Insertion

1. compute the hash of the file

2. find the node responsible for the computed key

3. insert the mapping between that key and the node inserting
the content
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• Retrieval

1. compute the hash of the file

2. find the node responsible for the computed key

3. get the node which stores the content

As it turns out, some issues come from the fact that the first step
is the same both in the insertion and in the retrieval process. To face
this, all the solutions that have been applied in current DHT-based
systems can be summarized in two main categories, eventually collaps-
ing in one single solution: the concurrent insertion of meta-information
about the file, and the insertion of different keys computed by means
of the parsification of the query string.

For example, the insertion on a DHT-based system of a file called
“Motorhead - Fast and loose.mp3” will cause the file sharing applica-
tion to insert the following keys:

1. HASH(file(Motorhead - Fast and loose.mp3))

2. HASH(“Motorhead”)

3. HASH(“Fast and loose”)

4. HASH(“Motorhead - Fast and loose”)

5. ...

This means that on the other side of the network, a user looking
for that particular song will have his query parsified by the applica-
tion into many intermediate keys that will lead the user to the specific
content, i.e., to the node storing the song.
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As we will show in chapter 6, the content is often associated with
tagging information providing a more detailed description of the con-
tent itself. The insertion of these information, after the computation
of the associated keys, provides thus more indexes on the DHT for
getting to the content.

It is clear, then, that the two solutions collapse on each other:
we are inserting more details and more keys associated to the same
content. This approach leads basically to two main advantages:

1. The information regarding a single item is spread more deeply
into the network, as the consistent hashing grant us that the
keys computed by means of the hashing of similar strings are
numerically far in the numeric space of the keys and thus far in
the system;

2. The previous feature make easier to find the specific resource, as
many nodes are involved in the storage process of the associated
keys.

More formally, we can improve the definition of the κC : C → K
function in the DHT tuple representation, by means of associating all
the related information to the same content.

We can then state, with a notation stretch, that:

κC(c) = f(c, m(c))

Where c ∈ C is a specific content, m(c) is the set of metadata
related to that content (e.g., the name of the file, the year, and so on),
and f is the composition of two distinct functions: the first is related
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to the content itself (e.g., computes the identifier of the file), and the
second computes all the identifiers from the metadata.

The next step in improving the expressiveness of a key-based query
language is the organization of the inserted keys in a semantic way.
The word semantic is improper in this case, because we are talking of
identifiers, i.e., numbers, but what we need is a way to say that keys
are organized in some manner from the most general (less expressive)
one to the most specific one (the exact key, computed through the
hash of the exact content).

In order to allow a complex representation of structured data on
a flat identifier space, we propose a hierarchical indexing scheme in
chapter 5, while in chapter 7 we propose the mapping of a user gener-
ated folksonomy on a DHT. Both approaches start from the flat space
of indexes to represent complex structures, in which some dependecies
are given by the specific domain (e.g., “Rock” is more general than
“Motorhead”, but both tags can be associated to the same resource).

3.1.2 Security and privacy

As underlined in chapter 2.2, many security flaws affect DHT-based
systems. One of the starting point for most of the attacks to a DHT
based system, is the possibility for an attacker, to compute its own
identifier, or at least, to join the network with many randomly cho-
sen identifiers. As a consequence, there is the need of finding a way
to prevent the attackers from choosing their own identifiers and from
easily instantiating a large number of nodes. In the next section we
show how to face this issues with the introduction of a Certification
Service that signs all the valid identifiers in the network. Furthermore,
we introduce a novel node interaction protocol based on the exchange
of signed tokens exchange that protects the system from other well
known attacks.
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Our framework includes an identity based scheme and a secure
communication protocol that may provide an effective defense against
well known attacks. The proposed approach is layered on Kademlia1

and its architecture is based on the presence of a Certification Service
(CS). The CS can be a centralized or decentralized authority whose
task is to generate random node IDs and to certify the links between
node IDs and users identities by signing peculiar tokens. To accom-
plish this, we suppose that a classic public key cryptography scheme is
used: in this section it is assumed that the CS is a centralized author-
ity owner of a public key known to every Kademlia node, and holder of
its private counterpart. Similarly, it is assumed that each user should
be in possession of a key pair.

Briefly (more details are given in the next section), before the boot-
strap, a node needs to send a proper NodeIdRequest to the Certifica-
tion Service in order to retrieve its own certified identifier, querying the
service with its users identifier (e.g., an email address or an OpenID)
and public key. The CS returns a signed identifier, the AuthId, con-
taining the node ID, the user ID and the public key.

The CS makes the user identifier verification procedure (whose
steps depend on the nature of the identifier itself), and then binds the
user identity with his public key and with a NodeId by producing the
signed token, containing the NodeId (randomly chosen) and a times-
tamp that establishes the expiration date of the signed node identifier.
This token is signed with the private key of the CS. The CS keeps track
of the association between the user’s identifier and the signed autho-
rized node identifier, so that all subsequent NodeIdRequest messages
received by the same users receive in response the same authorized
identifier computed earlier, unless it is expired or close to expiration.

1The choice for using Kademlia is arbitrary, other DHTs can be used, as it will
be clear from the next sections.
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This is a precaution to prevent the CS from producing useless signa-
tures. The CS also returns a set of bootstrap nodes, for the new node
to join the system. A node can then successfully send a RPC (join
primitive included) to another node and obtain a proper response only
if both nodes observe the estabilished communication protocol, built
on top of a session, i.e., a signed exchange of messages.

3.2 Likir architectural model

Certification
Service

Reputation
System

Likir

Transport

Identity
Provider

AuhtId

User

Web
portal

Kademlia

1

2

3
Applications

Figure 3.1: Likir architectural model

Likir (Layered Identity-based Kademlia-like InfRastructure) is the
architectural model of a new DHT system that offers some features
that are not simultaneously present in any existing DHT. In particular,
Likir provides:
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1. An high protection level from all the most common attacks
against structured P2P networks

2. A simple framework for the development of distributed applica-
tions based on user identity

The means by which Likir reaches these goals is the delegation
of user’s identity management to the overlay network layer. Likir
architecture is structured in three main modules, shown in Figure 3.1.

The first is a user registration service, accessible via Web, which
returns to the user the certified identity that will be used to mark
its node on the overlay network. The service is composed of a web
portal, which interacts with an Identity Provider for user’s identity
verification purposes and with a Certification Service for the creation
of the certified identity. The second is a DHT protocol which extends
the Kademlia protocol, encapsulating it. This layer provides an essen-
tial set of simple and general purpose API for developing any kind of
applications. The third consists of a reputation service at the same
level of the applications layered on Likir, which interacts both with
the underlying DHT node and with the various applications.

Next, we inspect all three modules, defining in detail purposes,
functions and interactions between them. We made only a pair of
assumptions, useful for the following discussion; we suppose that each
user has a pair of RSA keys and an OpenId account. Finally, we adopt
the following notation.
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A, B : Likir users
NodeIdA : node A’s DHT identifier
UserIdA : A’s OpenId
K+

A , K−

A : A’s public and private key
EK−

A

(msg) : message msg signed with the key K−

A

H(o) : hash code of object o
ts, TTL : timestamp, time to live

a||b : concatenation of strings a and b

3.2.1 User registration service

In order to use Likir services, you must fulfill a user registration pro-
cedure; Likir architecture provides a web portal for this purpose. A
generic user A can register by trivially sending its public key and its
UserId through a simple submission form supplied on the registration
website. Form submission pushes the backend server to start an inter-
action with the identity provider, in order to validate user’s identity.
Once the UserId is validated, a proper request, containing the pub-
lic key and the UserId is sent through a secure communication link
to a trusted entity, the Certification Service (CS). We pass over the
specific structure of the CS and we handle it as a black box service,
which peculiar function is creating signed identifiers for newly joining
users; we only suppose that it owns an RSA key pair

〈

K+

CS, K−

CS

〉

.
Upon A’s valid request, the CS binds A’s UserId to its public key

and to a random 160bit string, that will represent the DHT identifier
of A’s Likir node, by producing the following token:

LikirIdA = EK−

CS

(NodeIdA||UserIdA||K
+

A ||tsexp)

CS keeps track of the association between UserIdA and LikirIdA, to
prevent subsequent requests from causing the production of unneces-
sary signatures. Only when LikirId’s validity is near to its expiration
(determined by tsexp) the CS must create a new LikirId.
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When user registration procedure is successfully terminated, A can
instantiate its own Likir node just supplying the LikirIdA, its key pair
and the CS’s public key, that we suppose to be publicly available on
the registration portal.

It is very important to notice that, once a user has obtained his
LikirId, he does not need to contact CS until his signed ID validity
expires. If the CS fails, the user registration service becomes unavail-
able but the network activities are not affected, because the users that
obtained their LikirId previously can join the overlay without query-
ing any central service. Since the tsexp can be chosen to last even many
years, we can state that the CS is not a real single point of failure of
the system.

It is worth noting that the CS is exposed to denial of service at-
tacks, and in this case it will be a single point of failure for the system.
But, in this case, it is more important to notice that nodes who already
have a LikirId can join the network even if the CS is unavailable.

3.2.2 Node interaction protocol

To join the Likir network, a node must just perform the Kademlia
bootstrap procedure, namely performing a lookup for its own NodeId
starting querying a live bootstrap node. If the node is not aware
of any alive contact (e.g. it is performing its first bootstrap), he
can send a proper request directly to the CS, which responds with
a signed bootstrap list. The CS controls at least one alive Likir node
which executes a periodical probing task (simply performing lookups
for random NodeIds) in order to learn of fresh contacts. However, it
is important that every node keeps track of a substantial number of
previously known contacts to use as bootstrap nodes, to avoid the CS
to be flooded by bootstrap list requests.

A node A can successfully send a Kademlia RPC to a node B only
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if both A and B follow this four way session.

I A → B : NodeIdA, N1

II B → A : NodeIdB, N2

III A → B : LikirIdA, AuthAB,rpc-req

IV B → A : LikirIdB, AuthBA,rpc-res

N1 and N2 are randomly generated nonces; rpc-req and rpc-

res fields are respectively the request and response RPC defined in
Kademlia. Messages sent at steps I and II must be somehow marked
differently (e.g. distinct opcodes), to differentiate the request from the
response.

AuthAB and AuthBA are two authentication tokens structured as
follows:

AuthAB = EK−

A

(NodeIdB||N2||H(rpc-req))

AuthBA = EK−

B

(NodeIdA||N1||H(rpc-res))

Figure 3.2 shows the session message exchange. Steps I and II just
accomplish a preliminary nonce exchange. Messages III and IV are
thoroughly symmetric; the Kademlia rpc is sent with the LikirId of
the sender and with a signed authentication token. The Auth contains
the addressee NodeId, the previously received nonce (to assure the
freshness of the token) and the rpc hash (to protect rpc message from
modifications). We should observe that freshness of authenticators
can be granted also replacing the nonces with timestamps, avoiding
the preliminary message exchange; however this would require at least
to assume a loosely synchronization of nodes’ clocks. Later, in Section
3.3, we show how this protocol assures authenticity of messages.

The rpcs exchanged during the session follows exactly the Kadem-
lia rpcs specification, except for the store rpc. In Likir, Kademlia
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NodeId , N1A

NodeId , N2B

LikirId , Auth ,A AB RPC-REQ

NodeA

End session

LikirId , Auth ,B BA RPC-RES
Check

Check

I

II

III

IV

NodeB

End session

Figure 3.2: Likir node session

store request message is enhanced to prevent the disownment of the
insertion operation; it is structured as follows.

store rpc = k||Obj||Cred

Cred = EK−

A

(UserIdA||k||H(Obj)||ts||TTL)

Cred signed token includes all the useful information on the published
object: its ownership (UserIdA), its lookup key (k), its SHA-1 hash
to grant its unalterability, the publish time (ts) and its validity period
(TTL).

3.2.3 Reputation system

The last Likir module to be introduced is a Reputation System (RS),
placed at the the application level, which interacts both with the other
applications and with the underlying DHT node.

We do not want to define a specific Reputation System for Likir,
because different application suites could adopt different systems, de-
pending on their needs. Several RS models could be suitable for
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Likir architecture even if fully decentralized reputation systems like
[KSGM03] could better match with the pure P2P Likir design. A
wide overview of existing and proposed reputation and trust systems
models can be found in [JIB07].

We made just a few loose assumptions on the RS behavior. We
presume that the RS computes a reputation score for each known peer
on the basis of information received by the applications or retrieved
from the DHT; we suppose that the RS exhibits a simple API that
allows the applications to evaluate other user’s behavior in order to
single out the misbehaving peers.

When an application retrieves a resource from the DHT, it eval-
uates the genuineness of that content on the basis of application-
dependent rules. For example, a method to assess the validity of a
resource could be the evaluation of the relationship between the re-
source’s content and its lookup key; usually, every application defines
specific rules to bind lookup keys to objects (e.g. key calculated with
the hash of object’s metadata), so if a resource was inserted with a
lookup key that is not related with its content, respect to the lookup
key production rules of that application, the resource can be marked
as invalid, and its publisher as a polluter.

Since Likir provides content ownership verifiability, a node can al-
ways report the UserId of the polluter to the RS; depending on its
particular policies, the RS takes care of spreading the user evaluation
at other RS instances on the network. From the acquired information
on a user, the RS determines its reputation score; when a user’s rep-
utation score falls below a predetermined threshold, the RS instructs
the underlying Likir node to add his UserId in a local blacklist.

During a communication session, when the identity of the other
endpoint is learned (step III for server node, step IV for client node),
the blacklist is looked up; if the identity appears in the blacklist the
session is aborted, thus preventing a considered malicious node to
use network services. If the contact of a node that is recognized as a
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polluter is in the route table of an honest node, it cannot be erased im-
mediately, because the route table retains only the information about
the NodeIds and not about the UserIds; besides, it will be wiped
out when the first session with the polluter is established, when the
binding between his UserId and NodeId is verified.

If the RS design is effective and the reputation information is
quickly and efficiently spread across the network, a polluter peer is
quickly excluded from Likir service, because his UserId is added to
many honest nodes’ blacklist. An example of a simple RS scheme and
an emulative experiment on its effectiveness in banishing malicious
peers is given is Section 3.3.3.

It is worth noticing that managing the blacklist at middleware
level allows to apply a strict exclusion policy towards misbehaving
users; if a user takes a malicious behavior within a specific application
and its bad reputation spreads across the network, he will no longer
be able to use any other application service, because the blacklist is
shared between all Likir-layered applications. This feature is advisable
because a severe punishment for polluters can be an effective deterrent
for intentional bad behaviors.

3.3 Security analysis

Likir contrasts the security menaces analyzed in Section 2.2 with its
three main architectural elements: the enhanced node interaction pro-
tocol, the CS LikirIds issue service, and the Reputation System. The
first two strongly mitigate the impact of the Sybil attack and avoid
the occurrence of routing poisoning or MITM attacks, while the third
reduces the effectiveness of the attacks based on storage pollution. So,
our security analysis is divided in three parts. First, we give some si-
mulations on the Eclipse Attack, and show how Likir effectively work
against it. Then (Section 3.3.2), we show the security properties of
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Likir protocol, and finally in Section 3.3.3 we present an emulative
experiment that highlights how the adoption of a RS (even a very
simple one) can quickly wipe out the polluter users from the network.

3.3.1 Simulation on the Eclipse Attack

We ran several simulations, performed observing the behaviour of a
single tolerance zone (see the KAD subsection in 2.1.3) containing
4,000 nodes, corresponding to a network composed of approximately
1,000,000 nodes. To lower computational load, not all the network
was equally popoulated. Lifetime of the nodes and other system
parameters were chosen consistently with the measurements done in
[Bru06, SBE07] and following works by the same authors. The devia-
tion of measured data between two simulations with distinct random
seeds is extremely low (below 2%) so in the figures are reported the
profiles given by an average one. After a set-up phase, the attacks
start at second 10,000. The simulations confirmed what observed in
[SENB07b], that if the attacker is able to choose the IDs arbitrarily
and place those IDs in the network before IDe is published, the at-
tack reports almost 100% of success. This means that almost all the
requests for IDe are captured by the attacker; to achieve this, the
attacker needs to control just 8 IDs. In Kad, users choose their own
IDs. If IDe is an ID computed from a keyword, then it is predictable
and can be eclipsed prior to its publication. Through simulations it
is possible to estimate the impact of eclipse attacks even in the case
when IDe is a file hash. In that case, it is not known before its pub-
lication and the attack starts after it has been published. This means
that there is a race condition between the attacker spreading fake re-
sources and the other nodes spreading correct ones. In this scenario
with the same 8 attacking IDs the attack doesnt have a high impact if
not supported by a bucket poisoning strategy. With such a strategy,
the attacker IDs send unsolicited pings to the nodes in the tolerance



3.3. SECURITY ANALYSIS 61

zone of IDe so that such IDs will be added to the buckets of cor-
rectly behaving nodes. This will make it easier for the attacker to be
contacted.
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Figure 3.3: The ratio between the number of search requests for IDe

and the number of search requests that are intercepted by an attacker
node. Measures are sampled every 500ms and averaged over a sliding
window of 10 samples.

In figure 3.3 the eclipse attack is started by 8 attacking nodes
after the publication of IDe together with bucket poisoning. It can
be noticed that as time passes the attack becomes more effective, but
even on a longer time span it doesnt reach a total eclipse. This is
explained by the fact that for every obtained request, the resource is
republished by the receiver on ten nodes in the tolerance zone, as it
would happen for a downloaded file in Kad. There is a concurrency
between the republication of correct resources and fake ones, that
prevents the attack from being completely successful. A variation of
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the eclipse attack has been considered when the attacker is not able to
determine its own ID. In [CGPT05] it is suggested that IDs could be
chosen as a hash of network parameters (IP address and UDP port).
Our simulations show that even in that case, if the attacker owns a
large number of IDs, the eclipse can still happen with high probability.
With a single IP address, a node can obtain 216 different IDs uniformly
spread. This yields about 250 IDs per tolerance zone. In figure 3.4 it
can be seen that even when the attack start after the publication of
IDe, with bucket poisoning, the percentage of eclipsed requests is still
high. Moreover in this scenario there is no concentration over a single
ID so that attacker could eclipse any resource in the tolerance zone.
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Figure 3.4: The ratio between the total number of lookups in the
tolerance zone and lookups intercepted by the attacker IDs.

This means that the attacker could perform a monitoring activity,
substitution of resources or DoS against any resource in the tolerance
zone with the success ratio shown in figure 3.4. The last attack that



3.3. SECURITY ANALYSIS 63

has been evaluated through simulations, is a DDoS attack against
a third party. This last scenario can be used to produce a differ-
ent attack. As explained in [STR07] if all the attacking IDs answer
to find value RPCs with the IP of a victim node (even outside of
Kad), associated to fake IDs, this node will be flooded by requests
coming from multiple sources. This will produce a Distributed Denial
of Service extremely hard to stop. From our simulations we were able
to estimate that with find value RPCs the attacker receives an aver-
age of 4.5 frames for each frame sent by the attacker. This means that
the upload bandwidth resources of the attacker are multiplied by 4.5.
From the simulations emerges that, qualitatively, Kad is vulnerable to
various attacks that are generated by two factors:

• the possibility for the attacker to choose its own IDs;

• the possibility to have multiple IDs.

As we will show in the next subsection, this attack cannot be made
on the Likir framework, as we make unfeasible to gain these two fea-
tures.

3.3.2 Secure communication channel

To show the Likir protocol’s effectiveness against poisoning, sybil and
MITM attacks we must proof two properties.

Property 3.3.2.1 User authentication. A node can communicate
with others only providing its own LikirId

Proof 1 Suppose an attacker node X who’s pretending to be A during
a session with node B. Clearly, since the node session protocol requires
to provide a valid proof of the LikirId ownership (the Auth token), X
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cannot simply reuse the intercepted A’s LikirId to spoof its identity,
but a valid couple of LikirId and Auth is needed.

X cannot produce a valid AuthAB itself, because the AuthAB must
be signed with the private counterpart of the RSA key included in the
LikirIdA, that is unforgeable because it is signed by the CS; so, the
entity that is able to produce a valid AuthAB is A only. So, X has
only two ways to counterfeit its identity: to intercept and reply a valid
AuthAB or to trick A into produce a valid AuthAB.

In the first scenario, X must intercept an AuthAB that contains
the same Nonce received by B (at session step I or II, depending if X
is the session initiator or not); but if Nonce’s size is big enough and a
good pseudo-random generator is used by Likir clients, the probability
that X can find such AuthAB is negligible.

In the second scenario, X must solicit A to build an Auth con-
taining the Nonce received by B. This can be easily achieved by estab-
lishing a proper session with A, but the token thus obtained would be
an AuthAX, and not an AuthAB. To get a proper AuthAB, X must
pretend to be B during the session with A, but this creates a cyclic
dependency: to pretend to be A in a session with B you must pretend
to be B in a session with A.

Property 3.3.2.2 Message integrity. Every message flow alter-
ation attempt causes the abort of the session

Proof 2 If an attacker modifies the data at session steps I or II, the
Auth tokens sent in the following steps will be no more valid, because
they include all the fields of the preliminary Nonce exchange mes-
sages. LikirIds and AuthIds are unalterable because they are signed;
the same is for the RPC message, because its cryptographic hash is
included into the Auth. So, the message flow between two nodes is
unalterable by a third party.
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From Property 3.3.2.1 follows straight that NodeId cannot be gen-
erated arbitrarily and cannot be spoofed. In Kademlia a new route
table contact is added at the end of a communication session, if there
is enough room in the proper bucket; since the overlay communica-
tion is authenticated, the NodeId are randomly chosen and cannot
be spoofed, and the position of the new contact in the route table is
determined locally on the basis of the sender’s NodeId, an attacker
cannot insert an arbitrary contact in an arbitrary position of the route
table, so any route table poisoning based attack is unfeasible.

Property 3.3.2.1, combined with Kademlia design, prevents also
lookup misdirections. The nodes considered during the lookup pro-
cess must be directly probed; since the node responsibility function
depends only on the nodeId and since the nodeIds cannot be spoofed,
the initiator knows for sure to what key responsibility area he is ad-
dressing. Of course, denial of service (e.g. a node replies to a lookup
query with valid contacts whose nodeIds are not close to the target)
is always possible, but this is an inherent problem of the distributed
lookup mechanism; anyway, the Kademlia lookup procedure is pretty
resistant to such attack because favors the retrieved contacts that are
nearest to the target. As told before, at every lookup step, the α nodes
whose NodeIds are the closest to the target are probed. If, during the
process, a honest node is queried, the k contacts returned will be likely
closer to target than the contacts returned by other non-collaborative
nodes, so the next α nodes to be queried will be chosen from this set
(since, usually, α < k).

Protocol authentication and NodeId randomness limit also the
sybil attack impact. To run many different nodes, many LikirIds
are needed, but if the user subscription service provides valid tech-
niques to avoid the registration phase automation, the effort needed
to produce many sybils can be arbitrarily increased. For example, du-
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ring user subscription phase, a credit card number can be required2.
Different identities could be issued for the same user, but the CS can
limit the number of different LikirIds issued for the same credit card
number, thus making very expensive the hoard of a huge number of
identities. Anyway, even if an attacker has many nodes under his con-
trol, he cannot position them in specific key space areas, because the
NodeIds randomness.

Finally, proof of Property 3.3.2.1, together with Property 3.3.2.2,
shows the protocol resistance to MITM; furthermore, the bootstrap
list provided by the CS for the first bootstrap is signed, thus partition
attacks during the join phase are avoided.

3.3.3 Banishment of polluters

We show the effectiveness of the Likir blacklisting feature, combined
with the RS action, through an emulative experiment. Each peer runs
a Likir-layered test application with a very simple behavior: broadly,
the peer periodically calls Likir put and get primitives on random
lookup keys; we suppose that the application is able to verify if a
resource is polluted in a fully automated way, without interacting with
a human user, so when a fake resource is retrieved, its publisher’s
UserId is immediately inserted into the blacklist.

Each application interacts with a Reputation Client3 (RC), just
notifying it when a new UserId is blacklisted and providing the related
polluted content. The RC keeps a list of couples 〈UserId, Content〉
where the first member is the identifier of the blacklisted user and the
latter is the polluted object he published, which is an evidence of his

2We would like to thank Mark Lillibridge, HP Senior Research Scientist, who
gave us this suggestion during the Eight International Conference on P2P Com-
puting, Aachen 2008

3The RC design is just functional to our experiment, we do not want to specify
any particular Reputation System model for Likir
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misbehavior; we refer to the list of the blacklist of a generic user A as
BLA.

The RC behavior follows a very simple, zero-tolerance gossip-based
approach to spread local reputation information. Periodically, the
RC’s list is published in the DHT by simply calling the Likir APIs:

put(ListId(A), BLA, ReputationType, TTL)

ListId(A) = H(NodeIdA||“BL”)

The lookup key is calculated from the local UserId and from a global
string parameter, the ReputationType can be an application depen-
dent string which identifies the RS contents, and the TTL is deter-
mined by system settings.

Before the publishing phase, the RC retrieves the lists of other
users in order to learn of new polluters’ UserIds and, possibly, to
increase its own list. To do so, the RC asks to the underlying node for
the k known NodeIds nearest to the local NodeId (the closest overlay
neighbors). For every NodeIdX retrieved, a proper Likir get method
is invoked.

get(ListId(X), ReputationType,−, true)

The ListId is calculated like explained before and the recent param-
eter is set to true to recover just the most recent version of the lists.
This API call returns a set of RCList objects; these lists are scanned
and new valid 〈UserId, Content〉 couples are added to the local list.
Please note that the simple RS we outlined cannot be exploited by
malicious users to accuse a honest peer to be a polluter because of the
content attached to the UserId, which is an unforgeable evidence of
the misbehavior.

To make our experiment easier, and to get time-scale independent
results, we organize the emulation into time steps. At each step, every
peer on the network performs a variable number of Likir primitives;
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Figure 3.5: Reputation test results

we refer to Nput and Nget respectively as the random variables of the
number of put and get executed and we suppose that these vari-
ables are normally distributed: Nput, Nget ∼ N(8, 1). The lookup keys
specified as put and get parameters are selected from a set of 105

randomly generated 160-bit keys; accordingly to previous studies on
p2p contents popularity distribution on file sharing networks [IRF04],
we suppose that the frequencies of such keys are distributed accord-
ingly to a Zipf’s law with exponent equal to 1. When a step is over,
the RC gossip service is activated and new blacklisted contacts are
possibly learned.

The network is, of course, partitioned into two subsets: the Good
and the Bad peers. The bad nodes are distinguished from others
because they publish only fake contents and they don’t take part in
the RS activities. At each step, the bad out degree (D) of good nodes
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is measured. D is simply defined as follows:

D = | {(x, y) |x ∈ Good ∧ y ∈ Bad} |

A link between a good and a bad node (the (x, y) edge) is determined
by the presence of the bad node’s contact into the good node’s route
table; the percentage of bad nodes is given by the p parameter.

We instantiated a 150 nodes network and then we run our emula-
tion for different values of p. We set Kademlia routing parameters k
and α to tiny values (respectively to 4 and 2) because the network size
is relatively small. Our experiment is aimed to model a coordinated
pollution attack, so we suppose that attacker nodes start polluting the
DHT at step 0, and no new node is instantiated during the emulation
period. Of course, during the whole overlay network life, several at-
tacks like this can happen, however we focus only on a snapshot of a
single attack which easily permits in the same way to understand the
effectiveness of Likir blacklist and RS.

The results are shown in Figure 3.5; the plotted values of D are
normalized on the initial D value. In an initial phase, before fake con-
tents are widely spread across the network, the number of bad contacts
in the good peer’s routing tables increases, because new contacts are
learned due to the lookup procedures executed by the nodes of each
partition. But the diagram shows that this trend is reversed after the
first step; the value of D is reduced to about one fifth in just three
or four synchronization steps, for every value of p, and then decreases
asymptotically to zero, thus cutting off the cluster of bad nodes from
the healthy part of the network.

The blacklisting method results effective also for very high values
of p (e.g. p = 0.8) because, even there is a slight probability that a
non-polluter node has the contact of another honest node in its closest
overlay neighbors set, a great portion of contents on the DHT results
corrupt, so many evil nodes are discovered at each step.
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3.4 Evaluation

In this section we propose a quantitative analysis of the Likir protocol
in order to evaluate the feasibility of the proposed approach in a large-
scale distributed environment. Compared to Kademlia, Likir shows
an overhead that affects both the number and the size of messages
exchanged between nodes, besides the computational cost introduced
by cryptographic operations. In particular, any interaction between
nodes involves the dispatch of two additional messages for the nonce
exchange (messages I and II) and the addition of AuthId and Auth
to the request and response RPCs (messages III and IV). Moreover,
a node must produce a signature for each sent RPC (two signatures
when the content is submitted by its owner, because of the production
of credentials) and verify two signatures for each received RPC. In the
following, we will state the costs in terms of messages size (Section
3.4.2), computational cost due to cryptographic primitives (Section
3.4.3) and network latency (Section 3.4.4).

3.4.1 Replacing RSA with IBS

Likir protocol exploits conventional RSA cryptography for token sig-
natures, however, in agreement with the identity-centered Likir design,
an Identity Based Signature (IBS) approach could be adopted as well.

IBS is a cryptographic technique that allows to compute a key pair
whose public counterpart could be obtained from an ASCII string.
This cryptographic paradigm allows a user to verify a signature of an-
other user just knowing his user ID. The original IBS idea, based on
the RSA function, was presented by Shamir [Sha85], but it was subse-
quently revisited by Boneh and Franklyn [BF03] and Cocks [Coc01],
who used bilinear pairings [Lyn07] for efficient Identity Based Cryp-
tosystems design. The presentation of IBS mathematical background
goes beyond the goals of this work, however we give a brief overview
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on how such paradigm works.
In IBS, when a user A wants to send a signed a message to a user

B, the following steps must be executed.

1. Setup: a trusted third party, the Private Key Generator (PKG),
creates a pair of master keys: a public key MK+ and a private
counterpart MK−.

2. Extraction: A presents his identity (IdA) to the PKG, who
produces a private key K−

A from MK− and IdA; the new key is
then sent to A through a secure channel

3. Generation: using its private key K−

A , A creates a signature s
on message m and sends (m, s) to B.

4. Verification: B checks whether s is a genuine signature on m
using IdA and MK+.

Likir can profitably take advantage of an IBS scheme. Since the
UserId must be sent in every communication session, the recipient
of a request or response RPC always knows the sender’s user name,
so, using IBS, the Likir protocol overhead could be noticeably stream-
lined because the information of the user’s public key in the LikirId
could be omitted, and the UserId only could be used to verify tokens
signatures.

Nevertheless, IBS has two main drawbacks. The first concerns
efficiency: the known IBS algorithms [GGA05] in current implemen-
tations (e.g. Stanford PBC Library4) are slower than RSA, both in
signature and in verification phases. The second (the most severe) is
the key escrow property: the PKG is a genuine single point of failure,
because if an attacker takes possession of the private master key, he

4http://crypto.stanford.edu/pbc, Last Visited 26 Nov 2009
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could generate the private keys related to every UserId, thus violating
the whole cryptosystem.

For these reasons, the current Likir implementation adopts a tra-
ditional public key scheme. However, the scientific community is still
very active in IBC research, therefore the possibility of replacing RSA
with IBS should be taken into account.

3.4.2 Spatial Analysis

The size of every Likir message is greater than the size of ordinary
Kademlia RPC, due to the addition of the signed tokens. AuthId,
Auth and Cred are composed by different data; the whole set of el-
ements that composes these tokens, together with their size, is listed
in Table 3.1.

NodeId : 20 bytes
UserId : 128 bytes

K+ : 128 bytes
exp : 8 bytes

Signature : 128 bytes
Nonce : 16 bytes
Hash : 20 bytes

ts : 8 bytes
TTL : 8 bytes
key : 20 bytes

Table 3.1: Protocol elements size

Every message contains at least an AuthId and an Auth, which
constitutes the message header. In addition to this, the store RPC
request includes a Cred associated to the object to be stored and
the find-value RPC response payload contains a Cred attached to
every content returned to the querier. Because the number of contents
per find-value response is variable due to the availability of objects
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corresponding to the requested key stored in the replica nodes, the
overhead for such RPC is not constant; we define n as a variable
representing the number of Cred per find-value response. If an IBS
scheme is used, the Auth does not include the public key of the sender,
thus streamlining the spatial overhead for every RPC. Table 3.2 shows
the overhead for every RPC, when RSA and IBS schemes are used. It
is worth to notice that the additional header size is smaller than 1KB
in the worst case, and the find-value payload dimension overhead is
linear with the number of retrieved contents.

RPC
Likir RSA Likir IBS

Request Response Request Response

ping
596 596 468 468

find-node

find-value 596 596 + 312 · n 468 468 + 312 · n

store 908 596 780 468

Table 3.2: RPC Spatial Overhead (in bytes)

3.4.3 Cryptographic Microbenchmark

The node interaction protocol instructs both sender and receiver to
generate and to verify signatures. Table 3.3 shows the number of
cryptographic primitives to be performed by a node during a whole
session, for every RPC. We refer to gen as the signature generation,
and to check as the signature verification. The SHA-1 hashing opera-
tions are not considered due to the non-influential cost. The receiver
must perform a check for any received request and must produce a sig-
nature for every sent response, independently of the RPC performed.
Conversely, the operations required to the sender depend on the RPC
type. In particular, the sender of a find-value RPC should verify the
signature of the Creds associated to the n received contents included
in the response.
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RPC Sender Receiver

ping
gen + check

gen + check
find-node

find-value gen + (n + 1) · check

store 2 · gen + check

Table 3.3: RPC Cryptographic Overhead

Used in this analys, we have built an initial implementation in C
in order to quantify the cost of cryptographic operations in a real plat-
form. We use the GNU openSSL library for all standard cryptographic
operations, 1024-bit RSA for signing and SHA-1 for hashing. We
adopt the Pairing-Based Cryptography (PBC) library5 for all identity-
based primitives. In particular, we used Boneh-Lynn-Shacham (BLS)
scheme. All experiments are conducted using a Intel Quad-Core Xeon
2.5 GHZ with 4 GB RAM, running the Linux Ubuntu 7.01 operat-
ing system. Each test is performed 1000 times and the average value
is presented in Table 3.4 along with the standard deviation σ. Note
that the σ estimation for the find-value RPC considers a ǫ value
that represents the standard deviation component due to the n checks
performed.

From the results, the additional cryptographic costs are affordable
for a real system in both RSA and IBS schemes. It is worth noting
that there are evident differences between RSA and IBS, mainly for the
check primitive; anyway this gap does not compromise the feasibility
of the IBS approach.

3.4.4 Computational Effort

As depicted previously, the Likir protocol introduces an additional cost
due to the exchange of a nonce value between the participant nodes.

5http://crypto.stanford.edu/pbc/, Last Visited 26 Nov 2009
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Operation
Likir RSA Likir IBS

Cost σ Cost σ

gen 2.026 0.164 17.695 0.045
check 0.1 0.014 26.5 0.051

ping 4.244 0.214 88.372 0.126
find-node 4.634 0.218 88.624 0.156

find-value
4.634 +

0.218+ǫ
88.624 +

0.156+ǫ
check · n check · n

store 6.834 0.256 106.009 0.175

Table 3.4: RPC Cryptographic Costs (in ms)

In order to quantify the impact of this further message, we deploy
the Likir middleware in a couple of nodes running on the PlanetLab6

network. Accordingly, we select two nodes (i.e., planetlab1.di.unito.it
and planetlab1.cs.ubc.ca) and we executed all RPCs measuring the
overall session time. Each test is performed 500 times and the results
show the average values.

In Figure 3.6 we show the comparison between the session time
for the basic Kademlia and the Likir with IBS or RSA support. As
expected, for all RPCs the overhead introduced by the Likir protocol
is about 2 times for the RSA scheme and 2.5 times for the IBS. This
gap is basically due to the nonce exchange.

As described above, the number of received Creds n can affect
the overall performance mainly due to the additional checks required.
Therefore, in the following we will examine the behavior of the find-

value RPC according to the n parameter. Figure 3.7 shows that the
RSA approach is slightly affected by the n variation while the IBS
scheme introduces a linear degradation when n grows. Anyway, an
improvement to the IBS scheme could be gained by the adoption of an
aggregate signature [DBS03] scheme by means of a group of signatures

6http://www.planet-lab.org/, Last Visited 26 November 2009
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Figure 3.6: RPC Session Overhead

that can be verified in a single step. This can (significanlty) reduce the
cost of the signature verification phase, even if this alternative needs
further analysis due to the different pairing system used.

3.4.5 Discussion

In relation to the high level of security that the proposed architecture
guarantees, the cost of the Auth signature production for the outgoing
messages is affordable.

If a certain percentage of “corrupted” messages could be accepted
as valid, it would be possible to set up the nodes to verify the signa-
tures of inbound messages to sample. A more detailed study about
the relationship between the percentage of corrupt messages on the
overlay network, the signature control frequency and the percentage
of corrupt messages that succeed in avoiding the verification could
show what is the optimal control threshold for systems subjected to
any degree of risk.
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The introduction of a centralized control in a completely distribu-
ted system is another potential weakness of the system. However, it
is worth noting that the CS intervenes only in the node registration
procedure; besides, the expiration time specified in the AuthId could
reasonably be considered valid for months, or even for several years.
The CS is essential only for those users who have yet to make the reg-
istration process, or whose AuthId is expired; all other nodes can join
the system using a list of previously known nodes as bootstrap list.
Thus, despite its presence, the CS is not a single point of failure and
the overlay remains a fully distributed environment which is almost
independent from the central control.
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Chapter 4

Istant messaging and chat

As it turns out from the previous chapters, structured P2P systems
provide many services and competitive features, including resilient di-
stributed storage, high scalability and efficiency, and good resistance
against random node failures.

Even if P2P based middlewares are largely suitable for a vast va-
riety of distributed applications, their vulnerability is a restraining
factor for the development of a wide range of applications. However,
developing applications through pure P2P criteria better ensures pri-
vacy features than a classic client-server infrastructure. As a matter of
fact, when few single control centers keeps user information, an unde-
sirable aggregation of user data could be easily achieved, thus exposing
user’s information to exploitation by unauthorized third-party. Stor-
ing data in fully distributed environments significantly reduces this
risk.

After having exposed Likir in chapter 3, it is good to remind that
a good identity management system is critical for mainly two reasons.
First, structured P2P systems are based on ID assignments to nodes
and objects. A random node ID assignment is subject to adversarial

79
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manipulation, and current assignment techniques are trivially vulnera-
ble. This problem is amplified due to a heterogeneous user community,
that may want to access the application masking themselves behind
different identities. Second, the users are motivated to use a new appli-
cation when they are allowed to log in with an owned identity, rather
than inventing a new one, made of a user name and a password to be
kept in mind. Likir allows users to submit a yet existing and verifiable
identity (e.g, an OpenID) to gain access to the service; furthermore
the delegation of user identity management to the overlay layer allows
to share the same identity system between many applications, thus
favouring their integration (e.g., in the context of Social Networking,
in which the same user can join several different networks).

Accordingly to this point of view, we present LiCha, a totally di-
stributed instant messaging application built on top of Likir. The
main goal of this case study is the practical demonstration of the pos-
sibility of building large scale secure applications (different from file
sharing) without exploiting a central (even if replicated) server like
in the MSN Messenger or in the Skype protocols, but still preserving
some privacy features such as the contact list and other personal infor-
mation that are stored into and retrieved from the distributed system
in a complete decentralized way. We explain how Licha well exploits
the features provided by Likir interface, thus showing that Likir is an
ideal platform for the development of identity-based application and
for their integration in larger application suites.

LiCha (Likir Chat) is an instant messaging application layered
on Likir. The peculiarity that distinguishes LiCha from classic chat
clients is the complete decentralization, because the conventional cen-
tral server that maintains the account information is replaced with the
Likir DHT, where users’ status and profile information are stored.

Several designs of decentralized messaging applications where pro-
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posed in the past. In [EBJ04] the design of an instant messaging
application layered on a Pastry [RD01a] is sketched. To start a new
session, the Pastry node responsible for the session id is contacted
by the chat initiator and from all partecipants, in order to teach him
their addresses; chat messages are sent to the responsible node, which
forwards it to everychat guest. User options are kept locally.

In CSpace [ZZZa] a distributed chat built on Kademlia is supplied.
CSpace chat design proposes a somehow similar approach to the pre-
sented work. All users create RSA key pairs for themselves. The user’s
public key is published in the DHT binded to a lookup key derived
from a identification number created at first chat startup. To search
a new friend and chat with him, the user must know the friend’s iden-
tification number in order to retrieve his public key; then, another
DHT lookup is performed to get user’s network address, which is also
stored in the DHT. Finally TLS secure channel is established between
the two endpoints.

In a similar way, in RetroShare [ZZZc] client IP/Port information
are put in the KadC [ZZZb] implementation of Kademlia, so other
RetroShare users query the DHT to find friends contact information.
Also in this case, the addition of a new user must go through a pre-
liminary invitation stage sent via email.

None of the cited applications offers simultaneoulsy the following
features:

• Fully distribution: user local options and network address are
stored in the DHT totally distributed environment. There is
no need of a different channel for friends contacts discovery like
email invitations; new friends contatcs are searched through the
DHT
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• Security : LiCha fully exploits the Likir security features like con-
tents non-repudiability; furthermore data encryption is provided
to preserve information privacy

• Integration: like others modules layered on Likir, LiCha can
be easily integrated with other fully distributed identity-based
application

The Likir framework allows to easily develop a chat client with
such functionalities. Furthermore, robustness of the underlying Likir
DHT against common attacks also ensures to the application above a
protection that no other structured fully-distributed system can grant.

4.1 Model

Every LiCha client relies on a Likir node: the UserId of the node
corresponds to the account identifier of the chat service. LiCha com-
mands to insert into the DHT only two type of contents: the user
options, and the client contact. User options contains mainly the list
of UserIds of known friends (often called buddy list) and the client
local preferences, like graphic customization options; the client con-
tact trivially mantains the TCP socket address of the chat service and
a status specification (offline/online). In the following, we refer to
the options and to the contact of a generic user A respectively with
optionsA and contactA. Like ordinary chat clients, LiCha boot phase
(shown in Figure 4.1) starts by displaying a simple user interface which
allows a generic user A to insert its UserIdA and a password. When
the underlying node has bootstrapped and the AuthIdA is gained (by
loading it from local storage, or, in case of “first boot” scenario, by
contacting the CS), the application calls Likir layer APIs to search
the optionsA on the DHT (step 1). The Likir get method is invoked,
specifying “LiCha” as application-identifier string and “true” in recent
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Figure 4.1: Licha boot procedure

parameter, to get only the latest version:

get(optionsAKey, “LiCha”, UserIdA, true)

optionsAKey = H(UserIdA||“options”)

The index side filtering features provided allow the application to ask
only for contents published by its own node; this possibility reduces
the size of the set of returned contents and assures that the infor-
mation retrieved is completely safe, because signed credentials grant
its unalterability. The recent parameter allows to get only the last
options stored, even if many different versions are kept in the DHT.

Furthermore, LiCha encrypts user options with a symmetric key
extracted from the password inserted by the user. Options encryption
grants privacy of data, preventing malicious users to misappropriate
reserved user info. Once user options are retrieved, the application
tries to decrypt them using its symmetric key: if the result is a object
encoded in a correct format, LiCha loads the options and the buddy
list, else it shows an error message and quits.



84 CHAPTER 4. ISTANT MESSAGING AND CHAT

Once options has been retrieved and applied, LiCha builds a proper
contact containing its socket address and its status specification and
it inserts it on the DHT (step 2); by doing so, the client announces
to the network that it is online. The Likir put primitive is called,
specifying a default settings-dependent time to live.

put(contactAKey, contactA, “LiCha”, defaultTTL)

ContactAKey = H(UserIdA||“contact”)

The next boot phase consists in retrieving the contacts of all the friends
filed in the buddy list (step 3). The reader must notice that, for a
generic friend F , many contactF , published at different times, could be
retrieved. But, again, the filtering features allows to easily detect the
last valid contact published. The put method called is parametrized
similarly as that called in step 1:

get(optionsF Key, “LiCha”, UserIdF , true)

Finally, LiCha sends an applicative ping message to each online con-
tact collected (step 4); since a peer can unexpectedly fail after insert-
ing its online contact, pings verify that probed clients are really up,
but allows also to inform them that the querier node has gone online.

Once completed the four steps described, the LiCha client has all
the information to create the lists of online and offline friends and it
is ready to serve user requests. LiCha clients that know each other’s
contacts can simply start chat sessions without involving the Likir
layer.

A ping message is regularly sent to all live contacts to check their
activity, because any peer can always fail silently. As we stated before,
when an offline LiCha client goes online, it pings all its friends, thereby
updating their online and offline friends list. Likir support is used to
search for any new friend X; if contactX is found on the DHT, X can
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be added to the LiCha buddy list. The user contact is periodically
refreshed on the DHT accordingly to the defaultTTL specified.

Finally, when LiCha is terminated by the user, all online friends
are informed of peer departure. Then, the encrypted user options and
a new contact which specify the offline status are put in the DHT by
calling the Likir interface methods as shown before.

4.2 Integration with other applications

The delegation of user identity management to Likir middleware can
make easier and safer the integration between LiCha and other appli-
cations.

Consider, as simple demonstrative example, a distributed calendar
application which publishes on the DHT the description of user’s com-
mitments, day by day. During the Licha boot phase, the information
about the daily events submitted by each friend can be retrieved only
by knowing the friend’s UserId and the rule to calculate the lookup
key for the calendar event list of that day. By doing so, the offline sta-
tus of a generic user X can be better detailed by the calendar event
collected; for example, if X’s calendar says that he is now engaged in
a meeting, the LiCha GUI can display this information.

Because of the index side filtering features which Likir provides,
the application can ask to index nodes to return only the most re-
cent resources published by the selected user. The possibility to get
only contents submitted by a given user is very important for the de-
velopement of identity-based applications on structured p2p systems,
because such applications may not want to receive a large amount of
information from the DHT (as in file sharing) but to recover instead
some well-specified values related to a defined user identity. If a huge
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amount of resources is stored to the index node reponsible for the
lookup key, the desired content could not be included in the bounded
payload of the UDP response packet.

This functionality, which greatly simplifies the integration between
applications, could be achieved also filtering resources with a more
complex content type system, but such method cannot grant the own-
ership and the integrity of retrieved objects, leaving the system un-
protected to pollution attacks.



Chapter 5

Iterative key based routing

In his essay “The Wealth of Networks”1, Yochai Benkler explains how
many phenomena exploited by the latest generation of distributed ap-
plications are re-shaping our markets, our way of using technology, and
ultimately our life. In particular, we are assisting to a Commons-based
peer production trend, that is at the basis of phenomena like the so
called collective intelligence and social production, that push for new
disruptive technological frameworks characterized by a better scala-
bility, a higher decentralization of services, and a loosely structured
organization of information.

Moreover, the responsibility of operations like publication, man-
agement and provisioning of services or digital events (e.g., audio/video
broadcasting) is rapidly moving from few and well-known entities and
nodes to the “Long Tail” of Internet users. These former passive con-
sumers of the technology are increasingly enjoying the wealth of the
networks, becoming active parts of the distribution processes (e.g.,
Web 2.0, P2P networks, social networks, and so on). Hence, user gen-
erated taxonomies (e.g., folksonomy) are generally preferred to com-

1http://www.benkler.org/, Last Visited 19 Nov 2009
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plex (even if more expressive) description languages and composite on-
tologies. Finally, events and services are characterized by a high level
of transience: in such a context, addressing is a very difficult task,
especially if the publisher wishes her services be reached by search
engines, that require - at least - a permanent access from the Domain
Name System (DNS).

Nevertheless, the highly decentralized and dynamic nature of Web
Services fits badly with (1) a central registry repository, like UDDI,
that can represent a single-point-of-failure, and (2) the actual Web
search engines, that address static points of access (i.e., public IP ad-
dresses and/or DNS symbolic names).

Both web services framework and P2P networks provide a discov-
ery process, but as current P2P systems focus more on the discovery
of content in the form of common files (possibly associated with meta-
data), a centralized UDDI registry serves content in the form of meta-
data describing web services. Thus, the intersection between P2P and
Web services is clear, so that it recently gained lots of interest: there is
the need of finding a way to exploit the high potential of web services
without paying in terms of scalability or single-point-of-failures.

We present here a high level protocol for the addressing and the
discovery of web services that is totally decentralized and based on a
structured P2P topology. On the other hand, we introduce a way to
solve the exact match key-based routing problem, that afflicts struc-
tured P2P systems. This model guarantees that all addressed web
services will be discovered in a logarithmic number of hops, as it is
based on a Distributed Hash Table. One of the key innovation is the
possibility of customizing the categorization of web services using tags,
which are becoming very common in the so called Web 2.0.

In this chapter, we face the problem of spreading the UDDI ad-
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dressing service in a totally distributed manner, presenting I-KoD, a
fully decentralized framework for publishing, addressing and discov-
ery generic Web Services on a DHT-based system. From the providers
side, publishers of a given services make use of a straightforward de-
scription language, based on open-ended labels organized in two levels.
From the end users side, consumers can access to services by means of
an old fashioned Yahoo-like style, iterating a key-to-key search scheme
that brings the user from a general category to a specific service.

Web Services [ABFG04] are interoperable software components
used in application integration and development: a web service is lo-
cated and addressed through a protocol (UDDI) and described via a
specific language (WSDL), and it involves three actors: the provider,
the broker and the client. One of the main obstacle affecting the web
service discovery mechanism is heterogeneity between services [GPST].
In the cited work it is suggested a higher level approach in addressing
different web services in order to overwhelm this variety, either tech-
nological, ontological or pragmatic. Another issue can be found in the
centralized (even if replicated) UDDI registry that lacks of scalability
and introduces a single point of failure in the system. Many distri-
buted approaches have been proposed, in order to increase flexibility.
The P2P system in [SP03] supports complex queries containing partial
keywords and wildcards, and it guarantees that all existing data ele-
ments matching a query will be found with bounded costs in terms of
number of messages and number of involved nodes. The whole system
is based on a DHT and, for preserving locality purposes, it organizes
keys (mapping data elements) in a multidimensional keyword space
exploiting the lexicographical distance of data elements. In [SSDN],
the problem of scalability in the search mechanism is addressed impos-
ing a deterministic shape on P2P networks, exploiting the so-named
Semantic Web Services, an ontology based combination of Semantic
Web and web services: authors propose a hypercube graph topology,
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which allows efficient broadcast and search, using global ontologies
to partition the network topology into concept clusters that can be
queried specifically. Ontologies (i.e., the explicit specifications of the
conceptualization of domains) are also the core of [EI]: in order to
effortlessly discover, consume and provide services as they become
available in a dynamic network, the so-called ubiquitous computing is
introduced, organizing services in a logical manner. In the end, the
work in [BH05] presents a distributed ontology repository that uses
the DHT to store the ontologies, represented in OWL2.
This chapter starts from these experiences, lightening the framework
both in the DHT usage and in the Web Service discovery mechanism.
We do not use ontologies like [EI, BH05], nor lexicographic distance
as in [SP03]. We propose a flat indexing space based on tags, without
an entity-relational view of the network such [HHH+02].

5.1 Protocol Description

I-KoD (Iterative Key-based routing on Dhts), is a high level applica-
tion protocol for web services addressing and discovery. We are not
taking in consideration the structure of the WSDL, neither how to
invoke a specific web service: what we want to score is the decentral-
ization of the UDDI registry, by means of a structured P2P system
that plays the role of the registry. Our system is based on top of a
DHT-based structured overlay network used for routing messages and
a storage layer, on top of the DHT, to store resources (i.e., WSDL
files, as explained later). The key components of our layered system
are: (a) a routing infrastructure, i.e., the DHT; (b) a storage layer;
(c) an application level iterative scheme, for the insertion and the re-
trieval of the indexed resources; (d) a set of web services, provided
and requested by users.

2http://www.w3.org/TR/owl-features/
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For sake of simplicity, the reader can refer to the Pastry (see chapter
2.1) ring with the Past storage layer built on it [RD01b]. We will focus
on the component (c).

Each DHT offers a set of functions for building correct identifiers
for resource indexing. For simplicity, reader can think of a single
function defined as I : {0, 1}∗ → {0, 1}h (where h is the length of the
current DHT identifiers, e.g., h = 128 if Pastry DHT is used).
Moreover, we define two high level functions, namely insert and get
(based on the DHT layer primitives lookup and put), as follows:
insert(key, value): a lookup(key) is performed in order to find the
node n. At an application level, n will append value to the list of
tags referred by (the tag indexed by) key.
get(key): a lookup(key) is performed for finding node n. At an
application level, n will return the value associated to key. The value
can be an element or a list of elements.

The system provides a mapping for web services spread among the
peers and it is characterized by a hierarchical scheme in which the
services are organized in a straightforward user-defined semantic way
rather than e.g., through an ontology [BH05]. Through this scheme,
for each inserted web service, the WSDL location can be reached, and
thus the web service itself can be invoked. A possible hierarchical
indexing scheme is shown in Figure 5.1.

In order to establish the hierarchical scheme, web services are orga-
nized into classes (e.g., Entertainment, News, Health, ...). Each class
is divided into types (e.g., in the Entertainment class, it is possible
to find web services of type TvOnDemand, Radio, Sports, ...). Fi-
nally, there are several services of the same type (e.g., more than one
streaming service concerning Sports).

As shown in Figure 5.1, a web service is completely and univocally
identified by the path followed from the root to the leaf of the tree:
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Figure 5.1: A simple classification.
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a web service has its own class, type, and provider. It is important
to underline that, at this moment, we are not facing WSDL-related
issues (i.e., parameters, IP address of the server that hosts the web
service and so on). The following resources take part in our protocol,
either as keys to be spread over the DHT, either at the application
level, as tags to be used for generating the tree in Figure 5.1.

• init = “root− list”. When bootstrapping, each node must con-
tact the responsible for the identifier indexing this high level
resource, containing the list of available tags for classes actually
available in the systems.

• A set of tags C = {c0, c1, ..., cl} containing l classes, ci is the ith

(tag for) class i (e.g., Entertainment);

• ∀i, ∃m > 0 such that Ti = {t0, t1, ..., tm} is the set of tags for
types associated to class ci, tj is the jth type of the ith class
(e.g., TvOnDemand));

• ∀j, ∃n > 0 such that Sj = {s0, s1, ..., sn} is the set of tags of
inserted web services for type tj (e.g., MyTv), each one of them is
described through a WSDL file (e.g., for the kth service, wsdlk);

• A set P = {p0, p1, ..., pr} of providers. For each provider h, ph

can be either her public key or other identification schemes (e.g.,
OpenId3).

With the assumptions on m and n we want to underline the fact
that the existence of a class of web services suppose necessarily the
existence of at least one type, and so on, recursively until the leaf.
While tags (members of sets C, T =

⋃

i Ti and S =
⋃

j Sj) are human

3http://openid.net/, Last Visited 10 Nov 2009
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readable strings, for each one of them a DHT identifier has to be com-
puted, starting from the complete path from the root (thus allowing
different services with the same name under different categories). For
example, service tag s0 = MyTv will have an identifier build through
the application of function I with argument

“init||Entertainment||TvOnDemand||MyTv”.

5.1.1 Inserting a Web Service

In order to explain the publishing of a web service, we suppose to
start from an empty system, i.e., a system with Ω nodes in which no
web service has been inserted yet, and thus no classes and no types
were given (at time t = 0 the tree in Figure 5.1 is empty). A service
provider pi ∈ P (identified by idi

p on the DHT) builds its web service,
tagged si, and describes it through a WSDL file (namely wsdli, with
the associated identifier idwsdli, computed through I): pi decides that
suitable tags for si could be class ci and type ti (for instance, let’s
assume ci = Entertainment, ti = TvOnDemand and si = MyTv). In
order to publish si on the system, pi has to perform the following
steps:

Step 1. get(idinit). pi will get the list of available classes (empty, in
our example) from which she can choose a suitable tag for class.

Step 2. Performing three times the I function with parameters “init||ci”,
“init||ci||ti” and “init||ci||ti||si”, provider pi will compute the
three DHT identifiers idi

c, idi
t and idi

s respectively, which repre-
sent the keys the tags will be indexed with on the DHT. As keys
are fairly distributed on the DHT, we can suppose three different
nodes to be responsible for those keys (e.g., Nci

, Nti and Nsi
).

Step 3. insert(idi
c, [id

i
t, T vOnDemand)]): pi contacts the application

layer of node Nci
, inserting the mapping [idi

t, T vOnDemand)].
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Step 4. insert(idi
t, [id

i
s, MyTv)]) will cause the insertion of the entry

[idi
s, MyTv)] on node Nti .

Step 5. insert(idi
s, [id

i
p, idwsdli)]) is the insertion of the identifier of

the node responsible for the WSDL on the node responsible for
the tag si.

Step 6. Finally, on the storage layer of the node responsible for the
identifier idwsdli, the WSDL file (wsdli) of the service has to be
inserted.

As providers insert their services, the insert function will cause
either the insertion of a new tag (as in the above description) or simply
a new type (service) added on the node responsible for the higher level
tag. Considering the number of operations on the DHT layer, in terms
of primitives lookup(key) and put(key,value) (both used by the insert),
a distinction should be made whether the provider finds suitable tags
for his web service or not. In both cases, anyway, the provider has to
perform at least one DHT lookup (if it does not find any suitable class
tag). A second lookup has to be done in case a suitable class is given
but not a suitable type.
Furthermore, the provider has to perform a DHT put operation (Step
6) for inserting its WSDL on the storage layer of the DHT. If the
provider needs to update a web service, if the changes concern only
the web service itself and not its tags, what has to be done are Step 5
and Step 6. In case of deletion, the removal of the mapping in Step 6
will cause, as the system runs, the removal of the paths that lead to
that resource.

In the end, a further refinement could be done in the identifier
building function. In order to allow different services with the same
name but under different classes or types, top level tags could be
combined with the XOR operator together with the service tag.
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5.1.2 Searching for a Web Service

A simple interface is given to the user. For simplicity, let’s assume
l classes and m types for each class, n services for each type. Once
joined the system, the available classes of web services are given, and
thus user can choose the preferred class. More specifically, the joining
of the system returns to the user a list of classes c = {c0, c1, ...cl},
from which she can choose the desired ci, and thus compute the idi

c

identifier, as in Step 1 of the insertion procedure. All the identifiers
mentioned in the following will be used in the DHT lookup function, as
for the insertion case, for finding the responsible node(s). The iterative
scheme evolves with the following steps.

Step 1. get(idi
c) returns a list t = {t0, t1, ..., tm} containing all (the

tags for) types available for that class. User chooses tj , and
computes idj

t .

Step 2. get(idj
t) returns a list s = {s0, s1, ..., sn} containing all the

services of that type, from which sk can be chosen (computing
idk

s).

Step 3. get(idk
s) returns the identifier of the node responsible for the

WSDL (or directly the URI) of the desired web service (see for
reference Step 5 in Section 5.1.1)

Step 4. Using this last information the user can contact the node
responsible for the WSDL, download it from the storage layer
and thus invoke the web service.

It is easy to notice that, in the worst case (i.e., user has no infor-
mation at all on the status of the system) the whole procedure will
take up to four lookup operations on the DHT layer.
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5.2 Discussion

I-KoD does not use a typical DHT key-to-value mapping, but rather a
key-to-key one. Locally, a host can store a list of indexes that is filled
as the system runs, and this will permit to some user to search in a
different way from the one proposed in Figure 5.1: the distinct paths
that can lead to a same resource will travel across different indexes
(i.e., different keys). For example, suppose (with reference to Figure
5.1) a user searching for service MyTv. If the user has no information
at all about the inserted services, its path to the service will follow
the default steps described before. If the user knows of some provider
that offer the type of services known as MyTv, she will follow another
path to reach the same node: looking for the provider identifier, it will
retrieve all the services offered from that service provider, and thus the
service MyTv, among others, without following the whole path from
the root to the leaf. Finally, it is important to underline that when a
service is updated, or a new one is inserted, the new mapping has to
be inserted and indexed. This will not concern higher level brokers,
i.e., nodes responsible for more generic keys, as this information will
sooner or later reach all nodes in the alternative paths that lead to
the resource. What we have is a sort of Domain Name System (DNS)
that works, instead of names, with dynamic and transient nodes and
services. Top level servers are responsible for top level keys, while in-
termediate keys are held by intermediate nodes. An application level
caching must be provided in order not to overload intermediate nodes,
that are responsible for a huge number of keys.

Another aspect is the tagging of web services. Tagging-based sys-
tems enable users to add tags (i.e., freely chosen keywords) to web
resources for categorizing purposes. Tagging is not only an individual
process of categorization, but implicitly it is also a social process of
indexing, a social process of knowledge construction. Users share their
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resources with their tags, generating an aggregated tag-index so-called
folksonomy4. There are two main approaches of information access in
a folksonomy: Information Filtering (IF) and Information Retrieval
(IR) [HMHS06]. We exploit the second one in our approach. User
can actively query the system, but, instead of inserting keywords for
searching, she will follow a given classification (see Figure 5.1), that
can be updated and extended by service providers themselves, with
the insertions of new tags.

It is important to underline that this folksonomy could affect the
growth of the ariety in the tree of Figure 5.1, as users join/use the
system and insert new tags for classes or types of web services and
cause the size of top level lists to grow a lot. We can reasonably sup-
pose this not to happen: in real folksonomy-based systems the tag
popularity follows a power-law distribution P (k) ∼ k−γ, where the
constant γ is called the exponent of the power law. Roughly speaking,
wrt our system, there are very few hot tags (i.e., a small number of
very long lists), while most of tags are poorly used. We studied the
real case of Last.fm5, in which, starting from the equations in [New05],
we calculated the exponent γ = 2, 15 and the error α = 0, 115 of the
tag distribution in that system. Starting from this, we can suppose
that normally a user would follow and use the already given tags, but,
if the user will add a new tag, this one will be located on the tail of
the distribution, and thus this should have a minimum effect on the
overall functionality of the system, as the number of tags will tend to
be (with high probability) bounded.
Furthermore, the load on each node responsible for the hot keys will
not affect the distribution of the identifiers on every node. With refer-
ence to Figure 5.1 suppose node Nci

responsible for the key indexing

4One-word neologism from taxonomy and folk.
5http://www.lastfm.it/charts/music/tag/
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list size (# - KB)
Classes Types First Second Third

150 44 - 3.5 18 - 1.5 12 - 0.9
25 200 60 - 4.8 24 - 1.9 16 - 1.2

250 77 - 6.2 30 - 2.4 19 - 1.5
300 80 - 6.4 30 - 2.4 19 - 1.5

50 400 108 - 8.7 41 - 3.3 26 - 2.1
500 131 - 10.5 51 - 4.0 33 - 2.6
450 116 - 9.2 42 - 3.3 26 - 2.1

75 600 146 - 11.7 56 - 4.4 36 - 2.9
750 185 - 14.8 69 - 5.5 43 - 3.5
600 139 - 11.1 52 - 4.1 33 - 2.6

100 800 180 - 14.4 70 - 5.6 44 - 3.5
1000 230 - 18.4 87 - 6.9 55 - 4.4
750 180 - 14.4 63 - 5.1 39 - 3.1

125 1000 214 - 17.1 83 - 6.6 53 - 4.2
1250 280 - 22.4 104 - 8.3 66 - 5.3
900 194 - 15.5 75 - 5.9 46 - 3.6

150 1200 256 - 20.5 97 - 7.8 61 - 4.8
1500 320 - 25.6 117 - 9.3 74 - 5.9

Table 5.1: Lists size growth wrt classes and types.

Entertainment (e.g., ci, that should be a highly populated family of
web services). When a user will perform get(ci), Nci

will respond with
a list of type tags [idi

t, ti] pairs associated, at an application level,
to class ci. Starting from the following example based on the Pastry
DHT, it is important to notice that, wrt the amount of used disk space
on each node, the state of the node will not be affected so much by the
gathering of the identifiers in those lists. With the γ and α coefficients
calculated as told before, we computed analytically the average load
on the three most loaded nodes (i.e., the nodes responsible for the
keys indexing the three most popular type tags ti, i ∈ [0, 2]): results
are summarized in Table 5.1, where the s list size (both in number of
elements and in KB) is presented for the three most overloaded nodes.
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This size can be further reduced (on each node) with an heuristic
approach, as follows.
In Pastry, each node r maintains a leaf set, namely LSr. Each leaf set
has a constant d dimension that is 2×2b, with b fixed as a configuration
parameter (usually b = 2).
Each node is responsible for a part of the DHT, namely KV . For
replication and caching purpose, at a storage layer the keys are spread
in the leaf set, and we can think of KV = KV1∪KV2∪ ...∪KVd

6: that
is, the set of all the [key, value] pairs the node r is responsible for is
divided in the leaf set. We can build the set of the nodes contained in
the leaf set so that KVi ∩ KVj 6= 0; ∀i, j ∈ LSr, so we can investigate
the dimension of KVi, considering a probability p for each node in the
leaf set to be responsible for some keys of the other nodes in the leaf
set.

|KVi| =

⌈

|KV |

d
+ p · (|KV | −

|KV |

d
)

⌉

(5.1)

We emulated7 this scenario, and, in Figure 5.2, as the size of the
system and the number of web services increase, the results are pre-
sented. The variation of the parameter p gives us a snapshot of the
load on the leafset of the most loaded node (i.e., the responsible for
the most-used-tag).

When p = 0, each KVi is disjoint from the others, and |KVi| =
⌈|KV |/d⌉. In this case the system presents a minimal replication de-
gree: the load on each node is minimal, but some problems may occur
in case of failure, as it would not be possible to re-build the whole
KV . When p = 1, each node in the leaf set is responsible for every
key the root node is responsible for. |KVi| = |KV |. In this case the

6KVi is the subset of [key, value] pairs for which the node ni ∈ LSr is respon-
sible for.

7We used OverlayWeaver, available at http://overlayweaver.sourceforge.net/
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system presents a maximum degree of replication, as well as a huge
overhead on every node in the leaf set.

We can see from the Figure 5.2 that having 0.2 ≤ p ≤ 0.3 can lead
to a load decrease for node r, together with a good replication degree.
Our analysis is based on the fact that splitting the keys set a node r is
responsible for into the nodes in its leaf set grants reliability through
the replication of the mappings, and scalability through load balancing
in the leaf set. It is also clear that a small overhead is introduced in
this mechanism, during the lookup phase: the reason is that the leaf
set has to be queried in order to re-build the set of keys held by r (i.e.,
the set r is responsible for). This is not a real problem, thanks to the
lookup properties of Pastry (i.e., prefix-based approach) and to the
fixed dimension of the leaf set. The scalability of the lookup process
is deeply discussed in [RD01b]: the number of hops needed to retrieve
a resource, logarithmic in the number of nodes, takes advantages from
the caching of the resources at the application level (i.e., the caching
of the WSDLs).



Chapter 6

Digital Rights Management

Nowadays the web is mostly used for exchanging multimedia items
instead of simple text documents. The growing of the available digital
items on the web introduces the need of their descriptions. Even if
it is possible to share multimedia items, without descriptions it will
be very difficult or impossible to search them. Usually people making
use of sharing systems on the web do not provide other data than
the digital item and, in most cases, its title. This lack of information
determines the growth of unstructured information.
We can define metadata as the description of the data. Through meta-
data it is possible to structure the information and thus, on one side,
to enhance and enrich the information related to a content and, on the
other, to search and retrieve digital items. It is clear that the more
detailed are the metadata, the more complex is the structure which
they are inserted on. Moreover, in order to be able to have a common
understanding of metadata, it is important to adopt standards. The
adoption of MPEG-7 [MPEb] for describing metadata related to the
digital items and of MPEG-21 [MPEa] for describing metadata related
to a governed content (i.e., with an associated license) is a common
approach used by an increasing number of scientific communities. The

103
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use of the standards mentioned above can improve the expressiveness
of the query language for the multimedia items and can make govern-
able the content distribution.

The enormous amount of media filling the web promotes the adop-
tion of completely decentralized infrastructures, such as P2P content
sharing systems, that minimize the impact of a single point of failure
fostering scalability, reliability and efficiency. Unfortunately, such ap-
proaches introduce a large spectrum of security flaws that limit the
adoption in a real scenario. In fact, if it is true that digital contents
are growing up very fastly especially in such distributed environments,
it must be noticed that such systems usually offer poor functionalities
for indexing and searching structured information.

The main issue comes from the flat indexing space that affects these
systems: the lack a central entity offering a complete representation of
complex information (i.e. the set of the metadata characterizing the
digital items) results in a poorly expressive query language (e.g. par-
sification of the query string and pattern matching). Moreover most
of these topologies are not providing any kind of content government
and in the worst cases are not taking into account any digital rights
associated to the exchanged resources.

We propose a decentralized, distributed and secure communication
infrastructure for the indexing and the retrieving of (un)governed mul-
timedia contents. Our approach, based on Distributed Hash Tables,
allows complex queries to the system by means of complex multimedia
metadata indexing. Moreover, the sharing of digital items on the basis
of the associated license (either free or not), enables the usage of the
P2P routing infrastructure for real applications, where a particular
care has to be devoted to security aspects.
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The main contributions of our work are summarized in the follow-
ing:

• a decentralized scheme to index and retrieve structured meta-
data related to multimedia contents,

• a policy to manage digital rights expressed by MPEG-21 REL
profile that enables the governed sharing of digital items along
with the protection of the intellectual property,

• a secure structured overlay network that assures the basic se-
curity functionalities providing an effective defense against well
known attacks,

• a Java-based prototype implementation that shows the feasibil-
ity of our approach.

For metadata representation we used the MPEG-7 and MPEG-21
standards, which are described in paragraph 6.1. Concerning the gov-
erned content management, we adopted the DCF and DCI formats,
developed by the Digital Media Project (DMP) [DMPa]. The spec-
ifications of DCF (DMP Content Format) and DCI (DMP Content
Information) implement the ISO/IEC 23000-5 (Media Streaming Ap-
plication Format) standard and are described in 6.2. The DCI format
is based on XML and includes the content description metadata used
for the resource description (from MPEG-7) and license representa-
tion (from MPEG-21). The DCF format is a wrapper of the resources
and the associated DCI and represents the whole governed content to
be published and searched in the P2P network. The reference soft-
ware implementation of the ISO/IEC 23000-5 standard, used in the
proposed framework is described in 6.2. It is worthwhile noticing that
the adoption of standardized formats for governed content guarantees
a greater generality and a wider applicability of the proposed frame-
work, enabling further different content government solutions.
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6.1 Multimedia Metadata Representation

MPEG-7 [MPEb], formally named Multimedia Content Description
Interface, provides a rich set of standardized tools to describe multi-
media contents. It mainly focuses on description of the digital items,
without considering how and where this information is used. MPEG-
7 standard has been included in several metadata language, such as
ODRL (from W3C) and has been coupled with other important TV
ontologies (e.g., TVAnytime [KMP+03]). Concerning digital rights,
MPEG-7 provides a standard XML schema and the metadata to de-
fine conditions for accessing the content (including links to a registry
with intellectual property rights data and price) and additional infor-
mation about the content (copyright pointers, usage history, broadcast
schedule). An MPEG-7 Query Format reached the Final Committee
Draft, during last MPEG meeting in October 2007. Moreover sev-
eral query frameworks based on MPEG-7 are still under investigation
[TD07].

MPEG-21 [MPEa] differs from MPEG-7 because its aim is the def-
inition of a normative open framework to be used by all the players
in the delivery and consumption chain. This open framework will
provide content creators, producers, distributors and service providers
with equal opportunities in the MPEG-21 enabled open market . The
goal of MPEG-21 is the definition of a standard technology needed
to support users to exchange, access, consume, trade and otherwise
manipulate digital items in an efficient, transparent and interoperable
way. In particular part 5 of MPEG-21 defines a Rights Expression
Language (REL) to be used in the description of customized rights
applied to any digital item, since it is seen as a machine-readable lan-
guage that can declare rights and conditions defined in the Rights
Data Dictionary (also standardized by MPEG-21). Rights metadata
are expressed by means of MPEG-21 REL, which describes the license
associated to a specific resource, along with several available rights
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(play, copy, modify, print, etc.). According to the schema shown in
Figure 6.1 [AGCF07] we can imagine the license as made up of an
issuer (with multiplicity 0 or 1), an undefined number of grants (mul-
tiplicity 0 or more), and a principal (multiplicity 0 or 1). The issuer is
the owner of the rights associated to a given content (eventually coin-
cident with the creator or distributor of the resource) and can assign a
given right (e.g., the authorization to copy or modify the content) to
the principal. For example, in popularly used CreativeCommons [Cre]
licenses the principal is not specified since this kind of license is in-
tended for everyone.

Figure 6.1: Simplified diagram of a REL license.
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6.2 Chillout

Chillout [Chi] is the reference software of the Digital Media Project
(DMP)[DMPa]. DMP is a no profit organization that has recently
approved a version 3.0 of its specification, called Interoperable DRM
Platform (IDP-3.0). Chillout is also the reference implementation of
ISO/IEC 23000-5 Media Streaming Application Format [230], target-
ing the distribution of governed content over streaming channels. The
most important technologies adopted by Chillout are: (a) a data struc-
ture capable of hosting different data types accompanying a resource
(e.g., audio, video, image, text, etc.), (b) a content identification sys-
tem, (c) a set of technologies for content protection, (d) the Rights
Expression Language, (e) a file format for storing digital items and
resources and (f) a technology to transmit digital items in streaming
mode.
Two file formats for managing digital contents are used: DCI (DMP
Content Information) and DCF (the DMP Content File) [DMPb]. DCI
format, which is expressed by XML, is used to specify the metadata for
content description and the rights (the modalities according to which
other users will be able to use the resource) and if necessary also the
protection information for the resource. The DCF is the wrapper of
the DCI and of the resources described by the DCI. The resources
can be stored within the DCF file or can be referred to by means of
pointers.

1. A data structure capable of hosting diverse data types accom-
panying a resource audio, video, image, text etc. (Digital Item
Declaration or DID [ISOa])

2. An identification system of content (Digital Identification or DII
[ISOb])
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3. A set of technologies usable to protect content (Intellectual Prop-
erty Management and Protection or IPMP [ISOc])

4. A language to express rights associated to a resource (Rights
Expression Language or REL [ISOd, ISOe, ISOf])

5. A file format for storing Digital Items and resources (File Format
[ISOc])

6. A technology to transmit Digital Items in streaming mode (Dig-
ital Item Streaming or DIS [ISOg])

6.3 Model

Our system provides a method for inserting and sharing governed re-
sources by means of MPEG-7 and MPEG-21 metadata. The whole
architecture allows users to publish digital contents with DCF format,
to execute complex queries and to download DCF files containing the
appropriate license for that resource. After downloading the resource,
the system recognizes which rights are guaranteed to the user to con-
sume the resource (e.g. copy, play, modify, distribute). A user can
search for resource related metadata (e.g. the title in MPEG-7), li-
cense related metadata (e.g. the issuer in MPEG-21 REL) or a com-
bination of the two. As depicted in Figure 6.2, our approach is based
on three logic layers:

• User Interaction Layer, where the several user components com-
municate with the application layer providing and consuming
digital contents

• Application Layer, which is in charge for extracting the informa-
tion to be indexed and for communicating with the DHT layer
in order to index the related keys.
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• Overlay Layer, which is responsible for the management of the
overlay network and the routing of messages.

On top of the layered architecture, the User Interaction Layer de-
scribes the way an entity can interact with the application exploiting
the provided functionalities. As shown by the components depicted in
Figure 6.2, a user device can play different roles:

• Content Creator, which is the component responsible for the
creation of governed content (in DCF format), making use of
user resources and the associated licenses (expressed in the DCI
file).

• Content Provider, which is the component responsible for pro-
viding governed contents that can be created by the same user
as well as by others.

• Player (End User), which is the component that can consume
the resources according to the associated licenses.

The application Layer is made up of three main components: Search,
Indexing and Exchange. The Search component provides functional-
ities for (a) extracting a defined subset of MPEG-7 and MPEG-21
metadata from the DCF file associated to the governed resource, (b)
computing the identifiers associated with the extracted metadata, (c)
querying the underlaying DHT with the computed identifiers and (d)
collecting and merging the lookup results.

The Indexing component provides functionalities for (a) extracting
a defined subset of MPEG-7 and MPEG-21 metadata from the DCF
file associated to the governed resource, (b) computing the identifiers
associated with the extracted metadata, (c) inserting the governed re-
source in a storage layer and (d) inserting the relative mappings in the
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DHT.

The Exchange component communicates with the transport com-
ponent by mean of two sockets, one for exchanging metadata informa-
tion that are basically DCI documents and the other for exchanging
the real digital content, for example as byte array. We layered the
application core functionalities under a facade design pattern which
can be considered as a bundle of interfaces widely used by different
DHT implementations.

Finally, the Overlay Layer is made up of the DHT and the Trans-
port components. The former is responsibile for the DHT manage-
ment while the latter is responsible for exchanging/downloading the
contents between peers and also for exchanging the full metadata avail-
able in the DCFs (expressed in DCI).

6.4 Indexing and Retrieving

The structured nature of metadata (e.g. a XML-based representation)
has to be indexed on the flat identifier space of most of DHTs: in all
DHTs, to each node and resource, an identifier computed from the
same space is given. This means that there is no way, starting from
an identifier, of knowing if this is the index of a node, of a resource or
anything else. What can be exploited within these distributed algo-
rithms is the key consistency and the collision avoidance of the used
hashing functions. Once computed several identifiers, at an appli-
cation level it will be possible to address any domain specific data
structure complexity: the DHT layer allows, in any case, the conver-
gence of the routing mechanism and the scalability of the system, as
the diameter of the system will never be bigger than O(logN), for N
nodes in the system.
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We suppose that a digital resource is associated to a wide range
of metadata, spanning from MPEG-7 multimedia content descriptions
to MPEG-21 rights management. Given a resource R and a set of
metadata MR = {m0, m1, ..., mi}, we compute the identifier idR (com-
puted for example from the hashing of the resource itself) and the
set of identifiers IMR

= {idm0
, idm1

, ..., idmi
}. Each identifier must

reference idR, in order to allow metadata based queries. In other
words, we insert on the DHT a set of 〈key, value〉 pairs in the form
〈idmi

, idR〉 , ∀ idmi
∈ IMR

, and the relation 〈idR, R〉. This basic scheme
allows a user to retrieve the resource associated to a metadata mi. The
system calculates the identifier idmi

and, by means of a lookup(idmi
),

the related resource identifier idR and, then, R itself. To lighten the
load of each node, we do not index all the metadata: we chose a
subset of the overall tags, used for a first step of the query process.
To refine the result set it is possible to query locally the retrieved
resources against the complete schemas through well-established ap-
proaches. This hybrid strategy can lead to a good trade-off between
efficiency, scalability and query expressiveness.

In order to allow a complex representation of structured data on a
flat identifier space we propose a hierarchical indexing scheme, similar
to the one in [MRS07]. For sake of simplicity, lets assume a digital
resource (e.g. a picture) that has to be indexed on the system.

The first operation is to gather the keywords for the content to be
indexed. We can divide contents between governed and ungoverned.
Ungoverned items do not have licenses associated and the keywords
to be indexed are just MPEG-7 elements, such as name, author and
resource description (e.g. size, creation date, and so on). Governed
items have a license and we have defined the following structure to
be indexed: for each right described in the license we index three
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MPEG-21 REL elements: issuer, right, principal (see Section 6.1).
Although typical licenses contain one or more grants, we assume in
the following a single issuer and a single principal for each right and
for every grant expressed in the license we index the bundle of issuer,
right and principal linking the associated content. Hence the DHT
contains the indexes of the general purpose metadata and in addition,
for governed resources, the bundle of grants linking the digital item.

After building the resource R (e.g. the picture) and calculating
its identifier idR (e.g. through the hashing of the file), a key is cal-
culated for the issuer, right and principal metadata (idissuer, idright

and idprincipal respectively), for example through the application of
the used hashing function to the strings, from the MPEG-21 REL
standard, representing the issuer, the right and the principal (e.g. Is-
suerX, Copy, AuthorY ). In order to allow more complex queries, we
insert on the DHT several mappings for each resource. We first in-
sert the issuer, the right and the principal (as well as other typical
MPEG-7 tags, such as title and author, always computed in the same
way):

1. 〈idissuer, idR〉

2. 〈idright, idR〉

3. 〈idprincipal, idR〉

Furthermore, we insert all possible combinations of those three meta-
data by combining the identifiers in order to achieve the following
mappings:

1. 〈[idissuer|idright], idR〉

2. 〈[idright|idprincipal], idR〉

3. 〈[idissuer|idright|idprincipal], idR〉
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Since several identifiers point to the same resource, for example
a user could search for “all the digital items issued by someone”, or
could submit composite queries like “all the contents with a grant of
copy issued by someone”, beyond looking for titles and authors. Since
the identifiers in IMR

are built using MPEG-21 REL tags, it is easy to
combine them in order to build those complex identifiers.

In summary we are indexing rights metadata on a structured over-
lay network, allowing users to search governed resources looking for
specific issuers, grants or principals. A user querying the DHT for
a resource can start looking for a specific issuer: the returned result
set will be the set of all the resources inserted by this issuer (if any).
Our scheme allows more specific queries, simply combining previous
identifiers and computing the new complex ones.

6.5 Prototype

According to the general schema shown in Figure 6.2 the proposed
application interacts with the user components described in 6.3. Ac-
cording to Chillout reference implementation, we make use of the DCI
and DCF formats for managing governed contents, as previously men-
tioned; we can image the DCF file as a container of the DCI and the
resources as well, and the DCI file as made up of the descriptions of
the contents (MPEG-7 elements) and the related licenses (MPEG-21
REL elements). All the metadata are stored inside the DCFs and we
use appropriate parsers/writers for reading and storing metadata by
DCF, indexing a meaningful subset of the metadata and the DCF as
well. The user is able to search for the MPEG-7 and MPEG-21 meta-
data subset and at the same time the whole DCF can be accessed in a
completely distributed way, by means of a DCFMetadataService pro-
tocol provided by the Transport Component, implemented for building
the mapping between the subset of indexed keys, inserted in a struc-
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tured way, and the DCF it refers to. We used Kademlia for our base
layer, responsible for the routing infrastructure. However, we built
our system exploiting the separation level between the Kademlia im-
plementation and the applications, for having the possibility of using
other DHTs. This level exports to upper modules the insertion of
new mappings and the retrieval of the key’s root functionalities. In
order to communicate with the DHT module, we made use of Java
Future objects for non-blocking asynchronous insertion and querying
operations, that were introduced in the Java Development Kit ver.
5. We used a CollectorParameter design pattern in order to collect
the results provided by the Future objects. The main reason is that
the communication works asynchronously because it has to take into
account the network latency and topology reconfiguration due to the
peers joining and leaving the overlay. According to Section 6.3, the
Transport component is not put directly on top of the DHT (see Fig-
ure 6.2), but it communicates with it in order to get the information
about the two (or more, e.g. for multisource download) endpoints of
the direct connection established for downloading the DCF. This mod-
ule is composed by two subcomponents and the Figure 6.2 is showing
the two socket listeners: one is responsible for transferring the re-
sources (multimedia files) and the other is responsible for transferring
the related metadata, actually a Java object which wraps the DCF file.

The Application component exports a set of high level functionali-
ties in order to join/leave the system and to insert/retrieve the DCFs.
It makes use of a DCI and DCF wrapper for parsing the digital con-
tent files and for extracting the metadata to be indexed.
The insertion of a content proceeds as follows: the Content Creator
component is responsible for creating the DCI and the DCF. Once the
DCF (or simply the DCI) is created, it can be shared on the structured
P2P network. We have implemented a DCF wrapper and we create
the indexes of the content (i.e., all the mappings) and store them into
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the DHT. On the other hand (the retrieval), the lookup operation
on the DHT could be done by simple keywords or structured bundle
of MPEG-21 REL tags, resulting, at low level, in the index of the
content whose DCF (DCI) is fulfilling the request. The Application
module contacts then the publishing sources asking for more infor-
mation about the content. The Transport component communicates
by means of a DCFMetadataService on a separate channel (socket),
with a specific protocol which is able to exchange the wrapper of the
DCF. In this way we can provide to the user all the available meta-
data related to the searched keywords and grants. The results of the
query are collected by means of the CollectorResults, which generates
a separate thread looking for the asynchronous return messages. The
user can select the specific content from the result list and the Ap-
plication component will contact the specific owner source (the <IP
address,port> pair), through the FileTransportation component which
communicates using a separate channel (socket), with a specific pro-
tocol for exchanging files. Our first approach has been the adoption
of a simple file transportation but we are looking for making use of
more sophisticated solutions enabling the multi-source download, as
the BitTorrent [Bit] exchange protocol.
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Figure 6.2: System overview
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Chapter 7

Faceted search

The strong growth of contents available on the Web due to the suc-
cess of social networking applications has necessitated the improve-
ment of the resources categorization mechanism in order to make the
user search experience more effective even in systems with a huge
amount of resources. Web 2.0 phenomenon has taken an important
role in this process because it enacted the proliferation of cooperative
tagging systems, the so called folksonomies ; every user can label the
resources belonging to the community with arbitrary strings, without
any constraint imposed by a predefined classification scheme.

At the same time, several efforts in developing fully decentralized
frameworks supporting social network functionalities has been made
[BD09, BSVD09]. Exploiting structured p2p systems for social net-
work applications has at least two advantages over classical implemen-
tations relying on centralized servers. The first is of course improved
scalability. The second concerns privacy: as a matter of fact, when
few single control centers keep user information, an undesirable ag-
gregation of user data could be easily achieved, thus exposing user’s
information to exploitation by unauthorized third-party; storing (pos-
sibly encrypted) data in fully distributed environment significantly

119
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reduces this risk.

Despite this, p2p social networking environments are still in a re-
search stage and much work still have to be done in order to make
them attractive to the public. We believe that an essential element
such systems should be equipped with in order to reach a wide scale
affirmation is an effective resource indexing engine compliant with the
principles of cooperative classification systems. Implementing a tag-
based research engine over a p2p overlay would offer the opportunity
to easily locate any kind of resource in a very user-friendly way. More-
over, this high level search layer would also overcome the well known
exact-match lookup limitation proper of every structured p2p overlay.

Recently, many attempts to map a folksonomy on a Distributed
Hash Table have been made (see next section), but such solutions
often lack of efficient and scalable strategies to manage the continuous
evolution of resources and tags sets due to objects and labels addition
from users. Furthermore, many of those architectural layouts provides
merely a mechanism to locate a resources from a set of tags, while more
sophisticated navigational aspects (e.g. shifting user’s view from one
tag to another), that are common in classical server-based tagging
systems, are completely neglected.

Given this setting, the contribution of our work is to define a new
DHT-based tagging system that allows a sustainable maintenance of
the folksonomy over time and offers lightweight primitives for tag and
resources insertion and discovery. We rely on an approximated map-
ping of the folksonomy on the overlay network and we support the
validity of our approach with an analysis of the structure of a big tag-
resources graph taken from Last.fm and with simulative experiments
based on this dataset.
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7.1 Context

Our work start basically from the previous attempt of defining a fully
decentralized search engine for web services discovery (see chapter 5);
there, resources are organized in a tree-like tag structure which is
mapped on a structured p2p system according to an iterative lookup
technique that aims to solve the structured p2p exact match key-based
routing problem. That approach revealed some drawbacks because the
rigidity of the tree structure fits badly with the chaotic and ever in-
creasing tag addition activity; here we shift to a more general graph
structure and we go into the navigational aspects thoroughly.

In [ADTK08] an efficient indexing scheme for storing and retriev-
ing concept hierarchies over a fully decentralized system is given, even
if folksonomies are not taken into account. A P2P infrastructure for
tagging systems (PINTS ) is proposed in [GSS08a]; in particular, the
authors design a scheme to maintain feature vectors for characteriza-
tion of users and resource of a tagging environment on a DHT. Feature
vectors may be useful for calculating the similarity between users or
for constructing algorithms for ranked retrieval. PINTS comes as a
building block of Tagster [GSS08b], a distributed content sharing and
tagging system where the user-resource-tag graph is stored in a DHT.
A dedicated storing index is used for each tagging relation, so each
edge in the graph is stored at different overlay responsibility areas.
For this reason, one lookup for each edge retrieval is needed, and this
could make the navigation expensive in systems with a huge number of
tags and objects. Furthermore, navigational aspects between related
tags is not explicitly taken into account.

In [MS08] T-DHT, an hybrid structured-unstructured P2P ap-
proach is described. The scheme does not explicitly model a folk-
sonomy with inter-tag relations and with the possibility to navigate
through related labels.
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Tag-based navigation is taken into account in [BFF+08], where
a centralized web service discovery system based on folksonomies is
presented. Tags, together with variables, are used to assign semantic
information to input and output messages of the service operations.
The key feature of their work is the possibility to exploit the subsump-
tion relation between variable types to compose the discovery activity
as an acyclic navigational workflow.

Navigation through tag cloud refinement, together with a recom-
mendation service, are provided by GiveALink [SHM+05], a social
bookmarking tool that allows tag-based web browsing. The system
architecture, however, is fully centralized.

Our work concerns also aspects of query convergence in tag navi-
gation. The absence of query convergence in classical tagging systems
is primarily determined by the absence of a subclass relation between
tags. Folksonomies are modeled as flat spaces of correlated labels,
in contrast with taxonomies whose structural acyclicity and semantic
father-son relations between taxa allows to subsequently filter the top
level classes to reach more specific subclasses at each step. For this
reason, many attempts in extracting taxonomies from user-generated
folksonomies have been made.

In this chapter we will not explicitly extract hierarchical relations
between labels; instead, we recur to a simpler but very effective filter-
ing technique to reduce the volume of data displayed at each search
step.

The first step in the definition of our distributed search engine is
an high level description of the tagging system; we define the tag-
resource graph structure and a notion of tag similarity first (Section
7.2), then their possible evolution due to users interaction (Section 7.3)
and finally how this structures can be used for navigation through tags
and for tag cloud construction (Section 7.4).
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Figure 7.1: Tag-resource graph and similarity graph combined

7.2 Graph structure

Usually, collaborative tagging systems are defined as tripartite hyper-
graphs [LA06, Mik07], in which users, resources and tags are linked
by a relation of annotation. However, since in our work we focus
mainly on tags and resources, we perform an aggregation across the
user dimension in order to obtain a bipartite graph that links tags (T )
to resources (R). In particular, we adopt the so-called distributional
aggregation approach [MCM+09] that yields to a graph in which the
weight of an edge (t, r), t ∈ T, r ∈ R is equal to the number of users
tagging r with t.

Since our purpose is to define a tag-based search engine, a notion of
similarity between tags is needed: recurring to a quantitative measure
of tag-tag similarity is essential for a meaningful exploration of the
folksonomy, because the list of the related tags should be ranked by
the meaning of correlation with the selected label: a flat enumeration
of related tags is pointless for the user.

We define a similarity graph where a generic tag-tag arc (t1, t2)
is weighted based on how many times resources labeled with t1 has
been tagged also with t2. Even if many different similarity measures
could be adopted in folksonomies [MCM+09], such aggregation of tag-
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resource weights is a metric that is easy to calculate and handy to be
mapped on a fully decentralized and dynamic context. This metric can
be considered as a generalization of tag-tag co-occurrence [CBHS08].

In our model both tag-resource graph and similarity graph are ex-
plicitly represented because both structures are mapped on the p2p
environment. An example of the result of such composite graph is
depicted in Figure 7.1, where tags are represented as circles and re-
sources as squares. Dashed edges connect tags to resources (we denote
the set of this edges as ER) and are weighted based on how many times
a resource has been marked with a tag. Connections between tags (de-
noted with the set ET ) are represented as well: two tags are connected
each other by bidirectional arcs if exists a resource that is tagged with
both of them.

Figure 7.1 shows also the asymmetry of the tag-tag similarity. For
example, the arc (t5, t6) has weight 9 because resources r5 and r6, those
that are tagged with t5, has been respectively labeled 3 and 6 times
with tag t6; in general, reciprocal arcs can have different weights, i.e.
arc (t6, t5) has weight 10. Graphically, we do not explicitly represent
a weight when it is unit.

In next Sections we use the following notation:

Tags(r) = {t ∈ T |∃(t, r) ∈ ER}, r ∈ R (7.1)

Res(t) = {r ∈ R|∃(t, r) ∈ ER}, t ∈ T (7.2)

RelTags(t) = {τ ∈ T |∃(t, τ) ∈ ET}, t ∈ T (7.3)

Expressions 7.1 and 7.2 denote, respectively, the set of tags that labels
a resource r and the set of resources that are marked with a tag t, while
expression 7.3 defines the set of the related tags of a tag t, that are the
tags that label at least one object in common with t. Furthermore,
we refer to the function W : E∗ → N to denote the weight of an edge
or arc.
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Figure 7.2: Resource insertion (a) and tag insertion (b)

7.3 Graph maintenance

The active collaborative behavior of the user community leads to a
continuous evolution of the tag-resource and the similarity graphs,
due to the addition of both objects and labels.

Resource insertion

When a new object r, marked with tags Tr = t1, ..., tm is put, a re-
source node for r and tag nodes for the elements in Tr which are not
yet mapped in the graph are added; then r is connected with each
element of Tr by new edges of weight 1. Finally, nodes in Tr must be
connected to each other with tag-tag arcs. Given tags ti, tj ∈ Tr, if
arcs (ti, tj), (tj , ti) ∈ ET then the weight of such arcs is incremented,
otherwise an arc of weight 1 is created in both directions between ti
and tj .

Tag insertion

Graph grows also when an existent resource r is tagged with a tag t. If
t 6∈ T , a proper tag node is added. Then, if t ∈ Tags(r) then W (r, t)
is incremented, otherwise a new edge (t, r) is created. Finally, t and
each other tag τ ∈ Tags(r) must be reciprocally connected. It is very
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important to notice that, although W (τ, t) is always incremented by
one, the weight of the reciprocal arc, (t, τ), can vary: if t was already
connected with r before the tagging operation, then W (t, τ) is simply
incremented by one, but if they were disconnected the weight becomes
equal to W (r, τ).

Examples

Examples of graph modification are depicted in Figure 7.2; dark nodes
and edges are those that are part of the graph before new resources
or tags insertion, while light ones are those that are added after the
insertion operation.

In Figure 7.2.a a new resource rn, marked with tags t1, t2, t3,
t4 is added; here, tags get connected by a complete graph because
they all have an object in common. Since t1 and t2 where connected
also before new data insertion, the weight of the bidirectional relation
between them is incremented by 1 in both directions, because now
they have one additional resource in common.

Figure 7.2.b shows the addition of tag t4 to resource r1. t4 gets
connected with each τ ∈ Tags(r1). To show how the weights of new
arcs are set we take for instance tag t1: W (t1, t4) is set to 1 (it was
0 before the insertion operation, and then gets incremented), while
W (t4, t1) assumes the value of W (r1, t1) = 3, because now the re-
sources marked with t4 (i.e. r1) are marked 3 times also with t1, and
the tag-tag relation must explicitly model this fact.

7.4 Tag cloud diving

Classical tag-based classification services display a set of tags, the so
called tag cloud, weighted on a popularity or similarity basis. When a
tag is selected, the set of the most related resources and tags is shown,
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so that the user can select a resource she is interested in or iteratively
proceed by selecting one of the related tags. This navigation approach
tends to range between different semantic categories: in few steps the
search could drift up to a tag which is loosely related with the initial
one. Even if this property can be advisable in services where the user
is intentionally driven to explore a wide variety of contents, it is not
suitable where a quick convergence of the tag navigation process to a
particular resource is desired.

Query convergence is an important property we want our tag-based
search engine to be able to offer. Our system should allow to retrieve,
even in absence of a taxonomic relation between tags, increasingly re-
fined subsequent tag clouds and resource sets without incurring into
cycles. A simple example from the musical setting can be made: if
a user selects, subsequently, tags “metal” and “finnish”, our model
should get back a list of metal bands from Finland, while in a clas-
sic tag system, since no relation between subsequent tag is taken in
account, a list of finnic bands of different genres is displayed, and
also the related tag cloud is displayed according to this logic. Due to
this refinement logic, we refer to this approach as tag cloud diving, in
contrast with the classical tag cloud navigation.

In order to achieve this goal, a simple filtering procedure is adopted.
When the first tag t is selected, the elements in Res(t) and RelTags(t)
are retrieved and displayed. If the user continues the navigation se-
lecting another tag t′ ∈ RelTags(t), the set of resources and tags
displayed at the next step will be, respectively, Res(t) ∩ Res(t′) and
RelTags(t) ∩ RelTags(t′). The same is applied for subsequent steps,
so our approach converges to increasingly refined tag clouds and to the
set of resources that are labeled with all supplied tags, thus avoiding
semantic drifts or cycles. Of course, it is always possible to track back
to any previous step of the research path in order to change choices
previously made.

As we pointed out before, the ranking of the tags in the cloud is
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Figure 7.3: Example of tag cloud diving

very important. Several tag ranking strategies has been studied in the
past (e.g. [LHY+09]), but in this work we focus on a simple ranking
algorithm which needs only local information about the node of the
currently selected tag or about the nodes previously visited during the
diving. Such strategy allows to minimize the retrieval operations when
this model is mapped on a DHT system.

When a tag t is selected, the ranking score of a generic element
t′ ∈ RelTags(t) could be simply set to W (t, t′). The score can be
calculated also taking into account a weighted contribution of the pre-
vious research steps; an example of such kind of strategy is depicted
in Figure 7.3.

Here, search starts from tag A and a tag cloud (depicted next to the
node) including every t ∈ RelTags(A), dimensioned proportionally to
W (A, t) is displayed. Suppose that the next tag selected is E: the
new tag cloud displays tags τ ∈ RelTags(A) ∩ RelTags(E). Now,
the ranking is calculated as 1

2
· W (A, τ) + 1 · W (E, τ). Finally, tag

C is selected and the same ranking algorithm is applied, reducing the
contribution weight of A from 1

2
to 1

3
and that of E from 1 to 1

2
. Note

that tag F is not displayed anymore due to the intersection, since
there is no arc between C and F .
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We remark that the information retrieved with this strategy allows
to display the tag set in a classical tag cloud shape as well as in more
sophisticated ways like network-based visualization [DCM+08].
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Chapter 8

Conclusions

Back to the introduction of this work, the main question we want to
answer is how to enhance the distributed hash table routing infras-
tructure functionalities in order to achieve some features concerning
both security and expressiveness in the query language.

In chapter 3 we answer to this question, presenting an improved
DHT framework. The introduction of a certification service used for
the nodes’ identifiers generation offers an exhaustive countermeasure
to a whole set of malicious behaviors, pointed out in section 2.2. The
introduction of a centralized control in a completely distributed system
can be a potential weakness of the system, but we showed that this
is not really true: as a matter of fact, nodes already joined can work
correctly even without the certification service. Despite its presence,
the certification service is not a single point of failure and the overlay
remains a fully distributed environment which is almost independent
from the central control. Moreover, it is still possible to distribute the
certification service by means of ad-hoc group management algorithms
or secret sharing methods.
The Likir framework has been published in [AMRS08], while the si-
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mulations on KAD are in [FMC+09].
The functionalities that can be added, thus, on the routing layer of

a distributed system are basically two: a security enhancement and an
improvement in the expressiveness of the query language (see section
3.1), and the evaluation given in section 3.4 allows us to say that this
approach is feasible without loading too much the state of the node.

The second part of this work presented a set of practical case stud-
ies to underscore the pliancy of our framework. Chapters 4 offered a
straightforward implementation of an instant message application: the
exploitation of the Likir routing infrastructure allows a lightening in
the application logics for dealing with data security and users’ privacy.

Chapters 5 and 6 present a comprehensive explanation on how to
enhance the expressiveness of the query language on a DHT, without
building an explicit ontology for the considered domain. The former
is a well defined approach in the domain of web services, while the lat-
ter explains the potentials of the application-level iterative key based
routing in the DRM domain, with the personalization of the method
with the MPEG-7 tags.
These works were published in [MRS07, MR07, AGMS08, AGM+08,
AGMS09].

From the domain-specific tags of web services and MPEG-7, in
which a sort of implicit hierarchy is defined, we moved to the totally
user-generated folksonomy tags. In chapter 7 we presented an approxi-
mated approach for the maintenance of a folksonomy graph in order to
make feasible a fully distributed implementation of a tagging system,
by means of introducing an upper bound to the number of lookups ex-
ecuted on a DHT based system. This work is currently under revision.

As future works, concerning the Likir framework, an interesting
point is the possibility to further lightening the state of the node
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with the adoption of other techniques for identifying peers (e.g., TCG
specs), and, thus, studying the interaction between our authenticated
session and the hardware derived cryptographic primitives. Moreover,
the possibility of distributing the certification service, simply stated
in chapter 3, has to be proved, in order to check if it is possible to
maintain the same security requirements as the ones specified in the
hybrid solution.
Emulative and evolutionary analysis is planned for the folksonomy
indexing scheme. The way in which our system reacts to particular
evolutions deserves further investigation. In particular, we are plan-
ning to study if our approximated model hampers the emergence of
new tagging trends: forthcoming tests will address the dynamics of
different tag-resource patterns, and how the continuous activity of the
community of users affects the adaptability of our p2p model.
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