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Abstract

In this thesis we introduce the idea of recommendations consisting of an item

and a group of people with whom such an item could be consumed, which we

call double-sided recommendations. We identify and characterize four spe-

cific instances of the double-sided recommendation problem and propose a

method for solving each of them (social comparison-based, group-priority,

item-priority and no-priority methods), thus defining a general framework

for generating double-sided recommendations. We then describe in detail

our algoritmic implementation of the four proposed methods.

We present the experimental evaluation we carried out, focusing on the

restaurant domain as a use case, with the twofold aim of 1) validating the idea

of double-sided recommendations and 2) comparing the four proposed meth-

ods, testing our hypothesis that their perceived usefulness varies according

to the type of double-sided recommendation problem users are facing (ac-

cording to either contextual elements or personal preferences).

Our results show that users appreciate double-sided recommendations and

that all four methods can generate useful suggestions. Among them, group-

priority method provides especially good recommendations. Results also sup-

port our idea that the specific instance of the double-sided recommendation

problem has an influence on the perceived usefulness of recommendations,

depending on the method with which they are generated.





1
Introduction

The growth of the available contents on the Web has faced users with the

problem of finding interesting information among an overwhelmingly large set

of choices, so that users are often overloaded with contents they can hardly

manage. Various personalization techniques which allow Web systems to

tailor their behaviour according to the characteristics of specific users have

emerged as an answer to this issue.

Recommender systems help users in dealing with the so called “infor-

mation overload” problem by actively providing users with suggestions of

potentially relevant items. Depending on the information they use to gener-

ate their suggestions, recommender systems are usually classified as content-

based, if they employ some knowledge about user preferences and needs, on

the one hand, and item features, on the other hand, as collaborative filtering,

if they base on the opinions of a large community of users, or as hybrid, if

they exploit both types of data.

Traditionally, recommender systems target single individuals. In recent years,

however, systems which provide recommendations for groups have emerged,

based on the idea that some types of recommended items are at least as likely

to be used by groups as by individuals. This is expecially true for items which

have a strong “social” characterization, such as vacations, movies or restau-

rants.
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CHAPTER 1. INTRODUCTION

In many situations, however, a group for which a suggestion could be

generated is not predefined: most of us interact with different individuals,

and with different formal and informal groups, from time to time. Also, our

social networks usually comprise various (and sometimes overlapping) com-

munities, which relate to different “aspects”of our social lives. For example,

we can have friends -and, possibly, different groups of friends-, relatives,

school mates, colleagues and sometimes even previous colleagues, as well as

occasional acquaintances.

Imagine you are planning to dine out next weekend.

Common sense suggests that different restaurants might represent the best

choice according to the people you choose to dine. On the other hand, if you

are really eager to try a certain (type of) restaurant, some of your contacts

may be more willing to accompany you than others. Restaurant and group

choices are deeply interconnected.

Thus, the most appropriate question you would like a recommender system

in the restaurant domain to answer might neither be “Where could I go?”,

nor “Where could I go with a certain group of friends?”, but “Where could

I go and with whom?”.

Although there are various examples of recommender systems which can

suggest restaurants both to individuals and to groups, as well as of oth-

ers which deal with group recommendations, to the best of the author’s

knowledge no recommender systems exist that can provide an answer to this

question, taking into account both aspects at the same time.

In this thesis, we call recommendations which include both an item and

a group of people with whom such an item should be used double-sided rec-

ommendations.

Clearly, some criteria must be satisfied by the selected item and group.

However, the double-sided recommendation problem is very general and we

do not believe that useful criteria can be defined at this level. On the con-

trary, we state that different instantiations of such a problem may exist,
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according to contextual and occasional elements or to a personal preference

for a certain framing of the problem.

For example, some users might prefer to be recommended an item they can

really enjoy, and see the company of other people as an additional treat or

just as a way to adhere to unwritten social rules (for example, some indi-

viduals might not feel at ease going to a restaurant or to the movies alone;

however, they may not be particularly hard to please as far as a specific

company is concerned, provided that it is pleasent enough); on the contrary,

other users might be primarily interested in spending some time with people

they like and be ready to compromise on an item which can suit the group

as a whole, even if it is not their preferred option. Still, other users might

accept suggestions only if both aspects (the item and the group) are very

satisfactory, while others might be ready to try about any option, if it comes

from a trusted source. Such preferences might change due to various factors

other than user personality: for example, certain users might want to please

themselves with especially suitable items on particular occasions (e.g., if they

succeeded a particularly hard exam), even if they normally give higher prior-

ity to a good company, or they can be more willing to agree with the opinions

of other people if they feel they lack enough information to make informed

choices on their own at a certain moment.

Starting from these considerations, we identified four possible instances

of the double-sided recommendation problem, which we describe here infor-

mally, making reference to generic items:

1. Users are looking for an item they can enjoy with some of their contacts.

They are very concerned in making the right choice; however, they are

not domain experts and are unsure about their contacts’ preferences.

They feel they would like to know what the others would do in their

place.

Relevant aspects in this problem instance are:

• a concern for making the right choice, i.e., behaving in an appro-
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CHAPTER 1. INTRODUCTION

priate way;

• a lack of domain information.

• a need to confront with others.

2. Users are interested in spending some time in good company, and they

would like to find an item which can please all the people they will

meet.

Relevant aspects in this problem instance are:

• priority is given to the choice of a good company for the target

user;

• target users are ready to compromise on the choice of an item.

3. Users are interested in enjoying a pleasant item, and they would like to

know who, among their contacts, could keep them company. Relevant

aspects in this problem instance are:

• priority is given to the choice of a suitable item for the target user;

• target users are ready to compromise on the choice of a company.

4. Users are interested in enjoying an item in good company. The relevant

aspect in this problem instance is:

• the choice of both a suitable item and a good company are equally

important;

Each of these instances sets different priorities and thus requires a dif-

ferent approach for generating appropriate double-sided recommendations.

For example, in the first case, suggestions will be determined based on the

opinions of relevant contacts in the social network of the target user; in the

second case, pleasant groups for the target user will be seleted at first, and

item recommendations will be generated for the selected groups so that group

satisfaction is maximized; in the third case, good items for the target user

6



will be selected at first and group recommendations will be determined as

a consequence, preferring groups which have a stronger preference for the

recommended item and are more suitable to the target user; finally, in the

fourth case, double-sided recommendations will be provided by selecting the

best group-item combinations (in terms of target user preference for the item,

target user preference for the group and group preference for the item), con-

sidering all possible groups and all possible contents.

In this thesis, we define the double-sided recommendation problem and

propose a framework for generating double-sided recommendations. We for-

mally define the here proposed four instantiations of the general double-sided

recommendation problem and provide a generic method for solving each of

them. Then, we present a specific algorithmic implementation of such meth-

ods (see Chapter 3). Given the basic idea, different algorithmic implemen-

tations of the proposed methods are possible, as well as minor refinements

of the here adopted algorithmic solutions. State of the art literature about

subcomponents of the double-sided recommendation problem, which could

be taken into consideration for developing alternative approaches, are pre-

sented in Chapter 2 and referenced where appropriate in the discussion of

the here proposed solutions (Chapter 3).

In Chapter 4 we describe how we evaluated our approach, focusing on the

restaurant domain as a use case, with the twofold aim of 1) validating the

idea of double-sided recommendations, demonstrating that they represent a

novel and useful service for recommender system users, and 2) comparatively

evaluating the four proposed solutions. On the one side, we wanted to assess

if some of them are definitely better/worse than the others. On the other

side, we wanted to evaluate how the specific instance of the double-sided

recommendation problem users are facing influences the performances of the

four proposed solutions. Chapter 5 concludes the thesis, summing up the

main contributions and discussing possible future work.

We chose the restaurant domain as a use case since restaurant recommen-
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CHAPTER 1. INTRODUCTION

dations are very likely to be enjoied by a group of people (rather than by

a single individual). In addition, dining out is usually a free time activity,

so that people can freely decide whom they can invite and may benefit from

group suggestions which also take into account preferences for restaurants.

We believe that the here presented double-sided recommendation problem

is interesting for many reasons.

First, it is relevant to the area of recommender systems, since it identifies

a previously unanswered need for personalized suggestions. The proposed

methods and algorithms represent a first solution for generating appropri-

ate double-sided recommendations. The here defined framework, however,

could also represent a starting point for further work in this area: apart from

possible framework extensions, ways for improving the quality of recommen-

dations and of user experience might be investigated.

Second, it offers a good field of application for artificial intelligence tech-

niques. Provided that double-sided recommendations represent a valuable

service, reasoning might be applied in order to improve several aspects: for

example, it might be useful to identify the specific instance of the double-

sided recommendation problem users are facing, based on fixed user habits

and preferences or on contextual elements. Moreover, reasoning on contex-

tual and social information might allow to identify the type of occasion for

which target users need recommendations (e.g., birthday, end of school year

party, and so on) and to assign varying weights to the preferences of differ-

ent users, depending on the occasion (e.g., by giving higher priority to the

preferences of users who are celebrating their birthday).

Reasoning could also be useful in learning from user feedback, if users were

allowed to critique recommendations, and in considering the semantics of

their actions on domain items. For example, actions like tagging (or com-

menting) an item might not only be considered as generic indices of user

interest, but provide more information about actual user opinions based on

the meaning of tags themselves.
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Third, it could represent a new destination for network analysis tech-

niques: given a certain social network, these could be applied in order to

build meaningful groups, which should be understood as recommendations

(i.e., options worthy of consideration) for a target user.

Finally, it could stimulate some research also in the HCI and information

visualization fields, in order to improve user interaction with systems which

provide double-sided recommendations, for example as far as recommenda-

tion presentation and explanation, on the one hand, and ways of providing

feedback with respect to system recommendations, on the other hand, are

concerned.
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2
Related Work

As their name suggests, double-sided recommendations base on what we could

call “single-sided recommendations”, i.e., traditional recommendations where

only one element -be it an item or a group- is recommended: item or group

recommendations to individuals, or item recommendations to a group of peo-

ple. Moreover, since people in groups interact with others and are exposed

to their influence, double-sided recommendations also have to consider “so-

cial” recommendations, which we define as the product of recommendation

methods which specifically consider social dynamics, such as influence. In the

following, we will provide an overview of the relevant literature with respect

to these four topics. In Chapter 3 we will highlight how the proposed methods

for double-sided recommendations compare with relevant literature.

2.1 Recommendations to individuals

Recommender systems are usually classified either as collaborative filtering,

or as content-based, or as hybrid, according to the information they use in

order to generate recommendations.
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CHAPTER 2. RELATED WORK

2.1.1 Content-based recommender systems

In content-based (or cognitive filtering) recommender systems, recommen-

dations are generated by suggesting items which match well with user pref-

erences, in that they are similar to items the target user liked in the past.

To this purpose, a system needs to have some knowledge of the main fea-

tures which describe the recommendable items, on the one hand, and of user

preferences, tastes and needs, on the other hand.

Information about content is represented by means of item profiles [1],

which can be seen as sets of attributes characterizing a certain item. In the

case of items which can be automatically analyzed, these are usually com-

puted by extracting relevant features from the item content. For example,

items containing textual information, such as documents or Web pages, can

be described with lists of keywords which can be assigned different weigths

according to their importance or “informativeness” with respect to the cur-

rent item1. As for content which is hard to analyze automatically, item

profiles can still be defined by assigning features to items manually, although

this is often impractical due to resource limitations.

User models are adopted to store information about users, which can

be collected either explicitly, by asking users themselves to provide such in-

formation, for example by means of an online questionnaire, or implicitly,

e.g., by analyzing user behaviour and interactions with the system. Accord-

ing to [47], user models can be defined based on data about the user (user

data), about computer usage (usage data) and about the context (environ-

ment data).

User data comprise demographic data (e.g., age, education, country, data

referring to lifestyle), user knowledge about domain concepts, user skills and

capabilities, user interests and preferences, user goals and plans.

1A well-known measure for assigning different weights to keywords is term fre-
quency/inverse document frequency (TF-IDF), according to which higher weights are
attributed to terms which occurr more often in the present document than in other ones.
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Usage data can refer to selective actions (e.g., clicking on a link), viewing

time, ratings, purchases, and other so-called confirmatory and disconfirma-

tory actions (e.g., bookmarking a Web page or printing a document). All

these types of usage data can be considered more or less strong indicators of

user interests and, in some cases, also of user preferences (positive ratings,

selective actions) and of unfamiliarity with a topic (selective actions).

Finally, environment data can refer to software and hardware environment,

user current location, and various characteristics of usage context.

Notice that there are some overlaps between user and usage data, in par-

ticular with respect to user interests. As anticipated, knowledge about user

interests and preferences is particularly relevant for generating content-based

recommendations: to this purpose, it is generally represented in user models

by means of features which can be confronted with item descriptions, e.g.,

using keywords. A more sophisticated approach consists in representing user

knowledge and preferences with respect to a certain domain as an “over-

lay model” [15]: such a model stores a value indicating user knowledge or

preference for each concept which is included in a model of the domain itself.

Various kinds of reasoning can be adopted in order to generate content-

based recommendations. In the case of inductive reasoning, for example,

observed user interactions with the system are used as a basis for assessing

user interest with respect to a certain number of features, and such assess-

ments are exploited, in turn, to infer user interest in a certain item. More

specifically, given a set of item features which are assumed to influence user

interests in a certain domain, the system aims at learning user preferences

with respect to each of them. Then, a recommendation score is computed

for all available items depending on a comparison between their feature val-

ues and user preferences for such features. Items which are rated highly can

be selected for recommendation. Several specific techniques are available to

perform inductive reasoning: among the others, neural networks, supervised

learning algorithms, and feature-based Nearest Neighbor Algorithms. For
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example, when used in content-based recommenders, Nearest Neighbor Algo-

rithms can be exploited to assign a class label or a numeric recommendation

score to any new item based on its n nearest neighbors, i.e., its most similar

items, according to a similarity function which confronts item descriptions.

As it should be clear from this brief discussion, the performances of

content-based recommender systems highly depend on the quality of item

profiles and user models. In particular, a crucial element is represented by

the choice of the features that are associated to the domain items. Another

known problem of cognitive filtering is its so-called “overspecialization”, i.e.,

the tendence to recommend only items which perfectly match user prefer-

ences, missing to suggest “surprising” items which might as well be interest-

ing, although they deviate from well trodden paths.

A classical example of a content-based recommender is WebWatcher [44],

which supports users in browsing the Web. Similarly, in [62], an approach

for learning user profiles by means of a Bayesian classifier is described, with

specific reference to the same domain. More recent examples of content-based

recommender systems are:

• CHIP, which suggests personalized tours in the Rijksmuseum of Ams-

terdam and helps visitors locate potentially interesting artworks in the

physical museum environment, depending on user preferences about

artworks and detailed content descriptions enabled by Semantic Web

technologies [6], and

• the PAPERE-based recommenders iCITY [20], which suggests cultural

events taking place in the city of Turin, and iDYNamicTV [21], which

recommends television contents.

Since iFOOD, the system which was used in the here described experimental

evaluation (see Chapter 4) is also an instantiation (although simplified) of

PAPERE framework, we introduce here the most relevant concepts.

PAPERE framework [20] aims at integrating Web 2.0 functionalities and
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adaptation. In typical Web 2.0 applications, users can self organize contents

(e.g., by means of bookmarks and tags), create their own contents and share

them with other users: while these represent powerful opportunities for a

richer user experience, no specific support is provided for coping with an

ever-increasing amount of information. In such a context, adaptation can be

useful for solving the information overload problem, as well as for creating

communities of users with common interests (i.e., with similar user models),

and for providing an effective and personalized support to content annota-

tion (e.g., by suggesting tags). At the same time, much useful information

can be gained from user generated contents in order to define more precise

user models. In particular, the authors propose a Web 2.0 enhanced user

model, which can be built by reasoning on both the action of tagging and

the meaning of tags. For example, the mere action of tagging has an impact

on the user model dimensions of interactivity, organization and interest (with

respect to a certain topic), while the fact that a particular type of tags was

used allows to gain some knowledge about other user model dimensions (e.g.,

spatial tags may imply that users have some practical knowledge, while use

of recommended tags may imply trust in the system itself).

In order to provide content-based recommendations, the PAPERE frame-

work includes several knowledge bases, such as:

• a domain ontology, which defines the concepts needed to describe the

items in the domain;

• a collection of item descriptions (based on the language defined in the

domain ontology);

• a context ontology;

• a context model;

• a user modeling ontology (in particular, features constituting an over-

lay model of the domain, represented as < domain− feature, value >
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pairs, are included to capture user familiarity with domain concepts; in-

ferred features, such as the aforementioned interactivity, organization,

and so on are also included);

• a collection of user models;

• a collection of user annotations (tags and comments) over domain

items.

Knowledge about users is managed by a dedicated User Modeling Module,

which is in charge of learning user preferences from their interactions with the

system, of reasoning on user annotations and of calculating similarity between

user models. Recommendations are generated based on information about

the available domain items and the current user and context: in particular,

user and context features are matched with properties of the domain items.

For example, in iCITY, a score is determined for each candidate item (event)

based on the following equation:

eventScore = intScore·w1+posScore·w2+recScore·w3+ratScore·w4

�

�

�

�2.1

where intScore, posScore, recScore, and ratScore are values reflecting

user interest in a certain topic, user proximity to the event location, event

recentness and event average rating, while wi is a weight associated to a

certain criterion.

2.1.2 Collaborative Filtering

Collaborative filtering, which has emerged as one of the most common tech-

niques for providing recommendations, owes its success to the simple idea of

suggesting items according to the opinions of other people, since individu-

als who have proven to have similar preferences in the past are expected to

maintain this similarity also in the near future [68].
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More specifically, user opinions are expressed as ratings, i.e., associations

of a particular user and a particular item, mostly by means of some value.

Ratings are usually represented by means of a rating matrix, where each row

represents a user, each column represents an item and each cell stores the

rating of the corresponding user for the corresponding item. Empty cells

indicate unrated items.

Ratings can be collected through explicit methods, if users are required to

express their opinion about some item, or implicitly, if user actions (e.g.,

viewing the Web page describing a certain item) are used as indicators of

user interest. Ratings can be scalar (for example, ratings ranging [1,5]), bi-

nary (such as like/dislike), as well as unary, if only the fact that a user has

somehow expressed interest for an item is worth recording.

Different collaborative filtering algorithms exist. Depending on the fact

that they focus on similiarities among users or among items, they can be

classified as either user-user or item-item collaborative filtering algorithms.

Nearest-neighbor algorithms [67], which are probably the most often applied

for collaborative filtering, are deployed in both versions and can give a good

idea of how collaborative filtering works.

In user-user collaborative filtering, suggestions for the target users are

generated based on the ratings of similar users, which are called neighbors

in the terminology of nearest neighbors algorithms. Similar users are deter-

mined by means of some similarity measure such as the Pearson correlation,

which operates by comparing ratings for all items which were rated by both

the target user and a potential neighbor. Values for Pearson correlation range

[-1, 1], where a value of 1 indicates complete similarity. Actual neighbors can

thus be identified with the n users with highest similarity values, or based

on a threshold [38].

Ratings for items unknown to the target user are predicted by taking

into account ratings for that item from their neighbors, weighted according

to their similarity to the target. Moreover, some adjustment should be taken
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in order to compensate for user differences in the use of rating scales (e.g., the

fact that optimistic and pessimistic users may assign significantly different

ratings to items they actually like). For example, the following Equation is

proposed in [68] to predict a rating for user u on item i, pred(u, i):

pred(u, i) = r̄u +

∑

n⊂neighbors(u) userSim(u, n) · (rni − r̄n)
∑

n⊂neighbors(u) userSim(u, n)

�

�

�

�2.2

where rni is the rating of neighbor n for item i, userSim(u, n) is a measure

of similarity between users u and n, and r̄u and r̄n are values representing

the average of ratings assigned by users u and n, respectively. Average

adjusts for users’ mean ratings are used to compensate for the aforementioned

scale variations. Items with the highest predicted ratings are selected for

recommendation.

In item-item nearest neighbor algorithms recommendations are generated

based on similarities between items, i.e., the predicted rating for an item

which is unknown to the target user is computed based on a weighted sum

of the ratings the target user assigned to its most similar items. In [68], the

following Equation is proposed:

pred(u, i) =

∑

j∈ratedItems(u) itemSim(i, j) · ruj
∑

j∈ratedItems(u) itemSim(i, j)

�

�

�

�2.3

where ruj is the rating the target user assigned to a similar item j and

itemSim(i,j) is a measure of item -not user- similarity. The most used similar-

ity measure is adjusted-cosine similarity, which confronts the ratings assigned

to items i and j by users who rated both, and average adjusting is performed

with respect to the user.

The most often cited drawback of collaborative filtering is the so-called

“cold-start” problem, which indicates the difficulty in making meaningful

predictions due to an initial lack of ratings. Cold start can occurr both for

new users and for new items.

Well-known examples of collaborative filtering recommeder systems are
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MovieLens2, a recommender in the movie domain where user ratings, ex-

pressed by means of a five-star scale, are used to generate movie recommen-

dations for users and to predict how users might rate movies; Amazon3, a

commercial website which trades books, DVDs and several other items, and

Last.fm4, a web radio which suggests music to listen to based on user ratings

and audio scrobbling, i.e., a technique which allows to collect information

about every song users play on their computer, by means of an audio scrob-

bler plugin for their media player.

The work by [13] proposes a variation of traditional collaborative filtering

where recommendations are generated for groups of users with similar tastes,

rather than for single users, mainly due to efficiency reasons. The proposed

algorithm bases on the following steps:

• Similarity between pairs of users is determined by means of cosine sim-

ilarity measure between the vectors which store their ratings.

• A similarity network is built for users, where vertices represent users

and weighted edges represent similarity between a couple of users.

• Natural communities of similar users (here: groups) are identified by

means of a hierarchical clustering algorithm.

• Given a group G, an aggregate “group” rating is calculated for all items

which were rated by a consistent number of group members, in order to

reflect the opinion of the whole group. More specifically, the algorithm

calculates a simple average of all available ratings.

• A similarity network is built for items, where similarity between items

is calculated by means of cosine similarity, considering all user ratings.

2http://www.movielens.org
3http://www.amazon.com
4http://www.last.fm/
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• For each item which was not rated by group G, a rating is predicted

based on a weighted mean of the group ratings for its n most similar

items.

Items with the highest predicted group ratings are recommended to all group

members. Notice that groups are here intended as sets of similar users which

are built for recommendation purposes (much as sets of nearest neighbors),

not as “real” groups of users which are going to enjoy a recommended item

together.

2.1.3 Hybrid approaches

Recommender systems which combine different recommendation techniques

in order to compensate for their respective weaknesses and reach better per-

formance are called “hybrid” [19]. Seven different hybridization techniques

were identified in the literature [18]:

• Weighted: Scores calculated by different recommendation components

are combined into a single value (see for example [29, 59]).

• Switching: The system can choose among different recommendation

components the one to apply from time to time (see for example [12,

74]).

• Mixed: Recommendations generated by different recommendation com-

ponents are mixed and presented together (see for example [70]).

• Feature combination: Knowledge (features) derived from different

sources, associated with different recommendation techniques, are com-

bined and used by a single recommendation algorithm (see for example

[10]).

• Feature augmentation: A contributing recommender is used to com-

pute new knowledge (features) which is given as input to the main

recommender (see for example [77]).
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• Cascade: Two or more recommenders are assigned different priorities

and the lower priority ones are used only to break ties in the scoring of

the higher priority ones (see for example [18]).

• Meta-level: A contributing recommender learns some model which is

given as input to the main recommender (see for example [63] and Fab

[9]).

2.2 Recommendations to groups

When talking of recommendation methods, single individuals are usually

implied as the primary target. In many situations, however, recommended

items are likely to be used by groups of people as often as by individuals.

Recommended tours, restaurants or films are prominent examples of items

which can be assumed to imply group fruition in most occasions. Several

recommender systems which target groups of users have appeared in the

last decade, in an attempt to address this issue (see Section 2.2.1 for a short

description of the most well-known group recommender systems, and Section

2.2.2 for a short debate of peculiar examples).

Recommendations to groups are basically generated with the same tech-

niques which are used for recommendations to individuals; however, as high-

lighted by [41, 43], some specific aspects have to be taken into account: how

information about group member preferences is acquired; how recommenda-

tions to groups are generated, how recommendations are explained, and how

(and if) group members are helped to achieve consensus. We summarize in

the following their main considerations.

Acquiring information about group member preferences. Ac-

cording to [41, 43], most group recommenders adopt the same techniques as

recommender systems which target individuals, either by asking users to ex-

plicitly specify their preferences, or by interpreting system usage data -such

as views, ratings and so on- which can be considered a less explicit form of
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preference specification, or, finally, without any explicit user intervention,

for example by acquiring the needed information through an analysis of data

users generated for other purposes (e.g., a system might learn about user

interests by examining their browsing history).

However, since user preferences are going to be used for generating recom-

mendations for groups, it may be beneficial to adopt some peculiar strategies,

for example:

• Focus on negative preferences. Depending on the specific method

which will be used for generating recommendations, different ways of

acquiring information about user preferences may result more or less

useful. In particular, if recommendations are generated paying atten-

tion not to suggest items which will be disliked by any group member,

a very subtle differentiation among different degrees of liking may be

unnecessary, since a single negative preference will actually prevent a

certain item from being recommended. In such cases, simply collecting

information about items users do not like would be more effective (see

for example [24]).

• Sharing information about specified preferences. If explicitly

specified user preferences have to be used for generating group recom-

mendations, group members may be interested in accessing the others’

preferences. In this way, users may be able to save effort by using the

preferences specified by another group member -who is known to have

similar interests- as a base for expressing their own. Moreover, inter-

action dynamics which normally happen in groups are facilitated: for

example, users can learn from the opinions of other group members who

are considered more expert on a certain topic, and take into account

the preferences and behaviour of other group members in order to ei-

ther form their own preferences (e.g., the fact that some other group

member is interested in a certain option may make it more attractive

for other group members) or strategically change them, with the aim
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of facilitating agreement (e.g., users who are indifferent between two

possibilities may decide for the one which is preferred by most group

members). For examples of systems which allow users to see the pref-

erences of other group members, see [41] or [56].

Generating Recommendations. Most existing recommender systems

take into consideration individual preferences in generating recommendations

for groups. Some kind of aggregation is therefore needed at some level.

The simplest approach consists in generating a small number of rec-

ommendations for each group member, and then merging recommendations

made for individuals into a single list. In this case, there is no real consider-

ation of the group as a whole, so that all solutions which are not especially

appealing to any individual member, but would represent a good compro-

mise for the group, are ignored. Moreover, users themselves are required to

confront the suggested items in order to identify a satisfying solution for the

whole group.

Otherwise, recommendations can be generated by aggregating ratings for

individuals : in this case, a score indicating how suitable a certain item would

be for a certain group member is calculated for each possible candidate item-

group member pair. An aggregate rating is then determined for each candi-

date item by applying some function which takes into account the individual

scores of all group members for such an item. Items having the highest aggre-

gate ratings are selected for recommendation. Differently from the previously

illustrated one, this approach indicates which solutions should be the most

appropriate for the group as a whole; however, the goodness of recommen-

dations heavily relies on the specific aggregation function which is applied

(both rating aggregation and recommendation merge were taken into account

in [61]). Various aggregation functions will be illustrated in the following.

Finally, information about individual preferences may be used for the

construction of group preference models, which can then be used to predict

the suitability of each candidate item for the whole group. Also in this case,
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items having the highest ratings can be actually recommended to the group.

There are various methods for constructing a group preference model, for

example as an aggregation either of individual preference models (see for

example [50]), or of preference models for subgroups (see for example [5]).

Otherwise, the model might be constructed directly on the basis of data about

group member preferences, thus bypassing the level of individual models.

In the case of both rating aggregation and group preference models, dif-

ferent aggregation strategies can be adopted depending on the goals of the

system, and, in particular, on the priority which is attributed to the satis-

faction of either the individual or the majority of the group [51] (see also

[52] for a review of different aggregation strategies). For example, it might

be desirable to maximize average satisfaction, in which case the aggregation

function should calculate some sort of average of the individual predicted

ratings/preferences. An alternative goal consists in minimizing misery, i.e.,

avoiding that some group member is very dissatisfied (even if the predicted

average rating may actually be high): in this case, items might be selected for

recommendation only if the lowest predicted individual rating is higher than

a certain threshold. Conversely, system designers might prefer to maximize

pleasure and select items to recommend according to their highest predicted

individual rating. It might also be desirable to ensure some degree of fairness,

i.e., all group members are expected to be equally satisfied by the proposed

recommendation. This goal could be obtaind, for example, by preferring

items for which the standard deviation among the predicted ratings or group

member preferences is low, provided that the predicted average satisfaction

is relatively high. In other cases, it might be appropriate to treat group

members differently, for example by giving higher priority to the preferences

of some “special” group member, e.g., a guest or a person with particular

needs. Other goals may also take into account other aspects of user-system

interaction, not only satisfaction with the provided recommendations. For

example, system designers may want to privilege “robust” aggregation meth-
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ods, which discourage or prevent manipulation of the recommendation mech-

anism. Or, a certain aggregation method might be preferred because it is

easy to explain and thus assures better comprehensibility and acceptability

of the recommendations.

Choosing the most appropriate aggregation strategy is not a trivial task,

considering that each of them allows to maximize different -but possibly

equally desirable- system goals. Similarly, system designers must decide if

the chosen aggregation strategy should be applied to individual predicted

ratings or to individual user models. In [11], the authors comparatively

evaluate four collaborative filtering recommendation strategies and as many

weighting models in the domain of recipe recommendations to families, also

considering the impact of switching strategies, data aggregation heuristics

and group features. As for aggregation strategies, the authors consider the

general strategy, which recommends the most popular items to all users,

the personalized strategy, which targets individual users through standard

collaborative filtering, and the aggregated models and aggregated predictions

strategies, which both generate lists of recommendations for groups of users

(in this case, for families), based on a weighted mean of individual models

and individual predictions, respectively. As for the weighting models, the

relative weights of family members can be pre-defined (either all members

have uniform weights, or they are assigned different weights based on their

role, e.g., applicant, partner or child), or they can depend on user activity,

e.g., rating activity, with respect to domain contents (weights are assigned

with respect to the level of activity of either other users in the same role,

considering the whole community in the role-based model, or other family

members in the family-log model). Results showed that aggregated mod-

els strategy performed better than aggregated predictions strategy according

to different metrics such as F1 (which combines precision and recall), preci-

sion@k, MAE and coverage, that the weighting models based on user activity

were superior to those assigning pre-defined weights and, in particular, that
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the family log model performed the best. In addition, the authors found that

better results can be achieved by means of a hybridization strategy which

applies the aggregated predictions strategy in case the density of user data

(i.e., the ratio between the number of items rated by a certain user and the

total number of items) is low, then the aggregated models strategy, and the

personalized strategy in case of high density. Finally, heuristics for the as-

signment of relative weights which allow to implement the least misery and

most pleasure strategies in case of extremely negative and extremely positive

ratings, respectively, on the part of a single member were also evaluated.

Although these were found to decrease accuracy, the authors hypothesized

that they can increase user satisfaction and serendipity.

A further complication in choosing the most appropriate recommenda-

tion method arises if the recommender system is expected to provide the

group with a set of recommendations, not just a single one: for example,

recommendations might concern a sequence of movies which can be watched

in succession, or several sights which can be visited during a city tour. The

way system goals can be attained depends on the way the recommendation

problem is treated. In the simplest case, each recommendation is indepen-

dent of the others; otherwise, the recommendation of a sequence of items can

be seen as a single problem (as if “complex” items, differing for a number

of attributes, had to be recommended), or, finally, the recommendation of

each item in the sequence can still be treated separately, however allowing

some adjustment based on the fact that each item is actually part of a se-

quence: for example, each recommendation might be generated with the goal

of maximizing average satisfaction, but, if the system notices that a certain

group member has been penalized with respect to the others, this member’s

satisfaction can be assigned special priority in generating the following rec-

ommendations (until a fair situation is re-established).

Explaining recommendations. Explaining on what basis recommen-

dations were generated and how suitable they are expected to be for each
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group member helps users in making a final decision, i.e., choosing one or

more of the suggested items. There are different ways for providing such

information, ranging from simple representations of the system’s confidence

with respect to each recommendation, to detailed explanations of its pros

and cons. Generally speaking, recommendations to groups may be accompa-

nied by explanations which refer to a) the group as a whole, b) each group

member, and c) relevant subsets of members.

Helping group members to achieve consensus. Once recommen-

dations are generated and presented to users, these are left with the task

of examining them and making a final decision about which suggestion (if

any) they should actually follow. In the case of recommendations to groups,

some negotiation is expected to occurr, if all group members are allowed to

take part in the final decision-making process. However, in most existing

systems, no explicit support for this phase is needed, since either the system

automatically selects the most promising option and translates it into action

(this behaviour is possible, for example, in the case of music selection sys-

tems), or one “group leader” is expected to take responsibility of the final

decision, or, finally, discussion among all group members is assumed to take

place without the system mediation (e.g., face to face).

Only in the case of people who could find it difficult to communicate with each

other without the system mediation, some support for helping group mem-

bers to achieve consensus is really needed: the only existing example makes

use of animated agents which represent group members and are granted a

certain authority for accepting or refusing system recommendations on be-

half of their owner ([42]); however, it could also be possible to allow users to

specify conditions under which they would certainly approve a recommen-

dation, so that the system can automatically filter suggestions which can be

considered suitable for all group members, with no need for further discus-

sion. Alternatively, group members might be allowed to explicity rate the

recommended items, specifying which suggestion they are willing to accept.
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2.2.1 Example recommender systems for groups

Let’s Browse (1999) [50] aims at supporting collaborative Web browsing by

selecting links which are likely to interest all group members. User interests

are determined by automatically extracting keywords from their homepages

and a group profile is built as a linear combination of single user profiles.

Recommended Web pages are explained by highlighting the commonalities

among users and then by indicating, for each user, which keywords extracted

from their profile led to the selection of the current page.

Polylens (2001) [61] is a group recommender extension to the MovieLens

recommender system, which suggests movies based on collaborative filtering.

Recommendations for the group are generated by merging recommendation

lists for individual users and sorting them according to the principle of “least

misery”, i.e., the recommendation score for the group corresponds to the min-

imum individual score. Recommendations are accompanied by explanations

which refer to the expected satisfaction of each group member.

Flytrap (2002) [31] is able to automatically build a soundtrack that tries

to please all the people who are in a certain room at a certain time (people

are identified based on radio frequency ID badges). It acquires information

about the preferences of individual users by examining what music people

listen to on their computers. Songs to play are chosen based on a compromise

among user preferences and domain-specific rules, such as maintaining some

genre coherence across tracks.

FIT (Family Interactive TV, 2002) [36] is a system which filters TV pro-

grams according to family member preferences. User models representing

individual preferences are constructed by first assigning users to a suitable

stereotype, based on their age, occupation and gender, and then constructing

a viewer preference hours vector, a probability distribution which indicates

how likely it is that a certain user is sitting in front of the TV at a certain

time. The system guesses which users are actually watching TV based on

the available preference hours vectors; recommendations are then generated
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either for a group or for individual users.

INTRIGUE (2003) [5] is a recommender system which suggests sightsee-

ing destinations and itineraries around the city of Turin. It takes into account

the preferences of heterogeneous tourist groups, by building a model for each

existing subgroup, whose members can be assumed to have similar charac-

teristics and preferences (e.g., children, impaired people...). In providing

recommendations, the advantages for each subgroup are highlighted.

Travel Decision Forum (2004) [42, 41] aims at supporting groups of user in

arriving at a final decision about the features of a vacation they are planning

to take together, i.e., the system recommends a joint preference model which

could then be used for generating vacation suggestions. Users are asked

to express their preferences about several aspects of a possible vacation; in

doing this, they can access the preferences of other group members and add

short explanations to their own. Animated characters which embody group

members are offered to help users evaluate the proposed solutions for the

joint preference model, in case no face-to-face communication is possible.

Group Modeller (2005) [45] is a group modelling system which allows to

build an effective group model from individual user models, based on ad-hoc

rules, ontological reasoning and stereotypical reasoning. Adaptive hypertexts

could then be built based on the group model.

Adaptive Radio (2005) [24] broadcasts music to a group of people, au-

tomatically selecting songs from those contributed by system users. User

preferences are acquired by asking users to indicate which songs they do not

like: consequently, vetoed songs, as well as songs which can be considered

similar, will never again be played when users who do not like them are

logged in the system. Focus on negative preferences is chosen, among other

reasons, for its effectiveness when the system has to determine suggestions

for the group.

CATS (Collaborative Advisory Travel system, 2006) [55] helps groups of

users in choosing ski-packages which suit all group members. Each user is
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associated to an individual preference model, which bases on user critiques

about system items, while a group preference model is built by combining all

individual models. Items are recommended to some group member depending

on both the individual and group user models.

POCKET RESTAURANTFINDER (2002) [53] recommends restaurants

to groups of people who are willing to dine together, according to their pref-

erences and their location. Users are asked to explicitly specify their prefer-

ences about several aspects of restaurants (e.g., cuisine, price...) when they

register in the system, which is available both for kiosks and handheld de-

vices. Recommendations for the whole group are generated by summing the

scores indicating individual preferences for each restaurant, and then ordering

restaurant suggestions based on their group score. The detail of individual

scores with respect to each restaurant feature is provided as an explanation

for system recommendations.

2.2.2 Discussion of further relevant issues

Handling disagreement

As we have explained, group recommendations are generated by means of

some aggregation function which considers how relevant a certain item is

for each group member in order to determine item relevance for the whole

group. At the same time, items usually have different relevances to different

individuals, implying that some disagreement among group members occurs

and must be dealt with. However, the resolution of disagreement is not

usually modeled in a formal way in aggregation functions. Differently from

most approaches, [4] propose to formalize group disagreement as an integral

part of group recommendation semantics. In particular, they suggest to

define a consensus score for each item, which results from two main aspects:

• group relevance, i.e., the degree to which such an item is liked by group

members, and
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• group disagreement, i.e., the degree to which group members disagree

with each other.

Given a group G and an item i, group relevance is denoted as rel(G, i) and

can be determined based on any of the previously examined aggregation

strategies (e.g., average satisfaction or least misery). The authors propose

to determine group disagreement, denoted as dis(G, i), either as average

pairwise disagreement, or as disagreement variance. In the first case, group

disagreement is computed according to the following formula:

dis(G, i) =
2

|G|(|G| − 1)

∑

|relevance(u, i)− relevance(v, i)|
�

�

�

�2.4

where u 6= v and u, v ∈ G, while relevance(u,i) denotes the predicted rating

for item i by user u. In the second case, group disagreement is computed as

follows:

dis(G, i) =
1

|G|

∑

u∈G

(relevance(u, i)−mean)
�

�

�

�2.5

where mean represents the average relevance of item i. A consensus score

can be computed for item i and group G based on the following consensus

function:

F (G, i) = w1 ∗ rel(G, i) + w2 ∗ (1− dis(G, i))
�

�

�

�2.6

where w1 and w2 sum to one and are weights which indicate the relative im-

portance of group relevance and group disagreement in the overall consensus

score for a recommended item. An extensive user study was conducted in

order to assess that recommendations which also consider disagreement are

superior to those which only rely on relevance, as for their accuracy. Users

were recruited through Amazon Mechanical Turk and MovieLens data set

was used for evaluation purposes. Recommendations for both small (3 mem-

bers) and large (8 members) groups of similar, dissimilar and random users

were provided through different recommendation strategies. Results of the

evaluation showed that recommendation strategies taking into account dis-
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agreement actually performed better for groups of dissimilar users, especially

for large ones. In the case of groups of similar users, on the contrary, such

strategies did not prove more accurate than “traditional” ones, which can be

explained by the fact that disagreement is not expected to be significant in

groups of users who have similar preferences.

Interactions among group members

The work presented in [66] focuses on group personality composition, bas-

ing on the assumption that individuals with different personalities (and, in

particular, with different ways of dealing with conflicts) will behave differ-

ently when presented with recommendations which represent a compromise

among the preferences of various individuals. The authors operationalized

personality by means of the TKI test [73], which assesses the behaviour of

individuals along the two dimensions of assertiveness (inclination to satisfy

one’s own concerns) and cooperativeness (inclination to satisfy the concerns

of other people). It was assumed that assertive individuals tend to penalize

negatively the possible differences in their predicted satisfaction ratings with

respect to the best choice for other group members. On the contrary, coop-

erative individuals tend to reward these differences, since they are concerned

with the satisfaction of other group members and of the group as a whole.

Three basic group recommendation algorithms (which base on the principles

of minimizing penalization, average satisfaction and least misery, respec-

tively) were confronted with modified versions including a factor (CMW -

conflict mode weighting) which takes into account the differences in predom-

inant user behaviour (either assertive or cooperative). All algorithms base

on the following three steps:

• recommendations are generated for each individual, and the best N

options are selected;

• a group rating is determined for each selected option, based on a func-
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tion which includes, in the modified versions, the CMW factor;

• the top N items fulfilling a given selection criterion (e.g., lower penaliza-

tion, higher average satisfaction, or higher minimun predicted rating)

are selected for recommendation to the whole group.

Generally speaking, the CMW factor integrates possible member interactions

by giving the preferences of assertive users more influence on the final item

selection than those of cooperative ones.

Evaluation of the proposed algorithms, which was performed in the domain

of movie recommendations, showed that the modified versions including a

consideration of conflict modes generally performed better, obtaining up to

7% improvement in their accuracy, if confronted with the corresponding un-

modified versions. It is worth noting that the proposed algorithms proved to

work better for groups a) having at least one very assertive member (a sort of

“leader”), and b) constituted of people having heterogeneous personalities.

This result can be explained by the fact that the proposed approach privileges

assertive over cooperative members, thus it can be expected to outperform

traditional approaches when such an advantage can be granted, which does

not usually happen in groups where members have similar personalities.

Another work which considers interactions among group members is pre-

sented in [28]. In this case, interactions are not predicted based on user

personalities, but based on the observation of their actual rating behaviour:

in fact, the relative influence of each user can be learnt by confronting individ-

ual and group ratings, assuming that these are also available. For example,

if a certain item i was rated as 1 and 5 by users u1 and u2, respectively, but

it was assigned a 4 rating by the same two users acting as a group, we can

observe that user u2 exerts more influence than user u1.

This approach combines collaborative filtering and genetic algorithm: when

recommendations for group g are needed, a group rating for item i is pre-

dicted according to the ratings group g has given to items similar to i. If only

few similar items have been rated by group g as a whole, genetic algorithm
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is used to solve the sparsity problem, and group ratings for similar items are

predicted based on individual preferences and observed interactions among

members. More specifically, the proposed algorithm consists in the following

steps:

• All items s which are similar to i are identified by applying the nearest

neighbor techninque to the item-item approach (Pearson correlation is

used to compute similarity);

• Each item s is selected for use in predicting a group rating for i either if

it was rated by group g, or if enough information is available to predict

how group g would rate it -this is possible if the percentage of proper

subsets of group g that have at least two members and that have rated

item s is high. In case such a prediction is required, the following steps

are undertaken:

– Missing individual ratings for item s are predicted based on user-

user collaborative filtering method, so that the individual ratings

of all the members of group g are available.

– Genetic algorithm is used to estimate the weights reflecting the

importance of each individual opinion in group decisions.

– The rating of group g for item s is determined as a weighted mean

of individual ratings.

• The rating group g would assign to item i is generated as a function

of the average rating for item i and of the ratings group g assigned to

similar items s, according to the standard neighborhood-based method

(see Equation 2.2).

Evaluation results showed that the proposed algorithm is actually superior to

a similar one which simply does not include the prediction of missing group

ratings based on genetic algorithm, when sparsity is high: in this case, in
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fact, the GA algorithm generates its recommendations based on a larger set

of similar items s, since missing group ratings can be predicted. This result

is interesting, since sparse datasets are usually more common in real life.

Considerations on group and individual satisfaction

Providing recommendations for a group of users basically implies finding

an equilibrium between individual and group satisfaction: recommendations

which can be considered good for the group as a whole may in fact be subop-

timal for individual users, as well as the best choice for some group member

may result unsuitable to the whole group. The works presented in [54] and

[46] provide two examples of how this issue can be explicitly considered.

In [54], the authors use CATS recommender system (see also [55]) as a use

case. Information about user preferences is collected through the critiques

(i.e., feedback) they provide for system recommendations, constantly updat-

ing their user models in order to include the most recent critiques and update

or remove outdated ones. In CATS, both individual preference models and

group preference models (which combine the individual models of each group

member) are maintaned. Recommendations for the whole group are gener-

ated, according to the critiquing-based approach, by selecting those items

which maximize a quality measure based on their compatibility with the

group preference model and their similarity to the latest recommended and

critiqued item. Alternative strategies are considered when calculating group

compatibility, depending on the fact that higher weigth might be attributed

to the individual model of the user who has provided the latest critique, or

all users might have equal influence (in this case, group compatibility can

be calculated with respect to the aggregate group preference model, or as an

average of individual compatibility values for all group members). In order to

evaluate their approach, the authors asked experimental subjects to 1) choose

an item (in this case, a sky holiday) they would be reasonably satisfied with

among those provided by CATS system, and 2) define the features of their
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ideal sky holiday. Subjects were sorted in order to form groups of similar,

dissimilar and mixed users, with respect to their preferences. Assuming at

first the perspective of individual group members, results showed that items

suggested by the group recommender to people belonging to groups of users

with similar preferences were actually more satisfactory -i.e., more similar

to their “ideal” case- than the items they themselves chose. In other words,

it seems that the preferences of very similar users can combine positively

and produce better recommendations. On the contrary, recommendations

for the other two groups were slightly less satisfactory to individual group

members than the items they chose, due to the fact that competing indi-

vidual preferences tend to interfere so that group recommendations result

suboptimal with respect to single users. Assuming instead the perspective

of the group as a whole, items recommended by the system -and thus result-

ing from a compromise among user preferences- are always more satisfactory

than items chosen by individual group members.

In [46], a two-phase procedure is proposed for improving group recom-

mendation effectiveness, as well as the satisfaction of individual members.

In the first phase, recommendations for the whole target group are gener-

ated through a group profile-based filtering method: first, group profiles are

built by aggregating individual profiles; then, possible neighbors of the tar-

get group are selected based on their similarity and recommendations for

the target group are derived from the neighborhood according to collabo-

rative filtering principles. In the second phase, an attempt to reduce the

number of dissatisfied group members is made through content-based fil-

tering. More specifically, compatibility between an item and a user profile

is determined based on common keywords, and items having lower-than-a-

threshold compatibility with some user are excluded from recommendation to

the target group. Experimental results showed that recommendations gener-

ated through the two-phase procedure perform better, as for their precision5,

5Precision is defined as the ratio between the number of selected recommended items
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than recommendations generated through a benchmark system which does

not include any adjustment with respect to individual preferences.

2.3 Social recommendations

Collaborative filtering is usually considered a “social” recommendation method,

since it generates recommendations for a target user by taking into account

similarities in the opinions and preferences of other users. Although this

method certainly exploits the so-called “wisdom of the crowds” and incorpo-

rates some basic social expectations (e.g., the fact that if two users proved to

have similar interests in the past, they are likely to maintain this similarity),

it does not necessarily imply that users know each other: most often, they

are linked based on similarity scores which have nothing to do with their

actual social relationships.

Collaborative filtering has proved to be a very successful recommendation

technique. However, people usually turn to their actual acquaintances when

they need some advice in their offline lives. Evidence is also available that

recommendations provided by friends are better than those offered by an

anonymous system, even if the latter are often appreciated because of their

“novelty” ([69]). In this work, we consider as “social” only the recommenda-

tion techniques which base on actual social relationships of the target users,

and possibly consider also social dynamics such as influence.

In the work described in [37], recommendations derived from the target

users’ similarity network6 are compared with recommendations derived from

their familiarity network, which consists of the people they actually know.

Weighted similarity and familiarity networks, as well as an overall network

which groups all relationships, are built by means of a social network aggre-

and the number of recommended items. Items were selected by groups as a result of
collective decion processes

6Similarity networks consist of the people whose activities on a certain website overlap
with those of the targets
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gation system called SONAR, which extracts information about relationships

between people from different sources, analyzing explicit connections in so-

cial networking systems, co-authorships in wiki pages, usage of the same tag,

and so on. Moreover, different types of relationships are considered between

users and items (e.g., authorship, membership...). Items are suggested to

target users based on the following steps:

• For each of the three networks, the top 30 related people are extracted,

together with the score indicating the strength of their relationship

with the target user.

• The recommendation score RS of item i with respect to the target user

u is calculated according to the following formula:

RS(u, i) = e−αt(i) ·
∑

v∈Nt(u)

ST [u, v]
∑

r∈R(v,i)

W (r)
�

�

�

�2.7

where t(i) indicates the time passed since item i was created, α is a

decay factor, N t(u) is the set of 30 users belonging to u’s network of

type T , T ∈ familiarity, similarity, overall, ST [u, v] is the score of

the relationship between u and v in network T , R(v, i) is the set of all

relationship types between user v and item i and W (r)(r ∈ R(v, i)) is

the weight of the corresponding user-item relationship.

Notice that 1) the higher the number of people in the target user’s social

network who are related to item i, 2) the stronger their relationships to the

target user, 3) the stronger their relationships to item i, and 4) the fresher

the item itself, the higher is the recommendation score of item i, RS(u, i).

Also notice that items which are related to the target user u are excluded

from recommendation, since the target is already aware of them.

This approach was experimentally assessed by providing three different

groups of experimental subjects with recommendations generated basing only

on the familiarity network, only on the similarity network and on both net-
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works, respectively. In a second phase, explanations for the same recom-

mendations were added by indicating which people in the target user’s social

network were related to each recommended item. Results are very interest-

ing, since the best performance was consistently achieved by the familiarity

network. In case no explanations are provided, however, the difference with

similarity network-based recommendations is not significant. In case expla-

nations are provided, such a difference becomes significant, indicating that

explanations are actually motivating.

A similar approach was presented in SoNARS [22]. The authors start from

the observation that, although many content sites and recommender systems

have started to include social networking functions from about 2001 onwards,

and the contents related to one’s own social network can be browsed at will,

the capacity of social networks of providing useful information to understand

the target user’s needs is not recognized. On the contrary, the authors believe

that user needs and preferences are not determined “once for all”: instead,

the mere fact of being part of a social network may cause individuals to

modify their attitudes and behaviours because of social influence dynamics.

In particular, the authors cite the following theories of social influence:

• Social conformity : individuals belonging to a group often experience a

normative influence, i.e., some sort of “pressure to conform” according

to which they tend to change their attitudes and behaviours in order

to match the expectations of the other members.

• Social comparison: people who lack other means of evaluation often

seek information about the opinions of relevant others in order to eval-

uate how they compare and to correctly form their own attitudes and

behaviours.

• Social facilitation: people are motivated in performing a desired be-

haviour if they are conscious to be observed or can themselves observe

other people performing such a beheviour.
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Taking into account these considerations, the authors propose SoNARS,

an algorithm which explicitly targets users as members of social networks,

and generates recommendations which depend on user explicit connections

(corresponding to the familiarity network in [37]) and possible influence rela-

tionships among network members, thus reflecting the “trend” of the network

itself. Influence dynamics based on social conformity are thus reproduced.

More specifically, given a target user x, a recommendation score Scorei is

calculated for each item i according to the following formula, which takes

into consideration the level of interest item i has for each person y in the

network of the target user, balancing this value based on the strength of the

relationship between users x and y.

Scorei =

|users|
∑

y=1

(Scoreiy ∗Rxy)

|users|
∑

y=1

Rxy

�

�

�

�2.8

Scoreiy is the partial score indicating the level of interest item i has for

user y, while Rxy is the value indicating the strength of the relationship

between the target user x and user y.

Scoreiy is function of the actions user y performed on item i (actions

are considered in number and type, according to the idea that actions reveal

interest). More specifically, this score is calculated by applying the following

formula:

Scoreiy =

∑actions

h=1
count(ahi)∗AW (ah)∑items

j=1
count(ahj)

actions

�

�

�

�2.9

where ahi is an action of type h that user y performs over item i, AW (ah)

is the weight associated to an action ah, ahj is an action of type h that user

y performs on any item j, and actions is the total number of action types.

Notice that a distinct value Scoreiy must be calculated for each item i on
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which a given user y has performed at least one action. In addition, given

an item i, such calculations must be repeated for all users y belonging to the

network of the target user x.

Rxy, the strength of the relation among the target user x and any user y

in their network, depends on the actions performed by the target user which

refer to or have an effect on user y. To recommendation purposes, social

networks were defined as ego-centric networks where the target user x plays

the role of focal node and the other nodes represent the users in relation with

x (for simplicity, only direct relationships are considered). Information on

user explicitly-defined connections were derived from Facebook friend lists.

In such ego-centric networks, Rxy can be interpreted as a weight assigned to

the edge connecting users x and y and is calculated according to the following

formula:

Rxy =

|actions|
∑

i=1

(countxy(i) ∗ actionWeight(i))

|actions|
∑

i=1

actionWeight(i)

�

�

�

�2.10

where (countxy(i) is the total number of actions of type i performed by

user x which refer to user y (for example, commenting, sending messages,

tagging, inviting to online groups, and so on...) and actionWeight(i) is the

weight of the action type i.

The experimental evaluation of SoNARS algorithm validated this ap-

proach, confirming that recommendations which take into account the inter-

ests of individuals the target users actually know are very effective. Notice

that, similarly to [37], recommendations were accompanied by explanations

which highlighted which individuals, belonging to the target user’s social

network, were related to the recommended items.

In [33], the authors specifically address the problem of personalizing social

network news feeds, which are intended to inform target users about the
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actions of their friends (for example, user generated content, new friendships

or status updates): since news feeds usually present all available items, simply

listing them in a reverse chronological order, and do not prevent the activities

of very active users to swamp the list, information overload is very likely to

occurr, causing target users to miss potentially relevant items.

Four different equations are therefore proposed to score feed items, according

either to the relevance of the action which is described in the item itself (e.g.,

“comment” or “add as a connection”) or to the relevance of the user who

performed it. Regarding action relevance, the authors propose an equation

which measures the regularity with which target users perform a certain

action in a certain period, and an equation which measures the regularity

with which they view some content in a certain period, as a consequence

of the fact that another user in their social network performed a certain

action (e.g., another user uploads a photo and the target user views it). User

relevance is treated analogously: an equation is proposed which measures

the regularity with which the target user interacts with a certain user, and

another equation is proposed which measures the regularity with which the

target user views content created by a certain user. Regularity is assessed

in all four cases by determining a ratio between the number of days where

the considered event occurred and the number of days where the user logged

in the social network, during a certain period. Since all equations follow the

same structure, we just report the last one (determining user relevance based

on views) as an example:

Userview(uT , ub, dm, dn) =

∑

i=m,...,n

Interact(uT , ub, di)

∑

i=1,...,n

Login(uT , di)

�

�

�

�2.11

In the equation, uT is the target user, ub is a user in the network of the

target user, dm is the first day where the considered event occurred during
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the reference period, and dn is the last day in the reference period.

The authors experimentally evaluated the four equations in an offline study

and confronted their performances taking into account a long term and a

short term relevance model, which considered user history with the system

from the first day of membership and in the last month, respectively. They

found that the models based on viewing behaviour outperformed those based

on user interactions, and that the long term viewing model provides better

results with respect to action relevance, while the short term viewing one per-

forms better as far as users are concerned. Optimal performance is achieved

by combining these two models by means of a simple average.

Besides proposing an interesting approach for personalizing social network

news feeds, this work presents a method for determining the strength of on-

line relationships which has some similarity with the one described in [22]

and could be used for generating social recommendations in other domains,

as claimed by the authors themselves.

Finally, works presented in [3, 2] also start from the observation that,

although many social content sites are appearing which integrate contents

with social networking features, traditional keyword-based search and sim-

ple popularity-based recommendation are almost always the only ways to

explore the available information. They propose a logical architecture, called

SocialScope, which aims at helping users navigate the available information

by integrating semantic relevance with respect to a query (the way target

users express their needs) and social relevance. Social relevance refers to the

information which the target users are more likely to appreciate “as users”,

i.e., based on their profile and connections.

The core of SocialScope is represented by a social content graph, which con-

sists of vertices representing physical and abstract entities such as users or

topics, and of edges representing connections and activities between pairs of

entities (e.g., friendship). Thus, it can be considered as an overlay of three

sub-graphs: the activity graph, which represents user activities on items, the
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network graph, which maintains social connections, and the topical graph,

which consists in links between users or items and their respective topics.

The proposed SocialScope system is organized in three layers: Content Man-

agement, Information Discovery and Information Presentation. While Con-

tent Management layer deals with integrating and maintaining social infor-

mation from remote sites, and Information Presentation layer is in charge of

dynamically organizing the results in order to facilitate their exploration on

the part of the target user, the Information Discovery layer consists of two

main components, the Content Analyzer and the Information Discoverer.

The Content Analyzer examines the social content graph offline in order to

derive new vertices and links. The Information Discoverer analyzes the user

queries and evaluates them on the social content graph, obtaining a subgraph

(called MSG, Meaningful Social Graph) which is semantically and socially

relevant to a given user and query.

2.4 Recommendations of groups

Recommendations of groups can be treated from two main viewpoints. First,

they can be simply considered as recommendations of specific, pre-existing

objects which can be treated as any other content -possibly requiring some

special attention, due to their social characteristics, but mainly sticking to

the principles of traditional recommendation methods. Second, group recom-

mendation can imply on-the-fly group building, in the sense that individual

users are selected as group members based on some relevant features (for

example their connections or other structural properties of their social net-

work), and possibly guaranteeing that the group as a whole also satisfies

some desired properties.
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2.4.1 Recommending friends

Recommending friends can be considered a special case of the task of recom-

mending groups, where only one-member groups can be recommended, and

is a core task in most social networking websites.

In [40] an approach which makes use of both content and graph feature analy-

sis on data from social networking services such as LiveJournal is presented.

In LiveJournal, friendship is considered an asymmetric relationship which

can be represented as an edge in a directed graph, where vertices can corre-

spond either to single users or to communities. A graph corresponding to a

subset of the whole LiveJournal community was constructed by means of an

HTTP-based spider which allowed to retrieve an adjacency-list and some ba-

sic features for each examined vertex. For each candidate edge (u, v), graph

and interest-based features could be defined to use in the recommendation

process, such as: indegree and outdegree of both vertices, number of mutual

friends, minimum “alternative” distance from u to v, without considering

edge (u, v), backward distance from v to u, number of interests (expressed

as keywords) listed by users u and v, respectively, number of mutual inter-

ests and ratio of the number of mutual interests with respect to the whole

interest lists defined by users u and v, respectively. Candidate edges were

generated exhaustively within a radius of 2 with respect to the vertex repre-

senting the target user. For evaluation purposes, the experimental task was

simplified as a classification problem, where the distance between vertices u

and v d(u, v) must be classified either as 1 or 2. This classification prob-

lem is relevant for friend recommendation, since identifying friends of friends

(i.e., vertices for which d(u, v) = 2) is functionally similar to recommending

friends of friends to link directly. Distance classification task was performed

by means of three different techniques, among which are a classification tree

and logistic regression, considering from time to time the following features:

• all available features;
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• all graph features except the forward and backward distances;

• backward distance

• backward and forward distances

• interest-related attributes

Percent accuracy in predicting d(u, v) was measured. All three methods re-

sulted in very poor performance when only interest related attributes were

used, indicating that these are not enough to identify friends of friends. On

the contrary, the best performance was achieved by the tree classifier using

all features, with a significant boost over the second best result, obtained

through distances alone. These results suggest that good friend recommen-

dations are more likely to be provided if both structural and interest-related

features are taken into consideration.

A sort of comparison between the usefulness of content-related and struc-

tural properties in friend recommendation is also described in [26], where the

authors compare four different algorithms for recommending connections in

the context of an enterprise social networking website:

• Algorithm 1 is based on pure content-matching, and suggests friends

according to the idea that people who share many interests may be

willing to get to know each other.

• Algorithm 2 enhances the pure content-matching algorithm with in-

formation about social structure. Thus, contacts are more likely to

be recommended if they are similar to the target user and they are

connected through a valid social path, made up of at most two other

“intermediate” users.

• Algorithm 3 makes use of only social network information, based on

the idea that people who have many friends in common might as well

know or be interested in knowing each other.
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• Algorithm 4 is based on a system, SONAR, which aggregates data

which imply explicit acquaintance (such as co-authorship in publica-

tions) from different public sources and suggests possible friends based

on the frequency and strength of their interactions.

Results showed that the pure content matching algorithm recommends at

most unknown people, while the algorithms based on information about so-

cial networks, an in particular the SONAR-based one, tend to recommend ac-

tually known individuals. Moreover, social-network based algorithms proved

to recommend a significantly higher percentage of recommendations that

were considered “good”: this suggests that recommendations of known peo-

ple are generally considered better. However, content-based algorithm pro-

vided the highest number of good unknown recommendations. The authors

suggest that social network-based algorithms could be used at first, in order

to help people to quickly build their social network, while content-based al-

gorithms might be useful later, in order to enrich established social networks

with new interesting people.

Another approach for recommending friends is proposed in [65] which

specifically addresses mobile social-networking website users. It aims at eas-

ing the task of finding and confirming friends in an online social network by

recommending people a user may know as friends. Making the assumptions

that mobile phones are personal devices, which are not usually shared with

other people, and that it is possible to match phone IDs to people profiles

in a social networking website, bluetooth-enabled mobile phones are used

to track other phones (and, consequently, other people) in proximity. Data

about frequency and duration of encounters are also logged. The collected

data are processed (either by the website or by the mobile phone itself, if

data are considered sensitive) in order to define a weighted social network

which can be traversed in order to identify lists of people the target user

may know. The probability of befriending a candidate person f depends on

the number of people the target user has met more frequently than f , if en-
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counter frequency is considered, or on the number of people the target user

has met for a longer time than f , if encounter duration is considered instead.

The authors tested different link prediction algorithms and found that re-

sults obtained using encounter duration performed consistently better, while

the best algorithm was based on shortest path (i.e., it assignes a score to a

pair of vertices/individuals according to the weighted length of the shortest

path between them, based on the idea that two individuals are more likely

to befriend each other if they are connected through a short path).

2.4.2 Recommending existing groups

In many social networks, such as Facebook, Orkut or LiveJournal, users can

explicitly affiliate with various communities: thus, it can be argumented that

two social networks exist at the same time, one linking users based on friend-

ship relationships, and one linking users to communities based on affiliation

relationships. The work presented in [75] investigates how information about

affiliation and friendship networks can be used in order to provide users with

suggestions of communities they could join. To this purpose, it emerges from

the authors’ results that networks can be effectively modeled from a graph

proximity viewpoint. The graph proximity model states that the proba-

bility that a new link can be established between two vertices depends on

an estimated proximity of such nodes (proximity can be determined as a

weighted sum of the number of paths of varying lengths which connect the

two vertices). Moreover, an improvement in recommendation performance is

obtained if the graph contains information on both friendship and affiliation

relationships, rather than on affiliation relationships alone.

The approach presented in [8], which uses Facebook as a case study,

focuses on content rather than on network structural properties, based on the

idea that groups tend to attract people with similar characteristics. Thus,

groups are recommended which best match user features such as interests,

political view, age or gender. Here, the task of recommending groups is

48



2.4. RECOMMENDATIONS OF GROUPS

framed as a classification problem. More specifically, 15 different features

are identified to describe users, and the same properties are used to build a

decision tree which classifies groups. The most favorable groups for a given

user are recommended. Notice that, in order to reduce noise in classification

(represented by group members with peculiar characteristics) a clustering

coefficient is also applyed and only members who are close enough to the

center of a certain group are retained.

Another example of how users can be recommended existing communities

is presented in [22]. As explained in Section 2.3, SoNARS algorithm considers

connections among users and possible influence relationships in order to sug-

gest items that reflect the trend of the target user’s social network. Although

SoNARS was devised as a general algorithm which can be used to recommend

different types of content, it was evaluated in the domain of recommendation

of groups. More specifically, the authors chose Facebook groups as items to

suggests, based on the consideration that groups are probably a type of con-

tent for which social relationships are particularly relevant in determining

user choice to affiliate, since they are actually person aggregators (as well

as virtual places where a certain content can be discussed). Positive perfor-

mance results confirmed the appropriateness of SoNARS algorithm to the

task of recommending pre-existing communities.

2.4.3 Building groups

Even in the case that no formally established or otherwise pre-defined groups

exist which can be used for recommendation purposes, it can be observed

that almost all individuals take part into various groups in their everyday

life, with varying longevity and relating to different areas of interest. Think,

for example, of groups of friends, colleagues or participants to a language

summer school. As it was highlighted by classical works in Social Network

Analysis (see for example [64] for a review), such groups can usually be iden-

tified by taking into account social rules and interactions among individuals,
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i.e., by observing their social networks.

The task of automatically identifying communities is one of the most impor-

tant problems in the domain of complex network analysis. Making reference

to a graph representation of networks, communities are defined as sets of

vertices which are densely connected to each other, while only few links ex-

ist among internal and external vertices, and several approaches have been

proposed which aim at discovering such structures. In social networks, com-

munities correspond to sets of related individuals which can be used as a

basis for building meaningful groups for recommendation purposes.

Agglomerative hierarchical clustering, which is often used by sociologists,

can be considered the traditional method for detecting community structure

in networks. The main idea consists in partitioning vertices into different

groups based on their similarity: starting with an empty network containing

all the vertices but no edges, new edges -which have no direct connection with

those of the original network- are added between pairs of vertices in order

of decreasing similarity ([60]). Different similarity measures for vertices can

be adopted, such as structural equivalence7 or the count of edge-independent

paths8.

While agglomerative hierarchical clustering tends to perform well in find-

ing certain parts of a community which correspond to individuals with high

similarity, it usually misses to assign some vertices: in particular, difficulties

arise with the central community members, since they are “special” vertices,

different from all the others. An alternative classical approach was proposed

by Girvan and Newman [35] which bases on divisive hierarchical clustering

method, where edges are progressively removed from a network, until no edges

7Two vertices said to be structurally equivalent if they have the same set of neighbors.
Since complete structural equivalence is rare in the real world, a measure of the degree of
equivalence between two vertices can be defined, for example with Euclidean distances or
Pearson correlation.

8Two paths are edge-independent if they share none of the same edges. The more
independent paths connect two vertices, the more similar these vertices are.
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remain. At each iteration, the edge with the highest betweenness9 score is

removed and new betweenness scores are computed. The proposed approach

is based on the idea that in large networks which have subcomponents, the

few edges which connect subcomponents are a sort of “bottlenecks”, since all

the traffic from one group to the other will have to pass along them. Thus,

edges with the highest traffic (i.e., high betweenness) are likely to be edges

between different communities and their removal should cause the splitting

of the network into its natural communities.

Similarly to agglomerative hierarchical clustering, the complete process

can be represented with a dendrogram. The communities are identified with

the components of the graph in an horizontal cross-section (which defines

a possible partition), and their number depends on the position of the cut.

Since no guide about the number of communities a network should be split

into is offered, the authors also proposed a measure, called modularity, to

evaluate the quality of each generated partition.

Modularity is computed as follows: if g is the number of subcomponents

identified by the algorithm, a g× g matrix e is defined whose component eij

is the fraction of edges in the original network that connect vertices in group

i to those in group j. Then modularity (Q) is given by:

Q =
∑

i

eii −
∑

ijk

eijeki
�

�

�

�2.12

Q represents the fraction of all edges that lie within communities minus the

expected value for that quantity in a graph where the vertices have the same

degrees but edges are placed at random, without any regard for the com-

munities. If Q equals 0, the identified community structure is not stronger

than it would be expected because of random chance, while higher values in-

dicate deviation from randomness. High values of modularity indicate good

9Edge betweenness is defined as the number of shortest paths between vertex pairs that
run along a certain edge, summed over all vertex pairs.
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network partitions.

Other approaches consider semantic attributes of vertices, i.e., their “con-

tent”, in addition to network structural properties. For example, the work

described in [79] proposes a two-step procedure which combines a conditional

link model with content analysis. The link model incorporates considerations

of the popularity of a vertex, in terms of how likely it is to be linked by other

vertices. Contents are dealt with by means of a discriminative model, where

different weights are assigned to different attributes based on their capability

to tell apart different communities, so that the impact of irrelevant attributes

is minimized.

A unified distance measure which depends on both structural and attribute

properties is proposed by [80] to be used in a graph clustering algorithm

called SA-Cluster. SA-Cluster aims at identifying communities which are

characterized by a cohesive intra-cluster structure and homogeneous vertex

properties. To this purpose, graphs are enriched with attribute vertices: an

attribute vertex vjk corresponds to an attribute-value pair (aj, ajk), and any

vertex vi which has the value ajk for attribute aj is linked to vertex vjk, so

that two vertices which share an attribute value are connected through a

common attribute vertex. Closeness between pairs of structure vertices de-

pends on the number of their shared neighbors, be they structure or attribute

vertices.

Most approaches for discovering sub-communities in large social networks

operate in an a-priori manner, considering the graph which represents the net-

work as their only input. However, these approaches require that knowledge

of the entire graph structure is available, which is often impossible in the case

of very large or very dynamic networks. In order to avoid this problem, var-

ious methods for identifying local community structure have been proposed,

which take a graph representation of a network G and a start vertex v0 as

input.

In [27] a procedure for local community identification is proposed which as-
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sumes perfect knowledge of only a local portion of the graph, and limited

information for the graph area which contains vertices which are adjacent

to vertices in the known area, but do not belong to that area themselves.

A quality metric L is proposed which measures connection density of a cer-

tain community, based on the ratio between the average internal degree Lin

(average number of edges which connect a vertex v in the community to

other vertices in the community) and the average external degree Lex (aver-

age number of edges which connect a vertex v in the community to external

vertices) of vertices belonging to the community. A local community for the

input vertex is identified by means of a greedy algorithm which aims at max-

imizing metric L by first adding to the community all vertices which would

cause L to increase (unless the new values for both the average internal and

external degrees are lower than the old ones, which means that the candi-

date vertex is weakly connected both to the community and to the rest of

the graph) and then keeping only those vertices which contribute to high L

values by causing an increse in the average internal degree and a decrease

in the average external degree. This re-examination step is needed to avoid

including “hubs”, i.e., vertices which connect to many other vertices inside

and outside the community and cannot therefore be considered proper com-

munity members. If the input vertex still belongs to the final set of nodes,

a local community for it was successfully identified; otherwise, it is assumed

that no local community exists for the input vertex.

Another work in the area of local community identification is described

in [71] which deals with the problem of finding a community, given both a

graph G and a set of query nodes corresponding to individuals who should

be part of the community itself. In other words, communities are identified

which contain some target individuals.

The authors formally define the problem as follows:

Given an undirected connected graph G = (V,E), a set of query nodes

Q ⊆ V , and a goodness function f , we seek to find an induced subgraph
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H = (VH , EH) of G, such that:

1. VH contains Q(Q ⊆ VH);

2. H is connected;

3. f(H) is maximized among all feasible choices for H.

where f(H) is a goodness function defined as a density measure which cor-

responds to the minimum degree of any node VH in the induced subgraph

H = (VH , EH) (i.e., the higher is the minimum degree of its nodes, the denser

is a certain community H). Notice that, since the query nodes cannot by

definition belong to different connected components, the input graph G can

be safely limited to the connected component to which the query nodes Q

belong.

The Greedy algorithm proposed by the authors, which is a variant of

the greedy algorithm presented in [7, 25], provides an optimal solution Go to

this problem. It operates according to the following steps:

1. As an initialization step, the algorithm sets Go = G;

2. The graph which is obtained at the t-th step is called Gt. Graph Gt is

obtained by deleting a node u having minimum degree in Gt−1, together

with all the edges incident to u, from graph Gt−1.

3. The algorithm terminates at the t-th step if either:

• one of the query nodes Q has minimum degree in Gt−1;

• the query nodes Q are no longer connected.

Defining G′
t as the connected component containing all query nodes Q in

the graph Gt, Greedy returns as a solution Go the graph G′
t for which the

goodness function is maximized during all execution steps.
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The authors also consider the related problem of finding bounded-size com-

munities, which is of practical importance since many possible applications

of Greedy algorithm may require that such a constraint is satisfied. Since

this problem is NP-hard, the authors based on the observation that con-

sidering only nodes which do not exceed a certain distance from the query

nodes implies smaller communities in order to propose two other algorithms,

GreedyDist and GreedyFast, which incorporate distance-based heuris-

tics and experimentally proved to provide good solutions. Even if recom-

mender systems are not explicitly mentioned, the authors identify the task

of finding groups, e.g., for organizing events such as conference workshops,

as a possible application of their approach.

By considering a set of nodes as part of its input, this approach also takes

into account the fact that a certain individual (corresponding to a single in-

put vertex) usually belongs to more than one community: additional input

vertices allow to define more precisely which community (or, alternatively,

which facet of the social life of a target individual) one is interested in iden-

tifying.

The consideration that communities can overlap because of shared vertices

also characterizes the work described in [48]. Moreover, the authors observe

that small communities can be embedded within other communities, thus

defining a hierarchical structure. While classical methods based on hierar-

chical clustering naturally deal with hierarchies of graph partitions, most

quality metrics (e.g., modularity) can assess single partitions, and no evalua-

tion of the hierarchy itself is made. In [48], the following local search method

is proposed to identify covers of the graph, i.e., sets of clusters such that

each vertex is assigned to at least one cluster, thus allowing communities to

overlap:

1. a vertex vi is chosen at random

2. the natural community of vi is identified
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3. a vertex vj still not assigned to any community is chosen at random

4. the natural community of vj is identified exploring all nodes, regardless

of the fact that they may have already been assigned to other commu-

nities

5. steps 3 and 4 are repeated until all vertices have been assigned to at

least one community.

The natural community of a vertex vi is defined as a subgraph, starting from

vi, such that the inclusion of a new vertex, or the exclusion of one of the

vertices already assigned to the community would lower a fitness function

fG, defined according to the following espression:

fG =
kin
G

(kin
G + kout

G )α

�

�

�

�2.13

where kin
G is the total internal degree of the nodes in subgraph G (corre-

sponding to double the number of internal links) and kout
G is their external

degree, i.e., the number of links joining vertices in the community to the rest

of the graph. With respect to this function, the fitness of a single vertex v

is defined as the variation in the value of fG for the subcommunity G, with

and without vertex v. The natural community of a vertex v is discovered

according to the following greedy algorithm, which aims at maximizing the

fitness function at each step:

1. a community G is built which only includes node v.

2. the vertex with the highest fitness value is chosen among all neighbor-

ing vertices of G which are not yet included in the community itself,

generating a larger community G
′

.

3. the fitness of each vertex is recalculated: in case it is negative, such a

vertex is removed from G
′

, originating a smaller community G
′′

.
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4. if a node was removed in the previous step, the algorithm repeats from

step 3; otherwise, it repeats from step 2.

The algorithm terminates when all vertices examined in step 2 yeld negative

values for the fitness function. The parameter α in Equation 2.13 controls

the size of communities, thus allowing to tune the resolution of the proposed

method. Large values of α correspond to small communities, and vice versa:

the whole community hierarchy can therefore be explored by varying param-

eter α. Moreover, the authors observe that this parameter also offers a way

to assess the quality of the generated covers, based on the idea that good

covers should be relatively stable and change only when significant variations

occurr for α: in other words, stable covers are generated for a large range of

α values.

Recommending teams

Teams of people working together on a certain task are a special type of

group, and effctively assembling a team may not be an easy task, especially

if several aspects have to be taken into consideration at the same time and

it is desirable to take into account solutions which diverge from past expe-

rience. According to [14], a core problem in defining a general solution for

the problem of team recommendation lies in designing a meta model which

takes into account all the relevant aspects (i.e., variables and dependencies

among variables). The authors propose a framework which identifies team

member variables (i.e., aspects which are strictly related to individual team

members, such as their skills and personality), output variables (i.e., relating

to the professional and social performance of the team), team intermediate

variables (i.e., variables which have indirect effects on the performance of a

team, such as conflicts and group synergy), team external variables (i.e., the

context: team organization, reward system, information system...), depen-

dencies (which describe the interrelations between team member variables

and outcomes) and constraints (for example, current location of possible
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team members). The proposed framework is considered a first step towards

the formalization of the desired meta model, which should be used in a team

recommender system for instantiating several different models, according to

the current task and team manager preferences. In such a system, constraints

could be used for filtering possible team members, while team external vari-

ables would play the role of context in context-aware recommender systems.

The work described in [49] also deals with the problem of forming a team of

individuals to work together on a certain task T , given a set of individuals

X with different skills and a social network G that represents the compat-

ibilities among them; more specifically, G is a weighted unidirected graph

where weights indicate how easily individuals can collaborate and communi-

cate (such weights can capture the hierarchical organization of a company,

or successful previous collaborations among scientists). A proper solution

requires that all skills needed to accomplish task T are possessed by at least

one individual in the team and that low communication cost is guaranteed.

Different communication cost functions, based on the diameter and the min-

imum spanning tree of the team subgraph, respectively, were incorporated in

two approximate algorithms which proved to generate good quality solutions.
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Methods for providing double-sided

recommendations

In this chapter, we present four different methods for providing double-sided

recommendations, comparing them with related work presented in the previous

section.

3.1 Introduction

In Chapter 1, we described double-sided recommendations as recommenda-

tions which include both an item and a group of people with whom such

an item should be used. We provide here the following formal definition for

double-sided recommendations:

Definition 1 (Double-sided recommendation): Given a target user

t, a set of contacts C of the target user and a set of candidate items I, we

call a double-sided recommendation either a pair < i,G > where i ∈ I and

G ⊆ C; or an N-tuple < i,G1, ..., GN−1 >, where Gn ⊆ C and G1, ..., GN−1

are alternative group options, given a certain recommended item; or an n-

tuple < i1, ..., iN−1, G >, where in ∈ I and i1, ..., iN−1 are alternative item

options, given a certain recommended group.
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We explicitly kept this definition very general, in order not to constrain

how recommended group G and item i should be selected. The problem of

providing double-sided recommendations to users, in fact, can be declined in

several ways, according to the specific situation target users are facing and

to their personal characteristics (e.g., their preferences, or the way they are

used to think at the double-sided recommendation problem). As explained

in Chapter 1, where we introduced four possible instances of the double-sided

recommendation problem, we propose here four different generic methods and

as many specific algorithmic implementations for generating double-sided

recommendations (see Figure 3.1) which should provide an answer to the

identified problem instances. Even if all the proposed methods can provide

double-sided recommendations which satisfy the above generic definition, we

expect that they perform better when they are used to solve the specific

instance of the double-sided recommendation problem for which they were

formulated. In our evaluation (see Chapter 4), we aim at empirically assessing

this assumption.

For simplicity, we consider only the case of “one-shot” recommendations

(i.e., recommendations are provided concerning just one decision, for ex-

ample where to have dinner and with whom the following evening, rather

than a sequence of decisions). Moreover, we assume that only the target

user is responsible for making the final decision. We also avoid taking into

account group member personalities and the strength of the relationships

among them, focusing on the task of building groups which are good to

the target user. Finally, the proposed methods stop at the recommendation

presentation phase and do not deal with possibilities of learning from user

feedback on the proposed recommendations.

Generally speaking, we can distinguish two main approaches in the pro-

posed solutions. While Social Comparison-based method exploits the expe-

rience of specific users belonging to the target’s social network in order to let
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Figure 3.1: Use-Case Diagram for Double-Sided Recommendations

recommendable people and items emerge, the other three methods all base

on some knowledge about user preferences in the reference domain (which

allows to assign each content a specific score) and adopt the same procedure

for automatically building groups to recommend, starting from a representa-

tion of the target’s social network. However, these last three methods differ

in the aspect they prioritize (either the group, or the item, or both).

In the following, each recommendation method and the corresponding

specific algorithm will be described in detail. We also suggest how double-

sided recommendations could be presented to users, partially based on our

previous experience with rating scales and widgets for allowing users to ex-

press, read, and edit information about their preferences (see for example

[23] and [76]).
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3.2 Social Comparison-based method

We first consider the case where target users 1) are concerned to behave in

an appropriate way, 2) lack specific domain information, and 3) need to con-

front with others. The method we propose is inspired by social comparison

theory [32, 72].

According to social comparison theory, people who are in a state of uncer-

tainty about what they should be thinking or doing (for example, because

they are not domain experts and thus lack objective means for evaluation)

usually seek information about the opinions of others in order to form their

own attitudes and behaviours, thus allowing a form of social influence to

occurr. People most often tend to compare with individuals who can be con-

sidered somehow similar to them (e.g., for their age or abilities), since these

represent better comparison points.

For example, people who are looking for a restaurant (or for a restaurant

with some specific features, e.g., a mexican, cheap or nearby one), but do

not have enough experience to make an informed choice, are likely to turn

to the opinions of others in their social network in order to identify a good

option.

Thus, our method for recommending items based on social comparison

tries to automatically condense the “voice of the network”: it provides “pos-

itive recommendations” by suggesting items that are liked by relevant oth-

ers and “negative recommendations” by suggesting to avoid items that are

disliked by relevant others. User “relevance” is tentatively defined by con-

sidering user similarity, as suggested by social comparison theory, and user

affiliations. In particular, as for similarity, we focus on similarity in user

tastes with respect to domain items. As for user affiliations, we consider the

strength of the social relationship between a couple of users, based on the

idea that close contacts tend to have many affinities and are usually more

likely to exert an effective social influence on each other. On the whole, the
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opinions of more relevant contacts prevail on those of less relevant ones in de-

termining if a certain item should be positively or negatively recommended.

In order to leverage the power of social comparison, each item recommenda-

tion is accompanied by the list of the target user’s contacts whose opinions

allowed to formulate the recommendation itself. In the case of “positive rec-

ommendations”, a subset of this list -composed only by those contacts who

expressed a positive opinion on the recommended item- is also provided, thus

defining a suggested group of contacts with whom the target user could enjoy

such an item. Negative recommendations, on the contrary, only consist of

an item and a list of users who expressed their opinion about it: since the

target user is suggested to avoid a certain item, it is no use recommending a

group.

We formally define Social Comparison-based double-sided recommenda-

tions as follows:

Definition 2 (Social Comparison-based double-sided recommen-

dation): Given a target user t, a set of contacts C of the target user, and a

set of candidate items I:

• a triple < i,R,G1 > (where i ∈ I, R ⊆ C and r ∈ R has reviewed

item i, G1 ⊆ R is the recommended group and g ∈ G1 has reviewed

item i positively) is a positive Social Comparison-based double-sided

recommendation if a goodness function f(i, R) is positive;

• a triple < i,R,G2 > (where i ∈ I, R ⊆ C and r ∈ R has reviewed

item i, and G2 = {} is the recommended group) is a negative Social

Comparison-based double-sided recommendation if a goodness function

f(i, R) is negative;
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3.2.1 Social Comparison-based algorithm

The Social Comparison-based algorithm we propose distinguishes and se-

lects recommended items based on a score called itemRelevancei, where

itemRelevancei = f(i, R), while two other scores -groupScore and social-

Confidence- indicate, respectively, how good the suggested group is for the

target user and how relevant the reviewers’ opinions are. Recommendations

can be ordered based on their totalScore, which combines itemRelevance and

groupScore.

Before providing details about the computation of the afore-mentioned

scores, we give an overview of the functioning of Social Comparison-based

algorithm, making reference to our specific Java implementation (see activity

diagrams in Figures 3.3 and 3.4, and sequence diagrams in Figures 3.5 and

3.6). In presenting our algorithm, we will refer to user contacts as “friends”,

and to friends who expressed their opinion about the recommended item as

“reviewers”(see class diagram in Figure 3.2). Then, we will briefly focus on

the construction of the recommended group.

Let us suppose double-sided recommendations must be provided for the

target user u with social comparison-based method. If u has a valid user

ID, i.e. u is a registered user of the recommender system, a list li (item

list) containing all available items and a list lf (friend list) containing all the

members of the social network of user u are created. No recommendations

can be provided if either list lf or list li are empty. Pairwise similarity and

relationship strength must be determined for all the target user’s contacts

in list lf. From these two values, user relevance can be determined for each

contact.

Each item in list li is then considered, in order to decide if it should be

recommended or not. For each friend f in list lf, the recommender determines

if f has reviewed (i.e., rated, tagged, commented or bookmarked) the current

item. If so, each possible action is taken into consideration, in order to define:
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Figure 3.2: Class Diagram for Social Comparison-based recommendation
method

65



CHAPTER 3. METHODS FOR PROVIDING DOUBLE-SIDED

RECOMMENDATIONS

Figure 3.3: Activity Diagram for Social Comparison-based method
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Figure 3.4: Activity Diagram for initialization of friend and content list in
Social Comparison-based method
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Figure 3.5: Sequence Diagram for Social Comparison-based recommendation
method
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Figure 3.6: Sequence Diagram for recommendation generation in Social
Comparison-based recommendation method
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• rating value,

• bookmark value,

• comment number and value, and

• tag number and value

for this reviewer f and this item (action values are assigned based on the

rules described in Section 3.2.1). This information is used to calculate a

score reflecting the opinion of f about the current item, itemRelevanceiu (see

Section 3.2.1). If itemRelevanceiu is positive the reviewer is also considered

a member of the recommended group.

The final score for the current item (itemRelevancei, see Section 3.2.1) is

computed based on the opinion (itemRelevanceiu) and the relative relevance

(userRelevanceu) of all its reviewers. Social confidence for the reviewers (see

Section 3.2.1) and group score for the recommended group, if it exists, (see

Section 3.2.1) are then calculated.

In case the final score for the current item reflects a negative opinion, the

item and its corresponding list of reviewers are added to a set of negative rec-

ommendations. The recommendation totalScore simply corresponds to the

final score for the item. On the contrary, if the final score for the current item

reflects a positive opinion, the item itself, its corresponding list of reviewers

and its recommended group are added to a set of positive recommendations.

In this case, the recommendation totalScore is based on both the final score

for the item and group score. Items for which the final score reflects an un-

certain, intermediate opinion are not included in any recommendation list.

The two lists of positively and negatively recommended items are orderd

based on recommendation totalScores and separately presented to the user.
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totalScore

Recommendation totalScore indicates how relevant a recommendation is,

considering both the recommended item and the recommended group (in

the case of positive recommendations). It is simply calculated as the sum of

itemRelevancei and groupScore. In social comparison-based algorithm, it is

used only to order the two lists of positive and negative recommendations.

itemRelevancei

itemRelevancei is calculated for all available items i in order to determine

if they should be recommended (either positively or negatively) or not and

summarizes the opinion the contacts of the target user have about them.

itemRelevancei =

|users|
∑

u=1

(userRelevanceu ∗ itemRelevanceiu)

|users|
∑

u=1

userRelevanceu

�

�

�

�3.1

In order to calculate itemRelevance for item i, the formula sums up the results

of the product of userRelevanceu and itemRelevanceiu, calculated for each

user u who evaluated item i. While itemRelevanceiu indicates the opinion

a specific user u has about item i, userRelevanceu is a weight determining

how much importance should be given to user u’s opinion in computing

the overall itemRelevancei score. The total sum is then divided by the

term
∑|users|

u=1 userRelevanceu, that is obtained by summing over the value of

userRelevance for all the users who evaluated item i.

In our case, this score can range from a minimum of 1 to a maximum of 4,

conforming to the granularity of the rating scale which was available in the

system we used in the experimental evaluation. Thus, itemRelevance scores

are expressed on the same scale of user evaluations. itemRelevance need not

be calculated for items which were never evaluated, or for items which were
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only evaluated by users whose value for userRelevanceu is 0 -alternatively,

it can be set to 0.

Only items for which the reviewers’evaluation is definitely positive, i.e., hav-

ing itemRelevance ≥ 2, 5 can be part of a positive recommendation. Simi-

larly, only items for which the reviewers’ evaluation is definitely negative, i.e.,

having 1 ≤ itemRelevance < 2 can be part of a negative recommendation,

that is, users are suggested not to have them. Items having 2 ≤ itemRel-

evance < 2, 5 are neither positively, neither negatively recommended, since

user opinion about them is not clearly defined. Finally, as explained before,

items for which itemRelevance equals 0 cannot be considered in the social

comparison-based recommendation method, since no users reviewed them.

userRelevance

userRelevanceu is calculated for all the users u in the social network of the

target user (i.e., for all their “friends”) and indicates how much importance

should be given to a certain contact’s opinion in determining a suggestion

for the target.

userRelevanceu ranges [0,1] and is simply computed as a mean of relationship

Strengthvu, i.e., the strength of the social relationship between the target

user v and their contact u, and pairwiseSimilarityvu, i.e., a measure of sim-

ilarity which takes into account user preferences for domain items (see Equa-

tion 3.2). We consider that relationshipStrengthvu and pairwiseSimilarityvu

are equally important in determining userRelevanceu and this measure only

reaches its maximum if both its components have also reached their max-

imum. At the same time, a minimum value for a single component is not

enough to set userRelevanceu to zero.

userRelevanceu =
relationshipStrengthvu + pairwiseSimilarityvu

2

�

�

�

�3.2

relationshipStrength is a measure which tries to approximate the rela-
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tive strength of the social relationship between two individuals (in our case,

the target user and a contact in their social network) by means of the in-

formation which is available in a Web 2.0 social recommender system or in

a social networking system. Based on previous work on SoNARS algorithm

[22], we assume that relationship strength between individuals v and u can

be estimated based on the type and number of actions performed by v which

refer to or have an effect on u, such as tagging or posting a comment 1. In our

case, we used information from Facebook platform in order to automatically

determine user relationships and their strength (see Chapter 4 for more de-

tails); thus, the main social actions which users can perform in Facebook were

taken into consideration: expressing liking, commenting somebody’s status,

posting a message on somebody’s wall, posting a message for somebody on

one’s own wall, recruiting somebody for a cause.

Broadly speaking, the more actions v performs over u, the stronger their re-

lationship. Similarly, the more relevant are the actions v performs over u, the

stronger their relationship. More specifically, the strength of the relationship

between v and u can be calculated according to the following formula:

relationshipStrenghtvu =

|actions|
∑

a=1

(count(a)vu ∗ actionWeight(a))

|actions|
∑

a=1

(count(a)v ∗ actionWeight(a))

�

�

�

�3.3

where count(a)vu is the total number of actions of type a performed by

user v with respect to user u, while actionWeight(a) is the weight of ac-

tion type a. The formula sums up the results of the product of count(a)vu

and actionWeight(a), calculated for each action type a. The strength of the

1[34] and [78] also investigated the problem of assessing relationship strength in social
networks and proposed quite sophisticated models which take into account sevaral variables
relating, for example, to social distance and relationship duration. Moreover, both models
also consider indirect interactions through mutual friends.
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relationship with user u is compared with the whole of user v ’s relationships

by dividing the so-obtained total sum by the term

|actions|
∑

a=1

(count(a)v ∗ actionWeight(a))

which indicates all the social actions performed by user v, with respect to

all the members of their social network. Thus, relationshipStrength is a pro-

portion and ranges [0,1]. Notice that relationshipStrenght is an asymmetrical

measure. Having to use it in order to determine how relevant user u is for user

v in a context of social influence, where user v is supposed to actively seek

information from their contacts, we preferred to focus only on the actions

that user v performs with respect to user u, rather than on both ways.

pairwiseSimilarity is a measure, ranging [0,1], which indicates to what

degree two users (in our case, the target user v and each contact u in their

network) can be considered to have similar interests and preferences with

respect to domain items. Based on our previous experience with iCITY [20]

and on relevant literature [68], pairwise similarity between users v and u

was defined as a variation of the formula for the standard deviation, where

the values indicating user u interests take the place of expected values (see

Equation 3.4).

similarityv,u = 1−

√

√

√

√

√

√

|interests|
∑

i=1

(interest(i)v − interest(i)u)
2

|interests|

�

�

�

�3.4

In the formula, i represents each possible interest and interests is the number

of interests. For each couple of users v and u and for each possible interest,

the corresponding values are compared. User interests are stored in the user

model as a distribution of values with respect to a taxonomy representing an

overlay model of the domain [15]. For example, in the restaurant domain,
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each category in the taxonomy may identify a type of restaurants, for example

international restaurants, pubs, or japanese restaurants. Notice that, since

standard deviation is actually a dissimilarity measure, which reaches its min-

imum value, 0, in case the interests of two users are perfectly equivalent, the

complementary value was calculated (by subtracting the standard-deviation-

based measure to 1) in order to have a real similarity measure.

itemRelevanceiu

itemRelevanceiu indicates how relevant item i is in the opinion of a specific

user u, based on the number and type of actions u performed on i.

In Web 2.0 systems, users can perform several actions in order to express

their liking or disliking for a certain item: for example, rating, bookmark-

ing, commenting and tagging it. Even if all these actions indicate a certain

involvement with the acted-upon item, they may have either a positive or a

negative polarity. For example, users can attribute either a low or a high rat-

ing to an item, or they can express positive or negative evaluations through

comments or tags. It was assumed that only bookmarking almost always

indicates a positive evaluation. Evaluation polarity is important in deter-

mining if a certain item should be positively or negatively recommended.

Moreover, user evaluations can often have a finer-than-binary granularity:

for example, in our use-case system, users could express their ratings on a

four-point rating scale: thus, some ratings are more positive (negative) than

others.

While rating polarity and value are easily determined, as well as bookmark-

ing polarity, assessing comments and tags is somehow trickier and would

require some sort of natural language processing or at least, in the case of

tags, a comparison with a controlled vocabulary. For simplicity reasons, we

assumed that user actions on a certain item share the same polarity: thus,

polarity and value of comments and tags may be inherited from other actions

-performed by the same user on the same item- for which these are easily

75



CHAPTER 3. METHODS FOR PROVIDING DOUBLE-SIDED

RECOMMENDATIONS

determined. Moreover, we assumed that bookmarking expresses the highest

appreciation. In case only comments or tags are performed, an intermediate

value is assumed by default.

The following rules were defined in order to assign specific values (“action-

Value”) to all user actions:

Rating

if (rating_{i})

then {actionValue(rating)_{i} = ratingValue_{i};}

else {actionValue(rating)_{i} = 0}

Bookmark

if (bookmark_{i})

then {actionValue(bookmark)_{i} = maximumRatingValue;}

else {actionValue(bookmark)_{i} = 0}

Comments

if (comments_{i})

then {

if (rating_{i})

then {actionValue(comments)_{i} = ratingValue_{i};}

else if (bookmark_{i})

then {actionValue(comments)_{i} = maximumRatingValue;}

else {actionValue(comments)_{i} = averageActionValue}

}

else {actionValue(comments)_{i} = 0}

Tags

if (tags_{i})

then {

if (rating_{i})

then {actionValue(tags)_{i} = ratingValue_{i};}

else if (bookmark_{i})

then {actionValue(tags)_{i} = maximumRatingValue;}

else {actionValue(tags)_{i} = averageActionValue}

}

else {actionValue(tags)_{i} = 0}

The simplest case is that of rating: if item i was rated by a certain user,

then actionValue for the action of rating corresponds to the rating itself;
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Action Weight
Rating 0.6

Bookmarking 0.9
Commenting 1

Tagging 0.8

Table 3.1: Action Weights used for computing itemRelevance

otherwise, actionValue equals 0. If item i was bookmarked, then actionValue

for the action of bookmarking corresponds to the maximum possible rating

value (in our system, 4). If item i was commented (tagged), there are several

cases. If item i was also rated, then actionValue for the action of commenting

(tagging) corresponds to the rating, otherwise, if it was bookmarked, then

actionValue corresponds to the maximum possible rating value. Otherwise,

it corresponds to the averageActionValue (in our system, 2,5).

We also considered that different types of actions are different indicators

of the actual interest in a certain item and assigned them different weigths,

based on the ideas expressed by Kobsa et al. [47]. Table 3.1 shows the

specific actions and weights we used, which were chosen according to our

previous experience with SoNARS algorithm [22] and iCITY [20]. Even if

such weights might be deemed questionable, an empirical validation of their

appropriateness is provided through our evaluation (see Chapter 4).

Based on these considerations, itemRelevanceiu is computed according

to the following formula:

itemRelevanceiu =

|actions|
∑

a=1

(count(a)ui ∗ actionV alue(a)ui ∗ actionWeight(a))

|actions|
∑

a=1

(count(a)ui ∗ actionWeight(a))

�

�

�

�3.5

In the formula, count(a)ui is the total number of actions of type a per-

formed by user u over item i, while actionV alue(a)ui is the value assigned to
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actions of type a performed by user u over item i, according to the previously-

explained rules, and actionWeight(a) is the weight of action type a. The

formula sums up the results of the product of count(a)ui, actionV alue(a)ui

and actionWeight(a), calculated for each action type a. Normalization is

given by dividing the so-obtained total sum by the term

|actions|
∑

a=1

(count(a)ui ∗ actionWeight(a))

so that itemRelevanceiu has the same range of possible action values -as for

our use-case system, it ranges [1,4].

socialConfidence

socialConfidence is a score accompanying the list of reviewers on whose

opinion the item recommendation is based. This score indicates how relevant

the reviewers are on the whole, taking into consideration their similarity and

the strength of their relationship with the target user. Thus, it shows the

level of confidence associated to the corresponding item recommendation,

based on the idea that suggestions depending on the opinions of reviewers

who have very similar tastes to the target user and are very close to them

are more likely to be accurate.

More specifically, social confidence ranges [0,1] and is determined as a

function of individual scores for userRelevance of each reviewer r, according

to the following formula:

socialConfidence =

|reviewers|
∑

r=1

userRelevancer

|reviewers|

�

�

�

�3.6
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groupScore

groupScore indicates how good the suggested group (composed only of re-

viewers who positively evaluated the recommended item) is for the target

user. In this case, only relationshipStrength is taken into consideration, as-

suming that a group consisting of contacts with whom the target user has

a close relationship should be more appreciated than a group of less inti-

mate contacts. On the contrary, similarity in preferences for items should

not affect the way the target user evaluates the recommended group2.

groupScore ranges [0,1] and is simply determined as the mean of individual

values for relationshipStrength of each positive reviewer pR, according to the

following formula:

groupScore =

|positivereviewers|
∑

pR=1

relationshipStrengthpR

|positivereviewers|

�

�

�

�3.7

Recommended Group Construction

In Social Comparison-based method, possible relationships among members

of the recommended group are not taken into consideration; instead, rec-

ommended group members are selected based on two properties: 1)having

a relationship with the target user (as it is also for reviewers) and 2)having

positively evaluated the corresponding item.

The threshold for considering an individual evaluation as “positive” was fixed

to 2. As you may have noticed, there is a small difference in the thresholds

for positively recommending items (2,5) and for selecting the members of the

recommended group. The reason is that the more restrictive threshold for

items has a higher priority: in fact, it determines the attribution of a recom-

2Notice that satisfaction with the recommended item is assured for the members of the
recommended group, since only users who positively evaluated that item can be recom-
mended.
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mendation to either of the two recommendation lists, or to no list. Only in

case an item is positively recommended, the less restrictive threshold is then

applied for recommending group members, so that both people with a really

positive and people with an average opinion can be included. It is indeed

possible that people with an average opinion can enjoy a double-sided rec-

ommendation thanks to the social part of it, even if they are not particularly

fond of the item. In any case, we avoid recommending people who would not

be satisfied.

3.2.2 Discussion

In social comparison-based method, item recommendation has many com-

monalities with traditional collaborative filtering and with the social recom-

mendation approach of SoNARS. As in both the other methods, items are

suggested based on the opinions of other people. However, differently from

collaborative filtering, and similarly to SoNARS, only actual contacts of the

target user are taken into account. Relevance users have in determining a

recommendation score for a certain item partially depends on their simi-

larity to the target user, as in collaborative filtering, and partially depends

on the strength of their relationship with the target, as in SoNARS. Both

SoNARS and the social comparison-based method consider social influence

dynamics, but in SoNARS the focus is on social conformity (the algorithm

predicts items users will be interested in, based on the pressure to conform

they experience from their social network), while social comparison algo-

rithm tries to support users in getting advice from their relevant others by

letting the “opinion of the community” emerge. Moreover, while SoNARS

aims at making target users aware of any item which is popular in their social

network, with no regard for the polarity of their community interest, social

comparison-based method distinguishes between appreciated and criticized

items, thus providing both positive and negative recommendations.
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3.2.3 Recommendation Presentation

Recommedations are ordered based on their totalScore, i.e., the sum of their

values for itemRelevancei and groupScore, and each one comprises the name

and a description of the recommended item, the complete list of reviewers

and the list of reviewers who are part of the “recommended group”. All these

elements are annotated with icons [15] which indicate how good/relevant they

are expected to be for the target user, and which should help the target user

in assessing the proposed recommendations (see Figure 3.7).

A eight-point four-star widget3, chosen to conform with the rating scales

which are available in our use-case system, shows itemRelevancei score for

the recommended item. A bar chart with range [0,1] visually displays the

value of socialConfidence for the reviewers. This information should help

the target user in choosing among recommended items with similar scores

for itemRelevancei. A eight-point four-heart widget shows the groupScore

of the recommended group. Notice that groupScore values, ranging [0,1],

were mapped to such widget for uniformity reasons: thus, the scores of both

recommended items and recommended groups are displayed by means of

widgets having the same granularity, where only the visual metaphor (stars

rather than hearts) varies. Finally, the individual opinion of all the members

of the recommended group about the suggested item is visually presented by

means of the same four-star widget.

3.3 Component-based methods

The following three methods we propose share three main aspects: auto-

matic building and recommendation of groups, recommendation to groups

and content-based filtering in item recommendation.

As for the last two points, we conform to state of the art methodologies (con-

3Half stars are used
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Figure 3.7: Visual presentation of an example Social Comparison-based rec-
ommendation

front with Sections 2.2 and 2.1.1, respectively).

As for automatic building of groups, different methods based on social-

network analysis (see Section 2.4.3) and social sciences might be used. One

of the contributions of this Section is that we present a simple solution to

this problem, which constitutes an initial example of how methods from

the above-mentioned fields could be combined in order to build meaningful

groups to recommend to the target user. The general name of these three

methods, component-based algorithms, comes from the fact that our solution

starts from the identification of structural subcomponents (in the case of our

implementation, these are connected components) in the social network of

the target user.

Recommendations consist of one or more items and one or more groups.

The recommender system provides recommendations by appropriately com-

bining contents and groups -its specific behaviour varies according to the
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recommendation method. In all three methods, a Content-based Scorer is in

charge of determining how interesting a specific item is for a certain user (see

Figures 3.1 and 3.8); more specifically, this is determined for the target user

and all their contacts. A specific instance of a GroupRecommender is gen-

erated in order to automatically create groups for the target user, selecting

group members among the contacts in their social network. We can formally

define component-based double-sided recommendations as follows:

Definition 3 (Component-based double-sided recommendation):

Given a target user t, a graph Nt = (C,R) representing the social network of

the target user, where C is the set of contacts of the target user and R is the

set of relationships linking contacts, a set F ⊆ C of higly relevant contacts,

and a set of candidate items I, we call a component-based double-sided rec-

ommendation either a pair < i,G >; or an n-tuple < i,G1, ..., Gn−1 >, where

G1, ..., Gn−1 are alternative group options, given a certain recommended item;

or an n-tuple< i1, ..., in−1, G >, where i1, ..., in−1 are alternative item options,

given a certain recommended group, provided that:

• ii ∈ I;

• Gi ⊆ C and G is either a structural subcomponent Comp inNt, or Gi is a

superset of a structural subcomponent Comp in Nt and (Gi−Comp) ⊆ F ,

or Gi ⊆ F ;

• i is selected taking into account:

– a function f(i, u), determined for all u ∈ C ∪ {t}, which indicates

how good item i is for user u;

– a function f
′

(i, Gi), which indicates how good item i is for group

Gi.

The three proposed methods differ for the facet which is prioritized in

providing a double-sided recommendation to the target user: either the item,
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or the group, or both. Thus, another contribution of this section is the

analysis and comparison of three methodologies which, althoug sharing their

main ideas, allow to answer to slightly different formulations of the double-

sided recommendation problem.

In the following, we will first focus on the common parts of the proposed

methods, and then describe in detail the three different solutions.

3.3.1 Recommendation of groups

Group recommendations are provided by automatically selecting meaningful

subsets from the social network of the target user, based on both network

properties and social relationships. Differently from approaches which recom-

mend existing groups, e.g. by suggesting affiliation to a community (see for

example 2.4.2), only actual contacts of the target user can be recommended.

In double-sided recommendations, in fact, groups do not represent an op-

portunity for online discussion or information exchange, but are primarily

intended as a company with whom a real-life event can be shared.

A specific instance of GroupRecommender is generated whenever groups

must be recommended. GroupRecommender is always associated to the cur-

rent target user; moreover, it may or may not be associated to a specific item

(see Figure 3.8). In case GroupRecommender is only associated to the tar-

get user, it is said to provide unbiased group recommendations; otherwise, it

provides biased group recommmendations which take into consideration user

preferences for the associated item. In the following, we will explain how

GroupRecommender manages group recommendations, making reference to

our specific Java implementation (see activity diagram in Figure 3.9 and

sequence diagram in Figure 3.10).

Group Recommender first builds a representation of the social network of

the target user. In our implementation, the Network object is characterized

by a main list containing all network members. Other lists are used to store

the intermediate or final results of network analyses. Network members are
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Figure 3.8: Class Diagram for component-based recommendation methods
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represented as Person objects. Each Person is characterized by attributes

defining their unique identifier, their name, the type of their relationship with

the target user (we distinguished among “friend”, “family” and “significant

other”, i.e., some type of partner, based on the information which is availabe

in Facebook) and the strength of their relationship with the target user,

defined as in Equation 3.3. Moreover, each Person has a list of relationships,

representing their connections -if they exist- with other members of the social

network of the target user. A Relationship is characterized by a reference to

another Person and by information about its type and strength (in our case,

this was synthetically represented as an array, where each position stores

the value describing the strength of a particular type of relationship, e.g.,

“friend” - in case such relationship does not hold, the corresponding value is

set to zero).

More formally, the social network of the target user is represented as an

oriented graph N=(V,E), where V, the set of vertices, corresponds to the list

of Person objects which represent network members, and E, the set of edges,

corresponds to the relationships connecting network members. The list of

Relationship objects which characterizes each Person object plays the role of

an adjacency list L for the corresponding vertex.

Each Person also has specific Interests with respect to the domain. These

are represented as objects characterized by the name of a category (for exam-

ple, in the restaurant domain, categories may correspond to types of restau-

rants, e.g. “traditional Piedmontese restaurants”) and a value quantifying

the interest of the current Person for that category. Each interest is thus

associated to a number of items belonging to a particular category. Informa-

tion about interests is useful in the phase of group recommendation only in

case biased group recommendations are required and an item is associated to

the Group Recommender: if so, Group Recommender only includes contacts

who may like the associated item in the social network of the target user.

More specifically, contacts are selected based on a threshoold value in their
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interest for the corresponding category4.

As a second step, an analysis of the social network of the target user is

required, in order to identify three different sets of connected components:

• “general” connected components, built considering all the members of

the social network;

• “friend” connected components, built considering only members having

a relationship of type “friend” or “significant other” with the target

user.

• “family” connected components, built considering only members having

a relationship of type “family” or “significant other” with the target

user.

The target user’s significant other is taken into consideration both for “friend”

and for “family” connected components, since they can be reasonably con-

sidered part of both.

We decided to use connected components as the basis for automatically

building groups to recommend since they are a way to identify smaller sub-

communities in the social network of the target user. Moreover, from a

“social” perspective, the property of connected components assures that:

• all component members are directly connected to at least another com-

ponent member: in this way, all the people in the recommended group

will be friends with the target user and with at least another person,

thus guaranteeing that nobody is isolated.

4In our implementation, we considered that users may like an item if their interest
for the corresponding category is ≥ 0.05. In our use-case user models, user interests
are represented as a distribution of probabilities. This distribution is initialized so that
users have the same level of interest for all categories, i.e., each interest value is set
to 1/|categories| = 0.047. Categories in which users are relatively more interested will
necessarily assume higher values.
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Figure 3.9: Activity Diagram for Group Recommendations
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Figure 3.10: Sequence Diagram for Group Recommendations
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• any two component members will be connected, either directly or by

means of a chain of common friends: this provides a good basis for

socialization.

Connected components are built according to a standard algorithm which

operates in linear time Θ(V + E) (see for example [30]):

• Given the graph N, representing the social network of the target user,

the corresponding transposed graph N
′

is built by creating a new ad-

jacency list L
′

, describing the edges of the transposed graph, for each

network vertex. A Relationship with Person B is added to the adja-

cency list L
′

of Person A if a Relationship with person A appears in

the adjacency list L of Person B.

• N is depth first searched in order to topologically order its vertices.

• N
′

is depth first searched, exploring its vertices according to the topo-

logical order determined in the previous step. Connected components

correspond to the trees in the generated depth-first forest.

Starting from the identified connected components, GroupRecommender

builds all possible groups for the target user and assigns them a score based

on relationshipStrength between the target user and each group member. At

first, GroupRecommender determines if the target user has a significant other

(and, if so, who the significant other is) and a best friend. The target user’s

best friend is identified as the person with which the target user has the

strongest relationship, considering relationshipStrength values. GroupRec-

ommender examines each component c at a time, according to the following

steps:

1. If the current component c is different from existing components, a

group g is formed with all its members.
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2. If the target user has a significant other and group g does not contain

the target user’s significant other, a second group g
′

is formed with all

group members plus the target user’s significant other, provided that

g
′

is different from existing groups;

3. If the target user has a best friend and group g does not contain the

target user’s best friend, a second group g
′′

is formed with all group

members plus the target user’s best friend, provided that g
′′

is different

from existing groups;

After that all components have been examined, if the target user has a

significant other and no group exists which is formed only by the significant

other, such a group is formed. Moreover, if no group exists which is formed

only by the target user’s best friend, such a group is formed.

For each group, a groupScore value is calculated as a mean of all the values

of relationshipStrength between the target user and each group member (see

Section 3.2.1). If the group member is the target user’s significant other,

their value for relationship strength is a little increased, up to a maximum

of 1 (the new value is calculated as the mean between the old value for

relationship strength and 1, which is the maximum possible value). Finally,

groups formed only by the significant other or the best friend are flagged, in

order to underline that they should be recommended anyway (in fact, even if

their groupScore might be lower than that of other groups, we are reasonably

certain that the target user should like these “special” groups).

See the following pseudocode for more details:

//requires connected components

components = socialNetwork.buildComponents();

//determines target user significant other

significantOther = -1;

relationshipWithSignificantOther = 0;

if (targetUser has significant other) {

set significantOther to significant other user ID;

set relationshipWithSignificantOther to the strength of the relationship
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between the target user and their significant other;

}

//determines target user best friend

bestFriend = -1;

relationshipWithBestFriend = 0;

if (targetUser has best friend) {

set bestFriend to t friend user ID;

set relationshipWithBestFriend to the strength of the relationship

between the target user and their best friend;

}

boolean significantOtherGroup = false;

boolean bestFriendGroup = false;

groupCount = 0;

if (components.size() != 0) {

for (int i = 0; i < components.size(); i++) {

boolean significantOtherIn = false;

boolean bestFriendIn = false;

c = components.get(i);

if (c != existing groups) {

//component is a group

groupCount = groupCount + 1;

double meanGroupRelevance = 0;

double totalGroupRelevance = 0;

int groupSize = c.size();

for (int n = 0; n < c.size(); n++) {

Person p = c.get(n);

int pId = p.getId();

//checks if significant other is part of the group

if (pId == significantOther) {

significantOtherIn = true;

}

//checks if st friend is part of the group

if (pId == bestFriend) {

bestFriendIn = true;

}

double rel = p.getValueRelationshipWithTarget();

if (pId == significantOther) {

rel = (rel + 1)/2;

}

totalGroupRelevance = totalGroupRelevance + rel;

}

if (groupSize != 0) {

meanGroupRelevance = (totalGroupRelevance/groupSize);

}

newTotalGroupRelevance = 0;
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newMeanGroupRelevance = 0;

if (significantOther != -1) {

if (significantOtherIn) {

boolean test = test if group is composed by the significant other alone;

if (test) {

significantOtherGroup = true;

flag this group as recommended;

}

}

else {

if (c \cup {significantOther} != existing groups) {

contaGruppi = contaGruppi + 1;

groupSize = c.size() + 1;

//create new group with all component member + significant other

//the value of relationship strength with significant_other is boosted up to a maximum of 1.

newTotalGroupRelevance = totalGroupRelevance +

((relationshipWithSignificantOther + 1)/2);

if (groupSize != 0) {

newMeanGroupRelevance = (newTotalGroupRelevance/groupSize);

}

}

}

}

newTotalGroupRelevance = 0;

newMeanGroupRelevance = 0;

if (bestFriend != -1 && bestFriend != significantOther) {

if (bestFriendIn) {

boolean test = test if group is composed by the best friend alone;

if (test) {

bestFriendGroup = true;

flag this group as recommended;

}

}

else {

if (c \cup {bestFriend} != existing groups) {

groupCount = groupCount + 1;

groupSize = c.size() + 1;

//create new group with all component member + best friend;

newTotalGroupRelevance = totalGroupRelevance +

relationshipWithBestFriend;

if (groupSize != 0) {

newMeanGroupRelevance = newTotalGroupRelevance/groupSize;

}

}

}

}
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} \\closing for cycle

}

In synthesis, GroupRecommender produces a list of suggested groups for

the target user, using connected components in their network as a starting

point. Each group in this list is accompanied by a score (groupScore) which

indicates how good it should be for the target. Moreover, groups having only

one special member, i.e., the target users’ significant other or best friend,

are flagged to indicate that they are good candidates for recommendation,

independently of their groupScore. Each component-based method selects

groups to recommend from this list according to its specific algorithm.

The here proposed method for building groups differs from the aforemen-

tioned social network analysis methods for identifying subcommunities in

large social networks (see Section 2.4.3) mainly beacuse of its semantics: in

our case, focus is not on determining a partion of the network which closely

reproduces the ground truth, but on finding meaningful communities which

can prove useful as group suggestions for the target user, and which will be

evaluated as such. Thus, the groups resulting from our method are better

understood as options worthy of consideration. Hypothetically, some groups

could be missed, or some members of a certain community might not be

included in a recommended group, if the generated group suggestions are

actually useful and meaningful to the target user.

Moreover, we use communities identified through network analysis only

as a base for building groups to recommend, since these can be extended

with additional members selected according to social rules, for example if

they are known to be relevant to the target user, independently of their con-

nections with other individuals (in our specific implementation, we consider

the inclusion of the target user’s best friend and significant other).

The connected component-based method we chose for analyzing social

networks is very simple. An empirical validation of its effectiveness is pro-

vided through our evaluation (see Chapter 4). However, we expect that more
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refined network analysis methods might allow us to build better communities

to use as a base for generating group recommendations.

In particular, we did not consider that meaningful groups might be built

from different levels of a community hierarchy: for example, target users

might find equally useful a group constituted of all their school mates, and

one formed only of their more intimate ones, depending on their mood and

on the occasion. Such issue is dealt with, for example, in [48] (see Section

2.4.3 for more details).

The fact that the target user may belong to different groups is simply dealt

with by assigning edges of different types and by excluding the vertex repre-

senting the target (with all its incident edges) from network analysis, so that

it cannot act as a link between otherwise not connected communities. An

alternative approach might imply specifying some individuals, other than the

target user, for whom a community should be built, as in [71] (see Section

2.4.3 for more details).

3.3.2 Item Recommendation

Item recommendation is provided through cognitive filtering, according to the

approach described in the PAPERE framework (see Section 2.1.1), and based

on our previous experience with iCITY [20] and iDYNamicTV [21]. More

specifically, items are recommended taking into consideration 1) the target

user’s interests with respect to the domain, 2) overall item interestingness,

and 3) specific item interestingness to the target user, if available.

The target user’s interests are represented in the user model as <feature,

value> pairs, where feature corresponds to a category in the reference do-

main, e.g., “traditional Piedmontese restaurants” for the restaurant domain,

and value represents the level of interest of a specific user for that category.

In our case, user model values are calculated based on user actions (such as

rating an item or simply viewing the corresponding web page), which can be

considered indicators for user interest in a certain category of contents (see

95



CHAPTER 3. METHODS FOR PROVIDING DOUBLE-SIDED

RECOMMENDATIONS

Section 4.5.2 for more detail on how user models are updated in our use-case

system).

Since user interests are expressed with respect to domain categories, and

each possible content can be mapped to a category, the level of interest of

the target user for a certain content can be derived from their interest for

the corresponding category (see Figure 3.8).

Overall item interestingness is considered a property of each item, which

can be derived from the actions and evaluations of the whole user community.

At the moment, only user ratings are taken into account. Items which have

higher mean ratings are considered to be more interesting on the whole.

Specific item interestingness to the target user is considered a property

of the “item-target user” pair, which can be derived from the actions and

evaluations the target user performed on a certain item. We need to consider

specific item interestingness since we assume that also items the target user is

already aware of may be included in double-sided recommendations. At the

moment, only user bookmarks are considered, based on the simple idea that

the favourite items of the target user may be good candidates for inclusion

in double-sided recommendations.

A specific module called Content-based scorer is in charge of calculating a

recommendation score (itemScore = f(i, u)) for each item and for each user

(see activity diagram in Figure 3.11 and sequence diagram in Figure 3.12),

according to the following formula:

itemScore = interest ∗ interestWeight+meanRating ∗ ratingWeight

+userRating ∗ userRatingWeight
�

�

�

�3.8

where interest indicates the level of interest of the target user for the cat-

egory of the current item, meanRating indicates the normalized item mean

rating (i.e., overall item interestingness), and userRating indicates the opin-
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Figure 3.11: Activity Diagram for Content-based Scorer
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Figure 3.12: Sequence Diagram for Content-based Scorer
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ion of the target user about the item itself (i.e., specific item interestingness).

This score is set to the maximum rating value if the target user bookmarked

the current item). Since ratings range [1,4], while user interests range [0,1],

item meanRating and userRating are multiplied by a normalization coeffi-

cient (0,25 in our implementation). InterestWeight, ratingWeight, and user-

RatingWeight are the respective weights assigned to user interests, (normal-

ized) item mean rating, and (normalized) user rating. Based on our previous

experience with iCITY [20] and iDYNamicTV [21], in our implementation

these weights were set to 0.8, 0.025 and 0.175, respectively, if information

about specific user interestingness is available, and to 0.975, 0.025 and 0

otherwise. Thus, individual user interests are favoured over general item

interestingness.

3.3.3 Recommendation to groups

Item recommendations to groups are provided according to state-of the art

methods. Referring to the issues highlighted by Jameson and Smyth [43, 41],

the same methods used for acquiring information about individual’s pref-

erences are used for group members: actions are assumed to indicate user

interest and are therefore exploited for building an individual model for each

user. Scores indicating how suitable a certain item would be for a certain

individual are calculated by the Content-based scorer as explained in the

previous Section. Recommendations to the whole group are then generated

by aggregating individual scores for particular items: more specifically, a

simple function f
′

(i, G) which computes an average of the individual scores

(which will be referred to as mean group preference in the following) is used,

and items to recommend are selected so as to maximise group average sat-

isfaction. We chose this aggregation function since it is both simple and

commonly used, which is enough to our evaluation purposes, where we focus

on a high-level framework validation and a comparison between alternative

methods for generating double-sided recommendations. However, other ag-
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gregation strategies might be adopted as well: for a discussion of possible

alternatives, please refer to Section 2.2).

Specific details on recommendation explanation will be provided, for each

component-based recommendation method, in the “Recommendation Pre-

sentation” sections. In general, it is specified how attractive each item rec-

ommendation is for the whole group, as well as for each group member, by

means of icons which visually represent aggregate and individual scores.

No specific support is provided to help group members to achieve consen-

sus: in our case, in fact, grup recommendations are considered a component

part of double-sided recommendations. These are addressed to a single tar-

get user, who is expected to analyze all system suggestions and to make a

final decision based on the available information, e.g., concerning group and

individual expected satisfaction with a certain item.

3.3.4 Group-priority recommendation

In group-priority recommendations, we consider the case where 1) priority

is given to the choice of a good company for the target user, and 2) target

users are ready to compromise on the choice of an item.

Double-sided recommendations are therefore provided by first identifying the

most promising groups for the target user, and then by selecting the two

best item options for each group. Each recommendation consists in a rec-

ommended group and two alternatives as for recommended items. Making

reference to Definition 3, we can formally define group-priority recommenda-

tions as follows:

Definition 4 (Group-priority double-sided recommendation): We

call a group-priority recommendation a component-based double-sided rec-

ommendation consisting of an n-tuple < i1, ..., in−1, G >, where i1, ..., in−1

are alternative item options, where:

• G is chosen so that a function f
′′

(G, t), which indicates how good is

the recommended group to the target user, is maximized;
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• given G, ii is selected so that f
′

(ii, G) is maximized

Group-priority recommendation method assures that the groups which

are expected to please the target user the most (in the case of our algorithm,

f
′′

(G, t) is maximized for groups having the highest values for groupScore or

being flagged as “special”) are selected among the available group options

(see Section 3.3.1). The two suggested items represent the best options if the

preferences of all group members have to be taken into account. However, it is

not guaranteed that these items correspond to the best possible suggestions,

if only the target user preferences were taken into account; in other words,

target users may not be recommended the items we expect they would favour,

since this method implies a compromise with the preferences of other users.

Let us suppose double-sided recommedations must be provided for user u

with group-priority method and briefly explain the corresponding algorithm

(see activity diagram in Figure 3.13 and sequence diagram in Figure 3.14).

Assume Content-based Scorer has already scored all available items for all

system users. If u is a registered system user, i.e., their user ID is valid,

an instance of GroupRecommender is created for u, with the task of pro-

viding unbiased group recommendations. As we explained in Section 3.3.1,

GroupRecommender automatically builds all possible groups for the target

user u, defining at the same time their groupScore and if they should be

flagged as “special” groups.

In group-priority recommendations, the focus is on suggesting the best

possible groups with whom to spend some time, enjoying some recommended

item. Consequently, the recommender only selects groups 1) having group-

Score > 0.5 or 2) being flagged from the group list produced by GroupRec-

ommender. A list of recommended groups “lg” (group list) is created.

A list of all available items “li” (item list) is also created.

The recommender then examines each group g in group list at a time. For

each item i in item list, the recommender:

1. determines the preference of the target user u for i (i.e., itemScore),
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Figure 3.13: Activity Diagram for group-priority recommendations
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Figure 3.14: Sequence Diagram for group-priority recommendations
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based on the scores assigned by Content-based Scorer

2. determines the preference of each member of group g for i (itemScore)

3. determines the mean group preference for i (considering the preferences

of the target user and of all group members)

The two items having the highests values for mean group preference are

selected as item options to suggest for the current group. Recommendations

are ordered based on the value of groupScore. Item options for each group

are ordered based on their value for mean group preference.

Recommendation Presentation

Each recommendation is formed by a list of all the members of the recom-

mended group and two item options. For each item option, the name and a

short description of the item itself are provided.

The recommended group is annotated with an eight-point four-heart widget

which visually displays the value of groupScore. The two item options are

annotated with an eight-point four-star widget which shows their value for

mean group preference (see Figure 3.15). Finally, a brief textual compari-

son between the two suggested items is provided, first taking into account

the preferences of each group member separately and then considering the

group as a whole. This comparison should clarify the meaning of the afore

mentioned icons and help users in selecting their favourite item option.

3.3.5 Item-priority recommendation

Differently from group-priority method, in item-priority recommendation we

consider the situation where 1) priority is given to the choice of a suitable item

for the target user, and 2) target users are ready to compromise on the choice

of a company. Consequently, item-priority double-sided recommendations are

provided by first identifying the items the target user should like the most,

and then by selecting two group options for each item. Recommendations
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Figure 3.15: Visual presentation of an example group-priority recommenda-
tion

therefore consist of a recommended item and two alternative suggestions for

the group with which such an item could be consumed and can be formally

defined as follows:

Definition 5 (Item-priority double-sided recommendation): We

call an item-priority double-sided recommendation a component-based double-

sided recommendation consisting of an n-tuple < i,G1, ..., Gn−1 >, where

G1, ..., Gn−1 are alternative group options, where:

• i is chosen so that function f(i, t), which indicates how good the rec-

ommended item is to the target user, is maximized;

• given i, Gi is selected so that f
′′′

(Gi, t, i) is maximized, and f
′′′

(Gi, t, i)

depends on f
′′

(Gi, t), which indicates how good is group Gi to the

target user, and on f
′

(i, Gi), which indicates how good is item i to

group Gi.

This recommendation method assures that only items which are appreci-
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ated by the target user can be recommended. Given a certain item, the two

suggested groups represent the best options, considering both interpersonal

relationships (groupScore, see Section 3.2.1) and group mean satisfaction with

the suggested item. Actually, we guarantee that no group member is dissat-

isfied with the corresponding recommended item, since only people who like

it are taken into account by GroupRecommender for group formation. How-

ever, the recommended groups might not be the best possible ones, taking

into account only the strength of the relationships of the target user: some

of their contacts, although very relevant to the target user, may not be in-

cluded in the recommended groups because they would not be satisfied with

the suggested item.

Let us examine item-priority recommendation algorithm in detail, assum-

ing that user u has a valid user ID and is the current target user (see activity

diagram in figure 3.16 and sequence diagram in figure 3.17). Again, we will

suppose that Content-based Scorer has already scored all available items for

all system users: a list of recommended items li for user u is created by se-

lecting only those items which could be appreciated by the target user, based

on a threshold value for itemScore5 (see Equation 3.8), and by ranking them

in descending order of itemScore.

The recommender then considers each recommended item i in list li at a

time, performing the following steps:

1. It creates an instance of GroupRecommender which is associated to the

current target user u and to item i.

2. It requires GroupRecommender to produce biased group recommenda-

tions (as explained in Section 3.3.1, GroupRecommender will build a

representation of the social network of the target user considering only

contacts whose interest for the current item is higher than the thresh-

old value 0.05. The same threshold will be applied for the target user’s

5In our implementation, we fixed such threshold to 0,05. Only items with a higher
itemScore value can be recommended.
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Figure 3.16: Activity Diagram for item-priority recommendations
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Figure 3.17: Sequence Diagram for item-priority recommendations
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significant other and best friend, who will only be added to groups,

according to the previously explained rules, if they actually like the

current item. Consequently, groups produced by GroupRecommender

will only consist of people who are expected to appreciate item i. As

explained before, all groups are accompanied by their groupScore).

3. It creates a list lg of all groups produced by GroupRecommender.

4. For each group g in lg, it determines the level of interest of each group

member for item i and calculates mean group preference for i, consid-

ering the preferences all group members (but not the target user’s). It

then calculates a value of groupTotal, where groupTotal = f
′′′

(G, t, i),

for group g, based on both mean group preference (which corresponds

to f
′

(i, G) and reflects group satisfaction with the recommended item)

and groupScore (which corresponds to f
′′

(G, t) and reflects the target

user’s satisfaction with the group itself, based on relationshipStrength),

according to the following formula:

groupTotal = groupScore ∗ gWeight+meanGPreference ∗ pWeight
�

�

�

�3.9

where meanGPreference is a normalized value of mean group prefer-

ence6 and gWeight and pWeight are the weights assigned to groupScore

and (normalized) mean group preference, respectively (in our imple-

mentation, gWeight is set to 0.65 and pWeight to 0.35).

5. It selects the two groups with the highest values of groupTotal as rec-

ommended options for item i.

Item-priority recommendations are orderd by itemScore and presented to

the target user. For each item recommendation, the two alternative group

suggestions are ordered according to their values of groupTotal.

6We multiplied mean group preference by a normalization coefficient to reduce it to the
same scale as groupScore
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Recommendation Presentation

Item-priority recommendations are formed by an item recommendation, for

which the name and a description are provided, and by two recommended

group options, for which the respective lists of all group members are pro-

vided.

The recommended item is annotated with an eight-point four-star widget

which visually presents its value of itemScore, indicating how good it should

be for the target user. The two group options are annotated with an eight-

point four-heart widget each, which shows their groupScore values: thus,

the target user can easily understand which group should be the best based

on the strength of their relationships with group members. Moreover, each

group member is annotated with the same eight-point four-star widget used

for the recommended item: in this case (conforming to the rule that stars

are always used for expressing evaluations about items) the icons visually

convey the predicted level of interest of each group member for the recom-

mended item, based on values of itemScore determined by Content-based

Scorer. Finally, a short paragraph is provided with a comparison between

the two groups, based on their mean preference for the suggested item.

3.3.6 No-priority recommendation

In no-priority recommendations, we consider the situation where the choice

of both a suitable item and a good company are equally important. Double-

sided recommendations are provided by trying to combine all recommendable

groups (i.e., all the groups which could be built for a certain user) with all

available contents. A recommendation score which takes into account group

satisfaction with the recommended item and group relevance for the target

user is computed for each combination, so that recommendations can be

selected and ordered on its base. More specifically, recommendations consist

of an item and a group and can be formally defined as follows:

Definition 6 (No-priority double-sided recommendation): We call
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Figure 3.18: Visual presentation of an example item-priority recommendation

a no-priority double-sided recommendation a component-based double-sided

recommendation consisting of a pair < i,G >, where:

• < i,G > is chosen among all possible item-group pairs so that function

f
′′′

(G, t, i) is maximized, and f
′′′

(G, t, i) depends on f
′′

(G, t), which

indicates how good is group G to the target user, and on f
′

(i, G∪{t}),

which indicates how good is item i to group G and to the target user.

Since this method assumes no priority can be assigned either to items

or to groups, it may be useful both if no information is available about

user priorities, and if users are known to give the same importance to both

recommendation aspects. Item-group combinations which maximize the rec-

ommendation score (recommendationScore) can be provided to the target

user. Such combinations should be constituted of a very satisfactory item

and a very relevant group, in the best case. However, they might also be

constituted of a very relevant group which compensates a moderately satis-

factory item, and vice-versa, or by two moderately good recommendations

which can still obtain a high recommendationScore if taken together. Notice
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that values of recommendationScore are considered “high” if they are higher

than the average recommendationScore for the current targer user.

Let us examine the functioning of no-priority recommendation algorithm

in more detail, assuming that user u has a valid user ID and is the current

target user, and that Content-based Scorer has already scored all available

items with respect to all users. An instance of GroupRecommender is cre-

ated for u, with the task of providing unbiased group recommendations, at

the same time assigning them a value of groupScore. All groups built by

GroupRecommender are inserted in a group list lg. All available items are

inserted in a content list li. For each group and each item, the recommender

performs the following steps:

1. it determines the preference of the target user u for item i (i.e., item-

Score), based on the scores assigned by Content-based Scorer

2. it determines the preference of all group members for item i (itemScore)

3. it calculates themean group preference for i(considering the preferences

of the target user and of all group members)

4. it calculates a recommendationScore value, where recommendation-

Score = f
′′′

(G, t, i), based on the values of mean group preference and

groupScore, according to the following formula:

recommendationScore = groupScore ∗ gWeight
′

+meanGPreference ∗ pWeight
′

�

�

�

�3.10

where meanGPreference corresponds to a normalized value of mean

group preference, as in Equation 3.9, and gWeight
′

(set to 0,15 in

our implementation) and pWeight
′

(set to 0,85 in our implementation)

are the weights assigned, respectively, to group score and (normalized)

mean group preference. This equation is similar to Equation 3.9; notice,

however, that in Equation 3.9 the preference of the target user for
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Figure 3.19: Activity Diagram for no-priority recommendations
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Figure 3.20: Sequence Diagram for no-priority recommendations
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item i is not considered in the computation of mean group preference.

Moreover, the values of the weights are different7.

Top item-group combinations are recommended to the target user u, or-

dered by their recommendationScore. The average value of recommendation-

Score is computed in order to distinguish good from not so relevant recom-

mendations. Thus, a different number of recommendations may be available

for each target user. In our implementation, we decided to present only rec-

ommendations which have recommendationScore > mean(recommendation

Score) for a certain target user.

Recommendation Presentation

No-priority recommendations consist of an item and a group recommenda-

tion. The name and a description are provided for the recommended item,

while the list of all group members is specified for the recommended group.

The following icons are used to visually convey the scores of all the elements

of each recommendation:

• an eight-point four-cook cap widget shows the overall recommendation-

Score;

• an eight-point four-star widget shows the preference of the target user

u for item i (itemScore)

• an eight-point four-star widget showsmean group preference for i(considering

the preferences of the target user and of all group members)

• an eight-point four-star widget for each group member shows their pref-

erences (itemScore) for item i

7In Equation 3.9, a higher weight was assigned to groupScore, due to the fact that
basic group satisfaction with the item was always assured (people who would not like the
recommended item were never included in groups). In Equation 3.10 higher weight was
given to mean group preference in order to assure that the group -and the target user-
would like the recommended item
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Figure 3.21: Visual presentation of an example no-priority recommendation

• an eight-point four-heart widget shows groupScore for the recommended

group.

3.4 Discussion

The here proposed component-based methods all base on cognitive filtering

in order to recommend interesting items to users. Thus, we expect that they

will generate suggestions in line with user tastes, as they are represented

in their user models. However, while one often-cited disadvantage of tradi-

tional cognitive filtering is its over-specialization, i.e., its tendence to recom-

mend only items which are very similar to already known ones (missing items

which, although diverging from known user preferences, might prove useful),

cognitive-filtering based double-sided recommendations are likely to provide

less homogeneous recommendations, since the tastes of a whole group of users

have to be taken into account. Differences among the three component-

based methods will be due to the prioritized aspect -either the group, or

the item, or none. While item recommendations provided with the item-

priority method are expected to closely match known user preferences, as in

traditional cognitive filtering, group-priority method will probably generate
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somehow “surprising” recommendations, with respect to a situation where

only the preferences of the target user are taken into account.

According to our framework, the effectiveness of these methods depends

on the specific instance of the double-sided recommendation problem targets

users are facing. For example, target users who give more importance to

a pleasant company should be more willing to compromise on item recom-

mendations, thus accepting also suggestions which diverge a little from their

preferred options, as it may be the case with group-priority recommenda-

tions. On the contrary, target users who prefer to be recommended items

which perfectly match their tastes will probably prefer the “safe” item rec-

ommendations generated by the item-priority method.

However, if no information is available about the preferences of group mem-

bers, all these methods will provide similar item recommendations, taking

into account only the preferences of the target user.

Social-comparison based method has a totally different background. In

fact, it aims at automatically synthesizing the “voice of the network”, mim-

icking what people normally do when social comparison dynamics take place.

It stresses the power of social networking in forming opinions and is more

likely to provide “unexpected” recommendations, which, although diverg-

ing from the previous history of user interactions with the system, may

prove “fresh” and interesting, as it usually happens in collaborative filter-

ing. Social-comparison based method is expected to prove more effective

when social comparison is most likely to occurr, i.e., when target users lack

enough information to make informed choices on their own and when actu-

ally relevant others are available for comparison. Notice that this method can

only generate recommendations if the contacts of the target user are active,

i.e., if they have made some actions which indicate a positive or negative

opinion with respect to the available contents.

As for group recommendations, both group building methods we use are

quite simple and, if effective, would prove that meaningful groups can be

117



CHAPTER 3. METHODS FOR PROVIDING DOUBLE-SIDED

RECOMMENDATIONS

automatically built for recommendation purposes based on basic network

analysis techniques and social rules.

In component-based methods, groups are built starting from connected com-

ponents in the social network of the target user, which can be extended with

the inclusion of other relevant individuals, based on simple social rules. In

the social-comparison based method, groups are formed at the same time

that opinions from the contacts in the social network of the target user are

collected, as if people offered their opinion and contextually candidated (or

not) as group members. Notice that in component-based methods groups

consist of individuals who are actually connected to each other, while in the

social comparison-based method groups are formed of target user’s friends

who share a positive opinion about a certain item, irrespective of their social

relationships. The problem with the first type of groups most probably lies

in finding some item which suits people with possibly different preferences,

while groups of the second type might be formed of people who are unlikely

to ever enjoy an item together, even if they all appreciate it. Actual suitabiliy

of such groups might depend on connectedness of the target user’s social net-

work and on the discriminative power of domain preferences in telling apart

structural subgroups in a social network, which may vary from social network

to social network, and from domain to domain.
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4
Experimental Evaluation

In this chapter, we explain the aim of our experimental evaluation and how

it was conducted. Finally, we illustrate its main results.

4.1 Aim

Our experimental evaluation has two main goals: first, we aimed at validating

the idea of double-sided recommendations, demonstrating that they represent

a novel and useful service for recommender system users. This aim is very

important since, as we discussed in Section 1, double-sided recommendations

represent a novel framework in the area of recommeder systems, which could

benefit from future work on open aspects and refinements, as well as from

several contributions from other areas. Thus, validating the idea of double-

sided recommendations would identify a new promising research field, where

new questions may arise and new answers may be put to the test.

The second goal consists in comparatively evaluating the four proposed

methods we devised for providing double-sided recommendations. On the

one side, we want to assess if some of them are definitely better/worse than

the others. This would allow to concentrate our future efforts on the most

promising methods. However, in our previous analysis, we underlined that

each method is an answer to a slightly different formulation of the double-
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sided recommendation problem and therefore believe that each of them has

specific potentialities under different circumstances. Thus, on the other side,

we want to evaluate the performances of the four methods in different sce-

narios, in order to discover if any correlation can be established between the

scenario and the algorithm performance.

We chose the restaurant domain as a use case for our evaluation, con-

sidering that restaurants represent a typical example of items which can be

recommended to groups, and that people can be assumed to dine with differ-

ent groups on different occasions. Thus, the double-sided recommendation

problem is expected to occurr in this domain.

4.2 Method

Aiming at evaluating the four double-sided recommendation methods, we

needed to select representative experimental subjects and to generate per-

sonalized recommendations for all of them. In order to generate double-sided

recommendations, we needed to gather information about the social networks

of the experimental subjects, and about their preferences with respect to dif-

ferent types of restaurants. Moreover, we needed to have our system contents

evaluated by the experimental subjects, by means of their Web 2.0 actions

(rating, bookmarking, commenting, and tagging).

We therefore followed the following method: first, we recruited the ex-

perimental subjects among Facebook users. Then, we analyzed their social

networks in order to gather information about their social relationships, and

their value and type. This information was stored for successive use. Exper-

imental subjects were actively involved in the following step, which we call

the opinion gathering phase: subjects were asked to use iFOOD, an adap-

tive recommender system in the restaurant domain, with the twofold aim of

collecting information about their interests with respect to different types

of restaurants and of gathering user evaluations of the system contents. In-
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formation from the opinion gathering phase was combined with information

about social networks in order to generate personalized recommendations for

each experimental subject. In the following step, which we call the main

evaluation phase, experimental subjects evaluated the double-sided recom-

mendations they were presented, and answered a final short survey.

The different steps we followed are summarized in Figure 4.1, where the in-

puts and outputs of each step are also specified. More details on each step

will be provided in the following sections.

4.3 Subject recruitment

Experimental subjects for the evaluation were recruited among Facebook

users, through a snowballing sampling strategy1. We opted for Facebook

users for two reasons:

• Facebook is probably the most popular social networking website in

Italy2: we thougth it would allow us to observe real social networks

and to easily recruit experimental subjects for our evaluation following

friendship relationships among its users.

• Facebook users are accustomed to interactive social websites and can

therefore be considered target users for a social recommender system.

Moreover, Facebook users are quite heterogeneous as for their gender,

1In snowballing sampling, experimental subjects usually tell the researchers about other
individuals who possess the desired characteristics to take part into the study. It is often
used in qualitative research in order to contact subjects who belong to special subcommu-
nities, e.g., hooligans. In our case, it allowed us to recruit people who were connected to
each other.

2According to Osservatorio Facebook (http://www.vincos.it/osservatorio-facebook/),
a website which provides statistics about the number and demographics of Facebook users
in Italy, 16.8 millions people were registered to Facebook in July, 2010, after a constant
growth period which started in 2008. After that, however, the number of registered users
has started to slightly decrease, and there are 16.589 millions registered Facebook users
left in September 2010.
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Figure 4.1: A visual representation of the steps we followed in the Experi-
mental Evaluation
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Figure 4.2: Arturo il cuoco’s profile page on Facebook

age, education and profession3.

Aiming at observing the experimental subjects’ activities on their social net-

works, we needed to have access to their profile pages in Facebook. For

accessing a person’s profile page, one needs to be friends with them. We cre-

ated a Facebook profile for a fictional character, “Arturo il cuoco” (Arthur

the cook), so that people who wanted to take part to the experimental eval-

uation could do so by simply joining the social network of Arturo. Moreover,

in this way we gained access to the profile pages of all experimental subjects.

A standard message was prepared for inviting people to join Arturo’s

network and take part to our experimental evaluation. In such a message

we explained that Arturo is a fictional character which represents a research

project by the University of Turin, Department of Computer Science, and

briefly explained the main purposes of the Double-sided recommendation

(DSR) project. We clarified that DSR project deals with social network

analysis and new methods for suggesting potentially interesting contents.

3According to Osservatorio Facebook, 53,1% Facebook users are male, and 46% are
female. As for age, 19,5% are younger than 19 years old, 21% are 19-24 year old, 14.5%
are 25-29 year old, 14,9% are 30-35 year old, 17,7% are 36-45 year old, 8,2% are 46-55 year
old and 4.1% are older than 55 year old
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We also specified that recommendations would focus on the restaurant do-

main. Finally, we explained that people should become friends of Arturo in

order to participate to the DSR project, to which they could contribute by

first prompting their contacts living in the city and province of Turin to join

DSR experimentation (people were asked to use the same invitation message

to do so), and then by actively taking part to the experimental evaluation

which would take place in September and in October. We explained that the

experimental evaluation would consist of using a social website for a short

period and of evaluating some suggestions about restaurants that they would

be provided with.

When new people added Arturo to their social network, a thank-you mes-

sage was sent to them which also recalled the main points of the invitation

message.

Recruitment phase started at the beginning of June. Six contacts of

the author, who do not belong to the Department of Computer Science, were

first invited to take part to the experimental evaluation. We chose to limit to

these initial contacts in order to avoid recruiting most experimental subjects

among colleagues and friends, who are not typical system users. By the end

of July, 172 people had joined Arturo’s social network. Of these, 60% were

female and 40% male, and only 9,8% were also members of the social network

of the author. Age ranged from 19 to 65 years old.

4.4 Gathering Information on Social Networks

The four recommendation methods we introduced in the previous chapter all

base on some representation of the social network of the target user. In order

to build such representations, we needed information about the relationships

linking the experimental subjects, as well as their type and strength (see in

Figure 4.3 an excerpt of the E-R scheme of Double-sided recommendations

DB, representing user information).
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Figure 4.3: An excerpt from the E-R scheme of Double-sided Recommenda-
tion DB, showing user representation

This information was automatically gathered (and stored in Double-sided

recommendations DB) by parsing Arturo’s friend list on Facebook and the

profile pages of the experimental subjects, as well as by querying Facebook

REST API.

4.4.1 Experimental subjects

As explained before, experimental subjects correspond to all the members of

Arturo’s social network, who are listed in his friend page on Facebook. Ex-

perimental subjects are represented in DSR DB by means of three attributes:

their user id for the DSR project, which is assigned automatically, their name

and their user id on Facebook.

In order to quicken experimental subject initialization, a very simple

parser was devised which takes an xml document, corresponding to the source

code of Arturo’s friend list page, as input and is in charge of extracting and

storing the name and Facebook user id of each friend of Arturo.

Making reference to the tree representation of the xml document, user
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Figure 4.4: A screenshot of Facebook test console for Facebook APIs

names are represented as text nodes, each of which is a child node of one

of the element “< a >” nodes which can be selected through the following

X-Path expression:

//div[@class=’UIObjectListing_MetaData’]/a

Facebook user ids are represented as part of the value of “href” attribute

nodes associated to the previously mentioned “< a >” element nodes. In

particular, Facebook user ids can be identified as the substring which fol-

lows the characters “id=” in the value of “href” attribute. In some cases,

however, Facebook users may have defined personalized identifiers (for exam-

ple, a string containing their name) which are used instead of their standard

Facebook ids and appear as the value of the “href” attribute. In such cases,

user ids could not be extracted through page parsing: instead, they were

obtained by executing simple fql4 queries by means of Facebook API, which

retrieved the user id corresponding to a specific username.

4fql is Facebook version of sql language
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4.4.2 Relationship Initialization

Establishing relationships between the experimental subjects is a fundamen-

tal step for representing their social networks. Data about social relationships

are collected in three phases: first, links joining a couple of subjects are de-

termined, then, the relationship type and, finally, the relationship strength

are defined.

Links between experimental subjects can be established if the user ids of

the two people are known. Facebook APIs offer a specific function, getMu-

tual, which outputs a list of the Facebook user ids of the friends that two

specified Facebook users have in common. The result can be represented in

various formats, among which is xml.

In order to establish all the relationships an experimental subject s has with

other experimental subjects, getMutual function can be given the user ids of

subject s and of Arturo as inputs: since Arturo is friends of all experimen-

tal subjects, getMutual function will return the user ids of all experimental

subjects s
′

with which s has a relationship.

getMutual function is queried once for each experimental subject s. The

resulting xml documents are parsed in order to extract the Facebook user ids

of each experimental subject s and of each experimental subject s
′

in their

social network. For each pair of Facebook ids of users s and s
′

, the corre-

sponding user ids for the DSR project are extracted and a new relationship

is created, with default values for all relationship properties.

Notice that two different relationships exist for each couple of users, since

we decided to consider relationships as asymmetric (the difference emerges

when dealing with relationship strength, see also Section 3.2.1).

4.4.3 Relationship Type

Starting from the idea that people may have a social relationship for different

reasons (e.g. they may be relatives, or friends, or business contacts) and that
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the nature of their relationship is likely to have an influence on the way they

interact with each other, we decided to distinguish among different types of

relationships. For example, we considered that business contacts might only

be willing to interact for business reasons; friends may have an influence on

spare-time related choices, but not on professional ones; interactions with

business contacts often imply some kind of hierarchy and so on. Rules of

thumb like these also determine user’s behaviour in the choice of restaurants

and groups to dine: for example, if a person is organizing a business lunch,

suggestions of a close friend who is very fond of chinese food may not help in

the selection of a restaurant for that occasion. Moreover, relationship types

may help to identify distinct groups in an individual’s social network: for

example, an individual’s family may not know their business contacts, and

the same individual may meet their friends and family separately most of the

time. Based on the information which is directly available from Facebook,

we distinguished three types of relationships:

• friend (for any generic affiliation)

• family (for parents, children, siblings)

• significant other (for some sort of romantic relationship)

At this stage, we did not deal with business relationships, since these are not

directly represented (although they might be inferred from information about

job). Similarly, we did not consider that the same two people might also be

linked by different types of relationships, as it already emerged from the

classical works in Network Analysis [64] (e.g., two people might be business

contacts as well as friends). Our Facebook data, in fact, do not allow us to

model meaningful multiple relationships between the same two subjects for

the moment.

Information about relationship type was gathered through another simple

parser which takes the xml documents corresponding to the source code of

the profile page of each contact in Arturo’s social network as input. Since

128



4.4. GATHERING INFORMATION ON SOCIAL NETWORKS

“friend” is the default relationship type, this parser aims at identifying a

significant other and any family members, if they were specified, in order to

update the “type” property for the corresponding relationships.

Making reference to the tree representation of the xml document, the

username of the significant other, if this was specified, is represented as a

text node. This text node is a child node of the element “< a >” node which

can be selected through the following X-Path expression:

//div[@class=’relationship_status’]/dd/span/a

As for family relationships, Facebook allows to separately identify par-

ents, children and siblings. All of them are represented as text nodes which

have an element “< a >” node as parent. The X-Path expressions which

identify such element “< a >” nodes are:

Parents

//div[@class=’parents’]/dd/a

Children

//div[@class=’children’]/dd/a

Siblings

//div[@class=’siblings’/dd/a

4.4.4 Relationship Strength

Based on the simple observation that different relationships, even when of

the same type, are usually characterized by a different “strength” (which can

be interpreted as “intimacy” or “closeness”), and that this strength certainly

has an influence in human behaviour, we tried to define an approximate

measure of relationship strength which bases on the number and type of
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actions, performed by a certain individual, which have an effect on or relate

to another individual (see Equation 3.3 for a formal definition).

As explained before (see Section 3.2.1), the strength of the relationships

between two subjects s and s
′

is not expressed in absolute terms, but as a pro-

portion with respect to the strength of all social relationships in which subject

s is involved. Moreover, we consider the strength of social relationships as

asymmetrical -thus, subject s can have a relatively stronger relationship with

subject s
′

than subject s
′

has with s.

A parser which is in charge of identifying relevant actions and the people

they relate to was devised. This parser also takes the xml documents corre-

sponding to the source code of the profile page of each contact in Arturo’s

social network as input.

Based on the possibilities offered by Facebook platform, we considered

the following actions:

• expressing liking for somebody (or for somebody’s posts, photos, etc.);

• commenting somebody’s status;

• recruiting somebody for a cause;

• posting a message for somebody on one’s own wall.

Making reference to the tree representation of the xml document, the first

three actions are represented as text nodes which all have the same type of

element “< div >” node as parent. This can be selected by means of the

following X-Path expression:

//div[@class=’UIRecentActivity_Body UIImageBlock_Content

UIImageBlock_ICON_Content’]

Action types can only be distinguished by analyzing the string which consti-

tutes the text node: for example, it contains the substring “piace” (“likes”)

for the action of expressing liking, and so on.
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Figure 4.5: An excerpt of the tree representation of Facebook profile pages

The person s performing the action corresponds to the profile owner. The

person s
′

on whom the action has an effect is represented as a text node

which has an element “< a >” node as parent. This element “< a >” node

is also a child of the aforementioned element “< div >” node (see Figure

4.5).

As for the last action (posting a message for somebody on one’s own wall),

the person s
′

on whom it has an effect is represented as a text node which

has an element “< a >” node as parent, as it is usual for usernames. This

parent node can be selected through the following X-Path expression:

//span[@class=’UIStory_Message’]/a[contains(@href,’profile.php’)]

The parser deals with an xml document at a time. First, it extracts the

username of the subject who performs the actions, s. Then, every time the

parser encounters one of the previously-defined relevant nodes, it checks if

the username of subject s
′

identifies a valid user for DSR project. If so, it

registers the username of subject s
′

in an internal data structure (if it is not

there yet) and increments the count for that action type and that subject s
′

.

After finishing parsing of the profile page of a subject s, this parser calculates

the value of relationshipStrength for all pairs s-s
′

according to Equation 3.3

and updates the “strength” property for the corresponding relationships. At

the same time, it keeps track of the highest value of relationshipStrength and
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of the corresponding username for s
′

. After all s-s
′

pairs have been exam-

ined, it is possible to define who the “best friend” of subject s is, according

to relationshipStrength, so that a “best friend” flag for the corresponding

relationship can be set.

4.5 Gathering user opinions

As part of our experimental evaluation, experimental subjects were asked

to use an adaptive, Web 2.0 recommender system in the restaurant domain,

iFOOD, with the aim of inferring knowledge about their interests in such

a domain. In iFOOD, user interests are represented in their user model.

Interests are used in the DSR project to provide personalized suggestions

based on cognitive filtering (see Sections 3.3 and 3.3.2) and to determine

user similarity (see Section 3.2).

Moreover, knowledge of the social actions (rating, commenting, tagging, and

bookmarking) users performed on restaurants in iFOOD is needed by all four

double-sided recommendation methods.

In the following, we first describe iFOOD system, with particular refer-

ence to user modeling and user similarity modules, and then present the opin-

ion gathering phase of the experimental evaluation, conducted with iFOOD.

4.5.1 iFOOD: functions

iFOOD 5 is one of the web-based applications which instantiate the PAPERE

framework (see Section 2.1.1) and is therefore based on the same principles

and architecture as iCITY [20] and iDYNamicTV [21]. However, differently

from the other two applications, it was specifically instantiated for the DSR

project, avoiding to implement some aspects which were not considered rel-

evant to the purposes of our experimental evaluation (for example, there is

no specific support for mobile devices).

5http://www.piemonte.di.unito.it/progettoDSR/DialogManager?page=home
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iFOOD is a social adaptive recommender system which offers information

about more than 100 restaurants in the city and in the province of Turin to

registered users. It can recommend restaurants to individual users based on

cognitive filtering. For each restaurant, a short textual description, specific

contact information (such as its address, telephone, email, and website) and

a photo are provided.

Users can navigate restaurants according to a taxonomic or to a folk-

sonomic approach. In the first case, they can filter restaurants by select-

ing one of the hierarchically-organized categories and subcategories which

were defined to classify the system contents: for example, category “Ethnic

restaurants” was identified with the corresponding “Chinese”, “Japanese”,

“Greek”, “Indian” , “Mexican”, and “Other” subcategories. In the case of a

folksonomic approach, users can navigate by means of tag clouds in order to

view all the events which were labeled with a certain tag. Several tag clouds

are available, containing:

• tags frequently used by the current user;

• tags frequently used by all iFOOD users;

• all tags used by the current user;

• all tags used to label restaurants;

• all tags used to label iFOOD users;

• all tags used by the contacts of the current user;

• all tags used by users similar to the current user.

The taxonomic and folksonomic approaches which coexhist in iFOOD can

be interchanged at will in order to allow users to enjoy both a structured,

top-down exploration process and an association-based, bottom-up one.
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While all restaurants were inserted by the autor, using other websites in

this domain as a souce6, part of iFOOD contents is user-generated, accord-

ing to the principles of Web 2.0, since users can post comments and enrich

restaurant descriptions with tags, ratings and bookmarks. On the one hand,

user contributions allow to integrate firsthand experience in an otherwise

“neutral” knowledge base, thus offering other users more resources to make

informed choices and to form their own opinion about a certain restaurant.

On the other hand, social actions can provide information about user pref-

erences which can be useful for modeling purposes (see UM KB description

in Section 4.5.2).

The information about user interests represented in user models is exploited,

together with factual information about restaurants (e.g., restaurant mean

rating), to personalize content presentation: in particular, restaurant lists

(which are retrieved when users explore a category/subcategory, or when

they select a certain tag in folksonomic navigation) are ordered so that the

(potentially) most interesting ones are displayed at the beginning. Users can

influence the adaptation process by indicating, from any restaurant list page,

which criterion -whether their interests or mean restaurant rating- should be

given more importance: the current list is rearranged dynamically, so that

users can enjoy a real-time feedback.

iFOOD users can also enjoy typical social networking functionalities by

defining other users as “friends”: thus, they can view their current location

on a map (when they are online) and be notified if they post new comments.

Moreover, they can access the public information in the profile page of any

other user, among which there can be personal information, most-often-used

tags and bookmarked restaurants.

iFOOD also uses information contained in the user models to determine a list

of similar users (i.e., users having similar interests and preferences) for each

6Among the others, the author consulted 2spaghi (http://www.2spaghi.it/) and Visita
Torino (http://www.visitatorino.com/).
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Figure 4.6: The architecture of iFOOD

system user: the profile page of similar users can represent a good starting

point for discovering potentially interesting restaurants.

4.5.2 iFOOD: architecture

In this section we will first briefly describe the knowledge bases used in

iFOOD, and then provide some detail about the main system modules. Ar-

chitectural choices represent a specific instantiation of the PAPERE frame-

work (2.1.1) and are based on our previous experience with iCITY [20] and

iDYNamicTV [21].

Knowledge Bases

Domain KB. A taxonomy is used to represent system knowledge about

the restaurant domain. The classes in this taxonomy represent restaurant

categories and were derived from an analysis of several websites in the restau-

rant domain.

Annotation KB. Annotations can be tags (free keywords which make
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contents more easily retrievable and may enrich them with opinions), ratings

(which allow users to express their opinion synthetically using a Likert-like

scale) or free textual comments. iFOOD only performs very simple reasoning

on ratings (all the ratings on a certain restaurant are used to calculate the

mean rating value, a synthesis of the opinion of the user community).

Context KB. Context modeling may include several aspects, among

which are the user device and the geo-localization of contents and users. In

iFOOD, context modeling mainly refers to user and restaurant geo-localization.

The system can translate textual labels, such as those expressing a restau-

rant address or a user’s position, into GPS coordinates by means of the

Google Geocoder service. User and restaurant geolocalization is represented

by means of interactive maps.

User model KB. The user model contains three main types of informa-

tion about users:

• personal data, such as their age or address;

• a multi-dimensional representation of their interests with respect to

each category of the domain taxonomy (a probability value is associated

to each category, defining a probability distribution of user interests);

• information about the tags and comments they inserted.

As for user interests initialization, a uniform probability distribution repre-

senting the same interest value for each domain category is first established.

Interest values will be modified according to user actions in the following

update phases.

System modules

Dialog manager. This module is implemented as a Java Servlet which

manages the interaction between the system and the user, representing the

only input/output point. Thus, all user actions can be stored into a log

file which will be accessed by the user modeling manager. Moreover, the
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dialog manager dispatches user requests to the suitable modules (whether

the recommender or the content insertion manager), which, in turn, send

their responses to the presentation adapter, which tailors the presentation to

the user device and forwards its output to the dialog manager.

Presentation adapter. This module is in charge of adapting the inter-

face to the user device, which can be identified by detecting the user-agent

(extracted from the HTTP request header). Device adaptation is performed

by selecting an appropriate XSL stylesheet to couple with the XML docu-

ments which represent contents, in order to produce an XHTML document

which is specifically tailored to the device features. In iFOOD, however, only

one class of devices (desktop and laptop computers) is taken into considera-

tion, for simplicity.

Content insertion manager. This module handles the information

inserted by users: among other things, it checks the contents by means of

blacklist filters before inserting them into the system knowledge bases.

Recommender. As explained before, content recommendation takes

into account various criteria which refer both to user and event features.

In particular, iFOOD considers users’ interest for each restaurant category

(intScore) and the mean rating value for each restaurant (meanRating). A

restaurant score is computed according to the following formula, from which

Equation 3.8 (used by the Content-based Scorer) was derived:

restaurantScore = intScore ∗ w1 +meanRating ∗ w2;
�

�

�

�4.1

where w1 is set to 0.95 and w2 to 0.05. Restaurant scores are then nor-

malized as values in the interval [0, 1]: items having the highest scores are

considered the most suitable for a certain user. Restaurants are then or-

dered on a descending scale based on their scores and presented to users for

recommendation.

User modeling manager. This module is in charge of initializing and

updating the user model, as well as calculating similarity between couples of
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users.

The initialization sub-module initializes a new user model with 1) personal

user data from the registration form and 2) a uniform probability distribution

for user interests with respect to domain categories.

The behavior-tracking sub-module updates user models by computing a new

probability distribution based on the user actions on system contents. Each

value in the new probability distribution is combined with the corresponding

old value, according to the following formula, in order to obtain an updated

probability distribution:

updatedV alue = newV alue ∗ w1 + oldV alue ∗ w2
�

�

�

�4.2

where newValue is the new value for user interest computed on the basis

of user actions, oldValue is the corresponding probability value in the user

model to be updated, and w1 and w2 are weights summing to 1. At the

beginning, w1 is close to 1 and w2 is close to 0: in fact, the initial “flat” user

model is not significant; then, w2 is progressively increased in order to assign

more and more weight to the current “established” user model, as long as it

derives from a quite long history of user actions.

A newValue is computed for each user interest in the user model according

to the following formula:

newV alue =

actions
∑

i=1

(count(i) ∗ actionWeight)

totalWeight

�

�

�

�4.3

For each action type i, count(i) is the total number of actions of type i

performed by the user and actionWeight is the corresponding weight: weights

are used to tune the relative importance of action types, based on the idea

that different types of actions provide different pieces of evidence about the

actual user interest (see Table 4.1) [47]. The formula sums up the results of
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Action Weight
Bookmarking 0.9

Tagging 0.8
Inserting a comment/rating 0.6

Visualizing an item or clicking on a detail on the map 0.3

Table 4.1: Weights associated to actions in iFOOD

the product of count(i) and actionWeight, calculated for each action type i,

where i ranges from 1 to actions (i.e., the total number of action types). The

so-obtained sum is divided by totalWeight which corresponds to the sum of

all the action weights.

The similarity submodule calculates a similarity value ranging [0, 1] for each

couple of system users based on Equation 3.4, which is a variation of the

formula for the standard deviation, as explained before. In iFOOD, two

users are considered similar if their similarity value is higher than a threshold,

which is currently set to 0.7.

4.5.3 iFOOD: implementation

iFOOD was implemented by using the Java Servlet technology in an Apache

Tomcat environment. User and content data are stored in a MySQL database.

Google Maps, which are available through public APIs, are used to visual-

ize the location of restaurants and users. Contents are represented as XML

documents which are transformed into XHTML ones (conformant to W3C

standards) by means of XSLT stylesheets. Presentation aspects are defined

with CSS 2.

4.5.4 Experimental evaluation

The opinion gathering phase, conducted with iFOOD, aimed at gaining

knowledge about the preferences of our experimental subjects in the restau-

rant domain. In other words, we expected two main results from this phase:
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first, for each experimental subject, an updated user model which actually

reflects their preferences. In order to obtain a meaningful user model, experi-

mental subjects should interact with the system for a certain time: we learnt

from previous evaluations of PAPERE-based systems that a precise enough

user model (based on good values for MAE metric, see [20]) can already be

obtained after a period of two weeks. Second, for each restaurant, we ex-

pected to get a record of the type and number of social actions experimental

subjects performed on them. Notice that these two results are tightly tied,

since user generated contents are taken into account in user model update.

In order to allow the experimental subjects to take part to the opinion

gathering phase, an account on iFOOD was created for each of them. After

that, an invitation message was sent through Facebook to all experimental

subjects, on the part of Arturo il cuoco. The message explained the ex-

perimental tasks which subjects were asked to perform and specified all the

necessary details for the opinion gathering phase:

• a username and password were assigned to each experimental subject,

so that they could access iFOOD;

• the first experimental phase would start on September, 1st and end

on September, 22nd (a longer than a forthnight period was chosen

in order to allow subjects who may not read their invitation message

immediately to take part to the evaluation, as well);

• iFOOD was described as a social recommender system which provides

information about more than 100 restaurants in the city and in the

province of Turin. It was specified that iFOOD is used to learn infor-

mation about user preferences and is not the object of the evaluation.

• experimental subjects were asked to use iFOOD until the end of the

first experimental phase. Experimental tasks were devised in order

to stimulate experimental subjects to use the system, without forcing
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PHASE

them to specific actions which would constitute a bias for user model-

ing. Therefore, subjects were asked to: freely explore the system, look

for restaurants they would like to go to, bookmark (at least three of)

their favourite restaurants, rate, comment and tag the restaurants they

knew.

Results of the opinion gathering phase. 29 subjects (about 17% of

the people who had joined Arturo il cuoco’s social network) accepted our

invitation to take part to the opinion gathering phase. They were 17 female

and 12 male, aged 19-62. We found that users added restaurants to their

bookmarks 50 times, considering 37 different restaurants; they posted 48

comments in total on 36 restaurants, 168 tags on 52 restaurants and 108

ratings on 57 resturants. On average, each user performed 13 social actions

and 3,5 actions were performed on each restaurant on average.

Considering that users usually perform social actions only on a small subset of

the items they view, and based on our previous experience, user participation

to the opinion gathering phase can be considered significant enough to obtain

updated user models in such a way that they accurately reflect user individual

preferences for restaurants.

4.6 From data gathering to the main evaluation

phase

From phase 1, we obtained:

• a user model describing their preferences in the restaurant domain for

each experimental subject;

• a record of the type and number of actions performed on each restaurant

by each experimental subject.

Starting from these data (and from those about social networks collected

from Facebook in the previous phase), double-sided recommendations were
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determined for all experimental subjects based on the four recommendation

methods described in Chapter 3, according to the following steps:

1. Social-comparison-based method was called for each user. Pairwise

similarity (pairwiseSimilarity) between couples of subjects was deter-

mined according to Equation 3.4, using the information about user

preferences which is stored in their user models. Values of item rele-

vance (itemRelevance) referring to a certain restaurant r and a certain

experimental subject s were calculated according to Equation 3.2.1,

taking into account the actions subject s performed on restaurant r.

2. Content-based scorer was called to determine a value of itemScore for

each restaurant and for each user, based on user interests represented

in user models and on mean restaurant rating (see Equation 3.8);

3. Component-based methods were called for each user.

As a result, four lists of double-sided recommendations were assembled for

each of the experimental subjects who took part to phase 1. In order not to

annoy the experimental subjects with a large amount of recommendations to

evaluate, we limited the number of recommendations per list to 12, so that

each user could be provided with at most 48 recommendations.

For our convenience, such recommendations were permanently stored in a DB

from which they could be easily retrieved for presentation to experimental

subjects.

4.7 Main evaluation phase: Arturo’s suggestions

The main phase of the experimental evaluation, which took place from Septem-

ber, 28th to October, 9th, was aimed at assessing the four methods for pro-

viding double-sided recommendations. In particular, we wanted to answer

the following research questions:
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1. Are double-sided recommedations a useful service for recommender sys-

tem users?

2. Are the performances of each double-sided recommendation method

positive or negative? In other words: is each of the proposed methods

suitable for providing double-sided recommedations?

3. How do the four methods compare to one another? Are there any

clearly better/worse methods among the proposed ones?

4. Do the performances of the four proposed methods vary according to

the specific type of double-sided recommendation problem the experi-

mental subject is confronted with?

5. Do the performances of the four proposed methods vary according to

the way subjects usually frame the double-sided recommendation prob-

lem?

As for the type of double-sided recommendation problem, we explained in

Chapter 1 that people in need for a group and restaurant recommendation

may actually be facing different situations, due to contextual/occasional ele-

ments or to a personal preference for/cognitive bias towards a certain framing

of the problem. To our purposes, we defined the problem types which map

to the concepts underlying the four described methods for providing double-

sided recommendations as follows:

1. (situation 1) I am looking for a good restaurant where I can dine some

of my friends. I really want to make the “right” choice, but I cannot say

I am a restaurant expert and I am unsure about my friends’ preferences.

What would the others do in my place?

2. (situation 2) I am looking forward to dine in good company. How can

I find a restaurant which can satisfy all of my friends?
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3. (situation 3) I would really like to go out and enjoy a dinner at a good

restaurant. Who could I invite to dine with me?

4. (situation 4) I would like to dine my friends at a good restaurant. Who

could I invite and where should we go?

Hypotheses. We hypothesized that all four methods can prove effective

in providing double-sided recommendations; however, we expect that their

performances vary according to i) the type of double-sided recommendation

problem the experimental subjects are facing during the evaluation, and to

ii) the way they usually experience this problem in their real life.

In particular, we expect that social comparison method is associated

to the type of double-sided recommendation problem defined in situation

1, group-priority method to the one described in situation 2, item-priority

method to the one described in situation 3 and no-priority method to the

one described in situation 4.

Subjects. All the 29 subjects who took part to the opinion gathering

phase were selected as experimental subjects for the main phase.

Experimental design. Mixed 4 X 5 factorial design, consisting of one

within-subject variable (double-sided recommendation method), with four

levels (social comparison, group-priority, item-priority and no-priority), and

one between-subject variable (externally-defined type of double-sided rec-

ommendation problem), with five levels (situations 1, 2, 3, 4, and control

situation, where no explicit description of the problem subjects are facing is

provided)

The experimental subjects were randomly assigned to five groups, corre-

sponding to the four different types of double-sided recommedation problem

we exemplified before, and to a control group. We assigned 9 subjects to the

control group and 5 subjects each to the other four groups.

Material. Recommendations were presented by means of simple web

pages (see Figure 4.7). A different page was devoted to each one of the four
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Figure 4.7: Screenshot of a webpage used to present double-sided recommen-
dations

recommendation lists and navigation through pages was devised so that users

could access the following page only after they had completed their tasks on

the current one. Positive and negative social-comparison based recommen-

dations were presented in two separate tabs of the same web page. For each

recommendation, the information and visual annotations described in Chap-

ter 3 were provided. A legend, clarifying the meaning of visual annotations

was available from each page.

With the aim of avoiding order-effects, recommendation lists were presented

in random order to each experimental subject.

An initial web page was devoted to the explanation of the experimental task.

After the experimental subjects had completed their task on each of the

recommendation lists, information about their overall task completion was

provided, before allowing access to the following recommendation list.

A short online survey was presented in the end.

Measures. Precision, recall, and accuracy (which is commonly used in

machine learning) are probably the most popular measures for evaluating

the performance of recommender systems [39]. Accuracy-based measures,

however, are not very meaningful if no baseline is available for comparison.
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Moreover, as stated in [39] and [58], even good recommendation accuracy is

not enough to guarantee a satisfying experience: thus, other measures which

directly refer to user satisfaction should be taken into consideration.

We chose to evaluate the usefulness of each recommendation, i.e., how

useful each recommendation is to the experimental subjects in solving the

specific instance of the double-sided recommendation problem they are fac-

ing. We measured recommendation usefulness by means of a 5-point Likert

scale, where the first position corresponds to “not useful at all” and the last

position to “very useful”. Recommendation usefulness was evaluated for the

overall recommendation, for each of the suggested groups and for each of the

suggested restaurants. Each double-sided recommendation was accompanied

by the set of Likert scales which were necessary for its evaluation.

The final survey consisted of three questions.

First, we asked subjects to express how much they liked the concept of

double-sided recommendations for our use-case domain (i.e., receiving sug-

gestions which consist of a restaurant and a group of people with whom to

dine) by means of a 5-point Likert scale (question 1 ).

Second, we gathered information about the way experimental subjects

usually experience the double-sided recommendation problem in their real

life, when they need suggestions about where to dine and with whom (ques-

tion 2 ). Four sentences describing possible user attitudes towards the double-

sided recommedation problem and which map to the four situations we iden-

tified before were proposed. Such sentences were phrased as follows:

• I’d rather ask my friends for advice about restaurants, and go with them

to the restaurants they suggest (question 2a, mapping to situation 1).

• I’d rather be suggested at first a pleasant company, and then a restau-

rant which could be suitable for the group as a whole (question 2b,

mapping to situation 2).

• I’d rather be suggested at first some restaurant I might like, and then a

146



4.7. MAIN EVALUATION PHASE: ARTURO’S SUGGESTIONS

group of friends who might also appreciate such a restaurant (question

2c, mapping to situation 3).

• I’d rather be suggested the best possible compromise between a good

restaurant and a good company, taking into account my preferences

for restaurants and for possible group members, as well as restaurant

preferences of the group members themselves. No priority is assigned

a priori to either the restaurant or the company aspect (question 2d,

mapping to situation 4).

The experimental subjects were asked to express how much each sentence

describes a situation they experience in their everyday life, using a 5-point

Likert scale.

Finally, we also prompted users to freely express their comments about

any aspect of the experimental evaluation (question 3 ).

Experimental task. Experimental subjects were sent a standard invita-

tion message to the main phase of the experimental evaluation. The message

contained general instructions and a personalized web address, where they

could access specific instructions for the main phase of the experimental eval-

uation and their four lists of personalized double-sided recommendations.

Subjects assigned to groups other than the control one were asked to

imagine they were facing a specific situation (corresponding to a certain type

of double-sided recommendation problem). For example, subjects assigned

to the first group (situation 1) were given such instructions:

“Imagine you are looking for a good restaurant where you can dine some of

your friends. You really want to make the “right” choice, but you feel you are

not a restaurant expert and you are unsure about your friends’ preferences.

You are wondering what the others would do, if they were you.”

All subjects were assigned the same experimental task: they were asked

to evaluate at least the first ten recommendations (if available) in each list,

using the corresponding Likert scales. They were also asked to complete the

final survey.
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4.7.1 Results

All 29 subjects who had taken part to the opinion gathering phase accepted

to participate also in the main phase. Of these, only three did not complete

the evaluation of all four recommendation lists and did not fill in the final

questionnaire.

Considering only overall recommendation usefulness, 347 evaluations were

collected for the no-priority method, 41 for the group-priority method, 284

for the item-priority method and 294 for the social comparison-based method

(of these, 272 were positive recommendations and only 22 were negative rec-

ommendations). Remember that all user evaluations were expressed using a

5-point Likert scale.

Table 4.2 presents a summary of the number of evaluations we collected

for each recommendation aspect (overall, recommended restaurants, recom-

mended groups) distinguishing among the four methods. Notice that, in the

case of item-priority method, the number of evaluations collected for the

first and especially the second group are far less than those for the suggested

restaurant: in some cases, in fact, only one group or no group could be rec-

ommended, because nobody in the social network of the target user would

appreciate the suggested restaurant.

Usefulness of Double-sided recommendations. As a first goal, we

wanted to determine if Double-sided recommendations are perceived as a

useful service by the experimental subjects.

Table 4.3 presents the frequency distribution and descriptive statistics for

the first question of the final questionnaire (“Do you like the idea of receiving

suggestions which consist of a restaurant and a group of people you could

dine?”), which aimed at assessing user’s opinion about double-sided recom-

mendations (with specific reference to the use case domain). Results tell us

that most subjects were positively impressed by double-sided recommenda-

tions. Their average evaluation, 4,38, is definitely good; moreover, 88,4%
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Overall First
restau-
rant

Second
restau-
rant

First
group

Second
group

No-priority 347 346 (n.a.) 346 (n.a.)
Group-
priority

41 41 41 41 (n.a.)

Item-priority 284 284 (n.a.) 231 129
Social Com-
parison

294 272 (n.a.) 272 (n.a.)

(pos: 272;
neg: 22)

(pos: 272;
neg: n.a.)

(pos: 272;
neg: n.a.)

Table 4.2: Number of collected evaluations

of subjects expressed a clearly positive opinion, assigning double-sided rec-

ommendations a rating of 4 or 5 (the highest possible rating, which also

represents the mode). Only 7,7% of subjects were indifferent and only 3,8%

(corresponding to a single individual) expressed a negative opinion.

A further confirmation of double-sided recommendation usefulness comes

from user evaluations of recommendations themselves. Table 4.4 reports the

frequency distribution and descriptive statistics for user evaluations of 1)

double-sided recommendations as a whole, 2) first recommended restaurant

and 3) first recommended group, considering all four methods. In this case,

we chose to consider only the first recommended group and restaurant, since

not all methods recommend more than one option. The average evaluation

of all three aspects (3,88 for the overall evaluation, 3,81 for the restaurant

evaluation and 3,83 for the group evaluation) is actually good, as well as the

median and mode. Most users perceived the double-sided recommendations

they were provided with as clearly useful (positions 4 and 5 on the Likert

scale): 67,4% in the case of overall evaluations, 64,2% in the case of restaurant

evaluations and 61,7% in the case of group evaluations.

Finally, free comments provided in the final questionnaire (question 3)

were also positive. In particular, some users expressed appreciation for the
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Distribution 1 – 0%
2 – 3,8%
3 – 7,7%
4 – 34,6%
5 – 53,8%

Mean 4,38
Median 5
Mode 5
St. dev. 0,80
Variance 0,65
Min 2
Max 5

Table 4.3: Frequency distribution and descriptive statistics for question 1
(user evaluation of double-sided recommendation)

Overall First restaurant First group
Distribution 1 – 3% 1 – 4,3% 1 – 1,9%

2 – 6,2% 2 – 7,2% 2 – 11,0%
3 – 23,4% 3 – 24,3% 3 – 25,4%
4 – 34,6% 4 – 31,4% 4 – 25,5%
5 – 32,8% 5 – 32,8% 5 – 36,2%

Mean 3,88 3,81 3,83
Median 4 4 4
Mode 4 5 5
St. dev. 1,03 1,10 1,10
Variance 1,07 1,22 1,20
Min 1 1 1
Max 5 5 5

Table 4.4: Frequency distribution and descriptive statistics (whole data set)
for all recommendation methods
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recommendations they received, saying that they were planning to actually

try them. One of such users also underlined that she liked the recommenda-

tions she received because of their novelty, since they actually suggested her

new options for organizing a dinner with her friends. One other user loved

the fact that part of the recommendations seemed to give more importance to

his preferences for restaurants, while others seemed to aim at recommending

groups he would like the most (as it actually is), so that he could choose the

most appropriate suggestions based on the occasion and his major interest

(whether for restaurant or group) at a certain moment.

Performance of double-sided recommendation methods. As a second

goal, we wanted to separately assess and comparatively evaluate the four

proposed methods.

In Table 4.5, 4.6, 4.7 and 4.8 we report the frequency distribution and

descriptive statistics for each method, considering both the whole data set

(left columns) and the data related to the control situation, where no descrip-

tion of the type of double-sided recommendation problem users are facing is

provided (right columns). In both cases, the average evaluations of all three

aspects are definitely positive and close to 4 for all methods. Only a small

number of recommendations were not considered useful: for example, if we

consider the whole data set and focus on the overall evaluation, these were

always less than 10%. Based on these results, we can confirm our hypothe-

sis that all four methods we devised can actually provide reasonably useful

double-sided recommendations and could therefore be exploited to solve a

generic instance of the double-sided recommendation problem.

Comparison among double-sided recommendation methods. Not

all methods, however, seem to perform equally well on all aspects. Both

considering the whole data set and the data from the control condition, the

group-priority method performs the best with respect to all aspects. We

can imagine various explanations for this result: either the group is actually

more relevant than the restaurant when planning to dine out (at least to
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All data Control condition
overall first restaurant first group overall first restaurant first group

Distribution 1 – 3,2% 1 – 5,8% 1 – 2% 1 – 0% 1 – 0% 1 – 2,8%
2 – 6,6% 2 – 6,9% 2 – 11,3% 2 – 0,9% 2 – 0,9% 2 – 16,8%
3 – 23,1% 3 – 24% 3 – 27,5% 3 – 32,4% 3 – 28% 3 – 29%
4 – 35,4% 4 – 30,9% 4 – 22% 4 – 34,3% 4 – 31,8% 4 – 21,5%
5 – 31,7% 5 – 32,4% 5 – 37,3% 5 – 32,4% 5 – 39,3% 5 – 29,9%

Mean 3,86 3,77 3,81 3,98 4,09 3,59
Median 4 4 4 4 4 4
Mode 4 5 5 4 5 5
St. dev. 1,04 1,15 1,12 0,83 0,84 1,17
Variance 1,08 1,31 1,25 0,69 0,71 1,36
Min 1 1 1 2 2 1
Max 5 5 5 5 5 5

Table 4.5: Frequency distribution and descriptive statistics (whole data set and control situation) for the
no-priority method
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All data Control condition
overall first restaurant first group overall first restaurant first group

Distribution 1 – 2,4% 1 – 0% 1 – 2,4% 1 – 0% 1 – 0% 1 – 0%
2 – 4,9% 2 – 2,4% 2 – 7,3% 2 – 0% 2 – 0% 2 – 11,1%
3 – 14,6% 3 – 24,4% 3 – 14,3% 3 – 22,2% 3 – 22,2% 3 – 22,2%
4 – 34,1% 4 – 41,5% 4 – 31,7% 4 – 33,3% 4 – 33,3% 4 – 22,2%
5 – 43,1% 5 – 31,7% 5 – 43,9% 5 – 44,4% 5 – 44,4% 5 – 44,4%

Mean 4,12 4,02 4,07 4,22 4,22 4
Median 4 4 4 4 4 4
Mode 5 4 5 5 5 5
St. dev. 1 0,82 1,06 0,83 0,83 1,12
Variance 1,01 0,67 1,12 0,69 0,69 1,25
Min 1 2 1 3 3 2
Max 5 5 5 5 5 5

Table 4.6: Frequency distribution and descriptive statistics (whole data set and control situation) for the
group-priority method
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All data Control condition
overall first restaurant first group overall first restaurant first group

Distribution 1 – 4,2% 1 – 4,6% 1 – 2,6% 1 – 1% 1 – 2% 1 – 0%
2 – 4,6% 2 – 4,9% 2 – 13,4% 2 – 1% 2 – 0% 2 – 9%
3 – 26,1% 3 – 23,9% 3 – 26,4% 3 – 37,8% 3 – 33,7% 3 – 21,8%
4 – 35,2% 4 – 33,1% 4 – 30,7% 4 – 26,5% 4 – 22,4% 4 – 29,5%
5 – 29,9% 5 – 33,5% 5 – 26,8% 5 – 33,7% 5 – 41,8% 5 – 39,7%

Mean 3,82 3,86 3,66 3,91 4,02 4
Median 4 4 4 4 4 4
Mode 4 5 4 3 5 5
St. dev. 1,05 1,08 1,09 0,92 0,97 0,91
Variance 1,10 1,17 1,19 0,85 0,95 0,82
Min 1 2 1 1 1 3
Max 5 5 5 5 5 5

Table 4.7: Frequency distribution and descriptive statistics (whole data set and control situation) for the
restaurant-priority method
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All data Control condition
overall first restaurant first group overall first restaurant first group

Distribution 1 – 1,7% 1 – 2,9% 1 – 1,1% 1 – 1,1% 1 – 0% 1 – 2,3%
2 – 7,5% 2 – 10,7% 2 – 9,2% 2 – 9,7% 2 – 10,5% 2 – 11,6%
3 – 22,4% 3 – 25% 3 – 23,5% 3 – 22,6% 2 – 24,4% 2 – 30,2%
4 – 33% 4 – 28,7% 4 – 24,6% 4 – 34,4% 2 – 30,2% 2 – 20,9%
5 – 35,4% 5 – 32,7% 5 – 41,5% 5 – 32,3% 2 – 34,9% 2 – 34,9%

Mean 3,93 3,78 3,96 3,87 3,9 3,74
Median 4 4 4 4 4 4
Mode 5 5 5 4 5 5
St. dev. 1,01 1,11 1,06 1,01 1,01 1,13
Variance 1,03 1,22 1,12 1,03 1,01 1,28
Min 1 2 1 1 2 1
Max 5 5 5 5 5 5

Table 4.8: Frequency distribution and descriptive statistics (whole data set and control situation) for the
social comparison-based method
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our experimental subjects), or the fact that this recommendation method

generates a smaller number of suggestions avoids that less satisfactory options

are also proposed to users. It is interesting to notice that perceived usefulness

of group-priority recommendations is the highest also as far as the suggested

restaurant is concerned, which might seem a little surprising if we consider

that the target user’s preferences for restaurants are given the same weight as

those of the other group members (as in traditional group recommendations).

However, this can be explained by the fact that the experimental subjects

may have also taken into account the preferences of the other group members

(which were clearly reported in presenting recommendations) in assessing

the usefulness of the recommended restaurants, so that restaurants which

are reasonably suitable for a group the target user likes are considered very

useful suggestions, even if they might not correspond to the target user’s

preferred options.

Table 4.9 reports the frequency distribution and descriptive statistics for

questions 2a-2d of the final questionnaire, where users were asked to assess

how much the four proposed scenarios, corresponding to different types of

double-sided recommendation problems, reflected situations they experienced

in their real life. Our explanation that subjects tend to privilege the choice

of the group when they are planning to dine out is supported by the fact that

they tended to agree the most with question 2b, which refers to the scenario

where suggestions are provided by first determining a pleasant group, and

then identifying a restaurant option which takes into account the preferences

of all members (see also Figure 4.8). Notice that nobody expressed a rating

lower then “3” for this question. Furthermore, an examination of the raw

data highlights that only two users (out of 26) rated the scenario correspond-

ing to question 2c, where a suitable restaurant is chosen at first, as much as

the one described in question 2b, and nobody rated it higher.

An analysis of variance was performed in order to understand if rec-

ommendation methods actually have a significant effect on the perceived
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Question 2a Question 2b Question 2c Question 2d
Distribution 1 – 0% 1 – 0% 1 – 15,4% 1 – 3,8%

2 – 0% 2 – 0% 2 – 30,8% 2 – 11,5%
3 – 19,2% 3 – 3,8% 3 – 38,5% 3 – 42,3%
4 – 50% 4 – 42,3% 4 – 11,5% 4 – 26,9%
5 – 30,8% 5 – 53,8% 5 – 3,8% 5 – 15,4%

Mean 4,12 4,50 2,58 3,38
Median 4 5 3 3
Mode 4 5 3 3
St. dev. 0,71 0,58 1,03 1,02
Variance 0,51 0,34 1,05 1,05
Min 3 3 1 1
Max 5 5 5 5

Table 4.9: Frequency distribution and descriptive statistics for questions 2a-
2d

Figure 4.8: Frequency distribution for questions 2a-2d
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Dependent variable F Significance
Overall evaluation 1,331 no
First restaurant evaluation 0,932 no
First group evaluation 3,981 yes

Table 4.10: One-way ANOVA for the whole data set, with p = 0,05. Factor:
recommendation method

usefulness of double-sided recommendations. Again, we took into considera-

tion the perceived usefulness of the recommendation as a whole, of the first

recommended restaurant and of the first recommended group. Results of

one-way ANOVA on the whole data set, with p = 0,05, are shown in Table

4.10. Only the perceived usefulness of the recommended group differs sig-

nificantly across different recommendation methods, while the differences in

the other aspects are not significant (i.e., the four recommendation methods

can be considered equally good). We can assume that group-priority method

capacity to recommend significantly better groups than the other methods

(in particular, it outperforms item-priority method) has a positive impact

on the other recommendation aspects, even if the four methods do not differ

significantly at these levels.

Effect of double-sided recommendation problem type (externally

provided problem definition). We hypothesized that the performances

of the four proposed methods vary according to the specific instance of the

double-sided recommendation problem users are facing. In particular, we ex-

pected that social comparison-based recommendations would perform better

in connection with situation 1, group-priority to situation 2, item-priority to

situation 3 and no-priority to situation 4. In order to verify our hypothesis,

we compared, on the one hand, the performances of the four recommendation

methods, given a certain situation, and, on the other hand, the performances

of a given recommendation method across the various situations.

Considering only the data which refer to situation 1 (see Figure 4.9), the

best performing method is group-priority, as with the whole dataset. Social
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Figure 4.9: Average usefulness of the four recommendation methods in situ-
ation 1

Dependent variable F Significance
Overall evaluation 0,877 no
First restaurant evaluation 1,535 no
First group evaluation 3,904 yes

Table 4.11: One-way ANOVA for situation 1 data, with p = 0,05. Factor:
recommendation method

comparison-based recommendations, however, perform consistently above av-

erage, showing that this method is well suited for this situation. Notice that

both group-priority and social comparison-based methods give high priority

to the preferences of the target user’s contacts, and it is therefore not sur-

prising that they both perform very well in a situation where social aspects

are stressed. Conversely, the performance of item-priority and no-priority

methods is less satisfying, although still positive.

Results of one-way ANOVA, with p = 0,05 (see Table 4.11) show that, also

in this situation, only the perceived usefulness of the recommended group

differs significantly across different recommendation methods.

Considering only the data which refer to situation 2 (see Figure 4.10),

group-priority method is -as expected- the best performing one if we con-
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Figure 4.10: Average usefulness of the four recommendation methods in
situation 2

sider the overall recommendation evaluation. On the contrary, the average

evaluation of the first group recommendation is unexpectedly low (actually,

this is the lowest average group evaluation for this method, considering all

situations): however, this result is due to a very low score for a single group,

which we can consider an outlier. In fact, such a group was generated for

a user who performed very few social actions on Facebook, which are likely

not to reflect accurately the strength of her relationships. Also in this situ-

ation, social comparison-based method performs above average with respect

to all three recommendation aspects. Again, this might be due to the fact

that the way situation 2 was presented tended to highlight the importance

of the preferences of other users. Also in this case, the perceived usefulness

of the recommended group differs significantly across the recommendation

methods, while there are no significant differences, as far as the other two

recommendation aspects are concerned. See results of one-way ANOVA, with

p = 0,05 in Table 4.12.

Considering only the data from situation 3 (see Figure 4.11), item-priority

recommendation actually performs above average both considering the over-
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Dependent variable F Significance
Overall evaluation 0,877 no
First restaurant evaluation 1,535 no
First group evaluation 3,904 yes

Table 4.12: One-way ANOVA for situation 2 data, with p = 0,05. Factor:
recommendation method

Figure 4.11: Average usefulness of the four recommendation methods in
situation 3

all evaluation and the first suggested restaurant evaluation, and only little

below average as for the first recommended group evaluation. In this case,

item-priority recommendation actually performs the best as far as the first

recommended restaurant evaluation is concerned. Group-priority recommen-

dation still performs the best as far as the overall evaluation and the group

evaluation are concerned. If we consider the results of one-way ANOVA,

with p = 0,05 (see Table 4.13), both the overall evaluation and the perceived

usefulness of the first recommended restaurant differ significantly across dif-

ferent recommendation methods, while there are no significant differences in

the perceived usefulness of recommended groups.

Finally, considering the data from situation 4 (see Figure 4.12), we notice

that social comparison-based method performs consistently above average
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Dependent variable F Significance
Overall evaluation 4,456 yes
First restaurant evaluation 8,207 yes
First group evaluation ,095 no

Table 4.13: One-way ANOVA for situation 3 data, with p = 0,05. Factor:
recommendation method

Figure 4.12: Average usefulness of the four recommendation methods in
situation 4

and has the highest evaluation for overall evaluation. No-priority method,

which is expected to perform particularly well in this situation, actually

achieves the second best result as far as the overall evaluation is concerned,

even if it is outperformed by both group-priority and social comparison-based

methods if we consider all three aspects. The results of one-way ANOVA,

with p = 0,05 (see Table 4.14) show that both the overall evaluation and

the perceived usefulness of the first recommended group differ significantly

across different recommendation methods, in this situation.

In order to obtain a better insight of the relationship between input sit-

uation and recommendation method, we compared how each of the four

proposed methods performs across the five input situations (considering also

the control condition).
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Dependent variable F Significance
Overall evaluation 2,994 yes
First restaurant evaluation 2,209 no
First group evaluation 6,004 yes

Table 4.14: One-way ANOVA for situation 4 data, with p = 0,05. Factor:
recommendation method

Figure 4.13: Average usefulness of group-priority method in the five condi-
tions

Group-priority method, which was found to achieve the highest perfor-

mance when focusing on the whole data set, actually performed very well in

all input situations, with no significant differences among them (see Figure

4.13 and the results of one-way ANOVA, with p = 0,05 in Table 4.15).

Item-priority method achieves its best performance in situation 3, where

experimental subjects were asked to focus on finding a good restaurant, as

expected (see Figure 4.14). Also notice that this method obtained the least

satisfying evaluations in situation 1, where focus was on taking into account

the preferences of others and confronting with them. In this case, the results

of one-way ANOVA, with p = 0,05, are significant for all three aspects: overall

evaluation, restaurant evaluation and group evaluation (see Table 4.16).
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Dependent variable F Significance
Overall evaluation 1,0946 no
First restaurant evaluation 5,691 no
First group evaluation 8,311 no

Table 4.15: One-way ANOVA for group-priority method data, with p = 0,05.
Factor: condition

Figure 4.14: Average usefulness of item-priority method in the five conditions

Dependent variable F Significance
Overall evaluation 4,036 yes
First restaurant evaluation 5,691 yes
First group evaluation 8,311 yes

Table 4.16: One-way ANOVA for item-priority method data, with p = 0,05.
Factor: condition
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Figure 4.15: Average usefulness of social comparison-based method in the
five conditions

Dependent variable F Significance
Overall evaluation 5,028 yes
First restaurant evaluation 7,505 yes
First group evaluation 3,796 yes

Table 4.17: One-way ANOVA for social comparison-based method data, with
p = 0,05. Factor: condition

As for social comparison method, average perceived usefulness evaluations

are the highest in situations 4 and 2 and only average in situation 1, which

specifically focused on social comparison (see Figure 4.15). In this case, per-

ceived usefulness evaluations differed significantly across the five situations

for all three aspects (see Table 4.17).

Finally, no-priority method cannot be associated to a single situation

which it suits the best, but achieves relatively better performances on differ-

ent aspects in different situations (see Figure 4.16). In particular, it obtains

the highest overall evaluations in situations 2 and 3, the highest restau-

rant evaluation in situation 4 and the highest group evaluation in situation

2. Apart from situation 4, it usually recommends more useful groups than

restaurants. Notice that it consistently achieves the lowest performance in
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Figure 4.16: Average usefulness of no-priority method in the five conditions

Dependent variable F Significance
Overall evaluation 7,069 yes
First restaurant evaluation 7,030 yes
First group evaluation 8,454 yes

Table 4.18: One-way ANOVA for no-priority method data, with p = 0,05.
Factor: condition

situation 1, where focus is on social aspects (e.g., confronting with the opin-

ions of other individuals). Also in this case, differences across the five situa-

tions are found to be significant for all three aspects (see Table 4.18).

If we consider the results of both the analyses (performances of the four

recommendation methods, given a certain situation; performances of a given

recommendation method across the various situations) we can observe that

group-priority always performs very well -actually, it is the best method

in all situations, apart for situation 4, where it is outperformed by social

comparison method, and its performances do not significantly differ across

situations. If we focus on a certain situation, it can be observed that the

methods we expect to have the best performance actually perform better:

if we focus on the overall evaluation, the expected methods are always at
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least second best. If we focus on a certain method, we can observe that

item-priority method actually performs especially good in situation 3, which

confirms our expectations. Group-priority method, as we remarked before,

performs equally well in all situations. On the contrary, social comparison-

based and no-priority methods provided unexpected results. In fact, they

both perform better in situations other than those we hypothesized. No-

priority method performs the best, and equally well, in situations 2 and 3,

which can be explained by the fact that, in no-priority method, some of the

recommendations are good for the suggested restaurants, and some others

for the group. Social comparison instead obtains its highest evaluations in

association with situation 4, confirming the results of the previous analysis,

where social comparison-based method proved to be the best performing

recommendation method in such a situation. On the whole, our hypothesis

can be only partially confirmed: there is actually some association between

recommendation methods and input situations; however, it is not so clearly

defined as it was expected. In particular, we found that:

• one recommendation method, group-priority, performs especially well

in almost all situations;

• social comparison-based method, although performing fairly in situa-

tion 1, seems to be especially associated to situation 4 (where no special

priority is assigned to either restaurant or group).

• no-priority method, although performing fairly in situation 4, tends

to perform better in other situations and cannot therefore be clearly

associated to it.

We can try to provide several explanations for these results. In the first

place, we have already observed that users tend to give more importance

to the group, rather than to the restaurant, when planning to dine out (see

answers to the final questionnaire). Since situations were only described by

means of short briefing sentences, which were left somehow vague in order
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not to influence experimental subjects in their evaluations of recommendation

usefulness, it is likely that users interpreted the proposed situations in the

light of their personal way of framing the double-sided recommendation prob-

lem, either giving more importance to the group aspect, when no priority was

specified, or partially overwriting the briefing sentences (e.g., subjects might

have “forgotten” the externally provided situation description and evaluated

the provided recommendations according to their usual criteria). In Situa-

tion 4, for example, where no priorities were explicitly assigned to either the

group or the restaurant, users might have judged the recommendations they

were provided with based on their usual criteria, thus preferring recommen-

dations generated with other methods (which might privilege their favourite

aspect), rather than no-priority recommendations, since these might often

be compromises which do not perfectly satisfy either aspect. As for social-

comparison based method, it performed quite well in almost all situations,

and almost the same arguments we used to explain group-priority method

performance which make reference to users prioritizing social aspects can

be applied here, too. Thus, its special association to situation 4 might be

simply explained by the fact that, lacking externally-defined priorities, users

again privileged social aspects, or by the fact that, being the situation a bit

vague, with no indications about the more important aspect, experimental

subjects found themselves facing a typical situation where social comparison

is needed.

Effect of double-sided recommendation problem type (personal

problem framing). As stated in our hypotheses, we also expected that

the performances of the four methods vary according to the way the exper-

imental subjects tend to frame the double-sided recommendation problem,

independently of externally provided problem definitions. We explored this

aspect in questions 2a-2d of the final questionnaire (see Table 4.9 and Figure

4.8).

We anticipated in our previous discussions that subjects tended to agree
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the most with the scenario proposed in question 2b (and corresponding to

situation 2) where suggestions are provided by first determining a pleasant

group, and then identifying a restaurant option for the group as a whole. In

fact, if we examine the corresponding frequency distribution, we can notice

that more than half of the subjects actually chose a rating of “5”, indicating

maximum agreement, for this situation, and most of the remaining ones

chose the second highest rating, “4”. Only 3,8% of the subjects chose the

average score and -what is very interesting- nobody chose a lower score.

Thus, we can conclude that all subjects happen to experience the double-

sided recommendation problem as a matter of first deciding with whom they

would like to dine, and then finding a suitable restaurant.

Subjects also expressed a strong agreement for the scenario proposed in

question 2a (and corresponding to situation 1), where restaurant suggestions

are provided by their friends and a group can be determined based on who

suggested what. Also in this case, we can observe that no subject expressed

disagreement with the proposed scenario. However, most subjects chose a

rating of “4”, and the mean value, 4,12, is slightly lower than for question

2b.

On the contrary, the subjects’ opinions with respect to the scenarios pro-

posed in questions 2c (where a suitable restaurant for the target user is

suggested at first, and then a group of his/her contacts is selected who could

also appreciate such a restaurant) and 2d (where suggestions are generated by

finding the best possible compromise between a good restaurant and a good

group) range from 1 (minimum agreement) to 5 (maximum agreement). If

we observe Figure 4.8, however, we can notice that the frequency distribu-

tions for these two questions are quite different: in the case of question 2c, in

fact, most subjects disagreed or were indifferent with respect to the proposed

scenario, while, in the case of question 2d, most subjects were indifferent, but

a large part of them still agreed with the corresponding scenario.

As remarked before, the observed user preferences for the framing of the
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Figure 4.17: Comparison between the performance of a double-sided recom-
mendation method (average usefulness) and average user agreement with the
corresponding scenario

double-sided recommendation problem can contribute to explain the better

performance of the recommendation methods which prioritize social aspects,

namely social-comparison based method and group-priority method. More

specifically, we expected that the performance of social comparison-based

recommendation method is connected to user agreement with the scenario

proposed in question 2a (which maps to situation 1), the performance of

group-priority method to user agreement with the scenario proposed in ques-

tion 2b (situation 2), the performance of item-priority method to user agree-

ment with the scenario proposed in question 2c (situation 3), and the perfor-

mance of no-priority method to user agreement with the scenario proposed

in question 2d (situation 4). If we observe Figure 4.17, we can notice that

the values representing the average performance of the four recommenda-

tion methods are quite close to those representing user average agreement

with the corresponding situations, although user agreement with situation

3 (question 2c) is much lower than the average usefulness of item-priority

recommendations.
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Figure 4.18: Relationship between the performance of a double-sided rec-
ommendation method (average usefulness for each user) and user agreement
with the corresponding scenario

In order to further investigate this issue, we performed a correlational

study. Although we obtained a high value of r (0.82), the relationship be-

tween the average usefulness of recommendations generated with a certain

method and the average user agreement with the corresponding scenario can-

not be considered significant. On the contrary, we found that the average

usefulness of recommendations generated with a certain method and for a

certain user is positively, although weakly, related to the level of agreement

of such a user with the scenario which maps to the corresponding situation

(r=0.226, with p = 0,05, see Figure 4.187). Weakness of this relationship

can be explained by: i) the difference in the granularity of the two vari-

ables (while user level of agreement is expressed with 1-5 integers, measures

of average usefulness are accurate to the second decimal place), and ii) the

effect of the specific instance of the double-sided recommendation problem

users are facing as part of the experimental task (externally provided problem

7In the scatterplot, the position of each point is determined according to: average
usefulness of the recommendations provided to a certain user u with method m (x-axis),
and level of user u’s agreement with the scenario corresponding to method m, according
to our hypothesis (y-axis)
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definition).

Even if our results do not allow us to definitely confirm our hypothesis,

they still support us in affirming that the way the experimental subjects

tend to frame the double-sided recommendation problem has an influence

on the performances of the four recommendation methods, thus helping to

explain them. In particular, users who tend to frame the double-sided recom-

mendation problem in a certain way will also tend to find recommendations

provided with the corresponding method more useful; for instance, users who

often frame such a problem as a matter of asking their friends for advice and

then going with them to the suggested restaurant will find recommendations

provided with the social-comparison based method very useful.
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5
Conclusion

In this thesis, we have introduced the idea of double-sided recommendations,

i.e. recommendations consisting of an item and a group of people with whom

such an item could be consumed, and where the choices of suitable items

and groups are deeply interconnected. Although the task of generating item

recommendations for single target individuals has been widely explored in

the literature, and several examples exist of systems which are capable of

suggesting items to a group, on the one hand, or groups to join to a certain

individual, on the other hand, the need for double-sided recommendations

was still unanswered.

We have proposed a framework for generating double-sided recommen-

dations which consists of four different recommendation methods (social

comparison-based, group-priority, item-priority and no-priority), correspond-

ing to as many specific instances of the general double-sided recommendation

problem we have identified.

All four methods were implemented as Java modules. Due to its strong

“social” characterization, the restaurant domain was chosen as a use case

and the recommendation modules were made to dialogue with an exisiting

restaurant recommender system, iFOOD, in order to gain access to informa-

tion about user preferences in such a domain and to restaurant-related user

generated contents. A dedicated interface was designed to present double-

173



CHAPTER 5. CONCLUSION

sided recommendations to users.

An experimental evaluation was carried out with the twofold aim of val-

idating the idea of double-sided recommendations and comparing the per-

formances of the four proposed solutions, testing our hypothesis that they

vary according to the type of double-sided recommendation problem users

are facing -which may be determined by either contextual and occasional

elements, or personal preferences.

Results show that experimental subjects appreciated the possibility of re-

ceiving suggestions consisting in a restaurant and a group of people to dine

with, thus validating the idea of double-sided recommendations, at least with

respect to our use case domain. Moreover, the average user evaluation of

recommendation usefulness -considering restaurant and group aspects sepa-

rately, as well as double-sided recommendations on the whole- was definitely

positive.

Taking into account the recommendations generated with each method

separately, we found that all four proposed methods are actually capable

of providing useful suggestions. Group-priority method, however, generates

significantly better group recommendations and achieves the best perfor-

mance also as far as restaurant and overall recommendation usefulness are

concerned, consistently with the fact that, in the final questionnaire, sub-

jects expressed a stronger agreement with a situation where double-sided

recommendations are determined by first selecting a pleasant group and then

identifying a suitable option for the group as a whole.

We studied the effect of double-sided recommendation problem types on

recommendation method performances by first considering the impact of an

externally provided problem definition, and then investigating the way sub-

jects tend to frame such a problem in their everyday life.

As for externally provided problem definitions, our hypothesis that the per-

formances of the four proposed methods vary according to the specific in-

stance of the double-sided recommendation problem users are facing (and
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that each method is associated to a specific problem type) can only be par-

tially confirmed. Actually, we observed that, focusing on a certain problem

type, the method we expect to have the best performance actually performs

relatively better (considering that group-priority method achieves the best

results with respect to almost all problem types). However, confronting the

performances of the four methods across different problem types, we found

that social comparison-based and no-priority methods both performed rela-

tively better with respect to other problem types than those we hypothesized.

The connection between externally provided problem definition and method

performance, although certainly present, seems to be not so clearly defined

as it was expected.

As for the way subjects tend to frame the double-sided recommendation

problem, our results seem to support the idea that it is actually related to

the performances of the four recommendation methods, although they do not

yet allow us to statistically confirm our hypothesis.

We believe that the results we obtained can be interesting to designers of

recommender systems.

First, we showed that double-sided recommendations are a novel and useful

service: as a consequence, they could be integrated in recommender systems

which deal with items which are consumed by groups as often as by individ-

uals (e.g., movies, cultural events or concerts)

As for the specific recommendation methods to use, we found that group-

priority method has a particularly satisfying performance, in accordance with

user tendency to privilege the choice of a good group over that of a good item,

at least in our use case domain. Thus, such a method could be used safely

both if it is known that contextual elements and/or personal preferences will

determine a specific scenario for group-priority recommendations, and as a

default option, independently of the double-sided recommendation problem

users are facing. The other methods might be used, alone or in conjunction

with group-priority method, if it is known that users are facing the specific
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instance of double-sided recommendation problem they were designed for.

However, based on our results, we expect that users in need of double-sided

recommendations in the restaurant domain will relatively rarely face a sit-

uation where they prefer to privilege the item aspect, or where they want

to assign the same importance to item and group aspects. Further research

is required in order to investigate the extendability of these results to other

domains.

An important issue which should be dealt with in future work regards how

to determine which type of double-sided recommendation problem users are

facing -an issue which is related, as we have just explained, to the choice of

the recommendation method, or mix of recommendation methods, to adopt.

We suggest some options which might be further explored. First, users might

explicitly express how relevant different types of double-sided recommenda-

tion problems are to them, similarly to what our subjects did in the final

questionnaire. Second, the system might try to infer the type of double-

sided recommendation problem for which users need suggestions from user

actions and feedback on recommendations. For example, all four recom-

mendation methods might at first equally contribute to the generation of a

recommendation list. Notice that, in this case, attention should be paid to

avoid duplicate recommendations, since more than one method might gen-

erate the same suggestion. The likelihood of different problem types might

be derived from user feedback on the recommendations generated with the

corresponding method, and methods themselves might be assigned different

weights in order to tune their importance in generating future recommenda-

tion lists, as a consequence. Alternatively, recommendations might be gen-

erated with a default method (for example, according to our results, group-

priority method) in the first place, and users might be allowed to dynamically

change the method in use by indicating which criterion they are more inter-

ested in at a certain moment (for example, they might choose among “my

contact’s opinions”, “my preferences for groups”, “my preferences for items”

176



and “a combination of my preferences for items and groups”). Based on user

selections the system might also decide to change the default method, or to

use a combination of methods as a default, for a certain user. Finally, the

system might try to determine the problem type according to user actions

which are not directly related to double-sided recommendations: for exam-

ple, it might infer that certain users privilege the item aspect if they often

use and appreciate “traditional” item recommendations (provided that the

system deals with both traditional and double-sided recommendations), or it

might analyze the quantity and quality of user actions on contents and users

in order to understand in which aspect users are more interested.

Based on our results, we believe that other issues should also be treated

in future work. In particular, recommendation of groups which are built on-

the-fly is itself a relatively novel task which requires some more consideration.

Our results show that the simple methods we proposed for building groups

based on basic network analysis techniques and social rules are capable of

generating useful groups for recommendation purposes. However, a closer

examination of the raw data also shows that some of the suggested groups

were not deemed useful at all. Considering for simplicity only the cases where

item evaluation was high, we can observe two main categories based on the

effect of a “bad” group suggestion:

1. group evaluation is low, item evaluation is high, overall evaluation is

high;

2. group evaluation is low, item evaluation is high, overall evaluation is

average or low;

The fact that the low evaluation of group suggestions in the first category

does not affect the overall evaluation is only apparently surprising. In fact,

we discovered that these poorly rated group recommendations all suggested

the target users to dine their significant others, which, although being very
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accurate, is certainly not a novel -and, in this sense, useful- suggestion1. If we

consider the double-sided recommendation on the whole, however, this can

still be very useful, since it suggests to consume a good item with somebody

the target user actually likes, and the matching between the suggested item

and group can be novel and unexpected. Even if this kind of “bad” group

recommendations are not particularly troblesome in the context of double-

sided recommendations, it is still worth noting that user satisfaction with

a list of double-sided recommendations might be improved by assuring that

not all recommended groups are easily predictable options.

“Bad” group recommendations in the second category actually lower the

overall recommendation evaluation and can be therefore considered both un-

useful and inaccurate. Consequently, some strategies should be developed

in order to avoid building such groups. As a possible direction to explore,

we think that thresholds might be adopted with the aim of filtering out the

weakest relationships between target users and their contacts, thus avoid-

ing to include scarcely relevant people in the recommended groups. Notice

that the possibility of collecting and managing information about negative

relationships would be particularly useful to this purpose, allowing to filter

out people the target user actively dislikes. Threshold application might be

refined by considering the number of relationships which involve a certain

person (i.e., in network analysis terms, the number of edges incident upon

a certain node), as well as the strength of their relationship with the target

user, when deciding who can be included in recommended groups. Thus,

people who are well connected might be part of a suggested group even if

they are not particularly close to the target user.

This issue is particularly important for item-priority recommendation method,

which was found to have the lowest performance as far as the group aspect

is concerned, as expected. We must consider, however, that tightening the

1Notice that not all users receiving such group suggestions considered them unuseful.
We can reasonably assume that users had different concepts of “recommendation useful-
ness”.
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requirements for group recommendation is likely to prevent the system from

building any recommendable group in some occasions. This problem might

be partially dealt with by assuring that users are made aware of such thresh-

olds and are allowed to disable them.

In this thesis, we have only considered how relevant the suggested group

members are to the target user in order to determine a recommendation score

for the group. However, it is very likely that relationship type and strength

between pais of group members has an impact on overall group quality, both

from the target user’s and from the group members’ point of view. In fact,

target users might prefer not to meet two friends of theirs together, if they

know they do not get on well with each other, and these friends of the target

users’ might be unlikely to ever join a group, if they know the other will be

part of it. Thus, we suggest also considering the strength of relationships

among group members in order to calculate a quality score for the recom-

mended group, and, possibly, also to filter out the weakest relationships.

Finally, as mentioned before, we used basic social network analysis tech-

niques and social rules in order to build recommendable groups. Although

these actually allowed us to obtain good results, we believe that more refined

techniques and rules can help improving the quality of recommended groups.

In particular, we think that the set of social rules we applied to build groups

from social network subcomponents should be extended. It is important to

remember, however, that the purpose of group recommendations lies in ac-

curately identifying existing subgroups in the social networks of the target

user, as well as in suggesting somehow “unexpected” group options, provided

that they are high quality and feasible.

Part of the future work in the area of double-sided recommendations

might therefore be specifically devoted to the improvement and evaluation

of methods for building groups to suggest.

Other topics which we deem should be dealt with in future work go beyond

the discussion of our results.
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First, we suggest that users might be given the possibility of critiquing

and to some extent “editing” recommendations, for example by adding or

removing group members. From the user’s point of view, this would allow to

perform some recommendation fine tuning, exploiting the system expertise

in order to obtain an immediate feedback about changes. For example, when

adding a group member, the system should update its prediction of group

quality (this is especially true if the strength of the relationships among group

members is also taken into account), determine how much the newly added

group member will like the currently recommended restaurant, update its

prediction of the average group preference for such a restaurant, and deter-

mine if there might be better restaurant recommendations for the current

group. From the point of view of the system, user refinements provide useful

information about the preferences of the target user and about the recom-

mended items and groups themselves. For example, if the target user adds a

group member, the strength of their relationship might be increased, and a

positive association might also be created between the newly added member

and all other group members (based on the fact that the target user thinks

they can be in a group together). If the target user removes a member from

a group, but expresses a positive feedback for recommendations where such

a user is suggested as part of a second, different group, a negative associa-

tion might be inferred between that user and the other members of the first

group.

Second, user personality might be taken into account when selecting or

assessing the quality of an item recommendation for the group as a whole.

In addition to considering dimensions such as assertiveness and cooperative-

ness, user openness to experience2 might also be evaluated: for example,

it can be reasonably supposed that users who are open to new experiences

will be relatively more satisfied with item recommendations which do not

2Openness to experience is one of the five broad factors which are taken into account
in the Big Five model of personality traits. See for example [57].
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perfectly match their preferences than very conservative users. Such consid-

erations might also have an impact on group composition: for example, in

item-priority recommendation method, users who are cooperative or open to

experience might be taken into account in group building even if their prefer-

ence for the currently recommended item is low. On the contrary, if a group

contains a very assertive member for whom the current item recommenda-

tion is suboptimal, an alternative group might also be built which does not

contain such a person.

Moreover, we have to point out that recommendation quality can only

be as high as the quality of the information it is based on. In our case,

information about users’ social networks was drawn from a single source,

i.e., the social networking website Facebook. We must be aware that online

social networks only approximate actual social networks, which span the

digital and physical realms: first, not all the people in the (actual) social

network of a certain user might have joined a specific online social network,

if any; second, the quality and quantity of interactions between two users

in the context of a specific social network is not necessarily proportional

to their global level of interaction. For example, two users might be very

close friends, and nevertheless interact rarely in the context of a specific

online social network. As a consequence, we suggest to integrate information

from different sources whenever possible, and to allow users to inspect and

revise system assumptions about the strength of their relationships with their

contacts, for example by means of open user models3.

Finally, the double-sided recommendation problem could be extended

to the case where recommendations generated at a certain moment depend

on recommendations generated -and accepted- in the past, with the aim

of suggesting novel options as far as both items and groups are concerned,

compensate for possible inequalities in group member satisfaction with the

3Open user models can be inspected and modified by their owners, thus allowing users
to better understand how an adaptive application makes its decisions [17].
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recommended group and item, propose recommendations which prioritize

different aspects for a change, or compensate for the exclusion of some per-

son the target user really likes from past recommended groups. This case

is similar to the generation of a sequence of recommendations, except that

many recommendations are generated at each step of the sequence, among

which the target user can choose the most suitable one, and that there is

no information about the number of steps in the sequence. We suggest that

the list of recommendations generated at each step might be adjusted tak-

ing into account previously generated recommendations and user feedback

about them. Thus, inferred or explicitly provided information about which

recommendations the target user actually accepted would be particularly

important. We think that the design of an appropriate user-recommender

system interaction, which encourages users to trust the system and use it

as a support for multiple decisions, as well as to provide feedback to system

recommendations, would be fundamental to this respect.
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