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Abstract. Several model-based reasoning tasks benefit from the

use of models at multiple levels of abstraction, where a system is de-

scribed hierarchically as a set of subsystems (which can in turn be

decomposed down to basic components). Providing models at mul-

tiple level of abstraction by hand is not an option because it would

easily lead to inconsistencies. In this paper we propose an approach

to synthesize the model of a subsystem starting from the models of

its components with the goal of making it usable for a human mod-

eller. In particular, we aim at producing a model which is reasonably

compact (thus trying to avoid redundancies) and is expressed in the

same intensional format (i.e. the same constraint language) and with

the same modelling style as the original low-level models. This ap-

proach is thought as part of a software tool for fault analysis and

diagnosis. Several tasks could in fact benefit from automated model

synthesis, in particular model validation and debugging.

1 Introduction

Models at multiple levels of abstraction or automatic model abstrac-

tion have been used in model-based reasoning for hierarchical can-

didate generation and test generation, or in general for improving

the efficiency of reasoning, across the whole history of MBR (e.g.,

[11, 3, 6, 1, 8, 10, 12]).

In this paper we address a different issue related to such multiple

models, namely the synthesis of a subsystem model from its compo-

nents models, derived as a simplification of their mere aggregation.

A main goal of this work is making the result readable for a human

modeller, to ease model validation and debugging.

The issue we deal with is related to both types of abstraction that

have been identified in MBR. The first type is structural abstraction

in the component-oriented approach, where a system is described

in terms of subsystems, which can in turn be decomposed in terms

of further subsystems, down to basic components. A second type is

behavioural abstraction, where a detailed behaviour can be mapped

to an abstract behaviour using several abstraction operators such as

value abstraction (collapsing several values of a variable to a single

one) and deletion of variables. The two types of abstraction can be

combined to provide a behavioural abstraction of a subsystem model,

based on its detailed behaviour expressed in terms of its components

models.

Our goal is to exploit a form of combined abstraction in order to

evaluate at a higher level the consequences of modelling choices at

lower levels. In fact, it is well known that “modelling is the prob-

lem” for model-based reasoning. All models are abstractions of real

behaviours; choosing the right model for a system or a component
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is difficult: on the one hand, the choice may depend on the task and

the context, while on the other hand we would like to reuse the same

component model in different contexts and the same system model

for different tasks. These contrasting goals cannot be easily recon-

ciled, as pointed out by Sachenbacher and Struss (in [10] and earlier

papers).

The fact that a model cannot reproduce the system exactly, is true

for both qualitative and quantitative models. In this paper we are

concerned with finite-domains qualitative models where modelling

involves choices such as the set of significant variables, the qualita-

tive domains for those variables, or the way to deal with dynamics,

abstracting away some or all of it.

However, the ultimate consequences of these choices on the model

of an overall system may be difficult to evaluate for the modeller.

Some form of support may be useful for debugging and validating

such models.

In modelling real-world systems we have observed that a natu-

ral way of carrying out validation and debugging is the following:

the modeller creates a subsystem by instantiating and connecting its

components. Then she tests the model for different combinations of

behaviour modes and input values; if she observes some incorrect

output she tries to find the cause in the components models in order

to see whether they can be modified to corrct the problem.

A form of support we have identified for this task consists in syn-

thesizing the subsystem model in a simplified form, for a given as-

signment of fault modes for the components, or for a whole set of

assignments (e.g. the correct mode for all components and all the

single faults within the subsystem). The model is a simplification (in

the sense of [5]) of the set of constraints for the components. It is

provided in terms of a given set of “variables of interest” (e.g. the in-

terface variables for the subsystem) and a possibly small set of other

variables. It consists of a small (ideally, minimal) set of constraints,

in the same constraint language and with the same modelling style as

the original low-level models.

This should make the resulting synthesized model readable

enough for the human modeller for an easier validation, i.e. checking

that the model provides the expected predictions at the higher level,

and debugging, i.e. if it does not provide such predictions, tracing

where the original model fails.

Thus, the goal is not to provide a minimal representation of the

subsystem model to be used in other applications, but rather a com-

pact model that the user can evaluate in order to debug the original

model.

In general, we see Model Synthesis as a part of an integrated en-

vironment for qualitative modelling, fault analysis, simulation and

diagnosis.

The rest of the paper is organized as follows: section 2 formalizes

the goal of Model Synthesis, while section 3 introduces a running

example that will be used throughout the paper to illustrate the ap-



proach. Section 4 explains our proposal for Model Synthesis, which

is organized in three steps: Constraint Filtering, Constraint Selection

and Constraint Aggregation. Section 5 presents the complete results

on the running example. Finally, section 6 discusses the approach

and outlines future work.

2 The Goal

The goal of Model Synthesis is to generate a compact description of a

subsystem behaviour from a combination of behaviour modes of its

components. The subsystem is given as a pair 〈COMPS, STRUCT〉;
each component Ci ∈ COMPS has a set of finite-domain variables

Vi, and we denote by V the set of all components variables, that is

V = V1 ∪ . . . ∪ Vn.

For each Ci we moreover fix a behaviour mode Mi, given as a set

of constraints over Vi. We do not make any specific assumption on

the constraint language used in mode definitions since the user is free

to define the constraints she prefers. However, we assume that the

constraint language contains at least the equality and inequality con-

straints. Equality constraints are also used to represent connections

between components, so that the whole subsystem can be expressed

as a set S0 of constraints.

Finally, we choose a set of variables V ′ ⊆ V , which contains the

variables that are interesting from the point of view of the subsystem.

By choosing V ′ we say that the synthesized model does not need to

constrain variables in V \ V ′, unless they are needed for relating

variables in V ′ without introducing new constraints.

As an example, suppose that V ′ = {v1, v2, v3} and V \V ′ = {t},

where all the variables have boolean values. If constraints in S0 are

t = v1 ∧ v2 and v3 = ¬t then, in order to reuse existing constraints

without introducing new ones, we need to keep t in the synthesized

model. If, on the other hand, S0 = {v3 = v1 ∧ v2, t = ¬v2} then

we do not need t, nor we need the second constraint.

A synthesized model is a subset S′ of S0 that is equivalent to S0

wrt the variables in V ′ [5]; S′ is an optimal synthesized model if

it is minimal in cardinality. Building an optimal synthesized model

would require an exhaustive search; we will use a greedy heuristic

in order to keep S′ reasonably small without of course giving up the

equivalence with S0.

3 Running Example

As an example we propose a simple subsystem that can however

show the main features of our approach. This model was developed

in a MBR experiment on a real-world application.

We consider a Hydraulic Actuation Subsystem made of a Pump,

a Pipe and an Actuator. The pump receives a command (C: 1 for
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Figure 1. Hydraulic Actuation Subsystem

pump on, 0 for pump off); if it is on, it withdraws a fluid from In and

generates a flow into the pipe and then into the actuator. When a flow

reaches the actuator the pressure extends a mobile part of the actu-

ator itself (variable E represents the extension, 1 means there is an

extension while 0 means there is not. We consider also the value −1
which represent a retraction). When there is an extension the pressure

generates also a flow towards Out.

In figure 1 each gray box represents a hydraulic interface, that is

group of hydraulic variables that are simultanously connected; more

precisely, each interface contains three variables: Q, P and R. Q rep-

resents a flow (). P represents the pressure in the circuit (). R repre-

sents some local situation of extreme pressures (). R is mainly useful

in circuits where the directions of flows can change depending on the

presence of leakages or blocks.

Thus each component has the following variables:

• Pump: C, In.Q, In.P, In.R, PUout.Q, PUout.P, PUout.R

(PUout is the interface connected to the pipe);

• Pipe: PIin.Q, PIin.P, PIin.R (PIin is the interface connected to

the pump), PIout.Q, PIout.P, PIout.R (PIout is the interface con-

nected to the actuator);

• Actuator: Ain.Q, Ain.P, Ain.R (Ain is the interface connected to

the pipe), Out.Q, Out.P, Out.R, E.

From the point of view of the subsystem, the interesting variables

are of course the external inputs and outputs, thus we have

V
′ = {C, In.Q, In.P, In.R, Out.Q, Out.P, Out.R, E}

As to behaviour modes, we will consider the nominal case, when

all components are in the ok mode. For lack of space we cannot detail

here the complete models of the components; we will however high-

light some parts of them throughout the paper in order to explain the

main features of our approach.

4 Model Synthesis

We can split the Synthesis process in three phases: Constraint Fil-

tering, Constraint Aggregation and Constraint Selection. Before

giving the details of each phase, let us give a sketch of the whole

picture. The reference for the whole process is a table Tref containing

all tuples for the variables in V ′ (called V ′-tuples) that satisfy all the

constraints in S0.

Figure 2 shows the Tref table for the Hydraulic Actuation Subsys-

tem: there are 20 ‘legal’ V ′-tuples (out of 1944 existing V ′-tuples).

The values can be interpreted as follows:

• for P variables, 0 represents pressure as in an inactive circuit, 1
represents higher pressures;

• for Q variables, −1 represents an outgoing flow, 1 represents an

incoming flow, 0 means no flow;

• for R variables, −1 represents a heavy leakage in the circuit, that

is an extremely low pressure, 0 means there is no anomaly in the

circuit, 1 represents something flow such as a closed valve or an

obstruction.

Constraint Filtering removes some trivial redundancy from S0; the

actual construction of the synthesized model is carried out by Con-

straint Selection. The idea is to start from the empty set of constraint,

satisfied by all possible V ′-tuples, and iteratively add constraints to

this set until the V ′-tuples satisfying it are the same as in Tref. We

will first detail this step, and then show why it needs to be preceded

by a Constraint Aggregation in order to guarantee correctness.



C In.Q In.P In.R Out.Q Out.P Out.R E
0 0 0 0 0 0 -1 0
0 0 0 0 0 0 0 0
0 0 0 0 0 0 1 0
0 0 0 0 0 1 -1 0
0 0 0 0 0 1 0 0
0 0 0 0 0 1 1 0
0 0 1 1 0 0 -1 0
0 0 1 1 0 0 0 0
0 0 1 1 0 0 1 0
0 0 1 1 0 1 -1 0
0 0 1 1 0 1 0 0
0 0 1 1 0 1 1 0
1 0 0 1 0 0 1 0
1 0 0 1 0 1 1 0
1 1 0 0 -1 1 -1 1
1 1 0 0 -1 1 0 1
1 0 1 1 0 0 1 0
1 0 1 1 0 1 1 0
1 1 1 0 -1 1 -1 1
1 1 1 0 -1 1 0 1

Figure 2. Tref table for the Hydraulic Actuation Subystem

4.1 Constraint Filtering

The input to Constraint Filtering is the set S0 of all constraints de-

scribing the subsystem. As described in section 2, S0 contains all

the constraints describing behaviour modes for the individual com-

ponents as well as the equality constraints describing connections

between components.

The purpose of Constraint Filtering is to remove either duplicate

constraints or constraints that are trivially satisfied in the specific

context (i.e. combination of behaviour modes) we are considering,

thus obtaining a new set of constraints S1 equivalent to S0.

In order to accomplish this task we have to generate the full subsys-

tem table, i.e. a table listing all the combinations of variables values

that satisfy S0. In this phase we take into account all variables in V .3

This makes it possible to identify:

1. constant variables, i.e. variables that in the current combination

of behaviour modes can assume only one value;

2. groups of equal variables, i.e. groups of variables in the same do-

main that in the current context always have the same values.

Initially S1 coincides with S0. Then, every occurrence of a constant

variable in S1 is substituted with the corresponding constant value. If

v ∈ V ′ is a constant variable with value c, we add to S1 a constraint

of the form v = c.

For each group of equal variables, we select a representative vari-

able v, preferring for this role variables in V ′ (if there are any). Then

every occurrence of a variable in the group is replaced by v, so that

all variables but v disappear from the set of constraints. For each

w ∈ V ′ belonging to the group and different from v we add a con-

straint v = w.

Example. The full table for the Hydraulic Actuation Subsystem al-

lows us to find out that the input flow to the pump (variable In.Q) is

always equal to the input flow of the actuator (variable Ain.Q) and

also to the extension of the actuator (variable E).

3 In an integrated modelling environment, such a table is generated also for
other fault-related analyses, such as diagnosability analysis or FMEA (Fail-
ure Mode and Effects Analysis).

We select In.Q as representative, and substitute the other two vari-

ables with it in every occurrence. For example, the actuator model

(and thus S0) contains the constraint:

(Ain.Q = 1) → (Out.P = 1)

In S1 this constraint becomes:

(In.Q = 1) → (Out.P = 1).

Then, since E belongs to V ′, we add the constraint E = In.Q. �

Once these substitutions have been carried out, we check for con-

straints that have become trivially useless. More precisely we have

that:

1. constraints whose variables have been all substituted with con-

stants are removed;

2. constraints that mention only one variable (with one or more oc-

currences) are checked in order to see if they constrain the variable

value; if not, they are removed, otherwise they are replaced with

equality or inequality constraints.

Example. The model of our actuator contains the constraint:

(AIn.Q = 1) → (E = 1)

Due to variable replacement, in S1 this constraint becomes:

(In.Q = 1) → (In.Q = 1)

The constraint now mentions only one variable (In.Q) and does not

constrain its value, thus it is removed from S1. �

4.2 Constraint Selection

The purpose of constraint selection is to build a synthesized model

S′ ⊆ S1, trying to minimize the number of constraints in S′. This

can be seen as a SET COVER problem [2]: given a finite set X and

a family F of subsets of X such that each element of X belongs to

at least one subset in F (that is, F covers X), find a minimum-size

subset C ⊆ F such that C covers X as well.

In our case the set X to be covered is the set of all V ′-tuples not

appearing in Tref, that is the V ′-tuples that must be discarded. The

family F is represented by S1: in fact, we can see each constraint

as the set of tuples discarded by it. An optimal solution would be a

minimum-size set of constraints that discards all the V ′-tuples not in

Tref.

Finding such an optimal solution is an intractable problem (SET

COVER is NP-complete); however it is well known [2] that a good

approximation algorithm for SET COVER that runs in polynomial

time is the greedy algorithm: at each step we choose the set that cov-

ers most of the uncovered elements in X.

Thus a good algorithm for building S′ is the following:

Input:

C: set of all constraints in S1.

Algorithm:

1. Start with S′ = ∅.

2. Initialize X as the set of all V ′-tuples not appearing in Tref.

3. For each constraint ci ∈ C evaluate Ai = {t ∈ X |
t satisfies ci}.

4. If, for some ci, |Ai| = |X| then C = C \ {ci}.



5. Choose ck such that |Ak| is minimum.

6. S′ = S′ ∪ {ck}.

7. X = Ak.

8. If X 6= ∅ then go to step 3.

9. Return S′.

Step 5 actually carries out the greedy choice, by selecting the con-

straint which discards more V ′-tuples. If a constraint does not dis-

card any tuple, we can assume it is either not constraining at all, or

it is subsumed by previously added constraints. In this case, the con-

straint is removed (step 4) from the pool of selectable constraints in

order to avoid unnecessary computations.

Unfortunately, as it is, this approach works only partially. More

precisely, it works only if all the constraints in S1 mention only vari-

ables in V ′, which is a rather infrequent circumstance. The problem

is that constraints mentioning variables not belonging to V ′ can eas-

ily be ‘misjudged’ in step 5, or even improperly removed in step 4.

Let us consider a very simple example that well illustrates the sit-

uation. Suppose we have V ′ = v1, v2 while V = v1, v2, t, with all

variables ranging over {−1, 0, 1}.

Now suppose that Tref is as follows:

v1 v2

−1 −1

0 0

1 1

and that S1 contains the two constraints v1 = t, v2 = t. If we

consider each of the two constraints separately none of the two dis-

cards any V ′-tuple (thus step 4 would remove them); however, once

considered together, they actually remove all undesired V ′-tuples. In

this case our algorithm would stop for lack of constraints, without

finding a solution to the problem.

Suppressing step 4 is not a reasonable solution. This kind of con-

straints would be considered by the greedy selection only after all

the other ones, without any real clue about their effectiveness, thus

spoiling the heuristic.

The solution consists in the Constraint Aggregation step, that has

to be performed before Constraint Selection and that transforms the

set of constraints S1 into a new set S2 from which the greedy choice

can be carried out without the aforementioned inconveniences.

4.3 Constraint Aggregation

As said before, the problem arises when we consider a constraint that

mentions a variable t not in V ′. In order to properly evaluate such a

constraint we need to understand if t plays some role in specifying a

relation between variables in V ′ or not. Thus we need to consider not

only the individual constraint, but also all its possible combinations

with other constraints mentioning t.

Two constraints mentioning the same variable are said to be con-

nected. A set of interconnected constraints is called a complex con-

straint. Constraint Aggregation starts from the set S1 of atomic con-

straints, and builds a set S2 of both complex and atomic constraints

that will be used as the pool of choices by Constraint Selection.

Let us describe more precisely how S2 is built. S2 is initialized to

S1. We say that an atomic constraint is partial wrt V ′ if it mentions

one or more variables that do not belong to V ′. Given a partial atomic

constraint c ∈ S1, let t denote a variable mentioned by c with t 6∈
V ′. We complete c by building all complex constraints of the form

{c, c′} where c′ is another constraint in S1 that mentions t. Such

complex constraints are added to S2. It is however possible that one

of these complex constraints {c, c′} is still partial, either because c

mentions another variable u 6∈ V ′ while c′ does not mention it, or

because c′ introduces it. Then we can carry out another completion

step, building all complex constraints of the form {c, c′, c′′} where

c′′ mentions u, and adding them to S2. We proceed like this until

there are no more completions to be carried out.

Example. After applying Constraint Filtering to the Hydraulic Actu-

ation Subsystem, S1 contains the following constraints:

(a) (C = 1) ∧ (PUout.R = −1) → (In.Q = 1)
(b) (C = 1) ∧ (PUout.R = 0) → (In.Q = 1)
(c) PUout.R = max(Out.R, 0)

None of these constraints, if considered alone, constrains V ′. Each

of them mentions a variable that does not belong to V ′: PUout.R.

The completions added to S2 are (a+b), (a+c), (b+c)4. While (a+b)

and (a+c) prove themselves useless (i.e. they do not discard any V ′-

tuple) at the first step of Constraint Selection, (b+c) is a meaningful

constraint and it actually ends up being selected. �

It is worth noting that, while S2 almost certainly contains a good

number of spurious constraints, that do not actually constrain vari-

ables in v′, such spurious constraints will be detected and removed

in the first iteration of Constraint Selection, without hindering all

subsequent iterations.

By considering S2 in place of S1, Constraint Selection evaluates

partial constraints taking into account the role they play in building a

relation among variables of V ′. If a partial constraint has such a role,

this will result from at least one of its completions, and it will not be

removed. On the other hand, if all its completions are useless, then

the partial constraint can be safely discarded.

5 Experimental Results

In this section we present part of the results of running Model Syn-

thesis on the Hydraulic Actuation Subsystem with all components

in ok mode. For this experiment we first give the figures, that is the

sizes of the constraint sets S0, S1, S2, S
′ and the number of itera-

tions performed by Constraint Selection. Then we discuss part of the

synthesized model wrt the original model.

We also briefly present some results obtained by running Model

Synthesis on the same subsystem in two single-fault cases: the pump

in failed mode and the pipe in heavy leakage mode.

Experiment A: all components in ok mode.

Original model size: |S0| = 35.

Constraint Filtering: |S1| = 27.

Constraint Aggregation: |S2| = 82 with 27 atomic constraints from

S1 plus 55 complex constraints obtained by completing 14 partial

atomic constraints.

Constraint Selection: performs 12 iterations. |S′| = 13. The number

of constraints that are detected as useless in the first iteration is 60.

4 The full model contains other constraints mentioning PUout.R, thus there
are other possible completions.



The resulting model is the following:

In.Q = −Out.Q (1)

E = In.Q (2)

In.Q 6= −1 (3)

PUout.R = max(Out.R, 0) (4)

(In.Q = 1) → (PUout.R = 0) (5)

(In.Q = 1) → (Out.P = 1) (6)

(C = 1) ∧ (PUout.R = 1) → (Out.R = 1) (7)

(C = 1) ∧ (PUout.R = 0) → (In.Q = 1) (8)

(C = 1) ∧ (PUout.R = 0) → (In.R = 0) (9)

(C = 0) ∧ (In.P = 1) → (In.Q = 0) (10)

(C = 0) ∧ (In.P = 1) → (In.R = +) (11)

(C = 0) ∧ (In.P = 0) → (In.Q = 0) (12)

(C = 0) ∧ (In.P = 0) → (In.R = 0) (13)

Let us focus on a fragment of this model, the one that describes the

behaviour of the subsystem when the pump is on (C = 1) and there

is nothing blocking the flow after the actuator (Out.R 6= 1). This part

of the behaviour is expressed by constraints 1, 2, 4, 5, 6, 8, 9. Now let

us look at the parts of the original model that describe the subsystem

in the same situation.

From the Pump model:

(C = 1) ∧ (PUout.R = −1) → (PUout.P = 1) (14)

(C = 1) ∧ (PUout.R = −1) → (In.Q = 1) (15)

(C = 1) ∧ (PUout.R = −1) → (PUout.Q = −1) (16)

(C = 1) ∧ (PUout.R = −1) → (In.R = 0) (17)

(C = 1) ∧ (PUout.R = 0) → (PUout.P = 1) (18)

(C = 1) ∧ (PUout.R = 0) → (In.Q = 1) (19)

(C = 1) ∧ (PUout.R = 0) → (PUout.Q = −1) (20)

(C = 1) ∧ (PUout.R = 0) → (In.R = 0) (21)

From the Pipe model:

PIout.P = PIin.P (22)

PIout.Q = −PIin.Q (23)

PIout.R = PIin.R (24)

From the Actuator model:

Ain.Q 6= −1 (25)

Ain.R = max(Out.R, 0) (26)

(Ain.Q = 1) → (E = 1) (27)

(Ain.Q = 1) → (Out.P = 1) (28)

(Ain.Q = 1) → (Out.Q = −1) (29)

(Ain.Q = 1) → (Ain.R = 0) (30)

Each of the constraints in S′ can be seen as a result of Constraint

Filtering: either because it has been added in that phase, or because

Constraint Filtering has derived it from a constraint in S0. For the

model fragment we are considering we have that 1 derives from 23,

4 from 26, 5 from 30, 6 from 28, 8 from 19 and 9 from 21. Constraint

2 is instead directly added during the Constraint Filtering phase.

As to constraints in S0 that do not appear, even trasformed by

Constraint Filtering, in S′, we can make the following remarks:

• constraints 14, 15, 16, 17 do not remove any V ′-tuple: in the con-

text we are considering, PUout.R = −1 is always false;

• constraint 18 does not participate in any relation among variables

of V ′;

• constraint 20 is subsumed by 1 and 8;

• constraints 22, 24 are deleted during Constraint Filtering because

they become tautologies of the form v = v;

• constraint 27 is subsumed by 2;

• constraint 29 is subsumed by 1.

Constraint Filtering is a key step: constraints coming from dif-

ferent component models and thus involving different variables are

transformed so that they all constrain the same variable values. As

a result, some of them become redundant and can be excluded from

the synthesized model.

For example, the fact that the input flow is the negation of the

output flow is true for the pump, for the pipe and for the actuator,

but it is expressed with a different set of constraints for each of

them. Constraint Filtering transforms these constraints so that they

relate the global in and out flows of the whole subsystem, rather

than the local ones. S1 thus contains constraints expressing the same

relation in three different ways (one for each component model).

Since constraint 1 is the one expressing it in the most compact way,

it is selected for the synthesized model.

Experiment B: pump in failed mode, other components in ok mode.

In this mode the pump does not produce any flow in the pipe even if

the command is on.

Original model size: |S0| = 21.

Constraint Filtering: |S1| = 8.

Constraint Aggregation: |S2| = 9 with 8 atomic constraints from S1

plus 1 complex constraint obtained by completing 2 partial atomic

constraints.

Constraint Selection: performs 5 iterations. |S′| = 5.

Experiment C: pipe in heavy leakage mode, other components in

ok mode. In this mode the flow from the pump is lost and does not

reach the actuator.

Original model size: |S0| = 42.

Constraint Filtering: |S1| = 25.

Constraint Aggregation: |S2| = 103 with 25 atomic constraints from

S1 plus 78 complex constraints obtained by completing 13 partial

atomic constraints.

Constraint Selection: performs 9 iterations. |S′| = 10. The number

of constraints that are detected as useless in the first iteration is 82.

Experiments B and C involve faults that ‘disconnect’ interface

variables: some outputs become constant and thus independent of

the inputs. In this case Constraint Filtering is particularly effective.

6 Conclusions and Future Work

In this paper we described an approach for synthesizing a simplified

model of a subsystem from the models of its components for given

behaviour mode assignments.

The approach is limited to finite-domain qualitative models, and it

cannot be easily generalized to infinite or continuous domains.

The approach has the human modeller as a main target; it is there-

fore different from other approaches in the literature [11, 3, 6, 1,

8, 10, 12] where the main goal is the direct use of an abstract or

simplified model in the reasoning system. Model Synthesis has been



devised as a tool to help in model debugging; thus it is expected to

deal with small subsystems. Once a subsystem has been debugged,

the synthetized model can be used in order to debug higher-level sys-

tems where the subsystem acts as a component.

The results indeed demonstrated to provide direct relations among

interface variables and include the simplifications that are allowed

by the given context, in particular, those where behaviour modes set

some variable to a constant value or break down the normal relation

between inputs and outputs.

We have presented the approach in a general form, i.e. making

no assumption on the constraint language used for modelling. Addi-

tional information on the nature of the constraints used for modelling

could definitely improve the approach, and in particular it could limit

the number of complex constraints generated by Constraint Aggre-

gation. A significant case is the one in which the causal relations

between variables are known (as in [7, 9, 4]), and for each constraint

we can distinguish inputs and outputs. In our case, when a constraint

mentions a variable t 6∈ V ′ we can reason as follows: if t is an in-

put then the constraint should be paired with another where t is an

output, and viceversa.

Although Model Synthesis is mainly thought for model validation

and debugging, we plan to evaluate the use of this approach, possi-

bly extending it, for other purposes. In particular we believe it may be

effective for multiple-level FMEA (Failure Modes and Effects Anal-

ysis). In FMEA the goal is to analyze the effects of fault modes at

component level on a subsystem or system. However one may want

to analyze the effects on a system in terms of its subsystems, that is

analyze the relation between effects at subsystem level and those at

system level. This kind of analysis could be eased by using synthe-

sized model for subsystems. This would however require an exten-

sion of the approach, since each behaviour mode at subsystem level

should be derived from a combination of fault modes at component

level.
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