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Abstract. We focus on the fragment TFA of λ-calculus which is known to contain only terms
which normalize in polynomial time. Inside TFA we translated BEA, a well known, imperative
and fast algorithm which calculates the multiplicative inverse of binary finite fields. The transla-
tion suggests how to categorize the operations of BEA in sets which drive the design of a variant
that we called DCEA. On several common architectures we show that these two algorithms have
comparable performances, while on UltraSPARC and ARM architectures the variant we synthe-
sized from a purely functional source can go considerably faster than BEA.

1 Introduction

In [1] we started to develop a project for contributing the long term goal of supplying toolboxes
able to automatically produce high-performance solutions from natural specifications in the area of
cryptography5. We proposed to contribute by following a growing mainstream which sees functional
programming patterns and languages as relevant when getting good optimized and parallelizable im-
plementations, [2].

Since we already knew that cryptographic algorithms are in the feasible range of complexity bounds
(i.e., FPTIME) we chose to program the main components of such algorithms into a fragment of λ-
calculus for which a polynomial time execution certification exists. The fragment is called TFA (i.e.,
typeable functional assembly), a variant of DLAL [3]. When a λ-term has a type in TFA and represents
a function from (a representation of) binary words to binary words, we know we can compute the
result in a time which is polynomial in the dimension of the word.

The components of cryptographic algorithms we give in [1] are addition, modular reduction, squar-
ing and multiplication over binary finite fields. After that experience, we was able to develop the
multiplicative inversion by encoding the binary euclidean algorithm (BEA), as given in Figure 1,
which is an efficient implementation [4]. We present for the first time the main design ideas about
how implementing BEA as a term wInv (a mnemonic for “inversion on binary words”) of TFA (see
Section 3).

Although the existence of wInv as a term of TFA might be a result by itself, this work is mainly
a report on how we can see wInv as a proof that supports the meaningfulness of our initial project.
We recall we aim at supplying functional programming patterns that help getting implementations of
cryptographic libraries whose efficiency, in the best case, should not require hand-made tuning which,
for example, must take into account the length of the word in the given running architecture.

The design of wInv must obey the rigid type discipline of TFA which enforces the bound on the
normalization time. In general, writing a term in TFA requires to constantly trying to approximate at
the best a linear term, i.e., a term that can by typed with linear types. When not possible, because the

5 See, for example, the European Project “Computer Aided Cryptography Engineering (CACE) at http://
www.cace-project.eu.



INPUT: a ∈ F2m , a , 0.
OUTPUT: a−1 mod f .

1. u← a, v← f , g1 ← 1, g2 ← 0.
2. While z divides u do:

(a) u← u/z.
(b) If z divides g1 then g1 ← g1/z else g1 ← (g1 + f )/z.

3. If u = 1 then return(g1).
4. If deg(u) < deg(v) then u↔ v, g1 ↔ g2.
5. u← u + v, g1 ← g1 + g2.
6. Goto Step 2.

Fig. 1: Binay field inversion as in Algorithm 2.2 at page 1048 in [4].

term could not compute what it is needed, one carefully relaxes the structure of the term to allow a
non-linear use of variables.

This very constraining programming strategy can have a payoff which we illustrate as follows.
When writing wInv we were forced to group the operations we found in BEA in four categories

which we call forward, backward, bidirectional and undirected. The forward operations can be natu-
rally completed by traversing a binary word from its least significant bit (lsb) to its most significant bit
(msb). For example, testing u = 1, as shown in Figure 1, is implemented as a visit of the representation
of u from right to left. The backward operations proceed in the opposite direction, such as the test that
finds which between u and v has the highest degree. In the undirected category we place operations
like the bitwise and carry-free sum of two polynomials in a binary finite field such as g1 + g2. The
bidirectional operations include the simultaneous shifting to the right of (the representations of) u and
g1 or g1 + f . We can complete the first half of the operations moving from the lsb to the msb of the
two polynomials, and the second half by moving in the opposite direction. This is due to the typing
discipline of TFA which requires a careful representation of a state which we must bitwise update as
the computation on the main data proceeds.

What we see as the most interesting fact is that the categorization that the functional setting forces us
to adopt is meaningful in the imperative side because it suggests the algorithm DCEA (see Section 4), a
slight variation of BEA which is obtained by applying source code rearrangements, like decomposition
of shifts u and g1 or g1 + f in two phases.

Section 5 details the announced payoff. It shows that DCEA stays very close to the execution time
of BEA on Intel architectures, while it can be considerably faster on two RISC architectures, that are
UltraSPARC and ARM. We conjecture that the outcome is a direct consequence of how the optimizer
of the C language compiler can take advantage of a code which seems to be compiled in a more
uniform sets of assembly code blocks. The reason to support this idea is that compiling DCEA and
BEA without any optimization results in an object code of DCEA which is far bigger and slower than
BEA’s one.

2 Typeable functional assembly

We now introduce the strictly necessary notions about TFA from [1]. TFA is the type assignment for
λ-terms in Figure 2. It is DLAL [3] whose set of formulas is quotiented by a specific recursive equation
we will subsequently recall from [1].

Every judgment ∆ | Γ ` M : A comes with two different kinds of contexts. The formula A is assigned
as a type to the λ-term M with hypothesis from the polynomial context ∆ and the linear context Γ.

In TFA we define every single ground data type.
Let G be a countable set of variables. We use lowercase Greek letters to range over G. Any type A

belongs to the quotient F/≈ of the following language F of formulas:

F ::= G | F(F | !F(F | ∀G.F | §F
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Fig. 2: Type assignment system in TFA.

We define the quotient on F when introducing the Sequences of booleans below. Uppercase Latin
letters A, B,C,D will range over F/≈. The modal formula !A can occur in negative positions only.
The notation A[B/α] is the capture-free substitution of B for every free occurrence of α in A.

The λ-term M belongs to Λ, the λ-calculus given by:

M ::= V | (\x.M) | (M M) (1)

where V is the set of variables we range over by any lowercase Latin teletype letter. Uppercase
teletype Latin letters M, N, P, Q, R will range over terms of Λ. We shall write \x.M in place of (\x.M)
in absence of ambiguity. Application ((M1M2)...Mn) is left associative and we shall tend to shorten it
as M1M2...Mn. The set of free variables of M is fv(M). The standard β-reduction →∗ on λ-terms is the
reflexive, transitive, and contextual closure of:

(\x.M)N→ M{N/x}

Both polynomial and linear contexts are maps {x1 : A1, . . . , xn : An} from the domain of variablesV to
the co-domain of formulas F . The difference between the two kinds of context is that variables in the
polynomial context may occur an arbitrary number of times in the subject M of ∆ | Γ ` M : A. Every
variable in the linear context must occur at most once in M. Every pair x : A of any kind of context is
a type assignment for a variable. The notation §Γ is a shorthand for {x1 : §A1, . . . , xn : §An}, if Γ is
{x1 : A1, . . . , xn : An}.

Finite types are functions that project one argument out of the many they have:

Bn ≡ ∀α.Bn[α] with Bn[α] ≡
n+1︷        ︸︸        ︷

α( · · ·(α(α .

Finite types with n = 2 are lifted booleans we denote by B2. Their canonical representatives are:

1 ≡ \x.\y.\z.x : B2 0 ≡ \x.\y.\z.y : B2 B ≡ \x.\y.\z.z : B2

We need B in order to simplify the definition of the functions we want to program.
The type Tuples is:

(A1⊗. . .⊗An) ≡ ∀α.(A1⊗. . .⊗An)[α](α with (A1⊗. . .⊗An)[α] ≡ A1( · · ·(An(α

If we extend Definition (1) as follows:

M ::= . . . |<M, . . . , M> | \〈V, . . . ,V〉.M

and we extend β-reduction:

(\〈x1, . . . , xn〉.M)<N1, . . . , Nn>→ M{N1/x1 , . . . ,
Nn/xn }

we can type the new terms with the following rules derivable in TFA:

∆1 | Γ1 ` M1 : A1 . . . ∆n | Γn ` Mn : An

∆1, . . . , ∆n | Γ1, . . . , Γn `<M1, . . . , Mn>: (A1⊗. . .⊗An)
⊗ I

∆ | Γ, x1 : A1, . . . , xn : An ` M : B
∆ | Γ ` \〈x1, . . . , xn〉.M : (A1⊗. . .⊗An)(B

( I ⊗



The Sequences of booleans, or simply Sequences, is the following recursive type:

S ≈ ∀α.S[α] with S[α] ≡ (B2(α)( ((B2⊗S)(α)(α (2)

The recursive definition of ≈ in (2) determines the equivalence relation F/≈ among formulas of F .
As we said, we take F up to such a relation, i.e., if M has type S, then we can equivalently use any of
the “unfolded forms” of S as type of M. The canonical values of type S are:

[ε] ≡ \t.\c.t B : S

[bn−1 . . . b0] ≡ \t.\c.c 〈bn−1, [bn−2 . . . b0]〉 : S (3)

In accordance with (2), the Sequence [bn−1 . . . b0] that occurs in (3) is a function that takes two con-
structors as inputs and yields a Sequence. Only the second constructor is used in (3) to build a Se-
quence out of a pair whose first element is bn−1, and whose second element is — recursively! —
another Sequence [bn−2 . . . b0]. It is well known that adding recursive equations among the formulas
of DLAL is harmless as far as polynomial time soundness is concerned [5, 3].

2.1 Basic types and combinators

This subsection introduces the essential set of elements which allows to justify at an intuitive level
why the term wInv of Section 3 belongs to TFA.

Church numerals. Their type is U ≡ ∀α.U[α] where U[α] ≡ !(α( α)( §(α( α) with canonical
representatives:

uε ≡ \f.\x.x : U n ≡ \f.\x.f (. . . (f x) . . .) : U with n occurrences of f

Lists. Their type is L(A) ≡ ∀α.L(A)[α] where L(A)[α] ≡ !(A( α( α)( §(α( α) with canonical
representatives:

{ε} ≡ \f.\x.x : L(A)

{Mn−1 . . . M0} ≡ \f.\x.f Mn−1(. . . (f M0 x) . . .) : L(A) with n occurrences of f

Church words {bn−1 . . . b0}, with all bis booleans, are the typical instance of lists with type L2 ≡ L(B2)
we need. In every Church word {bn−1 . . . b0}, or simply word, the least significant bit (lsb) is b0, while
the most significant bit (msb) is bn−1. The same convention holds for every Sequence [bn−1 . . . b0].

The combinator Xor. It has type B2(B2(B2 and extends the exclusive or on lifted booleans:

Xor 0 0→∗ 0 Xor 1 1→∗ 0

Xor 0 1→∗ 1 Xor 1 0→∗ 1

Xor B b →∗ b Xor b B→∗ b (where b : B2)

Whenever one argument is B then it gives back the other argument. This is an application oriented
choice [1].

The combinator wRev. It has type L2(L2 and reverses the bits of a word:

wRev {bn−1 . . . b0} →
∗ {b0 . . . bn−1}

Meta-combinator MapThread[·]. Let F : B2(B2(A be a closed term. Then, MapThread[F] : L2(
L2(L(A) applies F to the elements of the input list. If ((F ai) bi)→∗ ci, for every 0 ≤ i ≤ n − 1:

MapThread[F] {an−1 . . . a0} {bn−1 . . . b0} →∗ {cn−1 . . . c0}

In particular, MapThread[\a.\b.<a, b>] : L2(L2(L(B2
2) is such that:

MapThread[\a.\b.<a, b>] {an−1 . . . a0} {bn−1 . . . b0} →∗ {<an−1, bn−1> . . . <a0, b0>}



The meta-combinator wHeadTail[Last, Body]. It has two parameters Last and Body. It builds on
the core mechanism of the predecessor for Church numerals [6, 5] inside the typing systems like TFA.
For any types A, α, let X ≡ (A(α(α)⊗A⊗α. By definition, wHeadTail[Last, Body] is as follows:

wHeadTail[Last, Body] ≡ \w f x.L (w (wHTStep[Body] f) (wHTBase x)) : L(A)(L(A)

wHTStep[Body] ≡ \f e.\<ft, et, t>.Body[f, e, ft, et, t]

wHTBase ≡ \x.<\e l.l, EraseableElement, x>

Where:

– Last must be a closed λ-term with type X(α;
– Body[f,e,ft,et,t] is the body of the step function. It must be a closed λ-term with the fol-

lowing two features. It must have type X and the variables f, e, ft, et and t must be sub-terms
of Body that must occur linearly in it;

– wHTStep[Body] is the step function that must have type (A(α(α)(A(X(X;
– wHTBase is the base function that must have type X.

For example, on \g.\y.g b (g a y) the term wHeadTail[Last,Body] behaves as follows:

wHeadTail[Last, Body] (\g y.g b (g a y))

→∗ \f x.Last (wHTStep[Body] f b (wHTStep[Body] f a (wHTBase x))) (4)

→∗ \f x.Last ((\<ft, et, t>.Body[f, b, ft, et, t]) Body[f, a, \e l.l, EraseableElement, x]) .

It is an iteration of wHTStep[Body] from wHTBase on the input. If EraseableElement is differ-
ent from any possible element of the list, the rightmost occurrence of Body in (4) knows that the
iteration is at its step zero and it can operate on a as consequence of this fact. In general, Body can
identify a sequence of iteration steps of predetermined length, say n. Then, Body can operate on the
first n elements of the list in a specific way. The distinguishing invariant of the computation pattern
that wHeadTail[Last,Body] develops is that Body can have simultaneous stepwise access to two
consecutive elements in the list. For example, Body in (4) can use a and EraseableElement at step
zero. At step one it has access to b and et and the latter may contain a or some element derived from
it. This invariant is crucial to implement a bitwise forwarding mechanism of the state in the term of
TFA that implements the multiplicative inverse wInv. For example, let:

Last ≡ \<_, _, l>.l (5)

Body ≡ \f e.\<ft, et, t>.<f, e, ft et t>

We can implement a λ-term that pops the last element out of the input list and we can check this by
assuming (5) in the λ-terms of (4) which yields \f x.f a x.

3 Multiplicative inversion as a term of TFA

Our goal is to illustrate how and why we can write the work-flow in Figure 3. It is a block diagram that
drives how to transform BEA, given in Figure 1, into the algorithm DCEA, which we will introduce in
Section 4 and whose performance we will investigate in Section 5. Writing the work-flow is a direct
consequence of encoding BEA as the term wInv that we can type in TFA.

The top level structure of wInv is shown in Figure 4.
The first step towards writing wInv in TFA is to identify the operations that BEA requires and the

basic data structures they must operate on.
On the one hand, the basic operations we must encode are: (i) add pairs of polynomials, (ii) check

if the indeterminate z divides some given polynomials u and g1, (iii) be able to divide a polynomial by
the indeterminate z, (iv) check if the only bit set to 1 in u is its lsb, i.e. check u = 1, (v) compare the
degree of two polynomials.

On the other hand, Church words, as introduced in Section 2, are our basic data structure. They
allow to represent every polynomial on binary finite fields as the list of their binary coefficients on
which we can operate by the standard and uniform iteration mechanism that λ-calculus offers.

It is worth remarking that, although, despite the λ-calculus imposes a strictly sequential and essen-
tially uniform access scheme to the elements of any Church word, the iterative mechanism does not



Input configuration

In leftward mode we check which of the fol-
lowing questions holds:

– “Does z divide u and g1?”
– “Does z divide u but not g1?”
– “Given that z cannot divide u, is u = 1?”
– “Given that z cannot divide u, is u , 1?”

Depending on the answer, while iterating all
along the threaded word, we must accom-
plish one or more of the following tasks, pos-
sibly, simultaneously:

– Add G1 and F.
– Set the bits of the state to the correct

value.
– Preserve the content of the threaded

word that must not shift (such as F, for
example) when U and G1 or G1+F must
shift.

Move to the rightward mode, by reversing
the threaded word from the previous step.
The first bit of the state determines which
of the following tasks applies:

– Erase all the lsbs in order to complete
the shift to the right.

– Set the state in order to signal that u =

1 and to block any operation on any of
the configurations, until every iteration
stops.

– Compare the degrees of g1 and g2,
possibly swapping U, V and G1, G2.

– Add U, V and G1, G2.

Reverse by possibly re-setting the
threaded word.

Output configuration

Fig. 3: Work-flow suggesting how to transform BEA in the equivalent algorithm DCEA.

wInv[V,G1,G2,F] =
\U.GetG1 (D (\tw.wRevInit (wHeadTail[LastRevMode,BodyRevMode]

(wRev (wHeadTail[LastForMode,BodyForMode] tw))
))) (MapThread[makeThread] U V G1 G2 F B0 B1 V’ G2’ F’)

Fig. 4: Definition of wInv.

add any artificial layer of difficulty as compared to the standard programming paradigms with direct
data access. The reason lies in the intrinsic nature of the above operations that we aim at representing
as λ-terms in TFA.

Let us focus on testing u = 1. Even in presence of a direct access to the components of u, the test
requires to access the value of every bit of u, for example following the natural order from the lsb of
u to its msb, i.e., the test u = 1 is a forward operation. Let us now analyze the meaning of the test
u > v. It forces to bitwise cross u and v, but from their msb to their lsb, i.e., u > v is a backward
operation. A further case is the execution of a sum such as g1 + f . We forcefully have to bitwise range
all over the coefficients of the Church words that represent u and g1 without necessarily complying to
the direction “lsb to msb”, or vice versa. The reason is that adding two bits in a binary finite field, i.e.,
executing a Xor on pairs of bits, does not need any carry. So, the sum is an undirected operation. The
final case includes the simultaneous shifting to the right of u and g1 or g1 + f . We shall see that we can
complete the first half of the operation by moving leftward on our Church words and the second half
by moving in the opposite direction. Therefore, we classify the shift to the right as a bidirectional
operation.

The unique slight annoyance coming from a mandatory use of the iteration, intrinsic of the Church
words, is that to operate in reverse mode on any given Church word we need to reverse it by means of
wRev. Once reversed, the former msb is the current lsb. This is why wInv in Figure 4 contains wRev
(see Section 2) and its slight variant wRevInit we will comment later.

We now illustrate the relevant components and main behavioral aspects of wInv in Figure 4.
wInv depends on the four parameters V, G1, G2 and F. They are Church words that represent the

corresponding parameters of BEA. The unique argument U is the input which encodes u.
Also B0, B1, V’, G2’ and F’ are Church words. They only contain occurrences of B. In the course

of the computation the elements of B0 and B1 will play the role of a state, while we use V’, G2’ and
F’ as support. For example, we shall see that by setting two corresponding bits in B0 and B1 to 1 and
B we keep recording that z divides both u and g1. Instead, V’, G2’ and F’ allow to bitwise replicate
the bits of V, G2 and F. The goal is to let V, G2 and F survive the process that implements the division
of u and g1, or g1 + f , by z.

All U, V, . . .G2’, F’ are inputs of MapThread[makeThread]. Since, by definition:

makeThread = \u.\v.\g1.\g2.\f.\b0.\b1.\v
′.\g′2.\f

′.<<u, v, g1, g2, f>,<b0, b1, v
′, g′2, f

′>> (6)

the output of MapThread[makeThread] is a Church word with pairs of tuples as its elements. The
first component of every pair collects the bits that in U, V, G1, G2 and F occur in the same position.



The second component has analogous structure but its bits belong to the Church words B0, B1, V’,
G2’ and F’.

We call threaded word every Church word whose elements are pairs of tuples of bits. The notation
of any element of a threaded word is:

<<u, v, g1, g2, f>,<b0, b1, v
′, g′2, f

′>> , (7)

where the name of every bit recalls the Church word it comes from. In (7), u, v, g1, . . . , g′2 and f’
occupy the i-th position in the Church word they belong to.

The result of MapThread[makeThread] in wInv is the starting configuration of an iteration that
uses the Church numeral D as iterator on the step function:

\tw. wRevInit (wHeadTail[LastRightward, BodyRightward] (8)

(wRev (wHeadTail[LastLeftward, BodyLeftward] tw)) .

The value of D amounts to the square of the degree of the given binary finite field. This is a point
where the lack of any mechanism able to stop the computation as soon as required, which is typical of
λ-calculus, takes over. Of course, when moving from the purely functional setting to the imperative
one, we shall be able to exit from the iteration as soon as required.

The application of wHeadTail[LastLeftward, BodyLeftward] to any threaded word tw amounts
to iterate BodyLeftward on the elements of tw. Specifically, the λ-term BodyLeftward implements

BL(W,<b0, b1, v′, g′2, f
′>) =



<<0, v′, 0, g′2, f
′>,<1, b1, v, g2, f>> if (b0, b1) = (⊥,⊥),

and W =<0, v, 0, g2, f>

<<u, v′, g1, g
′
2, f

′>,<1, b1, v, g2, f>> if (b0, b1) = (1,⊥),
and W =<u, v, g1, g2, f>,

<<0, v′, g1 + f, g′2, f
′>,<0, b1, v, g2, f>> if (b0, b1) = (⊥,⊥),

and W =<0, v, 1, g2, f>

<<u, v′, g1 + f, g′2, f
′>,<0, b1, v, g2, f>> if (b0, b1) = (0,⊥),

and W =<u, v, g1, g2, f>

<<1, v, g1, g2, f>,<⊥, 0,⊥,⊥,⊥>> if (b0, b1) = (⊥,⊥),
and W =<1, v, g1, g2, f>

<<0, v, g1, g2, f>,<⊥, 0,⊥,⊥,⊥>> if (b0, b1) = (⊥, 0),
and W =<0, v, g1, g2, f>

<<1, v, g1, g2, f>,<⊥, 1,⊥,⊥,⊥>> if (b0, b1) = (⊥, 0),
and W =<1, v, g1, g2, f>

<W,<⊥, 1,⊥,⊥,⊥>> if (b0, b1) = (⊥, 1),

(w, (b0, b1, v′, g′2, f ′)) otherwise

Fig. 5: The function that BodyLeftward implements.

the function BL in Figure 5. The function BL is defined as:

BL(W, S ) = <W ′′, S ′>

by assuming S = <b0, b1, v
′, g2

′, f′>, for some given b0, b1, v′, g2′, f′. The values of b0, b1 identify
the state we are in and determine <W ′′, S ′>. Specifically, b0 propagates the information saying if z
divides u or g1.



For example, let us assume (b0, b1) = (⊥,⊥) in S and let us look at BL. By definition, this means
that all the bits in W and S are the lsbs of the Church words U, V, G1, . . .G2’ and F’.

Under the above assumption, as a first case let both u and g1 in W be equal to 0. This means we
must propagate the information that all the bits which come from the Church words U and G1 must
shift one place to their right, while all the bits that come from V, G2 and Fmust keep their position. To
propagate such information we let <W ′′, S ′> equal to <<0, v′, 0, g′2, f

′>,<1, b1, v, g2, f>> in the first
defining clause of BL. We observe that v, g2, and f, which initially are in W, get copied to W ′′. This is
the propagation mechanism we already mentioned. It will eventually preserve the position of all the
bits coming from V, G2 and F while allowing the global shifting of U and G1 to the right.

As a second case let u be 0 and g1 be 1 in W. This time we must propagate the information that all
the bits coming from U and G1+F must shift one place to their right. Like in the previous case, the bits
from V, G2 and F must keep their position. To propagate such information we let <W ′′, S ′> equal to
<<0, v′, g1 + f, g′2, f

′>,<0, b1, v, g2, f>> in the third defining clause of BL. Of course, “+” stands for
Xor. Once more, we observe that v, g2, and f, which initially are in W, get copied to W ′′.

In (9), we list the legal combinations of values of b0 and b1 we can find in the msb of the threaded
word that the last application of BodyLeftward gives as its result:

(b0, b1) =


(1,⊥) if z divides u and g1,
(0,⊥) if z divides u but not g1,
(⊥, 0) if u = 1,
(⊥, 1) if z does not divide u and u , 1

(9)

LastLeftward implements LL in Figure 6 which behaves in accordance with (9) to finalize the
threaded word that wHeadTail[LastLefward, BodyLeftward] must produce.

LL(<u, v, g1, g2, f>,<b0, b1, v′, g′2, f
′>) =

<<0, 0, 0, 0, 0>,<b0, b1,⊥,⊥,⊥>><<u, v
′, g1, g

′
2, f

′>,<b0, b1,⊥,⊥,⊥>> if b0 ∈ {0, 1}
and b1 = ⊥

<<u, v′, g1, g
′
2, f

′>,<1, 1,⊥,⊥,⊥>> if (b0, b1) = (⊥, 0)

<<u, v′, g1, g
′
2, f

′>,<b0, b1,⊥,⊥,⊥>> otherwise

Fig. 6: The function that LastLeftward implements.

The first clause of LL completes the threaded word under construction by adding two pairs at once.
The rightmost one is the element that wHeadTail[LastLefward, BodyLeftward] naturally keeps
separate from the rest of the threaded word it takes as input. It serves to propagate v′, g′2 and f′ in
the first component. On the other hand, the reason to add <<0, 0, 0, 0, 0>,<b0, b1,⊥,⊥,⊥>> is to
record the state (b0, b1). As soon as LL completes its first clause, it implements the first part of our
bidirectional operation, i.e., the division of u and one between g1 or g1 + f by z. The reason is that,
once we will reverse the threaded word with its length increased by one unit, we can erase its msb by
means of wHeadTail[LastRightward, BodyRightward]. This means that erasing the lsb before the
swap takes place and such an erasure is the second part of our bidirectional operation which completes
the implementation of the division of u and g1, or g1 + f , by z.

The second and third cases of LL complete the threaded word under construction by adding a single
pair. The pair is the element that wHeadTail[LastLefward, BodyLeftward] naturally keeps separate
from the rest of the threaded word it takes as input. They both store v′, g′2 and f′ in the first component
but propagate a different state. In the second case we record that u = 1 by setting both bits of the state
to 1. This will freeze the content of the threaded word because it contains the result.



The threaded word just produced that wHeadTail[LastRightward, BodyRightward] takes as in-
put has a state which is compliant with the list of cases in (9).

The application of wHeadTail[LastRightward, BodyRightward] to a threaded word amounts to
iterate BodyRightward on it. Specifically, BodyRightward implements the function BR in Figure 7.

BR(W,<b0, b1, v′, g′2, f
′>) =



<W,<b0,⊥, v′, g′2, f
′>> if b0 ∈ {0, 1} and b1 = ⊥

<W,<⊥, 1, v′, g′2, f
′>> if (b0, b1) = (⊥, 1),

W =<u, v, g1, g2, f> and u = v

<<1, 0, g1 + g2, g2, f>,<1, 0, v
′, g′2, f

′>> if (b0, b1) = (⊥, 1),
and W =<1, 0, g1, g2, f>

<<u + v, v, g1 + g2, g2, f>,<1, 0, v
′, g′2, f

′>> if (b0, b1) = (1, 0),
and W =<u, v, g1, g2, f>

<<0, 1, g1 + g2, g2, f>,<0, 1, v
′, g′2, f

′>> if (b0, b1) = (⊥, 1),
and W =<0, 1, g1, g2, f>

<<v + u, u, g2 + g1, g1, f>,<0, 1, v
′, g′2, f

′>> if (b0, b1) = (0, 1),
and W =<u, v, g1, g2, f>

<W,<b0, b1,⊥,⊥,⊥>> otherwise

Fig. 7: The function that BodyRightward implements.

The function BR produces an output which depends on the values of some bits in W and on b0, b1
which keeps identifying the state we are in.

The first clause manages the cases that require to erase the msbs so to obtain the overall effect of
shifting to the right the bits coming from U and G1. The erasure will take place effectively when we
will apply LastRightward. This will conclude the second part of our bidirectional operation which
we started before reversing the threaded word that wHeadTail[LastRightward, BodyRightward]
takes as input.

The last clause propagates the state (b1, b1) which says that u = 1. We select the second clause
when we know we need to bitwise compare the polynomials u and v but we do not know which one
has greatest degree.

The remaining clauses serve to simultaneously and bitwise execute sums and swaps, in accordance
with the definition of BEA. For example, the third clause identifies the point where u shows a degree
greater than v, so it switches the state (b0, b1) to (1, 0) which is further propagated by the fourth clause.

It should be evident that all the clauses of BR, but the last one, contribute to the completion of either
the second part of our bidirectional operation or any of the operations we classify as backward or
undirected.

In (10) below, we list the legal combinations of values of b0 and b1 we can find in the msb of the
threaded word that the last application of BodyLeftward gives as result:

(b0, b1) =



(1,⊥) if z divides u and g1

(0,⊥) if z divides u but not g1

(1, 0) if u > v
(0, 1) if u < v
(1, 1) if u = 1

(10)

LastRightward implements LR in Figure 8 which behaves in accordance with (10). LR finalizes the



LR(<u, v, g1, g2, f>,<b0, b1, v′, g′2, f
′>) = (<<u, v′, g1, g′2, f

′>,<b0, b1,⊥,⊥,⊥>>) if b1 , ⊥

Fig. 8: The function that LastRightward implements.

construction of the threaded word that wHeadTail[LastRightward, BodyRightward] has to build.
Let the state say that we must not execute any shift to the right of the bits coming from U and G1. In

accordance with (10) it must be b1 , ⊥ and the clause in Figure 8 applies. It completes the threaded
word under construction with the element that wHeadTail[LastRightward, BodyRightward] keeps
separate from the rest of the threaded word itself.

If b1 = ⊥ we simply do not apply LR and the element kept separate from the threaded word gets
forgotten. In the corresponding λ-term of TFA this amounts to erase such an element as explained
in (5).

Summing up, LR finalizes either the second part of our bidirectional operations or any of the oper-
ations we classify as backward or undirected.

Once wHeadTail[LastRightward, BodyRightward] concludes, we reverse the threaded word it
produces by using wRevInit that executes its main task while resetting the bits that belong to the
second component of every element of the threaded word. So, we can again start either the first part
of our bidirectional operation or any of the operations we classify as forward or undirected.

When the last step of the iteration that D implements is over, GetG1 iterates a step function which
extracts from the last threaded word produced only the bits that come from G1.

What have we learned? On one side, the description of wInv should convince the reader that it is a
term of TFA. The reason is that all the step functions we use can have second order types which allow
their iteration. On the other, we have split the operations of BEA into two groups which we apply when
either in leftward or in rightward mode. By definition, we are in leftward mode when we can apply
operations from the lsb to the msb of any threaded word; they are the first part of our bidirectional
operation or any of the operations we classify as forward or undirected. We are in rightward mode
when we can operate from the msb to the lsb of any threaded word by using the second part of our
bidirectional operation or any of the operations we classify as backward or undirected. The way to
switch between the modes is to reverse the threaded words at hand. As we already mentioned, this
leads to the work-flow shown in Figure 3.

4 An imperative version of wInv and its correctness

We introduce the algorithm DCEA by rephrasing the work-flow in Figure 3 as an imperative algorithm.
In Table 1 we list the pseudo-code of DCEA and BEA. The variable mode of DCEA flips from leftward
to rightward to drive the execution of the operations in accordance with the classification, given above
at the end of Section 3.

Proving the equivalence of DCEA and BEA amounts to show that they behave the same, starting
from identical pre-conditions. Two significant cases exists:

– Let z | u, i.e., let z divide u. BEA iterates in E in the loop that starts at line 2 until z - u. Under the
same pre-condition DCEA iterates the sequence A, D, B, D until z - u, i.e., until z does not divide
u. In both cases it should be evident that the post-conditions coincide.

– Let u , 1 and z - u. BEA skips both E and F and execute G. DCEA skips A, D, and B to finally
interpret C which has the same set of instructions of G.

As soon as DCEA and BEA check u = 1 they are obviously equivalent because neither of the two alter
any among u, v, g1 and g2. We conclude by remarking that the work-flow in Figure 3 in fact does not
suggest where the test u = 1 must be placed in DCEA. We choose its position inside DCEA to let it
equivalent with BEA.



INPUT: a ∈ F2m , a , 0
OUTPUT: a−1 mod f
1: u← a, v← f , g1 ← 1, g2 ← 0, side← leftward
2: if mode = leftward then
3: if z divides u but not g1 then
4: g1 ← g1 + f
5: end if
6: mode← rightward
7: else
8: if z divides u then
9: u← u/z ; g1 ← g1/z

10: else
11: if deg(u) < deg(v) then
12: u↔ v; g1 ↔ g2

13: end if
14: u← u + v; g1 ← g1 + g2

15: end if
16: mode← leftward
17: end if
18: if u = 1 then
19: return g1

20: end if
21: go to 2

A

B

C

D

(a) DCEA.

INPUT: a ∈ F2m , a , 0
OUTPUT: a−1 mod f
1: u← a, v← f , g1 ← 1, g2 ← 0
2: while z divides u do
3: u← u/z
4: if z divides g1 then
5: g1 ← g1/z
6: else
7: g1 ← (g1 + f )/z
8: end if
9: end while

10: if u = 1 then
11: return g1

12: end if
13: if deg(u) < deg(v) then
14: u↔ v; g1 ↔ g2

15: end if
16: u← u + v; g1 ← g1 + g2

17: go to 2

E

F

G

(b) BEA.

Table 1: Algorithms that compute the multiplicative inverse for a given binary finite field.

5 Experimental results

Calculating the multiplicative inverse over a finite field is typically the most time-consuming opera-
tion. A high-speed implementation is frequently much more than desirable, since its running-time can
have a significant impact on several cryptographic algorithms and protocols. We present the results of
a number of tests aiming to compare the execution time of DCEA, BEA and the implementation of
the inversion that the OpenSSL library [7] supplies.

We performed our tests on five different hardware architectures whose specifications are given in
Table 2. We remark that the “Core2”, “Pentium4”, “ARM” and “UltraSPARC” platforms are micro-
processors while the “ATmega328” is a microcontroller (we used an Arduino Duemilanove6 prototype
board which integrates an ATmega328).

CPU Clock Word size Compiler Optimization flags

Intel Core2 Duo P8600 2.40GHz 64 bit gcc 4.7.3 -O4
Sun UltraSPARC IIe 500 MHz 64 bit gcc 4.2.1 -O4
Intel Pentium4 3.00GHz 32 bit gcc 4.4.5 -O4
ARM Cortex-A9 MPCore 1 GHz 32 bit gcc 4.6.3 -O4
ATmega328 16MHz 16 bit avr-gcc 4.3.2 -Os

Table 2: Specifications of the test platforms.

We compared the performances of the aforementioned algorithms on the following binary fields:

– the field F261 [z]/(z61 + z5 + z2 + z + 1);

6 http://arduino.cc/en/Main/ArduinoBoardDuemilanove



– the field F2163 [z]/(z163 + z7 + z6 + z3 + 1), recommended in the standard FIPS 186-3 [8];
– the field F2233 [z]/(z233 + z74 + 1), also recommended in the standard FIPS 186-3 [8].

We recall that the field degrees 61, 163 and 233 are the dimension of the field, that is the length n
of the threaded words we uniformly manipulate with wInv which we discussed in Section 3.

The full source code of the DCEA and BEA algorithms that we used to perform our tests is freely
available at http://dcea.sourceforge.net/.

5.1 Comparing the running-time of DCEA and BEA

In the following paragraphs, we briefly explain our findings regarding the performances of DCEA
with respect to BEA.

In this context, the term “generic algorithm” refers to an implementation of a multiplicative inver-
sion which can operate on any field F2n [z]/(m(z)), with a generic degree n and modulus m(z). On the
other hand, the term “specialized algorithm” identifies a specific implementation that can only work
on a given field F2n [z]/(m(z)), with a fixed degree n and modulus m(z). Note that fixing n and m(z)
a-priori usually allows to better optimize the code, so a specialized algorithm is typically faster than
its generic counterpart.

For instance, the Listings 1.1 and 1.2 show the C code used to test the BEA and DCEA algorithms
over F261 on the Core2 platform. The snippets does not precisely reflect the pseudo-code listed in
Table 1a and 1b since several ad-hoc optimizations were applied, such as:

– elimination of the selection on the mode variable in the DCEA code;
– elimination of the selection in the block A of Table 1a via a Shannon expansion (lines 31 – 32 of

Listing 1.2);
– the comparison between the polynomial degrees is computed using a simple and efficient integer

comparison (line 41 of Listing 1.1 and line 37 of Listing 1.2).

In Tables 3 and 4, we compare the average running-time in microseconds (µs) that DCEA and BEA
need to calculate a single inversion on a given field.

Field Core2 Pentium4 UltraSPARC ARM ATmega328

BEA DCEA BEA DCEA BEA DCEA BEA DCEA BEA DCEA

F261 2.63 2.64 6.10 6.15 10.52 10.89 18.44 15.43 7596.13 7685.26
F2163 25.14 25.43 41.77 41.48 102.11 107.29 99.69 98.12 59755.80 60160.20
F2233 46.34 46.83 91.22 91.23 199.23 205.62 191.86 188.48 122471.00 123576.85

Table 3: Average time in µs that BEA and DCEA take to compute an inversion using the generic
algorithms.

Field Core2 Pentium4 UltraSPARC ARM ATmega328

BEA DCEA BEA DCEA BEA DCEA BEA DCEA BEA DCEA

F261 0.70 0.78 1.45 1.47 2.99 2.58 7.18 6.23 1108.59 1159.87
F2163 5.92 5.94 13.77 13.78 38.54 30.01 67.65 61.21 15250.45 15504.68
F2233 10.83 10.88 30.30 30.75 86.34 82.39 129.86 136.82 36039.93 36695.22

Table 4: Average time in µs that BEA and DCEA take to compute an inversion using the specialized
algorithms.



1 #define SHIFT(i) \
2 tmp1 = u[i] >> 1; \
3 tmp2 = (u[i + 1] & 1) << 63; \
4 tmp3 = g1[i] >> 1; \
5 tmp4 = (g1[i + 1] & 1) << 63; \
6 u[i] = tmp1 ^ tmp2; \
7 g1[i] = tmp3 ^ tmp4
8

9 #define SWAP_SUM(i) \
10 u[i] ^= v[i]; \
11 g1[i] ^= g2[i]; \
12 v[i] ^= u[i] & x1; \
13 g2[i] ^= g1[i] & x1
14

15 void bea64_61(uint64_t r[], uint64_t a[])
16 {
17 uint64_t u[2] = { a[0] };
18 uint64_t v[2] = { (1l << 61) ^ (1 << 5) ^ (1 << 2) ^ (1 << 1) ^ 1 };
19 uint64_t g1[2] = { 1 };
20 uint64_t g2[2] = { 0 };
21 uint64_t x0, x1;
22 uint64_t tmp1, tmp2, tmp3, tmp4;
23

24 while (TRUE)
25 {
26 while ((u[0] & 1) == 0)
27 {
28 x0 = ~((g1[0] & 1l) - 1l);
29 g1[0] ^= ((1l << 61) ^ (1 << 5) ^ (1 << 2) ^ (1 << 1) ^ 1) & x0;
30 SHIFT(0);
31 u[1] >>= 1;
32 g1[1] >>= 1;
33 }
34

35 if (u[0] == 1 && u[1] == 0)
36 {
37 r[0] = g1[0];
38 return;
39 }
40

41 x1 = ~((u[1] < v[1] || u[0] < v[0]) - 1l);
42 SWAP_SUM(0);
43 SWAP_SUM(1);
44 }
45 }

Listing 1.1: The BEA algorithm C code specialized for the field F261 and the Core2 architectures.



1 #define SHIFT(i) \
2 tmp1 = u[i] >> 1; \
3 tmp2 = (u[i + 1] & 1) << 63; \
4 tmp3 = g1[i] >> 1; \
5 tmp4 = (g1[i + 1] & 1) << 63; \
6 u[i] = tmp1 ^ tmp2; \
7 g1[i] = tmp3 ^ tmp4
8

9 #define SUM(i) \
10 u[i] ^= v[i]; \
11 g1[i] ^= g2[i]
12

13 #define SWAP_SUM(i) \
14 u[i] ^= v[i]; \
15 g1[i] ^= g2[i]; \
16 v[i] ^= u[i]; \
17 g2[i] ^= g1[i]
18

19 void dcea61(uint64_t r[], uint64_t a[])
20 {
21 uint64_t u[2] = { a[0] };
22 uint64_t v[2] = { (1l << 61) ^ (1 << 5) ^ (1 << 2) ^ (1 << 1) ^ 1 };
23 uint64_t g1[2] = { 1 };
24 uint64_t g2[2] = { 0 };
25 uint64_t x0;
26 uint64_t tmp1, tmp2, tmp3, tmp4;
27

28 do
29 if ((u[0] & 1) == 0)
30 {
31 x0 = ~((g1[0] & 1l) - 1l);
32 g1[0] ^= ((1l << 61) ^ (1 << 5) ^ (1 << 2) ^ (1 << 1) ^ 1) & x0;
33 SHIFT(0);
34 u[1] >>= 1;
35 g1[1] >>= 1;
36 }
37 else if (u[1] < v[1] || u[0] < v[0])
38 {
39 SWAP_SUM(0);
40 SWAP_SUM(1);
41 }
42 else
43 {
44 SUM(0);
45 SUM(1);
46 }
47 while (u[0] != 1 || u[1] != 0);
48

49 r[0] = g1[0];
50 }

Listing 1.2: The DCEA algorithm C code specialized for the field F261 and the Core2 architectures.



If we exclude the UltraSPARC and ARM architectures, DCEA and BEA have essentially the same
performances with a slight prevalence of the latter. However, on UltraSPARC and ARM platforms, the
specialized versions of DCEA are significantly faster than the BEA ones. For instance, they achieve
respectively a 1.28 and a 1.11 speedup factor over F2163 .

5.2 Comparing the running-time of DCEA and OpenSSL

OpenSSL [7] is one of the most used and widespread cryptographic toolkits for securing a network
communication, especially in the open-source world. Table 5 shows the average running-times of
OpenSSL 1.0.1e7 and DCEA, both the generic and specialized versions, to calculate a single inversion
on the given field on an Intel Core2 CPU.

Field OpenSSL DCEA

Generic Specialized

F261 3.97 2.64 0.78
F2163 13.05 25.43 5.90
F2233 20.58 46.83 10.88

Table 5: Average time in µs that the OpenSSL and DCEA take to compute an inversion.

In Fig. 9, we graphically depicts the data in Table 5 to better emphasize the differences among the
performances of OpenSSL 1.0.1e and DCEA.
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Fig. 9: Comparison of the OpenSSL and DCEA implementations.

We remark that OpenSSL implements MAIA (Modified Almost Inverse Algorithm) which is a
generic version of BEA. The specialized versions of DCEA always outperform the OpenSSL, espe-
cially on small fields. The generic version of DCEA seems faster only on F261 . In this case it is twice
as fast. This is an interesting result since several algebraic structures, such as hyperelliptic curves, can
guarantee a high level of security using fields with a low order.

6 Conclusions and future work

This paper proposes the evidence that the project started in [1] can be well founded so that we can
speculate a positive answer to the title. Recall that in [1] we aimed at implementing a library of

7 We tested the BN_GF2m_mod_inv() function which is declared in the openssl/bn.h header.



potential real interest able to supply operations over binary finite fields which can be automatically
optimized, once fixed the main parameters. We have explored if a pure functional paradigm with
implicit restrictions on the running-time might help when looking for a good implementation of the
multiplicative inversion is the issue. Once implemented a well known implementation of the inversion
as a functional term, we discovered that we can get back to a new imperative algorithm which results
in a simple reorganization of the original one. The new algorithm can go relevantly faster than the
original one on specific architectures.

One open problem is to fully investigate why. The conjecture, about which we have some evidence,
is that the slight reorganization of the code, which we obtain from the intermediate functional and
almost linear version of the inversion, heavily influences the generation of the object code in a way
that the optimizer can better exploit.

A further open problem is to assess to which extent we can exploit the functional and almost linear
programming patterns we use here to design a (specific domain) imperative language able to generate,
as a its distinguishing feature, object code optimizations similar to the ones we obtained in DCEA.
The hope is to design a language characterized by two seemingly contrasting features. It should be
expressive enough in terms of programs we can write but its constructs should be limited enough
to imply the application of good compilation techniques and optimizations able to fully exploit the
hardware architecture of a CPU such as, for example, an ARM processor.
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